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CHAPTER 1 
 

INTRODUCTION 
 
 
The benefits of evaluating websites among potential users are widely 
acknowledged. In a user-centered design the intended users of a website are actively 
involved in the design process. Evaluation methods are needed to gain insight into 
users’ abilities, processes, obstacles, and needs. Much research has been done on 
the methods that can be used to evaluate the websites’ usability from a users’ 
perspective. However, there are many methodological questions that remain 
unanswered and that need to be examined in more detail. In current practice, many 
evaluations are executed with inadequate methods that lack research-based 
validation. This research aims to gain insight into evaluation methodology and to 
contribute to a higher standard of website evaluation in practice. 
 
The studies in this thesis consist of research on three user-focused evaluation 
methods that can be used to assess the quality of websites. The methods will be 
tested within the context of municipal websites. The first method is a questionnaire 
that requests users’ opinions on a global level in a laboratory and in an online 
context. Gathering opinions of online users is a development with much potential, 
but that might also have drawbacks. Second, different variants of the think-aloud 
method will be analyzed: concurrent think-aloud, and two retrospective think-aloud 
variants. The technological refinement of eye tracking provides new opportunities 
to study aspects of the think-aloud method that have not been adequately explored 
before. Third, I introduce and analyze methods in which users are asked to provide 
specific feedback on web pages, the so called user page reviews. These methods are 
increasingly popular in practice, where online users are invited to provide feedback 
or give detailed opinions on website pages. In sum: the approach that is taken in 
this thesis is strongly methodological with a focus on the validation of existing 
methods, as well as on the development of new methods. Methods will be 
compared in terms of the underlying evaluation processes and the output they 
generate.  
 
The next five chapters in this thesis each cover a method or a comparison of 
methods. The introductions of these chapters present the specific methods 
comprehensively. The remainder of this chapter contains some overall issues 
related to the backgrounds of this thesis, more specifically: the research traditions 
this thesis builds on, the dimensions of website evaluation methods, the definition 
of website quality, validity and reliability, participant selection, task selection, 
technical developments, critical remarks on the comparison of usability evaluation 
methods, and the context of municipal websites. This introduction concludes with 
the aims of this thesis, an overview of the data selection, and an outline of the 
seven chapters.  
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1. Research traditions 
The studies in this thesis bring together two research traditions. First, the studies 
build on the discipline of Document Design, in which the effectiveness of 
functional documents is studied in relation to linguistic and psychological theories 
(Schriver, 1997; Schellens & Maes, 2000). Research on evaluation methods in 
Document Design aims to provide a more comprehensive picture of users’ 
experiences on websites and their process of information retrieval (De Jong & 
Schellens, 1997, 2000). Second, the studies are closely connected to the domain of 
Human-Computer Interaction (HCI). Research on evaluation methods in HCI is 
mainly focused on the navigation and interface usability, and pays less attention to 
the textual and visual content of websites. By combining knowledge from HCI with 
a Document Design perspective I aim to get a better understanding of how users 
search for information, interpret the content, and apply this information to their 
own situations and goals.  
 
2. Dimensions of website evaluation methods 
The main purpose of website evaluation methods is to provide insight into the 
ways users interact with websites and to detect and diagnose the problems they 
encounter. This may be done in several ways, which can be distinguished using five 
dimensions. Methods can be divided into (1) user versus expert methods, and into (2) 
in-use versus non-use methods. The evaluation can take place in (3) laboratory settings 
versus real-life contexts. The output of the evaluation can be on a (4) global level 
versus local level, and it can be (5) open versus closed. All five dimensions can be seen 
as continuums on which the available website evaluation methods may be 
positioned. Below, these dimensions will be discussed and the methods in this 
thesis will be positioned on the continuum. 
 
The first distinction that can be made is between user-focused and expert-focused 
evaluation methods (Schriver, 1989). User-focused methods involve real users from 
the target group who use or evaluate the website from their own perspective. In the 
case of expert-focused methods, professionals use their expertise to predict the 
user problems, supported by, for example, heuristics, guidelines or user scenarios. 
All evaluation methods discussed in this thesis are user-focused. 
 The second dimension involves the role assigned to the participants in 
user-focused evaluations (De Jong and Lentz, 2001). In-use methods evaluate a 
website by observing participants who use the website as it is intended. This means 
that participants have a user role and that evaluators focus on their cognitive 
processes and task outcomes. In-use methods in this thesis are the concurrent and 
retrospective variations of think-aloud protocols. Non-use methods place participants 
in a reviewer position: users are explicitly asked to judge a website and to provide 
comments. Non-use methods in this thesis are surveys and user page review methods, 
which ask users to review the website and to judge it or provide feedback.  
 The third dimension distinguishes between real-life and laboratory methods. 
During evaluations with real-life methods participants use the website in their 
natural environment for their own purposes. Participants select themselves to take 
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part in an evaluation (for example by deciding to fill out a questionnaire). In studies 
with laboratory methods the website is used in an artificial research situation in 
which participants are selected by the evaluator and carry out pre-defined tasks. In 
between these extremes is the remote evaluation, which uses pre-defined tasks and 
a selected group of participants who use the website in their own environment. In 
this thesis, only with the questionnaire the evaluation takes place in a real-life 
environment. All other methods are applied in a laboratory setting, although in 
practice user page reviews can also be used in real-life online contexts.  
 The fourth dimension applies to the level of the evaluation outcomes, 
which can vary from global to local. Some evaluation methods, such as surveys, 
provide overall scores concerning the website, for example on navigation or 
content. Other methods are able to detect and diagnose problems on a more local 
level. In this thesis the questionnaire generates global opinion scores which apply to 
the whole website. The other methods, think-aloud protocols and user page reviews, 
generate specific user problems on a local level.  
 On the fifth dimension open evaluation methods are opposed to closed 
methods. In an open evaluation users are free to provide feedback in their own 
words on every location and topic they consider relevant. A closed evaluation uses 
questions on pre-defined topics that users can give their opinion on. Results from 
closed methods are easier to quantify, while open methods often provide more 
qualitative results. The questionnaire is a closed method, and the think-aloud 
protocols and the user page reviews are open methods. 
 
To summarize, all methods in this thesis can be characterized as user focused 
evaluation methods that involve real users from the target group. The questionnaire 
is a non-use method that can be used in real-life contexts as well as in the 
laboratory. In this thesis the method will be studied in both settings. The 
questionnaire asks for opinions on pre-defined topics related to the whole website, 
and is therefore a closed method that generates results on a global level.  
 The variants of think-aloud protocols can be characterized as in-use 
methods. The retrospective think-aloud conditions are more in-use than the 
concurrent condition, as they allow users to work in silence in a natural way and 
verbalize their thoughts afterwards. Think-aloud protocols are used in a laboratory 
setting and generate open comments on a local level. 
 User page reviews put participants in a non-use review position of evaluating 
websites from their own perspective. They can be used in online and laboratory 
settings, but the study in this thesis only focuses on a laboratory user page review 
evaluation. User page reviews can be characterized as open evaluation methods with 
problem detections on a local level. 
 
3. Defining website quality 
In this thesis the concept website quality is defined from a pragmatic perspective 
which focuses on a goal oriented user who wants to find and understand the 
information he is looking for easily (Hassenzahl, 2004). More hedonic aspects of 
quality and user experience are not covered in this thesis. During a goal oriented 
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process, comprehension of texts and images is essential. Comprehension not only 
influences how users understand and apply the content, but also the way they 
navigate to the required information. Kitajima, Blackmon and Polson (2000) show 
the role of comprehension during navigating in the CoLiDeS model: 
Comprehension-based Linked model of Deliberate Search. This model describes 
how users choose links that they perceive as being most semantically similar to the 
representation of their goal. Hence, I define website quality from a pragmatic 
viewpoint in which comprehension is the core process and in which three aspects 
of website quality can be distinguished. The first aspect is the navigation path to the 
information, which should be straightforward with clear link labels. Second, I 
include the content of the information, which should be relevant and easy to 
understand. Third, the layout of the website should be functional and support 
users’ adequate task performance. Hence, I have a pragmatic and functional view 
on website quality, which will be leading in all studies. For the questionnaire this 
perspective on website quality will guide the choices for the opinions included in 
the questionnaire. For the open methods, think-aloud protocols and user page reviews, 
this quality perspective will influence the choices of websites, and tasks, but also 
the focus in the analysis stage.  
 
4. Validity and reliability 
In the assessment and comparison of website evaluation methods validity and 
reliability are important standards (De Jong & Schellens, 2000). However, how 
these standards apply to the evaluation methods is not straightforward, as the 
implications of validity and reliability vary depending on the context. Validity refers 
to the question whether a method measures what it intends to measure. Three 
types of validity are important in the context of this thesis. The first type of validity 
is the congruent validity, which applies to the similarities and differences between 
evaluation methods in numbers and types of problems and the degree of overlap 
between the problems detected. Second, the predictive validity is important in this 
context, which addresses the question whether methods really predict the real 
obstacles that users experience on a website. Third, the ecological validity plays a 
role, which can have two meanings in this context. It can refer to the extent to 
which the participants’ behaviour measured during an evaluation reflects the 
natural behaviour of website users or to the extent to which my experimental 
studies reflect usability studies that are done in practice.  
 
Reliability refers to the extent to which the results of an evaluation are stable. In the 
context of qualitative evaluation methods, reliability is closely related to the number 
of participants that are involved in a study. Chapter 4 will elaborate on the relation 
between sample size and the yield of the evaluation method, using a so called Monte 
Carlo analysis. In chapter 2, the study on the questionnaire, reliability is 
operationalized differently as it is applied to quantitative data. In this context 
reliability means that a scale should consistently reflect the construct that it is 
measuring. 
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In chapter 7, I will discuss how validity and reliability were taken into account in 
each of the five studies.  
 
5. Participant selection 
The selection of participants is directly related to the validity and reliability of an 
evaluation, as the numbers and characteristics of participants strongly influence the 
evaluation process and outcomes. Much research on the assessment of usability 
methods is executed with highly educated young participants. The results of these 
studies cannot be generalized to evaluations among users with other characteristics, 
as participants might differ in the problems they experience on the websites. This 
thesis includes a broader sample of participants in which I differentiate with regards 
to age, education level, and gender. In my opinion, websites should be evaluated 
with a sample of users from the real target group and therefore the assessment of 
evaluation methods should also involve users with different characteristics.  
 The number of participants needed for an adequate evaluation, which has 
been the topic of much debate, will be discussed in chapter 4. The number of 
participants in method assessment studies is often rather low. The studies in this 
thesis involve larger samples than most other studies, in order to obtain solid 
information on the functioning of the evaluation methods.  
 
In the five studies presented in chapters 2 to 6, more details on the composition of 
the participant samples will be provided. The discussion in chapter 7 reviews the 
earlier chapters and reflects on some important issues regarding participant 
selection.  
 
6. Task selection 
Besides the participant selection, the task selection also strongly influences the 
validity and reliability of an evaluation. The choice for specific tasks that 
participants need to perform during an evaluation will influence the process and 
outcomes of this evaluation. Several studies (such as Van Waes, 2000; Hertzum & 
Jacobsen, 2003; Molich, Ede, Kaasgaard & Karyukin, 2004; Lindgaard & 
Chattratichart, 2007) have shown the effects of task variation on the set of 
problems found in an evaluation. The municipal websites that are evaluated in the 
studies are so large, that the tasks by definition only cover a small part of the 
website. Three scenario tasks were constructed for each of the four websites used 
in this study, taking into account the following considerations. The scenario tasks 
differed per website, but were comparable with respect to their length of the 
navigation path and their difficulty. All tasks covered realistic activities that 
resemble the activities that users usually perform on municipal websites. All tasks 
included searching for information, as well as reading and understanding the 
content and applying it to the questions in the task scenario. The tasks covered 
different domains of the websites. In the method sections of the studies more 
details will be provided on the task scenarios. In the discussion, task related issues, 
such as their representativeness, will be addressed.  
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7. Critical remarks related to the comparison of usability evaluation methods 
Hornbæk (2010) discusses some problems related to the measurement of the 
outcomes of an evaluation method. Many studies seem to share a general 
presupposition that an interface has a fixed set of problems that are definitive, 
unambiguous, and real. The effect of this supposition is the idea that the value of 
evaluation methods can be assessed by counting problems, and that the method 
that yields most problems is the best. Another effect can be seen in the matching 
procedure, during which problem detections are compared with each other in order 
to determine whether they refer to the same underlying problem. The notion of an 
underlying problem relates to the idea of a fixed set of problems that can be found 
with methods in different ways. In reality, however, the set of problems found in a 
study strongly depends on the method that is used, the participants that take part in 
the study, the tasks they perform, and other variations in the experimental setting. 
Counting problems ignores the difference between the seriousness of problems, 
the types, and the value for optimization. Counting also neglects other qualities that 
methods might have, such as their contribution to the knowledge of evaluators 
who observe the participants involved in the evaluation.  
 
The studies in this thesis take a broader view on method assessment than counting 
the number of problems a method generates. Therefore, all studies contain 
qualitative analyses of the processes during the evaluation and the characteristics of 
a methods’ output. Also, the choices and procedures during the evaluation, such as 
the matching procedure, will be comprehensively accounted for. In this way, how 
these choices might have influenced the reported results on the method assessment 
or comparison becomes transparent.  
 
8. Context of the thesis: municipal websites 
The evaluation objects in this thesis are informational websites whose primary aim 
is to provide knowledge and services to users, without commercial or 
entertainment motives. Users on these websites should be able to find answers to 
their questions efficiently, which means that the information should be easy to find, 
comprehensible, and supported by a clear design. In this thesis municipal websites 
are evaluated, which can be seen as typical examples of informational websites. 
These websites provide information and services to a broad target group of citizens 
and other potential visitors, such as tourists and businesses. For governments these 
websites are an increasingly important channel to communicate with their citizens. 
At the same time, it is a challenge to optimally present the large amount of 
information, which is often spread over thousands of pages. Users from municipal 
websites vary greatly in their abilities and characteristics, which makes it even more 
difficult to present the information in such a way that it is easy to find and 
understand for all users. Many users experience obstacles on these websites that 
withhold them from reaching their goals efficiently. Therefore, municipal websites 
form a complex, relevant and interesting context for the research on website 
usability evaluation methods.  
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9. Technical developments 
The growth of internet is still rapidly developing. All Dutch municipalities are 
present on the internet and an increasing number of citizens make use of digital 
information and facilities. The growth of the amount of information available and 
the broadness of the target group that makes use of it, increase the need to pay 
attention to the usability of websites. At the same time, technical developments 
extend the possibilities of evaluating websites in new ways. More and more online 
evaluation methods are used to gather user opinions with questionnaires or open 
feedback tools. Also, the rise of eye tracking has increased the possibilities for 
monitoring users’ processes during task performance in detail. These new 
measurements can also be used to validate and expand existing methods. This 
thesis will focus on new techniques for validating existing evaluation methods, as 
well as studying and developing new types of methods. Chapter 7 will report on the 
extent to which technical developments helped to raise these standards in each of 
the five studies.  
 
10. Aims of this thesis 
This research aims to provide new insights into research on website evaluation 
methods. Hence, it builds on existing research and goes beyond the current 
boundaries by exploring how evaluation methods function in a digital context. The 
main research question of this thesis is: in what ways can user-focused methods be 
employed to measure website quality? I will analyze how the different evaluation 
methods measure website quality and what they reveal about the users’ processes 
and obstacles on websites. The aim is to get a better understanding of the 
underlying processes during an evaluation and the effect of these processes on the 
problem detections that a method yields. 
 
It is not the aim of this thesis to find out which evaluation method is the single best 
method. First, the assumption of a best method ignores the fact that the value of a 
specific method is strongly influenced by the goals and the context of an 
evaluation. But more importantly, evaluation methods cannot be treated as fixed 
procedures which lead directly to the identification of problems (Hornbæk, 2010). 
An evaluation method is not an indivisible whole that always works as prescribed, 
but rather a collection of resources that are combined in a specific usability setting 
(Woolrych, Hornbæk, Frøkjær & Cockton, 2012). Examples of resources are the 
role of the evaluator, the selection of participants in the study, the tasks they 
perform, the instructions they receive, and the subsequent analysis and matching 
procedure. Research into evaluation methods should therefore part from the 
concept of indivisible methods and instead look at the different underlying 
components of methods. These resources together determine the outcomes of an 
evaluation, and therefore it is more useful to increase our knowledge of resources 
than of whole methods that combine a set of resources.  
 
Hornbæk (2010) and Woolrych et al. (2011) advocate that research on evaluation 
methods should be embedded more strongly in the usability practice because 
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contextual factors such as business goals and design purposes influence evaluation 
choices and outcomes. Although the practical context is indeed relevant, the 
research in this thesis aims to stay within the framework of the evaluation methods 
being studied.  
 
11. Research design 
In each of the five chapters, the design of the specific study will be discussed 
comprehensively. This paragraph provides a global overview of the overall design 
of the thesis.  
 I have collected data for each of the methods on four municipal websites. 
The data were collected in three large studies: (1) a think-aloud (TA) laboratory 
study with three conditions, (2) a user page review (UPR) laboratory study, and (3) 
a questionnaire study with an online component and a laboratory component in 
which data were collected among the participants of the TA and UPR studies. 
Table 1 shows the numbers of participants who are involved in these studies. 
 
 Website 1 Website 2 Website 3 Website 4 Total 

Think-aloud      
     CTA 20p 20a, d, e 20a, d, e 20a, d, e 80 
     RTA 20p 20b, e 20 e 20 e 80 
     RTE 20p 20b, e 20 e 20 e 80 
User page 
reviews  

30p 30c, d, e 30c, d, e 33c, d, e 123 

Total + WEQ 
lab  

- 90e 90e 93e 273 

WEQ Online 468e 185e 100e 607e 1360 

Table 1: Overview of the data collection and the numbers of participants involved in 
the studies of chapters 2-6 
p = pilot, a = chapter 3, b = chapter 4, c = chapter 5, d = chapter 6, e = chapter 2 

 
The think-aloud method is employed on four websites in three conditions: 
concurrent think-aloud (CTA), retrospective think-aloud (RTA), and retrospective 
think-aloud complemented with eye movements (RTE). The studies on website 1 
serve as a pilot, which is used for an optimal design of the final studies on websites 
2-4. Chapter 3 about CTA involves the data of the 60 participants who perform 
tasks on websites 2-4. These same data are also used in chapter 6, in which a 
comparison is made between CTA and UPR. Chapter 4 reports on a comparison 
between RTA and RTE. This study focuses on the results of the evaluations of the 
40 participants who perform tasks on website 2.  
 The study on user pages reviews (UPR), which is reported in chapter 5, 
involves 93 participants who provide feedback on websites 2-4. The evaluation on 
website 1 is used as a pilot, which helped us to optimally design the feedback 
program and the design of the evaluation it is used in. The 93 UPR participants are 
also involved in the comparison between user roles in CTA and UPR in chapter 6. 
  For the study on the Website Evaluation Questionnaire (WEQ), data are 
collected online on four municipal websites, which results in a total number of 
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1360 online respondents. Further, the same questionnaire is filled out by all 
participants who are involved in the laboratory studies on websites 2-4, which are 
273 participants in total. Chapter 2 reports on the results of these 1360 online 
participants and the 273 laboratory participants. 
 
12. Outline of this thesis 
Chapters 2 to 6 will present the results of four studies on user focused evaluation 
methods. The goal is not to find a single best method, but to get a better 
understanding of the evaluation processes of the participants using the methods 
and of the knowledge these methods provide on the websites’ quality.  
 
Chapter 2 describes the development and validation of the Website Evaluation 
Questionnaire (WEQ), which can be used for the evaluation of governmental and 
other informational websites. The multidimensional structure of this questionnaire 
was tested in two studies in a laboratory setting and in an online setting. The 
studies describe an analysis of the underlying factor structure, the stability and 
reliability of this structure, and the sensitivity of the WEQ to quality differences 
between websites. 
  Chapter 3 contains a study on the concurrent think-aloud method. This 
method is combined with eye tracking in order to obtain more knowledge on 
participants’ working processes during their task performance. The study focuses 
on the kinds of verbalizations that participants produce, and how these 
verbalizations relate to information that can directly be observed using eye tracking. 
Also, the silences during task performance are analyzed in order to explore the 
question what eye movements reveal about cognitive processes at times when 
participants stop verbalizing. 
  Chapter 4 contains a comparison of two variants of the retrospective 
think-aloud method, during which participants perform tasks in silence and 
verbalize their thoughts afterwards while watching a recording of their 
performance. The study examines whether adding eye movements to the recording 
serves as an extra cue that better supports participants recall of what they did and 
thus encourages them to verbalize more or to verbalize other user problems. 
  Chapter 5 zooms in on the abilities of users to review websites. This 
chapter describes which abilities are needed for the review task and to what extent 
participants are capable of providing useful feedback on informational websites. 
Analyses are carried out on the numbers and characteristics of the comments, the 
consistency of the users’ feedback, and the correspondence between the users’ 
comments.  
  Chapter 6 compares two methods which differ in the role they assign to 
the participants in the study. A comparison is made between the user page review 
method (described in chapter 5) in which the participants reviewed a website and 
provided comments, and the concurrent think-aloud method (described in chapter 
3) during which participants had a user role and verbalized their thoughts while 
they performed tasks on the website. This study examines the differences between 
the two types of methods on the numbers and types of problems found. Also, the 
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problems on a single web page are analyzed in detail. What are the effects of the 
participants’ roles on the ways the problems are presented and the extent to which 
they are complementary? 

Finally, chapter 7 provides a summary of the main conclusions and 
practical implications of the five studies, an overview of the benefits of the study, 
and issues for discussion and future research. 
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CHAPTER 2 
 

MEASURING THE QUALITY OF GOVERNMENTAL 
WEBSITES IN A  CONTROLLED VERSUS AN ONLINE 

SETTING WITH THE ‘WEBSITE EVALUATION 
QUESTIONNAIRE’ 

 
 
Abstract1 
The quality of governmental websites is often measured with questionnaires that 
ask users for their opinions on various aspects of the website. This article presents 
the Website Evaluation Questionnaire (WEQ), which was specifically designed for 
the evaluation of governmental websites. The multidimensional structure of the 
WEQ was tested in a controlled laboratory setting and in an online real-life setting. 
In two studies we analyzed the underlying factor structure, the stability and 
reliability of this structure, and the sensitivity of the WEQ to quality differences 
between websites. The WEQ proved to be a valid and reliable instrument with 
seven clearly distinct dimensions. In the online setting higher correlations were 
found between the seven dimensions than in the laboratory setting, and the WEQ 
was less sensitive to differences between websites. Two possible explanations for 
this result are the divergent activities of online users on the website and the less 
attentive way in which these users filled out the questionnaire. We advise to relate 
online survey evaluations more strongly to the actual behavior of website users, for 
example, by including server log data in the analysis. 
 
Keywords: Governmental websites; Usability; Questionnaires; Website quality; 
Multidimensionality 
 
 
1. Introduction 
The need to evaluate the quality of governmental websites is widely acknowledged 
(Bertot & Jaeger, 2008; Loukis, Xenakis, & Charalabidis, 2010; Van Deursen & Van 
Dijk, 2009; Van Dijk, Pieterson, Van Deursen, & Ebbers, 2007; Verdegem & 
Verleye, 2009; Welle Donker- Kuijer, De Jong, & Lentz, 2010). Many different 
evaluation methods may be used, varying from specific e-government quality 
models (e.g., Loukis et al., 2010; Magoutas, Halaris, & Mentzas, 2007) to more 
generic usability methods originating from fields such as human-computer 
interaction and document design. These more generic methods can be divided into 
expert-focused and user-focused methods (Schriver, 1989). Expert-focused 

                                           
1 This paper has previously been published as: Elling, S., Lentz, L., De Jong, M., & Van 
den Bergh, H. (2012). Measuring the quality of governmental websites in a controlled 
versus an online setting with the ‘Website Evaluation Questionnaire’. Government 
Information Quarterly, 29, 383-393. 
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methods, such as scenario evaluation (De Jong & Lentz, 2006) and heuristic 
evaluation (Welle Donker-Kuijer et al., 2010), rely on the quality judgments of 
communication or subject-matter experts. User-focused methods try to collect 
relevant data among (potential) users of the website. Examples of user-focused 
approaches are think-aloud usability testing (Elling, Lentz, & de Jong, 2011; Van 
den Haak, De Jong, & Schellens, 2007, 2009), user page reviews (Elling, Lentz, & 
de Jong, 2012a), and user surveys (Ozok, 2008). In the Handbook of Human-Computer 
Interaction the survey is considered to be one of the most common and effective 
user-focused evaluation methods in human–computer interaction contexts (Ozok, 
2008). Indeed, many governmental organizations use surveys to collect feedback 
from their users and in this way assess the quality of their websites. Three possible 
functions of a survey evaluation are providing an indication and diagnosis of 
problems on the website, benchmarking between websites, and providing post-test 
ratings after an evaluation procedure. A survey is an efficient evaluation method, as 
it can be used for gathering web users' opinions in a cheap, fast, and easy way. This, 
however, does not mean that survey evaluation of websites is unproblematic. The 
quality of surveys on the Internet varies widely (Couper, 2000; Couper & Miller, 
2008). Many questionnaires seem to miss a solid statistical basis and a justification 
of the choice of quality dimensions and questions (Hornbæk, 2006). In this paper 
we present the Website Evaluation Questionnaire (WEQ). This questionnaire can 
be used for the evaluation of governmental and other informational websites. We 
investigated the validity and the reliability of the WEQ in two studies: the first in a 
controlled laboratory setting, and the second in a real-life online setting. Before we 
discuss the research questions and the design and results of the two studies, we will 
first give an overview of issues related to measuring website quality and discuss five 
questionnaires on website evaluation. 
 
1.1 Laboratory and online settings 
Surveys for evaluating the quality of websites can be administered in several 
different situations and formats. Traditionally, survey questions were answered 
face-to-face or with paper-and pencil based surveys, which needed to be physically 
distributed, filled out, returned, and then manually processed and analyzed. 
Currently, most surveys are filled out on a computer and data processing is 
automated (Tullis & Albert, 2008). The context in which computer-based surveys 
are used varies from a controlled situation in a usability laboratory, to an online 
real-life situation in which self-selected respondents visit a website in their own 
environment. 

In an online setting, users with all kinds of backgrounds visit a website 
with a range of different goals. During their visits they navigate to various pages, 
using different routes to reach the information, for answering varying questions. 
Consequently, when the website is evaluated using the survey all respondents base 
their opinions on different experiences on the same website. 

In a laboratory setting, participants generally conduct a series of tasks 
using a website, often in combination with other evaluation approaches such as 
thinking aloud, and fill out a questionnaire after- wards. The survey can be 
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presented to participants after each task, the so-called post-task ratings, or after 
completion of a series of tasks as a post-session rating (Tullis & Albert, 2008). 

An intermediate form between the laboratory and the online setting is a 
remote evaluation in which the questionnaire is filled out by a selected group of 
respondents who are invited to participate and who can choose their own time and 
place to do so. In some respects this remote evaluation resembles an online setting, 
but in other respects it resembles a laboratory setting. 

The setting of the survey evaluation affects four methodological issues: the 
extent of control over the domain of evaluation, the ecological validity, the 
selection of respondents, and the accuracy of the answers. 

The first issue is the control over the experiences on which respondents 
base their judgments expressed in the questionnaire. In an online setting, 
respondents may have a range of different goals; they may have visited hundreds of 
different pages or just two, reached by different navigation routes, some by clicking 
links, and some by using a search engine. Governmental websites often cover an 
extensive amount of web pages with information about a wide range of topics. This 
means that some respondents base their opinions on information related to 
obtaining a copy of a birth certificate, others on information about opening hours 
of the local swimming pool, or others on public transport information. So, like 
many other computer systems, the website can be seen as a compilation of 
components and not as one single entity (Brinkman, Haakma, & Bouwhuis, 2009). 
Moreover, some people fill out the questionnaire right at the beginning of a 
session, based on former experiences or on their first impressions, while others 
may fill it out after spending some time on the website. These divergent 
experiences make it difficult to measure user opinions validly and reliably in an 
online setting. Also, the interpretation of the answers in the questionnaire and the 
diagnosis of problems are more problematic because of the large range of 
underlying experiences. In a laboratory setting, the scope of the tasks is limited to a 
specific part of the website. An advantage of the laboratory setting is that 
evaluators know exactly which tasks have been conducted in which order, so there 
is no doubt on which parts of the website the judgments are based. Moreover, it is 
clear that respondents first completed their tasks and filled out the questionnaire 
afterwards, expressing judgments based on their experiences during task 
performance. This facilitates the comparison of user opinions and the diagnosis of 
the problems they encounter. To sum up, in an online setting respondents base 
their judgments on a very diverse set of experiences, while in a laboratory setting 
there is more control over and uniformity in the tasks respondents perform before 
filling out the questionnaire. 

The second issue involves the ecological validity of the evaluation. Online 
respondents work in a natural situation. They are looking for information they 
choose themselves and they consider relevant. This is different from a laboratory 
setting, in which respondents usually work on predefined scenario tasks. These 
tasks are often made as realistic as possible, but will always remain artificial to some 
extent. Other confounding factors are the presence of a facilitator and the 
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combination of task performance and evaluation. As a result, an online evaluation 
is more realistic than an evaluation in a laboratory setting. 

The third issue involves the respondents who fill out the questionnaire. In 
a laboratory setting, the group of participants can be selected by the evaluator, who 
can try to draw a representative sample from the target population. This selection is 
expensive and time consuming, so the number of participants is often limited and 
the sample will not always be perfectly representative. The advantage of an online 
evaluation is that large numbers of participants can be reached. In principle all 
visitors of a website have the chance to share their opinions about this website. The 
selection is much cheaper and easier than in a laboratory setting. However, the self 
selection of high numbers of respondents also results in less control and a higher 
risk of a respondent group that is not representative of the target population. 
Couper (2000) discusses four representativeness issues, two of which are relevant in 
this context. The sampling error refers to the problem that not all users have the 
same chance of participating in the survey. When, for example, the survey is only 
announced on the homepage it will be missed by users who enter the website via a 
search engine. The nonresponse error means that not every user wants to 
participate in the survey. Several reasons may prevent users from participating, such 
as a lack of interest or time, technical problems or concerns about privacy. This 
nonresponse error is an important issue that must be taken into account in online 
survey measurements. An overview of the factors affecting response rate is given 
by Fan and Yan (2010). They distinguish four stages in the web survey process, 
which include survey development, survey delivery, survey completion, and survey 
return. A variety of factors is discussed that might influence the response rate in 
each stage of the process, such as the length of the survey, incentives, and the use 
of survey software. In all, both in a laboratory and in an online setting, problems 
with representativeness may occur. However, because of the self selection of 
respondents, the risk of errors is larger in an online setting. 

The fourth issue concerns the accuracy of the answers. When answering a 
survey question, respondents must understand the item, retrieve the relevant 
information, use that information to make the required judgments, and map their 
opinions to the corresponding scale (Tourangeau, Rips, & Rasinski, 2000; 
Tourangeau, 2003). In a laboratory setting, participants fill out the questionnaire in 
a designated time and under the supervision of a facilitator. This means that 
respondents may be more careful and precise and take more time for the response 
process than respondents who fill out the questionnaire at home. Online data seem 
to have a greater risk of inadequacy, and therefore answers may be of lower quality 
(Heerwegh & Loosveldt, 2008). Research on online surveys by Galesic and Bosjnak 
(2009) has shown that respondents provide lower quality answers at the end of a 
questionnaire. Also, survey break off occurs more frequently in online settings 
(Peytchev, 2009), whereas laboratory respondents in general finish their survey as 
asked by the supervisor. However, the laboratory setting may have drawbacks as 
well. In the laboratory the questionnaire is often combined with other evaluation 
measurements. Consequently, the time between task completion and the answering 
process may be longer, which might complicate the retrieval process. To conclude, 
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both settings have aspects that may threaten the accuracy of the answers, but the 
risks seem higher in online settings. 

In sum, on the one hand it is useful to measure the opinions of people 
who are using a website in natural settings, and who base their judgments on their 
own experiences (Spyridakis, Wei, Barrick, Cuddihy, & Maust, 2005). On the other 
hand, online settings have several risks which complicate the measurements. This 
raises the question whether the same questionnaire can be used in both an on- line 
and a laboratory setting, and whether the results of different evaluations can be 
compared without analyzing the effects of the settings on the measurement of the 
constructs, as is often done in practice. 
 
1.2 Research on other questionnaires on website evaluation 
Below we will discuss five questionnaires that can be used for measuring website 
quality: (1) the System Usability Scale (SUS) (Brooke, 1996), (2) the American 
Customer Satisfaction Index (ACSI) (Anderson & Fornell, 2000), (3) the Website 
Analysis Measurement Inventory (WAMMI), (Kirakowski, Claridge, & Whitehand, 
1998), (4) a five-scale questionnaire (Van Schaik & Ling, 2005), and (5) the Website 
User Satisfaction Questionnaire (Muylle, Moenaert, & Despontin, 2004). These five 
questionnaires are prominent examples of usability questionnaires, the first three 
because they are often mentioned in the usability literature, and the other two 
because they have been comprehensively validated. We realize that many other 
questionnaires exist, but we chose to leave these aside because they are mentioned 
less often in the literature or are less well validated. Examples are the After 
Scenario Questionnaire (Lewis, 1991), the Expectation Measure (Albert & Dixon, 
2003), the Usability Magnitude Estimation (McGee, 2004), the Subjective Mental 
Effort Questionnaire (Zijlstra, 1993), and several questionnaires that are discussed 
in Sauro and Dumas (2009), and Tedesco and Tullis (2006). 

The five questionnaires in this overview are compared on six aspects. 
First, it is important that the questionnaire is available for general use and in this 
way open for analyses to assess their quality. Second, it should be clear to which 
domain the questionnaire applies. In this article we focus on informational 
governmental websites and we will therefore examine the usefulness of the five 
questionnaires for this domain. A third aspect is the function of the questionnaire: 
can it be used for diagnosing, benchmarking, and/or post-test ratings? Fourth, a 
questionnaire for measuring website quality should have some clearly defined 
dimensions that measure relevant aspects of quality. To determine this 
multidimensionality, the proposed factor structure should be tested against sample 
data to demonstrate whether the factor structure is confirmed and how the factors 
are related to each other. Fifth, it is important that quality aspects are measured 
reliably, which means that a scale should consistently reflect the construct that it is 
measuring. Sixth, these factors should be sensitive to differences between tested 
websites. 

Many usability questionnaires are designed with the purpose to keep 
evaluations simple and cost-effective. These questionnaires are rather short, can be 
applied to a range of contexts and systems, and provide a general indication of the 
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overall level of usability. An often used questionnaire is the System Usability Scale 
(SUS) (Brooke, 1996). This questionnaire consists of ten items (alternating positive 
and negative) on which respondents can indicate their level of agreement on five-
point Likert scales. In the SUS, two dimensions can be distinguished, usability with 
eight items and learnability with two items (Lewis & Sauro, 2009). The 
questionnaire can be used for global quality assessment, global benchmarking, or as 
a post-test rating. The result of the evaluation is an overall SUS score between 0 
and 100, which can be benchmarked against the scores of other systems. Bangor, 
Kortum, and Miller (2009) complemented the SUS with an eleventh question 
which measures the overall opinion about the system's user-friendliness. They used 
this score to put labels on the SUS-scores, so that these scores can be converted to 
absolute usability scores that can be interpreted more easily. In studies by Bangor, 
Kortum, and Miller (2008) and Lewis and Sauro (2009), the SUS had high reliability 
estimates and proved to be useful for a wide range of interface types. Tullis and 
Stetson (2004) compared the SUS with four other surveys and found that the SUS 
was best able to predict significant differences between two sites, even with small 
sample sizes. However, the short and simple design of the SUS and the wide range 
of interfaces it can be applied to may also have their drawbacks. When the SUS is 
used for the evaluation of an informational website it will only give a very general 
impression of its quality with limited diagnostic value. Moreover, it is questionable 
whether the ten items which are applicable to so many interfaces really represent 
the most salient quality features of an informational website. 

Another frequently used questionnaire is the American Customer 
Satisfaction Index (ACSI) by Anderson and Fornell (2000), aimed at measuring 
quality and benchmarking between websites. This questionnaire also measures user 
satisfaction in a wide range of contexts. However, the ACSI contains questions that 
can be adjusted to the function of the website. For informational websites the 
questionnaire consists of the elements content, functionality, look and feel, 
navigation, search, and site performance. All these elements contribute to an overall 
user satisfaction score which can be compared to other websites' scores. It is 
unclear how these questions really apply to informational websites, as the same 
questions seem to be used for private sector sites such as online news sites and 
travel sites. Also comparisons between online and offline government services have 
been made with the ACSI. How exactly the ACSI is constructed and to what extent 
comparisons between websites and services are based on the same questions, has 
not been reported. Measurements of reliability or validity have not been made 
public, so it is difficult to judge the quality of this questionnaire and to compare it 
to others. 

A third questionnaire that is often mentioned in usability contexts is the 
Website Analysis Measurement Inventory (WAMMI) by Kirakowski et al. (1998). 
The WAMMI is composed of 20 questions (stated positively or negatively), which 
have to be answered on five-point Likert scales. The questions are divided into five 
dimensions: attractiveness, controllability, efficiency, helpfulness, and learnability. 
Kirakowski et al. reports high reliability estimates, between 0.70 and 0.90, for the 
five dimensions. However, these estimates are computed for a version of the 
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WAMMI that consisted of 60 questions. It is unclear to what extent these same 
high estimates are achieved in the 20 question version that is used in practice. The 
fact that the WAMMI is frequently used, offers the advantage that scores can be 
compared against a reference database with tests of hundreds of sites, which makes 
it suitable for benchmarking. A limitation of this questionnaire however, is the 
limited justification of reliability and validity issues. 

Fourth, there is a questionnaire compiled by Van Schaik and Ling (2005), 
consisting of five scales for the online measurement of website quality. This 
questionnaire was validated more extensively than the first three questionnaires we 
discussed. The dimensions of this questionnaire are: perceived ease of use, 
disorientation, flow (involvement and control), perceived usefulness, and esthetic 
quality. Van Schaik and Ling investigated the sensitivity of the psychometric scales 
to differences in text presentation (font) on a university website. Students 
performed retrieval tasks and filled out the questionnaire afterwards. The factor 
analysis revealed six distinct factors, as flow fell apart into two separate factors 
(involvement and control). All factors had high reliability estimates, ranging from 
0.74 to 0.97 (based on three to seven questions for each factor). No effects of font 
type were found on the six dimensions, so in this study the questionnaire was not 
sensitive to differences in text presentation on websites. The authors expect that 
stronger manipulations of text parameters will demonstrate the validity and 
sensitivity of scales more clearly. Their research was only administered with 
students; it would be useful to also test the questionnaire with respondents with 
different educational backgrounds, experience, and age. 

Another well-founded questionnaire is the fifth and last we discuss: the 
Website User Satisfaction Questionnaire by Muylle et al. (2004). This questionnaire 
was developed for the evaluation of commercial websites. It was based on theories 
about hypermedia design and interactive software and on a content analysis of 
think-aloud protocols aimed at eliciting relevant dimensions of website user 
satisfaction. In this way a 60-item questionnaire was developed and tested with a 
sample of 837 website users who filled out the questionnaire after performing tasks 
on a website of their own choice. A confirmatory factor analysis supported the 
distinction in four main dimensions and eleven sub dimensions. The first 
dimension is connection with the subdimensions ease of use, entry guidance, 
structure, hyperlink connotation, and speed. The second dimension is the quality of 
information with the sub dimensions relevance, accuracy, comprehensibility, and 
completeness. The third and fourth dimensions are layout and language, which do 
not have sub dimensions. In their study, Muylle et al. used 60 items, 26 of which 
were dropped afterwards based on correlations and reliability estimates. The 
dimensions have high reliability estimates, between .74 and .89. It remains 
uncertain, however, to what extent the same estimates would be obtained if the 34-
item questionnaire would be tested. The dimensions represent clearly defined 
aspects of website quality, which results in an adequate diagnostic value of the 
questionnaire. However, there is no information about the extent to which the 
questionnaire is able to show differences between websites. 
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The SUS, the ACSI, and the WAMMI are mentioned most frequently in 
the usability literature. However, they do not seem to be based on a profound 
analysis of validity and reliability issues. The wide range of contexts they can be 
used in, raises doubts about the suitability of these questionnaires for an 
informational, governmental website context. The questionnaires by Van Schaik 
and Ling (2005) and Muylle et al. (2004) are more extensively validated but appear 
to be absent in usability handbooks and in usability practice. These two 
questionnaires are not specifically designed for informational websites. Van Schaik 
and Ling involve dimensions in their questionnaire that are less relevant in an 
informational governmental context, such as flow, and Muylle et al. explicitly focus 
on commercial websites. 

In conclusion, we can say that a well-founded questionnaire for the 
domain of informational governmental websites is not available yet. We therefore 
developed the Website Evaluation Questionnaire (WEQ), which will be described 
below. 
 
1.3 The Website Evaluation Questionnaire (WEQ) 
The WEQ focuses on the domain of governmental websites. This questionnaire 
can be used for detecting and diagnosing usability problems, for benchmarking 
governmental websites, and as a post- test rating. The questionnaire may also be 
suitable for other kinds of informational websites that have the primary aim to 
provide knowledge to users without commercial or entertainment motives. To 
enable users to find answers on their questions efficiently on these websites, three 
main aspects are important. First, the information should be easy to find. Second, 
the content should be easy to understand. Third, the layout should be clear and 
should support users' adequate task performance. Consequently, website quality 
splits into several components and should be measured with different questions, 
which are spread over several relevant dimensions. 

The WEQ was developed on the basis of literature on usability and user 
satisfaction. Muylle's et al. (2004) questionnaire was used as the main source, 
complemented by other theories. After several evaluations the WEQ was refined to 
the version presented in this article. An elaborate description of this development 
process can be found in Elling, Lentz, and De Jong (2007). The WEQ evaluates the 
quality of the three relevant aspects of governmental websites described above. The 
dimension navigation measures the opinions of users on the information seeking 
process. The dimension content measures the outcome of this process: the quality of 
the information found on the website. Both dimensions are composed of various 
sub-dimensions which are shown in Fig. 1. The third dimension is layout, which is 
related to the so-called “look and feel” of the website. The complete questionnaire 
can be found in Appendix A. 
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Figure 1: Multidimensional structure of the Website Evaluation Questionnaire for 
governmental websites. 
 

To what extent is the multidimensional structure presented in Fig. 1 confirmed by 
evaluation data? In some preliminary studies, described in Elling et al. (2007), the 
WEQ was tested in several contexts, and its reliability and validity were evaluated. 
The results showed that both validity and reliability were satisfactory, but also 
called for some adjustments on a global level as well as on more detailed levels of 
question wording. The current study uses the new version of the WEQ as a starting 
point and addresses the psychometric properties of the WEQ in controlled and 
online settings. 
 
1.4 Research questions 
We applied the WEQ in two separate studies: in a controlled laboratory setting and 
in an online setting. In the laboratory setting, participants performed tasks on three 
websites and filled out the questionnaire afterwards. In the online setting the 
questionnaire was placed on four governmental websites. The main research 
question is: can the multidimensional structure of the WEQ be justified in the 
controlled setting and to what extent is it confirmed in online settings? 
 
1.4.1 Psychometric properties WEQ in a controlled setting 
First, we will focus on the WEQ in a controlled setting. Does the questionnaire 
have clearly distinguishable factors which each measure different aspects of website 
quality? Results of the questionnaire can only be interpreted and diagnosed in a 
meaningful way if it measures the same constructs across different websites. This 
means that the latent multidimensional structure of the WEQ should be consistent 
for different websites. Only if the questionnaire measures the same constructs on 
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different websites, can it be used to uncover quality differences between these sites 
and for benchmarking between them. So, the first research question is: 
 
• Does the WEQ have a demonstrable factor structure in which multiple 
dimensions can be distinguished and which is consistent for different governmental 
websites? 
 
Second, we will investigate whether the distinct factors measure user opinions 
reliably. The reliability for a set of questions examining the same construct is a 
measure for the proportion of systematic variance as compared to the proportion 
of error variance. A high reliability estimate means that the proportion of 
systematic variance is large. This leads to the second question: 
 
• To what extent do the dimensions of the WEQ measure website quality aspects 
reliably? 
 
If the factor structure is indeed consistent and reliable, the WEQ should be 
sensitive to differences between the websites. After all, one of the purposes of an 
evaluation is often to identify quality differences between websites. This leads to 
the third research question: 
 
• To what extent does the WEQ discriminate between different governmental 
websites? 
 
If the WEQ shows adequate psychometric properties in the controlled setting, we 
can switch to an online setting and test the validity and the reliability in this more 
complex situation, with a variety of experiences and risks of inadequacy. 
 
1.4.2 Psychometric properties WEQ in an online setting 
We will start with comparing the factor structure of the laboratory setting and the 
online setting, using multiple group confirmatory analysis to check if the 
multidimensional structure of the WEQ is consistent across laboratory and online 
settings. So, the first research question in the online setting is: 
 
• To what extent is the WEQ consistent in laboratory and online settings? 
 
Then, we will answer the same three research questions we used in the laboratory 
setting, by measuring the stability of the factor structure over four governmental 
websites, the reliability of the dimensions, and the sensitivity of the WEQ to 
differences between the four websites. 
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2. WEQ in controlled settings (study 1) 
 
2.1 Method 
 
2.1.1.Respondents 
The WEQ was tested in laboratory settings on three governmental websites. In 
total, 273 participants took part in the laboratory studies: 90 participants for each of 
the first two websites, and 93 for the third website. All respondents were selected 
by a specialized agency that maintains an extensive database of potential research 
participants. The participants received financial compensation for taking part in the 
study. 

All participants indicated they used the internet at least once a week. The 
selection of the sample was based on gender, age, and educational level, following 
the criteria proposed by Van Deursen and Van Dijk (2009). Men and women were 
almost equally represented with 130 (48%) males and 143 (52%) females. 
Participants were divided into four different age categories: 18–29 (62 participants, 
23%), 30–39 (65 participants, 24%), 40–54 (76 participants, 28%), and 55 and older 
(70 participants, 26%), which were divided equally over each website. There were 
three educational levels (low, medium, and high), based on the highest form of 
education people had received. The group with the lowest education level ranged 
from elementary school to junior general secondary professional education (79 
participants, 29%). The group with the medium education level had intermediate 
vocational education, senior general secondary education or pre-university 
education (91 participants, 33%). The highly-educated group consisted of higher 
vocational education or university level participants (103 participants, 38%). All 
groups were divided equally over the three websites. All characteristics were mixed 
in such a way that, for example, all age categories and genders were equally spread 
over all educational levels. 
 
2.1.2 Procedure 
In the controlled setting participants filled out the questionnaire on a computer, 
after finishing two or three scenario tasks on one of the three governmental 
websites. They filled out the questionnaire at the end of the session, which means 
after task completion and other evaluation measurements.2 

                                           
2 Participants were divided over four laboratory conditions. In the first condition 
participants were asked to review the website with a software tool for collecting user 
comments (Elling et al., 2012a). In the other three conditions participants carried out tasks 
on the website while their eye movements were recorded and they were asked to think aloud 
during the task completion (condition 2) or afterwards while looking at a recording of their 
actions (condition 3), see Elling, Lentz and de Jong (2011). An elaborate description of these 
think-aloud conditions is presented in Van den Haak, De Jong and Schellens (2007, 2009). 
In half of the retrospective recordings a gaze trail of the eye movements was added 
(condition 4). Analyses have shown that the WEQ's multidimensional structure is consistent 
in the four conditions (χ2 = 97.66; df = 116; p = 0.89). 
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2.1.3 Material 
The questionnaire was used to evaluate three governmental websites of medium to 
large Dutch municipalities. A municipal website is intended specifically for 
inhabitants, but sometimes also for tourists and businesses. These websites contain 
a variety of information, as they are designed to satisfy the informational needs of a 
broad target audience. 
 
2.1.4 Analysis 
To answer the first research question on the factor structure, the multidimensional 
structure of the WEQ was tested in a confirmatory factor analysis. To test the 
stability of the factor structure over websites, we did a cross validation on samples. 
So we analyzed the latent structure in different samples simultaneously. This was 
done by means of multiple group confirmatory factor analysis, with the use of 
Lisrel 8.71 (Jöreskog & Sörbom, 2001). With multiple group confirmatory analysis a 
hypothesized factor structure can be tested in different populations simultaneously, 
and in this way measurement invariance can be identified. The factor structure was 
tested with four nested models, each posing varying constraints on the 
measurement invariance between websites (Jöreskog, 1971). The parallel model is 
the most restrictive model. In this model it is assumed that all items load on the 
intended constructs with an equal reliability on all websites. That is, next to the 
invariance of the factor structure (equality of the correlations between factors) it is 
assumed that both true-score and error-score variance do not differ between 
websites. The tau-equivalent model allows for the possibility of different amounts 
of error-score variance. The congeneric model is the least restrictive, assuming that 
individual items measure the same latent variable but possibly with different 
amounts of true-score variance and error-score variance. The non generic model 
relinquishes the assumption that the same constructs are measured in different 
samples. The fit of these models can be tested by means of a chi-square distributed 
testing statistic, and be evaluated by other fit indices. Rijkeboer and Van den Bergh 
(2006) used similar techniques for their research on a questionnaire for the 
assessment of personality disorders, the Young Schema-Questionnaire (Young, 
1994). They provide an elaborate overview of the literature about these techniques. 

Lisrel was also used to answer the second research question. The reliability 
estimates of the seven dimensions of the WEQ were tested, based on the principle 
that a scale should consistently reflect the construct it is measuring. A univariate 
general linear model (ANOVA) was used to answer the third research question and 
thus determine the extent to which the WEQ is able to discriminate between 
websites. 
 
2.1.5 Indices of goodness of fit 
We used several indices of goodness of fit to compare the latent structures of the 
WEQ across different samples. First, we looked at the chi-square differences 
between the four nested models of the factor structure to decide which of the 
models showed the best fit. However, chi-square is affected by sample size: a large 
sample can produce larger chi-squares that are more likely to be significant and thus 
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might lead to an unjust rejection of the model. Therefore, also four other indices of 
goodness of fit were taken into account. These were firstly, the critical N: the 
largest number of participants for which the differences would not be significant 
and the model would be accepted. The second index is the normed fit index (NFI), 
which varies from 0 to 1 and reflects the percentage of variance that can be 
explained. The closer this index is to 1, the better the fit. Values below .90 indicate 
a need to adjust the model. The third index is the comparative fit index (CFI), 
which is also based on the percentage of variance that can be explained. Values 
close to 1 indicate a very good fit, values above .90 are considered acceptable. The 
fourth index is the root mean square residual (RMR), which shows the percentage 
that is not explained by the model. There is a good model fit if this score is less 
than or equal to .05 and the fit is adequate if the score is less than or equal to .08. 
 
2.2 Results 
 
Research question 1: To what extent does the WEQ have a demonstrable factor structure in 
which multiple dimensions can be distinguished and which is consistent for different websites? 
Before differences in means between websites can be compared meaningfully we 
need to assess the fit of a model that shows that (1) the factor structure is 
consistent over websites, and (2) the seven dimensions can be distinguished 
empirically. In Table 1 three comparisons of different nested models are shown, 
testing the fit of four models. 
 

Comparison models χ2 df p 

1. Parallel measurements  
versus tau-equivalent measurements 

127.9 46 .00 

2. Tau-equivalent measurements 
 versus congeneric measurements 

165 46 .00 

3. Congeneric measurements  
versus non-congeneric measurements 

31.1 42 .89 

Table 1: Three comparisons of four nested models testing the invariance of the factor 
structure of the WEQ over websites. 
Note: χ2 = chi-square statistic; df = degrees of freedom; p = level of significance 
 
Table 1 shows that the difference in fit of the congeneric model is significantly 
better than either the parallel or the tau-equivalent model. The highest row shows 
that tau-equivalent significantly fits better than parallel; the second row shows that 
congeneric significantly fits better than tau-equivalent. In other words, the 
congeneric model fits to the observed data better than either the parallel or the tau-
equivalent model. The difference in fit between the congeneric and non-congeneric 
model however, proved to be non-significant (p = .89). Therefore, the congeneric 
model is the model that best fits the data. The absolute fit of this model can be 
described as adequate (χ2 = 945.7; df = 669; p < .001; CFI = .97; NFI = .94;  
RMR = .06). Although the χ2-testing statistic is somewhat high, the other statistics 
indicate a good fit of the model to the observed data. Therefore, we conclude that 
the factor structure of the WEQ is (1) consistent over websites, although (2) the 
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reliability of the different dimensions fluctuates between websites (see also Table 3) 
and (3) that seven factors can be distinguished empirically (see also Table 2). 
 

Dimension 1 2 3 4 5 6 7 

1. Ease of use 1       
2. Hyperlinks 0.78 1      
3. Structure 0.76 0.80 1     
4. Relevance 0.38 0.39 0.37 1    
5. Comprehension 0.42 0.35 0.33 0.41 1   
6. Completeness 0.47 0.49 0.51 0.62 0.49 1  
7. Lay out 0.31 0.27 0.35 0.37 0.19 0.30 1 

Table 2: Correlation matrix for the laboratory setting 
 
Table 2 shows the correlation matrix in which the correlations between the seven 
dimensions are reported. The correlations between the dimensions show that each 
dimension partly measures something unique. However, they are not completely 
different and do show some coherence. There seems to be no higher order 
structure, although the correlations between ease of use, hyperlinks, and structure 
are comparatively high. These three dimensions clearly represent an aspect of 
accessibility, which explains the higher correlations. 
 
Research question 2: To what extent do the seven WEQ dimensions measure website quality 
reliably? 
Table 3 shows the reliability estimates for the seven dimensions of the WEQ for 
each of the three websites, based on the congeneric model.  
 

Dimension 
 

Website 1 
(N=90) 

Website 2 
(N=90) 

Website 3 
(N=93) 

Ease of use .88 .87 .83 
Hyperlinks .83 .79 .71 
Structure .71 .73 .63 
Relevance .91 .66 .75 
Comprehension .74 .65 .54 
Completeness .70 .71 .70 
Lay out .91 .79 .80 

Table 3: Reliability estimates per dimension on the three websites 

 
On website 1, all dimensions have a reliability estimate above .70. Also, on the 
other two websites most dimensions are above .70, but both websites have two 
dimensions that are (a little) under .70: comprehension with estimates of .65 and 
.54, structure with an estimate of .63, and relevance with an estimate of .66. As we 
explained earlier, the congeneric model allows for varying reliability estimates. This 
means that a dimension can provide reliable measures on one website, but not so 
well on another website. Most dimensions have good reliability estimates on all 
websites or on the majority of the websites, only the dimension comprehension 
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requires attention. In all, we can conclude that the WEQ proved to be a reliable 
instrument, with some reservations for the comprehension dimension. 
Research question 3: To what extent does the WEQ discriminate between websites? 
Given the clearly defined dimensions, which prove to be reliable and consistent for 
the different websites, we can answer the third research question. For each 
dimension we measured differences between websites, which are shown in Table 4. 
 

Dimension Website 
1 (N=90) 

Website 
2 (N=90) 

Website 
3 (N=93) 

Differences  
mean scores  

Ease of use 3.30 (.85) 3.13 (.89) 2.70 (.90) F(2, 273) = 11.51, p<.01 
Hyperlinks 3.11 (.83) 2.89 (.75) 2.49 (.79) F(2, 273) = 17.06, p<.01 

Structure 3.30 (.72) 3.08 (.74) 2.95 (.68) F(2, 273) = 5.33, p<.01 
Relevance 3.84 (.65) 3.81 (.65) 3.65 (.69) F (2, 273) = 1.55; ns 
Comprehension 3.86 (.60) 3.80 (.63) 3.65 (.63) F (2, 273) = 2.90; ns 
Completeness 3.72 (.56) 3.71 (.62) 3.44 (.64) F(2,273) = 5.53, p<.01 
Lay out 3.41 (.92) 3.42 (.78) 3.31 (.80) F (2, 273) = 0.47; ns 

Table 4: Mean scores (standard deviation) and significant differences between mean 
scores for each website and each dimension in the laboratory setting 
Note: Opinions were measured on a five-point scale, where 1 is most negative and 5 is most positive 
(negatively stated items were reversed).  

 
Table 4 shows that the WEQ is indeed sensitive to differences between the three 
governmental websites. The differences were most obvious on the three navigation 
dimensions: ease of use, hyperlinks, and structure. There are two possible 
explanations for this result. First, perhaps the three municipal websites in our study 
differed more strongly in the way they structured their information and presented 
this structure on the homepage with links, than in the content and in the lay out. 
On governmental websites the layout is often quite basic and functional, which may 
explain why no differences were found on the layout dimension. Second, users may 
have focused more on the process of finding the information than on the outcome 
of this process. This may have resulted in stronger opinions on accessibility issues, 
which could cause more differences between the scores of the websites on these 
dimensions. 
 
2.3 Summary of findings study 1 
We can conclude that, for the laboratory setting, the WEQ demonstrated a stable 
underlying multidimensional structure. The congeneric model shows the best fit, 
which means that the WEQ measures the same constructs on the three websites, 
but possibly with differences in reliability, error variance, and true score variance. 
The reliability estimates show that all dimensions are able to measure opinions in a 
reliable way. So we can conclude that the WEQ proved to be a valid and reliable 
instrument that can be used for evaluating the opinions of users about websites in a 
laboratory setting. In the laboratory setting the WEQ is sensitive to differences 
between websites. This means that the instrument can be used for benchmarking 
between websites, by comparing the results on the dimensions. 
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3. WEQ in online settings (study 2)  
 
3.1 Method 
 
3.1.1 Respondents 
Overall, 1585 respondents started filling out the questionnaire on one of the four 
governmental websites, of whom 1394 respondents completed the whole 
questionnaire. This means that 191 respondents (12%) dropped out somewhere in 
the questionnaire. This percentage is consistent with the findings of Peytchev 
(2009), who reports break off rates between 9% and 34%. However, not all 
respondents who completed the survey seem to have done this seriously: 34 
respondents (2.4%), who evidently failed to answer the questions seriously, were 
filtered out of the dataset. These respondents were identified by checking the 
number of questions that were answered using the same scale position. This is an 
indication of less-attentive respondents, since the questionnaire also contained 
negatively stated items that should be rated oppositely (in the WEQ eight out of 25 
items, one on each dimension). We put the limit on 20 items out of 25. So if 
respondents used the same scale position 20 times or more, they were excluded 
from the sample. This reduction brings the total online sample to 1360 
respondents.3 

As stated earlier, in an online setting there is little control over the 
selection of a representative group of respondents. However, it is possible to ask 
for some demographic factors and so subsequently determine the characteristics of 
the sample. All age-groups seem reasonably well-represented: 10% of the 
participants were between 18 and 29 years of age, 14% between 30 and 39 years, 
21% between 40 and 54, and 19% of the participants were older than 55.4 
Somewhat more males than females filled out the questionnaire: 57% males versus 
42% females. No information about gender was available for 1% of the users. 
When looking at the educational level, the most remarkable outcome is the high 
proportion of highly educated respondents. More than half of the respondents 
(57%) reported to have a high educational level, 33% of the respondents had a 
middle educational level, and the group of lower educated people was rather small 
(9%). These outcomes can to a certain extent be explained by the statistics on 
Internet behavior of groups with different educational levels, which reveal that in 
2009 80% of higher educated people visited a governmental website in the past 
three months, 61% of middle educated people, and only 33% of lower educated 
people.5 
 

                                           
3 We applied the same filter to the laboratory data, but no respondents were filtered out 
in that sample. 
4 For website 1 no information about age was collected, which explains the high 
number of missing values concerning age: 483 (36%). 
5 Data come from Statline, the electronic databank of Statistics Netherlands: www. 
statline.cbs.nl last visited on February 26th 2010. 
 

http://www.statline.cbs.nl/
http://www.statline.cbs.nl/
http://www.statline.cbs.nl/
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3.1.2 Procedure 
In the online setting the questionnaire was placed on four municipal websites for a 
period of about five weeks. Three of these websites were also evaluated in the 
laboratory setting. The questionnaire was announced on the home pages of the 
websites and on news and contact pages. The survey evaluation was also mentioned 
in the local media, to draw the attention of the citizens on the questionnaire and to 
persuade users of the website to fill it out. Some gift vouchers were divided among 
the participants, to stimulate them to take part in the survey. The questionnaire 
could be filled out only one time from the same computer. 
 
3.1.3 Analysis 
We started with an analysis to compare the factor structure of the laboratory data 
and the online data in a cross validation on samples. This was analyzed using a 
multiple group confirmatory factor analysis, to identify measurement invariance. 
The models of the laboratory and the online data were compared using 
standardized residuals. With this model the residuals can be compared on the 
‘standard scale.’ The often used criterion for good fit is that numbers higher or 
lower than 2 indicate there is no good model fit. After analyzing the invariance 
between laboratory and online conditions, the stability of the factor structure over 
the four online websites was measured in order to answer the second research 
question. For the third research question about reliability, Lisrel was used to 
estimate the reliability estimates of the seven dimensions of the questionnaire for 
the online samples. To answer the fourth research question, we assessed the 
sensitivity of the WEQ for differences between websites, using a univariate general 
linear model (ANOVA). 
 
3.2 Results 
 
Research question 1: To what extent is the WEQ consistent over the laboratory and online 
settings? 
Before interpreting the online opinion scores we need to answer the question to 
what extent the same underlying factor structure as measured in the laboratory is 
demonstrable in the online data set. The correlations between the dimensions for 
the online condition are shown in Table 5. 
 
 

Dimension 1 2 3 4 5 6 7 

1. Ease of use 1       
2. Hyperlinks 0.76 1      
3. Structure 0.82 0.82 1     
4. Relevance 0.57* 0.49 0.53* 1    
5. Comprehension 0.47 0.38 0.44 0.56 1   
6. Completeness 0.65* 0.62 0.65 0.71 0.47 1  
7. Lay out 0.57* 0.46* 0.54* 0.46 0.38* 0.44 1 

Table 5: Correlation matrix for the online results (*=significant deviation from the 
laboratory correlation) 



28 

 

 

As in the laboratory study, all dimensions measure something different but show 
some overall coherence. Again, the three dimensions ease of use, hyperlinks, and 
structure are relatively highly correlated with each other, as they are all aspects of 
accessibility. However, no higher order structure can be derived from this matrix. 

The conclusion that the same factors are distinguishable in the controlled 
and the online settings does not automatically mean that these dimensions measure 
the same constructs. To what extent do these scores represent the same constructs 
as those we measured in the controlled setting? Is the factor structure of the WEQ 
consistent across the laboratory and online settings? In other words, does the 
congeneric model fit the observed data in both conditions? The chi-square shows a 
difference between the constructs in the laboratory and online conditions (χ2 = 
121.32; df = 44; p< .01). However, the number of respondents was high, which 
may lead to an unjust rejection of the model. The other indices of goodness of fit 
seem to point to a reasonably adequate fit of the model. The critical N is 1137, so 
with less than 1137 participants the model would fit and the factor structure would 
be confirmed. The NFI of 0.99 and the CFI of 1.00 both indicate an extremely 
good fit of the model. However, the RMR of 0.09 shows that some of the observed 
(co)variance is not explained by the model. In sum, we must conclude that the 
constructs do not entirely measure the same things in both conditions. 

A comparison of the two correlation matrices can help explain the 
differences between the conditions. All correlations between the dimensions are 
higher in the online condition than in the laboratory setting. The correlations 
marked with an asterisk (see Table 5) are significantly higher in the online 
condition. The dimension layout strongly correlates with four other dimensions. 
Other significantly higher correlations can be seen between ease of use and 
relevance, between ease of use and completeness, and between structure and 
relevance. Hence, in the online situation less distinction is made between the 
different aspects of the website quality than in the laboratory condition. This might 
be explained by the variation in tasks and goals in the online setting, which leads to 
a diffuse mix of experiences on which the judgments are based. A second 
explanation may be that the online users filled out the questionnaire in a more 
global way, because they took less time and care to fill out the questionnaire than 
the respondents in the laboratory. They possibly formed a general overall 
impression, which dominated their response behavior and resulted in less diverse 
scores per dimension and higher correlations. 

So, the answer to the first research question is that the same factors can be 
distinguished in the laboratory and online settings. These factors partly measure the 
same constructs, although in the online setting the factors more strongly influence 
each other. The layout construct differed most in the two settings. 
 
Research question 2: To what extent is the factor structure consistent for the four different websites 
in the online condition? 
To adequately compare the scores of the four websites, the factor structure should 
be consistent over websites. The chi-square distribution indicates differences 
between the websites (χ2 = 162.28; df = 116; p<.01). However, this can be 
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explained by the high number of 1360 respondents. The other indices of fit indicate 
a consistent factor structure for the four websites. The critical N is 1222, which 
means that with 1222 respondents or less the model would fit. The NFI is .98 and 
the CFI is .99, so both show a good fit of the model. The RMR is .03, which also 
indicates a good fit. Based on the indices, we can assume that the WEQ measures 
the same constructs on the four websites. 
 
Research question 3: To what extent do the dimensions of the WEQ measure website quality 
reliably? 
The reliability estimates of the dimensions in the online setting are shown in Table 
6. Here also, almost all dimensions are above .70. Only comprehension scores a 
little lower on three of the four websites. 
 As in study 1, the dimensions have different reliability estimates on 
different websites. However, these differences are generally rather small. 
 

Dimension Website 1 
(N=468) 

Website 2 
(N=185) 

Website 3 
(N=100) 

Website 4 
(N=607) 

Ease of use .86 .87 .84 .88 
Hyperlinks .83 .86 .84 .85 
Structure .82 .81 .80 .84 
Relevance .81 .77 .85 .76 
Comprehension .63 .66 .76 .64 
Completeness .76 .78 .85 .77 
Lay out .84 .83 .81 .84 

Table 6: Reliability estimates per dimension on the three websites 

 
Research question 4: To what extent can the WEQ discriminate between the four websites? 
Table 7 shows the mean scores and standard deviations on each dimension for the 
four websites.  
 

Dimension Website 1 
(N=468) 

Website 2 
(N=185) 

Website 3 
(N=100) 

Website 4 
(N=607) 

Ease of use 3.60 (.75) 3.56 (.81) 3.57 (.83) 3.50 (.83) 
Hyperlinks 3.39 (.68) 3.40 (.77) 3.39 (.73) 3.26 (.76)* 
Structure 3.46 (.64) 3.47 (.71) 3.44 (.69) 3.35 (.72) 
Relevance 3.87 (.56) 3.87 (.62) 3.87 (.63) 3.87 (.55) 
Comprehension 3.89 (.49) 3.92 (.52) 3.98 (.55) 3.90 (.49) 
Completeness 3.54 (.60) 3.53 (.69) 3.50 (.77) 3.49 (.64) 
Lay out 3.52 (.75) 3.58 (.76) 3.56 (.78) 3.48 (.79) 

Table 7: Mean scores (standard deviation) for each website and each dimension in the 
online setting  
(*=significant difference between websites) 
Note: Opinions were measured on a five-point scale, where 1 is most negative and 5 is most positive 
(negatively stated items were reversed). 
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Is the questionnaire sensitive to differences in quality on the seven dimensions? A 
linear mixed model analysis revealed only one significant difference between 
websites. On hyperlinks website 4 scores significantly lower than the other websites 
(F (3, 1359) = 3.57, p < .05). On all other dimensions no significant differences 
between websites were found. This result may be explained by the high diversity 
between goals, pages visited, and experiences of users who filled out the 
questionnaire. Differences between websites may be present in reality, but these are 
rendered invisible by the differences between things people did on the website. 
 
Summary of findings study 2 
In the online setting the WEQ consists of the same seven dimensions as we 
distinguished in the controlled situation. This means that the WEQ has a stable 
multidimensional structure that is upheld even in complex online measurements. 
However, the dimensions partly reflect something different in the controlled and 
online settings. In the online setting the dimensions correlate more highly with each 
other, which might be due to the diverse range of goals and pages users base their 
judgments on. This diversity might also explain why it is difficult to distinguish 
between websites in an online setting. 
 
4. General conclusion and discussion 
Questionnaires that measure the quality of governmental websites are frequently 
used in practice, but are not often based on sound research. In this article we 
advocated a sound evaluation of website questionnaires on six issues: (1) general 
availability of the questionnaire, (2) clarity concerning the domain the questionnaire 
can be applied to, (3) the goals of the questionnaire, (4) the underlying factor 
structure, (5) the stability and reliability of this structure, and (6) the sensitivity to 
differentiate between websites. 

The Website Evaluation Questionnaire, a multidimensional instrument for 
assessing the quality of governmental websites, proved to be a valid and reliable 
questionnaire. The WEQ has seven clearly distinct dimensions which measure 
website quality in a stable way over different websites. In a controlled laboratory 
setting the questionnaire is sensitive to differences between websites. However, 
some remarks must be made for online evaluation with the WEQ. The online 
survey partly measures something different than in the controlled setting, which is 
indicated by the higher correlations between the dimensions. In the online setting 
the WEQ is less sensitive to differences between websites than in the controlled 
setting. This may firstly be explained by the broadness of the municipal websites we 
evaluated in our studies. In the laboratory condition we limited the evaluations to 
two or three scenarios which were carried out by the users, who thus all based their 
judgments on the same parts of the websites. In the online condition there was no 
control over the pages users visited and the goals they had. This means that the 
object that was judged differed more in the online setting than in the controlled 
setting. The diverse experiences online users based their opinions on, made it 
difficult to reveal differences between the websites. A second explanation may be 
the more global way users filled out the questionnaire online. Users seem to have 
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based their judgments on a general impression of the website, which means that 
they were influenced by categories other than the specific category that had to be 
evaluated, the so called halo-effect. 

The results of study 2 show that with an online measurement of extensive 
governmental websites, only large differences between websites may be revealed 
because of a tendency to the mean. It seems difficult to distinguish the more subtle 
diversity in website quality. This finding not only applies to the questionnaire we 
tested, but also is part of a more fundamental issue. It is debatable whether it is 
sensible to measure one diffuse entity with a questionnaire and thus generalize over 
everything on the website. However, governmental organizations need overall 
indicators for website quality, and the questionnaire is very suitable for a 
quantitative presentation of user opinions. We should preserve the valuable insights 
that a questionnaire can provide and at the same time measure website quality more 
precisely. This can be done by relating the results of the questionnaire to the actual 
behavior of website users. The most accurate way to do this is by including server 
logs in the analysis, which will give more insight into the experiences and pages 
users base their opinions on. A more easily applicable solution is to place the 
questionnaire on a selection of ‘end pages’ on the website, which makes it possible 
to relate opinions to certain goals and pages. In this way the presumption that a 
questionnaire measures the quality of the entire website should be relinquished and 
quality judgments should only be related to the parts of the website that were 
actually visited. Another solution is to add open ended questions to the 
questionnaire concerning users' goals and the pages they visited. A drawback of this 
solution is that the analysis of the data will be more complicated and that some 
parts of the website will get too few respondents to draw adequate conclusions. 

This research shows that a sound questionnaire that is able to discriminate 
between websites in laboratory settings, may have difficulties detecting differences 
online. One conclusion we may draw from this finding is that differences measured 
online will be very meaningful. In our study we did not select the websites on 
quality differences beforehand, which means that the four municipal websites we 
tested may not differ from each other substantially. A follow up study (to be 
published) with eight other online municipal websites indeed shows that the four 
websites in our study hardly differ from each other, while the WEQ does reveal 
several significant differences between the other eight websites and also between 
different versions of websites. 

The reliability of the questionnaire remains an issue that deserves 
attention. In most of the studies described in this paper, the comprehension dimension 
had a reliability estimate lower than .70. In one of the evaluations and in earlier 
studies, this dimension, with the same three items, received higher estimates. 
Reliability estimates depend on the sample of respondents and on the proportion 
of true score variance, which means that the estimates are not always stable over 
measurements. This makes it important to monitor the reliability constantly, and to 
not be too easily satisfied when a reliability estimate is high in one study. 

The representativeness of the sample is an important issue in all 
evaluations, especially in an online setting. However, the characteristics of the 



32 

 

 

target population are not always evident. In our laboratory study, we chose for an 
equal distribution of the respondents over three educational levels. In the online 
study, however, the sample consisted of 57% respondents with a higher educational 
level, and only 9% lower educated respondents, which might be a limitation of this 
study. However, it is doubtable which sample is more representative. We know that 
higher educated people visit governmental websites more frequently than lower 
educated people (see also Section 3.1.1), but no information is available on the 
exact characteristics of the websites' visitors. The online sample might therefore be 
more adequate than the laboratory sample. 

In this study we focused on the measurement of government website 
quality from a usability point of view. However, user opinions on the usability of 
these websites might be influenced by other factors that we did not measure, such 
as the extent to which citizens trust their government, political factors, or 
expectations based on earlier experiences on governmental websites. Research has 
shown that trust is an important factor for people's adoption of electronic services 
(Akkaya, Wolf, & Krcmar, 2010; Beldad, De Jong, & Steehouder, 2010), and it can 
be expected that trust also influences users' opinions on the usability. Also, users' 
expectations seem to influence their usability ratings (Raita & Oulasvirta, 2011). 
More research is needed to gain in- sight into the factors that might influence users' 
opinions on usability in a governmental context. 

As stated earlier, it is very important to evaluate governmental websites 
and to further improve their quality. This study has thoroughly tested one 
instrument that can be used for such evaluations: the Website Evaluation 
Questionnaire proved to be a valid and reliable instrument. Future research should 
further exploit the strengths and weaknesses of different kinds of evaluation 
methods, ranging from specific to more generic, expert-focused to user-focused, 
and qualitative to quantitative. Also, more research is needed on combinations of 
different types of methods, which can complement each other and in this way 
contribute to a higher standard of governmental website evaluation. 
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Appendix A. The Website Evaluation Questionnaire (WEQ) 
 
 
The questions are presented by dimension. The sequence of the questions used in 
evaluations, is showed with the numbers behind the questions (between brackets). 
 
 
1. Ease of use 
1. I find this website easy to use (4) 
2. I had difficulty using this website (11) 
3. I consider this website user friendly (18) 
 
 
2. Hyperlinks 
4. The homepage clearly directs me towards the information I need (5) 
5. The homepage immediately points me to the information I need (12) 
6. It is unclear which hyperlink will lead to the information I am looking for (19) 
7. Under the hyperlinks, I found the information I expected to find there (22) 
 
 
3. Structure 
8. I know where to find the information I need on this website (6) 
9. I was constantly being redirected on this website while I was looking for 
information (13) 
10. I find the structure of this website clear (20) 
11. The convenient set-up of the website helps me find the information I am 
looking for (23) 
 
 
4. Relevance 
12. I find the information in this website helpful (1) 
13. The information in this website is of little use to me (8) 
14. This website offers information that I find useful (15) 
 
 
5. Comprehension 
15. The language used in this website is clear to me (2) 
16. I find the information in this website easy to understand (9) 
17. I find many words in this website difficult to understand (16) 
 
 
6. Completeness 
18. This website provides me with sufficient information (3) 
19. I find the information in this website incomplete (10) 
20. I find the information in this website precise (17) 
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7. Lay out 
21. I think this website looks unattractive (7) 
22. I like the way this website looks (14) 
23. I find the design of this website appealing (21) 
 
 
8. Search option6 
24. The search option on this website helps me to find the right information 
quickly (24) 
25. The search option on this website gives me useful results (25) 
26. The search option on this website gives me too many irrelevant results (26) 
 
 
 

  

                                           
6 The WEQ may be complemented with questions on the search option. These 
questions were not relevant in the laboratory study and were therefore not included in 
the analyses in this article. 
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CHAPTER 3 
 

COMBINING CONCURRENT THINK-ALOUD PROTOCOLS 
AND EYE TRACKING OBSERVATIONS: AN ANALYSIS OF 

VERBALIZATIONS AND SILENCES 
 
 
Abstract7 
Research problem: Concurrent think-aloud (CTA) protocols are one of the 
dominant approaches of usability testing. However, there is still debate about the 
validity of the method, partly focusing on the usefulness and exhaustiveness of 
participants’ verbalizations. The rise of eye tracking technology sheds new light on 
this discussion, as participants’ working processes can now be observed in more 
detail. The research questions of this study are: (1) What kinds of verbalizations do 
participants produce, and how do they relate to the information that can be directly 
observed using eye tracking? (2) What do eye movements reveal about cognitive 
processes at times when participants stop verbalizing? 
 
Literature review: Our study replicates an earlier study by Cooke (2010), who used 
a combination of CTA protocols and eye tracking in a small sample with 
experienced and highly educated participants to investigate the validity of CTA. 
Cooke’s results suggest that the added value of participants’ verbalizations is 
limited: at least 77% of the verbalizations referred to things that could be easily 
observed with eye tracking. 
 
Methodology: We conducted a study in which 60 participants with different 
characteristics performed tasks on informational websites. During their task 
performance they verbalized their thoughts, and simultaneously their eye 
movements were measured. The resulting think- aloud protocols were divided in 
verbalization units, which were coded into content types. Silences were registered, 
and eye movements during these silences were analyzed. 
 
Results and discussion: We found a different distribution of verbalization types 
than Cooke (2010) reported, with far more verbalizations in which participants 
formulated doubts, judgments on the website, or expressions of frustration. In our 
study, verbalizations provided a substantial contribution in addition to the directly 
observable user problems. We measured a rather high percentage of silences (27%), 
during which participants most often were scanning pages for information. During 

                                           
7 This paper has previously been published as: Elling, S., Lentz, L., & De Jong, M. 
(2012). Combining concurrent think-aloud protocols and eye tracking observations: An 
analysis of verbalizations and silences. IEEE Transactions on Professional Communication,  
55, 206-220. 
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these silences interesting observations could be made about users’ processes and 
obstacles on the website. 
The implication of our study is that we have now a better understanding of the 
types of verbalizations that a CTA evaluation might generate. Further, we know 
that relevant usability observations can be made during silences. 
A limitation is that we do not know yet the influence of specific characteristics of 
the evaluation setting on the types of verbalizations and silences. Future research 
should focus on the influence of evaluation settings on the outcomes of an 
evaluation, in particular the influence of the characteristics of the participants who 
are involved in the study. 
 
Keywords: Concurrent think-aloud protocols; Eye tracking; Usability; Website 
evaluation 
 
 
1. Introduction 
Think-aloud protocols are often used for the evaluation of website usability. In an 
evaluation with concurrent think-aloud protocols (CTA), participants are asked to 
verbalize everything that goes on in their minds during task performance. The idea 
behind this method is that we gain insight into the cognitive processes and the 
obstacles participants experience. There is an extensive amount of research 
available on the collection of think-aloud protocols. The theoretical foundation of 
this method is formed by often cited, important cognitive psychological studies by 
Nisbett and Wilson (1977), and Ericsson and Simon (1993) on the reliability and 
validity of verbalizations in relation to mental processes. Subsequently, Boren and 
Ramey (2000) discussed how the goals in the think-aloud practice in usability 
testing differ from the goals in cognitive psychology and proposed speech 
communication theory as an alternative theoretical framework that better suits 
usability aims. Many methodological studies about think-aloud protocols in 
usability testing followed, such as the way participants should be instructed and 
prompted (Krahmer & Ummelen, 2004; Nørgaard & Hornbæk, 2006; Ramey, 
Boren, Cuddihy, Dumas, Guan, Van den Haak, & De Jong, 2006; Hertzum, 
Hansen, & Andersen, 2009; Olmsted-Hawala, Murphy, Hawala, & Aschenfelter, 
2010; Zhao & McDonald, 2010), the effects of variations of the method, such as 
concurrent versus retrospective conditions (Bowers & Snyder, 1990; Ummelen & 
Neutelings, 2002; Van den Haak, De Jong, & Schellens, 2003, 2004, 2006, 2007, 
2009; Elling, Lentz, & De Jong, 2011), the effects of different task types (Van 
Waes, 2002), and, more recently, the combination of think-aloud protocols and 
eye-tracking observations (Cooke, 2005; Cooke & Cuddihy, 2005; Van Gog, Paas, 
Van Merriënboer, & Witte, 2005; Ball, Eger, Stevens, & Dodd, 2006; Guan, 
Cuddihy, & Ramey, 2006; Eger, Ball, Stevens, & Dodd, 2007; Ehmke & Wilson, 
2007; Hyrskykari, Ovaska, Räihä, Majaranta, & Lehtinen, 2008; Van Gog, Kester, 
Nievelstein, Giesbers, & Paas, 2009). Yet many issues still need to be studied in 
more detail in order to fully understand the merits and limitations of this method. 
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The combination of think-aloud protocols and eye tracking observations 
leads to new perspectives on existing questions and also to new research questions 
and possibilities. A recent contribution to the research on think-aloud protocols 
combined with eye tracking was made by Cooke (2010). She carried out a CTA 
evaluation in which ten highly educated and experienced participants conducted 
four search tasks on a website. During task performance they verbalized their 
thoughts, while their eye movements were recorded simultaneously. Her research 
addressed the accuracy of CTA verbalizations, the types of verbalizations 
participants produced, and users’ behavior during silences. 

The results of Cooke’s study showed that 77% of the verbalizations 
consisted of reading aloud texts from screen, or reporting actions that the 
participants performed at a certain moment. This means that a large amount of 
verbalizations can also be easily observed by analyzing the participants’ eye 
movements. In addition, Cooke’s study showed that participants were silent when 
they experienced cognitive-processing difficulty. At these moments during which 
important processes took place, the verbalizations did not provide relevant 
information about the website and the participants’ processes and obstacles. We 
conclude from this study that the small number of possibly useful verbalizations, 
combined with the silences during relevant cognitive processing moments, raise 
questions about the usefulness of a CTA evaluation. The benefits of this method 
seem not what we would hope for, considering the efforts it takes both the 
participants and the evaluator to conduct a think- aloud evaluation. Judging from 
Cooke’s findings, we can conclude that CTA produces almost no results that 
cannot be found with other methods that are easier to perform for both the 
participant and the evaluator. 

However, more research is needed before we can draw firm conclusions 
about the yield that a CTA evaluation generates in evaluations in various settings. 
To what extent are the results of Cooke’s study illustrative for usability studies that 
are done in practice? To answer this question we replicated Cooke’s study, in which 
we aspired to use a more natural research design, with a larger and more 
representative sample of participants, more than one website as evaluation object, 
and less eye tracking equipment related restrictions during the evaluations. We also 
examined more comprehensively the silences during think-aloud evaluations. Our 
research questions were: 

 
RQ1. What kinds of verbalizations do participants produce, and how do they relate 
to the information that can be directly observed using eye tracking? 
 
RQ2. What do eye movements reveal about cognitive processes at times when 
participants stop verbalizing? 
 
Hence, in this article we replicate the study of Cooke, addressing research questions 
on the distribution of types of verbalizations and the cognitive processes during 
silences. This will lead to more knowledge on the merits and limitations of CTA. 
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In this article we first discuss relevant literature, focusing in particular on 
Cooke’s earlier study. After that, we explain the methodology of our study, then 
present the results of our study, and close by presenting the conclusions and 
limitations of the study, and suggesting future research. 
 
2. Literature review 
In this section we discuss the relevant literature related to our study. In the 
‘theoretical orientation’ section we describe the methodological contribution that 
our study is aimed at. Then, we discuss theory on the ‘accuracy of verbalizations 
compared to eye movements,’ ‘types of verbalizations,’ and ‘users’ behavior during 
silences’. 
 
Theoretical orientation 
Our theoretical orientation is on the methodology of website evaluation with CTA. 
Combining CTA with eye tracking can provide new insights into the processes 
behind this method and the results it generates. First, the availability of eye tracking 
extends and refines the observable parts of participants’ problem-solving processes, 
which raises new questions about the nature and added value of participants’ 
verbalizations. This relates to discussions about the usefulness of CTA protocols. 
Second, eye tracking offers the possibility to analyze what participants are doing 
when they do not verbalize their thoughts. This relates to discussions about the 
exhaustiveness of participants’ verbalizations. 
 
Selection of literature 
We have selected literature on the following themes: CTA protocols, CTA 
combined with eye tracking, types of verbalizations in CTA, and users’ processes 
during think-aloud evaluations. The studies selected for our literature review focus 
explicitly on the methodology of think-aloud protocols, instead of only reporting 
evaluations of applications using think-aloud. As we perform a replication of 
Cooke’s study (2010), this article forms the starting point of our literature review. 
The next three subsections discuss Cooke’s three main findings. 
 
Accuracy of verbalizations compared to eye movements 
According to Cooke, the accuracy of CTA verbalizations can be measured by 
analyzing the correspondence between users’ verbalizations and their eye 
movements during these verbalizations. Cooke’s (2010) results on accuracy showed 
that verbalizations corresponded to eye movements 80% of the time, which would 
indicate that concurrent verbalizations are highly accurate when compared to eye 
movements. Cooke explains the 20% discrepancy between the two by the 
observation that participants often verbalized at a slower rate than their visual 
processing of the information. As a result, they sometimes verbalized thoughts 
about one part of the screen, while their eyes were already focused on another part. 
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Figure 1: Relation between thoughts, verbalizations, and eye movements 

 
In our opinion, however, measuring the accuracy of CTA verbalizations is more 
complicated than it may seem at first sight. If we try to measure accuracy we 
actually want to determine to what extent verbalizations correspond to users’ 
thoughts during task performance (connection 1 in figure 1). The comparison 
between verbalizations and eye movements is based on the idea that eye 
movements provide insight into users’ minds, the so called eye-mind hypothesis 
(Just & Carpenter, 1976) which states that there is a direct relationship between 
what people are looking at and what they are thinking (connection 2 in figure 1). 
Hence, the assumption is that the eye movements represent thoughts. 
Consequently, the correspondence between eye movements and verbalizations 
(connection 3 in figure 1) should provide information about the extent to which 
verbalizations are accurate reproductions of users’ thoughts. 

However, there are three reasons why assessing the accuracy in this way is 
problematic. First, let’s assume that the connections in figure 1 indeed work in the 
way we described and then look at the largest group of verbalizations in Cooke’s 
study: the verbalizations in which users were reading something aloud from the 
screen. These verbalizations are deemed accurate by definition because reading 
aloud requires looking at the screen and verbalizing at the same time, which results 
in a direct relation through connection 3. Also, connection 2 seems correct, as 
reading aloud requires thinking about the text that is being read. Therefore, the 
claim seems justified that reading verbalizations are accurate reproductions of 
thoughts. However, users sometimes might read information aloud without really 
processing it. In our usability studies we have seen participants reading aloud a task 
instruction and then ask permission to read the same text in silence because they 
did not have a clue of the content they had just read. This means that all reading 
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verbalizations are registered as accurate, while some of them do not necessarily 
correspond to users’ thoughts. Hence, even in situations in which the connections 
between verbalizations, eye movements, and thoughts seem obvious, we cannot 
draw firm conclusions on the accuracy of verbalizations. 

Second, there are verbalizations that are described as inaccurate because 
they do not correspond to eye movement observations (connection 3). Research 
(such as Rayner, 1998) shows that users process information at a faster rate than 
they can verbalize. Guan et al. (2006) explained omissions in retrospective think-
aloud data by the different data densities and levels of abstraction of the two 
methods. Eye tracking provides high density and low abstract level sequence data, 
while verbal reports have a lower density and a higher abstract level. This means 
that one verbalization might summarize longer sequences of eye movements and 
can therefore not be directly related to one specific eye movement, for example in 
the verbalization “I will now scan this home page” followed by series of eye 
movements during which the home page is scanned. In this example connection 1 
between thoughts and verbalizations is adequate. Also, connection 2 between the 
user’s thoughts and eye movements seems correct. Yet, Cooke would probably 
describe the verbalization as inaccurate even though it provides very useful and 
adequate information about the participants’ thoughts. 

Third, we think that the assumption of a direct relation between thoughts 
and eye movements (connection 2) is problematic. Many types of thoughts, such as 
expectations, comments on missing information, expressions of doubt and 
confusion, or observations on the user’s own behavior in relation to the website, as 
in “I feel foolish working at this site” cannot be directly related to eye movements. 
Verbalizations of these thoughts will therefore be described as inaccurate, while 
they are actually correct manifestations of thoughts. Moreover, it is precisely these 
types of verbalizations that are often very useful, as they provide relevant 
information concerning the problems experienced on the website. 

To conclude, the relation between verbalizations, eye movements, and 
thoughts is rather complicated. Both verbalizations and eye movements are limited 
expressions of the users’ thoughts. Therefore, we think a comparison between 
these methods does not lead to an adequate definition of the verbalizations’ 
accuracy, which is why we will not replicate Cooke’s study on accuracy. Combining 
think-aloud protocols and eye tracking observations can, however, provide more 
insight into the types of thoughts and processes that can be visualized by both 
methods. In our study, we will therefore focus on the types of verbalizations, and 
the processes that can be observed during silences. 
 
Types of verbalizations 
The second research question in Cooke’s study addressed the types of 
verbalizations that the CTA method yields. A content analysis of the verbalizations 
showed that a majority of 58% of the verbalizations fit into the reading category: 
words, phrases, and sentences that participants read directly from the screen. In 
19% of the verbalizations participants reported procedures: their activities on the 
website, for example what they were looking at. The remaining verbalizations 
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concerned observations about the website or participants’ own behavior (10%), 
explanations about the rationale or motivation for actions (5%), and other 
verbalizations (8%), which for example included incomplete sentences. What can 
be concluded from this distribution of verbalizations? The reading and procedural 
verbalizations, both classified as low level verbalizations by Ericsson and Simon 
(1993), accounted for 77% of the CTA content, which corresponds to studies of 
Bowers and Snyder (1990), and Zhao and McDonald (2010) on types of 
verbalizations in CTA. Also, Van den Haak, De Jong and Schellens (2007) found 
that participants often verbalized what they were doing physically at a particular 
moment. Cooke considered these low level verbalizations as a useful account of 
user’s on-screen behavior. She argued that procedural verbalizations are useful 
because they provide insight into users’ behavior that would not be readily 
accessible by observation alone. Indeed, some procedures, such as descriptions of 
what users are looking at, are not observable from screen and mouse observations. 
However, eye tracking recordings considerably increase the range of possible 
observations (Just & Carpenter, 1976; Rayner, 1998; Goldberg & Wichansky, 2003; 
Jacob & Karn, 2003). Using adequate eye tracking recordings of a participant’s task 
performance, all reading and procedural verbalizations can also be observed through 
participants’ eye movements. 

This raises the question to what extent the verbalizations add valuable 
information that cannot be found by looking at eye tracking observations. Only 
15% of the verbalizations in Cooke’s study fall into the categories observations and 
explanations, which is a very small percentage as only verbalizations in these 
categories refer to thoughts that might be harder or impossible to observe. If this 
distribution is widespread, we would question the usefulness of verbalizations in 
relation to what can be observed. It is doubtful whether all the efforts of carrying 
out a think-aloud evaluation, and the possible drawbacks of thinking aloud on the 
ecological validity (Van den Haak, De Jong, & Schellens, 2007) are worth this 15% 
yield. However, more research is needed to find out to what extent this 
contribution of verbalization types is valid. 

Cooke’s participants were ten highly educated experienced participants 
who performed rather easy search tasks. They did not verbally report difficulties in 
completing the tasks, which indicates that the tasks were not cognitively complex 
for them. However, most usability studies have the purpose to measure 
performance of less experienced and less highly educated participants who possibly 
experience serious problems on websites and therefore may verbalize other types 
of thoughts than Cooke’s participants. Van den Haak et al (2003, 2004, 2006, 2007, 
2009) showed that more difficulties during task completion may lead to less 
verbalizations and more observations. We have therefore replicated Cooke’s study 
in a different, more natural, setting, and we have analyzed to what extent we found 
the same distribution of verbalization types. 
 
Users’ behavior during silences 
The third research question in Cooke’s study was an exploratory question 
concerning users’ behavior when they fall silent or use verbal fillers. Cooke found 
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that silences and verbal fillers occurred 16% of the time. These silences may point 
to cognitive-processing difficulty during task completion. When participants are 
cognitively occupied with information processing, they seem to prioritize this over 
their verbalization task. Switching between two tasks is difficult for users, because it 
requires a reconfiguration of mental resources. Monsell (2003) provides an 
overview of studies on task switching which, for example, point to longer response 
times and a higher error rate. Users are inclined to concentrate on one task and to 
neglect other tasks, which is called cognitive lockup (Neerincx, Lindenberg, & 
Pemberton, 2001). This is also visible in evaluations in which participants are asked 
to provide feedback (Elling, Lentz, & De Jong, 2012a). There are two possible 
consequences of cognitive lockup during thinking aloud. First, in situations in 
which users need more cognitive energy for task completion, they have problems 
verbalizing their thoughts, which results in more silences Boren & Ramey, 2000). 
Second, task performance deteriorates in concurrent think-aloud conditions, 
because participants use their cognitive energy to think aloud, as was reported for 
example by Van den Haak et al. (2004). In our study we will revisit this question on 
silences in the setting we described above. We will look more precisely at users’ 
actions during silences and thereby further explore what eye movements reveal at 
times when users stop verbalizing their thoughts. The answer will deepen our 
understanding of what kinds of information we miss when we only examine the 
CTA output: the users’ verbalizations. We expect that silences will occur more in 
our study than in Cooke’s study, as we will include lower educated participants and 
more difficult tasks, which probably results in more cognitive-processing difficulty 
and therefore more silences. The exact behavior during these silences has not been 
explored yet, which means that we have no expectations about the distribution of 
processes the eye movements will reveal. 
 
3. Methodology 
In this section we describe the methodology we have used in our study. As a 
reminder, the questions underlying this study included: 
 
RQ1. What kinds of verbalizations do participants produce, and how do they relate 
to the information that can be directly observed using eye tracking? 
RQ2. What do eye movements reveal about cognitive processes at times when 
participants stop verbalizing? 
 
This section starts with an explanation of the choice of research methodology. 
Then, we describe the participants, and data collection and analysis techniques. 
 
Choice of research methodology 
In our study the CTA methodology is the central research object. We have used 
CTA for the evaluation of websites, and we have analyzed the participants’ output 
in order to answer the question on the types of verbalizations the method 
generates. This distribution might be the same as in Cooke’s study, which would 
enhance the doubts about the usefulness of CTA. However, the more natural 
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setting of our study might also lead to another distribution of verbalizations. We 
have combined CTA with eye tracking, as eye movements can provide detailed 
information about the users’ actions during silences in the think-aloud protocol. 
These silences might occur more than in the study of Cooke, as we expect our 
participants to experience more cognitive load. We have no concrete expectations 
about the types of actions during silences, because silences during CTA have not 
been analyzed systematically before. 
 
Participants 
Sixty participants took part in this study. We obtained the university’s approval to 
conduct human-subjects research, before the study was carried out. The 
participants, who received financial compensation for taking part in the study, were 
recruited by a specialized agency that has an extensive database of potential 
research participants who all signed an approval form to participate in human-
subjects research. All participants in our study indicated that they used internet at 
least once a week. We aimed at an equal spread of participants over age groups (18-
29, 30-39, 40-54, and older than 55), gender, and educational level. We 
distinguished three education levels, based on the highest form of education that 
participants had completed. The lowest educational level ranged from elementary 
school education to junior general secondary education; the medium-level 
educational group had intermediate vocational education, senior general secondary 
education, or pre-university education; the high-level educational group had 
completed higher vocational or university education. We aimed at a distribution of 
characteristics in such a way that, for example, all age groups consisted of equal 
numbers of men and women and of different educational levels. 
 
Data collection 
This section describes in detail the data collection procedures used in this study, 
information about the tasks to be accomplished, and the procedure used to collect 
data about the tasks. 
 
Tasks to be accomplished 
We have replicated Cooke’s study on three different websites, on each of which 20 
participants conducted three sub tasks. Each task had a theme, which was 
introduced by a scenario which explained the context and provided the relevant 
details. The tasks differed per website, but they were comparable regarding their 
difficulty and the length of the optimal navigation path. All tasks covered realistic 
activities that correspond to what users usually do on municipal websites. The tasks 
included searching for information, as well as reading, understanding, and applying 
the relevant information to the described scenario. For one of the websites, for 
example, the task involved a subsidy that the government offers to support first- 
time home buyers. Participants needed to search for information on three sub 
questions: (1) what is the name of this subsidy; (2) do you meet the requirements 
for this subsidy; and (3) what should you do to make a request for this subsidy? 
The shortest navigation path to this information consisted of six links, the last of 
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which was a link to a pdf-file with information related to all kinds of possible 
subsidies for buying or renovating a house. Due to the information in the pdf-file, 
this task on website 1 required somewhat more reading than the tasks on websites 
2 and 3. The task on website 2, on the contrary, required little reading but included 
searching for information about school holiday periods on an inconveniently 
arranged web page that contained many rows of holidays per school type and year. 

The tasks were performed on one of three websites of medium to large 
Dutch municipalities: (1) www.apeldoorn.nl, (2) www.dordrecht.nl, or (3) 
www.nijmegen.nl. The main objective of these types of websites is to provide 
information and services to their citizens and to other interested users, such as 
tourists and businesses. These websites invariably contain a variety of information, 
as they are designed to satisfy the informational needs of a broad target group. The 
three municipal websites are comparable with regard to the information they cover, 
but their content is structured and presented differently. A survey evaluation of the 
three websites resulted in comparable user quality judgments on navigation, 
content, and design (Elling, Lentz, De Jong, & Van den Bergh, 2012). 
 
Procedure 
Data were collected using a remote Tobii 1750 eye tracker with Tobii Studio 1.2 
software. A flat monitor was used to display the websites, with a resolution of 1024 
x 768 pixels. The eye tracker used near infrared diodes to measure eye movements, 
and was therefore nearly unnoticeable for the participants. Also, the participants 
had considerable freedom of head movement, which made the test environment 
rather natural. Video and audio data were captured together with the eye- and 
mouse movements. Our equipment setting was more natural than in Cooke’s study, 
in which the eye tracking method posed some limitations on the study. Participants 
in her study needed to keep their heads still, which increased the artificial nature of 
the evaluation. 

All 60 evaluation sessions took place individually and lasted approximately 
20 minutes each. Participants were told that we wanted to know more about the 
user friendliness of the municipal websites. We explained that they would perform 
some tasks on a website, about common things that people might do on these 
websites. We emphasized that the website was the object of the study and not the 
participant. In this way we presented the study as a usability test of the website, and 
made sure that participants were unaware of our focus on the CTA methodology. 

Subsequently, participants were instructed to think aloud during their task 
performance. They were instructed as follows: “Please, think aloud during 
performing the tasks on the website. Keep on verbalizing everything that goes on 
in your mind. Please, pretend that I am not there and do not ask me for help. Just 
speak for yourself and verbalize your thoughts. If you are silent for a while, I will 
remember you to keep thinking aloud. You can say anything that comes into your 
mind. Remember that it is the website that is being tested and not you.” After this 
instruction we emphasized again that participants should verbalize all the thoughts 
they had in mind, not just the actions they performed on the website. 

http://www.apeldoorn.nl/
http://www.dordrecht.nl/
http://www.nijmegen.nl/
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After these think-aloud instructions participants took a seat in front of the 
computer. We explained that the tasks would appear on the screen and that the 
same task descriptions were also available on paper, in case they wanted to reread 
something. We asked them to act as if they were working at home and wanted to 
find the requested information. Next, their eyes were calibrated and we briefly 
repeated the most important instructions. Then, we started the session by 
displaying the first task on the screen. 

During the user’s task completion the test administrator was in a test room 
with an open connection to the participant’s room. After five seconds of silence 
participants were reminded to think aloud with neutral prompts, such as ‘Please 
keep thinking aloud’. Contrary to Cooke’s study, in which prompting was rarely 
necessary, we regularly prompted participants to keep thinking aloud. If 
participants had found the information on the website, they could tell the answer to 
the administrator. 
 
Data analysis 
In the analysis stage all data sources could be replayed simultaneously. Our 
equipment produced synchronized data with the eye movements, cursor 
movements, page switches, and audio recordings of participants’ verbalizations. 
This was an improvement compared to the analysis of Cooke, during which the file 
with on-screen actions and verbalizations needed to be synchronized with the eye 
tracking file. 

We first analyzed the task performance time per participant, and used 
analysis of variance (ANOVA) to measure differences on participants’ mean task 
time between the three websites. The next step was the transcription of the 
verbalizations per participant into protocols. Verbalizations were divided into units 
which could include single words, but also clauses, sentences, and phrases. Unit 
borders were determined by pauses between verbalizations and by the content of 
these verbalizations, following the procedure used by Cooke (2010) and Eveland 
and Dunwoody (2004). We chose to use the term ‘verbalization units’ instead of 
‘thought units’, because in our opinion verbalizations are manifestations of 
thoughts and not necessarily thoughts themselves. 

In order to answer RQ1 on the types of verbalizations, all verbalization 
units were coded into seven content categories, of which the first four categories 
were the same used by Cooke (2010) in her study. 
1.  Reading: verbalizations of link labels and parts of texts that participants read 
directly from screen. 
2.  Procedure: descriptions of past, current, or future actions (such as “I now click on 
this link”). 
3.  Observations: verbalized judgments concerning the website or the participants’ 
actions (such as “This web page is not conveniently arranged,” or “I don’t 
understand the meaning of this link label”). 
4.  Explanations: verbalizations in which participants explain or motivate their 
actions (such as “On this page I expected to find information on buying a house 
for the first time”). 
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5.  Task-related: verbalizations concerning the tasks the participants were doing, for 
example on the task description or answers to the scenario questions (such as 
“Let’s see, what was the exact price of the house I want to buy?” or “I think the 
answer is that you can only register online if you have a scanner”). 
6.  Fillers: verbalizations when participants did not seem to know what to say, but 
wanted to break the silence or to meet the requirement to think aloud (such as 
“okay”, “let’s see,” or “well”). Cooke chose to analyze these fillers as silences, but 
we consider them to be verbalizations. They can be meaningful, for example, as 
expressions of doubt or reactions to prompts to think aloud. 
7.  Other: verbalizations that did not fit into one of the six other categories. 
 
All verbalization units were categorized into one of the seven content types by two 
independent coders. The inter-rater reliability, measured with Cohen’s kappa, was 
.62, which means that there was substantial agreement between the two coders. 
Subsequently, the first author analyzed all verbalization units on which the two 
coders did not agree, and chose one of the two content categories in consultation 
with the two coders. This resulted in the distribution reported in the results. 
Differences between the websites on the total number of verbalizations were 
analyzed using analysis of variance (ANOVA). A Pearson’s chi-square was used to 
analyze interaction-effects between task performance time and numbers of 
verbalizations. Differences between websites on the distribution of types of 
verbalizations were also measured with a Pearson’s chi-square test. We did not 
perform analyses on differences between types of participants, because the set of 
60 participants was too small for such analyses. 

To answer RQ2 we analyzed the eye movements during participants’ 
silences. Eye tracking movements, however, were not recorded adequately for 8 out 
of the 60 participants, due to (partial) loss of calibration (for two participants on 
website 1, and three participants on both websites 2 and 3). Therefore, these 
participants were excluded from the analyses for RQ2. 

For each participant all silences longer than one second were registered, 
and the percentage of time that participants were silent was computed. Then, 
ANOVA was used to determine to what extent the percentage of silences differed 
between the three websites. Next, we observed for each silence what the eye 
movements showed us about the participants’ actions during that silence. We 
distinguished three types of actions: scanning, reading, and fixating. During 
scanning fixations move over a page irregularly (Ehmke & Wilson, 2007). Several 
types of scanning can be distinguished, from globally orienting on a new web page 
to scanning rows of links in navigation menus. A reading pattern was indicated by 
short fixations following the text flow horizontally from left to right (Ehmke & 
Wilson, 2007). Something was considered as reading if at least three fixations and 
two saccades could be observed in this pattern. Something was classified as a 
fixation when a participant fixated for a longer time on an element on the page. We 
have manually analyzed the distribution of these types of visual behavior during the 
silences. 
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4. Results 
In this section the results of the study will be described. The section starts with a 
description of ‘who participated in the study’, then we will address the ‘general 
results’ and the results on our two research questions about (1) ‘types of 
verbalizations’ and (2) ‘silences in think-aloud protocols’. 
 
Who participated in the study? 
A number of 60 participants took part in the study. The participants’ ages ranged 
from 18 to 83 years, with an average age of 40. Table 1 shows the distribution of 
participant characteristics concerning age, gender, and education level. 
 

Characteristics Number of 
participants 

(N=60) 

Age: 
18-29 
30-39 
40-54 
> 55 

 
16 
16 
15 
13 

Gender: 
male 
female 

 
29 
31 

Education:  
low 
middle 
high 

 
18 
18 
24 

Table 1: Background characteristics of the participants 

 
General results 
The mean task performance time per participant differed significantly for the three 
websites (F(2,57) = 8.48, p < .01). On website 1 the mean task time was 6.37 
minutes, on website 2 this was 3.55, and on website 3 the time was 5.11. A post 
hoc Scheffé test showed that participants on website 1 had a significantly longer 
task performance time than participants on website 2 (p < .01). The participants 
produced a total number of 2502 verbalization units on the three websites: 712 on 
website 1, 621 on website 2, and 1169 on website 3. There was a difference 
between the three websites in the total number of verbalizations (F(2,57) = 13.10, p 
< .05), with significantly more verbalizations provided on website 3 than on 
websites 1 (p < .01) and 2 (p < .01). In addition, we explored whether a longer task 
performance time resulted in more verbalizations. This appeared not to be the case 
(r = 0.18, p = 0.17). 
 
Types of verbalizations 
RQ1 concerned the distribution of types of verbalizations. We distinguished the 
categories reading, procedure, observation, explanation, task-related, filler, and other. Table 2 
shows the overall distribution of the verbalizations over the content categories for 
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the three websites. There are significant differences between the websites on three 
categories: reading, procedure, and other (χ²(12) = 34.53, p < .01). For these categories 
the range of percentages are shown in Table 2. Below, we will discuss each 
verbalization category in detail, examine the content of the verbalizations, and 
compare them to the distribution reported by Cooke (2010). Then, we will discuss 
the explanations for differences between the two studies, and examine the 
differences between the three websites in our study in more detail. 
 
 Current study Cooke’s study 

Reading 23 % (range 18-27%) 58 % 
Procedure 17 % (range 14-20%) 19 % 
Observation 34 % 10 % 
Explanation 7 % 8 % 
Task-related 14 % - 
Filler 3 % - 
Other 2 % (range 0.6-2.2%) 5 % 

Table 2: Types of verbalizations  
 

In the current study, 23% (581) of the verbalization units can be categorized as 
reading. This percentage differs considerably from the 58% reported by Cooke. The 
423 procedure verbalizations accounted for 17% of the CTA verbalizations, which is 
roughly equal to the 19% in Cooke’s study. Participants often verbalized what they 
were doing on the website, for example “I will click on the ‘moving’ link”. They 
also reported activities they just had performed, such as “I scanned the homepage 
for information about buying a house”, or activities they planned to perform, such 
as “I am going to read this text to search for answers on subsidies”. 

The largest group of verbalizations (850, 34%) concerned observations on 
the website or the participant’s own behavior. This substantially differs from 
Cooke’s study, in which this percentage was only 10%. Observational 
verbalizations in our study sometimes contained neutral descriptions of elements 
on the website, such as “Up there I see some links to forms” or “What I see here is 
online procedures on the right side and renting on the left side”. Also, participants 
verbalized expectations, such as “There might be something useful under online 
procedures” or “The housing link seems logical”. Sometimes these expectations 
turned out to be wrong, illustrated by verbalizations such as “This is not what I 
looked for” or “I see here that this is not the procedure for online registration”. 
Many observations contained a judgment about something on the website, such as 
“The font is too small here” or “This web page contains a lot of unclear 
information”. Participants frequently expressed their feelings or experiences in 
relation to the website, for example “I am not sure where to go from here” or “I 
don’t think I can find the information I need”. And sometimes they really judged 
themselves, expressed in verbalizations such as “I clam up completely” or “I feel 
like a stupid idiot”. 

The percentage of explanations was more or less the same in both studies: 
7% in our study (166) and 8% in Cooke’s study. These explanations were often 
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linked to observation or procedural verbalizations, for example in “I click on the back 
link again, because I did not find the information I expected on this page”. 

A number of 361 verbalizations (14%) were task-related, such as answers on 
the scenario questions. Cooke did not include this category in her study. The 
verbalization of task-related comments can be explained by the rather complex and 
comprehensive scenario tasks we used, which were also presented on paper during 
the task. This caused situations in which participants looked on the paper during 
task processing and verbalized something about doing this, such as: “Let’s see on 
the paper… can you register yourself online?” Moreover, we asked participants to 
answer the questions orally, which also generated verbalizations on tasks, such as 
“The answer is that I meet the requirements for the subsidy”. We considered 
leaving these task-related verbalizations out of the data set, but we have chosen to 
incorporate them for two reasons. First, ignoring them would suggest that 
participants verbalized fewer thoughts, while these verbalizations were present and 
prevented them from verbalizing other things at the same time. Second, the task-
related verbalizations were mixed up with the other types of verbalizations and 
occurred during all phases in the process. Even in the answering stage, task-related 
verbalizations alternated with, for example, reading, procedures, and observations. 

The 81 filler verbalizations accounted for 3% of the total. Participants were 
frequently stimulated to keep verbalizing their thoughts, which often led to 
verbalizations meant to break the silence, without really expressing thoughts, such 
as “let’s see”, “let’s think”, “okay”, and “eeeeeeh”. Sometimes, participants used 
these fillers as a ‘bridge’ to more elaborate verbalizations that followed a few 
seconds later. It seems that they needed some time to arrange their thoughts before 
they could verbalize them. 

The other category consisted of 40 (2%) verbalizations, versus 5% in 
Cooke’s study. This category contained many uninterpretable and unfinished 
utterances. Participants also commented on their troubles with thinking aloud, 
often as a reaction to a prompt to keep thinking aloud. 

The comparison of the distribution of the verbalizations over the different 
categories, shows that the distribution differs substantially between Cooke’s and 
our study. The most striking differences can be found in the reading and observation 
categories: reading was by far the largest category in Cooke’s study, while in the 
current study the group of observations was largest. This distribution has 
consequences for our doubts on the value of the think-aloud verbalizations. In 
Cooke’s study at least 77% of the verbalizations strongly corresponded to eye 
movements, which raised the question to what extent the verbalizations have an 
added value compared to the observations. In our study however, only 40% of the 
verbalizations falls into these more easily observable groups. Moreover, our 
participants produced many verbalizations in the categories observation on website or 
own behavior and explanations, which cannot be directly observed with eye 
movements. This means that in our study the participants’ verbalizations clearly 
add to the observations. This result was found on each of the three websites in our 
study. 
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How can these differences in the distribution of types of verbalizations be 
explained? The most important explanation can be found in the improved research 
design of our study, regarding the participant characteristics, task complexity, and 
websites. Cooke had ten highly educated and experienced participants who 
performed search tasks on a website with a rather simple, consistent design. Her 
participants did not verbally report difficulties in completing the tasks, which 
indicates that the tasks were not cognitively complex. This is not representative for 
the evaluation settings in usability practice in which the goal is to find obstacles of 
real users on real websites. In our study a great variety of participants performed 
rather complex tasks on large municipal websites which contained many menus, 
links, pictures and pieces of information. Participants in our study often reported 
difficulties and doubts. All these observations on complex aspects of the website 
and on the problems they experienced explain why the observation category is so 
much more extensive in our study than in Cooke’s study. This also partly explains 
why the reading category is larger in Cooke’s study. However, in our study 
participants also verbalized many reading units. We had not instructed them to read 
aloud everything they read, we only asked them to verbalize their thoughts. As a 
result, participants differed in the extent to which they read aloud, varying from 
reading everything they saw, to keeping silent for a long time during reading, or just 
verbalizing some highlights from the text. Cooke’s test object contained large 
amounts of text, a lot of which her participants apparently read aloud, regardless of 
whether or not they were instructed to do so in the think-aloud instructions. 

Although the distribution of the reading and observation verbalizations 
differed substantially from Cooke’s study on all three websites in our study, we also 
found some differences between the three websites in our study (χ²(12) = 34.53, p 
< .001). On website 1 the reading category was significantly larger than on website 2: 
27% versus 18%, while website 2 had a larger amount of procedure verbalizations 
with 20% versus 14% on website 1. This result can be explained by the differences 
in task-website interaction. One of the tasks on website 1 required reading and 
applying information from a comprehensive and rather complex text. This might 
have resulted in more reading verbalizations, while on the other website users 
performed more actions and verbalized these in the procedural verbalizations. 
Website 3 had significantly more verbalizations in the other category, which can be 
attributed to one participant who produced nine verbalizations during task 
processing in which she described her trouble thinking aloud, for example “I find it 
very hard to search for information and to think aloud at the same time. That does 
not easily go together for me, but I’ll try”. However, the differences between the 
three websites are negligible compared to the differences between the results of 
Cooke’s and our study. 

The conclusion that can be drawn from the results on RQ1 is that a CTA 
evaluation can generate verbalizations that actually contribute to our knowledge 
about the users’ processes and obstacles on a website. The concerns that Cooke’s 
study raised about the balance between costs and benefits of CTA, are not 
confirmed by our study. On all three websites CTA showed a clear added value 
with many verbalizations about processes and obstacles that could not be observed 
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with observational methods. The settings of our study reflected to a large extent the 
usability practice, in which participants with varying characteristics perform 
complex tasks on real websites. We therefore expect that also in practice the CTA 
method will show its value for measuring the websites’ quality. 
 
Silences in think-aloud protocols 
The eye movements of 52 participants during silences were analyzed, in order to 
find out what participants do when they are not verbalizing their thoughts (RQ2). 
The mean percentage of silences during a session was 27% (SD = 19%) of the total 
task performance time. There was a high amount of variation between participants, 
with the percentage of silences observed ranging from 4% to 83%. No differences 
were found across the three websites in the percentage of time that participants 
were silent (F(2, 49) = .34, p = .71). The mean percentage of silences is 
considerably higher than the 16% that Cooke reports in her study. One reason for 
this difference can probably be found in participants’ experience with thinking 
aloud. All participants in Cooke’s study had been subjects before in at least one 
usability study that included CTA, whereas none of the participants in our study 
had any previous experience with thinking aloud. Also, research has shown that 
thinking aloud is more difficult when the cognitive load on other processes 
increases, such as Boren and Ramey (2000) and Van den Haak, De Jong, and 
Schellens (2004), the so called cognitive lockup (Neerincx, Lindenberg, & 
Pemberton, 2001). The task complexity in our study, combined with the participant 
characteristics and the comprehensiveness of the website, might have led to a 
rather high cognitive load which thus increased the number of silences. 

The results above show that we miss information on approximately a 
quarter of the time spent on a website when we only rely on participants’ 
verbalizations. What can we observe from participants’ actions during these 
silences? We have distinguished three types of actions: reading, scanning, and 
fixating, which are shown in Table 3. 
 

Action Percentage* 
(range, SD) 

Scanning 62 % (27 – 93%, SD = 15.7) 
Reading 24 % (0 – 70%, SD = 15.2) 
Fixating 15 % (0 – 43%, SD = 11.2) 

Table 3: Actions during silences 
* Note that we report percentages of the total time that participants were silent and not of the total task 
processing time. 

 
The first type of actions we observed were scanning processes, which occurred 
more than half of the time that participants were silent (62%). The types of 
websites in our study contained a lot of information, often with several menus, 
pictures and pieces of text on one page. When participants navigated a website 
searching for information, they were intensively orienting themselves on web pages 
and scanning these pages for information. These search and scan processes 
advance very quickly and require much cognitive energy. It is therefore difficult for 
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users to verbalize these processes (Neerincx, Lindenberg, & Pemberton, 2001). 
This difficulty can further increase if users encounter problems during this process 
that add to the cognitive load. Probably, it makes no sense to ask participants to 
verbalize their scanning processes, because it is too difficult (or even impossible) 
and there is a great risk of disruption of their natural processes. Moreover, we can 
easily observe the scanning processes when we measure the eye movements. These 
observations are an important addition to the verbalizations, because silences 
during scanning processes often contain relevant information about problems that 
participants experience; problems that would not always be found when we only 
depend on users’ verbalizations. Observations can, for example, reveal users’ 
doubts about what link to choose or what information to use. This is shown by eye 
movements switching between several objects, for example links. Often, during 
these moments the mouse cursor does not move and users do not verbalize their 
scanning behavior, which means that these doubts are only observable using eye 
tracking. This finding has also been reported in other studies, such as Cooke and 
Cuddihy (2005) and Cox and Silva (2006). 

Another 24% of silences concern reading something on the screen, the 
second process we distinguished. Reading is a process that can be verbalized by 
users. In our study as well as in Cooke’s (2010), participants often read texts aloud. 
So, although reading processes can in principle be verbalized, participants 
sometimes chose to read in silence, for example because they did not think it 
necessary to read everything aloud. For some participants in our study it seemed 
difficult to read something aloud and to process the content at the same time. For 
these people, reading aloud required too much cognitive energy. From an 
evaluation perspective, we think that it is no problem if users choose to read in 
silence. Reading processes can be easily observed, so we do not miss any 
information about the users’ processes. Problems related to understanding the 
content can be found by observing users rereading parts of text, or by 
verbalizations about the content that are made afterwards, for example wrong 
paraphrases of the content or comments on comprehensibility. 

The third process, longer fixations on objects, was observed in 15% of the 
silences. We suppose that participants were processing information during these 
fixation moments, for example trying to relate the object to their search goals or 
because they were in doubt what to do. These fixations can in principle be 
verbalized. However, the cognitive processing that goes on during these fixations 
often seems to require so much energy that participants are not able to verbalize 
their thoughts, and fall silent. These silences can sometimes point to problems, and 
observations of eye movements can be used to find out what users are looking at 
exactly. However, additional verbalizations are needed to determine if there really is 
a problem and to define the essence of this problem. 

The aforementioned three processes during silences are sometimes 
verbalized immediately before or after silences, when participants give an account 
of something they will do or have just done during a silence. Examples are: “I will 
now search for links that have something to do with buying a house” or “I was 
reading through this text and thinking on how to register myself as a new 
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inhabitant”. Participants can also scan or read something in silence and then 
verbalize a conclusion about what they just saw. This conclusion can be positive (“I 
think I have found relevant information on school holidays here”), neutral (“This 
extract contains a lot of information on subsidies”), or negative (“No, this 
information is not relevant to me”). In Cooke’s study these verbalizations would 
have been labeled inaccurate because they do not directly correspond to eye 
movements. We consider them as subsequent reflections on processes that are 
difficult to verbalize simultaneously. 

To conclude, during silences important information can be observed 
about users’ processes and the problems they experience. Silences often occur 
because users have no cognitive energy left to describe what goes on in their minds. 
These silences should not be regarded as problematic. Not all cognitive activity, 
such as scanning website pages, can be easily verbalized and we should not expect 
participants to verbalize their thoughts during all their actions. Therefore, in a CTA 
evaluation it is sensible not to rely only on verbalizations, as precisely during 
silences the most interesting observations can be made regarding users who are in 
trouble. 
 
5. Conclusions, limitations, and suggestions for future research 
In this section we discuss the conclusions of our study within the larger context of 
professional communication. After the general conclusion, we will explain the 
‘implications to theory and to practice’. Further, we will discuss the ‘limitations’ of 
the study, and the ‘suggestions for future research’. 
 
Conclusions 
In this study we replicated Cooke’s study (2010) on the analysis of types of 
verbalizations, and the processes observed during silences. We chose not to 
replicate Cooke’s research question on accuracy, as we consider an analysis of the 
relation between verbalizations and eye movements as an invalid conceptualization 
of accuracy. 
 The results of Cooke raised questions concerning the benefits of a CTA 
evaluation, as 77% of the verbalizations in her study were about easily observable 
reading and procedure actions. In our study, however, only 40% of the verbalizations 
belonged to these groups. Further, the largest group of verbalizations consisted of 
thoughts about the website and about the participants’ own interaction with this 
website, such as doubts, judgments, and frustrations. So, our study showed that 
verbalizations in a CTA study can provide information with an added value about 
the participants’ processes and obstacles on the website. 

Compared to Cooke’s study, we measured a rather high percentage of 
silences: 27% in our study versus 16% in Cooke’s study. Comparisons with Cooke 
on types of silences cannot be made, as she has only exploratory analyzed what 
happened during silences. Silences most often occurred at moments that 
participants were scanning pages for information. Apparently, scanning is a quick 
and cognitive complex task that is difficult to verbalize. Participants seem to stop 
verbalizing their thoughts at that time to reduce the cognitive load (Boren & 
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Ramey, 2000; Van den Haak, De Jong, & Schellens, 2004; Monsell, 2003; Neerincx, 
Lindenberg, & Pemberton, 2001). 
 
Implications to theory 
Not much research has been done yet on the types of verbalizations a CTA study 
generates (Zhao & McDonald, 2010; Bowers & Snyder, 1990; Cooke, 2010). Our 
study contributes to the theory on verbalizations in CTA studies by showing new 
insights into the types of thoughts that participants verbalize. Moreover, we have 
added to knowledge on the gaps in think-aloud protocols: the silences. It is known 
that participants are not able to verbalize everything that goes on in their minds 
(Nisbett & Wilson, 1977; Ericsson & Simon, 1993) and our study has provided new 
knowledge on processes that occur during silences and that seem difficult to 
verbalize. It might be useful to reconsider think-aloud instructions, to prevent that 
participants get frustrated by prompts that remind them of verbalizing thoughts at 
moments that they perform actions that are difficult or even impossible to 
verbalize. 
 
Implications to practice 
Practitioners who have read the study of Cooke might think that the benefits of 
CTA are not worth the efforts of conducting an evaluation with this method. Our 
study has shown, however, that a CTA study can certainly generate information 
that cannot easily be found with observations alone. Our study settings correspond 
to the usability practice, as we performed our evaluations with a diverse set of 
participants who frequently experienced problems during their task performance. 
Professionals in usability practice can learn from our study what types of 
verbalizations can be expected from a think-aloud evaluation. Further, they have a 
better idea of the significance of silences and the relevance of the processes that 
can be observed during these silences. There are types of silences, for example 
when people are scanning or reading, during which participants should not be 
forced to verbalize their thoughts. At these moments, reminders to think aloud 
probably only cause frustrations. 

An advice for the usability practice that can be inferred from this study, is 
that a comprehensive evaluation should combine verbalizations and observations. 
Our results showed that participants verbalized many thoughts that are not easily 
observable with other methods. But we also saw many silences, during which eye 
tracking observations were necessary to shed light on users’ actions and potential 
problems. Strictly speaking, the output of a CTA evaluation consists of the 
participants’ verbalizations of their thoughts. However, in most evaluations in 
practice as well as in scientific studies, the observations of the participants’ actions 
are also included in the analyses, such as Van den Haak, De Jong, and Schellens 
(2003, 2004, 2006, 2007, 2009) and Elling, Lentz, and De Jong (2011). 

Both information sources can independently reveal some of the user 
problems, but there are also cases in which an interaction between verbalization 
and observation leads to new insights about user problems. For example, when 
participants verbalize their thoughts, they regularly fail to specify the exact object 
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their verbalization refers to, as in “This is very unclear to me”. In these cases 
observations of eye movements provide details on participants’ actions during the 
verbalization, and on the object the verbalization relates to. This combination helps 
the evaluator to make an adequate assessment of the situation and of possible 
problems. Another example can be found in situations in which a participant 
verbalizes an action that is in itself neutral, but that points to a problem in 
combination with an observation. In our study several participants verbalized that 
they would click back to the homepage and subsequently clicked on a link that did 
not lead them to the homepage. Without the verbalization the evaluator would not 
have known that the participant had made a wrong interpretation of the link that 
was clicked on. And on the other hand, without the observation of the wrong link 
click, the verbalization would not have clearly pointed to a problem. In this way the 
combination of the two sources shows that the participant has misinterpreted 
something in the text. Thus, the combination of CTA and observational methods 
leads to the most complete overview of user problems, thanks to the added value 
of the interaction between both sources of information. 
 
Limitations 
Our study shows large differences with the results of Cooke, on all three websites. 
We do not know yet, however, which adjustments in our setting influenced the 
outcomes of the think- aloud study in what way. We did not aim at studying the 
relation between specific characteristics of the research setting and types of 
verbalizations and silences. Therefore, we cannot draw conclusions on the exact 
influence of settings on the output. 

Another limitation of the study is that we have only looked at one type of 
websites, informational websites on which users look for specific information. 
Results might be different for other types of websites. 
 
Suggestions for future research 
Future research on types of verbalizations should focus on the influence of 
research settings on the outcomes of an evaluation. For example, the influence of 
instructions deserves more attention. Much research has been carried out on the 
effect of think-aloud instructions and prompts on task processing (Krahmer & 
Ummelen, 2004; Nørgaard & Hornbæk, 2006; Ramey, Boren, Cuddihy, Dumas, 
Guan, Van den Haak, & De Jong, 2006; Hertzum, Hansen, & Andersen, 2009; 
Olmsted-Hawala, Murphy, Hawala, & Aschenfelter, 2010; Zhao & McDonald, 
2010) but little is known about the effects on types of verbalizations. More research 
is needed on the extent of prompting during task performance, and relating these 
prompts to the actions that participants perform at a certain moment. 

Also, more attention should be paid to differences between participants in 
their abilities to verbalize their thoughts and the content of these thoughts. 
Although we used a large group of 60 participants in total, we cannot report 
statistical solid results because of the rather small groups of participants with 
different characteristics. We have done exploratory analyses on the participant 
characteristics that showed some differences in the types of verbalizations 
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produced. Younger participants tended to produce less reading verbalizations than 
older participants. Also higher educated participants verbalized less reading units, 
but they verbalized more explanations and motivations of their actions than the 
lower educated participants. Analyses of the percentages of silences did not show 
differences between age groups, or between education levels. We did not find a 
correlation between the task performance time and the total number of 
verbalizations made. This means that a participant who spends more time on the 
website does not necessarily verbalize more. We observed strong differences 
between participants: some people who needed more time for their tasks verbalized 
a lot, others struggled while performing the tasks and seemed to use their cognitive 
energy for the task performance instead of verbalizing thoughts. Clearly, more 
research is needed into differences between individual participants and their 
verbalization characteristics. However, higher numbers of participants are needed 
to do comprehensive research on the extent to which participants differ in the way 
they verbalize their thoughts. 

Another interesting question for future research concerns the distribution 
of verbalization types in the retrospective think-aloud conditions. This distribution 
will certainly differ from concurrent conditions, if only because of the smaller 
amount of reading verbalizations and the lower cognitive load. More knowledge 
about the differences in types of verbalizations can shed more light on the 
differences between concurrent and retrospective think-aloud conditions. 

In our study we have made a rather global distinction between processes 
during silences. It would be useful to analyze silences in CTA studies in more detail 
and to relate specific eye tracking patterns to certain processes and potential 
problems. In several studies, such as Ehmke and Wilson (2007), Jacob and Karn 
(2003), Goldberg and Kotval (1999), Cowen, Ball, and Delin (2002), and Poole, 
Ball, and Philips (2004) this relation has been explored. However, more research is 
needed to deepen our knowledge on this topic. Eye tracking data can also be used 
to further explore the ways in which the users’ task of thinking aloud influences 
their behavior during task performance on websites. 
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CHAPTER 4 
 

RETROSPECTIVE THINK-ALOUD METHOD: USING EYE 
MOVEMENTS AS AN EXTRA CUE FOR PARTICIPANTS’ 

VERBALIZATIONS 
 
 

Abstract8 
The retrospective think-aloud method, in which participants work in silence and 
verbalize their thoughts afterwards while watching a recording of their 
performance, is often used for the evaluation of websites. However, participants 
may not always be able to recall what they thought, when they only see few visual 
cues that help them remembering their task execution process. In our study we 
complemented the recording of the performance with a gaze trail of the 
participants’ eye movements, in order to elicit more verbalizations. A comparison 
was made between the traditional retrospective think-aloud protocols and the 
variant with eye movements. Contrary to our expectations, no differences were 
found between the two conditions on numbers of problems, the ways these 
problems were detected, and types of problems. Two possible explanations for this 
result are that eye movements might be rather confronting and distracting for 
participants, and the rather generic way of probing we used. The added value might 
be stronger when specific questions are asked, based on the observed eye 
movements. Implications for usability practitioners are discussed in the conclusions 
of this paper. 
 
Keywords: Retrospective think-aloud protocols; Verbalization; Eye- tracking; 
Usability testing. 
 
 
1. Introduction 
The think-aloud method is often used to evaluate the quality of websites (Lewis & 
Mack, 1982; Molich & Dumas, 2008; Olmsted-Hawala, Murphy, Hawala, & 
Aschenfelter, 2010). Two variants of this method are concurrent think-aloud 
protocols (CTA), which involves participants who verbalize their thoughts while 
performing certain tasks, and retrospective think-aloud protocols (RTA), in which 
participants verbalize their thoughts afterwards while watching a recording of their 
performance. An RTA evaluation has the advantage that the participant can be 
observed working on the website in silence in a natural way (Van den Haak, De 
Jong, & Schellens, 2007). The verbalizations that are gathered afterwards can 

                                           
8 This paper has previously been published as: Elling, S., Lentz, L., & De Jong, M. 
(2011). Retrospective think-aloud method: Using eye movements as an extra cue for 
participants' verbalizations. Proceedings of the 2011 Annual Conference on Human Factors in  
Computing Systems, 1161-1170. New York, USA: ACM.  
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complement the observations, which results in a comprehensive diagnosis of the 
participants’ obstacles on the website. However, RTA participants may not be able 
to remember everything they thought during their task performance, which may 
lead to fewer, incomplete, or reconstructed verbalizations of their thoughts. This 
may especially occur with website evaluations, because websites may provide only 
few visual cues that can help participants to remember what they were doing and 
thinking (Van den Haak et al., 2007). If, for example, a participant thoroughly 
scanned the homepage, the recording afterwards shows a static image of the 
homepage for a long time. A possible solution for this problem can be found in the 
combination of eye-tracking and thinking-aloud. Complementing the recordings of 
the performance with a replay of the participants’ eye movements, may provide 
cues that support the verbalization task (Ball, Eger, Stevens, & Dodd, 2006; Eger, 
Ball, Stevens, & Dodd, 2007; Hansen, 1991; Hyrskykari, Ovaska, Räihä, Majaranta, 
& Lehtinen, 2008; Russo, 1979). Instead of looking at a static homepage, 
participants will see a gaze replay that, for example, moves from the main menu, to 
a picture, to the news items. Hence, there is a considerable increase in the number 
and detail of the cues participants receive, which may have a positive effect on the 
participants’ memory and thus on the number and/or types of verbalizations. We 
will call this think-aloud variant retrospective think-aloud protocols with eye 
movements (RTE). In the present study, we compare the traditional RTA method 
with RTE. Does seeing a gaze replay of the eye movements indeed lead to more or 
different verbalizations? 

This study aims at providing a better understanding of the retrospective 
think-aloud method, and possibly increasing the quality of this method by adding a 
recording of the eye movements. In addition, this study explores one of the 
possible uses of eye-tracking in usability testing. Although eye-tracking is used 
more and more in a usability context, it remains difficult to really exploit the 
strengths of this method. Confronting participants with their eye movements and 
eliciting thoughts about the processes behind these movements might be a fruitful 
combination of methods. 
 
Research on the practical use of thinking-aloud 
There is a wide range of research on the use of think-aloud protocols, focusing on 
three main topics. First, there are many studies about the practical use of the think-
aloud method (Boren & Ramey, 2000; Ericsson & Simon, 1996; Hertzum, Hansen, 
& Andersen, 2009; Krahmer & Ummelen, 2004; Nørgaard & Hornbæk, 2006; 
Olmsted-Hawala et al., 2010; Ramey, Boren, Cuddihy, Dumas, Guan, Van den 
Haak, & De Jong, 2006). These studies focus on the way participants should be 
instructed, which probes should be used to stimulate participants to verbalize their 
thoughts, how often this should be done and to what extent methodological 
variations used in practice affect the results of an evaluation. The theoretical 
framework of the think- aloud method was developed by Ericsson and Simon 
(1996). The underlying idea of the method is that verbalizations provide an accurate 
representation of participants’ thought processes. Ericsson and Simon proposed a 
procedure for collecting valid and reliable think-aloud data, in which a facilitator 
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should not interfere with the subjects’ cognitive processes. Many studies showed 
that Ericsson and Simon’s protocol is not used as intended in usability practice 
(Boren & Ramey, 2000; Hertzum et al., 2009; Krahmer & Ummelen, 2004; 
Nørgaard & Hornbæk, 2006; Olmsted-Hawala et al., 2010), and that alternative 
protocols should be studied. Boren and Ramey (2000) proposed a more effective 
think- aloud procedure for a usability context, based on speech- communication 
theory. They advised facilitators to behave as active listeners and to create a natural 
dialogue between speaker and listener. A facilitator should do this by using phrases 
and sounds indicating to the speaker that the listener is paying attention and is 
engaged with what is being said, the so called 'acknowledgement tokens'. 

In several studies, different think-aloud protocols have been compared, 
varying from the strict classical way to more ‘relaxed’ approaches in which the 
facilitator actively intervenes in the participant’s task processing. Relaxed forms of 
thinking-aloud seem to affect behavior during task processing (Hertzum et al., 
2009; Krahmer & Ummelen, 2004; Olmsted-Hawala et al., 2010), but not the 
number of problems detected (Krahmer & Ummelen, 2004). In sum, different 
think-aloud instructions may be used and they seem to influence the results of an 
evaluation. It is therefore important that researchers and practitioners carefully 
document the type of think-aloud protocols they used, to facilitate comparisons 
across studies. 
 
Comparison of variants of the think-aloud method  
Besides differences in instructions and probing, there are also variants of the think-
aloud method that differ in the moment and/or setting of verbalizing. A second 
line of research compares different variants of the think-aloud method. Van den 
Haak et al. (2003) compared concurrent think-aloud (CTA) and retrospective think-
aloud (RTA) in an evaluation of an online library catalogue. They found that 
concurrent and retrospective think-aloud protocols revealed comparable sets of 
usability problems. However, participants in the RTA condition performed better 
than the CTA group and experienced fewer observable problems. This result can 
be explained by the double cognitive workload in the concurrent condition, also 
called reactivity, which makes it more difficult to complete tasks adequately. In 
three other studies (Van den Haak, De Jong, & Schellens, 2004, 2007, 2009) Van 
den Haak et al. compared the CTA, RTA and a third condition, called constructive 
interaction, which involves two users working on the website together. These three 
variants were compared on number and types of problems, the relevance of the 
problems detected, the task performance, and participant experiences. In these 
studies only minor differences were found between the three variants in terms of 
output, which makes them largely interchangeable. Ummelen and Neutelings 
(2000) compared concurrent thinking-aloud with the click-and-read method and a 
silent condition, focusing on reactivity. The different conditions had no effect on 
information selection and knowledge. However, there was an effect on judgments, 
think-aloud participants being more positive about proposals in the text. 

In sum, we can conclude that different variants of thinking- aloud hardly 
seem to influence the task performance and the output of the evaluation. However, 
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sometimes reactivity can occur in the concurrent think-aloud studies, which makes 
the retrospective condition, in which participants work in silence, the most natural 
of the three think-aloud variants. 
 
Combining eye-tracking and the think-aloud method 
The third group of studies combines thinking-aloud and eye-tracking. Eye-tracking 
is increasingly used in usability research and has the potential of providing useful 
contributions to the field of usability evaluation (Goldberg & Wichansky, 2003). 
The methodology is based on the idea of a direct relationship between what people 
are looking at and what they are thinking, the so called eye-mind hypothesis of Just 
and Carpenter (1976). However, it is not easy to interpret eye- tracking data and to 
elicit useful information for a usability context (Jacob & Karn, 2003; Poole & Ball, 
2005). Questions are still open how to exploit the strengths of eye-tracking and 
minimize its weaknesses (Renshaw, Finlay, & Webb, 2006). Eye-tracking does not 
seem to be a complete usability method by itself, but seems particularly useful in a 
broader usability context, in combination with other methods (Cooke, 2005, 2006; 
Jacob & Karn, 2003). The combination most often used is that of eye- tracking and 
thinking-aloud. 

In some studies eye-tracking is used to elicit more information about the 
think-aloud method, for example about the question to what extent participants are 
able to adequately verbalize their thoughts. Cooke and Cuddihy (2005) used eye-
tracking to address limitations in concurrent thinking-aloud, answering the question 
what users do when they are not verbalizing their thoughts. They found that the 
think-aloud method may overlook some subtle cues about participants’ 
expectations of information and link location and about their confidence in link 
names. Guan, Lee, Cuddihy, and Ramey (2006) focused on retrospective thinking-
aloud and compared subjects’ verbalizations with their eye movements. Their study 
showed that RTA is a valid method that provides an accurate account of 
participants’ task processing. 

Other studies have taken the opposite perspective, using think-aloud data 
to obtain more information about eye movement patterns. Ehmke and Wilson 
(2007) defined a set of problems collected with think-aloud protocols and 
connected these problems to eye-tracking patterns. In this way they tried to relate 
eye movement patterns to specific usability problems. 

Finally, the combination of thinking-aloud and eye-tracking can be applied 
as a think-aloud variant in which eye movements are used as an extra cue for 
participants who retrospectively verbalize their thoughts (RTE). Russo (1979) 
found that a retrospective condition with replay of eye movements yielded more 
output than concurrent and retrospective conditions. Hansen (1991) compared two 
retrospective conditions, cued by a video recording or a recording of eye 
movements. He concluded that the types of verbalizations differed in the two 
conditions, with more comments on physical actions in the video cued condition 
and more comments on visual actions in the eye cued condition. However, both 
studies have limitations concerning the number of participants, the eye tracking 
equipment, and the design, which makes it difficult to apply the results to the 
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current practice of usability testing. More recent research, with better eye tracking 
equipment, is described by Ball et al. (2006). They used the so called PEEP method 
(post-experience eye-tracked protocols) in commercial practice as a promising 
technique to elicit usability problems. Their method resembles what we call the 
RTE method. Eger et al. (2007) aimed at validating this retrospective think-aloud 
variant. They compared retrospective thinking-aloud cued by eye movement replay 
(which they call “retro eye cue”), with concurrent think- aloud, and with the 
traditional form of retrospective think- aloud cued by a recording of screen events 
(“retro screen cue”). A total number of 24 participants performed a search task on 
two search engines (Google and Infomagnet). The retro eye cue variant elicited 
more usability problems than the concurrent condition. The two retrospective 
conditions did not differ on the overall number of problems identified. There was, 
however, an interaction between reporting method and search engine, with retro 
eye cue being particularly good at detecting usability problems with the unfamiliar 
and more complex browser Infomagnet. Hyrskykari et al. (2008) also combined 
thinking-aloud and eye-tracking and compared CTA with RTE. In this study RTE 
produced more verbal data, that were more informative and of better quality than 
the CTA data. However, only eight participants took part in the study and they 
conducted simple fact finding search tasks. 

In sum, RTE might be a promising new variant of thinking- aloud, but 
research is needed to gain more knowledge on this method. It is important to test 
with larger numbers of participants, on different types of websites, and with tasks 
that include more than just searching for information. We therefore developed a 
study in which the two retrospective think-aloud variants were compared to each 
other in a comprehensive scenario task. 
 
Research questions and hypotheses 
In our study participants were asked to verbalize their thoughts in two conditions: 

 Retrospective thinking-aloud (RTA): participants verbalize their thoughts 
retrospectively after task completion, cued by a dynamic screen replay of 
their actions (pages visited and mouse movements). 

 Retrospective thinking-aloud with eye-tracking (RTE): participants 
verbalize their thoughts retrospectively, cued by a dynamic screen replay 
of their actions, complemented with a dynamic gaze replay of their eye 
movements. 

 
Do the eye movements serve as an extra cue that supports participants 
remembering what they did, resulting in more verbalizations? To what extent does 
adding the eye movements to the retrospective condition result in differences in: 

 the total number of usability problems detected? 

 the way the problems are detected: (1) through observation of the 
behavioral data and eye tracking patterns, (2) through verbalization by the 
participant or (3) through a combination of observation and verbalization? 

 the types of usability problems detected: navigation, content and design? 

 participants’ opinions about their participation? 
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We expected that the RTE method would elicit a higher number of verbalized 
usability problems, in line with the results of Russo (1979) and to a certain extent 
Eger et al. (2007). Participants receive more cues, which helps them to better 
remember what they thought, and to verbalize more of these thoughts. Hence, we 
expected significantly more verbalizations in the RTE condition, which would lead 
to a higher total number of problem detections, a higher number of problems 
detected through verbalization, and a higher number of problems detected through 
a combination of observation and verbalization (since in the RTE condition more 
observed problems will also be verbalized). As a result, we expected fewer 
problems that are detected only through observation in the RTE condition. 

We had no concrete hypotheses concerning the types of problems 
detected. Seeing the eye movements may elicit other memories than just seeing a 
recording of the performance, which might result in different types of 
verbalizations (Hansen, 1991). Eger et al. (2007) found no main effect on types of 
problems. 

Our hypothesis with regard to the user opinions was that RTE participants 
will judge their participation more positively. We expected that they would find it 
easier to verbalize their thoughts afterwards and that they would evaluate their 
participation more positively than RTA participants. 
 
2. Experimental method 
The independent variable in this study was the think aloud variant, with two 
conditions: RTA and RTE. The dependent variables were: numbers of usability 
problems, the way the problems are detected (verbalization, observation or 
combination of these two), the types of problems detected, and the opinions of 
participants. 
 
Test object 
The test object we used in this study was the municipal website of Apeldoorn 
(www.apeldoorn.nl), a city in the Netherlands with 155.000 inhabitants. This 
website 
provides information and services to the citizens of Apeldoorn and to other 
interested users, such as tourists and businesses. 
 
Participants 
A total number of 40 participants took part in the study, 20 in each condition. They 
were recruited by a specialized agency that maintains an extensive database with 
potential candidates. Participants received a financial compensation for taking part 
in the study. 
 
All participants indicated they used the Internet at least once a week. We selected 
participants with different characteristics on gender, age and educational level. 
Educational level was divided into three levels: (1) low: ranging from elementary 
school to junior general secondary professional education, (2) middle: intermediate 
vocational education, senior general secondary education or pre- university 
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education, or (3) high: higher vocational education or university.  Table 1 shows 
how the participants were spread over the two conditions. Characteristics were 
mixed in such a way that, for example, all age groups consisted of equal numbers of 
men and women and of different educational levels. 
 

Condition RTA (N=20) RTE (N=20) 

Age: 
18-29 
30-39 
40-54 
> 55 

 
5 
3 
6 
6 

 
5 
5 
4 
6 

Gender: 
male 
female 

 
11 
9 

 
11 
9 

Education:  
low 
middle 
high 

 
6 
7 
7 

 
6 
7 
7 

Table 1: Characteristics of participants 

 
Task scenario 
Participants conducted three tasks on the website, of which the first task was 
analyzed for this study. For this task we were sure that none of the participants had 
prior knowledge about the website and there was no influence on user experiences 
from former tasks on the website. 

The task provided ample data for answering our research questions, as it 
was a comprehensive task with three sub sections that included searching for 
information, as well as reading, understanding, and applying the relevant 
information to the described scenario. The task was introduced with a scenario that 
described the relevant context and details that were necessary to perform the task. 
Participants were asked to imagine themselves in this scenario and to act as if they 
really wanted to find the information. The task concerned obtaining a subsidy that 
the government offers to support people buying a house for the first time in their 
lives. Participants were asked to answer three sub questions: (1) what is the name of 
this subsidy; (2) do you meet the requirements for this subsidy; and (3) what should 
you do to make a request for this subsidy? The shortest navigation path to this 
information consisted of six links, the last of which was a link to a pdf- file with 
information about all kinds of possible subsidies for buying or renovating a house. 
Participants were not allowed to use the search engine, so they needed to navigate 
to the information. 
 
Questionnaire 
Participants’ opinions on the thinking-aloud procedure were measured at the end 
of a session with four questions on a five-point Likert scale, ranging from strongly 
disagree, to strongly agree. We asked participants about the ease of verbalizing 
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afterwards, the support they experienced from seeing the recording, and to what 
extent they liked seeing back their performance and to verbalize afterwards what 
they thought. Appendix A gives an overview of the questions. Questions 1 and 4 
were the same in both conditions, questions 2 and 3 focused on the recording of 
the performance (with or without eye movements) and were therefore slightly 
different in both conditions. 
 
Equipment 
Data were collected with a remote Tobii 1750 eye-tracker with Tobii Studio 1.2 
software. A flat monitor was used to display the website, with a resolution of 
1024x768 pixels, with 16-bit color depth. Another monitor showed the facilitator 
simultaneously what the participant was doing, by projecting the following 
elements: the stimulus, the gaze overlay, the real time tracking status, and the user 
camera image. The replay for the participants in the RTE condition was projected 
in a grey color that was slightly transparent. The fixation radius was set on 70 pixels 
and the fixation duration on 100 ms, which resulted in a gaze replay that was rather 
steady. 

Figure 1 shows a screenshot with a fragment from a gaze replay of the eye 
movements. The dots represent fixation points (the longer the fixation, the larger 
the dot), and the lines show the scan path. Participants saw these lines and dots 
moving over the screen. The gaze plot in figure 2 displays a static view of the whole 
scan path of a participant on one screen. In our study participants looked at a 
dynamic and slightly transparent replay, so they saw the scan path moving over the 
screen in approximately half a minute (depending on the time they spent on this 
page during task processing). 

 

 
Figure 1: Fragment from gaze replay of the eye movements 
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Figure 2: Gaze plot of the eye movements. 
 
 

Procedure 
The study consisted of 40 individual sessions of approximately one hour. The 
sessions started with a short instruction in which participants were invited to 
perform 
three tasks on a municipal website. We asked them to imagine themselves in the 
described situations and to carry out the tasks in the same way they would do it at 
home. Then, the eyes were calibrated with a nine point calibration and the 
participants started their tasks, working in silence. Participants who had not found 
the information after five minutes, were directed to the right web page on which 
they could read the information and answer the scenario questions. 

The facilitator observed the performance of the participants on a monitor 
in another room. Sometimes the eye movement recording was disrupted, for 
example because the participant moved too much. In these cases the facilitator 
tried to correct the position of the participant between tasks. Participants with 
incomplete eye tracking recordings, were put in the RTA condition. In this way we 
made sure that all RTE participants would see an adequate recording of their eye 
movements. Of course, we took care of a balanced distribution of demographic 
variables in both groups. 
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After task completion, the participants were instructed about the 
remaining part of the session. They were asked to verbalize the thoughts they had 
during task performance, while looking at a recording of their actions. To prepare 
them, they were shown an example of a recording: in the RTA condition a dynamic 
screen replay of pages visited and mouse movements, in the RTE condition the 
same replay, complemented with the dynamic gaze trail of the eye movements. 
Subsequently, they received an explanation about thinking-aloud. We asked them to 
verbalize everything they thought during task execution, while looking at the 
recording of their performance. We emphasized that it was the website that was 
being tested and not themselves, so they could verbalize really everything they 
thought. We explicitly asked them not to describe actions that were already visible 
on the screen (for example, ‘I clicked on link x’), but to verbalize as much as 
possible the thoughts, reflections, and motives they had while performing these 
actions (for example, ‘I was not sure which link to choose, but I chose link x 
because I thought it was the best match with the information I was looking for’). 

After the instruction, the participants took a seat in front of the computer, 
and the replay of the recording of their performance was started. When participants 
fell silent for more than five seconds, they were probed with a neutral prompt, such 
as ‘Please, keep verbalizing what you thought’, ‘What did you think at this 
moment’, and ‘Please, can you say what you were thinking’. At the end of the 
session, participants filled out the questionnaire. 
 
Data analysis 
We started the data analysis with analyzing the recordings of the participants’ task 
performance. In order to extract observations that pointed to usability problems, 
we developed a task model that described all necessary steps to complete the task 
successfully. Examples of relevant steps are: clicking on a link that leads to the 
required information, reading the paragraph in the pdf-file that contains the 
information about the subsidy, and interpreting this information correctly, resulting 
in the right answer to the question. Deviations from this task model were reported 
as observed usability problems. After that, the verbalizations were analyzed, again 
on the basis of the task model. A problem could be either only observed, or 
observed as well as verbalized, or only verbalized. The problem set that resulted 
from this analysis contained all problem detections from all participants. This 
means that problems in this set can occur several times, since the same problem 
might have been experienced by several participants. We therefore also looked at 
the number of different problems in each condition and the overlap between the 
two conditions, taking together the problem detections that point to the same 
problem. This matching procedure is not straightforward and can be done in more 
strict or more liberal ways (Hornbæk, 2010). We used a rather strict matching 
procedure in which two problems were only considered the same if they (1) 
occurred at the same page, (2) concerned the same object on that page (for 
example, a menu, an illustration, or a text block), (3) were coded as the same 
problem type, and (4) had the same cause and result. 
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For each problem the problem type was determined. We distinguished 
four problems types: navigation, content, design, or other. The navigation category 
contains all problems that are related to finding the required information on the 
website, for example a poorly organized home page, unclear link labels, and 
problems with the structure. The content category consists of problems on the 
target pages on which the information can be found. Examples are problems with 
understanding the information, incomplete information, or inaccurate information. 
The design category involves everything that relates to the functionality of the 
design, such as an illegible font, or an unclear lay out. The “other” category consists 
of problems that do not fit into the three categories, for example technical issues. 

Finally, the four questions on opinions about working in RTA or RTE 
were analyzed. Differences between the conditions on all these results were 
analyzed using independent samples t-tests. 
 
3. Results 
 
Task performance 
Results between the two conditions can only be compared meaningfully if the 
participants in both conditions showed equal task performance in the ‘pre-think-
aloud phase’. The average task times did not differ significantly between the 
conditions: 325 sec. (sd 113) in the RTA condition versus 362 sec. (sd 101) in the 
RTE condition (t(38) = 1.12, p =.27). Also, the percentage of users directed to the 
right web page did not differ significantly in the two conditions: 30% in RTA 
versus 15% in RTE (χ²(1) = 1.29, p = .26). 
 
Number of problems 
In total, 292 usability problems were found in the 40 sessions: 149 (51%) in the 
RTA condition, and 143 (49%) in the RTE condition. The mean number of 
problems per participant was 7.5 in the RTA condition and 7.2 in the RTE 
condition, which means that there were no significant differences between the 
methods on the number of problems found (t(38) = .33, p = .74). 

We also looked at the number of different problems detected in each 
condition, for one problem can be found by several participants. In the RTA 
condition 98 different problems were found, and in the RTE condition 88. A 
number of 36 problems were found in both conditions (37% of the RTA set and 
41% of the RTE set). 
 
Ways of detection 
How were the problems detected in both conditions? Table 2 shows the mean 
number of problems per condition, found through observation, verbalization, or a 
combination of both. 
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Way of detection RTA 
Mean (sd) 

RTE 
Mean (sd) 

Observed 2.2 (1.7) 2.0 (1.3) 
Verbalized 1.8 (1.0) 2.3 (2.2) 
Observed and verbalized 3.6 (1.3) 3.0 (1.2) 
Total 7.5 (2.6) 7.2 (3.1) 

Table 2: Mean number of usability problems detected per participant in the two 
conditions, split for the way they were detected (through observation, verbalization, 
 or both). 

 
There were no significant differences between the conditions in the ways the 
problems were detected: through observation (t(38) = .43, p = .67), verbalization 
(t(38) = -.94, p = .35), and both (t(38) = 1.51, p = .14). 
 
Types of usability problems 
What are the types of problems found in the two conditions? Table 3 shows the 
distribution of the problem types: navigation, content and design over the two 
conditions. 
 

Problem type RTA 
Mean (sd) 

RTE 
Mean (sd) 

Navigation 3.6 (2.2) 2.9 (1.7) 
Content 1.9 (1.1) 2.3 (1.4) 
Design 1.7 (1.5) 2.0 (1.5) 
Other 0.3 (0.7) 0.1 (0.2) 
Total 7.5 (2.6) 7.2 (3.1) 

Table 3: Mean number of usability problems detected per participant in the two 
conditions, split per dimension. 

 
No significant differences were found between the two conditions for navigation 
(t(38) = 1.05, p = .30), content (t(38) = -.88, p = .38), design (t(38) = -.53, p = .60), 
or other (t(38) = 1.61, p = .12). In both conditions most problems were found on 
navigational issues, but there were also many problems on content and design. 
 
Participants’ experiences 
How did the participants experience their participation in the study? Table 4 shows 
the opinions on four topics, for the two conditions (the complete questions can be 
found in Appendix A). Only for question 3 a significant difference between the 
conditions was found (t(38) = -2.7, p = .01). This means that the RTE participants 
liked seeing back the replay (with eye movements) more, than the RTA participants 
did. However, no differences were found on the ease of verbalizing retrospectively 
(t(38) = -.94, p = .35), on remembering the thoughts (t(38) = -.99, p = .33), or on 
the extent to which participants liked to verbalize their thoughts retrospectively 
(t(38) = -1.65, p = .11). 
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Question RTA 
Mean (sd) 

RTE 
Mean (sd) 

1. ‘Easy to verbalize’ 3.5 (.89) 3.8 (.79) 
2. ‘Recording supported remembering’ 3.9 (.67) 4.1 (.60) 
3. ‘Liked seeing task recording’ 3.8 (.97)* 4.5 (.76)* 
4. ‘Liked verbalizing’ 3.8 (.77) 4.2 (.77) 

Table 4: Participants’ experiences (*p < .05).  
Note: Scores are measured on a 5-point Likert scale, on which 5 is most positive. 

 
Summary of results 
To summarize, no differences were found between the two retrospective 
conditions on numbers of problems, the ways these problems were detected, and 
the types of problems. The participants in the RTE condition liked seeing back the 
recording of their performance (with eye movements) more than the participants in 
the RTA condition. No other differences in opinions about the procedure were 
found. 
 
4. Discussion 
Contrary to our hypothesis, we did not find any differences in output between the 
two retrospective think-aloud conditions. We expected that showing the eye 
movements would provide extra cues that stimulated participants to verbalize their 
thoughts. A first explanation for the results of our study might be that the eye 
movements not only supported participants, but also distracted them. Most 
participants had never seen eye movements before. Although we prepared them 
with an example recording and elaborately explained to them what they would see, 
we observed that it was often confronting for participants to see a gaze replay of 
their eye movements. In spite of the rather smooth settings we chose, a dynamic 
gaze replay moves rather quickly over the screen. Moreover, it was a new and 
intriguing discovery for participants to learn that it is possible to represent what 
they just looked at in lines and dots. Eger et al. (2007) have not reported 
observations on how participants reacted to their eye movements. They report, 
however, results of a questionnaire that participants filled out after their 
experiment. These results show no significant differences on user experience 
between the retrospective conditions, which partly corresponds with our 
questionnaire results. We know of no other studies that describe how users 
experience being confronted with their own eye movements. It would be useful to 
do more research on this topic and to reduce the potentially negative effects of 
seeing back the eye movements. If participants receive more training in interpreting 
eye movements and get more used to looking at gaze replays, the effects of the eye 
movement cues might be stronger. Other solutions might be to slow down the 
replay speed (Hyrskykari et al., 2008), or to allow users to pause during the replay. 

Eger et al. (2007) concluded in their study that, for the complex search 
engine, RTE elicited more problems than the other think-aloud conditions. The 
difference between our results and the former study may be explained by 
differences in probing. We used a rather strict way of probing, while Eger et al. 
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seem to have used a less strict way of thinking-aloud. A less strict way of probing 
and asking questions possibly leads to more additional verbalizations because the 
facilitator can ask specific questions based on the observed eye movements. 

In sum, we conclude that in our study the eye movements did not have 
additional value. This brings this research in line with other studies in which no 
differences between think-aloud variants were found (Ummelen & Neutelings, 
2000; Van den Haak et al., 2004, 2007, 2009). 
 
5. Conclusions and future research 
Ball et al. (2006) reported promising results from the retrospective think-aloud 
variant cued by eye-movement replay, which they applied in commercial practice. 
Our study did not confirm the additional value of showing participants their eye 
movements: the output of the two variants we compared did not differ. Moreover, 
seeing their own eye movements might be rather confronting and distracting for 
participants, although they report afterwards that they enjoyed seeing back their eye 
movements. Based on our study, we would advise practitioners to choose the RTA 
method in which participants verbalize on a recording of their performance, for 
adding a gaze replay of the eye movements does not result in more verbalizations. 

This result does not mean however, that eye tracking data have no added 
value in usability testing. When evaluators observe the eye movements, they might 
have a better understanding of the participants’ experiences and they might be 
better able to ask relevant questions that help to diagnose the usability problems. 
Hence, the interaction between the facilitator and the participants might improve. 
To shed more light on this matter a systematic comparison should be conducted 
between strict and relaxed ways of probing in both retrospective think-aloud 
conditions. 

We consider RTE an interesting addition to the range of usability 
methods. Moreover, this method can be a step towards better exploiting the merits 
of eye-tracking. We encourage further work on this method, to better exploit the 
merits and address the limitations. Future research may focus on evaluations of 
other websites and other (types of) tasks than we used in this study, since Eger et 
al. (2007) have shown that the task complexity can influence the output of the 
retrospective methods. Also, research is needed on the effects of training 
participants more intensively on interpreting eye movements. In future studies a 
systematic comparison should be made between conditions with different levels of 
replay speed and pausing options. Another interesting line of research concerns the 
extent to which user characteristics influence the way participants verbalize and 
react to their eye movements. There may be interaction effects between sex, age, or 
educational level and the way of cueing retrospective verbalizations. For example, 
higher educated participants might benefit more from seeing their eye movements 
than lower educated participants. In preliminary analyses on our dataset we did not 
find any significant differences between the different groups. However, larger 
groups of participants should be compared to obtain adequate answers on this 
topic. 
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The combination of the think-aloud method and eye tracking may result in relevant 
knowledge that can be used to further improve the quality of usability testing. Our 
study showed no positive effect of the RTE method in comparison to RTA. 
However, this study can be used as a first step to further explore the merits of this 
method. 
 
 
 

 
APPENDIX A 
 
Questionnaire for measuring participants’ experiences. 
 
1. I found it easy to verbalize my thoughts after I completed the tasks. 
2a. (RTA) Seeing back the recording of the pages I visited supported me in 
remembering what I thought. 
2b. (RTE) Seeing back the recording of my eye movements supported me in 
remembering what I thought. 
3a. (RTA) I liked seeing back the recording of my performance. 
3b. (RTE) I liked seeing back the recording of my eye movements. 
4. I liked it to subsequently verbalize the thoughts I had during task 
performance. 
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CHAPTER 5 
 

USERS’ ABILITIES TO REVIEW 
 WEBSITE PAGES 

 
 
Abstract9 
Websites increasingly encourage users to provide comments on the quality of the 
content by clicking on a feedback button and filling out a feedback form. Little is 
known about users’ abilities to provide such feedback. To guide the development 
of evaluation tools, this study examines to what extent users with various 
background characteristics are able to provide useful comments on informational 
websites. Results show that it is important to keep the feedback tools both simple 
and attractive so that users will be able and willing to provide useful feedback on 
website pages. 
 
Keywords: Website evaluation; User review; Feedback; Usability; Informational 
websites 
 
 
1. Introduction 
Organizations increasingly recognize the importance of giving the user a voice, and 
many websites contain a feedback option that invites users to comment on various 
aspects of the website. In this article, we focus on evaluation methods that enable 
users to give feedback on specific pages of a website. Such methods have received 
little attention in the literature about website evaluation methods, and there is no 
generally accepted term for this type of method yet. These methods, however, can 
be categorized as self-reported metrics (Tullis & Albert, 2008) because, as in 
surveys, users are asked about their experiences on the website. But unlike surveys, 
the methods we focus on ask for page-level feedback and allow for open 
comments, sometimes combined with an overall rating or some scale questions. We 
propose to call these methods user page reviews because they invite users to review 
a website by clicking on a button that appears on selected pages. In such reviews, 
users evaluate a website in much the same way as experts evaluate a website (Welle 
Donker-Kuijer, De Jong, & Lentz, 2008). Although users cannot be expected to 
have professional expertise about Web design, they can provide feedback from 
their own perspective about their own attitudes and experiences with the website. 

Tools that can be used for gathering user feedback on website pages 
include Opinionlab, Kampyle, Usabilla, and Infocus. These instruments enable 
website visitors to share their opinions on everything they consider important. 

                                           
9 This paper has previously been published as: Elling, S., Lentz, L., & De Jong, M. 
(2012). Users’ abilities to review website pages. Journal of Business and Technical 
Communication, 26, 171-201.  
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Selected website pages (or sometimes all pages) contain a button that users can 
click on if they want to react to something. These buttons can be small icons (e.g., a 
thumb or a plus–minus icon with the word feedback) or longer text links that invite 
reactions to the page. Users click on the link to open a screen on which they can 
provide their comments. Users can give open-ended comments, but the 
instruments often also ask users to choose a feedback category, provide ratings, or 
answer questions about page-specific topics. Figures 1-4 show screen shots of 
feedback forms from Opinionlab, Kampyle, Infocus, and Usabilla, respectively. 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 1: Opinionlab feedback form 
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Figure 2: Kampyle feedback form 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 3: Infocus feedback form 
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Figure 4: Usabilla add-note option and invitation to users to click on elements they like.  

 
The Opinionlab form in Figure 1 looks rather dense and asks users to complete 
several tasks: to choose a topic from predefined categories, enter an open 
comment, rate the page on three aspects as well as overall, enter an e-mail address 
(which is optional), and indicate whether or not their comment is about the 
website. The Kampyle form in Figure 2 uses icons that users select to express their 
feelings and categorize their feedback. It asks users to rate the site by choosing an 
emoticon, to select a feedback topic (under the topics that are visible in the figure 
are rows with subtopics), and to fill in an open comment. The Infocus form (see 
Figure 3) includes a list of predefined categories, a place to formulate comments, 
and three options for marking specific elements or segments: Users can underline, 
point an arrow at, or draw a frame around a relevant section that they want to 
comment on. This marking function is different from most other tools, in which 
users have to describe the exact location of the object of their feedback. Only 
Usabilla (see Figure 4) offers a form of marking that enables users to add a note on 
the Web page. But it is not possible to mark the exact size of the selection or to use 
other more precise markings. Besides these four feedback tools, many examples of 
feedback buttons can be found on websites. 
  Even though such methods for obtaining user feedback on website pages 
have become more and more popular in practice, little is known about the merits 
and limitations of these methods. The literature on methods of user-focused Web 
site evaluation has focused strongly on the use of think-aloud usability testing and 
surveys and neglected the possibilities of asking users to review a website (e.g., 
Cunliffe, 2000; Tullis & Albert, 2008). The user page reviews strongly depend on 
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users’ skills in providing feedback and on their willingness to do so. Users may 
consider giving feedback as an extra task in addition to what they are doing on the 
website. In this article, we focus on the skills that are needed to provide feedback, 
examining the extent to which users are able to provide comments on a website. 
More knowledge about the users’ skills may provide useful information about the 
value of the output these review methods yield. Furthermore, this research may 
contribute to our knowledge about how to design effective user feedback tools. 
Before discussing our research questions, we address related work on the skills that 
users need to adequately provide comments on website pages. 
 
2. Related work 
Although it may be important to give users the opportunity to provide feedback, 
they must be able to express that feedback. Users need some critical capacity to 
signal the problems they are experiencing with a website before they can report 
these problems. They need to be able to monitor their thinking processes and 
behavior. This critical skill is closely related to the concept of metacognition, which 
has been described as ‘‘one’s knowledge and beliefs about one’s own cognitive 
processes and one’s resulting attempts to regulate those cognitive processes to 
maximize learning and memory’’ (Ormrod, 2006). Literature on metacognition and 
comprehension monitoring (e.g., Baker, 1989) shows that readers with higher 
verbal abilities have greater awareness and control of their own cognitive activities 
while reading than do readers with lower verbal abilities. Readers with higher verbal 
abilities also appear to use a greater diversity of evaluation standards in their 
assessment of text quality. 
 Once users are able to signal their own problems with a Web page, the 
next step is that they attribute these problems to the website. The self-serving bias 
predicts that users tend to blame the website when they fail to reach their goals 
(Moon, 2003; Serenko, 2007). But several studies have shown that users sometimes 
blame themselves for problems they encounter. Schriver (1997) concluded that 
users of manuals for complicated home electronics predominantly blamed 
themselves for their problems with the described products. In a follow-up study, 
Jansen and Balijon (2002) found that a high percentage of the respondents (more 
than 50%) reported blaming themselves and not the manual when something went 
wrong. And Serenko (2007), who studied ‘‘interface agents’’ (software systems that 
support users on the computer), found that users may attribute their success to an 
interface agent and hold themselves responsible for task failure. Thus, users who 
experience problems and signal these problems may not attribute them to the 
website and therefore may not report them with the feedback option. 
 The final step in the feedback process is to submit the feedback by 
formulating the problem on a feedback form. Besides describing their feed- back, 
users are often asked for additional information, such as the category of the 
comment or answers to scaled questions. Asking users to formulate feedback is not 
common. Some usability specialists, such as Nielsen (2001) and Spyridakis, Wei, 
Barrick, Cuddihy, and Maust (2005), have argued that users’ self-reports may be 
unreliable. Others, such as Sauro (2010), considered users’ self-reports to be an 
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effective evaluation method in addition to traditional user testing or heuristic 
evaluations. In certain contexts, user feedback might be very useful. Nichols, 
McKay, and Twidale (2003) advocated empowering end users to proactively 
contribute to usability activities with end-user reporting tools. Karahasanovíc, 
Nyhamar Hinkel, Sjǿberg, and Thomas (2009) described a feedback-collection 
method that asked for written feedback at different times during an experiment. 
They compared this method with concurrent and retrospective think-aloud proto- 
cols and concluded that the feedback method revealed more difficulties than did 
the concurrent and retrospective think-aloud protocols and that the feedback 
method seemed better at identifying difficulties that prevented progress or caused 
significant delay. Castillo, Hartson, and Hix (1998) found that users are able to 
identify and report their own critical incidents, but these studies involved highly 
educated participants. Earlier research on the evaluation of documents has shown 
that highly educated people pro- vide more comments and more diverse feedback 
than do people who are less educated (De Jong & Schellens, 2001). If less educated 
or inexper- ienced users are indeed less able to formulate their feedback, user page 
reviews will probably fail to uncover some relevant problems. 
  All these steps in the feedback process require that users perform two 
tasks at the same time: finding and using the information while reviewing a Web 
page. Switching between these tasks is difficult for users because it requires a 
configuration of mental resources. Monsell (2003) provided an overview of studies 
on task switching, which, for example, show that task switching leads to longer 
response times and a higher error rate. Users are inclined to concentrate on one 
task and to neglect other tasks, a phenomenon that is called ‘‘cognitive lockup’’ 
(Neerincx, Lindenberg, & Pemberton, 2001). Older people especially seem to have 
trouble switching between tasks (Kramer, Hahn, & Gopher, 1999). A study by 
Barkas-Avila, Oberholzer, Schmutz, De Vito, and Opwis (2007) of error messages 
for users who fill out a form online shows practical consequences of problems with 
task switching. Their results show that error feedback should be provided only after 
users have completed the whole form because providing error feedback 
immediately negatively affects users’ performance. This study also underlines that 
trying to perform additional tasks while completing the primary task may cause 
users to expend too many additional cognitive resources, resulting in cognitive 
overload. This difficulty of having to switch between two different tasks is likely 
present in all user page reviews. The same difficulty has been reported in think-
aloud usability testing in which users may stop verbalizing thoughts when they 
encounter difficulties during their task completion (Boren & Ramey, 2000). Also, 
verbalizing thoughts during task performance can lead to reactivity: Participants 
perform worse in concurrent think-aloud conditions than in conditions in which 
they think aloud afterward (Elling, Lentz, & De Jong, 2011; Van den Haak, De 
Jong, & Schellens, 2003, 2004). 
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3. Research questions 
In this study, we focus on the extent to which users are able to productively 
formulate review comments on websites. We conducted the study in a con- trolled 
context in which users with various background characteristics provided feedback. 
Our research questions focused on (1) the number and characteristics of the users’ 
comments, (2) the consistency of the users’ comments in relation to the opinions 
they provided in a questionnaire, and (3) the consistency between the users’ 
comments. 
 
What are the numbers and characteristics of users’ comments? 
Our first research question comprises several subquestions. We first looked at the 
number and types of user problems that our study generated: 
 
1a. To what extent are participants able to provide comments on the relevant issues 
for informational websites (navigation, textual and visual content, and design)? 
 
Then, we investigated whether differences in the participants’ backgrounds (age, 
education level) correlated with differences in the characteristics of their feedback: 
 
1b. Are there any age- or education-related differences between participants’ user 
page reviews? 
 
To get more detailed information about the characteristics of the comments, we 
looked at the participants’ descriptions of their comments, their use of the marking 
options included in the tool, and their categorization of the comments. Thus, we 
addressed the following three subquestions: 
 
1c. How do participants formulate their comments on a website? 
1d. To what extent do participants use the problem-marking function? 
1e. How well are participants able to categorize their feedback? 
 
The main purpose of website evaluation methods is to provide insight into the way 
users interact with websites and to detect and diagnose problems that they 
encounter. We examined, then, the extent to which participants’ comments pointed 
to usability problems on the website and the severity of these problems. In other 
words, we addressed the following subquestion: 
 
1f. How useful is the feedback that the participants provide? 
 
Are users’ comments consistent with the opinions they provided on the questionnaire? 
Our second research question focuses on users’ overall consistency in their 
judgments about a website. To address this question, we analyzed the 
correspondence between the participants’ user page review comments and the 
results of a questionnaire that we asked them to complete. We expected that users 
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who reported many problems on the website would express stronger negative 
opinions in the questionnaire. Thus, we investigated the following question: 
 
2. To what extent do participants’ comments on specific Web pages relate to their 
overall opinions about the website? 
 
Do users report the same problems? 
User page reviews ask for local and open-ended feedback and can therefore 
generate very diverse user comments because all users have their own opinions 
about different aspects of the website. Moreover, an evaluation on a local level 
generates more specific user problems than does a global evaluation. These 
characteristics of user page reviews may make it difficult to realize a high overlap in 
comments between participants. Nevertheless, when all the users review the same 
pages and use the same scenarios, we can expect some consistency in the results. 
Our last research question, then, is this: 
 
3. To what extent do participants report the same problems on a website? 
 
 
4. Method 
In this study, 93 participants provided feedback on three websites. Two websites 
were evaluated by 30 participants each, and one website was evaluated by 33 
participants. We obtained our institutions’ approval to conduct human-subjects 
research. The participants, who received financial compensation for taking part in 
the study, were recruited by a specialized agency that has an extensive database of 
potential research participants. All the participants indicated that they use the 
Internet at least once a week. Men and women were almost equally distributed in 
the groups, with 43 men and 50 women participating in the study. Participants’ ages 
ranged from 18 to 71 (with an average age of 44). The participants were divided 
into four different age categories (18- 29, 30- 39, 40- 54, and 55 and older) and 
three education levels (low, medium, and high), based on the highest level of 
education that they had completed. Participants in the low-level educational group 
ranged from having an elementary school education to a junior general secondary 
education. Those in the medium-level educational group had an intermediate 
vocational education, a senior general secondary education, or a preuniversity 
education. Those in the high- level educational group had a higher vocational or 
university education. All groups were almost equally represented in the three 
website evaluations. Characteristics were mixed in such a way that, for example, all 
age groups consisted of nearly equal numbers of men and women of different 
educational levels. Table 1 provides an overview of the participants’ background 
characteristics. 
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Website Website 1 
(N=30) 

Website 2 
(N=30) 

Website 3 
(N=33) 

Total 
(N=93) 

Age: 
18-29 
30-39 
40-54 
> 55 

 
6     
6     
9 
9 

 
5    
8 
10 
7 

 
6  
7     
11 
9 

 
17 
21 
30 
25 

Gender: 
male 
female 

 
15   
15 

 
14  
16 

 
14  
19 

 
43 
50 

Education:  
low 
middle 
high 

 
7    
12 
11 

 
11     
7 
12 

 
8   
13 
12 

 
26 
32 
35 

Table 1: Background characteristics of the participants of the three 
 User Page Review studies 

 
Websites 
The participants evaluated three websites of medium to large Dutch municipalities: 
www.apeldoorn.nl ( website 1), www.dordrecht.nl ( website 2), and 
www.nijmegen.nl ( website 3). Municipal websites provide information and services 
to citizens and to other interested users, such as tourists and businesses. These 
websites invariably contain a variety of information because they are designed to 
satisfy the informational needs of a broad target group. The three websites cover 
similar types of information, but this information is structured and presented in 
different ways. 
 
Scenario Tasks 
The participants evaluated the websites based on two scenario tasks that they were 
given. The content of the tasks differed per website, but they resembled each other 
in difficulty and length of navigation path. Moreover, all the tasks (a) covered 
realistic activities that correspond to those that users usually perform on municipal 
websites; (b) included searching for information, as well as reading, understanding, 
and applying the relevant information to the described scenario; and (c) applied to 
different domains of the website. For example, a task pertaining to information on 
a government subsidy supporting people who are buying a house for the first time 
asked participants to search for answers to three questions: (1) What is the name of 
this subsidy? (2) Do you meet the requirements for this subsidy? and (3) What 
should you do to make a request for this subsidy? The shortest navigation path to 
this information consisted of six links, the last of which was a link to a pdf file 
containing information about all kinds of subsidies available for buying or 
renovating a house. 
 
 
 
 

http://www.apeldoorn.nl/
http://www.dordrecht.nl/
http://www.nijmegen.nl/
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Tool for User Page Reviews 
In our study, we used the Infocus tool for gathering user feedback. This feedback 
tool is an extension of the plus–minus method (De Jong, 1998; Sienot, 1997) and 
Focus (De Jong & Lentz, 2001), both of which were developed to evaluate paper 
documents. With the Infocus tool, users can surf through a website and click on a 
comments button whenever they want to give positive or negative feedback. The 
tool enables participants to select and comment on any element on a Web screen, 
ranging from specific words, sentences, paragraphs, chapters, illustrations, and 
navigational aids to the entire Web page. After clicking the comments button, 
participants see a screen shot of the Web page. They have several options for 
marking the specific element that they want to comment on: They can point to it 
by drawing an arrow, underline it, or add a frame around it. On the left side of the 
screen, participants can choose one of the predefined comment categories and type 
in their feedback. Users’ feedback is saved in a database together with images and 
URLs of the marked Web screen and some log data such as the navigational path 
and a time outline. 
  Like many other tools for user page reviews, Infocus is able to ask users to 
categorize their feedback. In this study, we used four categories: (a) navigation (easy 
or difficult to find), (b) content (clear or unclear information), (c) design (does or 
does not look good), and (d) other. This categorization has three potential benefits. 
First, the availability of comment categories may remind participants of their 
reviewing task. The comment categories emphasize that we are asking participants 
to provide feedback on the website and not, for example, answers on tasks. 
Second, the specific categories chosen may guide the kinds of feedback participants 
provide. By explaining the categories and including them on the feedback screen, 
we are underlining which aspects of website quality we consider important to 
evaluate. Third, the comment categories may serve as clues to help us to interpret 
unclear comments when we analyze the data. 
 
Posttest Questionnaire 
After the review process, participants filled out a questionnaire. The first part asked 
users for demographic information and about their experiences reviewing the 
website. The second part asked users for their opinions about the website. This 
website Evaluation Questionnaire (WEQ), which we developed specifically to 
evaluate informational websites such as municipal websites, focuses on three 
dimensions: navigation, content, and design (Elling, Lentz & De Jong, 2007, 2012). 
The WEQ consists of 25 questions to which participants provide their responses 
on a 5-point Likert scale. 
 
Procedure 
We conducted our study in a laboratory setting using Infocus. We chose this 
controlled environment in order to get more insight into the users’ abilities to 
provide feedback and to compare the results of different groups of users who 
reviewed the same pages of a website. The four evaluation sessions took place in a 
computer lab with workstations for small groups (seven to nine participants). Each 
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session lasted 90 minutes. To reduce potential work tempo differences, we invited 
participants to work in rather homogeneous group settings. One group consisted of 
participants who were older than 55 years, and the other three groups were 
distinguished by participants’ level of education (low, medium, and high). We made 
this division because we expected that older and less educated participants would 
need more time to complete the evaluation. 

To reduce the participants’ cognitive load, we split the tasks of navigating 
and reviewing. We had two solid reasons for doing so: First, research has shown 
that users are not good at combining different tasks. Second, in a pilot study, we 
observed that participants appeared to struggle with trying to carry out scenario 
tasks and review the website at the same time. They concentrated on finding the 
right answers to the scenario tasks and often forgot to provide feedback on the 
problems they encountered. Our observations are in line with ‘‘cognitive lockup,’’ 
the idea that users concentrate on one task and neglect other tasks (Neerincx et al., 
2001). In our pilot study, participants who had trouble finding or understanding the 
information, in particular, seemed to have no cognitive energy left to comment on 
their experiences. To ensure that participants could use all their cognitive energy in 
reviewing the website, we prioritized the reviewer role and reduced the 
requirements for participants to perform tasks on the website. Of course, this 
somewhat artificial sequential procedure deviates from the online way of reviewing, 
but it enables all the users to provide feedback and answer our main research 
question about users’ abilities to provide feedback on a website. 

The review session started with a brief introduction in which participants 
were told that we investigated municipal websites to improve them and that we 
needed their help to find the problems that users might experience. Then, we 
illustrated the functions of Infocus and explained the four feedback categories 
(navigation, content, design, and other). The facilitator described how to formulate 
a comment, mark something on a screen shot, choose a feedback category, and 
save the comment while the participants followed each step on their screens. 
Participants were then given the opportunity to practice on a tourist website and to 
write and save some comments. After this practice session, the facilitator asked 
participants to open the website to be evaluated and to surf freely on the website 
for 10 minutes while providing comments with Infocus. After this, the guided 
review procedure started in which participants received two task scenarios that 
reflected the kinds of tasks users perform on municipal websites. After giving them 
the task scenarios, the facilitator asked them to open the home page of the website 
and decide for themselves which link they would choose on the home page given 
the first task description. The facilitator then showed the group the link that led to 
the required information and asked the participants to give feedback about the 
home page. Participants formulated their comments individually on their 
computers. 

When everyone had completed their feedback, the participants were asked 
to click on the link and to look at the new page to decide what the next step should 
be. Then, the facilitator again showed the link that led to the information and asked 
each of them to provide feedback on this page. If there were alternative options to 
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reach the information, the facilitator explained these options before continuing on 
one of the possible routes. When the participants reached the final information 
section, they used that section to think about the answer to the main question in 
the task description though they were not required to write down the answer. After 
a while, the facilitator gave them the answer to the scenario question and asked 
them to provide feedback on that page. The participants were allowed 5 minutes to 
complete each step of the task, including searching, thinking, and formulating a 
comment. When they had finished the task, the participants were asked to provide 
feedback on the whole process of task completion. After finishing both tasks, the 
participants filled out the questionnaire. 
 
Analysis 
To answer our research subquestion 1a, we determined the number of comments 
made per participant, the proportion of positive versus negative comments, and the 
number of unclear comments. We also categorized the comments using the four 
feedback categories (navigation, content, design, and other). The first author and an 
independent rater coded all the comments, achieving a satisfactory Cohen’s k (.81). 

Next, we analyzed the negative feedback. As Hornbæk (2010) argued, the 
matching of comments into a list of user problems is not straightforward and can 
be done in different ways. In our matching procedure, we used a four-step analysis. 
First, we gathered the comments that were made on the same page; second, we 
divided the feedback into comments on different parts of the page (menu, 
illustration, text block, etc.); third, we analyzed these groups of comments using the 
categories; and fourth, we analyzed these comments using the participants’ exact 
description. The description of the cause of the problem was decisive for merging 
two comments into one user problem. If, for example, two comments were about 
the bad legibility of the text, we would consider them to be two different problems 
if one comment criticized the small font and the other the color of the text. This 
rather strict and fine-grained method of matching resulted in a large list of different 
user problems with relatively little overlap. 

To answer subquestion 1b about the influence of user characteristics such 
as age and education level, we analyzed the comments for differences between the 
four age categories and the three education levels using analysis of variance. We 
used four dependent variables: overall number of comments, number of positive 
comments, number of negative comments, and number of unclear comments. To 
answer subquestions 1c (about formulation), 1d (about marking), and 1e (about 
feedback categorization), we used a detailed analysis of the comments as they were 
collected in the database. We qualitatively analyzed the ways in which participants 
formulated their comments. Then we analyzed the degree to which participants 
used the various marking options and determined the quality of their 
categorizations by comparing the participants’ categorizations with those of the two 
expert coders. 

To answer subquestions 1f, concerning the severity of the problems, two 
independent experts rated the severity of the comments on the two Web pages 
with most comments of each of the three websites. In total, they rated 88 unique 
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comments (24% of the whole set of 373), 18 comments from website 1, 26 from 
website 2, and 44 from website 3. Many studies have shown that experts are not 
good at rating the seriousness of problems and that their severity judgments are 
highly personal with little agreement between different experts who rate the same 
set of problems (e.g., Hassenzahl, 2000; Hertzum & Jacobsen, 2003; Hertzum, 
Jacobsen, & Molich, 2002; Molich & Dumas, 2008; Nielsen, 1995; Uldall-Espersen, 
Frøkjær, & Hornbæk, 2008). We should therefore interpret the experts’ severity 
ratings with caution. We asked the experts to determine the seriousness of the 
prob- lems described in the comments, looking at their impact on the users’ task 
performance. Following the user-focused part of the rating that Uldall-Espersen, 
Frøkjær, and Hornbæk (2008) used, we asked the experts to rate the problems 
according to three severity levels: level 1, cosmetic comments about problems that 
do not interfere with users’ task performance; level 2, critical comments that point 
to problems that annoy users and can in any way disturb their task performance; 
and level 3, catastrophic comments that may cause users to give up their task. The 
experts received information about the tasks the participants performed, and they 
had screen shots of the pages to which the comments referred. After the experts 
rated the comments on the first website, we discussed the comments that were 
rated differently by both experts and strengthened the agreement about the 
interpretation of the three severity levels for rating the remaining comments. Then 
the experts independently rated the comments on the other two websites. The 
Cohen’s k score of the two independent experts was .66, indicating that they had 
substantial agreement (76% of the comments were rated identically by both 
experts). The experts discussed which severity score to choose for those comments 
that they rated differently. 

To answer question 2, concerning the relationship between the 
participants’ page-review comments and their overall opinions about the website, 
we analyzed the correlation between the number of negative comments per 
dimension (i.e., navigation, content, and design) and the participants’ score on the 
corresponding dimension in the WEQ. For this analysis, we used the experts’ 
categorization because this categorization is most adequately related to the 
questionnaire. The reliability of the participants’ WEQ scores was measured using a 
Cronbach’s Alpha. The navigation dimension included 13 items with an Alpha of 
.93, the content dimension had 9 items with an Alpha of .82, and the design 
dimension included 3 items with an Alpha of .88. 

To answer research question 3, concerning the consistency between users’ 
comments, we first analyzed the relationship between the sample size and the 
number of problems detected. This relationship has been investigated for several 
other evaluation methods, in particular, heuristic evaluation and think-aloud 
usability testing. Some of these previous studies reported the encouraging outcome 
that five or six participants would suffice to detect the majority of the problems 
(Nielsen, 1994a, 1994b; Virzi, 1992) whereas other studies showed that larger 
samples were needed to obtain more or less exhaustive results (Faulkner, 2003; 
Lewis, 1994; Spool & Schroeder, 2001). Of course, this relationship varies 
depending on the type of evaluation method. User page reviews are likely to 
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generate many different comments, making it difficult, if not impossible, to find a 
complete set of problems. For this analysis, we used a Monte Carlo procedure 
(Lewis, 1994; Nielsen, 1994a; Virzi, 1992). For each sample size, ranging from 1 to 
N-1, we took 1,000 random subsamples (with replacements) and computed the 
mean number of different problems detected. To facilitate our comparison 
between the three websites, we expressed the results in terms of percentages of the 
total number of problems detected by a sample of 30 participants. To further 
explore the stability of the results, we used an adaptation of the Monte Carlo 
procedure. For all possible sample sizes (ranging from 1 to N-2), we randomly 
selected 1,000 sets of two independent subsamples (with replacements). We 
computed the percentage of agreement between two subsamples by dividing the 
number of shared problems in both subsamples by the total list of problems in 
either subsample. 
 
5. Results 
The review sessions took place in a positive atmosphere. Participants seemed to 
feel motivated to evaluate the website. As we expected, the sessions with 
participants who were 55 years of age and older took more time because these 
older participants needed more help and instructions about how to make 
comments than did younger participants. Contrary to our expectations, less 
educated participants sometimes indicated that the sessions took too much time: 
They did not need all the time given to make comments because ‘‘everything was 
clear’’ to them. Overall, the participants judged their experiences and their review 
abilities positively. They reported that the review task was easy to do (mean score 
on a 5-point scale: 4.03, SD = 0.80) and that they enjoyed the process of giving 
comments on Web pages (mean score: 4.15, SD = 0.82). 
 
Number and characteristics of users’ comments 
To answer our first research question we addressed subquestions on the extent to 
which the participants were able to provide comments on relevant issues, whether 
there were age- or education-related differences between participants’ page reviews, 
how participants formulated their comments on a web page, the extent to which 
they used the marking function, how well they categorized their feedback, and how 
useful their feedback was. 
 
To what extent are participants able to provide comments on the relevant issues for informational 
websites?  
On average, each of the participants provided 16.1 comments during a session  
(SD = 6.1). Of these comments, an average of 0.8 (SD = 1.3) were judged to be 
unclear (5%). Of the clear comments, an average of 9.5 (SD = 5.6) were negative 
(62%). If we consider the negative comments to be the core of the evaluation, the 
net result of the user page-review evaluation is 9.5 potential user problems per 
participant. Because many of the negative comments may point to the same 
potential user problem, we also looked at the number of different potential 
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problems per website. This analysis resulted in, respectively, 107, 110, and 156 
potential user problems for the three websites. 
 

 Website 1 Website 2 Website 3 Total 

Navigation 132 (43%) 132 (45%) 127 (46%) 391 (44%) 
Content 116 (38%) 57 (19%) 91 (33%) 264 (30%) 
Design 30 (10%) 92 (31%) 37 (13%) 159 (18%) 
Other 27 (9%) 15 (5%) 24 (9%) 66 (8%) 
Total 305 296 279 880 

Table 2: Number of negative comments per dimension for each of the three websites 

 
Table 2 gives an overview of the categories of the total set of negative comments 
on the three municipal websites (based on the two coders’ categorization). 
Navigation appears to be an important aspect of the participants’ feedback, but 
many comments were also made about content and design. Whereas the 
proportion of navigation-related comments was nearly stable across the three 
websites, the proportion of content and design comments varied between the three 
sites, with relatively more comments about content in websites 1 and 3 and design 
in website 2. website 2, for example, had a lot of comments on the inconvenient 
arrangement of the home page and on poor legibility due to the size and color of 
the fonts. The other websites had more content comments, such as long texts with 
complicated and vaguely formulated information. The category other included 
feedback on technical problems (e.g., a picture that did not appear correctly), 
redundant information (e.g., an item on the home page with detailed information 
about clearing away leaves in autumn), or missing functionalities (e.g., a form that 
was not available online). 

In all, we can conclude that users were able to report many comments and 
that they succeeded in addressing navigation, content, and design issues. 
 
Are there any age- or education-related differences between participants’ user page reviews?  
Differences between the four age categories and the three education levels were 
analyzed in regard to four dependent variables: total number of comments, number 
of positive comments, number of negative comments, and number of unclear 
comments. The results are shown in Tables 3 and 4.  
 
 

 Low Middle High Total 

All comments 15.0 (3.9) 15.0 (4.9) 18.0 (7.9) 16.1 (6.1) 
Positive comments 6.5 (4.1) 5.5. (4.2) 5.8 (4.1) 5.9 (4.1) 
Negative comments * 7.1 (3.2) 8.7 (4.8) 11.9 (6.7) 9.5 (5.6) 
Unclear comments * 1.4 (1.9) 0.8 (1.1) 0.3 (0.5) 0.8 (1.3) 

Table 3: Mean number of all comments, positive comments, negative comments  
and unclear comments for the three educational levels (SD). 
*p<.05 
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 18-29 30-39 40-54 >55 Total 

All comments 15.9 (5.5) 17.0 (5.9) 16.6 (6.7) 15.0 (6.0) 16.1 (6.1) 
Positive comments 5.2 (3.9) 6.5 (4.8) 6.2 (3.9) 5.4 (4.2) 5.9 (4.1) 
Negative comments  10.2 (5.6) 10.1 (5.2) 9.1 (6.3) 8.8 (5.4) 9.5 (5.6) 
Unclear comments  0.5 (1.2) 0.3 (0.6) 1.2 (1.4) 0.8 (1.6) 0.8 (1.3) 

Table 4: Mean number of all comments, positive comments, negative comments and 
unclear comments for the four age groups (SD). 
p<.05 

 
Regarding the total number of comments made, we found no significant 
differences between the four age groups, and between the three education levels, 
for age: F(3, 89) = .443, p = .723; for educational level: F(2, 90) = 2.839, p = .064. 
Also, no significant interaction effect was found. The same applied to the number 
of positive comments, for age: F(3, 89) = .484, p = .694; for educational level: F(2, 
90) = .372, p = .690. For the other two dependent variables, however, significant 
education-related differences were found, for the number of negative comments: 
F(2, 90) = 6.818, p < .01; for the number of unclear comments: F(2, 90) = 5.725, p 
< .01. Post hoc analyses showed that participants with a high education level 
produced more negative comments than did participants with a low or medium 
education level and that the participants with a higher level of education produced 
fewer unclear comments than did participants with a lower level of education. 

In all, the user page review appeared to be usable for all age groups and all 
education levels included in our study. When we focus on quality of feedback, 
however, higher educated participants were better able to provide feedback, 
producing more negative comments (which could serve as clues to improve the 
website) and fewer unclear comments. 
 
How do participants formulate their comments on a website?  
Looking at the participants’ comments in more detail, we made some interesting 
observations about the content of these comments. First, participants differed in 
the ways they formulated their comments, which could be written in the form of 
reporting a problem’s cause, effect, or solution. For example, on one of the Web 
pages, participants had difficulty navigating back to the home page due to the small 
size of the home icon. Several participants reported this problem by describing its 
effect (‘‘I can’t find my way back to the home page’’). Others reported its cause 
(‘‘The icon of the homepage is too small and inconspicuous’’) or a possible solution 
(‘‘This icon should get more attention’’). Individual participants sometimes 
reported both the cause and the effect and occasionally a solution. These 
differences in style of reporting sometimes made it difficult to categorize the 
comments. In the preceding example, the cause of the reported problem was a 
design issue, but the effect concerns navigation: not finding the way back to the 
home page. The experts systematically categorized on the cause of the problem 
unless the cause was not mentioned by the participant. 
 Second, the participants sometimes used the comment button to provide 
an answer on the scenario task. Participants who used the feedback option to 
comment on the scenario or to formulate answers to scenario questions did not 
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understand, or forgot, the reviewing task at hand. We did not find differences in 
the number of scenario-related comments between the education levels, F(2, 90) = 
2.215, p = .115). On average, participants in all the groups entered between 0.4 and 
1.0 scenario-related comment. There was, however, a significant difference between 
the age groups, F(3, 89) = 2.794, p < .05: Older participants made significantly 
more scenario-related comments (1.0, SD = 1.4) than did younger participants 
(0.29, SD = 0.7). Older participants perhaps experience more trouble 
understanding the task of reviewing a website and separating this task from 
searching for information and answering scenario questions. 

Third, some participants repeated the same comment several times. For 
example, one participant reported that the website did not fill the whole screen. He 
repeated this comment in nearly the same wording on several Web pages. Perhaps, 
the structure of the guided review procedure pressures participants to comment 
even when they are uncertain of what to say. Repeating the same comment could 
be a reaction to this pressure. Other participants wrote down a positive remark 
(e.g., ‘‘This is clear to me’’) when they did not see any problem. 

Fourth, participants sometimes made more than one comment in one 
feedback screen. In the instructions, we asked participants to make a new 
annotation for every comment they wanted to report. Nevertheless, they 
sometimes combined two comments, often a positive and a negative statement 
(e.g., ‘‘The home page looks up to date, but it is difficult to find what you look for 
on this page’’). In doing so, participants may have been trying to soften their 
negative feedback by saying something nice about the Web page as well. Giving 
negative feedback can be seen as a ‘‘face threatening act’’ (Brown & Levinson, 
1987) that people want to compensate for by showing appreciation and respect. 

Finally, the older participants often referred to using another medium in 
their feedback (e.g., I would have used the telephone by now, or, It is a lot easier to 
go and ask for the information). They seemed to feel less familiar with the Internet 
than the younger participants did and, as a result, seemed to prefer other media, 
such as the telephone or face-to-face contact. This observation corresponds with 
the research finding that people need time to get accustomed to new media (Van 
Dijk, Pieterson, Van Deursen, & Ebbers, 2007). 
 
To what extent do participants use the problem-marking function?  
The marking function was introduced to help users adequately indicate the object 
of their feedback. A verbal description of the location of an object on the screen is 
far less specific and effective than a picture of the specific page with, for example, 
an arrow pointing at that object. Of all the participants’ negative comments, 51% 
were accompanied by some form of marking - a reasonably good result, 
considering that most of the participants were introduced to this functionality for 
the first time. So participants seem to be able to mark the object of their feedback, 
which makes this marking functionality a useful innovation for the user page 
reviews. 

Of course, for some comments, the absence of a marking could be 
explained by the nature of the comment. In three situations, marking an object was 
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impossible. First, some comments were about the whole Web page (e.g., It’s 
strange that the design of this page deviates from the design of the other parts of 
the website). Second, some comments were about items that were missing on the 
page or that could not be found (e.g., I don’t know what link I should choose here). 
And third, some comments did not even pertain to any object on the Web page 
(e.g., I had to click too much to reach this information). 

 
How well are participants able to categorize their feedback?  
Participants categorized all their feedback into the four categories (i.e., content, 
navigation, design, and other). Also, one of the authors and an independent coder 
categorized all the participants’ feedback. This categorization resulted in a Cohen’s 
к of .81, indicating a high agreement between the two expert coders. But the 
agreement between the participants and the expert coders was considerably lower, 
with a к of .26. The expert coders categorized 51% of the comments differently 
than the participants had. 

Content was the most problematic category. Participants tended to put not 
only comments about content in this category but also comments about unclear 
labels for links and other navigational problems. The expert coders transferred as 
many as 191 of these comments into the navigation category. These differences in 
coding choices between the participants and the experts do not mean that the 
participants did not thoughtfully categorize their problems. The categories had 
rather open and broad formulations, so many different comments fit into these 
categories. This result raises questions about users’ ability to categorize their 
feedback. In our study, we explained the categories to the participants, providing 
examples, and they could ask questions if they did not understand the categories. In 
an online remote setting, users would not have these opportunities, which would 
probably result in users’ having even more difficulty categorizing comments than 
what they would have in a laboratory setting. 
 
How useful is the feedback that the participants provide?  
A sample of 88 negative comments were rated on severity by two independent 
experts. Of these comments, 21 (24%) were rated as cosmetic problems, 48 
comments (55%) were rated as critical problems, and 19 comments (22%) were 
rated as catastrophic. In other words, 77% of the negative comments pointed to 
problems that disturbed participants or even prevented them from reaching their 
goals on the website. Examples of cosmetic comments are ‘‘This home page is 
boring,’’ and ‘‘The design of this page is not inviting.’’ Examples of critical 
comments are ‘‘It is not easy to find the relevant link on this page,’’ and ‘‘The 
navigation path to the information is too laborious.’’ Examples of catastrophic 
comments are ‘‘The information about school holidays cannot be found because of 
the misleading link label,’’ and ‘‘Crucial information about the procedure is missing 
in this text.’’ Thus, participants were able to provide useful feedback, with the 
majority of their comments referring to critical or catastrophic usability problems 
on the website that were related to the scenario tasks. 
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To what extent do participants’ comments on specific web pages relate to their overall opinions 
about the website? 
If participants report many problems in a certain category, we would expect that 
the overall score for the corresponding dimension in the WEQ would be low. 
Table 5 displays the Pearson correlations between the number of problems 
detected in three Infocus categories (we did not include the category other) and the 
scores for the corresponding WEQ dimensions.  
 

Number of Infocus 
problems 

WEQ score 
navigation 

WEQ score 
content  

WEQ score 
design 

Navigation -.34** -.27** -.23* 
Content -.15 -.25* -.18 
Design -.03 -.14 -.35** 

Table 5: Correlations between the number of problems detected in the three Infocus 
categories and the corresponding WEQ scores. 
* p<.05, ** p<.01 

 
On all three aspects, we found significant but weak negative correlations between 
the number of negative comments and the scores in the questionnaire: The more 
negative comments that participants made in a category, the lower the scores for 
the corresponding WEQ dimension. Although the numbers of content and design 
comments correlated significantly with their corresponding WEQ dimensions, the 
number of navigation comments correlated significantly with each of the three 
WEQ dimensions. This finding may be attributed to the fact that navigation 
problems may be caused by unclear link names or visual cues. In all, these 
correlations provide some initial support for the consistency of the judgments 
underlying the user page review comments. The two evaluation methods show 
similar tendencies in the participants’ opinions about the quality of the website. The 
participants’ detailed comments in the user page review corresponded to their more 
global evaluations about using the website. This result means that participants were 
able to provide stable feedback. 
 
To what extent do participants report the same problems on a website? 
Using a Monte Carlo analysis, we explored the relationship between the sample size 
and the exhaustiveness of the list of user problems. Figure 5 displays a graph of this 
relationship. The graph represents the mean percentage of problems detected (of 
the total number of problems detected for that site by 30 participants) for sample 
sizes ranging from 1 to 30. All three websites show a remarkable similarity.  
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Figure 5: Relationship between the number of Infocus participants and the percentage of 
problems detected in the three municipal websites (total defined by N=30) 
 
The patterns show little dependence on the particular characteristics of the website 
evaluated. None of the three patterns shows a clear curve toward a finite set of 
comments. Based on the graph, then, we must conclude that additional participants 
would likely detect new problems. Our analysis of the agreement between two 
independent samples shows that two samples of 15 participants have an agreement 
between 35% and 48%. To obtain results with at least 60% agreement between two 
samples, a sample size of between 20 and 25 participants would be needed. In sum, 
to a certain extent, the participants were able to point to the same problems, but 
they also showed a clear diversity in the comments they reported. 
 
6. Discussion 
In this article, we have argued that it is important to enable users to give feedback 
on specific pages of websites. We introduced user page reviews (e.g., Opinionlab, 
Usabilla, Kampyle, and Infocus) as a category of remote evaluation methods. In 
our study, we examined the extent to which users are capable of giving adequate 
written feedback in open-ended comments, focusing on the numbers and 
characteristics of users’ comments, the consistency of users’ feedback and their 
questionnaire opinions, and the correspondence between users’ comments. 
 
Numbers and characteristics of users’ comments 
The results of our study are encouraging. Participants reported that they liked to 
produce the user page reviews, and they did not have any substantial problems with 
providing feedback. Overall, the number of unclear comments was small (5%). 
Highly educated participants produced more adequate feedback (in terms of both 
potential clues for revision of the website and clarity) than did less educated 
participants. This finding is in line with research that shows that higher educated 
people are better able to monitor their own cognitive activities (Baker, 1989) and 

Figure 2:  Relationship between the number of Infocus participants and the percentage of problems 

detected in the three municipal websites (total defined by N=30)
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provide more comments and more diverse feedback (De Jong & Schellens, 2001). 
This result also corresponds with studies by Karahasanovíc et al. (2009) and 
Castillo et al. (1998) that reported positive findings on providing feedback by 
higher educated users. In our study, we also found that older participants and 
participants with lower education levels were capable of providing feedback on 
relevant dimensions. 

The participants provided substantial feedback on the content and design 
of these informational websites. Additionally, they detected many problems that 
involved navigational issues. The large number of navigation comments may have 
been a result of the step-by-step procedure we used, which could have triggered 
attention to the quality of specific links. But navigation may just generally be an 
important aspect of users’ perception of website quality. Future research combining 
user page reviews with free surfing tasks might clarify this issue. 

The marking function was used in 51% of the comments, so many 
participants were able to mark the object of their comments and thus easily identify 
the cause of their problem. But not all the comments could be related to a specific 
object on the page. And some participants perhaps did not mark the objects of 
their comments because they needed to get used to a new functionality before they 
could optimally use it. That may especially have been the case with our sample that 
included many older and less educated people. In an unpublished follow-up 
evaluation study that we conducted with younger, more highly educated users, the 
marking function was used substantially more often. 

In both our pilot study and our main study, participants had difficulty 
categorizing their own feedback. This corresponds with Bruun, Gull, Hofmeister, 
and Stage’s finding (2009) that users had trouble categorizing the severity of their 
comments. These findings raise the question of whether it is feasible to ask lay 
people to categorize their comments. They may not be able to reflect on categories 
when they formulate feedback because the combined task of formulating and 
categorizing feedback - in addition to performing tasks on the website - may 
demand too much cognitive energy. Despite this difficulty, there are potential 
benefits to categorization, as we described earlier. First, the categories prompted 
the participants to perform the role of reviewer although the effectiveness of this 
prompt is difficult to determine. Second, the categories guided participants to the 
kind of feedback we desired. Most of the comments did indeed fit into the three 
categories of content, navigation, and design. But the third function, guiding the 
evaluator in the interpretation of the comments, was not achieved. The categories 
chosen by participants did not help us to interpret unclear comments. Moreover, in 
more than 50% of the comments, we did not accept the category that the 
participant had chosen because it did not match our definition of the category. This 
finding should be a warning for all the user page-review tools that ask users to 
categorize their comments. These user categorizations should be considered 
carefully. More research is needed on users’ ability to categorize their comments 
and on the types of categories that are best to use. 

The severity rating of a selection of the reported problems shows that 
participants were able to provide useful feedback. Most (77%) of the negative 
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comments pointed to problems that might disturb or prevent users’ adequate task 
performance. The expert rating provides a first indication of the usefulness of the 
comments that are reported in a user page review. Future studies could compare 
other evaluation approaches, such as think-aloud usability testing, to get more 
insight into the extent to which the comments correspond with the problems users 
experience when performing tasks. 

 
Consistency of users’ feedback and opinions 
The correlations we found between the participants’ feedback and their overall 
scores on the questionnaire indicate that the detailed comments participants 
provided reflected their general attitude toward the website. Thus, participants were 
able to provide feedback that reflected their opinions. 

 
Correspondence between users’ comments 
The Monte Carlo analysis showed that participants were somewhat able to point to 
the same problems. Due to the enormous diversity of problems that participants 
may mention, relatively large sample sizes may be necessary to collect a stable and 
more or less exhaustive list of problems, in line with studies by Lewis (1994), Spool 
and Schroeder (2001), and Faulkner (2003). Because the user page review asks for 
open comments on a local level, we could expect that this feature would result in a 
broad range of different comments. And our rather fine-grained way of matching 
increased this effect because we were cautious in considering two comments as 
referring to the same problem. 

 
7. Conclusions and future research 
This study shows that users are able to provide useful feedback in situations in 
which they can devote themselves entirely to the review task. However, a possible 
limitation of this study is that it shows only one way of evaluating a website with 
the user page review method: a step-by-step laboratory procedure with the Infocus 
tool. We chose this procedure because research shows that it is difficult for users to 
conduct tasks and provide feedback at the same time (Monsell, 2003; Neerincx et 
al., 2001). Older and less educated users, in particular, may have trouble switching 
between task processing and reviewing (Kramer et al., 1999). In our procedure, 
then, we chose to reduce the participants’ cognitive load by allowing them to focus 
on one task: reporting problems with the feedback option. In this way, we could 
optimally study the abilities of users to provide feedback. But the results of our 
study cannot be generalized to contexts in which users conduct more than one task. 
Further research is needed about producing feedback under different extents of 
cognitive load. 

Also, the evaluation in this study does not resemble evaluations that are 
done in practice. Our goal was to study users’ abilities to provide feedback and not 
the evaluation method as a whole. Future research should test the user page 
reviews in more natural circumstances and compare the outcomes of the evaluation 
to those of observational methods, such as the think-aloud method, in order to 
obtain more information about the merits and restrictions of user page reviews. 
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The literature about problems with task switching raises questions about 
the online feedback tools. To what extent are online users able to provide adequate 
feedback? What are the characteristics of the users who provide feedback with 
online tools? Perhaps especially highly educated and experienced users are triggered 
to provide their feedback while other users need all their cognitive energy just to 
realize their primary goals on the website. It would be useful, then, to have more 
knowledge about the personal characteristics of the online respondents. Also, 
comparisons should be made between the feedback that users give with the online 
tools and in the laboratory: To what extent do these comments correspond with 
each other? We plan to address these questions in future research. 

In this study, we have gained more knowledge about users’ abilities to 
provide feedback on website pages in a controlled context. Although our study 
showed that most users have the ability to provide feedback, evaluators in an online 
context should carefully interpret the results of the user page-review tools. Less 
educated users have more trouble reporting their problems and are possibly less 
inclined to share their feedback. Tools should have a clear and uncomplicated 
design. Also, to stimulate users to share their feedback, these tools need to be eye-
catching, attractive, fast, and easy to use. Extra options, such as a categorization, 
scales, or ratings, should be used with reserve. 
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CHAPTER 6 
 

USABILITY EVALUATION METHODS:  
EFFECTS OF PARTICIPANTS’ ROLES ON EVALUATION 

PROCESSES AND OUTCOMES 
 
 
Abstract10 
Website evaluation methods vary in the role they assign to participants. This study 
focuses on the effects of participants’ roles on the evaluation process and its 
outcomes. We compare the concurrent think-aloud method, in which participants 
are observed as users, to a user page review method in which participants provide 
feedback from a reviewer perspective. Results show that the mean number of 
problem detections per participant is higher in the review condition, which can be 
explained by underlying cognitive mechanisms during the evaluation processes. The 
two methods are highly complementary. The user page review method generates 
comments on navigation, content, and design, whereas in the think-aloud condition 
most problem detections concern navigational issues, and hardly any problems 
concern design issues. A detailed analysis of the evaluation of a single web page 
shows how the characteristics of the problem detections differ with regard to the 
perspective taken, the ways of detection, and the level of abstraction. An analysis of 
the detections from a broader perspective, revealed that the overlap between the 
two methods is rather high, and that reviewing participants seem capable of 
signalling the important problems that are exposed in the think-aloud study.  
 
Keywords: Concurrent think-aloud method; Participant role; Reviewing participants; 
Usability; Website evaluation 
 
 
1. Introduction  
It is widely recognized that usability testing can provide useful insights into the 
quality of websites and other applications. Testing usability among users of the 
target group can be done with a range of methods, such as surveys, the think-aloud 
method, or eye tracking (Tullis & Albert, 2008). These methods all aim to assess 
the websites’ usability, but they differ in many respects regarding the way they 
measure usability. An important difference between evaluation methods is the role 
that is assigned to the participant during an evaluation. Questionnaires or feedback 
methods put participants in a reviewer role and ask them to provide their opinions 
on a website. Other methods, such as think-aloud protocols, aim to observe 
participants during their more or less natural task performance on a website and 
hence put participants in a user role. Researchers and usability specialists differ in 

                                           
10 This paper has been submitted as: Elling, S., Lentz, L., & De Jong, M. Usability 
evaluation methods: Effects of participants’ roles on evaluation processes and 
outcomes. 
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their opinion on the usefulness of putting participants in a reviewer role. Some 
(such as Nielsen, 2001; Spyridakis, Wei, Barrick, Cuddihy, & Maust, 2005) have 
warned not to rely on users’ self-reports; others (such as Sienot, 1997; Castillo, 
Hartson, & Hox, 1998; Nichols, McKay, & Twidale, 2003; Karahasanovíc, 
Nyhamar Hinkel, Sjøberg, & Thomas, 2009; Sauro, 2010; Elling, Lentz, & De Jong, 
2012a) have shown the value of users in a reviewer role who provide feedback on 
applications.  
 In this article we will focus on the participants’ role in the evaluation, and 
study their influence on the evaluation process and the output of the evaluation. 
We will compare two methods that differ in the role they assign to participants. 
First, we will focus on the concurrent think-aloud method (CTA), during which 
participants have a user role and verbalize their thoughts while they perform tasks 
on a website. This method is widely used in usability testing and is probably the 
most dominant user-focused evaluation method. Second, we will focus on a 
feedback method in which the participants review a website and provide 
comments. We have chosen a feedback method in which participants do not need 
to perform tasks, but only focus on reviewing web pages. In this way, the essence 
of the evaluation is in the review task, so that we can optimally study participants in 
the reviewer role. What are the differences between these two types of methods 
concerning the numbers and types of problems they reveal, and how can these 
differences be related to the participants’ roles during the evaluation process? We 
will also study the problems found on a single web page in detail and focus on the 
effects of the participants’ roles on the way these problems are detected and 
presented. 
 In the next section we will focus on research on the two types of methods, 
and on the comparison of methods with different participant roles. Further, we will 
discuss the matching procedure involved in this comparison.  
 
2. Related work 
2.1 Concurrent think-aloud method 
In a concurrent think-aloud (CTA) evaluation participants perform tasks on a 
website and simultaneously verbalize everything that goes on in their minds. The 
idea is that the participants are in a natural user role, which means that they 
perform their tasks the same way they would normally do. Afterwards, 
observations of the participants’ behavior and their verbalizations are analyzed, and 
user problems are thereby detected. Many studies have demonstrated the value of 
this method (e.g. Boren & Ramey, 2000; Ericsson & Simon, 1993; Molich & 
Dumas, 2008; Van den Haak, De Jong & Schellens, 2003, 2004, 2007, 2009). The 
different variants and different types of instructions and probes were studied 
extensively (e.g. Bowers & Snyder, 1990; Elling, Lentz & De Jong, 2011; Hertzum, 
Hansen & Andersen, 2009; Krahmer & Ummelen, 2004; Nørgaard & Hornbæk, 
2006; Olmsted-Hawala, Murphy, Hawala & Ashenfelter, 2010; Ummelen & 
Neutelings, 2002; Van den Haak, De Jong & Schellens, 2003, 2004, 2006, 2007, 
2009). Although CTA can provide useful insights into users’ processes and 
problems, the method also has its limitations, such as participants’ incapability of 
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verbalizing all the thoughts they have. Many processes take place rather quickly, 
and people are not conscious of everything in their minds. This results in many 
verbalizations in which participants simply read things from the screen, use fillers 
such as ‘okay’, or describe what they are doing at a particular moment (Cooke, 
2010; Elling, Lentz & De Jong, 2012b). Another limitation concerns the naturalness 
of the user role. To what extent does the think-aloud task interfere with the task 
performance, the so called reactivity? Several studies (e.g. Van den Haak, De Jong 
& Schellens, 2003; Ummelen & Neutelings, 2000; Hertzum, Hansen & Andersen, 
2009; Krahmer & Ummelen, 2004; Olmsted-Hawala, Murphy, Hawala & 
Ashenfelter, 2010) show that thinking aloud may influence task performance, 
which means that in CTA evaluations the participant is also not really in a natural 
user role. The extent to which participants’ thinking aloud affects task performance 
may depend on the settings of the study, such as the frequency and style of probing 
and interfering during the study. 
 
2.2 User Page Reviews 
In this paper we will focus on the type of self-reporting methods that Elling, Lentz 
and De Jong (2012a) have proposed to call user page reviews. These methods have in 
common that they put participants in a reviewer’s role and ask them to provide 
feedback on web pages by clicking on a link and formulating their comments. User 
page reviews can be used in a variety of settings, depending on the goals of the 
evaluation and the specific tool that is used. Sometimes online users are asked to 
provide feedback by using a feedback button that is visible on a web page. In 
laboratory studies the evaluator can monitor the feedback evaluation more strictly. 
Elling, Lentz, and De Jong (2012a) show some examples of the use of these types 
of methods, with tools such as Kampyle, Usabilla, and Infocus. With these methods it 
is possible to elicit feedback on websites easily from large groups of participants. 
As discussed in Elling, et al. (2012a) users need several skills to adequately provide 
comments on website pages. First, they need to be able to monitor their own 
cognitive activities, and in this way signal their own problems on a website (Baker, 
1989; Ormrod, 2006). Second, they should attribute these problems to the website 
and not blame themselves for the problems they encounter, which users often tend 
to do (Jansen & Balijon 2002; Moon, 2003; Schriver, 1997; Serenko, 2007). Third, 
participants must be capable of formulating their feedback and submitting it in the 
desired format. These steps in the feedback process need to be executed during the 
use of a website. This requires switching between tasks, which can be quite difficult 
for users (Monsell, 2003; Barkas-Avila, Oberholzer, Schmutz, De Vito, & Opwis, 
2007), especially for older users (Kramer, Hahn & Gopher, 1999). The cognitive 
overload they experience may lead to less attention being paid to one of the two 
processes of performing tasks on the website or judging it. In a study on users’ 
capability to provide feedback, Elling, et al. (2012a) focused on a laboratory 
feedback method during which participants provided feedback while they were 
guided through the website and could focus entirely on the review task. This design 
was chosen in order to prevent cognitive overload because of task switching. The 
study showed that users with different characteristics were capable of providing 
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useful feedback, with highly educated participants producing more adequate 
feedback (more potential clues for revision and more clear comments) than less 
educated participants. However, these results might only apply to the step-by-step 
laboratory feedback evaluation that was used, and cannot be automatically 
generalized to settings in which participants need to combine their review task with 
other activities.  
 
2.3 Comparisons between user page reviews and the think-aloud method 
Several studies have compared methods with participants in a reviewer role and in a 
user role. Sienot (1997) compared the think-aloud method and the plus-minus 
method, with respect to their suitability for the measurement of website quality. 
The plus-minus method is a feedback method in which participants are asked to 
assign plus and minus marks to parts of the text/website they consider good or 
bad, and after that account for all pluses and minuses in an individual interview (De 
Jong, 1998). Sienot found no differences between the methods in the average 
number of problems per participant and the types of problems they revealed. Only 
the number of appreciation problems was higher in the plus-minus condition. 
Further, a larger number of distinctive problems were found in the plus-minus 
method. Finally, participants in the plus-minus condition provided a diagnosis or a 
suggested revision in their comments more often than participants in the other 
condition, which Sienot attributes to their reviewer role.  
  Karahasanovíc, Nyhamar Hinkel, Sjøberg, and Thomas (2009) describe a 
feedback-collection method that asked participants for written feedback at different 
times during task performance, in order to elicit feedback on software programs. 
They compared this method with concurrent and retrospective thinking aloud, and 
concluded that the feedback method revealed more difficulties than the concurrent 
and retrospective think-aloud methods and that the method seemed better at 
identifying difficulties that prevented progress or caused significant delay, whereas 
CTA provided a larger proportion of verbalizations of task-performing actions. 
  Lentz & Pander Maat (2007) compared a reading-aloud method with the 
plus-minus method and Focus (De Jong & Lentz, 2001), a feedback method which 
enables participants to provide written feedback on texts. These three methods 
were used for the evaluation of patient information leaflets on medicines. They 
found that the number of problems was higher in the reading-aloud condition than 
in both the reviewer methods. A comparison of types of problems only revealed a 
difference regarding comprehension problems, from which more were detected 
with reading-aloud than with the other two methods.  
 The three studies show mixed results on the numbers of problems found 
through reviewer methods compared to think-aloud methods. They vary from 
equal numbers for both methods, to more problems found with reviewer methods, 
to more problems found with think-aloud protocols. However, the studies are 
difficult to compare, as they all used other variants of feedback methods and think-
aloud methods. In Sienot’s (1997) study, for example, the think-aloud participants 
had a posttest interview that also revealed problems that were included in the study, 
which deviates from other studies that only involved problems found during task 
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performance. Lentz and Pander Maat (2007) used reading-aloud and let participants 
read out a whole text, which is different from the common think-aloud procedure. 
Besides differences between the methods used, the objects to be evaluated differed 
as well: a website in Sienot’s study, software programs in Karahasanovíc et al., and 
patient information leaflets in Lentz & Pander Maat.  
 
2.4 Matching problems in usability research 
Comparing the results of different evaluation methods has several potential 
difficulties, which are comprehensively described in Hornbæk (2010) as the 
‘dogmas in the assessment of usability evaluation methods’. An important issue 
addressed by Hornbæk involves the process of comparing problem detections in 
order to identify similar problems. This matching process plays a role in the 
analysis stage of the output of a single method, for example in a think-aloud 
evaluation when verbalizations of different participants are compared and 
categorized as referring to the same problem or to different problems. The 
matching procedure also strongly influences the outcomes when comparing 
different evaluation methods. Depending on the strictness of the criteria for 
defining two problems as similar, a relatively large or small overlap between sets of 
problems will be found. We agree with Hornbæk that matching is an important 
process, which is not as straightforward as one might think, particularly in a 
matching procedure in which a comparison is made between methods that differ in 
the roles they assign to users. Reviewing participants who provide feedback will 
probably generate other kinds of problem detections than participants who 
perform tasks and verbalize their thoughts during these tasks, as their perspectives 
differ in many ways. These differences might complicate the matching process. In 
this study, we will analyze to what extent the presentation of problem detections is 
different for these two types of evaluation methods and in which ways these 
differences influence the matching procedure.  
 
3. Research questions 
In our study, we will analyze the effects of putting participants in a reviewer or a 
user role during an evaluation. We will compare a concurrent think-aloud study, in 
which participants performed tasks on the website from a users’ perspective with a 
user page review evaluation, in which participants fully dedicated themselves to the 
task of reviewing. We realize that in our study representatives of types of methods 
are also used, just as in the other comparisons described in section 2.3. We have 
chosen two methods that clearly represent the user and reviewer roles. Our study 
will increase the knowledge on the effects of these roles on the evaluation process 
and in the results the evaluation yields.  
  The main research question we address concerns the ways in which the 
role assigned to participants during a website evaluation influences the evaluation 
process, the matching procedure, and the results. In our first sub question we will 
focus on the numbers of problem detections the methods generate and how these 
differences can be explained by the process of evaluating. 
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 What are the numbers of problem detections per participant and the total 
number of distinctive problems for each method? How do the methods 
differ from each other in this respect and how can these differences be 
related to the cognitive mechanisms during the process?  

 
Second, we will determine which types of problems each of the methods generate 
and how the methods differ from each other in this respect.  

 What are the types of problems the methods generate and how do the 
methods differ from each other in this respect?  

 
Finally, we will focus on the problem detections on one web page and analyze the 
presentation of these detections in detail, in the context of the matching procedure 
in which the two data sets are compared. 

 How do the user roles influence the characteristics of the problem 
descriptions and in what ways do these characteristics affect the matching 
procedure?  

 
 
4. Methods 
4.1 Participants 
The user page review evaluation was conducted with 93 participants, divided over 
three websites (two websites were evaluated by 30 participants, one by 33 
participants). The think-aloud study was conducted with 60 participants, 20 on each 
of the three websites.11 All participants were selected by a specialized agency, from 
an extensive database of potential candidates with different characteristics. They 
received financial compensation for taking part in the study. The participants were 
selected in such a way that for each method and website there was an equal 
distribution of educational levels (low, medium, and high), age-categories (18-29, 
30-39, 40-54, and 55 and older) and gender. More details concerning the 
arrangement of the participant groups can be found in Elling, Lentz and De Jong 
(2012a, 2012b).  
 
4.2 Websites 
The evaluations were carried out on three municipal websites: www.apeldoorn.nl 
(website 1), www.dordrecht.nl (website 2), and www.nijmegen.nl (website 3). All 
three websites present information and services to citizens from medium to large 
Dutch municipalities. Other interested users, such as tourists or businesses, may 

                                           
11 The study reported in this article is part of a larger research project on usability 
evaluation methods. Separate studies on both methods have been reported earlier: the 
user page review evaluation in Elling, Lentz and De Jong (2012a), and the concurrent 
think-aloud study in Elling, Lentz and De Jong (2012b). This explains the differences 
between the numbers of participants for the two methods that are compared in this 
study. These differences will not affect the comparison of the output of the two 
methods, as we will report the mean numbers of problem detections per participant. 
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also visit these websites. These types of websites contain a broad variety of 
information that should be available and comprehensible for large groups of users 
with a great diversity of backgrounds. The three websites are comparable regarding 
the information they cover and their quality (Elling, Lentz, De Jong, & Van den 
Bergh, 2012), but they differ in the way this information is structured and 
displayed. 
 
4.3 Scenario tasks 
Participants performed tasks with regard to one central theme. In order to be able 
to make a clear comparison between the two methods, the tasks were the same in 
the think-aloud conditions and in the user page review conditions. The tasks differed 
per website, but they were comparable regarding the length of the navigation path. 
All tasks reflected the things that users would normally do on these types of 
websites. On one of the websites, for example, participants were asked to find out 
when the school holidays of different types of schools would take place.  
They were also asked from what age onwards children are of "compulsory school 
age" and until what age it is permitted to take children on holiday during term time. 
  Another task concerned buying a piece of land from the municipality 
adjacent to participants’ own gardens. Participants were asked to look for 
information on the price of such a piece of land, the procedure that should be 
followed when one wants to buy it and which criteria determine whether it is 
possible to buy the land. All scenario tasks contained a navigation component as 
well as a content component in which participants had to read, to comprehend, and 
to apply the information on the website. 
 
4.4 Procedure per method 
The procedures of both studies are described in detail in Elling, Lentz and De Jong 
(2012a, 2012b). In this section we will shortly repeat the most important aspects. 

In the think-aloud evaluations participants performed three sets of tasks, 
one of which was analyzed for this study. They worked individually in sessions of 
approximately 25 minutes in which they completed the three tasks. They were 
asked to verbalize all their thoughts during task performance. When they fell silent 
the facilitator asked them to keep verbalizing in short non obtrusive probes, such 
as ‘please keep thinking aloud’ or ‘what are you thinking at this moment?’.  
In the user page review evaluations participants worked individually in group sessions 
with approximately ten participants. They used the tool Infocus to provide their 
comments. The development of this tool was based on research on the plus-minus 
method (De Jong, 1998) and Focus (De Jong & Lentz, 2001). The participants were 
guided through the website following a scenario. They were asked to look at pages 
from the perspective of the scenario questions and they provided feedback by 
clicking on the Infocus feedback link. After clicking on this link, a screen appeared 
with a screenshot on which they could mark the object that they wanted to 
comment on (see Figure 1). They could also formulate their feedback and choose a 
category that best fitted their comment. In earlier evaluations we noticed that it was 
difficult for participants to perform tasks and provide feedback at the same time. 
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Therefore, we chose this guided evaluation design, because we wanted to make 
providing feedback easier for participants. 

 

 
Figure 1: Screenshot of a web page in Infocus with three options to mark specific 
elements: an arrow, a frame and an underlined phrase. 

 
4.5 Analysis 
For the analysis of the think-aloud protocols we first made a task model of each 
scenario task, in which we described the optimal navigation path and all the steps 
that needed to be taken to adequately perform the task and answer the scenario 
questions. Subsequently, we analyzed the think-aloud protocols and noted the 
problem detections, based on deviations from our task model. A deviation could 
concern either an observation, for example a click on a wrong link, or a 
verbalization in which a participant expressed a problem, or a combination of an 
observation and a verbalization. All these problem detections were then ordered 
per page, and matched with each other in order to join detections that referred to 
the same problem. For some detections this was easy, for example when several 
participants clicked on the same wrong link. For others, for example verbalizations, 
this matching process was more difficult. We will elaborate on the details of the 
matching procedure in section 5.3.  
  The matching process resulted in problem sets for each of the three 
websites, which specified the number of participants who experienced each 
problem and whether it was observed, verbalized, or both. We only analyzed the 
pages that were also reviewed in the user page review evaluations, which facilitated the 
comparison between the two methods. As a result, we did not analyze pages on 
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which participants did not follow the optimal navigation path and experienced 
serious trouble. This means that the reported output of the think-aloud evaluation 
is an underestimation of the total yield generated by the method.  
 A detailed description of the analysis of the user page review feedback can be 
found in Elling, Lentz, and De Jong (2012a). First, we filtered out the positive 
comments, because only negative comments potentially point to problems on the 
website. Then, we ordered all the comments per page, matched them, and created a 
list of user comments with a score for each comment which indicated how many 
participants reported that comment. The next step was to merge these two sets 
from the user page review evaluation and the CTA evaluation into one large set, in 
order to determine the numbers of problems found with each distinctive method 
and with both methods. Hornbæk (2010) explained that matching is not a 
straightforward process and that assessing the similarity of problem descriptions is 
a difficult procedure. We applied a rather fine grained matching process in which 
we were hesitant to consider two problems equivalent. In section 5.3 we will 
describe and illustrate the matching procedure in detail. In order to analyze the 
mean number of problem detections per participant, we also made a dataset which 
included all participant characteristics, the evaluation condition, the website, and 
the total number of problem detections. 
 For research question 2 we categorized all the problems into three 
categories: navigation, content, and design. Navigation referred to problems related to 
navigating to the right information on the website, such as clicks on wrong links, 
doubts about unclear link labels, or mouse rollovers that do not function 
adequately. Content referred to problems with the target information, for example 
incomprehensible explanations, missing information, or complex governmental 
jargon. Problems with the design were, for example, unclear pictures, small font sizes 
or inconveniently arranged pages. First, the first author and an independent rater 
categorized all problems on one of the websites. Cohen’s Kappa was satisfactory 
(.82). Then, the two raters discussed all categories they disagreed on, and together 
chose one of the categories. The other two websites were categorized by one rater 
in the same way.  
 
5. Results 
 
5.1 Numbers of problem detections 
To what extent did the different user roles result in differences in the number of 
problem detections per participant? Table 1 shows the mean number of problem 
detections per participant for participants with a reviewer role (user page reviews) and 
a user role (concurrent think-aloud).  
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 User Page Reviews Concurrent  
Think-Aloud 

Website 1 3.97 (2.68) 3.50 (2.35) 
Website 2 4.60 (3.54) 3.20 (2.57) 
Website 3 5.90 (4.26) 2.70 (1.78) 
Overall 4.80 (3.58) 3.13 (2.24) 

Table 1: Mean number of problem detections (standard deviation) per participant for 
each website and method 

 
Table 1 shows that participants in the user page review evaluations reported a higher 
number of problem detections on each of the three websites. Overall, the mean 
number of problem detections was significantly higher in the user page review 
evaluation (t(151)=3.211, p<.01). The difference between the conditions was also 
significant for website 3, with a mean number of 5.90 problem detections in the 
reviewer condition and a mean number of 2.70 detections in the think-aloud 
condition (t(48)=3.170, p<.01). But for websites 1 and 2 the differences were not 
significant (website 1: t(51)=.648, p>.05; website 2: t(48)=1.520, p>.05). 
 
Individual problem detections might refer to the same problem. In the matching 
procedure we compared the problem detections and derived a set with unique 
problems. In this way, we were able to determine the extent to which the two 
methods show overlap in the problems they yield. A total number of 240 different 
problems were found with the two evaluation methods combined: 72 problems on 
website 1, 66 on website 2, and 102 on website 3. Of these problems, only 10% 
were detected with both methods. A percentage of 70% was found only in the user 
page review condition, and 20% only in the think-aloud condition12. This means that 
the overlap between the two methods is very small. We will elaborate on this in 
section 5.3.  
 
Can the differences in mean numbers of problem detections per participant be 
explained by the different processes used during the evaluation? Observations on 
these processes shed light on the underlying cognitive mechanisms that might cause 
differences in the output of the methods. Participants who performed tasks in the 
think-aloud study had a user role and were therefore primary focused on finding 
the requested information, and answering the questions in the scenario tasks. We 
asked them to verbalize what went on in their minds during their task performance. 
Therefore, their verbalizations usually only expressed thoughts that were directly 
related to the task performance. In the user page reviews condition, participants' main 
focus was on reviewing the website and thus they did not need to focus on finding 
and understanding the information themselves. This difference in the role that was 

                                           
12 Note that the user page review evaluation involved 30-33 participants per website, and 
the think-aloud condition 20 participants per website. These different group sizes 
further increase the difference between the number of user page review problems and 
think-aloud problems.  
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assigned to the participants had four effects which might explain why the user page 
reviews generated more problem detections.  
   First, the participants’ roles caused a difference in cognitive load. The think-
aloud participants needed to combine two tasks: finding answers and verbalizing 
their thoughts. This results in a cognitive load that might have an effect on the 
quality of the task performance, but also on the number of verbalizations 
produced. Research has shown that participants in a think-aloud study often fall 
silent when they experience problems (Cooke, 2010; Elling, Lentz & De Jong, 
2012b), and it is not always possible to observe the problems they encounter during 
these silences. This explains why the number of problem detections is lower than in 
the user page review evaluation, during which participants could focus solely on the 
review task and probably experienced less cognitive load.  
  Second, participants differed in the extent to which they had a task related 
orientation. The participants in the think-aloud condition performed their tasks on 
the website from a neutral standpoint and therefore in most cases did not report 
their opinions. For example, if they arrived on the target page on which they found 
the required information, they seemed to be relieved that they had found the 
information and just answered the scenario questions and moved on to the next 
task. The user page review participants were in the review modus, which means that 
when they arrived on the target page they did not need to think about the task and 
started providing many comments on elements that they thought could be 
improved on this page.  
 Third, the participant role influenced whether participants only reported 
problems within the task domain or also outside this domain. Participants in the think-aloud 
condition with a problem-free task performance sometimes did not verbalize any 
thoughts that pointed to obstacles on the website. From the 60 think-aloud 
participants, five participants (8%) did not verbalize any problems at all and the 
facilitator also observed no problems for these participants. For ten participants 
(17%) only a single problem was found. These participants just verbalized their 
actions, read things from the screen or explained why they performed certain 
actions. As a result, these participants scarcely, contributed to the identification of 
user problems, or not at all, because they had a straightforward task performance. 
However, in the user page review study participants who did not experience the 
problems themselves could still be perfectly capable of signaling potential user 
problems.  

Fourth, the participants’ roles created a difference in problem attribution. 
Participants in the think-aloud condition who experienced problems tended to be 
rather positive about the website. We observed participants who were completely 
lost on the website, but who just kept telling what they did and what they read in 
neutral terms. This might be related to participants' tendency to blame themselves 
for the problems they encounter, instead of criticizing the website (Jansen & 
Balijon 2002; Moon, 2003; Schriver, 1997; Serenko, 2007). Participants in the 
reviewer role who did not experience the problems themselves, found it easier to 
attribute problems to the website. 
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To conclude, participants in a reviewer role produced more problem detections 
than participants in a user role. This can be explained by the influence of the 
participants’ roles on the evaluation process during which reviewing participants 
experienced less cognitive load, were more focused on providing comments instead 
of task orientation, also reported comments outside the task domain, and attributed 
their problems more easily to the website.  
 
5.2 Types of problem detections 
To what extent do the two methods generate different types of problem 
detections? Table 2 shows the distribution of the problems over the categories 
navigation, content, and design.  
 

Website Method Navigation Content Design 

 UPR 22% (29) 47% (62) 31% (40) 
Website 1 CTA 61% (43) 34% (24) 4% (3) 

 UPR 32% (44) 42% (58) 26% (36) 
Website 2 CTA 64% (41) 34% (22) 2% (1) 

 UPR 40% (70) 24% (42) 37% (65) 
Website 3 CTA 85% (46) 11% (6) 4% (2) 

 UPR 32% (143) 36% (162) 32% (141) 
Overall CTA 69% (130) 28% (52) 3% (6) 

Table 2: Distribution types of problem detections found with user page reviews (UPR) and 
with concurrent think-aloud (CTA): percentages and numbers of problems detections 

 
The variation in the distribution of the problems over the three websites, can partly 
be attributed to the different characteristics of the websites and the tasks that the 
participants needed to perform (see also: Elling, Lentz & De Jong, 2012a, 2012b). 
However, some interesting observations can be made. First, we see that the think-
aloud evaluation hardly generated any problems that directly point to design issues. 
Participants in a user role seem to focus on task processing and do not pay 
attention to design issues. The reviewing participants, on the other hand, report 
many design issues. They seem to focus not only on the pragmatic quality, whether 
the website provides effective and efficient ways to achieve the users’ goals, but 
also on the hedonic quality, the extent to which users experience pleasure 
(Hassenzahl, 2004; Van Schaik & Ling, 2008). This does not mean, however, that 
the many design issues reported by reviewing participants are not related to 
pragmatic quality issues. Design issues can be the cause of problems experienced 
during navigation or comprehension of relevant information. For example, an 
inconveniently arranged homepage can lead to more difficulties finding the right 
link, or a small font size can prevent participants from thoroughly reading an 
important piece of text, leading to content problems. In section 5.3 we will further 
discuss the cohesion between different (types of) problem detections.  
 Second, on all three websites most think-aloud problem detections were 
related to navigational issues. Both the participant and the facilitator seem biased 
towards navigational issues. Participants verbalized many doubts, expectations, and 
frustrations on their search process, while searching for information At the same 
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time, the facilitator observed the most problems during this navigation stage, such 
as clicks on wrong links that do not lead to the required information.  
  Third, in the think-aloud evaluation only a few problem detections were 
related to the content of the information. As mentioned earlier, when think-aloud 
participants reached the requested information they often focused primarily on 
providing the right answers, and less on verbalizing the problems they encountered 
on the target pages. But the participants in the reviewer role took a critical attitude 
and provided much more feedback on those same pages. On two of the three 
websites most comments in the user page review condition were on content related 
issues.  
 
5.3 Analysis of characteristics of problem detections and matching procedure 
The results reported in section 5.1 show a rather small overlap between the two 
methods, only 10% of the problems on the websites were found with both 
methods. This percentage of overlap, however, only shows one aspect of the 
comparison between the two methods, influenced by underlying choices related to 
matching. To answer research question 3, we will look at the problem descriptions 
from both methods on one web page of website 2 in more detail. How do the 
descriptions differ from each other, and what are the consequences for the 
matching procedure? To what extent does the overlap between the methods vary, 
depending on choices related to matching? Figure 2 shows the schematic outline of 
the web page. 
 

 
Figure 2: Schematic outline of the web page ‘Education’ on website 2 

 



110 

 

 

The web page in Figure 2 was part of the navigation click path to information 
about school holidays and compulsory education for children. The top of the page 
comprises the website’s logo, a poem, the secondary links (such as the sitemap, and 
contact), and the search box of the internal search engine. Below, a ‘breadcrumb-
trail’ is shown with the pages that the participant clicked on and the user’s current 
location. It allows users to navigate back easily to a page visited earlier. On the left 
side is the main navigation menu, in which the users should choose the link ‘schools 
mapped out’ to find the school holidays. The middle of the website contains the body 
text with information on education related topics. We have made visible some parts 
of the text that are relevant for understanding the problems on this page. Table 3 
shows all problems that were reported on this web page, the categories of these 
problems, and the number of times they were detected with user page reviews (UPR) 
and the concurrent think-aloud method (CTA).  
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Problem description 

Cate-
gory UPR CTA 

1 Participants reject ‘schools mapped out’ as an 
adequate link that is associated with school 
holidays. 

Navi-
gation 

28 3 

2 Participants find it difficult to find the right 
link to information about school holidays  

Navi-
gation 11 3 

3 The body text in segment 2 refers to 
information about school holidays, but there is 
no link with the label school holidays 

Content 

2 2 

4 Participant clicks on a wrong link which does 
not lead to the required information 

Navi-
gation 0 11 

5 It is difficult to find the right link to 
information about compulsory education 

Navi-
gation 0 1 

6 Participant thinks this is not the right page to 
find information about school holidays 

Navi-
gation 0 1 

7 Participant clicks on the link ‘education’ while 
he is already on the web page ‘education’ 

Navi-
gation 0 1 

8 The main menu contains several links with 
unclear labels 

Navi-
gation 2 0 

9 
The information on this page is unclear 

Content 
2 0 

10 The photos are not related to education Design 2 0 

11 Labels in the menu do not show a 
comprehensive overview of education related 
topics 

Navi-
gation 

1 0 

12 The photos’ quality is poor Design 1 0 

13 The motto ‘nobody from school without a 
diploma’ is not eye-catching 

Design 
1 0 

Table 3: Overview of problems found with user page reviews and concurrent think-aloud 
on the web page ‘Education’ of website 2 

 
We will first look at the first three problems in Table 3, which were all found with 
both methods. What are the underlying problem detections, how are they 
formulated, and how do they differ from each other13?  
  The first problem concerns the link ‘schools mapped out’ which is not 
associated by participants with school holidays. In the user page review condition 28 
participants commented on this link, which means that they massively pointed to 

                                           
13 The interpretation of the UPR comments was not only based on the formulations, 
but also on the marking of these problems by the participants. Sometimes a comment 
could be interpreted in different ways, depending on the object that the participant 
underlined or pointed to. We have left out these markings in the analysis in this paper, 
but in some cases they influenced our interpretations. More information on the 
marking function can be found in Elling, Lentz, and De Jong (2012a). 
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an important problem on this page. Note that these participants were guided 
through the website, so they had been told that this link should be clicked on to 
find information about school holidays. Although all 28 comments were 
formulated differently, we can distinguish three main types of comments. Most 
participants describe the cause of the problem, as in ‘the link label schools ‘mapped out’ 
does not clearly point to school holidays’ or ‘I would expect that this link leads to a map which 
shows addresses of schools and not to school holidays’. Also, some comments describe the 
effect ‘this is very confusing’ or ‘this label makes it difficult to find the information about school 
holidays’. The third group of comments provides a solution of the problem, for 
example the suggestion ‘it would be better to change this label into school holidays’. There 
were also comments that contained combinations of cause, effect, and solution. 
Although the reviewing participants may take a different perspective, the problems 
that they signal here are closely related. The three problem detections of think-
aloud participants all concern observations from the facilitator combined with 
verbalizations that explicitly address the problematic link. One participant read 
aloud all the links in the navigation menu, and verbalized ‘schools mapped out… that is 
also not the right one’ and after that continued reading other links. Another participant 
read aloud ‘schools mapped out’, did not click on it and continued with ‘no, I have not a 
clue where I should search now’. The third participant also read aloud the link, and did 
not click on it. Only after many other clicks, he tried ‘schools mapped out’ and 
verbalized ‘this is not very logical, I would have expected schools and environments here’. These 
CTA detections combine cause and effect, and are combinations of observations 
and verbalizations. Problem detections one and two reflect the mental processes of 
the navigating participants. Detection 3 is formulated as a critical comment that 
resembles the reviewer comments. After having experienced some major problems, 
this participant seems to switch to a reviewer role and provide an analysis of the 
cause of the problem. In sum, in the detections of problem 1 we see differences in 
the perspective, which can be a cause, an effect, or a solution. The think-aloud 
problem detections are combinations of observations and verbalizations, while in 
the user page review condition the same problem is signaled in critical comments. 
 Problem 2 is reported by 11 participants in the user page review evaluation 
(see Table 3). They all report that it is difficult to find the right information from 
here, without explicitly addressing the link label ‘schools mapped out’. Examples of 
comments are ‘school holidays cannot be found here’ or ‘it is difficult to find the information, it 
takes too much time to reach your goal’. The three think-aloud participants also 
verbalized they found it difficult: ‘difficult to find’, or ‘it is difficult to find the school 
holidays’. In the comments above, we signalled a difference in the level of 
abstraction. Some comments are rather global and only express that something is 
difficult. Other comments are more specific and explain what exactly is difficult 
and why this is the case. The global comments could refer to the unclear link 
described in problem 1, but we cannot be sure about that. They can also be related 
to the third problem or to other potential problems in this page. 
  The third problem, mentioned in Table 3, is that the body text refers to 
information about school holidays that can be found ‘here’, but there is no 
(embedded) link with the label school holidays. Two user page review participants 
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explicitly formulated the advice to make this item clickable, as in ‘When I read the 
word ‘here’ I expect that I can click on this right away, also on the other choices in this sentence. 
Make these items links’. In the think-aloud condition two participants read the text 
and verbalized a comment. One of the participants read aloud the body text and 
said: ‘strange that there is no link here to school holidays’. This verbalization corresponds 
to the feedback of participants in a reviewer role. The other participant said after 
having read the text ‘where?’ and after having searched for a while ‘there is no link’. 
This verbalization reflects the navigation process and is therefore more related to 
the user perspective. 
  To conclude, the analysis of the three problems that were found with both 
methods shows that the underlying problem detections can differ from each other 
in three ways. First, they can differ in the perspective taken, which can be a cause, 
an effect, or a solution. Second, the way in which problems are detected can differ:: 
through a verbalization, an observation, or a review comment. Third, the level of 
abstraction differs, varying from global to detailed specific comments. Participants 
in the user role experience problems that become apparent in observations and 
verbalizations of cognitive processes. However, these participants sometimes also 
take a reviewer perspective and verbalize comments that resemble the comments 
made by reviewing participants.  
 
The three differences between problem detections described above, make it 
difficult to determine to what extent problem detections are related. Can each click 
on a wrong link, for example, be related to the problem of the unclear link label? 
This question relates directly to the matching procedure. During the analysis of the 
data we applied a rather strict matching procedure in which we were cautious when 
merging problem descriptions. We only combined problems if we had clear 
evidence that they referred to the same object and the same problem related to this 
object. As a result, we analyzed many problems separately that might be related 
with each other. Look for example at the first four problem descriptions in Table 3. 
Problem 1 contains the comments in which participants explicitly rejected the link 
‘schools mapped out’ as an appropriate option for finding school holidays. Problem 2 
contains the comments in which participants expressed their difficulty finding the 
right link on this page, and problem 4 refers to clicks on wrong links that did not 
lead to the desired information. Problem 3 contains comments on a missing 
embedded link. Although these four problems are very closely related, we did not 
merge them in our dataset. The experienced difficulty (problem 2) and the wrong 
link clicks (problem 4) are probably effects of the unclear labels (problem 1), and 
the unclickable reference to school holidays (problem 3). Other problem 
detections, which were found through only one of the methods, more specifically 
the problem detections 8, 9, 11 from user page review participants, and problems 6 
and 7 from think-aloud participants, might also be related to the problems 
explained above. However, we cannot be sure of the relations between the 
detections above, as there might be other reasons why participants experience 
difficulty or click on wrong links. 
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If we look at these problems from the perspective of a practitioner who 
wishes to optimize this web page, however, many problem descriptions would be 
taken together. Participants obviously have trouble finding their way to information 
regarding school holidays on this web page. It would help them if the vague link 
label was rephrased into a clearer label, or if an embedded link was added in the 
body text that referred directly to school holidays. Of course, more substantial 
adjustments, which address the whole design of the page, could also be made, and 
thus also solve other issues raised by the participants. In sum: differences in the 
formulation make it difficult to decide whether detections refer to the same 
underlying problem and should therefore be taken together in the matching 
procedure. We chose to match rather strictly and to leave many detections separate. 
However, based on another approach the degree of overlap is likely to increase 
substantially.  

Finally, we will take a closer look at the problems in Table 3 that were only 
found with one of the two methods. The problems 4 to 7 were detected by think-
aloud participants. These are all navigational issues: two problems (4 and 7) 
concern wrong link clicks, and in the other two cases participants express 
confusion about what to choose on the web page. The problems 8 to 13 are 
provided by the reviewing participants. In 8 and 11 we see navigational feedback on 
unclear labels and on the comprehensibility of the menu. Problem 9 is a content 
problem, which refers to the body text which is considered to be unclear. The 
other three problems are design issues, which criticize the photos and the visibility 
of the motto. These are the more hedonic design issues that are not directly related 
to optimal task performance. We can conclude from this overview that all think-
aloud problems and the problems 8 and 11 from the reviewers seem to point to 
navigational issues related to the problems found with both methods. This means 
that all think-aloud problems also seem to be indicated in one way or another by 
the user page review method. Furthermore, the reviewing participants detect four 
extra problems that do not match think-aloud problems and that are related to the 
content of the body text and to design issues.  

In sum, differences in problem formulations make it difficult to determine 
whether problem detections refer to the same problem. These differences can 
partly be explained by the participants’ roles, as for example only a user role can 
lead to observations of actions or to experienced effects of problems. However, 
within the methods the character of the problem detections can also differ. In our 
strict matching procedure relatively little overlap between the methods was found. 
However, the detailed analysis of one web page shows that the degree of overlap 
might increase substantially if a broader perspective is taken. From this perspective, 
all think-aloud problems seem to be reported by the participants in the user page 
review condition as well. Reviewing participants also generated new problems in the 
categories content and design, which were not directly task related.  
 
6. Conclusions and discussion 
In this study we compared a user page review evaluation and a think-aloud evaluation, 
with which we aimed to get a better understanding of differences between 
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participants in a reviewer role and in a user role. The results of our study showed 
that the two methods are highly complementary. Only 10% of the problems were 
found with both methods. Further, the user page review participants reported a higher 
number of problems, which is in line with Karahasanovíc, Nyhamar Hinkel, 
Sjøberg, and Thomas (2009). The higher number of review problems can be 
explained by the participants’ roles that resulted in different evaluation processes. 
The reviewing participants experienced less cognitive load, had a stronger desire to 
produce comments, also reported problems that were outside the task domain, and 
they seemed less hindered by self blaming in their problem attribution.  
 The participants’ roles not only influenced the number of problems, but 
also the types of problems detected. The user page review participants took a more 
hedonic perspective and reported many problems concerning design issues. The 
think-aloud participants focused on task performance and on the achievement of 
goals. This led to a more pragmatic view on quality, in which navigational issues in 
particular played an important role. The think-aloud participants were set a 
substantial navigation task during which many problems were verbalized and 
observed. On target pages these participants were mainly occupied with answering 
the questions, while the review participants took the opportunity to comment on 
the content and the design of these pages.  
  The detailed analysis of the problem detections on one specific web page 
shows that detections can have different representations. Participants in a user role 
mainly frame their verbalizations in terms of effects, as they experience the effects 
of website problems themselves. Also, in the think-aloud condition the facilitator 
observes effects of problematic choices, which further contributes to the detection 
of problems that are framed as effects. During the verbalization of thoughts, think-
aloud participants often will not provide solutions. On the contrary, reviewing 
participants are in a stronger position to provide feedback, and they often describe 
a solution in their comments. Furthermore, in both methods the level of 
abstraction of the problem detections can differ. These differences between 
detections make it difficult to decide whether two descriptions refer to the same 
problem. We applied a rather strict matching procedure, and chose to leave 
problems separate, until we could be sure that they were of the same type. From a 
broader perspective, however, many more problems will be considered to be 
related to each other. When taking this perspective, we also see that the reviewing 
participants are able to detect the important problems that the participants in a user 
role experience. At the same time, participants in a user role sometimes take a 
reviewer perspective in their verbalizations. Hence, the two participant roles we 
distinguished might in reality be less separate from each other than we might 
initially have expected them to be. 
 
In this study, we used specific representations of the reviewer and user methods. In 
our reviewer condition the participants were guided through the website using a 
step by step procedure following a scenario. Other review methods might generate 
other results. Also, the concurrent think-aloud method we used, is just one variant 
of the many approaches that might be used. Yet, we think that this study sheds 
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light on important underlying processes during evaluation which are influenced by 
the role that is assigned to participants. These processes have a considerable 
influence on the numbers of problems, types of problems, representations of 
problems, and the way in which these problems are detected.  
 
The participants in this study varied in their educational levels, ages, and gender. 
Our study differs in this respect from other studies that compared methods with 
user and review roles (Karahasanovíc et al., 2009; Lentz & Pander Maat, 2007; 
Sienot, 1997), which only included higher educated participants. We have not yet 
analyzed whether one of the participant roles is more beneficial for specific 
participants. We observed that participants in the think-aloud evaluation who 
performed their tasks without problems, hardly contributed to the detection of 
problems or not at all. In the review condition, we observed that lower educated 
participants sometimes had trouble providing useful feedback, which is in line with 
earlier research by De Jong & Schellens (2001), who found that highly educated 
participants provided more comments and more diverse feedback. In future 
research these differences between participants and methods should be further 
explored, in order to provide advice on optimal combinations of methods and 
participants.  
 
In this study we only looked at the evaluation process and the results that the 
methods generate. We did not analyze the effort that both methods take. 
Karahasanovíc et al. (2009) performed a detailed analysis which indicated that 
feedback collection was far less expensive than think-aloud. Our experiences 
confirm this. The user page review evaluations took less time because they took place 
in sessions with ten participants, and yielded formulated written comments that 
were automatically transported to a database. The think-aloud sessions took place 
individually, and much time was needed afterwards to transcribe the protocols and 
analyze them. Future research could analyze the costs involved more precisely, and 
relate these to the yield of both methods.  
 
Our study indicates that methods that put participants in a review position should 
be taken seriously. They are able to generate useful feedback which points to 
obstacles that are experienced by participants in a user role. Moreover, these user 
page review evaluations can be conducted with relatively little costs and effort. We 
expect that technical developments will further increase the possibilities for 
gathering participants’ feedback and the ease with which this can be done. The 
think-aloud method also generates useful insights, but the costs are high and the 
yield appears to be more limited. Future research on evaluation methods should 
therefore pay more attention to methods that involve reviewing participants.  
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CHAPTER 7 
 

DISCUSSION 
 
 
Each of the studies reported in this thesis ends with a discussion of the relevant 
issues related to the specific study. This chapter does not summarize all these 
discussions, but takes a broader perspective and addresses some general points of 
reflection on website evaluation methodology. The first section of this chapter 
focuses on the innovative elements of this thesis and its contribution to the 
knowledge on evaluation methodology. Then, the methodological conclusions and 
practical implications of each of the five studies will be discussed. The last section 
provides an overview of relevant issues for discussion and future research.  
 
1. Innovative elements of the thesis 
How has the research reported in this thesis contributed to the knowledge on 
evaluation methodology? Besides the knowledge that is added to the specific 
methods, this research has also been innovative on a higher level in several 
respects. First, this thesis brings together a wide range of user-focused evaluation 
methods. These methods were all used on the same websites, with the same tasks 
and the same types of participants. Several cross-combinations were made that 
contributed to the quality of method assessment, for example by comparing 
laboratory and online questionnaire settings, or combining concurrent and 
retrospective think-aloud variants with eye-tracking, or analyzing user page reviews 
and concurrent think-aloud protocols.  
 Another innovation applies to the large numbers and the variety of 
participants involved in the studies. In the think-aloud studies on each of the three 
websites 60 participants performed tasks and verbalized their thoughts in the 
concurrent condition or one of the two retrospective conditions. In the review 
studies 93 participants provided comments on the same three websites. In addition 
to these 273 laboratory participants, 1394 respondents completed the online 
questionnaires on the municipal websites. These large groups of participants 
provided valuable data that could be used to assess the methods. Besides the large 
numbers of participants, the mixture of participant characteristics in this study is 
also special in usability method assessment research. The participants varied in age, 
education level, and gender. Hence, the results can be generalized to the target 
group users and do not only apply to higher educated young adults. 
 Technologically, this research stood at the forefront of evaluation method 
assessment. New techniques, such as eye tracking, were used to validate and further 
develop existing methods. Also, a new feedback tool was developed, which 
contributed to an effective evaluation using participants’ feedback. The 
development of a questionnaire was combined with new insights into the online 
collection of user opinions.  
 This thesis provides new insights into laboratory versus online 
measurement of website quality. The laboratory setting was used to answer research 
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questions in a controlled setting. In this way it was possible to study evaluation 
processes in detail and to gain knowledge on how these processes influenced the 
outcomes of the evaluations. However, a drawback is that a laboratory setting 
deviates from an online setting, which means that results cannot automatically be 
generalized. This was shown in chapter 2, in which a direct comparison was made 
between laboratory and online settings. Results showed that the questionnaire 
measured different constructs in online settings than in laboratory settings. The 
methodological comparison of laboratory versus online measurement provided 
useful insights into the differences between laboratory and online settings. The 
study showed that it might be a challenge to conduct sound research in online 
settings, as researchers have less control over the variables they study. 
 
In sum, this research has in many ways provided new insights into methodological 
issues related to website evaluation. The next section presents the conclusions and 
practical implications of each of the five studies.  
 
2. Conclusions and practical implications 
The studies in this thesis aimed to contribute to the knowledge of website usability 
evaluation methodology. Although comparisons were made between different 
methods and varieties of methods, the intention was not to find out which 
evaluation method is the very best, or which evaluation method can best be used in 
which context. These types of recommendations cannot be given, for the reasons 
discussed in the introduction of this thesis. Methods cannot be seen as indivisible 
wholes, as they are composed of different resources, such as the participants 
involved, the tasks, the instructions, and the choices concerning the matching and 
merging of data. Moreover, the value of a specific method is influenced by the 
goals and the context of an evaluation. Choices in the evaluation process strongly 
influence the results, as is shown for example in the comparative evaluation studies 
by Molich and Dumas (2008) in which usability teams reported a wide range of 
different results on the same object, even if they had used the same evaluation 
method. Hence, one method, such as think-aloud protocols, may result in many 
different outcomes depending on contextual factors and a range of choices that the 
facilitator makes in the evaluation process. Therefore, we should be careful to 
provide practical recommendations about a method as a whole. However, the 
studies reported in this thesis have certainly provided useful insights that can 
contribute to our knowledge of evaluation methodology, as well as to the quality of 
the evaluations that are performed in practice. This section zooms in on the main 
methodological conclusions, and the recommendations for practice from each of 
the five studies in this thesis.  
 
Chapter 2 presented the Website Evaluation Questionnaire (WEQ) which was 
tested in a controlled and in an online context. The WEQ proved to be a valid and 
reliable instrument, with seven clearly distinct dimensions which measured website 
quality in a stable way over different websites. In the online setting, however, the 
WEQ partly measured something different than in the controlled setting and the 
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questionnaire was less sensitive to differences between websites online. This could 
first be explained by the diversity of the objects of evaluation online, compared to 
the laboratory setting in which all participants performed the same tasks. Second, 
users might have judged the website more globally in the online setting and more 
often based their opinions on a general impression of the website.  

For practitioners there are two benefits of a questionnaire evaluation: (1) it 
is cheap, fast and easy, (2) it can be used for benchmarking between websites. 
However, the results are rather global and cannot be easily attributed to concrete 
problems on specific pages. Especially in online measurements the participants’ 
judgments are based on very divergent experiences. Our study shows that survey 
evaluation of websites is more problematic than many evaluators in practice might 
think.  

Evaluators who are considering evaluating a website with a survey can derive 
the following recommendations and insights from our study: 

1. It is difficult to create a statistically sound questionnaire that measures 
website quality reliably. Many questionnaires that are used in practice do 
not comply to this standard and might therefore not measure what they 
aim to measure adequately. 

2. It is important to keep monitoring the reliability of questionnaires, as 
highly reliable scores in one study do not guarantee high scores in other 
studies.  

3. In an online setting it is more difficult to reveal differences between 
websites because of the large diversity of experiences. In order to make 
more direct comparisons, the questionnaire can be put on specific target 
pages. In that way, the diversity is smaller and the facilitator has better 
knowledge of the parts on which users based their opinions. 

4. It is sensible to relate user opinions to concrete user behaviour and pages 
visited on a website (measured with web analytics), in order to be better 
able to interpret survey results.  

 
In chapter 3 on concurrent think-aloud protocols (CTA) the participants’ 
verbalizations and silences were analyzed in detail in order to increase our 
understanding of the cognitive processes that participants do and do not verbalize. 
The study focused on the types of verbalizations and on the processes that could 
be observed during silences. Based on earlier research by Cooke (2010), we 
questioned the usefulness of think-aloud verbalizations. Cooke’s results suggested 
that the added value of participants’ verbalizations is limited: at least 77% of the 
verbalizations referred to processes that could easily be observed with eye tracking. 
However, in our study considerably more verbalizations than Cooke's were related 
to participants’ processes and obstacles on the website that could not be easily 
observed. These verbalizations provided useful information, related to participants' 
doubts, judgments, and frustrations. Participants were silent during 27% of the task 
performance time. During these silences important observations could be made of 
the users’ processes and obstacles on the website. The conclusion was that we 
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should not expect participants to verbalize all their cognitive activities, such as 
scanning website pages for information.  

In practice, CTA is often used for the evaluation of websites. However, CTA is 
a typical example of a method that is applied in many different ways with a large 
variation in instructions, probing, and subsequent methods of analysis. It is 
therefore difficult to generalize results from one study to other contexts. 
Nevertheless, the following conclusions can be drawn that can be useful for 
evaluators in practice: 

1. Earlier research on CTA (Cooke, 2010) showed only a small added value 
of verbalizations compared to problems and processes observable with eye 
movements. However, our research showed that a CTA evaluation can 
definitely provide new insights that cannot be found based on 
observations alone.  

2. When participants experience cognitive load, they often stop verbalizing 
their thoughts. This means that during silences important processes might 
take place, and that during these silences potential user problems can be 
observed. The advice to practitioners is to pay attention to processes and 
potential problems that can be observed during these silences. 

3. Participants cannot easily verbalize all their cognitive activities, some 
processes take too much cognitive energy to be combined with verbalizing 
thoughts. Practitioners should not expect participants to verbalize all types 
of processes, such as scanning or reading. Too much probing during these 
processes will lead to disruption of task performance and frustrations for 
participants. 

 
Chapter 4 compared two retrospective think-aloud conditions: one in which 
participants verbalized their thoughts cued by a recording of their actions (pages 
visited and mouse movements), and one in which the recording was complemented 
by a dynamic gaze replay of their eye movements. This study is an example of 
research that focused on a single resource of a method, in this case the contents of 
the replay of the users’ performance. The expectation was that the eye movements 
would serve as extra cues that would aid participants to better remember what they 
did and stimulate them to verbalize their thoughts. However, no differences were 
found between the two retrospective conditions. Eye movements might have 
supported participants, but at the same time distracted them. It was rather 
challenging for participants to see their own eye movements moving over the 
screen. More training and slowing down the replay setting might increase the 
effects of the eye movements on the verbalizations.  

What can practitioners learn from this study? 
1. Showing participants their own eye movements does not stimulate them 

to verbalize more or other types of verbalizations  
2. It is rather confronting for participants to see a gaze replay of their eye 

movements. They seem to be distracted by the eye movements rather than 
supported by them. 
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3. Observing eye movements can increase the facilitators’ knowledge and 
understanding of the participants’ processes. Therefore, when the 
facilitator probes with specific questions, the extra cues might guide the 
facilitator to ask the relevant questions. In these circumstances the 
additional value of eye movements might be larger than in our study in 
which only neutral probing was used to stimulate participants to think 
aloud.  

  
Chapter 5 focused on methods that ask participants to review website pages. An 
analysis was made of the users’ abilities to provide feedback with these so called 
user page review methods. Reviewing websites requires many skills, such as 
monitoring one’s own thinking-processes and behaviour, problem attribution to 
the website, and formulating and submitting clear feedback. The aim was not to 
draw conclusions on the quality of one single method, but rather on the extent to 
which participants have the required abilities to adequately use this type of 
methods. The results showed that users were able to provide useful feedback in a 
setting which allowed them to entirely focus on the review task. However, lower 
educated participants reported less problems and their feedback was more often 
unclear. The evaluation resulted in a large diversity of comments, which can be 
explained by the features of the method, asking for open comments on a local 
level.  
 In usability evaluation practice, asking feedback from online visitors of 
websites is becoming more popular. For evaluators, in the field the following 
conclusions might be helpful: 

1. Participants were able to provide adequate feedback on different aspects 
of website pages in a setting in which they were given detailed instructions 
and could focus fully on the review task. Lower educated participants 
performed marginally less well than higher educated participants, with a 
lower number of comments and more unclear comments.  

2. Participants have problems adequately assigning a category to their 
feedback. Practitioners should therefore be cautious when asking users to 
categorize their feedback. 

3. User page reviews generate many different comments with limited 
agreement between the reviewing participants. The output of a user page 
review is therefore large and will show a wide diversity of problem 
detections.  

4. Although users are able to provide comments, they probably will not do 
so when they experience a heavy cognitive load. Therefore, in online 
settings the users who experience most problems might be less inclined to 
share their feedback. This should be taken into account when interpreting 
the results of the online feedback evaluations.  

 
Chapter 6 focused on one of the resources of usability methods: the role that is 
assigned to participants. An analysis was made of the effects of participants’ roles 
on evaluation processes and outcomes. Two methods were compared that are 
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typical representations of participants’ roles: the think-aloud method in which 
participants were observed as users, and user page reviews in which participants 
provided feedback from a reviewer perspective. The goal was not to compare these 
specific methods, but to increase the understanding of the effects of the 
participants’ roles on the process and the outcomes of an evaluation. The reviewer 
role resulted in more problem detections per participant, and there was little 
overlap with the problems found in the think-aloud evaluation. This could partly be 
explained by differences between the representations of the problem detections, for 
example with regard to the abstraction level. A detailed analysis of all problem 
detections on a specific web page showed that the correspondence between the 
problems found was higher than it seemed at first sight. The reviewing participants 
were able to detect many relevant problems that the participants with a user role 
experienced during the task performance. In addition, reviewing participants also 
reported issues that were less relevant, for example about hedonic aspects of the 
website such as the use of colours or illustrations.  
  Practitioners can learn from this study that it might be an interesting 
option to include more reviewing participants in their evaluations. Three 
conclusions from our study support this recommendation: 

1. Putting participants in a reviewer role can result in many comments which 
point to relevant issues on the website. They seem capable of signalling 
the important problems that are exposed in the think-aloud study. 

2. The costs of methods that put participants in a reviewer role are lower 
than the costs of think-aloud studies. This applies to online feedback 
evaluations, but also to laboratory settings in which participants can work 
in groups while think-aloud evaluations need to be carried out individually.  

3. The yield of a think-aloud study is relatively low, compared to methods 
with reviewing participants. The differences are largest in the numbers of 
design issues, which are signalled far more often by reviewing participants 
than by think-aloud participants. 

 
3. Issues for discussion and future research  
The broadness of the studies reported in this thesis results in many potential issues 
for discussion. In this section I will elaborate on some relevant overall issues that 
correspond to topics that were raised in the introduction, related to: validity and 
reliability, participant selection, task selection, and technical developments.  
 
Validity and reliability 
In the introduction, I argued that the ways in which validity and reliability apply to 
the evaluation methods discussed in this thesis is not straightforward, as the 
implications of validity and reliability vary depending on the context. Validity refers 
to the question whether a method measures what it is intended to measure. The 
assessment of the validity of evaluation methods is problematic because these 
methods cannot be seen as indivisible wholes. A method is composed of a number 
of resources that each might separately influence the validity, such as instructions, 
tasks, and participants. It is impossible to fully control each of these resources and 
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to determine which resource influences the validity in what way. Of course, they 
can be examined individually, as was done in chapter 4, in which only one variable 
was manipulated: the presentation of the recording. However, in evaluations the 
specific combination of choices on all the resources of which a method is 
composed will greatly influence the process, the results, and thus also the validity.  
 
In the introduction, three types of validity were distinguished: the congruent 
validity, the predictive validity, and the ecological validity. Below, the role of these 
types of validity in the five studies will be discussed.  
  The congruent validity applies to the similarities and differences between 
evaluation methods in numbers and types of problems and the degree of overlap 
between the problems detected. Comparisons between methods were made in 
chapters 4 and 6, so in these chapters the congruent validity of methods was 
measured. In chapter 1, I argued that it is not sensible to assess a methods’ quality 
by counting problems, based on the idea that ‘the more problems the better the 
method’ (Hornbæk, 2010). Indeed in the comparison in chapter 6 between user 
page reviews and think-aloud protocols no value judgments concerning numbers of 
problem detections were made. In this study, differences in output were analyzed in 
detail and related to the evaluation process of participants with different roles. 
Hence, congruent validity played a role here, but without aiming at defining one 
method as more valid than the other. Chapter 4, however, reported on a concrete 
manipulation of one variable in the evaluation: the added value of eye tracking 
recordings. The hypothesis in this study stated that a recording with eye 
movements would lead to a higher number of verbalizations. In this context, in 
which only one variable was manipulated, one could argue that more is probably 
better. The recording provided more cues and could therefore be expected to result 
in more verbalizations. However, also in this situation the extra problems should be 
analyzed in order to determine to which extent they indeed have an added value to 
the valid measurement of website quality.  

The predictive validity addresses the question whether methods predict 
the real obstacles that users experience on a website. This type of validity is rather 
complex as it is not known in advance what these obstacles will be. The methods 
studied in this thesis are themselves needed to define the obstacles. Each method 
will by definition shed another light on the websites’ quality and it is a 
misconception that a fixed number of problems exist on a website. Often, in 
evaluation assessment studies the problems found with think-aloud protocols are 
seen as ‘truer’ than problems found with other methods (Hornbæk, 2010), which 
means that think-aloud protocols are presumed to have a higher predictive validity. 
However, the studies in this thesis showed that this view is not correct. The study 
in chapter 3 showed that many silences occur during a think-aloud process during 
which participants are not able to verbalize their cognitive processes and problems 
experienced. In chapter 5 we saw that also reviewing participants can point to 
important problems. Differences in the characteristics of the problem detections 
make it difficult to compare two methods, but detailed analyses showed that the 
problems found were more related and showed more overlap than a superficial 
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analysis could show. In sum, the notion of predictive validity is complicated and is 
partly based on the wrong assumption of a fixed set of real user problems. Every 
user might experience other problems, depending on factors such as the user’s 
characteristics, goals, and prior knowledge. 

In the introduction I argued that the ecological validity can have two 
meanings in the context of this study. First, it can refer to the extent to which the 
participants’ behaviour reflects the natural behaviour of website users. In chapter 2 
on the questionnaire the ecological validity was discussed in relation to online 
respondents of the questionnaire who provide their opinions from the perspective 
of a natural situation in which they look for information that they consider 
relevant. This ecological validity is more difficult to obtain in a laboratory setting in 
which the environment is artificial. This type of ecological validity also applies to 
the other evaluation methods. In the concurrent think-aloud evaluations the think-
aloud task might influence task performance, the so called reactivity. The deviation 
from the natural task performance will be even stronger when participants have a 
reviewer role and focus on providing feedback instead of performing tasks as they 
would normally do. The studies in this thesis have shown however, that the 
methods can also reveal useful feedback in situations with low ecological validity. 
Reviewing participants were able to point to all important problems on a web page 
that were found in the think-aloud study. In sum, in controlled settings it is difficult 
to realize ecological validity. However, ecological validity is not necessarily an 
essential condition for the collection of useful information concerning the websites’ 
quality.  
 Second, on a higher level, ecological validity can also apply to the extent to 
which the evaluations in academic methodological studies reflect evaluations that 
are done in practice. It seems desirable to resemble the evaluation practice as much 
as possible. However, this practice is very diverse, which makes it difficult to make 
statements on common practices. Moreover, it is useful to study methods in 
controlled situations in order to obtain a better understanding of how these 
methods function. In chapter 2 the controlled situation was used for the validation 
of the questionnaire. In chapter 3 the controlled context allowed for the collection 
of eye tracking data, which contributed to a better understanding of processes 
during thinking-aloud. In chapter 4 a strict way of prompting was used in order to 
ensure that the two conditions in the study were equal on all aspects except for the 
recording. This way of prompting might deviate from practice (Boren & Ramey, 
2000), but it allowed us to systematically examine the effect of cueing with eye 
movements. In chapter 5 a trend was signalled in practice, of asking online users 
for feedback on specific website pages. The controlled laboratory setting made it 
possible to take a closer look at the users’ abilities to provide open comments on 
pages. Also, in chapter 6 the controlled setting allowed for the comparison of 
specific pages and to draw conclusions on the evaluation processes of the 
participants in the studies. Hence, in a controlled context this type of ecological 
validity might be lower, but this context also offers possibilities for fundamental 
research into methodological issues. Insights that are provided in this controlled 
context can contribute to a higher standard in the evaluation practice.  
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Reliability refers to the extent to which the results of an evaluation are stable. In the 
introduction I described that in the context of website evaluation, reliability is 
closely related to the number of participants that are involved in a study. In chapter 
4, a Monte Carlo analysis was used to examine the relationship between sample size 
and the exhaustiveness of the list of user problems. The results showed that 
participants pointed to the same problems only to a certain extent, and that they 
also showed a clear diversity in the problems they reported. This is not remarkable, 
as I argued earlier that it is a misconception that a website contains a fixed number 
of real user problems. When participants are asked to review a website with open 
comments on a local level, a large diversity of problems can be expected. Future 
research could focus further on sample sizes that are needed in different types of 
settings. This research could explore how the relation between sample size and 
yield is influenced by design choices, such as the method, the object that is 
evaluated, and the characteristics of the participants. 

In chapter 2, in the study of the questionnaire, reliability was 
operationalized differently as it was applied to quantitative data. In this context 
reliability means that a scale should consistently reflect the construct that it is 
measuring, which can be determined through statistical testing. The results showed 
that the Website Evaluation Questionnaire is able to measure website quality 
reliably, but that the reliability of dimensions somewhat varied between studies. In 
this context, reliability is an important standard of quality assessment.  
 
To conclude, validity and reliability are related to many aspects of evaluation 
assessment research. In future research, more attention must be paid to the ways in 
which the important concepts validity and reliability can be included in this field of 
research.  
 
Participant selection 
Large numbers of participants with a variety of characteristics were involved in all 
studies reported in this thesis. In the introduction, the importance of the 
participant selection was stressed. However, the way in which a selection of a 
representative sample of the target group should be made is not straightforward. In 
this thesis, the objects of the evaluations were municipal websites, which are 
available to all citizens. Should a sample be taken from the whole population, or 
only from the visitors of the municipal website? How can we know who these 
visitors are exactly? The composition of the target group can only be approximately 
determined, for example by using population registers combined with statistics on 
Internet behaviour. It is also debatable whether a selection should only be based on 
education level, age and gender. There might be other characteristics that are 
relevant in this context, such as the frequency of internet use, the tendency towards 
self blaming, the personal involvement with a topic, the sensitivity to social and 
environmental factors, and talkativeness. Future research should focus on 
potentially relevant user characteristics and the way they influence users’ interaction 
with objects, and the outcomes of an evaluation.  
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In the introduction, I argued that the selection of participants is directly related to 
the validity and reliability of an evaluation. Woolrych et al. (2011) describe the 
choice for participants as one of the many component resources within methods. 
Indeed, the choice for participants is very important and might considerably 
influence the outcomes of a study. In these studies, why it is sensible to involve a 
representative group of participants in evaluation method research is not explained 
in detail. The line of thinking was that objects should be evaluated among users 
from the target group and that therefore also valid research on the functioning of 
these evaluation methods should involve these real users. In this way, the research 
would correspond to the evaluation practice, which also involves users with 
different characteristics. This line of arguing raises two points of discussion: (1) 
Should objects indeed be evaluated by users from the target group, and to what 
extent is this also done in practice? (2) If so, does this automatically mean that 
usability evaluation method assessment should also involve these users? Below, 
these two points will be discussed in the context of potential limitations regarding 
participant selection in this thesis and the need for further research. 
 
Should evaluations of objects be conducted with users from the target group? Most 
evaluators will answer this question affirmatively. It is important to have knowledge 
of users’ obstacles in order to optimize the website for all users. The paradox is that 
precisely the users who are in real trouble experience a heavy cognitive load and 
might therefore be less able to verbalize their thoughts or to provide relevant 
comments. However, our research showed that there are ways to elicit useful 
information from these types of users, for example by putting the focus on the 
reviewing task, or to combine verbalizations with observations. We cannot be sure 
to what extent our choice for certain participants reflects the usability practice. On 
the one hand, in practice it is relevant to involve a representative sample of users. 
On the other hand, limitations in the evaluation time and budget might lead to the 
pragmatic choice of involving only students as participants or other participants 
that are readily available. More research is needed into the involvement of users 
from the target group in practice. 
  
The second question is whether research on the assessment of usability evaluation 
methods should be executed with a broad range of participants. One could argue 
that in some circumstances a smaller selection can suffice, for example when two 
conditions of a method are compared in an experiment, such as in chapter 4 of this 
thesis. I am convinced however, that also in these circumstances a broad selection 
of the target group should be involved. Something that works well for a certain 
type of participant, for example showing eye movements in retrospective think-
aloud conditions, does not necessarily work well for others. It is therefore a 
strength of this research that it involves participants with different background 
characteristics. However, a limitation of the study is that it is not exactly clear how 
participant characteristics influence the process and the results of an evaluation. 
Although large groups of participants were involved in this research, it was not 
possible to draw statistically solid conclusions on the influence of participant 
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characteristics in all our studies. Only a few conclusions could be drawn, for 
example that lower educated participants in the user page review study reported 
less problems and had more trouble formulating these in a clear way. Exploratory 
analyses in the concurrent think-aloud study showed that higher educated 
participants verbalized more explanations and motivations of their actions than 
lower educated participants, but no differences between education levels or age 
groups were found in the percentage of silences. More research is needed on the 
effects of participant characteristics on the processes and output of the different 
evaluation methods.  
 
Task selection 
In the introduction, I stated that the choice for tasks highly influences the 
outcomes of a study. Municipal websites may contain thousands of pages and it 
depends on the tasks which pages are visited and evaluated. Although there is a 
large variation in the content pages, parts of the website are also identical across 
tasks. The participants who performed tasks in the studies started on the same 
homepage, saw the same design and the same type of menus. How this menu is 
used and evaluated might depend partly on the task, but there is still some 
consistency. Besides the selection of parts of the website to be evaluated, the length 
and difficulty of tasks will also influence the results. In chapter 3 the results 
indicated that the task complexity in the think-aloud study increased participants’ 
cognitive load and as a result their abilities to verbalize thoughts during task 
performance. However, the studies did not focus specifically on the effects of task 
manipulations on the outcomes. The aim was to test all methods using the same 
tasks in order to adequately compare the methods’ processes and yields. Future 
research could further explore the influence of task construction. For example, 
variations in task complexity could be tested in order to better understand the 
extent to which complexity affects the processes and the outcomes of evaluations. 
 
Technical developments 
Internet technology is developing fast, which means that the usability evaluation 
practice now also differs from when I started this project in 2005. The studies in 
this thesis aimed to follow the actual developments, and used new techniques for 
the assessment of evaluation methods. However, there are also new technical 
developments that have not been fully explored in this thesis and that give rise to 
ideas for future research. Some potential research topics include: the optimal use of 
eye tracking, linking user opinions to actual behaviour, studying feedback tools in 
an online context, and the evaluation of tablets and apps. Below, each of these 
topics will be discussed briefly. 
 
In this thesis, eye tracking was used in combination with think-aloud protocols in 
different ways. First, in chapter 2 on concurrent think-aloud protocols eye tracking 
functioned as an observational method in order to increase our knowledge of users’ 
silences during their think-aloud process. In chapter 3, eye tracking was used in the 
recordings showed to the participants in one of the retrospective think-aloud 
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conditions. In these combinations eye tracking was a valuable addition that 
provided insights that increased the knowledge and understanding of the think-
aloud method. It would be useful, however, to also explore eye tracking as a 
method that independently detects user problems on a website. In order to make 
this possible, more information is needed on the relation between eye tracking 
patterns on the one hand, and user processes and potential problems on the other 
hand. Future research should focus on this relationship and aspire to create a 
model in which eye movements can be directly related to user problems. This 
relationship has, for example, been explored by Ehmke and Wilson (2007). 
 
Another development is the monitoring of online user behaviour. Information can 
be gathered concerning users’ interaction with a website using web analytics. This 
thesis did not include online measurement with web analytics. Future research on 
user-focused evaluation methods could focus on the merits and limitations of web 
analytics. A fruitful combination could be made with the online feedback tools, the 
user page reviews as well as the questionnaire. Users’ opinions could then be linked to 
their actual behaviour, which might provide useful information that can be used to 
increase the websites’ quality.  
 
Chapters 5 and 6 studied the users’ abilities to review website pages. The results 
showed that participants are able to provide useful feedback and that they 
comment on relevant issues that emerge from think-aloud evaluations. However, 
these feedback evaluations took place in a laboratory context. User page reviews 
probably work differently in online settings than in the laboratory setting that was 
studied. Little is known regarding the abilities and motivation of online users. 
Which types of users provide comments in an online context? What output do 
these online reviews generate and to what extent do they provide useful 
information? What are the merits and limitations of gathering feedback online? 
These questions should be examined in future research. User page reviews can provide 
useful information at relatively low costs. Hence, it is fruitful to further explore the 
possibilities of these types of methods.  
 
In this thesis, the evaluation methods were examined in the context of websites on 
computer screens. Document evaluation methodology was adapted for the use on 
websites, and new approaches were developed and further explored. The next step 
will be to develop and study methods that evaluate information that is presented on 
tablets or smartphones. With the rapid growth of technological developments, the 
possibilities for evaluation also evolve. For example, in the user page review 
evaluation, the fact that participants could point to the object of their feedback 
with arrows or lines was a new element. For many participants, especially the older 
ones, it was difficult to adequately use these marking functions. With the rise of 
tablet screens, pointing to these things has become easier and more common.  
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4. Important lines of future research 
Many new changes and challenges lie ahead of us in the field of usability evaluation 
research. I hope that the studies in this thesis serve as a useful basis for future 
research. In my opinion, the five most important issues that should be addressed in 
future research include: (1) the effects of participant characteristics on the 
evaluation processes and the output of different evaluation methods; (2) relevant 
user characteristics, besides age and education level, that influence users’ interaction 
with objects and the outcomes of an evaluation; (3) evaluations that combine 
online user behaviour with the online measurement of user opinions with 
questionnaires or user page reviews; (4) the relation between eye movements and user 
problems; (5) the assessment and development of methods that can be used for the 
evaluation of information presented on tablets or smartphones. 
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SAMENVATTING 
 

(SUMMARY IN DUTCH) 
 
 
1. Inleiding 
Er komt steeds meer informatie beschikbaar op internet en een steeds grotere 
groep mensen maakt gebruik van die informatie. Het is daarom belangrijker dan 
ooit om aandacht te besteden aan de evaluatie van de gebruiksvriendelijkheid van 
websites. Bezoekers van websites ervaren regelmatig problemen bij het zoeken naar 
informatie en het begrijpen en toepassen van die informatie. Het evalueren van een 
website kan belangrijke kennis opleveren over de obstakels van de doelgroep en de 
manier waarop deze opgelost kunnen worden.  
 Het onderzoek in dit proefschrift gaat over gebruikersgerichte methoden 
die voor de evaluatie van websites ingezet kunnen worden. De belangrijkste vraag 
is: op welke manieren kunnen we met deze evaluatiemethoden de 
gebruiksvriendelijkheid van websites meten en wat leren we via die methoden over 
de problemen van gebruikers? Dankzij nieuwe technische ontwikkelingen ontstaan 
er steeds meer manieren om websites onder gebruikers van de doelgroep te 
evalueren. In dit proefschrift gebruiken we nieuwe technieken om nieuwe 
methoden te ontwikkelen en om bestaande methoden uit te breiden en 
wetenschappelijk te valideren. Het doel is om meer inzicht te krijgen in de 
methodologie van het evalueren en zo bij te dragen aan een hoger niveau van 
evaluatieonderzoek in de praktijk. 

Het proefschrift bevat vijf studies naar gebruikersgerichte methoden, 
waarbij we een verdeling maken tussen methoden waarmee we opinies vragen en 
methoden waarmee  we proefpersonen taken laten uitvoeren. In twee studies is 
onderzoek gedaan naar evaluatiemethoden waarmee opinies verzameld worden: 
hoofdstuk 2 gaat over de ontwikkeling en validatie van de ‘Website Evaluation 
Questionnaire’, een vragenlijst voor informatieve websites en in hoofdstuk 5 staat 
een methode centraal waarbij proefpersonen gedetailleerde feedback geven op 
specifieke pagina’s. Daarnaast zijn er twee studies naar evaluaties tijdens het 
uitvoeren van taken. Hoofdstuk 3 behandelt de synchrone hardopdenkmethode, 
waarbij proefpersonen taken uitvoeren en tegelijkertijd hardop hun gedachten 
verwoorden en in hoofdstuk 4 worden twee varianten van de retrospectieve 
hardopdenkmethode onderzocht, waarbij proefpersonen eerst in stilte taken 
uitvoeren en achteraf hun gedachten verwoorden bij het terugkijken van een 
filmpje van hun handelingen. In hoofdstuk 6 wordt een vergelijking gemaakt tussen 
de twee typen methoden en wordt onderzocht in hoeverre de rol die proefpersonen 
krijgen toegekend (opinies geven of taken uitvoeren) invloed heeft op de 
evaluatieresultaten. Het materiaal  komt voort uit vier evaluaties van de websites 
van de gemeentes Amersfoort, Apeldoorn, Dordrecht en Nijmegen. In totaal 
hebben 1667 proefpersonen in de verschillende studies opinies geformuleerd of 
taken uitgevoerd. 
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2. Evalueren door het verzamelen van opinies  
De vragenlijst is een veelgebruikte methode voor het evalueren van websites. Met 
een vragenlijst kunnen oordelen van bezoekers verzameld worden op een relatief 
goedkope, snelle en gemakkelijke manier. Ook is de vragenlijst geschikt om te 
gebruiken als benchmark tussen verschillende websites of verschillende versies van 
een website. Veel vragenlijsten die in de praktijk gebruikt worden, zijn echter niet 
van optimale kwaliteit. Ze missen vaak een solide (statistische) onderbouwing van 
de keuze voor onderwerpen en vragen en ze meten niet altijd adequaat wat ze 
beogen te meten. We hebben daarom een nieuw instrument ontwikkeld dat 
gebruikt kan worden voor de evaluatie van informatieve websites: de Website 
Evaluation Questionnaire (WEQ). Met deze vragenlijst wordt de kwaliteit gemeten 
van de navigatie, de inhoud en het design van een website. De WEQ is getest op 
vier gemeentelijke websites in een laboratorium omgeving en online. De WEQ 
blijkt een valide en betrouwbaar instrument te zijn met duidelijk onderscheidbare 
dimensies die de kwaliteit van verschillende websites op een stabiele manier meten. 
Een vergelijking tussen de laboratorium en de online context liet zien dat het met 
een online meting moeilijker is om verschillen tussen websites aan het licht te 
brengen. Dit kan verklaard worden door de grote diversiteit van de ervaringen van 
gebruikers die online de vragenlijst invullen. Zij kunnen zeer uiteenlopende doelen 
hebben gehad en verschillende pagina’s hebben bezocht, terwijl de proefpersonen 
in het laboratorium aan vooraf vastgestelde taken werkten en hun opinies dus min 
of meer over dezelfde pagina’s gaven. Een andere mogelijke verklaring voor de 
verschillen is dat online gebruikers de vragenlijst wat globaler hebben ingevuld en 
vaker hun opinies gebaseerd hebben op een algemene indruk van de website. Dat is 
ook een nadeel van een evaluatie met vragenlijsten: meestal zijn de resultaten nogal 
globaal. Het is lastig om de oordelen te koppelen aan specifieke onderdelen van de 
website.  

Wie geïnteresseerd is in meer gedetailleerde opinies over de website kan 
bezoekers uitnodigen om feedback te geven op specifieke pagina’s. In de praktijk 
zijn steeds meer instrumenten in omloop die het mogelijk maken om oordelen van 
bezoekers te verzamelen. Er is echter discussie over de vraag in hoeverre gebruikers 
in staat zijn om zinvolle feedback te geven. Er zijn verschillende vaardigheden 
nodig voor het geven van feedback, zoals inzicht in het cognitieve proces, het 
toeschrijven van de ervaren problemen aan de website, en het formuleren van 
heldere feedback. De resultaten van ons onderzoek tonen aan dat gebruikers in 
staat zijn om goede feedback te geven wanneer ze duidelijke instructies krijgen en 
zich helemaal op de feedbacktaak kunnen richten. Een evaluatie met de 
feedbackmethode resulteert in een grote diversiteit aan problemen, wat het directe 
gevolg is van de sturing naar open commentaar op een lokaal niveau. Lager 
opgeleide proefpersonen formuleren minder problemen dan hoger opgeleiden en 
hun feedback is vaker onduidelijk. Feedbackmethoden in een online situatie zouden 
zo eenvoudig mogelijk gehouden moeten worden en er moet terughoudend 
worden omgegaan met extra vragen naar bijvoorbeeld de categorie van de 
feedback. Het lijkt moeilijk te zijn voor gebruikers om feedback te geven wanneer 
ze een zware cognitieve belasting ervaren. In een online context zullen daarom 
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vermoedelijk de mensen met de meeste problemen minder geneigd zijn om hun 
feedback te geven. Hiermee moet rekening worden gehouden bij de interpretatie 
van de resultaten.  
 
3. Evalueren door het uitvoeren van taken  
Het nadeel van het verzamelen van opinies is dat proefpersonen niet in een 
natuurlijke situatie zijn waarin ze taken uitvoeren op de website. Een andere 
mogelijkheid van evalueren is dan ook om proefpersonen taken uit te laten voeren 
en ze daarbij te laten vertellen wat er in hun hoofd omgaat. Bij een evaluatie met de 
synchrone hardopdenkmethode voeren proefpersonen taken uit op een website en 
verbaliseren ze tegelijkertijd de gedachten die ze hebben. Het achterliggende idee is 
dat op die manier inzicht wordt verkregen in de cognitieve processen en in de 
obstakels die proefpersonen op een website tegenkomen. Het is echter de vraag in 
hoeverre de hardopdenkmethode werkelijk nuttige inzichten oplevert. Eerder 
onderzoek liet zien dat mensen veel dingen verbaliseren die minder relevant lijken, 
ze lezen bijvoorbeeld hardop tekst voor van het scherm of zeggen wat ze allemaal 
aan het doen zijn. De handelingen die zo geverbaliseerd worden, kunnen ook 
eenvoudig geobserveerd worden door de oogbewegingen te registreren die tonen 
waar mensen precies naar kijken. Bovendien stoppen proefpersonen regelmatig met 
verbaliseren, juist op momenten dat er interessante dingen lijken te gebeuren. Door 
in een studie de hardopdenkmethode te combineren met oogbewegingsregistratie 
zijn we meer te weten gekomen over de waarde van deze methode. De resultaten 
laten zien dat proefpersonen naast verbalisaties over makkelijk observeerbare 
dingen, wel degelijk ook veel verbaliseren over problemen die niet geobserveerd 
kunnen worden via de oogbewegingen. Ze maken bijvoorbeeld opmerkingen over 
de kwaliteit van de website of over hun gevoelens of ervaringen in relatie tot de 
website. Er zijn echter ook momenten waarop proefpersonen niet verbaliseren en 
in stilte bezig zijn op de website, wat in dit onderzoek het geval was in gemiddeld 
27% van de taaktijd. Juist wanneer proefpersonen problemen ervaren, blijken 
zijmoeilijk hun gedachten te kunnen verwoorden. Sommige processen, zoals het 
scannen van een pagina, zijn lastig te verbaliseren. Tijdens die processen kunnen 
evaluatoren beter niet te veel uitnodigen tot hardopdenken, maar vooral gebruik 
maken van observaties van handelingen en/of oogbewegingen. 

Bij een evaluatie met de retrospectieve hardopdenkmethode voeren 
proefpersonen in stilte taken uit op een website en verbaliseren ze achteraf hun 
gedachten tijdens het bekijken van een opname van hun handelingen (de pagina’s 
waarop ze waren en hun muisbewegingen). De opname biedt proefpersonen echter 
niet altijd voldoende aanknopingspunten om zich hun gedachten te herinneren. Dit 
leidt ertoe dat proefpersonen achteraf niet al hun gedachten verbaliseren en dat ze 
stilvallen of gaan speculeren over wat ze dachten. Een mogelijke oplossing voor dit 
probleem is de proefpersoon de oogbewegingen te tonen, zodat hij ziet waar hij 
naar keek. De proefpersoon kan zich dan mogelijk beter herinneren wat hij dacht 
en dus beter zijn gedachten verbaliseren. In een studie hebben we onderzocht in 
hoeverre twee retrospectieve condities (met en zonder oogbewegingen in de 
opname achteraf) verschillen. We keken naar: het totaal aantal problemen dat wordt 
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gevonden, de manier waarop die problemen worden gevonden (via observatie, 
verbalisatie of een combinatie daarvan), het type problemen en de oordelen van de 
proefpersonen over de evaluatie. Tegen de verwachtingen in werden er geen 
verschillen gevonden tussen de twee retrospectieve condities Wel was er een klein 
verschil in de ervaringen van proefpersonen: mensen die hun oogbewegingen te 
zien kregen vonden het leuker om naar de opname te kijken. Ze waren echter niet 
positiever over het gemak van verbaliseren en het onthouden van wat ze gedaan 
hadden. Een verklaring voor het uitblijven van verschillen is dat de oogbewegingen 
vermoedelijk niet alleen als steun hebben gediend, maar ook als afleiding. Het bleek 
vrij confronterend voor proefpersonen om de snelheid van hun eigen 
oogbewegingen te zien. De toegevoegde waarde voor proefpersonen is in deze 
studie dus niet aangetoond. De waarde van oogbewegingen in retrospectieve 
condities zal vermoedelijk groter zijn in situaties waarin de proefleider met gerichte 
vragen aanzet tot hardop denken en daarbij profiteert van de gedetailleerde 
informatie uit de oogbewegingen. 
 
4. Vergelijking van rollen van proefpersonen  
In hoeverre heeft de rol die een proefpersoon tijdens de evaluatie krijgt toegekend 
invloed op het evaluatieproces en de uitkomsten van de evaluatie? In een studie 
vergeleken we de synchrone hardopdenkmethode waarin proefpersonen een 
gebruikersrol hebben, met de feedbackmethode waarin proefpersonen de rol van 
beoordelaar innemen. De evaluatie door proefpersonen met een beoordelaarsrol 
resulteerde in een hoger gemiddeld aantal probleemdetecties per persoon, wat 
verklaard kan worden door verschillende mechanismen in het evaluatieproces. De 
beoordelende proefpersonen werden minder cognitief belast omdat ze zich volledig 
op het beoordelen konden richten en geen moeilijke navigatietaak hoefden uit te 
voeren. Bovendien waren ze, meer dan de proefpersonen met een gebruikerstaak, 
geneigd om problemen te wijten aan de website en niet aan zichzelf.. Een 
gedetailleerde analyse liet zien dat de probleemdetecties van elkaar verschilden qua 
perspectief (oorzaak, gevolg of oplossing), de manier waarop ze gevonden werden 
(via observatie, verbalisatie of feedbackcommentaar) en qua niveau van abstractie 
(globaal of specifiek). In deze analyse bleek dat probleemdetecties die qua vorm 
van elkaar verschilden, toch vaak naar hetzelfde achterliggende probleem wezen. 
De beoordelende proefpersonen bleken goed in staat om de belangrijke problemen 
te voorspellen die de proefpersonen met de gebruikersrol ervoeren.  
 
5. Discussie  
De ambitie van dit onderzoek was niet om de beste methode aan te wijzen. De 
keuze van een methode is afhankelijk van het doel en de context waarin de 
evaluatie plaatsvindt. En dan zijn er nog allerlei meer specifieke keuzes die de 
opbrengst beïnvloeden, zoals de rol van de evaluator, de selectie van 
proefpersonen, de taken en de wijze van analyseren achteraf. Al die variatie maakt 
dat we eigenlijk niet kunnen spreken van de hardopdenkmethode of de vragenlijst. 
Om die reden kunnen we ook niet zeggen welke methode in welke situatie de beste 
is. Inzichten die dit onderzoek heeft opgeleverd kunnen gebruikt worden om 
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evaluaties met gebruikersgerichte methoden op een hoger niveau te brengen. 
Verder kan dit onderzoek dienen als wetenschappelijke basis voor studies naar 
nieuwe ontwikkelingen, zoals het evalueren van de kwaliteit van informatie op 
tablets of smartphones.  
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bedankt voor je grote betrokkenheid op werkgebied en op het persoonlijke vlak. 
Menno, bedankt voor je immer optimistische kijk op het proefschrift en het grote 
vertrouwen in een goede afloop.  
   
Paul van den Hoven, de gesprekken die we voerden, hebben geholpen om goed 
boven de materie te staan en op een andere manier na te denken over de vele 
keuzes die gemaakt moesten worden. Bedankt voor je verfrissende blik en je inzet 
in de beginfase van dit proefschrift. Huub van den Bergh, bedankt voor je 
onmisbare statistische hulp, maar ook voor je belangstelling voor het project en 
voor de vele dingen daarbuiten. Iris Mulders, Theo Veenker en Warmolt Tonckens, 
bedankt voor jullie technische hulp in het UiL-OTS lab. 
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Collega’s van de afdeling Taalbeheersing, jullie zijn heel belangrijk voor me. De 
Trans voelde twaalf jaar lang als een tweede thuis. De lijst met collega’s die mij 
dierbaar zijn, zou zo lang worden dat ik besloten heb om hier geen namen te 
noemen. Jullie weten het zelf wel! Bedankt voor jullie vriendschap, steun, kopjes 
thee, goede tips en de vele fijne gesprekken die we hebben gevoerd.  
   
Het was een groot plezier om tijdens dit onderzoeksproject samen te werken met 
studenten die zich verdiepten in een deelonderwerp van het onderzoek. Studenten, 
jullie enthousiasme en inzet waren voor mij een inspiratiebron, bedankt daarvoor! 
  
Het is geweldig om een lieve familie en veel fijne vrienden om mij heen te hebben. 
Pap en mam, bedankt dat jullie altijd achter me staan en altijd voor me klaar staan. 
Renske, het was heerlijk om jou dicht in de buurt te hebben en energie op te doen 
tijdens onze vele bekers ‘latte macchiato’ in de Domtuin. Het is fijn om jou als 
paranimf letterlijk en figuurlijk achter me te hebben staan. Daphne, mijn andere 
paranimf, ik wil je bedanken voor je onvoorwaardelijke vriendschap en steun. Je 
was er met kopjes thee en vele gesprekken, maar ook met raad en daad bij het 
werken aan dit proefschrift. Speciaal dank voor het Engelser maken van mijn 
Engels. 
   
Met drie lieve mannen thuis zijn proefschriftbeslommeringen altijd gauw weer op 
de achtergrond verdwenen. Benjamin, Rinke en Pieter, wat ben ik ontzettend blij 
met jullie! 
 


