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a b s t r a c t

Early research on response time modeling assumed that a test taker would show consistent response
time behavior, often referred to as working speed, over the course of a test. Such models may be un-
realistic for various reasons d a warm-up effect may cause a test taker to respond more slowly than
expected to the early items, fatigue may cause a test taker to respond more slowly than expected toward
the end of a test, or as time runs out the test taker may quickly guess the answers to the last items on a
test. To take these variations in working speed into account, mixture response time models have recently
been investigated. Until now, mixture response time models have only been applied for post hoc ana-
lyses. This research expands the use of these models by exploring their application in the context of the
assembly of individualized computer-based assessments (CBAs). Response time constraints are proba-
bilistic in nature. Stochastic programming was compared to three existing strategies for dealing with
probabilistic constraints. Stochastic programming proved to be a very suitable strategy for solving test
assembly problems with mixture response time models. Using stochastic programming, computer-based
tests could be assembled in such a way that response time information could be used to the fullest
extent.

© 2017 Elsevier Ltd. All rights reserved.
1. Introduction

With computerized test administration becoming increasingly
popular in educational measurement, more detailed information
regarding the response behavior of test takers is becoming avail-
able. Alongwith recording the endorsed or selected item responses,
test administration log files can also provide information about test
takers' response times, how they select or eliminate potential
response options, the order in which they answer items, and how
they utilize auxiliary materials. Even more detailed information,
such as individual mouse clicks and key strokes, is available for
analysis. Nevertheless, several difficulties must be overcome in
retrieving information from log file data (Greiff, Niepel, Scherer, &
Martin, 2016; OECD, 2015, Chap. 7). Further, it remains a chal-
lenging task to analyze and interpret the information (He & von
Davier, 2014; Timmers, Walraven, & Veldkamp, 2015).

Compared to other sources of information, analyzing response
times (RTs) is relatively straightforward to conduct. When only one
ldkamp).
item is administered at a time, log files provide accurate response
time information at the item level. In fact, there has been quite a
tradition in RT modeling (e.g., Hornke, 1997; Masters & Keeves,
1999; Schnipke & Scrams, 1997). RTs can provide information
about the average speed of working, the speededness of a test to-
ward the end, warm-up effects, and fatigue (Ackerman & Kanfer,
2009; Evans & Reilly, 1973; Lawrence, 1993; van der Linden,
2011). For example, long RTs at the beginning of a test, often in
combinationwith relativelymanymistakes, may be an indication of
a warm-up effect. Short RTs toward the end of a test, often in
combinationwith a high number of mistakes, are an indication that
the test might be speeded. Moreover, long RTs and relatively many
mistakes toward the end of the test might indicate fatigue.
Recently, Lee and Jia (2014) applied RTs to analyze test-taking
behavior in large-scale assessments.

RTs can also be used for item selection. Fan, Wang, Chang, and
Douglas (2012) introduced information per time unit as a new in-
dex for item selection in computerized adaptive testing (CAT).
When the total RT for a test is restricted, selecting items based on
maximum Fisher information might not be the most efficient
approach. Imagine an item bank where the most informative item
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provides 5% more information than any other item but is three
times more time consuming to answer. In that case, it might be
more economical to administer a larger number of items with
shorter RTs, which taken together provide more information than
the most informative item. RTs also reveal which items are more
sensitive to working speed than others (Marianti, Fox, Avetisyan, &
Veldkamp, 2014). Taking into account the sensitivity of items to
working speed can very useful in the test development process; for
example, in helping to prevent situations where some test takers
might run out of time while others are able to demonstrate their
ability and finish the test without time pressure. Recently,
Finkelman, Kim, Weissman, and Cook (2014) published a paper on
item selection for cognitive diagnostic models and CAT inwhich RTs
were taken into account.

Finally, RTs have been used to identify aberrant response
behavior such as cheating (van der Linden & van Krimpen-Stoop,
2003). Very short RTs combined with correct answers to rela-
tively difficulty items by low or average ability test takers, for
example, are generally seen as a strong indication of cheating. van
der Linden and Guo (2008) mention three reasons why RTs are a
strong source of information about aberrant response behavior: (a)
they are very suitable for statistical testing because they are
continuous variables; (b) in CAT, it remains possible to distinguish
likely from unlikely RT patterns; and (c) even when test takers try
to simulate realistic RTs, it is almost impossible for them to find out
what a typical RT pattern would be at their ability level. Several
checks (Levine & Rubin, 1979; van der Linden & Guo, 2008) have
been proposed to test for aberrant RTs.

Various RT models have been presented in the literature. Some
RT models have been presented that only focus on the RTs, without
taking the correctness of the response into account (e.g., Maris,
1993; Schnipke & Scrams, 1997). Another category of models fo-
cuses on both RTs and accuracy. van der Linden (2006); van der
Linden (2007) introduced a hierarchical framework for modeling
both speed and accuracy concurrently. In this framework, a normal
ogive model is formulated for dealing with the responses, a
lognormal model is chosen for the RTs, and a bivariate normal
distribution is chosen tomodel the joint distribution of both person
and item parameters.

One practical concern is how to apply RT models to operational
computer-based assessments, particularly for individualized test
assembly such as multi-stage testing, computerized adaptive
testing, or when individual linear test forms are assembled on-the-
fly for every candidate, without knowing a candidate's proficiency
in advance. Fan et al. (2012), van der Linden, Scrams, and Schnipke
(1999), van der Linden (2011), and Veldkamp (2016) proposed
different models to take RTs into account during test assembly.
They illustrated how RTs could be used to adapt item selection to
the working speed of the candidates in order to avoid speededness
issues towards the end of the test. All these papers assume a uni-
form working speed for the candidates. More recently, mixture or
dynamic RT models have been introduced to relax the requirement
of a uniform working speed (Fox, 2014; Marianti, Avetysian, Fox, &
Veldkamp, 2014; Molenaar & de Boeck, 2014), and while the
development of such models is still in its infancy, the models fit the
data well and have enabled researchers to interpret the observed
response behavior.

Until now, mixture RT models have only been applied for post
hoc analyses. A reasonable next step would be to use them during
test development or during test administration. For example, when
pretesting or prior experience has indicated that a significant
number of test takers have shown differential speed behavior due
to warm-up effects, speededness toward the end of the test, or
fatigue, such factors might be taken into account in test develop-
ment. Another example relates to CAT, where the application of
mixture RT models might reveal aberrant test-taker behavior. If
cheating is suspected, immediate actions might be taken for the
remaining administered items, for example, by selecting items from
a secret back-up pool of previously non-administered items that
have been put aside for such situations.

Oneway to applymixture RTmodels to test development would
be to calibrate items with a mixture RT model beforehand. When
the items are selected from a calibrated item bank, the RTs can be
analyzed during testing. Such a procedure would be comparable to
a regular multi-stage test or a computerized adaptive test, where a
test taker's ability is estimated during testing, and the estimated
ability is used to make decisions about administering the subse-
quent items. Application of mixture RT models in the assembly of
individualized computer-based assessments (CBAs) would enable a
testing procedure that uses response times information to the
fullest extent.

Incorporating mixture RT models in test assembly introduces
some complexity. Mixture RT models can't be used in the assembly
of CBAs straightforwardly, since the models distinguish several
latent classes of response times behavior and it is unknown in
advance towhich class the response behavior of a specific test taker
belongs or how the response behavior of a group of test takers is
distributed over these classes. This paper studies various strategies
to assemble CBAs in the case of mixture RT models. Stochastic
programming is introduced as a new strategy for dealing with
mixture RT models in CBA assembly and the performance of sto-
chastic programming is compared to the existing strategies in a
simulation study.

First, an overview of response time models is provided.
Following this overview is a discussion of mixture models, which
then leads into the presentation of mixture response time models.
A model for the assembly of CBAs in the case of a mixture RT model
is presented next. Three existing strategies for solving the test as-
sembly model are described, and stochastic programming is
introduced for solving the test assembly models with uncertainty
in the constraints. In a simulation study based on an operational
CBA, application of the strategies is illustrated and evaluated.
Recommendations about its use are given. Finally, a generalization
of these techniques to more general test assembly problems is
discussed.

2. Response time models

Response times typically have a positive skewed distribution,
with response times (RTs) truncated at zero, since negative
response times are not possible. Most test takers' RTs will be
located in the vicinity of the mode, and a minority of the test takers
might have much higher response times. To model this distribution
effectively, a lognormal response timemodel is applied. This means
that the logarithm of the response times is assumed to be normally
distributed. In the lognormal model, the RT distribution can be
characterized by the working speed parameter2p, a time-intensity
parameter li; and a time-discrimination parameter fi, where p in-
dexes persons and i indexes items. For a given person p, the
working speed is assumed to be constant during the test. The time-
intensity parameter is a measure of the time needed to complete
the item, and the time-discrimination parameter is a measure of
the sensitivity of the item to differences in working speed between
test takers. Since the response behavior might vary due to
distraction, fatigue, or other causes, and because these deviations
are assumed to be independent of working speed, a normally
distributed measurement error component is added to the model,
with mean equal to zero and variance equal to s2i : When the
observed RTs of person p to item i are denoted by Tip, the lognormal
RT model can be formulated as
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This formulation of the lognormal RT model deviates slightly
from the model in van der Linden (2006), since a time-
discrimination parameter is added. Besides, this model parame-
terizes the time-discrimination slightly differently from van der
Linden (2009), who introduced 1=si as time discrimination
(Marianti et al., 2014).

van der Linden (2007) proposed a hierarchical framework for
modeling both the probability of response correctness and RTs
concurrently. In this framework, a normal ogive model is applied for
modeling correctness and a lognormal model for RTs. To model the
joint distribution of both person and item parameters, a bivariate
normal distribution is assumed. Bayesian estimation procedures can
be applied to estimate the models. Technical details about the
Markov Chain Monte Carlo (MCMC) methods, the specifications of
prior distributions for the parameters, and the full conditional dis-
tributions of the model parameters can be found in Fox, Klein
Entink, and van der Linden (2007), Klein Entink, Fox, and van der
Linden (2009), and van der Linden (2006); van der Linden (2007).

One of the assumptions in van der Linden's model is that test
takers work at uniform speed during test administration (van der
Linden, 2009). In practice this assumption might not hold, since
test takers might need to warm up or they might get tired during
test administration. Marianti et al. (2014), Molenaar and de Boeck
(2014), and Fox (2014) proposed using a mixture of response
models or a more dynamic RT model to describe the RT behavior of
the test takers. They assumed that the working speed of a test taker
varies during the test, and that it is related to, for example, test-
taking strategy or varying circumstances. Marianti et al. (2014)
presented an example where some test takers showed aberrant
response behavior. Molenaar and de Boeck (2014) studied the case
where test takers used different more or less efficient strategies for
solving the items, alternating among various strategies during the
test (see Partchev & De Boeck, 2012). Finally, Fox (2014) introduced
a dynamic model that accounted for the behavior where test takers
increased or decreased their working speed during test adminis-
tration. The next section discusses mixture models more generally,
followed by a section discussing mixture RT models.
3. Mixture models

Mixture models have been applied in both educational and
psychological measurement to account for different response
behavior by various groups of respondents in the population
(Hancock & Samuelsen, 2008). These groups are also referred to as
latent classes, since it cannot be observed directly to which class a
respondent belongs. Statistical methods have to be applied to
identify these classes, where respondents in one latent class behave
more alike than respondents from different classes. Several exam-
ples can be found in the literature. Mixture IRT models have been
applied for explanatory DIF analysis by Cohen and Bolt (2005) and
by Cho and Cohen (2010). Egberink, Meijer, and Veldkamp (2010)
applied mixture IRT modeling to a Conscientiousness scale and
found that this construct is qualitatively different for different
groups of respondents, which influenced their response style. The
software packagesMplus (Muth�en&Muth�en, 2012, p. 5) and Latent
Gold (Vermunt & Magidson, 2013) are generally applied for the
analysis of mixture models.
3.1. Mixture response time models

In mixture RT models, a multicomponent distribution can be
defined to account for the differences in the RT behavior of various
classes of test takers. Several examples of mixture RT modeling can
be found in the literature.

3.1.1. Between-subjects latent class model
Marianti et al. (2014) describe a distinction between a class of

test takers who behave according to the RTmodel and a class of test
takers with aberrant behavior. For this mixture RT model, it holds
that the response behavior of the test takers can be classified into a
number of latent classes A0,…, AK ;where the classes Ak; k ¼ 0,…,K
are mutually exclusive and exhaustive. The probability of a person
p's membership in a latent class Ak is known and denoted as
Pðp2AkÞ, a person can only be amember of one class, and the actual
membership is a priori unknown.

According to the specifications of the mixture distribution, the
RTs can be modeled as

P
�
Tip ¼ tipjzp; li;fi; s

2
i

�
¼
X
k

P
�
Tip

¼ tipjzðkÞp ; l
ðkÞ
i ;f

ðkÞ
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ðkÞ2
i ;Ak

�
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where for each class k a lognormal RT model (see Equation (1)) is
estimated, and zðkÞp ; l

ðkÞ
i ;f

ðkÞ
i ; and s

ðkÞ
i are the respective person and

item parameters for the RT model of latent class k. It is even
possible that different model formulations can be used for the
various classes. For example, in Marianti et al. (2014), a lognormal
RTmodel is used to describe the behavior of latent class A0; because
that class represents regular behavior, and the RT model for latent
class A1 is a generic probability model, since it describes all possible
aberrant RT behaviors.

3.1.2. Within-subjects latent class model
Molenaar and de Boeck (2014) chose a rather different approach.

First, they assumed that the lognormal RT model in (1) can be used
to describe the RTs. Then, they distinguished between fast and slow
response behavior, where a test taker is allowed to alternate be-
tween fast and slow response behavior depending on whether the
test taker behaves according to his or her fast ability qðf Þp or slow
ability qðsÞp . In contrast, in Marianti et al. (2014), test takers can only
be a member of one class, each individual response is assigned to
one of two classes, and class membership is a priori unknown. For
each of the abilities in the approach of Molenaar and De Boeck, a
separate measurement model can be defined:

logit
h
PiðXip ¼ 1

���qðsÞp

i
¼ aðsÞi

�
qðsÞp � bðsÞi

�
; (3)

and

logit
h
PiðXip ¼ 1

���qðf Þp

i
¼ aðf Þi

�
qðf Þp � bðf Þi

�
; (4)

where aðsÞi and aðf Þi denote the respective discrimination parame-
ters, and bðsÞi and bðf Þi denote the respective difficulty parameters.
The probability of a correct response can now be modeled as

P
�
Xip ¼ 1

���qðsÞp ; qðf Þp

�
¼ pipP

�
Xip ¼ 1

���qðsÞp

�
þ �1� pip

�
P
�
Xip

¼ 1
���qðf Þp

�
; (5)

where pip denotes the probability that the test taker p answers item
i using slow response behavior. In this model, the probabilities pip
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are made dependent on the RTs, while accounting for the main
effects of items and persons on the RT distribution. Using the Block
Design subtest from the Wechsler Intelligence Scale for Children IV
(WISC-IV;Wechsler, 2003), and after imposing some restrictions on
the parameters to prevent identification problems, Molenaar and
de Boeck (2014) were able to explain the observed differences be-
tween the fast and slow responses of individual test takers.

3.1.3. Dynamic Factor Model
The Dynamic Factor Model for stochastic speed processes is

described in Fox (2014). In this model, a test is assumed to consist of
a number of blocks of items, each block having its own average
block working speed. Items in a block can be consecutive or spread
out over the test. Depending on the underlying correlation between
block speeds, they define a specific speed trajectory over blocks. In
this way, RT models can account for variable working speed pro-
cesses. For example, test takers may increase their working speed
during a test when they run out of time toward the end of the test,
or they may decrease it and work more slowly toward the end of
the test due to fatigue. The main advantage of the Dynamic Factor
Model is its flexibility in dealing with different kinds of nonsta-
tionary or stationary RT behavior of the test takers.

3.2. Implications of mixture RT modeling

In each of the examples above, researchers proposed using a
more flexible RTmodel to investigate potential heterogeneity in the
working speed of the test takers. The mixture RT models allowed
for the investigation of groups of test takers who showed different
speed behavior over the course of a test. Application of mixture RT
models to real datasets has not only led to more precise measure-
ment, but also enabled researchers to interpret the observed RTs.

4. Test assembly

This section discusses how to assemble tests when mixture RT
models have been used to calibrate an item bank. First a general
model for test assembly is presented. The modifications that are
needed to apply mixture RT models are then described and the
implications for automated test assembly discussed.

In automated test assembly (ATA), 0e1 linear programming
methods are generally applied for item selection. van der Linden
(2005) presented a general 0e1 LP model for the assembly of
linear test forms. In this model, test specifications are modeled as
constraints, and the objective function represents one of the attri-
butes of the test that must be optimized in test development. The
constraints of the model can be categorized as categorical, quan-
titative, or logical. Categorical constraints concern attributes of the
items that categorize the item bank, such as content classification
of the items or item type. Quantitative constraints concern attri-
butes that have quantitative values, such as word count; RT con-
straints fall under this class of specifications. Finally, logical
constraints deal with dependences between pairs or groups of
items, such as sets containing enemy pairs, where one item pro-
vides clues for solving the other item, or item sets where multiple
items are related to the same stimulus. Themost common objective
functions are maximization of test information, minimization of
the deviation between the test information function and a pre-
specified target, and minimization of the number of items.

Let i ¼ 1; :::; I be an index for the items in the bank, xi represent
whether item i is selected or not, IiðqpÞ be the amount of informa-
tion provided by item i for person pwith ability level qp, c ¼ 1; :::;C
be an index for the categories, bcc be the maximum number of
items that can be selected for category c, qi denote the contribution
of item i to quantitative attribute q ¼ 1; :::;Q , bqq be the upper
bound for attribute q, e ¼ 1; :::; E be an index for the various logical
constraints, and bee be the maximum number of items to be
selected for this group. For example, for an enemy constraint about
two or more items that contain clues about each other such that
only one of them can be selected for a specific test, this number is
equal to one; for item sets, it is equal to the maximum number of
items that can be selected from an item set. The model can now be
formulated as:

max
XI
i¼1

Ii
�
qp
�
xi (6)

subject to

X
i2C

xi � bcc; c ¼ 1; ::;C; (7)

XI
i¼1

qixi � bqq; q ¼ 1; ::;Q ; (8)

X
i2Se

xi � bee; e ¼ 1; ::; E; (9)

xi2f0;1g: (10)

This can be seen as a general formulation of a test assembly
model, since any minimization of the objective function can be
reformulated as a maximizing the negative of the original objective
function. Besides, any lower bound can be reformulated as an upper
bound by adding negative signs to both sides of the constraints.
Finally, equality constraints can also be formulated as upper bound
constraints, since 0 ¼0 implies that both 0 �0 and 0 �0 hold. This
general test assembly model can easily be modified and extended
to be applicable for the assembly of multistage tests, computerized
adaptive tests with constraints, tests measuring multiple traits,
mastery tests, or even test batteries. For an overview of test as-
sembly models, see van der Linden (2005).
4.1. Response time model constraints

Specifications related to RTs can be formulated to ensure that
test takers can finish the test within the allotted time. Since
working speed varies over candidates and some candidates have a
tendency to postpone responding to a question and to wait for
some insight to occur when they don't know the correct answer,
most testing agencies apply specifications such as (a) 100% of the
test takers must be able to respond to 90% of the items, or (b) 85% of
the test takers must be able to respond to all of the items. In
addition, testing agencies might want to help prevent situations
where some test takers might run out of time while others are able
to demonstrate their ability and finish the test without time pres-
sure This might be an issue, for example, in CAT or multistage
testing, where more capable test takers have to respond to more
difficult, and often more time-intensive, items (van der Linden,
2006).

In automated test assembly, RTconstraints are modeled in terms
of expected RTs. The exact RTof a test taker is unknown beforehand,
but the expected RT can be calculated using the modeled distri-
bution for a test taker's RTs. For the lognormal RT model, using the
parameterization in (1), the expected RT for item i of a test taker
with working speed 2p is equal to
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E
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tipjzP

� ¼ exp fi

 
li � zp þ

s2i
2

!
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Let E½Tip� denote the expected RT for item i and test taker p; and
let Tmax be an upper bound for the available time. A generic
formulation for RT constraints would be:

XI
i¼1

E
�
Tip
	
xi � Tmax: (12)

In this formulation, the RT constraint holds for test takers p. By
varying either the percentage of test takers or the percentage of
items for which this constraint holds, this generic constraint can be
applied to model most of the RT specifications encountered in
practice.

The assembly of CATs can be seen as solving a series of linear test
assembly problems when the shadow test approach (van der
Linden & Reese, 1998) is applied. For formulating generic RT con-
straints in CAT or multistage testing, see Appendix A.

4.2. Mixture response time model constraints

When mixture RT models are applied, formulation of RT con-
straints becomes slightly more complicated. Instead of one
lognormal RT model that holds for all test takers, a mixture of
models must be taken into account. The expected RT E½Tip� can now
be calculated as:

E
�
tipj2ð1Þp ;…; 2

ðKÞ
p

�
¼
X
k

exp f
ðkÞ
i

 
l
ðkÞ
i � zðkÞp þ s

ðkÞ2
i
2

!
Pðp2AkÞ:

(13)

This implies that, instead of a single RT constraint, a mixture of
RT constraints is defined:

XI
i¼1

"X
k

exp f
ðkÞ
i

 
l
ðkÞ
i � zðkÞp þ s

ðkÞ2
i
2

!
Pðp2AkÞ

#
xi � Tmax: (14)

Unfortunately, these probabilistic constraints cannot be handled
by regular 0e1 LP methods directly, since these methods have been
developed to deal with deterministic objective functions and con-
straints, which are linear functions of the decision variables xi. As a
consequence, alternative test assembly methods must be applied.

Several strategies for dealing with probabilistic optimization
problems are available (Birge & Louveaux, 1997). First of all, a
probabilistic mixture RT constraint can be reformulated into a
deterministic one by using the average expected RT over all classes.
The resulting constraint can now be formulated as:

XI
i¼1

ave
�
E
�
Tip
	�
xi � Tmax: (15)

where aveðE½Tip�Þ denotes the average expected RT for person p to
item i over all RT classes Ak. A drawback of this strategy is that a
violation of probabilistic constraints is accepted for part of the
population. To prevent these violations, a much more conservative
reformulation of the model can be applied. The probabilistic
constraint can be replaced by a series of deterministic constraints:

XI
i¼1

exp f
ðkÞ
i

 
l
ðkÞ
i � zðkÞp þ s

ðkÞ2
i
2

!
xi � Tmax; ck: (16)

Unfortunately, one needs k times as many constraints in this
approach. Besides, since the RT classes don't overlap, this strategy
would severely over-constrain the problem. Finally, Bertsimas and
Sim (2003) proposed robust optimization. They argued that
maximum uncertainty only impacts a final solution of any opti-
mization problem for a limited number of items. In this method, a
model with uncertainty in it is reformulated into a series of
deterministic optimization problems.

Veldkamp (2013) described the application of robust optimiza-
tion to automated test assembly problems. In robust optimization,
the average expected RTs E½Tip�, the maximum expected RT over all

classes E½Tip�max, and the differences di between them must be
calculated first for each item. Then, the items must be ranked based
on their contribution to the objective function (6). Let G be the
number of items for which uncertainty affects the solution. For
most test assembly problems G can be set equal to 40% of the test
length. Next, a series of l optimization problems, where
l ¼ 1; :::; test length must be solved. In these problems, the
following RT constraint is imposed:

XI
i¼1

ave
�
E
�
Tip
	�
xi þ

"XI
i¼1

�
di � d*i

�
xi þ Gd*l

#
� Tmax (17)

where d*l ¼ mini< lfdig: Finally, the best solution of these l prob-
lems is chosen. Even though the uncertainties in the model are
taken into account during optimization, a solution that is too
conservative is prevented. The only drawback of this strategy is that
a series of l optimization problems must be solved instead of one.
For a detailed description and an analysis of the performance, the
reader is referred to Bertsimas and Sim (2003).

What all of these strategies have in common is that they refor-
mulate the model such that standard 0e1 LP software can be
applied for solving the problem. However, reformulating the model
comes at a cost. The final solution either violates the constraints, is
far too conservative, or is far more time consuming to obtain. In the
next section, stochastic programming is introduced for dealing
with mixture RT constraints.

5. Stochastic programming

Stochastic linear programming deals with problems with
random constraints (Klein Haneveld & van der Vlerk, 2006):

max
XI
i¼1

cixi (18)

such that

XI
i¼1

TðuÞixi � hðuÞ; cu2U; (19)

XI
i¼1

aijxi � bj; (20)

xi2f0;1g; i ¼ 1; :::; I; (21)

where the actual value of u (where u might refer to, for example,
the RT class to which the test taker belongs), is unknown. Only
probabilistic information about u is available; that is, we assume
that the distribution of u is given, and that U represents the set of
all possible values. This model must be interpreted in the following
way. In the first stage, wemust decide on the first-stage variables xi;
without any information about the realization of u available.
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However, this solution will often be infeasible with respect to the
second-stage specifications in (19) (Klein Haneveld& van der Vlerk,
1999). In our simulation study, settings from an operational
computerized high-stakes test are used, where for each test taker a
new linear test form is assembled from an item bank. These test
forms have to meet a set of test specifications. For this test, a
mixture RT model as described in (2) can be applied, and the total
testing time is restricted.When the test is assembled, the RT classes
to which the test taker belongs is unknown. So although u is un-
known, we do have a distribution of class membership for the
whole population of test takers. In the first stage, we have to decide
on variables xi; denoting whether item i is selected for the test or
not, without any information about the RT class membership of the
individual test taker. Note: Since the total test time is identical for
all test takers, u only plays a role in the left-hand side of (19) for the
example in the simulation study.

Two classical strategies for dealing with stochastic program-
ming problems are available:

1. Penalty costs are assigned to violations of the constraints in (19).
In this strategy, the objective function of the model in (18) is
extended with a penalty function consisting of an expected
violation of the probabilistic constraint multiplied by a cost
parameter. Recourse actions are then taken to compensate for
the infeasibility. Therefore, such strategies are also referred to as
recourse models (Birge & Louveaux, 1997).

2. The second strategy is to specify a model with chance constraints
(see also Birge & Louveaux, 1997). In these constraints, the
probability that any of the constraints in (19) is violated is
restricted:

P

 XI
i¼1

TðuÞixi >hðuÞ
!

� a; (22)

where a limits the probability of a violation. Imposing these con-
straints can be interpreted as accepting a solution to the problem in
(18) through (21) as long as the solution is not too risky.

The second strategy seemsmore appropriate to apply tomixture
RT modeling. As was also mentioned in the introduction section, RT
specifications are often formulated relative to the population.
Generally, the maximum amount of time to finish a test is limited
for practical reasons. Within this time limit, a pre-specified per-
centage of test takers must be able to complete the whole test. At
the individual level, this means that the probability of not finishing
the test in time must be limited, which is exactly what chance
constraints intend to model. When this strategy is applied in the
context of test assembly with a mixture response times model,
TðuÞi indicates the average response time for a person in class u to
item i, and hðuÞ refers to the time limit for a person in class u. In
case of identical time limits for all classes, it holds that hðuÞ ¼ Tmax.

The introduction of chance constraints to an optimizationmodel
introduces some technical difficulties. Chance constraints are
nonconvex in general, especially when u is discrete in nature,
which is the case in mixture RT modeling where u refers to class
membership, and classes are assumed to be mutually exclusive and
exhaustive. Therefore, Klein Haneveld and van der Vlerk (2006)
proposed modeling them as integrated chance constraints, where
the uncertainty in u is integrated out of the constraint:

E

"XI
i¼1

TðuÞixi � hðuÞ � 0

#
� b; (23)

where b represents the largest acceptable expected violation, and it
is specified a priori by the test developer. Given that RT
distributions are known for the various classes, values for b can be
derived. For cases where the RT distribution for one of the classes is
unspecified (Marianti et al., 2014), a decision must be made as to
whether and how a bound should be imposed.

The integrated chance constraints strategy to stochastic pro-
gramming has a similar functional form as the average expected RT
constraints strategy in (15) for dealing with the mixture of RT con-
straints in (14).When the largest acceptable expected violation is set
equal to b ¼ 0; they are even identical. It should be noted however,
that both strategies come from entirely different perspectives. The
average expected RT constraints strategy in (15) is formulated in
such a way that the average candidate in a population is expected to
meet the time limits, whereas the integrated chance constraint al-
lows possible violation of the time limit at the individual level, since
it is unknown to which RT class the candidate belongs.

6. Simulation study

Two simulation studies were carried out to illustrate the use of
stochastic programming, and to test whether and when stochastic
programming would be beneficial in automated test assembly. Real
items from a Basic Safety Exam (BSE) were used to generate the
item bank. This exam consists of 40 knowledge items, and it is
obligatory for all personnel of petrochemical factories in the
Netherlands. Annually, thousands of test takers participate in this
exam. The exam is administered both on paper and digitally, so
detailed information about actual RTs is available. In the digital
environment, an individual linear test form is assembled for each
candidate using stratified random sampling from an item bank of
1700 items to prevent cheating. This means that in BSE adminis-
tration, individual linear test forms are assembled on-the-fly for
every candidate. These test forms are non-adaptive, since they are
assembled prior to administration and hence no information about
examinee performance is available. Independence between ability
and speed is assumed. The R package LNIRT (Marianti, 2015) was
used to estimate the RTmodel parameters. TheMIRT package (Glas,
2010) was used to calibrate the IRT parameters using a two-
parameter logistic model. We were not allowed to publish the
real item parameters for this test, but based on the real item
parameter estimates and their distributions, we simulated a pool of
640 items. The test is administered in over ten different languages,
and each test taker can take the test in his/her mother tongue. The
item parameters of these versions are more or less comparable (in
the exam they are assumed to be equal for all languages), but some
of the languages are more time-intensive than others. Therefore we
simulated parameters for a mixture RT model where we distin-
guished between a fast (85% of the population) and a slow (15% of
the population) working speed. We used the same item parameters
for both classes, a2½0:29;1:12� and b2½�2:60;�0:48�; and a
different RT parameter for fast response behavior,ff2½0:66;1:42�
and lf2½3:02;3:69�, and for slow response behavior,fs2½0:67;1:41�
and ls2½3:4;3:91�. For a distribution of both the item and the RT
parameters, see Fig. 1. Note that both simulation studies employed
the same item bank.

6.1. Settings and results of the studies

The settings of the studies were based on those of the BSE. Test
length was set equal to 40 items, and the maximum expected RT
was set equal to 1200 s. For an operational BSE consisting of 40
items, it turned out that slow test takers needed on average 400 s
more than fast test takers (1550 s compared to 1150 s). As a
consequence, most of the fast test takers and only few of the slow
test takers were expected to meet this time limit. Test information
was maximized for q2f � 2;�1:5; :::; 2g A maximin approach (van



Fig. 1. Item and RT parameters of the simulated item bank.
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der Linden & Boekkooi-Timminga, 1989) was applied to formulate
the test assemblymodel. With this approach, the objective function
of the test assembly problem can be formulated as:

max min
qp2f�2;�1:5;:::;2g

XI
i¼1

Ii
�
qp
�
xi: (24)

No weighting of various ability points was used. Software R
(CRAN, 2014) with the lpsolve package (version 5.6.13) was used in
this simulation study for all simulation conditions.
6.2. Study 1

In the first simulation study, the stochastic programming
strategy was illustrated. In this method, the largest acceptable ex-
pected violation parameter b had to be defined. Unfortunately,
there is no analytical method available for selecting this parameter.
In this simulation study, several values of b were implemented.

First of all, a lower bound for the b parameter can be found by
noticing that b ¼ 0 implies that no violation is allowed. An upper
bound for b can be identified as well. As was already mentioned in
the settings of the study, slow test takers on average needed 400 s
more than fast test takers, therefore b ¼ 400 implies that evenmost
of the slow test takers would be expected to meet the time limit
constraints. As a result, reasonable values for the b parameter were
expected to be in the interval b2½0;400�, in this example. Since the
15% of the test takers were in the slow category, b ¼ 60 (15% of 400)
seemed to be a reasonable value for b. For illustrative purposes, a
slightly stricter b ¼ 30 and a less strict value of b ¼ 200 were
implemented as well. Finally, for larger b values, for example
b ¼ 1000, the time limit constraint does not affect item selection
anymore. This value was added as a yardstick.

6.2.1. Results from study 1
The resulting test information functions are shown in Fig. 2. The

maximin objective function in (24) maximized the minimum value
of the test information function over allq2f � 2;�1:5; :::;2g. For this
data set, the minimum values of the information function over this
interval were obtained for q¼ 2. At this ability level, for the condition
with b ¼ 0, where no violation of the time limit was allowed, test
information at q ¼ 2 was at its minimum compared to other settings
for b (see Fig. 2). By increasing the largest acceptable expected
violation parameter b, the values of the resulting test information
function at q ¼ 2 also increased. Finally, for (b ¼ 200), (b ¼ 400), and
(b ¼ 1000), the test assembly process resulted in identical test in-
formation functions. Closer examination of the results revealed that
the resulting tests for the conditions where b � 200 consisted of the
same items. Item overlap between test forms resulting from various
settings for the b parameter are shown in Table 1.

6.3. Study 2

In order to judge the attributed value of stochastic program-
ming, a test was assembled using various strategies. The RT
constraint for a mixed RT model distinguishing two classes of re-
sponses was modeled either based on average expected RTs (see
Equation (15)), via a series of deterministic constraints, see Equa-
tion (16), as a robust optimization problem, see Equation (17), or by
using stochastic programming. Given the settings of this study and
the difference in time intensity between both classes of test takers,
parameter b in Equation (23) was set equal to 60.

6.3.1. Results from study 2
The resulting test information functions for Study 2 are shown

in Fig. 3. For q2f � 2;�1:5; :::;2g, the minimum test information
wasmaximized.With this implementation of themaximinmethod,
the ability value q ¼ 2 turns out to be most critical with respect to
the maximin objective function. This is in line with our expecta-
tions, because the item bank was designed to provide a lot of in-
formation at the lower ability values. As a consequence, the items
are not very informative at the higher ability values. Maximizing
the minimum amount of information over q2f � 2;�1:5; :::; 2g,
therefore tends to focus at the high ability levels. With respect to
the various strategies, it can be seen that the second strategy, where
the probabilistic constraint is replaced by a series of deterministic
constraints, is much more conservative than the others. The robust
ATA strategy is slightly more conservative than the strategy based
on expected RTs. The stochastic programming strategy provides the
most informative test with respect to the maximin objective
function, in this example.

Besides comparing the strategies with respect to the test in-
formation curves, the item overlap between various test assembly
strategies was also calculated. The resulting overlap can be found in
Table 2. As can be seen, the overlap in items between the second



Fig. 2. Test information function for various implementations of stochastic programming (b ¼ 0) solid, (b ¼ 30) large dashes, (b ¼ 60) medium dashes, (b ¼ 200), (b ¼ 400), and
(b ¼ 1000) small dashes.

Table 1
Overlapping number of items for various values of the b parameter.

b parameter 0 30 60 200 400 1000

0 35 32 32 32 32
30 37 35 35 35
60 37 37 37
200 40 40
400 40
1000

Table 2
Overlapping number of items for various test assembly strategies.

Strategy Series of Constraints Robust ATA Stochastic

Expected RT 8 32 34
Series of Constraints 10 5
Robust ATA 27
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strategy (where the probabilistic constraint is replaced by two
deterministic constraints) and the other strategies is very small.
The test resulting from this strategy differs from all the other tests
by more than 75% of the items. The difference between the other
strategies is smaller. For example, tests assembled with the sto-
chastic programming strategy and the expected RT strategy have 34
of 40 items in common. Differences between the robust ATA
strategy and the stochastic programming strategy are larger: they
only have 27 of 40 items in common.
7. Discussion

Computer-based assessments provide log files that may reveal
Fig. 3. Test information function for the various strategies: expected RTs (dotted), series o
more detailed information about the behavior of the test taker
during test administration. In this paper, we focus on response time
data. This kind of data could provide information about the average
speed of working, about whether the test taker speeded up towards
the end of the test, about warm-up effects, or about fatigue.
Moreover, it could reveal information about whether the candidate
was working at a stable speed or when different groups of test
takers show different types of response behavior. The purpose of
this research was to take variations in working speed into account
and to introduce a new method for dealing with mixture RT con-
straints in automated test assembly. Mixture RT constraints fall
under the category of probabilistic constraints. During test as-
sembly, the distributions of the item parameters are known, but, at
the individual level, the RT parameters depend on the class mem-
bership of the test taker, which is a priori unknown. Nowadays, 0e1
f constraints (line), robust ATA (short dashes), stochastic programming (long dashes).
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LP methods are generally applied for solving test assembly prob-
lems. But these methods can only handle deterministic constraints,
where the contribution of an item to a constraint is fixed. Four
strategies for handling probabilistic constraints in test assembly
were introduced. Three of them reformulated deterministic alter-
natives to probabilistic optimization problems, while the fourth
utilized stochastic programming.

Two simulation studies were conducted. The first simulation
study illustrated the effects of various settings of the stochastic
programming strategy. Implementing the stochastic programming
method turned out to be rather straightforward when integrated
chance constraints were applied. The only complicated part was
that upper bounds b had to be derived for the chance constraints in
(23). These upper bounds b indicate the largest acceptable expected
violation. In other words, the probability of constraints being
violated is limited by the upper bound b. The impact of the b
parameter on the resulting test information functions was rather
small, even though different b values resulted in selecting different
items.

The second simulation study, comparing these four strategies,
revealed that (a) replacing a mixture RT constraint with a series of
RT constraints was far too conservative; (b) the robust ATA method
performed only slightly worse than the method where the ex-
pected value of the RTs over the various classes was restricted; and
(c) stochastic programming performed best for the test assembly
problem in the example.

One of the biggest advantages of stochastic programming is that
the probabilistic nature of the constraints is taken into account
during test assembly. A disadvantage is that the models do not have
the convenient properties that 0e1 LP models have when it comes
to convexity of the solution space. Fortunately, several approxi-
mations have been proposed in the literature, and the approxi-
mation by using integrated chance constraints (Klein Haneveld &
van der Vlerk, 2006) turned out to work well.

It should be mentioned that setting the value of b in the sto-
chastic programming approach is a rather subjective process. In our
second study, both response classes differed only with respect to
the time intensity of the items. To set a value for b, we calculated the
difference in average total RTs of a test of 40 items assembled from
the simulated item bank for each class of response behavior. Given
the prevalence of both classes, the percentage of test takers
permitted to violate the RT constraint, and the skewness of the RT
distribution, a setting of b ¼ 60 seemed reasonable. In the case of a
larger number of classes, or a greater number of differences be-
tween the classes, a different approach for selecting b would have
to be applied. For example, when the mixture model described by
Marianti et al. (2014) is applied, the RT behavior of the second class
is unspecified. For this class of test takers, the average observed
total RTs can be used as a guide for selecting b. For the mixture RT
model of Molenaar and de Boeck (2014), the prevalence of slow and
quick response behavior within one test taker could be used to
obtain information about how to weight both classes for the whole
population. Finally, in the case of dynamic RT models (Fox, 2014),
one must take the expectation over the distribution of response
behaviors, rather than a weighted combination of classes.

Overall, stochastic programming proved to be a useful strategy
for the assembly of CBAs in the case of heterogeneous RT behavior
of test takers. Several studies already demonstrated how hetero-
geneous RT behavior can be modeled by a mixture of lognormal RT
models. These models have many advantages. They model RT
behavior more accurately and can be used to detect aberrant
response behavior with greater precision. Besides, they can be
applied when the response behavior of test takers can be classified
into a number of latent classes. Until now, the assembly of CBAs did
not profit from these developments in the area of RTmodeling. This
study illustrates how individualized CBAs can be assembled to
provide more information about the test takers, even when un-
certainty about their RT behavior has to be accounted for.

One remarkmust bemade, however, with respect to theway the
RT constraints were formulated in this study. The four different
strategies focused only on the uncertainty due to the mixture of
classes of response behavior. Uncertainties in RTs within each class
were not taken into account. All of the constraints were formulated
for the time intensities li of the items, rather than for the RTs of the
test takers. In order to formulate the constraints with respect to
actual RTs, a two-level structure would have to be imposed. But
since the purpose of this research was to introduce stochastic
programming for dealing with mixture constraints, this additional
source of uncertainty was not taken into account.

The next step in our research would be to implement stochastic
programming in CAT and in multi-stage testing. In these modes of
testing, information about the response behavior of the test taker
becomes available during test administration, and it can be taken
into account when selecting the next item or module. The shadow
test approach (van der Linden, 2005) is very suitable for dealing
with all kinds of constraints, and when it is combined with a sto-
chastic programming method for solving item selection problems,
it will be able to deal with probabilistic constraints related to, for
example, mixture RT models as well. Another extension of this
approach would be to take correlation between speed and ability
into account. It should be noted thought that when stochastic
programming is applied in the process of assembling of high-stakes
CATs, the requirement of standardization of testing needs attention.
The probabilities of the constraints will change for different test
takers, based on more accurate information about their response
behaviors.

Finally, in this research we focused on mixture RT constraints,
and stochastic programming turned out to be a method that is
suitable for dealing with these constraints. However, application of
stochastic programming can easily be generalized to test assembly
problems with, for example, mixture IRT models. For these prob-
lems, different classes of item information functions must be taken
into account, and a probabilistic formulation of the objective
function might have to be dealt with. Moreover, the application of
stochastic programming could be generalized to any model that
distinguishes latent classes of test takers during test assembly.
What all of these applications have in common is that groups of test
takers behave differently, and that the group to which a test taker
belongs is unknown in advance. So whenever a test must be
assembled for a heterogeneous population, stochastic program-
ming might be considered as an alternative to the more restrictive
0e1 LP methods that are currently applied.

Appendix A. Supplementary data

Supplementary data related to this article can be found at http://
dx.doi.org/10.1016/j.chb.2017.04.060.
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