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Abstract

The question we consider in this paper is: “When may a combination of (fine-grain) execution
be contracted into an abstract (atomic) action execution”? Our answer is basically: “When no
observer can see the difference.” This is worked out in detail by defining a notion of so-called
coupled splitting/contracting simulation between systems which differ in the atomicity of their
actions, and proving that this collapses to Parrow and Sjödin’s coupled similarity when the
systems are composed with an observer. We claim that this gives rise to a useful notion of
refinement; we substantiate the claim on two (toy) examples.
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1 Introduction

One of the most successful abstractions commonly used in the (formal or informal) description
of reactive systems is that of an atomic action or atomic transition, representing an indivisible
execution step. Having introduced the concept of such an indivisible step, for the purpose of
formalisation one can proceed to model system behaviour in terms of Kripke structures, automata
or transition systems, where the system is considered always to be in one of a set of states; the time
spent in transit from one state to the next is now irrelevant, by virtue of the atomicity assumption.

In most cases, however, alternate models of the same system can be given which show the
behaviour in a finer grain of detail, so that the execution steps which were assumed atomic on the
abstract level are actually carried out in several stages. Nor is it always possible or desirable to
avoid such a level of finer detail: choosing the entities that one wishes to regard as atomic wholes is
a very important early design decision, and at that point in time it would be an almost impossible
task to choose such abstractions as can be maintained throughout the design process. A prime
example of this can be found in object-based design, where the methods of an object are attractive
candidates for atomic actions; yet it is clear that the implementation of a method in general involves
a sequence of lower-level method invocations.

Indeed, one may be faced with the inverse case: given a fine-grain model of a system, is there
an abstraction that allows one to contract sequences of small execution steps into more abstract
atomic actions and thereby shrink the model to a more manageable size, without changing the
behaviour described in any fundamental way?

In either case, once the situation arises where the same behaviour is modelled on different levels
of abstraction involving different grains of atomicity, one is forced to consider the following question:

When may a combination of (fine-grain) execution steps
be contracted into an (abstract) atomic action?

This is the question we set out to answer in this paper.

Basic assumptions. In developing the theory presented in this paper, we make some rather
specific assumptions concerning the execution and synchronisation of actions. These assumptions
are inspired by the idea that it should be possible in principle to regard methods of an object (or,
more traditionally, procedures in an imperative language) as atomic actions. This is in contrast
with the more usual view in reactive systems in which actions are regarded as messages that either
involve a one-way data transfer (as in CCS [47] or CSP [37]) or a multi-way data exchange (as in
ACP [6] or LOTOS [9]). In our view, then, synchronisation can take place only between a client
and a server ; data flows from the former to the latter in the form of data parameters provided at
the time of invocation and from the latter to the former through a return value. This gives rise to
the picture in Figure 1.

Thus, where on the abstract level synchronisation involves two atomic actions (an invocation by
the client and an execution by the server), on a finer level of detail there are four phases involved:

• The request on the side of the invoker, which carries the actual parameter values;

• The start on the side of the executer, which receives the parameter values and models the
beginning of the action execution;

• The termination on the side of the executer, which models the end of the action execution
and carries the actual return value;
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Figure 1: A single invocation of a primitive action

• The return on the side of the executer, which receives the return value and models the end
of the action invocation.

In the interplay between client and server, the request and start phases are synchronised, as are the
termination and return phases. In fact one can elaborate further on this model by distinguishing
the arrival of the request at the server from the actual start of the action —which we will not do,
since for our purpose it does not add much to the behavioural aspects we want to model— and
also by taking a notion of abortion into account. The latter is very relevant, as it can be seen as
an operationalisation of the refusal of an action, which is a key concept in process algebra. In this
paper, however, we will ignore abortion (see also Section 5).

Virtual machines and agents. In Figure 1, we have deliberately depicted the interaction in a
sequence diagram style. In a normal sequence diagram, the model would not be limited to these two
parties only: in order to achieve its effects, a server usually calls upon other actions of other parties,
and the client’s invocation might itself have been part of a longer sequence, in turn triggered by
some request from yet another party. In this paper, however, we are interested in those actions
that are regarded as primitive at the time of modelling; that is, whose decomposition is outside of
our range of vision. (It is clear that there must be such primitives, since otherwise there would be
an infinite regression of ever-smaller steps.) Another way of expressing this is by saying that we
regard the server as a virtual machine of which the actions we are modelling are basic statements
whose implementation is not our concern.

It should be noted that, although we do not decompose the primitive actions of a virtual
machine, this does not automatically imply that they are in fact atomic. In fact the basic question
addressed in this paper can be reformulated in terms of virtual machines as:

When may the primitive actions of a virtual machine be considered atomic?

where (as discussed above) to consider an action atomic means to model its execution as a single
step.

If the server is regarded as a virtual machine, the client’s invocations must be part of a (possibly
concurrent) program running on that machine. That program, or agent as we will call it, will usually
have some hierarchical structuring whereby high-level actions invoke other actions, which invoke
still others until we reach the level of the virtual machine. Of this hierarchy, we are interested only
in the bottom level, since this consists of the actions whose atomicity we are trying to establish.
We therefore may disregard all other levels. This indeed leaves us with only the two parties in the
interaction that were depicted in Figure 1; we will henceforth often refer to the server as a virtual
machine, and to the client as an agent.
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In one respect Figure 1 is a stark simplification from the scenarios we will actually study: it
depicts a single interaction only. Where there is a single interaction there can be no interference
between interactions; it is in this (potential) interference that the problem of atomicity resides.
Thus, we will consider agents that are concurrent, and virtual machines that are in principle
capable of serving multiple requests at a time, in whatever (interleaved or concurrent) fashion.

As a final remark before we go into the technical issues, we point out the essential asymmetry
between agent and virtual machines. Virtual machines are considered black boxes; also, they
are essentially passive, undertaking observable steps only in response to some invocation. (This
passivity is an assumption that is not realistic in all cases, and that we will probably want to lift in
the future; see Section 5.) Agents, on the other hand, are controlled by the programmer and hence
transparent in structure; they are conceived of as taking the initiative in an interaction, which at
the time of request is surrendered to the virtual machine and reinstated only at the time of return.

In this paper, we are not so much interested in the properties of any given agent. Rather, we try
to establish a property for a given virtual machine (to wit, the atomicity of its primitive actions)
by proving that it interacts in a certain way with all possible agents.

Action refinement. It should be noted that the subject of this paper is very close to the issue
of action refinement, which has been studied intensively in the beginning of the nineties (surveys
can be found in [23, 31]). The emphasis of the current approach, however, is slightly but crucially
different: where almost all of the research on action refinement has been concerned with deducing
the refined behaviour from the abstract model —which mainly requires that the abstract model
already contains enough information to make such deduction possible— we are more concerned
with correctness criteria: what can be considered atomic once atomicity is gone? This is not to say
that the issues are independent of each other: as we will see, this paper reaps immediate benefits
from results obtained in the field of action refinement.

One subject which never received much attention in the action refinement literature is the
interplay with data. Clearly it was felt that these were independent issues, and that such matters
as data parameters and return values would not affect, nor be affected by, changes in the level of
atomicity. We show that in our approach this is not so: we take into account that the return value
of an action is not fixed at invocation time, and this is an important factor in the resulting theory.

Outline The remainder of this paper is structured as follows: In Section 2 we present the basic
definitions, formalising the concepts introduced above. Section 3 presents and discusses the main
results of the paper. Section 4 contains some examples intended to show the applicability of those
results. Finally, Section 5 concludes the paper and points to related work. Appendix A summarises
the notations used in this paper and Appendix B contains proofs.

2 Basic definitions

In order to model the behaviour of virtual machines and agents, we rely on the well-known model
of labelled transition systems.

Definition 2.1 A labelled transition system is a triple T = 〈Λ, S,−→, ι〉 where

• Λ is a set of labels, with special element τ ∈ Λ that stands for the internal action;

• S is a set of states;

• −→ ⊆ S × Λ× S is a set of transitions;
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• ι ∈ S is the initial state.

We commonly use ΛT , ST etc. to denote the components of T , and Λi, Si etc. for the components of
a transition system Ti (i ∈ N). The subscript is usually omitted when it is clear from the context.
Furthermore, we use the following auxiliary notation:

Notation.

• s −λ→ s′ for (s, λ, s′) ∈ −→ and s −λ→ for ∃s′: s −λ→ s′;

• s =⇒ s′ for s −τ→∗
s′ and s =λ⇒ s′ for s =⇒−λ→ s′.1

The labels of the transition systems we consider will be constructed from primitive (and internal)
actions. Throughout the paper, we will use Act to denote a predefined, countably infinite set of
such primitive actions. As discussed at length in the introduction, such actions can be invoked by
an agent and executed by a virtual machine. Both invocation and execution may consist of two
phases, as depicted in Figure 1; alternatively, invocation and execution may be modelled atomically,
i.e., in a single step. In addition, agents and virtual machines may also perform internal steps;
these are modelled by the extra label τ (/∈ Act).

In order to link the two phases of non-atomic invocation, resp. execution, we introduce the
concept of a key : this serves as an occurrence identifier distinguishing between concurrent invo-
cations/executions of the same non-atomic action. That is, we assume a denumerable set Key of
keys, ranged over by κ, π; this set is partitioned into denumerable subsets Key [a] for all a ∈ Act —
thus, each key implicitly carries the name of the action of which it models an occurrence. Moreover,
for a given κ ∈ Key , ακ denotes the action associated with κ; i.e., κ ∈ Key [ακ]. We also denote
Key [A] =

⋃
a∈A Key [a] for sets A ⊆ Act , and ακ1···κn = ακ1 · · ·ακn for vectors κ1 · · ·κn ∈ Key∗

(see Appendix A for general notational conventions regarding vectors). In examples, we will use
Key [a] = {ia | i ∈ N} (= {1a, 2a, . . .}) as example keys.

This gives rise to labels of the following kinds:

Invocations. To model the behaviour of an agent, we use:

• a↓v, representing the atomic invocation of a, with return value v;

• κ!, representing an invocation request of ακ (with occurrence identifier κ);

• κ↓v, representing the return of the invocation identified by κ, with return value v.

Executions. To model the behaviour of a virtual machine, we use:

• a↑v, representing the atomic execution of a with return value v;

• κ?, representing the start of an execution of ακ (with occurrence identifier κ);

• κ↑v, representing the termination of the execution identified by κ, with value v.

Internal steps. In addition to the above, we use

• τ , representing an internal action.
1Note that this differs from the more usual definition of =

λ⇒, which includes a trailing =⇒
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One may approximately think of a key as representing a process invoking or executing the associated
action; this conveys the picture that both agents and virtual machines can be distributed over
independent processes which can invoke and execute actions concurrently, even multiple copies of
the same action (this is sometimes referred to as auto-concurrency). A particular technical aspect
is that the precise choice of the key modelling a given interaction is to be considered irrelevant; it
is really the ability to distinguish interactions that we are after. We will come back to this point
below (Section 2.5).

Another element introduced above is the return value, v, seen in both the return and termination
of an interaction. For the purpose of this paper, it suffices to assume a uniform, countable setVal of
return values, ranged over by v, w, and to assume that every primitive action returns a value from
Val on every execution. It will be noted that there is an asymmetry here, since we do explicitly
model the flow of data from server to client at the time of return, but ignore the possibility of
parameter values flowing in the opposite direction, at the time of request. This asymmetry is
in recognition of the fact that such parameter values can be treated as part of the action being
invoked, in the tradition of process algebra with data (see [46, 37, 9]); not so for the return values,
which in general are not known at the time of request and hence can be part neither of the action
nor of the key associated with the interaction, both of which are fixed at the time of request.

Notation. We extend the notation for labels to sets and vectors:

• For arbitrary A ⊆ Act , K ⊆ Key , V ⊆Val we use A↓V , K!, K↓V etc. to denote sets of labels
{a↓v | a ∈ A, v ∈ V } etc.

• For arbitrary ~a = a1 · · · an ∈ Act∗, ~κ = κ1 · · ·κn ∈ Key∗ and ~v = v1 · · · vn ∈Val∗ we use ~a↓~v,
~κ!, ~κ↓~v etc. to denote vectors of labels a1↓v1 · · · an↓vn etc.

• In order to keep track of the action involved in a certain label λ, we use αλ (∈ Act ∪ {τ}),
defined as follows:

αλ =

{
a if λ ∈ a↓Val ∪ a↑Val
ακ if λ ∈ {κ!, κ?} ∪ κ↓Val ∪ κ↑Val
τ if λ = τ .

2.1 Agents

We will now define the types of transition system we will use to model the behaviour of agents and
virtual machines. We arrive at the following definitions. (Appendix A contains some notational
shortcuts for partial functions.)

Definition 2.2 (agent) An agent is a labelled transition T with an associated invocation alphabet
A ⊆ Act, partitioned into atomic actions Aat and non-atomic actions Anon, such that

Λ = Aat↓Val ∪Key [Anon]! ∪Key [Anon]↓Val ∪ {τ} .

Each state s ∈ S has an associated finite set Ks ⊆ Key of pending invocations, such that:

• Kι = ∅;
• If s −κ!−→ s′ then κ /∈ Ks and Ks′ = Ks ∪ {κ};

• If s −κ↓v−−→ s′ then κ ∈ Ks and Ks′ = Ks \ {κ};

• If s −τ→ s′ or s −a↓v−−→ s′ then Ks′ = Ks.

7



Furthermore, we define an incausality relation 0 over the labels in Λ, defined as the smallest relation
such that for all κ ∈ Key:

• κ! 0 λ if λ 6= κ↓v;
• λ 0 κ↓v if λ 6= κ!;

T then satisfies the following properties for all states s ∈ S and all λ1, λ2 ∈ Λ:

Return value acceptance: If s −a↓v−−→ then s −a↓w−−→ for all w ∈Val.

Return readiness: If κ ∈ Ks then s −κ↓v−−→ for all v ∈Val.

Return determinism: If s −κ↓v−−→ s′ and s −κ↓v−−→ s′′, then s′ = s′′.

Incausal shuffling: If λ1 0 λ2 and s −λ1λ2−−→ s′, then s −λ2λ1−−→ s′.

We extend 0 to vectors of labels: λ 0 λ1 · · ·λn [λ1 · · ·λn 0 λ] if λ 0 λi [λi 0 λ] for all 1 ≤ i ≤ n, etc.
The concept of pending invocation serves to formalise the implicit assumption in the discussion

above that in every state a given key, say κ, uniquely identifies an invocation: κ may not appear
in two successive requests unless a κ-labelled return transition occurred in between.

The notion of incausality expresses that concurrent invocations do not influence one another.
In particular, the request phase of a new non-atomic invocation (which always carries a fresh key)
cannot be a pre-condition for any other step of the agent, be they internal steps or invocations,
except the return of the same invocation (i.e., with the same key); and vice versa, the only necessary
pre-condition for the return of a given invocation is the corresponding (directly preceding) request.
Note that incausality is not symmetric: for instance, the return of a given invocation can influence
or cause subsequent internal steps or invocations. These considerations are made more precise by
the property of incausal shuffling.

Return value acceptance means that when an action is invoked (atomically), the agent should
be ready to accept any return value. In other words, no return value may be refused by the
agent. Even if at a certain state of the agent, a given return value is “known” to be impossible,
we still require the existence of a corresponding outgoing transition (which in that case may
lead to some error state).

Return readiness means that once an action has been requested (non-atomically), the agent
should at any time be ready to receive any return value.

Return determinism means that the effect of a return transition is completely determined by
(the invocation key and) the return value; there may not be any non-determinism built into
this type of transition.

Incausal shuffling means that if an action is succeded by another action that does not depend
on it, then they can be performed in reverse order with the same effect.

Example 2.3 As a running example, we will consider an agent that uses a simple counter with a
read action rd and an increment action inc. Figure 2 shows essentially the same behaviour three
times: inc is invoked once, and there is a choice between invoking rd or invoking inc a second time.
However, the agents display different degrees of atomicity: in a), both actions are atomic; in b),
incrementing is atomic but reading is not; whereas in c), both actions are non-atomic. The agents
are depicted symbolically:

• The parameter in inc↓ and iinc↓ suggests that the return value of inc is irrelevant and
will be discarded;
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Figure 2: A counter agent with different degrees of atomicity

• The parameter x in rd↓x and 1rd↓x and in the corresponding target states suggests that the
return value of rd will be stored as the value of the variable x.

Note that with decreasing degree of atomicity, we gain more information about the concurrent
behaviour of the agent. In a), we have no clue about whether inc and rd, respectively inc and
inc, are invoked concurrently or not; in b) we see that the incrementing is done concurrently with
reading; whereas in c) we see that the two inc-invocations are not concurrent.

Return readiness and return determinism together are equivalent to the property that for all κ ∈ Ks

and v ∈ Val there is a unique state s\κ↓v (read: s after κ↓v) such that s −κ↓v−−→ s\κ↓v; incausal
shuffling in combination with return readiness then implies that for all κ ∈ Ks and v ∈ Val , if
s −λ→ s′ for any λ 6= κ↓w then s\κ↓v −λ→ s′\κ↓v. We can strengthen these observations to sequences
of transitions as follows (for notational conventions see Appendix A):

Proposition 2.4 Let Tag be an arbitrary agent, and let s ∈ Sag be arbitrary. Let ~κ↓~v be a vector
with ~κ ∈ K∗

s consisting of distinct keys.

1. There is a unique state s\~κ↓~v such that s −~π↓~w−−→ s\~κ↓~v for all permutations ~π↓~w of ~κ↓~v.
2. If s −λ→ s′ where λ /∈ {~κ}↓Val, then s\~κ↓~v −λ→ s′\~κ↓~v.

All in all, non-atomic invocations have a very regular structure: the only difference between atomic
and non-atomic invocations (apart from the key associated with the latter) is that non-atomic
invocation passes through an intermediate state where it is pending. By observing what other
actions the agent can invoke in that intermediate state, a lot of information can be deduced about
its concurrent behaviour. In fact, non-atomic execution corresponds to what is known in the
research area of non-interleaving models of behaviour as the ST-principle, originally introduced in
[24]; this principle gives rise to coarsest congruences for action refinement (see [3, 25, 58]). (In
the absence of auto-concurrency, the ST-principle comes down to the simple splitting of actions
without using keys; see [2].)

2.2 Virtual machines

Definition 2.5 (virtual machine) A virtual machine is a labelled transition T with an associated
execution alphabet A ⊆ Act, partitioned into the atomic actions Aat and the non-atomic actions
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Anon, such that
Λ = Aat↑Val ∪Key [Anon]? ∪Key [Anon]↑Val ∪ {τ} .

Each state s ∈ S has an associated finite set Ks ⊆ Key of active executions, such that:

• Kι = ∅;
• If s −κ?−→ s′ then κ /∈ Ks and Ks′ = Ks ∪ {κ};

• If s −κ↑v−−→ s′ then κ ∈ Ks and Ks′ = Ks \ {κ};

• If s −a↑v−−→ s′ or s −τ→ s′ then Ks′ = Ks.

Clearly, the role of the active executions in a virtual machine is entirely analogous to that of the
pending invocations in an agent. We call s ∈ S an idle state if Ks = ∅, and an active state
otherwise.

Example 2.6 Figure 3 depicts five possible behaviour fragments of a virtual counter machine based
on the same actions as Example 2.3, where rd is atomic and inc is atomic in a) and b) but non-
atomic in the others. inc returns a default value 0.

a) A single atomic increment; the value yielded by rd changes.

b) Two atomic increments in a row.

c) Reading is blocked altogether while the increment is executed non-atomically.

d) Increment is executed non-atomically, but reading is not blocked; initially it still yields the
value from before inc started, whereas after some internal activity, rd yields the incremented
value, even before inc itself terminates.

e) Two increments can be executed concurrently; reading is never blocked, and at every point
yields a value that is incremented zero, one or two times, depending on how many inc-
invocations have actually been effected already.

2.3 Fusion and synchronisation

In this section we introduce two constructions over transition systems: the fusion of a set of non-
atomic actions to atomic ones, and the synchronisation of an agent and a virtual machine.

Fusion. For an arbitrary agent T and action set F ⊆ AT , we define the F -fusion 〈T 〉F as a
new agent with essentially the same behaviour as T , except that the actions in F are now invoked
atomically. (This corresponds to extracting the standard (interleaving) semantics of a system from
its ST-semantics.) Likewise, if T is a virtual machine then 〈T 〉F turns non-atomic executions into
atomic ones. There are, however, important differences between fusion in an agent and a virtual
machine:

• In an agent, the return of a non-atomic invocation is guaranteed to be always enabled; fusion
merely contracts these two successive steps into a single step. In a virtual machine, on the
other hand, there may be internal steps in between start and termination, which are also
contracted together with the start and termination phases.

• In a virtual machine, it is not even certain that the termination of an action is reachable (by
internal steps) from its start. If there is no reachable termination, fusion discards the start
as well.

10



a) e)d)b) c)

rd↑0

inc↑0
rd↑1

rd↑0

inc↑0
rd↑2

rd↑0
1inc?

1inc↑0

inc↑0
rd↑1

τ

rd↑1

rd↑1

rd↑0

rd↑0

rd↑1

1inc?

1inc↑0
rd↑2

rd↑2

rd↑2

rd↑1

rd↑1

rd↑0

rd↑0

2inc?

2inc↑0

1inc↑0

1inc↑0

2inc?

2inc↑0

1inc?

Figure 3: Virtual counter machine

• Whereas fusion in a non-atomic agent does not discard information about potential invoca-
tions but only about their concurrency, fusion in a virtual machine may cut off essential parts
of the behaviour.

Technically, fusion is defined as follows. 〈T 〉F has atomic alphabet Aat
T ∪ F , non-atomic alphabet

Anon
T \ F , states 〈s〉F for all s ∈ ST , and transitions determined by operational rules R1–R3 in

Table 1. The agents in Figure 2 can be used as an example: the agent depicted by a) is obtained
as a rd -fusion from b), which in turn is the inc-fusion of c). For virtual machines, note that in
Figure 3, a) is an inc-fusion of both c) and d), whereas b) is an inc-fusion of e). (In each of these
instances, only the reachable fragment of the fused transition system is shown.) Note that R2 is
actually a rule schema, since it allows an arbitrary number of internal steps to occur in between
the start and termination of the interaction. R7 and R8 model the start and termination of a
synchronised non-atomic action, respectively.

Due to the absence of intermediate states (for the fused actions F ), the reachable part of a fused
transition system may be a good deal smaller (measured by numbers of states) than the original
one; again, see Figures 2 and 3. In the “worst” case, the gain may be exponential in the number
of concurrently invoked or executed actions in T . It is therefore advantageous to use 〈T 〉F rather
than T wherever possible.

The following proposition is a necessary step in showing the consistency of our framework; see
Appendix B (Page 34) for the proof.

Proposition 2.7 Assume F ⊆ AT .

• If T is an agent then so is 〈T 〉F .

• If T is a virtual machine then so is 〈T 〉F .

Synchronisation. The second construction we consider is the synchronisation of an agent, say
Tag, and a virtual machine, say Tvm; this is denoted Tag‖Tvm and pronounced as “Tag running on
Tvm” or just “Tag on Tvm”. We only allow synchronisation if the invocation alphabet of Tag is a
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s −κ!−→−κ↓v−−→ s′ a ∈ F

〈s〉F −a↓v−−→ 〈s′〉F
R1

s −κ?−→=
κ↑v
==⇒ s′ a ∈ F

〈s〉F −a↑v−−→ 〈s′〉F
R2

s −λ→ s′ αλ /∈ F ∩Anon

〈s〉F −λ→ 〈s′〉F
R3

s1 −a↓v−−→ s′1 s2 −a↑v−−→ s′2

s1‖s2 −τ→ s′1‖s′2
R4

s1 −ακ↓v−−−→ s′1 s2 −κ?−→=
κ↑v
==⇒ s′2

s1‖s2 −τ→ s′1‖s′2
R5

s1 −κ!−→−κ↓v−−→ s′1 s2 −ακ↑v−−−→ s′2

s1‖s2 −τ→ s′1‖s′2
R6

s1 −κ!−→ s′1 s2 −κ?−→ s′2

s1‖s2 −τ→ s′1‖s′2
R7

s1 −κ↓v−−→ s′1 s2 −κ↑v−−→ s′2

s1‖s2 −τ→ s′1‖s′2
R8

s1 −λ→ s′1 αλ /∈ Avm

s1‖s2 −λ→ s′1‖s2
R9

s2 −τ→ s′2

s1‖s2 −τ→ s1‖s′2
R10

Table 1: Operational rules for fusion and synchronisation

superset of the execution alphabet of Tvm; as we will see, the synchronisation then yields a new
agent.2

Technically, synchronisation is defined as follows. Tag‖Tvm has atomic alphabet Aat
ag \ Avm,

non-atomic alphabet Anon
ag \ Avm, states s1‖s2 for all s1 ∈ Sag and s2 ∈ Svm with Ks2 ⊆ Ks1 , and

transitions defined by the operational rules R4–R10 in Table 1.
The first three rules model atomic synchronisation, i.e., in which the interaction is atomic in

either the agent or the virtual machine (or both). Like R2, R5 is actually a rule schema. R7 and
R8 model the begin and end of a non-atomic synchronisation, respectively. Note also that these
rules require that the key used to model the request for the action (in the agent) is the same as the
one used to model the start of its execution (in the virtual machine). Given that we consider the
choice of key to be irrelevant to the semantics, this might seem to be too strong a requirement. In
Section 2.5 below, however, we explain how abstraction from the choice of key is obtained so that
this rule is reasonable. The remaining rules, R9 and R10, are less interesting, since they only deal
with cases where either the agent or the virtual machine moves on its own, without synchronisation.

The following proposition (the proof of which can be found in Appendix B (Page 35)) expresses
that (under the correct circumstances) synchronisation again yields an agent.

Proposition 2.8 Let Tag be an agent and Tvm a virtual machine with Avm ⊆ Aag. Tag‖Tvm is an
agent with invocation alphabet Aag \Avm.

2.4 Coupled simulation

It is a common phenomenon that not all the details in a behavioural model are essential to be
behaviour being modelled. To counter this, one then considers the model up to some equivalence
relation. The study of such equivalences has been a favourite research subject in the last twenty

2A more general approach would be to define a machine model that mixes agents and virtual machines and can be
synchronised arbitrarily. The definition of such a mixed model is technically straightforward; however, for clarity’s
sake we have chosen the current, simpler setting.
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years; [21] provides a completist overview. Among the most popular equivalences are those based
on simulation, in particular bisimulation.

Our case is no different, except that we do not use bisimulation but the less well-known variant
of coupled simulation, due to Parrow and Sjödin [51, 52]. The reasons for this choice are discussed
in the conclusion (Section 5.3). First we recall the definition.

Definition 2.9 Let Ti for i = 1, 2 be two transition systems.

• A simulation of T1 by T2 is a relation R ⊆ S1 × S2 such that for all (s1, s2) ∈ R (denoted
s1 R s2), if s1 −λ→ s′1 then one of the following cases holds:

– λ = τ and s′1 R s2;

– λ 6= τ and s2 =λ⇒ s′2 such that s′1 R s′2.

• A relation R ⊆ S1 × S2 is said to be coupled to a relation Q ⊆ S2 × S1 if s1 R s2 implies
s2 =⇒ s′2 for some s′2 such that s′2 Q s1.

• A coupled simulation pair is a pair of mutually coupled relations R,Q such that R is a
simulation of T1 by T2 and Q is a simulation of T2 by T1.

• Coupled similarity between T1 and T2 is defined as ≈ = R ∩ Q−1, where R,Q is the largest
coupled simulation pair between T1 and T2.

Coupled similarity is lifted to the level of transition systems by defining T1 ≈ T2 if ι1 ≈ ι2.

Delay versus weak simulation. Note that the above actually corresponds to the weakly coupled
similarity discussed in [52] (see also [21]). Furthermore, we have deviated from the original definition
by allowing internal steps in a matching move only before a visible transition; in other words,
our simulations are actually delay simulations rather than ordinary (weak) simulations (see [27]).
However, though delay and weak simulations give rise to different notions of bisimilarity, it is easily
seen that for coupled similarity it makes no difference which of these simulation variants one uses.
We have chosen the above definition because it simplifies the proofs of our results.

While on the subject, it is interesting to recall from [26, 27] that weak bisimilarity is not a
congruence for action refinement, even in a completely sequential setting; rather, delay bisimilarity
is the coarsest congruence for action refinement within weak bisimilarity (see [15]). Since the delay
and weak variants collapse for coupled similarity, one may wonder whether coupled similarity is
already a congruence for action refinement (in a sequential setting). It is not difficult to show that
this is indeed the case. In the introduction we have already hinted at the relation between action
refinement and action abstraction; in this light it is no surprise that the proofs of our results are
smoother in the delay simulation view of coupled similarity than they are in the weak simulation
view.

Congruence. The past decade has seen the development of a meta-theory about SOS rules,
guaranteeing (among other things) that certain particular equivalence relations are congruences
for operators whose operational rules adhere to a certain format. For instance, [17] established
such a result for strong bisimilarity (subsequently generalised by many others) and [8] for weak
and branching bisimilarity. For instance, our rules adhere to the xyft format of [34], which implies
that strong bisimilarity is a congruence for ‖. On the other hand, our rules do not adhere to the
format of [8], since R1, R2, R5 and R6 have “look-ahead” in their premises. (Nevertheless, weak
bisimilarity is in fact a congruence for ‖, although we do not prove this here; the reason why the
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look-ahead is not deleterious is the incausal shuffling of internal steps and return transitions in
agents, and the fact that R6 allows arbitrary numbers of internal steps.)

The work on SOS formats has not been extended to coupled similarity. By a direct proof,
however, we can prove that coupled similarity is nevertheless a congruence with respect to both
fusion and synchronisation; see Appendix B (Page 36).

Proposition 2.10 Assume Tag ≈ T ′
ag and Tvm ≈ T ′

vm.

• For all F ⊆ Aag, 〈Tag〉F ≈ 〈T ′
ag〉F and for all F ⊆ Avm, 〈Tvm〉F ≈ 〈T ′

vm〉F .

• If Avm ⊆ Aag then Tag‖Tvm ≈ T ′
ag‖T ′

vm.

Finally, we also state some algebraic laws involving fusion and synchronisation:

〈T 〉F = T (F ⊆ Aat) (1)
〈〈T 〉F1

〉
F2

= 〈T 〉F1∪F2
(2)

Tag‖Tvm = 〈Tag〉F1
‖〈Tvm〉F2

(F1 ⊆ Aat
vm, F2 ⊆ Aat

ag) . (3)

Equation (1) states that fusing atomic actions has no effect. Equation (2) states that fusion may be
done piecewise: fusing first one action and then another has the same effect as fusing both at the
same time. This holds both for agents and for virtual machines. For instance, in Figure 2, system
a) can be obtained from c) either by first fusing inc (resulting in b)) and then rd , or by fusing both
at the same time. Finally, Equation (3) states that if a virtual machine executes a certain action
atomically, an agent synchronising with it may as well invoke that action atomically; and vice versa,
non-atomic executions that are invoked atomically may as well be fused to atomic executions. For
instance, given that rd is executed atomically in Figure 3, it does not matter whether we use an
agent behaving according to a) or b) in Figure 2 to run on it.

Proposition 2.11 Equations (1)–(3) are satisfied by ≈.

(Actually, all three equations are even satisfied up to transition system isomorphism.)

2.5 Abstracting from keys

Intuitively, it should be irrelevant precisely what key is associated with a new non-atomic invocation,
as long as it is not a pending invocation. Similarly, when an action is executed non-atomically, the
precise key that is used to identify and distinguish the execution should not make a difference. Yet
our chosen notion of equivalence, coupled similarity, does not abstract from keys.

At least four techniques exist to enforce the necessary abstraction; they were developed over
the past decade or so in different specialisations, such as event-based semantics (history-preserving
bisimilarity [22] and causal bisimilarity [16, 18, 12]), location-based semantics (the so-called static
and dynamic approaches [1, 11, 14]) and mobile calculi (the original semantics [48] and history-
dependent automata [50]):

• Fresh keys are chosen canonically : for instance, one can assume a total ordering over Key
and always use the smallest available key whenever a new action is requested or started;

• Fresh keys are freely chosen: whenever a new action is requested or started, there is an infinite
number of outgoing transitions which differ only by the key involved;

• Equivalence is defined modulo permutation of keys: the simulations are indexed by a bijection
of the pending invocations and active executions in one state to those in the related state;
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• Transitions are defined modulo a renaming of keys: the transition relation is indexed by a
partial injection from the pending invocations and active executions in the target state to
those in the source state.

Of these four techniques, the first is the most pragmatic and probably the best solution in an
actual implementation; however, it is awkward to maintain in the presence of operators on transition
systems because the canonical choice has to be re-calibrated. (A quite clever technique for choosing
and automatically re-calibrating canonical keys is presented in [12], but it still comes at the price
of heightened complexity in the operators.) The second solution is technically straightforward but
very unsatisfying from the point of view of computational and pictorial complexity, because of the
plethora of infinite branchings. The third solution counters the disadvantages of the first two at
the price of an indexed equivalence relation; whereas the fourth, embodied in history-dependent
automata [49, 50] is certainly theoretically the most sophisticated but at an even higher price (in
terms of complexity of the technical framework): not only the equivalence relation but also all
transitions are indexed by a renaming of keys.

In this paper, we take the second option, since we can formulate it through a property of
transition systems that, once shown to hold, can be ignored in the remainder. For the formalisation
we use a notion of key permutation: for all s ∈ ST (where T is either an agent or a virtual machine)
and all injective φ:Ks → Key with ακ = αφ(κ) for all κ ∈ Ks we require the existence of a state
sφ ∈ ST with Ksφ = φ(K), satisfying the following properties:

• If s −λ→ s′ for λ ∈ {a↓v, a↑v, τ}, then sφ −λ→ s′φ;

• If s −κ!−→ s′ [s −κ?−→ s′] then sφ −π!−→ s′φ{π/κ} [sφ −π?−→ s′φ{π/κ}] for all π /∈ Ksφ;

• If s −κ↓v−−→ s′ [s −κ↑v−−→ s′] then sφ −φ(κ)↓v−−−−→ s′(φ \ κ) [sφ −φ(κ)↑v−−−−→ s′(φ \ κ)].

Furthermore, we require s idKs = s and (sφ1)φ2 = s(φ2 ◦ φ1).

Definition 2.12 (free choice of keys) An agent or virtual machine T has free choice of keys if
it satisfies the above requirements.

Throughout the paper, we will only consider transition systems with a free choice of keys. Note that
this means we have to show this property is preserved by the constructions we define on transition
systems. In examples, on the other hand, we always use an arbitrary representative key to label
non-atomic invocations and executions; hence, for instance, the examples in Figures 2 and 3 can
be re-interpreted easily as having free choice of keys. The following proposition states the required
property; the proof can be found in Appendix B (Page 37).

Proposition 2.13 Assume an agent Tag and a virtual machine Tvm having free choice of keys.

• For all F ⊆ Aag, 〈Tag〉F has free choice of keys; and for all F ⊆ Avm, so does 〈Tvm〉F .

• If Avm ⊆ Aag, then Tag‖Tvm has free choice of keys.

3 Splitting and contraction

We are now ready to formalise the main question of this paper, discussed in the introduction:

When may the primitive actions of a virtual machine be considered atomic?

For the purpose of formalisation, we rephrase this slightly:
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When is a partially non-atomic virtual machine a correct implementation of a more atomic one?

We give our answer in terms of observability:

When no agent can see the difference.

“Seeing the difference”, in this case, means that synchronising the observer (i.e., the agent) with
the two virtual machines in question (which should have the same alphabet but possibly different
sets of atomic actions) gives rise to behaviour that is not coupled similar.

Definition 3.1 Two virtual machines, T1 and T2, are distinguishable by synchronisation if there
exists an agent, Tag, such that Tag‖T1 6≈ Tag‖T2.

Example 3.2 Let us consider again the virtual counters of Figure 3. It should come as no surprise
that virtual machine c) is indistinguishable by synchronisation from a). Slightly more surprising
may be the fact that this also holds for d), where reading is not blocked during increment and,
moreover, the result of the rd-action changes during the execution of inc. As for virtual counter
e), despite the overlapping non-atomic inc-executions that terminate in the reverse starting order,
and despite the fact that the value of rd may change from 0 to 2 in a single step, the behaviour is
indistinguishable from its fused counterpart b).

What one would like, of course, is an operational characterisation of the property of indistinguisha-
bility by synchronisation. In this paper we develop a pre-order over virtual machines, called coupled
splitting/contracting (s/c) simulation, which indeed implies indistinguishability by synchronisation.
The search for the largest such relation is open; see Section 5 for discussion.

Before we define coupled s/c-simulation, there is one more auxiliary concept we need to intro-
duce. We will call a state s of a virtual machine non-blocking for a set of active executions K if
there is an outgoing path along which all K terminate (and nothing else happens). Formally:

Definition 3.3 Let T be a virtual machine and K a set of keys. A state s of T is called non-
blocking for K if it has an outgoing transition sequence s =

~κ↑~v
==⇒ such that {~κ} = K.

3.1 Coupled splitting/contracting simulation

Coupled splitting/contracting simulation is a relation between virtual machines with identical ex-
ecution alphabets, of which one, say T1, is more atomic (i.e., has more atomic actions) than the
other, say T2. As the name suggests, coupled splitting/contracting simulation is defined as a cou-
pling of two simulations: a so-called splitting simulation T1 by T2, and a contracting simulation
of T2 by T1. A rough indication of the idea behind slitting and contracting simulations and their
coupling is the following:

• Splitting simulation requires that −a↑v−−→ (in T1) with a ∈ Aat
1 \ Aat

2 is simulated by =κ?=⇒=
κ↑v
==⇒

(in T2) for some κ ∈ Key [a];

• Contracting simulation requires that the states of T2 are non-blocking for their active (non-
atomic) Aat

1 -executions. Transitions −κ?−→ (in T2) with ακ ∈ Aat
1 are not simulated in T1 at all

(T1 does not move). On the other hand, −κ↑v−−→ is simulated in either of the following ways:

– By a sequence =
~b↑~w
==⇒=

ακ↑v===⇒ (in T2), where ~b is a vector of actions atomic in T1 but not
in T2, whose execution had already started in T2 (but had not been simulated yet by
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T1). Thus, the actions in ~b are, so to speak, pre-simulated : the abstract machine has
executed them completely (atomically) before the original non-atomic executions in the
concrete machine are terminated.

– Not at all (T1 does not move) if κ was pre-simulated by T1, in the above sense.

The precise definition is complicated by the fact that the pre-simulated actions (or more
accurately the keys) have to be remembered somehow, together with the associated return
value. Moreover, pre-simulation may also occur when T2 executes an atomic action.

• Splitting and contracting simulations are coupled in a similar way as (ordinary) simulations
(see Definition 2.9), except that the coupling only holds between states with the same active
executions.

The relation is formally defined as follows.

Definition 3.4 Let T1, T2 be virtual machines such that A1 = A2 and Aat
1 ⊇ Aat

2 .

• A splitting simulation of T1 by T2 is a binary relation

R ⊆ {(s1, s2) ∈ S1 × S2 | Ks1 = Ks2} (4)

such for all s1 R s2, if s1 −λ→ s′1 then one of the following holds:

– λ ∈ Key? ∪Key↑Val ∪Aat
2 ↑Val; then s2 =λ⇒ s′2 such that s′1 R s′2.

– λ = a↑v where a ∈ Anon
2 ; then s2 =κ?=⇒=

κ↑v
==⇒ s′2 such that κ ∈ Key [a] and s′1 R s′2.

– λ = τ ; then s′1 R s2.

• A contracting simulation of T2 by T1 is a (φ:Key →Val)-indexed family of binary relations

Qφ ⊆ {(s2, s1) ∈ S2 × S1 | Ks2 \Key [Aat
1 ] = Ks1 ,

s2 non-blocking for Ks2 \Ks1 ,
dom(φ) ⊆ Ks2 \Ks1}

(5)

such that if s2 −λ→ s′2 then one of the following holds:

– λ ∈ Key [Aat
1 ]? ∪ {τ}; then s′2 Qφ s1.

– λ = κ↑v where κ ∈ dom(φ) and v = φ(κ); then s′2 Qφ\κ s1.

– λ = κ↑v where κ ∈ Key [a]\dom(φ) for some a ∈ Aat
1 , or λ = a↑v; then s1 =

α~π↑~w
===⇒=

a↑v
==⇒ s′1

such that {~π} ⊆ Key [Aat
1 ] \ dom(φ) and s′2 Qφ{~w/~π} s′1.

– λ ∈ Key [Anon
1 ]? ∪Key [Anon

1 ]↑Val; then s1 =λ⇒ s′1 such that s′2 Qφ s′1.

• A relation R ⊆ S1 × S2 is said to be essentially coupled to a relation Q ⊆ S2 × S1 if s1 R s2

with Ks1 = Ks2 implies s2 =⇒ s′2 such that s′2 Q s1.

• An essentially coupled splitting/contracting simulation pair is a pair R,Qφ where R is a
splitting simulation of T1 by T2, Qφ is a contracting simulation of T2 by T1, and R and Q⊥ are
mutually essentially coupled. The largest essentially coupled splitting/contracting simulation
pair is denoted ↘v,↗∼φ.
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• Coupled splitting/contracting (s/c) simulation between T1 and T2 is defined as 4 = ↘v∩↗∼⊥−1,
lifted to transition systems as before.

If T1 4 T2, we call T2 a split refinement of T1 and T1 a contraction of T2.
The splitting and contracting simulations are subject to conditions (4) and (5), respectively, on

the active executions of the related states. For the splitting simulation, (4) requires that the active
executions coincide; for the contracting simulation, (5) allows the concrete state to be executing
more actions than the abstract one, provided those additional actions are atomic in the abstract
machine and their termination is not blocked.

The role of the index φ in the contracting simulation is to record which executions of the
concrete machine were “pre-simulated”, in the sense used before, by the abstract machine —and
moreover, to record the return value of these pre-simulated executions. Note that, due to (5), the
pre-simulated actions are atomic in the abstract machine.

Essential coupling only applies if the active executions are the same: if a concrete machine is
currently executing an action that is atomic in the abstract machine, there is no coupling and hence
the concrete machine does not have to simulate any moves of the abstract machine.

Example 3.5 We take virtual machine e) and its fused counterpart b) of Figure 3 to demonstrate
splitting/contracting simulation; see Figure 4. The figure shows the two simulations as dashed
arrows in both directions; non-empty mappings φ of the contracting simulation are written at the
arrows.

It can be seen that the iinc?-transitions in the concrete system are not simulated (the abstract
system does not move), whereas the corresponding iinc↑0-transitions are matched by the atomic
inc↑0. However, in order to match the transition 8 −rd↑2−−→ 8 given 8 ↗∼⊥ 1, the abstract system has
to pre-simulate both 1inc↑0 and 2inc↑0; the complete matching abstract transition sequence is given
by 1 −inc↑0−−−→−inc↑0−−−→−rd↑2−−→ 3, noting that 8 ↗∼φ 3 with φ = {0/1inc, 0/2inc} recording the pre-simulated
transitions. Accordingly, both 8 −

2inc↑0−−−→ 9 and 9 −
1inc↑0−−−→ 10 are matched by the abstract system

remaining in state 3, due to 9 ↗∼{0/1inc} 3 and 10 ↗∼⊥ 3.
Pre-simulation also takes place when simulating 8 −

2inc↑0−−−→ 9 starting from 8 ↗∼⊥ 1; this is matched
by 1 −inc↑0−−−→−inc↑0−−−→ 3, noting 9 ↗∼{0/1inc} 3.

3.2 Properties of coupled s/c-simulation

Between virtual machines on the same level of abstraction, i.e., with the same sets of atomic actions,
coupled s/c-simulation collapses to (standard) coupled similarity.

Proposition 3.6 If T1, T2 are virtual machines, then T1 ≈ T2 if and only if T1 4 T2 and Aat
1 = Aat

2 .

The “if” part is straightforward. Not so the “only if:” for 4 we have a more relaxed coupling condi-
tion than for ≈, but on the other hand, “ordinary” simulations are not subject to any requirements
on the active executions whereas for splitting and contracting simulations we imposed (4) and (5).
It turns out that these two differences exactly cancel one another, as shown in the following lemma.

Lemma 3.7 Assume that T1, T2 are virtual machines with A1 = A2 and Aat
1 = Aat

2 . If R is a
simulation of T1 by T2, then so is R′ defined by

R′ = {(s1, s2) ∈ R | Ks1 = Ks2} .

Furthermore, ι1 R ι2 if and only if ι1 R′ ι2.
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Figure 4: An example of coupled splitting/contracting simulation

The proofs of Lemma 3.7 and (with the help of the lemma) Proposition 3.6 are straightforward and
omitted. The next important property of coupled s/c-simulation is that 4 is a transitive relation
(hence a pre-order). For the proof see Appendix B (Page 37).

Proposition 3.8 4 ◦4 = 4.

A further result concerns the situation where there are two virtual machines T1, T2 with a common
split refinement. It turns out that, in that case, T1 and T2 have a common contraction as well,
which, moreover, can be obtained by fusing T2’s atomic actions in T1 (or vice versa) using the
operator introduced in Section 2.3. This is stated in the following theorem; for the proof see
Appendix B (Page 39).

Proposition 3.9 If T1, T2, T3 are virtual machines such that Ti 4 T3 for i = 1, 2, then 〈T1〉Aat
2

4 T2.

This proposition has a number of interesting special cases and corollaries.

Corollary 3.10 Let T1, T2, T3 be virtual machines.

1. If T1 4 T2, then T1 ≈ 〈T2〉Aat
1
.

2. If Ti 4 T3 for i = 1, 2 and Aat
1 ⊇ Aat

2 , then T1 4 T2.

3. If Ti 4 T3 for i = 1, 2 and Aat
1 = Aat

2 , then T1 ≈ T2.

4. If Ti 4 T3 for i = 1, 2, then T1 and T2 have a greatest lower bound w.r.t. 4.

5. 4 ∪< is an equivalence relation.

Clause 1 states an interesting relation between contraction and fusion in virtual machines: if a given
virtual machine T1 is a contraction of another machine T2, then T1 is equivalent (namely, coupled
similar) to the fusion in T2 of T1’s atomic actions. Note that the inverse implication certainly does
not hold, since that would imply that T1 is correctly refined by any behaviour T2 that fuses to T1

— a criterion that completely ignores the active states of T2.
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Clause 2 states that the relation 4 is, to a certain degree, left-linear: if T3 refines two spec-
ifications T1 and T2, of which T1 is more abstract than T2 in the sense of having more atomic
actions, then T2 is itself a split refinement of T1. This follows from Proposition 3.9 together with
Equation (1).

Clause 3 (which immediately follows from Clause 1) states that a given virtual machine T1 is
uniquely identified (up to coupled similarity) by any split refinement T2 of T1.

Clause 4 states that virtual machines with a common split refinement also have a common
contraction — in fact, a most general one.

Finally, Clause 5 states that we can define an equivalence relation by alternating split refinement
and contraction. Note that this is a different (weaker) equivalence than 4 ∩ <; the fact that it is
an equivalence at all, in particular that it is transitive, is due to Clause 4.

Indistinguishability by synchronisation. We now come to the main result of this paper,
which states that coupled s/c-simulation implies indistinguishability by synchronisation. For the
proof see Appendix B (Page 41).

Theorem 3.11 If T1 and T2 are virtual machines such that T1 4 T2, then Tag‖T1 ≈ Tag‖T2 for
every agent Tag.

It follows that in an agent running on a split refinement of a given virtual machine T , the actions
that are atomic in T may be fused without changing the overall behaviour. This is expressed by the
following corollary, which follows from Equations (1) and (3) in combination with Theorem 3.11.

Corollary 3.12 If T1 4 T2, then Tag‖T2 ≈ 〈Tag〉Aat
1
‖T2.

4 Two examples of action contraction

In this section we show two larger examples of coupled s/c-simulation, both involving infinite
behaviour.

4.1 The counter machine revisited

A more complete treatment of the counter machine should take repetitive behaviour into account,
i.e., execution sequences of arbitrary length.

Atomic counter behaviour. First let us consider the case where incrementing is atomic. Since
the state space of the counter machine is clearly infinite — rd may return any arbitrary number,
depending on the number of preceding inc-executions — it must be represented symbolically; see
the left hand side of Figure 5. (A formal treatment of symbolic transition systems is given in [35].)
Formally, the behaviour is given by a virtual machine C1 with

• Execution alphabet Aat
1 = {rd , inc} and Anon

1 = ∅;
• States S1 = N with no active executions (Ks = ∅ for all s ∈ S1);

• Transitions n −rd↑n−−→ n and n −inc↑0−−−→ n + 1 for all n ∈ N;

• Initial state 0.
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Figure 5: Virtual counter machines: the repetitive case

Non-atomic counter behaviour. A non-atomic virtual counter may be constructed for instance
by combining a simple variable initialised to 0 (which can be written and read atomically, such that
the value read equals the initial value as long as no writing has taken place, and afterwards equals
the last value written) and a semaphore (which can be set and reset atomically, in strict alternation).
Reading the counter directly corresponds to reading the variable, whereas incrementing the counter
consists of reading the variable and writing back its successor value, guarded by embedding the
actions in a pair of p and v . This gives rise to the non-atomic virtual machine on the right hand
side of Figure 5. Its formal definition is given by C2 with

• Execution alphabet Aat
2 = {rd} and Anon

2 = {inc};
• States S2 = {(0, n) | n ∈ N} ∪ {(i, n, κ) | i ∈ {1, 2, 3}, n ∈ N, κ ∈ Key [inc]} with active execu-

tions K(0,n) = ∅ and K(i,n,κ) = {κ} for i = 1, 2, 3;

• Transitions

– (0, n) −rd↑n−−→ (0, n) and (i, n, κ) −rd↑n−−→ (i, n, κ) for i = 1, 2, 3;

– (0, n) −κ?−→ (1, n, κ) and (3, n, κ) −κ↑0−−→ (0, n) for arbitrary κ ∈ Key [inc];
– (1, n, κ) −τ→ (2, n, κ) and (2, n, κ) −τ→ (3, n + 1, κ).

• Initial state (0, 0).

This idea is that the transition from (0, n) to (1, n, κ), which corresponds, on the one hand, with
the start of the increment, on the other hand “under water” sets the semaphore; the next transition
(from (1, n, κ) to (2, n, κ)) “under water” reads the underlying variable, which then (in the transition
to (3, n+1, κ)) is overwritten with the next value. Finally, (3, n, κ) to (0, n) terminates the increment
while “under water” releasing the semaphore.

Split refinement. As expected, C2 is a split refinement of C1; or vice versa, C1 contracts the
actions of C2. This is indicated by the coupled s/c-simulation pair indicated in Figure 5. Formally,
the simulations are given by (for all n ∈ N):

n ↘v (0, n)

(0, n) ↗∼⊥ n

(1, n, κ) ↗∼⊥ n
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(2, n, κ) ↗∼⊥ n

(3, n + 1, κ) ↗∼⊥ n

(3, n, κ) ↗∼{0/κ} n .

As a typical example, consider (3, n, κ) ↗∼⊥ n − 1 (indicated in Figure 5 by the annotation “n =
n′ − 1”, where n′ denotes the value of n at the arrow’s source); to simulate the rd -transition
(3, n, κ) −rd↑n−−→ (3, n, κ) we have to pre-simulate the inc-transition, i.e., this transition is matched
by n− 1 −inc↑0−−−→ n −rd↑n−−→ n and (3, n, κ) ↗∼{0/κ} n.

4.2 A one-place buffer

In order to provide some more evidence for our claim that coupled s/c-simulation can be usefully
applied in a variety of circumstances, we treat another small example. It is inspired by Langerak
[44], and concerns the implementation of a buffer with operations put (which inserts a value at the
end of the buffer) and get (which extracts the first value from the buffer). To be able to treat the
example in the framework of this paper, we limit ourselves to the case of a one-place buffer.

Atomic buffer behaviour. The behaviour of the one-place buffer can be specified by a virtual
machine B1 with atomic actions putx for arbitrary x ∈Val (which puts x into the buffer and always
returns a standard value) and get (which returns the value currently in the buffer). The required
behaviour is depicted in the following symbolic transition system:

x

get↑x

putx↑
1 2

Formally, B1 is defined by

• Execution alphabet Aat
1 = {putv | v ∈Val} ∪ {get} and Anon

1 = ∅;
• States S1 = {1} ∪ {(2, v) | v ∈Val} with no active executions (Ks = ∅ for all s ∈ S1);

• Transitions 1 −put
v↑−−−→ (2, v) and (2, v) −get↑v−−−→ 1 for all v ∈ N;

• Initial state 1.

Non-atomic buffer behaviour. The implementation in this case is based on the idea to split
the values stored in the buffer in two pieces and “under water” use two buffers to transmit the
pieces separately. Accordingly, B1 is refined by a virtual machine B2 in which both the put and
get-actions have to access both lower-level buffers and hence are executed non-atomically. B2 is
depicted symbolically on the right hand side of Figure 6. It can be seen that, in this implementation,
get may start already before put has terminated; likewise, (the next) put may be invoked already
before get has terminated. Formally, B2 is defined by

• Execution alphabet Aat
2 = ∅ and Anon

2 = {putv | v ∈Val} ∪ {get};
• States

S2 = {3} ∪ {(4, π) | π ∈ Key [putv]}
∪ {(5, π, κ) | π ∈ Key [putv], κ ∈ Key [get ]}
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1putx↑
get↑xputx↑

2get↑x

1

2

Figure 6: Buffer implementation

∪ {(6, v) | v ∈Val}
∪ {(7, v, κ) | v ∈Val , κ ∈ Key [get ]}
∪ {(8, v, π, κ) | v ∈Val , π ∈ Key [putw], κ ∈ Key [get ]}

with active executions K3 = K(6,v) = ∅, K(4,π) = {π}, K(7,v,κ) = {κ} and K(5,v,π,κ) =
K(8,v,π,κ) = {π, κ}.

• Transitions

– 3 −π?−→ (4, π) and (7, v, κ) −π?−→ (7, v, π, κ) for arbitrary w ∈Val and π ∈ Key [putw];
– (4, π) −κ?−→ (5, π, κ) and (6, v) −κ?−→ (7, v, π, κ) for arbitrary κ ∈ Key [get ];
– (4, π) −π↑−→ (6, v) and (5, π, κ) −π↑−→ (7, v, κ) where απ = putv;
– (7, v, κ) −κ↑v−−→ 3 and (8, v, π, κ) −κ↑v−−→ (4, π).

• Initial state 3.

The idea is the the start of each putv-action “under water” corresponds to putting the first piece
of v into the first lower-level buffer, whereas the termination corresponds to putting the second
piece of v into the second lower-level buffer. Likewise, the start of get retrieves the first piece and
the termination of get the second piece of the data value, which is subsequently returned. This
immediately explains the possible overlap of the non-atomic executions of put and get .

Coupled s/c-simulation. Figure 6 indicates a coupled splitting/contracting simulation pair
between B1 and B2; hence the implementation is correct in the sense of this paper. Formally, the
simulations are given by:

1 ↘v 3
(2, v) ↘v (5, v)

3 ↗∼⊥ 1
(4, π) ↗∼⊥ 1

(5, π, κ) ↗∼⊥ 1
(6, v) ↗∼⊥ (2, v)

(7, v, κ) ↗∼⊥ (2, v)
(8, v, π, κ) ↗∼⊥ (2, v) .
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Note that, in this example, no pre-simulation takes place. It is interesting to see that the concrete
virtual machine, B2, may stay indefinitely in the cycle (4, π)–(5, π, κ)–(7, v, κ)–(8, v, π, κ)–(4, π).
Along this path there is always at least one active execution, and accordingly these states do not
↘v-simulate any concrete state. However, because there is always a path to an idle state (the
existence of which is explicitly guaranteed by the non-blocking condition of (5)), this potential
behaviour of B2 does not invalidate its correctness.

5 Concluding remarks

In this section, we review the results we have achieved as well as those we have not achieved;
moreover, we discuss future and related work.

5.1 Achievements.

We have arrived at an increased understanding of the concept of atomicity in reactive systems.
This was achieved by making a clear distinction between the asymmetric roles of client (or agent)
and server (virtual machine). For the agent, the difference between the atomic and non-atomic
invocation of an action is quite closely related to the exhaustively studied issue of action refinement ;
this appears here in the dual form of fusing non-atomic invocations to atomic ones. For a virtual
machine, on the other hand, the situation is more complicated. In the notion of coupled splitting-
contracting simulation we have given a tractable characterisation of a correctness criterion for
action contraction that implies that no agent can distinguish between a given virtual machine and a
correctly implemented, less atomic version of it. This is expressed in our main result, Theorem 3.11.

We assert that the theory presented here can form the basis of a practically useful and realistic
design technique whereby actions are at first specified atomically, and later implemented non-
atomically.

5.2 Open questions

The weakest indistinguishability-implying relation. There is an obvious, quite interesting
theoretical question that goes unanswered in this paper: which is the weakest relation between
virtual machines that implies indistinguishability up to a certain equivalence relation, say coupled
similarity? Whereas Theorem 3.11 shows that coupled s/c-simulation implies indistinguishability,
we have no result about the weakest relation to do so, i.e., the relation that not only implies but is
also implied by indistinguishability.

It is not difficult to show that 4 is not implied by indistinguishability. In fact this should
not be surprising: we consider it a strength of our setup that it is possible for a given atomic
virtual machine to be implemented in different ways, giving rise to behaviours that are not directly
comparable. Behaviours c) and d) of Figure 3, for instance, both are valid implementations of the
fused machine a), hence they themselves are indistinguishable by synchronisation; yet c) and d) are
not 4-related.

It follows that the most obvious candidate for the weakest indistinguishability-implying equiv-
alence relation, 4 ∩ < (where < denotes the inverse of 4), does not fit the bill. The second most
obvious candidate is ' = 4 ∪ <). From Corollary 3.10.5 it follows that this is indeed an equiva-
lence relation, which is obviously indistinguishability-preserving and strictly weaker than 4. For
instance, machines c) and d) Figure 3 no longer provide a counter-example to ' being the weakest
indistinguishability-implying equivalence, since indeed c) < a) 4 d).
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Our feeling is that ' might be the weakest indistinguishability-implying equivalence over a
reasonably large class of virtual machines (the last proviso takes into account that if we restrict the
class of behaviours, the desired implication becomes easier to satisfy). More than this, however, we
currently do not know.

Logic characterisation. Another natural question regarding coupled c/s-simulation is whether
its consequences can be explained in terms of some modal logic over transition systems. For
instance, from [36] we know that weak bisimilarity (of finitely branching systems) is precisely
characterised by Hennessy-Milner logic, in the sense that two behaviours are bisimilar if and only
if they satisfy the same HM-formulae. An analogous characterisation of coupled similarity can be
found in [21]. What, then, about 4?

Regarding this question, we have a conjecture. Consider an extended HM-logic, modified as
in [21] to characterise coupled similarity, with modalities 〈p〉 where p is a pomset of (atomic and
non-atomic) action executions; that is, the nodes of p are labelled by Act↑Val ∪ Key? ∪ Key↑Val .
The satisfaction relation for this modality is given by

s � 〈p〉φ iff ∃s =
~λ⇒ s′:~λ v p, s′ � φ ,

where s, s′ are taken from a given transition system on which the formula is being evaluated, and ~λ v
p expresses that the vector ~λ is a linearisation of p, possibly splitting some of the atomic executions
specified in p into their start and termination. Our conjecture then is that T1 4 T2 implies that
ι1 � φ iff ι2 � φ for all formulae φ of this extended HM-logic. Again (as for indistinguishability)
this implication is only one-way.

5.3 Robustness of the main result

A lot of fine-tuning was required to achieve the results of this paper; in a sense, all the aspects
of the framework are put to work. For instance, the reliance on coupled similarity rather than
(weak) bisimilarity appears crucial, as does the pre-simulation feature of contracting simulation
(see Section 3.1) and the treatment of return values. This raises the issue of robustness: are our
results generalisable or transferable to a (slightly) different setting? It turns out that the results
are quite sensitive to at least the following parameters of our setup:

• The observational capabilities of agents;

• The chosen equivalence up to which indistinguishability is proved.

Sensitivity the the agent capabilities. Consider the following behaviour, which according to
Definition 2.2 is not an agent:

b↓
1a↓

b↓

1a↓1a!

Incausal shuffling is violated in this would-be agent, since ι −
1a!−→−b↓−→ with 1a! 0 b↓ but ι 6− b↓−−→.

Intuitively, the (atomic) invocation of b causally depends on the start of the (non-atomic) invocation
of a; this kind of causality is not allowed in our agents. However, one can perhaps imagine a
client behaving in this way, if the system on which it is running has a form of “weak sequential
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composition” (see, e.e., [55, 56]) that allows to invoke a second action (b in this example) after the
first (a) has started but before it has terminated.

Rather unexpectedly (to us), using agents of this form greatly increases the distinguishing
power. Assume T2 is a candidate refinement of T1, such that a ∈ Aat

1 ∩ Anon
2 . When synchronising

the above agent with T1, the b must be executed place after a; because of indistinguishability, this
then has to be true for T2 as well, meaning that whenever b is executed during the non-atomic
execution of a, the effect must be as if a has already terminated. Effectively, contracting simulation
has to be strengthened such that the start of a non-atomic execution in T2 is simulated by the entire
atomic execution in T1, rather than the current situation where the simulating atomic execution
may essentially take place at any time between start and termination of the original non-atomic
one.

This invalidates (among many others) the counter machine example treated in Section 4.1:
1inc? in the implementation is not simulated by inc↑ in the specification, and when rd is invoked
during the execution of inc, i.e., after 1inc? but before 1inc↑, it may return the counter value from
before the 1inc?. Thus, the following observer (which has additional actions av ∈ Aat for all v ∈Val
to report on the value read by rd) distinguishes between C1 and C2 in Figure 5:

xx

1inc!

rd↓x
ax↓

rd↓x

1inc↓

1inc↓

In fact, a correct implementation of the counter can now only be obtained by guarding the rd -
executions with the same semaphore used for inc, so that it cannot be invoked during the inc-
execution at all.

Sensitivity to the equivalence. A natural alternative to the chosen equivalence up to which
we have proved indistinguishability — coupled similarity — would be weak bisimilarity (cf. [47]).
It turns out that this also strongly limits the possible refinements. In fact, once more (just as
when strengthening the agents in the way described above) it becomes necessary that the start of
a non-atomic execution on the side of the implementation be simulated by the immediate atomic
execution on the specification side. For consider the following observer (which has additional actions
a ∈ Aat, which is used as an alternative to inc, and bx ∈ Aat to report on the value read by rd):

a↓

x x

xx

a↓

a↓
bx↓bx↓

x

x

bx↓
x

x

bx↓

1inc! 1inc↓

1inc!

1inc!

1inc↓

1inc↓

Tag

rd↓x rd↓x rd↓x rd↓x

This agent gives rise to the following behaviours when running on the counter specification resp.
implementation depicted in Figure 5: (where the value shown in the states is the current value of
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the counter)

τ
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0 0
τ

τ

τ

τ

τ

τ
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0

0

τ

0

0
τ

τ
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1

τ
10 0

(1inc!)

a↓

a↓

a↓

b0↓b0↓
1

b0↓

1

1

1

1
τ

b0↓
τ

b0↓b0↓

(1inc↓)

b1↓ b1↓

ττ

τ

Tag‖C2

τττ τ

0

0

0 0

0

0 1

τ

τ

(inc↓)

a↓

a↓

a↓

b0↓

1
τ

1

1

b0↓

b1↓
b0↓

Tag‖C1

τ (rd↓1)
(rd↓0)(rd↓0)

These transition systems are coupled similar but not weak bisimilar: in Tag‖C2 there is an initial
τ -transition to the right, after which a↓ is no longer possible but both b0↓ and b1↓ are still reachable;
this cannot be (bi)simulated by Tag‖C1.

5.4 Future work

Above we have already discussed two open theoretical issues. Currently our priority is not to
address those. Rather, there is a lot of work that remains to be done before we can really claim to
have a practically useful technique; this is what we will concentrate on in the near future.

Action abstraction. One of the most glaring issues is to address the question of how to construct
non-atomic virtual machines in the first place. In the discussion of the examples in Section 4, we
have used as an intuition that the implementations C2 (of the counter) and B2 (of the buffer)
are somehow built upon “lower-level machines” (a combination of a variable and a semaphore in
Section 4.1 and two lower-level buffers in Section 4.2), in such a way that the non-atomic execution
of an action of C2 or B2 corresponds to a series of invocations of actions of the lower-level machines.
We propose the term action abstraction for the transformation of such lower-level, atomic virtual
machines to higher-level, non-atomic ones. Action abstraction thus complements action contraction
to form a useful notion of a design step.

One possible way to formalise action abstraction is through the notion of transducer, i.e., a
transition system in which each label is a combination of a low-level and a high-level move (either
of which may be empty).

Mixed machines. A related issue is to combine agents and virtual machines into a single model
— this in fact already happens, in a certain sense, in the aforementioned transducers. Techni-
cally this is straightforward; however, the intuition of such mixed machines should be carefully
considered. There are at two ways in which invocations can be combined with executions:

Independent invocations. These take place strictly before, after or concurrently with executions;
both invocations and executions may be either atomic or non-atomic. This comes down to a
relatively minor extension of the model.

Nested invocations. These may be part of a (non-atomic) execution; that is, they have to take
place after the start but before the termination of the encompassing execution. An immediate
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consequence is that the encompassing execution is blocking and hence cannot be contracted.
Instead, the behaviour as a whole has to be synchronised with another machine that is able to
execute the nested invocations, turning them into internal steps; after this synchronisation,
contraction may be possible.

In a next paper, we intend take a closer look at such mixed machines. To coin some terminology:
the current virtual machine model may be called passive in the sense that it never invokes actions
of the environment and executes all actions invoked on it through local state changes only. By
combining virtual machines and agents on the basis of independent invocations only, we obtain
an active virtual machine model; executions still give rise to local state changes only. Finally, a
model containing nested invocations may be called a transducer rather than a virtual machine.
Transducers may again be divided into passive ones (in which all invocations are nested inside non-
atomic executions) and active ones (which allow any combination of executions and invocations).

Abortion. Another extension of the current framework begging to be studied is that of refusal
and abortion. In the current paper we have taken without comment the usual process algebra
viewpoint that a system may refuse to perform an action (a phenomenon also known as limited
service availability). When the action is non-atomic, refusal can only take place at start time; we
do not allow a non-atomic action to abort after it has started. This severely limits the applicability
of the technique and puts the entire, very relevant theory of transactions out of reach; see, e.g.,
Lynch et al. [45].

Objects. Finally, as we have hinted at in the introduction, we believe that the theory of action
contraction fits very nicely in an object-based framework; there is clearly a lot of work to be done
before this turns into reality.

5.5 Legacy research and related work

This paper could not have been written in the absence of the past decade of research on action
refinement. We have already included numerous references in the main text; worthwhile repeating
is the debt to the work on ST-semantics, introduced in [24] and later proved to give rise to coarsest
congruences w.r.t. action refinement in [3, 29].

With much the same aim in mind as in the current paper, we previously developed a correctness
notion based on vertical implementation in [54]. Translated in terms of the current paper, vertical
implementation establishes a direct relation between atomic virtual machines on different levels
of abstraction, without constructing the (intermediate) non-atomic virtual machine that is central
to this paper. The ideas behind this approach were first proposed in [53]; a comparable setup is
studied in [40]. Another closely related line of research (unfortunately not followed up in recent
years) is that of interface refinement as advocated in [20] and especially [13].

Boudol and Castellani in [10], as well as Gorrieri in [28] and (with others) in [30], present a
framework in which atomicity is enforced on the actions of a system (called operations in [10])
rather than a property to be proved. Nevertheless, many of the basic intuitions of [10] are the same
as ours, in particular also the proposal to use this kind of semantics for object-based systems.

Atomicity is a major issue in database transaction theory; standard background material can
be found in [7, 32]. The approach there is quite different from ours: a transaction is always an
interpreted entity (i.e., with an explicit effect in terms of state changes) and is always described on
the non-atomic level (in our terminology). An implementation in which the transaction executions
overlap is then considered correct if certain criteria with respect to the resulting overall state
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changes are met (sometimes called ACID for Atomicity–Consistency–Isolation–Durability — see,
e.g., [32] — although “serialisability” is also often used). A typical problem studied in this context
is how to check that these criteria are indeed met; see, e.g., [39]. The criteria are usually motivated
in terms of observability, but since an explicit notion of an observer is usually not given, it is not
easy to see the relation to our notion of indistinguishability. Some more recent efforts concern the
development of weaker versions of the correctness criteria; see, e.g., [4, 19, 41, 59].

In this context, we should especially mention again the work on atomic transactions in Lynch
et al. [45]. Our main theorem is comparable to the Atomicity Theorem [45, Theorem 5.24]; the
main differences are

• Lynch et al. consider transactions as interpreted entities, whose effect is explicitly stated in
terms of state changes. In contrast, we have conducted our work in the process algebraic
tradition of abstract, uninterpreted actions.

• Lynch et al. consider transactions only on the non-atomic level (in our terminology), i.e.,
where they are decomposed into start and termination (resp. abortion). In contrast, we also
explicitly provide models in which atomic actions have been contracted to single transitions.

• Lynch et al. work in a linear time setting, whereas we have established our results for branching
time, as embodied in coupled similarity.

Last but not least, the issue of atomicity refinement has been addressed in the field of assertional
reasoning; e.g., by Lamport [42, 43], Gribomont [33] and Katz [38], as well as for action systems
[5, 57]. Compared to our work, these approaches share most of the differences listed above for [45],
except that [33, 38] actually do provide an atomic-level model.
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A Glossary of notation

Below, we summarise some of the notational conventions used in this paper.

Vectors

• ~a ∈ A∗ and a1 · · · an ∈ A∗ denote vectors of values from the set A.

• |~a| denotes the length of ~a (hence |a1 · · · an| = n).

• ~a|i (with 1 ≤ i ≤ |~a|) denotes the i’th element of ~a (hence (a1 · · · an)|i = ai).

• ~a \ i denotes the vector ~a with the i’th element removed (hence (a1 · · · an) \ i = a1 · · · ai−1 ·
ai+1 · · · an).

• {~a} denotes the set of elements making up ~a (hence {a1 · · · an} = {a1, . . . , an}).

Labels

• Act , ranged over by a, b, denotes the countable set of primitive actions.

• Val , ranged over by v, w, denotes the countable set of values.

• Key , ranged over by κ, π, denotes the countable set of keys.

• ακ (∈ Act) denotes the action associated with the key κ ∈ Key . This is extended to vectors:
ακ1···κn = ακ1 · · ·ακn .

• Key [A] denotes the set of all keys with associated actions in A ⊆ Act (hence Key [A] =
{κ ∈ Key | ακ ∈ A}). Key [{a}] is abbreviated to Key [a].

• Labels are of one of the following forms:

– a↓v denotes the atomic invocation of a with return value v;

– κ! denotes an invocation request of ακ (with occurrence identifier κ);

– κ↓v denotes the return of the invocation identified by κ, with return value v;

– a↑v denotes the atomic execution of a with return value v;

– κ? denotes the start of an execution of ακ (with occurrence identifier κ);

– κ↑v denotes the termination of the execution identified by κ, with value v;

– τ denotes an internal action.

• αλ (∈ Act ∪ {τ}) denotes the action associated with the label λ (hence αa↓v = αa↑v = a,
ακ! = ακ↓v = ακ? = ακ↑v = ακ and ατ = τ).

• Vectors and sets of labels can be constructed pointwise, e.g.:

– ~a↓~v with |~a| = |~v| = n denotes a|1↓v|1 · · · a|n↓v|n;

– A↓V with A ⊆ Act and V ⊆Val denotes {a↓v | a ∈ Act , v ∈Val}.
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States and transitions

• s −λ→ s′ denotes (s, λ, s′) ∈ −→ and s −λ→ denotes ∃s′: s −λ→ s′.

• s =⇒ s′ denotes s −τ→∗
s′.

• s =λ⇒ s′ denotes s =⇒−λ→ s′.

• −~λ→ and =
~λ⇒ denote sequences of transitions (−

~λ|1−→ · · · −
~λ|n−→ and =

~λ|1=⇒ · · · =
~λ|n=⇒, respectively).

• s\~a↓~v for some state s of an agent denotes the (unique) state s′ such that s −~a↓~v−−→ s′.

Partial functions

• A ⇀ B denotes the space of partial functions from A to B; we write f :A ⇀ B to denote
f ∈ (A ⇀ B).

In the following, assume f :A ⇀ B, a ∈ A and b ∈ B.

• dom(f) (⊆ A) denotes the domain of definition of f .

• ⊥ denotes the “empty” partial function, i.e., that is nowhere defined; hence dom(⊥) = ∅.
• f \ C for C ⊆ A denotes the partial function in A ⇀ B mapping all x ∈ dom(f) \ C to f(x)

and undefined elsewhere (hence dom(f \ C) = dom(f) \ C). f \ {a} for a ∈ A is abbreviated
to f \ a.

• f � C for C ⊆ A denotes the partial function in A ⇀ B mapping all x ∈ dom(f) ∩ C to f(x)
and undefined elsewhere (hence dom(f � C) = dom(f) ∩ C). f � {a} for a ∈ A is abbreviated
to f � a.

• f{b/a} denotes the partial function in A ⇀ B mapping a to b, all x ∈ dom(f) \ {a} to f(x)
and undefined elsewhere (hence dom(f{b/a}) = dom(f) ∪ {a}).

• f{~b/~a} with |~a| = |~b| denotes the partial function in A ⇀ B mapping all a|i to b|i for 1 ≤
i ≤ |~a|, all x ∈ dom(f) \ {~a} to f(x) and undefined elsewhere; hence f{b1 · · · bn/a1 · · · an} =
f{b1/a1} · · · {bn/an}. ⊥{~b/~a} is abbreviated to ~b/~a.

• If g:A ⇀ B such that dom(f)∩dom(g) = ∅, then f ∪g denotes the partial function in A ⇀ B
mapping all x ∈ dom(f) to f(x), all x ∈ dom(g) to g(x), and undefined elsewhere.

B Proofs of the results

Proposition 2.7 Assume F ⊆ AT .

• If T is an agent then so is 〈T 〉F .

• If T is a virtual machine then so is 〈T 〉F .

Proof. First we prove the case for agents. We show that the properties in Definition 2.2 hold.

Pending invocations. For each s ∈ ST , let K〈s〉F = Ks \ Key [F ]; this clearly satisfies the
requirements on pending invocations.

Return value acceptance. If 〈s〉F −a↓v−−→ then either s −a↓v−−→, in which case the property follows
from the fact that it holds in T , or s −κ!−→ s′ −κ↓v−−→ with ακ ∈ F , in which case κ ∈ Ks and hence
s′ −κ↓w−−→ for arbitrary w ∈Val by return readiness, implying 〈s〉F −a↓w−−→.
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Return readiness. This follows from the fact that T is return ready.

Return determinism. This follows from the fact that T is return deterministic.

Incausal shuffling. Assume λ1 0 λ2 and 〈s〉F −λ1−→ 〈s′〉F −λ2−→ 〈s′′〉F . There are just two interesting
cases:

• λ1 = κ! and λ2 = a↓v with a ∈ F and s −κ!−→ s′ −π!−→−π↓v−−→ s′′ for some π ∈ Key [a]. It follows
that κ ∈ Ks′ and π /∈ Ks′ ; hence κ 6= π, implying κ! 0 π! ·π↓v. We may conclude (by incausal
shuffling in T ) that s −π!−→−π↓v−−→−κ!−→ s′ and hence 〈s〉F −λ2−→−λ1−→ 〈s′′〉F .

• λ1 = a↓v and λ2 = κ↓w, with a ∈ F and s −π!−→−π↓v−−→ s′ −κ↓w−−→ s′′ for some π ∈ Key [a]. It
follows that π /∈ Ks′ and κ ∈ Ks′ ; hence κ 6= π, implying π! · π↓v 0 κ↓w. We may conclude
(by incausal shuffling in T ) that s −κ↓w−−→−π!−→−π↓v−−→ s′′ and hence 〈s〉F −λ2−→−λ1−→ 〈s′′〉F .

The case for virtual machines is simpler, since we only have to show that the properties of active
executions are satisfied. The proof is analogous to that for the pending invocations of agents; see
above. 2

Proposition 2.8 Let Tag be an agent and Tvm a virtual machine with Avm ⊆ Aag. Tag‖Tvm is an
agent with invocation alphabet Aag \Avm.

Proof. We prove the properties required in Definition 2.2.

Pending invocations. For each s1‖s2, let Ks1‖s2
= Ks1 \Ks2 . It is not difficult to see that this

satisfies the conditions in Definition 2.2.

Return value acceptance. Due to the return value acceptance of Tag.

Return readiness. Due to the return readiness of Tag.

Return determinism. Due to the return determinism of Tag.

Incausal shuffling. Assume s1‖s2 −λ1−→−λ2−→ s′1‖s′2 with λ1 0 λ2. There are only two interesting
cases; all others are due to incausal shuffling in Tag.

• λ1 = κ! and λ2 = τ . It follows that s1 −λ1−→ s′′1 such that s′′1‖s2 −τ→ s′1‖s′2. The proof proceeds
by a case distinction on the rule used to derive the latter transition; in each case we may
conclude s1‖s2 −λ2−→−λ1−→ s′1‖s′2.

– R4: thus, s′′1 −
a↓v−−→ s′1 and s2 −a↑v−−→ s′2. But then (since κ! 0 a↓v) s1 −a↓v−−→−κ!−→ s′1 due to

incausal shuffling in Tag; the required property follows.
– R5: thus, s′′1 −

απ↓v−−−→ s′1 and s2 −π?−→=⇒−π↑v−−→ s′2. The proof proceeds as in the previous case.

– R6: thus, s′′1 −π!−→−π↓v−−→ s′1 and s2 −απ↑v−−−→ s′2. We have κ ∈ Ks′′1
and π /∈ Ks′′1

, implying

κ 6= π and hence κ! 0 π! · π↓v; thus s1 −π!−→−π↓v−−→−κ!−→ s′1 due to incausal shuffling in Tag.
The required property follows.

– R7: analogous to the previous cases.
– R8: analogous to the previous cases.
– R9: thus, s′′1 −τ→ s′1 and s2 = s′2; but then s1 −τ→−λ1−→ s′1 due to incausal shuffling in Tag,

implying the required property.
– R10: thus, s′′1 = s′1 and s2 −τ→ s′2; but then also s1‖s2 −τ→ s1‖s′2 −λ1−→ s′1‖s′2.
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• λ1 = τ and λ2 = κ!. Symmetrical to the previous case.

2

Proposition 2.10 Assume Tag ≈ T ′
ag and Tvm ≈ T ′

vm.

• For all F ⊆ Aag, 〈Tag〉F ≈ 〈T ′
ag〉F and for all F ⊆ Avm, 〈Tvm〉F ≈ 〈T ′

vm〉F .

• If Avm ⊆ Aag then Tag‖Tvm ≈ T ′
ag‖T ′

vm.

Proof. Assume that Rag,Qag is the largest coupled simulation pair between Tag and T ′
ag, and

Rvm,Qvm is the largest coupled simulation pair between Tvm and T ′
vm. First we prove congruence

with respect to fusion for agents. We prove that

R = {(〈s1〉F , s) | ∃s2: s1 Rag s2, s =⇒ 〈s2〉F }
Q = {(〈s2〉F , s) | ∃s1: s2 Qag s1, s =⇒ 〈s1〉F }

forms a coupled simulation pair between 〈Tag〉F and 〈T ′
ag〉F .

• First we prove that R is a simulation. Assume 〈s1〉F R s (where s2 is such that s1 Rag s2

and s =⇒ 〈s2〉F ) and 〈s1〉F −λ→ 〈s′1〉F . If this transition was derived using R3, then the proof of
simulation is trivial. The other case to consider is R1.

It follows that λ = a↓v and s1 −κ!−→ ŝ1 −κ↓v−−→ s′1 for some κ ∈ Key [a]. By s1 Rag s2, we have
s2 =κ!=⇒ ŝ2 =

κ↓v
==⇒ s′2 such that ŝ1 Rag ŝ2 and s′1 Rag s′2. Since τ · · · τ 0 κ↓v, by incausal shuffling

in Tag we have ŝ2 −κ↓v−−→ ŝ′2 =⇒ s′2 for some ŝ′2. Thus, we have s =⇒ 〈s2〉F =λ⇒ 〈ŝ′2〉F =⇒ 〈s′2〉F ,
implying 〈s′1〉F R 〈ŝ′2〉F .

• Next we prove that Q is a simulation. This is entirely symmetrical to the previous case.

• Finally, we show that R and Q are coupled. We only show that R is coupled to Q; the inverse
coupling is proved by a symmetrical argument.

Assume 〈s1〉F R s, where s2 is such that s1 Rag s2 and s =⇒ 〈s2〉F . Due to the fact that Rag

is coupled to Qag, it follows that s2 =⇒ s′2 such that s′2 Qag s1. But then s =⇒ 〈s2〉F =⇒ 〈s′2〉F
and 〈s′2〉F Q 〈s1〉F .

The case for the fusion of virtual machines is simpler; it features

R = {(〈s1〉F , 〈s2〉F ) | s1 Rvm s2}
Q = {(〈s2〉F , 〈s1〉F ) | s2 Qvm s1}

We only show the proof that R (and, analogously, Q) is a simulation, and then only for the case
where 〈s1〉F −λ→ 〈s′1〉F was derived using R2.

• It follows that λ = a↑v and s1 −κ?−→ ŝ1 =⇒ ŝ′1 −
κ↑v−−→ s′1 for some κ ∈ Key [a]. By s1 Rvm s2,

we have s2 =κ!=⇒ ŝ2 =
κ↓v
==⇒ s′2 such that ŝ1 Rvm ŝ2, ŝ′1 Rvm ŝ2 and s′1 Rvm s′2. Thus, we have

〈s2〉F =λ⇒ 〈s′2〉F and 〈s′1〉F R 〈s′2〉F .

Next, we prove congruence with respect to synchronisation. We prove that

R = {(s1‖s3, s) | ∃s2, s4: s1 Rag s2, s3 Rvm s4, s =⇒ s2‖s4}
Q = {(s2‖s4, s) | ∃s1, s3: s2 Qag s1, s4 Qvm s3, s =⇒ s1‖s3}

forms a coupled simulation pair between Tag‖Tvm and T ′
ag‖T ′

vm.
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• First we prove that R is a simulation. Assume s1‖s3 R s (where s2, s4 are such that s1 Rag s2,
s3 Rvm s4 and s =⇒ s2‖s4) and s1‖s3 −λ→ s′1‖s′3. We proceed with a case distinction according
to the rule used to derive the λ-transition. We show only the two interesting rules (namely,
the ones involving a difference in atomicity between agent and virtual machine).

R5 λ = τ , s1 −ακ↓v−−−→ s′1 and s3 −κ?−→=
κ↑v
==⇒ s′3.

By s1 Rag s2 and s3 Rvm s4, we can deduce s2 =
ακ↓v===⇒ s′2 such that s′1 Rvm s′2 and

s4 =κ?=⇒=
κ↑v
==⇒ s′4 (hence s4 =⇒−κ?−→=

κ↑v
==⇒ s′4) such that s′3 Rvm s′4, respectively. But then

s =⇒ s2‖s4 =⇒−τ→ s′2‖s′4, implying s′1‖s′3 R s.

R6 λ = τ , s1 −κ!−→−κ↓v−−→ s′1 and s3 −ακ↑v−−−→ s′3.

By s1 Rag s2 and s3 Rvm s4, we can deduce s2 =κ!=⇒ s′′2 =
κ↓v
==⇒ s′2 such that s′1 Rag s′2 and

s4 =
ακ↑v===⇒ s′4 such that s′3 Rvm s′4, respectively. Due to incausal shuffling, s′′2 =⇒−κ↓v−−→ s′2

implies s′′2 −
κ↓v−−→=⇒ s′2; hence s =⇒ s2‖s4 =⇒−τ→=⇒ s′2‖s′4, implying s′1‖s′3 R s.

• Next we prove that Q is a simulation. This is entirely symmetrical to the previous case.

• Finally, we show that R and Q are coupled. In fact, we only show that R is coupled to Q;
the inverse coupling is proved by a symmetrical argument.

Assume s1‖s3 R s, where s2, s4 are such that s1 Rag s2, s3 Rvm s4 and s =⇒ s2‖s4. Due to the
fact that Rag is coupled to Qag and Rvm to Qvm, it follows that s2 =⇒ s′2 such that s′2 Qag s1

and s4 =⇒ s′4 such that s′4 Qvm s3; hence s =⇒ s2‖s4 =⇒ s′2‖s′4 and s′2‖s′4 Q s1‖s3.

2

Proposition 2.13 Assume an agent Tag and a virtual machine Tvm having free choice of keys.

• For all F ⊆ Aag, 〈Tag〉F has free choice of keys; and for all F ⊆ Avm, so does 〈Tvm〉F .

• If Avm ⊆ Aag, then Tag‖Tvm has free choice of keys.

Proof.

• For each 〈s〉F ∈ S〈Tag〉F and injective φ:K〈s〉F → Key , let 〈s〉F φ = 〈s(φ ∪ idK)〉F where K =
Ks ∩Key [F ]. It is straightforward to check that this satisfies the requirements.

• For arbitrary s1‖s2 ∈ STag‖Tvm
and injective φ:Ks1‖s2

→ Key , let (s1‖s2)φ = s1(φ ∪ idK)‖s2,
where K = Ks2 . It is straightforward to prove that this satisfies the requirements above.

2

Proposition 3.8 4 ◦4 = 4.

Proof. Consider virtual machines T1, T2, T3 with A1 = A2 = A3 and Aat
1 ⊇ Aat

2 ⊇ Aat
3 . We first

prove that R = ↘v ◦ ↘v is a splitting simulation. It is straightforward to see that (4) holds for R,
due to the face that it holds for ↘v.

Consider si ∈ Si for i = 1, 2, 3 such that s1 ↘v s2 ↘v s3, and assume s1 −λ→ s′1.

• Assume λ = a↑v where a /∈ Aat
1 . There are two sub-cases:
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– a /∈ Aat
2 . In that case, s1 ↘v s2 implies that s2 =κ?=⇒ s′2 =

κ↑v
==⇒ s′′2 such that κ ∈ Key [a] and

s′1 ↘v s′′2. Then s2 ↘v s3 implies (in successive steps) s3 =κ?=⇒ s′3 such that s′2 ↘v s′3, thus
s′3 =

κ↑v
==⇒ s′′3 such that s′′2 ↘v s′′3. It follows that s3 =κ?=⇒=

κ↑v
==⇒ s′′3 and s′1 R s′′3.

– a ∈ Aat
2 . In that case, s1 ↘v s2 implies s2 =

a↑v
==⇒ s′2 such that s′1 ↘v s′2. Then s2 ↘v s3

implies s3 =κ?=⇒=
κ↑v
==⇒ s′3 such that κ ∈ Key [a] and s′2 ↘v s′3. It follows that s′1 R s′3.

• For other cases of λ, the proof is entirely standard.

We then prove that Qφ = ↗∼φ�Key[Anon
2 ] ◦↗∼φ�Aat

2 constitutes a contracting simulation.Consider arbi-
trary si ∈ Si for i = 1, 2, 3 such that s3 ↗∼χ s2 ↗∼ξ s1. First we show that (5) holds for Qφ (where
φ = χ ∪ ξ).

• Due to Ks3 \ Key [Aat
2 ] = Ks2 and Ks2 \ Key [Aat

1 ] = Ks1 , we have Ks3 \ Key [Aat
1 ] = (Ks3 \

Key [Aat
2 ]) \Key [Aat

1 ] = Ks1 .

• Due to the fact that s3 is non-blocking for Ks3 \ Ks2 we have s3 =
~κ↑~v
==⇒ s′3 such that {~κ} =

Ks3 \Ks2 (hence Ks′3
= Ks2). Assume ~κ = κ1 · · ·κn, ~v = v1 · · · vn and

s3 = s3,0 =
κ1↑v1===⇒ · · · =κn↑vn===⇒ s3,n = s′3 .

Let s2,0 = s2. By induction on n, it can be proved that for all 1 ≤ i ≤ n there is a state s2,i

and a mapping χi such that s3,i ↗∼χi s2,i and s2 =
~λ⇒ s2,i where {~λ} ⊆ Aat

2 ↑Val ; namely, one of
the following cases holds:

– κi ∈ dom(χi−1), in which case s2,i = s2,i−1 and χi = χi−1 \ κi fulfil the requirements;

– κi ∈ Ks3 \dom(χi−1); let ai = ακi , then s2,i−1 =
α~πi

↑~wi
====⇒=

ai↑vi===⇒ s2,i where {~πi} ⊆ Ks3 \Ks2

and χi = χi−1{~wi/~πi} fulfil the requirements.

It follows that Ks2,n = Ks2 = Ks′3
and therefore χn = ⊥. By essential coupling, s2,n =⇒ s′2 for

some s′2 such that s′2 ↘v s′3; hence Ks′2
= Ks2,n = Ks′3

.

Since s2 =
~λ⇒=⇒ s′2 with {~λ} ⊆ Aat

2 ↑Val , due to s2 ↗∼ξ s1 it follows that s1 =
~λ⇒ s′1 such that

s′2 ↗∼ξ s′1; hence Ks′1
= Ks1 . Due to (5), it follows that s′2 is non-blocking for Ks′2

\Ks′1
; hence

s′2 =
~κ′↑~v′
===⇒ such that {~κ′} = Ks′2

\ Ks′1
(= Ks2 \ Ks1). But then (by s′2 ↘v s′3) also s′3 =

~κ′↑~v′
===⇒.

Due to Ks3 ⊇ Ks2 ⊇ Ks1 , we can derive

{~κ} ∪ {~κ′} = (Ks3 \Ks2) ∪ (Ks2 \Ks1) = Ks3 \Ks1 ,

implying that s3 is non-blocking for Ks3 \Ks1 .

• Due to dom(χ) ⊆ Ks3 \Ks2 and dom(ξ) ⊆ Ks2 \Ks1 , it follows that

dom(φ) = dom(χ) ∪ dom(ξ) ⊆ (Ks3 \Ks2) ∪ (Ks2 \Ks1) = Ks3 \Ks1 .

Now assume s3 −λ→ s′3.

• If λ = κ? where ακ ∈ Aat
1 , there are two sub-cases.
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– ακ /∈ Key [Aat
2 ]. In that case, from s3 ↗∼χ s2 it follows that s2 =κ?=⇒ s′2 with s′3 ↗∼χ s′2.

Then s2 ↗∼ξ s1 implies s′2 ↗∼ξ s1. It follows that s′3 Qφ s1.

– ακ ∈ Key [Aat
2 ]. In that case, from s3 ↗∼χ s2 it follows that s′3 ↗∼χ s2; hence s′3 Qφ s1.

• If λ = τ , from s3 ↗∼χ s2 it follows that s′3 ↗∼χ s2; hence s′3 Qφ s1.

• If λ = κ↑v where κ ∈ dom(φ) and v = φ(κ), then there are two sub-cases.

– ακ /∈ Key [Aat
2 ] (and hence κ ∈ dom(ξ)). In that case, from s3 ↗∼χ s2 it follows that

s2 =
κ↑v
==⇒ s′2 with s′3 ↗∼χ s′2. Then s2 ↗∼ξ s1 with ξ(κ) = v implies s′2 ↗∼ξ\κ s1. Due to

χ ∪ (ξ \ κ) = φ \ κ, it follows that s′3 Qφ\κ s1.

– ακ ∈ Key [Aat
2 ] (and hence κ ∈ dom(χ)). In that case, from χ(κ) = v and s3 ↗∼χ s2 it

follows that s′3 ↗∼χ\κ s2; since (χ \ κ) ∪ ξ = φ \ κ, it follows that s′3 Qφ\κ s1.

• If λ = κ↑v where κ /∈ dom(φ) and ακ ∈ Aat
1 , then there are two sub-cases.

– ακ /∈ Key [Aat
2 ]. In that case, from s3 ↗∼χ s2 it follows that s2 =

κ↑v
==⇒ s′2 with s′3 ↗∼χ s′2.

Then s2 ↗∼ξ s1 implies that s1 =
α~κ↑~v===⇒=

a↑v
==⇒ s′1 such that {~κ} ⊆ Key [Aat

2 ] \ dom(ξ) and
s′2 ↗∼ξ{~v/~κ} s′1. Due to χ ∪ ξ{~v/~κ} = φ{~v/~κ}, it follows that s′3 Qφ{~v/~κ} s′1.

– ακ ∈ Key [Aat
2 ]. In that case, from s3 ↗∼χ s2 it follows that there is a vector of distinct

keys ~κ = κ1 · · ·κn and a vector of values ~v = v1 · · · vn such that {~κ} ⊆ Ks′3
\dom(χ) and

s2=s2,0 =
ακ1↑v1
====⇒ s2,1 · · · =

ακn↑vn====⇒ s2,n =
ακ↑v===⇒ s2,n+1=s′2

for some s′2 such that s′3 ↗∼χ{~v/~κ} s′2. By induction on n, we can derive that there is a
transition sequence

s1=s1,0 =
α~π1

↑~u1
====⇒=

ακ1↑v1
====⇒ s1,1 · · · =

α~πn↑~un
====⇒=

ακn↑vn====⇒ s1,n =
α~πn+1

↑~un+1

=======⇒=
ακ↑v===⇒ s1,n+1=s′1

and a series of partial functions ξ0, ξ1, . . . , ξn+1 such that ξ0 = ξ and for all 1 ≤ i ≤ n+1:

∗ {~πi} ⊆ Ks2,i−1 \ dom(ξi−1);
∗ ξi = ξi−1{~ui/~πi};
∗ s2,i ↗∼ξi

s1,i.

It follows that χ{~v/~κ} ∪ ξn+1 = φ{~u/~π}, where ~π = ~π1 κ1 · · ·~πn κn ~πn+1 is a vector of
distinct keys (hence {~π} ⊆ Ks′3

\ dom(φ)) and ~u = ~u1 v1 · · · ~un vn ~un+1 is the vector of
associated values. We may conclude s′3 Qφ{~u/~π} s′1.

• If λ = a↑v, the proof proceeds as in the second sub-case above.

• If λ ∈ Key [Anon
1 ]? ∪Key [Anon

1 ]↑Val , the proof is straightforward.

It only remains to be proved that R and Q⊥ are mutually essentially coupled. We show that R is
essentially coupled to Q⊥; the proof of the reverse direction is analogous.

Consider s1 R s3 with Ks1 = Ks3 ; in particular, assume s1 ↘v s2 ↘v s3. It follows that
Ks1 = Ks2 = Ks3 . Then (due to the essential coupling of ↘v and ↗∼⊥) s2 =⇒ s′2 such that s′2 ↗∼⊥ s1

(hence Ks′2
= Ks2 = Ks3). It follows (by s2 ↘v s3) that s′2 ↘v s3; hence (again due to essential

coupling) s3 =⇒ s′3 such that s′3 ↗∼⊥ s′2. We may conclude s′3 Q⊥ s1. 2

39



Proposition 3.9 If T1, T2, T3 are virtual machines such that Ti 4 T3 for i = 1, 2, then 〈T1〉Aat
2

4 T2.

Proof. Let F abbreviate Aat
2 \Aat

1 . We will in fact prove 〈T1〉F 4 T2; since (by (1)) 〈T1〉F ≈ 〈T1〉Aat
2
,

the proof obligation then follows by Propositions 3.6 and 3.8.
We define the following relations:

R = {(〈s1〉F , s2) | ∃s3 ∈ S3: s1 ↘v s3 ↗∼⊥ s2,Ks3 = Ks2}
Qφ = {(s2, 〈s1〉F ) | ∃s3 ∈ S3: s2 ↘v s3 ↗∼φ s1} .

First we prove R to be a splitting simulation. Note that it obviously satisfies (4). Now assume
〈s1〉F R s2 with s1 ↘v s3 ↗∼⊥ s2 and Ks1 = Ks2 , and assume 〈s1〉F −λ→ 〈s′1〉F . We distinguish two
cases, based on the last rule in the derivation of this transition (see Table 1):

R2. Then λ = a↑v for some a ∈ F and s1 −κ?−→=
κ↑v
==⇒ s′1 for κ ∈ Key [a]. By s1 ↘v s3, it follows that

s3 =κ?=⇒ ŝ3 =⇒ ŝ′3 −
κ↑v−−→ s′3 such that s′1 ↘v s′3. But then by s3 ↗∼⊥ s2 (using the fact that a ∈ F )

it follows that ŝ3 ↗∼⊥ s2, ŝ′3 ↗∼⊥ s2 and (using also the fact that Kŝ′3
= Ks3 = Ks2 ∪ {κ}

and ακ = a) s2 =
a↑v
==⇒ s′2 such that s′3 ↗∼⊥ s′2 and Ks′2

= Ks2 = Ks3 = Ks′3
. It follows that

〈s′1〉F R s′2; hence we are done.

R3. Then αλ /∈ F and s1 −λ→ s′1. We recognise the following sub-cases.

– λ ∈ Key [Anon
1 ]?∪Key↑Val ∪Aat

3 ↑Val . It follows (due to s1 ↘v s3) that s3 =λ⇒ s′3 such that
s′1 ↘v s′3. Since αλ /∈ Aat

1 ∩ Anon
3 it follows (due to s3 ↗∼⊥ s2) that s2 =λ⇒ s′2 such that

s′3 ↗∼⊥ s′2; moreover, Ks′2
= Ks′3

. We may conclude 〈s′1〉F R s′2; hence we are done.

– λ = a↑v for some a /∈ Aat
3 . It follows (due to s1 ↘v s3) that s3 =κ?=⇒=

κ↑v
==⇒ s′3 such that

κ ∈ Key [a] and s′1 R s′3. Note that a /∈ F by assumption; hence (due to s3 ↗∼⊥ s2)
s2 =κ?=⇒=

κ↑v
==⇒ s′2 such that s′3 ↗∼⊥ s′2; moreover, Ks′2

= Ks′3
. We may conclude 〈s′1〉F R s′3;

hence we are done.

– λ = τ . It follows that s′1 ↘v s3 ↗∼⊥ s2, hence 〈s′1〉F R s2.

We now prove Qφ to be a contracting simulation. Assume s2 Qφ 〈s1〉F with s2 ↘v s3 ↗∼φ s1. Note
that K〈s1〉F = Ks1 \ Key [F ]; due to Ks1 ∩ Key [F ] ⊆ Ks3 ∩ Key [F ] = Ks2 ∩ Key [F ] = ∅ it follows
that K〈s1〉F = Ks1 . First we prove that (5) holds.

• Due to Ks2 = Ks3 and Ks3 \Key [Aat
1 ] = Ks1 , and noting Ks2 ∩Key [F ] = ∅, we have

Ks2 \Key [Aat
〈T1〉F

] = Ks2 \Key [Aat
1 ∪F ] = (Ks2 \Key [F ])\Key [Aat

1 ] = Ks3 \Key [Aat
1 ] = Ks1 .

• Since ↘v is essentially coupled to ↗∼⊥, s2 ↘v s1 implies s3 =⇒ s′3 such that s′3 ↗∼⊥ s2; it follows
(due to s3 ↗∼φ s1) that s′3 ↗∼φ s1. Note that Ks′3

= Ks3 = Ks2 . Since ↗∼ satisfies (5), s′3 is non-

blocking for Ks′3
\Ks1 , meaning that there is a sequence s′3 =

~κ↑~v
==⇒ such that {~κ} = Ks′3

\Ks1

(= Ks2 \K〈s1〉F ). It follows that s2 =
~κ↑~v
==⇒; hence s2 is non-blocking for Ks2 \K〈s1〉F .

• dom(φ) ⊆ Ks3 \Ks1 implies dom(φ) ⊆ Ks2 \K〈s1〉F .

Now we prove the required simulation properties. Assume s2 −λ→ s′2. We distinguish the following
cases:
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• λ ∈ Key [Aat
1 ]?. It follows (due to s2 ↘v s3) that s3 =λ⇒ s′3 such that s′2 ↘v s′3; hence (due to

s3 ↗∼φ s1) s′3 ↗∼φ s1. We may conclude s′2 Qφ 〈s1〉F ; hence we are done.

• λ = τ . It follows (due to s2 ↘v s3) that s′2 ↘v s3. We may conclude s′2 Qφ 〈s1〉F ; hence we are
done.

• λ = κ↑v where κ ∈ dom(φ) and v = φ(κ). It follows (due to s2 ↘v s3) that s3 =
κ↑v
==⇒ s′3 such

that s′2 ↘v s′3; hence (due to s3 ↗∼φ s1) s′3 ↗∼φ\κ s1. We may conclude s′2 Qφ\κ 〈s1〉F ; hence we
are done.

• λ = κ↑v where κ ∈ Key [Aat
1 ] \ dom(φ). It follows (due to s2 ↘v s3) that s3 =λ⇒ s′3 such that

s′2 ↘v s′3; hence (due to s3 ↗∼φ s1) there is a vector of distinct keys ~π outside dom(φ), such
that s1 =

α~π↑~w
===⇒=

ακ↑v===⇒ s′1 and s′3 ↗∼φ{~w/~π} s′1. We may conclude 〈s1〉F =
α~π↑~w
===⇒=

ακ↑v===⇒ 〈s′1〉F and
s′2 Qφ{~w/~π} 〈s′1〉F ; hence we are done.

• λ = a↑v. We distinguish three sub-cases.

– a ∈ Aat
3 . It follows (due to s2 ↘v s3) that s3 =λ⇒ s′3 such that s′2 ↘v s′3; the proof proceeds

as in the clause above.

– a ∈ Anon
3 ∩Aat

1 . It follows (due to s2 ↘v s3) that s3 =κ?=⇒ s′3 =
κ↑v
==⇒ s′′3 for some κ ∈ Key [a];

hence (due to s3 ↗∼φ s1) s′3 ↗∼φ s1, from where the proof proceeds as in the previous
clause (i.e., the case of λ = κ↑v with κ ∈ Key [Aat

1 ] \ dom(φ)).

– a ∈ Anon
1 (i.e., a ∈ F ). It follows (due to s1 ↘v s3) that s3 =κ?=⇒=

κ↑v
==⇒ s′3 for some

κ ∈ Key [a]; hence (due to s3 ↗∼φ s1) s1 =κ?=⇒=
κ↑v
==⇒ s′1 such that s′3 ↗∼φ s′1. It follows (due

to a ∈ F ) that 〈s1〉F =
a↑v
==⇒ 〈s′1〉F and s′2 Qφ 〈s′1〉F ; hence we are done.

• λ ∈ Key [Anon
1 ]? ∪Key [Anon

1 ]↑Val . It follows (due to s2 ↘v s3) that s3 =λ⇒ s′3 such that s′2 ↘v s′3;
hence (due to s3 ↗∼φ s1) s1 =λ⇒ s′1 such that s′3 ↗∼φ s′1. We may conclude 〈s1〉F =λ⇒ 〈s′1〉F and
s′2 Qφ 〈s′1〉F ; hence we are done.

Finally, it remains to prove that R and Q⊥ are essentially coupled. First assume 〈s1〉F R s2 with
s1 ↘v s3 ↗∼⊥ s2 and Ks3 = Ks2 . It follows (since ↘v is essentially coupled to ↗∼⊥) that s3 =⇒ s′3 such
that s′3 ↗∼⊥ s1; hence (due to s3 ↗∼⊥ s2) s′3 ↗∼⊥ s2, which implies (since Ks′3

= Ks3 = Ks2 and ↗∼⊥ is
essentially coupled to ↘v) s2 =⇒ s′2 such that s′2 ↘v s′3. We may conclude s′2 Q⊥ 〈s1〉F ; hence we are
done.

Now assume s2 Q⊥ 〈s1〉F with s2 ↘v s3 ↗∼⊥ s1. Since ↘v is essentially coupled to ↗∼⊥, it follows
that s3 =⇒ s′3 such that s′3 ↗∼⊥ s2; hence (due to s3 ↗∼⊥ s1) s′3 ↗∼⊥ s1. Since Ks′3

= Ks2 and ↗∼⊥

is essentially coupled to ↘v, it also follows that s1 =⇒ s′1 such that s′1 ↘v s′3. We may conclude
〈s1〉F =⇒ 〈s′1〉F and 〈s′1〉F R s2; hence we are done. 2

Theorem 3.11 If T1 and T2 are virtual machines such that T1 4 T2, then Tag‖T1 ≈ Tag‖T2 for
every agent Tag.

Proof. Due to Equation (3) and Aat
2 ⊆ Aat

1 , w.l.o.g. we can assume Aat
ag = Aat

2 . Let

R = {(sag‖s1, s) | ∃s2 ∈ S2: s =⇒ sag‖s2, s1 ↘v s2} .

Consider sag‖s1 R s, and assume sag‖s1 −λ→ s′ag‖s′1. The proof proceeds by a case distinction on
the basis of the operational rule used to derive this transition (see Table 1).
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• R4: thus, λ = τ , sag −a↓v−−→ s′ag and s1 −a↑v−−→ s′1. Due to the assumption that Aat
ag = Aat

2 , we
may conclude that s2 =

a↑v
==⇒ s′2 such that s′1 ↘v s′2, implying s =⇒ sag‖s2 =τ⇒ s′ag‖s′2 and hence

s′ag‖s′1 R s.

• R5: this is ruled out by the assumption that Aat
ag = Aat

2 (⊆ Aat
1 ).

• R6: thus, λ = τ , sag −κ!−→ s′′ag −
κ↓v−−→ s′ag and s1 −ακ↑v−−−→ s′1. ακ ∈ Aat

2 is ruled out by the assumption
that Aat

ag = Aat
2 ; hence ακ ∈ Aat

1 ∩ Anon
2 . By s1 ↘v s2, we have that s2 =κ?=⇒ s′2 =

κ↑v
==⇒ s′′2 such

that s′1 ↘v s′′2, implying s =⇒ sag‖s2 =τ⇒ s′′ag‖s′2 =τ⇒ s′ag‖s′′2 and hence s′ag‖s′1 R s.

• R7: thus, λ = τ , sag −κ!−→ s′ag and s1 −κ?−→ s′1. Then s2 =κ?=⇒ s′2 such that s′1 ↘v s′′2, implying
s =⇒ sag‖s2 =τ⇒ s′ag‖s′2 and hence s′ag‖s′1 R s.

• R8: thus, λ = τ , sag −κ↓v−−→ s′ag and s1 −κ↑v−−→ s′1. Then s2 =
κ↑v
==⇒ s′2 such that s′1 ↘v s′2, implying

s =⇒ sag‖s2 =τ⇒ s′ag‖s′2 and hence s′ag‖s′1 R s.

• R9: thus, sag −λ→ s′ag and s1 = s′1 where either λ ∈ a↓v with a /∈ Avm, or λ ∈ {κ!, κ↓v}
with ακ /∈ Avm, or λ = τ . In the first three cases, it follows that s =⇒ sag‖s2 −λ→ s′ag‖s2 and
s′ag‖s′1 R s′ag‖s2. In the latter case, it follows that s =⇒ sag‖s2 −τ→ s′ag‖s2, hence s′ag‖s′1 R s.

• R10: thus, λ = τ , s′ag = sag and s1 −τ→ s′1. Then s′1 ↘v s2, implying s′ag‖s′1 R s.

Next we prove right-to-left simulation. Let

Q = {(sag‖s2, s) | ∃ŝag ∈ Sag, s1 ∈ S1: s =⇒ (ŝag\~πpre↓~wpre)‖s1, ŝag −~π
post!−−−→ sag, s2 ↗∼{~wpre/~πpre} s1}

The idea is that ~πpre consists of the active non-atomic executions of s2 that have been pre-simulated
in s1, whereas ~πpost consists of the active non-atomic executions of s2 that have not yet been
simulated in s1 (hence in a sense are post-simulated). In both cases, this concerns actions that are
atomic in T1 but non-atomic in T2: {~πpre} and {~πpost} together form a partitioning of Ks2 \Ks1 .

Consider sag‖s2 Q s, and let ~πpre, ~wpre, ~πpost, s1 and ŝag be as in the definition of Q. Further-
more, let φ = {~wpre/~πpre} and let ~µpre = ~πpre↓~wpre and ~µpost = ~πpost!.

Assume sag‖s2 −λ→ s′ag‖s′2. The proof proceeds by a case distinction on the basis of the opera-
tional rule used to derive this transition (see Table 1).

• R4: thus, λ = τ , sag −a↓v−−→ s′ag and s2 −a↑v−−→ s′2. By s2 ↗∼φ s1, there is a transition sequence
s1 =

α~κ↑~v===⇒ s′1 =
a↑v
==⇒ s′′1 such that {~κ} ⊆ Ks2 \ {~πpre} (= {~πpost}) and s′2 ↗∼φ{~v/~κ} s′′1. Assume

~κ = κ1 · · ·κn and ~v = v1 · · · vn. Note that {~κ} ⊆ Key [Anon
ag ] due to Aat

ag = Aat
2 .

Let ~πpost
new be an arbitrary ordering of the keys in {~πpost} \ {~κ}, and let ~µpost

new = ~πpost
new !. Since

~µpost
new 0 κi! for all 1 ≤ i ≤ n, by repeated shuffling it follows that ŝag −~κ!−→ ŝ′ag −~µ

post
new−−→ sag

for some ŝ′ag. Moreover, since {~πpre} ⊆ Kŝag ⊆ Kŝ′ag we have ŝ′ag −~µ
pre

−−→ ŝ′ag\~µpre −~π↓~v−−→ by
Proposition 2.4.1.

Let ~πpre
new = ~πpre · ~κ, ~wpre

new = ~wpre · ~v and ~µpre
new = ~πpre

new↓~wpre
new (= ~µpre · ~κ↓~v). Since κi! 0 ~µpre for

1 ≤ i ≤ n, by shuffling we have

ŝag\~µpre −~κ!·~κ↓~v−−−→ ŝ′ag\~µpre
new .

Since κi! 0 κj↓vj if i < j, by shuffling requests and returns it follows that

ŝag\~µpre −κ1!·κ1↓v1···κn!·κn↓vn−−−−−−−−−−−−−→ ŝ′ag\~µpre
new .
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Recall that ŝ′ag −~µ
post
new−−→ sag −a↓v−−→ s′ag. Due to ~µpost

new 0 a↓v, incausal shuffling in Tag implies
ŝ′ag −a↓v−−→ ŝ′′ag −~µ

post
new−−→ s′ag for some ŝ′′ag; since a↓v 0 ~µpre

new, Proposition 2.4.2 then implies
ŝ′ag\~µpre

new −a↓v−−→ ŝ′′ag\~µpre
new. Thus we have

s =⇒ (ŝag\~µpre)‖s1 =τ ···τ==⇒ (ŝ′ag\~µpre
new)‖s′1 −τ→ (ŝ′′ag\~µpre

new)‖s′′1 .

Since also φ{~v/~κ} = {~wpre
new/~πpre

new}, this implies s′ag‖s′2 Q s.

• R5: ruled out by the assumption that Aat
ag = Aat

2 .

• R6: ruled out by the assumption that Aat
ag = Aat

2 .

• R7: thus, λ = τ , sag −κ!−→ s′ag and s2 −κ?−→ s′2. We distinguish the following cases:

– κ ∈ Key [Aat
1 ]. It follows that s′2 ↗∼φ s1. Let ~µpost

new = ~µpost ·κ!; then ŝag −~µ
post
new−−→ s′ag, implying

s′ag‖s′2 Q s.

– κ ∈ Key [Anon
1 ]. Due to s2 ↗∼φ s1, it follows that s1 =κ?=⇒ s′1 such that s′2 ↗∼φ s′1. From

κ /∈ Ksag it follows that ~µpost 0 κ!; by incausal shuffling in Tag we get ŝag −κ!−→ ŝ′ag −
~µpost

−−→ s′ag
for some ŝ′ag. Since {~πpre} ⊆ Kŝ′ag , by Proposition 2.4.1 we have ŝ′ag −~µ

pre

−−→; since κ! 0 ~µpre,
by Proposition 2.4.2 we have ŝag\~µpre −κ!−→ ŝ′ag\~µpre. We may conclude

s =⇒ (ŝag\~µpre)‖s1 =τ⇒ (ŝ′ag\~µpre)‖s′1 ,

implying s′ag‖s′2 Q s.

• R8: thus, λ = τ , sag −κ↓v−−→ s′ag and s2 −κ↑v−−→ s′2. Again, we distinguish between κ ∈ Key [Aat
1 ]

and κ ∈ Key [Anon
1 ].

For the case where κ ∈ Key [Aat
1 ], there are two sub-cases.

– κ ∈ {~πpre} (= dom(φ)). In that case, v = φ(κ) and s′2 ↗∼φ\κ s1. It follows that
κ↓v ∈ {~µpre}; assume κ↓v = ~µpre|i and let ~µpre

new = ~µpre \ i (see Appendix A for vector
notations).

Due to ~µpost 0 κ↓v, incausal shuffling in Tag implies ŝag −κ↓v−−→ ŝ′ag −~µ
post

−−→ s′ag for some
ŝ′ag; since κ↓v · ~µpre

new is a permutation of ~µpre, Proposition 2.4.1 then implies ŝag\~µpre =
ŝ′ag\~µpre

new. We may conclude s′ag‖s′2 Q s.

– κ ∈ {~πpost}. In that case, the proof is analogous to the case of R4, treated above.

Now consider κ ∈ Key [Anon
1 ]. Due to s2 ↗∼φ s1, it follows that s1 =

κ↑v
==⇒ s′1 such that s′2 ↗∼φ s′1.

Due to ~µpost 0 κ↓v, by incausal shuffling in Tag we have ŝag −κ↓v−−→ ŝ′ag −~µ
post

−−→ s′ag for some
ŝ′ag. Since {~πpre} ⊆ Kŝ′ag , by Proposition 2.4.1 we have ŝ′ag −~µ

pre

−−→; since κ↓v 0 ~µpre, by
Proposition 2.4.2 we have ŝag\~µpre −κ↓v−−→ ŝ′ag\~µpre. It follows that

s =⇒ (ŝag\~µpre)‖s1 =τ⇒ (ŝ′ag\~µpre)‖s′1 ,

implying s′ag‖s′2 Q s.
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• R9: thus, sag −λ→ s′ag and s′2 = s2 where either λ ∈ a↓v with a /∈ Avm or λ ∈ {κ!, κ↓v} with
ακ /∈ Avm, or λ = τ .

In each case, it follows that ~µpost 0 λ 0 ~µpre; therefore, incausal shuffling in Tag implies
ŝag −λ→ ŝ′ag −

~µpost

−−→ s′ag for some ŝ′ag and hence ŝag\~µpre −λ→ ŝ′ag\~µpre. It follows that

s =⇒ (ŝag\~µpre)‖s1 −λ→ (ŝ′ag\~µpre)‖s1

and either s′ag‖s′2 Q (ŝ′ag\~µpre)‖s1 (if λ 6= τ) or s′ag‖s′2 Q s (if λ = τ).

• R10: thus, λ = τ , s′ag = sag and s2 −τ→ s′2. Then s′2 ↗∼φ s1, implying s′ag‖s′2 Q s.

Now we prove that R is coupled to Q. Consider sag‖s1 R s. It follows that s =⇒ sag‖s2 such that
s1 ↘v s2, implying (due to (4)) Ks2 = Ks1 ; hence (since ↘v is essentially coupled to ↗∼⊥) s2 =⇒ s′2
such that s2 ↗∼⊥ s1. But then also sag‖s2 =⇒ sag‖s′2 and (by definition of Q) sag‖s′2 Q sag‖s1 (taking
~πpre = ~πpost = ε and ŝag = sag). Since s =⇒ sag‖s′2, we are done.

Finally, we prove that Q is coupled to R. Consider sag‖s2 Q s, and let ŝag, s1, ~πpre, ~πpost

and ~wpre be as in the definition of Q. First consider the case where Ks2 ⊆ Key [Anon
1 ], i.e., s2 is

not executing any action that is atomic in s1. It follows that Ks2 = Ks1 ; hence ~πpre = ~πpost = ε,
s2 ↗∼⊥ s1, ŝag = sag and s =⇒ sag‖s1. Essential coupling of ↗∼⊥ to ↘v then implies s1 =⇒ s′1 such that
s′1 ↘v s2; hence sag‖s′1 R sag‖s2. Since s =⇒ sag‖s1 =⇒ sag‖s′1, we are done.

In general (i.e., Ks2 ⊆ Ks1), since s2 is non-blocking for Ks2 \Ks1 it follows that s2 =
~κ↑~v
==⇒ s′2 such

that {~κ} = Ks2 \Ks1 . Since {~κ} ⊆ Ks2 ⊆ Ksag , by Proposition 2.4.1 there is a transition sequence
sag −~κ↓~v−−→ s′ag (= sag\~κ↓~v); hence sag‖s2 =⇒ s′ag‖s′2. We have proved above that Q is a simulation;
hence s′ag‖s′2 Q s. Note that Ks′2

⊆ Key [Anon
1 ]; therefore, by the prior case above, s =⇒ s′ such that

s′ Q s′ag‖s′2. But then (by definition of Q, due to sag‖s2 =⇒ s′ag‖s′2) also s′ Q sag‖s2; hence we are
done. 2
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