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As populations age, cancer is becoming the leading cause of 
death. The majority of cancer patients will die from metasta-
sis attributed to the shedding of cancer cells, which enter the 

bloodstream. The peripheral blood load of these circulating tumour 
cells (CTCs) is strongly associated with cancer prognosis. Their 
elimination after a first cycle of therapy indicates an effective therapy, 
whereas their continued presence indicates an ineffective therapy1–5. 
CTCs are extremely rare and are identified in the CellSearch system 
by manual review of thumbnail fluorescent images, which is asso-
ciated with errors6–9. Our team introduced an open-source image 
analysis program called ACCEPT10, which enables the automated 
detection, feature extraction and classification of all objects pres-
ent in full blood sample images (4 × 175 8-bit images per sample). 
The extracted information was shown to be clinically relevant8,11–13. 
However, our approaches for classification into different subsets 
currently rely on linear gates applied to extracted measurements 
of objects identified by multiscale segmentation and are therefore 
based on observations made during manual review of the fluores-
cent thumbnails. Our experience in semi-automated CTC analysis 
has shown us that there is a strong need for a fully automated and 
robust method of CTC enumeration.

So far, most machine-learning approaches for CTC analysis use 
traditional methods purely based on extracted features14–19. Only 
a few papers have explored deep learning methods for circulating 
tumour cell analysis20,21. Although the traditional methods seem to 
be more transparent by construction, the bias of user assumptions 
in the feature selection limits their performance, particularly in 
heterogeneous cell regimes. Recently, advanced machine-learning 
techniques based on deep learning (DL)22 have started to revolu-
tionize biomedical imaging23,24. These DL methods are not biased by 
user-defined features and many DL methods outperform classical 
approaches in benchmarks across different scientific fields. Yet, due 
to the depth of DL architectures and necessarily large training data-
bases, these models are often perceived as black boxes. Researchers 
in mathematics and machine learning work on general solutions 
to this problem using high-level data clustering and visualization  

techniques25–29. Moreover, with the fundamental paper on represen-
tation learning in ref. 30 it became clear that complex, but highly 
structured artificial intelligence (AI) tasks can be learned more 
effectively (for example, generalization) by discovering explana-
tory lower-dimensional factors. As a consequence, the combination 
of deep learning autoencoders and classification tasks, sometimes 
known as supervised autoencoders31,32, is currently an active area of 
research. The goal of this work is to demonstrate the ability of auto-
encoded deep learning to improve the classification of CTCs in flu-
orescent images and explore the presence of known and unknown 
objects in these images and relate them to clinical observations.

We explore the use of deep convolutional neural networks 
(CNNs) and advanced dimensionality reduction architectures to 
identify and classify objects in fluorescent images obtained with the 
CellSearch system in patients with metastatic cancer and benign 
diseases in a clinically relevant set-up. We can automatically iden-
tify and characterize CTCs in a heterogeneous bloodstream in an 
accurate and reproducible manner that was not possible before. Our 
work can be summarized by the following research highlights:

 1. Framework: we propose an automated, accurate and robust 
deep learning framework for CTC identification (Fig. 1) that 
tackles the heterogeneity and multiclass properties in liquid bi-
opsies.

 2. Understanding: we achieve interpretable AI for cancer cell anal-
ysis via an incremental multiclass cell characterization proce-
dure and visualization, which unravels novel subclasses of cells.

 3. Personalized cancer treatment: by automated quantification, 
identification and visual exploitation of CTCs we move a huge 
step forward towards automatized analysis and a verified un-
derstanding of CTCs in cancer diseases.

Results
Composition of training and validation sets. The original data-
set used to train and validate our networks was obtained through 
the automated processing of 499 patient samples with ACCEPT and 
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contained fluorescent images of 6,505 CTCs, 11,633 tumour-derived 
extracellular vesicles (tdEVs), 14,722 white blood cells (WBCs), 4,059 
bare nuclei and 3,630 other objects (Fig. 1). During the evaluation of 
our network on patient samples we detected a completely novel class 
of objects that occupied a unique space in the encoded data repre-
sentation and were characterized by the expression of CD45 and a 
lack of DNA and cytokeratin (see section ‘Identification of new cell 
classes based on the 2D t-SNE map’). As these objects lack a nucleus 
and have similar morphological characteristics in terms of shape 
and size as the tdEVs, with the only difference that they express 
CD45 instead of cytokeratin, we named them CD45 extracellular 
vesicles (CD45EVs) and we added 9,021 fluorescent images of these 
CD45EVs to the total ground truth set and adapted the network to 
recognize this novel cell class as well. Typical example images of the 
six classes are shown at the bottom of Fig. 1. Throughout our experi-
ments we used this dataset in three different compositions:

 1. Two-class set: the dataset was divided into two classes, ‘CTC’ 
and ‘no CTC’.

 2. Five-class set: the dataset was divided into five classes, ‘CTC’, 
‘tdEV’, ‘WBC’, ‘Bare nucleus’ and ‘Other object’.

 3. Six-class set: the dataset was divided into six classes, ‘CTC’, 
‘tdEV’, ‘WBC’, ‘CD45EVs’, ‘Bare nucleus’ and ‘Other object’.  
The 9,021 images from the CD45EVs were added to the  
five-class set.

When splitting the set into a training set and a validation set, we 
aimed to avoid any correlation between the two sets caused by cells 
that originate from the same patient but are present in both sets. 
Therefore, we generated our training and validation sets by ran-
domly splitting the 499 patient samples into a training set of 80% 
and a validation set of 20% of the samples. The resulting training set 
contained 5,171 (79.5%) of all CTCs, 9,667 (83.1%) tdEVs, 12,099 
(82.1%) WBCs, 7,244 (80.3%) CD45EVs, 3,237 (79.7%) bare nuclei 
and 3,097 (85.3%) other objects. Thus, for each class, ~80% of the 
instances are part of the training set. Validation data were only used 
once the architecture and hyperparameters were fixed.

Detection of cell classes by autoencoded deep learning. The 
CNN we used can be divided into two parts: a convolutional fea-
ture extraction part (called ‘Encoding’ in Fig. 1) followed by the 
fully connected layers classifying the input based on the features 
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5-class set:
• 6,505 CTCs
• 11,633 tdEVs
• 14,722 WBCs
• 4,059 bare nuclei
• 3,630 other objects

(~80% training / 20% testing)

6-class set:
• 6,505 CTCs
• 11,633 tdEVs
• 14,722 WBCs
• 9,021 CD45 particles
• 4,059 bare nuclei
• 3,630 other objects

(~80% training / 20% testing)

2-class set:
• 6,505 CTCs
• 43,065 no CTCs

(~80% training / 20% testing)

Expert revision of cell
candidates to define

ground-truth set

Candidates per class:
• 17,550 WBCs
• 12,523 CTCs
• 10,200 bare nuclei
• 12,218 tdEVs

Single cell detection and
feature extraction in 499

full scans

Gating on extracted
features for candidate

preselection

Export of cell candidates with ACCEPT

Ground truth sets

Deep learning

Cell cluster visualization for further analysis
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Fig. 1 | Overview of the analysis workflow used. Archived images of samples analysed by CellSearch are first processed with the ACCEPT toolbox to 
extract thumbnail images of preselected cell candidates. These candidate images are manually reviewed and form the ground truth set for training and 
validation. Two networks with the same architecture for encoding and classification but one with and one without a decoder are trained, and the extracted 
features in the latent space are used for visualization and further data analysis. An example image for each class is shown at the bottom, together with the 
probability the network assigned them.
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extracted in the first part. We refer to the lower-dimensional 
space after feature extraction as the latent space. In our case the 
inputs of size 80 × 80 × 3 are compressed to a 50 × 1 feature repre-
sentation. Similar inputs result in a similar feature representation 
and are therefore close in the latent space. To visualize the latent 
space, we compressed the 50-dimensional (50D) feature space to 
a 2D space using t-distributed stochastic neighbour embedding 
(t-SNE)28. t-SNE is a nonlinear dimensionality reduction method 
that maps similar input vectors to close points in the reduced space 
and keeps the distance between clusters from the original, higher-
dimensional space.

Apart from the standard classification network, we also used a 
network architecture where the encoding network is followed not 
only by the fully connected classification layers, but also by a decod-
ing network (Fig. 1). The latent space representation is input to the 
classification and also to a convolutional network (grey box) that 
maps the input back to the image space. To investigate the struc-
tural difference of the latent space for the standard and autoencod-
ing convolutional classification network, we trained both networks 
on the two-class set of CTCs and no CTCs. Figure 2 shows the 2D 
t-SNE maps of the latent space. Although both algorithms map the 
input images to different clusters based on the two-class label, we see 
that the structure of the red class is significantly different for the two 
network architectures. The standard network uses the latent space 
representation only to distinguish between CTCs and no CTCs, and 
the autoencoding network needs to reconstruct the 80 × 80 × 3 input 
image as well as possible based only on the 50D feature vector in 

the latent space. Therefore, the latent space is much more informa-
tive and shows distinct clusters of objects that look similar in the 
original image domain. In Fig. 2,c we coloured the data points based 
on the true labels from the six original classes (CTC, tdEV, WBC, 
CD45EVs, Bare nucleus and Other objects). Although both net-
works were not trained to distinguish all six classes, we see that the 
cell classes cluster. The autoencoding architecture on the right has 
the advantage of very distinct clusters. Although, in the standard 
architecture on the left, the bare nuclei are distributed across the 
WBC cluster with no obvious pattern, a transition of the bare nuclei 
to the top right corner of the WBC cluster is observed in the autoen-
coding architecture. This reflects the weak CD45 signal (especially 
of the granulocytes) recorded by the CellTracks Analyzer II. The 
majority of the objects classified as bare nuclei are in fact WBCs13. 
Thus, a shared cluster with a smooth transition between these two 
cell classes reflects our expectation. Another advantage of the auto-
encoding network structure is the detection of cell subclasses. In 
Fig. 2d the brown arrows likely indicate the presence of WBC sub-
populations. The light blue arrows indicate six different clusters of 
tdEVs. This allows the investigation of not only existing but also 
novel subclasses by linking their prevalence to clinical observations.

The autoencoding classification network can thus be used to 
detect previously unobserved classes. An example showing how the 
class of CD45EVs was identified as a unique class is illustrated in 
Fig. 3. Unlike the previous scatter plots, the points are now colour-
coded based on the predicted class, not the true class label. The 
network was trained and validated on the five-class dataset (CTC, 
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Fig. 2 | Comparison of the t-SNE maps of the latent space for a standard and an autoencoder CNN. a,b, t-SNE maps for the standard CNN (a) and the 
autoencoding CNN (b), with points coloured based on the true six-class label that the network was trained to distinguish: green for ‘CTC’, red for ‘no 
CTC’. c,d, t-SNE maps for the standard CNN (c) and the autoencoding CNN (d), with points are coloured based on the true six-class label (‘CTC’, ‘tdEV’, 
‘WBC’, ‘CD45EV’, ‘Bare nucleus’, ‘Other object’), which was not presented to the algorithm during training. The comparison shows that in the latent space 
of the autoencoder CNN, cell clusters are much more distinguishable and clear subclusters of cells are visible, even when the network was not trained to 
distinguish these classes.
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tdEVs, WBC, Bare nuclei and Unknown objects). If we now add the 
sixth class, CD45EVs, to the validation set, we see a very distinct 
cluster of objects highlighted by the grey ellipses. Within this clus-
ter we see very diverse predicted classes, in particular mixing class 
labels for very distinct cell classes like tdEV (light blue) and WBCs 
(brown). This is an indicator that the network has not seen this type 
of cell before and is not trained to predict the correct class. Yet, due 
to the autoencoding architecture, the network learns that these cells 
are different from the other cell classes and form a distinct cluster 
in the latent space. This type of cluster is a hint that the set that 
was encoded and classified with the network contains a class of cells 
that was not in the training set. On the right-hand side of Fig. 3 
we present nine cells that belong to data points that we randomly 
chose from the point cloud . As we can see, they all belong to the 
new class of CD45EVs that was not included in the set when we 
trained the network. This approach can be used in an iterative pro-
cedure to include more and more cell classes automatically found by 
the network with the goal of capturing the large variety of cells, cell 
fragments and artefacts that can be found in the fluorescent images.

Automated multiclass cell classification. We ultimately trained the 
autoencoding convolutional classification network to differentiate 
between all six classes and obtained an overall accuracy of 96.43%. 
The classification results and the resulting latent space representa-
tion of the validation set are summarized in Fig. 4. The classification 
performance increases from standard CNN to autoencoder CNN 
from 95.47% accuracy to 96.43% accuracy. Considering that we 
are already at a quite high classification accuracy, it is interesting to 
observe an improved detection for all cell types. These experiments 
underline the improved robustness we obtain via representation 
learning to reliably obtain interpretable cluster visualizations.

The sensitivity for classifying CTCs with the autoencoder CNN 
was 97.3% with a specificity of 98.8%, whereas with the standard 
CNN the sensitivity dropped to 96.2%. In total, with the autoen-
coder CNN, 36 true CTCs were not recognized by the network as 
a CTC: 22 originated from breast samples, eight from colon and 
six from prostate cancer samples. Three of these 36 CTCs were 
classified as bare nuclei, 12 as other objects and 21 as tdEVs. Yet, 
only 19 decisions were made with a probability over 75%, and if 
we increase this probability threshold to 90%, this is reduced to 12 
cells (Supplementary Fig. 1a). Analysis of the 91 cells that were clas-
sified as a CTC by the network but not by the manual reviewers 

showed that, according to the given label, three were bare nuclei 
from a prostate cancer sample and all 88 others were in the class of 
‘Other objects’. Of these 91 cells, 57 had a probability of over 75% of 
being a CTC and of these, 35 had a probability higher than 90% and 
are shown in Supplementary Fig. 1b. If we investigate the percentage 
of misclassified cells across all classes for each cancer type, we see 
that 7% of the cells coming from benign breast samples were clas-
sified incorrectly (n = 185), 5% of all metastatic breast cancer cells 
(n = 3,460), 4% of colon cancer cells (n = 1,231), 3% of cells from 
prostate cancer samples (n = 3,782) and only 2% of all lung cancer 
cells (n = 892). All cells originating from cancer cell lines (n = 369) 
were classified correctly.

Heterogeneity of circulating tumour cells across cancer types. To 
investigate the heterogeneity of CTCs, we further analysed the t-SNE 
of all CTCs (green, Fig. 4b). Figure 5a shows the 2D t-SNE map of 
all CTCs in the validation set, now coloured based on their cancer 
type. In the plot we highlight four locations with black boxes, each 
representing a different part of the point cloud. For all four groups, we 
randomly chose five different points; the corresponding thumbnail 
images are shown in Fig. 5b. As illustrated by the four examples, the 
location in the latent space reflects typical morphological and stain-
ing features. The cells in group one in the top left corner of the latent 
representation are either doublets of CTCs or large CTCs with an 
elongated morphology. Similar to group 1, the cells in group 2 are rep-
resented by a very strong cytokeratin (CK) staining (green), but these 
are now single cells with a very round morphology. This contrasts to 
the cells on the other side of the point cloud in group 3, which show 
very weak CK staining, not even surrounding the whole nucleus in 
blue. Moving to group 4, we see that these cells have very dim CK and 
4′,6-diamidino-2-phenylindole (DAPI) staining, in combination with 
a morphology that is less round. We further investigated if the CTCs 
of different cancer types have specific morphological features by using 
frequency plots (Fig. 5c), where we plotted for each location the num-
ber of CTCs of that cancer type. We see that some cancer types occupy 
a very distinct area. Although the breast cancer cells (blue) cover the 
whole point cloud, the colon cancer cells (purple) can only be found 
in the top left and in the bottom right corner, but rarely in between. 
The CTCs from cancer cell lines originate from a prostate sample and 
are close, yet not overlapping, with the green point cloud of prostate 
CTCs. The amount of CTCs from lung cancer patients is much lower 
and does not allow any analysis of the occupied latent space.
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It remains for further evaluation if the position of a CTC in the 
latent space and thereby the cells’ morphology can also be correlated 
to the clinical outcome of the corresponding cancer patient.

Generalizability of DL classification within patient samples. To 
test the performance of our DL network on unseen examples, we 
analysed 164 samples, drawn before a new line of therapy from 
patients with metastatic breast cancer enrolled in the original 
IMMC-01 prospective multi-centre trial33. The images from the 
IMMC-01 study were acquired on CellSpotters (Nikon fluorescence 
microscopes) instead of the CellTracks system used in our training 

and validation set. The 164 patient samples had a total of 46,920 
events to score.

Of all the events, 15,837 were manually scored as a CTC by 
the reviewers and the other 31,083 were rejected. When we classi-
fied the same thumbnail images with the DL network, we received 
an overall agreement of 83.8%. For the 15,837 CTCs the network 
agreed in 10,413 cases (65.8%). In Supplementary Fig. 3 the num-
ber of manual CTCs per samples versus the number of CTCs clas-
sified by the DL network is shown for all 164 samples. Analysis 
of cells where the two counting methods disagree shows that the 
objects scored only by the network as a CTC are either apoptotic 
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CTCs or cells with a dim CK staining. On the other hand, review-
ers score more cells with a very bright CK but very dim or nearly 
absent DAPI staining as CTCs, while the network decides they are 
tdEVs. The automated classification of all 23,377 thumbnail images 
on a computer with a single GPU took less than 3 min. In analogy 
to Fig. 4, we also verified the same improved results on these patient 
samples (see, for example, Fig. 6) from standard CNN to autoen-
coder CNN, confirming an improved generalization property with 
our new architecture.

To investigate whether the number of CTCs obtained by the DL 
networks is correlated with the overall survival of a patient, we com-
pared the manual scores and the DL scores to survival data. Figure 6  
shows the Kaplan–Meier plots for the 164 patients with favourable 
and unfavourable CTC counts. Overall, for 25 patients the progno-
sis of favourable or unfavourable CTC count was different when 
comparing the two counting strategies. Median overall survival for 
patients with <5 manual CTCs was 21.9 months versus 10.9 months 
for patients with ≥5 CTCs (P < 0.001, log-rank test). For the auto-
mated CTC counts, patients with <5 DL CTCs had a median overall 
survival of 26.9 months whereas patients with ≥5 DL CTCs had a 
median overall survival of 11.4 months (P < 0.001, log-rank test). 
The CTC counts from the DL networks seem to result in a better 
discrimination between patients with ≥5 CTCs and patients with 
<5 CTCs than the manual ‘ground truth’ score. The estimated Cox 
hazard ratio (HR) together with 95% confidence interval is shown in 
Fig. 6 for both methods. Although the estimated HR for DL counts 
is higher, there is a strong overlap of the two confidence intervals, 
making it impossible to conclude which method in the end better 
predicts survival. Yet, based on the current results, we can at least 
conclude that our method performs similarly well as the manual 
counting method, but is fully objective and does not require any 
tedious manual scoring.

Conclusion and discussion
In recent years, CNNs and deep learning methods have provided 
remarkably good results in various applications ranging from 
speech recognition and classification to image processing tasks like 
denoising and segmentation34–37. Nevertheless, to be used in the bio-
medical field with clinical relevance, understanding the way a CNN 
interprets the data is of utmost importance to reduce the uncer-
tainty in the approach. Here, we have introduced an autoencoded 
multiclass classification network that has, in combination with the 
proposed visualization and analysis of the latent space, the potential 
to analyse cell classes and their relations in a new way and explore 
novel subclasses of cells in a structured manner. An overview of the 
different results that can be extracted with our framework is pre-
sented in Fig. 7.

In a previous publication it was shown that t-SNE visualizations 
of the feature map can help to identify new cell classes25. Yet, with 
a standard deep learning network only trained for classification, 
the transition between cell classes that were not labelled separately 
in the ground truth set is often continuous. This can be problem-
atic for new cell classes if they are not significantly different from 
all other classes in the ground truth set. We have shown that the 
combination of the classification network with an autoencoder 
(see architecture in Fig. 8) leads to more distinct clusters in the 
latent space, even for cell classes not specifically labelled before. 
This makes the visualization of the latent space after dimension-
ality reduction with t-SNE even stronger and has the potential to 
iteratively explore more distinct subclasses in various applications. 
Another advantage of the autoencoded classification network is its 
increased robustness towards noise in the ground truth set. When 
manually scoring several thousand cells, there is always a risk that 
some mistakes can be found in the scores, even when the data are 
double-checked. This is visualized in Supplementary Fig. 1b where 
we present cells that are—according to the given label—not CTCs, 
but the majority of them actually are CTCs. The autoencoding net-
work forms very distinct clusters of similar cells in the latent space, 
making a separation of the cell classes for classification easy. Even 
if the noisy labels slightly change the decision boundaries between 
cell classes, this will have only a small effect on the final decision. 
For a standard network, a slight change of the decision boundar-
ies can have a much higher impact on the final outcome. Another 
way of improving fully supervised results with a semi-supervised 
approach where data are mapped back to the image space is shown 
in ref. 38, where a generative adversarial network (GAN) is used in 
combination with a classifier. In opposition to our approach they do 
not make direct use of the compressed representation but use it only 
for improvement of the classification results and to compensate for 
limited training data. It remains for further evaluation how a gen-
erative approach will perform on our problem in combination with 
our non-generative autoencoding network.

As soon as the network is used to classify all objects found in the 
fluorescent images, it is important that image artefacts or cells with 
an uncommon morphology are identified and not assigned to one 
of the cell classes. We therefore introduced a class for ‘other objects’ 
that includes examples of those kinds of object. Due to the nature of 
that very diverse ‘rest class’, it is not defined by a clear distinct cluster 
in the latent space, but can be found at multiple locations. Although 
this still makes it difficult to reliably separate all of these objects 
from the other cells, we noticed a clear improvement in identifying 
those events. Moreover, the extra class prevents these objects from 
being classified with a high probability in one of the other real cell 
classes, which would bias the resulting cell counts.
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Fig. 6 | Kaplan–Meier plots comparing the predictive value of CellSearch, standard CNN and autoencoder CNN scores. a–c, The DL-based scores for the 
standard CNN (b) and the autoencoder CNN (c) give a better separation of the survival curves for patients with favourable and unfavourable prognosis 
compared to the ‘ground truth’ score with CellSearch (a). The median overall survival for each group, the Cox hazard ratio (HR) and the significance  
(log-rank P) are indicated in each panel.
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In a set of 164 metastatic breast cancer patient samples processed 
with the CellSearch system, we have shown that the number of 
events classified by the DL network as a CTC is correlated with the 
overall survival chance of a patient. Dichotomization of the patients 
based on a cutoff of five CTCs led to a separation of patients with 
favourable and unfavourable prognosis that is at least as good as the 

manual CTC count, but does not require any manual scoring and is 
thus objective. Further survival analysis with a larger patient cohort, 
in particular with different cancer types, is needed to find out which 
methods are better to predict survival chances and therapy success.

In our comparison between manual and automatic counts and 
their relation to patient survival, we only classified the CK+/DAPI+ 

Fluorescence
images

Automated
CTC count

Tissue
of origin

Cell & EV
(sub)classes

Cell
morphology

Manual
CTC count

Clinical
outcome

SuperiorBlack box

Latent space
CAE

CNN

Fig. 7 | Overview of the different results obtained with our framework. Our convolutional autoencoder (CAE) framework can partially be seen as a black 
box approach, similar to a standard CNN, for classification. Yet, the visualization of the more informative latent space sheds more light into the black box 
and helps to understand how the network interprets the different data classes and their relation to each other. In this way, the framework provides us with 
a deeper insight into the dataset in terms of a detection of new cell (sub)classes, analysis of different cell morphologies and a correlation of morphology to 
cancer type. Moreover, the resulting CTC count leads to a superior prediction of clinical outcome compared to the traditional manual counts.
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CTC candidates presented by the CellSearch system. Yet, to use the 
full power of our multiclass classification approach, we need to 
present all events found in a cartridge to the network, regardless 
of their marker expression, size and morphology. In that way, we 
obtain not only a CTC count per sample but also counts of tdEVS, 
WBCs, bare nuclei, a novel population of events identified by our 
autoencoding network that we classified as extracellular vesicles 
derived from white blood cells (CD45EVs) and all other objects 
present in the images. This provides us with valuable information 
that might help to give a better prediction of survival outcome and 
success of a therapy. It can also alleviate the problem that CTCs are 
very rare and difficult to detect and missing one single CTC can 
lead to the misclassification of a patient as having a relatively good 
prognosis. We previously showed that tdEV counts can also be used 
as a prognostic marker equivalent to CTC counts12. However for 
other cell classes like bare nuclei, it has not been investigated so 
far whether their count could add to the predictive value of a test, 
although we have shown that they are also present in significantly 
higher numbers in patient samples compared to healthy donors13. 
Alternatively, it could also be the case that not all CTCs are equally 
predictive for survival and that only cells with a very high probabil-
ity of being a CTC should be incorporated in the analysis. Using the 
autoencoded classification network and visualizing the latent space 
might also reveal subclasses of CTCs or other cells that are more 
predictive than other subclasses. A clear example of subclasses iden-
tified by the autoencoding network can be observed in the tdEVs 
illustrated in Fig. 2d, where the arrows indicate the presence of six 
distinct populations of tdEVs. To evaluate the clinical relevance of 
each subclass, their association to the clinical outcome of patients 
and their downstream characterization in terms of their molecular 
cargo need to be investigated.

CTCs from some tumour types were under-represented in our 
training set. Once more datasets are analysed, the training database 
could be iteratively enlarged by using the found class members after 
manually reviewing them. Retraining the network on a growing 
database will improve the robustness and enlarge the variety of cells 
the network has seen. In this way, the given scores will gain reli-
ability and manual revision will become redundant, resulting in a 
fully automated approach for CTC detection that standardizes the 
definition of a CTC. As a consequence of first segmenting all objects 
and then classifying them with the network, the classification qual-
ity will always be biased by the quality of the preceding segmenta-
tion. If the segmentation fails to detect a cell, it will not be presented 
to the network and therefore not counted in the respective class. A 
promising approach, especially for samples with low image qual-
ity, is to use another convolutional network for the segmentation 
and ultimately couple the segmentation and the classification to a 
semantic segmentation network13,36,39.

Our Article shows that the stability and generalization bounds 
proven in ref. 31 are also of practical value for real data and there-
fore provide a necessary step from AI/ML theory to practise for 
the research community. Our autoencoded classification network 
allows for fast, reproducible and bias-free enumeration of CTC that 
is clinically relevant. Moreover, visualization of the latent space 
allows for the detection of novel CTC subclasses. We envision, for 
example, the identification of expressed treatment targets or provi-
sion of the likelihood for CTCs to contain high-quality DNA. CTCs 
hold the promise to represent a real-time liquid biopsy provided 
they are present and their content can be characterized. Adding 
information about the genetic and proteomic make-up of each CTC 
would truly enable us to choose the optimal therapy for a patient at 
any given time point during the course of the disease.

Methods
Deep learning network architectures. To automatically classify the fluorescent 
thumbnail images of cells into separate cell classes, we used convolutional 

neural networks22,35 with two different architectures. The first architecture is a 
standard CNN. For the second network architecture, we used convolutional 
autoencoders to enhance the results40,41. Autoencoders first encode the input data 
and then reconstruct an approximation of the input signal from the encoded 
representation. In our case, the latent space containing the encoded data has a 
much lower dimension than the input space. In this way, the network learns a 
lower-dimensional representation that still contains most of the variation of the 
input data in order to reconstruct the input from the encoded latent variable. For 
classification tasks, autoencoders are often used to pretrain networks, especially if 
the amount of labelled ground truth examples is too small to optimize very deep 
networks. In this case, the weights are first optimized on unlabelled data and in a 
second step the network is fine-tuned to learn the classification based on labelled 
input data40. In contrast to this approach, we used the autoencoder and  
the classification part simultaneously41,42.

A sketch of the network architectures used is provided in Fig. 8. The encoding 
part of both networks consists of three convolution layers with a kernel size 
of 3 × 3 and an increasing number of filters. The first convolutional layer has 
16 filters and the two following ones have 32 and 64 filters, respectively. Each 
convolutional layer is followed by a max-pooling layer to halve the resolution of 
the input. Thus, the input image is transformed from an 80 × 80 × 3 image to a 
10 × 10 × 64 representation of the input by forward-passing it through the three 
blocks of convolution and max-pooling layers. All layers whose activation is not 
specified explicitly use rectified linear unit (ReLU) activations. The convolutional 
part is followed by a fully connected layer of 208 neurons, which are connected 
by another fully connected layer to 50 neurons that form the latent space. In 
this layer, no activation function is applied. During training we noticed that the 
algorithm often converged to a local minimum of weights that resulted in very 
high latent code values; as a result, in the reconstruction, all values were close to 
zero. Exploding gradients could be the reason for the high latent code values. To 
address this, we applied L2 weight regularization on the latent variables, which is a 
well understood regularization method for solving this problem. This prevents the 
algorithm from converging to this weight set. The 50D latent space representation 
is input to the final two fully connected output layers with six neurons each, where 
the last one has a softmax activation function so that the last six outputs sum to 
one and can be interpreted as the probability of belonging to each class. For the 
autoencoding network, the architecture for encoding and classifying is the same 
as for the standard CNN, but the latent space representation is now also used as 
an input to a decoding convolutional network (enclosed by a grey dashed box, 
Fig. 8). The decoding network starts with a fully connected layer of 6,400 neurons 
whose activation is reshaped to a tensor of size 10 × 10 × 64, which is input to 
the convolutional part of the decoding network. In our tests, we noticed that we 
obtained superior results if we had a separate convolutional decoding network 
for each of the three fluorescent channels. Each network contains three blocks 
consisting of an upsampling layer with factor two followed by a convolutional layer 
with kernels of size 3 × 3. For all three networks, the first convolutional layer has 
32 filters, the second one has 16 filters and the final layer has one filter. The output 
layers use a sigmoid activation function. There are many years of tumour cell 
marker development in the area of cell biology. This provides prior knowledge of a 
very distinct usage of fluorescent channels, motivating our architecture choice. In 
the likely case of a very different strength (magnitude) of the fluorescent channels, 
for example dim/bright channels, it is a significant advantage to be able to weight 
the different fluorescent channels in the loss function separately.

Training parameters and set-up. We implemented and trained the networks using 
Keras43. To enlarge the number of example images for each cell class, we used the 
build-in image augmentation function. We scaled the input image between 0 to 
1 and allowed random rotations up to 40°, random shifts in the x and y direction 
up to 15% of the total image range, random zoom between 80% and 120% (both 
allowing interpolation) and random horizontal flips. Moreover, we applied a 
customized background subtraction method where we subtract in each fluorescent 
channel the lowest 10% of the intensity values present. This accounts for the high 
fluorescent background in some thumbnail images.

To train the standard CNN, we minimized the cross-entropy loss function:

LCNN ytrue; ypred

 
¼ �

X
i
ytrueðiÞlog ypredðiÞ

 

where ytrue is the one-hot encoded true label for a given input xinp and ypred is the 
vector of predicted class probabilities. To train the autoencoded classification 
network, we minimized the following loss function:

LAE�CNN xinp; ytrue
� 

; xrec; ypred

  
¼
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c¼1 �

P
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þβ ´ LCNN ytrue; ypred

 

Here, xrec is the reconstruction of the input signal based on the compressed 
representation in the latent space. For the minimization, we used the ADADELTA 
algorithm44 in 75 epochs. To increase the stability of the learning process, we 
doubled the batch size every 15 epochs starting with a batch of 16 images. As shown 
in ref. 45, an increase in batch size has a similar stabilizing effect on the training 
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process as decreasing the learning rate, with the difference that the training time 
is highly increased for the latter. For training the autoencoded CNN, we used an 
iterative training scheme: we first trained the network with β = 0, so that only the 
autoencoder was trained and the weights in the classification layers stayed random. 
The resulting weights were used as an initialization for another training phase with 
β = 10. We then used these weights again as an initialization and increased β to 100, 
and in the last phase we trained the network with β = 1,000. Thus, in every iteration 
we increased the influence of the classification performance on the weights. We 
evaluated the resulting networks in terms of accuracy, sensitivity, specificity and 
performance on patient samples and used the third network, trained with β = 100, 
as the final network to generate the results.

Generation of the ground truth set. The deep learning network was trained to 
classify single cells based on an 80 × 80 × 3 fluorescent thumbnail image with three 
channels. All thumbnail images were extracted from fluorescent images generated 
by the CellSearch system (Menarini Silicon Biosystems). After immunomagnetic 
enrichment of 7.5 ml of blood targeting EpCAM, the enriched cell suspension 
was incubated with phycoerythrin (PE) conjugated antibodies directed against 
epithelial cell specific CKs, allophycocyanin conjugated (APC) antibody directed 
against leukocyte-specific CD45 and the nuclear dye DAPI to identify the nucleus. 
The cell suspension was contained within a cartridge and digital images of the 
surface for each of the fluorophores were recorded with CellTracks Analyzer II 
(Menarini Silicon Biosystems). This system uses a 12-bit camera and images are 
transformed and stored as 8-bit images during archiving. Per sample, 175 images 
for each fluorochrome were generated, showing on average around 20,000 cells of 
different cell classes13. All CellSearch images used in this study were obtained from 
previously reported studies.

Selection of samples. For the generation of the ground truth set we used, in total, 
499 samples processed with the CellSearch system originating from metastatic 
breast, prostate, colon and lung cancer patients, patients with benign breast 
tumours and from eight cell lines. The cell lines used were the prostate cancer 
cell lines 22Rv1, LNCaP, VCaP, PC3 and DU145 and the breast carcinoma cell 
lines SKBR-3, MDA-MB 453 and MDA-MB 231. They were all obtained from the 
American Type Culture Collection (ATCC). To efficiently gather a ground truth set 
with enough CTCs, we mainly used cartridges with high reported CTC counts. We 
used 199 samples from metastatic breast cancer patients; 99 patients were enrolled 
in the Detect III study46 and 100 were enrolled in the BEVERLY02 study47,48. 
We included 172 samples from metastatic colorectal cancer patients enrolled 
in the IMMC-06 colorectal cancer study4. We used 76 samples from metastatic 
castration-resistant prostate cancer patients, 26 enrolled in the IMMC38 study3, 39 
samples from a study on androgen receptor expression of CTCs49 and 11 samples 
from patients enrolled in the original COU-AA-301 study50. We used 39 samples 
from metastatic non-small cell lung cancer patients originating from studies at 
the University Medical Center Groningen13,51 and five samples from patients with 
benign breast tumours enrolled in the IMMC-26 study52. All patients provided 
written informed consent. More details including trial registration numbers can be 
found in the respective listed publications.

Labelling of cells. To generate a ground truth set from the samples exported from 
the CellSearch system, we first processed all samples with the ACCEPT toolbox 
for automated CTC analysis10. This is an open-source toolbox that can be used 
to detect all cells and objects in fluorescent images by advanced multiscale 
segmentation8,11. For each cell and each fluorescent channel, several measurements, 
such as mean intensity, size and roundness, are extracted and can be used to 
identify, classify and characterize all objects by the application of linear gates12. 
To find possible candidates for each of the four original cell categories (CTC, 
tdEV, WBC, bare nuclei), we applied very loose linear gates on the extracted 
measurements. The gate settings are summarized in Table 1.

The fluorescent thumbnail images of the cells falling in the gates were saved 
as tiff images using ACCEPT and were sorted based on the category into which 
they fell. For each of the four groups we generated random sets of 150 thumbnail 
images. These sets were reloaded into the ACCEPT toolbox to manually score 
if the extracted candidate really belonged to the respective cell class. All images 
are presented in a thumbnail gallery where the signal in each fluorescent signal 
is shown individually and as an overlay of the CD45, DAPI and PE fluorescent 
channels next to it (Supplementary Fig. 2). By clicking on the overlay image 
a cell can be labelled and unlabelled. By default, all events were labelled as 

being a CTC, tdEV, WBC or bare nucleus, and reviewers had to go through the 
thumbnail images to unlabel the ones that did not fall into the class by clicking 
on the corresponding overlay image. This work was carried out by five different 
reviewers who were experienced in manually scoring CTCs and other cell types. 
Each image was labelled by two expert reviewers and was only added to the ground 
truth dataset if the scores of both experts matched exactly. The overlay images 
that were not labelled afterwards and thus did not show a cell that fell into one of 
the four cell classes were reviewed again to find examples of artefacts and objects 
of unknown origin. To enlarge the set of images showing fluorescent artefacts or 
objects of unknown origin, we added examples of background artefacts exported 
from the five samples of patients with benign breast tumours. These samples 
appeared to have a very high fluorescent background and many thumbnail images 
in ACCEPT show background artefacts that were mistakenly segmented. All 
objects of unknown origin were summarized in a fifth class and, together with the 
four cell categories, they formed the five-class set. Before it was used for training, 
the ground truth set was double-checked by yet another reviewer to reduce the 
noise in the labels.

Image preprocessing. Before the thumbnail images in the five-class set were used 
for the training of the network, some preprocessing steps were applied. Additional 
fluorescent channels apart from those used to identify CTCs (that is, DAPI 
(nucleus), CK-PE (cytokeratins) and CD45-APC (leukocytes)) were removed. All 
thumbnail images had to have the same size, large enough to cover all single cells 
but also artefacts. To avoid any influence from rounding image sizes to the next 
integer, we decided on an image input size of 80 × 80 × 3, which is divisible by 8 in 
the x and y dimensions. This reduction factor of 8 was used in the encoding and 
decoding steps of the network. We resized the images to that format by adding a 
symmetric zero padding in both x and y dimensions if the original thumbnail size 
was smaller than 80 so that the object to be classified was located in the middle of 
the thumbnail image. Moreover, the 12-bit images were cast to 8-bit images and the 
three fluorescent channels were merged and saved as one RGB colour image, which 
was input to our network.

Reporting Summary. Further information on research design is available in the 
Nature Research Reporting Summary linked to this article.

Data availability
A subset of our training and validation set based only on cell line samples and the 
corresponding weight set is available at https://github.com/LeonieZ/DLofCTCs. 
Patient data from clinical studies cannot be shared publicly. Raw data to reproduce 
Figs. 2, 3, 4, 5 and 6 can be shared upon request.
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The accompanying code for this manuscript is publicly available at https://github.
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Data collection For the generation of the ground-truth set the open source software ACCEPT (https://github.com/LeonieZ/ACCEPT) was used in Matlab 
2018a. 

Data analysis For the training and validation of the CNNs we used Python 3 and Keras 2.1.5. Furthermore Matlab 2018a was used for the analysis. For 
the Kaplan Meier analysis IBM SPSS Statistics Version 25 was used.
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A subset of our training and validation set based only on cell line samples and the corresponding weight set is available at https://github.com/LeonieZ/DLofCTCs. 
Patient data from clinical studies cannot be shared publicly. Raw data to reproduce Figure 2, 3, 4, 5 and 6 can be shared upon request.
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Sample size In total 499 samples processed with the CellSearch system were analysed for the ground-truth set which was the maximum amount of 
samples that we could include. This resulted in a sufficiently large training set. For the evaluation on patient samples originating from the 
IMMC01 study, 164 samples were used which corresponds to all samples where the overall survival data and CTC counts were available to us.

Data exclusions No available data was excluded from our analysis. 

Replication Splitting of training and validation set and training of the network was done multiple times with comparable results to guarantee that the 
results are reproducible.

Randomization The training and validation set were radomly generated from the ground-truth set. 

Blinding During labelling of the ground-truth set all sample information were blinded allowing users to score the thumbnail images as unbiased as 
possible. 
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Clinical trial registration For the data coming from clinical studies the original publications are cited were the trial registration is stated.

Study protocol For the data coming from clinical studies the original publications are cited were the study protocol is stated.

Data collection Data collection was done in the original clinical studies and was not subject to this work.

Outcomes Outcome was defined as in the original clinical studies.
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