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a b s t r a c t

Like many hospital departments, the gynecology department of the Jeroen Bosch Hospital experienced
difficulties with scheduling outpatient appointments at the medically preferred times. Despite the time
invested in creating the schedule, the compliance of the achieved schedules with the preferences of
gynecologists is low, and the number of scheduled outpatient clinic hours is unbalanced over the weeks.
To overcome this unbalanced scheduling, we develop a schedulingmethodology that, opposed to existing
methods, simultaneously assigns task types and gynecologists to shifts. This enables us to (1) explore the
complete solution space to obtain better schedules, and (2) take into account different specializations and
working hours of the gynecologists. To this end, we first present a Mixed Integer Linear Programming
(MIP) approach for this scheduling problem that has the objective to increase compliance of the soft
constraints. Preliminary results achieved with this MIP model show the potential of the chosen approach
and were the motivation to develop two heuristic approaches, which are better suited for practical
purposes. Based on several realistic test instances, the scheduling approaches appear promising for the
hospital to apply for gynecologist scheduling, as they improve patient access times, comply better with
preferences of the gynecologists, significantly reduce the time spent on creating the schedules, and do not
require MIP solvers.

© 2017 Elsevier Ltd. All rights reserved.

1. Introduction

The gynecology department of the Jeroen Bosch Hospital (JBH)
experienced difficultieswith scheduling outpatients appointments
at the medically preferred times. The problem is that pregnant
women typically have fixed intervals between two visits to the gy-
necologist, while the offered number of consultation hours varies
from week to week. A gynecologist has, like all other health care
professionals, many different tasks in a hospital. Next to seeing
patients at theward, a specialist should be present in the operating
theater and outpatient clinic, and leave for study purposes like
attending conferences. Making a schedule for these specialists is
therefore a difficult job, at the JBH currently performed by one of
the gynecologists. This specialist spends two days each six week
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period to determine an adequate schedule manually, and addi-
tionally spends much time to make alterations to the schedule on
request of colleagues.

When creating a schedule, the scheduler has to assign many
tasks of different types to shifts, all with their own requirements
regarding for example task frequency. Additionally, the scheduler
has to assign gynecologists to the available shifts in the schedule
such that they are able to perform all the tasks assigned to the
shifts. The challenges are that there are many constraints on the
allowed assignments, e.g., all tasks have different requirements,
and some tasks may only be scheduled in a series with other
tasks. Both the gynecologists and manager of the outpatient clinic
see room for improvements in the schedules; gynecologists prefer
more compliance with their preferences, and the manager of the
outpatient clinic prefers a more balanced number of outpatient
clinic hours throughout the weeks. Additionally, the time to create
the schedules should be reduced significantly as this reduces costs,
allows the scheduler to spend more time on patient care, and
gives more flexibility in the scheduling process as several possible
schedules could be compared quickly.
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The literature on workforce scheduling is quite abundant, and
in the following we will highlight some related research. There are
two recent reviews on workforce scheduling: a general review [1],
and a review focused on incorporating skill levels of the work-
force [2]. From the latter, we conclude that there are several papers
that investigate both task and employee scheduling, of which
some incorporate non-hierarchical skill-levels of the employees.
However, none of these papers incorporates preferences of the
employees in the model. A large part of the literature in this field
focuses on scheduling a list of tasks, which have specific time-
windows in which they may be scheduled, to an employee such
that theworkload does not exceed oneworkday or shift, cf. [3]. This
problem differs from the gynecologist scheduling problem, since
the continuity of certain tasks (i.e., balancing the occurrences of
tasks between workweeks) is not a major issue when scheduling a
task list.

A different, but related field of literature considers schedul-
ing employees to predefined repetitive shifts, for example two
employees always have to be scheduled in the night shift. Most
papers in this field present integer programming models that are
too large to solve in a reasonable amount of time, and to overcome
this problem partial branch-and-bound [4], branch-and-cut [5],
TABU search [6] and simulated annealing [7] approaches are taken.
In [8] the solution is approximated by splitting the model into
many small sub-models. Other approaches taken are constraint
programming [9,10] and goal programming [11]. Of these papers,
only [8] consider employees with different skill-sets. In these pa-
pers the workload is balanced fairly over all employees. In the
current paper, we additionally balance the number of scheduled
tasks of each type over the weeks.

Gunawan and Lau [12] consider the problem of assigning med-
ical specialists to different duty types, which have limitations on
the number of duties of the same type that can be performed in the
same shift (due to a limited number of resources such as treatment
rooms). The authors focus on ergonomic constraints, such as the
distribution of physically heavy duties, to ensure a fair schedule.
The main difference with the current research is that employees’
specializations are not incorporated, and, due to the scheduling
horizon of one week, the model can be solved to optimality.

In a recent paper, Fügener et al. [13] create a duty schedule
for an anesthesiology department. The authors invoke a mixed
integer programming approach to first assign shifts to the special-
ists, and then specialists to workstations. Job qualification levels
are incorporated, and are increasing in the number of years of
experience and education of the anesthesiologists. The two stage
scheduling approach is also applied in [8,14], to obtain aworkforce
schedule for air force meal service employees and general service
employees, respectively. In these papers, heuristics are used to
solve the large integer linear programs that are constructed to
optimize the schedules. The problem considered in the current
paper differs from all these papers, as each gynecologist has a
(different) subset of tasks she is allowed to perform, and some
highly specialized tasks may only be performed by one gynecol-
ogist. As a consequence, we do not have the option to schedule an
‘overqualified’ gynecologist, which is possible when job qualifica-
tion levels increase with hierarchy levels. Erhard et al. [15] provide
a literature review, to which the reader is referred for additional
related references.

In this paper we focus on a case study performed at the gyne-
cology department of the JBH, which is clarified in the following
section. To getmore insight in the scheduling of tasks and gynecol-
ogists at the JBH, we develop a mixed integer linear program (MIP)
approach, which aims to optimize a weighted sum of soft con-
straint compliance. In this model we simultaneously assign tasks
and gynecologists to shifts, thereby deviating from a sequential
decision making. The reason for choosing a simultaneous decision

is clarified in the following section, where we provide an example
why a combined assignment of tasks and gynecologists to shifts
is preferable. This example shows that, compared to models with
sequential decision-making, our approach can better incorporate
(1) specializations of the gynecologists that are not strictly in-
creasing in hierarchy levels, and (2) different working hours of the
gynecologists. Hereby, the requirements of the different task types
have to be taken into account, which implies that each task of a
certain type may only be assigned to a subset of the gynecolo-
gists. The MIP takes a prioritized list of hard and soft constraints
into account, which is determined by the gynecologists and the
outpatient clinic manager. The outcomes of the MIP for some test
instances show the potential of the integrated approach and forms
the base to investigate two heuristic approaches, which are better
suitable for practical purposes. The latter is because of two reasons:
(1) a heuristic approach reduces the time spend on calculating a
solution significantly and may avoid that the hospital is required
to invest in specific solver software, and (2) many heuristics can
be designed in a way that they result in several good solutions
instead of one optimal solution, which is preferred by the JBH. The
heuristics provide pragmatic solutions to a real-world scheduling
problem at the gynecology department that are acceptable for the
gynecologists, the outpatient clinic management and the patients.
The gynecologists and management at the JBH were involved in
the entire process, and provided significant input for the developed
model and the heuristics.

This paper is organized as follows. In Section 2 we clarify all
case study details, and in Section 3we provide themodel definition
and the heuristics. We end with a presentation of our results
in Section 4 and a conclusion in Section 5. Note that although
the MIP is presented for a specific gynecology department, the
model is fairly general as many hospital departments have similar
constraints on their specialist schedules, and the exact formulation
of the constraints is readily tailored to other applications.

2. Case study setting

In this section we introduce the case study of the gynecology
department of the JBH. The main goal for this research is to au-
tomatically create a schedule for the gynecologists, such that the
outpatient clinic hours are balanced over all weeks, gynecologist
preferences are better taken into account, and to significantly
reduce the time that the scheduler has to spend on creating the
schedules. To clarify this situation, we use an example of a four-
week schedule as used by the JBH, which is displayed in Table 1.

As can be seen in Table 1, there are many different task types
in the schedule, for example ‘on duty’ (6 different task types),
different specialized outpatient clinic sessions such as oncology,
ultrasound, and general outpatient clinic sessions at different co-
operating hospitals/separate locations. Each task type should be
scheduled a certain number of times perweek, not necessarily per-
formed by the same gynecologist each time. Some gynecologists
have specializations, which implies that not all task types may be
performed by all gynecologists (see Table A.6 in the Appendix for
all specializations).

Each weekday of the schedule consists of three shifts: morning,
afternoon and evening. Each of these shifts takes about four hours,
for which the exact working times (e.g., start at 8 a.m. or 8:30 a.m.)
may be determined by the gynecologists. Thus, when a task type is
assigned to a shift, this implies that this task is performed for about
four hours by the gynecologist that is assigned to that task and shift.
One exception to this rule are the ‘on duty’ task types on evenings;
these gynecologists have to be available for consultation the entire
night, but do not necessarily work the entire night (and often sleep
at the hospital during their shift). Every day two gynecologists are
assigned to on duty tasks: the first is assigned to the obstetrics
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Table 1
Example of a manual four-week schedule. Gyn 4 has been replaced by a different gynecologist during this research.

ward and the second to the other emergency patients and to assist
the first gynecologist during times with high workload. After the
often demanding on duty shifts on weekday evenings and week-
ends, a gynecologist is assigned to (the relatively low in workload)
administrative shifts the next day.

Not all gynecologists work full-time at the JBH. One full-time
contract should be equivalent to approximately 46 h per week.
Several gynecologists work a fraction of a full-time contract, for
example 85%. These part-time gynecologists may be structurally
unavailable on several days or day parts; gynecologist 5 for exam-
ple never works on Wednesdays. Part-time gynecologists do have
to work their fair (with respect to their contracted hours) share
of weekend on duty shifts. One full-time gynecologist is allowed 7
weeks holidays and 10 conference days per year.

The scheduler has to assign gynecologists to shifts and tasks
in such a way that the gynecologists work approximately the
number of contracted hours. However, the scheduler always has to
schedule the minimum number of tasks to ensure the accessibility
of the clinic for patients, irrespectively of the contracted weekly
hours of the gynecologists. Moreover, the actual time it takes to
complete a task is not registered and there is no explicit check if
working hour regulations are satisfied. At themoment, the JBH has
enough gynecologists to cope with the workload at the hospital, so
the gynecologists rarely have to work more than their contracted
hours.

The on duty task types for weekends require six shifts from
a gynecologist and for weekdays three (plus the two subsequent
administration shifts), which significantly limits the scheduling
options. There are seven task types that may only be performed by
three or less gynecologists (for each task type a different subset).
This implies that if two of them are on duty in the weekend, it
is likely that these task types cannot be scheduled often enough
in the subsequent week. Therefore, assigning task types to shifts
first and later assign gynecologists, will most likely not lead to a
feasible schedule. On the other hand, assigning gynecologists to
shifts first and later assign the task types also significantly reduces
the chances of obtaining a feasible schedule, as most task types

have a limited subset of shifts and gynecologists to which they
may be assigned. To overcome this problem, in this paper we
simultaneously assign tasks and gynecologists to shifts.

At the JBH, one of the gynecologists is responsible for creating
the schedules. As the gynecologist creates the schedules manually,
this task is very time-consuming. Moreover, the gynecologists
and the manager of the outpatient clinic are not satisfied with
the quality of the schedules. To this end, in the next section we
present our approach to automatically create better schedules for
the department.

3. Model

In this section we first give an MIP model for the problem of
creating suitable schedules for the gynecology department at the
JBH. Afterwards we introduce two heuristic approaches for the
same problem. Because the MIP formulation is tailored for the gy-
necology department at the JBH, it may consist of constraints that
are not applicable to other departments or hospitals. However, the
model is fairly general, as many hospital departments have similar
constraints on their specialist schedules, and the exact formulation
of the constraints is readily tailored to other applications.

3.1. MIP formulation

The main decisions in creating a schedule for the gynecology
department are to decide during which shifts each gynecologist
has to work, and which task types they have to carry out during
these shifts. To formalize the problem, in the following the sets,
parameters and variables required for modeling this scheduling
problem are introduced, and presented together with the hard and
soft constraints and the objective of the MIP. The MIP formulation
allows for incorporating many types of preferences and details
with respect to prioritizing certain task types or shifts.

Let S = {1m, 1a, 1e, 2m, 2a, 2e, . . .} denote the set of shifts in
the planning horizon. Here, the number indicates the day (e.g., ‘1’
for the first day in the schedule, ‘2’ for the second day, etc.) and the
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letters ‘m’, ‘a’ and ‘e’ denote the morning, afternoon and evening
shift, respectively.

The tasks of the department can be grouped into nT different
task types, which set is denoted by T = {1, . . . , nT

}. The tasks have
to be performed by a certain number of gynecologists working at
the department, which are denoted by a set G = {1, . . . , nG

}. The
decision variables describing the schedule after the optimization
are denoted by xgst , and are indicators that equal one if gynecologist
g ∈ G is scheduled for a task of type t ∈ T in shift s ∈ S.

Each gynecologist can be assigned at most one task per shift,
which is ensured by the constraint:∑
t∈T

xgst ≤ 1 ∀g ∈ G, s ∈ S. (1)

There may be task types that cannot be scheduled in all shifts,
for examplewe cannot schedule aweekend on duty task to aweek-
day. Therefore, we define set SN(t) ⊂ S as the set of shifts in which
task type t may not be scheduled. Additionally, gynecologists may
not always be available due to holidays and other obligations.
We define Sh(g) ⊂ S as the set of shifts that gynecologist g
is unavailable due to holidays or other obligations. Furthermore,
each gynecologist is specialized in different tasks, so we define
G(t) ⊂ G as the set of gynecologists qualified to perform task
type t . We ensure that each task may only be assigned to qualified
gynecologists and allowed shifts, by the following constraints:

xgst = 0 ∀g ̸∈ G(t), s ∈ S, t ∈ T , (2)

xgst = 0 ∀g ∈ G, s ∈ {SN(t), Sh(g)}, t ∈ T .

For each task type a minimum and maximum frequency is
specified, denoted by lt and ht , respectively. These frequencies
specify how many times this task should/may be scheduled each
week. The task type ‘POK’ (outpatient surgery) has a different
requirement: it should be scheduled at least once per week and
exactly six times every four weeks. To enhance readability, we
define subset SW (j) ⊂ S to be all shifts of week j, j ∈ J =

{1, 2, . . . , nJ
}, so SW (1) = {1m, 1a, 1e, . . . , 7m, 7a, 7e}. Then, the

following constraints set boundaries for the frequencies of each
task type:∑
g∈G

∑
s∈SW (j)

xgst ≥ lt ∀j ∈ J, t ∈ T , (3)∑
g∈G

∑
s∈SW (j)

xgst ≤ ht ∀j ∈ J, t ∈ T , (4)∑
g∈G

∑
s∈

⋃3
i=0 SW (4j−i)

xgst = 6 ∀4j ∈ J, t = ‘POK’. (5)

The task types that refer to on duty play a special role at
the department. We define O = {D,Dv,Dw} as the set of task
types that refer to on duty. In contrast to other task types, there
should always be exactly two gynecologists per shift on duty. The
following constraints ensure this:∑
g∈G

xgst = 2 ∀s ∈ S, t ∈ O. (6)

When a gynecologist is on duty for a weekday afternoon shift,
she must also be on duty in the consecutive evening shift. For
weekend days the constraint is different, as gynecologistsmay only
be on duty an entire weekend. Let Sm, Sa, Se denote the subsets
of S containing all shifts corresponding to mornings, afternoons
and evenings, respectively. Additionally, define Sw

⊂ S as the set
of weekend shifts. Let A(s, n) ∈ S denote the nth shift after shift
s, so for example A(1e, 2) = 2a. Then, the following constraints
ensure that on duty shifts on weekday afternoons are followed by

an evening on duty shift, and one gynecologist should be on duty
for all six shifts of a weekend:

xgst = xgs′t ∀g ∈ G, s ∈ Sa \ Sw, s′ = A(s, 1), t ∈ O, (7)
xgst = xgs′t ∀g ∈ G, s, s′ ∈ Sw, t ∈ O, ∃jwith s, s′ ∈ SW (j). (8)

Because weekend on duty shifts are often demanding for gyne-
cologists, after these shifts a gynecologist is assigned to a task of
type ‘adm’ (administration) for one morning and afternoon shift.
Let Sse ⊂ Sw denote the set of evening shifts on all Sundays in
the schedule. The following constraints set the administration task
type after a weekday and weekend with on duty:

xgst = xgs′t ′ ∀g ∈ G, s ∈ {Se \ Sw, Sse}, s′ ∈ {A(s, 1), A(s, 2)},
t ∈ O, t ′ = ‘adm’. (9)

Next to all hard constraints on the schedule, the gynecologists
have expressed several preferences that would improve the sched-
ule if they were satisfied. To this end, we introduce penalty vari-
ables that measure the deviation from the set target. The objective
function of the MIP is a weighted sum of the penalty variables.
In the following we define several soft constraints and penalty
variables.

Besides a minimum and maximum frequency, each task type
has a preferred minimum number of times per week it should be
scheduled, denoted by ft . The number of shifts that task type t is
scheduled less than ft in week j, is measured with penalty variable
bjt . Furthermore, at the JBH the task type ‘Ond’ (education, inwhich
gynecologists for example educate interns) is preferably scheduled
once every two weeks. We introduce penalty variable cj as the
number of shifts that task type ‘Ond’ is scheduled less than once
every two weeks. The following constraints ensure the preferred
task type frequencies:∑
g∈G

∑
s∈SW (j)

xgst + bjt ≥ ft ∀j ∈ J, t ∈ T , (10)∑
g∈G

∑
s∈SW (2j)

xgst + cj ≥ 1 ∀2j ∈ J, t = ‘Ond’. (11)

Gynecologists prefer not to have idle timeduring theirworkday,
e.g., if they are scheduled for a morning and evening shift on a
certain day, they prefer to work the afternoon shift too. Recall
that the subset Sm consists of all morning shifts. We introduce
penalty variable dgs, which equals one if gynecologist g has idle
time after shift s, and the following soft constraint to favor non-idle
workdays:∑
t∈T

xgst − xgs′t + xgs′′t − dgs ≤ 1 ∀g ∈ G,

s ∈ Sm, s′ = A(s, 1), s′′ = A(s, 2). (12)

Furthermore, if a gynecologist is on duty in a certain shift on a
weekday, it is preferred that she also works the other on duty
shifts on the same day. This only holds for weekday shifts, as the
weekend on duties are constrained by (7) and (8). We introduce
penalty variable igs that equals one if gynecologist g is assigned at
least one but less than three on duty shifts on the day containing
shift s. The following constraints allow to favor schedules in which
one on duty type is assigned to the same gynecologist in all shifts
of a single day:

igs ≥ xgst − xgs′t ∀g ∈ G, s ∈ {Sm, Sa} \ Sw, s′ = A(s, 1), t ∈ O.

(13)
igs ≥ xgs′t − xgst ∀g ∈ G, s ∈ {Sm, Sa} \ Sw, s′ = A(s, 1), t ∈ O.

(14)

A good schedule takes each gynecologist’s contracted working
hours andholidays into account, and assigns approximately the fair
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number of shifts for each gynecologist with respect to their con-
tracted hours. We define parameter rg as the ratio of gynecologist
g ’s contracted working hours to one fte (full-time equivalent), for
example an fte ratio of 0.85 implies 85% of 46 contracted hours
per week. With this parameter we construct parameter r sgj, which
is the number of shifts gynecologist g should work in week j
according to the contracted working hours. r sgj is determined by
dividing the preferred number of shifts per week,

∑
t ft , over the

gynecologists according to the fte ratios. For example, in weeks
without holidays the preferred total number of shifts equals 119
and all gynecologists together work for 12.15 fte. Therefore, a
gynecologist who works 1 fte should be assigned to 119/12.15 =

9.79 shifts, and a gynecologist working 0.85 fte should work 0.85 ·

9.79 = 8.32 shifts per week. In parameter r sgj holiday week shifts
are taken into account, to prevent that a gynecologist is assigned
to too many shifts surrounding her holiday weeks. It is likely that
r sgj contains mostly fractional values, implying that the number of
shifts cannot be assigned exactly according to the fte ratios. We
quantify ‘fairness’ in the schedule by themaximum deviation from
a desired value. Therefore, we define penalty variables kgj and k̄gj
as the total number of shifts gynecologist g is under- and over-
scheduled inweek j, respectively. The following soft constraints set
these penalty variables:∑
s∈SW (j)

∑
t∈T

xgst + kgj ≥
⌊
r sgj

⌋
∀g ∈ G, j ∈ J, (15)∑

s∈SW (j)

∑
t∈T

xgst − k̄gj ≤
⌈
r sgj

⌉
g ∈ G, j ∈ J. (16)

Here, ⌈r⌉ and ⌊r⌋ denote r rounded up and down to the nearest
integer, respectively. Constraints (15) and (16) would not prevent
that one of the gynecologists has themaximum deviation (number
of shifts over or under r sgj) every week of the schedule, which
would still imply an unfair schedule. Therefore, we additionally
introduce two similar constraints for the entire scheduling horizon.
Let penalty variables pg and p̄g denote the number of shifts gyne-
cologist g is under- and over-scheduled over the entire scheduling
horizon, respectively. The following constraints set these penalty
values:∑
s∈S

∑
t∈T

xgst + pg ≥

⎢⎢⎢⎣∑
j∈J

r sgj

⎥⎥⎥⎦ ∀g ∈ G, (17)

∑
s∈S

∑
t∈T

xgst − p̄g ≤

⎡⎢⎢⎢
∑
j∈J

r sgj

⎤⎥⎥⎥ ∀g ∈ G. (18)

At the gynecology department there are many different task
types to be performed. The number of times each qualified gy-
necologist performs each task type should be fair with respect
to their contracted working hours, and should be balanced for
each gynecologist over the entire scheduling horizon. Again, we
quantify fairness in the schedule by the maximum deviation from
a desired value. Penalty variable qt measures for each task type
t the maximum difference between the number of tasks of this
type that are performed by gynecologist g and the number of times
g is expected to perform task type t according to the fte ratios
rg . For example, there are two gynecologists allowed to perform
task type ‘PIVF’ (namely 5 and 14), who together work for 1.85
fte. PIVF is preferably performed three times per week, so twelve
times in a four-week schedule. This implies that gynecologist 5
should be assigned to PIVF 12/1.85 = 6.49 times and gynecologist
14 to 6.49 · 0.85 = 5.51 PIVF shifts. Furthermore, constraint
(20) ensures that the number of times each task is performed,
is balanced over the weeks for each gynecologist, where penalty

variable ugt denotes the maximum number of times gynecologist
g performs a task of type t in one week.∑

s∈S

xgst ≤ qt rg ∀g ∈ G, t ∈ T , (19)∑
s∈SW (j)

xgst ≤ ugt ∀g ∈ G, j ∈ J, t = T \ {O, adm}. (20)

Not all soft constraints are equally important to the gyne-
cologists and hospital management. Therefore, for each penalty
variable we introduce a penalty parameter that reflects the weight
of each penalty variable in the objective function. Each penalty
parameter is specified in the same detail as the accompanying
variable is defined, to allow the JBH to set specific preferences if
necessary. For example, the preferences of a certain gynecologist,
task type, shift, week, or any combination of the indices may be
prioritized in the optimization.

All penalty variables and parameters together determine the
weighted objective function of this MIP:

Minimize
∑

j∈J,t∈T

wbjtbjt +

∑
j∈J

wcjcj +
∑

g∈G,s∈Sm
wdgsdgs

+

∑
g∈G,s∈Sm\Sw

wigsigs

+

∑
g∈G,j∈J

wkgj(kgj + k̄gj) +

∑
g∈G

wpg (pg + p̄g ) +

∑
t∈T

wqtqt

+

∑
g∈G,t∈T\{O,adm.}

wugtugt . (21)

All variables in the MIP are non-negative, with variables xgst re-
stricted to binary values and cj to the interval [0, 1]. Although this
objective function is tailored to the JBH application, the modeling
approach allows for tailoring diverse types of constraints to other
applications.

Solving the program for realistic scheduling horizons requires
substantial running time (at least over 12 h) and specific software
that is generally not available in hospitals. Note that the first
disadvantage may be overcome by solving the given MIP formula-
tion using a columngeneration approach. Generally, implementing
such approaches requires substantial time to both reformulate the
MIP and find a suitable branching strategy, and still requires spe-
cific software. This was the reason we investigated two heuristic
approaches to approximate the MIP solution, which are presented
in the next subsection.

3.2. Heuristic approaches

By simultaneously assigning tasks and gynecologists to shifts,
we increase the solution space compared to sequential assign-
ments. For practical applications, quickly generating a few good
schedules is often preferred over obtaining the optimal schedule
in longer computation time [11,16]. To this end, and because
heuristics may be implemented in generally available software,
we investigate several local search heuristics, as in many practical
applications they have shown to reach high quality solutions and
visitmany good solutions during their run. In the following,we first
clarify how initial solutions for the heuristics are generated, then
provide several neighborhood search procedures, and finally de-
scribe a multi-start local search and a simulated annealing heuris-
tic. The pseudo-code of the heuristics is provided in Algorithms 1
and 2 .

To apply local search procedures, an initial schedule that com-
plies with all hard constraints has to be generated. The most
difficult task types to schedule are the series of on duty shifts and
administrative tasks. Therefore, we generate the initial schedule
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Algorithm 1Multi-Start Local Search Algorithm
1: while time < T do ▷ T =Time limit
2: Sol = CreateIntialSolution()
3: while Not Stuck do
4: new_Sol = random_Move(Sol)
5: new_Sol = Repair(new_Sol)
6: if cost(new_Sol) < best_cost then
7: Sol = new_Sol, best_cost = Cost(new_Sol)
8: Append solution to solution bank
9: for Best solutions in bank do

10: repeat N times: Repair(random_move(Sol)) ▷

N = Number of iterations

Algorithm 2 Simulated Annealing Algorithm
1: Sol = CreateIntialSolution()
2: Cost = Cost(Sol)
3: t = T ▷ T = Initial temperature
4: loop N times: ▷ N = Number of iterations
5: new_Sol = random_Move(Sol)
6: new_Sol = Repair(new_Sol)
7: new_Cost = Cost(new_Sol)

8: if new_Cost < Cost or Rand(0, 1) ≤ e−

(
new_Cost−Cost

t

)
then

9: Sol = new_Sol, best_Cost = Cost(new_Sol)
10: t = Cool(t)

by first assigning these tasks in a ‘weighted random’ fashion; for
each series of shifts the gynecologistswho can performmany other
tasks in this series are less likely to be assigned to on duty. To
this end, we weight the probabilities according to the number of
possible task allocations lost by scheduling a gynecologist to a
particular set of shifts, which is determined by: (1) the number of
different task types the gynecologist is qualified to perform, and
(2) the number of shifts the gynecologist is available. Next, we
schedule all task types with a minimum scheduling requirement
and assign them to gynecologists and shifts following a similar
least regret paradigm:

• we choose a task randomly, favoring task types by settings
weights that have a relatively high number left to schedule
and have less possible shifts to be assigned to,

• and we choose a gynecologist/shift combination from the
subset of allowed combinations randomly, favoring com-
binations via weights that allow less possible task assign-
ments.

Finally, we schedule the additional outpatient surgery task types
randomly, again using weights. These task types have a monthly
instead of weekly target and we again favor the gynecologist/shift
combinations that allow less other task assignments. Note that the
scheduling procedure may get stuck without all necessary number
of tasks scheduled due to the random choices at each iteration. If at
any point there is no allowed assignment for a task, we restart the
complete procedure. This procedure appears to generate feasible
initial solutions quickly, often without restarts.

The two heuristics described below use a neighborhood search
procedure in each iteration. The neighborhood operators investi-
gated are: (1) allocate task, (2) delete task, (3) swap tasks, and
(4) reassign on duty shifts. As the initial schedule contains only
the minimum required number of each task type, there are still
tasks that may be added after initialization. Tasks may only be
deleted if their minimum frequency is not violated. Furthermore,
tasks may be swapped, i.e., the gynecologist/shift combination of
the two tasks are interchanged, if: (1) the tasks are of different

types, (2) both are not on duty or administrative days, (3) they are
scheduled in the same week, and (4) the new gynecologist/shift
combination is allowed. Reassigning on duty shifts requires a series
of swaps and several repair operations, as these task types involve
a series of consecutive shifts. When reassigning weekend on duty
shifts, the administrative task shifts of the following Monday are
also reassigned. After the reassignment of these series, a repair
procedure is initiated that tries to either reschedule or delete
all tasks that had to be removed from the schedule before the
reassignment. If the repair procedure is not successful, or at any
point during this neighborhood operator the resulting schedule
would become infeasible, all alterations to the schedule during this
iteration are reversed. All developed approaches work only with
feasible solutions, to ensure a user can terminate the heuristic at
any time and still obtains a feasible schedule.

The neighborhood search procedures are integrated in a multi-
start local search (LS) heuristic and a simulated annealing (SA)
algorithm. During each iteration in both heuristics one of the
neighborhood search procedures is selected randomly, and after its
execution a repair procedure is called ensuring that the outpatient
surgery is still performed six times each month. The LS heuristic
explores the neighborhood of solutions randomly, only accepting
new schedules with better objective value, until a certain number
of iterations without improvements to the schedule is reached.
This solution is then stored, and the heuristic is restarted from
a new initial schedule. After a number of restarts depending on
the length of the horizon, the heuristic is reapplied to the best
found solutions so far for a limited number of iterations. For the SA
heuristic, we use the standard acceptance rule and an exponential
cooling scheme, see for example [17] for more information.

4. Results

This section contains computational and practical results of the
MIP model and heuristic approaches. In Section 4.1 we specify the
investigated scheduling horizons, the number of gynecologists and
tasks, and all input for both heuristics. In Section 4.2 we provide
insights in both the solution speed and quality of the MIP and the
heuristics for different scheduling horizons and scenarios based on
data from the JBH.

4.1. Case study specific input

For the MIP and both heuristics we investigate planning hori-
zons of four, eight, and twelve weeks; nJ

∈ {4, 8, 12}. As the
JBH currently employs 14 gynecologists, and the department dis-
tinguishes 25 different task types, we use these numbers also in
our scenarios. The gynecologists and hospital management to-
gether determined weight parameters for the necessary penalty
variables by manually evaluating several schedules obtained using
the MIP. After four iterations on several of the parameter settings,
the gynecologists and hospital management were satisfied with
the resulting schedule. In the chosen parameter settings, the task
type ‘general outpatient clinic’ (there are also several specialized
outpatient clinic task types) has the highest priority, because the
JBH experienced difficulties in scheduling patients in themedically
preferred weeks of their pregnancy. Another example task type
with high weight is one of the specialized outpatient clinics, in
which the gynecologists cooperate with other specialties. All input
for this case study is provided in Appendix.

In a first series of tests we consider an instance in which all
gynecologists are fully available. As the JBH indicated that holiday
periods are generally complicated to schedule, as a second series
of tests we consider instances with varying availabilities. Creating
good schedules is especially hard during periods in which many
gynecologists are unavailable, because each gynecologist has her
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Table 2
Hard constraint violations in the manual four-week schedule.

Hard constraint No. violations

Allowed times for tasks 29
Allowed gynecologist assignment 8
Below minimum frequency 14
Above maximum frequency 58
POK 6 times in four weeks 0
Always someone on duty 0
If weekday afternoon then evening on duty 0
On duty entire weekend 3
Adm shift after weekday and weekend on duty 3
Fixed days off 7

Total 122

own specializations and there are specialized tasks that may only
be performed by one or few gynecologist(s). This may result in
unsolvable instances if all gynecologists for such a task have hol-
idays in the same weeks. However, for holiday weeks there are
no penalty scores for over- or under-scheduling a gynecologist as
r sgs = 0 for those weeks. Therefore, it does not hold generally that
holiday weeks always result in schedules with higher objective
values.

For practical purposes, we limit the solution time of the MIP
to 12, 48 and 72 h for the four-, eight- and twelve-week horizons
investigated. We choose the parameters of the heuristics such that
they also terminate within one hour. The MIP was programmed
in AIMMS 4.36 and solved using Gurobi 7.0. Both heuristics were
programmed in Python 3.6. For the LS heuristic, we limit the first
phase to 4/5 h. Preliminary experiments indicated that limiting
the number of iterations without an improved solution to 500
results in the best balance between exploring new solutions and
prematurely judging solutions as ‘stuck’ in local optima. In the
stage of reapplying the LS heuristic to the best solution initially
found by the algorithm, we limit the running time to 1/5 of the one
hour total solution time. With the limitation on the running time,
this implies that for the four week horizon the heuristic returns
three solutions, and for the eight and twelve week horizons two
solutions are returned. In the SA algorithm, based on the results
of initial experiments, we set the initial temperature at 300 and
use a cooling coefficient of 0.93, lowering the temperature 100
times each run. This results in a final temperature of about 0.21. All
numerical results are obtained using an Intel Quad Core i7-2630Q
CPU 2.0 GHz with 4 GB RAM.

4.2. Computational results of the methods

The developed methods are only useful in practice if they can
deliver good schedules for all practically relevant scenarios within
reasonable time. In this subsection, we first investigate the perfor-
mance of the MIP and both heuristics for a basic scenario without
holidays, which are the easiest to solve in practice.

One of the most valuable tests for the JBH is to compare the
computerized schedules to the schedules currently used by the
JBH. To be able tomake this comparison, we determine the penalty
variables for a manually created schedule. However, finding a four
week period without any gynecologists on holidays or conferences
appeared impossible, and we took a four week schedule from
the JBH with: one fte unavailable in week one, 0.75 fte in week
three, and 1.7 fte in week four. This schedule did not satisfy all
hard constraints, see Table 2. When we ignore the hard constraint
violations, the objective value of this manual schedule is 3063,
which should be regarded as an approximation.

Table 3 displays the contribution of each soft constraint to the
objective value for all base scenarios and the manual schedule,
where b denotes

∑
wbjtbjt and likewise for all penalty variables

of the objective function (21). The break-down of the objective
function for the manual schedule confirms the believe of the gy-
necologists and manager at the JBH; the frequency of each task
type per week is severely unbalanced (parameter q), there are
several days on which not all on duty shifts are assigned to the
same gynecologist (i), and the number of assigned shifts per gy-
necologist is relatively unfair (k and p). Both the MIP model and
the heuristics obtain better schedules in less time compared to the
manually obtained schedule, improving the compliance to all soft
constraints except u, themaximumnumber of times a gynecologist
performs a task in one week. From these results it appears that
the scheduler has prioritized u in the manual schedule, as this
contribution to the objective value is significantly higher in theMIP
and heuristic schedules. However, after a visual inspection of the
obtained schedules by the scheduler, an other gynecologist and the
manager, all approved the proposed schedules and decided to keep
the penalty parameter values as displayed in Appendix.

The gap displayed in Table 3 is calculated using the MIP lower
bound, and is still quite high for both heuristics. However, as
the heuristics only ran one hour on a fraction of the computer’s
capacity (AIMMS uses all cores with parallel computing), these
results are promising. Based on these experiments, the LS heuristic
seems to outperform the SA heuristic.

To investigate the performance of our methods in more practi-
cally relevant settings, in the followingwe investigate ourmethods
for different scenarios including summer holiday periods. At the
JBH, the summer holiday period consists of six weeks, in which
each gynecologist with children may take either the first three
weeks (group Gf ) or the last three weeks (Gl) off. Approximately
1/3 of the gynecologists does not have children (Gn), and take their
three holiday weeks outside this holiday period. At least one of
the gynecologists who may perform a specialized task should be
available each week.

To test our methodology in holiday periods, we created three
test cases for a summer holiday period. The three test cases 1, 2,
and 3 differ in the distribution of gynecologists over the groups
Gf ,Gl and Gn, and get harder with increasing number. Case 1 is a
‘best case scenario’, in which all gynecologists allowed to perform
highly specialized task types are in Gn. For all other task types, we
balance the number of gynecologists that may perform this task
type evenly over the groups Gf and Gl. Case 2 is more difficult to
schedule as the gynecologists in Gn are not qualified for the highly
specialized task types, but the remaining gynecologists are still
spread evenly over other groups according to their specializations.
Case 3 is the hardest to schedule, as all gynecologists with the
lowest number of contracted fte hours are placed in Gn. The other
gynecologists are again spread evenly over the other groups. The
scheduling period was set to eight weeks, of which the first six
were holiday weeks.

For all three cases, all methods still resulted in feasible sched-
ules, satisfying all hard constraints. The optimized schedules in
holiday weeks satisfy, as expected, fewer soft constraints, see
Table 4. Schedules for periods with and without holidays are
difficult to compare. However, the obtained schedules for Case 1
and 2 are still significantly better than the manual (four week)
schedule without holidays. This indicates the practical relevance
of the schedules in holiday periods for the JBH. Additionally, the
difference between the objective values for the hardest Case 3 and
best-case scenario Case 1 is relatively small, which is promising
for the quality of the schedule for even harder instances. The
performance of the heuristics is significantly better for holiday
cases than for the base scenario; the LS heuristic has obtained the
MIP lower bound for case 3 after only one hour running time. A
possible explanation for the good results in the holiday cases, is
that the number of variables is reduced significantly due to the
holiday unavailability of the gynecologists. Again, the LS heuristic
outperforms the SA heuristic for the holiday cases.
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Table 3
Analytical results for different horizons, ‘4 - MIP’ denotes the MIP schedule for a four-week horizon, and b denotes∑

wbjtbjt and likewise for all penalty variables of the objective function.

Schedule Time (s) Gap Obj. val. b c d i k p q u

4 - Manual 172800 3063 105 0 0 500 270 318 1446 424
4 - MIP 86402 6,83% 1018 0 0 0 0 0 0 162 856
4 - SA 3600 46% 1752 207 0 0 0 96 126 178 1145
4 - LS 3557 34% 1437 196 7 0 0 72 81 192 889

8 - MIP 172803 11,30% 1747 14 0 0 0 0 0 190 1543
8 - SA 3600 49% 3019 385 0 0 0 174 189 201 2061
8 - LS 3947 42% 2678 326 7 0 0 195 213 224 1713

12 - MIP 259200 6,21% 2387 5 0 0 20 0 0 202 2160
12 - SA 3600 48% 4320 581 7 0 0 294 219 232 2987
12 - LS 4349 35% 3446 608 14 0 0 252 168 238 2166

Table 4
Results for an eight week horizon for three holiday cases.

Schedule Time (s) Gap Obj. val. b c d i k p q u

Base - MIP 172803 11.30% 1747 14 0 0 0 0 0 190 1543
Base - SA 3600 49% 3019 385 0 0 0 174 189 201 2061
Base - LS 3600 42% 2678 326 7 0 0 195 213 224 1713

Case 1 - MIP 43200 5.49% 2503 882 28 0 0 144 195 162 1092
Case 1 - SA 3600 18% 2870 350 0 0 0 195 243 216 1866
Case 1 - LS 3935 4% 2457 290 7 0 0 141 198 240 1581

Case 2 - MIP 43203 6.07% 2579 818 21 0 0 204 252 174 1110
Case 2 - SA 3600 19% 3001 343 7 1 0 132 231 210 2077
Case 2 - LS 3941 4% 2533 332 7 0 0 144 159 210 1681

Case 3 - MIP 43200 4,76% 2920 951 21 0 0 264 321 178 1185
Case 3 - SA 3600 8% 3008 364 0 0 0 231 297 220 1896
Case 3 - LS 3914 0% 2768 331 7 0 0 174 171 226 1859

Currently, the JBH uses a six-week scheduling horizon. In this
research,weusedmultiples of fourweeks because of constraint (5).
The JBH indicated that theywant to extend the scheduling horizon,
but that this was an impossible task to ask from the current sched-
uler. Our results indicate that good schedules can still be obtained
within a reasonable amount of time for longer scheduling horizons.
The difference between an eight- and a twelve-week schedule is
determinedmainly by parameters bjt and ugt . From our results it is
not clear which horizon length is best for the JBH, but our methods
obtain good schedules swiftly for both lengths.

So far, the performance of the investigated methods is assessed
through the objective value of the best found schedule. However,
in practice it is hard to decide in a fully automated fashion if a
schedule is better than another schedule. Despite the time invested
in prioritizing the soft constraints, among two schedules with sim-
ilar objective values, gynecologists might have a clear preference,
and gynecologists might be indifferent between two schedules
with distinct objective values. Although the improvements in the
objective value of the schedules are significant, the main practical
gain of this research is the significant reduction ofmanual schedul-
ing time. Furthermore, the benefits of heuristics over an exact
approach are that heuristics are particularly useful for providing
multiple distinct, good schedules swiftly, so the scheduler has
a good starting point for some manual fine-tuning. Both the LS
and SA heuristics are therefore very useful in practice, and our
numerical experiments show that the performance of both heuris-
tics is good in practical situations. Additionally, creating schedules
automatically implies that one gynecologist can be relieved from
many hours of scheduling, and the fact that the resulting schedule
has a better objective value than themanual schedule is promising
for acceptance of the method in practice.

5. Conclusion

In this paper we presented solution approaches to assigning
tasks and gynecologists to shifts for the gynecology department

of the JBH. The obtained schedules satisfy all hard constraints
and significantly more soft constraints compared to a four-week
manual schedule used by the JBH less time. Even in supposedly
hard holiday scenarios, our methods obtained good schedules in
a fraction of the time usually spend on creating the schedules. The
MIP results in good schedules, often reaching an optimality gap less
than 7% within one hour, but if the JBH does not want to invest in
specific software, our heuristics have proven to rapidly result in
several good schedules too.

The new contribution of this paper is that we simultaneously
assign recurring tasks and gynecologists to available shifts, to
incorporate specializations of the gynecologists that are not strictly
increasing in hierarchy levels while each gynecologist may have
different working hours. Furthermore, if the tasks were assigned
first in a sequential assignment procedure, this significantly re-
stricts the assignments of the gynecologists and vice versa, which
may reduce the quality of the obtained schedule.

For testing the approach, we used the weights specified by the
gynecologists and the department management of the JBH. In the
obtained schedules, often the same tasks were under-scheduled.
Therefore, in further research we may adjust the penalties pa-
rameters to also reflect the relative difficulty in satisfying the
constraints.

The methods presented in this paper were all limited in run-
ning time to be of more practical relevance. For larger scheduling
horizons, speeding up the solving process (for example by using a
column generation approach) would become an interesting topic
for further research. However, as stated before, the JBH favors
several good solutions over one optimal solution, and prefers not
to install specific MIP-solving software.

The two simple heuristics presented in this paper were prag-
matic in solving the scheduling problem. A further extension to
the current research would be to allow the neighborhood search
procedures to temporarily visit infeasible solutions, to explore the
solution space faster and avoid returning local optima. Addition-
ally, as weekend on duty shifts should be divided fairly among
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Table A.5
rg for each gynecologist.

rg Subset of G

1 {2, 5, 6, 7, 9}
0.85 {1, 8, 10, 11, 14}
0.8 {3}
0.75 {4, 13}
0.6 {12}

Table A.6
G (t) for each task.

Task type t G (t) Task type t G (t)

A {1, 6–10} GR {5, 7, 14}
Adm G GZ {1, 11}
BBS {1, 5, 12, 13} MA {14}
Co-Ass G MOC {8, 10, 11}
CO {1, 7, 8, 10, 11} OK G \ {3}
Con G Ond {7}
D G PIVF {5, 14}
Dv G PND {3, 4, 9}
Dw G POK {2, 6, 10, 12, 14}
EC {3, 4, 9} PO G
Fert {5, 14} POb {2, 3, 4, 6, 7, 9}
GV G SE {1}
GL {2, 6, 10, 12, 13}

the gynecologists over a year, incorporating information from the
previous results from theMIP (a running horizon approach) would
be an interesting extension to the current research.

Concluding, the exact and heuristic approaches result in better
schedules obtained in significantly less time, also for realistic in-
stances.Whenwe presented the results at the JBH, the department
was enthused about the improvement potential, and is considering
to use the heuristic approaches in practice.

Acknowledgments

The authors are grateful for the input from all involved staff
members and gynecologists of the JBH, and for the great help of
Gerhard Post (University of Twente). Additionally, we gratefully
acknowledge the anonymous referees and editor, who have helped
to improve this paper significantly.

Appendix. Parameters for the case study

In this section we provide all sets and parameters for the JBH
case study. Recall that G = {1, . . . , 14} and T = {1, . . . , 25}. The
fte ratio of each gynecologist, rg , is given in Table A.5.

The gynecologists with rg < 1 may specify weekday shifts in
which they are not available: gynecologists 1, 8, and 13 are not
available on all Wednesday shifts; gynecologist 3 is not available
on the afternoon and evening shifts on Mondays and Fridays;
gynecologist 4 is not available on the morning and afternoon shift
on Fridays; and gynecologist 12 is not available on all Monday and
Thursday shifts.

The set of gynecologists that is allowed to perform task t , G(t),
is given in Table A.6. The set of on duty tasks is given by O =

{D, Dv, Dw}.
We assume that the penalty parameters are the same for each

week in the schedule. The penalty parameters that do not depend
on any index are given in Table A.7. The task-specific (penalty)
parameters are given in Table A.8. Note that the ‘Con’ tasks (visiting
a conference) are requested by the gynecologist in specific shifts
and are not part of the optimization.

Recall that SN(t) denotes the set of shifts when task t cannot be
performed, and Sz for z ∈ {w,m, a, e} denotes the set of weekend,
morning, afternoon and evening shifts, respectively. For the ease

Table A.7
Penalty parameters that do not depend on an index.

Parameter wc wd wi wk wp

Value 7 1 20 3 3

Table A.8
Task-specific (penalty) parameters.

f l h wb wu wq

A 1 0 1 9 2 4
Adm 20 20 20 0 0 0
BBS 1 0 1 6 2 5
Co-Ass 1 0 1 8 2 5
CO 2 2 2 0 2 8
D 24 24 24 0 2 20
Dv 6 6 6 0 0 20
Dw 12 12 12 0 0 20
EC 3 0 3 6 2 5
Fert 2 0 2 9 2 5
GV 1 0 1 6 2 5
GL 4 0 4 7 2 5
GR 3 0 3 8 2 5
GZ 2 0 2 7 2 5
MA 2 0 2 7 2 5
MOC 1 0 1 10 2 5
OK 10 10 10 0 2 8
Ond 1 0 1 0 0 5
PIVF 3 0 3 5 2 5
PND 1 0 1 6 2 5
POK 1 1 6 0 2 8
PO 10 7 13 10 2 5
POb 3 0 3 6 2 5
SE 1 0 1 8 2 5

Table A.9
SN (t) for each task t .

Task type t SN (t)

A S \ {STu ∩ Se}
Adm {Sw, Se}
BBS S \ {STu ∩ Sa}
CO

{
Se, S \ {STu, STh ∩ Sm}

}
Co-Ass S \ {SF ∩ Sa}
D {Sw, SF }
Dv S \ SF
Dw S \ Sw

EC S \ {STh ∩ Sm}

Fert {Se, S \ STu}
GL {Se, SMSThSw

}

GR
{
Se, S \ {SW , STh}

}
GV S \ {SW ∩ Sm}

GZ {Se, S \ SM }

MA {Sw, Se}
MOC S \ {SM ∩ Sm}

OK {Sw, Se}
Ond {Sw, Se}
PIVF {SW , SF , Sw, Sa, Se}
PND S \ {SM ∩ Sm}

PO {Sw, Se}
POb {Sw, Se}
POK S \ {STh ∩ Sm, SF ∩ Sa}
SE S \ {STu ∩ Se}

Table A.10
Subsets of G for the summer holiday cases.

Case Gf Gl Gn

1 {2,3,8,12} {4,6,9,10,13} {1,5,7,11,14}
2 {2,5,8,9} {3,4,10,11,13} {1,6,7,12,14}
3 {2,5,6,7,8} {1,9,10,11,14} {3,4,12,13}

of notation, we additionally introduce Sz for z ∈ {M, Tu,W , Th, F},
which denote all shifts on Monday, Tuesday, Wednesday, Thurs-
day, and Friday, respectively. Then, Table A.9 gives SN(t) for each
task t .
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The subsets of gynecologists that are used in the summer holi-
day test cases are given in Table A.10.
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