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Preface

Before you lies the result of a project that started for me with a slip of paper taken
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at that time what the �nal result would be, but it probably was nothing like the
booklet that presently lies in front of you. When I started my PhD work in September
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the goal was recognition of man made objects with computer vision but I could choose
my own approach to this problem.
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MI-laboratory, was also working on geometric hashing. In the fall of 1995 we brain-
stormed on the possibilities of a combination of geometric hashing and stereo vision.
Stereo vision was a subject on which the MI-laboratory already had a lot of experi-
ence. Unfortunately, shortly afterwards Dick decided to quit his PhD-research. But
the ideas that were formed in that period still lie at the heart of this PhD-thesis,
leaving me in no small amount indebted to Dick Snippe.

But also after Dick left, I did not complete this work all by myself. I would
like to thank my supervisors at the MI-Laboratory, Paul Regtien, Zweitze Houkes,
Ferdi van der Heijden and Maarten Korsten. Their critical remarks and suggestions
were often a great help and were essential to making this a coherent story.

NWO/SION and the graduate school ASCI are acknowledged for their (�nancial)
support.

I also like to thank Jaap Glas and Keddrin Weber for reading the manuscript and
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Chapter 1

Introduction

1.1 Model based object recognition

The subject of this thesis is model based object recognition of man made objects. By
object recognition we mean the automatic detection and classi�cation of objects by a
computer, based on some kind of sensor input. The inputs of the system are sensor
signals and the output is a description of the objects that the system has recognised.
The sensor inputs that we will use are images of the scene containing the objects to
be recognised. These images are radiometric images taken with a CCD-camera.

The discussion will be restricted to man made objects so that we only have to
consider a speci�c set of recognition problems. This restriction is necessary because
attempts to build a general purpose vision system, comparable to human vision, have
proven unsuccessful [FF87]. An important problem in building such a general purpose
vision system is the huge amount of context knowledge that appears to be necessary
to interpret a scene. The main characteristic of man made objects is that they can
be described by a deterministic, structural model. A deterministic, structural model
of a speci�c industrial part is relatively easily made, whereas it is very hard to make
such a model for, say, a tree. In a narrow sense the \model" in \model based" refers
only to this object model. In a broader sense it stands for all knowledge that is used
for the recognition process.

An important application of this kind of recognition task is found in industry. For
production automation robots are being developed to perform inspection and manu-
facturing tasks. Such a robot could be placed at a �xed position on the production
line to inspect and handle the objects on the line, or it could move around to collect
and deliver objects. An example of the latter is the MART robot [Gra94] developed at
the University of Twente. In both cases it has to deal with a prede�ned set of objects.
In order to inspect or handle the objects, the robot �rst has to recognise the objects
and determine their positions. In some cases, this could be achieved with a special
purpose system like a bar code. In other cases, however, such a system may either
be impractical or too expensive. In case of a bar code for example, the objects may
be too inexpensive to equip them with a bar code or the bar code may unacceptably
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Figure 1.1: hierarchical representation of image understanding

damage the objects. In these cases the robot could be equipped with a vision system
to �nd the objects.

1.2 Computer vision

Object recognition from radiometric images is only a special branch of computer
vision. Therefore, this section will give a short introduction to the �eld of computer
vision in general. According to Ballard & Brown [BB82] computer vision is \the
reconstruction of explicit, meaningful descriptions of physical objects from images".
This process of analysing an image is also referred to as image understanding.

The overall outlook of computer vision systems is usually represented in a hier-
archical structure as in �gure (1.1). The diagram in this �gure shows the original
input image at the bottom of the diagram and the output description at the top. In
between these two layers there are several layers of intermediate results. The inter-
mediate results in �gure (1.1), the edge image and object graph, serve only as an
example. Instead of an edge image the �rst intermediate result could, for instance,
also have been a region map (segmented image). This level could also have contained
both a region map and an edge image.

The transitions from one layer to another are made by di�erent image processing
routines. Processing steps that generate a result at a certain level based on informa-
tion from a lower level are called bottom-up or data driven. Processing steps which
descend through this hierarchy are called top-down or knowledge driven. Top-down
steps seem strange if the �nal result should be the output description at the top but
they can be used in a hypothesise and verify type of approach. Such an algorithm
takes the model at a certain level and makes some assumptions, for example about the
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a b

Figure 1.2: two examples of features detected by low level image processing routines:
corner points (a) and edges (b).

position and orientation of an object. These assumptions are tested by calculating
the expected information on the lower level and comparing this expected informa-
tion to the actual information. Based on this comparison the assumptions may be
adapted. The top-down steps that start at the top of the hierarchy are clearly model
based. They use the models that form the output description, usually object models,
to formulate hypotheses. Other routines can also be model based in the sense that
they use knowledge about either the expected objects or about the imaging process.

The hierarchy in �gure (1.1) allows a division of the image processing routines in
di�erent groups. Algorithms that perform the transformations at the bottom of the
hierarchy are called \low level" image processing algorithms. These low level routines
are characterised by the fact they take an image as input and usually produce another
image as output. Low level image processing routines are almost always bottom-
up. The processing in the top of hierarchy is called high level image processing.
High level image processing usually consists of some kind of reasoning about tokens
that represent certain object primitives (e.g. a surface patch). Both bottom-up and
top-down routines are common in the high level image processing. The routines
that perform processing at a level between these two groups are called intermediate
level image processing routines. The distinctions between these di�erent groups of
algorithms are vague. Speci�cally the di�erence between intermediate and high level
image processing is usually unclear. Therefore, in the subsequent discussion of image
processing routines, intermediate and high level image processing will be considered
as one group.

1.2.1 Low level image processing

Low level image processing routines are used not only as a �rst step in computer
vision but in nearly all applications that involve image processing. Examples of
low level image processing can be found in any book about image processing (e.g.
[BB82, Hei94, HR94]). Well known examples are thresholding, that can be used
for object detection, blurring, that might be used for noise suppression and edge
detection. In computer vision the goal of low level image processing is often to �nd
distinctive characteristics, or features, to represent the image. In this way the amount
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of information is reduced from the entire image to a set of features. Figure (1.2) shows
a few examples of features that were extracted by low level image processing routines.

An important sub-class of low level image processing routines are so-called convo-
lution operators. These operators take an image and a speci�c convolution mask as
input and convolve the image with the mask to produce the output image. The size of
the mask is usually very small compared to the image size, typically of the order of 10
by 10 pixels. There are numerous such operators as there are many possible masks.
This type of operators may be used to perform for example edge detection [Hei94].
Let an edge be de�ned as a boundary between two adjacent regions in the image that
each have a more or less homogeneous intensity. To simplify matters in this exam-
ple, only vertical edges are considered implying horizontal changes in intensity. If a
convolution operator is used for this task an obvious choice for the convolution mask
is

2
4 �1 0 1
�1 0 1
�1 0 1

3
5 :

However, this operator will also react to intensity variations that are caused by
noise. In order to suppress noise the mask could be extended in horizontal and vertical
direction to include more pixels. As the extent of the convolution mask grows, more
and more options for its entries become available. The mask in the previous example
uses a simple step function to determine its entries, but other (possibly more smooth)
functions are also a possibility. There are literally thousands of possible convolution
masks for this simple task and their performance will depend on noise in the image
and the density and form of the edges. The result of this abundance of choice in
designing a convolution mask is that for every task that is solved with a convolution
operator there are usually many di�erent operators in use. It would be useful to
develop some kind of basic theory to describe these operators in order to understand
their di�erent advantages and disadvantages.

An interesting example in this respect is scale space theory [HR94]. To calculate
intensity changes in an image, a scale at which interesting changes occur, has to
be speci�ed. Initially there usually is no foundation to select a particular scale.
Therefore, an image should be considered at multiple scales. In order to achieve this,
the image is extended to a scale space, a 3 dimensional data structure where the
third dimension indicates the scale. The image at certain scale can be calculated
from the image at a lower scale by interpolation, which in this case will mean blurring
the image. In general a scale space can be generated from an image by the di�usion
equation with the original image as starting condition. The di�usion process blurs the
input image, as time progresses the image gets more and more blurred. The Gaussian
interpolation function, which is very popular in computer vision, follows from the
normal di�usion equation. But a lot of di�erent image processing algorithms can
also be represented in this way by changing the di�usion constant in the di�usion
equation.
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1.2.2 Intermediate and high level image processing

In intermediate and high level processing the data from the earlier steps is used to
detect objects in a scene or to extract other relevant information. In case of recognition
tasks the goal is to compare information from the image with model information. For
this comparison, the information from the two sources must be processed to yield
information at the same level. The comparison can then take place at this common
level. One way of achieving this is to use the features from the low level processing
to derive more complex features which can be matched directly to the object models.
The other way is to use the object models and hypothesise a particular pose in order
to calculate simpler features which can be matched to the low level features.

An example of the �rst approach, relevant for this thesis, is the calculation of
3 dimensional features from two or more projections [XZ96, Fau93]. If at least two
di�erent projections of a feature are available, these projections can be used to re-
construct the 3 dimensional feature. In the case of stereo vision (two cameras), a set
of 2 dimensional features can be obtained from each of the images. These two sets
can be combined to form a set of 3 dimensional features. However, to reconstruct
the 3 dimensional features we must know which feature in one image corresponds to
which feature in the other image, i.e. which two features are the projection of the
same 3 dimensional feature. This problem is called the correspondence problem. The
correspondence problem can be (partially) solved by using the available geometric
and radiometric constraints. A second example of creating more complex features is
the grouping of features. For example a set of collinear points can be grouped. Since
collinear points are unlikely to occur at random, they are probably the result of a
coherent structure in the scene. This type of grouping is called perceptual grouping
[Low85]. Perceptual grouping has been inspired by research into human perception,
as it exhibits similar behaviours found in the human vision.

Once an object has been found based on complex features, the match can be
veri�ed in a top-down manner. The hypothesised solution is used to calculate the
expected low level features which are compared to the actual low level features. This
veri�cation procedure is necessary to check if the assumptions that were made in
deriving the complex features are correct.

The other approach uses the object models to form hypotheses about the image.
As there are in�nitely many possible combinations of objects in di�erent poses in
the scene, the question arises which possibilities should be considered and where to
start. A very basic approach to this is a technique known as alignment [HU88]. This
approach assumes that a set of local (low level) features is available both from the
image and from the object models. The object models are considered one by one.
The idea is to hypothesise a correspondence between a subset of the image and model
features that is just enough to �x the pose (i.e. position and orientation) of the object.
If, for example, the features consist of points, this typically takes 2 or 3 points. Once
a hypothesis is formed, this hypothesis is veri�ed by comparing remaining features
of the model to the remaining image features. In this manner the in�nite number of
possible hypotheses is reduced to a �nite, although usually large, set.

Once the model and image information have been transformed to a comparable
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level, the problem that remains is to �nd the correct objects together with their
pose. The complexity of this search problem depends on the type of features that are
used. In case of complex features the search problem will usually not be very complex
because the number of features is relatively small and their information content high.
However, for alignment the number of features is usually large, their information
content low and the number of possible hypotheses is also large. Therefore, in this
case the search problem may still be formidable. Probably the most popular approach
to search problems in computer vision is the tree search [Gri90]. But to increase
e�ciency, indexing methods are also widespread. In particular for alignment there
exists an indexing method known as geometric hashing [LW88]. Geometric hashing
is a key technique for the work in this thesis and will be extensively discussed in
chapter 2.

1.2.3 Problems in computer vision

The discussion so far may suggest that computer vision is a fairly well understood
subject which should �nd many applications. However, this is often far from true.
There are many problems in computer vision that complicate viable solutions. Prob-
ably the most important technical problem is the choice of parameters in vision al-
gorithms. These parameters are for example the scale for calculating derivatives and
the thresholds used for edge detection and segmentation. The optimal choice for such
parameters highly depends on the speci�c lighting conditions and on the scene. If the
light changes, or the colour, or reectance properties of the objects or the number
of objects in the scene, a system with preset parameters will often yield bad results.
There are some techniques that alleviate this problem by determining the parameters
in a (semi-) automatic fashion [CM92, GB93, Mat89]. But these techniques rely ei-
ther on speci�c knowledge about the kind of results that are expected or on learning
from examples. Therefore, the resulting choice of parameters is still only suitable for
a limited set of situations.

Another problem is the fact that images provide only a 2 dimensional projection
of what is usually a 3 dimensional scene. This does not only mean that 3 dimensional
data is lost but also that one object may hide (part of) another object because it
is positioned between the second object and the camera. If such an object partially
occludes another object that has more or less the same reectance properties, it will
be very hard to separate those two objects in the image. This occlusion problem
mainly a�ects solutions that use global features. Global features are features that
rely on a large part of the image. The features in �gure (1.2) are local features. The
detection of each of the corner points for example relies on only a small part of the
image. An example of a global feature is the shape of the contour of an object in the
image. As an example of occlusion problems consider a simple method that is used for
industrial inspection tasks. For such a task the lighting conditions are well controlled
and the objects can be placed on a dark conveyer belt. In this situation, the objects
can be separated from the background by thresholding the grey level image. The
objects can then be quickly recognised or checked for de�ciencies by examining the
contours of the objects. However, in case of occlusion a contour will consist of more
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than one object and the system will fail.

A more fundamental problem in computer vision is the question how prior knowl-
edge is represented in a vision system and how it should be represented. The prior
knowledge consists of the model information from the objects and the imaging pro-
cess. Preferably, this knowledge should be clearly \visible" in the system or at least it
should be clear what prior knowledge is assumed in each processing step. However, in
practice a lot of this knowledge is implicitly encoded in the algorithms that are used.
Consider for example an edge detection algorithm. The purpose of the algorithm is
to detect changes of illumination, colour or orientation from their appearance in the
image. This means that the use of a certain algorithm implies assumptions about the
way these changes will be visible in the image. The problem is that these assumptions
are usually not obvious from the algorithm itself. Therefore, if the system is to be
used in a situation where the assumptions do not hold, it will not be a clear-cut job
to adapt the system to this new situation.

Papers on computer vision research have also signalled problems in research
[Dau89, JBS+91, Pri86]. It seems that computer vision research lacks both a funda-
mental theory and a common experimental practice. Most researchers are designing
computer vision systems or separate algorithms with a speci�c application in mind.
The advantage of such an approach is that they usually try their results on images
from real scenes. But the disadvantage is that they patch the problems that they �nd
with ad-hoc solutions [Har86]. The result of this practice is that their systems are
only suitable for the situation that they used for testing and not for a more general
application. Another problem in this type of research is that it is very di�cult to
compare the results of di�erent algorithms (for example edge detection algorithms).
There is no database of standard images from standard scenes and there are no quan-
titative measures for the quality of detection results. And if a researcher wants to
try another algorithm on his images to compare results directly, he usually has to
implement the other algorithm himself because the software is not available. A way
to avoid the problems in the experimental practice is to work on the theoretical side
of the research. However, the assumptions that are often made in theoretical work
make it hard to see how the results of such work will contribute to practical problems.

In spite of the fact that people are aware of these problems, there do not appear
to be any solutions yet. In this thesis we will pursue the practical approach, the
recognition system will be tested in a real experiment. Acknowledging the problems
associated with this approach, we will try to avoid ad-hoc solutions and the experi-
mental results will be compared with results from di�erent approaches. However, we
do not claim to solve or avoid all of the problems mentioned.

1.3 Existing object recognition systems

In the past several systems for object recognition in an industrial environment have
been developed. In this section two di�erent solutions will be briey discussed. These
two examples are selected because they will return in later chapters. Other examples
of recognition systems for man made objects are HYPER from Ayache and Faugeras
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a b

Figure 1.3: a 3-D model (a) and a few of its aspect models (b).

[AF86] and PREMIO from Camps, Shapiro and Haralick [CSH91]. These examples
are not further discussed here.

The �rst approach that we discuss has been developed at the same laboratory
as where the research for this thesis took place. This system uses a stereo setup
to recognise simple objects and was developed by Hoogeveen [HK95a, Hoo94]. The
system consists of three layers. The �rst layer performs recognition based on object
contours. In this layer each of the stereo images is considered independently. It
is assumed that the bright objects are placed on a dark background, so that the
object contours can be detected using a simple grey value threshold. These contours
are traced and segmented using the curvature of the contour. The segments are
subsequently divided in straight segments and curved segments separated by corner
points. From the segmented contours a few global features like the number of convex
corners, the number of curved contours and the number of parallel straight contours
are calculated. Based on these features, the contours are compared to the contours
of the characteristic aspects (2-D projections of the 3-D models, see �gure (1.3)) of
each object. To handle occlusion, the length of each of the contours is checked. If
this length is too large to contain only one object, occlusion is suspected.

In the second layer the corner points from the contours are stereo matched to
(partially) reconstruct the 3 dimensional form of the contour. If occlusion is suspected,
this 3-D information is used to split the contour. The split contour is compared to
the aspects of the objects in a manner similar to that in the �rst layer. The third
layer performs a veri�cation step by comparing the 3-D scene information from the
second layer to the 3-D object models. This comparison is based on the sequence of
Euclidean distances between the subsequent corners of the contour.

The main advantage of this approach is its high speed. When it was implemented
in 1994, it took about 5 seconds on a SUN SPARC-2 machine to analyse a scene.
This means that in 1999 it takes less than one second on a Pentium-II machine.
Furthermore, the fact that only closed contours are used considerably reduces the
correspondence problem with stereo matching. Once the correspondences between
the contours are known, the number of candidate stereo pairs is relatively small. With
scenes where the objects do not occlude each other, the system performs reasonably
well. But although the system can deal with occlusion, the performance in cases
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of occlusion drops considerably. The method used to detect occlusion will only work
under certain circumstances. It will only work if all objects have a contour with about
equal length and if the images of the occluded objects do not overlap too much. In
other circumstances the system does not detect the occlusion. The system also has
trouble with cases of occlusion where more than 2 objects overlap. Finally, the system
su�ers from most of the disadvantages of using global features. Since global features
rely on the entire image of an object, any partial distortion will corrupt all features.
In this case these distortions will occur if the contrast between the objects and the
background decreases.

A second approach to 3-D object recognition is described by Gavrila and Groen
[GG92]. Their system recognises 3-D objects using only one image. To perform
matching with 2-D image features, the 3-D object models are translated to 2-D model
information. This is achieved by calculating the projection of each 3-D object under
a �nite set of viewing angles, see �gure (1.3). The recognition is based on the corner
points of the objects. A match between a model and the scene is made by comparing
the relative positions of the corners and their type, i.e. how many edges connect to
it. In order to quickly �nd candidate matches geometric hashing is used.

The main advantage of this approach is that it uses local features and therefore
deals very well with occlusion. The problem of having 2-D image information and
3-D object models, is handled by calculating the aspect models. The disadvantage of
this approach is that part of the 3 dimensional object model information is lost in this
process and that one object model generates numerous aspect models. In the example
that the authors discuss, one 3-D model generates a few hundred 2-D models. Note
that this is not the case in the previous approach where one 3-D model generates only
a few (usually less then 5) 2-D models, because the global features of the projection
that are used there do not change if the viewing angle is only slightly changed. The
large number of models slows down the recognition process. Unfortunately, the paper
from Gavrila and Groen does not describe any experiments with real images.

1.4 The scope of this work

The work presented in this thesis is concerned with the recognition of objects from a
stereo vision setup. We will develop an approach based on local features. Global fea-
tures are rejected because they cannot be reliably detected in cases of occlusion and
varying lighting conditions. The redundancy of information in local features (in prin-
ciple a few accurate features su�ce for recognition) should provide the system with
the necessary robustness for occlusion and sub-optimal feature detection. The models
describe the objects in terms of the local features and the geometric constraints, like
their relative position, between the features. These geometric constraints provide the
global, structural information about the objects. An extensive introduction to object
recognition using local features and geometric constraints can be found in a book by
Grimson [Gri90].

With the exception of the detection of the 2-D features from the images, we will
try to build a top-down system that avoids application speci�c assumptions. The em-
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phasis in this thesis is not on the detection of the features but on ways to e�ciently
�nd candidate matches (hypotheses) and on the use of the stereo information. The
problem that is confronted in this work is how to recognise objects from a set of fea-
tures and how to use the stereo information and the three dimensional object models.
One of the di�culties that has to be overcome is that the detection of the features
in the images will be imperfect. Object features in the images may be missed due to
occlusion and visible features may be missed due to varying lighting conditions. Fur-
thermore, spurious features may arise from for example unknown objects or unwanted
shadows. The geometrical properties (like position) of the features may also be es-
timated inaccurately from the image. The other major problem is that the objects
have a random 3-D position and orientation. The object models are also 3 dimen-
sional but the images provide in principle only 2-D information. The 3-D information
in the stereo images should be e�ciently used to reconstruct the 3-D scene.

In principle an exhaustive search will be performed to match the set of features
from the images to the model features. Using the information from the stereo im-
ages, an alignment technique will be used to search the 3-D space. Thus the search
is not conducted in the image space but the 3-D object models are directly used in
the 3-D space. In order to quickly search through the vast amount of possible con�g-
urations we will use geometric hashing. Contrary to other work on recognition using
local features and on geometric hashing, we will look speci�cally at the situation of
stereo vision. The use of stereo vision enables us to search in the 3-D space where
most existing approaches search in the 2-D space. This thesis is mainly concerned
with the combination of stereo vision and geometric hashing. For the experiments we
will also discuss feature detection from the images and a veri�cation procedure for
the solutions, but these algorithms are not a central issue in this thesis.

The requirements that we want the �nal result to ful�l, ordered by importance,
are

1. True 3-D object recognition. This means that the objects are really 3 dimen-
sional objects in an unknown position which do not only face the camera in
a restricted number of positions. The output of the system should not only
contain a list of recognised objects but also an estimate of the 3 dimensional
position and orientation of the objects.

2. Robustness. The recognition result should be robust for variations in back-
ground and lighting and also for the presence of unmodelled objects that cause
spurious features. This implies that features depending on lighting (like shad-
ows) will be excluded.

3. Universality. The recognition system should be applicable as widely as possible.
Scene speci�c, ad-hoc, solutions are to be avoided. A way to achieve this may
be to keep the algorithm descriptions short and simple.

4. Computational e�ciency. The algorithms that are used should preferably be
computationally e�cient, because the applications for this type of object recog-
nition usually require real-time performance. This requirement, however, may
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Figure 1.4: overview of the system discussed in chapter 3

be used lightly as computing power has a tendency to become exponentially
cheaper.

The requirement of true 3-D object recognition is met by matching the features
from images directly to the 3-D object models. The result of our system will be a
3-D scene description. The top-down approach of our system will provide some univer-
sal applicability although the experiments will be restricted to a limited set of feature
types. The experiments will show that our system can deal with changing lighting
conditions, provided that the parameters of the 2-D feature detectors are adapted,
and that it can deal with unmodelled features caused by shadows and reections. We
will also show that the results of our system are better than the results obtained with
the methods discussed in section 1.3. However, although the 3-D variant of geometric
hashing is an e�cient way to generate hypotheses, the current implementation of our
system is not real-time.

1.5 Overview

In the next chapter an introduction to geometric hashing will be presented and ex-
isting literature on geometric hashing will be discussed. Chapter 2 will also discuss a
Bayesian interpretation of geometric hashing that has been developed by Rigoutsos
and Hummel [RH95]. This Bayesian interpretation can be used to derive weighing or
voting functions as an addition to the indexing process of geometric hashing. Fur-
thermore, to analyse the performance of the geometric hashing algorithm, an error
model for the noise sensitivity is developed. This error model is tested using simulated
datasets.

In chapter 3 a simple implementation of our system, shown in �gure (1.4), is
discussed and tested in an experimental setup. The implementation is based on
point features, speci�cally the corner points of the objects. The 2-D projections of
the corner points are �rst detected independently in the two images. Subsequently,
these two sets are stereo matched to give a set of 3-D points that are used by the
geometric hashing algorithm to recognise the objects. Chapter 3 also introduces the
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experimental setup consisting of two cameras that take images from scenes containing
simple objects. Using this setup the system in �gure (1.4) is evaluated. From these
experiments it appears that, although the principle works, the corner points do not
always provide su�cient information to reliably recognise the objects. Furthermore,
the computation time needed for certain scenes is very large.

To improve the performance, the system is extended in chapter 4 with the addition
of line features. Chapter 4 discusses line detection, stereo matching of the lines and the
incorporation of line features in the geometric hashing algorithm. Adding lines to the
set of features improves the performance of the geometric hashing algorithm. Since
3-D lines contain more information than 3-D points, the e�ciency of the indexing
process increases. The lines are also used to add a veri�cation step to the system. In
this veri�cation step hypothesised matches (that have been found by the geometric
hashing algorithm) are veri�ed by calculating the projection of the hypothesised object
on the images and comparing the edges of the objects with the edges that were
detected in the images.

Chapter 5 discusses experimental results with this recognition system. The system
is tested with images from various scenes. Some of the images form an easy task in
the sense that the objects do not occlude each other in these images and that there
is high contrast between the objects and the background. Other images present a
more di�cult problem because the objects do occlude each other and/or because the
objects are harder to separate from background. A comparison with the results from
Hoogeveen [Hoo94], who used similar scenes, shows that our system is a considerable
improvement. In chapter 6 the results from our system will be compared to an
implementation that uses a more conventional 2-D variant of geometric hashing and
is based on the work of Gavrila and Groen [GG92]. We will show that the loss of
some of the 3-D information in this 2-D implementation compromises the recognition
results compared to the results from our system.

Finally in chapter 7 the results from this thesis will be briey reviewed and some
suggestions for further research and improvement are discussed.



Chapter 2

Geometric hashing

In this chapter we will discuss geometric hashing as an object recognition technique.
Geometric hashing is an indexing technique that is used to quickly �nd matches be-
tween two sets of features. This chapter discusses the relevant literature on geometric
hashing and provides the main theoretical background for the work in this thesis. Fur-
thermore, as the chapter progresses, we will also describe some of our own theoretical
ideas.

Section 2.1 describes the geometric hashing algorithm. First the basic technique
is discussed and then its application to 3-D object recognition. In section 2.1.4 we
will also discuss some closely related approaches to object recognition. In section 2.2
a Bayesian interpretation of geometric hashing is presented. This interpretation is an
extension to the basic indexing technique that introduces a weighted voting scheme
for the possible recognition solutions. At the end of this section we will introduce the
voting function that we will use throughout this thesis. Section 2.3 investigates the
robustness of the recognition technique to spurious matches. We will �rst derive a
theoretical model for the matches from random scene points and then describe some
simulations of the recognition with random scene points.

2.1 Indexing

Geometric hashing was �rst introduced by Lamdan and Wolfson [LW88]. In gen-
eral, it is a method to search for matches between two (sub)sets of features. We will
restrict the discussion to recognition tasks where one of the feature sets is a mea-
surement set (scene features) and the other set is formed by a model of the object
to be recognised (model features). Essential to geometric hashing is that to speed up
the search, geometric invariants are used to perform indexing. These \invariants" are
invariant to a speci�ed group of transformations. If, for example, we are looking for
2-D rigid objects in a set of 2-D features, this transformation group should consist of
2-D translations and rotations. To explain the basic technique we will consider recog-
nition from a set of 2-D points under 2-D similarity transformations, i.e. translations,

13
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Figure 2.1: the preprocessing stage. From the original object, model-basis combina-
tions are selected and the remaining points of the transformed models are stored in an
indexed array (hash array). The �gure shows two di�erent basis selections with the
basis points emphasised by a black ring. The points in the hash array resulting from
the two di�erent basis combinations are indicated as dots with di�erent grey values

rotations and scaling.

2.1.1 Basic technique

The geometric hashing algorithm works in two stages. In the �rst stage, the prepro-
cessing stage, which is performed o�-line and is independent of the scene data, the
object models are used to build the hash array. In the second stage, the recognition
stage, this hash array is used to e�ciently �nd candidate matches.

In the �rst stage, see �gure (2.1), the di�erent object models in the database
are processed separately. Consider a model that consists of say M points. We want
to express the positions of these points in such a way that they are invariant to
similarity transformations, so that we can use the positions as indices. This can be
achieved by expressing these positions in a coordinate system based on a subset of the
points themselves. For 2-D similarity transformations such a coordinate system can
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input: feature sets �i for the di�erent object models

� for each model i

{ for each subset �m � �i that forms a valid basis

1. calculate the new coordinate system

2. express the remaining points of �i in this coordinate system

3. store the features in the hash array at their new position tagged
with i and �m

{ next

� next

output: hash array with object models stored as di�erent model-basis combinations

Pseudo code 2.1: Geometric hashing, the preprocessing stage

be de�ned by a subset consisting of two points. The origin of this coordinate system
is de�ned by the centre of gravity of these two points, the positive x-direction by the
vector going from the �rst to the second point, and the unit length by the distance
between the two points. The new coordinates of the two so called basis points become
(�0:5; 0) and (0:5; 0). The set of basis points from a model is referred to as the model
basis, �m. The two basis points are no longer used because their positions are �xed by
our choice of the coordinate system. The positions of the remainingM � 2 points are
expressed in the new coordinate system. Each of these transformed positions forms
a 2-D vector that is invariant under similarity transformations and can be used to
recognise the object after it has undergone such a transformation.

Given a set of invariants (from the scene), the object models that match this set
of invariants should be e�ciently retrieved from a database. This can be achieved
in many di�erent ways, for instance in the form of a tree search [Gri90]. However,
the central idea of geometric hashing is that these invariant vectors are used in an
indexing process. If the transformed 2-D vectors are discretised, they can be used
as indices for a 2-D index table. This index table is called the hash array (array
because it is two dimensional in this case) and the discretised, transformed position is
called the index or hash value (we will also refer to the non discretised, transformed
positions as hash values). The hash function (cp. Kernighan & Ritchie [KR88]) thus
consists of the combination of the coordinate transformation and the discretisation.
The hash function takes three 2-D points as input, the two basis point plus the point
that is to be transformed, and returns two integers, the discretised 2-D position. For
similarity transformations the range of the index vector is limited by the ratio of
the largest distance between two corner points of the object model to the smallest
distance between two corner points.

Since there is no �xed order among the di�erent model points, the two basis
points have to be chosen at random. Therefore, the process of selecting basis points
and de�ning a coordinate system is repeated for every possible combination of model
points. This will in general generateM � (M � 1) bases from which the resulting hash
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Figure 2.2: the recognition stage. In the measurement set a basis couple is selected
and the transformed positions of the remaining points are used to access the hash ar-
ray. The hash array contains two models in this example. The �rst model is the model
from �gure (2.1) and has two basis combinations. The second model, with its features
indicated by triangles, has three basis combinations. Each of the stored features has
a pointer to the table where the votes for the di�erent model-basis combinations are
collected.

values are labelled with the model and basis combination that generated them and
are stored in the hash array. In practice the number of di�erent bases for a particular
model may be smaller because symmetries in the model description will cause multiple
bases to generate the same set of points for the hash array. Each so called model-basis
combination in the hash array can be regarded as a separate model for the recognition
process. The preprocessing stage is summarised in pseudo code (2.1).

In the recognition stage, see �gure (2.2), a similar technique is applied to the set
of scene points. We select (at random) two points from the measurement set, of say
S points, to form a basis combination, �s, from the scene features. The positions
of the S � 2 remaining points expressed in the new coordinate system are used to
access the hash array. In this manner all model points in the hash array that are
close to a particular scene point can be found fairly quickly. For each point in the
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input: hash array, set 	 of scene features, threshold T

� for each subset �s � 	 that forms a valid basis

1. reset the vote counters for all model-basis combinations

2. calculate the new coordinate system

3. express the remaining points of 	 in this coordinate system

4. for each element of 	 n f�sg
(a) use its transformed position to access the hash array

(b) for each feature that is retrieved from the hash array, increase the
vote counter of the appropriate model-basis combination (i; �m),
if that feature did not already receive a vote

5. next

6. for all model-basis combinations (i; �m)

if vote counter � T match accepted, end algorithm

7. next

� next

output: recognition result

Pseudo code 2.2: Geometric hashing, the recognition stage

hash array that is located in the bin accessed by the scene point, we cast a vote to
the model-basis combination this point belongs to. To avoid discretisation problems
with points that are located close to the boundary of a bin, the surrounding bins are
also taken into account as shown in �gure (2.2).

Each point in the hash array can receive only one vote. If multiple scene points
vote for one model point, because these are close to each other, only one vote will be
registered. This ensures that a match will not be accepted based upon a set of scene
points that all vote for the same model point. When all S � 2 measured points have
cast their votes, the votes for the di�erent model-basis combinations are evaluated. If
the accumulated vote for a particular model-basis combination exceeds a prede�ned
threshold, a match is accepted.

However, the most likely situation is that none of the model-basis combinations
receives an adequate vote, because recognition can only be achieved if the basis points
that were selected at random in the measurement set belong to the same object. If
no model-basis combination receives an adequate vote or if the solutions that receive
an adequate vote fail the veri�cation procedure that may follow the geometric hash-
ing algorithm, a new set of basis points in the measurement set is selected and the
process is repeated. This may continue until all possible basis combinations in the
measurement set have been evaluated. Pseudo code (2.2) summarises the recognition
stage.
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Figure 2.3: de�ning a basis for a�ne transformations. An a�ne transformation
is applied to map the three basis points p0, p1 and p2 respectively to the coordinates
(0; 0), (1; 0) and (0; 1).

2.1.2 Other transformation groups

Geometric hashing can be used for all sorts of transformation groups. The general
requirement is that we have a hash function ~h() which takes a set of N features
(~p1; ~p2; :::; ~pN), and generates an index vector that is invariant to a set of transforma-
tions F , so that if T 2 F

~h(T~p1; T ~p2; :::; T ~pN) = ~h(~p1; ~p2; :::; ~pN ): (2.1)

In the most common implementation the input of the hash function consists of a set of
basis features to de�ne a coordinate system and one extra feature. The hash function
in this case gives the transformed position of the extra feature. A short overview of
di�erent ways to de�ne a basis for various transformation groups in both two and
three dimensional spaces can be found in a paper by Haim Wolfson [Wol90].

Since we will discuss the recognition of rigid 3-D objects from either 2-D or 3-D
information, the relevant transformations in the 3 dimensional space are rigid trans-
formations (translation and rotations). For the recognition of the 3-D objects from
2-D information, 2-D similarity and 2-D a�ne transformations will be used. These
two transformation groups serve as approximations to the transformation of an ob-
ject's image when either the object or the camera moves in the 3-D space. In general,
the real transformation of an object's image cannot be calculated without a 3-D object
model, because it depends on the distances between the model features and the cam-
era. The 2-D similarity transformation has already been described in the previous
section, the other two transformation groups are described below.



2.1 Indexing 19

2-D a�ne transformations

A 2-D a�ne transformation is described by a translation vector ~b and a 2 by 2 ma-
trix A:

~x0 = A~x+~b; (2.2)

with ~x the original position and ~x0 the transformed position. The transformation
contains 6 parameters and therefore at least three 2-D points are necessary to de�ne
a coordinate system. The origin of the coordinate system can be de�ned by the �rst
basis point or by the centre of gravity of the three basis points. The unity x-vector can
be de�ned by the vector going from the �rst to the second basis point and the unity y-
vector by the vector going from the �rst to the third basis point. This transformation
is shown in �gure (2.3).

The fact that 3 points are necessary to de�ne a basis in this case poses a disad-
vantage to the indexing technique. While a set of N points will generate N � (N � 1)
possible bases for a two point basis, it will generate N � (N � 1) � (N � 2) bases for
a three point basis. The increased number of possible basis combinations will in-
crease the number of model-basis combinations in the preprocessing stage. This will
increase memory usage and computation time (in both the preprocessing and the
recognition stage) because of the increased number of features per bin in the hash
array. Therefore, each access of the hash array by a scene feature will return more
model features for which a counter must be incremented. The computation time in
the recognition stage will be further increased by the fact that on average more basis
combinations from the scene features will have to be tried. The increased number
of basis points will decrease the probability that they all belong to the same object,
which is a requirement for a successful recognition. Finally, the increased number of
model-basis combinations in the hash array will increase the probability of random,
incorrect matches as we will see in section 2.3.

3-D rigid transformations

3-D rigid transformations consist of translations and rotations in the 3-D space. Since
such a transformation is de�ned by 6 parameters (3 for translation and 3 for rotation),
it may seem that two 3-D points should su�ce to de�ne a basis. However, the problem
is that two points are always collinear and therefore a basis from two points can
never �x a rotation about the axis going through both points. The two points de�ne
a quantity that is invariant under rigid transformations: the distance between the
points. Thus three non-collinear 3-D points are needed to de�ne a basis.

The origin can be de�ned either by the �rst point or by the centre of gravity of the
three points. The x-direction is determined by the vector going from the �rst to the
second point. The y-direction is determined by that part of the vector going from the
�rst to the third point, which is normal to the previously de�ned x-direction. Since
we consider rigid transformations, the z-direction is �xed by the restriction that it
should be normal to both the x- and y-axis. This de�nition leaves some information
contained in the 3 basis points after the transformation. The positions of the 3 basis
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points are not completely �xed by the de�nition of the coordinate system. In order to
use this information for the recognition process, the remaining three, free parameters
among these basis points can be combined in an extra, arti�cial point.

The 3-D rigid transformations will be used for the recognition system that is dis-
cussed in this thesis (mainly in chapters 3 and 4). The 2-D similarity and a�ne
transformations will be used in chapter 6 to compare the results of a recognition
system based on a 2-D variant of geometric hashing to our results.

2.1.3 3-D object recognition with geometric hashing

There are several papers in the literature that discuss the recognition of 3-D objects
with the use of geometric hashing. In the �rst papers on geometric hashing [LSW88b,
LSW88a], Lamdan et. al. restricted the problem to the recognition of 3-D objects that
are essentially at. These are objects that always face the camera in the same way and
whose third dimension is negligible compared to the other two. In their experiments
they use tools (pliers) lying on a table. In that work 2-D a�ne transformations are
used to approximate the projective transformation (note that by projective transfor-
mations we mean transformations from 2-D space to 2-D space described by a linear
transformation in homogeneous coordinates, see for example the book by Faugeras
[Fau93]). However, in a subsequent paper [LW88] they also considered the problem
of recognising real 3-D objects from 2-D images. They suggested 3 approaches to this
problem:

1. Their �rst solution is to split the 3-D object into planar sections and consider
each of these sections as separate objects. A cube, for example, can be split
into six 2-D surfaces. Once a correspondence has been found between a planar
model section and a subset of the image data, the projection of the entire object
onto the image can be calculated and used for veri�cation. The fact that only
a small planar section can be used for the geometric hashing is a considerable
disadvantage in this case.

2. Their second suggestion is to use the 2-D image features to vote along a line
in a 3-D hash array. However, the complexity of this approach is unfavourable
compared to the other solutions. For the a�ne approximation to the perspective
projection shown in �gure (2.4a), 4 points are necessary to form a basis. Note
that the perspective projection is a 3-D to 2-D transformation which is not to
be confused with the projective transformation.

3. The last option they discuss is the use of aspect models calculated from the
3-D models. From each of the 3-D models a set of aspect models is derived by
calculating projections of that model at a limited set of viewing angles. Each of
the aspect models is added to a 2-D hash array and treated as a separate model.
Lamdan et. al. have shown some results of experiments with this approach
using 2-D similarity transformations. Gavrila and Groen [GG92] also apply this
approach to 3-D object recognition. They have taken more care in selecting the
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a b
Figure 2.4: projection models, (a) shows a perspective projection where the size of
the object's image depends on its distance to the camera; (b) shows a parallel or
orthographic projection.

viewing angles at which the aspect models are calculated. They use an iterative
algorithm to select these angles depending on the complexity of the 3-D object
model. Chapter 6 of this thesis is devoted to a comparison between the approach
of Gavrila and Groen and the recognition system discussed in this thesis.

An interesting variant of geometric hashing for 3-D object recognition is described
by Flynn and Jain [FJ93]. They apply an indexing technique to recognise objects
from range images. Both the models and the range images are approximated by
three types of surface primitives: plane, cylinder and sphere. A combination of two
such primitives results in a scalar that is invariant to 3-D rigid transformations. For
example in the case of two planes, the angle between their respective normals forms
the invariant. In general three surface primitives are needed to �x an object's position
under rigid transformations. Therefore, Flynn and Jain use three primitives in their
hash function. These three primitives generate two independent invariants which can
be used as indices. This results in 10 di�erent two dimensional hash arrays, because
of the di�erent types of primitives. For each object model all combinations of three
surface primitives are evaluated and stored in the appropriate hash array. During
the recognition stage a combination of three primitives provides an access into one of
the hash arrays. The models and their three surface primitives that are found there
provide hypotheses which are subsequently veri�ed. However, because of the need for
3-D surface information, this approach is pretty much con�ned to range images.

2.1.4 Related techniques

There are numerous alternatives to geometric hashing as an approach to object recog-
nition. We will briey discuss three of them here because they have a special relation
to geometric hashing.

Alignment

The alignment technique was developed by Huttenlocher and Ullman [HU88]. They
consider a 3-D to 2-D transformation assuming weak perspective projection: an or-
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thographic projection with a 2-D scaling transformation shown in �gure (2.4b). This
is an approximation of the real perspective projection shown in �gure (2.4a). The
algorithm begins by selecting three points from the set of features that are detected
in the image, at random. These three points are hypothesised to correspond to three
particular points from a particular 3-D object model. Using this assumed correspon-
dence and the projection model, the 3-D position and orientation of the object can
be calculated. Once this is done the projections of all other features from the object
model onto the image are calculated. These projections are compared with the fea-
tures that are detected in the image to see if the hypothesis about the correspondence
between the three image features and the model features is correct. If the hypothesis
is not correct, i.e. not su�ciently supported by other points, another set of features
from the model, or another model, or another set of features from the image is selected
to form a new hypothesis.

The basic idea of alignment is exactly the same as that of geometric hashing. Both
techniques assume a correspondence between a subset of features from the scene and
from the object model (for geometric hashing these are the basis features) to �x the
pose of the object and then verify the hypothesis by checking the other features.
The di�erence is that given a subset of scene features, geometric hashing considers
all object models and possible correspondences between subsets of features at once,
while alignment tries them all one by one. Furthermore, geometric hashing uses an
indexing technique to check the remaining, non-basis, features.

Generalized Hough transform

A method that is sometimes confused with geometric hashing is the generalized Hough
transform [Bal81]. The generalized Hough transform also uses an index (the \R-
table") and there is a voting process. The main di�erence is that in the case of
geometric hashing we vote for a certain model and particular transformation de�ned
by the basis points. The generalized Hough transform, on the other hand, assumes
a certain model and then applies a voting process to the set of possible transforma-
tions. With the generalized Hough transform the di�erent object models are treated
separately. Although they can be processed in parallel, each object model has its own
array, representing the transformation parameter space, for collecting votes. An ex-
tensive comparison between geometric hashing and the generalized Hough transform
is made in a paper by Hecker and Bolle [HB94].

Enhanced geometric hashing

Lamiroy and Gros [LG96] introduced a variant of geometric hashing that they called
enhanced geometric hashing. Their method can be regarded as a combination of
geometric hashing and the generalized Hough transform. From each of the models
they calculate a set of invariants in the same way as with geometric hashing. The
di�erence is that they do not use the idea of di�erent bases, all features in the hash
function (equation (2.1)) are considered equal. The invariants are stored in the hash
array tagged with information about the model and the features involved.
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In the recognition stage they generate all possible invariants from the image and
use them to access the hash array. Each invariant from the image is combined with
the entries that are found at the appropriate place in the hash array. Each match
suggests a transformation between a model and the image. These transformations
are collected as votes in a Hough space. After all image invariants are processed
this way, the Hough space is checked for peaks. These peaks are caused by multiple
matches that vote for the same transformation. Such a peak is considered to represent
a correct match.

The advantage of this method compared to geometric hashing is that, in a manner
of speaking, all possible basis combinations are tried at once. This makes the result
less sensitive to errors in the basis transformation caused by noise in the scene features.
The disadvantage is that it takes more time because all possible invariants from the
image have to be considered in this case whereas geometric hashing uses only a subset
of the possible invariants. To reduce this complexity problem, Lamiroy and Gros only
use invariants from connected line segments in their experiments. Their method has
also been used for image matching: matching features from di�erent images that
represent the same scene feature [GBB98].

2.1.5 Geometric hashing and stereo vision

In this thesis we will discuss the recognition of 3-D objects with a combination of
stereo vision and geometric hashing. We will use the stereo vision to combine the
2-D features from the images to 3-D features. The 3-D features are matched to the
3-D object models with geometric hashing. The advantage of this approach com-
pared to those discussed in section 2.1.3 is that we do not have to worry about how
to match the 2-D features to 3-D object models. Since we have both 3-D model
and 3-D scene features, we can just apply rigid transformations in the 3-D space as
discussed in section 2.1.2. Furthermore, 3-D hashing will allow us to fully use the
available 3-D information from the object models and the stereo vision data.

The disadvantage of our approach, as we will see in chapter 3, is that the combi-
nation of the 2-D features from the images into 3-D features results in many spurious
3-D features. Therefore, the computational speed of the geometric hashing algorithm
will be necessary to achieve recognition in a reasonable amount of time.

2.2 Weighing functions

In this section we will discuss a weighted voting scheme that forms an extension to the
basic geometric hashing algorithm. In the original approach, Lamdan [LW88] casts a
unity vote for a model-basis combination if one of its features is located in the bin that
is accessed by the image feature. This is a very crude voting function that depends
on the division of the hash array into the bins and on the hash values. It would be
more desirable to use a continuous weighted voting function that uses a model for
the expected disturbances to derive a voting function. Costa et. al. [CHS92, CHS90]
derive an optimal voting function given a particular noise model. However, Rigoutsos
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[Rig92, RH95] takes a more rigorous approach and develops a Bayesian interpretation
of geometric hashing. We will �rst shortly discuss his approach and then introduce
our own voting function.

2.2.1 Rigoutsos' Bayesian approach

Rigoutsos starts by trying to compute the a-posteriori probability, P ((m;�m; �s)j�),
that an object from model m is present in the scene with model basis �m matching
scene basis �s given the set of hash values � (now the non-discretised, transformed

positions) resulting from the scene features. Let the function f~d(
~dj) represent the

probability density function of the distribution of hash values due to random, spurious
features. Furthermore, the distribution g(~dj � ~ki) describes the probability density

function of the distribution of scene hash values, ~dj , around a model hash value, ~ki,
due the presence of the object from model m. This function is not a delta function
centred at the model hash value because the hash values resulting from the scene
features will be distorted by noise. Using these functions he �nds an expression for
the logarithm of the a-posteriori probability:

log(P ((m;�m; �s)j�)) /
X
~dj2�

log

0
@�1 + �2 �

X
~ki2�

g(~dj � ~ki)

f~d(
~dj)

1
A ; (2.3)

with � the set of model hash values from the model-basis combination (m;�m).
Basically this result is obtained by applying Bayes' rule [Pap65]. The argument

of the logarithm function in the right hand side part of this expression is just the a-
posteriori probability, P (~dj j(m;�m; �s)), of the occurrence of the hash value ~dj given
the presence of an object from model m with basis matching between �s and �m,
divided by the a-priori probability of its occurrence, P (~dj). The ratio of these two
probabilities has been replaced by the ratio of the appropriate probability density
functions f~d(

~dj) and g(~dj � ~ki). To �nd the total probability the contributions from
the di�erent scene hash values have to be multiplied. But because we consider the
logarithm of this probability, these contributions can simply be summed. The com-
plete derivation of this result is presented in appendix A. The constants �1 and �2
depend on the total number of hash values and on the expected number of hash values
resulting from the presence of an object from model m. If the total number of scene
hash values is large compared to hash values from the object, �1 will be close to one
(see appendix A).

Expression (2.3) can be used as the basis for a voting function. To �nd the
model-basis combination with the highest a-posteriori probability given the set of hash
values � from the image data, the model-basis combination with the highest value
for expression (2.3) has to be selected. Given a scene hash value ~dj , the geometric
hashing algorithm retrieves all model hash values that are close to this scene hash
value. For each of these model hash values, a vote

v(~dj ; ~ki) = log

 
�1 + �2 � g(

~dj ; ~ki)

f~d(
~dj)

!
(2.4)
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Figure 2.5: exact and approximate matching assumptions for the basis features. The
diagram does not show the actual coordinate transformation but only the e�ect of noise
on the expected hash values.

is recorded for the appropriate model-basis combination. This process is repeated for
all scene hash values. Afterwards the votes for the model-basis combinations from
their di�erent hash values are summed. The total vote for each model-basis value
is then a good estimation of the expression in the right hand side of equation (2.3).
The summation over the set � of scene hash values in equation (2.3) can be replaced
by summing the votes for the di�erent model hash values. The votes from the scene
hash values that were not close to any of the model hash values are essentially zero
(log(�1) � log(1)).

The summation over the set � of model hash values in equation (2.3) can be
ignored because every scene hash value will at best be close to one model hash value
from a particular model-basis combination. Thus at most one of the terms in this
summation is signi�cantly di�erent from zero and that is the term concerning the
model hash value retrieved from the hash array by the geometric hashing algorithm.
Note that this means that the geometric hashing algorithm must retrieve all those
model hash values, ~ki, that would result in a high value for g(~dj ; ~ki) given the scene

hash value, ~dj . This may not be trivial if the function g(~dj ; ~ki) and the indexing
process use di�erent distance measures.

The exact form of the voting function is determined by the probability density
functions f~d(

~dj) and g(~x). In his PhD-thesis, Rigoutsos develops two di�erent types
of voting functions, one with an \exact matching" hypothesis and one with an \ap-
proximate matching" hypothesis, see �gure (2.5). The exact matching hypothesis
assumes that the matching between the basis from the image features and the model
basis is noise free. Thus it is assumed that there is no noise in the image features
that are used to form a basis. The approximate matching hypothesis assumes that
the images features that form the basis do contain noise. The e�ect of this noise is
accounted for in the probability density function g(~x). This assumption will increase



26 Chapter 2 Geometric hashing

the expected amount of noise in the hash values. The problem with this assumption
is that the perturbation caused by noise in the basis features is structural (it is the
same for all hash values that are generated with this basis) whereas it is assumed to
be random.

As an example, we will consider 2-D a�ne transformations (equation (2.2)) under
the assumption of exact matching. The spurious scene features are assumed to be
spread uniformly over an area R. If the scene features are perturbed by noise with
a Gaussian distribution function with standard deviation �, the right hand side of
expression (2.3) becomes (see appendix A)

S�3X
j=1

log

�
1� �(M � 3)

S � 3
+

M�3X
i=1

� � R
2�(S � 3)�2

� exp
 
� (~dj � ~ki)

T��1(~dj � ~ki)

2

!#
; (2.5)

with

� = �2
�
AAT

�
: (2.6)

In expression (2.5), S andM are respectively the number of scene and model features
and � is the estimated fraction of model features that will be visible in the image.
The matrix A in equation (2.6) is the transformation matrix from equation (2.2).
Note that the transformation is de�ned by the scene basis features. Therefore, the
matrix A depends on these basis features.

2.2.2 Problems with Rigoutsos' results

Although Rigoutsos' derivation of the voting functions is very rigorous, the results
are very complex which introduces many disadvantages:

1. The �rst disadvantage is that the evaluation of the complex expressions takes
a relatively large amount of computation time. The voting function has to be
evaluated for every match between two features. In experiments with a voting
function containing only one exponential function, we found that the evaluation
of this exponential function used 25% of the total computation time in the
recognition stage.

2. A further disadvantage is that the resulting formulas contain a lot of unknown
parameters. Expression (2.5) contains 3 parameters that have to be determined:
the standard deviation of the noise in the image features (�), the estimated
fraction of features from an object model that will be correctly detected (�) and
the density of random, spurious features or the area over which they are spread
(R). In real experiments it may be very hard to assign meaningful values to all
these parameters.
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Figure 2.6: a plot of the weighing function, log(1 + exp(�x2)) and its �rst order
approximation, exp(�x2).

3. Finally, some of the mathematics involved in deriving Rigoutsos' results are
very complex. Especially the probability density function f~d(

~dj) of hash val-
ues from random features, that Rigoutsos uses for approximate matching (see
appendix A), is very hard to derive from the distribution of spurious image
features. Even for the cases discussed in Rigoutsos' PhD-thesis, he was not
always able to derive this probability density function analytically. In one case
a numerical approximation was used and in two more situations the problem
was completely intractable. We were also unable to derive this distribution for
3-D rigid transformation (starting with either a Gaussian or a uniform distri-
bution for the spurious image features).

It seems even harder to accept all these disadvantages in view of all the assumptions
that were made to derive the voting functions. Probably the most unlikely assumption
is that the random, spurious features are distributed according to either a Gaussian
or a uniform distribution. In reality these spurious features are usually caused by
shadows, specular reections or unmodelled objects. Therefore, the distribution of
spurious features has an annoying tendency to contain a lot of unwanted structure.

2.2.3 A simple weighing function

In this thesis we use a much simpler form for the voting function based on expres-
sion (2.4). We will assume that the distribution of hash values from spurious scene

features is uniform so that f~d(
~dj) in expression (2.4) may be ignored. Furthermore,

we will set �1 to one, assuming that the total number of features from the scene is
much larger than the number of features involved in the match. Like Rigoutsos we
use a Gaussian function to model the expected noise in the scene features that be-
long to an object. Finally, to reduce the computational cost of the voting function we
approximate the logarithmic function by its �rst order approximation, see �gure (2.6).
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The resulting voting function is

v(~dj ; ~ki) = v(�2~x) = exp(��2~x

�2
); (2.7)

with �2~x the square of some distance measure between the model hash value, ~ki and
the scene hash value, ~dj . In the case of two or three dimensional points this distance
measure will be the Euclidean distance between the two hash values. These votes are
summed over the di�erent hash values from a model-basis combination to �nd the
total vote for the model-basis combination.

A fundamental problem with our simple voting function arises when we have
to deal with non-Euclidean hash spaces. This problem occurs with similarity or
a�ne transformations. With these transformations the distances between the features
are not preserved by the transformation. In these cases the Euclidean distances
between the hash values are dimensionless numbers that cannot be directly related to
either pixels or millimetres. Simply using this Euclidean distance results in a rather
meaningless distance measure that depends on the basis points. To solve this problem
we de�ne an inner product for the non-Euclidean spaces.

Consider a transformation described by

~x0 = A~x; (2.8)

with ~x the original vector, ~x0 the transformed vector and A the transformation matrix.
Equation (2.8) can represent similarity and a�ne transformation in both two and
three dimensions (we ignore the translation because it does not a�ect the metric of
space). We want to de�ne an inner product for the transformed vectors requiring that
it returns the same value as the normal inner product for the original vector would.
Thus we de�ne inprod(~x01; ~x

0
2) � ~xT1 � ~x2, which gives

inprod(~x01; ~x
0
2) � ~xT1 � ~x2 = (A�1~x01)

T � (A�1~x02),
inprod(~x01; ~x

0
2) � ~x01

T � (A�TA�1) � ~x02: (2.9)

This inner product can be used to calculate distances directly from the hash values.
With points for example the distance measure in equation (2.7) becomes

�2~x = (~dj � ~ki)
T � A�TA�1 � (~dj � ~ki); (2.10)

This distance measure is no longer a dimensionless number but expresses the distance
in the scene domain, which usually means either millimetres or pixels. Note that using
expression (2.10) in the voting function (2.7) yields a result that is similar to Rigout-
sos' exact matching formula, expression(2.3). However, the geometric interpretation
that we have given to this result will be useful when we discuss lines in chapter 4.

2.3 Random matches

Now that we have introduced the geometric hashing algorithm and the extension of
the weighted voting function, we will look at its ability to �lter correct solutions from
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incorrect, random solutions. In this section we will investigate the probability that
random matches will occur, i.e. the probability that an object model will be matched
to a randomly occurring pattern of features. The purpose of this investigation is to
�nd out how high a random vote can be and how this depends on parameters like the
number of random scene features and the number of model features. We only consider
the case of 3-D rigid transformations because we will use these transformations for
our recognition system. As a probability model for random matches we will adapt a
model published earlier by Grimson and Huttenlocher [GH90] based on the binomial
distribution. In comparison to their model we reverse the position of the model and
the scene hash values so that each model hash value can receive at most one vote, in
accordance with the geometric hashing algorithm.

2.3.1 Error model

In the random vote model we replace the Gaussian voting function of equation (2.7)
by an even simpler voting scheme in which the vote is equal to a constant if the scene
hash value and the model hash value are \close enough" and equal to zero otherwise.
This means that we have to de�ne a volume around each model hash value in which
scene hash values will cast a vote. The size of this volume and the weight of the vote
should be related to the support of voting function in equation (2.7). We will �rst
determine these values by requiring that both weighing functions should result in the
same expected value and variance of the weighted vote from hash values caused by
spurious scene points.

The expected value for the weighted vote for one model feature is found by in-
tegrating the weighing function, v(~dj ; ~ki), multiplied with the probability density

function of hash values from spurious scene points, f~d(
~dj), over the entire volume

Efv(~dj ; ~ki)g(~ki) =
ZZZ

v(~dj ; ~ki) � f~d(~dj) d(~dj): (2.11)

We will assume that the distribution of hash values from spurious scene features,
f~d(

~dj), is uniform. This is incorrect but as we have seen in section 2.2 it is very hard
to derive a better result for this distribution. Requiring that both the voting function
from equation (2.7) and the uniform voting function result in the same expected value
for the weighted vote gives

�3�
p
� = c � U; (2.12)

where c is the constant vote and U the volume in which the vote is non-zero.
The requirement that both weighing functions should give the same variance of

the weighted vote given that the expected values are the same, implies thatZZZ
v2(~dj ; ~ki) � f~d(~dj) d(~dj) (2.13)

should be equal for both weighing functions. Again assuming that f~d(
~dj) is constant,

this results in

�3�=2
p
�=2 = c2 � U: (2.14)
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Combining equations (2.12) and (2.14) gives the solution for the weight c of the
uniform voting function and its support volume U :

c =
1

2
p
2

and U = �32�
p
2�: (2.15)

Using this simple voting scheme and the assumption that the hash values from
the scene features are uniformly distributed over a volume V , we can calculate the
probability, r, that a particular scene hash value will randomly cast a vote of weight c
for a particular model hash value. This probability is just the ratio of the volume in
which the weighing function is non-zero over the volume V :

r = U=V = �32�
p
2�=V: (2.16)

The probability that the scene hash value will not cast a vote for this model hash
value is (1 � r). Therefore, with a set of S random scene points, the probability, p,
that at least one of the S � 2 accesses into the hash array will result in a vote for a
particular model hash value equals

p = 1� (1� r)S�2: (2.17)

Remember that S points lead to S � 2 hash values for 3-D rigid transformations
although there are 3 basis points as explained in section 2.1.2.

The assumption that the voting function of equation (2.7) can be approximated
by a volume U in which the weighted vote equals c and zero outside this volume and
the assumption that the random hash values are uniformly distributed, are probably
incorrect. Therefore, the accuracy of equation (2.17) may not be very good. However,
we are mainly interested in whether equation (2.17) accurately describes the depen-
dence of the probability that a model point will receive a random vote, on the width
of the voting function and on the number of random scene points. Furthermore, the
simulations in section 2.3.2 will show that the error model actually performs very
well.

Based on the expression for the probability that a model hash value will receive a
random vote, we can calculate the distribution of the total vote for random matches
of a particular model. The probability, q(k), that a single model-basis combination
consisting ofM�2 entries in the hash array (whereM is the number of model points)
receives exactly k votes, is given by the binomial distribution:

q(k) =
�
M�2

k

�
pk(1� p)M�2�k : (2.18)

The probability, w(k), that a particular model-basis combination will receive at least
k votes is thus given by

w(k) =
M�2X
j=k

q(j): (2.19)

The geometric hashing algorithm selects the best matching model-basis combina-
tion of a model to determine the match for that model. Therefore if a model has
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model number of number of
points (M) bases (t)

cube 8 42
hexagon 12 110
wedge 6 20
star 20 684
pentagon 10 72
trapezium 8 168

Table 2.1: description of the models that are used in the simulations.

t model-basis combinations in the hash array, the probability that at least one of
them will receive at least k votes is given by

v(k) = 1� (1� w(k))t: (2.20)

The probability, u(k), that the best random match of the model receives k votes, can
be calculated by di�erentiating v(k),

u(k) =

�
v(k)� v(k + 1) for 0 � k < (M � 2)
v(k) for k = (M � 2)

: (2.21)

Remember that each vote in this voting scheme has a weight of c = 1=(2
p
2). Thus if

a model receives k votes, the total weighted vote, l, for the model will be k=(2
p
2).

2.3.2 Simulations

To verify the theoretical results we created random datasets and tried to match them
to a set of object models in a database using the Gaussian weighing function in equa-
tion (2.7). The database contains the models of 6 objects that vary in their number
of points and in the number of model-basis combinations they produce. Table (2.1)
lists these models. The object models were selected because they are also used in
experiments that will be described in the following chapters.

We created datasets with varying number of points which were uniformly dis-
tributed over a volume of 100 mm by 100 mm by 70 mm. This volume was chosen
in accordance with the typical size of the objects which is about 40 mm. The ran-
dom datasets are used as input for the matching algorithm where we have set the
threshold for accepting a match and therefore terminating the matching process, to
zero. This ensures that for each input dataset only one valid basis set in the input
will be considered. A basis set is valid if the 3 basis points are non collinear and
the distances between the 3 basis points are not larger than 70 mm. Points that are
further than 70 mm apart are unlikely to belong to the same object in view of the
typical object size. Since we will use this criterion in our experiment it is also used in
the simulations. The matching algorithm outputs the model-basis combination that
received the highest vote for each model and the accumulated vote it received.

Figure (2.7) shows the measured probability distributions of the vote for random
matches for two di�erent models. The results in this �gure are based on a simulation
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Figure 2.7: the distribution of the vote for random matches for two object models
with S = 60 and � = 5:0 mm. The dark columns represent measured values and the
light columns theoretical values. The �gure does not show continuous distributions but
histograms because the vote in our model is always an integer times 1=(2

p
2).

with 2000 di�erent random input sets. The �gure also shows the probabilities as pre-
dicted by equation (2.21). Since the theoretical model only predicts the probability of
a vote which is a multiple of 1=(2

p
2) and the simulations result in a continuous range

of votes, the simulated distribution is displayed as a histogram of the distribution
where the width of each column is 1=(2

p
2). The average values of the simulations

and the model agree, but the simulated distributions are slightly wider than predicted.
This may be caused by the approximations that we made. We will discuss the e�ect
of these approximations at the end of this section.

To examine the dependency of the distribution on the number of random points
and on the width of the voting function, we measured the average vote for a random
match as a function of these parameters. For these simulations we used 100 di�erent
random input sets for each parameter setting. Figure (2.8) shows the average relative
vote as a function of the number of random points for di�erent object models. The
relative vote is calculated by dividing the total vote by the number of hash values for
a model-basis combination of that particular model (i.e. M � 2). We see that the
simulated average is well matched by the expected value from the error model.

Figure (2.9) shows the relative average vote for random matches as a function of
the width, �, of the weighing function. Note that the theoretical expected values
appear to be bounded by an upper limit which is not found in the measured values.
This limit turns out to be the maximum number of votes divided by 2

p
2, which is

the maximum vote that an object model can receive in our theoretical model. This
problem occurs when the density of measured points compared to the support volume
of the weighing function is so high, that a model point will on average receive a random
vote that is larger than 1=(2

p
2).

Both �gures (2.8 and 2.9) show that dividing by the number of hash values (M�2)
is a reasonable way to scale the vote. Using this scaling all models produce about the
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Figure 2.8: the average relative vote l� of a random match as a function of the
number of scene points S with � = 5:0 mm. The relative vote is calculated by dividing
the vote by the number of hash entries per model-basis combination (M � 2). The
crosses indicate the simulated averages and the lines indicate the theoretical expected
values.
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Figure 2.9: the average relative vote of a random match as a function of the width
of the weighing function � with 60 points in the random data set.
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same average vote with equal parameter settings, with the exception of the trapezium
model. The average relative vote for the trapezium model is higher than for the other
models because of the large number of basis combinations it generates, as listed in
table (2.1) (it lacks most of the symmetries that the other models possess). The error
model also predicts that the expected random vote for a model scales approximately
linearly with the number of model points, at least for models consisting of between
7 and 50 points, assuming that the number of basis combinations for a model scales
with either the squared or the cubed number of model points. If a particular object is
present in a scene, the expected vote for the corresponding model contributed by this
object, will obviously also scale with the number of model hash values. Therefore, this
way of scaling is a good way to compare the votes for models with di�erent number
of points.

In a sense the results of the simulations are worrying: despite the approximations
that were made in this model, they are in very good agreement with the error model.
Rigoutsos showed in his PhD-thesis [Rig92] that the hash function (i.e. the basis
transformation) has an e�ect on the distribution of random hash values. The hash
values will be distributed over a larger area of volume than the points in the input
set. Therefore, the density of random hash values will be lower than the density of
random points in the input set. Since we have ignored this e�ect we expect that
our estimation of the random vote is too high. On the other hand we have also
approximated the Gaussian voting function by a uniform voting function. Although
the expected values of both functions are equal, the maximum vote with the Gaussian
voting functions is 1 whereas for the uniform vote it is 1=(2

p
2). Since for each object

model we select the model-basis combination with the highest vote, we expect that
this e�ect will cause our model to underestimate the random vote. Is it possible that
these two e�ects cancel each other in our situation?

To �nd out if this problem occurs, we have repeated the simulations of �gure (2.8)
now using the uniform voting function for the simulations. The results of these
simulations are shown in �gure (2.10). The solid lines in �gure (2.10) again indicate
the predictions of the error model (with the adaptations that we made for the Gaussian
voting function removed). The only e�ect that is left now is the e�ect of the hash
function on the density of random hash values. As expected the error model now
overestimates the random vote. Thus the two e�ects do indeed seem to cancel each
other. However, we can also see from �gure (2.10) that the faults are not very large
and that the trend of the simulated values follows the trend the predicted values.
Therefore, the conclusions from the simulations can be maintained.

2.4 Conclusions

Geometric hashing is a very simple, e�cient and straightforward way to match ob-
ject models to image data. It has been successfully applied for the recognition of
2-D and 3-D objects. But most applications of geometric hashing have only consid-
ered matching 2-D image data to 2-D models. In the cases where 3-D object models
were used, the �rst step was usually to reduce these 3-D models to 2-D aspect mod-
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Figure 2.10: the average vote of a random match as a function of the number of
scene points S with the uniform voting function. The maximum distance from the
model point to the scene point at which a vote is awarded, is 5 mm in each of the
three principal directions.
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els. This makes it interesting to consider geometric hashing with 3-D scene data and
3-D models. Stereo vision will provide the necessary 3-D scene data. The possible
advantages of using 3-D scene data is that we can fully use the information from the
3-D objects and the stereo images. Furthermore, we can directly use the 3-D models,
without �rst deriving 2-D aspect models which would increase the e�ective number
of models, and without using a complex 2-D to 3-D hashing function.

In order to get a more distinguishing vote for the model-basis combinations, we will
use the voting function of equation (2.7). Although Rigoutsos' Bayesian approach to
geometric hashing is a very straightforward way to de�ne meaningful voting functions,
the complex results yield too many disadvantages. Therefore we will use the simple
voting function consisting of just the exponential function. An advantage of this
voting function is that it has a direct geometric interpretation. This makes it easier
to understand the e�ects of the voting function and it will allow us to make a direct
extrapolation of the weighted voting to line features in chapter 4.

The random vote model and the simulations in the previous sections have given
us some idea about the e�ect of random, spurious scene features. For the spurious
scene features to have a comparable e�ect for all object models, the total vote for
a model-basis should be divided by the number of hash values for that model-basis
combination. Both the simulations and the error model indicate that this will result
in a vote that is independent of the number of model features.
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Chapter 3

Stereo vision and point based

recognition

In this chapter we discuss an object recognition system that uses a combination of
stereo vision and geometric hashing. The basic idea is that the ability of geometric
hashing to deal with a large number of points in a reasonable amount of time is used to
overcome the correspondence problem in stereo vision. Stereo vision enables e�cient
recognition by providing 3 dimensional information but requires a solution to the
correspondence problem. Our approach will be that we do not try to completely solve
the correspondence problem with the stereo matching algorithm. Instead, the stereo
matching is performed in a \sloppy" manner which creates many spurious 3-D points.
This basically means that part of the burden of solving the correspondence problem
is shifted to the model matching phase. The geometric hashing algorithm has to
overcome the extra spurious points.

The system is implemented and tested with the Hollebol objects. The Hollebol
project was a project that was aimed at object recognition for robotics applications.
The implementation discussed here relies only on point features: the corner points of
the 3-D objects. Unfortunately, the corner points that are detected from the images
do not provide su�cient information to reliably recognise the objects. This seriously
hampers the experimental results. Therefore, the experiments in this chapter serve
only as �rst attempts. We will use these experiments to look at the e�ects of certain
parameters on the results.

3.1 The Hollebol project

The object recognition problem that we will use in the experiments throughout this
thesis, originates from the Hollebol project [WK90]. The goal of this project is to
equip a robot with the ability to handle man made objects. The objects in this case
have been taken from a child's toy. The objects have to be detected, grasped and put
into a hollow sphere at the proper position. In the experiments discussed in this thesis

39
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Figure 3.1: photograph of the experimental setup showing the optical table with the
cameras and a set of objects.

we will only be concerned with the recognition of the objects and with determining
their position and orientation. Hoogeveen already considered this recognition problem
in his MSc-thesis [Hoo94]. He developed a system that is based on the contours of
the objects. This system was briey discussed in the introduction (section 1.3).

Figure (3.1) shows a photograph of the experimental setup that we will use. The
setup consists of an optical table on which the objects and cameras are placed. The
optical table has a grid of holes for mounting screws. The distance between each of
the holes is exactly 5 cm. The holes allow us to securely �t the cameras to the table
and provide a visible coordinate system for the table. We use two CCD cameras (Sony
XC-77CE) with a resolution of 756 by 581 pixels (horizontal by vertical). The position
and orientation of these cameras are determined in a calibration procedure, so that
we can perform calibrated stereo vision. Stereo vision and the calibration procedure
will be described in section 3.2.2. The knowledge about the position and orientation
of the cameras is used to recover depth information from the scene. Each of the
cameras is �tted with a lens that has a focal length of 12.5 mm. The cameras produce
a monochromatic video signal that is grabbed by a MaxVideo-20 image processing
system connected to a SUN Sparc work station. The MaxVideo system receives an
analog video signal from the cameras. This signal is digitised by the MaxVideo system.
The result is a set of images with a resolution of 740 by 575 pixels and 256 possible
grey levels for each pixel.
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Figure 3.2: photograph of the 6 objects that are used in the experiments.

The objects that form the scene are put in a random pose on the stereo table
in front of the cameras. They are typically placed at a distance of 20 to 60 cm
from the cameras and spread over a distance of about 40 cm across the table. The
scene is illuminated by two desk lamps that are placed beside and above the cameras.
Figure (3.2) shows a picture of the objects that we want to recognise. The 6 objects
that we consider contain only straight edges. The objects that contain curved edges
have deliberately been removed from the complete set of Hollebol objects. Therefore,
all the objects can be modelled by a set of straight line segments and the set of corner
points that connect them. In this chapter only the corner points are considered but
in chapter 4 the line segments will be added.

All object models are CAD-like models that consist of a set of (corner) points that
are described by their position in a coordinate system that is related to the object
model. Although the real objects are hollow and open from the top and bottom side,
as is visible in �gure (3.2), the objects are only modelled by their exterior features.
Thus the cube object, for example, is modelled by 8 corner points. The object models
and the intensity images from the scenes form the input for the object recognition
system.
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Figure 3.3: overview of the recognition system. The images of the two cameras are
�rst processed to retrieve 2 sets of 2-D points. These two sets are then combined to
�nd a set of 3-D points which are used for geometric hashing in the 3-D space.

3.2 The recognition system

Figure (3.3) shows an overview of the object recognition system. On the left side of
this �gure there is an example of a scene with objects that we want to recognise. The
two cameras provide the two stereo images. We will refer to these images as the left
and right image in accordance with the positions of the cameras (looking to the scene
from behind the cameras). The �rst step is to �nd the projections of the 3-D corner
points in the images. In this �rst step the images are treated independently from
each other. The resulting two sets of 2-D points are combined by a stereo matcher to
retrieve the positions of the 3-D corner points. To simplify the stereo matching this
task is performed in a \sloppy" manner resulting in many spurious 3-D points. These
3-D points are matched to the object models using a 3-D variant of the geometric
hashing algorithm.

In this section the di�erent components of the recognition system will be discussed.
This discussion will be focussed on the corner point detection and the stereo matching.
The 3-D variant of the geometric hashing algorithm has been extensively discussed in
the previous chapter.

3.2.1 Corner point detection

To detect the corner points of the objects in the image we use the isophote curvature
multiplied by the cubed magnitude of the intensity gradient. An isophote is an imag-
inary curve in the image that connects points of equal intensity (or grey levels in the
digital images). It is perpendicular to the intensity gradient. A strong curvature of
the isophote indicates that the gradient is rapidly changing direction. The isophote
curvature is multiplied by the (cubed) magnitude of the gradient because the corner
points that we are looking for, are located along edges. These edges usually result in
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a b

Figure 3.4: result of the point detection algorithm for di�erent parameter settings:
(a) with �c = 8 and Tc = 0:6; (b) with �c = 4 and Tc = 0:6.

a large grey level gradient in the image.

The isophote curvature [LHR94] is given by

�(~x) =

�����I
2
y (~x)Ixx(~x)� 2Ix(~x)Iy(~x)Ixy(~x) + I2x(~x)Iyy(~x)

(I2x(~x) + I2y (~x))
3=2

����� ; (3.1)

where Iy(~x) etc. are the local partial derivatives of the grey value image I(~x). This
quantity is multiplied by the cube of the grey level gradient magnitude (and not
with for instance the square) because this is computationally convenient. Multiply-
ing �(~x) with the cube of the gradient magnitude eliminates the denominator from
equation (3.1). The derivatives from the grey level image are estimated by convolving
the image with the appropriate derivatives of the Gaussian function. To estimate
the derivatives, we must select a particular scale for calculating di�erences (see sec-
tion 1.2.1). This scale is determined by the width of the Gaussian function, �c.

The corner points are detected by �nding the local maxima of �(~x) multiplied by
the cube of the gradient magnitude. Those maxima where this quantity exceeds a
certain threshold, Tc, are selected. Figure (3.4) shows the result of this point detector
with two di�erent values for the scale of the derivative estimation. If we choose a
large scale (�c = 8 pixels) there will be a more reliable point detection (less spurious
points) but the positioning of the detected points will be relatively inaccurate. If
a smaller scale (�c = 4 pixels) is chosen, the positioning of the points will be more
accurate but more spurious points will occur. The e�ect of the threshold, Tc, is easier
to understand. If this threshold is lowered, more corner points are found. Lowering
the threshold makes it more likely that the correct corner points are found but also
increases the number of spurious points.

As image (3.4a) shows, the point detector works fairly well if appropriate pa-
rameter settings are selected. Most of the corner points that we want to �nd are
correctly detected. Particularly the points at the boundaries between the object and
the background are easily found because of the high contrast between the objects and
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Figure 3.5: stereo matching with a pinhole camera model, (a) reconstruction of the
epi-polar line in the right image for a corner point in the left image; (b) candidate
stereo matches in the right image.

the background. However, still some spurious points arise from high-lights, shadows
and occlusion boundaries. These spurious points have to be overcome in the model
matching process.

3.2.2 Stereo matching

If we know the 2-D positions of the projections of the same 3-D point in both im-
ages, we can reconstruct the position of the 3-D point using these positions and our
knowledge of the camera transformations. The di�culty, however, is �nding these so
called stereo pairs. The problem is �nding combinations of pixels from the left and
right image that represent the same part of the 3-D scene. This problem is called the
correspondence problem in stereo vision.

To solve this problem in general would imply that we have to know what pixels
belong to which part of the scene. Therefore, to solve the correspondence problem
in general we would �rst have to solve the recognition problem. But the recognition
problem is the problem that we were trying to solve in the �rst place. Thus we will
have to be content with an incomplete solution. Note that the problem is reduced by
the use of local features: the detected corner points. In general every pixel from the
left image can be paired with any pixel from the right image. But a corner point from
the left image can only be paired with a corner point from the right image. However,
only a sparse depth map consisting of the reconstructed 3-D corner points is obtained.

The number of candidate stereo pairs can be reduced by using a pinhole camera
model and the epi-polar line constraint [XZ96, Fau93]. Given a point in one of the
images, we can calculate its projection line: the line in the 3-D world that projects
onto this particular point in the image, see �gure (3.5). This line is given by the
line that goes through the image point on the image plane and the pinhole of the
camera. This line is projected onto the image plane of the other camera, generating
the so called epi-polar line in the other image. Since the 3-D point that generated the
projection in the �rst image must be somewhere on the projection line, the projection
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a b

x(mm) y(mm) z(mm)
150 28 -224*
150 49 -171
172 27 -208*
132 27 -206*
154 0 -252
152 16 -214
154 30 -184*
151 28 -167
174 2 -205*
132 3 -203*
155 -29 -251
155 2 -185* c

Figure 3.6: stereo matching results with a cube, (a) left image showing the cube and
the detected corner points; (b) right image; (c) coordinates of 3-D points calculated
from these images in the coordinate system shown in �gure (3.5a). The 3-D points
marked with * represent real corner points of the cube (manually checked).

of this 3-D point onto the second image plane must be somewhere along the epi-polar
line.

Due to noise, discretisation errors, limitations of the camera model and errors in
the camera calibration, we cannot expect this second point to be exactly on the epi-
polar line. Therefore we consider a strip along the epi-polar line of width 2Ts, Ts being
the maximum distance of a candidate point to the epi-polar line. All points that fall
within this strip will form a candidate stereo pair with the point that generated the
epi-polar line. This means that in general one image point will formmultiple candidate
stereo pairs which are mutually exclusive. We do not try to arbitrate between multiple
candidate stereo pairs that involve the same image points at this time. Therefore we
do not yet solve the correspondence problem completely. This is what is meant
by \sloppy" stereo matching mentioned earlier. We accept every candidate pair and
assume that the model matching algorithm will be able to recognise the objects despite
the spurious data generated by this procedure. Part of the correspondence problem
is shifted to the geometric hashing algorithm.

Once a candidate stereo pair has been established, the 3-D point can be recon-
structed by calculating the projection lines of both image points. In general these
3-D lines will not intersect. They will only intersect if the second 2-D point was ex-
actly on the epi-polar line of the �rst point. Therefore we calculate the mid point
between the points on the lines where these lines draw nearest to each other. This is
the 3-D point that we o�er to the recognition phase of the geometric hashing algo-
rithm. Note that the reconstruction of a 3-D point causes a trade-o� in the di�erence
between the poses of the cameras. On the one hand these poses should be as similar
as possible, because this will ensure that if a feature is visible in the left image, it is
also visible in the right image. However, on the other hand, for an accurate recon-
struction of the 3-D point, the poses should be as di�erent as possible because this
will make the angle between the two projection lines large and the estimation of the
intersection point accurate.

The result of the stereo matching algorithm is a set of 3-D points that is likely
to contain a lot of spurious points. These spurious points arise from incorrect corner
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point detections and from incorrect stereo matches. Figure (3.6) shows an example
of stereo matching. The images show parts of larger images from a scene containing
only the cube object and the result of the corner point detector. The table lists the
coordinates of the 3-D points that were reconstructed. The 3-D points that represent
real corner points of the cube have been manually marked. Note that this is a very
ideal example. All the projections of the corner points in the image have been correctly
detected while only a few spurious points were found. The stereo matcher is able to
�nd all 7 3-D corner points that could possibly be derived from these images with
very few spurious stereo matches. The number of incorrect stereo matches is very
low in this case because the scene is very simple and causes only a few 2-D points
to be detected in both images. In general the expected number of stereo matches is
proportional to the square of the number of detected 2-D points.

stereo calibration

To use the stereo matching algorithm, the position and orientation of the cameras
and the characteristics of those cameras and the frame grabber must be known. Thus
models for the imaging process (or the cameras) should be available together with the
values for the parameters involved. We model the imaging process by a perspective
projection and a pinhole camera model [XZ96]. This camera model exhibits so called
extrinsic and intrinsic parameters. The extrinsic parameters describe the positions
and orientations of the cameras. The intrinsic parameters are characteristics of the
cameras such as the focal length and the CCD size. The intrinsic parameters are
determined by the camera speci�cations. The extrinsic parameters are estimated in
a calibration procedure.

To calibrate the camera positions and orientations we use images of a at calibra-
tion object that contains three reference points. For each camera �ve or six images are
taken with the calibration object at di�erent places resulting in 15 or 18 3-D reference
points distributed over the relevant part of the 3-D space. The images and reference
points are used to estimate the model parameters using an iterative least square esti-
mator as described by Jaspers [Jas91]. To improve the accuracy of the model we do
not only estimate the extrinsic parameters but also the parameters that are related to
the CCD element size. This is useful because the e�ective pixel size is not necessarily
given by the camera speci�cations when the frame grabber resamples the image.

Our imaging model ignores possible lens distortions. Jaspers uses a simple model
for lens distortions but �nds that it has no inuence on the accuracy of the model
for real images. We also did not investigate the accuracy of the stereo matching.
Jaspers [Jas91] reports an error of about 2.5 mm at 1 meter from the cameras. Since
our objects are usually only 30 or 40 cm from the cameras this would translate to
about 1 mm in our case. Looking at the results in �gure (3.6) and comparing them
with the 3-D cube model this seems to be a fair estimate. Note that the accuracy of
the positions of the 3-D points is determined by the accuracy of the positions of the
2-D points detected in the images as well as the accuracy of the imaging model and
its parameters. In our case the accuracy of the 3-D positions is mainly determined
by the accuracy of the positions of the 2-D points.
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3.2.3 Model matching

The point detection and subsequent stereo matching result in a set of 3-D points, in
general with a lot of spurious points, that has to be matched to the 3-D object models.
For this a 3-D variant of the geometric hashing algorithm that produces hash values
that are invariant to 3-D rigid transformations, is used. The basis for the coordinate
system is formed by 3 points as described in section 2.1.2. In these experiments the
origin is de�ned by the centre of gravity of the three basis points. The direction from
the �rst to the second point de�nes the x-direction and the three basis points de�ne
the plane z = 0.

The object models are used in the preprocessing stage to calculate a 3-D hash
array. This hash array is calculated only once and stored on disk. Table (2.1) in
chapter 2 lists the number of model-basis combinations in the hash array for each
of the object models. The same hash array is used for the recognition step in all
experiments to detect the objects in the scene.

3.3 Experimental results

In this section we describe some experiments with our recognition method. The exper-
iments that are discussed here are aimed mainly at evaluating whether the approach
works and at investigating the parameters of the algorithms. These parameters are
the parameters for the detection of the 2-D points in the images, �c and Tc (see sec-
tion 3.2.1), the threshold for the stereo matching, Ts (section 3.2.2) and the width
of the voting function in equation (2.7), �m. To speed up the recognition process we
do require that all basis points lie within 7 cm from each other. It is not useful to
consider points that are more than 7 cm apart because they cannot possibly belong
to the same object (none of the objects is that large).

During the �rst test experiments with the recognition system, we ran into some
problems that forced us to make some simpli�cations. All of these problems are
related to the fact that the corner points do not provide enough information to achieve
a reliable recognition result. This is partly due to the fact that the objects contain
only a few corner points. The wedge model contains only 6 corner points and thus
produces only 4 hash values for each model-basis combination. The other cause of
this problem is that not all 3-D corner points in the scene can be correctly detected
from the image data. A 3-D point will only be found if its projection is correctly
detected in both images. This means that it must be visible in both images and that
it must be correctly detected in both images. Both conditions are clearly not always
met. Therefore, the stereo images provide only a sub-set of all the 3-D corner points
in the scene.

The simpli�cations that were made in these experiments and the related problems
are:

1. Only the models from the �rst three objects in �gure (3.2), the cube, hexagon
and wedge, are included in the hash array. This makes the recognition task
easier because there are not so many model-basis combinations to consider.
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2. There is no threshold applied on the vote to accept a particular match and stop
the recognition stage of the geometric hashing algorithm. Instead all possible ba-
sis combinations from the scene points are evaluated and only the solution with
the overall highest vote, considering all scene basis combinations, is accepted.
The threshold is not set because it is impossible to determine a threshold setting
that performs satisfactory for di�erent scenes.

3. The vote for a particular model-basis combination is not scaled by dividing it
by the number of hash values (as suggested in section 2.3.2). If the scaling is
applied only objects from the wedge model are found (most of these detected
wedge objects are incorrect). It consists of so few corner points that it is too
easily randomly matched to spurious points if the scaling is applied. This seems
to contradict the results from the simulations in section 2.3.2, but in the real
experiments the spurious 3-D points are not uniformly distributed as in the
simulations. In the real experiments the spurious points are caused by shadows,
high-lights and incorrect stereo matches. The distribution of these spurious
3-D points exhibits a structure that is similar to the structure found in the
object models (the same distances and angles between the points).
A consequence of not applying the scaling is that model-basis combinations that
comprise many hash values are more likely to get a high vote than those with
only a few hash values. Therefore, the number of points may not vary to much
among the di�erent object models and an object like the star (see �gure (3.2))
cannot be included.

3.3.1 Parameter dependence

To investigate the dependence of the results from the recognition system on the speci�c
parameter setting, we consider the scene in �gure (3.6) that contains only the cube.
Figures (3.7a,b) show two matching results that are likely to occur with this scene.
Figure (3.7a) shows the correct solution in this case. The �gure shows a part of one
of the stereo images with the 3-D solution projected onto it. The recognition system
provides a 3-D solution in the form of a 3-D object model with a 3-D position and
orientation. For convenient evaluation of the results, this 3-D solution is projected
onto one of the images. Note that the position of the cube model is non-optimal: the
position and orientation estimation are only based on the 3 basis points and not on
all the points that are involved in the match.

Figure (3.7b) shows the hexagon model matched to an image of the cube. It turns
out that 4 corners of the hexagon can be made to coincide almost exactly with corners
of the cube. Together with the fact that no more than 7 corners of the cube will be
visible in both the left and right image and that the vote is not scaled by dividing by
the number of hash values (the hexagon has more corner points and thus it is more
likely to receive random votes), this makes the hexagon a very likely candidate match
for scenes containing the cube. This e�ect is used to introduce the relative match
between these two solutions as a measure for the reliability of the recognition with
these types of scenes. The relative match is de�ned as the ratio of the vote for the
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Figure 3.7: model matching results with the cube, (a) left image showing the correct
model; (b) image of the cube matched to the hexagon model; (c) contour plot of the
relative match (with the thresholds Tc = 0:6 and Ts = 5).

correct, cube model (i.e. the highest vote that one of its model-basis combinations
receives) to the vote for the incorrect, hexagon model.

Figure (3.7c) shows a contour plot of the relative match as a function of the
parameters �c and �m. Here �c is the width of the Gaussian function that is used for
calculating the grey level derivatives and �m is the width of the Gaussian weighing
function (� in equation (2.7)). For an optimal result the relative match value should be
as large as possible, making the vote di�erence between the correct and the incorrect
solution as large as possible. The �gure shows that the optimal value for �m, i.e. the
value at which the relative match is at its maximum, increases slightly if the value for
�c is increased. This is understandable because an increase in the value of �c means
that corner points are detected more reliably but with less positional accuracy, so
that the position of the 3-D points will also be less accurate. Therefore to �nd a good
match the width of the weighing function has to increase. Figure (3.7c) shows that
a good choice for the parameter settings is �c = 8 pixels and �m = 4 mm with these
lighting conditions, and it gives an impression of how the results vary if the parameters
are varied. However, not too many general conclusions should be drawn from this
�gure as it is based on just one set of stereo images and one match from only a few
points. This �gure has also been calculated for two similar sets of stereo images from
scenes containing only the cube (in slightly di�erent positions) with the same lighting
conditions. In one case the resulting �gure was comparable to �gure (3.7c). In the
other case the resulting �gure was shifted to the left resulting in optimal parameter
settings of �c = 7:5 pixels and �m = 2:5 mm.

As for the thresholds Tc and Ts, it appears that the best results are obtained by
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a b

Figure 3.8: model matching results with the multiple objects in the scene, (�c = 8,
Tc = 0:6, Ts = 1, �m = 4). The images show the left images from two di�erent scenes
with the recognition results projected onto them.

choosing the threshold values such that a lot of 3-D points are generated. This means
choosing a low value for the curvature threshold Tc, used for the corner point detector,
and a high value for the strip width Ts, used for the stereo matching algorithm. This
is in accordance with the assumption that the matching strategy is very robust to
spurious data so that the incorrect points have little e�ect on the �nal result while
these parameter settings ensure that all correct 3-D points are found. There is, how-
ever, a drawback to such settings. Since we consider all possible basis combinations in
the set of scene points, the amount of computing time necessary to evaluate a scene
is of the order n4 (n being the number of 3-D points calculated from the images).
There are of the order of n3 di�erent basis combinations which each results in about
n hash values. Thus an increasing number of 3-D points will greatly increase the
computation time needed to perform recognition. This problem also limits the range
of values for �c in �gure (3.7c). For �c = 5:6 pixels we �nd 46 3-D points which take
about 40 minutes to evaluate on a SUN Sparc 20, while with �c = 8 pixels we �nd
only 10 3-D points which take about 14 seconds to evaluate.

3.3.2 Multiple objects and occlusion

Since our model matching strategy uses only local features, it should be able to recog-
nise objects that are partially occluded. In fact occlusion occurred already for the
scenes containing the cube: the cube partially occludes itself. Part of the 3-D scene
information from the cube is not recoverable because either a 3-D corner points is not
visible in one of the images or it is not correctly detected. But the 3-D scene infor-
mation is still matched to the complete 3-D model. Figure (3.8) shows two examples
of more complex images where multiple objects are visible, partially occluding each
other. With these scenes the value of Ts has to be limited because for large values of
the strip width Ts the close presence of multiple objects resulted in a large number
of 3-D points that take too long to evaluate. Figure (3.8a) shows a match result for
an occluded scene where the hexagon has been successfully detected.
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We have also tried to �nd multiple objects in one scene. In order to do this, the
scene points belonging to a detected object are removed after a match has been found.
To �nd the scene points that belong to a certain object, all 3-D points that lie within
a certain distance from model points of the detected object are selected. Next the
2-D image points from both images that generated these 3-D points are found and all
3-D scene points that were formed using one of these 2-D image points are removed.
This procedure ensures that all 3-D points detected from the scene that rely on the
same basic information (the 2-D corner points) as the 3-D points that were used for
the match, are removed. After these points have been removed, the recognition step
is repeated. This loop continues until no more objects are detected, i.e. until the vote
for the solution does no longer exceed a preset threshold.

Figure (3.8b) shows a scene with a little occlusion where both the cube and the
hexagon are correctly detected. The models of the other objects in this scene are
not included in the hash array and these objects thus cannot be detected. For the
scene in �gure (3.8a), we were not able to detect the cube after the hexagon had been
found. This implies that the vote of the cube model was not larger than the vote
for an incorrect match. The presence of many objects close together generates many
3-D points in a small volume. This makes it hard to �nd the cube which is modelled
by only a few corner points. It is easier to �nd the hexagon because its model contains
more points.

3.4 Conclusions

The basic idea of our recognition technique ful�ls the expectations. Stereo vision en-
ables direct model matching to the 3-D object models. The geometric hashing algo-
rithm can be applied in the 3-D space using the 3-D object models and the 3-D scene
data. Furthermore, the correspondence problem can be (partly) postponed to the
model matching phase. The speed of the geometric hashing algorithm makes it pos-
sible to deal with a relatively large number of scene features. The object matching
algorithm relies on local features which permits recognition even when the objects
are partially occluded. However, the recognition phase still uses global information
in the form of the geometric positions of the features to perform reliable matching.

The experiments show that the technique works on simple scenes even with the
rather limited set of features that we have used. However, for more complex scenes it
turns out that the limited set of model features and the computation time required
for such scenes, are a problem. In fact, the simpli�cations that were made, using
only three object models, not applying the scaling of the votes and not applying the
threshold for accepting a match, already reect these problems. These simpli�cations
cripple the recognition system and should not be necessary. Not using the vote scaling
restricts the type of object models that can be included and not using the threshold
dramatically increases the required amount of computing time.

Therefore, the conclusion is that the approach works but that more model infor-
mation should be included and that the computational cost must be reduced. Extra
model information can be added by extending the algorithm to other feature types like
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lines and curves. The computational cost can be reduced by using the threshold (as
prescribed by the original geometric hashing algorithm). To improve the reliability of
the solutions we could also add a veri�cation procedure that checks the 3-D solutions
with the 2-D projections in the images. Such improvements will be discussed in the
next chapter.



Chapter 4

Line features

In this chapter we describe a more advanced implementation of the recognition sys-
tem. The most important extension is the addition of line features but we also add a
veri�cation procedure. The purpose of the veri�cation is to check a match using the
2-D features. This veri�cation should reduce the e�ect of incorrect stereo matches.
The new implementation uses a combination of point and line features. The com-
bination does not only provide more information which should make the recognition
more reliable, but it also makes the recognition more e�cient. The use of both point
and line features allows a better way to de�ne a coordinate system in the geometric
hashing algorithm which reduces the possible number of basis combinations.

Line features hold both advantages and disadvantages over point features. Line
features can be detected more reliably from the images and provide more information
than point features. But it is more di�cult to perform stereo matching with line
features. It is also more di�cult to de�ne a distance measure, which is necessary for
the weighted voting, with line features.

We start with an overview of the entire system. Then the detection of line features
from the images and the stereo matching of line features is described. Section 4.3
discusses the problem of representing the 3-D lines and de�ning a distance measure
for them. In section 4.4 the di�erent possibilities for de�ning a basis with both point
and line features are reviewed. Recall that this basis is necessary for the geometric
hashing algorithm. To give a �rst impression of the new implementation, the chapter
is concluded with a few experiments. The major part of the experiments will be
discussed in the next chapter.

4.1 System overview

Figure (4.1) shows an overview of the recognition system. The basic idea is the
same as that of the system in the previous chapter. We use a set of stereo images
from which 2-D features are extracted. These sets of 2-D features are combined by
the stereo matcher to form a set of 3-D features. The 3-D features are matched to
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Figure 4.1: overview of the more advanced recognition system that uses a combina-
tion of point and line features.

3-D object models using a 3-D variant of geometric hashing.

New to this system are the line features. Apart from 2-D points, we now also
detect straight 2-D lines in the images. These lines are modelled as in�nite lines, i.e.
they have no begin or end points. The use of line features from the images means
that the object models should also include line or edge information. Therefore, the
object models have been extended to include both a set of 3-D corner points and a
set of 3-D edges. The object edges are modelled as line segments with a begin and
an end point (the reason for this discrepancy between model edges and detected line
features will become clear in section (4.3)).

Other additions to the recognition system are the pose estimation and the veri�ca-
tion procedure. If the vote for a particular match in the geometric hashing algorithm
exceeds a certain threshold, this match is passed to the pose estimator. The pose esti-
mator uses all features that contributed to the match to estimate the 3-D position and
orientation of the hypothesised object. The hypothesis is then passed to a veri�cation
procedure. The veri�cation procedure projects the 3-D object model onto both stereo
images and compares the projections to the actual images. If the hypothesis does not
pass the veri�cation, the system continues with the recognition phase of the geometric
hashing algorithm and tries to �nd another hypothesis. If a hypothesis is veri�ed as
correct, the features that contributed to this match are removed and the recognition
phase is repeated to �nd other objects in the scene. This loop ends when none of the
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a b

Figure 4.2: line detection, (a) result of the Canny edge detector (the edges have been
widened to 3 pixels to enhance their visibility); (b) the straight lines that have been
found with the Hough transform.

hypotheses generated by the geometric hashing algorithm passes the veri�cation or if
the number of remaining scene points or lines drops below a certain minimum.

4.2 Detecting 3-D lines

To �nd the 3-D lines we �rst detect the lines in both images and then perform stereo
matching. The detection of the straight lines in the images proceeds in two steps. In
the �rst step the pixels that qualify as possible elements of an edge are detected with
the Canny edge detector. In the second step these edge pixels are combined with the
Hough transform to form straight lines.

4.2.1 Edge detection

The edge pixels are detected using the well known Canny edge detector [Can86, Hei94].
The Canny edge detector �nds those points in the image where the grey level gradient
magnitude reaches a local maximum in the direction of the gradient (i.e. perpendicular
to the edge). From these points, those where the gradient magnitude exceeds a certain
threshold are selected. Like the corner point detector, the edge detector exhibits two
parameters. One parameter de�nes the width of the Gaussian function that is used to
estimate the grey level derivatives in the image. The other parameter is the threshold
on the gradient magnitude.

Figure (4.2a) shows a result of the edge detector. Note that the image in this �gure
di�ers signi�cantly from the images shown in the previous chapter. The background
in this image is light: the grey levels that appear in the background are the same as
those that occur at the surfaces of the objects. Furthermore, the background material
is slightly reecting. These images form a more demanding task for the recognition
system because they will create more spurious features. As �gure (4.2a) shows, most
of the interesting edges have been found, but a lot of spurious edges as well. These
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spurious edges are caused by shadows, reections of the objects and even by some
light spots that are the result of some pieces of tape that once were stuck to the
background. Furthermore, not all pixels of the interesting edges were detected, some
parts of the edges are missing.

4.2.2 Hough transformation

The next step is to �nd the functional description of the straight lines that cover
(most of) the edge points in �gure (4.2a). This is accomplished with the Hough
transform [Hou62]. The basic idea behind the Hough transform is that a 2-D line can
be described by two parameters, � and �, as

� = x � sin(�) + y � cos(�): (4.1)

This relation constrains the points (x; y) that are part of the line. Thus the entire set
of 2-D lines can be thought of as a two dimensional space spanned by the parameters
� and �. This space is called the �-� space or Hough space. If one point of an
unknown line is given, the set of possible lines is restricted to a subspace of the �-�
space described by a sinusoid. If we plot the sinusoids of di�erent points that form
a straight line, they will all intersect at a common point in the Hough space. This
point represents the straight line.

To detect straight lines from the set of edge points, we consider a discrete version
of the Hough space. The Hough space is �nite because the range of � is �nite by
de�nition and the range of � is constraint by the size of the image. For each of the
detected edge points and for each discrete value of �, the value for � is calculated
and a counter at the appropriate position in the discrete Hough space is incremented.
Afterwards, the parameters of the lines in the image are found by examining the
Hough space and looking for peaks in the counter values. Each peak represents a
straight line in the image.

We have used some improvements on the standard Hough transform most of which
are described by Niblack & Petkovic [NP90] and Kiryati & Bruckstein [KB91]. When
the information from a particular edge pixel is added to the Hough space we do not
consider all possible values of �. Instead only the values of � that are in agreement
with the detected gradient direction at that point in the image are considered. Since
we assume that the edge direction is perpendicular to the gradient direction, only lines
that are perpendicular to the gradient direction are considered, with a margin of about
10 degrees. Furthermore, instead of just incrementing one counter for each value of �
in the Hough space, we apply a kind of voting function centred around the calculated
value of �. E�ectively, the Hough space is smoothed in the �-direction by this voting
function. Niblack & Petkovic [NP90] suggested the use of a Gaussian function for this
smoothing. However, we have used a cosine function because it allows a much faster
implementation (the Hough transformation already used a cosine lookup table).

When we retrieve the line information from the Hough space, we apply an iterative
method. The global maximum counter value in the Hough space is found and the
line that corresponds to that peak is calculated. Next, all edge points that are close
to this line (within about 2 pixels) are collected and the contributions of those points
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Figure 4.3: stereo matching with lines, each of the 2-D lines from the images together
with the appropriate pinhole, forms a plane in the 3-D space. The 3-D line is found by
intersecting two planes. The actual support for a 3-D line can be found by projecting
the support for 2-D lines onto the 3-D line.

to the counters in the Hough space are removed. Then, the process of �nding the
maximum counter value in the Hough space is repeated. This continues until the
maximum counter value drops below a preset threshold. In this way an edge pixel
can only contribute to one line.

To improve the accuracy of the Hough transformation, we use an interpolation
technique in the Hough space to determine the line parameters. This interpolation
technique is described by Niblack & Petkovic [NP90]. Unfortunately, we found that
their interpolation technique does not always converge. In these cases the result of the
interpolation was far away from the original peak position. Therefore, the result of
the interpolation is compared with the position of the original peak. If the di�erence
between the parameters is too large, we revert back to the original peak position.

Figure (4.2b) shows the lines that were found from the edges in �gure (4.2a). This
example shows that the performance of the Hough transform is very good, all the
lines that can be seen among the edge points have been found. In total 55 2-D lines
have been found in this image.

4.2.3 Stereo matching

Once the 2-D lines have been found, they have to be combined to form 3-D lines.
However, stereo matching of lines is more di�cult than stereo matching of points
because there is no epi-polar line restriction for lines. Figure (4.3) illustrates the
stereo matching of a line in the left image and a line in the right image. This image
shows that there is a plane in the 3-D space that projects onto the line in the image.
The two 3-D planes resulting from a line in the left image and a line in the right
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image, will always (except in some degenerate cases) intersect to form a 3-D line.
This 3-D line projects onto the lines in the images and thus forms a geometrically
valid stereo reconstruction. Therefore, any combination of a line from the left image
and a line from the right image will form a stereo pair that is geometrically correct.

To reduce the number of possible stereo pairs we look back at the edge pixels in
�gure (4.2a) to check the validity of a particular stereo match. For each combination
of 2-D lines the 3-D line is reconstructed as shown in �gure (4.3). Subsequently, we
check which 2-D line segments of the 2-D line in the left image are actually supported
by the presence of edge pixels detected by the Canny edge detector. The line segments
are found by determining which parts of the line lie within one pixel of a detected
edge pixel. In general one in�nite 2-D line will consist of multiple, separate 2-D line
segments. In the example of �gure (4.3) there are two such line segments. These line
segments are projected onto the 3-D line to �nd the support for this 3-D line from
the edge pixels in the left image. This procedure is repeated for the right image. In
�gure (4.3) there are two line segments in the right image. However, in this case only
one of those segments projects onto the 3-D line within the restricted volume that we
consider. In the experiments that we will consider this volume is restricted to 400 mm
by 400 mm by 70 mm because we expect to �nd objects only within this volume. The
choice of this volume is of course application speci�c.

A stereo line match is accepted if there is su�cient overlapping support for the
3-D line from the left and right image within the restricted volume. Thus the evidence
from both images (the edge pixels) should support the same part of the 3-D line within
the relevant volume. In the example of �gure (4.3) only the top part of the 3-D line
(indicated by the thick line) is supported by the edge pixels from both images. Since
the typical size of an object's edge in our case is about 5 cm, we require at least 1 cm
of overlapping support within the relevant volume.

The scene shown in �gure (4.2) results in 386 3-D lines (at best only about 20 of
these 3-D lines can represent true 3-D object edges). This is about 15% of all possible
combinations of 2-D lines from the left and right images. Compare this to the 275
3-D points that were detected in the relevant volume (from now on the 3-D points
will also be restricted to this volume), which is only 1% of the possible combinations
of 2-D points from the left and right image. Therefore, in spite of the e�orts to limit
the number of valid stereo pairs, the number of 3-D scene lines will be large compared
to the number of 3-D scene points.

4.3 Line representation and weighing function

To use the 3-D lines in our recognition system we have to �nd some parametric rep-
resentation for the lines. Furthermore, the lines must be stored in a hash array using
invariant indices and a distance measure between two di�erent lines must be de�ned.
Tsai [Tsa94] has considered these problems for 2-D lines. We will �rst discuss his
solution and then develop an approach for 3-D lines.
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4.3.1 Tsai's 2-D lines

Tsai [Tsa94] discusses geometric hashing with 2-D in�nite lines. Since in�nite lines in
the 2-D space are dual to points, the lines can be represented as points in a dual space.
Tsai uses this fact and represents the lines by the parameters � and � as de�ned in
equation (4.1) (actually he also uses parameters based on homogeneous coordinates
but that is irrelevant to this discussion). The points (�i; �i) in the dual space are
made invariant for the relevant group of transformations and used as indices. Thus
his hash array uses the dual coordinates � and �. His paper shows some examples
with synthetic images under the a�ne transformations.

In a later paper [Tsa96], Tsai develops a Bayesian approach to geometric hash-
ing with lines. This approach is based on work by Rigoutsos that we have discussed
in section 2.2.1. His analysis of the error in the transformed line parameters (i.e.
the hash values) takes into account the noise in the basis features. Thus, his ap-
proach is comparable to Rigoutsos' approximate matching strategy. He assumes that
the line parameters are perturbed by noise with a Gaussian likelihood distribution
with a covariance matrix that is not necessarily diagonal. To estimate the error in
the transformed line parameters, he uses a �rst order perturbation analysis on the
transformation of the points in the dual space. The result of this analysis is a Gaus-
sian weighing function for the parameter vector (�; �). The covariance matrix of this
weighing function is also non diagonal and depends on the model hash value and on
the basis features.

Tsai's approach to handling lines has some disadvantages. The �rst problem is
that the distance measure between two lines that he uses in the weighing function does
not have a clear geometric interpretation. A distance measure between two in�nite
lines also ignores the fact that we want to compare the detected edges to model line
segments. Thus only some �nite segments of the lines are relevant. Furthermore,
Tsai's error analysis requires an estimate of the covariance matrix for the parameters
� and � of the detected lines. He �nds an estimate for this covariance matrix by
creating simulated images with straight lines and detecting line parameters from the
images. However, it is unclear whether the covariance matrix for the parameters is
independent of the coordinate system. The parameters themselves certainly are not.
Another disadvantage of considering lines in the parameter space, is that it makes it
more di�cult to combine them with point features. If we want to use a combination of
point and line features it would be convenient to use the same space for both feature
types.

4.3.2 3-D lines

We will �rst discuss the parameterisation of 3-D lines and then the problem of de�ning
a distance measure between two 3-D lines.

parameterisation

Unlike 2-D lines, 3-D lines are not dual to 3-D points, 3-D lines contain more informa-
tion than 3-D points. In fact it takes four parameters to describe a 3-D line. We have
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Figure 4.4: 2-D visualisation of the parameters of a model line segment (~s0, ~v0 and
~x00), the parameters of an in�nite scene line (~s and ~v), and the distance between them.

chosen to describe a 3-D line by two vectors: a support vector ~s and a direction vector
~v, as is shown in �gure (4.4). To ensure uniqueness of the support vector it points
to the point on the line that is closest to the origin of the coordinate system. For
convenience the direction vector will have unity length. Thus a line is parameterised
as

~x(�) = ~s+ � � ~v; (4.2)

with

(~sT � ~v) = 0 and (~vT � ~v) = 1;

where � is the run length parameter of the line. To apply a rigid transformation to
this line description, the support vector should be rotated and translated and the
direction vector only has to be rotated. Furthermore, after a rigid transformation,
the support vector will probably have to be shifted along the line because it will no
longer be perpendicular to the direction vector.

Since we have made the support vector ~s unique for each di�erent line, we can use
this vector as an index to store the lines in a hash array. If the coordinate system
is based on a subset of features as described in chapter 2, the support vector will
be invariant to rigid transformations. Strictly speaking the line features comprise
four parameters. Therefore, for an optimal indexing strategy the hash array should
also be four dimensional. However, we have chosen not to use the remaining scalar
in the direction vector that is independent of the support vector, for the indexing.
Using the support vector as index allows us to treat the lines as 3-D points with
some extra information. Furthermore, as will become clear at the end of this section,
using the direction vector for the indexing process would also make it more di�cult to
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maintain the necessary correspondence between the indexing process and the weighted
vote (see also section 2.2.1). Thus, line indexing can be implemented in exactly the
same manner as indexing with point features.

a distance measure

The voting function in equation (2.7) uses a distance measure between a model and
a scene hash value as the argument of the Gaussian weighing function. Therefore,
we must also de�ne a distance measure for lines. For two in�nite lines it seems
reasonable to use the shortest distance between the lines and the angle between their
direction vectors. However, the shortest distance between two in�nite lines is ill
de�ned. Consider two parallel lines in a plane. An in�nitely small rotation of one
of the lines in the plane, reduces their shortest distance from a non zero constant to
zero. As near parallel lines in close vicinity of each other are the most interesting
case (they are most likely to match), this would render the calculation of the distance
measure numerically unstable.

To solve this problem and to restrict the distance measure to the relevant part
of the lines, the model lines are stored as line segments with a begin and an end
point. The squared distance measure �2(~x) in equation (2.7) can then be de�ned as
the squared of the shortest Euclidean distance from the model line segment to the
detected in�nite line averaged over the line segment:

�2~x =
1

L

�eZ
�b

�
min
�
k~x(�)� ~x0(�0)k2

�
d�0: (4.3)

Substituting equation (4.2) into expression (4.3) and performing the minimisation
and the integration, we �nd

�2~x = k~x00 � ~sk2 � (~vT � ~x00)2 +
L2

12
(1� (~vT � ~v0)2) (4.4)

= �2(~x00; line) +
L2

12
� sin2(��); (4.5)

with,

~x00 = ~s0 +
(�b + �e)

2
� ~v0:

Here �0 is the run length parameter of the model line segment with �b and �e repre-
senting the begin and end point, ~s0 the support vector and ~v0 the direction vector of
the segment, ~x00 the centre of the segment and L its length. The vectors ~s and ~v are
respectively the support vector and direction vector of the in�nite line detected from
the scene and � its run length parameter.

Equation (4.4) consists of two parts, represented in equation (4.5), see also �g-
ure (4.4). The �rst two terms of equation (4.4) give the shortest squared distance,
�2(~x00; line), of the centre of the line segment to the in�nite line. The last term of
equation (4.4) depends on the angle between the two direction vectors, ��. This
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term takes into account the average squared distance if the line and the line segment
would intersect at ~x0 under an angle ��.

Unfortunately, the distance measure of equation (4.4) introduces a problem in
combination with geometric hashing. Since the lines are stored indexed by their
3-D support vector, an access into the hash table for a particular detected line will
return model lines that are \close" in the sense of the Euclidean distance between
the support vectors. This does not necessarily mean that the lines are close in the
sense of the distance measure in equation (4.4). Therefore, we might miss model
lines that would have contributed a signi�cant vote to a relevant solution. However,
assuming that the origin of the coordinate system is somewhere on the object (which
is reasonable because of the geometric hashing technique) and that the length of
the line segment is comparable to the object size (this is also true for the objects
that we consider), it can be proven that the two distances are related. Under these
assumptions the Euclidean distance between the support vectors is not larger than
about 3.5 times the distance of equation (4.4), see appendix B. The factor 3.5 can be
compensated by increasing the volume that is accessed during indexing. In case the
length of the model line segments can be signi�cantly smaller than the object size,
the size of the bins in the hash array will have to be increased (see appendix B).

The main conceptual di�erences of our approach to handling 3-D line features
compared to Tsai's way of handling 2-D line features [Tsa94, Tsa96], are that we use
a parameterisation based on a support vector and a direction vector and that we use
a geometric distance measure. Although the indexing is not optimal, it is non trivial
to improve it. Adding the direction vector to the hash value would make it even more
di�cult to ensure the correspondence between the indexing process and the weighing
function discussed above.

4.4 De�ning a coordinate system

There are now two types of features available to the geometric hashing algorithm:
points and lines. We could store these feature types in the same hash array because
they both use a 3-D position as index. However, this would mean that when we access
the hash array for a particular feature, say a 3-D point, we will �nd both point and
line features. The line features are irrelevant in that case and will only slow down the
recognition process. Therefore, we will use two hash arrays, one for the 3-D points
and one for the 3-D lines. Both arrays will use the same rigid transformation though,
thus we need to de�ne a single, common basis.

When we apply geometric hashing to a combination of point and line features,
we have several alternatives for de�ning a basis to render the features invariant to
3-D rigid transformations. We can de�ne a basis with only point features as discussed
in chapter 2, we could use only line features or we could use a combination of point
and line features. In this thesis 5 di�erent basis transformations for 3-D hashing will
be considered:

1. A basis de�ned by three points with the origin of the coordinate system coincid-
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ing with the �rst basis point. This type of basis was discussed in section 2.1.2.

2. A basis de�ned by three points with the origin of the coordinate at the centre
of gravity of the three basis points. This type of basis is almost identical to the
�rst basis type but the position of the origin is chosen more symmetrically.

3. A basis formed by two lines.

4. A basis formed by one line and one point with the origin of the coordinate
system placed on the line.

5. A basis formed by a line and a point with the origin positioned mid way between
the line and the point. Again this basis type is similar to the previous type with
only the origin positioned more symmetrically.

The �rst two basis types have been discussed in the chapter 2. The remaining three
ways to de�ne a basis, which all use at least one line feature, will be discussed in this
section.

a basis from two lines

A coordinate system for invariance under 3-D rigid transformations can be de�ned
by two 3-D lines if the lines are not parallel. We select the point on each line that is
closest to the other line. The origin of the coordinate system is de�ned by the point
that is mid way at the line segment that connects these two points. The x-axis is
de�ned by the direction vector of the �rst basis line and the xy-plane is de�ned by
this x-axis and the direction vector of the other line. Since the direction vectors of
the lines do not have a positive direction associated with them, the positive directions
on the x-axis and the y-axis are not �xed by this de�nition. Therefore, this de�nition
leaves four possible coordinate systems for each basis pair.

There are several ways to deal with this problem. We have chosen to use all four
possibilities during the preprocessing stage and store the resulting transformed models
in the hash array as di�erent model-basis combinations. During the recognition stage
we then only have to consider one of the four possibilities of forming a coordinate
system with two lines. If that coordinate system does not result in a match, the
other three possibilities will also not give an adequate match because they rely on
the same basis features. However, one could also choose to use only one possible
coordinate system during the preprocessing stage and consider all of them in the
recognition stage. This will save memory because less model-basis combinations have
to be stored in the hash array, but it will make the recognition stage slower as we
have to try four transformations for each basis pair.

Note that forming a coordinate system from two in�nite lines has a disadvantage
in connection with the problem discussed in the previous section. Since we use the
crossing point of two in�nite lines to de�ne the origin, this origin is not necessarily
located on or near to the object model. The result may be that we have to make
the bins in the hash array where the line features are stored even bigger to guarantee
that we will �nd all relevant lines. Furthermore, if the origin is located far from the
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object model, the hash arrays will also have to be larger because the features may be
further away from the origin.

one line and one point

A coordinate system for 3-D rigid transformations can also be de�ned by a 3-D line
and a 3-D point if the point is not located on the line. The origin of this coordinate
system can either be placed on the point of the line that is closest to the 3-D basis
point, or mid way between this point on the line and the 3-D basis point. The
direction of the x-axis is determined by the direction vector of the line feature. The
y-axis is �xed by placing the 3-D point on the positive y-axis. This de�nition of the
coordinate system leaves two solutions because the positive direction of the x-axis
can not be determined. Again, we have chosen to consider both solutions as di�erent
bases during the preprocessing stage and use only one of the two possibilities during
the recognition stage.

This de�nition of the coordinate system leaves the distance between the basis
point and line as a free variable (it is not determined by the de�nition itself). This
distance could be used to make the hash values also independent of scale. This is
useful if we want to consider scalable object models or in case invariance to similarity
transformations is required. In our case, with non-scalable object models and rigid
transformations, this variable can be used to further reduce the number of possible
basis combinations from the scene features during the recognition phase. During the
recognition phase a combination of a point and a line needs only be considered as a
basis pair if the distance between the point and the line is between 2 and 7 cm. A
combination with a distance between them larger than 7 cm need not be considered
because the features cannot belong to the same object in view of the typical object size
of 5 cm in our experiments. Combinations with a distance smaller than 2 cm are not
considered because such a small distance makes the calculation of the transformation
inaccurate and because such pairs occur only rarely in the object models. Note that
the minimum and maximum distances are application speci�c. For rigid object models
such minimum and maximum distances can always be de�ned but their actual value
depends on the object models and possibly on the accuracy of the detected scene
features.

Each of the di�erent types of bases generates a di�erent number of basis combina-
tions from either the scene features or the object models, depending on the number of
point and line features involved. The problem concerning which of these basis types
is preferable will be discussed in the next chapter where the entire recognition system
is evaluated.

4.5 Pose estimation and veri�cation

Apart from the addition of line features, the system shown in �gure (4.1) is also
extended with a pose estimator and a veri�cation procedure. The idea is that if
the geometric hashing algorithm �nds a solution with a vote that exceeds a preset
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a b

c d

Figure 4.5: results of the pose estimator. The images show a part of the left and right
image from a scene containing only the star object with the detected model projected
onto them (both model line segments and points are visible): (a) left image before
pose estimation; (b) left image after pose estimation; (c) right image before pose
estimation; (d) right image after pose estimation.

threshold, this solution is passed to the veri�cation procedure. The veri�cation pro-
cedure checks the solution by projecting it onto the 2-D images and comparing edge
information. However, before this veri�cation, the 3-D position and orientation of
the hypothesised object are �rst re�ned using all 3-D scene features that made a
signi�cant contribution to the match.

The geometric hashing algorithm provides a good �rst estimate of the pose of a
hypothesised object in the form of the transformation between the model basis and
the scene basis. However, this pose estimate is only based on the correspondences
between the basis features. To improve the estimate, all scene features and their
corresponding model features, which made a signi�cant contribution to the vote in
the hashing algorithm, should be used. Therefore, the pose estimation routine �rst
selects all those combinations of a scene feature and a model feature that are within
a certain distance from each other. The distance measure that is used for this is the
distance measure as de�ned for the voting process in the geometric hashing algorithm.
Typically the maximum distance for the selection is set at 1.5 or 2 times the width �
of the voting function in equation (2.7). The estimator uses both the point and the
line features.

The six pose parameters (three rotation parameters and three translation pa-
rameters) are estimated by minimising the sum of the squared distances, again as
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de�ned for the voting process, for the selected correspondences. This estimation is
performed by an iterative quasi Newton estimator [PTV92]. This estimator uses ana-
lytic expressions for the sum of the squared distances and for its derivatives to the six
transformation parameters to quickly �nd a local minimum. The process of selecting
appropriate correspondences and estimating the object's pose is repeated once. This
is useful because correspondences that were not included in the �rst estimation but
did fall within the selection limits after the �rst estimation, can then still be used.

Figure (4.5) shows an example of the pose estimation. The �gure shows the projec-
tions of the 3-D object onto both stereo images before and after the pose estimation.
The images suggest that the pose of the 3-D object does not change much, proba-
bly less than 1 mm. However, the correspondence between the line segments from
the object model and the edges of the object's images increases on average. This is
important for the veri�cation procedure.

To avoid solutions that rely on incorrect stereo matches the hypothesis is passed to
a veri�cation procedure. The veri�cation procedure projects the line segments of the
hypothesised 3-D object onto both stereo images. These line segments are compared
to the edge pixels detected with the Canny edge detector (see �gure (4.2a)). The
problem of calculating a projection of an object model is mainly that we need to
know which line segments are visible in the image and which are not.

To remove line segments that are invisible due to self occlusion of the object, a
simple hidden line algorithm that is based on the back-face algorithm [HB86] is used.
The back-face algorithm removes hidden surfaces. Each of the surfaces is supplied
with a normal vector that points outward, away from the object. If the inner product
of this normal vector with the vector that indicates the direction in which the camera
looks is positive, that surface is occluded by the object itself. In that case the camera
and the outward normal vector point in basically the same direction. This algorithm
can easily be extended to the line segments. Since a line segment forms the boundary
of two object planes, it is occluded if both these planes are occluded. The hidden
line algorithm is also used to project the recognition results onto the original image.
Figure (4.5) shows some results of the hidden line algorithm. Note that not all hidden
lines are removed because this algorithm only works perfectly for self occlusion with
convex objects (the hidden points in these images are also not removed but they are
irrelevant to the veri�cation). The advantage of this hidden line algorithm is that it
is simple and very fast.

The projected line segments are compared on pixel level with the edge points that
are detected with the Canny edge detector. A pixel from a projected model line
segment is considered veri�ed if it falls within about 4 pixels of a detected edge pixel.
This value of 4 pixels is empirically determined in our experiments and is probably
application speci�c. The direction of the grey level gradient at the detected edge pixel
must be perpendicular to the direction of the projected model line segment with a
margin of about 10 degrees. When 40% of the pixels (again empirically determined)
from the projected line segments meet these constraints in both images, the hypothesis
is considered veri�ed. If the hypothesis does not pass veri�cation, the recognition
phase of the geometric hashing algorithm continues.

If the hypothesised object does pass the veri�cation, all detected features that
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a b

Figure 4.6: recognition results, (a) shows the point features detected in the image
and (b) the result of the recognition using both the point features in (a) and the line
features in �gure (4.2). All but one of the objects in this scene have been found.

are close to the object's features are removed from the set of scene features. Also,
all 3-D features that rely on the same 2-D features as the 3-D features that were
removed, are removed (see section 3.3.2). The remaining 3-D scene features are used
to �nd other objects in the scene. This process continues until no more hypotheses
are veri�ed as correct or until too few scene points or lines remain to continue.

4.6 Experiments

To give a preliminary impression of the performance of the new system, the results
from the scene in �gure (4.2) will be discussed. Chapter 5 will give a more complete
overview of the results.

In order to do experiments we �rst have to set values for the parameters in the
recognition system, e.g. the parameters of the Canny edge detector. However, the
new recognition system has so many parameters that it is impossible to try di�erent
settings on the whole system as we did in the previous chapter. Just the detection
of the 2-D lines involves 5 parameters: two for the Canny edge detector and three
for the Hough transform. Therefore, the parameters were determined empirically by
looking at the intermediate results.

Figure (4.6b) shows the recognition results for the scene that we discussed earlier
with the line detection, shown also in �gure (4.2). Contrary to the experiments
described in the previous chapter all six object models are included in the hash array
and a scaling for the vote for a model-basis combination as suggested in section 2.3.2
is applied. The total vote for a model-basis combination consists of a vote from the
line features and a vote from the point features. The combined vote from the point
features is divided by the number of hash values resulting from model points and the
total vote from the line features is divided by the number of hash values from model
line segments. These two scaled votes are added to give a total vote between zero
and two. A solution is passed to the veri�cation procedure if it achieves a vote of at
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least 0.3 (an empirically determined threshold). For the result in �gure (4.6b), the
geometric hashing algorithm used basis type 5 as described in section 4.4. This basis
type is usually preferable as we will see in the next chapter.

To get an impression of how many scene features were detected from this scene,
�gure (4.6a) shows the 2-D points that were detected in one of the images. Although
the parameter settings of the point detector were changed from the settings used in
the previous chapter to achieve a better performance with the light background, we
still �nd 167 points in this image. This results in 275 3-D points. In spite of this
large number of scene features (as discussed in section 4.2.3, the scene also generates
386 3-D lines), the recognition was performed in only 55 seconds on a Sun Ultra
Sparc-I. This speed is largely due to the use of a threshold for accepting a match
during geometric hashing and then performing veri�cation. This normally results in
the fast detection of at least one object. Removing the features that contributed to
a match quickly reduces the number of scene features that have to be investigated.
The reason for this is not that many 3-D features contribute to the match, but that
2-D information is also removed which removes a lot of spurious stereo matches. In
the example above, after the �rst object is found only 215 scene points and 163 lines
remain.

From the scene in �gure (4.6b) all but one of the objects have been correctly
detected. It is possible that this object is not found because one of its edges has been
completely missed by the edge detector (see �gure (4.2a)). Combined with a possible
error in the estimation of the object's pose, this could cause a correct hypothesis to
fail the veri�cation. After we changed the parameters of the pose estimation for this
scene to include less features in the estimation, the fourth object was also found.

In the next chapter we will evaluate the performance of the recognition system
more thoroughly and consider more experiments.

4.7 Conclusions

In this the chapter the recognition system has been extended with line features and a
veri�cation procedure. The line features have been parameterised by a support vector
and a direction vector. Only the support vector is used for the indexing technique in
the geometric hashing algorithm. Although this not optimal it is not trivial to really
improve this indexing process. For the weighted voting procedure we have introduced
a geometric distance measure between model line segments and scene lines. The
advantages of this distance measure are that it has a simple geometric interpretation
and that it takes into account that only a certain segment of a line is relevant for the
recognition and not the entire in�nite line.

As expected the main disadvantage of line features is that it is very hard to perform
stereo matching. The limited geometric constraints for stereo matching lines result
in a lot of spurious stereo matches. A disadvantage of the veri�cation procedure
is that it is sensitive to inaccuracies in the pose estimation. A slight error in the
pose estimation will dramatically reduce the probability that the hypothesis passes
the veri�cation. Furthermore, the veri�cation method can not deal very well with
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occlusion. Since we require that at least 40% of the edges is veri�ed, the objects can
only for 60% be occluded by other objects. A solution to this problem may be to use
a better hidden line removal algorithm that also takes into account objects that have
already been detected. However, such a veri�cation procedure would be considerably
slower.

The preliminary results shown in this chapter suggest that the new recognition
system has a considerably better performance than the system discussed in chapter 3.
In the next chapter this performance will be evaluated in detail.
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Chapter 5

Experiments

This chapter describes experiments with the recognition system that was discussed
in the previous chapter. We test the system on several di�erent scenes that con-
tain multiple objects. The images from these scenes, and the number of 3-D features
they generate, constitute recognition problems of varying di�culty. In some of the
scenes the objects are placed very close together resulting in images where the dif-
ferent objects occlude each other, while in other scenes the objects are separated
creating non-occluding images. Some images have a black background which makes
it relatively easy to �nd the features of the objects whereas other images have a light
background causing lots of spurious features. In some cases the recognition system
has to consider more than one thousand 3-D features. The objective of the exper-
iments is to determine if this system performs better than the system discussed in
chapter 3 and to �nd the limitations and shortcomings of the present system.

At the end of the chapter some ideas to reduce the computation time needed to
perform recognition are discussed. Such a reduction could be achieved by dealing more
e�ciently with the 3-D scene features: dividing them into regions and �rst selecting
those features that are likely to represent true object features, to form a basis. We
will try these ideas on some of the scenes to see if the objects can be found faster.

However, �rst we still have to consider the di�erent options available to de�ne
a hash function or in other words to form a basis. These di�erent hash functions,
that use both 3-D points and 3-D lines, were discussed in the previous chapter. Each
of the hash functions results in a di�erent indexing strategy, possibly with di�erent
results. The question that has to be answered is which of the hash functions will
result in the most e�cient indexing.

5.1 Di�erent hash functions

As discussed in section 4.4 there are several ways to de�ne a coordinate system with
point and line features, for indexing with 3-D rigid transformations. The �ve di�erent
ways to de�ne a coordinate system that were introduced in the previous chapter are

71
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hash number of number of number of origin of
function points lines solutions coordinate system

1 3 0 1 �rst basis point
2 3 0 1 centre of gravity of the 3 basis

points
3 0 2 4 crossing point of the basis lines
4 1 1 2 point on the basis line that is

closest to the basis point
5 1 1 2 mid way between basis line and

basis point

Table 5.1: overview of the main properties of the di�erent hash functions. Listed
are the number of 3-D points and lines that are used to form a basis. The number of
solutions refers to the number of di�erent coordinate systems that can be de�ned with
one set of basis features, see section 4.4.

listed again in table (5.1). Each of these basis types (or hash functions) yields di�erent
results for the geometric hashing algorithm. The question is which of these hash
functions will result in the most e�cient indexing. The indexing technique is e�cient
if indices are selective, i.e. each access into the hash should be as discriminating as
possible and thus return as few model-basis combinations as possible.

The �rst requirement for e�cient indexing is to have as few hash values as pos-
sible in the hash array. Few hash values in the hash array can only be achieved by
having few model-basis combinations for each of the models, because each model-
basis combination will result in a �xed number of hash values in the hash array.
To analyse the number of model-basis combinations generated by the di�erent hash
functions, we consider an object model that consists of P points and L line segments.
For such a model the �rst and the second hash functions in table (5.1) will generate
in general P*(P-1)*(P-2) model-basis combinations, not taking into account possible
symmetries in the model that may reduce this number. The third hash function will
generate 4*L*(L-1) model-basis combinations and the fourth and �fth hash functions
2*P*L. Assuming that the number of points, P , and the number of lines, L, are of
the same order of magnitude and that these numbers are larger than at least 4, this
analysis already rules out the �rst and second hash functions as the most e�cient
ones. These two hash functions will produce a lot more model-basis combinations
than the other three.

With our set of object models, listed in table (5.2), hash functions 4 & 5 are also
preferable to hash function 3 in this respect. Since each of the 3-D corner points con-
nects three edge segments and the edges have two end points that form a corner point,
all object models have 1.5 times more line features than point features. Therefore, as
expected, table (5.2) shows that hash functions 4 & 5 generate the fewest basis com-
binations for each of the object models. Note that the number of basis combinations
for the object models in table (5.2) can not be directly calculated from the number of
point and line features they consist of. The number of basis combinations is usually
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object number of number of hash func- hash func- hash func-
model points P lines L tion 1 & 2 tion 3 tion 4 & 5
cube 8 12 42 36 18

hexagon 12 18 110 64 30
wedge 6 9 20 36 12
star 20 30 684 220 100

pentagon 10 15 72 52 24
trapezium 8 12 168 176 72

Table 5.2: the number of model-basis combinations that are generated for each of
the objects models by the di�erent hash functions. Hash functions 1 & 2 and 4 & 5
generate the same number of basis combinations for each object model because these
hash functions only di�er in their choice of the origin of the coordinate system.

signi�cantly less than expected because of restrictions on the basis features (e.g. with
hash functions 4 & 5 the basis point may not be on the basis line) and because sym-
metries in the object models cause di�erent basis combinations to generate exactly
the same set of transformed features.

The third hash function has still another disadvantage compared to the other hash
functions. The origin of the coordinate system with the hash function is de�ned by
the crossing point of the two (in�nite) lines. This crossing point may not be on or
near to the object (for instance with the hexagon object). In the previous chapter
we already remarked that this may cause problems with the correspondence between
the weighing function and the distance metric used for the indexing in the case of
line features. It also means that a larger, i.e. comprising a wider range, hash array is
needed to store all the features. Placing the origin of the coordinate system away from
the object model causes the invariant coordinates of the object's features to have, on
average, a larger absolute value.

The second factor that inuences the e�ciency of the indexing technique is the
way in which the model hash values are distributed over the di�erent bins of the
hash array. These hash values should be distributed as uniformly as possible over
the hash array ensuring that each bin contains only a few hash values. However, the
characteristics of the objects will make this very hard to achieve. Broadly speaking
the objects all look the same. They consist of edges that are placed on the outside
of the objects and that all have comparable lengths (about 2 to 3 cm). The edges
connect at the corner points at regular angles. These regular angles and distances
between the corner points will certainly be reected in the distribution of hash values
in the hash arrays.

Table (5.3) shows some characteristics of the hash arrays resulting from the �ve
hash functions. Note that for each hash function there are two hash arrays: one for
point features and one for line features. For hash functions 2, 4 and 5, the hash
arrays for point features consist of 20�20�20 bins that are 5 mm wide and the hash
arrays for line features consist of 10�10�10 bins which are 10 mm wide. The arrays
for hash functions 1 & 3 are slightly larger and consist of respectively 24�24�24 bins
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array x-range y-range z-range entries maximum
h.f. 1, points -35...55 -45...55 -50...50 15,328 110
h.f. 1, lines -40...50 -50...50 -50...50 26,280 3,285
h.f. 2, points -45...45 -50...45 -50...50 15,328 49
h.f. 2, lines -50...50 -40...50 -50...50 26,280 869
h.f. 3, points -55...55 -50...50 -40...40 7600 265
h.f. 3, lines -60...60 -50...50 -40...40 11,400 1178
h.f. 4, points -50...50 -35...50 -50...50 3,136 153
h.f. 4, lines -50...50 -40...50 -50...50 4,832 428
h.f. 5, points -50...50 -40...40 -50...50 3,136 72
h.f. 5, lines -50...50 -40...40 -50...50 4,832 291

Table 5.3: properties of the hash arrays. Listed for each of the hash arrays (there
are two for each hash function: one with point features and another one for line
features) are the ranges (in millimetres) for the principle directions, i.e. the extreme
values corresponding to the bins that are not empty, the total number of hash values
(entries) in the array and the maximum number of hash values (maximum) for one
bin.

and 12�12�12 bins. Table (5.3) shows that there are large di�erences between the
hash arrays. Not only does the total number of hash values vary, something that is
directly related to the number of basis combinations, but also the maximum number
of hash values varies. This maximum refers to the highest number of hash values
stored within one bin of the hash array. If the hash values are nicely distributed over
the hash array, this maximum should be very low (preferably the total number of
hash values divided by the number of bins rounded up to the nearest integer).

Probably the most surprising element of table (5.3) is that the maximum number
of hash values for the arrays of hash function 2 is much lower than for the arrays of
hash function 1. The same goes for the hash arrays of hash function 5 as compared
to those of hash function 4. The reason for this e�ect is that the hash functions 2 &
5 choose the origin of the coordinate system more symmetrically. Rigoutsos [Rig92]
demonstrated this e�ect mathematically with 2-D hash functions and random model
features which had a Gaussian distribution. Apparently the e�ect also occurs with
our non random object models.

To get a better understanding of this e�ect, �gure (5.1) shows the distribution of
hash values in the hash arrays for point features of hash functions 4 & 5. Consider
the hash array for hash function 4 in �gure (5.1a). With this hash function, the x-
axis is always formed by the basis line. Since the model line segment represented by
this basis line will have two end points that are also point features, each model-basis
combination will have at least two points on the x-axis in this hash array. Therefore,
a lot of the points are located on the x-axis as is clearly visible in the �gure. The
bin with the highest number of hash values is the bin that contains the point (0; 0; 0).
Placing the basis point on the positive y-axis makes it very likely that one of the
end points of the basis line will be located on the origin of the coordinate system
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Figure 5.1: hash value density in the hash arrays. The �gures show cross sections
through the hash arrays for point features for hash function 4 (a) and hash function 5
(b). Encoded in the grey values is the relative amount of hash values that reside within
that bin (thus a value of one would indicate that all hash values in the hash array are
stored within that bin). Note that the grey scale used here is not linear. The scale
only really varies in the bottom part of the scale because otherwise the cross sections
would be mostly white.

given the very symmetrical object models. Another cluster of hash values visible in
�gure (5.1a) occurs around the position (27:5; 32:5; 0) (mm) which reects the typical
size of the objects of about 3 cm. Finally, placing both basis features on the positive
side of the y=0 plane results in a nearly empty other half of the hash array because
this puts almost all other points also on the positive side of the y=0 plane.

The array from hash function 5, shown in �gure (5.1b), has a much better distri-
bution of the hash values. We still see that a lot of model points are located near the
basis line, which has now shifted in the direction of the negative y-axis, but because
the distance between the basis point and the basis line is not the same for all model-
basis combinations, the position of the basis line is not always the same. Therefore,
the hash values resulting from the point features are distributed over a larger amount
of bins and the maximum number of hash values within one bin drops. A similar
e�ect occurs with the line features causing them to be more uniformly distributed
over the di�erent bins.

Therefore, the conclusion is that either hash function 4 or hash function 5 is
preferable because they produce the fewest basis combinations for each of the object
models. Furthermore, hash function 5 is preferable to hash function 4 because hash
function 5 results in hash arrays where the hash values are more uniformly distributed
over the bins than in the arrays from hash function 4. The hash functions that use both
point and line features (hash functions 4 & 5) are preferable to the hash functions that
use only point features (hash functions 1 & 2). Therefore, the addition of line features
to the recognition system does not only provide more model and scene information,
but also allows a more e�cient application of the geometric hashing algorithm.
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exp. number of ob- occlusion background detected detected
number jects in scene type 3-D points 3-D lines

1 5 none dark 178 333
2 5 none dark 158 255
3 5 some dark 155 430
4 4 some dark 136 351
5 5 severe dark 222 542
6 4 severe dark 171 441
7 4 severe dark 119 458
8 5 severe dark 237 652
9 4 none light 275 386
10 5 none light 948 723
11 5 none light 1049 763
12 5 some light 1249 648
13 5 severe light 1203 643

Table 5.4: a list of the experiments, describing their most important characteristics
and the number of 3-D features that were detected from the images. The images from
the scenes can be found in appendix C.

5.2 Results

In this section the results of the recognition system are discussed. This discussion
consists of two parts. First the entire system will be evaluated with a set of di�erent
scenes. For these scenes we determine how many objects can be correctly detected
and how much computing time is needed to perform the recognition. However, these
results will be largely determined by the performance of the veri�cation step which is
not the subject of this thesis. Therefore, in the second part the e�ect of the geometric
hashing algorithm is examined in more detail.

5.2.1 Di�erent scenes

To evaluate the performance of the recognition system, we test it on a set of di�erent
scenes. The scenes that are used are listed in table (5.4). The scenes di�er in their
type of background, dark or light and slightly reecting, and in the occlusion that
occurs in the images from these scenes. But all the scenes contain multiple objects.
In table (5.4), the scenes are sorted approximately to increasing di�culty, i.e. more
occlusion and a more di�cult background. The images that were taken from these
scenes are shown in appendix C.

The scenes are all analysed by the system with exactly the same setting for param-
eters of the recognition system such as the width of the weighing functions for points
and lines. The only exception to this are the parameters involved in the 2-D feature
detection. The settings for these parameters are the same for all scenes with a dark
background and the same for all scenes with a light background but di�erent for
these two background types. With the dark background the standard deviation of
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the Gaussian function used to estimate the derivatives is set to 6 pixels for point
features and 1 pixel for line features, with the light background these standard devia-
tions are both set to 2 pixels. The thresholds that are used to determine the presence
of a 2-D feature also di�er for the two background types. Table (5.4) lists the num-
ber of 3-D points and lines that are detected from the di�erent scenes. As expected
the scenes with a light background result in signi�cantly more 3-D features than the
scenes with a dark background because it is harder to detect the 2-D features on a
light background. This problem occurs mainly with the point features. Scenes with
occlusion also produce more 3-D features than scenes without occlusion because the
close presence of multiple objects, and thus the close presence of many 2-D features,
leads to many spurious stereo matches.

Figure (5.2) shows the output that is produced by the recognition software while
processing the data from the �rst experiment. First we see the command line with
the program name, \mcalmatchlp2", and the command line parameters: the �le with
the 3-D scene points, the �le with the 3-D line features from the scene, a parameter
�le and the �le in which the results are to be stored. The program starts by loading
the pre-stored hash arrays from disk as speci�ed in the parameter �le. It displays
which hash function is used in these hash arrays and what object models are stored.
Then the program lists the number of 3-D scene points and lines and starts looking
for an object. Once an object has been found, the program shows what object has
been found, the total vote from the geometric hashing algorithm for this solution, the
veri�cation results from both images, how many basis combinations from the scene
features were tried and how fast each of these bases was evaluated. The scene features
that contribute to the solution are removed and the remaining number of scene points
and lines is displayed. Then the recognition is repeated to �nd other objects. This
process continues until no more objects are found. Finally the total computation time
is displayed.

Table (5.5) summarises the results that were obtained both with hash function 5
and with hash function 4. The table list the number of correctly detected objects,
the numbers of missed objects, the number of false alarms (usually the wrong object
model) and the computing time that the Sun Ultra Sparc-I needed for the recognition.
This time does not include the computation time needed for the detection and stereo
matching of the 2-D features from the images. This time is about 1 minute and is
almost independent of the number of features. The average score with hash function 5
is 77% of objects correctly detected with only 13% false alarms.

This is for instance signi�cantly better than the results that were obtained by
Hoogeveen [Hoo94] who only found 38% of the objects with 25% false alarms for
occluded scenes with a dark background. The experiments by Hoogeveen (see also
section 1.3) are comparable to ours. He used the same objects and the same stereo
setup. His images (at least those that are referred to here) all contain occlusion but
none of them as bad as in the images from experiment 8. He uses no images where the
all contours of the objects are connected. Furthermore, he only considered scenes with
a dark background. In fact, his recognition system relies on this type of background.
On the other hand his experiments also included objects with round edges (not only
straight). His recognition system is very fast and would analyse each scene within one
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/data11/harrie/hollebol/series/exp2.4> time mcalmatchlp2 -ip

p3d.exp4_6_1_5.cropped -il lines3d.exp4_1_5 -p mcalmatchlp.par -o junk.th

Using hash function 5

Model number: 1 with 18 bases #points: 8 #lines: 12

Model number: 2 with 30 bases #points: 12 #lines: 18

Model number: 3 with 12 bases #points: 6 #lines: 9

Model number: 4 with 100 bases #points: 20 #lines: 30

Model number: 5 with 24 bases #points: 10 #lines: 15

Model number: 6 with 72 bases #points: 8 #lines: 12

number of points: 178

number of lines: 333

verification successful, model number: 2

left verification: 0.683516, right verification: 0.605072

match: 0.549148

evaluated: 62 basis combinations (3.52473/sec), found object: 2

number of points: 143

number of lines: 188

verification successful, model number: 5

left verification: 0.641248, right verification: 0.615385

match: 0.420446

evaluated: 108 basis combinations (8.83074/sec), found object: 5

number of points: 118

number of lines: 113

verification successful, model number: 1

left verification: 0.435845, right verification: 0.531513

match: 0.437687

evaluated: 102 basis combinations (11.1597/sec), found object: 1

number of points: 91

number of lines: 77

verification successful, model number: 6

left verification: 0.61512, right verification: 0.5625

match: 0.461588

evaluated: 51 basis combinations (15.2239/sec), found object: 6

number of points: 66

number of lines: 38

verification successful, model number: 4

left verification: 0.437693, right verification: 0.414384

match: 0.261015

evaluated: 222 basis combinations (4.48485/sec), found object: 4

number of points: 5

number of lines: 5

evaluated: 10 basis combinations (90.9091/sec), but found no objects

done, found 5 object(s)

99.56u 0.43s 1:43.90 96.2%

Figure 5.2: output produced by the recognition software while performing recognition
for experiment 1 with hash function 5. The output has been slightly edited to improve
the readability.
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exp. hash function 5 hash function 4
cor. mis. false time cor. mis false time

1 5 0 0 1 m. 40 s. 4 1 1 1 m. 16 s.
2 5 0 0 49 s. 3 2 2 1 m. 30 s.
3 3 2 0 6 m. 6 s. 4 1 0 3 m. 18 s.
4 4 0 0 41 s. 4 0 0 1 m. 37 s.
5 4 1 0 4 h. 13 m. 2 3 1 4 h. 25 m.
6 3 1 1 10 m. 44 s. 3 1 1 37 s.
7 4 0 0 1 m. 44 s. 3 1 1 1 m. 42 s.
8 4 1 0 8 m. 5 s. 4 1 0 1 m. 24 s.
9 4 0 0 59 s. 4 0 0 1 m. 16 s.
10 3 2 3 6 m. 54 s. 4 1 1 22 m. 43 s.
11 3 2 2 43 m. 4 s. 3 2 2 1 h. 22 m.
12 3 2 1 38 h. 47 m. 4 1 0 78 h.
13 2 3 0 118 h. 1 4 1 97 h.
tot. 47 14 7 43 18 10

77% 23% 13% 70% 30% 18%

Table 5.5: recognition results for the experiments described in table (5.4). The table
lists the number of correctly detected objects (cor.), the number of objects in the scene
that were missed (mis.), the number of false alarms (false) and the computation time
that was spent on the recognition (time) in hours (h.), minutes (m.) and seconds (s.).
The results are listed for two types of hash functions: hash function number �ve and
hash function number four (see table (5.1)).

second on the Ultra Sparc-I. Thus, our recognition system yields more reliable results
and does not depend on a speci�c background type, but it is slower and handles a
more restricted set of objects.

The results with hash function 4 are not only added to this table to see the
di�erence between the hash functions, but also to emphasise the stochastic element
in the results. Both hash functions use the same type of basis and have the same
model-basis combinations in the hash array, only with their hash values stored at a
di�erent position. Since the recognition algorithm starts in both cases with exactly
the same sequence of basis combinations from the scene features, both hash functions
should, in principal, return the same result only with hash function 4 it will take
a little more time. In practice this only happens with experiment number 9. In
this case the objects are found in exactly the same sequence with exactly the same
basis correspondences (using only a slightly di�erent transformation) and resulting
in exactly the same veri�cation result. Thus, as expected, the only di�erence in this
case is that it takes a little bit more time with hash function 4.

However, in all other cases the recognition processes di�er. The di�erence in the
hash function means that the alignment between the scene features and a candidate
object model is slightly di�erent. With hash function 4 there is an exact match
between the basis line feature from the model and the basis line feature from the scene,
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a b

Figure 5.3: recognition results for experiments 7 (a) and 13 (b). The pictures show
the images from the right camera with the models of the recognised objects projected
onto them.

and only an approximate match between the two basis point features (it can wander
along the y-axis). With hash function 5 both basis features are only approximately
matched (see section 4.4). This results in a (slightly) di�erent vote for the model-
basis combinations representing either correct or incorrect solutions. Therefore, the
two hash functions sometimes present di�erent hypotheses to the pose estimator and
the veri�cation procedure and the �nal results may be di�erent. Similar e�ects will
occur if the 3-D features are presented in a di�erent order or if they there are a few
di�erent spurious features. The di�erences in the results should thus be regarded as
the type of di�erences that would arise if the circumstances changed a little bit.

The performance is much better than that of the simpler implementation discussed
in chapter 3. The addition of line features and the veri�cation method allow us to deal
with many more 3-D features in a reasonable amount of time. Figure (5.3a) shows
the result of experiment 7 where all objects were found within 2 minutes although
they are heavily occluded and produce a total of 577 3-D scene features. Most scenes
that produce less than 1,000 3-D scene features can be dealt with in a reasonable
amount of time with this method. The only exception is experiment 5 where more
than 12,000 basis combinations from the scene features are tried before the recognition
is complete. A complete overview of the results with hash function 5 can be found in
appendix C.

Scenes that produce close to 2,000 3-D scene features (experiments 10 through
13) form a larger problem. With these scenes, that all have a light background, the
recognition may last excessively long and the results are not as good as with the
other scenes. Figure (5.3b) shows the results of experiment 13 that took 118 hours,
i.e. 5 days, to compute. Except for this excessive computation time, the �nal result is
also not very satisfactory as only 2 of the 5 objects have been found. A problem that
occurs here is that the edge detection result is not very good. This not only results in
problems with the line features but also with the veri�cation because the veri�cation
relies on the edge detection result. If the edge detection is not good, correct solutions
may fail veri�cation. In that case objects are missed and the recognition takes very
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Figure 5.4: estimated distribution of the number of model-basis combinations, n,
that are passed on by the geometric hashing algorithm for veri�cation: (a) with the
threshold for accepting a matching during hashing set to 0.2; (b) with the threshold set
to 0.3. Each �gure shows multiple distributions corresponding to di�erent numbers of
scene features.

long because even correct solutions fail veri�cation and more basis combinations from
the scene features have to be tried.

5.2.2 Performance of the hash technique

Assessing the performance of the recognition system on a set of images gives primar-
ily an impression of the reliability of the veri�cation method. But this veri�cation
method is not the subject of this thesis. We are more interested in the performance
of the geometric hashing technique with the 3-D features. Part of this performance
is reected in the time needed to perform recognition. In the complete system the
geometric hashing algorithm now forms a kind of �lter that should quickly sift the
possibly correct hypotheses from the bulk. If the geometric hashing algorithm is ef-
fective, it should quickly produce useful hypotheses. To get a better impression of
the performance of the geometric hashing algorithm, it is useful to know how many
hypotheses are passed on for veri�cation.

Figure (5.4) shows estimated distributions of the number of hypotheses that are
passed on for veri�cation after the votes resulting from one scene basis have been
evaluated. Each of the diagrams shows multiple distributions with di�erent numbers
of scene features. The estimations were obtained by histogramming the number of
model-basis combinations passed on, for each basis selection from scene features, with
experiment 3 (see table (5.4)). The di�erent numbers of scene features correspond
to di�erent stages of the recognition where scene features are removed because they
contribute to a recognised object. Figure (5.4a) shows the distributions with the
threshold for accepting a match set to 0.2 (the value that was also used for the results
in table (5.5)), and �gure (5.4b) shows the distributions with this threshold set to 0.3.

To account for the di�erent number of samples for the di�erent histograms (de-
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exp cor. mis. false time
1 4 1 0 2 m. 44 s.
2 5 0 0 58 s.
3 4 1 0 4 m. 34 s.
4 3 1 1 28 s.

Table 5.6: some recognition results with the threshold for accepting a match during
the geometric hashing stage increased from 0.2 to 0.3 (using hash function 5).

pending on how many scene bases have to be tried before recognition occurs), and to
compensate for the problem that a lot of bins in the tail of the distribution receive no
entries, the distributions were estimated with an a-priori model [Hei94]. This a-priori
model assumes that the probability of passing on a certain number of model-basis
combinations, is constant for all number of model-basis combinations up to a max-
imum, 39 in �gure (5.4a) and 10 in �gure (5.4b), and zero above that maximum.
The result of this a-priori model is that the discontinuities caused by the bins with
zero entries are removed but also that the tail of the distribution (where the zeros
occurred) is now mainly determined by the a-priori model and the total number of
samples that was used to estimate the distribution. This explains why the distribu-
tion with 155 points and 430 lines in �gure (5.4a) has a tail that lies much higher
than the other distributions in this �gures: there were only 95 samples in this case.

Figure (5.4a) shows the distribution with the threshold in the geometric hashing
algorithm for passing the solution to the veri�cation procedure set to 0.2. This is the
same value that was used in the previous experiments. This threshold is applied to
the scaled vote for the point features plus the scaled vote for line features which can
have a value between zero and two. At the start of the recognition, with 155 points
and 430 lines, there are sometimes a large number of hypotheses passed on to the
veri�cation stage. In two cases (out of a total of 95) there were even 39 model-basis
combinations passed on. This is rather a lot compared to the total number of basis-
combinations of 256 (see table (5.4)). However, after the �rst object has been found
and the appropriate 3-D scene features removed from the set, the e�ectiveness of the
geometric hashing algorithm improves and occasions where more than 10 model-basis
combinations are passed on become very rare.

An obvious way to reduce the number of hypotheses is to increase the threshold
for accepting a match in the geometric hashing algorithm. Figure (5.4b) shows the
distributions of the number of model-basis combinations that are passed on if the
threshold is increased from 0.2 to 0.3. This increase is very e�ective because the
distributions with the threshold set to 0.3 fall o� faster than the distributions with
the threshold set to 0.2. Table (5.6) shows the recognition results if the increased
threshold value is used in the recognition system for the �rst four experiments. The
table shows that the recognition results do not degrade with this increased threshold.
There are some di�erences with the results in table (5.5) but they do not always di�er
in favour of table (5.5). However, the recognition time does not decrease!

In the �rst experiment the recognition time increases because the last object is
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missed and it takes longer to establish that no more objects can be found as more scene
features remain in the last stage of the recognition. With the second experiment the
recognition time increases because more scene bases have to be tried before the �rst
object is found. Although, the number of hypotheses that have to be veri�ed drops
signi�cantly, this does not outweigh the extra scene bases that have to be tried. The
veri�cation algorithm is very fast. It takes only about 20 ms. to perform veri�cation
while it takes typically 200 ms. to try a scene basis (depending on how many scene
features remain at that stage). Therefore, increasing the threshold does shift more of
the burden from the veri�cation algorithm to the geometric hashing algorithm, but it
neither improves the �nal result nor reduces the recognition time. This does not mean
that the role of the geometric hashing algorithm should be considered less important
because even with the threshold set to 0.2 the number of model-basis combinations
that has to be veri�ed is usually still only 1 percent or less of the total number of
model-basis combinations.

5.3 Faster recognition

In this section we try two ideas to reduce the computation time needed for the recog-
nition. The �rst idea has to do with the basis selection from the scene features. Up
to now the �rst scene basis is formed by the �rst point in the �le that contains the
3-D scene points and the �rst line in the �le that contains the 3-D scene lines. The
following bases are found by �rst changing the line feature and when all line features
have been tried proceeding to the second point feature, etc. The sequence of scene
bases is thus determined by the way the 3-D features are ordered which in turn is
determined by the feature detection and stereo matching and seems be random at
�rst glance.

Since it is very important to select a valid scene basis, that can lead to the detection
of an object as early as possible, it seems a good idea to order the 3-D scene features
by some measure of con�dence in the correctness of a feature. The easiest way to do
this in our case is to order the line features by the overlap in the 3-D space of the
line segments from both images that we used in section 4.2.3 to stereo match the line
features. The larger this overlap (shown in �gure (4.3) on page 57), the more support
there is for the 3-D line from the edge segments in both images. Therefore, we order
the line features in order of decreasing stereo overlap. Furthermore, we change the
order in which the scene features are changed during basis selection. The point feature
from the scene basis will now be changed �rst so that all scene features that involve
the apparently best line feature will be tried �rst.

The �rst part of table (5.7) shows some results with this new way of selecting scene
bases. Unfortunately, the recognition time increases signi�cantly in all cases compared
with the original situation in table (5.5). Although there are only 4 experiments in
table (5.7), the di�erences are too large to ascribe them to bad luck (remember that
chance still plays an important role). Therefore, either our ordering of the line features
is not very successful or the original ordering of point features was not so random.
The latter appears to be the case.
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exp. sorted lines subspace search
cor. mis. false time cor. mis false time

1 4 1 1 4 m. 18 s. 4 1 0 19 m. 53 s.
2 3 2 0 4 m. 6 s. 5 0 0 1 m. 31 s.
3 4 1 1 9 m. 14 s. 3 2 0 17 m. 20 s.
4 2 2 2 24 m. 4 0 0 1 m. 49 s.

Table 5.7: results of two attempts to reduce the recognition time: (a) recognition with
the lines sorted in order of decreasing stereo overlap; (b) recognition with the attention
focused on only a subspace instead of the entire volume. All these experiments were
carried out with hash function 5.

Before stereo matching, the 2-D points are organised in two lists that are ordered
according to the position in the image: from left to right and from top to bottom. The
stereo matching algorithm takes the �rst point on the �rst list and tries to match it to
the �rst point on the second list and then to the second point and so on. Therefore,
the 3-D points will also be more or less organised according to the positions of the
original 2-D points. The �rst 3-D point will originate from two points in the upper
part of the images. In most cases these points are real corner points of an object that
are on the outside of the object's image and that can be reliably detected. These
�rst points on the list are usually not a bad choice for forming the �rst scene bases.
This explanation is supported by some tests on the �rst two experiments with the
original method for basis selection but where the order of the 3-D scene points has
been randomised. Most realisations of the random list resulted in a longer recognition
time than the original list.

The fact that the order in which scene bases are tried is �xed in our system is a
problem. In the case that many scene bases have to be tried before the �rst object is
found, it is quite likely that many scene bases are tried again while searching for the
second object. To �nd the second object the scene basis selection starts from scratch
and if the �rst features on the list have not been removed after the �rst object is
found, those features will be used again to form a basis. This is a waste of time. If
the basis did not result in a match while searching for the �rst object, it will also not
result in a match while searching for the second object. Therefore, it may be better
to select the features that form a scene basis at random as Rigoutsos [Rig92] did.
However, in that case we somehow have to keep a list of which basis combinations
have already been tried to ensure that the algorithm will terminate. Rigoutsos did
not keep list which means that in his case the algorithm does not necessarily end.

The second idea to reduce the computation time is to divide the volume in the
scene that is searched for objects, into overlapping subspaces. The total volume can
be divided into smaller volumes that are at least as big as the largest object. Instead of
examining the entire volume at once we can alternatively search each of the subspaces
independently. This may reduce the computation time because each subspace only
has to consider the features that fall within that subspace. Since the total number
of basis combinations that can be formed from the scene features depends on the
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square of the number of scene features, and because the number of scene features
in each subspace hopefully drops linearly with the number of subspaces, searching
all subspaces successively may be faster than searching the entire space at once. To
prevent that objects are not found because they are located on the border of two
subspaces, the subspaces should be overlapping.

The second part of table (5.7) shows some results with this idea. However, it turns
out that again the result is signi�cantly slower than the original system. Looking at
the complete output that is generated by the subspace search it quickly becomes
clear why this idea does not work. Each of the 3-D features contributes to multiple
subspaces because of the overlap among the subspaces. Since the space is three
dimensional, there also has to be overlap in three directions. Therefore, the total
number of subspaces is much larger than the total volume divided by the volume of
each of the subspaces. Furthermore, each line is part of every subspace that it crosses
and the features are not uniformly distributed over the entire volume. The result of
these e�ects is that there are a large number of subspaces, of which at least a few still
contain quite a considerable fraction of the total number of scene features. Therefore,
the reduction of the number of scene features in every subspace does not outweigh the
fact that multiple subspaces have to be searched. Furthermore, the original system
also has some limited form of selecting a subspace in the sense that the basis point
can never be separated from the basis line by more than 70 mm.

5.4 Conclusions

The addition of line features and a veri�cation step to the recognition system is a
considerable improvement. Not only are the results more reliable but the recognition
is also faster. We can now deal with about 1000 3-D scene features in a reasonable
amount of time (within a few minutes). This means that all scenes that we considered
and that have a dark background can be analysed with an acceptable result (most
objects correctly detected within a few minutes). The scenes with a light, reect-
ing background sometimes pose a problem. Speci�cally if multiple objects are close
together, possibly occluding each other, there are more than 1,500 3-D features gener-
ated from the images. This is usually too much for the present system. However, the
required amount of computation time, and to a lesser extend the recognition results,
are stochastic variables that depend on the selection of basis combinations from the
scene features. Therefore, the results may improve if some better way is found to
select a scene basis.

We have clearly shown that the best way to form a basis under 3-D rigid trans-
formations with both point and line features, is to use one point and one line basis
feature. This combination produces much less possible basis combinations from either
model or scene features than using three points or two lines. The selection of basis
combinations from the scene features deserves more attention. Although the point
features appear to be ordered so that the sequence in which scene bases are formed is
not random and not easily improved upon, the selection of basis combinations from
the scene features is probably still non-optimal. Note that a disadvantage of deter-
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mining a more optimal order of scene basis combinations, is that such a solution is
probably application speci�c. One disadvantage of the present scene basis selection
that can certainly be improved, is the fact that once we start looking for a second
object, the system has forgotten which scene basis combinations have already been
tried while looking for the �rst object.

If the system is to be used for a practical application, the reliability can be in-
creased by improving the veri�cation step. At this moment the veri�cation uses the
very simple backface algorithm to remove hidden lines. This algorithm does not even
correctly remove all lines that are hidden by self occlusion. A better hidden line al-
gorithm, like the one discussed by Ammeraal [Amm86], could improve the reliability
of the veri�cation. The hidden line algorithm could also take into account the ob-
jects that have already been detected. In this way occlusion among objects can also
be modelled. If the improved veri�cation proves computationally expensive, it could
be applied only if the hypothesis passes the present simpler veri�cation procedure
(with the threshold for accepting a match lowered). Improving the veri�cation will
probably also reduce the recognition time. If correct solutions are more likely to pass
veri�cation, the objects will be detected earlier which in turn will quickly reduce the
number of scene features that have to be considered. The speed of the recognition
cannot be increased by forming subspaces or regions of interest because the num-
ber of regions that have to searched is normally too large to be compensated by the
decreased number of features per region.



Chapter 6

2-D hashing

As we have seen in the previous chapters, using 3-D scene features for object recog-
nition allows a direct matching to 3-D object models and an e�cient implementation
of the geometric hashing algorithm. But although the use of 3-D scene data has some
advantages over 2-D solutions, stereo vision also introduces some problems. Firstly,
because of insu�cient (geometric) constraints, the stereo matching algorithm gener-
ates many spurious 3-D features resulting from incorrect stereo matches. And sec-
ondly, a 3-D feature can only be calculated if its projection is visible in both images
and has been correctly detected in both images. Since this is not the case for all
features, some information that is contained in the 2-D features is lost by using only
3-D features.

To evaluate the recognition approach discussed in this thesis, we will compare it to
a 3-D object recognition system that uses a 2-D variant of geometric hashing. Lamdan
et. al. [LW88] discussed the possibilities for such an object recognition system (see
also section 2.1.3). In this chapter an implementation of a system that is based on the
work of Gavrila & Groen [GG92] is discussed. The basic idea of this system is that the
3-D object models are used to calculate 2-D aspect models. These 2-D aspect models
can be directly matched to the 2-D image features using a 2-D geometric hashing
variant.

The 2-D system is implemented using the same scene features, both points and
lines, and the same object models as the recognition system discussed in chapter 4.
We will �rst describe the implementation of the 2-D system and then apply it to some
of the experiments discussed in chapter 5. To see if the advantages of a 3-D approach
outweigh its disadvantages, the results of the 2-D system will be compared to those
of the 3-D system discussed in chapter 5.

6.1 2-D system overview

Figure (6.1) shows an overview of the recognition system based on 2-D scene features.
In comparison with the system of chapter 4, shown in �gure (4.1), the most striking
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Figure 6.1: overview of the recognition system based on 2-D model and scene fea-
tures.

di�erence is that the system of �gure (6.1) uses only one image. The 2-D features from
this image are directly used by the geometric hashing algorithm for recognition. The
2-D features are matched to 2-D aspect models that are derived from the 3-D object
models by projecting them at di�erent viewing angles. If the match between the
image features and one of the aspect model-basis combinations (the 2-D model-basis
combinations) exceeds a certain threshold the geometric hashing algorithm passes the
solution on to the veri�cation algorithm.

The 2-D system does not have a pose estimator. The pose estimator that is
used in the 3-D system is not applicable because it estimates a 3-D pose and we
did not implement a similar estimator for the 2-D transformations. Therefore, the
estimation of the pose of a detected object relies solely on the match between the basis
features from the object model and the basis features from the image. The veri�cation
procedure of the 3-D system can be used almost unchanged in the 2-D system. The
only di�erences with the veri�cation procedure of the 3-D system are that it does
not have to perform a model projection and that it relies on the edge information
from only one image. If the 2-D edge segments from the aspect model are su�ciently
supported by the detected edge pixels in the image, the solution is veri�ed. Since
we consider only rigid objects, i.e. they have �xed size, and because the aspect
model-basis combinations provide information about the viewing angle at which the
aspect model was derived from the 3-D object model, the 2-D match is su�cient to
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reconstruct the 3-D pose of the detected object. Therefore, the �nal result may still
be considered a 3-D scene description.

The obvious disadvantage of the 2-D system is that it discards at least part of the
available 3-D information because the 3-D object models are reduced to 2-D aspect
models. Furthermore, in our experiments with the stereo setup 3-D information is
also available from the scene. This information can not be used directly in the
2-D approach, although the information from the stereo images can still be used
by performing recognition in both images independently and combining the results.
The advantages of the 2-D system compared to the 3-D approach are that it can use
all available 2-D features and it avoids a lot of spurious features because it does not
have to perform stereo matching.

Although the principles of geometric hashing in a 2-D space have already been
discussed in chapter 2, we briey review this and consider hashing with 2-D line
features in the next section. In section 6.3 the generation of 2-D aspect models from
3-D object models will be discussed.

6.2 2-D geometric hashing

In order to recognise 3-D objects from 2-D image features, the 2-D image features
have to be matched to 2-D projections of the 3-D object models. The key point is to
keep the number of projections of the 3-D object models, the aspect models, as small
as possible. All the 2-D aspect models have to be stored as separate models in the
hash array. If more aspect models are needed, the number of hash values in the hash
arrays will increase and the e�ciency of the indexing will decrease (see section 5.1).
Therefore, to align a set of image features to a set of aspect model features, i.e.
matching a scene basis to a model basis, the set of possible transformations should be
chosen such that the image features can be aligned to the projected model features
even if the model features were projected from a (slightly) di�erent viewing angle
than the viewing angle at which the image was taken.

Simple 2-D rigid transformations will not be a good choice in this case. To approx-
imate the transformation of the projection of an object when the object moves in the
3-D space, more complex 2-D transformations are used. For this task we will consider
similarity and a�ne transformations. Geometric hashing with these transformations
has already been discussed in section 2.1.2. 2-D similarity transformations require
two points to form a basis and a�ne transformations require three points. There-
fore, similarity transformations seem to be the better choice as they will produce less
basis combinations than a�ne transformations. However, a�ne transformations may
better describe the transformation of an object's projection and reduce the number
of aspect models that are needed. Projective transformations [Fau93] that describe
the 2-D transformation of a at object in a 3-D space under perspective projection,
might be an even better approximation. But a projective transformation requires 4
2-D points to form a basis and will create too many basis combinations to be practical.

There are two issues about the implementation of 2-D geometric hashing in this
system that were not yet addressed in chapter 2. The �rst issue is the question
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whether there is a smart way to form a basis using a combination of point and
line features. As we have seen in chapters 4 & 5, the best way to form a basis for
3-D rigid transformations is to use a combination of point and line features instead
of using only point features. However, in a 2-D space points and (in�nite) lines are
dual [Tsa94] and comprise exactly the same amount of information: two independent
scalar values. Therefore, the required number of basis features can not be reduced by
using line features in the 2-D case. Since the object models used in our experiments
have 1.5 times more line features then point features (see chapter 5), the minimal
number of basis combinations for each aspect model is achieved by only using the
point features to form a basis. The answer to the question is thus no: the basis
selection can not be improved in the 2-D case by using both point and line features.

The second issue has to do with the weighing function of equation (2.7). This
weighing function is also applied for the 2-D geometric hashing algorithm but the
hash values are now two dimensional vectors. The distance measure is de�ned in the
2-D image domain and is expressed in pixels. The point features are now 2-D image
points and the distance between a model point and a scene point can be expressed in
pixels. The only complication for point features is the fact that both the similarity
and the a�ne transformation change the metric of space. As discussed in section 2.2.3,
we have to correct for this by using the distance measure de�ned in equation (2.10).
For similarity transformations this just amounts to multiplying the distance of the
transformed points by the distance between the two basis points, or alternatively
dividing the standard deviation, �, in equation (2.7) by the distance between the
basis points. For a�ne transformations the result is slightly more complex because
the non diagonal, a�ne transformation matrix A of equation (2.2), de�ned by the
scene basis, is substituted in equation (2.10).

Although less obvious, essentially nothing changes for line features either. The
line features can still be modelled by a support vector, being the point on the line
that is closest to the origin of the coordinate system, and a direction vector with
unit length as given in equation (4.2) (note that for 2-D lines the direction vector is
completely de�ned by the support vector). The distance measure for line features is
again de�ned as the closest distance from the model line segment to the in�nite image
line, averaged over the model line segment, which is now also expressed in pixels. For
similarity transformations this distance measure is still given by equation (4.4) if the
result is multiplied by the distance between the image basis features, as with the
distance measure for point features.

For a�ne transformations, the correction for the metric of space results in a more
complicated expression. The squared distance measure, �2~x, obtained by evaluating
the expression in equation (4.3) for this case, is given by

�2~x = k~x00 � ~sk2c �
�
~vT � (~x00 � ~s)

�2
c

k~vk2c
+

(�e � �b)
2

12
� k~v0k2c �

�
1� (~vT � ~v0)2c

k~vkck~v0kc

�
: (6.1)

Like in equation (4.4), the vectors with a prime refer to the model line segment and
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Figure 6.2: deriving aspect models from a 3-D object model. On the left a 3-D model
of a cube is shown with an attached object coordinate system that has its origin at the
centre of the cube. Within this coordinate system the de�nition of the viewing angles
� and � is shown. On the right three aspect models, at di�erent viewing angles, from
the cube are depicted.

the vectors without a prime to the image line. The vectors ~s and ~v are respectively
the support and direction vector of a line, the vector ~x00 is the mid point of the model
line segment and the scalars �b and �e are the run length parameters of the begin
and end point of the model line segment. The subscript 'c' on the inner products
and the norms indicates that these inner products and norms should be calculated
with a correction for the metric of space as discussed in section 2.2.3. Although
expression (6.1) looks quite di�erent from expression (4.4), the only di�erences have
to do with this correction for the metric of space. The result becomes a little more
complex because the direction vectors do not have unity length using the corrected
norm and because the corrected inner product between the direction vector and the
support vector of a line is not zero. These restraints only apply for the normal, not
the corrected, norm and inner product.

With these extensions the geometric hashing algorithm for 2-D similarity and
a�ne transformations, as discussed in chapter 2, can be applied to experiments that
consider both point and line features.

6.3 Generating 2-D aspect models

The �rst step in building the hash arrays (one for point features and one for line fea-
tures) for the 2-D system is to derive 2-D aspect models from the 3-D object models.
Deriving an aspect model means calculating the projection of a 3-D object at a cer-
tain viewing angle (see �gure(6.2)) and removing the hidden lines and points. From a
certain viewpoint, speci�ed by the projection angles � and � given with respect to the
object coordinate system, a perspective projection is calculated. The focal distance
of the projection is not relevant because the size of the projected object will be scaled
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out by either the similarity or the a�ne transformation in the geometric hashing algo-
rithm. The distance between the object and the pinhole of the projection is relevant.
This distance is set at 10 times the average distance of the object's corner points to
the centre of gravity from those points. This puts the pinhole far enough from the
object to minimise the e�ect of di�erences in the distance from the di�erent objects
to the pinhole (i.e. di�erences in depth) and results in a distance that is comparable
to the distance between the objects and the camera in the experiments.

The hidden lines and points are removed with an algorithm called HIDLINPIX
that is described by Ammeraal [Amm86] and was also used by Gavrila and Groen
[GG92]. This algorithm is particularly suitable because it is vector based and not
pixel based. Therefore, the result of the projection is a set of 2-D features and not an
image. The algorithm is originally a hidden line algorithm that we also use to remove
hidden points (the changes that have to be made to use the algorithm for points are
fairly straightforward). The algorithm uses the surfaces of the 3-D object models to
determine which lines are hidden by one of these surfaces. Therefore, the existing
object models have to be extended with this information about the surfaces of the
object. The algorithm is much more complex than the backface algorithm that we
used to remove hidden lines in the veri�cation procedure of the 3-D system, and it
uses more computation time. But the results are also much better. All hidden lines
and points are correctly removed, even if the object is not convex and lines that are
partially occluded are partially removed. Since the algorithm is only used for the
preprocessing stage in this case, the increased complexity and computation time are
not a problem.

Since there are in�nitely many views, or combinations of viewing angles (�; �),
we have to determine which views have to be stored in the hash arrays as separate
aspect models to adequately represent all views. This is determined in a recursive
manner as described in the paper by Gavrila and Groen [GG92]. The viewing sphere,
an imaginary sphere around the object with each point on the sphere representing a
particular view, is tessellated by selecting a �nite number of values for � and �. To
approximately generate a uniform grid of projection points on the viewing sphere,
the number of values for � at each value of �, is increased proportionally to the sine
of �. If a �xed set of values for � and � were chosen, a relative large number of
projections would be calculated from the poles of the viewing sphere (i.e. at � = 0�

or � = 90�). To exploit the 3-D symmetries of the objects and reduce the number
of aspect model-basis combinations, only a part of the viewing sphere is considered.
For example with the cube model in �gure (6.2), only values for � and � between 0
and 90 degrees are considered. All other views will generate a projection that can be
transformed, by a 2-D rigid transformation, into a projection from an angle within
this restricted part of the viewing sphere. The projections at the selected angles form
an initial grid on the viewing sphere and the associated aspect models are stored in
the hash arrays.

The initial grid is checked to see if it su�ces to represent all possible views. For
this purpose, we generate projections of the object from viewing angles that are half
way between the viewing angles corresponding to the aspect models stored in the
hash arrays. These projections, a set of 2-D \image" points and lines, are used as
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scene input for the geometric hashing algorithm with the current hash arrays. If
the projections generate a su�ciently high vote for the aspect models surrounding
these projections, the aspect models are assumed to adequately represent all possible
views in that area of the viewing sphere. If one of the projections does not generate
adequate votes, the grid on the viewing sphere is locally re�ned by adding 4 extra
aspect models. The exact requirements for passing this veri�cation will be discussed
in section 6.4.1. The re�ned grid is checked and re�ned again if necessary with a
maximum of 3 recursive re�nements. In this manner the grid on the viewing sphere
is adapted where necessary and the appropriate aspect models are stored in the hash
arrays.

6.4 Application

Building the 2-D hash arrays from the 3-D object models is not a trivial task. Check-
ing if the present set of aspect models su�ces involves some adjustable parameters.
Furthermore, we experienced a lot of problems while building the hash arrays. There-
fore, both the preprocessing stage, building the hash arrays, and the recognition stage
are discussed here.

6.4.1 Building the hash arrays

During the �rst attempt to build the 2-D hash arrays, the similarity transform is
used as hash function in accordance with the paper by Gavrila and Groen [GG92].
We started with an initial grid on the viewing sphere with viewing angles 15 degrees
apart. A part of the grid is considered veri�ed if, for each test projection, 50% of all
possible basis combinations from the scene features in the test projection result in a
su�cient vote for a nearby aspect model. A vote is considered su�cient if it is at least
one half of the maximum vote and an aspect model is nearby if it is within 25 degrees.
These values are comparable to the values used by Gavrila and Groen. For the width
of the voting function, �, in equation (2.7), we use 10 pixels for point features and
7 pixels for line features. These values are selected based on the accuracy of the
feature detection in the images but can be considered as fairly large (the recognition
algorithm uses smaller values). This should make it relatively easy for a part of the
grid to pass the grid veri�cation.

The building of the hash arrays starts with the �rst model: the cube. The cube
model initially generates 24 aspect models. However, after re�ning the grid a total
of 262 aspect models from the 3-D cube model are stored in the hash arrays. This
number is of the same order as reported by Gavrila and Groen. They had 6 di�erent
3-D object models that each generated between 192 and 611 aspect models. In our
situation these 262 aspect models generate 9,503 di�erent model-basis combinations.
At this moment the application uses about 50MB of memory on the Ultra Sparc
machine. When we try to add the second object, the hexagon, to the hash arrays, the
computer runs out of its 128MB memory. At this point the computer starts swapping
the hash arrays to disk and the performance of the geometric hashing algorithm
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object number of aspect models number of bases
cube 40 1,423

hexagon 35 2,503
wedge 40 794
star 10 1,212

pentagon 39 2,000
trapezium 24 834

Table 6.1: the number of basis combinations in the 2-D hash arrays. The 2-D hash
arrays are generated with the similarity transformation and the reduced restrictions
for checking the viewing grid. For each object model the number of aspect models and
total number of model-basis combinations are listed.

breaks down. The geometric hashing algorithm accesses the hash arrays randomly
and not only parts of the hash arrays are used. Therefore, the arrays have to be
completely loaded in the main memory of the computer if the algorithm is to be
e�cient. Gavrila and Groen only used points that are connected by an edge to form
a basis. This reduces the number of possible basis combinations and the memory
problems.

In an attempt to solve this problem in our situation, a�ne transformations are
used to build the hash arrays. With a�ne transformations the cube model again
initially generates 24 views but there are no re�nements of the viewing grid. It is not
useful to start with less views because when the number of initial views is reduced,
the viewing grid is re�ned indicating that these 24 views are close to the minimum
number of views. However, with a�ne transformations 3 features are needed to form
a basis compared to only two for similarity transformations. Therefore, the total
number of model-basis combinations for the cube is still 2,405. The hexagon model
adds 15 views with 3,942 model-basis combinations. The result is that, although
the a�ne transformation generates less model-basis combinations than the similarity
transformation does, there are still too many model-basis combinations to build hash
arrays containing all 6 object models that can be loaded into the main memory.

As a test the hash arrays containing the two object models were used to perform
\recognition" on a set of features obtained by projecting one of the models. During
these simulations we noted that di�erent aspect model-basis combinations received
exactly the same vote indicating that object symmetries are still causing di�erent
aspect model-basis combinations to generate exactly the same set of model features.
To solve this problem, the restriction that, while testing the grid a valid aspect model
should be nearby (within 25 degrees) of the test view, is dropped. If a test projection
generates a su�cient vote for any of the aspect models of the correct 3-D model, it
counts regardless of the question if the aspect model resulted from a nearby view
or not. With this restriction removed, we try again to build the hash arrays using
the similarity transformation. Now the cube model generates a total of 3,307 basis
combinations and the hexagon model 11,197, which can be stored in about 30MB of
memory. But it is still impossible to store all objects models. Actually, this result is
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hash array number of maximum number
hash values of hash values

2-D points (similarity transformations) 60,720 142
3-D points (hash function 5) 3,136 72
2-D lines (similarity transformations) 100,182 4,722
3-D lines (hash function 5) 4,832 291

Table 6.2: properties of the 2-D and 3-D hash arrays. Listed are the total number of
hash values in the hash arrays and the maximum number of hash values that occurs
within one bin.

worse than the previous attempt with a�ne transformations.
To �nally overcome these problems, the restrictions on the veri�cation of the

viewing grid are further relieved. For each test projection, 50% of all possible basis-
combinations have to generate a vote for one of the basis combinations of a correct
aspect model that is at least 20% of the maximum vote (reduced from the original
50% of the maximum vote). The width of the voting functions, �, is reduced to
5 pixels for point features and 3 pixels for lines features. These values correspond to
the parameter settings that will be used for the object recognition from real images.
With these parameter settings all object models can be stored in the hash arrays.
Table (6.1) lists the number of aspect models and the total number of model-basis
combinations that are generated for each of the 3-D object models. Even with these
parameter settings each of the 3-D object models generates many more model-basis
combinations than in the 3-D system (see table (5.2)). This was to be expected
because each of the 3-D models generates multiple 2-D aspect models.

6.4.2 Comparing the 2-D and 3-D hash arrays

The most fundamental di�erence between the geometric hashing algorithms is that
the 2-D system uses a 2-D hash array whereas the 3-D system uses a 3-D hash array.
In principle the added dimension of the hash array in the 3-D system makes the
indexing more e�cient. Using a 3-D vector as hash value provides more information
than a 2-D vector, making the index more discriminating. Furthermore, with the
2-D system, the bin size has to be relatively larger. For 3-D rigid transformations the
required bin size is directly determined by the width of the voting function. With
2-D similarity transformations, the width of the voting function is not su�cient to
determine the bin size. The distance of the basis points in the image is also important
for this. The bin size with 2-D similarity transformations is determined by the width
of the voting functions divided by the minimal distance between the basis points in
the image. But if the actual distance between the basis points is larger than the
minimum distance, the bin size is too large and the indexing is non-optimal.

In practice these e�ects are complicated by the other factors. The 2-D system
uses many 2-D aspect models, while for the 3-D system only a few 3-D models su�ce.
Therefore, as shown in table (6.2), the 3-D hash arrays contain less hash values than
the 2-D arrays and also the maximum number of hash values in one bin is smaller
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a b

Figure 6.3: object recognition results with similarity transformations for experi-
ment 3, (a) shows the result for the left image and (b) for the right image.

in the 3-D case. This means that the 3-D hash arrays are more e�ective than the
2-D hash arrays, i.e. they will return less model hash values for every access, but this
is mainly caused by the fact that the 3-D hash arrays contain less hash values.

The maximum number of hash values is determined by another e�ect. As we have
seen in chapter 5 (�gure (5.1)), the maximum number of hash values occurs normally
around the origin or close to one of the basis features. For the point features in the
3-D hash array, this maximum occurs at the basis line because this model line will
have a begin and an end point that also appear as point features (see section 5.1).
In the 2-D geometric hashing system only point features are used to form a basis.
Therefore, with the 2-D point features such a problem does not occur resulting in a
relatively low maximum number of hash values (142 out of 60,720). But placing the
two basis points on the x-axis makes it very likely that a model line runs along the
x-axis through the origin. Thus with lines, the maximum number of hash values for
the 2-D hash array is high (4,722 out of 100,182).

6.4.3 Recognising the objects

The 2-D system is tested on the same scenes as those used in chapter 5 to test the
3-D system. The experiments are listed in table (5.4) in chapter 5. The feature
detection from the images is also exactly the same. The 2-D features that were used
in the experiments of chapter 5 to perform stereo matching, are now used as input
for the 2-D recognition system. To reduce the number of possible basis combinations
from the image points, the distance between the two basis points has to be between
40 and 200 pixels (we will return to this point in a moment). The width of the
voting function is set to 5 pixels for point features and 3 pixels for line features and
a match is passed to the veri�cation procedure by the geometric hashing algorithm,
if it achieves at least 20% of the maximum vote. These parameter settings were
determined empirically.

For a fair comparison the veri�cation procedure is used with exactly the same
parameter settings as in the 3-D system. A solution is veri�ed if 40% of its edges is
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exp. number number cor. mis. false comp.
number of points of lines time
3 left 82 46 3 2 6 1 m. 5 s.
3 right 91 43 1 4 6 2 m. 24 s.
7 left 75 41 1 3 6 1 m. 23 s.
7 right 70 38 0 4 10 1 m. 14 s.
9 left 176 46 0 4 14 9 m. 42 s.
9 right 167 55 2 2 10 11 m. 22 s.

Table 6.3: results of the 2-D recognition system with similarity transformations.
Listed are the di�erent experiments with their corresponding number of 2-D points and
lines. For each of the experiments the number of correctly detected objects (cor.), the
number of missed objects (mis.), the number of false alarms (false) and the recognition
time in minutes (m.) and seconds (s.) is given.

con�rmed by corresponding edge pixels in the image. These edge pixels may not be
further than 4 pixels from the model edge and the gradient direction at that point in
the image should agree with the model edge direction to within about 10 degrees (or
0.2 radians to be exact). The only di�erence is of course that with the 2-D system
there is only one image involved in the veri�cation.

Figure (6.3) shows the recognition results for the left and right image of experi-
ment 3. An overview of the results from these images and a few others is given in
table (6.3). Beside the few correct matches in the images of �gure (6.3), the most
striking fact is that there are a large number of spurious detections, or false alarms.
There are much more spurious detections than with the 3-D system. Quite a few
of these spurious detections involve what might be called degenerate views. These
degenerate views are projections of a 3-D object along one of its symmetry axes with
(nearly) only one 2-D surface of the object visible. Furthermore, most of the spurious
detections do not have the same size as the real objects in the scene. In most cases
the spurious detections are smaller than the real objects.

These problems are inherent to the 2-D system and are the result of the fact
that 3-D information is no longer available. The problem of the degenerate views is
caused by the fact that the matching process takes place in the 2-D space and that the
solution is checked with only one image. The degenerate views represent very simple
aspect models, involving only a few 2-D features that are very likely to be matched to
spurious image features. The more complex the model, the less likely this problem is
to occur. With matching in a 3-D space the problem does not occur at all because in
that case there are no degenerate views but only entire 3-D models. Furthermore, in
the 3-D system such a solution would have been rejected by the veri�cation procedure
because it is checked with both stereo images and the 3-D solution can (normally)
have a degenerate projection in only one of the images. The veri�cation procedure in
the 2-D system fails to reject these solutions because it can use only one image.

The spurious detections that have a wrong size are the result of using similarity
transformations that allow scaling. The size of the aspect model in the image is deter-
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a b

Figure 6.4: object recognition results for the right image from experiment 9 with
similarity transformations (a) and the right image from experiment 3 using a�ne
transformations (b).

mined by the distance between the two basis points in the image. In our experiments
this distance is at least 40 pixels, determining the minimum size of the projections,
and at most 200 pixels, �xing the maximum size. From the images it may appear
that the minimum distance is set too small because a lot of the spurious solutions
are clearly too small. However, the distance between some of the corner points of the
star object for example, is even less than 40 pixels. Therefore, making the minimum
distance larger would also exclude useful basis-combinations.

Figure (6.4a) shows the result for a more complicated scene with a light, reecting
background. These type of scenes generate more 2-D features, speci�cally 2-D points,
and thus take longer to process. In the case of the image in �gure (6.4a) it took about
11 minutes to calculate the recognition result. With the 2-D recognition system the
shadows in these type of images become a serious problem. Since the size of the
objects is partially unknown it is easy to incorrectly match object models to the
edges caused by shadows. In �gure (6.4a) there are three solutions that are almost
completely matched to edges resulting from shadows.

Part of these problems can be resolved by combining the results from the left
and right image. If the results from �gure (6.3) are combined we can easily deduce
that the star object is correct. Furthermore, if the 2-D solutions are reconstructed
to a 3-D scene description by using the information from the camera calibration and
from the aspect models, the solutions can be projected onto the other image and
checked. In this manner the correct solutions from the hexagon and the pentagon
would probably verify as correct in both images while the other, incorrect solutions
would not. But during the recognition with the 2-D system the incorrect solutions
will prevent the correct solutions from being found because based on the incorrect
solutions 2-D features are removed from the set of image features. Therefore, if these
problems are to be completely eliminated, at least the veri�cation procedure of the
2-D system should check the hypotheses using both stereo images.

We have also tried the 2-D system with a�ne transformations. The hash arrays
for the a�ne transformations contain much less features than for the similarity trans-
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formations because far less aspect models have to be stored. Figure (6.4b) shows the
recognition result for the right image of experiment 3 using a�ne transformations. It
took almost 8 hours on the Ultra Sparc-I to calculate this result. The reason for this
excessive amount of computation time is the fact that the a�ne transformations use
three points to form a basis. This dramatically increases the number of possible basis
combinations from the image points compared to similarity transformations that use
only two points. Although the hash arrays contain less features, the evaluation of each
image basis is not faster than with similarity transformations because the evaluations
of the voting functions are more expensive due to the correction for the deformation
of space caused by the a�ne transformations.

As �gure (6.4b) clearly shows the results with a�ne transformations are terrible.
In this image 12 objects are detected and none of them is really correct. The extra
freedom that a�ne transformations create to deform an aspect model compared to
similarity transformations, aggravates the problem of spurious matches. The a�ne
transformations allow all kind of 2-D poses that could not possibly have been created
by projecting the 3-D models. A good example of this in �gure (6.4b) is the match of
the star object. This match involves the aspect model derived from the top view of
the 3-D model in which only one 2-D surface, the top surface of the object, is visible.
This 2-D surface has been correctly matched to the image but the other parts of the
object, that are also visible given the viewpoint at which the image has been taken,
have been ignored.

6.5 Conclusions

Considering the results of the recognition and the computing time that is needed to
achieve those results, it is clear that at least for experiments discussed in this thesis,
the 3-D recognition system holds the advantage over the 2-D recognition system. The
results from the 3-D system are better (more objects correctly detected and less spu-
rious matches) and the computing times are comparable. Another small disadvantage
of the 2-D system is that building the hash arrays takes several hours compared to
only a few minutes for the 3-D system. However, this is not very important as it has
to be done only once.

The advantage of the 2-D system is that it has to consider far less image or scene
features than the 3-D system. For example in case of the left image from experi-
ment 3, there are 82 2-D points and 46 2-D lines. The 3-D system has to consider
155 3-D points and 430 3-D lines for this scene. This makes the 2-D system compara-
ble in recognition speed to the 3-D system. It takes longer to try one scene or image
basis in the 2-D system as each access into the hash arrays returns more model fea-
tures, but there are less scene bases that have to tried as there are less scene features.
The disadvantage of the 2-D system are the numerous spurious matches. The loss
of 3-D information causes much more incorrect solutions. These incorrect solutions
also hamper the detection of the real objects. In case of a�ne transformations this
problem is aggravated by the fact that a�ne transformations allow too much freedom
in deforming an aspect model. Some of the deformations that arise could not possibly
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have been the result of a perspective projection.



Chapter 7

Conclusions &

Recommendations

7.1 Conclusions

stereo vision and geometric hashing

In this thesis we have developed an object recognition system based on a combination
of stereo vision and geometric hashing. The combination of geometric hashing and
stereo vision enables the recognition of 3-D objects in a relatively simple manner.
The recognition system relies on local features which permits recognition even when
the objects are partially occluded. The 3-D implementation of the geometric hashing
algorithm can deal with a large number of scene features without making application
speci�c assumptions (like for example a grouping algorithm does). This allows a
\sloppy" stereo matching of the 2-D features (see chapter 3). The large number of
3-D features that are generated in this way can be analysed in an e�cient manner.
This approach makes the stereo matching process top-down because the major part
of the solution of the correspondence problem is postponed to the model matching
stage. Any combination of 2-D features from the left and right image that meets
the geometric constraints is accepted as a stereo pair. The �nal separation between
correct and incorrect stereo matches is made when a 3-D object model is matched to
a subset of the 3-D scene features.

experimental results

Experiments show that the recognition system is able to �nd the objects even when
they are partially occluded or when the images are taken with non optimal illumi-
nation conditions. Scenes that generate up to one thousand 3-D features can be
analysed with a success rate of about 77%. This is a serious improvement over the
38% that were correctly detected by Hoogeveen [HK95a] with the same objects un-
der similar conditions (see chapter 5). The new 3-D approach also yields better re-
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sults than a 2-D geometric hashing algorithm (see chapter 6). The loss of part of
the 3-D information in the 2-D system results in many spurious solutions that do
not occur with the 3-D system. Especially if a�ne transformations are used in the
geometric hashing algorithm, the 2-D transformations allow too much freedom for de-
forming the object models, which is not supported by the imaging process and results
in incorrect solutions. The 3-D system can process scenes that generate up to 1,000
3-D features within a reasonable amount of time on the Ultra Sparc, i.e. within a few
minutes at most. For a lot of applications this may not be real time, certainly not
if the algorithm is slowed down because more models are added to the hash arrays.
However, the geometric hashing algorithm can easily be implemented on a parallel
machine [Rig92, WPKK94], signi�cantly reducing the time that is needed to perform
the recognition.

weighted voting

To extent the geometric hashing algorithm with a weighted voting scheme, we have
considered a Bayesian interpretation of geometric hashing (see chapter 2). Although
this Bayesian interpretation provides a theoretical foundation for a weighted voting
scheme, the mathematical results are very complex. Furthermore, the complexity of
the results makes it hard to accept them in view of the unlikely assumptions that
are made about the noise in the scene features and about the distribution of spurious
features. Therefore, we have chosen to use a much simpler Gaussian weighing function
that uses a geometric distance measure between the detected scene feature and the
model feature. The votes from the di�erent features of an object model are added to
give the total vote for that object model. Simulations show that a reasonable way to
correct for the di�erent number of features that each object model comprises, is to
divide the total vote for each model-basis combination by its number of hash values in
the hash array, i.e. its number of model features minus the number of basis features.

line features

To increase the model information from each object, line features are added to the
point features. These line features do not only provide extra model information but
also make the indexing process more e�cient. Whereas three 3-D points are needed
to form a basis for 3-D rigid transformations, one 3-D point and one 3-D line also
su�ce (see chapter 4). This reduces the number of possible basis combinations both
from the model features and from the scene features. The only disadvantage of line
features is that there are less geometric constraints for stereo matching lines. Thus a
small number of 2-D lines from the images can result in a relatively large number of
3-D lines. Contrary to an approach for geometric hashing with 2-D lines discussed in
the literature [Tsa96], we have chosen to use a geometric distance measure, instead
of using line parameters to compare model and scene lines. An advantage of this geo-
metric distance measure is that it takes into account the fact that only line segments
are relevant to the comparison and not in�nite lines.



7.2 Recommendations 103

7.2 Recommendations

Below �ve suggestions for further improvements are made. The �rst four suggestions
consider possible improvements of the recognition system discussed in this thesis.
The �fth suggestion discusses a di�erent approach to recognising 3-D objects with
geometric hashing. This approach could be used as an alternative to the approach
discussed in this thesis, but it could also be used as an addition.

1. The recognition results can be improved by using a better veri�cation algo-
rithm. As discussed in section 5.4 improving the veri�cation procedure will not
only increase the reliability of the results but may also speed-up the algorithm.
With the current implementation correct hypotheses are probably rejected by
the veri�cation procedure in some cases. This slows down the recognition pro-
cess because more basis combinations from the scene features have to be tried.
The veri�cation can be improved by using a better projection model to calculate
the expected projection of the object models onto the image planes. At present,
this projection uses the backface algorithm to remove hidden lines. This algo-
rithm should be replaced by, for example, the hidden line algorithm described
by Ammeraal [Amm86] that is also used to calculate the 2-D aspect models in
chapter 6. This algorithm achieves better results in removing hidden lines but
takes more computing time. If the veri�cation procedure becomes computa-
tionally too expensive in this way, it can be applied in a layered fashion. If a
hypothesis passes the present, simple veri�cation procedure (with the threshold
for accepting the hypothesis lowered), it can be passed to the more complex
veri�cation procedure.

2. The veri�cation algorithm can also be extended to take occlusion among objects
into account. Once an object has been detected, the projection for the veri�ca-
tion of other objects should also consider occlusion by the �rst object. In this
way the veri�cation algorithm can use the knowledge about all the objects that
have been detected so far.

3. To recognise di�erent kind of objects (i.e. non polyhedrons), the set of features
will have to be extended. One of the most obvious additions at this stage are
curved lines. This could for example be achieved by extending the Hough trans-
form that is now used to detect straight lines in the images, to include second
order 2-D curves. These curves can be stereo matched to form 3-D curved lines.
But this will be considerably more di�cult than straight lines. Another possi-
bility would be to add surface segments as model features. However, a problem
with surfaces is that they are almost impossible to stereo match. Furthermore,
surface features are not really local features in the sense that they can span
quite a large number of pixels in the images. Note that there is also at least one
object that can never be detected by this recognition system because it has no
local geometric features: a sphere.

4. A problem that is not really solved yet is the selection of basis combinations
from the scene features. As discussed in chapter 5 the speed of the recognition
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can be increased if the large number of possible basis combinations from the
scene features is tried in a smart order. Although our �rst attempts to achieve
this speed-up did not succeed, the issue still deserves more attention. However,
this problem should be considered with care. The \smart" selection of basis
features from the scene may result in a solution that is very much dependent on
the application at hand. In this way application speci�c knowledge is hidden
in the system, something that we were explicitly trying to avoid. One problem
with the current implementation that can certainly be solved is the fact that the
system forgets which scene basis combinations have already been tried, when it
starts looking for a second object (see section 5.3).

5. An interesting alternative to the 3-D geometric hashing algorithm discussed
in this thesis, is a 2-D to 3-D hash function. As discussed in sections 2.1.3
and 2.1.4, the 2-D image features can be matched directly to the 3-D model
features. Huttenlocher and Ullman [HU88] did this in their alignment algo-
rithm and Lamdan and Wolfson [LW88] have even suggested a geometric hash-
ing algorithm that performs 2-D to 3-D indexing. Jacobs has also written some
interesting papers on the idea of 2-D to 3-D indexing [Jac96, Jac97]. The prob-
lem with the solution of Lamdan and Wolfson, discussed in section 2.1.3, is that
four 2-D points are needed to form a basis for the a�ne-like approximation of
the transformation that describes the imaging process. A basis consisting of
four features would create too many possible basis combinations in most situ-
ations. However, with a pinhole camera model and a calibrated camera setup,
only the 3-D pose of the objects with respect to the camera is unknown. This
3-D pose is described by 6 parameters and thus a correspondence between three
2-D image points and three 3-D model points su�ces to �x the transforma-
tion. The question whether this idea can be expressed in the form of a 2-D to
3-D hash function that requires only 3 basis points, needs additional research.
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Appendix A

Derivation of Rigoutsos'

results

In this appendix some of the results in the PhD-thesis of Rigoutsos [Rig92] discussed
in chapter 2 are derived. The goal is to determine which recognition solution, i.e.
which model-basis combination in the hash array, is most likely given a set of scene
features. Rigoutsos starts with the a-posteriori probability, P ((m;�m; �s)j�), that
a model m is present in the scene with model basis �m matching scene basis �s
given the set of hash values � (in this case the non-discretised, transformed position
vectors) from the scene features. Using Bayes' theorem [Pap65] this probability may
be written as

P ((m;�m; �s)j�) = P ((m;�m; �s))

P (�)
� P (�j(m;�m; �s)): (A.1)

To separate the evidence of the di�erent features in the set �, conditional inde-
pendence is assumed: given the presence of a model with a particular basis matching
(thus with a �xed pose), the probability of the presence of a certain hash value (or fea-
ture) is assumed to be independent of the presence of other hash values (or features).
With this assumption the a-posteriori probability can be expressed as

P ((m;�m; �s)j�) =

0
@ 1

P (�)
�
Y
~dj2�

P (~dj)

1
A � P ((m;�m; �s)) �

Y
~dj2�

P (~dj j(m;�m; �s))

P (~dj)
; (A.2)

where the vectors ~dj represent the di�erent hash values in the set �.
We want to �nd the most likely solution given the set of hash values. Therefore,

the goal is to maximise equation (A.2) over all possible model-basis combinations.
However, maximising equation (A.2) is equivalent to maximising the logarithm of
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equation (A.2). This will replace the multiplication by a summation. Furthermore,
we are not interested in the constant terms and thus we can dismiss the terms dealing
with P (�), P (~dj) and P ((m;�m; �s)) (assuming that the a-priori probabilities of all
model-basis combinations are equal). This leaves

log(P ((m;�m; �s)j�)) /
X
~dj2�

log

 
P (~dj j(m;�m; �s))

P (~dj)

!
: (A.3)

The body of expression (A.3) is formed by the quotient of two probabilities and
can be replaced by the quotient of the appropriate probability density functions.
The term P (~dj) in the denominator represents the probability of a particular hash
value without prior knowledge. This probability is replaced by the \background"
distribution of hash values due to spurious scene points, f~d(

~dj). This distribution
represents the hash values that result from the scene features that do not belong to
the object of model m and are thus considered spurious. The term in the numerator
represent the probability of a particular hash value with the prior knowledge that the
model m is present in the scene in a pose de�ned by the basis transformation between
�m and �s. This probability can be replaced with a probability density function that
consists of two parts. The �rst part is the \background" distribution caused by the
spurious features, f~d(

~dj). The second part is caused by the presence of model features
at the known places (described by the object model). This part of the distribution
consists of a summation of a set of distribution functions, g(~x), centred around each
of the model hash values. This distribution function is not a delta function because
the expected noise in the image features disturbs the resulting hash values. Using
these distribution functions, expression (A.3) can replaced with

log(P ((m;�m; �s)j�)) /
X
~dj2�

log

0
@�1 + �2 �

X
~ki2�

g(~dj � ~ki)

f~d(
~dj)

1
A ; (A.4)

with � the set of hash values resulting from the model-basis combination (m;�m),
and �1 and �2 constants that depend on the number of scene and model features.
The constant �1 is not equal to one because the assumption of the presence of a model
object in the scene will lower the probability density function for the random hash
values. Assuming that some of the hash values from the scene features are the result
of features that belong to the object of model m, reduces the number of spurious hash
values. But if the total number of hash values is large compared to the number of
hash values that are expected to be the result of the object of model m, �1 will be
close to one.

Rigoutsos considers two cases. In the �rst case, denoted as exact matching (see
�gure (2.5) on page 25), it is assumed that the basis features from the scene are
unperturbed. In that case the basis features from the scene are assumed to exactly
match the basis features from the model and the noise in the hash values from the
scene is only caused by the noise in the transformed features. In the second case,
approximate matching, all features that are used to form a hash value are assumed
to be noisy. In this case the basis features from the scene are only assumed to
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approximately match the basis features from the model (within the boundaries de�ned
by the expected amount of noise). But the perturbations of the hash values caused
by the basis features are assumed to be uncorrelated for the di�erent hash values,
i.e. it is (incorrectly) assumed that the realisation of the noise in the basis features is
di�erent for every hash value.

exact matching

Exact matching assumes that the transformation de�ned by the basis features is noise
free, all noise in a hash value is caused by the noise in one image feature. Rigoutsos
assumes that the noise in an image feature can be modelled by a Gaussian distribution
function with a standard deviation � which is the same for all features. Thus the
probability density for the distribution of image features caused by the presence of a
certain object is given by a set of Gaussian distributions centred around the positions
given by the model. The hash values are a function of these image features, therefore
their distribution functions can be derived in the familiar manner [Pap65]. As an
example we will consider the 2-D a�ne transformation from equation (2.2). In this
case the hash value is a linear function of the image feature which has a Gaussian
distribution. Therefore, the distribution function of the hash value is given by another
Gaussian function centred around the model hash value and with a covariance matrix
given by

� = �2
�
AAT

�
; (A.5)

where � is the standard deviation of the Gaussian function that describes the per-
turbation of the image feature, and A is the transformation matrix. Note that the
coordinate transformation is de�ned by the basis features from the scene. Therefore,
the matrix A depends on these basis features.

Rigoutsos assumes a uniform background distribution (of spurious features) in this
case. Therefore, assuming that there are S scene features, randomly distributed over
an area of size R, the probability density function for the distribution of spurious
hash values for a 2-D a�ne transformation is given by

f~d(
~dj) =

S � 3

j det(A)j � R: (A.6)

Remember that if there are S scene features, there will be S � 3 hash values because
three features are used to form a basis. Substituting this into equation (A.4), the
vote for a model-basis combination should be

S�3X
j=1

log

�
1� �(M � 3)

S � 3
+

M�3X
i=1

� � R
2�(S � 3)�2

� exp
 
� (~dj � ~ki)

T��1(~dj � ~ki)

2

!#
; (A.7)

with M the number of model features and � the estimated fraction of the model fea-
tures that will be correctly detected from the image. For a more thorough derivation
of this formula the reader is referred to Rigoutsos' PhD-thesis [Rig92].
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approximate matching

With the approximate matching hypothesis the noise in the basis features is taken into
account when the noise in the hash values is calculated. For 2-D a�ne transformations
this means that the hash value is regarded as a function of 4 random vectors (3 basis
features and one transformed feature). The assumption is that all 4 vectors have a
Gaussian distribution centred around the value described by the model with an equal
standard deviation. Unfortunately, the hash value is a non-linear function of these
random vectors. To avoid this problem, a �rst order linear approximation is used so
that the approximated distribution of the hash value is still described by a Gaussian
function.

For the background distribution of random hash values, Rigoutsos suggests to use
a general expression in this case that is independent of the choice of basis features.
The random features are assumed to be distributed according to a simple distribution
(e.g. a Gaussian distribution centred around the origin). Since the random hash
values are a function of 3 or 4 random features, their distribution can be derived from
the distribution of random features and the transformation function. The resulting
voting functions for approximate matching are rather complex. The interested reader
is referred to either the PhD-thesis [Rig92] or to a paper by Rigoutsos and Hummel
[RH95].
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Support vector distance

In this appendix we investigate the relation between the Euclidean distance between
the support vectors of two 3-D lines and the distance de�ned in equation (4.5) in
chapter 4. The Euclidean distance is used in the indexing process and the other
distance is used to determine a weighted vote for the match between a model line
segment and a scene line. A problem with indexing arises if the Euclidean distance
between the support vectors is much larger than the distance in equation (4.5). In
that case the indexing technique may not retrieve all lines that would have contributed
a signi�cant vote. Therefore, we want to estimate the maximum Euclidean distance
between the support vectors given the distance in equation (4.5) that is used for the
voting.

The worst case scenario emerges if the distance between the centre of the line
segment ~x0 and the in�nite line is zero. If this distance is not zero it can at best
contribute the same amount to the distance between the support vectors as it does to
the distance in equation (4.5) and the relative di�erence between the two distances
would decrease. In case the distance is zero the problem is e�ectively two dimensional
and depicted in the �gure (B.1).

Given the distances L1 and L2 between the support vectors and the origin of the
coordinate system ~o, and given the angle �� between the two lines, we can calculate
the distance Ls between the support vectors. The square of Ls is given by the cosine
formula:

L2
s = L2

1 + L2
2 � 2L1L2 � cos(��): (B.1)

The distances L1 and L2 can be expressed as

L1 = Lx � sin(� +��); (B.2)

L2 = Lx � sin(�): (B.3)

Substituting these formulas into equation (B.1) yields

L2
s = L2

x �
�
sin2(�+��) + sin2(�)� 2 sin(�) sin(�+��) cos(��)

�
;
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Figure B.1: estimating the Euclidean distance Ls between the support vectors of two
lines.

which can be simpli�ed to

L2
s = L2

x � sin2(��): (B.4)

If we assume that the distance between the intersection point of the two lines and
the origin of the coordinate system is not larger than the length L of the line segment,
we can �nd an upper limit for L2

s,

L2
s � L2 � sin2(��): (B.5)

If the length of the line segment is comparable to the object size, this assumption
is reasonable. The transformation associated with the geometric hashing technique
will ensure that the origin of the coordinate system is located on or very near to the
object model.

The second term in the distance measure in equation (4.5) is exactly one twelfth of
the term in the right hand side of expression (B.5). Therefore, the squared Euclidean
distance between the support vectors can not be larger than twelve times the squared
distance used for the weighted voting strategy. The distance between the support
vectors can thus not be larger than about 3.5 (

p
12) times the distance used for

voting. If we want to �nd all model line segments that are at most a distance � away
from a certain line in the sense of equation (4.5), we should access the index table over
a distance of at least 3:5 � �. This can be achieved by choosing the bin size of the hash
array appropriately. If the length L of the line segment can be signi�cantly smaller
than the object size (and thus smaller than Lx), the bin size should be increased by
the ratio of the object size to the segment length.



Appendix C

Results overview

This appendix shows the results that were discussed in section 5.2 and are listed in
table (5.4) in chapter 5. The 13 experiments all consider scenes with multiple objects
that are placed on either a dark or a light background and which may or may not
occlude each other in the di�erent images. The recognition results are achieved using
hash function number �ve.

The images show the left and right images from each scene with the 3-D recognition
results projected onto them. The projection only uses a very simple hidden line al-
gorithm (see section 4.5) that does not remove all hidden lines nor any of the hidden
points. Therefore, the projection can sometimes be a little confusing (as for example
with the wedge object in experiment 8). Indicated with each scene is the number of
3-D features that were detected from the scene and the amount of computing time
that was needed for the recognition. The recognition was performed with a Sun Ultra
Sparc-I and the mentioned recognition time does not include the feature detection
and stereo matching.

experiment 1
178 3-D points 333 3-D lines
recognition time: 1 minute 40 seconds

117



118 Appendix C Results overview

experiment 2
158 3-D points 255 3-D lines
recognition time: 49 seconds

experiment 3
155 3-D points 430 3-D lines
recognition time: 6 minutes 6 seconds

experiment 4
136 3-D points 351 3-D lines
recognition time: 41 seconds
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experiment 5
222 3-D points 542 3-D lines
recognition time: 4 hours 13 minutes

experiment 6
171 3-D points 441 3-D lines
recognition time: 10 minutes 44 seconds

experiment 7
119 3-D points 458 3-D lines
recognition time: 1 minute 44 seconds
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experiment 8
237 3-D points 652 3-D lines
recognition time: 8 minutes 5 seconds

experiment 9
275 3-D points 386 3-D lines
recognition time: 59 seconds

experiment 10
948 3-D points 723 3-D lines
recognition time: 6 minutes 54 seconds
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experiment 11
1049 3-D points 763 3-D lines
recognition time: 43 minutes 4 seconds

experiment 12
1249 3-D points 648 3-D lines
recognition time: 38 hours 47 minutes

experiment 13
1203 3-D points 643 3-D lines
recognition time: 118 hours
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Summary

The subject of this thesis is the automatic recognition of objects from digital images.
The discussion is restricted to recognition of man made objects that can be described
by deterministic, structural models. Applications of this kind of recognition tasks
can be found in industry. Object recognition systems are for example used to inspect
products and to equip robots with a detection system that allows them to �nd and
handle objects.

The thesis discusses a recognition system that is based on a combination of stereo
vision and geometric hashing. This combination enables recognition of 3-D objects
in a straightforward and relatively simple manner. The recognition relies on local
features detected from the images. The stereo images allow these 2-D features to be
combined to 3-D features. The 3-D features are matched to 3-D object models using
a 3-D variant of the geometric hashing algorithm.

The interesting, new elements of this approach are the way in which the corre-
spondence problem is handled and the 3-D implementation of the geometric hashing
algorithm. The correspondence problem is only partly solved during the stereo match-
ing phase. Any combination of 2-D features from the left and right image that meets
the basic geometric constraints is accepted as a stereo pair and forms a 3-D feature.
This causes many spurious 3-D features due to incorrect stereo matches that have
to be overcome by the model matching. The model matching is performed by a
3-D variant of the geometric hashing algorithm. Most implementations of geomet-
ric hashing discussed in the literature use a 2-D variant that matches the 2-D image
features to projections of the 3-D object models.

The objects are modelled as a collection of (corner) points and edge segments (line
features). The combination of point and line features allows a more e�cient indexing
strategy in the geometric hashing algorithm than is possible with only point features
or with only line features. The de�nition of a coordinate system based on a set of
features, needed in the geometric hashing algorithm, is best accomplished using both
3-D points and 3-D lines.

Experiments show that the recognition system is able to detect objects even when
they are partially occluded or when the images are taken with non optimal illumina-
tion conditions (shadows and highlights occur). The recognition system yields better
results than a recognition system that is based on a 2-D variant of the geometric
hashing algorithm. The loss of part of the 3-D model and scene information in this
2-D system results in many incorrect solutions that do not occur in the 3-D system.
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With the 3-D system, scenes that generate up to 1,000 3-D features can by analysed
with a success rate of about 77%. This result can be further improved by using a
better algorithm to verify the results.



Samenvatting

Object herkenning met stereobeelden en geometri-
sche indexering

Het onderwerp van dit proefschrift is de automatische herkenning van voorwerpen
met behulp van digitale camerabeelden. De discussie is beperkt tot de herkenning
van door de mens gemaakte voorwerpen die kunnen worden beschreven met determi-
nistische, geometrische modellen. Toepassingen van dit soort herkenningstaken zijn
te vinden in de industrie. Systemen voor de herkenning van voorwerpen worden bij-
voorbeeld gebruikt voor de inspectie van producten en toegepast in de robotica voor
het vinden van de door de robot benodigde voorwerpen.

Het proefschrift bespreekt een herkenningssysteem dat is gebaseerd op een combi-
natie van stereobeelden en geometrische indexering (geometric hashing). Deze combi-
natie maakt het mogelijk om 3-D voorwerpen te herkennen op een relatief eenvoudige
manier. De herkenning maakt gebruik van lokale kenmerken uit de beelden. Door
het gebruik van stereobeelden is het mogelijk om de 2-D kenmerken uit de beel-
den te combineren tot 3-D kenmerken. De 3-D kenmerken worden vergeleken met de
3-D modellen van de voorwerpen door een 3-D variant van het zogenaamde geometric
hashing algoritme.

De interessante, nieuwe aspecten van deze aanpak zijn de manier waarop het cor-
respondentieprobleem wordt aangepakt en de 3-D implementatie van het geometric
hashing algoritme. Het correspondentieprobleem wordt slechts gedeeltelijk opgelost
tijdens het combineren van de 2-D kenmerken (punten en lijnen) uit de beelden. Ie-
dere combinatie van 2-D kenmerken uit de beelden die voldoet aan de fundamentele
geometrische eisen, wordt gebruikt om een 3-D kenmerk te reconstrueren. Daardoor
ontstaan veel onjuiste 3-D kenmerken die geen al te grote invloed mogen hebben op
het herkenningsresultaat. Een 3-D implementatie van het geometric hashing algo-
ritme vergelijkt de 3-D kenmerken met de modellen van de voorwerpen. De meeste
implementaties van het geometric hashing algoritme die worden besproken in de lite-
ratuur zijn 2-D implementaties die de 2-D beeldkenmerken vergelijken met projecties
van de 3-D modellen.

De modellen beschrijven de voorwerpen als een verzameling van (hoek-)punten
en lijnstukken. Dankzij deze combinatie van 3-D punten en lijnen is een e�ci�entere
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indexering mogelijk met het geometric hashing algoritme dan mogelijk zou zijn met
alleen punten of lijnen. Voor het geometric hashing algoritme is het noodzakelijk om
een co�ordinatensysteem te de�ni�eren gebaseerd op een verzameling van de kenmerken.
Dit gaat het beste met een combinatie van 3-D punten en 3-D lijnen.

De experimenten tonen aan dat het herkenningssysteem in staat is om de voor-
werpen te vinden, zelfs wanneer die gedeeltelijk aan het zicht onttrokken zijn, en in
geval van niet optimale belichtingsomstandigheden (schaduwen en reecties). Het
herkenningssysteem behaalt betere resultaten dan een systeem dat gebaseerd is op
een 2-D variant van het geometric hashing algoritme. Het verlies van een deel van
de 3-D informatie in het 2-D systeem leidt tot veel onjuiste oplossingen, in tegenstel-
ling tot in het 3-D systeem. Met het 3-D systeem kan in sc�enes die maximaal 1000
3-D kenmerken genereren, 77% van de voorwerpen correct detecteerd worden. Dit re-
sultaat kan nog verder verbeterd worden door een beter algoritme te gebruiken voor
de eindcontrole van de resultaten.


