
1

Image Processing

Ferdi van der Heijden1 and Luuk Spreeuwers2

1 Chair of Systems and Signals, Faculty of EEMCS, University of Twente,
Netherlands f.vanderheijden@utwente.nl

2 Chair of Systems and Signals, Faculty of EEMCS, University of Twente,
Netherlands l.j.spreeuwers@utwente.nl

1.1 Introduction

The field of image processing addresses handling and analysis of images for
many purposes using a large number of techniques and methods. The appli-
cations of image processing range from enhancement of the visibility of cer-
tain organs in medical images to object recognition for handling by industrial
robots and face recognition for identification at airports, but also searching
for images in image data bases. The methods applied range from low-level ap-
proaches like boundary detection and colour based segmentation to advanced
object detection using statistical geometric models. Often several techniques
must be combined to obtain a desired result, e.g. first low-level feature extrac-
tion, next clustering into regions, extraction of shape parameters and finally
object recognition.

Whereas image processing basically includes all thinkable operations on
images its sub-field image analysis addresses the extraction of certain infor-
mation from images and aims to generate a description of (part of) the image
or objects present in the image. In this chapter the stress will be on image
analysis rather than on image processing in general and on static images rather
than on image sequences. Examples of generating descriptions of images are
recognition of a face in an image, counting the number of a certain type of
cell in an image and labelling the different organs in a CT image of the chest
(heart, lungs, ribs). Thus, given an image, image analysis aims to generate
a description. On the other hand, the common task of image processing in
multimedia data base applications is to find images based on a description,
where the description can range from an abstract description to an example of
an object in the form of another image. Of course, both viewpoints are closely
related, because in order to find an image based on a description, one must
also be able to generate a description from an image.
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1.1.1 Relation to other chapters

Images form one of the main types of data used in Multimedia Retrieval Sys-
tems. The other types of data are covered in chapter ?? (text), chapter ??

(speech) and chapters ?? and ?? (video). In chapter 1 querying and retrieval
were introduced. In the case of image data, formulating queries refers to prop-
erties and/or contents of the images. This chapter gives an overview of which
features and descriptions can be extracted from images and how they can be
extracted and does this from an image analysis point of view. Forming queries
and retrieval themselves are not addressed here. For details on querying and
retrieval, please refer to chapters ?? and ??. Of course there is a close rela-
tion between image and video data. Often, more accurate and robust image
analysis is possible and a more complete description of the scene can be gen-
erated if a sequence of images of the same object or scene is available instead
of a single image. In this chapter, however, only static imagery is considered.
Chapters ?? and ?? deal with video data.

1.1.2 Outline

This chapter gives an overview of the main applications for and methods used
in image processing, where the stress is on techniques for image analysis. In
section 1.2 a brief overview of the different types of image processing and the
main application fields of image processing is given. The subsequent sections
are devoted to image analyses and techniques used in image analysis. In section
1.3 an overview is given of the types of data that can be distinguished and
the methods used in image analysis. Furthermore, a model-based framework
for image analysis is introduced and low-level verses high-level and bottom-up
verses top-down approaches will be discussed. Often, an important first step
in any image analysis approach is the extraction of basic features, like colour,
edges, lines, shapes etc. from the raw image. Section 1.4 addresses the types of
features used in image analysis and the extraction of the features from images.
In section 1.5 several important image analysis methods are presented, both
illustrating the operation of the model-based approach as well as how and
what kind of descriptions are generated from images.

1.2 Types of Image Processing and Applications

1.2.1 Types of Image Processing

Image processing in principle incorporates all operations on images that can
be imagined. Here, an overview is given of some of the most important types
of image processing.
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Image Acquisition

Image acquisition is the process that creates images from a real world scene.
The best known and most widespread method of image acquisition is of course
using a colour or black-and-white camera for visible light. The image is pro-
jected on the image sensor using a system of lenses. Nowadays, mostly CCD
or CMOS image sensors are used that consist of a grid of image elements (pix-
els). Each image element produces a signal that has a direct relation with the
intensity of the incoming light. This signal is in its turn quantised using an
analog to digital converter (ADC). For many applications, e.g. in industrial
vision, not only the camera itself, but also the illumination and a carefully
planned setup are of great importance for the acquisition of images that can
be used for reliable image analysis. In order to perform accurate measure-
ments with cameras, they must be calibrated, i.e. the position and orientation
of the camera relative to a world coordinate system must be determined and
the parameters of the optical system (focal distance and lense distortions)
and the image sensor (position and measures of the image elements) must
be determined. The position and the orientation of the camera are called the
extrinsic parameters, while the properties of the camera itself (focal distance,
lens distortion, sensor characteristics, like area of the sensor) are called in in-
trinsic camera parameters. Apart from this geometric calibration, radiometric
calibration might be required as well in order to allow precise measurements
using intensity and or colour. The camera and its extrinsic geometric param-
eters are shown in fig. 1.1. Except for single images, sequences of images may
be recorded and multiple imagers can be used, like e.g. a set of cameras to
obtain stereo images.

Apart from these regular cameras there are many other imaging devices,
like document scanners (flat bed scanners), capacitive finger print scanners,
and in the medical world X-ray imagers, CT (computer tomography) and MR
(magnetic resonance) scanners and US (ultra sound) devices. The latter do
not use direct projection on an image plane, but rather reconstruct images
from measuring the spatial distribution of other entities. E.g. in CT (Com-
puter Tomography), absorption of X-rays by the different tissues of the body
is measured. By projecting the X-rays under different angles, the absorption as
a function of position can be reconstructed, resulting in a 2- or 3-dimensional
X-ray absorption image. In MRI (magnetic resonance imaging), the resonance
properties of certain molecules in a strong magnetic field are exploited. The
resonance frequency of these molecules depends on the strength of the mag-
netic field and the molecules can be brought into resonance by applying a
rapidly changing magnetic field with the same frequency. When the changing
magnetic field is removed again, the density of the resonating molecules can be
measured using the induction currents caused in a receiver coil. By a carefully
designed place and time dependent coding of the magnetic field, the density
of the molecules can be measured as a function of position, resulting again in
a 2- or 3-dimensional image. In ultrasound, the reflection of high frequency
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Fig. 1.1. The standard CCD/CMOS camera. (a) projection of an object on the
image plane, the incident light is integrated over the area of each image element and
over time and converted to a digital representation; (b) extrinsic geometric camera
parameters: 3 position and 3 orientation parameters

sound at the interface between different tissues is exploited and positional
information is obtained by using the speed of sound as well as using multiple
sensors.

In the end all image acquisition methods generate images in the form of
a matrix of numbers. The indices of the matrix define the position on the
image plane (or the imaged volume) and the corresponding value represents
the measured entity.

Image Restoration

Often recorded images suffer from certain distortions, like geometric distor-
tions caused by imperfect lens systems, noise caused by e.g. low light condi-
tions, unsharpness (blur) as a result of incorrect focusing, motion etc. Image
restoration attempts to find out how the image would have been without these
distortions. In the case of geometric distortions, this means a geometric warp-
ing of the image. In the case of the presence of noise, different techniques for
noise suppression can be applied. The sharpness of blurred images can be im-
proved by e.g. deconvolution. Some examples of image distortions are shown
in fig. 1.2.

Image Reconstruction

The aim of image reconstruction is to construct an image using models, e.g.
a model of the acquisition system. Examples were already mentioned in the
paragraph on image acquisition above. Another example is reconstruction of
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Fig. 1.2. Image distortions. (a) original image; (b) lens distortion; (c) noisy image;
(d) unsharp image

an image as if it were generated from another viewpoint or using another
imaging device. E.g. one can generate from a stereo pair of images an image
from a new viewpoint where actually no camera is present. In image analysis,
sometimes it is possible to reconstruct an image using a previously generated
description. In section 1.5.2 it is shown how a facial image can be reconstructed
using a weighted sum of so-called eigen faces.

Image Enhancement

If image processing is used to improve the visibility of certain objects or
properties in the image, we are speaking of image enhancement. Image en-
hancement is mainly used for visualisation for human observers to allow them
to better interpret the images. Classical examples are contrast enhancement,
histogram normalisations and edge enhancement.

Image Registration

In many applications images must be either registered or aligned to each-other
or to a fixed coordinate system. In medical applications images from different
modalities like CT and MR may have to be aligned or images of the same
modalities but recorded at a different time, in order to measure the progression
of a disease. In cartography a scanned map may have to be aligned with an
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aerial photograph or satellite image. A third example of image registration
is the alignment of facial images for face recognition to a coordinate system
based on the positions of the eyes, nose and mouth. Image registration can be
divided into rigid registration (translation, rotation and scaling) and non-rigid
registration where the actual shape is changed.

Image Compression, Storage and Transmission

Images and especially video image sequences and 3-d volume images repre-
sent large amounts of data. In order to be able to handle, store and transmit
these images, compression is often required. Two ways of compression can be
distinguished: lossless and lossy. An image compressed with a lossless compres-
sion method can be exactly reconstructed. Lossy compression methods on the
other hand only allow an approximate reconstruction. An examples of loss-
less compression is run-length encoding. The best-known lossy compression
methods are JPEG for static images and MPEG for image sequences.

Image Analysis

Of all the types of image processing, probably the one that appeals most to our
imagination is image analysis, because it resembles human vision and because
it poses the largest challenge. Ultimately, image analysis aims to interpret the
image, recognising imaged objects, the relations between the objects and the
properties of the imaged objects. Such a complete analysis of an imaged scene
may be required for guiding autonomous moving robots. Often however, a
partly description of the image suffices for many applications, e.g. detection of
and measurements on a single object in the image (measuring the diameter of
an ink-droplet for inspection of inkjet printer cartridges). Thus we can define
image analysis as follows: Image analysis aims to generate a description of
(part of) the image or of objects present in the image.

1.2.2 Application Areas

Image processing has applications in many areas. Some examples for the most
important application areas are described here.

Medical Imaging

A large application area for image processing including 3-D image processing
is medical imaging. Many of the image processing problems are typical for the
types of images and imaging devices (MR, CT and US). Much of the medi-
cal image processing is tailored towards visualisation and storage in so-called
PACS (Picture Archiving and Communication System). Two of the main areas
of research in medical imaging are segmentation of images into segments rep-
resenting the different tissues and organs and registration of images acquired
with different scanners and at different times.
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Geo Information Systems, Satellite and Aerial photography and Cartography

Processing aerial and satellite images and using them to produce and update
maps is an important and extensive application area for image processing.
Different types of image restoration, image enhancement and image recon-
struction are used to obtain images with the required properties and from
the correct perspective. In order to compare photographs with maps for up-
dating the maps or with other photographs to determine changes, they must
be aligned using a registration technique. Geographical Information Systems
(GIS) can be regarded as the high- tech equivalent of the map in which differ-
ent sets of information from a map (roads, settlements, vegetation, etc.) are
stored and can be used as required. This provides flexibility far beyond the
traditional paper map. Because the data are stored on a computer, analysis
and modelling become possible, e.g. optimal path planning for a heavy trans-
port between buildings in a city. Of course, creating and keeping a GIS up to
date requires extensive processing of the available photographic material.

Biometry

Image processing for biometric purposes is mainly concentrated on face
recognition and fingerprint recognition. Other, smaller subjects are hand-
palm recognition and tracking people. For face recognition, there are so-
called feature-based approaches and holistic approaches. The feature-based
approaches try to detect significant features like the eyes, nose and mouth,
and based on the characteristics of these features and their relations attempt
to identify a face. In the holistic approaches the appearance of the whole face
is used as the input of a classifier. An example of the holistic approach is the
eigen face based method described in section 1.5.2.

Optical Character Recognition

One of the first large scale successes for image processing was optical charac-
ter and hand writing recognition especially for cheques, document processing
and automatic handling of post. A more recent application is license plate
recognition for vehicles.

Industrial Vision

One of the largest application areas of image processing is industrial vision.
Industrial vision ranges from relatively simple applications like measuring the
volume of an ink droplet to vision systems for programmable autonomously
moving and operating robots. Other examples are the inspection of weldings
and sorting fruit. For industrial vision often careful planning of the camera
setup and illumination is necessary to obtain reliable results. Careful condi-
tioning of the environment can make a large difference in the reliability and
cost effectiveness of a system. For example, recognition of nuts and bolts that
lie separated on a homogeneous background is much easier than when they
lie on a pile on top of each-other, see fig. 1.3.
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Fig. 1.3. In industrial vision, conditioning of the setup is of great importance:
recognition of separated objects is much easier than of a pile of objects

Multi Media and Image Data Bases

A relatively new application area of image processing is that of multi media
image data bases. The main objectives in this area are to be able to retrieve
images based on a description of their content (e.g. find all pictures with red
cars of a certain brand or in medical databases all MRI recordings of hearts
with a certain disease) or e.g. based on similar images (e.g. a picture or a
drawing of a fish). Another example is to be able to find a point in a video
stream based on certain image properties, like the appearance of a certain
person or object. These subjects are covered elsewhere in this book.

1.3 Image Analysis

1.3.1 The Type of Output of Image Analysis Systems

The goal of image analysis is to extract information from an image. The ob-
jective of computer vision, for instance, is to obtain a meaningful description
of the objects in a scene being imaged. In other areas, such as in the ‘query-
by-image’ paradigm, there is no strict need for such a semantic description
of an image. Here, it suffices to describe the image in terms of, for instance,
the shapes, the colours, or the textures. In any case, we may distinguish the
various image analysis systems according to the type of their output. The
different types vary from simple output (i.e. one bit information) to complex,
e.g. hierarchically structured data. Table 1 presents an overview. In all ex-
amples presented in this table there is a direct relation between the output
and the imaged object(s). As such they are typical computer vision applica-
tions. However, the issues mentioned in the table also apply to non-semantic
descriptions of the image. For instance, in a ‘query-by-image’ application a
relevant question could be “are there textured regions in the image”, i.e. a
detection problem.
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Table 1.1. Different types of output

issue output range example

detection boolean burglar alarm (yes/no)

classification finite set of classes classification of different types of fruits
(‘apples’, ‘pears’, ‘oranges’)

parameter
estimation

vectors geometrical parameters (position, orienta-
tion, size, shape)

structural
analysis

structured data document analysis (sender + address, logo,
body text, date, signature, etc.)

Some of the issues occur in different versions. For instance, in biometrical
applications, verification is the task of authorising a person based on his/her
biometrical signature (e.g. a fingerprint). It boils down to a detection problem
where it is decided whether the person is found in a database, or not. Combi-
nations of different types of problems also occur. Identification is the process of
finding out whether an object (or person) is in a database (a verification prob-
lem), and if so, to what entry in the database this object corresponds. Thus,
here we have a combined detection and classification problem. The task of a
vision system of a pick-and-place robot is to detect the objects in an image, to
classify each object, and finally, to estimate their positions and orientations.
Here we have combined detection/classification/estimation problems. These
kinds of combinations are typical in structural analysis.

1.3.2 Methodology for Image Analysis

Early research in digital image analysis and computer vision stems from the
1960’s. Since then, an impressive amount of literature has been produced and
published in the many periodicals, conference proceedings, and textbooks de-
voted to this field of science. The yearly flow of new publications is still in-
creasing. This overwhelming research effort has lead to a diversity of tech-
niques and methods. Therefore, it is difficult to present a unifying framework
in which each method fits. Nevertheless, the overview shown in Figure 1.4
is an attempt in that direction. The figure shows a computational structure
which we call ‘an elementary data processing step’ because in most image
analysis applications it reoccurs at different levels of the data representation,
see below.

All approaches lean strongly on models that embody prior knowledge that
we have concerning the image and the objects therein. Prior knowledge is
the information that we have about objects (or other entities in the image)
before actually having acquired the image. For instance, in a pure classification
problem the prior knowledge of a given application is the classes of objects
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Fig. 1.4. An elementary data processing step in image analysis and computer vision

that can occur (e.g. ‘apple’, ‘pear’, and ‘orange’), along with their probability
of occurrence, and a list of discriminating features of the objects (e.g. the
colours and shapes that are typical for the various classes). The model of an
apple is that its contour is approximately round with two small indentations
at opposite sides. Its colour varies from green, yellow and red.

In Figure 1.4, the prior knowledge is represented in the block ‘database’.
The word ‘database’ suggests that the knowledge is stored in a systematic
way, and that transparent facilities are available for managing it. However, the
word is loosely used here, because in practice, much of the prior knowledge
is implicitly hidden in the code that implements the image analysis. Because
models take a central position in the framework of Figure 1.4, this is often
called the model-based image processing framework.

The features stored in the database are called ‘model features’ in order to
discriminate them from the ‘observed features’. The latter are features that
are extracted from the observed image. The purpose of feature extraction is
twofold. The first goal is to achieve data reduction, i.e. to remove the non-
relevant aspects in the image data in order to obtain a more concise data
representation of the information. The second goal is to transform the data to
a data representation that carries the information in a more explicit way. For
example, the image data can be transformed into shape features (describing
the contours of the imaged objects). These shape features are much more
concise (usually about ten shape features are sufficient to grossly typify a
contour), but it depends on the application whether the shape features are
really informative. For example, shape features are usable to discriminate
apples from bananas, but not usable if one would like to distinguish apples
from oranges.

The thus obtained observed features and the model features should be at
the same level. If this is the case, then we are able to compare observed features
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with model features. This allows us to select the model whose model features
best match the observed features. The image analysis task basically boils down
to the application of a selection strategy which consults the database to find
the model whose features fits with the observed features.

When implementing this generic framework many choices still have to be
made. These choices relate to:

1. The selection of the features that will be used
2. The representation of the models
3. The matching criterion
4. The selection strategy

Conceptually, there are numerous types of features that can be extracted
from the observed data. These features can be found at different levels of a
hierarchy (see below): pixel features, regions, regional properties, and so on.
In some applications and techniques it is immediately clear which features
should be used. But in other applications, it is not. In that case, a learning
process might be needed in which a number of proposed features are empiri-
cally evaluated.

The representation of prior knowledge is another design issue. We may
distinguish procedural knowledge (knowing how) from declarative knowledge
(knowing that). As an example, consider the following statement: “in a Gaus-
sian classification problem, the optimal classifier implements quadratic deci-
sion functions”. This statement represents procedural knowledge. An example
of declarative knowledge is ‘the shape of an apple is approximately round with
some indentations’. Procedural knowledge is often hard coded in the com-
puter program. Declarative knowledge can be represented in different ways.
For instance, we can represent the knowledge in parameters of probabilistic
models, e.g. the shape of an apple can be represented by means of an ex-
pectation vector of a shape feature vector together with a covariance matrix
(that represents the uncertainty around the expectation). Alternatively, we
can represent the knowledge by storing many examples (e.g. the contours of
many different apples previously seen).

In order to evaluate a selected model we have to compare the associated
model features with the observed features. The result of this evaluation is a
matching score that quantifies how well the proposed model fits the observed
data. Many different matching criteria exist. Criteria that express a proba-
bilistic measure include: risk, a posterior probability, likelihood, mean square
error. These criteria have a probabilistic view on the set of allowable models.
Alternatively, in the data fitting approach, the criterion is based on a metric in
the feature domain, that is, on the differences between model features and ob-
served features. criteria in this category include: the least squared error (sum
of squared differences) and robust error norms (such as Geman-McClure) for
real valued feature vectors, the Hamming distance for binary feature vectors,
and the Tanimoto metric for comparing sets.
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The task of the model selector is to find the best model. With the adoption
of a quantitative matching criterion, selection of the best model boils down
to an optimisation problem (either a maximisation or a minimisation; this
depends on the criterion). A first dichotomy is between bottom-up and top-
down strategies. The bottom-up strategy is data-driven. The data (features)
are processed in a first layer (or iteration) yielding intermediate results. These
intermediate results are processed in a second layer (iteration), and so on. This
continues until the final result is obtained. An example is a feed-forward neu-
ral network (often trained to minimise the sum of squared errors). Another
category of bottom-up strategies are the iterative function minimisation pro-
cedures (e.g. the Gauss-Newton optimiser). Top-down strategies use the hy-
pothesis generation/refinement/verification paradigm. Hypothesis generation
comes down to proposing a solution (either generated randomly, or generated
using prior knowledge). If necessary, a proposed solution can be refined using
the data. The next step is to verify the solution. If the solution fits the data,
we can accept it. If not, we have to reject it, and we must generate a new
hypothesis. Possibly, this procedure is repeated to achieve more robust and
accurate solutions.

Hierarchies

Image analysis seldom occurs in one single processing step. Usually, the data
is regarded at different levels of abstraction. These levels form a hierarchy.
Figure 1.5 provides an example. The original image data (pixels representing
intensities (grey levels), or RGB colour components) form the lowest level.
At the top, we have the objects and their attributes. Various intermediate
levels exist in-between. Just above the lowest level, we have point features,
i.e. pixels that are marked as special: edge elements, line elements, corner
points, and so on. Edge and line elements that are grouped together as a
chain form line segments. Line segments, grouped together, may form a closed
contour, thus defining a region in the image plane. Such a region may also be
defined directly by grouping pixels that share a common property (e.g. colour).
Regions are characterised by their properties in the geometric domain (shape,
position, orientation, size) and in the radiometric domain (colour, texture).
Relation between regions (e.g. ‘adjacent-to’, ‘surrounds’, ‘larger-than’) are
often represented as an attributed graph similar to a semantic network.

The elementary data processing step in Figure 1.4 is often applicable at
different levels of the hierarchy. For instance, the detection and localisation of
edge elements is generally referred to as ‘edge detection’, but in fact, it can
be phrased as a combined detection/estimation problem. The features are the
grey levels of the pixels in a neighbourhood. Usually, the model of an edge
is a 2-dimensional step function with parameters ‘position’ and ‘orientation’.
Segmentation (the determination of regions) can be phrased as a pixel clas-
sification problem using colour or texture as features. Regional description is
often in essence a parameter estimation problem. In simple applications, ob-
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Fig. 1.5. A hierarchy of data representations

ject recognition can be regarded as a classification problem (with regional de-
scriptors as features). In more involved applications, object recognition comes
down to matching structures (e.g. attributed graphs). Note that the trans-
formation of the data from one level to the next level can be done either
bottom-up (data driven) or top-down (hypothesis generation/verification) as
outlined above.

Coping with disturbing factors

A complicating factor in all these techniques is the presence of nuisance pa-
rameters. These are unknown parameters that affect the data, but do not
provide information about the entity of interest. For instance, in image based
object recognition, the viewpoint of the camera strongly affects how the ob-
ject appears in the image (perspective projection). An object can have many
different views (appearances), but still all those views must lead to the same
solution.

There are many techniques to undo the influence of the nuisance parame-
ters, e.g.:

• Normalising the features with respect to the nuisance parameters.
For example, in order to describe the shape of a region, we may first want
to resize the region such that its area is normalised. This prevents that
the size of the region influences the shape description.

• Transforming the features to a domain which is not affected by the nuisance
parameters.
As an example, consider the ratio between the area and the squared
perimeter of a region. This feature is not influenced by the position, size
and orientation of the region, and, therefore, only describes the shape.
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• Storing all possible appearances as model features in the database.
• Robust estimation.

The strategy here is to use only the part of the data that seems to be
reliable.

1.4 features and feature extraction

This section presents an overview of different features that are used in com-
puter vision and image analysis techniques. The section is organised in four
subsections which correspond to four levels in the hierarchy of data represen-
tation. Several techniques to compute features from images are introduced.

To understand how features can be calculated from images, it is important
to realise that an image is actually a two dimensional signal. An image is
represented by a matrix of of values of N rows and M columns. A pixel is
addressed by the row index n and the column index m and the pixel value
(generally the intensity or brightness of the pixel) is denoted by f(n, m). Thus
the image can be regarded as the intensity as a function if the position (n, m)
in the image. This means all kinds of mathematical operations on images
are possible, e.g. a derivative in the row or column direction: ∂f(n, m)/∂n
and ∂f(n, m)/∂m. Of course, since n and m are discrete, we need discrete
mathematical operators. For ∂f(n, m)/∂n a possible discrete implementation
is:

∂f(n, m)

∂n
=

f(n + 1) − f(n)

∆
(1.1)

Where ∆ is the distance between two pixels and is usually set to 1. Fig.1.6
shows an image of a chess board and the derivatives to the row and column
indices.

(a) (b) (c)

Fig. 1.6. Result of taking the derivative of an image: (a) original image f(n, m);
(b) ∂f(n, m)/∂n; (c) ∂f(n, m)/∂m; ”gray” in the derivative images means ”0”
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An, operation used in this section, that may need some introduction is
the Fourier transform. It transforms a signal f(x) into the frequency domain
using:

F (k) =

∫ ∞

−∞

f(x)e−2πjkxdx (1.2)

Here k are the frequencies present in the signal f(x) and F (k) indicates
the strength of the frequency k. F (k) consists of a real and an imaginary part.
Often the magnitude ‖F (k)‖ is used, resulting in a power density spectrum.
For example, a constant signal results in a single spike (δ function) at fre-
quency 0, a sine results in a single spike at the frequency of the sine, and a
block signal results in spikes at the base frequency and all its higher harmon-
ics. In image processing, Fourier transforms can be used to analyse repetitive
structures in images, like textures (section 1.4.4). For discrete signals, like im-
ages, a discrete Fourier transform is used. For further details on the Fourier
transform, see [2].

1.4.1 Pixel Features

The original image data form the features at the lowest level. The image is
represented by a matrix F of pixels consisting of N rows and M columns.
A pixel f(n, m) of the image is either an intensity (in case of achromatic
imagery), or a vector consisting of 3 RGB components (in case of a colour
image). Other representations also exist, but are used less frequently.

Neighbourhoods and Image Filtering

In some applications, it suffices to regard each separate pixel as an individ-
ual feature. In that case, a feature is either 1-dimensional (an intensity), or
3-dimensional (the RGB components). In other applications, the context be-
tween neighbouring pixels is an important clue. Here, pixels should be grouped
together. The image plane is divided then into rectangular blocks of size K×L.
In some algorithms non-overlapping blocks may suffice. This is, for instance,
the case in algorithms for image compression. But in image analysis, the blocks
are usually overlapping. In fact, each pixel in the input image can be associ-
ated with its own block. Such a block is called the neighbourhood of the pixel.
The neighbourhood is a K × L sub-image F(n, m) centred on the concerning
pixel (n, m). Sometimes, it is convenient to represent the data in the neigh-
bourhood as a vector f(n, m) of dimension KL (intensity images) or 3KL
(colour images).

Neighbourhood processing is used to obtain higher level features (point
features, regions). Usually, the first stage of the operation is a linear operation.
That is:

g(n, m) = hT f(n, m) (1.3)
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h is a KL-dimensional vector (or 3KL-dimensional in case of colour). The
results g(n, m) can be arranged in a N×M dimensional matrix G which can be
regarded as an output image. The operation in eq. 1.3 essentially implements
a linear image filter. For intensity images, the operation is mathematically
equivalent to:

g(n, m) =
∑

k

∑

ℓ

h(k, ℓ)f(n − k, m − ℓ) (1.4)

where h(k, ℓ) is a K × L array called the kernel of the operator. The
operation itself is called (discrete) convolution, and is often denoted by the
symbol ∗. That is, g(n, m) = h(n, m) ∗ f(n, m). The elements h(k, ℓ) of the
kernels are found back as the coefficients in the vector h.

The linear operation of eq. 1.3 can easily be extended to:

g(n, m) = Hf(n, m) (1.5)

H is a P ×KL matrix. The resulting pixel features are now P -dimensional.
Eq. 1.5 can also be regarded as a parallel bank of P image filters. The kernels
of the filters correspond to the rows of H. The concept can also easily be
extended to colour images. In that case, H is P × 3KL dimensional. Often,
the three components of the colour image are filtered individually by using a
parallel bank of 3P filters.

Scale Space and Derivatives

The scale at which objects are seen in an image depends on the distance
between object and camera. Variations of the distance not only cause propor-
tional zooming of the imaged objects, but also influence the fineness of the
details that can be resolved. Scale space theory is a theory for handling im-
age structures at different scales. The original image corresponds to the finest
scale. This image is linearly filtered and possibly zoomed out to get images at
a courser scale. The so called scale parameter σ is a parameter that controls
the level of fineness. The original image is associated with σ = 0. An image
at scale σ is obtained by filtering the original image with a Gaussian kernel
(Figure 1.7a):

h(k, ℓ) =
1

2πσ2
exp

(−(k2 + ℓ2)

2σ2

)

(1.6)

Application of the filter with a range of values of σ produces a stack of
images. In fact, the 2-dimensional structure of an image is extended to a 3-
dimensional space. Figure 1.7 provides an example. Here, the scale range is
sampled at 5 points logarithmically distributed between 0 and 2. Thus, each
input pixel is transformed into a 5-dimensional feature vector. Note that, since
images of a larger scale contain less detail, the size of the image can also be
reduced without losing information. Smaller images take up less storage and
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also operations on the images are sped up significantly (often linear with the
number of pixels). If one would create a stack of all images with increasing
scale with the largest scale at the top and appropriate image size reduction,
a pyramid results. Such a stack is sometimes called a resolution pyramid.

(a) (b)

k

l

(c)

Fig. 1.7. The scale space. (a) Gaussian kernel; (b) original image; (c) images at
scales 0.7, 1, 1.4, 2, respectively

Scale space theory [17] is a sound basis for the definition of the deriva-
tives of a digital image, and for their numerical calculation. The derivatives
are features that are important for edge detection, point feature detection,
and so on. The derivatives of a digital image are numerical approximations
of the derivatives of continuous images, i.e. f(x, y) with (x, y) ∈ R2. Since
continuous images are always smooth, the definition of derivatives is clear:
fx(x, y) = ∂f(x, y)/∂x, fxy(x, y) = ∂2f(x, y)/∂x∂y, and so on. For convolu-
tion and differentiation the following theorem holds true:

∂

∂x
(f(x, y) ∗ h(x, y)) = f(x, y) ∗ ∂

∂x
h(x, y) (1.7)

The numerical approximation of the derivatives is obtained with the (dis-
crete) convolution:

fx(n, m) = f(n, m) ∗ hx(n, m) (1.8)
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hx(n, m) is the first derivative of the Gaussian with respect to n. The
spatial support (which is always needed in numerical differentiation) is fully
controlled by the scale parameter σ. As a rule of thumb, K = L ≈ 7σ. The
smallest scale that can be applied is σ ≈ 0.7. Figure 1.8 shows an example of a
derivative of a Gaussian, and the application of this kernel to the giraffe image
in Figure 1.7. Other derivatives, fy(n, m), fxy(n, m) and so on, are computed
in likewise manner.

(a) (b)

l

k

Fig. 1.8. Differentiation using the scale space. (a) First derivative of a Gaussian
kernel; (b) Application to the giraffe image; σ = 2

Texture

Many surfaces of objects are made up of a small elementary pattern that is
repeated periodically or quasi-periodically along the surface. The origin of
the patterns are either geometrical (e.g. a rough surface) or radiometric (e.g.
wallpaper), or both (the bricks in a wall). Textured surfaces in the scene will
create textured regions in the image. Therefore, textures in the image are
important clues for segmenting the image plane into meaningful regions. In
order to find these textured regions, each pixel in the rough image should be
transformed to texture features.

The transformation should be such that different textures are mapped to
non-overlapping areas in the feature space. Since textures are repetitions of
an elementary pattern, a texture is typified by the following properties:

a) The distance over which the pattern is repeated
b) The direction in which the pattern is repeated
c) The properties of the elementary pattern

As the repetitions occur more or less randomly, it is not easy (or perhaps
even impossible) to catch these properties with a few descriptors. In addition,
the repetitions can be isotropic implying that a preference direction does not
exist. Anyway, the strategy is to find an operator that takes into account pairs
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of pixels that hold a specific spatial relation. The spatial relation is defined
by a separation distance ρ and an orientation θ. Consider the pair of pixels
(n1,n2) (with n1 = (n1, m1) and n2 = (n2, m2)), then the separation distance
ρ and the orientation θ are:

ρ = ‖n2 − n1‖
θ = 6 (n2 − n1)

(1.9)

For each neighbourhood, and for each value of (θ, ρ), a finite set of pixel
pairs with this spatial relation exists. The purpose of the operator is to mea-
sure the concurrence of intensities of the pairs within such a set.

A possible measure is provided by the so called co-occurrence matrices [10].
Such a matrix is a 2-dimensional histogram: the intensity scale is divided into a
number of bins. An element Cθ,ρ(i, j) of the co-occurrence matrix Cθ,ρ equals
the count of pairs (n1,n2) within the set for which f(n1) falls in the i-th bin
and f(n2) in the j-th bin. Since many separation distances and orientations
are possible, there are as many co-occurrence matrices. The calculation of all
possible co-occurrence matrices in a neighbourhood is unwieldy. Some sort
of data reduction is needed. The data reduction can be obtained by using a
property of the 2D histogram instead of the whole histogram. An example of
such a property is the covariance between f(n1) and f(n2). The covariance
is a measure for how much f(n1) and f(n2) covariate. This, and some other
properties are discussed in Section 1.4.4.

Another possibility for extracting texture features is to project the neigh-
bourhood on a number of templates. Let hp(k, ℓ) be a K×L image containing
the p-th template. Arrange the elements of hp(k, ℓ) in a KL-dimensional vec-
tor hp, then the projection on a neighbourhood equals hT

p f(n, m). Thus, the
projection on P different templates is equivalent to eq. 1.5. It can be im-
plemented as a parallel bank of P image filters. A template should match a
translated version of the elementary pattern. Since the orientation and dis-
tance of the repetition is unknown, a number of templates should be applied
with different orientations and distances of the translation.

A popular choice of the templates is the so-called Gabor filters [18]:

hp(k, ℓ) =
1

2πσ2
p

exp

(−(k2 + ℓ2)

2σ2
p

)

exp (j2π (upk + vpℓ)) (1.10)

Figure 1.9 provides some examples of these templates. Each filter consists
of a real part (the cosine) and an imaginary part (the sine). These can eas-
ily be derived from eq.1.10 using: eiθ = cos θ + j sin θ, where j =

√
−1. The

templates are parameterised by the spatial frequency (up, vp) and the scale
σp. The two frequency parameters define the orientation and separation dis-
tance to which the template is sensitive. The templates in Figure 1.9 have a
separation distance of about 8 pixels, orientations of 0◦, 45◦, 90◦, and 135◦,
and a scale of 5. The idea behind these filters is that any elementary pattern
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cosine, 0 deg cosine, 45 deg cosine, 135 degcosine, 90 deg

sine, 45 degsine, 0 deg sine, 90 deg sine, 135 deg

Fig. 1.9. Gabor filters

can be decomposed into a weighed sum of these templates (conform Fourier
transforms).

(a) (b)

Fig. 1.10. Texture features using Gabor filtering. (a) original; (b) the results from
the filters shown in Figure 1.9

Figure 1.10 shows an example of the application of the four texture filters.
The original image has two types of textured regions which are hatched in
two different orientations. The spatial frequencies in Figure 1.9 are selected
such that they more or less match these repetitive patterns.
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1.4.2 Point Features

Some pixels in the image are special because they mark a distinctive position
in the image plane. Some of these points are inherently isolated (e.g. corner
points). Others are inherently linked together because they should form a
curve in the image plane (e.g. line elements that form a line segment).

Interest Points

Interest points are pixels in the image that are distinctive from their immediate
surroundings. Examples are corner points and spots. The detection of these
points is of interest in a number of applications, including video tracking,
stereo matching, and object recognition. Many techniques have been proposed
to find interest points. Here, we discuss briefly the Harris corner detector [11]
(Figure 1.11a) and the SIFT keypoints detector [13](Figure 1.11b).

(a) (b)

Fig. 1.11. Interest points. (a) Harris’ corners; (b) SIFT keypoints (only a subset
is shown)

Harris considers an image f(n, m) and a shifted version of this image f(n+
x, m + y). Suppose that we want to test whether a point (n, m) is distinctive.
What we need to do is to check whether all pixel intensities surrounding (n, m)
are distinctive from f(n, m), that is, whether f(n+x, m+y) is distinctive from
f(n, m) for all small values of (x, y). A suitable specification of the problem
is as follows:

E(x, y)
def
=

∑

k,ℓ

h(k, ℓ) (f(n − k, m − ℓ) − f(n + x − k, m + y − ℓ))
2

(1.11)

The function h(k, ℓ) is a Gaussian window that is used to suppress the
influence of noise. The criterion is that E(x, y) should change fast for small
shifts (x, y) in any direction. This can be made effective by approximating
E(x, y) in a truncated Taylor series expansion:
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E(x, y) ∼=
∑

k,ℓ

h(k, ℓ) (xfx(m + k, m + k) + yfy(n + k, m + k))
2

(1.12)

which can be written as:

E(x, y) ∼= ax2 + by2 + 2cxy

with :























a =
∑

k,ℓ

h(k, ℓ)f2
x(n + k, m + k)

b =
∑

k,ℓ

h(k, ℓ)f2
y (n + k, m + k)

c =
∑

k,ℓ

h(k, ℓ)fx(n + k, m + k)fy(n + k, m + k)

(1.13)

fx(n, m) and fy(n, m) are the first derivatives of f(n, m). To find out
whether E(x, y) changes rapidly Harris proposes the following test variable:

g = ab − c2 − α (a + b)2 (1.14)

α is a constant set to 0.04. The test variable is defined such that it is
invariant to rotations of the image data. That is, g does not depend on the
accidental choice of the orientation of the coordinate system. The term ab−c2

is large only if E(x, y) changes rapidly in all directions. The second term
(a+b)2 is large if at least one direction exists for which E(x, y) changes rapidly.
The constant α is selected such that g is positive at corners or isolated spots,
and negative for edges. Thus, the pixel (n, m) is marked as an interest point
if g exceeds some predefined threshold.

If eq. 1.13 and 1.14 is executed for all image points, then a, b, c and g can
be regarded as images. The operations in eq. 1.13 become convolutions, e.g.
a(n, m) = h(n, m)∗f2

x(n, m), and so on. Corners and spots are detected at all
positions where g(n, m) is larger than the threshold, and where g(n, m) is a
local maximum. The latter requirement guarantees that the found points are
isolated.

Another approach for finding a descriptive set of stable points is the so
called SIFT (scale invariant feature transform). Here, the following stack of
images in considered:

d(n, m, σ)
def
= σ2f(n, m) ∗ (hxx(n, m, σ) + hyy(n, m, σ)) (1.15)

hxx and hyy are the second derivatives of a Gaussian with scale σ. SIFT
keypoints are points in the 3-dimensional space spanned by (n, m, σ) for which
d(n, m, σ) forms local extrema (Figure 1.11b). Projected on (n, m) these points
are scale invariant. SIFT keypoints are usually attributed with descriptors that
typify the local structure of the image around the keypoints in terms of local
orientations.
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Line Elements

In mathematical terms, a line segment has length, but possesses no width.
Line-like objects in the scene have a width in the image equal to the scale
of the image. Consequently, a line-like structure in the image must have a
Gaussian shaped profile across the line. Measured along the line, the intensities
do not change much. The width of the profile matches the scale of the image.
Therefore, it depends on the scale at which the image is considered whether
an elongated image structure is seen as a line or not.

If we regard the image as a landscape with the altitude given by the
intensities, then line elements are the pixels that are on the ridge or on the
valley of the landscape (see fig.1.12). A cross-section of the image taken in
the direction orthogonal to the ridge (or valley) will have a zero crossing of
the first derivative, and a local extreme in the second derivative. Therefore,
one method for extracting line elements is to calculate the second derivative
in the direction orthogonal to the gradient vector. Unfortunately, this feature
is not always stable because at the ridge the gradient vector might be zero
and the direction is ill-defined.

(a) (b) (c) (d) (e)

Fig. 1.12. Line structures; (a) gray level image; (b) viewed as a 3-D landscape; (c)
cross section perpendicular to the ridge; (d) first derivative; (e) second derivative

A more stable result is obtained by approximating the neighbourhood
of each candidate line element by a quadratic surface: f(n − k, m − ℓ) ∼=
f(n, m) + ak2 + bℓ2 + 2ckℓ. Here, (n, m) is the position of the candidate line
element. Using a truncated Taylor expansion it can be seen that:

f(n − k, m − ℓ) ∼= f(n, m) +
[

k ℓ
]

H

[

k
ℓ

]

with H =

[

fxx fxy

fxy fyy

]

(1.16)

A brief notation for derivatives is used, e.g. fxx ≡ fxx(n, m, σ), and so on.
H is the Hessian matrix. Its eigenvalues λ1 and λ2, called the principal curva-
tures, are the second derivatives taken across and along the line, respectively.
The direction of the line coincides with the eigenvector associated with the
smallest eigenvalue. For a true line element, one eigenvalue should be large,
and the other should be small. Thus, if the eigenvalues are ordered, |λ1| ≥ |λ2|,
then |λ1| should be large and |λ2| should be small. The latter requirement is
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not so important because the case where |λ1| and |λ2| are both large are rare
(it corresponds either to an isolated spot or to a saddle).

(a) (b) (c)

Fig. 1.13. Line elements. (a) Original image; (b) line features; (c) detected line
elements

Figure 1.13a shows an example of an image containing a number of lines.
The |λ1|-image is shown in Figure 1.13b. The detected line elements (Figure
1.13c) are found by the application of a non-local maximum suppression of
the |λ1|-image in the vertical direction and one in horizontal direction, and
next by thresholding the result. A relevant reference on more advanced line
extraction from images is [19].

Edge Elements

The usual model of an edge element is that of an abrupt stepwise transition
between two flat plateaus in the intensity landscape. The positions of these
transitions are called edge elements, or just edges. Neighbouring edge elements,
linked together, form an edge segment. Often, the edge segments are assumed
to be a smooth curve. In fact, the step edge model is a bit unrealistic since in
any real image transitions never occur abruptly. However, most edge detectors
rely on the availability of derivatives. If the scale at which these derivatives
are calculated is large enough, then the errors introduced by assuming abrupt
transitions is negligible.

At the position of an edge, the gradient vector is large. Therefore, the

gradient magnitude (f2
x + f2

y )
1
2 , also called the edgeness, must be large for

an edge, and small for a non-edge. Seen in the direction across the edge, the
gradient magnitude must have a local maximum located at the position of
the edge. The gradient vector itself points in the direction across the edge.

Suppose that w is that direction (so that |fw| = (f2
x + f2

y )
1
2 is the edgeness).

Then, at the position of an edge, the directional second derivative fww must
be zero. fww can be expressed in fx, fxx, etc. using the following relation:
|fw|2 fww = f2

xfxx + f2
y fyy + 2fxfyfxy. The proof is beyond the scope of this

text. Using the results up to now, we mark a pixel (n, m) as an edge if:
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√

f2
x(n, m) + f2

y (n, m) > threshold

and
g(n, m) = 0 with g = f2

xfxx + f2
yfyy + 2fxfyfxy

(1.17)

This approach is accredited to Canny [3]. In fact, Canny proposed a whole
family of edge detectors; the one described above being one of them. A demon-
stration of the Canny edge detector is provided in Figure 1.14.

(a) (b)

(c) (d)

Fig. 1.14. Edge elements. (aa) Original image; (b) edginess; (c) 2nd directional
derivative fww ; (d) detected edge elements

For linear edge segments, the procedure can be simplified. For linear edge
segments, the second derivative along the edge is also zero. Thus, if v is the
direction along the edge, we have fvv = 0. From fww = 0 we conclude that
fvv + fww = 0. However, fvv + fww is the Laplacian of the image. Since the
Laplacian is rotational invariant, it equals fvv + fww = fxx + fyy. Therefore,
the zero crossing criterion can also be expressed as fxx+fyy = 0. This criterion
was originally proposed by Marr and Hildreth [14].

1.4.3 Regions

The purpose of image segmentation is to partition the image plane into a
number of disjoint, meaningful regions. The term ‘meaningful’ refers to the
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property that the regions in the image should have a direct correspondence
with (parts of) the objects in the scene.

A first dichotomy for image segmentation techniques is the difference be-
tween top-down versus bottom-up approach (see above). In the top-down
approach the shape, position and/or orientation of the regions are restricted
using knowledge from the application domain. For instance, in the applica-
tion of analysing a tennis play the image of a tennis court has a given pattern
of line segments (Figure 1.13) that can be used to guide the segmentation
process. In a pure bottom-up process such restrictions are not used. The seg-
mentation is much more difficult then. Often the result is over-segmented
(i.e. a region corresponding to a single part of an object is fragmented into a
number of smaller segments), or under-segmented (i.e. two regions from two
different neighbouring parts of the objects are found as one segment). Only if
the application is well-conditioned pure bottom-up approaches are successful.

A second dichotomy can be made on the basis of area-based versus edge-
based. Area-based segmentation groups neighbouring pixels together in a sin-
gle region if these pixels share some local homogeneous property (e.g. the
colour). In contrast, edge-based segmentation strives for finding the bound-
aries between regions, i.e. locations where the homogeneity of a property
breaks down.

Area-based Segmentation

A possible implementation of area-based segmentation is the merge-and-split
approach. Starting point is some initial partitioning of the image plane. The
partitioning can, for instance, consist of a number of square regions that to-
gether fill the complete image area. The split process involves a check whether
some local property within each region passes a homogeneity test. If not, the
concerning region is split into two smaller regions. The process is iteratively
applied to each region. The iterations continue until all regions have suc-
cessfully passed the homogeneity test. The next step is merging. We select
arbitrarily two neighbouring regions and check whether these two regions can
be grouped together without violating the homogeneity test. This process
also continues iteratively. That is, until no pair of neighbouring regions can
be found that passes the homogeneity test successful.

Possible homogeneity tests are, for instance:

max − min criterion : max
(n,m)∈region

(fn,m) − min
(n,m)∈region

(fn,m) < threshold (1.18)

and

squared error criterion : 1
arearegion

∑

(n,m)∈region

(fn,m − µ̂region)
2

< threshold

(1.19)
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Here, µ̂region is the mean value of the intensities within the region.
arearegion is the number of pixels within the region. These criteria can easily
be extended to encompass colour and local texture parameters. Also models of
shaded regions (with a small gradient in the intensities) can be implemented.

Another approach for area-based segmentation is pixel classification. The
idea is that each pixel can be assigned a class label. The assignment occurs
on the basis of features that are extracted for that pixel. A region is formed
by a group of neighbouring pixels that carry the same class label.

An obvious choice for the feature in an intensity image is the pixel intensity
itself. This finds wide applications in industrial vision if the image acquisition
is well-conditioned. A careful design of the illumination enables a division of
pixels in a group of background and a group of foreground pixels (Figure 1.15)
simply by comparing the pixel intensities against a threshold. Unfortunately,
in many other applications this method fails because of the non-uniformity of
background and objects.

(a) (b)

Fig. 1.15. Area based segmentation using the intensity. (a) original image; (b)
segmented by intensity thresholding

Pixel classification is largely improved by extending the features. In a
colour image, we can use the three RGB components for each pixel. If this
does not suffice, the feature space can be further enlarged by involving the in-
tensities (or RGB components) in the neighbourhood of each pixel. However,
this possibility is also limited. Considering a colour image and a 3 × 3 neigh-
bourhood the dimension of the feature space (= number of features per pixel)
is already 27. Handling such a dimension not only forms a computational
burden. It also becomes problematic to establish a suitable classification rule.
Therefore, the number of features should be limited. A possibility for that is
to use the texture features mentioned in Section 3.1. As an example, consider
the Gabor texture features shown in Figure 1.10. The four filters produce four
texture feature images. By stacking these four images each pixel has four tex-
ture features thus forming a 4-dimensional feature space. These features are
used to classify each pixel using three possible classes: ‘hatched 1’, ‘hatched 2’,
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and ‘not hatched’. The classification rule is established here by interactively
creating a training set consisting of 3000 pixels (1000 pixels from each class).
The applied rule is the so called K nearest neighbour rule. That is, a new pixel
is classified according to the majority of votes coming from the K samples in
the training set that are nearest to the feature vector of the new pixel. In
this application, K=13 appeared to be a good choice. The result is shown in
Figure 1.16a. It can be seen that some pixels are erroneously classified. We
may improve the results a little by applying some morphological operations
as shown in Figure 1.16b.

(a) (b)

Fig. 1.16. Area based segmentation using pixel classification with texture features.
(a) labelled pixels; (b) cleaned

Edge-based Segmentation

Usually, the first step in bottom-up, edge-based segmentation is the detection
of edge elements (or line elements) resulting in an edge (or line) map. Most
edge and line detectors not only provide the positions of the elements, but also
directions. The second step involves the linking of neighbouring elements to a
chain. This is not a trivial step because the chain is often fragmented. Conse-
quently, some gaps should be bridged. In addition, most edge and line detec-
tors show some anomalous behaviour in the vicinity of corners, T-junctions,
and crossings. Furthermore, a textured area may give rise to an area crowded
with spurious edge elements. The chains of edge (or line) elements form line
segments that should be post-processed to form topologically correct regions.

As an example, consider the line elements shown in Figure 1.13c. From the
application domain (scenes of a tennis court), we know that the configuration
of line elements form straight line segments. The so-called Hough transform
(see e.g. [12]) is a technique to find these straight lines. A straight line in
described in the (x, y)-domain by the equation: ax + by = 1. This equation
can be rewritten as:
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ρ = x sin θ − y cos θ (1.20)

Here, θ is the angle of the line with the x-axis and ρ is a signed distance to
the origin. The Hough domain is the space spanned by the θ and ρ parameters.
A straight line in (x, y) domain corresponds with a single point in the Hough
domain. On the other hand, all possible lines through a single point in (x, y)-
domain correspond with a curve in the Hough domain (x and y are constants
in eq.1.20 and θ runs from 0 to π). If two points lie on a straight line in the
(x, y)-domain, the θ and ρ parameters of the line are found by the intersection
of the two corresponding curves in the Hough domain.

(a) (b)
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Fig. 1.17. The Hough transformation; (a) line in (x, y)-domain; (b) curves corre-
sponding to the 4 points; the intersection gives the parameters of the line

In order to determine straight lines in an image, a Hough image is cre-
ated of which each pixel corresponds to a certain (θ, ρ), i.e. a straight line
in (x, y)-domain. The value of the pixels is set to the number of curves that
pass through the pixel. This is done for each line pixel in the (x, y)-domain
generating the corresponding curve in the Hough domain and increasing all
pixels in the Hough image through which the curve passes. The maxima on
the Hough images correspond with the intersections (see fig.1.17b) and with
the straight lines that are supported by most edge pixels in the (x, y)-domain
(or: received most votes). The Hough image for the line elements from Figure
1.13c is shown in Figure 1.18a.

Detection of these local maxima (indicated by square marks in Figure 1.18a
reveals the parameters of the lines. The corresponding lines are superimposed
on the image in Figure 1.18b. Here, the lines are shortened using a mask
that is created from the original line elements. The final step is to produce
a topologically correct segmentation (Figure 1.18c) by pruning the isolated
endpoints of line segments, and to remove isolated line segments.

In this application, top-down segmentation is possible due to the fact that
the lines in a tennis court have a pattern. The knowledge of this pattern can
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(a)

(b) (c)

Fig. 1.18. Edge based segmentation. (a) Hough transform of Figure 1.13c. The
squares indicate the parameters of the found lines; (b) original image with the
found lines superimposed; (c) segmented image

be used to get a more stable and robust result. The pattern manifests itself,
for instance, in the Hough transform as 6 points in the vicinity of θ ≈ −90◦ or
θ ≈ +90◦. These points correspond to the 6 horizontal lines of the court. The
5 vertical lines are represented by the 5 points around θ = 0◦. The top-down
approach boils down to looking for the typical configuration of the 6+5 points
in the Hough domain.

1.4.4 Regional Description and Relations

The step following after segmentation is the characterisation of the regions.
The description of the regions includes the following aspects:

• radiometry (mean and variance of intensities or RGB components; texture
parameters)
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• geometry (position, orientation and shape)
• relations with other regions (adjacencies, relative size, etc)

Radiometric Properties

The regional radiometric properties are properties that are derived from the
intensities (or RGB components) of the pixels within the region. Perhaps the
simplest description is just the mean value of the intensities within the region.
For colour images, the mean colour:

R̄ = 1
arearegion

∑

(n,m)∈region

R(n, m)

Ḡ = 1
arearegion

∑

(n,m)∈region

G(n, m)

B̄ = 1
arearegion

∑

(n,m)∈region

B(n, m)

(1.21)

is a good descriptor for objects that are characterised by their colour (for
instance, some fruits). These descriptions are easily extended by other first
order statistical moments (such as variance, skewness and kurtosis).

For textured regions the second order statistics is relevant. These follow
readily from the co-occurrence matrices Cθ,ρ (Section 1.4.1) calculated over
the whole region. Parameters that can be derived from the co-occurrence
matrices are, for instance:

contrast
∑

i,j

(i − j)
2
Pθ,ρ(i, j)

energy
∑

i,j

P 2
θ,ρ(i, j)

correlation
∑

i,j

(i−µ)(j−µ)
σ2 Pθ,ρ(i, j)

(1.22)

Here Pθ,ρ is the normalised co-occurrence matrix derived from Cθ,ρ (the
elements Pθ,ρ(i, j) must sum to one) and µ and σ are the mean and standard
deviation of the elements of Pθ,ρ.

As an example, consider the regions (background, roof, wall) in Figure
1.16b obtained from the image in Figure 1.10a. Figure 1.19a shows the corre-
lation of the three regions for the following separation distances and orienta-
tions:

θ = 0◦(horizontal) : ρ = 0, 1, · · · , 30
θ = 90◦(vertical) : ρ = 0, 1, · · · , 30

The periodic nature of the two hatched regions is clearly reflected in these
correlations. This is even more explicit in Figure 1.19b where the Fourier
transforms of the correlation functions (the power density spectra, i.e. the
strength of the pattern as a function of its spatial frequency) are shown. The
background region has a maximum at spatial frequency 0, which means, there
is no repeating pattern. The roof region has a strong peak at a horizontal a
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frequency of ca. 0.12 [pixel−1] and a weaker peak at a vertical frequency of
ca. 0.07 [pixel−1]. The wall has a strong peak at vertical a frequency of ca.
0.12 [pixel−1] and at a horizontal frequency of ca. 0.07 [pixel−1].
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Fig. 1.19. Texture parameters for the three regions in Figure 1.10a. (a) correlation
function; (b) power density spectrum

Geometric Properties

The geometry of a region concerns aspects like: position, orientation, size and
shape. These features can be extracted using the region seen as an area. But
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it is also possible to extract them from the contour of the region. We discuss
two approaches. The first one is area-based. The second one is contour-based.

Geometric properties can be extracted using the moments of a region. A
well-known example is the centre of gravity (centroid) defined by:

x̄ = 1
area

∑

(n,m)∈region

n ȳ = 1
area

∑

(n,m)∈region

m (1.23)

area is the number of pixels within the region. Often, (x̄, ȳ) is used as the
definition for the position of the region.

In fact the centre of gravity can be defined in terms of moments. That is,
x̄ = M10 and ȳ = M01, where the moment of order pq is defined as:

Mpq =
1

area

∑

(n,m)∈region

npmq (1.24)

The centralised moments are moments that are made invariant to the
position of the region:

µpq =
1

area

∑

(n,m)∈region

(n − x̄)p(m − ȳ)q (1.25)

The second order moments provide some rough information about the
orientation and extension of the region. For that purpose, define the second
order matrix:

[

µ20 µ11

µ11 µ02

]

(1.26)

The principal axes of the region are spanned by the eigenvectors of this
matrix. The corresponding eigenvalues are called principle moments. Their
square root is a measure of the extension of the region in the direction of the
corresponding principal axes. The direction of the largest principal axis is a
measure for the orientation of the region. Figure 1.20 shows the principal axes
of the regions obtained in Figure 1.15b. Note that the directions of the rings
and nuts are indeterminate due to the rotational symmetry of these objects.

Another possibility to describe the geometry of a region is by considering
the contour of the region. The contour is formed by the set of pixels that
belong to the boundary of the region. A contour can be represented by a
parametric curve (x(s), y(s)) where the parameter s is the running arc length.
(x(0), y(0)) is some arbitrarily selected starting point of the contour. s is the
length of the path along the contour. If P is the perimeter of the region, then
the curve is periodic with period P , i.e. x(s + P ) = x(s) and y(s + P ) = y(s).
Figure 1.21a illustrates the contour representation of a region.

Since x(s) and y(s) are periodic functions of s, their Fourier spectra are
discrete. In other words, the functions can be built using a weighed sum of
complex harmonic functions:
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Fig. 1.20. Principal axes derived from the 2nd order moments of the regions

x(s) + jy(s) =

+∞
∑

k=−∞

Zk exp

(

2πj
ks

P

)

(1.27)

The complex amplitudes Zk, called the Fourier descriptors, are obtained
analytically using the Fourier transform:

Zk =
1

P

P
∫

s=0

(x(s) + jy(s)) exp

(

−2πj
ks

P

)

ds (1.28)

In practice, the contours extracted from the regions are discrete (sam-
pled), and the Fourier descriptors are calculated using the FFT-algorithm
(Fast Fourier Transform). For the analytic case, the number of Fourier de-
scriptors is infinite, but practically a range from, say, Z−16 up to Z16 is more
than enough. For the discrete case, the number of usable Fourier descriptors
will never be more than the number of points on the contour.

The Fourier descriptors can be used to extract information with respect
to position, orientation and size. For instance, the position of the contour is
given by Z0 because according to eq. 1.28:

Z0 =
1

P

P
∫

s=0

(x(s) + jy(s)) ds (1.29)

Thus, Z0 is the centre of gravity of the contour. The orientation of the
region is encoded in the phase of the Fourier descriptors. As said before the
starting point of the traced contour is often arbitrarily selected. This starting
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Fig. 1.21. Geometrical properties based on normalised Fourier descriptors. (a)
Contour representation and NFDs; (b) Scatter diagram using Fourier descriptors

point is also encoded in the phase. So we need at least two Fourier descriptors
to entangle the orientation and the starting point. The size of the objects, i.e.
the square root of the area (or optionally the radius of the best fitting circle),
is proportional to the magnitude of the descriptors. Therefore, a measure for
the size can easily be extracted.

Having the position, orientation, starting point and size of the contour, the
descriptors can made invariant to these aspects by normalising them, that is,
by giving the contour a standard position, orientation, starting point and size.
The resulting descriptors are called NFDs (normalised Fourier descriptors).
Figure 1.21a shows the magnitudes of the NFDs. The range of NFDs shown
there are k = −31, · · · ,−1 and 2, · · · , 32. Z0 and Z1 are excluded since they
don’t carry any information (they are sacrificed for the normalisation: Z0 ≡ 0
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and Z1 ≡ 1). The scatter diagram in Figure 1.21b is obtained by, for every
object in the image 1.15, first calculating the Fourier descriptors, then from
these extracting two features using Fisher’s linear discriminant analysis [6]
(a linear transformation resulting in a dimension reduction) and plotting the
symbol (cross, triangle, box, star) of the objects at the position defined by
the found features. The scatter diagram illustrates that the NFDs are usable
for shape recognition, because the different objects form clusters that can be
separated by e.g. quadratic boundaries.

Relations

In the preceding section each region was considered individually. In addition
to that, relations between regions are also clues for object recognition. As
an example, consider the segmented image of a tennis court shown in Figure
1.18c. A proper interpretation of the regions in this image is given in Figure
1.22. It will be difficult to classify these regions without taking into account
the context in which they appear. In fact, all regions are rectangles that have
been transformed under an (unknown) perspective projection. Therefore, the
shape parameters do not provide much information. The eccentricities of the
rectangles might be a clue, but this parameter is not invariant to a perspective
projection. An additional difficulty rises because the presence of the net cord
causes an over-segmentation of the courts.
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Fig. 1.22. Labelled regions of the tennis court image

The context of the regions can be described by relations. A relation is a
property between two regions. Relations between three or more regions do
exist as well, but these are not discussed here. These relations are either
quantifiable attributes of the pair of regions, or propositions that can be true
or false. The following is a list of quantities that can be attributed to any two
regions A and B:

• Relative size: the size of region A relative to the size of region B:
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s(A, B) =
area(A)

area(B)
or s(A, B) =

|Z1(A)|
|Z2(A)| (1.30)

|Z1(A)| is the magnitude of the first Fourier descriptor of region A, i.e.
the radius of the circle that best fits its contour.

• Normalised distance: the distance between two regions relative to their size:

drelative(A, B) =
d(A, B)

√

|Z1(A)| |Z1(B)|
(1.31)

d(A, B) is the distance between A and B, defined, for instance, using the
centres of gravity.

• Similarity: a measure of alikeness of shape. A possibility, using the nor-
malised Fourier descriptors Zk, is:

sim(A, B) =

√

∑

k

(Zk(A) − Zk(B))
2

(1.32)

• Adjacency: a measure a(A, B) of the extent to what region A is adjacent
to region B. It can be defined as the fraction of the boundary of A that
is adjacent to the region B. Thus if A and B do not share a common
boundary, then a(A, B) = 0. If A is completely surrounded by B, and A
does not contain holes, then a(A, B) = 1.

Examples of propositions are:

• A is adjacent to B
• A surrounds B
• A is left from B
• A is above B
• A is similar to B

Many of these propositions can be derived simply by thresholding the corre-
sponding quantifiable properties.

The representation of the regional properties and the relation is often that
of an attributed graph. The simplest version is the so-called region adjacency
graph (RAG) shown in Figure 1.23. The nodes in the graph represent the
regions found in the image. Two nodes are connected by an arc if (and only if)
the two corresponding regions are adjacent. The RAG can easily be extended
to a directed, attributed graph. Figure 1.24 gives an example (only part of the
graph is visualised). Here, labels have been attributed to both the nodes and
the arcs. These labels contain the observations that have been made in the
image. Labels attached to the nodes are region properties. Labels attached
to the arcs are relations. In Figure 1.24 only propositions are given. But, if
needed, they can be extended by quantifiable properties.

Instead of an area-based description of regions and relations one can also
exploit edge- or line-based descriptions. In fact, the analysis of the tennis court
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Fig. 1.23. Region adjacency graph (RAG) of the tennis court image
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Fig. 1.24. Attributed graph describing the regional and relational properties

image is easier using relations between the lines that make up the tennis court.
Figure 1.25a is an overview of the lines that are defined by the International
Tennis Federation. Assuming that the point of view of the camera is always
lengthwise with respect to the tennis court (which is usually the case), the
baselines, the service lines, and the net are horizontally aligned in the image.
Figure 1.25b is a relational model of these lines. The model for the sidelines,
i.e. the vertical lines, is likewise. The horizontal lines are subjected to the per-
spective projection of the camera. Consequently, these lines share a common
intersection point, called the vanishing point, see Figure 1.26. Depending on
the orientation of the camera with respect to the court the vanishing point of
the horizontal lines must be either left or right from the image. The vanishing
point of the vertical lines must be situated above or below the image. This
knowledge is exploited in Figure 1.25b in order to find the set of horizontal
lines.

In Figure 1.25b the relations ‘have-a’, ‘is-a’, and ‘is-a-kind-of’ are borrowed
from the semantic network representations developed in classic artificial in-
telligence. The proposition ‘A is-a B’ means that A is an instance of the set
B. The proposition ‘A is-a-kind-of B’ means that A is a subset of the set B.
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Fig. 1.25. Model of the lines in the tennis court image. (a) definitions of the lines;
(b) relational model of the horizontal lines

The proposition ‘A has-a B’ relates an object B to A. Figure 1.25b shows that
horizontal lines are made up by subsets ‘baselines’ and ‘service lines’, and by
the instances ‘net cord’ and ‘centre line’. The subset ‘baselines’ consists of
the instances ‘lower baseline’ and ‘upper baseline’. The subset ‘service lines’
consists of the instances ‘lower service line’ and ‘upper service line’.

The centre line is distinguished by the fact that it is positioned midway
between the two service lines (and the baselines). However, this predicate only
holds true in a metrically correct domain. Due to the perspective projection
the image plane does not satisfies this constraint. One way to deal with this
problem is to rectify the image using the vanishing points. Figure 1.26 shows
an example. A possible additional advantage of this geometric transformation
is that the further analysis of the tennis play might be facilitated.

1.5 Object recognition

In the previous section mainly bottom-up strategies are described to arrive at
regional and relational descriptions of images (see the hierarchy of fig. 1.5). In
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Fig. 1.26. Rectification using the vanishing points

this section three top-down approaches to object recognition will be presented:
template matching, eigen objects and statistical shape models. Also, it will
be shown how these methods fit into the model-based framework to image
analysis presented in fig. 1.4.

1.5.1 Template matching

Template matching is a straightforward method for object recognition and
localisation in images. The objects that must be detected are represented by
templates, which often simply are images of the object. To detect an instance
of an object in an image, the corresponding template is placed at a certain
location on the image and the pixel values of the template and the image under
the template are compared to each-other. In figure 1.27 a scanned document is
shown and a template of the letter ”a”. Template matching would result in low
difference values at the positions of a’s in the document and high difference
values elsewhere.

There are many ways to compare templates to image data. Probably the
simplest is the absolute difference measure:

dT,I(x, y) =
m

∑

u=−m

n
∑

v=−n

|T (u, v)− I(x + u, y + v)| (1.33)

where T (u, v) is the pixel value at coordinates u, v of the template T and
I(x+ u, y + v) is the pixel value at the corresponding position in the image I.
The size of the template is 2m+1x2n+1. Generally, the difference measure is
calculated for all positions in the image and an object is located by finding the
maxima in the resulting difference image that are below a certain threshold.
Often, the pixel values of templates and instances of the corresponding objects
in the image differ, because of e.g. difference in illumination. In this case the
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Fig. 1.27. Template matching by comparing a template (the ”a” character on the
right) with the underlying image. If the template of an object is positioned exactly
over the same object in the image, the difference between template and underlying
image will be minimal.

absolute difference is not a good distance measure. A better choice is then to
use cross-correlation:

CT,I(x, y) =
m

∑

u=−m

n
∑

v=−n

T (u, v) · I(u − x, y + v) (1.34)

or normalised cross-correlation:

NCT,I(x, y) =

m
∑

u=−m

n
∑

v=−n

T (u, v) · I(x + u, y + v)

√

m
∑

u=−m

n
∑

v=−n

(T (u, v))2
m
∑

u=−m

n
∑

v=−n

(I(x + u, y + v))2

(1.35)

These cross-correlation measures are higher if the image under the tem-
plate differs less from the template.

The normalised cross correlation of the template in figure 1.27 with the
scanned document is shown in figure 1.28 on the left. At the positions of an ”a”
character in the document, a bright spot can be observed. At some positions
with characters that have some similarity with the template darker spots
can be observed, while the background is completely dark. At the right, the
positions of the maxima of the matching results are overlayed on the original
document image, showing that all ”a” characters were properly detected.

The template matching approach fits neatly in the model-based framework
as is shown in figure 1.29.

The model simply consists of the template. The feature consists of a win-
dow in the image at a position x, y of the size of the template, the pixels of
which are directly compared with the template using the absolute difference
or cross-correlation measures. The template matching approach can easily be
extended to incorporate multiple templates and to allow rotation and scaling
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Fig. 1.28. Result of the template matching giving maxima for ”a”-like characters
and the detected characters overlayed on the original scanned document
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Fig. 1.29. Template matching approach cast in the model-based structure

of the templates. Also, instead of comparing image data directly, it is possi-
ble to first extract features of the template and the image and perform the
comparison between the extracted features.

1.5.2 Eigen objects

Eigen objects is a method for object recognition that is based on the idea that
any object O can be represented by a mean object Ō plus a weighted sum of
the eigen objects ei:

O = Ō +
∑

i

wiei (1.36)

The eigen objects are determined from a set of example or training objects
and a technique called principle component analysis (PCA). An object is
recognised by comparing the weights wi of the object to those of objects
in a data base of known objects. Details can be found in e.g. [21] where the
technique is used for face recognition. An object O is characterised by a vector
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of features u. The elements of such a feature vector could e.g. be the intensities
of the pixels in an image or other features, like shape, size and colour. For an
object with index i and n features, this results in the following feature vector:

ui = {ui
1, u

i
2, ..., u

u
n} (1.37)

If there are m example object feature vectors, the average object feature
vector becomes:

ū =
1

m

m
∑

k=1

uk (1.38)

Let us consider the case that the number of features is larger than the
number of examples: n > m, as is often the case if whole images are used as
feature vectors. In this case the eigen objects ei are calculated using:

ei
l =

1√
λi

m
∑

k=1

vi
k(uk

l − ūl) (1.39)

Where λi and vi = {vi
1, v

i
2, ..., v

i
m} are the eigen values and eigen vectors

of the m × m matrix:

L = ATA (1.40)

Where A = [u1 − ū,u2 − ū, ...,um − ū] is an m×n matrix. If the number
of features is less than the number of examples: n < m, then the eigenvectors
of the n × n matrix AAT are used.

Any input feature vector u of a new object can now be decomposed in the
eigen objects ei. The coefficients are calculated using:

wi = (ei)T (u − ū) (1.41)

The feature vector u of the object can now be reconstructed using the
coefficients wi, the eigen objects ei and the mean object feature vector ū:

û =

m
∑

k=1

wke
k + ū (1.42)

Identification of the object takes place by determining a distance measure
(e.g. the Euclidian distance) between the weights of the object to identify and
the weights of objects in a data base. Often fewer than m eigen objects are
used for reconstruction and identification. Eigen objects with corresponding
eigenvalues of relatively small magnitude explain only little of the variation of
the example set and can, therefore, be discarded without introducing signifi-
cant reconstruction errors. If the eigen objects ei are ordered according to the
magnitude of the corresponding eigen values λi, we can simply discard eigen
objects em′+1 to em and 1.42 reduces to:
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û =

m′

∑

k=1

wke
k + ū (1.43)

Where 1 ≤ m′ ≤ m and m′ is chosen such that most of the variation in
the training set is explained by the first m′ eigen objects.

The eigen objects approach to object recognition can be cast into the
model-based framework as displayed in figure 1.30. Since the weights of the
objects are compared, the model must predict the weights of the object in
the image. The model, therefore, consists of a data base of objects of which
features are extracted and the principle components using 1.41. The model
contains information of the objects in the training set in the form of the eigen
objects ei and the mean object feature vector ū as well as of the objects in the
data base (which may differ from those in the training set). For an input image
in which an object must be recognised, first the features vector of the object
is extracted and next the weights of the principle components are extracted
using 1.41. The parameter to be estimated is the index of the object in the
data base of objects and the model selection box in the model-based scheme
just walks through the complete list of objects and selects the object with
the weights closest to the weights w of the object in the input image. The
resulting ”description” of the image is in this case the object index or label.
In order to increase recognition speed, the PCA-weights of all objects in the
data base can be pre-calculated.

feature
extraction

image
data

comparison

model
selection

e.g. Euclidian distance

best match

database of

individuals to recognise

weights of eigen objects

weights of individual to test

weights for eigen objects of

Fig. 1.30. Eigen objects method cast in the model-based structure

The eigen object recognition method has been successfully applied to face
recognition, in which case it is called eigen face method. The input vectors of
features u consist of the intensities of the pixels of facial images images. This
means for facial images of e.g. 100 × 100 pixels that the feature vector u has
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10000 elements. Generally only the first few hundred elements are used as they
explain 95− 98% of the variation in training sets. An example of the average
face image and the 5 most significant eigen faces is shown in figure 1.31. These
images were obtained by training with 1408 images from the so-called FERET
facial image data base [15].

Fig. 1.31. Average face and first few eigen faces of a face recognition system based
on PCA. The eigen faces can be seen as variations on the average face.

1.5.3 Statistical shape models

Statistical shape models and active shape models are described by Cootes et
al. [5]. A shape like a contour of the hand or the features of a face can be
represented by a set of (connected) landmarks. In fig. 1.32 the shapes of the
bolts from fig. 1.3. A set of examples of these shapes can be used to build a
statistical shape model, provided that the landmarks are consistent between
the shapes.

The first step to build such a statistical model is to align all shape examples
by Procrustes Analysis, i.e. rotate, scale and translate each of them such that
the sum of squared difference to the mean of the set is minimised. Each shape
can then be represented by a vector with the coordinates of the landmarks. If
there are n landmarks on a shape, then a shape i is given by the 2n dimensional
vector:

xi = [xi1, yi1, xi2, yi2, .., xin, yin]T (1.44)
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Fig. 1.32. Shapes defined by a set of landmarks

Like in the previous section about eigen objects, the a shape i can be
described as the sum of a mean shape and weighted shape variations using
principle component analysis:

xi = x̄ + Pbi (1.45)

Where the vector x̄ is the mean of the aligned shapes, the matrix P de-
scribes the modes of variations and the vector b contains the weights. If there
are N shapes in the example set, then:

x̄ =

N
∑

i=1

xi (1.46)

The 2n×2n matrix P consists of the unit eigen vectors pkof the covariance
matrix:

C =
1

N

N
∑

i=1

(xi − x̄)(xi − x̄)T (1.47)

Thus P = [p1,p1, ...p2n] and for each eigen vector pk the following holds:

Cpk = λkpk and pT
k pk = 1 (1.48)

The λk are the corresponding eigen values and the eigen vectors are ordered
such that λk ≥ λk+1.

Any shape in the example set can be approximated using the mean shape
x̄ and a weighted sum of the first t modes of variations:

xi ≈ x̄ + Ptbt (1.49)

where Pt = [p1,p1, ...pt] and bt = [b1, b2, ...bt]
T
. New shapes that are

not in the example set can be generated by varying the weights bk. By setting
certain limits to the weights, shape constraints can be imposed. Suitable limits
are typically in the order of:
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−3
√

λk ≤ bk ≤ 3
√

λk (1.50)

Fig. 1.33 shows variation of the main modes of variation for the active
shape models of fig. 1.32. The first mode of variation appears to be the thick-
ness of the bolt relative to the head and the second main mode of variation is
the flatness of the head of the bolt. Remember, that the variation in position,
orientation and scaling has been eliminated by the Procrustes Analysis.

Fig. 1.33. The main modes of variation for the statistical shape models of fig. 1.32
are the thickness of the bolt and the flatness of the head relative to the length of
the bolt

The next step is now to use the statistical shape model to locate similar
objects in images. This requires estimation of the position, orientation (rota-
tion) and scale of the object as well as the weights for the modes of variation
of the statistical shape model. If the centre of a shape s is given by Xc, Yc

and the scaling s and rotation by θ are defined by the matrix M(s, θ), then
an instance of the model can be written as:

X = M(s, θ)x + Xc (1.51)

Here, Xc = [Xc, Y c, Xc, Yc, ..., Xc, Yc]
T . Now assume that an instance of

the model is placed on an image near an object. In order to fit the model,
adjustments to the landmarks will have to be found to move them to a better
position. If the model points represent the boundaries of the object, this can
be realised by moving them to the image edges, e.g. to the maximum gradient
near the points. The adjustments of the model points form a vector:

dX = [dX1, dY1, ..., dXn, dYn] (1.52)

By using Procrustes Analysis again, a new estimate for the scaling s′ , the
orientation θ′ and the centre X′

c results, such that:

M(s′, θ′)(x + dx) + X′
c = X + dX (1.53)

Where dx are the residual adjustments that cannot be interpreted by
global scaling, rotation and translation of the model. These residual adjust-
ments must be compensated for by adapting the shape of the model, i.e.
adjusting b. First, dx is determined from 1.53:
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dx = M−1(s′, θ′)(X + dX − X′
c) − x (1.54)

In order to find the adjustments for b, the residuals dx are transformed
into the model parameter space. Using 1.49:

x + dx ≈ x̄ + Pt(bt + dbt) (1.55)

Subtracting 1.49 gives:

dx ≈ Ptdbt (1.56)

Now dbt can be obtained by inversion of Pt and since Pt consists of the
unit eigenvectors of a covariance matrix, P−1

t = PT
t :

dbt = PT
t dx (1.57)

In order to ensure that the model only deforms into shapes that are con-
sistent with the shapes in the example set, the weights b are limited according
to 1.50. The whole procedure from 1.52 to 1.57 is repeated until no significant
change occurs. Figure 1.34 shows some examples of the bolt model fitted to
bolts not present in the example set.

Fig. 1.34. Results of fitting the statistical model of a bolt

This method of fitting statistical shape models to images is often called
Active Shape Model (ASM). There is an extension to the ASM, which not
only describes the shape using a statistical model, but for the texture as well.
This combined shape and texture model is called Active Appearance Model
[20]. Numerous applications exist for ASMs and AAMs, ranging from lung
detection in X-ray photographs to 2-d and 3-d segmentation of organs in
medical CT and MRI images to face recognition.

In fig. 1.35 the Active shape model approach to object recognition is cast
into the model-based image processing approach. Since here a number of pa-
rameters must be optimised, the model selection approach is more compli-
cated. It handles the steps described in 1.53 to 1.57, i.e. it calculates a new
instance of the model (the global position, pose and scale and the shape pa-
rameters b) from the displacements dX.
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Fig. 1.35. Active shape model approach to object detection cast into the model-
based framework

1.6 Summary

This chapter gives an overview of the application areas of and techniques used
in image processing. Because the field of image processing is very broad, it
is impossible to give an exhaustive overview and it was necessary to make a
selection of subjects. The stress in this overview is on image analysis, where
image analysis is defined as the extraction of descriptions of images, imaged
scenes or objects in images.

It is explained that these descriptions can contain detections of the pres-
ence of objects or features in the image, a classification of objects or features,
estimated parameters and structural information. Also, a model-based frame-
work is introduced and the notions of low level, high level and bottom-up and
top-down are described. Feature extraction is treated in depth for a range of
features from simple pixel based features to high level features describing the
shape and appearance of objects.

Finally, examples are given for object recognition in images: character
recognition using correlation, face recognition using eigen objects and recog-
nition of bolts using active shape models.

1.7 Further Reading

There exists an overwhelming amount of literature on image processing. Clas-
sical publications on the fundamentals of image processing are the books by
Pratt [16], Jain [12] and Castleman [4]. An online available book is Image Pro-
cessing Fundamentals [23] by Young, Gerbrands and van Vliet. More in-depth



50 Ferdi van der Heijden and Luuk Spreeuwers

information on object recognition and parameter estimation can be found in
[22] by van der Heijden.

Other, more recent books are Gonzalez, Woods and Eddins’ book on im-
age processing using MATLAB [8] and the Handbook on Image and Video
Processing by Bovik [1].

Image processing in multimedia systems are treated in books by Furht,
Smoliar and Zhang [7] and Guan Kung and Larsen [9].

Apart from the many books published on the subject of image processing,
many journals and conference proceedings are available, reflecting the ongo-
ing research developments in the field. Some of the most important journals
on image processing are the IEEE Transactions on Image Processing, Com-
puter Vision and Image Understanding by Elsevier, IEEE Transactions on
Pattern Analysis and Machine Intelligence and The International Journal of
Computer Vision by Kluwer. Some important conferences are the IEEE In-
ternational Conference on Image Processing (ICIP) and the IEEE Conference
on Computer Vision and Pattern Recognition (CVPR).

Finally, many of the subjects described in this chapter are explained ex-
tensively on different webpages. E.g. www.wikipedia.org gives quite exten-
sive explanations and further links on subjects like Hough transform, Fourier
transform, cross correlation etc.
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