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Abstract

Local energy markets require various types of forecasting. Even if the existing meth-
ods are more and more accurate, there is a continuous search towards advance meth-
ods able to quantify the uncertainty of various electrical and price signals. Although
a wide range of machine learning methods has been applied to electricity forecast,
in this chapter, we will pass from linear models to state-of-the-art deep learning
methods in an attempt to understand which are their most interesting challenges
and limitations. The day-ahead electricity load forecast performance is analysed
for five EU countries. Consequently, we perform a comparison between Ordinary
Least Squares, Ridge Regression, Bayesian Ridge Regression, Kernel Ridge Regres-
sion, Support Vector Regression, Nearest Neighbors Regression, Gaussian Process,
Decision Trees, AdaBoost, Random Trees, and dense Multi-layer Perceptron (MLP).
Moreover, in an attempt to have accurate and fast methods with good generalisa-
tion power, we introduce sparse neural networks and sparse training methods for
electricity forecasting through the means of sparse MLPs trained with the Sparse
Evolutionary Training procedure (SET-MLP).

Key words: Forecasting, Energy, Deep Learning, Sparse Training, Sparse Multi
Layer Perceptron, Decision Trees, Support Vector Machine, Bayesian Ridge
Regression

1. Introduction

As prediction developed, different sub-fields were created. The electrical forecast-
ing problem can be regarded as a nonlinear time series prediction problem depending
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on many complex factors since it is required at various aggregation levels and high
resolution [29]. Furthermore, the electrical forecasting accuracy and the resulting
errors will be reflected in the performance of the local energy market. In this con-
text, a variety of forecasts are necessary at national level, regional level, or specific to
the type of consumers (residential, industrial). Worldwide, residential buildings have
one of the highest energy consumption rates, on average they consume around 40%
of the global primary energy and contribute to over 30% of CO2 emission. Within
Europe, residential energy usage grows at an annual rate of 1.5%. This is higher
than the industrial and transportation sector energy consumption increase rate [5].

Consequently, the current growth of urbanization and electricity demands intro-
duce new requirements for future power grids and keep the electricity market under
pressure. To satisfy these demands, future power grids will need to predict, learn,
schedule, make decisions and monitor local energy production and consumption. Fol-
lowing this, to improve the flow of energy requires energy predictions over various
time horizons [32, 30].

As both, the aggregation level and the prediction horizon, are decreasing more
and more, the fluctuations are increasing in the electrical patterns. To solve these
challenging problems, various time series and machine learning approaches have been
proposed in the literature. These range from heuristic based approaches to math-
ematically grounded ones such as those residing in the realm of Machine Learning
(ML).

When analyzing the local energy market impact, it is imperative to not only
predict the electrical pattern, but also to consider a deeper range of factors. This
allows the decomposition of demand and price forecasting, to not only help identify
consumption and generation trends, detect faults or predict savings, but it allows for
better decision making strategies to control and schedule loads to off-peak times [32,
30]. The choice of a high-performance method depends on the special characteristics
that electrical patterns have.

2. Energy prediction: Particularities

The complexity of the consumers’ energy producing and consuming technologies
and the uncertainty in the influencing factors yield frequent fluctuations. Nowadays,
commercial, industrial and residential buildings represent a tremendous amount of
the global energy used. Moreover, urbanization and electrification trends show that
the total energy demand will increase in the future, and the penetration of energy
from renewable sources is increasing as well.

Therefore, the electrical demand forecasting problem, at various aggregation lev-
els, can be regarded as a highly nonlinear and non-stationary time series prediction
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problem [18, 42, 31]. In Tang et. al [40] a comprehensive list of data characteristics
of energy time series are summarized, such as stationarity (and non-stationarity),
linearity (and nonlinearity), complexity, chaotic property, fractality, regularity (and
irregularity), cyclicity, seasonality, saltation (or mutability), randomness and so far.
Therein, the characteristics are split in two, i.e. the nature and pattern character-
istics, analyzing energy time series data from different perspectives. The first type,
given by the nature, refers to a series of components, i.e., trend, cyclical, seasonal,
saltatory and noisy patterns. The pattern refers to the ability of a prediction method
to extract coexisting hidden patterns from data. In this chapter the following three
energy pattern characteristics are considered:

2.1. Prediction horizon and resolution

Prediction of temporal energy consumption enables building operators to schedule
the energy usage over time, shift energy usage to off-peak periods, and make more
effective energy purchase plans. From this perspective, demand forecasting can be
considered to fall into three categories:

1. Short-term forecasts are usually applied to intervals ranging from one hour to
one week. Traditionally, the short-term forecast is performed using data with
one hour and 15 minutes resolutions, but higher resolutions make the problem
even more complicated.

2. Medium-term forecasts are usually from one week to one year.

3. Long-term forecasts are for ranges longer than one year.

The predictions performed in this chapter are restricted to the short-term intervals,
with a special focus on the day-ahead energy prediction with various resolutions.

2.2. Level of aggregation

In the local energy market context it is important to predict not only aggregated,
but to go deep into the individual building level, so that distributed generation
resources can be deployed based on the local forecast. Decomposition of demand
forecasting helps analyze energy consumption patterns and identify the prime targets
for energy conservation. As the level of aggregation decreases, the electricity patterns
are becoming harder to forecast due to a broad range of influencing factors inside
the local communities.
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2.3. Influencing factors

Without presenting an exhaustive list of explanatory variables, one should con-
sider countries and regional tendencies, socioeconomic indicators, as well as climate
and meteorological data in order to perform a forecast. Additional variables, which
proved to have a significant impact on energy systems as the Covid-19 pandemic,
should be considered. Furthermore, as the role of end-users progresses in the local
energy markets, the features selection step start to increasingly account for multi-
modal data recorded at the low-level aggregation (e.g. residential and industrial).
The complexity of building energy behaviour and the uncertainty of the influencing
factors, such as more fluctuations in demand, make energy prediction a hard prob-
lem. These fluctuations are given by weather conditions, the building construction
and thermal properties of the physical materials used, the occupants and their be-
haviour, sub-level systems components lighting or HVAC (Heating, Ventilating, and
Air-Conditioning).

3. Energy prediction: Methods

The highly non-linear behavior of energy consumption is difficult to predict, due
to the uncertainty of inconsistent fluctuations. These fluctuations are influenced
by range of factors from climate, building envelope, systems, control and main-
tenance, indoor environment to occupant behavior and can even extend as far as
socio-economic factors [12].

Given training vectors xi ∈ Rn,∀i = 1, ..n, and a label vector yi ∈ Rd the
forecasting problem is resumed at finding at any moment in time an estimated ỹi,
such that the difference between the expected and actual value is as small as possible.
In an attempt to provide an accurate estimate over the years, many methods have
been developed.

Linear Models. In this chapter, we have chosen three linear models to study, as
follows: Ordinary Least Squares (OLS), Ridge Regression (RR), and Bayesian Ridge
Regression (BRR). Each of these linear models minimizes a loss function. In the
case of RR and BRR, α is the L2 regularization penalty. A summary of these loss
functions is depicted in Table 1. The BRR uses the same loss function, the L2

regularization, and assumes the output to be a Gaussian distribution around Xw,
such that p(y|X,w, α) = N (y|X,w, α).

Kernel Models. Furthermore, we have chosen two kernel-based methods, Kernel
Ridge Regression (KRR) and Support Vector Regression (SVR). The first one, KRR,
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Table 1: Cost function of the linear models used in this chapter

Linear Models Cost function
Ordinary Least Squares (OLS) minw‖Xw − y‖22

Ridge regression (RR) minw‖Xw − y‖22 + α‖w‖22
Bayesian Ridge Regression (BRR) minw‖Xw − y‖22 + α‖w‖22

where p(y|X,w, α) = N (y|Xw,α)

uses the kernel in combination with the ride regression loss function. SVR solves the
primal problem defined by:

minimize
w,b,ζ,ζ∗

1

2
wTw + C

n∑
i=0

(ζ + ζ∗)

subject to yi − wTφ(xi)− b 6 ε+ ζi

wTφ(xi) + b− yi 6 ε+ ζ∗i
ζi, ζ

∗
i 6 0,∀i = 1..n

Here, we are penalizing samples whose prediction is at least ε away from their true
target. These samples penalize the objective by ζi or ζ∗i depending on whether their
predictions lie above or below the ε tube, as discussed in [3].

Tree-based methods. The tree-based methods showed superior performance on tabu-
lar data in various applications. As all data in the local energy market context are
tabular data, three tree-based methods were chosen to be compared in this chapter,
i.e. Decision Trees (DT), AdaBoost (AB), and Random Trees (RT). We consider
them in a binary splitting format, where for each node n a specific threshold is con-
sidered (i.e. τn). For DT the optimal placement of the loss is calculated using as
an impurity measure the Gini index. Consequently, for each node, the minimization
criteria used to identify the locations for future splits was Mean Squared Error, which
minimizes the L2 error using mean values at terminal nodes.

RT uses a similar procedure in a recursive setting for a large number of random-
ized trees. Finally, the AdaBoost method produces a committee as a result of a
linear combination of week splittings. Fore more details regarding the use of tree-
based methods for electricity forecast we refer to [7, 37] for random forest and to [2]
for the use of boosting based algorithms, e.g. XGBoost.
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3.1. From machine learning to neural networks

Besides the methods discussed above, few more popular machine learning meth-
ods were used for comparison, based on their ability to perform very well on specific
tasks, such as Nearest Neighbors Regression (NNR), and Gaussian Process (GP).
For example, in [43] k-Nearest Neighbors provide the most accurate results for load
forecasting.

For almost three decades, Artificial Neural Networks were used for electricity
forecasting [36, 1], while recently more and more advanced neural network models,
machine learning and artificial intelligence methods are advancing the field. A simple
neural network has three layers of neurons: input layer, hidden layer, and output
layer. In the continuous people search for more powerful methods with better gen-
eralization capabilities, deep learning methods − as a general umbrella for artificial
neural networks with many hidden layers − appear to be more popular.

Deep Learning. In addition to the traditional statistical learning approaches, deep
learning for supervised energy prediction was used from 2014 onwards when meth-
ods, such as Conditional Restricted Boltzmann Machine (CRBM) [30], and Factored
Conditional Restricted Boltzmann Machine machine (FCRBM) [32] were introduced.
Besides these works, based on our best knowledge, there are only a few publications
that extend the use of these types of methods for building energy prediction appli-
cations. For example, the Long Short-Term Memory (LSTM) method was used for
building energy prediction in [39] and [13]. In [31] a hybrid method suitable for a
price-responsive context based on FCRBM with a Gaussian Restricted Boltzmann
Machine(GRBM) added to perform feature selection was proposed for energy predic-
tion at the aggregated level. Another related work is that of Marino et al. [20], which
is followed by the work of Manic et al. [19]. In 2017, a Multilayer Perceptron (MLP)
enhanced with deep learning capabilities was introduced in [37] and showed a good
accuracy level in comparison with other seven machine learning methods. Later on,
many other deep learning methods have been investigated. In [44], XGBoost was
used for feature selection in order to improve the accuracy of a LSTM model.

Given the fact that the number of deep learning algorithms has increased a lot
in the last 2-3 years we can observe a mirroring effect in the electricity forecast area.
Yet, deep learning methods for load and price forecasting are in an incipient phase
where new advanced neural networks methods shall be explored and extended.

3.2. From neural networks to sparse neural networks

Despite their success, the dense deep learning models are computationally very
expensive. In general, we all know that there are too many connections between
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neurons (parameters) to be optimized in a deep neural network. The traditional way
to reduce the number of parameters in neural networks follows the dense-to-sparse
learning paradigm, which is widely known as pruning and has been started in early
’90s [35, 14, 10]. The typical approach is to perform cycles of training and pruning
starting from a dense (or fully connected) network. The traditional procedure for
any pruning method is:

� Step 1: Start with a fully-connected neural network;
� Step 2: Train the network until some convergence criteria is satisfied;
� Step 3: Identify unimportant connections based on some saliency criteria;
� Step 4: Prune those unimportant connections;
� Step 5: Repeat from Step 2 until the neural network satisfies the target trade-

off sparsity/accuracy.
The most used in practice saliency criteria are magnitude (connections with values
closed to zero) or various information-theoretic criteria. However, there is a consid-
erable amount of work in the last years on this topic and for more details we refer
to a recent review [9].

Still, all pruning methods need large fully connected layers to start from. In
2016, we introduced a new learning paradigm [25] to obtain sparse neural networks
which starts from sparsely connected layers and offers computational advantages also
in the training phase, while making use of the gradient based optimization method
benefits. Lately, this paradigm has started to be known as sparse-to-sparse training
or sparse training. A schematic architecture of a sparse neural network and its dense
counterpart is depicted in Figure 1.

Within the sparse training context, while in [25] we used static sparse connec-
tivity, in 2017 [22, 26] we have introduced the idea of adaptive sparse connectivity
to fit the data distribution and the Sparse Evolutionary Training (SET) algorithm
which fructifies the idea of adapting the sparse connectivity to the data. SET is able
to quadratically reduce the number of parameters before training. The basic idea is
that instead of starting with fully connected layers, we start the training procedure
with sparse connected layers. On short, the schematic procedure for SET is:

� Step 1: Start with a sparsely connected network;
� Step 2: Train the model on all data for one epoch;
� Step 3: Identify a percentage, ζ, of unimportant connections using magnitude;
� Step 4: Remove those unimportant connections;
� Step 5: Add ζ random connections to fit the data distribution and to keep a

constant sparsity level;
� Step 6: Repeat from Step 2 until the neural network reaches the targeted

performance (e.g. accuracy).
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Figure 1: A visual representation of a fully-connected neural network and its sparsified version.

In 2019, Peterson et al. [4] found that sparse training outperformed dense neural
networks and ensemble methods on tabular data using SET. To summarize, we can
distinguish between (i) static sparse training where the aim is to find a sparse sub-
network at the begin and then train it without changing the topology; and (ii)
dynamic (adaptive) sparse training where the initial sparse sub-network change its
topology while training. In this chapter, we focus on the latter case, i.e. dynamic
(adaptive) sparse training as it is more flexible and has the capacity of outperforming
dense neural networks.

4. Experiments and Results: Country level

In this section, we analyze the ability of all the previously mentioned algorithms
to estimate the day-ahead total load in five countries, as it can be seen in Figure
2. We use online data retrieved from the ENTSO-E Transparency Platform [41]
with 1 hour and 15 minutes resolutions. The training dataset was considered from
November 2018 to October 2019, while the testing was performed successively for
30 days using all data from November 2019. Overall, no major pre-processing steps
were necessary, with one exception, given by four duplicate extra values reported
on 27 October 2019, between 2:15 and 3:00. Consequently, all four data have been
removed. In all cases, we have considered a time window of seven days to predict
the next day.
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Figure 2: The experiments show the load forecasting for five EU countries, using data with hourly
resolution for France, Portugal, and Spain and with 15 minutes resolution in the case of Netherlands
and Germany.

In both scenarios discussed further, we perform a comparison between the fol-
lowing methods: Ordinary Least Squares (OLS), Ridge Regression (RR), Bayesian
Ridge Regression (BRR), Kernel Ridge Regression (KRR), Support Vector Regres-
sion (SVR), Nearest Neighbors Regression (NNR), Gaussian Process (GP), Decision
Trees (DT), AdaBoost (AB), Random Trees (RT), Multi-Layer Perceptron (MLP),
and sparse MLP trained with Sparse Evolutionary Training (SET-MLP).

4.1. Implementation details

One output prediction methods. With the exception of the neural network models,
i.e. MLP and SET-MLP, all the other methods can predict just one output. In
this case, we have created a model for each necessary prediction. This means that
we trained for each method 24 models for each country in the case of day-ahead
forecasting with one hour resolution, and 96 models for each country in the case
of day-ahead forecasting with 15 minutes resolution. All these methods have been
implemented using the Scikit-learn library [38] in Python using their default hyper-
parameters.

Multiple output prediction methods. As MLP and SET-MLP can predict multiple
outputs, we have implemented just one model for each method for each country.
Consequently, both have 24 output neurons for day-ahead forecasting with one hour
resolution, and 96 output neurons for day-ahead forecasting with 15 minutes. The
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data have been normalized in [0,1] interval. MLP has been implemented using the
Scikit-learn library, while SET-MLP has been implemented based on the following
papers [26, 16] and their corresponding code for the truly sparse implementations
downloaded from Github1. The code has been adapted to perform regression. For
the case with 15 minutes resolution both, MLP and SET-MLP, have five layers (one
input, three hidden, and one output layer) with the following numbers of neurons
per layer 672-250-250-250-96; while for the case with one hour resolution the number
of neurons per layer is 168-120-80-40-24. The hidden layers have ReLU activation
function. To train the dense MLP models we used Adam, while for SET-MLP
models we used backpropagation with stochastic gradient descent, momentum of 0.9,
learning rate of 0.01, weight decay of 0.0002, and a batch size of 20. For SET-MLP,
Sigmoid has been used as activation function for the output layer and Mean Squared
Error as loss function, while for MLP the unspecified here hyper-parameters have
been set to the default ones. For the 15 minutes resolution scenario (Section 4.4),
MLP had in total 317000 connections (parameters to optimize), while SET-MLP
had 29635 connections and approximately a sparsity level of 90%. For the one hour
resolution scenario (Section 4.3), MLP had 33920 connections, while SET-MLP had
8701 connections and a sparsity level of about 75%.

4.2. Metrics used for accuracy assessment

To assess the performance of any prediction model, various metrics are used to
evaluate the error between the predicted (output) and the measured (ground truth)
values. The Root Mean Square Error (RMSE) is used to assess the error, as follows:

RMSE =

√√√√ 1

N

N∑
i=1

(yi − ŷi)2, (1)

where N is the amount of data samples, yi is the output data, and ŷi is the predicted
output data. We used the RMSE values to understand the magnitude of the deviation
between the real value and the predicted one. The RMSE is then normalized to put
the error into a percentage unit. The Normalized Root Mean Square Error (NRMSE)
is given by

NRMSE% =

√
1
N

∑N
i=1(yi − ŷi)2

(ymax − ymin)
· 100 (2)

1https://github.com/dcmocanu/sparse-evolutionary-artificial-neural-networks

https://github.com/SelimaC/Tutorial-SCADS-Summer-School-2020-Scalable-Deep-Learning

10

https://github.com/dcmocanu/sparse-evolutionary-artificial-neural-networks
https://github.com/SelimaC/Tutorial-SCADS-Summer-School-2020-Scalable-Deep-Learning


More specifically, one should look to the NRMSE values when the prediction is
performed on another dataset (e.g. from a different country or, more locally, at the
building level) and we want to understand what is the absolute difference between
the values predicted with one algorithm and another. Lastly, the Pearson Correlation
Coefficient (PCC) is used to evaluate the similarity between yi and ŷi, given by the
following

PCC =
E[(y − µy)(ŷ − µŷ)]

σy · σŷ
, (3)

where, µy, µŷ is the mean of each data-set and σy, σŷ is the variance of each data-set
respectively. A value of one represents the perfect correlation and zero means no
correlation; the entire output range of PCC is between [-1,1].

4.3. Total load forecast with one hour resolution

In this set of experiments, we perform a forecast with hourly resolution for the
total load of France, Portugal and Spain. The results are summarized in Tables 2, 3
and 4, respectively. For all three assessment metrics, the results are provided as an
average value over 30 days, and the corresponding standard deviation. Furthermore,
the last row in the tables is calculated using the reference forecast values available
on the ENTSO-E Transparency Platform [41]. The best performance in the case of
the total load forecast of France and Spain is obtained using the Bayesian Ridge Re-
gression (BRR) method, while for Portugal the Sparse Evolutionary Training (SET-
MLP) algorithm provides the most accurate results. In this set of experiments, it
is worth noting that when BRR is the best performer, SET-MLP is the second per-
former; while when SET-MLP is the first performer, BRR is the second performer.

4.4. Total load forecast with 15 minutes resolution

Complementary, in the case of Germany and the Netherlands, we use data with
15 minutes resolution. As discussed above, this is a more difficult scenario due to the
data fluctuations. A summary of these experiments can be seen in Table 5. SET-
MLP outperformed all the other models, including here the reference forecast values
available on the ENTSO-E Platform. It worth to be highlighted that SET-MLPs
made better predictions than the dense MLP models, while having about 10 times
less parameters.

5. Forecasting: a glimpse into the future

Nowadays, deep learning methods for power system data analysis are more and
more popular, given their ability to cope with highly-nonlinear and highly-dimensional
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Table 2: Day-ahead total load forecast with one hour resolution, averaged over one month, using
all 12 methods in teerms of root mean square error (RMSE), normalized RMSE, and Pearson
correlation coefficient

Method RMSE NRMSE [%] PCC
France OLS 2446.24 ± 1308.93 6.12 ± 3.27 0.96 ± 0.05

Total load RR 2446.24 ± 1308.93 6.12 ± 3.27 0.96 ± 0.05
forecast BRR 1795.94 ± 1255.48 4.49 ± 3.14 0.97 ± 0.04
[MW ] KRR 2459.23 ± 1351.78 6.15 ± 3.38 0.96 ± 0.05

SVR 10978.18 ± 4854.93 27.45 ± 12.14 0.87 ± 0.07
NNR 3718.02 ± 2350.41 9.30 ± 5.88 0.94 ± 0.07
GP 60315.54 ± 6676.15 150.83 ± 16.69 nan ± nan
DT 3987.89 ± 1573.50 9.97 ± 3.93 0.79 ± 0.13
AB 2977.35 ± 1285.04 7.45 ± 3.21 0.93 ± 0.06
RT 2650.57 ± 1733.39 6.63 ± 4.33 0.92 ± 0.08
MLP 2675.71 ± 1601.89 6.69 ± 4.01 0.95 ± 0.05
SET-MLP 2090.84 ± 1531.40 5.23 ± 3.83 0.96 ± 0.05
TSO-FR [41] 1229.58 ± 270.95 3.07 ± 0.68 0.98 ± 0.02

time-series. Furthermore, the power system transition towards the big data era en-
courages the use of deep learning, as the most advanced solutions for large scale
applications. In this chapter, we have provided an example using statistical learning
and deep learning methods in supervised learning settings. By doing so, we assume
that we have historical data available from the quantity which would like to forecast.
However, sometimes it is often impossible to have historical data [33]. Also, a large
number of open questions are related to the performance of the deep learning mod-
els based on the architecture choice and hyper-parameters optimization, robustness,
adaptivity, scalability, etc. In recent years, several solutions have been developed to
overcome these limitations, and some preliminary answers could be considered as a
starting point for further research:

1. How we can overcome data limitation problems? There are plenty of concepts,
more and more popular in data science and artificial intelligence which have
never been, best to our knowledge, investigated in the local energy market con-
text. For example, few-shot learning methods related with the problem of learn-
ing from few data [24], advanced augmentation techniques based on the ability
of artificially increasing the number of data points using, for instance, genera-
tive replay [27], multi-task learning, adaptive learning, collaborative learning,
and so on.
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Table 3: Day-ahead total load forecast with one hour resolution, averaged over one month, using all
12 methods in terms of root mean square error (RMSE), normalized RMSE, and Pearson correlation
coefficient

Method RMSE NRMSE [%] PCC
Portugal OLS 281.03 ± 176.80 6.63 ± 4.17 0.98 ± 0.02

Total load RR 281.03 ± 176.80 6.63 ± 4.17 0.98 ± 0.02
forecast BRR 203.29 ± 139.31 4.80 ± 3.29 0.99 ± 0.02
[MW ] KRR 278.29 ± 169.74 6.56 ± 4.00 0.98 ± 0.02

SVR 609.05 ± 215.27 14.37 ± 5.08 0.95 ± 0.05
NNR 218.38 ± 137.53 5.15 ± 3.24 0.98 ± 0.03
GP 6099.11 ± 526.67 143.88 ± 12.42 nan ± nan
DT 355.51 ± 162.87 8.39 ± 3.84 0.92 ± 0.09
AB 250.36 ± 111.03 5.91 ± 2.62 0.98 ± 0.02
RT 216.04 ± 152.23 5.10 ± 3.59 0.98 ± 0.03
MLP 257.58 ± 143.67 5.88 ± 4.11 0.98 ± 0.03
SET-MLP 188.53 ± 177.32 4.45 ± 4.18 0.99 ± 0.03
TSO-PT [41] 164.07 ± 82.02 3.87 ± 1.93 0.99 ± 0.01

Table 4: Day-ahead total load forecast with one hour resolution, averaged over one month, using all
12 methods in terms of root mean square error (RMSE), normalized RMSE, and Pearson correlation
coefficient

Method RMSE NRMSE [%] PCC
Spain OLS 842.11 ± 447.41 4.58 ± 2.43 0.99 ± 0.01

Total load RR 842.11 ± 447.41 4.58 ± 2.43 0.99 ± 0.01
forecast BRR 645.78 ± 360.40 3.51 ± 1.96 0.99 ± 0.01
[MW ] KRR 866.00 ± 471.97 4.71 ± 2.57 0.99 ± 0.01

SVR 2782.17 ± 1295.12 15.14 ± 7.05 0.95 ± 0.05
NNR 1126.52 ± 816.85 6.13 ± 4.45 0.98 ± 0.03
GP 29250.31 ± 2778.41 159.19 ± 15.12 nan ± nan
DT 1414.54 ± 984.22 7.70 ± 5.36 0.94 ± 0.06
AB 1138.50 ± 545.64 6.20 ± 2.97 0.98 ± 0.01
RT 958.96 ± 852.61 5.22 ± 4.64 0.98 ± 0.04
MLP 1193.23 ± 891.19 6.49 ± 4.85 0.98 ± 0.04
SET-MLP 793.43 ± 607.41 4.32 ± 3.31 0.98 ± 0.03
TSO-ES [41] 356.52 ± 162.52 1.94 ± 0.88 1.00 ± 0.00

Another approach is to use transfer learning and unsupervised learning. In [33],
we proposed a method able to perform a cross-building transfer that can target
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Table 5: Day-ahead total load forecast using data with 15 minutes resolution, averaged over one
month, corresponding to the 12 methods studied, in terms of root mean square error (RMSE),
normalized RMSE, and Pearson correlation coefficient.

Method RMSE NRMSE [%] PCC
Netherlands OLS 1019.41 ± 519.32 13.69 ± 6.97 0.92 ± 0.09
Total load RR 1019.79 ± 519.83 13.70 ± 6.98 0.92 ± 0.09
forecast BRR 382.23 ± 222.44 5.13 ± 2.99 0.98 ± 0.02
[MW ] KRR 1049.43 ± 549.24 14.09 ± 7.38 0.92 ± 0.10

SVR 1368.74 ± 487.48 18.38 ± 6.55 0.94 ± 0.05
NNR 426.47 ± 193.08 5.73 ± 2.59 0.98 ± 0.01
GP 13991.52 ± 934.43 187.91 ± 12.55 0.00
DT 795.84 ± 237.75 10.69 ± 3.19 0.92 ± 0.05
AB 515.82 ± 234.36 6.93 ± 3.15 0.98 ± 0.02
RT 462.26 ± 244.52 6.21 ± 3.28 0.98 ± 0.02
MLP 498.93 ± 240.01 6.70 ± 3.22 0.98 ± 0.03
SET-MLP 364.47 ± 173.42 4.89 ± 2.33 0.98 ± 0.02
TSO-NL [41] 2304.27 ± 311.63 30.95 ± 4.19 0.97 ± 0.03

Germany OLS 3103.66 ± 1812.25 8.52 ± 4.98 0.98 ± 0.02
Total load RR 3102.26 ± 1812.64 8.52 ± 4.98 0.98 ± 0.02
forecast BRR 2065.33 ± 1163.67 5.67 ± 3.20 0.99 ± 0.01
[MW ] KRR 3038.35 ± 1669.97 8.35 ± 4.59 0.98 ± 0.02

SVR 6339.94 ± 2089.72 17.41 ± 5.74 0.94 ± 0.08
NNR 2150.20 ± 1806.20 5.91 ± 4.96 0.98 ± 0.02
GP 59550.84 ± 6052.62 163.57 ± 16.62 0
DT 3394.26 ± 2031.05 9.32 ± 5.58 0.93 ± 0.07
AB 2426.06 ± 1654.39 6.66 ± 4.54 0.98 ± 0.01
RT 2039.49 ± 1457.70 5.60 ± 4.00 0.99 ± 0.02
MLP 2650.41 ± 1388.62 7.28 ± 3.81 0.97 ± 0.02
SET-MLP 1492.10 ± 1126.51 4.10 ± 3.09 0.99 ± 0.01
TSO-GE [41] 1962.46 ± 977.24 5.39 ± 2.68 0.99 ± 0.00

new behaviour of existing buildings (due to changes in their structure, instal-
lations, and energy price), as well as completely new types of buildings.

2. How can we optimally choose the parameters of a deep learning model? There
are few attempts to address this problem. Bilevel random optimization tech-
niques or evolutionary techniques were the first attempts aiming to start the
neural network training with a better configuration. Later on, both model-
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based and model-free methods, as well as gradient-based methods, were develop
for hyper-parameters optimization (e.g. Self-Tuning Networks [17]). These
methods have the potential to increase prediction accuracy and should be con-
sidered as an integral part of a trading mechanism.

3. How can we make the forecasting methods scalable? Traditional deep learning
approaches make use of cloud computing facilities and do not scale well to
autonomous agents with low computational resources. Even in the cloud they
suffer from computational and memory limitations and cannot be used to model
properly large physical worlds for agents which assume networks with billion
of neurons. These issues were addressed in the last few years by the emerging
topics of scalable and efficient deep learning and sparse training methods (e.g.
[25, 26, 15, 8, 34, 6, 45]). All these methods can play a role in the local energy
market.

4. Further possible improvements in the model accuracy. Artificial Intelligence
based approaches bring important new options, enabling efficient individual
and aggregated energy management. Such approaches can provide different
players aiming to accomplish individual and common goals in the frame of
a market-driven environment with advanced decision support and automated
solutions [11]. One possible improvement is to further investigate multi-task
learning, as a bridge between forecasting and local market strategies.

5. What if two or three consecutive steps in the electricity marked design are per-
formed simultaneously by one algorithm? For example, energy flexibility detec-
tion (classification) and prediction tasks [21, 23] or building energy forecasting
and scheduling tasks [28].

Acting at the local level, metering and sub-metering data could be used to
strengthen the market role. This data are coming with fine granularity and are
expected to bring many benefits, as well as challenges. The first attempt one can do
is to adapt the existing forecasting methods aiming to obtain a more adaptive and
scalable solution. Towards this goal, all three machine learning paradigms can be
explored:

1. Supervised learning (e.g. for load regression task)

2. Unsupervised learning (e.g. for customers clustering)

3. Reinforcement learning (e.g. for control, adaptive and active learning)
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All three paradigms can be successfully used to cope with all range of data-sets
available. The day-ahead load forecast problem at the country level, as typical
in an energy market context, it may be hard to be adapted through the ongoing
transition towards local energy markets. To cope with the high level of uncertainty
at the building and aggregated level, recently, more advance AI methods have been
proposed. We can now distinguish various possibilities in local energy markets:

� Adapt the day-ahead forecasting methods to local energy markets, as a super-
vised learning solution. These should be the preferred option when historical
data are available [11].

� Use adaptive AI methods (e.g. Deep Reinforcement Learning [28]), when a
direct integration of your forecast model is embedded in a multi-agent local
energy market.

� Perform multitask learning (e.g. costumer clustering and load forecasting [21])

All of these highlight some open questions as well as new possible applications, which
are expected to bring benefits towards better planning and operation of the smart
grid, by helping customers to adopt energy conserving behaviors and by easing their
transition from a passive to an active role.
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