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Abstract—In this paper, we discuss the usage of Generative
Adversarial Networks (GANs) and Deep Convolutional Autoen-
coders (CAE) for creating synthetic Range-Doppler (RD) maps
of Frequency-Modulated Continuous-Wave (FMCW) radars for
a short-range situation with moving objects, based on measured
RD maps of pedestrians and cyclists. Instead of using regular
mathematical functions or heavy radar simulations, we have used
an Artificial Neural Network (ANN) model to generate new data.
By using our synthetic data, we can automatically have ground-
truth data without the need for manual labor; easily create large
synthetic datasets; hardly use much computational power after
training. To evaluate our method, we have trained a detector
system with just synthetic data, and it was capable of detecting
moving objects correctly, on actual Range-Doppler maps, 11.6%
better than when using a small dataset.

Index Terms—Autoencoder, Convolutional, Deep Learning,
Doppler-Range, FMCW, Generative Adversarial Network, Neu-
ral Network, Radar, Synthetic Data

I. INTRODUCTION

As the world advances towards autonomous systems new
and old sensors - such as cameras, radars, lasers, sonars,
among others - have had their usage increased, by both
researchers and companies.

Even though radars have been used for several decades,
in recent years it has gotten additional attention due to the
development of low-cost high-performance millimeter-wave
radars and due to the trend towards autonomous automotive
driving. After the fast growth of Deep Learning (DL) in
diverse areas, it also started being used in the radar field. The
applications combining Artificial Neural Networks (ANN) and
FMCW radars already vary a lot. Gesture recognition [1], [2];
fall detection [3]; and parking monitoring [4] are examples of
how diverse this area has become.

Frequency-Modulated Continuous-Wave (FMCW) radars
[5] are used to precisely measure its relative radial speed
and distance from both moving and still objects. After a
sequence of 2D FFTs using FMCW radar raw data, it is
possible to obtain Range-Doppler (RD) maps. An RD map [6]
contains the normalized received reflected power (in decibels)
of all objects in front of the radar, organized in a way where

Generator Predictor

Input Generator
 Output

Ground-TruthNoiseNoisy Output

GAN CAE

Fig. 1: Our Generator-Predictor proposed system for obtaining
cleaned and noisy synthetic Range-Doppler maps.

one axis represents the relative radial velocity between them,
and the other axis, their relative distance. If treated as an
image, it is possible to use image processing techniques on
Range-Doppler maps, being Generative Adversarial Network
(GAN) and Convolutional Autoencoder (CAE) examples of
that. GANs are popular for their ability to create new data
out of pure noise, and currently, GANs can be used to
generate realistic images, to increase image resolution, and
even to detect medical anomalies [7]. CAE is a Convolutional
Neural Network (CNN) used for various applications such as
denoising [8], reconstruction [9], and classification [10].

Unlike the field of image processing, where large annotated
datasets are available and have been greatly used for deep
learning, this is not the case for radar processing. The anno-
tation job on large datasets is tedious, costly, and very time-
consuming. For this reason, synthetic data can be important,
helping to save time, labor, and money.

Currently, creating synthetic data, normally ,involves gen-
erating radar baseband signals, using ray-tracing software,
giving simulated scenes of moving objects [11]. However, this
approach is very computationally intensive, which makes it
prohibitive to generate large datasets.

In this paper, we propose a novel way to produce synthetic
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Range-Doppler maps containing moving objects. Our novel
Generator-Predictor system uses GANs to train the generator
and uses CAE as our predictor. The generator produces the first
frame while the predictor produces the remaining four sequen-
tial frames. Subsequently, noise is added to our synthetic RD
maps to mimic a real scenario, giving us the pair ground-truth
and noisy maps. More precisely, the proposed method uses a
small labeled dataset to create a larger one, which represents
how objects move. Our proposed system is shown in Fig. 1.
The key advantages of producing our synthetic RD maps is that
a large amount of ground-truth RD maps can be created with
little computational power and effort. Additionally, synthetic
data can be used as an augmentation method, improving small
or incomplete datasets [12].

To evaluate the quality of our synthetic radar data, we have
used a detection system with an artificial neural network and
a foreground detector algorithm. The detection system was
trained with only synthetic data and verified using real-life
measured radar data, which was not used for training purposes.
The results show an 11.6% improvement in detection when
compared to using a small measured training dataset.

Relatedly, the work of Erol et al. [13] used generative
adversarial networks to create micro-Doppler of eight distinct
human activities. When using their generated data to train a
classifier, they have obtained an accuracy of 82.56%.

II. DATASET

In order to produce our synthetic data, real FMCW Range-
Doppler maps are required. For this, we have used an FMCW
Radar, configured for a short-range situation, with pedestrians
and cyclists as moving objects. We have used the 77 GHz
TEF810X FMCW radar transceiver from NXP, configured to
use 128 chirps, each comprising 512 samples, and a bandwidth
of 1.8 GHz. The resolution of our radar had a maximum speed
of 24 km/h and a maximum distance of 12.8 meters; capturing
20 frames per second. During all data recording - see Fig. 2 -
a maximum of two objects, either going from or to the radar,
were present. The radar was fixed and stationary at all times.
After applying a 2D FFT, 2495 Range-Doppler maps were
obtained, in which 1898 frames were used for training, 547
RD maps for the final evaluation, and 50 maps used to produce
the noise addition since they had no moving objects. Each RD
map is a 128 x 128 matrix. The maps were converted to black
and white images and labeled manually.

After creating the RD maps with FMCW raw data, they
passed through a noise reduction process for obtaining our
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Fig. 2: At any frame, a maximum of two objects are going
towards or away from the stationary radar.

ground-truth maps. For that, we have utilized a denoising
architecture - as seen in Fig. 3 - that uses 3 Convolutional
Autoencoders (CAE) in parallel processing 3 sequential frames
to get a single clean frame with only the moving objects [14].
The used system correctly reconstruct objects in denoised RD
maps 96.4% of the time.

All 1898 training frames went through this denoising pro-
cess. A visual examination ensured that all frames were
cleaned correctly by the network. To obtain a larger dataset for
training, we augmented our data by mirroring some frames.
We also combined moving objects from two different frames
to create new ones. Augmenting our dataset gave us a total
of 4008 frames for training. Those frames were used to train
both generator and predictor.

III. GENERATOR-PREDICTOR - ARCHITECTURE AND
CONFIGURATIONS

In this paper, we propose the usage of a Generator-Predictor
system to create synthetic Range-Doppler maps. For this, we
have used three types of networks: generator, discriminator,
and predictor. During training with GAN, the generator pro-
duces new data and tries to fool the discriminator with it, while
the discriminator tries to discern between real and generated
data. The predictor is a CAE network and, during training, it
tries to predict future frames for its inputs.

After training, we have put the generator and predictor
in sequence, obtaining the Generator-Predictor system - the
discriminator is not used after training. The generator produces
one RD-like map for each input and the predictor foresees the
next four future frames for the map created by the generator.
After obtaining five sequential synthetic maps per input, noise
is added. It is important to note that, even though GAN would
be able to generate the noisy maps from scratch, our goal was
to obtain the ground-truth and noisy output as a pair.

A. Generator - Generative Adversarial Networks

In recent years, much research has been done on the usage
of Generative Adversarial Network (GAN). This technique
was firstly introduced by Goodfellow et. al. [15], having
proposed the usage of two networks competing against each
other. A discriminator that would distinguish whether certain
images, maps or sets of parameters are original or fake;
and a generator, always trying to deceive the discriminator
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Fig. 3: Three sequential noisy Range-Doppler maps passing
through three Deep Convolutional Autoencoders (CAE) to
obtain one clean map.
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Fig. 4: The Generative Adversarial Networks (GANs) training architecture used. This system receives 128x128 maps with
black boxes as the input. The generator creates objects on the place of the black boxes, trying to fool the discriminator. The
discriminator receives as input both generated maps and real maps and it tries to distinguish between them. The discriminator
is used only for training. After 50,000 iterations, the outputs from the generator look similar to real FMCW radar data.

by pretending to generate authentic results. Authors often
compare this to the zero-sum game from the game theory [16].
In this MinMax game, the discriminator seeks to maximize the
probability of correctly detecting what is real and what is fake,
while the generator tries to minimize the detection probability
of what is fake. Although the first hundreds of iterations may
seem like noise, with enough iterations, it gets closer to the
real data provided as a comparison.

While developing our architecture, we have opted to build
a GAN that would allow us to select the origin position of the
moving object, providing a black box as input to the generator
(instead of pure noise), while feeding the discriminator with
actual RD maps as a comparison. Similarly, other studies have
used boxes for the desired positions, for example, to generate
aerial images of cars [17].

For training the discriminator, we have used RMSprop
(Root Mean Square Propagation), with a learning rate of
0.00025, as the optimizer; and binary cross-entropy as the loss
function; and for training the generator, we have used the same
functions, but with a learning rate of 0.0002. The architectures
used for both the generator and discriminator can be seen in
Table I.

A training illustration of the generative adversarial networks
is shown in Fig. 4, where it is possible to visualize five
inputs with the desired position for the moving objects (black
boxes); five actual denoised FMCW Range-Doppler maps as
real data for the discriminator; and five generated RD maps
after fifty thousand training iterations of trying to deceive
the discriminator. A visual inspection of the generated maps
showed that they look similar to the collected radar data.

For this work, we have decided to use the vanilla version of
GAN, since our problem, in RD maps, involves the creation

of line-shaped moving objects. It is well known that the
most simple GAN has problems like convergence issues and
vanishing gradients [7], but since our situation was simple and

TABLE I: GAN architectures and parameters.

(a) The architecture of the generator.

Layer Type Parameters Output Data Size
Input layer - 128 x 128 x 1

Convolutional layer 32, 3x3, ReLU, Pad 0 128 x 128 x 32
Max Pooling 2x2 64 x 64 x 32

Convolutional layer 64, 3x3, ReLU, Pad 0 64 x 64 x 64
Max Pooling 2x2 32 x 32 x 64

Convolutional layer 128, 3x3, ReLU, Pad 0 32 x 32 x 128
Convolutional layer 128, 3x3, ReLU, Pad 0 32 x 32 x 128

Up Sampling 2x2 64 x 64 x 128
Deconvolutional layer 64, 3x3, Pad 0 64 x 64 x 64
Batch Normalization 0.78 64 x 64 x 64

Activation ReLU 64 x 64 x 64
Up Sampling 2x2 128 x 128 x 64

Deconvolutional layer 32, 3x3, Pad 0 128 x 128 x 32
Batch Normalization 0.78 128 x 128 x 32

Activation ReLU 128 x 128 x 32
Deconvolutional layer 1, 3x3, tanh, Pad 0 128 x 128 x 1

(b) The architecture of the discriminator.

Layer Type Parameters Output Data Size
Input layer - 128 x 128 x 1

Convolutional layer 32, 3x3, ReLU, Pad 0 128 x 128 x 32
Max Pooling 2x2 64 x 64 x 32

Convolutional layer 64, 3x3, ReLU, Pad 0 64 x 64 x 64
Max Pooling 2x2 32 x 32 x 64

Convolutional layer 128, 3x3, ReLU, Pad 0 32 x 32 x 128
Max Pooling 2x2 16 x 16 x 128

Convolutional layer 256, 3x3, ReLU, Pad 0 16 x 16 x 256
Global Averange Pooling 2D - 256

Dense 128 128
Dense 1 1
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Fig. 5: Training a Convolutional Autoencoder (CAE) used as
a predictor, after 200 epochs. The predictor receives one frame
of real FMCW Range-Doppler map and gives five frames as
output: the current frame and four sequential future frames.

the network quite small, these were not relevant issues for us.

B. Predictor - Deep Convolutional Autoencoder

A Deep Convolutional Autoencoder (CAE) is a Deep Con-
volutional Neural Network (CNN) utilized as an autoencoder.
It is commonly used to reconstruct the inputs by extracting
certain features of images, maps, or vectors, for example. It
consists of an encoder and a decoder. The feature extraction
takes place in the encoder, while the reconstruction happens in
the decoder. Through supervised learning, CAE can determine
the differences between noise and moving objects in a Range-
Doppler map [14].

In this work, we have utilized Convolutional Autoencoders:
for denoising RD maps to obtain the ground-truth dataset;
as part of the detection system during the evaluation; and
as a predictor in our Generator-Predictor. To use CAE as a
predictor, one RD map is provided as the input, and five
time-sequential RD maps as the target. It is expected from
the decoder to reconstruct the current frame plus four future
predicted frames. The predictor architecture used can be seen
in Table II. We have utilized Mean Squared Error (MSE) as
the loss function, and RMSprop as the optimizer. A simple
illustrative example of this predictor is shown in Fig. 5. In
this example, the encoder receives a single RD map as input,
with two moving objects, and extracts important features and
shapes. Those features are examined by the decoder that must
reconstruct and predict the kind of movement that these two
moving objects should be doing, based on its training. A visual
inspection in Fig. 5, shows that the prediction for the four
future frames is similar to that expected.

The ability of learning patterns is what allows CAE to
predict future frames. Both pedestrians and cyclists, coming or
going towards the radar, leave a distinct pattern on the Range-
Doppler map. For example, the difference in speed between

TABLE II: The architecture of the predictor.

Layer Type Parameters Output Data Size
Input layer - 128 x 128 x 1

Convolutional layer 32, 3x3, ReLU, Pad 0 128 x 128 x 32
Max Pooling 2x2 64 x 64 x 32

Convolutional layer 64, 3x3, ReLU, Pad 0 64 x 64 x 64
Max Pooling 2x2 32 x 32 x 64

Convolutional layer 128, 3x3, ReLU, Pad 0 32 x 32 x 128
Deconvolutional layer 128, 3x3, ReLU, Pad 0 32 x 32 x 128

Up Sampling 2x2 64 x 64 x 128
Deconvolutional layer 64, 3x3, ReLU, Pad 0 64 x 64 x 64

Up Sampling 2x2 128 x 128 x 64
Deconvolutional layer 5, 3x3, ReLU, Pad 0 128 x 128 x 5
Convolutional layer 5, 3x3, Sigmoid, Pad 0 128 x 128 x 5

legs and arms, compared to the torso, gives a compressing-
stretching appearance to a pedestrian on an RD map [14].

C. Generator-Predictor System

After having trained both generator and predictor, we have
put them together in sequence, creating a single system. The
Generator-Predictor system (Fig. 1) receives a white map
with black boxes (desired positions) as input. An algorithm
generates these maps, in which the black boxes are produced
having different positions and shapes. The output of this
system is five synthetic frames of moving objects. Afterward,
noise is added. The noise is produced by randomly selecting
pixels on any of the 50 real FMCW Range-Doppler maps
without moving objects. The final output is unique each time
and mimics RD maps obtained by processing actual radar data.
It is important to note that, for this research, both predictor’s
output (ground-truth) and the noisy output are important, since
they are used together to train other systems.

Six examples of the output from our Generator-Predictor
system are shown in Fig. 7. Through visual inspection, we can
point out that the four first examples have a more satisfactory
result than the last two. When adding two networks in se-
quence, the errors of both networks are combined and it might
cause some disturbances in our system’s output. Although
normally the last frame carries more errors, we also can point
out that the network learned how to produce the compressing-
stretching effect from the ever-changing speed between the
torso and legs of a walking pedestrian.

IV. EVALUATION

For evaluating our work, we have conducted experiments
using a detector system, instead of a simple visual inspection,
with the percentage of correct detections being the evaluation

CAE Foreground 
Detector 

Detector

Fig. 6: Detector used during the evaluation process.
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Input Generator Output Predictor Output (Ground-Truth) Noisy Output

Fig. 7: Six results from our Generator-Predictor system. Here, we can see the Input as empty maps with black boxes for the
desired position; the Generator Output with the single frame generated, the Predictor Output (Ground-Truth) with the current
frame plus four predicted future frames; and the Noisy Output with the addition of radar noise.

parameter. We have generated 8000 groups of five time-
sequential frames of synthetic RD-like maps with noise, using
our novel Generator-Predictor system. For the evaluation, we
have used 547 groups of sequential manually labeled frames
of, never used before, FMCW radar data.

As shown in Fig. 6, our detection system consists of a
fresh denoising convolutional autoencoder and a foreground
detector. The convolutional network was trained exclusively
with our synthetic data, never in contact with real radar data.
The output of this network goes through a foreground detector
using three Gaussian modes in the mixture model. Background
detectors are broadly used to detect moving objects in videos
[18], [19]. Finally, based on the output of the foreground
detector algorithm, the bounding boxes are obtained. This
system, trained exclusively with our synthetic data, correctly
detected 95.2% of the objects in the real RD maps of the
FMCW radar.

For having a performance comparison, we also have trained
other systems with different dataset sizes of real FMCW radar
data - from 10 until 4008 groups of sequential frames, as seen
in Table III. Our novel synthetic data proved to have a superior
performance over small real datasets, up to 1300 groups of
sequential frames. When compared to the performance of
using 80 groups of FMCW radar frames, the system using
synthetic data had an 11.6% improvement in the detection. But
even if compared to the full collected FMCW radar dataset,
our synthetic data still performs sufficiently close.

Another way of evaluating our work is through PSNR (Peak
Signal-to-Noise Ratio), which is widely used for image quality.
A low PSNR means a high amount of noise, while a high
PSNR means the retrieved image is close to the original [20].
For that, we calculated the PSNR of the RD map out of the
Convolutional Autoencoder (before our Foreground Detector)
with our ground-truth. The mean PSNR of the noisy RD maps
is 6.57 dB; the mean PSNR for the system using only synthetic
data is 28.35 dB; the mean PSNR for the system trained with
4008 groups of real data is 28.56 dB. The difference in noise
for the retrieved map using only synthetic data is close to the
ones using augmented real data.

These results show that, for our scenario of cyclists and
pedestrians moving in a short-range situation with a stationary
radar, using our novel Generator-Predictor synthetic data may

TABLE III: Results using different real radar dataset sizes,
in comparison with our synthetic data.

Number of Real Correctly
Radar Data in Training Detected Objects

10 86.0%
20 87.5%
40 88.4%
80 85.3%
100 92.1%
150 92.4%
200 91.6%
250 91.3%
300 91.5%

Number of Real Correctly
Radar Data in Training Detected Objects

400 94.6%
500 95.0%
800 94.5%

1000 94.0%
1300 95.1%
1600 96.3%
1898 96.4%
4008* 96.5%

0** 95.2%

*Augmented Data **Synthetic Data
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be beneficial, especially for cases where the dataset is small.
Our synthetic data showed to make a good generalization of
the provided data, being able to train neural networks, with it
only, and still have a comparable performance if compared to
actual FMCW radar datasets.

It is important to note that our synthetic data also has
its constraints. Due to putting two neural networks together,
sometimes moving objects are different than their real counter-
part. Also, the generated data is limited to the type of moving
objects present in the dataset used to train both generator and
predictor. It is, obviously, not possible to create a dataset for
moving cars if only a dataset with pedestrians is available.

V. CONCLUSION

In this paper, we have proposed a novel approach to gen-
erate synthetic FMCW Range-Doppler maps for a short-range
situation that mimics actual RD maps created by processing
FMCW raw data. For this, we have used a generator trained
by using Generative Adversarial Networks (GANs) and a
Deep Convolutional Autoencoders (CAE) as a predictor. After
placing both networks in sequence and adding noise to the
synthetic RD maps, we have created groups of five time-
sequential frames. Training a detector system using only our
synthetic data and evaluating it with actual FMCW radar data,
gave us a total of 95.2% correct detections and a PSNR of
28.35 dB. Afterward, we have trained other detectors systems
using different amounts of real FMCW radar data. Using
a small dataset of 80 frames, gave us 85.3% of correct
detections. This means that our synthetic data was 11.6%
superior compared to using a small dataset. When using 4008
frames of FMCW radar augmented data, the detection rate was
96.5%, which is just slightly better (1.3%) than our synthetic
data, with a similar PSNR as well (28.56 dB).

In this work, we have shown that using a simple method,
with GAN and CAE, to create synthetic data, could be
beneficial since it allows us to build a large dataset, to
have the ground-truth automatically, to avoid losing too much
generalization of a real-world situation, and not to need much
computational power after training.

For future work, our goal is to research even further other
architecture possibilities to generate synthetic data. Also, to
use sequential pictures of moving objects to generate synthetic
short-range FMCW Range-Doppler maps using artificial neu-
ral networks.
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