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a b s t r a c t

Internet of Things (IoT) systems are expected to generate a massive amount of data that needs to
be processed. Given the large scale and geo-distributed nature of such systems, fog computing along
with publish/subscribe (pub/sub) messaging has been proposed as possible solutions for coping with
processing at scale. However, it is still unclear how practitioners can leverage the benefits of fog
computing, e.g., how to optimally place data processing operators and pub/sub brokers. Moreover,
current IoT systems typically rely on pub/sub brokers at the cloud, which might diminish the benefits
offered by edge or fog processing as the communication between IoT operators has to be mediated by
the brokers located in the cloud. To address this shortcoming, we propose to place the IoT application
operators and the pub/sub brokers jointly on a network of nodes spanning from edge to the cloud
considering various factors such as network topology or the locations of the IoT sensors and the
consumers of the IoT applications. Different than the prior works, we specifically consider pub/sub
brokers and their unique characteristics in the placement decision. First, we formulate the placement
of operators and brokers jointly across edge, fog, and the cloud as a cost minimization problem. Next,
we design two low-complexity heuristics. Our simulation results corroborate the argument that a
placement in the cloud is usually a good option for IoT use cases, but also reveal the gap to the optimal
solution in scenarios with heavier clustering of producers and consumers of sensor data. Studying the
optimality gap shows that in such a setting heuristic solutions usually stay under a stretch factor of 2,
with a worst case factor of 2.5 for a tabu-based solution and 2.85 for a greedy and a fixed placement
in the cloud.

© 2021 Elsevier B.V. All rights reserved.
1. Introduction

In the emergent Internet of Things (IoT), billions of heteroge-
eous inter-connected devices will generate a massive amount of
ata that has to be distributed and processed efficiently to derive
ertain understanding from the sensor data, e.g., object recogni-
ion from the video cameras or finding the maximum tempera-
ure in a city during a time period. Other example applications
or IoT analytics include forest fire detection [1], smart city video
nalytics [2], perimeter access control [3], or step counting in
he health domain [4]. For the examples mentioned, the analytics
pplications can be partitioned into a graph of interdependent
perators and then operators can be placed independently on the
odes available.
As the IoT vision is slowly becoming a reality, the number

f deployments in domains such as smart buildings and smart
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cities is constantly rising. Despite significant spatial overlap or
proximity, most of these deployments remain functionally and
logically fully decoupled, leading to an emerging problem of
wasteful overprovisioning of sensing, computation, and commu-
nication resources. This decoupling problem is further amplified
by the currently dominant cloud-centered architectural pattern
that promotes upstreaming of raw sensing data from the device
layer directly to the cloud, leaving the cloud as the only ‘‘data
peering’’ point for applications that would like to combine data.

However, cloud-based IoT suffers from several shortcomings.
First, many applications such as virtual reality are sensitive to
the latency introduced by relaying data and processing over the
cloud [5]. Additionally, the upstream bandwidth required for
sending raw data might prohibit this approach where no broad-
band connection is available and use of alternative technologies
such as cellular networks is not desirable due to cost or perfor-
mance reasons. Other shortcomings of the cloud-based approach
include unknown or ambiguous privacy policies. The emerging
fog-centered architectural pattern [6] envisions a data processing
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ipeline that processes IoT at least partially before reaching the
loud, e.g., within the core network of an ISP. Conceptually, this
pens an opportunity for (additional) data peering closer to the
ources of data, thus, resulting in a more efficient sharing of
he available hardware resources, reduced latency, and increased
eliability and privacy. To maximize the potential, future IoT ap-
lications will have much finer granularity and will be deployed
cross edge, fog, and cloud.
Despite the availability of a large body of work on the place-

ent of operators across edge, fog, and cloud, these studies over-
ook the communication model between the operators. We be-
ieve that the decoupling benefits provided by publish/subscribe
pub/sub) overlays can serve a key role in streamlining the flow
f data between the application components or between com-
onents of different applications [7,8]. An important aspect in
he design of such overlays is the number and placement of
he core broker servers that facilitate matchmaking between the
roducers (publishers) and the consumers (subscribers) of the
elevant data streams.

Although a plethora of works investigate the problem of oper-
tor placement, placing operators and brokers optimally in the
ub/sub architecture is not straightforward and, to the best of
ur knowledge, is not jointly considered in the literature. The
rior research on optimal operator placement, e.g., [6], has several
hortcomings. First, most of these studies assume either a fixed
roker placement or assume direct communication between an
oT data generator (referred to as producer or publisher) and the
onsumer (referred to as subscriber) of the generated data. The
atter might result in scalability and energy inefficiency problems
specially for resource-constrained IoT equipment [9]. As for bro-
ers, their location has implications on the optimal placement of
he operators and might impose some limitations if the broker
lacement is not optimized. In contrast to previous work, we
how that a joint optimization of the placement of the application
omponents (operators) and the pub/sub brokers across the edge,
og and cloud can lead to significant benefits compared to isolated
reatment of the problems of application and middleware decom-
osition and deployment. We also highlight that our approach
s specifically tailored to the pub/sub use case by showing its
xpressiveness in comparison to the previous work, i.e., there are
arameters and constraints that cannot be easily achieved by the
xisting approaches.
Since we anticipate future IoT systems to be characterized

y considerable heterogeneity, we do not expect a universal
latform for operator definition and placement or a universal
lobal pub/sub system. We instead consider interconnected silo-
olutions that have fixed points where messages can be ex-
hanged between different organizations. We therefore consider
he placement problem from the viewpoint of the owner of
ne of those silos, which can place its brokers and operators
reely on a set of hardware gateways as well as on various
ulti-tenancy cloud and fog providers with limitations on the
nderlying network, especially the available throughput between
ifferent nodes.
Our contributions in this paper are as follows:

• For a service provider, we formulate the problem of joint
deployment of brokers and analytics operators on edge,
fog, and cloud resources as an optimization problem. Dif-
ferent than prior works, e.g., [10], we do not assume a
direct communication between two operators or a given
broker deployment [11]. We find the optimal placement for
pub/sub brokers.
• Given the complexity of the placement problem, we de-

velop two heuristic solutions to the placement problem and

quantify their optimality gap under various scenarios.

8

• We provide a thorough evaluation via simulations using
realistic data for analytics applications and network topolo-
gies. Our analysis suggests that with increasing spatial lo-
cality of the IoT data providers (i.e., sensors and their con-
sumers), the traditional cloud-based analytics become less
desirable due to the resulting higher delay. In other words,
placing the brokers and the IoT analytics operators jointly as
proposed in this paper offers more benefits for such cases
while a conventional cloud-based approach can fit better
to cases where large spatial distribution of publishers and
subscribers are expected.
• Our analysis on a smart crosswalk scenario corroborates

our argument that the optimal broker locations might be
different than the optimal location for operators, thereby
motivating the need for joint placement.

The rest of the paper is structured as follows. Section 2 in-
troduces the considered system model along with the key as-
sumptions. Section 3 presents the joint placement problem as a
linear integer programming problem. In Section 4, we introduce
two low-complexity heuristics to the joint placement problem.
Section 5 evaluates the run time, the optimality gap in various
scenarios and the distribution of deployments between edge,
fog and cloud obtained by the presented solutions. Section 6
summarizes the related work while Section 7 concludes our work.

2. System model

Consider an application owner which offers multiple IoT ap-
plications, each consisting of a set of operators. The considered
system model consists of sensor data producers, applications,
and data consumers. Physical sensor devices act as producers by
measuring real world phenomena. Analytics applications process
this raw data to generate meaningful output that is valuable to
interested service endpoints, end-users, or actuators as data con-
sumers. In contrast to prior works, we envision and specifically
consider that IoT deployments will resemble a sharing economy,
so the output of one sensor or one sub-result of an application
will be used by multiple applications and their users. As a conse-
quence, we assume that applications internally use the pub/sub
paradigm for all messaging needs. Our solution, referred to as JOI,
takes into account one or multiple application graphs and the
underlying network topology consisting of nodes at the edge, fog,
and the cloud. As Fig. 1 shows, it then outputs a placement of the
operators and pub/sub brokers on the nodes. In the following, we
define the key components of our system in more detail: nodes,
operators, and brokers.

Nodes: We consider a set of devices denoted by N = {· · · , nk,

. . .} where nk is node k and can be a cloud-based virtual machine
t the cloud layer, fog virtual machine operated by Internet service
roviders (ISP) at the fog layer, and on-premise sensor gateway
t the edge layer. We assume that the application owner can
eploy operators and brokers on those nodes in an on-demand
ay-as-you-go fashion. Nodes might differ from each other in var-
ous ways, e.g., available communication bandwidth or network
atency to other nodes. We expect that the application owner
nows the following properties of each node k: (1) the available
aximum capacity Rk,q of a specific resource q ∈ Q (e.g. CPU
r memory); (2) the available uplink (β↑k ) and downlink (β↓k )

capacity of the node to the access network; (3) a cost factor
fk indicating a cost ratio with regard to a reference machine
representing the cost of deploying an IoT operator or a broker at
this node.

Operators: Let us define an operator as the smallest deploy-
able software component [10] which corresponds very broadly

to an arbitrary computation on a set of input streams that create
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Fig. 1. Overview of JOI. Taking the IoT application graph, network and
application constraints, JOI decides where to deploy operators and brokers.

one or more output streams. Then, we abstract publishing sensor
devices, processing tasks, subscribing applications or services of
all applications under the same application owner as generic
operators oi. Moreover, we define an application as a graph of
perators. To represent the relationship between the operators of
n application, we define a binary dependency matrix Di,j as fol-
ows: Di,j = 1 if oi depends on oj and zero otherwise. Since purely
ublishing operators, i.e., IoT sensors, have no input data stream,
hey do not depend on other operators, i.e., Di,∗ = 0 for such oi.
imilarly, IoT subscribers have no other operators depending on
hem and no output, i.e., D∗,i = 0 for such oi. Each operator oi ∈ O
s characterized by an associated cost ci for calculating one output
essage, an average output rate ri (per second), and the resource
emand Γi,q for several resources q ∈ Q . Resources usually
nclude CPU and memory requirements. They could also include
urther requirements such as a certain type of hardware that
s required for the particular operator, e.g., a dedicated graphic
rocessor for machine learning or video encoding in hardware.
ote that an application owner can profile its applications first
o observe the dynamics on the needed resources, e.g., maximum
nd average memory usage. Then, it can set the resource demands
ccordingly. A conservative approach would be to set the resource
emand taking the maximum resource usage of an operator,
hich might result in significant overprovisioning. Alternatively,
he application owner can set the requirement according to the
verage resource usage with some overprovisioning, e.g., 20%
bove the average resource usage.
Brokers: Because of the benefits offered by the decoupling be-

ween producers, operators and consumers, we assume a
ub/sub-based IoT system with matchmaking brokers. We as-
ume that each operator publishes to exactly one broker, from
here the data is disseminated to one or multiple subscribers.

. JOI: Joint placement of IoT brokers and operators

The problem we aim to solve is the joint placement of brokers
nd operators on a given set of nodes such that the cost of
perating the network with the given set of analytics applications,
ubscribers, and publishers is minimized. To this end, we have to
ecide on a mapping of operators to nodes as well as placement of
essage brokers connecting the operators. The application owner
eeds the following two network parameters: (i) matrix Ck,k′

enoting the cost (e.g., latency) of sending one byte from nk to
k′ ; and (ii) the matrix βk,k′ denoting the available bandwidth be-
ween nodes nk and nk′ . The application owner can perform active
r passive measurements to acquire such information. Moreover,
ue to the network dynamism, measurements should be per-
ormed periodically to capture the short term characteristics as
ell as the long-term network state.

Now, let us introduce our binary decision variables:

9

able 1
ariables and parameters.
Symbol Definition

Parameters
N = {· · · , nk, . . .} Set of nodes in the network
O = {· · · , oi, . . .} Set of operators to be deployed
Di,j 1 iff oi depends on output of oj
δi Latency requirements of oi
ci Cost to generate one output message of oi
ri Output data rate of oi
Q Set of constrained resources (CPU, memory)
Γi,q Demands of operator oi for resource q ∈ Q
Θq Demands for resource q ∈ Q when brokering
Rk,q Available capacity of resource q ∈ Q on nk

β
↑

k , β
↓

k Available uplink and downlink bandwidth on nk
fk Cost factor of nk
Ck,k′ Cost of sending one byte from nk to nk′

βk,k′ Available bandwidth between nk and nk′

Li,k 1 iff the location of oi is fixed on nk
B Maximum number of brokers deployed
Bk 1 iff there should be a broker fixed on nk

Decision Variables
xi,k 1 iff oi is on nk
yi,k 1 iff oi publishes to a broker on nk

Helper Variables
zi,k,i′,k′ 1 iff oi is on nk and oi′ publishes to a broker on nk′

bk 1 iff there is a broker on nk
φi 1 iff the oi generates output (i.e. is no subscriber)
di Latency of executing oi including all depending ops

• xi,k showing whether oi will be placed on nk,
• yi,k is the decision variable showing if oi publishes to a

broker on nk, which implicitly means that we deploy a
broker at nk.

Additionally, we will introduce an auxiliary variable zi,k,i′,k′ which
is defined as follows: zi,k,i′,k′ = xi,k× yi′,k′ . Hence, it is 1 if oi is on
nk and oi′ publishes to a broker on nk′ . Let bk denote whether nk
hosts a broker, i.e., bk = 1 if nk hosts a broker and 0 otherwise.

A feasible placement obviously has to consider the capac-
ity constraint of both the network and the nodes themselves.
Additionally, to represent sensor devices with a fixed location
and cloud-based value-added services, we introduce Li,k which
enforces a fixed location on node nk for some operator oi. To rep-
resent operators with an output, we introduce a binary auxiliary
variable φi, which is 1 if the operator has an output. We allow to
limit the number of brokers using parameter B and also allow to
fix the broker locations using parameter Bk. Please refer to Table 1
for a list of the key variables.

We now outline our optimization problem and start by pre-
senting the constraints followed by our objective function. We
define our variables as follows:

xi,k ∈ {0, 1} ,∀k∀i, (1)

yi,k ∈ {0, 1} ,∀k∀i, (2)

bk ∈ {0, 1} ,∀k, (3)

zi,k,i′,k′ ∈ {0, 1} ,∀i∀k∀i′∀k′. (4)

Next, to enforce xi,k = 1 for those operators that have fixed
locations (the subscribers and publishers) with Li,k = 1, we define
the following constraint:

xi,k ≥ Li,k , ∀oi ∈ O,∀nk ∈ N. (5)

Since we aim at deploying each operator at exactly one node, we
state this constraint as follows:∑

xi,k = 1 , ∀oi ∈ O. (6)

nk∈N
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o cover also the cases where the brokers are already deployed,
e introduce the following constraint:

k ≥ Bk , ∀nk ∈ N, (7)

hich enforces yi,k = 1 for at least one of the operators if Bk = 1,
i.e., sets a fixed broker. With (7), our problem will find the optimal
placement of the IoT analytics given a fixed broker placement.

Moreover, with the following constraints, we ensure that only
operators with some output publish at a broker:∑
nk∈N

yi,k = φi ,∀oi ∈ O (8)

φi ≤
∑
oj∈O

Dj,i , ∀oi ∈ O (9)

|O| · φi ≥
∑
oj∈O

Dj,i ,∀oi ∈ O. (10)

ecall that φi yields 1 only if the operator has an output, i.e., an-
ther operator j depends on oi.
As there could be a limitation on the number of brokers, we

ntroduce the following constraints:∑
nk∈N

bk ≤ B (11)

k ≤
∑
oi∈O

yi,k , ∀nk ∈ N (12)

O| · bk ≥
∑
oi∈O

yi,k , ∀nk ∈ N (13)

here Consts. (12) and (13) together ensure that bk equals 1 if
here is some operator publishing at nk.

Finally, we define zi,k,i′,k′ = xi,k × yi′,k′ using linear functions
as follows:

zi,k,i′,k′ ≤ xi,k, (14)

zi,k,i′,k′ ≤ yi′,k′ , (15)

i,k,i′,k′ ≥ xi,k + yi′,k′ − 1. (16)

As each node has limited resources, Const. (17) asserts that the
otal resources consumed by both the operators and the broker
eployed on nk are lower than the capacity of this node per

resource type:∑
oi∈O

(
xi,k · Γi,q+yi,k ·Θq · ri

)
⩽Rk,q ,∀q ∈ Q ,∀nk ∈ N, (17)

here the first term shows the resource consumption of an
perator and the second component shows the brokering cost
hich depends on the volume of output data generated by the
perators publishing to this broker.
Next, Const. (18) specifies that the volume of data transmit-

ed to each node must be lower than the corresponding node’s
ownlink capacity:

oi∈O

Input Data  (∑
oj∈O

Di,j · rj · (xi,k − zi,k,j,k)
)
+

ri · (yi,k − zi,k,i,k)  
Brokerage

≤ β
↓

k ∀nk ∈ N (18)

here the first term in (18) corresponds to the total amount of
nput data to a particular node for all the operators it hosts. Since
he operators colocated with their brokers on the same node can
end their data locally, first term of (18) excludes such operators,
.e. (1-y ). The second term of (18) represents the input traffic
i,k

10
from operators to the broker hosted on this node. Note the
term (1 − xi,k) excludes the operators who are located on the
same node. This constraint is crucial to avoid network congestion
especially at the fog and edge layers where the network devices
might be limited in their bandwidth resources.

Similarly, we formally state that the aggregate outgoing traffic
from a node must be lower than the uplink capacity of this node
as follows:

∑
oi∈O

Operator to Broker  
ri · (xi,k − zi,k,i,k)+∑

oj∈O

Dj,i · ri · (yi,k − zj,k,i,k)  
Broker to Operators

≤ β
↑

k , ∀nk ∈ N. (19)

Finally, to ensure that the total traffic from one node to the
ther does not exceed the capacity of the path connecting them,
e introduce the following constraint:∑

oi∈O

zi,k,i,k′ · ri+
∑
oi′∈O

zi′,k′,i,k·Di′,i · ri  
Broker at k, next Operator at k′

≤βk,k′

∀nk ∈ N,∀nk′ ∈ N \ nk. (20)

lease note that two nodes nk and nk′ might be connected via
ultiple hops. However, the application owner usually does not
now the exact network topology. Instead, it can probe the link
apacity between a pair of nodes. Hence, rather than considering
he total routed traffic over each link, we consider the end-to-
nd capacity between two nodes in Const. (20). Note that we
an assert additional constraints for each operator’s location by
etting yi,k values explicitly. For example, if the operators have
ome privacy requirements such that a public cloud provider
iolates this privacy requirement, we can set the corresponding
i,k to zero to avoid our algorithm placing the operator to the
loud.
Next, we define the delay of a subscribing operator di recur-

ively as follows:

i =max
Di,j=1

(
dj +

(∑
nk∈N

∑
nk′∈N

zj,k,j,k′Ck,k′ + zi,k,j,k′Ck′,k

)

+

∑
nk∈N

rixi,kfkci

)
. (21)

In (21), di represents the time needed to complete this operator’s
task and depends on three components: (i) time to receive the
input data from all other operators that this operator oi depends
on, (ii) the transmission time of the published data from all oper-
ators that oi depends on, (iii) and finally the time to execute this
operator itself on the hosting node. Since an operator cannot start
executing its task before it receives all input from the operators it
depends on, we have to consider the maximum latency between
oi and each oj where Di,j=1. Hence, the first term in (21) takes the
maximum latency.

Since applications may differ in terms of their tolerance to de-
lay, we introduce δi to specify the maximum latency requirement
of an application that users can tolerate. Note that an application
provider can also express different requirements for different
users or operators in between publishers and subscribers. We
express this constraint as follows:

d ≤ δ ∀i. (22)
i i
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By considering the delay requirement of each application,
we ensure that the resulting placement satisfies the quality-of-
service (QoS) requirements of the provided applications. Hence,
in the objective function, we opt to minimize the sum of end-
to-end delays of all subscribers.1 We formally state the objective
function as the sum of delays as follows:

min
∑
oi∈O

(1− φi)di. (23)

or completeness, let us present the joint placement of operators
nd brokers as follows:

min
x,y,b,z

∑
oi∈O

(1− φi)di, (24)

.t. (1)− (22). (25)

.1. Discussion on expressiveness

As stressed earlier, we are not aware of other works that
onsider the joint placement of operators and brokers. However,
t might be possible to solve this problem by treating brokers
s generic operators. In this section, we discuss why this is not
ufficient.
First, our model does not only solve the placement of brokers,

ut also encodes the operator to broker association in the variable
. When trying to solve the joint placement problem by treat-
ng brokers as operators, this association has to be provided in
dvance in the form of a suitable dependency matrix. Deciding
n advance before having any insights about the possible place-
ent of the operators which broker they might share with other
perators would be a great challenge on its own.
A solution might be not to share brokers at all, but that would

ake modeling synergy effects from sharing a single broker chal-
enging. Also, imposing limits on the total number of brokers
ould be difficult, but is easily possible in our model. Therefore,
he model presented here, as well as the heuristics that follow, are
ore expressive than other works, even if brokers are treated as
eneric operators.

.2. Computational complexity

Inspired by the proof in [12], in the following, we formally
how that the problem in (24) and (25) is NP-hard by reduc-
ion from the Subgraph Isomorphism Problem (SIP). We start by
ecapping a concise simplified definition of the joint operator
nd broker placement problem as a decision problem, proceed
o define SIP and finally show how SIP can be reduced to our
roblem.

efinition 1. Assume a set of nodes N = {nk}. Each node k
as available resources Rk,q ∀q ∈ Q associated with it, as well
s a maximum access bandwidth in both directions (β↑, β↓). The
etwork between the nodes is defined by two matrices for cost of
ata transmission (Ck,k′ ) and available bandwidth (βk,k′ ) between
ode k and k′. Applications are defined by operators O = {oi}with
dependency matrix Di,j, output rate ri and resource demands
i,q. Given these inputs, a solution of the problem is defined as
n assignment of operators and brokers to nodes that adhere to
he resource and bandwidth constraints.

1 An application provider can opt for other objective functions depending on
ts primary goals, e.g., the (monetary) cost of deploying operators and brokers
nd additional charges for data traffic.
11
Definition 2. Let H = (VH , EH ) and G = (V , E) be graphs. A
ubgraph isomorphism from H to G is a function f : VH →

such that if (u, v) ∈ EH , then (f (u), f (v)) ∈ E. The Sub-
raph Isomorphism Problem (SIP) is, given H and G, to determine
hether there is a subgraph isomorphism from H to G. Subgraph

somorphism is an NP-complete problem.

heorem 1. The joint problem of broker and operator placement
s NP-complete.

roof. The general idea of the proof is that JOI solves SIP by
inding a deployment of the application vertices o ∈ O with edges
i,j on the infrastructure given by the nodes n ∈ N and their edges
k,k′ . Assume a SIP instance is given. This SIP can be reduced to
ur joint placement problem in polynomial time as follows:

1. We first interpret the vertices given by v ∈ V of the graph
G as nodes n ∈ N in our problem domain. The given edges E
correspond to the connectivity of the nodes in JOI’s domain.
Hence, we change all edges (u, v) ∈ E into links with
latency Ck,k′ = Ck′,k = 0 and bandwidth βk,k′ = βk′,k = 1.
The bandwidth between nodes where (u, v) /∈ E is set to
βk,k′ = βk′,k = 0 with 0 cost as well.

2. We interpret all vertices in VH as operators with all re-
source demands set to 1 and output rate 1. The dependency
matrix Di,j is given by the edges EH : We iterate over all
vertices in VH and add a dependency for each edge in EH
involving these vertices if this edge has not been added
before. This way, the resulting matrix Di,j is an acyclic
directed graph corresponding to the original undirected
graph H .

3. Since there are no additional attributes in the SIP instance,
we set all available resources Rk,q = 1,∀nk ∈ N ∀q ∈ Q in
our JOI problem to make sure that exactly one operator can
be deployed on each node. We further set all broker costs
(∈ Θ) to 0 and the auxiliary parameter f = 1 for all nodes.

If one or multiple solutions exist, one of them will be the output
of the JOI problem. Brokers will be placed either with their
corresponding operator or a single downstream operator and
can be safely ignored. The placement of the operators and their
dependency on a network of nodes and interconnections then can
be easily translated back to the original SIP problem. Hence, iff a
solution for the JOI problem exists, a corresponding solution for
the SIP problem exists. Therefore, a solution for the JOI problem
also solves the SIP problem. It follows that our joint problem of
broker and operator placement is also NP-complete. □

Indeed, solving the placement problem with state-of-the-art
commercial linear integer problem solvers becomes impractical
for larger topologies (e.g., about 50 nodes and 50 operators on
today’s desktop hardware). Hence, we propose two heuristics in
the following.

4. Heuristic approaches

Similar to the optimal solution, our heuristics are centralized
and use global knowledge of the system to make placement
decisions. Our baseline is the traditional cloud-based operation,
referred to as CLOUD, wherein brokers and operators reside in
the cloud. We propose a greedy heuristic (GREEDY) and a tabu
search (TABU) that uses the greedy solution as its input.

4.1. Greedy approach (GREEDY)

The main objective of GREEDY is to locally minimize the delay
between each operator and operators depending on it. Algorithm
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Algorithm 1 JOI Greedy Placement
1: function Placement(x, y, app, topology)
2: opstoplace ← operators without node
3: brokerstoplace ← operators without broker
4: if opstoplace = ∅ ∧ brokerstoplace = ∅ then
5: working ← CheckAssignment(x, y, app, topology)
6: return working , x, y
7: if |opstoplace|< |brokerstoplace| then
8: working, y← BrokerPlacement(x, y, app, topology)
9: else
10: working, x← OperatorPlacement(x, y, app, topology)
11: return working , x, y

Algorithm 2 JOI Greedy Operator Placement
1: function OperatorPlacement(x, y, app, topology)
2: toplace ← operators without node
3: if toplace = ∅ then
4: working ← CheckAssignment(x, y, app, topology)
5: return working , x
6: toplace ← SortOperators(toplace, criteriaop)
7: op ← toplace0
8: nodestotry ← SortNodes(n ∈ N , criterianode)
9: for all node ∈ nodestotry do
10: xop ← node
11: working ← CheckAssignment(x, y, app, topology)
12: if ¬working then
13: continue
14: working, x, y← Placement(x, y, app, topology)
15: return false, x

Algorithm 3 JOI Greedy Broker Placement
1: function BrokerPlacement(x, y, app, topology)
2: toplace ← operators without broker
3: if toplace = ∅ then
4: working ← CheckAssignment(x, y, app, topology)
5: return working , y
6: toplace ← SortOperators(toplace, criteriaop)
7: op ← toplace0
8: nodestotry ← SortNodes(n ∈ N , criterianode)
9: for all node ∈ nodestotry do
10: yop ← node
11: working ← CheckAssignment(x, y, app, topology)
12: if ¬working then
13: continue
14: working, x, y← Placement(x, y, app, topology)
15: return false, y

1 shows the steps of GREEDY with the functions of placing op-
erators and brokers in Algorithm 2 and Algorithm 3, respectively.
The order of operators and brokers to place and the criteria for the
placement are kept generic and can be adapted for the considered
use case.

GREEDY first places fixed operators and fixed brokers to their
orresponding nodes. It then assigns a stratum number to each
perator where the stratum represents the distance of the oper-
tor in hops from a data source. GREEDY sorts operators by their
tratum number and places operators with the highest stratum
irst on the closest feasible node to their sink(s), i.e., subscriber(s).
n this process, GREEDY ignores operators that are not yet placed
nd does not consider the position of brokers initially. It searches
he solution space in a depth-first fashion: If an operator cannot
e placed on any node given the current assignment of already-
laced operators, the operator that was placed last is moved to
he next best node. This step is repeated recursively until either
valid solution is found or every possible combination has been
ried, which would mean that there is no feasible assignment.

After placing an operator, the next objective is to place the
orresponding broker efficiently. GREEDY places the broker con-

idering the already-placed operators and ignoring those that are
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yet to be placed. After assigning an output broker for each oper-
ator, GREEDY checks if the constraint on the number of brokers
is violated. In case of violation, GREEDY merges two brokers that
are closest to each other in terms of latency until the constraint
on the total number of brokers is satisfied. In the last step, the
algorithm moves brokers to their optimal position in the topology
based on the position of the operators they serve.

4.2. Tabu-like search (TABU)

Next, we adapt a tabu search approach to our problem [13].
TABU starts with a known feasible solution as its input and aims
at improving this solution iteratively by searching for a better
solution in the neighborhood of the current solution. In our case,
it starts once with GREEDY and once with CLOUD and takes the
best of these two solutions. In general, tabu search is an iterative
approach, where in each round a neighborhood of possible solu-
tion is considered. The neighborhood of solutions in our approach
is determined as follows. In each round, TABU might take one of
the following three actions to improve the current solution: (1)
change operator position, (2) change operator/broker assignment,
and (3) change broker position. We choose the actions one after
the other.

For choice (1) and (2), TABU chooses an operator randomly.
For choice (1), the neighborhood is given by every possible move-
ment of the operator. For (2), the neighborhood is every possible
reassignment to an existing broker. Similarly, in case of (3), TABU
chooses a broker randomly and considers every possible move-
ment of the broker to find an improved solution. The search uses
a short term memory that stores the last u solutions as a tabu list.
TABU in general chooses the best solution of the neighborhood
as the next candidate, except if the solution was already tried
recently, which is a tabu. In that case, the next best solution
that was not tried recently is chosen, which makes the algorithm
consider sub-optimal solutions to avoid getting trapped in a local
optimum. The candidate is chosen as the starting point for further
iterations and its utility is compared to the current overall best
solution, which it replaces if it is better. TABU stops after a fixed
number v consecutive iterations without improvements.

5. Performance evaluation

We evaluate the performance of the proposed approaches via
system-level simulations on our custom-made Python simulator.
Our goal in assessing the performance of our system is to gain
further insights on the following two questions: (1) How much is
the gain of joint optimization of broker and operator locations
compared to more traditional approaches (e.g., cloud based)?;
and (2) Which heuristics provide the best performance for solving
the joint problem?

To solve the problem in (23) optimally, we use Gurobi version
8.0 [14] via its C++ interface. We perform simulations on an Intel
Core i7-4790 CPU @ 3.6 GHz with 4 cores and 8 threads with 15.6
GiB of RAM running an Ubuntu 16.04 LTS (Xenial Xerus) 64-bit
operating system. We run non-deterministic heuristics 20 times
for statistical significance.

5.1. Network topology

To address the above-listed research questions, we first need
to specify the parameters used for the generation of the network
topology and applications. We assume that the system in terms
of latency spans a country or region of a similar size as the conti-
nental United States. As Fig. 2 shows, edge devices are connected
to only one ISP while ISPs (in the fog layer) are interconnected
and have a high-capacity connection to the cloud.
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Fig. 2. Three layered network topology with interconnected nodes in the cloud,
og and edge layer.

able 2
andwidth and round-trip-time between nodes.

Bandwidth Round-trip-time

Minimum Maximum Minimum Maximum

Edge-Fog 1 MBit/s 100 MBit/s 10 ms 30 ms
Fog–Fog 100 MBit/s 1 GBit/s 5 ms 70 ms
Fog–Cloud 100 MBit/s 10 GBit/s 5 ms 35 ms

Table 3
Resources on different nodes.

CPU Score Memory

Minimum Maximum Minimum Maximum

Edge 420 3800 1 GB 4 GB
Fog 5500 12000 8 GB 32 GB

To model the bandwidth and latency values among nodes re-
listically, we consult available public sources and use the values
isted in Table 2. The values are derived for a country like the
nited States or a similar region of the same size. For the average
dge to Fog bandwidth, we use the Steam global traffic statistics,2
hich shows an average downlink bandwidth of about 50MBit/s
46.7MBit/s) and set a minimum and maximum bandwidth to
e 1MBit/s and 100MBit/s respectively. Since residential con-
ections are usually asymmetric, we set the uplink bandwidth
o one fourth of the downlink bandwidth. For the bandwidth in
he Fog and between Fog and Cloud, we use common values for
00BASE-TX, 1000BASE-T and 10GBASE-T Ethernet.
For the estimation of the delay, we use a public looking glass

erver from Hurricane Electric.3 The round-trip-time (RTT) be-
ween the west (Freemont, CA) and east (New York, NY) coast of
he continental US was estimated to be around 70 ms between
ifferent ISPs. The RTT between the Hurricane Electric Freemont,
A location and the Amazon Web Services data center in Virginia,
owever, is only about 35 ms.
To model the CPU and memory resources of each node type

isted in Table 3, we take the Passmark score4 of common CPU
odels and memory configurations. Edge devices are considered

o be similar to current low-power firewall devices and fog nodes
o be of workstation/server type. We assume that an edge node
as a computing power between an ARM Quadcore (score 420)
nd an Intel Atom C2750 (score 3800). An Intel Atom E3845 lies
etween the two with a score of about 1500. For memory, we
ssume between 1 and 4GB of RAM. For the fog, we take common
erver hardware as an estimate and assume that nodes have a
PU score between the low-end Intel Xeon E5-1603 (score 5500)
nd the high-end Xeon W2125 (score 12000) with a memory
onfiguration between 8GB and 32GB.

2 https://store.steampowered.com/stats/content/
3 https://lg.he.net/
4 https://www.passmark.com/
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5.2. Applications

As we aim at obtaining as general results as possible, we
prefer considering a broad spectrum of synthetic applications that
follow a common structure rather than a very specific application
graph as appears in the literature, e.g., [1–4]. We consider the
following three cases depicted in Fig. 3 as the application graphs:

• A fanout topology where a set of processing operators
needs the input of every publisher in the system and gives
its output to every subscriber;
• A sequence topology where the processing operators form

a chain of operators that must run as a sequence;
• A random topologywhich in our case is not allowed to have

any cycles.

We choose the CPU requirements between 100 and 2000 in
terms of CPU score. Likewise, each operator uses between 0.05
and 1GB of RAM and has an output rate between 0.001 and
1MBit/s. Publishers and subscribers are fixed on the edge.

5.3. Scenarios

To address the research questions we raised earlier, we will
compare the following schemes:

• OPT: the optimal joint solution we derived by solving the
formulated problem using Gurobi solver,
• CLOUD: cloud-only deployment where all brokers and ana-

lytics operators are hosted in the cloud. This represents the
current conventional cloud-based IoT systems. We will use
it as our baseline.
• Our heuristics GREEDY and TABU.

Through evaluating these schemes, we will be able to answer if
the joint optimization has a significant advantage over traditional
approaches. The comparison of OPT with heuristics shows the
trade-off between complexity and quality of solution.

Before analyzing the quality of the solutions yielded by each
approach, let us first analyze the CPU time each approach needs
to find a feasible placement. To observe the scalability of each
approach, we will increase the network size from 5 to 50 nodes,
while keeping the number of operators fixed at 10. We use first
random application topology and report the CPU and memory
usage of each approach. Next, we analyze the impact of the type
of the application graph (fanout, sequence, random). We further
investigate the impact of publisher/subscriber clustering. We con-
sider applications with 40 operators including 5 publishers and 5
subscribers. To account for different spatial locality of services,
we model three scenarios: full/heavy clustering where publishers
and subscribers are connected to the same node; medium clus-
tering where publishers and subscribers are on one node and its
next two neighbors; and no clustering where publishers and sub-
scribers are distributed across all nodes. A more detailed analysis
of the impact of clustering is presented in a related paper [15].

As performance indicators, we report the following metrics:
optimality gap denoting the ratio of the utility value achieved by
a heuristic over the utility of OPT, utilization of each network
tier by operators and brokers, and delay distribution between
operators and their consumers.

5.4. Results & discussion

Fig. 4 shows the CPU time of each approach with increasing
network size. We omit the CLOUD in this figure as it places
all operators in the cloud. We observe that CPU time of OPT
and TABU tend to rise exponentially with increasing network

size while GREEDY needs significantly less time for finding a

https://store.steampowered.com/stats/content/
https://lg.he.net/
https://www.passmark.com/
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Fig. 3. Considered application dependency graphs; operators 0–2 with no incoming links are publishers, operators 7–9 with no outgoing links are subscribers.
Fig. 4. Analysis of the CPU time on a reference machine to solve JOI for a
particular topology size.

Fig. 5. An example delay distribution of the solutions.

placement. For the largest topology considered, OPT takes about
103 seconds; more than an order of magnitude longer time to re-
turn its solution as compared to TABU with about a minute. While
TABU has a higher running time compared to GREEDY (around
two orders of magnitude difference), we later show that it out-
performs the latter significantly and therefore could provide a
14
trade-off between scalability and performance. Moreover, please
note that our problem is designed to be solved offline. Therefore,
we expect that a fog-service provider has sufficient computation
resources to execute TABU. Next, let us analyze how each scheme
performs in terms of the end-to-end delay between an IoT sensor
and its consumer.

Fig. 5 shows an example of the end-to-end delay distribution
of the solutions at the subscribers of the various placement algo-
rithms. The example uses the random application graph topology
with heavy clustering, i.e., all publishers and subscribers are on
the same node. First, we observe that CLOUD can provide a
minimum of approximately 50 ms for its services. This is the ex-
pected time to route the traffic to and from the cloud. In CLOUD,
the data first has to get to the remote cloud, but once in the
cloud, data is processed fast and does not have to be transferred
between nodes until it has to be delivered to a subscriber. For
applications with strict delay guarantees, CLOUD might fail to
deliver a satisfactory user experience. For example, if the latency
of rendered image is higher than 15 ms, it might result in motion
sickness for augmented reality or virtual reality applications [16].
Moreover, generally speaking, CLOUD is inferior to TABU which
maintains delay values in the proximity of those achieved by OPT.
Finally, we observe that GREEDY achieves short delays (almost
20% below 50 ms) but might also result in a significantly larger
delay for some subscribers as compared to TABU and CLOUD. For
example, we record a maximum delay of approximately 170 ms
for GREEDY whereas the maximum delay is 150 ms and 120 ms
for CLOUD and TABU, respectively. A closer look to our results also
shows that GREEDY has to resort to placing operators and brokers
farther apart if nearby nodes do not have sufficient capacity.

Next, we quantify the suboptimality of each approach under
the aforementioned application topologies and with increasing
degree of clustering. Let us first consider the case where the pub-
lishers and the subscribers are distributed uniformly, i.e., there is
no clustering. Fig. 6(a) shows that the deployment in the cloud is
close to optimal. For a sequence of operators, it actually is one of
the optimal placements as we observe an optimality gap factor
of 1. For random and fanout application topologies, CLOUD’s
Fig. 6. Optimality gap achieved by each scheme on the considered application topologies and with three levels of clustering.
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Fig. 7. Evaluation results: Subfig. (c)–(e) show the optimality gap, (f)–(h) the operator placement locations and (i)–(k) the locations of brokers.
optimality gap factor is below 1.2. Therefore, we can articulate
in these cases that CLOUD can be the preferred approach for
broker and operator placement due to its simplicity and near-
optimal performance. Comparing TABU with CLOUD, TABU does
not improve the gap significantly over CLOUD, despite being a
more advanced approach compared to the former. While GREEDY
sometimes yields the optimal placement, it usually shows an
optimality gap of 1.2 to 1.4, with a worst case of about 1.8.

For medium clustering, we observe that the gap between
he CLOUD and TABU increases, meaning that the performance
ifference between these heuristics and OPT is higher compared
o the no clustering case. More specifically, the optimality gap
f CLOUD and TABU varies from 1 to 1.5 for random topology
hereas it can be as high as 2 for the fanout application graph.
or instance, for the fanout scenario, comparing TABU and CLOUD,
e observe that TABU outperforms CLOUD on average for fanout
opology and variance of its performance is lower as compared to
LOUD. On a sequence topology, performance difference of TABU
nd CLOUD is indistinguishable. Finally, Fig. 6(c) depicts the case
f high clustering which corroborates our conclusions from the
revious case: higher optimality gap and better performance of
ABU over CLOUD. To summarize, if a large spatial distribution
f publishers and subscribers is expected, CLOUD is a fairly good
ption. But, with increased clustering, there is room for further
mprovements by either a tabu-based approach or an optimizer.

Now, we examine placement decisions of each approach by
aking a closer look to the utilization of each layer for operators
nd also for brokers. In Figs. 7(a), 7(b), and 7(c), we show the
raction of operators placed in the cloud, fog, and edge. Please
ote that publishers and subscribers are excluded from these
lots as their locations are outside the control of our placement
lgorithms. In agreement with the previous observations on the
mpact of clustering, we observe that with higher clustering, the
loud layer becomes less preferable; more operators are placed
utside the cloud. More specifically, we observe that the fog layer
tarts to host an increasing fraction of the operators while the
15
edge layer hosts only a small fraction. We attribute this behavior
to the higher resource availability at the fog layer. Interestingly,
TABU usually prefers a cloud placement while OPT might exhibit
a different utilization pattern. To give a comprehensive example,
for the fanout application graph in Fig. 7(c), OPT almost never
utilizes the cloud for the operators whereas TABU places more
than 70% of the operators to the cloud. Nevertheless, as Fig. 6(c)
shows, TABU outperforms CLOUD in terms of optimality gap fac-
tor. As a final note, although layer utilization behavior of GREEDY
resembles that of OPT, its performance is much lower compared
to TABU. From these two observations, therefore, we conclude
that while utilizing the right layer is important to achieve a near-
optimal performance, placing the operators on the right nodes
has a more significant impact on the performance.

Finally, Figs. 7(d), 7(e), and 7(f) show the utilization of each
layer by the brokers. While they are in general similar, there are
more brokers on the edge, which are presumably the brokers
mainly for publishers and subscribers. Since we do not fix any
brokers in this scenario, all brokers are included in the plot,
while their corresponding operators might be excluded from the
previous plots. The results of the broker placement simulations
are also in agreement with our earlier conclusions: with a higher
degree of spatial locality of publishers and subscribers, the cloud
becomes less preferable also for the brokers and the fog/edge
layers start to host an increasing number of brokers under OPT.

5.5. A realistic use case: smart crosswalk scenario

To further motivate possible use cases and the applicability
of the optimal and heuristic solutions, we consider a small real-
world application as an example. The scenario and application
is derived from the finding in [17] and illustrated in Fig. 8. The
example application is a smart crosswalk that uses traffic camera
analytics to detect pedestrians in a wheelchair and provide ad-
ditional time when needed to let the pedestrians to safely cross
the street. In this scenario, a video camera that overlooks the
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Fig. 8. Example of a smart crosswalk application and the corresponding video
analytics pipeline.

crosswalk is the publishing sensor. The video pipeline consists
of three operators: (1) the background subtraction operator ex-
tracts foreground objects in each frame; (2) a light-weight deep
neural network (DNN), such as TinyYOLO [18] is used to detect
crossing objects, such as pedestrians, bicycles, or pedestrians in
wheelchairs; (3) if the confidence of the light-weight DNN is not
high enough, a more sophisticated DNN, such as YOLO v3 [18],
is executed. As subscribers, we consider three subscribers: (S1)
the (local) traffic light itself, (S2) a centralized (cloud-based)
subscriber and (S3) municipality backend that gathers various
statistics of its smart city to improve its services to the citizens.

In the example, each subscriber has realistic delay bounds
ssociated with it. We assume that the smart traffic light can
olerate a delay of 100 ms. Since the municipality might need
o act as a central controller that instructs other traffic lights
cross the city, we assume that its delay bounds are only 60 ms.
s topologies, we consider the same 40 node topologies intro-
uced earlier. However, we assume that accelerating hardware,
uch as CUDA and OpenCV enabled graphics cards, are available
hroughout the topology the municipality deems suitable for a
eployment. We run 5 applications on 10 topologies for a total of
0 runs.
The results of the placement with the optimal solution (OPT)

nd the TABU, GREEDY, and CLOUD heuristics are shown in
ig. 9. Fig. 9(a) shows the optimality gap achieved for each of the
euristics while Figs. 9(b) and 9(c) show the location of operators
nd the location of brokers, respectively. In these figures, BG Sub.
tands for background subtraction while ML1 and ML2 stand for
he machine-learning detection stages, i.e., TinyYOLO and Yolo
3. We observe that the GREEDY algorithm results in a very
imilar deployment to the CLOUD heuristic, i.e. the GREEDY places
lmost all (> 90%) operators and all brokers in the cloud. As
expected, the optimality gap is also very similar between those
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Fig. 10. Achieved Latency of Subscribers S1 and S2 (Traffic Light), as well as S3
(Municipality Backend) of the placement in comparison to the bounds set as a
parameter (red line).

two heuristics. The TABU algorithm improves those placements
by placing more operators towards the fog and edge. In particular,
about 10% of the background subtraction operators as well as ML1
operators are run locally on the edge, while around 50% are run
on the fog. The heavier detection operator ML2 is mostly (> 90%)
run in the cloud.

The optimal solution, however, is to never place the operators
for background subtraction and ML1 in the cloud. For both cases,
the operators are placed on the edge about 40% of all runs and
on the fog about 60%. About 40% of ML operators are placed on
fog nodes. We also observe that the broker placement is not just
a trivial collocation of brokers with operators. Fig. 9(c) clearly
shows that the output brokers of the three pipeline steps are
usually more centrally located then the operators themselves.
However, the optimal location for brokers for background sub-
traction and ML1 is never in the cloud: For about 90% of cases
the optimal location is in the fog, while for the remaining cases it
is even at the edge. This result confirms our argument that broker
placement is not trivial and is an important consideration when
deploying interconnected operators.

Fig. 10 shows the delay bound for the subscribers S1 and S2
(traffic lights), and S3 (municipality backend) that are specified as
red lines. Since the optimal solution as well as the heuristics con-
sider delay bounds to be strict requirements, i.e., deployments not
meeting the deadlines are considered infeasible, we see that all
the approaches indeed meet the deadlines in every run. Another
insight that we can gain is that TABU and OPT essentially do not
significantly improve the performance for S2 or S3, but improve
the latency for S1 which is located close to the publisher.
Fig. 9. Results of the placement of the smart crosswalk video pipeline placement: Subfig. (a) shows the optimality gap of the heuristics, (b) and (c) show the location
f operators and brokers respectively.
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This realistic example shows that the optimal solution as well
as the heuristics that are presented in this work can indeed be
used for realistic non-trivial use cases. It also shows that delay
bounds can be specified and will be respected by all approaches.
The results also highlight that the placement of brokers is not
immediately obvious based on the placement of operators and
hence the placement of brokers is an important consideration.
Finally, the results again show that placing some operators and
brokers closer to the edge will significantly improve the latency
for local control loops.

5.6. Discussion on deployment cost

In the previous sections, our focus was on the metrics affecting
the application performance such as delay. However, from the
application owner’s viewpoint, monetary cost of a deployment is
an important factor affecting its deployment decision. Hence, we
present in this section some observations regarding the monetary
costs of the deployment each approach yields.

While the price of cloud computing resources can be quite
accurately modeled based on the pricing of established providers,
we lack realistic pricing models for edge and fog services as
still there is no consensus on how these infrastructures will
be deployed, e.g., by independent edge providers [19] or by
cloud providers. While we argue that, due to economies of scale,
edge resources will not reach the low price point of resources
in dedicated datacenters in the foreseeable future, a plausible
counter-argument is that resources at the edge are currently
available but not fully utilized. Hence, those resources could be
significantly cheaper or even considered free for some operators.

We therefore consider the two extremes: (i) the cloud is
cheaper than fog and edge resources and (ii) the resources at
the edge are significantly cheaper. We study the average cost
of deployment estimated as a unit-less value roughly based on
today’s cloud prices in US dollars per month. As an example, we
show the results for the heavy clustering case in Fig. 11. Fig. 11(a)
shows the case of fog resources being expensive compared to the
cloud resources; Fig. 11(b) presents the results for the case of
cheaper fog and edge resources.

We observe the effect that OPT and GREEDY deploy opera-
tors closer to the edge, making the overall cost higher in the
first case and lower in the second. While the cost penalty in
the first scenario is between 20% and 30%, when fog and edge
resources are cheap, an optimal deployment with regard to the
performance can actually lead to almost 50% cost savings in the
case of a fanout application topology. We also see that the greedy
algorithm, while not optimal in the performance metrics analyzed
previously, will result on average in cheaper deployments than
the optimal solution if fog and edge resources are cheap. While
TABU improves the cloud only solution in utility, it is only slightly
more expensive when the cloud is cheap, making it a potentially
worthwhile trade-off.

5.7. Discussion on a practical system

Since our system assumes a certain knowledge about the net-
work topology and the application graphs, we discuss here how
to estimate those values in a practical system. Our system heavily
depends on the knowledge of the latency and available band-
width between each node. Those values can trivially be measured
between each node pair, although the number of measurements
required would become prohibitively large for larger topologies.
However, the Vivaldi algorithm [20] can be used to estimate
the topology without measuring each pair individually. The basic
idea is that each node is positioned w.r.t. other nodes in a two
dimensional plain based on their observed latency. The distance
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in this plain can then be used as an estimator for the real-
world delay. Additionally, the CPU and memory resources can be
derived by running the passmark benchmark on every node. This
will yield some unitless score for CPU and the amount of free
memory the system has. Operators can be run on a reference
system and can be related to the amount of total processing
power the system has. This way, a similar minimal passmark
score for each operator can be derived. Of course, those resources
can only serve as estimates.

6. Related work

We can categorize the related work into three groups: IoT
analytics deployment, broker-based IoT, and mobile edge computing
in an IoT setting.

IoT analytics deployment: The most related work to ours is [10]
which focuses on optimal placement of IoT analytics functions on
edge, fog, or cloud nodes to maximize the number of satisfied
IoT analytics requests. As the optimal placement problem is com-
putationally hard, [10] proposes a heuristic which starts placing
operators with the lowest demand for the scarcest resource so
that number of satisfied applications can be maximized. In a
similar setting, Hong et al. [21] start with the request consisting
of the lowest number of operators (modules) and assigns its
modules to the device with the least popularity, e.g., number
of requests preferring this device. Module deployment algorithm
(MDA) of [21] has the same objective as [10], i.e., maximizing
number of satisfied requests, but overlooks many practical issues
such as capacity limitations of each link. DROPLET [22] aims at
minimizing the total completion time of an application consisting
of multiple operators with a certain dependency. To achieve this
goal, DROPLET models the execution time of each operator on
different resources, e.g., containers, as well as communication
cost between the dependent operators using the link capacities
connecting the corresponding resources hosting these operators.
The key idea of DROPLET is to exploit the possibility of running
operators in parallel (even those with dependency relation on dif-
ferent data chunks) so that the completion time of an application
can be decreased.

Our paper differs from all these works in that we consider a
broker-based communication and jointly deploy brokers and op-
erators while [10,21] assume broker-less communication. Broker-
based IoT solutions offer better scalability over brokerless peer-
to-peer communications of the publisher and the subscriber [9].
In broker-less design, compute-constrained sensors might suffer
from high latency in serving their subscribers [9]. On the con-
trary, broker-based design eliminates the direct communication
between a sensor and its subscribers, which consequently reduces
the sensor’s energy consumption. This is especially desirable for
resource constrained sensors.

The closest work to ours is FogTorch [12,23,24]. In [12], au-
thors propose a general model to support QoS-aware deployment
of IoT applications over Fog infrastructures. They also design a
greedy algorithm for solving the proposed model and develop
a prototype which is later extended to FogTorchΠ in [23] that
takes also the financial costs into account. In [24], the authors
extend their work with the security requirements of the applica-
tions. While these proposals are very valuable, for the particular
problem of joint broker and operator placement they are less
expressive than the model presented in this work. Moreover, for
determining the order of nodes in each greedy step, FogTorch
uses a cost function that does not reflect the expected latency
or other performance metrics. FogTorch puts its focus on finding

deployments that are feasible in terms of available hardware
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Fig. 11. Average deployment cost in a unit based on today’s US dollar per month: Fig. 11(a) shows the case of fog resources being expensive compared to cloud
resources; Fig. 11(b) presents the results for the case of cheaper fog and edge resources.
and software on the nodes, rather than the performance, as our
solution does.

Broker-based IoT: New challenges and questions emerge with
the introduction of brokers, such as balancing the load on the
brokers [11] or functionality a broker should embody [11,25].
FogMQ [9,26] designs a middleware to let each broker (device
clone) migrate autonomously from one hosting cloud to another
depending on the perceived latency and broadcasted statistics of
each cloud. [11] proposes to cache IoT sensor data at brokers
for decreasing the energy consumption of the IoT servers, which
are highly likely battery operated. Authors decide on whether
to cache an IoT resource and in case of caching decision which
broker to cache with a goal of minimizing total latency of brokers
serving the incoming requests. Our problem is also similar to [11]
in that we aim at finding the brokers which should act as the
responsible broker for an IoT sensor resource. However, different
than [11], we do not assume a given broker infrastructure and
instead determine which network location should host a broker.

Mobile edge computing (MEC): MEC aims at enabling cloud
capabilities and services closer to the user, by pushing computa-
tional and storage resources towards the edge. An overview and
a research outlook on MEC is provided in [27]. They summarized
modeling methodologies and key components, as well as give
potential research directions and recent standardization efforts.
Another survey is provided in [28]. In [29], the authors propose an
efficient one-dimensional search algorithm that finds an optimal
task scheduling policy in the context of MEC. They show that their
stochastic task scheduling policy achieves the minimum average
delay in various scenarios. The authors of [30] try to solve the
problem of mapping an incoming stream of application graphs
onto a physical graph.

7. Conclusions & future work

The placement of operators and brokers in a diverse net-
work of cloud, fog, and edge nodes is an important problem for
the success of future IoT systems. In this work, we formulated
the problem of joint deployment of brokers and operators on
the existing edge, fog, and cloud resources as an optimization
problem considering the locations of the IoT sensors and the
consumers (e.g., IoT application users) that use the data published
by these sensors. Since the formulated problem belongs to the
family of computationally-hard problems, we proposed heuristic
solutions for this joint problem.

Our simulation results reveal that the optimal deployment
heavily depends on the distribution or clustering of publishers
and subscribers. In case of a wide spatial distribution of publish-
ers and subscribers, the deployment of broker and operators in
the cloud is close to optimal for most cases. With more clustering
of publishers and subscribers, there is an increasing opportunity
18
to improve the deployment in the cloud. We showed that the
tabu algorithm can meaningfully improve on already-obtained
solutions of other heuristics, while a simple greedy algorithm is
on average not better than the deployment in the cloud.

As future work, we plan to expand our findings with regard
to a more precise and granular definition of the clustering of
publishers and subscribers and test the algorithms in a more
realistic setting. Given that network state changes over time,
solving the placement problem periodically by considering the
possible changes in the network is another interesting direction
to investigate.
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