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Chapter 1

Introduction

1.1 Overview

Voltage or current controlled oscillators: function and application

The body of this thesis (chapters 3,4 and 5) deals with the analysis and improvement of a
specific class of voltage- or current controlled oscillators (VCO’s respectively CCO’s)
called relaxation oscillators. Before going into detail on this particular class of oscillators,
first the function and application of VCO’s will be discussed. VCO’s are oscillators whose
frequency of oscillation is controllable over a wide range by means of a control voltage or
current. VCO’s are widely used in applications like phase-locked loops (PLL’s), frequency
modulators, frequency synthesisers and timing recovery circuits. As such, VCO’s form an
important building block in many data transmission- and processing systems. In these
systems, the VCO’s periodical output signal is used e.g. for frequency translation by means
of multiplication or extracting data from an incoming modulated carrier signal or bit-
stream.

The ability of the data processing system to correctly handle weak incoming signals
containing the wanted information, relies among other things on the oscillator’s frequency
stability. Ideally, the VCO’s frequency of oscillation is determined only by the value of the
frequency control signal. However, in practical realisations of VCO’s the periodicity of the
oscillator’s output signal shows fluctuations. These fluctuations can be divided into
systematic (deterministic)- and random variations. Systematic variations of the oscillator’s
periodicity can be caused by, for example, injection of disturbing signals that are present
on the substrate or the supply voltage. As these variations arise due to influences that are
external to the oscillator circuit, they can be minimised by applying appropriate circuit
techniques. Random variations are caused by noise, produced in the active and passive
components of the oscillator circuit, that modulates the frequency of oscillation.  These
variations have a more fundamental character and ultimately limit the achievable
frequency stability. The design challenge is to minimise the influence that noise can have
on frequency stability, given the amount of power that the oscillator is allowed to dissipate.

Controllability and stability of the frequency of oscillation are generally conflicting
demands in VCO circuit design. When an oscillator is easily controlled by an external
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signal, it can of course equally well be controlled by noise appearing inside the oscillator
circuitry.

This thesis: relaxation oscillators

As mentioned before, the body of this thesis deals with the analysis and improvement of
relaxation oscillators. Relaxation oscillators or multivibrators are frequently used voltage-
or current controlled oscillator configurations in monolithic integrated circuit design. They
generate a time-varying, periodical signal by alternately charging and discharging a timing
capacitor between two threshold levels. In their simplest form, a regenerative circuit
exhibiting positive feedback (like for example a Schmitt-trigger) compares the capacitor
voltage with two threshold voltages, and reverses the direction of the capacitor current
each time the capacitor voltage crosses a threshold level. Due to their excellent suitability
for integration, possible high frequency of oscillation and potentially good control
linearity, they have been subject to analysis [21][27]-[38] and classification [25][26] for
quite some time now.

Control linearity

Some applications of VCO’s require a good linearity of the frequency control characteristic
of the oscillator. For example, in cases where a PLL is used for frequency (de)modulation,
linearity of the control characteristic of the VCO is a must, since it directly influences the
amount of distortion of the (de)modulated signal [55]. But also in clock or carrier recovery
applications of PLL’s, control linearity of the VCO is often desirable as it influences for
example the loop transfer properties of the PLL. In applications where control linearity is
important, relaxation oscillators are often used because of their fundamentally linear
relationship between input control signal and frequency of oscillation.

As will be shown in chapter 3, the control linearity (and maximum frequency of
oscillation) of practical relaxation oscillators is ultimately limited by the time delay that is
added to the period of oscillation by the circuitry that detects the threshold crossings of the
capacitor voltage and subsequently reverses the capacitor current. The control linearity is
deteriorated because the added delay is generally not linearly dependent on the VCO’s
frequency control signal. The switching delay manifests itself in the capacitor voltage
waveform by a (frequency dependent) overshoot of the threshold voltages.

Two approaches can be found in literature to improve the control linearity of relaxation
oscillators:

• applying negative feedback using a frequency-to-voltage converter [28][35][37] or a
feedback mechanism that monitors the capacitor voltage swing and dynamically adjusts
the threshold levels such that the voltage swing and thus the period of oscillation
remains constant [38];

• applying feedforward compensation to the threshold voltages [32].

A disadvantage of using negative feedback to increase control linearity is that the feedback
loop limits the dynamic capabilities of the system. The loop gain at high modulating
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frequencies is limited. As a result, the accuracy of the frequency control characteristic
decreases for higher modulating frequencies [32].

Successfully applying feedforward techniques requires a thorough analysis of the
oscillator. And even then, these techniques often fail because the compensating signal can
not be matched well to the switching delay of the level detection circuit.

In this thesis, a new type of relaxation oscillator is presented in chapter 4, called the
coupled sawtooth oscillator. In this oscillator, a crossing of the threshold level by the
capacitor voltage is detected using a simple differential pair, which is put directly in series
with the current path that charges the oscillator’s capacitor. This solution is contrary to the
more conventional approaches using a comparator to perform the crossing detection: here,
the comparator adds delay-introducing nodes to the timing path of the oscillator, thus
deteriorating control linearity. It will be shown in chapter 4 that the control linearity of the
coupled sawtooth oscillator is ultimately limited only by transistor mismatches. Detecting
the threshold level crossing by means of a differential pair thus allows for the achievement
of a very high control linearity. More importantly, it will be shown that the application of a
differential pair can be exploited to reduce the oscillator’s jitter.

Jitter

The phase noise of an oscillator specifies an oscillator’s frequency instability in the
frequency domain. Phase noise is observable as spreading of the oscillator’s signal power
around the intended spectral lines. It is related to the oscillator’s susceptibility to
modulation by noise, originating from components within the oscillator itself. The jitter is
the time domain counterpart of the phase noise specification. Phase noise and jitter are
tightly related to each other, as will be shown in chapter 2. The phase noise or jitter is an
important oscillator parameter as it plays a role in the signal-to-noise ratio that can be
achieved in the signal handling of oscillator based applications like carrier recovery, clock
recovery and frequency demodulation PLL’s [33]. Jitter of clock signals for example
results in errors in the sampling instances of data. In RF communication systems the phase
noise of the local oscillator gives rise to interchannel interference, leading to increased bit-
error-rates and thus a reduced sensitivity of the receiver.

As mentioned earlier, the challenge in oscillator design is to minimise the contribution of
(component) noise to the phase noise of the oscillator, given the amount of power that the
oscillator is allowed to dissipate. In chapter 3, it will be shown that the jitter of the
relaxation oscillator is related to the signal-to-noise ration of the capacitor’s charge current
and the threshold levels. These signal-to-noise ratios are in turn related to the power
dissipation. It will be shown that in practical realisations of relaxation oscillators, the jitter
is dominantly determined by the signal-to-noise ratio of the threshold levels. The reason is
that the threshold level noise contributes to jitter over a large effective bandwidth, due to
the nearly ideal sampling of this noise by the fast circuitry that detects the threshold level
crossings. It will be shown that a relationship exists between this effective bandwidth (and
thus the jitter) and the control linearity of the relaxation oscillator. This coupling between
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jitter and control linearity results in a design trade-off in the realisation of relaxation
oscillators.

In chapter 4, an alternative and simple level crossing detection circuit is presented that
consists of just one differential pair, put in series with the current path that charges the
oscillator’s capacitor. By maximising the switching time of the differential pair, the
oscillator’s capacitor is exploited for an effective filtering of the noise on the threshold
levels, thus reducing the effective bandwidth by which this noise contributes to the jitter. It
will be shown that this can be achieved without deterioration of the control linearity of the
oscillator.

Temperature stability

Temperature stability of a VCO is important as it influences the achievable hold- and
capture range of the PLL. The temperature stability of the relaxation oscillator’s frequency
of oscillation is mainly determined by the temperature dependency of:

• the threshold levels of the level detection circuitry;

• the gain of the trigger circuit. In case the level detection circuit consists of a trigger
circuit with positive feedback (like the Schmitt-trigger), the trigger makes a state-
transition when its loop-gain equals one. A temperature-dependent gain will alter the
hysteresis voltage of the trigger and thus the frequency of oscillation [41];

• the time delay added to the period of oscillation by the level detection circuit [34].
Especially in bipolar realisations, the temperature dependencies of the base- and
emitter resistances, which are in series with parasitic junction capacitances, introduce
time delays that exhibit a strong temperature dependence [2].

The techniques that can be found in literature to improve the temperature stability of
relaxation oscillators are generally the same as the ones used to improve the oscillator’s
control linearity. This is because control non-linearity and temperature dependency are
often caused by the same mechanisms.

The detection of a threshold level crossing in the coupled sawtooth oscillator, introduced in
chapter 4, is performed by a simple differential pair. Since the level detection circuitry
does not apply positive feedback to define some hysteresis window, and the threshold level
can be applied externally, it is expected that the temperature stability of the coupled
sawtooth oscillator will be inherently better, compared to the “classical” relaxation
oscillator using a regenerative level detection circuit.

Other types of oscillators

Several other types of oscillators exist with differences in performance concerning stability
and controllability of the frequency of oscillation, as well as achievable control linearity.
To give an idea, some examples of other oscillator types are:

• resonator based oscillators; these oscillators apply a tuned network, operating in
resonance, to produce a periodic output signal. The tuned network can be for example a
quartz crystal or an LC tank. Due to the high quality factor of the resonators applied,
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these oscillators exhibit excellent frequency stability. As a result, they are often used to
realise the local oscillator in RF receivers, where the demands on phase noise are very
stringent. In recent years, due to the rapid growth of the mobile communications
market, a large research effort is put in realising high quality inductors on chip. The
good frequency stability of passive resonator-based oscillators is related on the one
hand to the particular frequency dependent behaviour of the impedance of these tuned
networks, which shows a large phase variation for only a small frequency variation
(high Q) at the resonance frequency, and to their low noise level on the other. Because
of the particular phase/frequency behaviour of the resonator’s impedance, their
frequency controllability is generally poor;

• harmonic oscillators, consisting of a combination of capacitors and transconductance
elements (gm-C). Using gm-C elements, an element can be synthesised that behaves like
an inductor. Due to finite output resistances of the transconductors, the synthesised LC-
tank can oscillate only when undamped with a negative resistor; the negative resistor
can be realised also using transconductors. Because the noise level (due to the active
elements) of the synthesised LC-tank is much higher than in a passive LC-tank with
high Q, the frequency stability of these oscillators is worse than resonator based
oscillators. The frequency of oscillation can be controlled by adapting a
transconductance value;

• ring oscillators; these oscillators consist of a ring of identical delay stages. Each delay
stage successively produces a voltage ramp at its output node by charging its (parasitic)
capacitance with a current. They exhibit high speed and are easily integrated in
standard digital CMOS processes. They are mostly used in clock recovery applications,
where phase noise specs are less tough compared to the local oscillator application in
RF receivers. Their frequency of oscillation can be tuned over a wide range by
changing the current available to charge the load capacitance. Nevertheless, compared
to regenerative oscillators, their control linearity is less good. However, the clock
recovery application generally does not require a high control linearity. The analysis of
their frequency stability has gained more attention in recent years
[12][13][15][19][20][22][23][24].

As may become clear from this short survey, each type of oscillator has its own merits and
disadvantages. The oscillator's application determines which (combination of) parameter(s)
is of prime importance. With nowadays trend towards full scale integration in (digital)
CMOS processes with lower supply voltages and minimisation of power consumption it
becomes more and more difficult to maintain (or even increase) the performance of analog
circuitry. Not surprisingly, the frequency stability analysis of oscillators (that are suitable
for integration) has gained (renewed) attention.

As mentioned in [22][23], the approach to analyse the frequency stability of oscillators is
often specific to its type. The frequency stability of resonator based oscillators is
commonly analysed in the frequency domain, as the noise handling of the resonator is most
logically described by a frequency-domain filtering [5]. Ring oscillators, on the other hand,
are analysed traditionally in the time domain, as filtering is less obvious, due to the
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periodical switching of transistors (and their noise sources) appearing in these oscillators
[22][23][24]. Recently, also some frequency-domain analyses of ring oscillators have
appeared in literature [14][12][13], adding to the understanding of frequency stability of
these oscillators. The preferred approach to analyse the frequency stability of regenerative
oscillators is less obvious; both time- [21] and frequency-domain [25][26] based analyses
have appeared in literature.

1.2 Motivation
A first requirement for good oscillator design is a good understanding of phase noise (or
jitter) phenomena, both in the frequency and time domain. The next step is to translate this
knowledge into a mathematical model that includes design parameters, related to a given
oscillator topology. Of course, phase noise is not the only specification that is of concern in
oscillator design. Depending on the application, frequency controllability and sometimes
control linearity also need to be considered and modelled. With the constant drive to
optimise designs, it is desirable that a model gives information about the topology’s
fundamental limits concerning the obtainable frequency stability, controllability and
control linearity. Very often, these fundamental limits of performance are coupled, such
that a design trade-off appears between specifications. Trade-offs are of course common in
(analog) circuit design. The challenge, however, is to identify the mechanisms that cause
this coupling and to find new circuit solutions (or even new topologies) that remove the
coupling between specifications. In that way, new freedom of design is created, which can
be used to either obtain a better combination of specifications or to reduce the power
consumption, whilst maintaining a given level of performance.

In this thesis, the coupling between decision delay and noise filtering, appearing in
relaxation oscillators, is clarified. The coupling of these two mechanisms results in a trade-
off between control linearity and jitter in these oscillators. Based on that knowledge, an
alternative circuit concept called the coupled sawtooth oscillator is introduced that no
longer shows such a trade-off.

1.3 Outline of the thesis
The outline of this thesis is as follows.

In chapter 2, the basic oscillator signal is defined and quantities like (fractional) frequency
and phase are introduced. This is followed by a survey of the relevant frequency- and time
domain measures of frequency stability. The chapter is a collection of data on the subject,
found in several articles. Special attention is given to the mutual relationship between
frequency- and time domain measures. Apart from the fact that it contributes to a better
theoretical understanding of frequency stability related phenomena, it also has practical
meaning in the sense that it allows for a comparison between oscillator specs, which are
mostly specified only in either the frequency- or the time domain.

In chapter 3, a thorough analysis is given of the frequency stability of more “classical”
implementations of relaxation oscillators, namely those that use a comparator to detect a
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crossing of the threshold level by the capacitor voltage. Expressions for the jitter are
derived, showing that the dominant source of jitter in this type of oscillator is related to the
particular way in which the level of the capacitor voltage is detected. Furthermore, it is
shown that the implementation of the level detection functionality (usually a trigger)
results in a design trade-off in relaxation oscillators between the achievable control
linearity and frequency stability.

Chapter 4 introduces a novel and simple level detection principle that can be applied as an
alternative for the comparator circuit, found in relaxation oscillators. The new principle
allows high oscillator control linearity to be achieved without any systematic deterioration
of frequency stability. Expressions for the jitter of the newly developed oscillator (called
"the coupled sawtooth oscillator") are derived and compared with those of the “classical”
relaxation oscillator, derived in chapter 3. A significant improvement in jitter is found,
given a certain amount of control linearity. The jitter calculations in this and the previous
chapter make use of derivations, given in appendixes.

In chapter 5, several possible realisations of the coupled sawtooth oscillator are given and
analysed. Based on this analysis, the choice is made to implement a four-stage coupled
sawtooth oscillator. Its design and implementation are described. The chapter concludes
with a discussion of the measured phase noise, jitter and control linearity.

Chapter 6 deals with a peculiar MOSFET 1/f noise related physical phenomenon that we
came across whilst comparing measured phase noise data of a CMOS ring oscillator with
the outcome of calculations. The phase noise measurements showed a lower 1/f noise
induced phase noise than was expected from calculations. Additional experiments
concerning the behaviour of MOSFET 1/f noise under switched bias conditions revealed
that the power spectral density of MOSFET 1/f noise (or alternatively: its correlation in
time) depends strongly on the transistor's bias conditions in the past. More specifically, it
turned out that periodically switching a MOSFET transistor between an on- and off state
reduces its 1/f noise in the active state. This chapter describes these experiments and
discusses a possible explanation for the observed effect (which, as we found out, has been
reported first in 1991 [44] but has gone unnoticed in the design community).  The chapter
continues with the presentation of phase noise measurement results of a coupled sawtooth
oscillator, in which the effect is deliberately exploited to reduce the oscillator's 1/f noise
induced phase noise. Chapter 6 concludes with the presentation of phase noise
measurement results of a CMOS ring oscillator that show that the 1/f noise reduction effect
is indeed responsible for a lower 1/f noise induced phase noise than can be expected.

Finally, chapter 7 summarises the contents of this thesis, lists the main conclusions,
identifies the original contributions and gives recommendations for further research.
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Chapter 2

Measures of Frequency
Stability

2.1 Introduction
In this chapter, a survey is given of the relevant frequency- and time domain measures of
frequency stability, as can be collected from numerous articles found in literature. Special
attention is given to the mutual relationship between frequency- and time domain
measures. Apart from the fact that it contributes to a better theoretical understanding of
frequency stability related phenomena, it also has practical meaning, for example in the
sense that it allows for a comparison of frequency stability specs between oscillators; specs
which are most often specified only in either the frequency- or the time domain.

2.2 The oscillator signal: basic definitions

2.2.1 Basic definitions in the time domain

The instantaneous (first harmonic of the) output voltage of an oscillator can be written as:

( ) ( ) ( )( )ttAtV sin⋅=  (2.1)

where A(t) is the instantaneous amplitude and Φ(t) is the instantaneous phase. The
instantaneous angular frequency is given by the time derivative of the instantaneous phase:

( ) ( )
[rad/sec]         

dt

td
t =  (2.2)

Thus, angular frequency is the rate of phase change. Equivalently, phase is the integral of
angular frequency. In an ideal non-modulated oscillator, the angular frequency is a
constant ω0. In that case the phase is an ideal ramp given by ω0⋅t, due to the integration.
This is an important notion. Consider for instance a voltage controlled oscillator (VCO),
whose frequency deviation from the nominal frequency of oscillation is linearly
proportional to the control voltage. Thus its phase deviation (compared to an identical non-
modulated VCO) is proportional to the integral of the input control voltage. As this phase
deviation is in principle unbounded, VCO’s can be considered as ideal integrators.
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 In a practical oscillator, variations (“instabilities”) occur in the evolution of phase that
include both random and deterministic components. Systematic variations (also known as
drifts or trends) may be due to aging, for instance of the resonator material in crystal
oscillators. These variations typically involve slow changes of phase and are therefore
referred to as “long-term instabilities”. Deterministic variations may be due to unwanted
frequency modulation, e.g. by periodic signals on the power supply lines or the substrate in
integrated circuits. Moreover, temperature fluctuations can give deterministic variations.
The random fluctuations of phase and frequency are of particular interest in this thesis.
These fluctuations are caused by noise in the circuit components of the oscillator, or by
external noise at the output or the modulating input of an oscillator. In order to get
meaningful statistical information about the random fluctuations from measuring the phase
one needs to get rid of the systematic and deterministic variations first, (or better: avoid
them in the design of oscillators) either by suppression in the measurement setup or by
detrending the measurement data. Some measures of frequency stability are, by the way
they are defined, insensitive to particular trends in the phase function (see section 2.4.3 on
structure functions).

The constant (time independent) portion of the time derivative of phase is the nominal
angular frequency ω0. After integration of (2.2) the phase function results as modelled by :

( ) ( ) ( )tttt 0 ++=  (2.3)

where ω0 is the constant mean angular frequency, ϕ(t) are the random instantaneous phase
fluctuations (or phase noise) about ω0t and ψ(t) represents both the systematic and
deterministic variations in the phase function. By dividing the phase by ω0 a function of
time T(t) results that gives the evolution of time given by a clock that is run by the
oscillator. This time function is sometimes referred to as phase time:

( ) ( ) ( ) ( )
000

t
t

t
tT

t++==  (2.4)

The phase time of an ideal oscillator is just T(t)=t. The amplitude function can be written
as :

( ) ( )tAtA 0 +=  (2.5)

where ε(t) characterises the amplitude fluctuations about the ideal amplitude A0. Notice
that fluctuations of amplitude in principle do not affect the phase (or frequency) of an
oscillator: for instance the times of zero-crossing are not affected by variations in
amplitude. Nevertheless, some measurement methods of frequency stability are sensitive to
the variations in amplitude ε(t), and measures have to be taken to suppress these variations
(e.g. by limiting the oscillator waveform). For the moment, we assume that ε(t) and ψ(t)

are zero, allowing us to focus on frequency instabilities caused by the random phase
fluctuations ϕ(t). Then the instantaneous angular frequency can be written as :

( ) ( ) ( ) ( ) [rad/sec]      t
dt

td

dt

td
t 00 +=+==  (2.6)
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where ω0 represents the nominal angular frequency and ∆ω(t) represents the random
instantaneous angular frequency fluctuations.

The instantaneous fractional frequency fluctuation is defined as :

( )
( )

( ) ( )
 

000 f

tftdt

td

ty ==







=  (2.7)

This quantity remains unchanged under frequency multiplication and division of an
oscillator output signal. Also, it allows for easier comparison of frequency stability among
oscillators having different nominal frequencies. The random instantaneous phase-time
fluctuation is defined as :

( ) ( )
[sec]             

0

t
tx =  (2.8)

It can be thought of as the time difference between the corresponding zero-crossings of an
oscillator, contaminated by phase noise, and those of a second, ideal oscillator running at
the same nominal frequency. The following relationship holds :

( ) ( )
dt

tdx
ty =  (2.9)

In this and the following sections are focussed on the random fractional frequency
fluctuation y(t) and the random phase time fluctuation x(t). Since they are random
quantities, statistical parameters are needed for their description. For a convenient
calculation of these parameters, the mathematics require that the random process
underlying these functions has certain properties. Stationarity is such a mathematical
property meaning that statistical parameters are time-independent. The interrelation
between the autocorrelation function and the power spectral density of a process (as given
by the Wiener-Khintchine theorem [1]) leans on this property. Thus, in order to facilitate
the theoretical modelling of oscillator phase noise, it is convenient to assume  stationarity
of ϕ(t). However, problems arise when users apply the derived formulas to phase noise
processes that are strictly speaking non-stationary. This easily happens as it is not simple to
recognise a process’s stationarity from (for example) its power spectral density [43]. These
problems often express themselves as a non-convergence of integrals. A solution would be
to change over to a mathematical formula that can deal with non-stationary phase noise.
However, such an approach is not generally followed. The solution is sought in a
redefinition of the mathematical model for the phase noise process, such that it can be
labelled stationary on the one hand and still is accurate enough on the other hand. An
example is the introduction of a lower cutoff frequency in the power spectral density
description of 1/f noise, that is related to the observation time [8][43]. In the following
section first the frequency-domain measures of frequency instability are treated. In the
section on time-domain measures some of the mentioned problems will manifest
themselves in more detail and the solutions encountered in literature will be given.
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2.2.2 Basic definitions in the frequency domain

Frequency and phase are closely related : the instantaneous frequency is the time rate of
change of phase divided by 2π. In order to specify frequency stability in the frequency
domain, the power spectral densities of either frequency- or phase fluctuations are
commonly used. The power spectral density (PSD) of a random (wide-sense) stationary
signal x(t) is defined as the Fourier transform of its autocorrelation function Rx(t), yielding
a two-sided spectrum [8], [4] (for experimental purposes the one-sided spectral density is
preferred; throughout this thesis the notation Sx(f) refers to the one-sided PSD of x(t)).
Thus the autocorrelation function and power spectral density essentially carry the same
information about the random process. One example of information that is contained in
both the autocorrelation function and the power spectral density is the variance of a
random process x(t):

( ) ( )0RdffS x
0

x
2

x ≡== ∫
∞

  (2.10)

The power spectral densities that are commonly used in the specification of frequency
stability are the PSD of angular frequency fluctuations S∆ω(f) [(rad/sec)2/Hz], the PSD of
frequency fluctuations S∆f(f) [Hz2/Hz=Hz], the PSD of fractional frequency fluctuations
Sy(f) [1/Hz], the PSD of phase fluctuations Sϕ(f) [rad2/Hz] and the PSD of phase-time
fluctuations Sx(f) [sec2/Hz]. Expression (2.6) relates the instantaneous phase fluctuations
ϕ(t) to the instantaneous angular frequency fluctuations ∆ω(t). This results in the following
relationship between their PSD’s:

( ) ( )
2

fS
fS = (2.11)

The multiplication of S∆ω(f) by 1/ω2 is a result of the integration of frequency that gives
phase. Using (2.7) gives:

( ) ( ) ( )
2

0

f
2

0
y

f

fSfS
fS == (2.12)

Substituting S∆ω(f) as derived from (2.11) into (2.12) gives:

( ) ( )fS
f

f
fS

2
0

2

y ⋅= (2.13)

Finally, since x(t) is the integral of y(t) (2.9), Sx(f) and Sy(f) are related as:

( ) ( )
2

y
x

fS
fS = (2.14)

Figure 2-1 summarises the various relationships as treated in this and the previous section.
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Figure 2-1. Summary of relationships in time- and frequency domain.

2.2.3 Power-law spectral density model

The spectral densities of random frequency- and phase fluctuations are often approximated
by power law curves. There is good reason to do this: many experimental results can be
fitted in some frequency interval to such a model. The power-law model is commonly
defined in terms of the power spectral density of fractional frequency fluctuations Sy(f)
[4][7]:

( ) ∑
+

−=
⋅=

2

2
y fhfS (2.15)

The exponent α (easily recognisable in the slopes of a log-log plot) is characteristic of the
kind of frequency (or phase) noise, and the constant hα is a measure of the noise level. The
designation of the various slopes (kinds of noise) is given in Table 2-1.

Sy(f) α Designation Sϕ(f)

h-2 f 
-2 -2 Random walk frequency noise f0

2h-2 f 
-4

h-1 f 
-1 -1 Flicker frequency noise f0

2h-1 f 
-3

h0 0 White frequency noise f0
2h0 f 

-2

h1 f 
1 1 Flicker phase noise f0

2h1 f 
-1

h2 f 
2 2 White phase noise f0

2h2

Table 2-1.  The power law spectra and their designation.
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Note that the designation of Sy(f) in Table 2-1 sometimes refers to the slope of the
frequency noise, and sometimes to the slope of the phase noise (the slope of phase noise is
the slope of frequency noise minus 2). In the following sections on time-domain measures
of frequency stability, the relationship between Sy(f) and the time-domain measures (that
are introduced) will be given. These relationships often require the integration of Sy(f), as
in (2.10). Some time-domain measures can only be calculated with convergence from Sy(f)
if a lower- and/or upper cutoff frequency is specified. The introduction of an upper cutoff
frequency is considered to be no real nuisance because of the inherent upper cutoff
frequency in any physical system. The necessity of having to specify a lower cutoff
frequency in the calculation of a particular time-domain measure can be considered a
shortcoming of its definition. There seems to be no physical ground that justifies the
introduction of a lower cutoff frequency of frequency noise. For instance, experimental
results indicate that Sy(f) can show flicker-type behaviour down to very low frequencies
[4]. Sometimes the lower cutoff frequency is justified by  relating it to the limited
observation time [8][43]. Fortunately, time-domain measures have been defined such that
convergence arises for frequencies down to 0 Hz, as will be shown in section 2.4.

2.3 Frequency-domain measures of frequency stability

2.3.1 The /(f)–measure of phase noise

A frequently used phase noise measure, especially among people involved in the actual
measurement of phase noise, is /(f) (pronounced script ell of f). There is, however, some

confusion about its precise definition. In [12] the following definition is used :

( ) ( )
carrier

0sideband
total P

Hz1,ffP
f

+=/  (2.16)

where Psideband(f0+f ,1Hz) is the power per Hertz bandwidth in one sideband of the single
sided spectrum of the oscillator signal, at a frequency offset f from the carrier frequency f0

and Pcarrier is the power of the carrier. In this definition, Psideband(f0+f ,1Hz) includes the
effect of both amplitude and phase fluctuations. This can be seen as a disadvantage of the
definition, since a separation must be made: amplitude noise and phase noise behave
differently in circuits. Amplitude noise for instance can be eliminated using a limiter, but
phase noise can not. In many practical oscillators however, the phase noise portion
dominates /total(f). Furthermore, /total(f) is measured in an easy manner using a spectrum

analyser, if its dynamical range is sufficiently large.

A more formal definition of /(f) is given by [11]:

( ) ( )
signal

0sideband

P

Hz1,ffP
f

+
= −/ (2.17)

where Pϕ-sideband(f0+f,1Hz) is the power per Hertz bandwidth in one phase modulation

sideband of the single sided spectrum of the oscillator signal, at a frequency offset f from
the carrier frequency f0, and Psignal is the total signal power. In practice, Psignal is replaced
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by Pcarrier, introducing only a small error. In [11], definition (2.16) is referred to as the old
definition of /(f). The authors propose a redefinition of /(f) in terms of Sϕ(f) :

( ) ( )
2

fS
f ≡/ (2.18)

In the next section, the relationship between Sϕ(f) and the RF-spectrum of the oscillator
signal is treated and the argumentation behind the definitions of /(f) is made clear.
The /(f)-measure is commonly specified in units of decibels per Hertz relative to carrier

power:

( )( ) [ ]dBc/Hz                       flog10 /  (2.19)

Note that specifying the /(f)-measure at only one carrier offset frequency does not give
information about the value of /(f) at other frequencies, unless the slope (see Table 2-1) is
also specified. It is therefore preferable to make a plot of 10⋅log(/(f)) as a function of

carrier offset frequency, the latter on a logarithmic axis. Typical slope-values found in
these plots are for example –20dB per decade for white frequency noise and –30dB per
decade for 1/f frequency noise.

2.3.2 The relationship with the RF-spectrum

Frequency stability is best specified in terms of a time- or frequency domain description of
the random process ϕ(t) or ∆f(t). It is interesting to know how these random processes
affect the overall RF spectrum of the oscillator signal. The relationship between the RF
power spectral density SRF(f) of a sinusoidal oscillator signal and the power spectral density
of phase fluctuations Sϕ(f) is given in [4] by:

( ) ( ) ( )( ){ } 10 ff-ffor     valid          >−+−⋅≅ 0
TS

0

2
0

RF ffSff
2

A
fS (2.20)

in which the term A0
2/2 equals the carrier power (A0 is the amplitude), f0 is the carrier

frequency and the index (TS) denotes the two-sided spectrum. SRF(f) is often referred to as
“the RF spectrum”. Figure 2-2 serves to illustrate expression (2.20).

Figure 2-2. The relationship between the power spectral density of phase fluctuations
and that of the RF oscillator signal.
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Equation (2.20) is an approximation that is valid only when AM noise is negligible. It
states that the RF power spectral density at sufficiently large carrier offset frequencies is
determined by a weighted version the power spectral density of phase fluctuation that is
shifted from baseband to the carrier frequency. As a consequence, the power spectral
density of the oscillator’s RF sideband (at sufficiently large carrier offset frequencies) has
the same frequency dependency as the power spectral density of phase fluctuations:

( ) ( )( ) 1
TS f ffor  id       val >=+− fSA

2

1
Hz1,ffP 2

00sideband (2.21)

This, in turn, gives the following ratio between sideband power density and carrier power
(in the validity-region of expression (2.20)):

( ) ( ) ( )( )
( )( ) ( )

1
TS

TS

(2.20)
ff       >===

+
= −

2

fS
fS

A
2

1

fSA
2

1

P

Hz1,ffP
f

2
0

2
0

carrier

0sideband/

(2.22)

This relationship between /(f) and the power spectral density of phase fluctuations Sϕ(f) is
given in [11] (see also (2.18)) as the definition of /(f). The lower frequency bound f1 of the

validity-region of (2.20) (and thus of (2.21) and (2.22)) can be determined from [10]:

( ) 2rad 1<<∫
∞

dffS
1f

(2.23)

Equations (2.20) and (2.22) and their validity-region are best understood from an analysis
of the spectrum of a sinusoidal oscillator with amplitude A0 and nominal frequency f0 that
is frequency modulated by a sinusoidal signal with amplitude Am and frequency fm << f0.
As the oscillator is frequency modulated, its frequency deviation from the nominal
frequency f0 is proportional to the magnitude of the modulating sinusoid. As phase is the
integral of frequency, the frequency modulation leads to a sinusoidal phase fluctuation ϕ(t)
(around the nominal phase ω0t) with a frequency fm and amplitude ∆ϕmax that is
proportional to the amplitude Am and inversely proportional to the frequency fm of the
modulating sinusoid. As a result, the amplitude spectrum of phase fluctuations is a discrete
component at frequency fm with magnitude ∆ϕmax(fm). In terms of power, this component
represents a power equal to (1/2)⋅ ∆ϕmax

2(fm). One can show that in case the FM-
modulation index m(fm) is much smaller than one, the amplitude spectrum of the oscillator
signal consists of the carrier signal at frequency f0 with a strength equal to A0, and only two
discrete sideband components (first order Bessel components) appearing on either side of
the carrier at an offset frequency ±fm. As the FM-modulation index equals the maximum
phase deviation: m(fm)=∆ϕmax(fm), it is proportional to Am/fm and thus the validity-condition
m(fm)=∆ϕmax(fm)<<1 imposes a lower limit f1 to the frequency of modulation fm or
equivalently: to the carrier offset frequency. The strength of the two first-order Bessel
components equals A0⋅(1/2)⋅m(fm)= A0⋅(1/2)⋅∆ϕmax(fm). In terms of power, the carrier has a
power equal to (1/2)⋅A0

2 and the sideband components each have a power equal to
(1/8)⋅A0

2⋅∆ϕmax
2(fm). Note that the power of the sideband components is proportional to
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carrier power. By normalizing the power in one sideband to the carrier power, as is
required in the definitions of /(f), the resultant appears as :

( ) ( ) ( )
( ) ( )

1m ff         >==
⋅

=
+

= −

2

fS
f

4

1

A
2

1

fmA
8

1

P

Hz1,ffP
f m

m
2

max
2

0

m
22

0

carrier

m0sideband
m/

(2.24)

This result is in accordance with equation (2.22). The reason that the authors in [11] chose
to define /(f) in terms of Sφ(f) (see equation (2.18)) as the standard measure of phase
instability in the frequency domain, is that they want to avoid difficulties in the use of /(f)

in situations where the small angle approximation of (2.23) is not valid.

Nevertheless, we will follow expression (2.16) in order to measure /(f) as it is (1) easy to

determine from the measured RF spectrum using a spectrum analyser and (2) in our
measurements the amplitude noise is mostly negligible and (3) the condition m(fm)<<1 is
satisfied for frequencies where /(fm)=(0.5⋅m(fm))2 <<1.

2.4 Time-domain measures of frequency stability
Before going into detail, it is worthwhile to address first of all the question whether there is
a need for (having knowledge of) time domain measures of frequency stability. Here are
some reasons:

• in some applications, like for example clock recovery in serial data transmission, disk
drive clock recovery or clock generation in ADC’s, the time-domain measures of
frequency stability are more closely related to the overall system performance
(expressed in bit-error-rate for example);

• in literature, several jitter analyses have been published of especially ring oscillators
and relaxation oscillators that deal with frequency stability by following a time-domain
approach [21][22][24];

• knowledge of time domain measures (and more general: the time domain approach)
contributes to a better theoretical understanding of frequency stability and can give new
insights in how to optimise oscillator performance.

Frequency instability in oscillators manifests itself by variations of frequency (or
equivalently: rate of phase change). Time-domain measures of frequency stability typically
describe the variance of variations that occur in an oscillator-phase related quantity like
frequency, phase or phase-time. The word “variations” refers to deviations from some ideal
behaviour. The ideal frequency is the constant ω0, and the ideal phase is the linear ramp
ω0⋅t. The determination of the variance of certain types of phase variations is not trivial
[23]. To illustrate this, consider the phase deviation φ(t) of an oscillator that is frequency
modulated with white noise (resulting in white frequency noise). As the phase (deviation)
is the integral of angular frequency (deviation), φ(t) is given by a random walk about the
ideal phase ω0⋅t with a PSD proportional to 1/f2. As is well known from literature on
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statistics, the random walk is a non-stationary process, which is observable here from the

variance of phase fluctuations 2 , which keeps on growing with observation time. A

similar problem appears if one tries to calculate 2  by integrating Sφ(f) over all

frequencies : the integral is non-convergent. The infinitude or non-convergence of 2

results from the ideal integration performed by the VCO: the phase can deviate
unboundedly from the ideal. To bound the phase error, the oscillator under investigation
can be phase locked to an “ideal” oscillator or clock, by means of a phase-locked-loop
(PLL). In some cases, the oscillator is already part of a PLL due to its application e.g. in
clock recovery PLLs. In other cases the oscillator is put deliberately in a PLL for
measurement purposes. This approach is designated “closed loop, clock referenced” in
[22]. In the frequency domain, the PLL functionality can be represented by a high pass
filter acting on the phase fluctuations of the VCO under investigation [23]. Thus, the PLL
shapes the PSD Sφ(f), removing its large low-frequency power content. In the time domain,
the PLL functionality can be described by a periodical reset action performed on the
random walk: the phase of the VCO is aligned periodically with that of the ideal oscillator,
thus bounding the phase deviation. The PLL measurement approach is often used, not only
in time- but also in frequency domain measurements of frequency stability where the PLL
is used to demodulate the oscillator signal such that Sφ(f) can be measured in baseband
without interference of the carrier power (the carrier power limits the obtainable dynamic
range in case of a direct spectral measurement of the RF spectrum). Also, a PLL helps to
track out the frequency drift of the oscillator under investigation. A disadvantage of using a

PLL is that the measured Sφ(f) and 2  depend on the transfer function of the PLL (in

particular its loop bandwidth). If the PLL properties are well known, the measured Sφ(f)
can be corrected for to give the oscillator’s stand-alone performance; this approach is
followed in some costly phase noise measurement setups.

The convergence of time-domain measures of frequency stability is closely related
to their specific definition. In the next sections, the focus is on time domain measures that
are measurable and calculable from a stand alone oscillator. This approach is designated
“open loop, self referenced” in [22]. These measures typically describe the variance of
variations that occur over a specified time interval τ. Specifying such a time interval will
limit the possible phase variation. An example of a time-domain measure that is often
encountered in electronic design literature is the one period jitter or cycle-to-cycle jitter,
often expressed in parts per million with respect to the nominal oscillation period [21]. The
time interval τ equals one period of oscillation in this case. Although it is an appealing
measure closely related to the time domain perception of frequency stability, its
straightforward measurement can pose problems concerning time resolution of the
apparatus used. One might be tempted to think that the one period jitter is simply
calculable from the jitter measured over N periods. However, this is possible only if one
knows the nature of the noise (more specifically: its autocorrelation) that causes the jitter.
This will be shown in the following sections, where the course of the variance in time error
as a function of time interval τ is shown to depend on the type of frequency noise. The
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situation is comparable to that of the /(f) measure: it is not sufficient to specify /(f) at just
one frequency to allow a prediction of /(f) at other frequencies: also knowledge of the

slope (and thus of the nature of the noise) is important. Another problem associated with
the one-period jitter is that its specification in case of 1/f frequency noise is involved with
some mathematical difficulty. This will be shown in the next section.

2.4.1 The variance of averaged frequency fluctuations

In defining time-domain measures of frequency stability the instantaneous (fractional)
frequency might be taken as a starting point. Since any frequency measurement requires a
certain time interval, a more useful starting point is the departure of (fractional) frequency
averaged over some time τ :

( )dppy
1

y
t

t
,t ∫

+
⋅= (2.25)

By using (2.8) and (2.9) this can be written as:

( ) ( ) ( ) ( )[ ]txtx
1

f2

tt
y

0
,t −+=−+= (2.26)

From (2.26) one can conclude that the equivalent of the average of fractional frequency
fluctuations over some time interval τ is the normalised phase-time error increment
occurring during τ (in the practice of performing actual measurements, the measurement of
the amount of phase traversed during a specified time interval τ is replaced by the
measurement of the amount of time it takes to traverse a specified amount of phase). Since

y(t) and ϕ(t) are random processes, ,ty  is a random variable. A time-domain measure of

the instability over τ is the variance 2  (or the standard deviation σ) of ,ty . Assuming

that y(t) has zero mean, the variance equals the mean square value :

[ ] ( )2,t,t
2 yy = (2.27)

The brackets  denotes the average taken over an infinite number of samples. As such it

is referred to as the true variance [4]. In a practical measurement, the variance is
determined from a limited number of samples and is in itself a random variable. A variance
determined from a limited number of samples is called “sample variance”. It is considered
as an “estimator” of the true variance. An estimator is characterised as being unbiased if its
mean value equals the true parameter. A treatment of sample variances and their bias is
given in [4].

The standard deviation [ ],ty  can be expressed in terms of the often encountered one-

period or cycle-to-cycle time error σTosc as :

[ ]
osc

T
T,t T

y osc

osc
= (2.28)
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Note that the term jitter generally refers to a (normalised) standard deviation σ and not to a
variance σ2.

In the next section the relationship between [ ],t
2 y  and the PSD of fractional frequency

fluctuations Sy(f) will be given. Also, limitations of the usefulness of [ ],t
2 y  will be

clarified: especially, [ ],t
2 y  does not converge for some kinds of noise such as 1/f

frequency noise.

Variance versus power spectral density
The variance of “fractional frequency fluctuations, averaged over time interval τ” can be
determined by calculating the integral of some power spectral density, like in (2.10). In this
way, a link between time- and frequency domain can be established. Assume that the
signal y(t) (representing the fractional frequency fluctuations) is fed to a filter that
performs the moving average operation on y(t), such that its output signal can be
represented by a convolution [4]:
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with :

( )     
elswhere          

 0t-         





 ≤≤

=
0

1
thI (2.30)

then [ ],ty  is given by :
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where HI(f) is the Fourier transform of hI(t). A plot of hI(t) and |HI(f)|
2 is given in Figure 2-

3. The function |HI(f)|
2 is called the transfer function of the time domain measure of

frequency stability [4].
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Figure 2-3.  The impulse response  and transfer function associated with [ ],t
2 y .

Although the variance of averaged frequency fluctuations seems an appealing time domain
measure of frequency stability (as it is for instance transparently related to the one period
jitter σTosc (2.28)), its practical usefulness is limited. One problem is the non-convergence
of the integral (2.31) for some of the power law spectra of Sy(f). This problem results from
the transfer function,  which is equal to one for low frequencies (πfτ<<1). For example,

flicker frequency noise: ( ) 1
1y fhfS −

−= , inserted in (2.31) yields infinite variance. A

solution to this problem is given by the introduction of a lower frequency limit of
integration. The validity of introducing this lower frequency limit is explained by linking it
to the limited observation time encountered in any practical experiment. Although the
integral can be calculated now, its outcome is still not satisfactory : analysis shows (not
surprisingly) that the variance found in this way is dependent on the lower cutoff frequency
and thus of the observation time [8]. In other words : the variance diverges with the

number of samples of ,ty  that have part in its measurement.

Many times, the frequency stability of an oscillator is determined with the
oscillator phase locked to an external oscillator with good frequency stability. This phase-
locked-loop construction (PLL) is either part of the oscillators application, or it is built
deliberately for measurement purposes (e.g. to suppress low frequency drift phenomena in
the oscillator under investigation). For frequency fluctuations that fall inside the loop
bandwidth of the PLL, the loop corrects the fluctuations. In terms of the power spectral
density of phase fluctuations of the oscillator under investigation, the spectrum is high-pass
filtered. As a result, expression (2.31) can now be calculated. In terms of the time domain

measurement of  [ ],t
2 y  it results in a convergence of the variance found as a function of

the number of samples if the overall observation time is larger the inverse of the PLL loop
bandwidth.
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2.4.2 The Allan variance

The Allan variance is an IEEE recommended time-domain measure of frequency stability.
It offers a solution to some of the problems involved in the use of the “classical” variance
as defined by (2.27). In particular it is convergent for the power law spectra of Sy(f) given
in Table 2-1. It is defined as :
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or equivalently as :
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with ky  defined as (similar to (2.25)):
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where tk+1=tk+T with T=τ (no dead time). The indexes “1” and “2” in (2.33) indicate that

the Allan variance is the variance of the difference of two adjacent samples of ky . Using

(2.9) the Allan variance can be expressed as:

( ) ( ) ( ) ( )[ ]2kkk2
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y txtx22tx
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This equation is the basis of the actual measurement of the Allan variance: the phase time
x(t) elapsed during some interval is easily measured using a Time Interval Analyser.

Comparing expressions (2.33),(2.34) with (2.27),(2.25) there seems to be only a subtle
difference in the definitions of “classical” variance and Allan variance. In the definition of

classical variance, the average is taken over an infinite number of squared values of ky ,

whereas in the Allan variance the average is taken over an infinite number of squared

differences of two adjacent samples of ky . It can be shown that the Allan variance is

convergent for the power law spectra of Sy(f) given in Table 2-1. The explanation for this
behaviour can be found by deriving and analysing its associated transfer function,

following the approach described in the previous section. The Allan variance ( )2
y  is the

variance of the random variable, given by:

( )k1k yy
2

1 −+ (2.36)

with ky  as defined by (2.34). This random variable can be thought of as the output signal

of a filter such that:
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where the impulse response of the filter equals:
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The power spectral density of the output signal of the filter is given by ( ) ( )2
Iy fHfS ⋅

where the transfer function ( )fH I  is the Fourier transform of ( )thI . Again, as in (2.31),

the variance ( )2
y  is found by integrating the power spectral density :
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A plot of the transfer function |HI(f)|
2  is shown in Figure 2-4. It behaves as ( )2f2 ⋅  for

( ) 1f << . This explains the convergence of expression (2.39) for the power laws of Sy(f)

specified by (2.15), as it filters off the low-frequency power content of especially those
power-law spectra that exhibit singularities at the origin.

Figure 2-4. The impulse response and the transfer function associated with the Allan
variance.

Table 2-2 gives the outcome of (2.39) when the power laws are substituted. Note that a
specification of an upper cutoff frequency fh in Sy(f) is necessary for white- and flicker
phase noise (see also section 2.2.3). Also, these types of noise give a similar slope,
resulting in some ambiguity in the noise identification.
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Sy(f) σy
2(τ) Slope of σy(τ) vs. τ

(in log-log plot)

2
2 fh −

−

random walk ∆f 3

h2 2
2

−
2

1+

1
1 fh −

−

Flicker ∆f

( ) 1h2ln2 − 0

0h

white ∆f 2

h0

2

1−

1
1 fh

Flicker φ

( ){ }f2ln3038.1
4

h
h22

1 + 1−≈

2
2 fh

white φ
22
h2

4

fh3
1−

Table 2-2. The Allan variance σy
2(τ) for the power law spectral densities of Sy(f) [10].

2.4.3 Structure functions

Reasons for using structure functions

The structure function approach applied to frequency stability analysis was introduced by
Lindsey and Chie [6] as a unifying theory that serves to alleviate certain enigmas
associated with previous characterizations. The unification offered by their approach is
apparent as the time domain parameters defined in previous paragraphs appear as particular
cases of one general concept. Structure functions avoid the mathematical difficulties
involved with random processes that have power singularities at the origin. As might be
expected, this quality is strongly related to the particular transfer function that is associated
to the structure function definition. Furthermore, using structure functions allows one to
easily detrend measurement data that is corrupted by oscillator drift.

The random process to which structure functions are applied in frequency stability analysis
is generally the phase-time error x(t) (2.8), as this time error is easily measured using a
Time Interval Analyser.

The Nth-order increment of a function
The Nth-order structure function of a random process ( )tx  is related to the Nth-order

increment of ( )tx . The first increment of ( )tx  is defined by:

( ) ( ) ( )txtx;tx1 −+=∆ (2.40)

The Nth increment is recursively defined by:
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( ) ( )( );tx;tx 1 ∆∆=∆ − (2.41)

This can be written explicitly as:

( ) ( ) ( )( )kNtx
k

N
1;tx

N

0k

k −+





−=∆ ∑

=
(2.42)

In these notations, τ is a fixed parameter that is commonly suppressed.

Examples of higher order increments are:

( ) ( ) ( ) ( )txtx22txtx2 ++−+=∆ (2.43)

( ) ( ) ( ) ( ) ( )txtx32tx33txtx3 −+++−+=∆ (2.44)

( ) ( ) ( ) ( ) ( ) ( )txtx42tx63tx44txtx4 ++−+++−+=∆ (2.45)

Note that in order to calculate one value of ( )txN∆ , (N+1) τ-spaced samples of the process

x(t) are needed. If K τ-spaced samples are available, then (K-N) values of ( )txN∆  can be

calculated using (2.42). Thus, increment functions can be calculated with high data
utilisation. Due to the summation and subtraction of interval-adjacent  samples of a random
process, the increment function will respond in a different manner to uncorrelated and
correlated samples. The variance of its outcome is generally larger for uncorrelated
processes than for correlated processes, since correlated contributions to the
summation/subtraction of an increment function will compensate. This is related to the
characteristic of increment functions that the sum of the coefficients is always zero; for
instance in the fourth increment (2.45) the sum of coefficients is 1-4+6-4+1=0. In this way,
correlated samples of x(t) will compensate each other in the outcome of the increment
function. Another characteristic is that the Nth-order increment of an Mth-order polynomial
time-function is zero for N>M. This characteristic is useful in detrending the measured
samples of x(t) from polynomial drifts.

The structure function

The Nth-order structure function ( )( );tD shift
N

x  is strictly defined as the autocorrelation

function of the Nth increment of ( )tx  :

( )( ) ( )( ) ( )( ){ };ttx;txE;tD shift
NN

shift
N

x +∆⋅∆= (2.46)

In practice, only the value of ( )( );tD shift
N

x  at tshift=0 is used, and the term structure

function is used such that it denotes just this value (which is a variance). The notation for
the Nth order structure function then becomes:

( )( ) ( )( ) ( )( )




 ∆=





 ∆=

2N2NN
x txE;txED (2.47)

In words : the Nth-order structure function is the variance of the Nth-order increment of
( )tx .
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Structure functions versus spectrum

As the structure function is defined as a variance, it has a relation with the power spectral
density of ( )tx  via an integration. It can be shown that [7]:

( )( ) ( ) ( )dfffS2D N2

0
x

N2N
x sin ∫

∞
= (2.48)

If ( )ty  is defined as the time derivative of ( )tx  (as in (2.9)) then:

( )( ) ( ) ( )
( )

df
f

f
fS2D

2

N2

0
y

2N2N
x

sin
∫
∞

−= (2.49)

Usually the structure function is normalised to the interval duration τ:

( )( ) ( ) ( )
( )

df
f

f
fS2

D
2

N2

0
y

2N2
2

N
x sin

∫
∞

−= (2.50)

Convergence of structure functions

The convergence of (2.50) is now investigated for the power-law spectra of Sy(f), given by

expression (2.15). Figure 2-5 shows a plot of the transfer function ( ) ( )2N2 ffsin  that

is associated with the structure functions of order N=1,2,3. For frequencies ( ) 1f << , this

function can be approximated by ( ) 2N2f − . As a result, the sensitivity of a structure

function for the low-frequency portion of Sy(f) can be reduced by increasing the order N.
This characteristic explains the convergence of structure functions for PSD’s of Sy(f) that
contain (multiple) singularities at the origin.

Figure 2-5. ( ) ( )2N2 ffsin in (2.50 ) as a function of normalised frequency.
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For frequencies ( ) 1f << , and using the power-law model of Sy(f) given by expression

(2.15), the frequency dependency of the integrand of expression (2.50) can be
approximated by:

( ) ( )
( )

2N2
2

N2

y ff~
f

f
fS −⋅sin

(2.51)

The integration over all frequencies of the term on the left-hand side of (2.51), as it appears
in expression (2.50), is thus convergent in case ( ) 12N2 −>+−  or equivalently if:

( ) ( )
2

1
N1N2

−−>−−> or             (2.52)

This indicates that one can always take a high enough order of increments N in order to
obtain a bounded structure function, irrespective of the value of α in (2.15). Table 2-3

gives the structure functions of phase time error ( )( )D N
x  for N=1,2,3 as a function of the

power law spectra of Sy(f) [7]. These structure functions can be calculated easily from

(2.49) using a symbolic calculator (e.g. Mathcad). Note that ( )( )D 1
x  is not convergent

in the case of Flicker- (α=-1) and Random Walk (α=-2) frequency noise. This is in
accordance with the convergence limitation associated with N=1, as given by (2.52). By
choosing N=2 or higher, the structure function converges. Note also that a upper cutoff
frequency fh needs to be specified in the case of white- and Flicker phase noise (these are
frequency noise spectra that contain considerable power in the high frequency portion),
irrespective of the order of the structure function. This is due to the similar high frequency
fall-off of the transfer functions as illustrated in Figure 2-5. Another important observation
is that for a given power law of Sy(f), the τ-dependency of a structure function is
independent of the order N. Therefore, a particular slope of Dx

(N)(τ) versus τ in a log-log
plot indicates a particular power law of Sy(f), irrespective of the value of N.
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Sy(f) Dx
(1)(τ) Dx

(2)(τ) Dx
(3)(τ) ~

2
2 fh −

−

random walk ∆f

non-convergent 3
2

2h
3

4
−

3
2

2h2 −
3

1
1 fh −

−

Flicker ∆f

non-convergent ( ) 2
1h2ln4 −

2
1h75.6 −

2

0h

white ∆f

h
2

1
0 h0 h3 0

1

1
1 fh

Flicker φ

( )( )27.1flnh
2

1
h12

+ ( )( )04.1flnh
2

3
h12

+ ( )( )96.0flnh
5

h12
+ 0≈

2
2 fh

white φ
h22

fh
2

1
h22

fh
2

3
h22

fh
5 0

Table 2-3. The structure functions up to the third order for the power-law spectral
densities of Sy(f)[7].

In practice, it is more convenient to plot ( )( )D N
x  versus τ in a log-log plot, as this

gives a dimensionless normalised time error and the slopes correspond to those of the
Allan variance ( )y  vs. τ.  Figure 2-6 gives an illustration of the various slopes and their

interpretation.

Figure 2-6. Designation of slopes.
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Relationship between structure functions and other time-domain measures

The relationship between structure functions and the variance of averaged frequency

fluctuations [ ],t
2 y  (section 2.4.1) is derived easily by recognising from (2.26) that the

departure of fractional frequency averaged over τ can be written as a first order increment :

( ) ( )( ) ( )tx
1

txtx
1

y 1
,t ∆⋅=−+⋅= (2.53)

This results in :

[ ] ( ) ( )( )D
1

tx
1

y 1
x2

12
,t

2 ⋅=



 ∆= (2.54)

Thus, one can conclude that the variance of averaged frequency fluctuations [ ],t
2 y  is

related to the first order structure function.

In a similar way, the relationship between the Allan variance (section 2.4.2) and structure
functions can be derived. The Allan variance is defined as the variance of (see expression
(2.33)):

( ) ( ) ( ) ( ){ } ( )x
2

1
txtx22tx

2

1
yy

2

1 2
k1k ∆⋅

⋅
=++−+⋅

⋅
=−⋅ + (2.55)

Taking the variance of the left- and right-hand side of (2.55) gives:

( ) ( )( )D
2

1 2
x2

2
y ⋅= (2.56)

The Allan variance is thus related to the second order structure function.

Structure functions and polynomial drifts

The response of structure functions to polynomial drift (of for example the phase) can be
derived by investigating the response of increment functions to polynomial time functions.
Consider a polynomial time function:

( ) k
M

0k

k t
k

A
tx

drift

∑
=

=
!

(2.57)

where the maximum polynomial drift order equals Mdrift. Table 2-4 gives the outcome of

the Nth order increment function ( )txN∆  (N=1,2,3 and 4) as calculated using (2.42) in case

of maximum polynomial drift order Mdrift=1,2,3 and 4.
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Maximum order Mdrift in ( ) k
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Table 2-4. Outcome of increment function ∆Nx(t) in case of a polynomial drift in the
phase- time error x(t).

Note from Table 2-4 that in case the order of the increment function N is chosen smaller
than the maximum drift order Mdrift then the outcome of the increment function (and thus
the structure function) becomes time dependent. If the order of the increment function
equals the maximum polynomial drift order, then its outcome is no longer dependent on
time t but solely on the interval τ (and on the polynomial coefficient AMdrift in (2.57)
associated with the highest drift order). In that case the square root of the structure function

( )( )D N
x  equals the values of the increment function given in Table 2-4 for N=Mdrift. If

the order N of the increment function is chosen N>Mdrift then the polynomial drift is

suppressed completely resulting in ( )( ) 0D N
x = . Thus, polynomial phase-error drift of

an oscillator can be suppressed in the time-domain measurement of oscillator stability by
choosing a large enough order of the structure function.

As mentioned, the outcome of the increment function (and thus the structure

function) in the case of N=Mdrift is time independent and ( )( )D driftMN
x

=  equals the

values given in the table for N=Mdrift. The τ-dependency of these values looks similar to
the τ-dependency of structure functions that are found in the case of a random process x(t).
The question is : can there be any doubt whether a certain τ-dependency is the result of
drift or a random process? Table 2-5 gives the answer: it compares the τ-dependency of the
only non-zero, time independent structure function that can arise due to a particular
polynomial drift in x(t) with the closest τ-dependency of that same structure function,
invoked by a random process. It is assumed that the PSD of the random process is an
integer power of frequency, as in the power-law model of expression (2.15). Larger (less
negative) values of α as given in the third column will result in smaller (and eventually
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(more) negative) powers in the τ-dependency of ( )( )D driftMN
x

=  as given in the fourth

column (this can also be concluded from Figure 2-6). Therefore one can conclude from
Table 2-5 that it is impossible that a specific drift and random process yield the same τ-
dependency of a structure function. This allows one to determine unambiguously the types
of noise and the highest polynomial phase (or frequency) drift order [6][4]. Normally,
knowledge of just the highest order drift component is enough, since it will dominate over
the lower orders of drift as time increases.

max. drift order
Mdrift in

( ) k
M

0k

k t
k

A
tx

drift

∑
=

=
!

( )( )D driftMN
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=  due

to x(t)

min. integer α in

( )y fhfS ⋅=  that

gives bounded
( )( )D driftMN
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=
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=
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x ⋅= 2−
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3
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D
⋅= 4− ( )( )

2

33
x ~
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4
( )( ) 3
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4
x A

D
⋅= 6− ( )( )

2

54
x ~

D

Table 2-5.  First column: maximum drift order Mdrift in x(t); second column: the only
non-zero, time independent, normalised structure function that can result in that case
and its outcome (using Table 2-4 and expressions (2.42) and (2.47)); third column: the
minimum integer α  in Sy(f)=hα⋅f α that still gives a bounded result for that structure
function (using expression (2.52)); fourth column: the outcome of this normalised
structure function for that particular power law in Sy(f) (using expression (2.50)).

Structure functions and discrete oscillator sidebands

Suppose that, apart from noise, the carrier is frequency modulated with a harmonic such
that its frequency departure is given by a discrete sinusoid:

( ) ( )tf2ftf msin⋅= (2.58)

which, using (2.7), gives:

( ) ( )tf2
f

f
ty m

0
sin⋅= (2.59)

The power spectral density of fractional frequency fluctuations is discrete in that case:



Chapter 2 : Measures of Frequency Stability

32

( ) ( )m

2

0
y ff

f

f
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1
fS −⋅





= (2.60)

Substituting (2.60) into the expression for the structure function (2.49) results in:

( )( ) ( )
( )

df
f

f

f

f
2D

2
m

m
N22

0

3N2N
x

sin






= − (2.61)

From this expression, it can be concluded that when the time interval τ equals the period-
time of the modulating sinusoid or one of its harmonics, the effect of the harmonic on the
structure function is averaged out completely. Its effect is maximum when τ equals half of
the modulation period or one of its harmonics.

2.5 Measurement example
In this section, two examples of a frequency stability measurement are discussed. In both
cases, a voltage controlled oscillator is frequency modulated by an external noise source
with a well defined power spectrum, which is either white or 1/f. Hence, the power spectral
density of fractional frequency fluctuations Sy(f) (measured by using a spectrum analyser)
can be represented by a power law, as given by (2.15) and Table 2-1. By least-square
fitting the measured Sy(f) by the appropriate power law, the coefficient hα in (2.15) can be
determined. The coefficient hα is related to the structure function Dx

(N)(τ) in a specific
manner, depending on the type of frequency noise (see Table 2-3). This relationship will be
checked here by comparing the structure function Dx

(N)(τ), as calculated from hα (measured
in the frequency domain) using Table 2-3, with the structure function Dx

(N)(τ), as calculated
from time interval measurements, performed by a time-interval analyser.

Figure 2-7 shows the measurement setup. In order to make the experiment a bit more
interesting, the effect of periodically switching the noise source that modulates the VCO is
explored. By means of the MOSFET transistor, the noise voltage source vnoise can be
switched periodically on and off. The switching frequency fswitch is chosen 50kHz. The
center-frequency of the VCO is fosc0=2MHz. The RF power spectral density SRF(f) of the
output signal of the VCO is measured by a spectrum analyser.

Figure 2-7. Measurement setup.
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Following the discussion in section 2.3.2, the /-measure of phase noise can be calculated

from the RF spectrum as:

( ) ( )
carrier

0oscRF

P

ffS
f

+=/ (2.62)

in which f is the frequency offset relative to the carrier frequency fosc0. As discussed in
section 2.3.2, this approximation is valid only if the amplitude noise is negligible and the
modulation index m(f) is much smaller than one.

Using the /-measure, the power spectral density of fractional frequency fluctuations Sy(f)

can be determined. Combining (2.22) and (2.13) gives:

( ) ( )f
f

f
2fS

2

0osc
y /⋅





⋅= (2.63)

The successive time-intervals measured by the time-interval analyser are used to calculate
the structure function Dx

(N)(τ). Figure 2-8 illustrates the operation of the time interval
analyser. Given a specified time interval τ, the time-interval analyser detects the first zero
crossing that arises after each time interval τ. The time difference Tmeas(τ) between two
successively detected zero crossings is determined and stored in an array.

Figure 2-8. Given a specified gate-time τ, the time-interval analyser determines the
intervals Tmeas without dead-time.

The M=100 samples of Tmeas(τ) that are measured per τ-value, specify M samples of the
phase time x:

( ) ( ) M..1iTx
i

1p
pmeasi == ∑

=
           (2.64)

Using these M-samples of phase time, (M-N)-values of the N-th order increment function
of x can be calculated (using (2.42)) as:

( )( ) ( ) ( )( ) ( )NM..1jx
k

N
1x kNj

N

0k

k
j −=⋅





−=∆ −+

=
∑                     (2.65)
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Finally, the N-th order structure function Dx
(N)(τ)  is given by the variance of the (M-N)-

samples of ( )x∆  (see expression (2.47)).

2.5.1 White frequency noise

Figure 2-9 shows the measurement results in case vnoise is white. Figures (a), (b) and (c) are
related to the case in which the noise source vnoise in Figure 2-7 is not switched. Figure (a)
shows the measured RF power spectral density SRF(f) and the carrier power. Figure (b)
shows the /-measure of phase noise, which is calculated from SRF(f) using (2.62). The

slope of the calculated (least square) fit line in this log-log plot amounts -19.6 dB/decade,
which agrees well with the ideal –20dB/decade in case of white frequency noise. Figure (c)
shows the power spectral density of fractional frequency fluctuations Sy(f), as calculated
from /(f) using (2.63). As expected, the Sy(f)-spectrum is flat, indicating white frequency

noise. By least square fitting this spectrum by a horizontal line, the coefficient h0 is
obtained: h0=-125.5dB (see Figure (c)).  Figure (d) shows the normalised third order
structure function Dx

(N=3)(τ), as calculated from the time intervals, measured by the time-
interval analyser. This plot shows three curves: the upper curve is measured with the noise
source in Figure 2-7 not switched, the middle one with the noise source periodically
switched with 50% duty cycle and the lower one with the noise source switched with 20%
duty cycle. The appropriate expressions for the straight lines in this plot can be found
Table 2-3. Their resulting definitions are listed in Table 2-6. The value of the coefficient h0

is obtained from the fitline in the spectrum of Figure 2-9(c).

line 1
(duty cycle=1)

h3 0 ⋅⋅

line 2
(duty cycle=0.5)

( )h5.03 0 ⋅⋅⋅

line 3
(duty cycle=0.2)

( )h2.03 0 ⋅⋅⋅

Table 2-6. The expressions of the straight lines, shown in Figure 2-9(d) using Table 2-3;
the value of the coefficient h0 is obtained from Figure 2-9(c). The duty-cycle refers to the

switching signal in Figure 2-7.

The straight lines in Figure 2-9 match well with the structure functions, as obtained from
the time-domain measurement.
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Figure 2-9. Frequency- (a,b,c) and time-domain measurement results (d) in case vnoise in
Figure 2-7 is  white.

2.5.2 1/f frequency noise

Figure 2-10 shows the measurement results, equivalent to those in Figure 2-9, in case vnoise

in Figure 2-7 is 1/f. Again, figures (a), (b) and (c) are related to the case in which the noise
source vnoise in Figure 2-7 is not switched. The slope of the calculated (least square) fit line
in Figure (b) amounts -30.6 dB/decade, which agrees well with the ideal –30dB/decade in
case of 1/f frequency noise. Since vnoise is 1/f, a 1/f dependency is expected in Sy(f). In
order to be better able to recognise a 1/f dependency in Sy(f), the Sy(f)-spectrum is
multiplied by the frequency f, as this results in a flat spectrum in case of ideal 1/f frequency
noise. As can be noticed from Figure (c) the resulting spectrum f⋅Sy(f) is not entirely flat.
This is because the modulation index m(f) is no longer  << 1 for small carrier offset
frequencies (see also the discussion in section 2.3.2). In order to be able to reliably
determine the coefficient h-1 in this case, the fit interval is limited to the range [2kHz,
10kHz]; in this frequency range, the spectrum f⋅Sy(f) is flat. Figure (d) shows the
normalised third order structure function Dx

(N=3)(τ), as calculated from the time intervals,
measured by the time-interval analyser. This plot shows three curves: the upper curve is
measured with the noise source in Figure 2-7 constantly present, the middle one with the
noise source periodically switched with 50% duty cycle and the lower one with the noise
source switched with 20% duty cycle. The appropriate expressions for the straight lines in
this plot can be found Table 2-3. Their resulting definitions are listed in Table 2-7. The
value of the coefficient h-1 is obtained from the fitline in the spectrum of Figure 2-10(c).
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line 1
(duty cycle=1)

h75.6 2
1 ⋅⋅ −

line 2
(duty cycle=0.5)

( )h5.075.6 2
1

2 ⋅⋅⋅ −

line 3
(duty cycle=0.2)

( )h2.075.6 2
1

2 ⋅⋅⋅ −

Table 2-7. The expressions of the straight lines, shown in Figure 2-10(d) using Table 2-
3; the value of the coefficient h-1 is obtained from Figure 2-10(c).

Again, the straight lines in Figure 2-10 match well with the structure functions, as obtained
from the time-domain measurement.

Figure 2-10. Frequency- (a,b,c) and time-domain measurement results (d) in case vnoise

in Figure 2-7 is 1/f.



2.6 : Conclusions

37

2.6 Conclusions
This chapter gives a survey of the relevant frequency- and time-domain measures of
frequency stability and their particularities. An often used frequency-domain measure that
is closely related to the power spectral density of phase fluctuations and to the oscillator’s
RF spectrum is the /-measure of phase noise. The ambiguity that exists with respect to its

definition is discussed.

Several time-domain measures are discussed (e.g. the Allan variance). Some of these,
which are intuitively appealing, can give rise to mathematical convergence problems when
they are calculated from particular phase noise spectra. Especially in relation to phase
noise spectra with a large low-frequency power content (like for example 1/f frequency
noise), convergence is a problem.

The time-domain structure function approach, developed by Lindsey and Chie [6], is
discussed in detail. The time-domain measures that are discussed in this chapter appear as
particular cases of this concept. The fore-mentioned convergence problems can be avoided
using this approach. Furthermore, structure functions are able to make a distinction
between random variations and polynomial drift components in the phase evolution of an
oscillator signal. In that sense, they are of particular interest for the measurement of the
low-frequency portions of the phase noise spectrum of oscillators in situations in which no
phase-locked-loop is available or can be applied to lock the drifting oscillator to a stable
reference.

Two examples show the applicability of some of the discussed frequency- and time-
domain measures in a practical measurement.
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Chapter 3

Regenerative Oscillators

3.1 Introduction
Apart from a good frequency stability, many oscillator applications (like the phase locked
loop) require controllability of the frequency of oscillation over a wide frequency range.
Preferably the relationship between the output frequency and the control variable is linear
as it influences the loop transfer properties of the PLL. In some applications of oscillators,
like FM (de)modulation, control linearity is a must, since it directly influences the amount
of distortion of the (de)modulated signal [55]. As was already mentioned in chapter 1, the
class of oscillators whose frequency is most easily controlled linearly over a wide range is
the class of relaxation oscillators. Relaxation oscillators are part of the broader class of
first-order oscillators [26]. First-order oscillators are characterised by a single pole that is
involved in the generation of the time-varying, periodical signal. Especially first-order
oscillators with their pole located in the origin (like the relaxation oscillator) lend
themselves admirably for achieving high control linearity, because they show a
fundamentally linear relation of the input control signal to frequency. Their practical
implementation however, can give rise to trade-offs in performance. This chapter focuses
specifically on the trade-off between control linearity and frequency stability in relaxation
oscillators.

3.2 First-order oscillators
First-order oscillators have been subject to extensive analysis and classification. In this
section a short review is presented of the basic signal processing required in a first-order
oscillator and some implementations are discussed that are published in literature.

The basic function implemented in a first-order oscillator is the generation of a time
dependent signal. Integration can be used to generate such a signal: by integrating a
constant (controllable) current, a time-dependent signal is created that is proportional to
time. Thus time information becomes available in the magnitude of the output signal of the
integrator. In the case of linear controlled oscillators, the magnitude of the integrator
output signal is preferably a linear function of time. A capacitor (without losses) can
perform the required lossless integration. Additional circuitry transforms the time varying
signal (the capacitor voltage) into a periodic one by performing a level detection.
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Figure 3-1 gives an illustration of this concept. The time periodicity is determined by the
combination of the slope of the ramp (Icharge/C) and the voltage difference VREF between
subsequent levels. When fixed voltage levels are chosen, the frequency of oscillation is
linearly proportional to the charge current Icharge. This allows for the realisation of a
current- or voltage controlled oscillator (CCO respectively VCO).

Figure 3-1. The basic principle of a linear controlled first-order oscillator.

In a first-order oscillator the time variant signal is generated by one pole (one integrator).
However, each period of oscillation may be determined by subsequent intervals of time
variant signals, each generated by different poles. In other words: the overall time variant
signal may be generated in time-multiplex fashion by different first-order poles. The well-
known ring oscillator is an implementation-example of this concept. Its poles however are
generally not situated in the origin. An example of a linear controlled first-order oscillator
with two time multiplexed poles, situated in the origin, is given in [30].

Practical considerations require that the capacitor voltages remain between the power
supply rails. Therefore, the capacitors need to alternate periodically between charging and
discharging states. In a first-order oscillator that makes use of just one pole, both the
charging and discharging phases are a part of the overall period of oscillation. In oscillators
that use time multiplexing between poles, constructions are possible in which only states of
one type (e.g. charging) contribute to the timing of one period [30]. It will be shown in
section 3.3 and chapter 4 that using this concept can be beneficial for achieving an
improvement in the jitter behaviour of the first order oscillator.

3.2.1 The basic regenerative first-order oscillator

Figure 3-2 shows the basic signal processing performed in a first-order oscillator that uses
just one integrator (one pole) to generate the time variant signal. A straight-forward
implementation of the necessary periodical discharging states (as imposed by the limited
power supply) is the use of a current equal to the charge current, but with opposite sign.
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Figure 3-2. The basic signal processing performed in a first-order oscillator using just
one integrator.

Based on a comparison of the output signal of the integrator with two threshold voltage
levels VH and VL, the comparators decide when the sign of the integration constant (the
current) must be inverted. The actual sign-inversion of the integration constant is
performed by the memory, as its state directly controls the direction of the capacitor
current. The memory is needed to store the sign value, since a sign-inversion of the
capacitor current directly inverts the slope of the capacitor voltage. This will counteract the
comparator’s decision. Without the memory, the capacitor voltage would get stuck at one
of the threshold levels [26].

The memory only has to store two possible values: therefore, it can be binary.
Regenerative circuits like a Schmitt-trigger, a flip-flop or a comparator with hysteresis can
perform such a function. A first-order oscillator that uses a regenerative memory to store
the sign-value of the integration constant is called a regenerative oscillator. Although its
implementation seems quite straightforward, it can give rise to implementation-related
non-idealities concerning especially the frequency stability and the control linearity of the
oscillator. A short review will be given next.

3.2.2 Implementation-related non-ideal behaviour of the basic
regenerative oscillator

A widely used implementation of the regenerative oscillator is shown in Figure 3-3. In this
circuit, a Schmitt-trigger simultaneously performs the level detection and memory
function. When the capacitor voltage reaches a threshold level (defined by the trigger) the
trigger starts to regenerate (due to its positive feedback) to its other state which defines a
new threshold level. The output voltage of the trigger is directly converted into the current
that charges the capacitor. This implementation is often used, because of its simplicity and
high-frequency capabilities.
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Figure 3-3. The basic regenerative oscillator.

In a practical realisation of the regenerative oscillator, the threshold level of the trigger
circuit is subject to noise. The exact moment at which the capacitor voltage equals the
threshold level plus noise will thus be influenced by the random noise. This is a common
problem in all first order oscillators: the exact timing of a threshold crossing by the
capacitor voltage is always corrupted by noise. This noise usually originates from the
detection circuitry or from the bias circuitry that sets the threshold level. A timing error in
the threshold crossing at one instance affects the timing of all subsequent threshold
crossings. Thus, noise on the threshold level results in phase noise or jitter.

Apart from noise on the threshold level (which is a common source of jitter for all first
order oscillators) there are some additional problems, concerning the jitter of this circuit,
which are related to its specific implementation. These drawbacks have been analysed in
[25] and [26] and will be (re)discussed here only shortly. The specific problems arise at the
time instances when the trigger makes a transition.

The two jitter related problems of the implementation, given in Figure 3-3, are:

• the duration of a state-transition of the trigger circuit shows randomness due to noise;

• the effective slope of the capacitor voltage in the vicinity of the threshold levels is
degraded, resulting in a larger susceptibility to noise.

The first problem is explained as follows. Once the input voltage of the trigger reaches the
threshold level (plus noise), the regeneration of the trigger starts. Thus, the output of the
trigger starts making its transition, which ideally is infinitely fast. In practice, the trigger is
not infinitely fast. This “slowness” is caused by the trigger’s internal low-pass filtering
nodes. In the regeneration phase, the trigger circuit can be modelled by an amplifier (with
an internal time constant) with positive feedback. Verhoeven [25] has shown that the
duration of a state-transition of such a system is strongly dependent on the amount of
excitation of the trigger at the beginning of regeneration (loopgain=1). Because the input
signal (the capacitor voltage) of the trigger is changing relatively slow, noise can easily
dominate the amount of excitation. Thus, the momentary value of the noise (and not that of
the capacitor voltage) at the threshold crossing will determine the duration of the transition
of the trigger. Since the momentary value of the noise is random, the duration of the
transition will show randomness.



3.2 : First-order oscillators

43

The second problem is caused by the fact that the trigger’s output voltage is directly
converted into the current that (dis)charges the capacitor. Suppose the capacitor voltage is
reaching the vicinity of one of the  threshold levels. Then the trigger starts its transition to
the other state. This becomes noticeable in the rounded corners of the trigger output signal
(see the dashed curves of Vout(t) in Figure 3-3). As a result of the direct voltage-to-current
conversion at the output of the trigger, the absolute value of the capacitor current already
starts to decrease somewhat when the capacitor voltage reaches the vicinity of the
threshold levels. This effectively reduces the slope of the capacitor voltage, the moment
that it crosses the threshold level. It can be shown that a reduction of the slope of the
capacitor voltage results in an increased conversion of threshold level noise into timing
error [21]. This is explainable by looking at Figure 3-4.

Figure 3-4. The larger the slope of the capacitor voltage, the smaller the timing error.

Given a certain variance of the noise voltage vn on the threshold level Vt, a smaller slope of
the capacitor voltage VC gives rise to a larger timing error ∆Τ.

3.2.3 Improvements of the basic regenerative oscillator

Several improvements on the basic regenerative oscillator have been suggested to
overcome the problems, mentioned in the previous section:

• the amplitude of the voltage swing across the capacitor can be increased. At a constant
frequency of oscillation, this increases the slope of the capacitor voltage. Hence, given
a certain power density of noise on the threshold level, this results in a lower jitter (see
Figure 3-4) [21];

• to increase the slope of the capacitor voltage even further, slope amplifiers
(comparators) can be placed at the input of the trigger circuit (see for example Figure
3-2) [21][28]. Due to their gain, the total equivalent noise at the input of the slope
amplifiers can be determined solely by these amplifiers (and not by the trigger). If the
equivalent noise of the slope amplifiers is lower that that of the trigger, then a reduction
in threshold noise and thus jitter results.
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A larger slope also results in an increase of the (deterministic) excitation of the trigger at
the start of regeneration. Thus, the influence of noise on the duration of the trigger’s state
transition is reduced.

Another improvement of the basic regenerative oscillator is the following:

• the regeneration of the trigger and the reversal of the capacitor current can be separated
in time by using a delay. In this way the trigger output does not directly control the
current reversal in the capacitor and thus the slope of the capacitor voltage remains
constant at the moment it crosses the threshold [26].

The implementation-related problems associated with the regenerative oscillator are caused
by the fact that the regenerative memory is connected in series with the timing path of the
oscillator. The timing behaviour of the oscillator can be made independent of the behaviour
of the memory if it is taken out of the timing path: this approach is called memory bypass
in [26]. However, this is not so easily implemented in a first-order oscillator that uses just
one integrator continuously. In [27] the memory bypass is implemented in the circuit of
Figure 3-2 by adding the output signals of the comparators to the output signal of the
memory. In this way the comparators are able to reverse the direction of the capacitor
current directly. They determine the duration of the reversal of the capacitor current. The
memory only has to store the new state before the capacitor voltage crosses the threshold
again “on its way back”. In this way, the timing of the memory is no longer directly part of
the period of oscillation. Nevertheless, there is still only a limited time for the memory to
switch to its new state.

The principle of memory bypass is implemented easier if two integrators are used. In that
case, two time variant signals are available. The threshold crossing of the output of
integrator A can then initiate a current reversal in integrator B, while integrator A
continues integrating. As a result, no slope degradation will appear at threshold crossings.
Furthermore, no regenerative memory is necessary in principle, since one integrator can
store the sign of the current flowing in the other integrator. An example of an oscillator
that makes use of this principle is covered in  detail  in [25] as the symmetrical two-
integrator oscillator. In such an oscillator, the value of the output signal of one of the
integrators determines the sign of the integration constant of the other and vice versa. More
precisely, a threshold crossing of the output of one integrator is detected by a comparator
which reverses the direction of the current in the second integrator and vice versa. The
phase difference between the integrator outputs that results is 90°.

As explained in [25], a problem associated with this implementation is that the amplitudes
and the period depend on the starting values of the integrators. In order to produce an
accurate period it is necessary that the starting value is preserved during oscillation. It has
to be stored “forever”. In practice however the integrators show losses and the comparators
show delay. This affects both the amplitude and the period of oscillation. In fact, the
amplitude and frequency stability are closely connected in this oscillator. When a well
determined frequency has to be generated usually the amplitude has to be stabilised with an
extra circuit.
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3.3 The regenerative sawtooth oscillator
As was mentioned in the previous paragraph, the use of two integrators allows for an easier
implementation of the concept of memory bypass. In the symmetrical two-integrator
oscillator for example, both integrators produce a time variant signal continuously. The one
integrator can act as the sign memory for the other integrator and vice versa. A
regenerative memory is no longer necessary. Nevertheless, other problems concerning the
interdependency of amplitude- and frequency stability are introduced.

These problems can be overcome by well-defining the initial state of the integrator before
each cycle. For instance by resetting the integrator prior to each charging phase. These
reset-phases do not have to be part of the period of oscillation: whenever integrator A is
being reset, its integrating action has already been taken over by integrator B. Integrator B
can start its integration when the output of integrator A reaches a well-defined threshold
level. Thus a stable amplitude results, and the period of oscillation is determined by the
rising slopes of the integrator outputs and the threshold level.

The sawtooth oscillator described in [30] has some of the advantages described above,
although it does not yet implement the memory bypass: a regenerative memory is still part
of the timing path. Figure 3-5 gives the schematic of this oscillator. In this oscillator, only
rising ramps of the capacitor voltages together with a single threshold level VREF determine
the timing of the period of oscillation. The falling edges of the capacitor voltages are not
time-critical; the only condition is that the capacitor is empty before the start of its next
charging state. Suppose the voltage across capacitor C1 crosses the threshold level. Then
the memory changes state and C1 is discharged while C2 starts charging. Similar to the
basic first-order oscillator of Figure 3-2,  a regenerative memory is necessary . Its function
here is to store the information about which capacitor needs to be charged and which one
needs to be discharged.

Figure 3-5. The regenerative sawtooth oscillator and its capacitor voltage waveforms.
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In the sawtooth oscillator of Figure 3-5, the regenerative memory is still part of the timing
path of the oscillator. However, the oscillator circuit can be adapted relatively easy such
that the regenerative memory is placed outside the timing path of the oscillator. As
explained in sections 3.2.2 and 3.2.3, this is beneficial for reducing the jitter. Figure 3-6
gives a possible implementation of the memory bypass in the sawtooth oscillator. The
comparator that detects a threshold crossing of its driving capacitor is able to directly start
the charging of the other capacitor. The discharging of the capacitor that drives the
comparator is delayed until the memory is toggled. As a result, the capacitor voltages are
allowed to traverse the threshold level to some extend. A regenerative memory is still
needed to securely store the new situation, but it acts parallel to the comparator’s action.
The timing of the memory’s transition is no longer part of the period of oscillation. Thus,
the regenerative memory is effectively removed from the timing path of the oscillator.

Figure 3-6. The regenerative sawtooth oscillator with memory bypass and its capacitor
voltage waveforms.

The authors of [30] present their circuit schematically as depicted in Figure 3-5. In the
actual implementation of their circuit, the comparator- and memory function are combined
in one circuit called the latching comparator. Similar latching comparators are also applied
in [28]. If one analyses these circuits carefully, one can often recognise that the comparator
can already produce an output change (and thus affect the capacitor current in the other
capacitor) before the latch is toggled. So a hidden form of memory bypass is present in
some oscillators using latching comparators.

In the following sections, the control linearity and jitter of the regenerative sawtooth
oscillator will be analysed quantitatively. It will be shown that there exists a relationship
between control linearity and jitter resulting in a design trade-off. In chapter 4, an
improved threshold detection mechanism is introduced that allows for an independent
optimisation of control linearity and jitter. The quantitative analyses in the next sections
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allow for a comparison between existing circuits and the proposed improved sawtooth
oscillator.

3.4 Control linearity
Apart from a good frequency stability, many oscillator applications (like the phase locked
loop) require tunability of the frequency of oscillation over a wide frequency range.
Preferably the relationship between the output frequency and the control variable is linear
as it influences the loop transfer properties of the PLL. In some applications of oscillators,
like FM (de)modulation, control linearity is a must, since it directly influences the amount
of distortion of the (de)modulated signal.

In many first-order oscillator designs, the achievable control linearity is ultimately limited
by some delay that becomes part of the period of oscillation. This delay is most often
introduced by the level detection circuitry. Since this delay is normally non-linearly
dependent on the oscillator’s frequency control variable, it will degrade the control
linearity. Unfortunately, minimising the delay will in turn often degrade the oscillator’s
frequency stability, as will be shown in subsequent sections.

The analysis of control linearity will focus here on the sawtooth oscillator. However, with
minor adaptations, it can equally well be applied to the one-integrator oscillators of Figure
3-2 and Figure 3-3.

Ideally, when the level detection is performed infinitely fast, the frequency of oscillation of
the sawtooth oscillators depicted in Figure 3-5 and Figure 3-6 is given by:

REF

eargch
0osc VC2
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f

⋅⋅
=  (3.1)

In practice, the output of the comparator (and the memory, if of concern) reacts with a
certain delay to a crossing of its input signals. This delay becomes noticeable in the
capacitor waveforms in the form of overshoot of the reference level VREF. This situation is
depicted in Figure 3-7.

The delay, that is added to the period of oscillation, originates from the level detection
circuitry. In case no memory-bypass has been applied in the oscillator, the delay includes
the transition delay of the memory; this is for example the case in the regenerative
oscillators of Figure 3-2 and Figure 3-5. In the sawtooth oscillator with memory bypass
shown in Figure 3-6, only the comparators add delay to the period of oscillation. The
transition delay of the memory in this case does result in overshoot, but it is no part of the
period of oscillation (see the waveforms shown in Figure 3-6).
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Figure 3-7. The capacitor voltage waveforms appearing in the regenerative oscillator
including the delay introduced by the level detection circuitry.

In first order, the delay, that is added to the period of oscillation, is independent of the
oscillator’s control current Icharge. In practice, this delay decreases somewhat with
increasing frequencies of oscillation, due to the larger slope of the comparator input at
higher frequencies of oscillation, resulting in a larger excitation of the comparator.

The delay tdelay, which is introduced at a VREF –crossing, results in a non-linear relationship
between the control current and the frequency of oscillation. Assuming that the delay is
independent of Icharge, the expression for fosc becomes:
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where:
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Figure 3-8 gives an illustration of the non-linear dependency between fosc and Icharge.

Figure 3-8. The non-linear control characteristic of the oscillator.
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For increasing values of Icharge, the frequency asymptotically approaches its maximum
value tot,delayt1 . The non-linearity in the control characteristic of the oscillator results in

distortion when the oscillator is used in a frequency (de)modulation application. In order to
derive expressions for the harmonic distortion, a Taylor expansion around (fosc0, Icharge0)
(see Figure 3-8) must be made. Depending on whether the oscillator is used for modulation
or demodulation, equation (3.2) or its inverse should be used for calculating the Taylor
expansion. For instance, when the oscillator is used for FM-demodulation (input:
frequency; output: current), the control non-linearity yields second order distortion [33]:
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Notice that the amount of distortion does not depend on the center-frequency fosc0 (see
Figure 3-8), but only on the frequency-sweep ∆f and the total delay [32].

In order to minimise the distortion, the delay of the level detection circuitry should be
minimised. Unfortunately, this increases the noise bandwidth of the equivalent noise at the
input of the detection circuit, resulting in an increase of the variance of this noise. As a
consequence, the jitter of the oscillator increases.

3.5 Jitter

3.5.1 The definition of jitter

The term “jitter” is a broadly used term that refers to frequency instability of oscillators, as
observed in the time domain. When specifying jitter however, a more strict definition is
needed. In circuit design literature, the jitter of an oscillator is often specified by the
normalised one-period time error (often expressed in parts per million) [21][30]:

osc

T

T
jitter osc=  (3.5)

As shown by expression (2.28) in chapter 2, this measure equals [ ]
oscT,ty . In chapter 2, it

was also shown that [ ]
oscT,ty  is non-convergent in the case of 1/f frequency noise. The

usefulness of (3.5) is therefore limited. However, most circuit design literature, dealing
with jitter, focuses on white frequency noise. In that case, no convergence problems
appear.

If the oscillators described in this- and the following chapter are realised in CMOS
technology, then 1/f (frequency) noise is expected to play a significant role and a time-
domain specification of frequency stability would then require an alternative jitter-
measure. In this chapter however, a non-exhaustive calculation of jitter is given, focussing
on white (frequency) noise, thus allowing the use of (3.5).
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3.5.2 The first crossing approximation

Most noise sources, appearing in the oscillator circuit, can be represented by an equivalent
noise source that is either (see Figure 3-9):

• a current noise source in in parallel with the capacitor’s charge current Icharge;

• a voltage noise source vn in series with the reference voltage VREF.

The current noise is integrated on the capacitor, giving a random fluctuation in the
capacitor voltage. Thus, both the current noise source and the voltage noise source give
rise to random fluctuations of the voltage difference that is sensed by the level detection
circuitry. The noise thus randomly modulates the time at which the memory regenerates.

Figure 3-9. The noise sources vn and in that result in time jitter of the regenerative
sawtooth oscillator.

In several papers, the jitter of a regenerative oscillator is calculated [21][28][30]. The
general approach is to calculate only the jitter in the time until regeneration. This is
summarised as the so called first crossing approximation [21][24]. It suggests that the first
crossing of the reference level (plus noise) by the capacitor voltage invokes an immediate
and infinitely fast regeneration. It is assumed that the process of regeneration itself
introduces no additional jitter. In [25], Verhoeven shows that this is not generally true, but
he recognises that calculations would get fairly complicated if the additional jitter during
regeneration were to be incorporated in the calculations. Moreover, when designed
properly, a regenerative oscillator does not have to suffer from the noise behaviour of the
memory, as explained in section 3.2.3.

Figure 3-10 shows how the noise voltage vn, that is present on the reference voltage VREF in
Figure 3-9, affects the timing of the capacitor voltage waveform. The memory in
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Figure 3-9 regenerates as soon as the capacitor voltage crosses the reference voltage plus
noise. This will start a new ramp, exhibiting a time error ∆T. The noise current in shown in
Figure 3-9 has a similar effect: it results in a random deviation of the capacitor voltage
waveform, thus also introducing an error in the first crossing time.

Figure 3-10. The slope of the capacitor voltage determines the ratio between ∆VC and
∆Tcharge.

The momentary value of the noise voltage vn at the crossing-moment translates into an
equivalent error in the capacitor voltage ∆VC. The slope of the capacitor voltage determines
the ratio between the capacitor voltage error ∆VC and the time error ∆T in the first crossing:
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The same ratio will hold for the sigma ratio:
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Rearranging (3.7) gives the following expression for the variance of the time error of the
first crossing:
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In general, the capacitor voltage error that arises at the instance of first crossing is caused
by a combination of the noise current in and the noise voltage vn (see Figure 3-9). In case
these noise sources are independent, the resulting variance of the capacitor voltage error

2
VC

is given by a summation of the separate variance contributions due to in and vn. The

following sections deal with their calculation.

The slope of the capacitor voltage can be expressed as (see Figure 3-10):
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Substituting the left-hand part of (3.9) into (3.8) and rearranging terms results in:
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Notice from Figure 3-10 that VREF in (3.10) represents the amplitude of the capacitor
voltage waveform. As such, equation (3.10) states that the normalised (r.m.s.) timing error
equals the normalised (r.m.s.) voltage error arising across the capacitor at the first-crossing
moment [21][24]. Thus, in order to obtain a small timing error it is necessary to reduce

C9
and increase the amplitude of the capacitor voltage within the constraints of the

circuit [21]. However, increasing the amplitude can have a negative effect on 
C9

: for

example it reduces the available voltage drop across the current source in Figure 3-9. This
in turn increases the noise impedance of this source, thus eventually increasing 

C9
. In

order to minimise the normalised timing error, more insight is needed in the expression for

C9
. This will be provided by the following sections.

3.5.3 Jitter due to current noise in parallel with Icharge

Figure 3-11 gives the signal model that is used to calculate the time error in the first VREF -
crossing that results if a capacitor is charged with a noisy current Icharge+ in during a
nominal time interval Tcharge.

Figure 3-11. Signal model and capacitor voltage waveform in case of a noisy charge
current.

The first crossing approximation states that the variance of the resulting time error equals
the variance of the capacitor voltage error at the moment of threshold crossing, divided by
the large-signal slope squared (equation (3.8)):
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The variance of the voltage across a capacitor C, that is charged during a nominal time
interval Tcharge with a white noise current with a power density 

ni
S  [A2/Hz], can be

calculated using appendix B, equation (B.14) as:
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The variance of the capacitor voltage error 2
9  depends linearly on the time-interval of

charging Tcharge. This is because the capacitor performs an ideal integration: the white-
noise current is integrated to become a random-walk voltage error.

The expression for the slope that can be used most conveniently here is given by (see
equation (3.9)):
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Substituting (3.12) and (3.13) into (3.11) results in the following expression for the
variance of the time error occurring in one VREF-crossing:

2
eargch

eargchi

2
eargch

2
eargchi

2
T

I

T

2

S

C

I

C

T

2

S

n

n

⋅=








⋅
=  (3.14)

In the sawtoooth oscillator, one period of oscillation consists of two successive charging
intervals of duration Tcharge=0.5⋅Tosc (see Figure 3-5). Because the noise current is assumed
white (uncorrelated) here, the time errors that arise in successive intervals are uncorrelated.

Thus, the variance 2
Tosc  of the time error, occurring in one complete period of

oscillation, is given by two times 2
T . Substituting Tcharge=0.5⋅Tosc into (3.14) and

applying 2
7

2
7RVF 2 ⋅=  results in:
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Using expression (3.15), the normalised one-period time error or jitter can be calculated as:
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The jitter due to current noise in is thus related to the signal-to-noise ratio of the current
that charges the capacitor. The effective noise bandwidth, by which the current noise in

contributes to jitter, equals fosc/2.

Because the timing errors that are made in successive periods are uncorrelated in case of

white noise, the variance 2
7  of the time error ∆T (between a zero crossing of the
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oscillator and the corresponding zero crossing of an equivalent ideal oscillator running at
the same nominal frequency)  that occurs after an interval oscTn ⋅= , is proportional to n:

( ) 2
7RVFosc

2
7 nTn ⋅=⋅=  (3.17)

Put in other words: the variance of the time error measured after an interval τ is
proportional to the length of the interval τ :

( )2
7 ∝  (3.18)

This proportionality is characteristic for uncorrelated timing errors. In order to relate the
specific time-domain behaviour expressed by (3.18) to a phase noise spectrum, the results
of chapter 2 can be used. In chapter 2, the random instantaneous phase-time fluctuation x(t)
was defined by expression (2.8) as the time difference between the corresponding zero-
crossings of an oscillator, contaminated by phase noise, and those of a second, ideal
oscillator running at the same nominal frequency. As such, the total time error ∆T
occurring in a time interval τ can be written as:

 ( ) ( ) ( ) ( ),txtxtxT 1=−+=  (3.19)

and as a result of this, the following equality holds:
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Combining this expression with (3.18) gives:

( )( )D 1
x ∝  (3.21)

Based on Table 2-3 of chapter 2, this particular time-domain behaviour corresponds with a
power spectral density of fractional frequency fluctuations Sy(f) that is frequency
independent. Using expression (2.13) in chapter 2 this corresponds with the following
frequency dependency of the power spectral density of phase fluctuations Sφ(f):

( ) 2ffS −∝  (3.22)

In [22][23] McNeill uses the proportionality factor ( ) ( )( )D 1
xT ==  (which

according to Table 2-1 in chapter 2 equals 2h0  in which 0h  equals the frequency

independent value of Sy(f)) as a figure of merit to characterise the jitter of ring oscillators
that are frequency modulated by white noise.

3.5.4 Jitter due to voltage noise in series with VREF

Figure 3-12 gives the signal model that is used here to calculate the time error in the first
VREF -crossing that results, if the reference voltage VREF is subject to noise. When the
capacitor voltage is in the vicinity of the reference voltage, the comparator amplifies the
difference between these two signals. If the parasitic capacitors at the comparator’s internal
nodes can be ignored (infinite comparator bandwidth), the jitter analysis, using the first
crossing approximation, is straightforward.
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Figure 3-12. Signal model and waveforms in the case of a noisy reference voltage.

However, in practice, the comparator will have finite bandwidth due to parasitic capacitors
at internal nodes. As a result, the comparator is not only amplifying- but also filtering its
input differential voltage. This means that the comparator is limiting the bandwidth of the
input noise, resulting in an effective reduction of the noise voltage-variance at the output
nodes of the comparator.

Figure 3-13 gives the schematic of the comparator that will be used in the jitter
calculations. One input terminal of the comparator is connected to the reference level VREF

with voltage noise vn added to it, and the other input terminal is connected to one of the
oscillator’s capacitors. In order to be able to define a crossing event, related to the output of
the comparator (to which the first crossing approximation can be applied), the output of the
comparator is assumed to be differential. Now the first zero-crossing of the differential
output voltage is the moment to which the first crossing approximation will be applied.

Figure 3-13. The comparator and the linearised transfer function of its differential pair.

The large signal transfer function of the comparator’s differential pair is approximated by a
linearised function, such that it has constant transconductance during switching. When the
input signals reach each others vicinity, the transconductance converts the input voltage
noise into a noise current, which is integrated by the capacitors. The exact amount of noise
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filtering depends on the time that the comparator exposes the input noise to its internal
filtering nodes. As shown in appendix B, the variance of the output noise voltage of an RC-
network to which a noise current is supplied depends on the time of exposure, compared to
the time-constant of the RC-network. In the following analyses, these effects will be
accounted for by comparing the switching time of the differential pair Tswitch,diff.pair with the
time-constant of the RC-combination.

The following expressions are related to the comparator and are used in the jitter
calculations:

• the transconductance of the comparator’s differential pair:

[ ]V/A
V

I

V

I
g

comp,B

comp

diff,in

diff,out
comp,m        ==  (3.23)

• the low-frequency differential voltage gain of the comparator:

compcomp,mcomp RgA ⋅=  (3.24)

• the time constant of the RC-combination at the output nodes of the comparator:

[ ]secCR compcompcomp         ⋅=  (3.25)

• the noise bandwidth (single sided) of the RC-combination at the output nodes of the
comparator:
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 (3.26)

In the jitter calculation, two distinct cases will be analysed, depending on whether or not
the presence of parasitic capacitors is accounted for. In case of parasitic capacitors present
at the comparator’s output nodes, a further distinction is made: either the switching time of
the differential pair Tswitch,diff.pair is assumed to be much larger or much smaller than the
time-constant τcomp of the output nodes. Each analysis will start with a large-signal
calculation of the slope of the comparator’s differential output voltage, the moment this
voltage crosses zero. This is followed by a calculation of the variance of the output noise
voltage occurring at zero-crossing. Finally, the jitter is calculated using expression (3.8).

Comparator without parasitic capacitors

In this case, the comparator adds no time delay between the zero-crossings of its in- and
output voltages. Furthermore, it does not filter the input noise. Figure 3-14 shows the in-
and output waveforms of the comparator.

The slope of the comparator’s differential output voltage Vout at zero-crossing is simply an
amplified version of the slope of the capacitor voltage at the input of the comparator:

( ) 




⋅==

dt

dV
A0Vslope C

compoutVout
 (3.27)
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During the time that the comparator’s differential pair makes its transition, the input noise
vn is amplified to the output without any reduction of its bandwidth. Therefore, the
variance of the differential output noise voltage is simply given by:

nv
2

comp
2

v
2

comp
2

V BSAA
nnout

⋅⋅=⋅=  (3.28)

in which 
nvS is the constant power spectral density of the white noise voltage vn and Bn is

its noise bandwidth.

Figure 3-14. In- and output waveforms of the comparator shown in Figure 3-13 in case
the comparator has no parasitic output capacitors.

Substituting (3.27) and (3.28) into (3.8) gives the variance of the time error due to one
threshold crossing:
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During one complete period of oscillation, the two comparators in the sawtooth oscillator
of Figure 3-9 each produce one output transition, accompanied by a time error. Because the
noise voltage vn is white (uncorrelated), these time errors are uncorrelated. As a result, the
variance of the time error of one complete period of oscillation is given by two times the
result of (3.29):
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The slope ( )dtdVC  of the capacitor voltage ramp  in (3.30) is most conveniently

expressed as (see equation (3.9)):
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REFC  (3.31)

In this expression Tcharge equals Tosc/2 due to the fact that one period of oscillation of the
regenerative sawtooth oscillator consists of two successive positive ramps, each of duration
Tcharge (see Figure 3-5). Substituting (3.31) into (3.30) and normalising the result to Tosc

gives the following expression for the jitter:
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 (3.32)

The jitter due to voltage noise vn in series with the decision level VREF is thus related to the
signal-to-noise ratio of the decision level. The effective noise bandwidth, by which the
voltage noise contributes to jitter, equals the noise bandwidth of vn (expressed by Bn),
divided by two.

Comparator with parasitic capacitors and switching time of the comparator’s
differential pair >> τcomp.

Contrary to the situation described in the previous subsection, the influence of the parasitic
capacitors present at the comparator’s output nodes will now be taken into account. The
case under consideration here is the one in which the switching time of the comparator’s
differential pair Tswitch,diff.pair is much larger than the time-constant τcomp of the RC-network
present at the comparator’s output nodes. During the time interval that the comparator's
differential pair switches from one side to the other, after an exponential start-up trajectory,
the large signal currents will flow effectively through the resistors Rcomp. Figure 3-15
shows the in- and output waveforms of the comparator.
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Figure 3-15. In- and output waveforms of the comparator shown in Figure 3-13 in case
Tswitch,diff.pair>>τcomp.

Due to the RC-combination at the output of the comparator, a delay is introduced between
the zero crossings of the in- and output voltages of the comparator. This delay equals the
time-constant τcomp of the RC-combination (see Figure 3-15):

compcompcompcomp,d CRt ==  (3.33)

The slope of the comparator’s differential output voltage Vout at the moment of zero-
crossing is identical to that of the previously discussed case (see (3.27)):
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⋅=
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During the time that the differential pair switches, the input noise voltage vn is transferred
into a differential current by the differential pair's transconductance. This noise current is
supplied to the RC-network, present at the comparator's output nodes. The switching time
of the differential pair determines how long the noise current is supplied to the output
nodes. As the switching time of the differential pair is much larger than the time constant
of the RC-network, the variance of the differential output noise voltage will reach a steady-
state value before the transition is completed. The expression for the variance of the
differential output noise voltage is given by (see also appendix B, equation (B.30) and
(B.36)):

( ) comp,nv
2

compcomp,mcomp,nv
2

comp
2

Vout BSRgBSA
nn

⋅⋅=⋅⋅=  (3.35)

in which Bn,comp is the noise bandwidth of the comparator’s RC-combination (3.26). By
substituting (3.24) and (3.35) into (3.8), the variance of the time error due to one threshold
crossing can be calculated as:
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Similar to the calculations following (3.29), the normalised one period time error or jitter
of the sawtooth oscillator due to voltage noise vn  in series with the decision level VREF can
now be calculated as:
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Compared to the result of (3.32), the original noise bandwidth Bn of the noise source vn is
replaced by the noise bandwidth of the comparator Bn,comp.

Comparator with parasitic capacitors and switching time of the comparator’s
differential pair << τcomp.

In this subsection the case is considered in which the switching time of the comparator’s
differential pair Tswitch,diff.pair is much smaller than the time-constant τcomp of the RC-
network present at the comparator’s output nodes. As a result, the large signal voltages at
the output nodes of the comparator V1(t) and V2(t) (see Figure 3-13) are given by
exponential waveforms, as shown in Figure 3-16. A similar derivation concerning the jitter
of a ring oscillator can be found in chapter 4 of [23].

Figure 3-16. In- and output waveforms of the comparator shown in Figure 3-13 in case
Tswitch,diff.pair<<τcomp.
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Once again the slope of the differential output voltage of the comparator has to be
calculated. Assuming that the comparator’s differential pair fully switches its tail-current
Icomp at t=0, the large signal output voltage waveforms are given by:

( )
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The comparator’s differential output voltage is given by:

( ) ( ) ( )
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The time delay td,comp between the switching of the differential pair at t=0 and the zero
crossing of the comparator's differential output voltage can be calculated from:
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Solving (3.41) for td,comp gives:

( ) compcompcompcomp,d 69.0CR2lnt ⋅≈=  (3.42)

By taking the derivative of (3.40) with respect to time and substituting t=td,comp, the slope
of the comparator's differential output voltage at the time of zero crossing is found as:
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During the short time that the differential pair switches, the input voltage noise is
transferred into a differential current by the differential pair's transconductance and is fed
to the RC-network present at the comparator's output nodes. As the switching time
Tswitch,diff.pair of the differential pair is now much smaller than the time constant of the RC-
network, the variance of the differential output noise voltage will not reach a steady-state
value within the interval Tswitch,diff.pair. In other words: the variance of the differential output
noise voltage will depend on Tswitch,diff.pair. Directly after the differential pair has switched
completely, this variance is given by (using (B.14) in appendix B):
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Now the transconductance gm,comp can be expressed in terms of the switching time
Tswitch,diff.pair of the comparator's differential pair. Note from Figure 3-13 that the input of



Chapter 3 : Regenerative Oscillators

62

the differential pair is driven by a capacitor voltage ramp with constant slope  dVC/dt=
Icharge/C and that the input voltage-window of the differential pair equals 2⋅VB,comp. As such,
Tswitch,diff.pair can be calculated as:
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The transconductance of the differential pair is given by (3.23):
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Eliminating VB,comp  from (3.46) by using (3.45) gives:
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Substituting this expression for gm,comp into (3.44) results in:
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Directly after the differential pair has completed its transition, the differential output noise
voltage (which is stored on the capacitors) will start to decay exponentially with a time
constant τcomp (see Figure 3-16), due to the discharging performed by the resistors Rcomp.
Thus, the time-dependency of its standard deviation is given by:

( ) ( )
( )
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At comp,dtt = , when the comparator’s differential output voltage crosses zero, the standard

deviation of the remaining integrated noise is given by:
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Using the assumption of this subsection that Tswitch,diff.pair<<td,comp, this can be approximated
by:
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Substituting the expression for td,comp, given by (3.42), gives:
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Substituting (3.48) into (3.52) gives the following expression for the variance of the
differential output noise voltage at the moment of zero-crossing of the differential output
voltage:
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Now the variance of the time error, due to one threshold crossing, can be calculated by
inserting (3.43) and (3.53) into (3.8), giving:
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Again, similar to the calculations following (3.29), the normalised one period time error or
jitter of the sawtooth oscillator, due to voltage noise vn in series with the decision level
VREF , can now be calculated as:
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From this result, one can conclude that the effective bandwidth, by which the voltage noise
on the reference level is converted into jitter in the case of Tswitch,diff.pair << τcomp, is
determined by the switching time of the comparator’s differential pair Tswitch,diff.pair. This
effective bandwidth is no longer determined by the time-constant of the comparator's
filtering nodes.

Compared to the jitter expression representing the case in which Tswitch,diff.pair >> τcomp

(3.37), where the jitter-variance is proportional to the noise bandwidth of the comparator
( )compcomp,n 41B = , the jitter in the case of Tswitch,diff.pair << τcomp (3.55) is larger because

then, due to this condition, 1/Tswitch,diff.pair is larger than Bn,comp.

3.5.5 Jitter comparison

In this section, a comparison is made between the jitter, caused by current noise in parallel
with the charge current Icharge, and the jitter, caused by voltage noise in series with VREF.

For convenience, the jitter expressions are repeated here:

• the expression for the jitter, caused by a white noise current noise in in parallel with the
charge current Icharge, is given by (3.16):
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• the expression that will be used for the jitter, caused by a white noise voltage vn in
series with VREF, is the one representing the case Tswitch,diff.pair >> τcomp, since it is most
likely to apply to an oscillator exhibiting a high control linearity and thus a small
comparator delay td,comp=τcomp (3.33). It is given by (3.37):
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To allow for a practical comparison, it is assumed now that the white noise current- and
voltage power spectral densities can be represented by the thermal noise of a resistor,
giving:
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By substituting (3.58) in (3.56) and (3.59) in (3.57) and squaring the resulting expressions
the jitter can be related to the power dissipated in either the current- or the voltage source:1
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The jitter ratio equals:
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Since the total jitter of the oscillator is given by:
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1 In [23] McNeill shows that the jitter of an LC-tank based oscillator is given by :
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  in which Q is the quality factor of the tank and Pdiss is the power dissipated

in the tank’s resistive element.
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the total power consumed by the current- and voltage source is distributed optimally over
the realisation of the voltage source VREF and the current source Icharge in case expression
(3.62) equals one. In (3.62), Bn,comp represents the noise bandwidth of the comparator,
which is inversely proportional to the delay td,comp that is introduced by the comparators at
each VREF-crossing of the capacitor voltages in the oscillator (see expressions (3.26) and
(3.33)). In an oscillator exhibiting high control linearity, the delay introduced by the
comparators is much smaller than the period of oscillation (see section 3.4); therefore the
noise bandwidth Bn,comp in (3.63) will be much larger than the frequency of oscillation fosc.
As a result, in order to minimise the total jitter, the power 

REFV,dissP , dissipated in the

realisation of VREF, has to be chosen much larger than the power 
eargchI,dissP , dissipated in

the realisation of Icharge. To give an idea of the consequences for a practical design,
consider Figure 3-17, where the part of the oscillator of Figure 3-5 that is of concern here,
is redrawn. It is assumed that the transconductance of the transistor M1 in Figure 3-17 is
such that the thermal noise of Rn,i dominates in the overall noise current.

Figure 3-17. Possible realisation of the current source Icharge and the voltage source VREF

in the oscillator of Figure 3-5.

The powers dissipated in the realisations of VREF and Icharge are given by:

biasREFV,diss IVP
REF

⋅=  (3.64)

eargchbiasI,diss IVP
eargch

⋅≈  (3.65)

Suppose that Ibias in Figure 3-17 is chosen more or less equal to Icharge. Then to obtain a
situation in which 

eargchREF I,dissV,diss PP >> , the reference voltage level VREF (and thus the

amplitude of the resulting capacitor voltage waveform) must be chosen much larger than
the voltage drop Vbias across the current source. Practical restrictions often limit the ratio
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VREF/Vbias, so that in many practical regenerative first-order oscillators, the jitter is
dominantly determined by the noise on the reference voltage level VREF [21][30].

3.6 The relationship between control linearity and jitter
In section 3.4 it was shown that the delay td,comp, introduced by the comparators at decision
moments, becomes part of the period of oscillation and thus introduces non-linearity in the
control characteristic of the oscillator. This non-linearity results in second-order harmonic
distortion if the oscillator is used in a FM (de)modulation application. The distortion can
be minimised by minimising the delay of the comparators (and of the memory, if of
concern).

In section 3.5.4 it was shown that the comparator delay is proportional to the time constant
τcomp associated with the comparator’s internal filtering nodes. So in order to minimise
distortion, τcomp should be minimised. Unfortunately, this can increase the jitter, caused by
noise on the reference level VREF (which is the dominant source of jitter; see the previous
section). Whether or not the jitter increases is dependent on the switching time of the
comparator’s differential pair Tswitch,diff.pair, compared to τcomp. Summarising the results of
section 3.5.4:

• if Tswitch,diff.pair >> τcomp :

compcomp,dt =  (3.66)
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• if Tswitch,diff.pair << τcomp :

compcomp,d 69.0t ⋅=  (3.68)
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Thus, in the case of Tswitch,diff.pair >> τcomp, which most likely applies to an oscillator
exhibiting a high control linearity and thus a small comparator delay td,comp=τcomp, a trade-
off appears between control linearity and jitter: minimising τcomp (in order to reduce control
non-linearity) will increase the jitter, caused by noise on VREF.

In the case of Tswitch,diff.pair << τcomp, the jitter, caused by noise on VREF, is independent of
τcomp. The jitter is now inversely proportional to the switching time of the comparator's
differential pair. It seems now that minimising τcomp (in order to reduce delay and thus
control non-linearity) does not result in a jitter penalty.
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This seems promising. Nevertheless, if the cases given by (3.67) and (3.69) are compared
at equal τcomp then the second case will show much more jitter because of its condition that
Tswitch,diff.pair << τcomp.

In the next chapter an oscillator is developed in which the comparator, with its internal
delay-introducing but noise-filtering nodes, is replaced by an alternative concept allowing
the jitter to be minimised without deterioration of control linearity. The jitter expression
will show great similarity with (3.69); the difference is that the new concept allows
Tswitch,diff.pair to be maximised without introducing control non-linearity.

3.7 Conclusions
In this chapter, several existing topologies of relaxation oscillators are discussed shortly. In
these oscillators, a time variant signal is created by charging a capacitor, using a
controllable current. The signal is made periodical by some level detection circuit that
reverses the direction of the capacitor current, each time the capacitor voltage crosses one
out of two threshold levels. A regenerative memory stores the decision, taken by the level
detection circuitry.

In a well designed relaxation oscillator, the regenerative memory does not significantly add
jitter to the period of oscillation. This can be accomplished for example by maximising the
excitation of the memory at the onset of regeneration (such that the duration of its
transition is less influenced by noise) [25]. Another option is to remove the regenerative
memory from the timing path of the oscillator [26].

By applying these techniques, the random jitter of the oscillator can be made solely
determined by the time error in the first crossing moment of the noisy capacitor voltage
and the noisy threshold level. The voltage variance of the latter jitter contributor is
generally largest, due to the much larger effective bandwidth by which it contributes to the
jitter. As a result, the jitter of the relaxation oscillator is generally dominated by the noise
voltage, present on the threshold level, and not so much by the noise, present on the
capacitor’s charge current.

The jitter of the relaxation oscillator can be reduced by increasing the slope of the
capacitor voltage (at the expense of an increase in current) and by decreasing the variance
of the threshold level noise. The latter can be accomplished by limiting the bandwidth of
the circuitry that detects a threshold level crossing of the capacitor voltage. However, this
has a negative effect on the control linearity of the oscillator, as it adds decision delay to
the period of oscillation. Hence, a trade-off between low jitter and high control linearity
exists in the design of the conventional relaxation oscillator.

In the following chapter, an alternative level detection mechanism is proposed, that
achieves a further reduction of the effective bandwidth by which the threshold level noise
contributes to the jitter (by using the oscillator’s own capacitor) without introducing any
deterioration of the oscillator’s control linearity.
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Chapter 4

The Coupled Sawtooth
Oscillator

4.1 Introduction
In the previous chapter it was shown that the regenerative sawtooth oscillator exhibits a
trade-off between control linearity and jitter. This is caused by the coupling between
decision delay and noise filtering that exists in the comparators that detect a level crossing
of the capacitor voltage.

In order to achieve a good control linearity of the regenerative sawtooth oscillator, the
decision delay must be made small and thus the bandwidth of the comparators must be
chosen large. However, a larger comparator bandwidth gives less filtering of decision level
noise, resulting thus in a larger noise voltage variance at the output of the comparator. This
in turn increases the jitter of the oscillator.

In this chapter, an alternative and simple level detection circuit is presented that uses the
oscillator’s capacitor to filter the decision level noise, without introducing decision delay.
As a result, the trade-off between control linearity and jitter disappears.

4.2 Principle of the coupled sawtooth oscillator
In the proposed coupled sawtooth oscillator, only positive ramps of capacitor voltages
determine the duration of the period of oscillation. The only requirement for the negative
ramps is that the capacitors must be discharged in time to allow for the start of a new
positive ramp. This concept is also used in the regenerative sawtooth oscillator described in
section 3.3 of chapter 3 and in [30].

Figure 4-1 compares the capacitor voltage waveforms appearing in the regenerative
sawtooth oscillator with those of a two-stage coupled sawtooth oscillator. An important
difference between the two is that the capacitor voltages in the coupled sawtooth oscillator
are allowed to traverse the decision level VREF1. This creates a trajectory around VREF1 that
is used to gradually start up a new ramp.
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In chapter 3 it was shown that the voltage noise in series with VREF1 is the dominant cause
of jitter in a regenerative oscillator. The aim of gradually starting up a capacitor voltage
ramp in the coupled sawtooth oscillator is to reduce this jitter contribution. The level
detection circuitry that implements the gradual start-up converts the noise on VREF1 into a
current during start-up. This current is then integrated by the oscillator’s capacitor. It can
be shown that this integration results in an effective bandwidth reduction of the decision
level noise, and thus a lower jitter. A quantitative analysis is given in section 4.4.1.

Figure 4-1. Capacitor voltage waveforms in the regenerative sawtooth oscillator (a) and
in a 2-stage coupled sawtooth oscillator (b).

A differential pair implements the mechanism by which a new ramp is gradually started in
the coupled sawtooth oscillator. Figure 4-2 shows the basic implementation of one stage in
the coupled sawtooth oscillator, including a discharge transistor M3. The differential pair
consists of transistors M1,2. The gate of transistor M2 is the reference gate of the differential
pair and it is connected to a constant bias voltage VREF1. The gate of transistor M1 is the
control gate and it is connected to the capacitor in the preceding stage of the oscillator.
When this voltage reaches the vicinity of VREF1, the current though M2 gradually increases
from zero to its maximum value Icharge.

Figure 4-2. Basic implementation of one stage in the coupled sawtooth oscillator.
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Figure 4-3 shows the capacitor voltage waveforms of two successive stages VC1 and VC2

during start-up of VC2. During the time interval Tswitch that the differential pair switches, the
voltage noise vn, present on VREF1, is transferred into a current by the transconductance of
the differential pair. Subsequently, this current is integrated by the capacitor, resulting in a
capacitor voltage error ∆VC2. This voltage error (together with the slope) determines the
time error ∆tsaw that appears in the starting moment of the ramp in the next stage.

The magnitude of the voltage error ∆VC2 is among other things dependent on the
transconductance of the differential pair and the duration of the switching interval Tswitch. In
section 4.4.1 it will be shown that the variance of ∆VC2 is smaller than the variance of the
noise voltage vn. Figure 4-3 also shows the time error ∆ttrig that would result if a trigger-
circuit is used to instantly start a new capacitor voltage ramp. Because the variance of ∆VC2

is smaller than that of the noise voltage vn, the variance of the time error ∆tsaw appearing in
the coupled sawtooth oscillator is smaller than that of the time error ∆ttrig appearing in the
regenerative sawtooth oscillator.

Figure 4-3. The effective filtering of decision level noise results in a smaller time error
∆tsaw compared to the time error ∆ttrig that would appear in a regenerative oscillator.

In section 4.3 it will be shown that the slow increase of the capacitor current during start-
up of a ramp does not introduce any deterioration of the oscillator’s control-linearity, due to
the point-symmetrical transfer function of the differential pair.

The minimum required number of stages in a coupled sawtooth oscillator is two. Similar to
the regenerative sawtooth oscillator, an additional memory is required then to store the
information about which capacitor needs to be (dis)charged. However, this memory is not
a part of the timing path of the oscillator: the differential pairs take the primary decision to
charge a capacitor and the memory merely needs to secure the charge current.

The oscillator stage of Figure 4-2 can also be used to construct a coupled sawtooth
oscillator, consisting of a ring of identical stages. In chapter 5 it will be shown that it is
possible to construct ring structures that no longer require the use of an additional
regenerative memory. Furthermore, these ring structures result in a less complex timing of
the necessary discharge intervals.
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4.3 Control linearity

4.3.1 Preservation of control linearity

By means of Figure 4-4 it will be made clear that the gradual start-up of a capacitor voltage
ramp, using a differential pair, preserves the control linearity of the oscillator.

Figure 4-4. Waveforms in one stage of the coupled sawtooth oscillator during start-up of
a ramp.

During the time interval Tswitch, the differential pair M1,2 of Figure 4-2 gradually increases
the capacitor current IC from zero to its maximum value Icharge. The solid IC-curve in Figure
4-4 shows the capacitor current as a function of time in one stage of the coupled sawtooth
oscillator, where t=t0 indicates the moment when the gate voltage of transistor M1 of the
differential pair equals VREF1. In the solid IC-curve we can recognise the differential pair’s
transfer function between input differential voltage and output drain current of M2. This
transfer function is plotted here as a function of time rather than of the input differential
voltage. This is allowed since the gate-voltage of the transistor M1, which equals the
capacitor voltage of the preceding stage, is a linear function of time during the interval
Tswitch. This can be seen in Figure 4-1(b), where for instance VC1 is a linear function of time
the moment it reaches the vicinity of VREF1 and starts VC2.

The dashed IC-curve in Figure 4-4 represents the situation in which the differential pair
M1,2 acts like an instantaneous switch without delay (like the ideal Schmitt-trigger in the
relaxation oscillator does). The lower half of Figure 4-4 shows the resulting VC-curves that
can be found by integration of the IC-curves.

Despite the gradual increase of the capacitor current during the start-up of a capacitor
voltage ramp, the linearity in the relationship fOSC(ICHARGE) is guaranteed when the solid
VC-curve overlaps the dashed VC-curve in their joint linear parts (at point “a” in Figure 4-
4), irrespectively of the value of ICHARGE.
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This condition is guaranteed if the areas I and II in Figure 4-4 are equal for each value of
Icharge. This is indeed the case because the transfer curve ID,M2(Vin) of the differential pair is
point-symmetrical in the point where the curve crosses the Vin =0 axis (t=t0 in Figure 4-4),
irrespective of the value of the tailcurrent Icharge.

To assure that the input (capacitor) voltage of the differential pair is a linear function of
time during switching, the start-up intervals of capacitor voltages generated in successive
stages must not overlap in time. Given this restriction, a maximum allowable value for the
switching time Tswitch of the differential pair can be derived. Figure 4-5 illustrates the
allowable maximum Tswitch in a two-stage coupled sawtooth oscillator.

Figure 4-5. The allowable maximum switching time Tswitch of the differential pairs.

In case n stages each contribute one rising ramp to the generation of one period of
oscillation Tosc, then the allowable maximum Tswitch is given by:

n

T
T osc

maxswitch =  (4.1)

4.3.2 Mismatches in the differential pair

As explained in the previous section, the control linearity of the oscillator is preserved by
the differential pair’s point-symmetrical relationship between input differential voltage Vin

and output drain current ID,M2. However, if the position of the point of symmetry in this
relationship becomes a function of the differential pair’s tail current Icharge (which controls
the frequency of oscillation) then non-linearity results in the relationship fosc(Icharge). To
explain this, Figure 4-6 shows the voltage- and current waveforms appearing in two
successive stages (see Figure 4-2) of the coupled sawtooth oscillator.  The whole left-hand
side of Figure 4-6 shows the curves corresponding to a situation in which the differential
pair has no offset voltage; the right-hand side shows the equivalent curves in case of offset.
Each graph in Figure 4-6 displays two separate curves: one corresponds to the case where
the differential pair’s tail current Icharge is equal to Icharge0 and the other to 2⋅Icharge0. The
graphs at the top show the capacitor voltage VC1 in oscillator stage number 1 as a function
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of time. The time point t=0 indicates the moment at which this voltage crosses the
reference voltage VREF. The voltage difference between VC1 and VREF equals the differential
input voltage Vin of the differential pair in oscillator stage number 2. The graphs on the
second row from the top show the drain current ID,M2 of transistor M2 in stage number 2 as
a function of the differential input voltage Vin. The graphs on the third row from the top
show the capacitor current IC2 (=ID,M2) in stage number 2 as a function of time. The time
axis in these graphs is obtained by multiplying the Vin-axis of the graphs, shown on the
second row, with C/Icharge. In this quotient, Icharge equals Icharge0 or 2Icharge0 depending on the
value of the tail current Icharge. The value of C/Icharge equals the inverse of the slope of the
capacitor voltage in the preceding stage. The graphs at the bottom show the capacitor
voltage VC2 appearing in oscillator stage number 2 as a function of time. These graphs are
obtained by integrating the capacitor current IC2. In the ideal case (left-hand side of Figure
4-6) the duration of the time interval Tcharge during which the capacitor is charged is
inversely proportional to the tail current Icharge. However, in case the differential pair
exhibits a tail current dependent offset voltage (see right-hand side of Figure 4-6) this
proportionality between Icharge and Tcharge (⇔Tosc) no longer holds. When the tail current
Icharge is doubled, the ID,M2(Vin) curve moves for example over a horizontal distance ∆Voffset.
The tail current dependent offset voltage results in a time error ∆T in the time interval
Tcharge that is dependent on Icharge. This gives a non-linearity in the control characteristic
fosc(Icharge) of the oscillator.

In the following subsections, formulas are derived for the second- and third-order
harmonic distortion that results in case a coupled sawtooth oscillator, with offset voltages
present in the differential pairs, is used for frequency modulation. The derivations are
based on a simplified version of the MOSFET quadratic current law, valid in the saturation
region of the strong inversion operating range:

( )2
TGSD VV

2

K
I −=  (4.2)

In this expression ID is the drain current, VGS is the gate-source voltage, VT is the threshold
voltage (assumed constant) and K is given by:

L

W
CK ox=  (4.3)

in which µ is the electron or hole mobility, Cox is the gate-source capacitance per unit area
and W and L are respectively the channel width and length of the MOSFET transistor.
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Figure 4-6. The waveforms in an oscillator stage (see Figure 4-2) during start-up of a
capacitor voltage ramp; (a): without offset; (b): with current dependent offset in the

differential pair.
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Threshold voltage mismatch in differential pair
The offset voltage of the differential pair due to a threshold voltage mismatch ∆VT between
the differential pair’s transistors is given by:

( ) Teargchoffset VIV =  (4.4)

The offset voltage is independent of the tail current Icharge. Hence, threshold voltage
mismatch in the differential pair does not result in control non-linearity of the coupled
sawtooth oscillator; it will only result in a (constant) shift of the effective reference voltage
level VREF1 in the oscillator.

K-factor mismatch in differential pair

Using the simplified quadratic MOSFET current law (4.2), the offset voltage Voffset of a
differential pair, operating in strong inversion, as a function of the tail current Icharge can be
derived as [58]:

( )
avgavg

eargch
eargchoffset K

.
with:

K

I

2
IV =⋅=                    (4.5)

in which ∆K represents the amount of K-mismatch. The offset voltage of the differential
pair due to K-mismatch is dependent on the tail current Icharge and will therefore result in
control non-linearity of the oscillator. Furthermore, it can be shown that K-mismatch alters
the shape of the ID,M2(Vin) curve somewhat, such that it is no longer point-symmetrical. In
order to simplify the following derivation of control non-linearity, it is assumed that K-
mismatch does not alter the point-symmetry of the ID,M2(Vin) curve.

Figure 4-7 defines the sign of the input differential voltage Vin of the differential pair M1,2.
In case KM1>KM2, the offset voltage is positive, because the input differential voltage,
needed to impose equal drain currents in M1 and M2, is positive in this case. Therefore, ∆K

in (4.3) is given by KM1-KM2.

In case n oscillator stages each contribute one positive ramp to the generation of one period
of oscillation, then the frequency of oscillation is given by:

( )
1REF

eargch
eargchosc VCn

I
If

⋅⋅
=  (4.6)

Suppose now that the differential pair in each of the n stages shows the same amount of K-
mismatch (worst case). Then the frequency of oscillation is given by (4.6), but with VREF1

replaced by offset1REF1REF VVV
eff

+= . Substituting this expression into (4.6) gives:

( ) ( )offset1REF

eargch
eargchosc VVCn

I
If

+⋅⋅
=  (4.7)

Because in general 1REFoffset VV <<  the following approximation can be made:

( ) 





−⋅

⋅⋅
≈

1REF

offset
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eargch
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V
1

VCn

I
If   (4.8)
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Substituting expression (4.5) into (4.8) gives:

( )
avg1REF
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.
with:
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2
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⋅

−⋅
⋅⋅

≈        (4.9)

In order to estimate the harmonic distortion that results if the oscillator is used in a
frequency modulation application, a Taylor expansion of (4.9) can be made around some
Icharge0:

( ) ( ) 3
3

2
210eargchosc0eargchosc iaiaiaIfiIf ⋅+⋅+⋅+=+  (4.10)

In appendix A, section A.1.1, the Taylor coefficients are given and the second- and third-
order harmonic distortion are calculated as:
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1
HD (4.12)

in which ∆I is the amplitude of the sinusoidal current i in (4.10). Expressions (4.11) and
(4.12) give the harmonic distortion in the relationship ( )eargchosc If  in case of the same K-

mismatch appearing in each of the n differential pairs in an n-stage coupled sawtooth
oscillator. Appendix A, section A.1.2 also gives the Taylor expansion of the inverse
relationship ( )osceargch fI  and the corresponding expressions for the harmonic distortion.

This inverse relationship plays a role in case the oscillator is used in a frequency
demodulation application.

In order to verify expressions (4.11) and (4.12) for the harmonic distortion, a transient
simulation is carried out of the circuit shown in Figure 4-7. The capacitor C is chosen 5pF
and VREF1=2V. In the simulation, a simple MOS transistor model is used that is based on
the simplified quadratic current law (4.2). A K- mismatch of 10% is applied to the
differential pair (p=1.1 in Figure 4-7) and the time interval Tcharge is determined for the
current range [ ]A120A40I eargch      −= . With the average K-factor being equal to

52.5⋅10-6A/V2 in this experiment, this gives [ ]V48.0V28.0KI avgeargch     −= . The

resulting fosc(Icharge)-curve is obtained by assuming that the oscillator consists of 4 identical
stages, such that ( )eargchosc T41f ⋅= . Given the chosen values for C and VREF1 this results
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in ( ) [ ]MHz3MHz1If eargchosc    −≈ . By (least square) fitting the fosc(Icharge)-curve in a

number of different operating points, using a third order polynomial, the Taylor
coefficients are obtained for these operating points. Subsequently, HD2 and HD3 are
calculated in these points using an arbitrary ∆I =20µA.

Figure 4-7. Circuit used in transient simulation to determine Tcharge at different values of
Icharge in case of K-mismatch (p≠1) in the differential pair or VT mismatch (∆VT ≠0) in

the current mirror.

The resulting values of HD2 and HD3 are compared with those, obtained from the symbolic
expressions (4.11) and (4.12). Figure 4-8 shows the results. A fairly good agreement
between simulation and calculation is obtained; the remaining differences might be caused
by the simplification (used in the symbolic calculation) that K-mismatch does not alter the
point-symmetry of the ID(Vin) curve of the differential pair.

Figure 4-8. Calculated and simulated HD2 and HD3 of fosc(Icharge) in case of a K-
mismatch in the differential pairs of η=10% (p=1.1 in Figure 4-7) ; Kavg=52.5⋅10-6A/V2.

The ∆I-value was chosen 20µA.
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4.3.3 Mismatches in the current mirror

In order to supply the current Icharge to the differential pair, a current mirror is used: see for
example the current mirror M3,4 in Figure 4-7. Mismatches between the transistors of the
mirror may affect the control linearity of the oscillator: whenever the mirror-ratio becomes
dependent on the current Icharge that is mirrored, a non-linearity in the control characteristic
of the oscillator results.

K-factor mismatch in current mirror

K-factor mismatch between the transistors of the current mirror results in a deviation from
the ideal mirror ratio. However, the non-ideal mirror ratio is not dependent on the current
that is mirrored. Therefore, K-mismatch in the current mirror does not affect the control
linearity of the oscillator.

Threshold voltage mismatch in current mirror

Threshold voltage mismatch between the transistors of the current mirror results in a
deviation from the ideal mirror ratio that is dependent on the current that is mirrored. The
threshold voltage mismatch in the current mirror M3,4 in Figure 4-7  is given by:

3M,T4M,TT VVV −= (4.13)

Using the simplified quadratic current law for the MOSFET in strong inversion (4.2), the
drain current of transistor M3 (the output current of the mirror) can be written as:

( )( )
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in which Icharge is the input current of the mirror. Suppose now that the current mirror in
each of the stages of the coupled sawtooth oscillator shows the same threshold voltage
mismatch ∆VT (worst case). Then the frequency of oscillation is given by (4.6), but with
Icharge replaced by (4.14), resulting in:
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In appendix A, section A.2.1 the Taylor expansion of (4.15) is given, resulting in the
following expressions for the second- and third-order harmonic distortion:
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in which ∆I is the amplitude of the sinusoidal current i in (4.10). Expressions (4.16) and
(4.17) give the harmonic distortion in the relationship ( )eargchosc If  for the case that the

same threshold voltage mismatch ∆VT appears in each of the n 1:1 current mirrors in an n-
stage coupled sawtooth oscillator. Appendix A, section A.2.2 also gives the Taylor
expansion of the inverse relationship ( )osceargch fI  and the corresponding expressions for

the harmonic distortion. This inverse relationship plays a role in case the oscillator is used
in a frequency demodulation application.

In order to verify expressions (4.16) and (4.17) for the harmonic distortion, a transient
simulation is carried out of the circuit shown in Figure 4-7 with ∆VT=10mV. The approach
that is followed is equal to the one, resulting in Figure 4-8. Figure 4-9 shows the results of
both simulation and calculation, using the symbolic expressions (4.16) and (4.17). Again,
∆I was chosen 20µA and K=50⋅10-6A/V2. A good agreement is obtained between
simulated and calculated distortion figures.

Figure 4-9. Calculated and simulated HD2 and HD3 of fosc(Icharge) in case of a VT-
mismatch in the current mirror of ∆VT =10mV; K=50⋅10-6A/V2; ∆I= 20µA.

4.4 Jitter
Similar to the case with the regenerative sawtooth oscillator, the noise, present in the
coupled sawtooth oscillator on the reference voltage level VREF1 and on the charge current
Icharge, is able to modulate the period of oscillation. In the following sections, the jitter
contributions appearing in the coupled sawtooth oscillator, due to

• voltage noise in series with VREF1

• current noise in parallel with Icharge

• noise of the differential pair’s transistors
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are calculated. The calculations include the effect that the number of stages (that are used
to generate one period of oscillation) has on the overall jitter. In section 4.5, the jitter
expressions of the coupled sawtooth oscillator are compared with those of the regenerative
sawtooth oscillator.

4.4.1 Jitter due to voltage noise in series with VREF1

Figure 4-10 shows one stage of the coupled sawtooth oscillator, including the voltage noise
source vn in series with VREF1. During the time interval that the differential pair switches,
this voltage noise is transferred into a noise current i1 by the differential pair. Also shown
in this figure is the transfer function of the differential pair, which will be approximated by
a linearised function in the following calculations. This linearisation is equivalent to a
constant transconductance of the differential pair during switching.

Figure 4-10. The noise voltage vn is transferred into a noise current i1 during switching
of the differential pair.

The transconductance associated with the linearised transfer function of the differential
pair is given by:
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(4.18)

where [-VB,VB] is the input voltage window of the linearised transfer function (see Figure
4-10). Using the simplified quadratic MOSFET current law, given by (4.2), the voltage VB

can be derived as [59]:

L

W
CK

K

I
V ox

eargch
B ==   with             (4.19)

The transconductance of the differential pair determines the ratio between the differential
output noise current of the differential pair, which equals 2⋅i1 (see Figure 4-10), and the
differential noise voltage vn at its input:
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n
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m v
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g

0

⋅= (4.20)

If the linearised transfer function is used, then the differential pair switches during the time
interval in which the capacitor voltage V0 of the preceding stage lies within a range
[-VB,VB] around VREF1. During this time interval, V0 is a linear function of time with a slope
equal to ( )CI eargch . The duration of the time interval, during which the differential pair

switches, is thus given by:
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By using (4.18), Tswitch can be expressed as:

0m
switch g

C2
T

⋅=  (4.22)

Figure 4-11 illustrates the procedure that is followed in order to calculate the jitter due to
vn. During the time interval Tswitch, the noise voltage vn is converted into a current i1 (see
Figure 4-10) by the transconductance of the differential pair. The noise current i1 is
integrated by the capacitor, resulting in a capacitor voltage error ∆V1 at the end of the
integration interval Tswitch. This voltage error is given by:
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The capacitor voltage error ∆V1 causes an error ∆T in the period of oscillation.

The capacitor voltage errors ∆V1 that are made in successive stages of the coupled
sawtooth oscillator can be thought of as samples of the “moving average” of the noise
voltage vn, given by:

( ) ( )dv
T

1
tv

t

Tt
n

switch
eq,n

switch

∫
−

=  (4.24)

This notion allows for an alternative representation of the signals in Figure 4-11(a): see
Figure 4-11(b). The noise voltage vn, present on the reference voltage level VREF1 in Figure
4-11(a), is now replaced by the equivalent noise vn,eq, given by (4.24). A new capacitor
voltage ramp is started as soon as the capacitor voltage V0 of the preceding stage crosses
VREF1 + vn,eq (see Figure 4-11(b)). Situations (a) and (b) both result in the same statistics for
the time error ∆T.



4.4 : Jitter

83

Figure 4-11. Capacitor voltage waveforms in the coupled sawtooth oscillator during
start-up of a ramp (a) and an alternative representation (b).

It can be shown that the variance of the “equivalent” reference voltage noise vn,eq (see
Figure 4-11(b)) is smaller than that of the original noise vn (see Figure 4-11(a)). This is the
key to the explanation for the improvement in jitter performance of the coupled sawtooth
oscillator, compared to the conventional regenerative oscillator.

To calculate the variance of the time error ∆T, the first crossing approximation (see section
3.5.2 of chapter 3) can be applied to the capacitor voltage waveform V1 in Figure 4-11(b),
resulting in:

2
V

2
v

2
V

2
V2

T

1

eq,n

1

1

slopeslope
==  (4.25)

in which slopeV1 is the slope of the capacitor voltage in the coupled sawtooth oscillator.

The variance 2
V1

 is calculated easily by using the equivalent circuit shown in Figure 4-

12. In this circuit, 
0mg  represents the (constant) transconductance of the differential pair

during switching. Furthermore, Tswitch is the duration of the interval during which the
differential pair switches.
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Figure 4-12. Equivalent circuit for the calculation of σ∆V1
2.

By using equation (B.14) in appendix B, the variance of the capacitor voltage error ∆V1 is
given by:
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in which 
1i

S  is the power spectral density of the noise current  i1 flowing into the capacitor

C during the time interval Tswitch. Using (4.20), 
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Substituting this expression into (4.26) gives:
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In appendix D, the variance of the capacitor voltage error 2
V1

 is calculated without

linearising the transfer function of the differential pair. It is shown that the resulting
expression for the voltage variance differs only marginally from (4.28).

By substituting the expression for Tswitch given by (4.21), the variance of the capacitor
voltage error (4.28) can be written as:
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2

1
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⋅=  (4.29)

From this expression, one can conclude that the effective bandwidth, by which the voltage
noise vn contributes to the variance of the capacitor voltage error ∆V1, is given by

( )switchT21 . Thus, by gradually starting up a capacitor voltage ramp using a differential

pair, the oscillator exploits its own capacitor to effectively reduce the bandwidth (and thus
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the variance) of the reference voltage noise. This explains the improvement in jitter: in a
regenerative oscillator with an infinitely fast trigger-circuit, the reference voltage noise vn

contributes over its full bandwidth to the variance of the capacitor voltage error ∆V1.

Before proceeding with the calculation of 2
T , it is worthwhile to derive the power

spectral density of the equivalent noise voltage vn,eq in Figure 4-11(b) as a function of
frequency, as this gives more insight in how the bandwidth reduction is established. The
power spectral density of vn,eq can be derived easily by recognising that (4.24) can be
written as a convolution:

( ) ( ) ( )dppthpv
T

1
tv In

switch
eq,n −⋅= ∫

∞

∞−
 (4.30)

with:

( )


 ≤≤

=
elsewhere0

Tt01
th switch

I               

               
 (4.31)

The power spectral density of vn,eq(t) is then given by:

( ) ( ) ( )2
Iv2

switch
v fHfS

T

1
fS

neq,n
⋅⋅=  (4.32)

in which ( )fS
nv  is the power spectral density of the original voltage noise vn (see Figure

4-11) and HI(f) is the Fourier transform of hI(t). The modulus squared of HI(f) is given by:

( ) ( ) 2

switch

switch
switch

2
I fT

fTsin
TfH 





⋅=  (4.33)

Substituting (4.33) into (4.32) gives:

( ) ( ) ( ) 2

switch

switch
vv fT

fTsin
fSfS

neq,n 





⋅=  (4.34)

Figure 4-13 gives a plot of the sinc-function in (4.34). Form this plot and (4.34) one can
conclude that for frequencies beyond switchT1 , the reference voltage noise vn is effectively

filtered. The larger Tswitch is chosen, the more the bandwidth of the noise voltage vn is
reduced.
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Figure 4-13. The sinc-function in expression (4.34) as a function of frequency.

The (random) capacitor voltage error ∆V1 that is made during the start-up interval of some
ramp in the coupled sawtooth oscillator equals the value of one sample of vn,eq (see Figure

4-11(b)). Therefore, one can calculate the variance 2
V1

 as:

( )
( ) switch

v
34.4

0
v

2
v

2
V T2

1
SdffS

neq,neq,n1
⋅=== ∫

∞
 (4.35)

in which the power spectral density of vn is assumed constant (white noise). Note that

(4.35) gives the exact same result for 2
V1

as given by (4.29).

Let us return now to the calculation of 2
T as outlined by (4.25). Suppose that the number

of stages that contributes a positive ramp to the period of oscillation equals n. Then the
slope of the capacitor voltage V1 can be expressed in terms of VREF1 by:








=

n

T
V

slope
osc

1REF
V1

 (4.36)

Substituting (4.36) and (4.35) into (4.25) gives the variance of the time error ∆T as:

2
1REF

switch

2
oscv

2
2

T
V

T

T

2

S

n

1
n ⋅

⋅=  (4.37)

Suppose furthermore that the reference voltage level VREF1 is contaminated by (possibly the
same) white noise in each of the n stages of the coupled sawtooth oscillator. As there is no
overlap in time of the differential pair’s switching intervals Tswitch in successive stages (see
section 4.3.1), the voltage errors ∆V1 (see Figure 4-11) arising in successive stages are
statistically independent (in case of white noise). Therefore, the variance of the time error
in one period of oscillation is given by:
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2
1REF
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2
oscv
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T
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2

S

n

1
n

n

osc

⋅
⋅=⋅=  (4.38)

Finally, the jitter expression is given by:

REF

switch

v

osc

T

V

T

1

n

1

2

S

T

n

osc

⋅⋅
=  (4.39)

As was mentioned earlier in this subsection, the noise bandwidth by which the noise
voltage vn is converted into jitter, is proportional to the inverse of the differential pair’s
switching time: ( )switchT1 . The larger Tswitch is chosen, the smaller is the jitter due to

voltage noise in series with VREF1. At a given period of oscillation Tosc and number of
stages n, the allowable maximum Tswitch is determined by the linearity restriction of non-
overlapping start-up trajectories of capacitor voltages (see section 4.3.1):

n

T
T osc

max,switch =  (4.40)

Substituting this value into (4.39) results in the final expression for the jitter of the coupled
sawtooth oscillator, due to voltage noise vn in series with VREF1:

REF

osc
v

vosc

T

V

f
2

S

T

n

n

osc

⋅
=





 (4.41)

Compared to the equivalent jitter expression of the regenerative sawtooth oscillator, given
by expression (3.57) in chapter 3, a large improvement in jitter can be noticed, as the
frequency of oscillation fosc is generally much smaller than the noise bandwidth Bn,comp of
the comparator, used in the regenerative sawtooth oscillator. Section 4.5 discusses the jitter
comparison in more detail.

The jitter expression (4.41) is independent of the number of stages n. The reason for this is
that with an increasing number of stages, the slope of the capacitor voltages increases (at
constant Tosc), which compensates for the increasing number of VREF1 crossings and the
decreasing Tswitch.

However, the independence of jitter on the number of stages n does not mean that the
number of stages can be chosen arbitrarily. At a given period of oscillation Tosc and
reference voltage level VREF1, the slope of the capacitor voltages is proportional to the
number of stages n that contribute a ramp to the generation of one period of oscillation.
Simultaneously, the value of the capacitor voltage slope is given by the ratio ( )CI eargch .

Hence, the choice of the number of stages n affects the total current consumption

eargchtot InI ⋅=  and/or the total capacitance area CnCtot ⋅= . Section 4.4.4 discusses in

more detail how the number of stages n affects the jitter expression, the power
consumption and the total capacitance area.
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4.4.2 Jitter due to current noise in parallel with Icharge

Figure 4-14 shows two stages I and II of the coupled sawtooth oscillator. In stage I, a noise
current in is added, parallel to Icharge. When the capacitor voltage V0 of the preceding stage
reaches the voltage level VREF1, the differential pair in stage I switches the current Icharge +
in towards the right-hand side. For the moment, it is assumed that the differential pair
switches infinitely fast. The noise current in is integrated by the capacitor, resulting in a
fluctuation of the capacitor voltage during the entire interval Tcharge. This in turn results in a
time error ∆T in the crossing of the VREF1-level.

Figure 4-14. Illustration of the influence of a noise current parallel to Icharge in stage I
and the equivalent network of stage I.
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The variance of the time error ∆T can be calculated by assuming that the first VREF1-
crossing of the capacitor voltage in stage I switches the differential pair in stage II
completely and irreversibly. The equivalent circuit of stage I, shown at the bottom of
Figure 4-14, allows for a calculation of the variance of the capacitor voltage error ∆V1

appearing in stage I. Using this equivalent circuit and the expressions, given in section B.1

of appendix B, the variance 2
91

 can be calculated as:

eargch
i

2
2

9 T
2

S

C

1 n

1
⋅=  (4.42)

The variance in the time error ∆T can be calculated by using the first crossing
approximation (see section 3.5.2 of chapter 3):
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Islope
1

1

1







==  (4.43)

Substituting the expression for 2
V1

 (4.42) results in:

2
eargch

eargchi2
T

I

T

2

S
n ⋅=  (4.44)

In case n stages are used to generate one period of oscillation, then:

n

T
T osc

eargch =  (4.45)

Substituting this expression into (4.44) gives:

2
eargch

osci2
T

I

T

2

S

n

1 n ⋅=  (4.46)

In case the current Icharge in each of the n stages is contaminated by white noise, then the
time errors ∆T, generated in successive stages, are independent. Therefore, the variance of
the time error in one period of oscillation Tosc is given by:

2
eargch

osci2
7

2
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I

T

2

S
n n

osc
⋅=⋅=  (4.47)

The expression for the jitter caused by a white noise current in parallel to Icharge is finally
given by:

eargch

osc
i

iosc

7

I

f
2

S

T

n

n

osc

⋅
=





 (4.48)

This expression for the jitter due to a white noise current in parallel to Icharge is identical to
that of the regenerative sawtooth oscillator (see expression (3.16) in chapter 3). The
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calculations that led to (4.48) are based on the assumption that the differential pairs in the
coupled sawtooth oscillator switch infinitely fast. In reality however, the time interval
Tswitch, during which a differential pair switches, is chosen as large as possible, to reduce
the jitter-contribution of noise, present on VREF1 (see section 4.4.1). Figure 4-15 illustrates

the relevant information for a more realistic calculation of 2
T . The upper part of Figure

4-15 shows two stages I and II of the coupled sawtooth oscillator, including a noise current
source in parallel to Icharge in stage I. When the capacitor voltage V0 of the stage, preceding
stage I, reaches the vicinity of VREF1, the differential pair in stage I starts switching and the
noise current in starts flowing into the capacitor of stage I. When the differential pair has
switched completely, the noise current i1 flowing into the capacitor reaches its maximum
value in. This noise current is integrated by the capacitor, resulting in a voltage fluctuation.
When the capacitor voltage in stage I reaches the vicinity of VREF1, the differential pair in
the following stage (stage II) starts to switch. During this phase, the capacitor voltage
fluctuation in stage I is transferred into a current fluctuation i2 by the differential pair in
stage II and integrated, resulting in a capacitor voltage fluctuation in stage II as well.

Notice from Figure 4-15 that the capacitor voltage in stage II only fluctuates during the
time interval in which its differential pair is switched from one side to the other.

The following calculation of σ∆T
2 is based on the assumptions that:

• the time intervals Tswitch , during which the differential pairs switch from one side to the
other, are maximum and thus adjoining;

• during the time interval that the differential pair switches in stage I, the noise current i1

(entering the capacitor) grows linearly to its maximum value in;

• the transconductance gm of the differential pair in the second stage is constant during
switching.

The lower part of Figure 4-15 shows the equivalent networks of stages I and II, including
the switch functions m1(t) and m2(t), that represent the time dependency of the noise
processing, carried out by the differential pair during switching in stage I and II,
respectively.
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Figure 4-15. Illustration of the influence of a noise current parallel to Icharge in stage I
and the equivalent network of stages I and II.

The variance of the total capacitor voltage error in stage II at t=tc is calculated in appendix
E; the result is given by:

( ) switch
i

2c
2

V T
3

S

C

1
tt n

2
== (4.49)
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Expression (4.49) is valid only in case the time intervals Tswitch in Figure 4-15 are
adjoining. In that case, Tswitch equals Tcharge (which in turn is given by Tosc/n, in which n is
the number of stages that contributes a rising ramp to the generation of one period of
oscillation). Hence, we can rewrite (4.49) as:

( ) eargch
i

2c
2

V T
3

S

C

1
tt n

2
== (4.50)

Compared to (4.42), the difference in the variance of the capacitor voltage error is only
marginal. The same conclusion holds for the difference in the resulting jitter expressions:

• in case the differential pairs switch instantly, such that the switching time of the
differential pair Tswitch=0, then the jitter due to a white noise current in parallel to  Icharge

(in each of the n stages) is given by (4.48):
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 (4.51)

• in case Tswitch= Tswitch,max=Tosc/n the jitter is calculable from (4.50) following the same
procedure as applied to expression (4.44), giving:
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osc

⋅
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 (4.52)

The conclusion that can be drawn is that the jitter due to a white noise current in parallel to
Icharge decreases only marginally when the switching time of the differential pair Tswitch is
enlarged from zero to its maximum value Tosc/n.

At first sight, the jitter expressions given by (4.51) and (4.52) seem independent of the
number of stages n. This is however not entirely true: a larger number of stages (at a given
Tosc) results in a larger slope of the capacitor voltages, and thus a larger (Icharge/C). A larger
slope can be realised by changing Icharge and/or C. In section 4.4.4, a more detailed analysis
is given of the influence that n has on jitter, power consumption and capacitance area.

4.4.3 Jitter due to the noise of the differential pair’s transistors

Figure 4-16 shows one stage of the coupled sawtooth oscillator, including the noise current
sources in1 and in2 of the transistors M1 and M2 of the differential pair. During the time that
the differential pair switches, these noise sources contribute to a (time dependent) noise
current i1 flowing into the capacitor. As soon as the differential pair is fully switched to the
right-hand side, the noise current in1 is zero (M1 is switched off) and in2 flows entirely
through M2 (M2 becomes a cascode transistor).
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Figure 4-16. The noise currents in1 and in2 result in a noise current i1 during switching
of the differential pair.

Figure 4-16 also shows the transfer function of the differential pair, which will be
approximated by a linearised function in the following calculations. As a consequence, it is
assumed that the differential pair switches when the input voltage V0 lies in the range
[ ]BB V,V−  around VREF1. The transconductance of the differential pair during switching is

assumed constant and equal to gm(Vin=0).

The noise current i1 is integrated by the capacitor, resulting in a voltage error ∆V1 across
the capacitor. Figure 4-17 gives an example of the capacitor voltage waveforms. Notice
that the capacitor voltage V1 fluctuates only during the time interval that the differential
pair switches.

Figure 4-17. During switching of the differential pair, the noise currents in1 and in2 in
Figure 4-15 contribute to the capacitor voltage error ∆V1.

The variance of the time error ∆T in Figure 4-17 can be calculated by using the first
crossing approximation (see section 3.5.2 of chapter 3):

2
V

2
V2

T

1

1

slope
=  (4.53)
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In order to calculate the variance of the capacitor voltage 2
V1

, first the power spectral

density of the noise current i1, flowing into the capacitor, must be calculated.

In the following, only white noise currents are considered. The power spectral densities of
the transistors’ white noise currents in1 and in2 in Figure 4-16 as a function of the
differential input voltage Vin are given by:

( ) ( ) ( ) ( )in2miniin1mini VkTg4VSVkTg4VS
2n1n

==    and   (4.54)

in which gm1 and gm2 are the transconductances of transistors M1 and M2, respectively. By
analysing the circuit of Figure 4-16, the power spectral density of the noise current i1,
flowing into the capacitor, can be derived as:

( ) ( ) ( )
( ) ( ) ( ) ( )

( ) ( )
2

in2min1m

in1m
ini

2
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⋅+





+

⋅=

 (4.55)

Substituting the expressions for ( )ini VS
2,1n

 (4.54) into (4.55) gives:

( ) ( ) ( )
( ) ( )in2min1m

in2min1m
ini VgVg

VgVg
kT4VS

1 +
⋅⋅=  (4.56)

In appendix F, it is shown that the fraction with the transconductances is equal to
( )inm Vg5.0 ⋅ , in which gm(Vin) is the transconductance  ( )diff,indiff,out VI   of the

differential pair. Hence we can write:

( ) ( )inmini Vg
2

1
kT4VS

1
⋅=  (4.57)

As we are linearising the transfer function of the differential pair in this section, the
transconductance of the differential pair is assumed constant:

( ) ( )
0minminm g0VgVg ===  (4.58)

Substituting this expression into (4.57) gives:

01 mi g
2

1
kT4S ⋅=  (4.59)

The power spectral density of the noise current i1, entering the capacitor, can be translated
into the power spectral density of an equivalent noise voltage vn in series with VREF1, by
noting from (4.20) that:
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i ⋅=⇒⋅=⇒

⋅
=                  (4.60)

The expression for 
nvS  can be substituted directly into the jitter expression (4.41), derived

in section 4.4.1. However, in order to have a more “transparant” view on how the number

of stages n influences the resulting jitter, we proceed with the calculation of 2
V1

by

using (B.14) in appendix B:
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Substituting the expression for 
1i

S (4.59) gives:
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⋅⋅=  (4.62)

Substituting the expression for Tswitch, given by (4.22), gives:

C

kT22
V1

=  (4.63)

In appendix F the exact same expression for 2
V1

is derived without linearising the

transfer function of the differential pair.

As stated by (4.53), the variance of the resulting time error is given by:
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=  (4.64)

In case n stages each contribute one capacitor voltage ramp to one period of oscillation,
then the slope of the capacitor voltage is given by:








==

n

T
V

T

V
slope

osc

1REF

eargch

1REF
V1

 (4.65)

Substituting this expression and (4.63) into (4.64) gives:
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If the transistors of each of the n differential pairs produce white noise, then the variance of
the time error in one period of oscillation is given by:
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By dividing the left- and right-hand side of (4.67) by Tosc
2, the jitter is obtained as:
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 (4.68)

The capacitance C and the number of stages n can be eliminated from this expression by
using (4.6), resulting in:
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 (4.69)

At first sight, the jitter expression given by (4.69) seems independent of the number of
stages n. This is however not entirely true: a larger number of stages (at a given Tosc)
results in a larger slope of the capacitor voltages, and thus a larger (Icharge/C). A larger
slope can be realised by changing Icharge and/or C. In section 4.4.4, a more detailed analysis
is given of the influence that n has on jitter, power consumption and capacitance area.

4.4.4 The number of stages

The minimum number of stages that is necessary to realise a coupled sawtooth oscillator is
two. In chapter 5 it will be shown that the functionality of the coupled sawtooth oscillator
is implemented easier if the number of stages n is chosen somewhat larger than two. In this
section, an analysis is given of the influence that the number of stages n has on the jitter,
the total power consumption and the total capacitance area.

The number of stages n is closely related to the slope of the capacitor voltage waveforms,
which is given by:
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I
slope

osc

1REFeargch
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 (4.70)

Thus we can write:

osc1REFeargch fVCnI ⋅⋅⋅=  (4.71)

At a given frequency of oscillation fosc and reference voltage level VREF1, this gives the
following proportionality:

CnI eargch ⋅∝  (4.72)

The values for n, C and Icharge are chosen by the designer. The question to be answered in
this section is: how do their values affect the power consumption, the capacitance area and
the jitter?

The total capacitance that is used in the coupled sawtooth oscillator is given by:

CnCtot ⋅= (4.73)

The total power consumption of the coupled sawtooth oscillator is given by:

totDDtot IVP ⋅= (4.74)

in which VDD is the supply voltage and Itot is the total current that is drawn from the power
supply by the n stages together. Each stage in the coupled sawtooth oscillator draws a
current Icharge; therefore eargchtot InI ⋅= . The reason that the total current consumption is

dependent on the number of stages is that the charge current, appearing in each stage of the
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coupled sawtooth oscillator, is dumped to ground by the differential pair during times that
a stage is not producing a positive ramp across the capacitor. The highest level of current
efficiency can be reached if each stage is allowed to consume current only during the
intervals that its capacitor is being charged. In that case eargchtot II =  and the total current

consumption no longer depends on the number of stages n. Practically, the highest level of
current efficiency that can be reached is approximately eargchtot I2I ⋅= . This is because

the positive ramps of two successive stages partially overlap in time: see for instance
Figure 4-5. Thus, during the time that the ramps of two successive stages overlap, a charge
current needs to be present in both stages. Summarising these considerations gives:

dumping)(current                         eargchtot InI ⋅= (4.75)

dumping)current  (no                        eargchtot I2I ⋅= (4.76)

At a fixed supply voltage VDD, this results in the following proportionality for the total
power consumption:

dumping)(current                        eargchtot InP ⋅∝ (4.77)

dumping)current  (no                           eargchtot IP ∝ (4.78)

To investigate how the number of stages n affects the jitter, the jitter expressions derived in
previous sections are repeated below:
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(4.81)

Evaluating the jitter expressions at a fixed frequency of oscillation fosc, fixed reference level
VREF1 and fixed noise power spectral densities 

nvS  and 
ni

S  results in the following

observations:

• constant is    

n

osc

vosc

T

T 





     (4.82)
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• 
eargchpair.diffosc
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1

T
osc   ∝





 (4.84)

In order to get the complete picture, the other important relationships concerning area and
power are repeated below (valid under the same condition of a constant fosc and VREF1):

• CnI eargch ⋅∝  (4.85)

• CnCtot ⋅= (4.86)

• dumping)(current            eargchtot InP ⋅∝ (4.87)

• dumping)current  (no                eargchtot IP ∝ (4.88)

Suppose now that we want to increase the number of stages n at a given frequency of
oscillation (because this eases the design of the coupled sawtooth oscillator for example
(see chapter 5)). We demand that the jitter remains the same. As a result of (4.83) and
(4.84), the current Icharge (that charges the capacitor in each stage) must remain unchanged.
Furthermore, the capacitor C in each stage must be reduced proportional to n, because of
(4.85) and the constant Icharge. Consequently, the total capacitance of the oscillator remains
unchanged (4.86). And finally, the total power consumption that results is either
proportional to n (4.87), or constant (4.88).

Conclusion

At a given frequency of oscillation and supply voltage, the number of stages n
(contributing to the generation of one period of oscillation) does not affect the jitter, as
long as the current Icharge, used in each stage to charge the capacitor, remains unchanged
and the capacitor in each stage is scaled proportional to 1/n. The power consumption
remains the same as long as a stage consumes a current only during the time interval that it
contributes a ramp to the period of oscillation.

4.5 Jitter comparison between regenerative and coupled
sawtooth oscillator
In chapter 3 it was shown that in practical realisations of a regenerative sawtooth oscillator
the voltage noise in series with the decision level VREF is the dominant cause of jitter. This
jitter contribution is significantly reduced in the coupled sawtooth oscillator by gradually
starting up each new capacitor voltage ramp. In this section, a quantitative comparison is
made between the expressions for the jitter, due to voltage noise in series with VREF, of the
regenerative sawtooth oscillator and of the coupled sawtooth oscillator.

The expression for the jitter, due to voltage noise in series with the decision level VREF, of
the regenerative sawtooth oscillator is given by expression (3.57) in chapter 3 as:



4.5 : Jitter comparison between regenerative and coupled sawtooth oscillator

99

REF

comp,n
v

.reg,vosc

7

V

B
2

S

T

n

n

osc

⋅
=





 (4.89)

in which Bn,comp is the noise bandwidth of the comparators, used in the regenerative
sawtooth oscillator. It is related to the internal time constant of the comparator via
expression (3.26) in chapter 3:
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⋅
=  (4.90)

 The equivalent jitter expression of the coupled sawtooth oscillator is given by (4.79):
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Compared at equal frequency of oscillation fosc and noise density 
nvS , the jitter ratio

equals:
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 (4.92)

The noise bandwidth Bn,comp of the comparators, used in the regenerative sawtooth
oscillator, is strongly related to the control non-linearity of this oscillator, as was explained
in chapter 3. Therefore, a realistic jitter comparison between the regenerative sawtooth
oscillator and the coupled sawtooth oscillator can only be carried out at a specified amount
of control non-linearity. In section 3.4 of chapter 3, the following expression for the second
order distortion in the relationship Itune(fosc) is given, assuming that the non-linearity results
from the constant total delay tdelay,tot, introduced by the level-detection circuitry:

2

ft
HD

tot,delay
2

⋅
=  (4.93)

In a good design of the regenerative sawtooth oscillator, the total delay, introduced by the
level-detection circuitry, comprises only of the delay, introduced by the two comparators,
as explained in section 3.3 of chapter 3. In that case:

compcomp,dtot,delay 2t2t ⋅=⋅=  (4.94)

Combining (4.93), (4.94) and (4.90) gives:

comp,n
2 B4

f
HD

⋅
=  (4.95)

The jitter of the coupled sawtooth oscillator is not directly related to its control linearity.
The achievable control linearity is limited only by second-order effects like transistor
mismatches.



Chapter 4 : The Coupled Sawtooth Oscillator

100

To determine a realistic value for the noise bandwidth Bn,comp of the comparators in the
regenerative sawtooth oscillator, consider the following set of specifications, which are
typical values for FM sound demodulation in a VCR:

• dB66HD2 −=

• kHz50f =

• MHz2fosc =

Using (4.93), this results in an allowable maximum total delay sec102t 8
tot,delay

−⋅= ,

which equals oscT04.0 ⋅ . The minimum noise bandwidth that is required in the comparator

to achieve this delay can be calculated from (4.95) as: Hz105.2B 7
comp,n ⋅= . Inserting this

into (4.92) with MHz2fosc = results in the jitter ratio:
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Expression (4.96) leads to the following conclusion: in case one wants to achieve an equal
amount of jitter in the regenerative sawtooth oscillator, compared to the coupled sawtooth
oscillator under equal control linearity conditions, then the required power consumption in
the regenerative sawtooth oscillator is expected to be (3.5)2=12.25 times larger.

4.6 Locking sensitivity
Apart from an improvement in jitter at no loss of control-linearity, the coupled sawtooth
oscillator offers a further advantage that arises due to the effective filtering of the threshold
level. As shown by transfer function in Figure 4-13, the gradual switching of the
differential pair that turns on the oscillator’s charge current results in a low-pass filtering of
disturbing signals, present on the threshold level VREF1. These disturbing signals do not
necessarily include only noise, but also discrete, periodical signals like clock signals or
signals, stemming from other oscillators on the same dye. It is known that relaxation
oscillators that utilise a trigger circuit to detect crossings of the threshold level by the
capacitor voltage are extremely sensitive to locking to periodical signals, present on the
threshold level [56][57][26]. Locking or synchronisation of oscillators gives rise to
deviations in the frequency of oscillation; the oscillator is able to autonomously shift its
frequency of oscillation, such that it synchronises with the periodicity of the disturbing
signal. Especially when the repetition frequency of the disturbing signal is close to
(multiples) of the natural frequency of the relaxation oscillator, locking is easily
established. Locking can give rise to an oscillator output spectrum with many discrete,
comb-like spectral peaks appearing in the sidebands. A nice spectral plot, obtained from a
simple experiment with a relaxation oscillator, using triggering, is shown in [56]. This
article also shows that oscillator locking sometimes involves chaotic behaviour.

It is expected that the locking-sensitivity of the coupled sawtooth oscillator is much lower
than that of relaxation oscillators using triggering, as the coupled sawtooth 1) does not use
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a trigger circuit to detect crossings of the threshold voltage and 2) filters the threshold level
in low-pass fashion.

4.7 Conclusions
In the previous chapter it was shown that the regenerative oscillator exhibits a trade-off
between control linearity and jitter, due to the coupling between decision delay and noise
filtering that exists in the comparators that detect a level crossing of the capacitor voltage.
In order to achieve good control linearity, the decision delay must be made small and thus
the bandwidth of the comparators must be chosen large. However, a larger comparator
bandwidth gives less filtering of decision level noise and thus a larger variance of the
voltage error at the comparator’s output; this increases the oscillator’s jitter.

In this chapter, an alternative and simple level detection mechanism is introduced that does
not result in a trade-off between control linearity and jitter. In the proposed coupled
sawtooth oscillator, a simple differential pair is used that gradually turns on the capacitor’s
charge current. During the switching time of the differential pair, the decision level noise is
converted into a current and integrated on the oscillator’s capacitor. Due to the specific
combination of the transconductance and the switching time of the differential pair, the
variance of the resulting time error is considerably smaller than in the conventional
regenerative oscillator.

Despite the gradual turning on of the capacitor current by the differential pair, the
oscillator’s control linearity is preserved, due to the point-symmetrical transfer function of
the differential pair. In principle, the control linearity of the oscillator is limited only by
transistor mismatches.

It is expected that the locking-sensitivity of the coupled sawtooth oscillator is much lower
than that of relaxation oscillators that use a trigger circuit to detect crossings of the
threshold level by the capacitor voltage.
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Chapter 5

Realisation of the
Coupled Sawtooth

Oscillator

5.1 Introduction
In the previous chapter the coupled sawtooth oscillator was introduced. In this chapter,
several possible implementations of the coupled sawtooth oscillator are given. The
implementations are based on a combination of stages that are similar to the basic stage
implementation shown in Figure 4-2 of chapter 4. The realisations mainly differ in the
number of stages (positive ramps) that are used to generate one period of oscillation.

The minimum number of stages that is required is two. In that case, additional circuitry
like a memory is needed for proper operation, and some design effort has to be put in the
proper timing of the oscillator’s discharge intervals, as will be explained. It will be shown
that the functionality of the coupled sawtooth oscillator is implemented somewhat easier in
case four or more stages are used. More importantly, it will be shown that using four or
more stages results in a more effective filtering of decision level noise.

In the second part of this chapter, the design and realisation of a four-stage coupled
sawtooth oscillator is described.

5.2 Two-stage coupled sawtooth oscillator
The design constraints of a two-stage coupled sawtooth oscillator are revealed by an
analysis of the capacitor voltage waveforms shown in Figure 5-1.

The first problem that arises is that at some point during the charge-interval of a capacitor,
the capacitor of the other stage must be discharged. This can result in an undesired
termination of the charge interval, as the differential pair that controls the charge interval
switches back prematurely when the capacitor of the other stage is discharged. Therefore, a
latch is needed that secures the charge interval.
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Figure 5-1. Principle of the two-stage coupled sawtooth oscillator and its capacitor
voltage waveforms.

Another problem is the definition of the end of the discharge intervals. The discharge
switches M5,6 need to be controlled in such a way that a capacitor is released in time to
allow for a new positive ramp.

In the following, first the discharge circuitry is discussed, followed by a discussion of the
manner in which the charge states are secured.

5.2.1 The discharge circuitry

Transistors M5 and M6 in Figure 5-1 act as switches that short-circuit the capacitor during
the discharge intervals. Before M5 or M6 is allowed to switch on, the charge interval in the
other stage must be secured (how this is implemented is discussed later). Furthermore, M5,6

must be switched off in time, in order to release the capacitor in time before a new charge
interval starts. The duration of the discharge interval is defined by using two additional
voltage levels VREF2 and VREF3.

Figure 5-2 shows the capacitor voltage waveforms and the voltage levels VREF2,3 that
determine the time-position and duration of the discharge intervals. Two range-
comparators are used that each sense a capacitor voltage and compare it to VREF2,3. For
example, the signal outcomp2 in Figure 5-2 is produced by the range-comparator that senses
VC2. Whenever VC2 lies in between VREF2 and VREF3, the comparator output outcomp2

becomes high. This comparator output signal is fed to the gate of the discharge transistor
M5 (see Figure 5-1) in the other stage of the oscillator, thus discharging capacitor C1. The
optimum choice of VREF2,3 will be dealt with later.
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Figure 5-2. The discharge intervals (shaded areas).

The use of range-comparators introduces a problem: for example, during the interval that
capacitor C1 is discharged, its voltage traverses again the VREF2- and VREF3 level (see Figure
5-2). As a result, the output signal outcomp1 of the comparator that senses VC1 shortly
becomes high, resulting in an unwanted activation of the switch that discharges C2.
However, as the unwanted outcomp1-pulse appears during the interval that outcomp2 is high,
the signal outcomp2 can be used to shortly disable compator 1.

Figure 5-3 shows a possible implementation of a range comparator, including the disable
functionality.

Figure 5-3. The range comparator including the disable functionality.
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Figure 5-4. The discharge circuitry in the two-stage coupled sawtooth oscillator using
two range-comparators.

Figure 5-4 shows how the range-comparators control the discharge switches M5,6. The
circuit of Figure 5-4 is not complete yet. A latch still has to be added to the circuit in order
to secure the charge-states of the capacitors. As will be shown in the next section, the
output signals of the range-comparators can be used to activate this latch.

5.2.2 The securing of the charge-intervals

A modification of the basic stage-implementation shown in Figure 4-2 of chapter 4 is
needed to make it suitable for securing the charge-states of the capacitor. Figure 5-5(a)
shows a possible modification. The charge-state of capacitor C1 is secured by switching off
the additional NMOS transistor M7 in the drain-branch of M2. Thus, the current Icharge is
prevented from flowing through M2 at times when the gate of M2 is pulled to ground.

Figure 5-5(b) shows another possible implementation. Here, the charge-state of C1 is
secured by switching the differential pair M7,8. Controlling the gates of M7,8 as indicated by
the arrows prevents Icharge from flowing through M2.
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Figure 5-5. Possible ways to secure a charge state of the capacitor.

Because of its greater simplicity and better low supply-voltage compatibility, the stage
depicted in Figure 5-5(a) will be used to complete the circuit diagram of Figure 5-4. Figure
5-6 shows the complete two-stage coupled sawtooth oscillator. A latch is added to control
the transistors M7,8, thus securing the charge-states. Compared to Figure 5-4, where the
discharge-switches are controlled by the comparators, the discharge-switches M5,6 are now
controlled by a delayed version of the latch’s output signal. The delay τ is to make sure
that the charge-interval in the other stage is safely secured before the discharge-switch in a
stage is activated. The output signal of the comparator now serves as an enable signal for
the discharge switch, thus terminating the discharge interval in time.

Figure 5-6. Complete schematic of the two-stage coupled sawtooth oscillator.
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5.2.3 Alternatives for the latch

The memory needed to secure the charge-state does not necessarily have to be a latch. The
capacitors of the oscillator are storage elements that can serve as memory as well. In fact,
the basic stage implementation given in Figure 4-2 of chapter 4, can be modified such that
it secures its own charge state; see Figure 5-7.

Figure 5-7. Alternative way to secure the charge state of the capacitor.

The gate of M7 is now no longer controlled by a latch, but by the capacitor voltage of the
stage itself. Suppose the capacitor is empty and VC1 is low. Then the inverter output is high
and M7 is switched on, such that it can conduct the current that flows through M2. When
the capacitor voltage VC2 of the other stage reaches the vicinity of VREF1, the differential
pair M1,2 starts to switch the current Icharge towards the capacitor, which is then charged. At
a certain level of the capacitor voltage VC1, the inverter changes its output state and M7 is
switched off. This secures the charge-state of the capacitor: if VC2 (at the gate of M2) is
pulled to ground, the current keeps flowing through M1.

The stage-implementation of Figure 5-7 can be used in the two-stage coupled sawtooth
oscillator in combination with the discharge-circuitry given in Figure 5-4. It must be made
certain then that the inverter in Figure 5-7 switches off M7 before the range-comparator
activates the discharge switch in the other stage, thus pulling the gate of M2 in Figure 5-7
down.

5.2.4 The choice of the reference voltage levels

Figure 5-8 will be used here to illustrate how the voltage reference levels VREF1 and VREF3

in the two-stage coupled sawtooth oscillator of Figure 5-6 should be chosen. The choice of
VREF2 will be dealt with later in this section. For simplicity, it is assumed that the delay τ in
Figure 5-6 is zero.

In the following, the term "present stage" refers to the stage that most recently started a
positive capacitor voltage ramp in the running oscillator. The term "preceding" stage refers
to the stage whose capacitor voltage invoked the starting of the ramp in the present stage.
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The right-hand side of Figure 5-8 shows the capacitor voltage waveforms VC2 and VC1

appearing in the two-stage coupled sawtooth oscillator. A comparison of the capacitor
voltage in the present stage with the reference voltage level VREF1 determines when the
capacitor voltage ramp in the next stage is started. The transfer function of the differential
pair (see the left-hand side of Figure 5-8) determines the start-up trajectory of a capacitor
voltage. The start-up trajectory in a stage takes place during the time that the capacitor

voltage of the preceding stage lies in a range [ ]BB V2,V2 ⋅⋅−  symmetrically around

VREF1, where BV2 ⋅−  and BV2 ⋅  bound the input voltage window of the differential pair

(see the transfer function in the lower left-hand side of Figure 5-8).

Figure 5-8. The optimum positioning of the reference voltage levels VREF1 and VREF3.

When the capacitor voltage in the present stage crosses the reference voltage level VREF3,
then the charge-state in the present stage is secured (as explained in section 5.2.2) and the
capacitor in the preceding stage is discharged (see right-hand side of Figure 5-8). As the
slopes of the capacitor voltage ramps are equal, the voltage Vx, depicted in the right-hand
side of Figure 5-8, equals VREF3. As a result, the amplitude of the capacitor voltage equals
VREF1 + VREF3. Given the supply voltage, the amplitude determines the voltage that can be
spent for the realisation of the current source Icharge and, given a period of oscillation, it
also determines the slope of the capacitor voltage.

The ratio between VREF1 and VREF3 that should be chosen in order to guarantee a correct
operation of the oscillator can be determined by looking at the capacitor voltage
waveforms in Figure 5-8. The following constraints limit the choice of this ratio:
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• The start-up trajectories of successive capacitor voltage ramps are not allowed to
overlap. In section 4.3.1 of chapter 4, it was explained that this is a necessary constraint
in order to guarantee the control linearity of the oscillator. From Figure 5-8 it can be
concluded that this gives the following constraint for VREF1:

B1REF V22V ⋅>  (5.1)

• The start-up trajectory of the capacitor voltage in the present stage has to be completed
before this voltage crosses the reference voltage level VREF3. This can be explained by
looking at the oscillator circuit in Figure 5-6. Suppose that stage I is the stage that
presently generates a positive capacitor voltage ramp. Based on a comparison of VC1

with VREF3, the comparator comp1 determines when M7 is switched off (such that the
charge interval of C1 is secured). Before M7 is switched off however, it must be
guaranteed that the differential pair M1,2 has switched the entire current Icharge towards
capacitor C1. Otherwise, the current flowing into the capacitor would show a sudden
increase towards Icharge when M7 is switched off too early. To allow VC1 to complete its
start-up trajectory before reaching VREF3, VREF3 should be chosen such that:

B3REF V2V ⋅>  (5.2)

In order to determine the final choice of the reference voltage levels VREF1 and VREF3, the
level VREF2 has to be added to the picture. The VREF2-level determines when the discharging
of a capacitor is terminated (see section 5.2.1): as soon as the capacitor voltage in the
present stage crosses VREF2, the discharge switch in the preceding stage is opened. The
discharge switch must be opened in time in order to allow for the generation of the next
positive ramp. Figure 5-9 shows the consequences for the final distribution of the various
voltage levels.

Figure 5-9. The optimum positioning of the voltage levels VREF1, VREF2 and VREF3.
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The first noticeable thing in Figure 5-9 is that the correct choice of voltage levels is:

3REF2REF1REF VVV >>  (5.3)

Furthermore, the levels should be distributed in such a way that the duration of the start-up
trajectories Tswitch can be chosen maximum, since this gives a maximum effective
bandwidth reduction of noise on VREF1 (see section 4.4.1 of chapter 4). It can be concluded
from Figure 5-9 that the intervals Tswitch can be chosen maximum if VREF2 and VREF3 are
chosen symmetrically around 1REFV5.0 ⋅  (as shown in Figure 5-9):

3,2REF1REF2REF V
2

1
V

2

1
V +=  (5.4)

3,2REF1REF3REF V
2

1
V

2

1
V −=  (5.5)

where 3,2REFV  is the voltage difference between VREF2 and VREF3.

To furthermore assure that a start-up trajectory of a capacitor does not overlap with its own
discharge interval, the following condition must be met:

2REFB1REF VV2V >⋅−  (5.6)

Substituting (5.4) into (5.6) gives, after rearranging:

3,2REFB1REF VV22V +⋅>  (5.7)

Actually, the same condition follows if (5.2) is substituted in (5.5). Note that condition
(5.7) is more stringent with respect to VREF1 than condition (5.1); therefore (5.7) replaces
(5.1). Carefully studying of the various conditions reveals that all demands are met if
conditions (5.4), (5.5) and (5.7) are met.

The voltage VB, which is related to the transfer function of the differential pair (see Figure
5-8), plays an important role in establishing the right values of the various voltage
reference levels. In case of a MOSFET differential pair, VB is not only dependent on the
geometry of the transistors, but also on the tail current Icharge. Thus, when Icharge is changed
in order to change the frequency of oscillation, VB also changes. Using the simplified
quadratic law for the drain current of a MOS transistor, operating in the saturation region
of the strong inversion operating range, given by (see also (4.2) in chapter 4):

( )2
TGSD VVK

2

1
I −⋅⋅=  (5.8)

the following expression for VB can be derived [59]:

( )
K

I
IV

eargch
eargchB =  (5.9)

with K being equal to (see also (4.3) in chapter 4):

L

W
CK ox ⋅⋅=  (5.10)
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Thus, VB is proportional to eargchI . As a result, because the voltage reference levels

VREF1, VREF2 and VREF3 are constant, condition (5.7) can only be satisfied as long as the
value of Icharge remains below a certain maximum value Icharge,max. Therefore, a more correct
representation of condition (5.7) is given by:

( ) 3,2REFmax,eargcheargchB1REF VIIV22V +=⋅> (5.11)

As a consequence of the dependency of VB on Icharge, the frequency range over which the
oscillator is linearly controllable is limited to a certain maximum frequency of oscillation
(related to Icharge=Icharge,max).

An alternative way to explain this goes as follows: because of the dependency of VB on
Icharge, the duration of the start-up interval Tswitch (see Figure 5-9) is not proportional to the
period of oscillation. This results from the fact that Tswitch is determined by the voltage VB

and the slope of the capacitor voltage as:







⋅=

C

I
V22

T
eargch

B
switch  (5.12)

Substituting the expression for VB, given by (5.9), shows that Tswitch is proportional to

eargchI1 . However, the period of oscillation Tosc is proportional to eargchI1 . Hence,

when for example Icharge is enlarged, the duration of the start-up intervals Tswitch decreases
slower than the period of oscillation. At a certain maximum value of Icharge (equivalent to a
certain maximum frequency of oscillation) the start-up intervals in Figure 5-9 will start
overlapping the discharge interval. This will degrade the control linearity of the oscillator.

Normally, the application of the oscillator determines the maximum frequency of
oscillation fosc,max for which control linearity should still be maintained. From this
maximum frequency of oscillation, a maximum value for the current Icharge can be derived.
In combination with the choice of VREF1, the differential pair should then be dimensioned
in such a way that at fosc,max, the start-up interval is not yet overlapping the discharge
interval in Figure 5-9. The necessary dimensioning of the differential pair can be derived
from (5.11) as:

( ) 3,2REFmax,eargcheargchB1REF VIIV22V +=⋅= (5.13)

Substituting (5.9), the value for the W/L ratio of the MOS transistors in the differential pair
can be derived.
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5.2.5 Advantages of using ring structures

As shown in section 4.4.1 of chapter 4, the duration Tswitch of the start-up trajectories of
capacitor voltage ramps should be chosen maximally, in order to establish a maximum
effective bandwidth reduction of the noise on VREF1 that contributes to the jitter. In a two-
stage coupled sawtooth oscillator, the maximum possible Tswitch that can be chosen is rather
limited, due to the discharge intervals that interleave in time with the start-up trajectories
(see Figure 5-9). This can not be avoided in a two stage oscillator: somewhere during the
charge interval of the capacitor in the present stage, the capacitor in the preceding stage
must be discharged in order to get ready for the generation of the following ramp.

By implementing the coupled sawtooth oscillator as a ring of several stages, this problem
can be solved. As there are more than two stages, some other stage (whose capacitor was
already discharged earlier) can be given the task to generate the next capacitor voltage
ramp. Thus, the start-up of the next ramp does not have to “wait” for the completion of the
discharge interval in the preceding stage, as is the case in the waveforms shown in Figure
5-9. As a result, the time between the start-up intervals of successive capacitor voltage
ramps can be reduced, resulting in a larger effective coverage of the period of oscillation
by a start-up interval. This reduces the contribution of noise on VREF1 to jitter, in spite of
the fact that (1) there are more jitter contributing crossings of VREF1 within one period of
oscillation and (2) the allowable time Tswitch per VREF1 crossing is shorter if more stages are
used. This apparent contradiction was explained by the discussion following expression
(4.39) in chapter 4.

Another opportunity offered by the ring structure is the possibility to use the capacitor in a
stage as the memory securing the charge-state of the capacitor in the next stage. This can
be done by simply postponing the discharging of the capacitor in the present stage until the
charge-interval of the capacitor in the next stage is completed. The additional circuitry
necessary to secure a charge-state (see section 5.2.2) is then no longer needed.

Figure 5-10 illustrates this principle. When the capacitor voltage VC1 reaches the vicinity of
VREF1, the differential pair that controls the charge current of C2 slowly turns on the
capacitor current. After the completion of the start-up interval of VC2, the capacitor C1 is
kept charged (the voltage VC1 remains high), instead of being discharged as in Figure 5-9.
As a result, the charge-state of C2 (equivalent to the positive ramp of VC2) is safely secured,
as the differential pair that controls the charge current of C2 safely maintains its switched
position.

The reason that C1 in Figure 5-10 is not discharged directly after the start-up of VC2 (as in
Figure 5-9) is that now VC3 instead of VC2 initiates the discharging of C1. When VC3 reaches
VREF3, the capacitor C1 is discharged. When this occurs, the differential pair in stage two,
controlling the charge current of capacitor C2, is switched back, such that the current
charging C2 becomes zero. As a result, VC2 no longer increases and remains constant. A
similar story holds for the other capacitors in the ring. This also explains the horizontal part
in the VC1-waveform.
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Figure 5-10. By postponing the discharging of C1, VC2 can safely complete its positive
ramp.

5.3 Three-stage coupled sawtooth oscillator
This section investigates whether using three stages offers the opportunity of realising
adjacent time intervals Tswitch. Figure 5-11 gives two possible ways of choosing the
capacitor voltage waveforms in a three stage coupled sawtooth oscillator.

Figure 5-11. Two possible definitions of the capacitor voltage waveforms in a three-stage
coupled sawtooth oscillator.
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The waveforms shown in Figure 5-11(a) use the principle shown in Figure 5-10. No
additional securing of the charge-state is necessary in between start-up intervals as the
capacitor voltage in a stage remains high during the entire positive ramp of the capacitor
voltage in the next stage. However, the duration of the start-up intervals of two successive
ramps still can not be chosen maximally. For example, after completion of its start-up
interval, VC3 crosses VREF3. This starts the discharging of C1. Meanwhile, VC3 keeps rising
and reaches the vicinity of VREF1. Before VC3 can start up VC1, it has to “wait” for the
completion of the discharge interval of C1.

In case the waveform timing of Figure 5-11(b) is applied in the three-stage coupled
sawtooth oscillator, then the duration of the start-up intervals of two successive ramps can
be chosen maximally. The start-up of a new ramp does not have to wait for a completion of
a discharge interval. For example: because C1 is discharged during the charging of C2, its
discharging can be completed well before VC3 starts VC1 again. A disadvantage of the
waveform timing of Figure 5-11(b) is that a capacitor’s charge-state still needs to be
secured before it can initiate the discharging of the capacitor in the preceding stage. The
secure- and discharge actions must be separated by sufficient delay in order to guarantee
that a capacitor’s charge state is indeed safely secured (a similar situation holds for the
two-stage coupled sawtooth oscillator, as explained in section 5.2.2). In the next section, it
is shown that using four stages in the coupled sawtooth oscillator allows for a waveform
timing-scheme in which the benefits of the two timing schemes of Figure 5-11 are
combined.

5.4 Four-stage coupled sawtooth oscillator
Figure 5-12 shows the capacitor voltage waveforms that offer the best possibility to realise
adjacent start-up intervals in a four-stage coupled sawtooth oscillator.

Figure 5-12. The capacitor voltage waveforms in the four-stage coupled sawtooth
oscillator.

These waveforms are actually similar to the waveforms shown in Figure 5-11(a), with this
difference that an additional capacitor voltage waveform has been added. As a
consequence, the discharge-interval can now take place “in the background”, similar to the
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situation depicted by the waveforms in Figure 5-11(b). No securing of the charge-states is
necessary in between start-up intervals as the capacitor voltage in a stage remains high (the
horizontal part in the waveform) during the entire positive ramp of the capacitor voltage in
the next stage. In conclusion, neither a secure- nor a discharge action takes place in
between start-up intervals. This offers the possibility to maximise the duration of the start-
up intervals, such that the maximum Tswitch equals:

4

T
T osc

maxswitch = (5.14)

The function of the voltage levels VREF2 and VREF3 in a four-stage coupled sawtooth
oscillator is as follows:

• based on a comparison of the capacitor voltage in stage number n with VREF3, the
capacitor in stage number (n-2) is discharged;

• based on a comparison of the capacitor voltage in stage n with VREF2, the discharging of
the capacitor in stage (n-3) is stopped.

In order to allow for maximum, but non-overlapping start-up intervals Tswitch, the various
voltage levels must be defined properly. An analysis, similar to the one discussed in
section 5.2.4, must be carried out. It reveals the following constraints:

( )max,eargcheargchB1REF IIV22V =⋅> (5.15)

( )max,eargcheargchB3REF IIV2V =⋅> (5.16)

( )max,eargcheargchB2REF IIV2V =⋅< (5.17)

Note that the constraint related to VREF2 is different from the one, stated for the two-stage
coupled sawtooth oscillator as now VREF2<VREF3.

Figure 5-13(a) gives an example of a possible implementation of a stage in the four-stage
coupled sawtooth oscillator. This realisation uses two comparators that define the correct
gate voltage of the discharge switch M3. Figure 5-13(b) gives an alternative
implementation. In this realisation, transistor M4 performs the same function as the lower
comparator in Figure 5-13(a). The threshold voltage of transisitor M4 is the equivalent of
the reference voltage level VREF2. In the realisation of Figure 5-13(b), the output stage of
the comparator must allow for a short-circuit of the output terminal.

The circuit shown in Figure 5-13(b) is used in the next section to realise a four-stage
coupled sawtooth oscillator. Its realisation is discussed together with its measurement
results.
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Figure 5-13. The implementation of a stage in the four-stage coupled sawtooth
oscillator.

5.5 Four-stage coupled sawtooth oscillator realisation

5.5.1 Circuit description

A four-stage coupled sawtooth oscillator was realised in a 0.8µm double metal single poly
standard CMOS process. The oscillator consists of four identical stages of the type shown
in Figure 5-13(b). The maximum frequency of oscillation is chosen 3.5 MHz. This allows
for applying the oscillator as a controlled oscillator in the FM sound demodulation PLL of
a (HiFi) VCR. Figure 5-15 shows the complete oscillator circuit. Table 5-1 lists the various
settings of bias voltages and currents. The value of the capacitor in each stage is chosen
5pF.

VDD 5V

VREF1 2V

VREF2 0.7V (=VTN)

VREF3 1.2V

Itune 0-250µA

Icomp 20µA

Table 5-1. Various bias settings of the realised IC.

The comparator, used in the oscillator to initiate the discharging of a capacitor, consists of
a simple one-stage OTA, as shown in Figure 5-15. As the current Icomp is rather small, it is
allowed to short circuit the comparator’s output in order to terminate a capacitor’s
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discharge interval. This task is performed by transistor M4, present in each stage. The
transistor M3, present in each stage, is the actual discharge switch. Simple flip-flops are
employed to buffer the capacitor voltages. Buffering is essential because the capacitor
voltages can not be employed directly to drive low-impedance loads. This would affect the
charge currents of the capacitors and thus possibly the control linearity of the oscillator.

Table 5-2 lists the aspect-ratios of the various transistors.

osc. stages W/L current mirror W/L comparators W/L

M1,2 16/0.8 M5,6 40/4 M15,16 10/2

M3 5/0.8 M7,8 16/0.8 M17,18 8/0.8

M4 8/0.8 M9...14 50/2 M19,20 16/0.8

Table 5-2.  The aspect-ratios of the MOSFET transistors in Figure 5-15.

Figure 5-14 shows a chip photograph. Clearly one can recognise the oscillator’s capacitors.
There are 6 capacitors: the outer two capacitors are not used in the oscillator, but they are
part of two additional output buffer circuits that are able to drive 50Ω loads.

Figure 5-14. A chip photograph of the oscillator (980µm x 1195µm).
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Figure 5-15. The circuit diagram of the complete integrated four-stage coupled sawtooth
oscillator.
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The current mirrors

The aspect ratios of the cascode transistors M7,8 in the current mirror are chosen equal to
that of  the differential pair transistors M1,2 (see Table 5-2) This is to ensure that the in- and
output transistor of the current mirrors have the same drain-source voltage as soon as the
differential pairs M1,2 are supplying their maximum capacitor current Icharge.

Instead of using just one current mirror with multiple outputs, two separate current mirrors
(M9,10,11 and M12,13,14) are used that each supply the current Icharge to two individual stages.
This has two advantages:

• it allows for controlling the phase difference between the output signals OUT1,2 on the
one hand and OUT3,4 on the other hand. By adjusting the voltage Vquad (at the gate of
M5) with respect to VREF1, the oscillator’s control current Itune can be divided differently
over stages 1 and 3 on the one hand, and stages 2 and 4 on the other. For example, if
Vquad is chosen somewhat greater than VREF1, the currents Icharge1,3 increase, whereas the
currents Icharge2,4 decrease. Hence, the slope of VC1 and VC3 increases, whereas the slope
of VC2 and VC4 decreases. As a result, the time difference ∆Tφ in Figure 5-16 reduces.
However, the frequency of oscillation and the duty cycle of the signals OUT1 and
OUT2 do not change. This is because the sum of the currents Icharge1..4 remains equal to
2⋅Itune. As a consequence, the setting of the voltage Vquad influences only the phase
difference between the output signals OUT1 and OUT3;

Figure 5-16. The definitions of the output signals OUT1 and OUT3.

• by using two current mirrors, the gate-bias rails of the transistors in the mirrors that
supply the current Icharge towards stages 1 and 3 on the one hand and stages 2 and 4 on
the other hand are separated. When the capacitor in a certain stage is discharged, the
gate of the PMOS transistor of the differential pair in the next stage is pulled to ground
abruptly. Due to the parasitic gate-drain capacitance of the output mirror-transistor
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connected to the differential pair, a spike is generated on the gate bias rail. For
example, if C1 is discharged, the gate of transistor M1 in stage 2 is pulled to ground. As
a result of the parasitic gate-drain capacitance of the mirror transistor M13, a spike is
generated on the gate-bias rail Vbias2. However, this has no effect on the positive ramp
of VC3 that is generated simultaneously, because the gate of M9 is connected to the gate-
bias rail Vbias1 of the other mirror.

Cancellation of correlated timing errors

An interesting conclusion that can be drawn from the oscillator’s circuit (see Figure 5-15)
is that the 1/f noise of the NMOS transistors M5,6 does not contribute to the 1/f frequency
noise of the oscillator. This can be understood by analysing the direction of the (correlated)
1/f noise current due to M5,6 in each of the oscillator’s stages. Figure 5-17 illustrates how
the noise current of M5 is split into two equal halves: one half “does not leave” M5, and the
other half is copied to both stages 1 and 3 and (with opposite sign) to stages 2 and 4. A
similar situation holds for the noise current of M6.

Figure 5-17. The signal path of the noise current of transistor M5.

In case the noise current has a correlation time-interval that is much larger than Tcharge, then
the time errors generated by successive capacitor voltage ramps cancel. Figure 5-18 serves
to illustrate this. The upper part of Figure 5-18 shows the correlated noise current in,M5,
which is copied towards stage 1 and (with opposite sign) towards stage 2 (based on the
signal path indicated with arrows in Figure 5-17). Let’s assume that in,M5 is positive during
the entire interval (Tcharge1+ Tcharge2). Consequently, the noise current in,stage1 is positive.
This results in an increase of the slope of the capacitor voltage VC1 during Tcharge1.
However, the noise current in,stage2 is negative, which results in a decrease of the slope of
VC2 during Tcharge2. Consequently, the time errors ∆Τ1 and ∆Τ2, that are made in successive
crossings of VREF1, cancel.
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Figure 5-18. Cancellation of timing errors in successive capacitor voltage ramps in case
the noise current is correlated and its sign is reversed.

This cancellation of the time errors, due to the noise of M5,6, applies only if the noise
currents in,M5,6 have a correlation time that is larger than Tcharge=Tosc/4. This will normally
be the case for the 1/f noise portion, but not for the white noise portion. Only if the white
noise is limited in bandwidth below approximately fosc, then the correlation will be
sufficient.

Contrary to the 1/f noise currents of transistors M5,6, the 1/f noise currents of the mirror
transistors M9..14 in Figure 5-15 do contribute to the 1/f frequency noise of the oscillator.
However, a similar cancellation technique can be applied to these transistors, requiring
only a minor adjustment of the oscillator circuit. The idea is to supply the correlated noise
current of for example transistor M10 not just to one stage, but to two stages, with opposite
signs. As the charging of a capacitor requires the availability of a current Icharge only during
one fourth of the period of oscillation, the mirror transistors can be switched between two
stages. The switching must be implemented in such a way that the direction of the
correlated noise current is opposite in the two stages. Figure 5-19 illustrates how the
cancellation technique can be implemented in the four-stage coupled sawtooth oscillator.
For example: in the current mirror consisting of transistors M9 and M10, transistor M10

periodically serves as input transistor in order to supply the current Icharge1 to stage 1, or as
output transistor in order to supply the current Icharge3 to stage 3. Consequently, the sign by
which the (correlated) 1/fnoise current of M10 appears in Icharge3 is opposite to the sign by
which it appears in Icharge1. This is indicated by the arrows in Figure 5-19. As a result of
this sign-reversal, a situation similar to the one depicted in Figure 5-18 applies here, and
the timing errors (due to the 1/f noise of the mirror transistors), made by successive ramps
of the capacitor voltages, cancel. A similar story holds for the 1/f noise currents of mirror
transistors M9, M11 and M12.
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In [3] a dynamic current mirror technique is discussed that uses a single MOS-transistor
alternately as the in- or output transistor in a current mirror. When used at the input of the
mirror, the transistor takes a sample of the input (and of its correlated 1/f noise) that is
stored on the gate capacitance. When the transistor is subsequently used as output
transistor, the sampled 1/f noise cancels with the “present” value of the 1/f noise. Apart
from eliminating correlated noise, the technique improves the accuracy of the mirror ratio,
because the same transistor operates as in- and output transistor. The difference between
[3] and the technique proposed in Figure 5-19 is that during active intervals, the mirror in
Figure 5-19 equals a normal current mirror, with a separate in- and output transistor. No
samples of the input current or of the 1/f noise are taken by the mirror. However, the effect
of threshold voltage mismatch between the mirror transistors (important for the control
linearity of the oscillator) is only partially cancelled.

The switches in Figure 5-19 can be operated simply by the output signals OUT1,3 of the
oscillator. Their timing matches exactly the required timing (see Figure 5-16). Note that
the switches are switched at time instances that the corresponding currents Icharge are not
yet generating a ramp.

Figure 5-19. Switching of the current-mirror transistors M9..12 ; the switches are
operated by the signals OUT1,3 (also shown in Figure 5-15 and in Figure 5-16).

Another advantage of this cancellation technique is the reduction of power consumption
that results, as the current Icharge is applied to a stage only during the phases that it
generates a capacitor voltage ramp.
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Jitter contribution of the output buffers

The output buffers (flipflops) that generate the square wave output signals OUT1..4 are
controlled by the oscillator’s comparators. One might wonder whether the equivalent input
noise of the comparators or the noise on VREF3 results in additional jitter. Although these
noise sources indeed result in timing errors in the edges of the signals OUT1..4, these errors
do not accumulate (add up) in time. In other words: they do not result in a growing phase
error between the signals OUT1..4 and the capacitor voltage waveforms. In case the
(equivalent) noise on VREF3 is white, then the successive phase errors are uncorrelated.
Thus, the additional timing errors in the signals OUT1..4 that result from the comparators
result in a white phase noise contribution.

It is interesting to investigate how this white phase noise contributes to the overall (/-

measure of) phase noise of the complete oscillator. More specifically, it is interesting to
know at what carrier offset frequency the white phase noise starts masking the white
frequency noise that arises in the oscillator’s core.

Let us assume that the variance of the time error σ∆T
2 (due to white frequency noise) in one

period of a capacitor voltage waveform equals the additional σ∆T
2 in one period of OUT1..4

(due to white phase noise that results from the comparators’ actions). In order to calculate
the effect of this assumption on the plot of /(f) versus carrier offset frequency f, we first
have to relate σTosc

2 to /(f). Using (2.22) and (2.13) in chapter 2, the /-measure of phase

noise can be related to the power spectral density of fractional frequency fluctuations Sy(f)
through:
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Sy(f) in turn is related to the structure functions of phase time through Table 2-3 in chapter
2. More specifically, it can be related to the first-order structure function of phase time
Dx

(1)(τ), which in turn is related to σTosc
2 through (2.54) and (2.28) in chapter 2:
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The portion of Table 2-3 in chapter 2 that is of interest here is repeated in Table 5-3.
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Table 5-3.  The relevant portion of Table 2-3 in chapter 2.
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The frequency fh in the lower right corner of Table 5-3 is the (higher) cutoff frequency of
the white phase noise. As explained in section 2.2.3 of chapter 2, it must be specified in
order to obtain a bounded expression for σTosc

2. In case of the coupled sawtooth oscillator,
it represents the bandwidth of the (equivalent) white noise at the input of the comparators.

Using expression (5.18) and the first column of Table 5-3, a plot of /(f) versus f can be

constructed. It is shown in Figure 5-20.

Figure 5-20. A plot of /(f), based on expression (5.18) and the first column of Table 5-3.

An expression for the corner frequency fcorner can be derived by evaluating:
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Equating the expressions for the two variances σTosc
2 in Table 5-3 results in:
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h ⋅= (5.21)

Substituting (5.21) into (5.20) gives:

oschcorner ff
1

f ⋅= (5.22)

From this expression one can conclude that the white phase noise portion in the output
signals OUT1..4 that result from the jitter contribution of the comparators, becomes
noticeable only at large carrier offset frequencies, as fh is generally much larger than fosc.

5.5.2 Control linearity measurement

Figure 5-21 shows the measured frequency of oscillation fosc as a function of the tune
current Itune. In order to determine the deviation of the control characteristic from the ideal
linear relationship, a polynomial (least square) fit is made of the measured fosc(Itune). The
fit-interval is limited to ± ∆f = 500kHz around fcenter=1.8MHz (see Figure 5-21). The
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current Itune0, corresponding to the center frequency, is 150µA. The function of which a fit
is made is given by:

( ) ( ) ( )0tuneosctune0tuneosctuneosc IfIIfIf −+= (5.23)

The fit-line that is used is a third order polynomial. The resulting polynomial (Taylor)
coefficients are listed in Table 5-4.

Figure 5-21. The measured fosc(Itune) of one IC.

Taylor coeff. Value

a1 12.0 kHz/µA

a2 0.25 Hz/(µA)2

a3 -0.95 mHz/(µA)3

Table 5-4. Taylor coefficients of the fit-line around fcenter in Figure 5-21.

Figure 5-22 shows the difference between the measured curve and the fit-lines of various
polynomial order. The point (0,0) corresponds to Itune=Itune0 , fosc=fcenter. The differences
between measured curve and fit-line are given by:

( ) ( ) tune1tuneosctune1 IaIfIf ⋅−= (5.24)

( ) ( ) 2
tune2tune1tuneosctune2 IaIaIfIf ⋅−⋅−= (5.25)

( ) ( ) 3
tune3

2
tune2tune1tuneosctune3 IaIaIaIfIf ⋅−⋅−⋅−= (5.26)

The small discontinuities in the lines of Figure 5-22 are caused by the limited resolution of
the Itune current-measurement. However, one can conclude from Figure 5-22 that the
deviation that occurs in the fosc(Itune)-curve is mainly second order.



5.5 : Four-stage coupled sawtooth oscillator realisation

127

Figure 5-22. The difference between the measured fosc(Itune)-curve and the various fit-
lines (one IC).

Ten test ICs were available. The Taylor coefficients of each of these ICs were determined.
Using these coefficients and expressions (A.9) and (A.10) in appendix A, the second- and
third-order harmonic distortion of the relationship fosc(Itune) can be calculated. Figure 5-23
shows the resulting second- and third-order harmonic distortion, using ∆I=40µA (⇔ ∆f ≈
500kHz).

Figure 5-23. The second- and third order harmonic distortion determined from the
measured fosc(Itune)-curves of ten ICs; ∆Itune=40µA (⇔ ∆f ≈ 500kHz).

Table 5-5 lists the average values of the Taylor coefficients of the ten ICs measured, as
well as the maximum deviation occurring in these coefficients. The signs of the
corresponding Taylor coefficients of each of the ten ICs were found to be identical. Given
this fact, one must conclude that a systematic error plays a role in the distortion that occurs.
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Taylor coeff. average value maximum deviation

a1 12.1 kHz/µA ± 0.25 kHz/µA

a2 0.24 Hz/(µA)2 ± 0.17 Hz/(µA)2

a3 -1.1 mHz/(µA)3 ± 0.79 mHz/(µA)3

Table 5-5. The Taylor coefficients determined from the measured fosc(Itune)-curves of ten
ICs.

The deviations that occur in the Taylor coefficients of the relationship fosc(Itune) among the
different ICs have a random character. Possible explanations for these random deviations
are threshold voltage mismatches in the current mirrors and K-mismatches in the
differential pairs, as was explained in section 4.3 of chapter 4. Using expression (A.4) in
appendix A, the K-mismatch can be calculated that results in a second-order coefficient a2

that is equal to the maximum deviation of 0.17 Hz/(µA)2 occurring in a2 (see Table 5-5).
The calculation reveals that a K-mismatch of 1.6% in the differential pairs is sufficient in
order to obtain a second order Taylor coefficient a2=0.17 Hz/(µA)2. Similarly, using
expression (A.24) in appendix A, it can be calculated that a VT-mismatch of 1mV in the
current mirrors gives an a2=0.17 Hz/(µA)2. Since these values for K- and VT-mismatch are
not unrealistic, it is expected that a combination of VT - and K-mismatch likely plays a role
in the deviations occurring in the measured Taylor coefficients.

To investigate the contribution of the basic oscillator-stage to the systematic error, a
transient simulation is carried out of stage 1 of the coupled sawtooth oscillator; it is shown
in Figure 5-24. The time interval Tcharge is determined for a number of Itune values in the
range [-50µA,50µA] around Itune0=150µΑ. By (least square) fitting the resulting
fosc(Itune)=1/(4⋅Tcharge)-curve , the Taylor coefficients, listed in Table 5-6 are obtained.

Figure 5-24. Circuit used in transient simulation to determine Tcharge at different values
of Itune.
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Taylor coeff. Value

a1 12.5 kHz/µA

a2 -0.068 Hz/(µA)2

a3 1.0 mHz/(µA)3

Table 5-6. The Taylor coefficients determined from the simulated fosc(Itune)-curve of the
circuit shown in Figure 5-24.

By comparing tables Table 5-5 and Table 5-6, one notices that the signs of the simulated
second- and third-order coefficients are opposite to those of the measured coefficients.
Furthermore, the absolute value of the measured second-order coefficient is about four
times larger than the simulated second order coefficient. Therefore, it is likely that effects
occurring outside the basic oscillator stage also contribute significantly to the systematic
error (possibly even systematic measurement errors).

Nevertheless, one can conclude from Table 5-5 that the measured systematic portion in the
second- and third order coefficient is of the same order of magnitude as the random
deviation occurring in these coefficients between different IC’s; therefore, it is
questionable whether undertaking an effort to reduce the systematic error would pay off.

5.5.3 Phase noise measurement

Figure 5-25 shows the measured /-measure of phase noise of the oscillator as a function

of carrier offset frequency fm. The frequency of oscillation is chosen fosc=1.5MHz in this
measurement, which results with the given dimensioning of C=5pF and VREF1=2V (see
Table 5-1) in: Itune=120µA. The total supply current consumed by the oscillator-core equals
three times Itune. The external applied (white noise) impedance at the VREF1-level is
RREF=24kΩ and the external (white noise) impedance at the sources of M5,6 in Figure 5-15
is RTUNE=1.35kΩ. Two distinct slopes can be recognised in this plot: the –30dB/decade-
slope indicating 1/f frequency noise and the –20dB/decade-slope, indicating white
frequency noise. It can be shown that the measured phase noise is dominantly determined
by the noise of the mirror transistors M9...14 in Figure 5-15. At 10kHz carrier offset-
frequency the measured /-value is –102dBc/Hz.
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Figure 5-25. The measured /-measure of phase noise.

Figure 5-26(a) shows the power spectral density of fractional frequency fluctuations Sy(f),
which is calculated from the /-measure of phase noise using (5.18):
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The horizontal portion of this spectrum represents the white frequency noise. By least
square fitting the horizontal part, the characteristic coefficient h0 for white frequency noise
(see Table 2-1 in chapter 2) is obtained: h0=-143dB.

Figure 5-26(b) shows Sy(f) multiplied with frequency. This is done in order to get a
horizontal spectrum for the 1/f frequency noise. It allows for an accurate visual
determination of the exact 1/f frequency noise range of the spectrum (in fact, this is the
way in which the frequency ranges are determined for the fit-lines in Figure 5-25). Again,
by least square fitting the horizontal part, the characteristic coefficient h-1 for 1/f frequency
noise (see Table 2-1 in chapter 2) is obtained: h-1=-107dB.

Figure 5-26. Two spectra obtained from Figure 5-25 using (5.22).



5.5 : Four-stage coupled sawtooth oscillator realisation

131

Besides a spectral measurement of phase noise, also a time-domain measurement of jitter is
carried out. An approach, similar to the one described in section 2.5 of chapter 2 is
followed. Figure 5-27 shows the third-order normalised structure function of phase time
error as a function of the gate-time interval τ.

Figure 5-27. The normalised third order structure function of phase time error plus
lines, derived from Figure 5-26.

Again, two distinct slopes can be recognised in this log-log plot. A slope equal to
21− corresponds with white frequency noise, and a slope equal to 0 corresponds with 1/f

frequency noise (see Figure 2-6 in chapter 2).  Using the coefficients h0 and h-1 (obtained
from the spectra in Figure 5-26), the straight lines in Figure 5-27 are obtained (using Table
2-3 in chapter 2) as:

h3
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= (5.28)
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2
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⋅⋅

= − (5.29)

As can be noted from Figure 5-27, a good agreement is found between frequency- and
time-domain measurement results.

Using the h0-value of white frequency noise, the jitter due to the white frequency noise can
be calculated (using expressions (2.28) and (2.54) and Table 2-3 in chapter 2) as:
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This gives, with h0=143dB and Tosc=1/1.5MHz (see Figure 5-26):
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By using the expressions, derived in chapter 4, the measured jitter of (5.31) can be
compared with the theoretically expected jitter due to white noise. Below, these jitter
expressions are repeated:

• stages) allin   with seriesin   (white             1REFn
REF

osc
v

vosc

T
Vv

V

f
2

S

T

n

n

osc

⋅
=





(5.32)

• stages) allin    toparallel  (white                    eargchn
eargch

osc
i

iosc

7
Ii

I

f
2

S

T

n

n

osc

⋅
=





(5.33)

• stages) allin  pairs diff. of  (white   n
REF

osc
eargch

REF

pairs.diffosc

T
i

V

f
I

V
kT2

T
osc

⋅⋅

=





(5.34)

In expression (5.32), 
nvS is the power spectral density of the white noise voltage in series

with VREF. It is given by:

REFv RkT4S
n

⋅= (5.35)

with RREF=24kΩ being the external impedance connected to the reference level VREF.

In expression (5.33), 
ni

S is the power spectral density of the white noise current in parallel

with Itune. It is given by:

( ) ( )( )quad_mtunesp_mi g21R41g2kT4S
n

++⋅= (5.36)

in which the following values, related to the measurements that led to the results of Figure
5-25 and Figure 5-27, apply (Itune=120µA):

• the transconductance of the current mirror transistors M9..14 in Figure 5-15 is given by
V/A325g sp_m = ;

• the impedance, externally connected to the sources of M5,6 in Figure 5-15 is given by:
Rtune=1.5kΩ;

• the transconductance of the transistors M5,6 is given by: V/A350g quad_m = .

Substituting the calculated values for 
nvS and 

ni
S , together with fosc=1.5MHz,

Icharge=Itune/2=60µA and VREF=2V gives:
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From these results it is clear (given the specific settings and component values) that (5.38)
is the dominant jitter term; thus it can be concluded that the noise current that is added to
the charge currents Icharge is the dominant source of jitter in the oscillator in the
measurements. Evaluating (5.36) with the given values for gm_sp, Rtune and gm_quad leads to
the conclusion that gm_sp is the dominant term in the power spectral density of this noise
current; thus it can be concluded that the white noise of the mirror transistors M9..14

dominates the white frequency noise portion in the measurement results of Figure 5-25 and
Figure 5-27.

The reason for this dominance of jitter due to a noise current, parallel to Icharge, is that in
our particular measurement situation the external RREF is relatively low. In case the
reference voltage level VREF1 is generated on chip, then one would divide a given power
budget optimally over the realisation of the (internal) noise impedance RREF and the
currents Icharge such that they contribute more or less equally to the jitter.

By using (5.37), (5.38) and (5.39), the overall expected jitter can be calculated as:
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The theoretical result agrees well with the measured jitter of (5.31).

5.5.4 Comparison with a regenerative oscillator

Similar to section 4.5 in chapter 4, a jitter comparison can be made between the coupled
sawtooth oscillator and a regenerative sawtooth oscillator, exhibiting the same control
linearity. The second-order harmonic distortion in the control characteristic of the coupled
sawtooth oscillator is (see section 5.5.2): HD2=-67dB (at fosc=1.8MHz, ∆f=500kHz). The
(minimum) noise bandwidth that is necessary in the comparators of the regenerative
sawtooth oscillator in order to achieve the same HD2 can be calculated, using expression
(4.95) in chapter 4, resulting in: Bn,comp=280MHz.

The jitter of the regenerative sawtooth oscillator is dominantly determined by the noise on
the decision level VREF, as shown in chapter 3. The expression for the jitter, due to voltage
noise in series with VREF, of the regenerative sawtooth oscillator is given by expression
(3.57) in chapter 3 as:
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Substituting Bn,comp=280MHz and the same value for REFv RkT4S
n

⋅=  (RREF=24kΩ) as in

case of the coupled sawtooth oscillator gives:
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This value for the jitter of the regenerative sawtooth oscillator is almost two times higher
than that of the coupled sawtooth oscillator. The difference is not that dramatic. The reason
is, that in our particular measurement situation the external RREF is relatively low, which
can be concluded from the fact that the jitter due to the noise current, parallel to Icharge,
dominates the jitter. In case the reference voltage level VREF is generated internally in the
chip, then one would divide a given power budget optimally over the realisation of the
internal reference voltage (with noise impedance RREF) and the realisation of the currents
Icharge, such that they contribute more or less equally to the overall jitter of the oscillator.

A better approach for a good jitter comparison is to calculate the value for RREF in the
coupled sawtooth oscillator that results in more or less equal jitter contributions in the
coupled sawtooth oscillator. Calculating the value for RREF (using (5.32) and (5.35) that
gives a 59ppm jitter for the coupled sawtooth oscillator (see (5.38)) due to noise on VREF,
gives RREF≈1MΩ. Substituting this value for RREF into (5.41) gives for the jitter of the
regenerative sawtooth oscillator:

 ppm758
T

reg,vosc

T

n

osc =





(5.43)

Compared to the jitter of the sawtooth oscillator, which will now be equal to

ppm835959 22 =+ , the jitter of the regenerative oscillator is a factor 9 larger.

5.6 Conclusions
In the previous chapter it was shown that the jitter due to noise on the decision level is
considerably lower in a coupled sawtooth oscillator than in a conventional regenerative
oscillator. This is caused by the filtering of the decision level noise during the relatively
large switching time Tswitch of the differential pairs that start-up a capacitor voltage ramp.
The larger Tswitch can be chosen, the lower is the oscillator’s jitter due to decision level
noise.

In this chapter, the design of several possible realizations of the coupled sawtooth
oscillator is discussed in detail. Procedures for finding the values for the reference voltage
level(s) and the dimensioning of the differential pair are given that result in the lowest
achievable jitter. The realizations mainly differ in the number of stages n that are used to
generate one period of oscillation.

The minimum number of stages that is required is two. In that case, an additional
regenerative memory is necessary to safely secure the charge-state of a capacitor. A
disadvantage of the two-stage coupled sawtooth oscillator is that the necessary periodic
discharging of each capacitor imposes a restriction on the duration of Tswitch. This restricts
the achievable minimum jitter of the two-stage coupled sawtooth oscillator.
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It is shown that in case four or more stages are used, the discharge intervals no longer
restrict the duration of Tswitch. Hence, Tswitch can be chosen closer to its maximum allowable
value, such that the jitter due to noise on the decision level approaches its achievable
minimum.

A four-stage coupled sawtooth oscillator is designed and implemented on chip and its
control linearity and phase noise experimental results are discussed. Compared with the
theoretical performance of a regenerative oscillator with equal control linearity, the jitter of
the coupled sawtooth oscillator shows an improvement of a factor 9.

A switching technique is discussed that reduces the 1/f frequency noise of the oscillator.
The technique exploits the correlated nature of 1/f noise in such a way that timing errors,
made in subsequent stages of the oscillator, cancel. Besides a reduction in 1/f frequency
noise, it also results in a factor two reduction of power consumption in the oscillator’s core.
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Chapter 6

MOSFET 1/f Noise under
Switched Bias

Conditions

6.1 Introduction
In the previous chapters, the assumption was made that the power spectral density of
MOSFET (1/f) noise, occurring during a time interval, depends solely on the transistor’s
bias conditions throughout that interval. However, during a study of the phase noise of a
CMOS ring oscillator, the discovery was made that the (statistical) behaviour of MOSFET
1/f noise in the present depends strongly on the transistor’s bias conditions in the past.
More specifically, it was found that the intrinsic 1/f noise of a MOSFET during the
transistor’s active phases can be reduced significantly when the transistor is switched off
periodically. This particular behaviour (first reported in [44]) results in a renewed look at
oscillators, as this mechanism offers the opportunity of reducing the oscillator’s 1/f
frequency noise. For example, the effect can be exploited in the coupled sawtooth
oscillator, whilst requiring only minor changes in the design.

In the first half of this chapter, first the baseband 1/f noise reduction measurements are
discussed, followed by the discussion of a small experiment in which 1/f noise is generated
numerically and reset periodically. The reduction noticeable in the spectral outcome of this
experiment shows great resemblance with the reduction appearing in the measured spectra.
The chapter continues with the description of an experiment in which the 1/f noise
reduction mechanism is implemented in the coupled sawtooth oscillator in order to reduce
its 1/f frequency noise. Finally, it is shown that the “natural” periodical switching of
transistors in a CMOS ring oscillator results in a reduced 1/f frequency noise.

6.2 Baseband 1/f device noise under switched bias
conditions
As noise results from device physics, designers generally consider it as something one
cannot change (for a given transistor geometry and biasing) and has to live with. In this
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section it will be shown that this is not necessarily true for 1/f noise: periodic on-off
switching appears to interact with the physical noise generating processes in a MOS
transistor in such a way that its 1/f noise in the on-state is reduced. The amount of
reduction strongly depends on the gate-source voltage in the off-state. The effect was first
reported in 1991 [44]. However, to our knowledge, we are the first to explore the impact of
the effect in a practical application, as will be dealt with in later sections.

6.2.1 Measurement setup

In order to measure MOSFET 1/f noise under constant and switched bias conditions, the
measurement setup of Figure 6-1 is used [18][19]. This setup exploits the high common
mode rejection ratio of a differential probe to measure small differential noise currents
superimposed on much larger common mode switched bias currents of two equal
MOSFET devices under test (DUTs). The bipolar cascode transistors supply the drains of
the MOSFETS with an almost constant voltage and convey the MOSFET drain currents to
resistors RD1 and RD2, which act as I-V converters.
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-10Volt
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33k 33k

10p10p
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20 sec/divµ
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5k 5k
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Tek P6046
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Vgs,on

Vgs,off

RD1 RD2

Devices Under Test
(4007 N-MOSFETs)

Figure 6-1. Setup to measure MOSFET noise under switched bias conditions. The large
common signal (left photo) is largely rejected by the differential probe (see right photo).

To establish switched bias conditions, the gate-source bias voltages of the two DUTs are
driven by a common square-wave signal which is characterized by a 50% duty cycle, a
maximum voltage level VGS_on and an adjustable minimum voltage level VGS_off which
remains below the threshold voltage. As a result, the input signal of the differential probe
corresponds to two distinct bias conditions: in the first, both MOSFETs are "on" in strong
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inversion and saturation and in the second, they are  "off" (below threshold). The probe
ideally only senses the differential voltage that is dominated by the noise current of the two
DUTs in the "on" state (right-hand photograph in Figure 6-1). However, a large common
signal also occurs at the probe input due to the switched biasing  (left-hand photograph in
Figure 6-1). Mismatches in the large-signal DUT characteristics and the large, but finite
common mode rejection of the probe (>80 dB from 10Hz to 50kHz), result in a residual
switching signal at the output of the probe. Resistive and capacitive trimmers are provided
to equalise the common signals and thus minimise the differential residual to sufficiently
low values so as not to exceed the input dynamic range of the spectrum analyser.
Furthermore, the periodic nature of the switching residual signal results in spectral peaks,
that can easily be distinguished from 1/f noise contributions. To estimate the noise floor of
the setup and to verify that the observed results are not an artefact of the large-signal
behaviour of the measurement setup, the DUTs were replaced by BJTs with emitter
resistors operating at the same bias current as the DUT. In all measurements this noise
floor was more than 10dB below the DUT noise.

6.2.2 Baseband measurement results

Figure 6-2 shows the measured noise spectra for NMOS devices in commercially available
HEF4007 MOS ICs. Bearing in mind that primarily the changes of the 1/f noise spectral
density are of interest, an arbitrary reference power level was chosen in defining the
vertical scale in this figure. The upper curve shows the noise spectrum measured with the
MOS devices constantly biased at a gate-source voltage of 2.5V (VT≈1.9V). The remaining
curves show the noise spectrum of the devices switched periodically between VGS_on=2.5V
and VGS_off with a 10kHz, 50% duty cycle square wave signal. The value of VGS_off is
indicated in the figure. The spectral peaks are caused by 50Hz related interference and
residuals of the 10kHz switching signal.

Modelling the 50% duty-cycle switching operation as a simple modulation action, a 6dB
noise reduction is expected in the 1/f noise spectrum below the switching frequency. This
is because the overall noise power is halved and distributed in the spectrum around DC and
multiples of the switching frequency. However, the measurements show an additional
anomalous reduction in the 1/f noise spectrum. Remarkably, the amount of noise reduction
is dependent on the gate-source voltage in the off-state, even if it is well below the
threshold voltage VT (VT≈1.9V). The maximum additional reduction appears at minimum
VGS_off and is about 8dB at 1kHz.
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Figure 6-2. Measured baseband 1/f noise for constant- and switched bias conditions
(HEF 4007 NMOS, fswitch=10kHz, 50% duty cycle, VGS_on=2.5V, VGS_off  as indicated).

To allow for experimental freedom in both our baseband and phase noise experiments, we
use HEF4007 MOS transistors that are produced in rather old CMOS processes. However,
the results presented in [45] show that the 1/f noise reduction effect appears also in
submicron MOS transistors. Using HEF ICs allowed us to perform measurements on
MOSFETs from 5 different manufacturers. In all cases a significant anomalous noise
reduction was found, ranging from 6 to 8 dB (4-8 times less noise power).

The experiment of Figure 6-2 was repeated with a switching frequency of 2MHz. The
results are shown in Figure 6-3. Again, a large reduction in 1/f noise is seen in excess of
the expected 6dB due to the 50% duty cycle switching. At frequencies beyond about
100kHz, the influence is observed of the pole associated with the output nodes in the
experimental setup.

Figure 6-2 and Figure 6-3 leads to the remarkable conclusion that the gate-source voltage
supplied to a MOS-device in the off-state affects its 1/f noise in the on-state. This effect
was published first in 1991, by the physicists Bloom and Nemirovsky [44], in a weaker
form, at a much lower switching frequency of 600Hz. They showed that the noise
reduction is maximised if the MOS transistor is cycled from strong inversion via weak
inversion to accumulation. Our observations are in accordance with their conclusion. The
noise reduction has been related to random telegraph signals (RTS) [45]. These observable
discrete switching signals appearing in MOSFETs form the basis of a numerical
experiment described in the next section. The resulting calculated spectra show great
resemblance with their measured counterparts in Figure 6-2.
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Figure 6-3. Measured baseband 1/f noise for constant- and switched bias conditions
(HEF 4007 NMOS, fswitch=2MHz, 50% duty cycle, VGS_on=2.5V, VGS_off  as indicated)

6.3 Potential explanation for the 1/f noise reduction

6.3.1 Modelling the 1/f noise of MOSFETs

1/f noise is observed in a wide variety of materials (e.g. in metals, semiconductors). It has
been subject to theoretical debate for more than 40 years now. The amount of literature
concerning the subject is massive. A thorough understanding of the articles generally
requires a solid background in physics of matter. One thing that can be concluded from
literature, even without this background, is that there exist a wide variety of models for 1/f
noise and agreement on which is the best has not yet been reached. In fact, several physical
mechanisms can result in 1/f noise (each with their particular model).

Traditionally, there have been two schools of thought on the origins of 1/f noise. They
adhere either to a “mobility-fluctuation” or a “number-fluctuation” based model for 1/f
noise [51]. The lines of thought can be illustrated by analysing the conductivity of a piece
of semiconductor, such as found in the channel of a MOS transistor. It is given by:

qn ⋅⋅=  (6.1)

This equation states that the conductivity σ of a material depends on the charge q of the
charge carriers, their mobility µ and their number n. The current density J of the current,
flowing through the semiconductor is given by:

EJ ⋅=  (6.2)
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The noisy current that is measured is a result of a random fluctuation in conductivity σ.
From (6.1) it can be concluded that this means that either n or µ is fluctuating.

First, let us consider the number-fluctuation (∆n) models for 1/f noise in a MOSFET.
These models assume that the 1/f noise is caused by a fluctuation in the number of carriers
that take part in the conduction process. One of the most widely known ∆n-models is the
McWorther model [53]. In this model, 1/f noise is ascribed to carrier (de)trapping in
localised oxide states. The trapping causes random fluctuations in the number of carriers,
since carriers are removed from the conduction process and trapped. In more recent
versions, the original model has been refined to include the effect that the trapping may
also cause mobility (∆µ) fluctuations, because the charged traps can modulate the position
of the channel, and hence the mobility [49]. This addition was made since trapping-
detrapping noise can be observed directly in modern submicron MOS transistors, and it is
seen to produce conductance fluctuations of up to 10-30%; far more than can be explained
on the basis of a simple ∆n-model only.

The operation of a single trap results in a discrete switching behaviour in the current
flowing through the semiconductor. This discrete switching can be modelled in the time
domain as a two-state signal with two separate transition probabilities between the two
states. Such a signal is known as the Random Telegraph Signal (RTS) (see section 6.3.2 for
a more detailed description). The power spectral density of an RTS can be found by
Fourier transforming its autocorrelation function, resulting in a so called Lorentzian

spectrum (defined by ( ) ( )22
cc ffffS +∝ ). In turn, 1/f noise can be “constructed” by

superimposing a large number of Lorentzian spectra with an exponential distribution of
corner frequencies cf  over frequency (see also section 6.3.2 and [54]).

Different ∆n-models use the superposition of Lorentzian spectra as the basis for modelling
1/f noise. These models mainly differ in the physical explanation for the specific
exponential distribution of corner frequencies. The McWorther model assumes that the
distances between electron traps in the oxide and the Si-SiO2 interface are uniformly
distributed. If the rate-limiting step for the trapping-detrapping process is simple quantum
tunnelling then it can be shown that an ensemble of uniformly distributed traps gives rise
to the required exponential distribution of Lorentzian corner frequencies over frequency.
However, the uniform distribution of traps is considered a doubtful assumption nowadays,
considering modern submicron MOS transistors with only a handful of traps.

Other existing ∆n-models relate the necessary exponential distribution of corner
frequencies cf  to a certain distribution of some other physical parameter, like for example

the activation energy of some processes. The treatment of these models is far beyond the
scope of this thesis. An overview of the variety of models is given by Weissman [52].

Nevertheless, RTS-like signals involving single electron switching events have been
observed in MOSFETs [46] [49][50]. Especially as the active volume of devices is getting
so small that it contains only a small number of charge carriers, the capture of a single
electron into a localised state gives rise to a measurable change in device resistance.
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Apart from the “number-fluctuation” based models (∆n) for 1/f noise, the “mobility-
fluctuation” models (∆µ) exist. Such ∆µ-models have originally been formulated for metal
films. These models assume that it is not the number of carriers that is fluctuating, but
rather their mobility. This is usually explained by lattice phenomena.  That mobility
fluctuations play a significant role in homogenous semiconductors and metal films has
been adequately demonstrated. It seems unlikely that a MOSFET would be free of this sort
of noise [51].

To sum up, there is probably more than one noise mechanism active in a MOSFET.

6.3.2 A numerical experiment showing the 1/f noise reduction

The explanation for the anomalous 1/f noise reduction has to be sought in the physics
behind 1/f noise generation in MOSFETs. As can be concluded from the previous section,
it is not obvious what the mechanism for 1/f noise generation in MOSFETs exactly is. This
makes an attempt to explain the observed reduction of 1/f noise a hazardous undertaking.

However, the signals that likely play a role in the generation of 1/f noise in MOSFETs are
Random Telegraph Signals (RTS). Several articles are available in literature showing
measurements of RTSs appearing in MOSFETs [46][49][50]. In [45], the 1/f noise
reduction experiments of Bloom and Nemirovsky [44] are repeated and the measured noise
reduction is related to separately measured RTSs, that disappear when the MOSFET is
periodically cycled between inversion and accumulation.

Figure 6-4(a) shows the basic RTS. It is characterised by:

• instantaneous transitions.

• the probability (per unit time) of a transition from the upper state to the lower state,
given by H1 ;

• the probability (per unit time) of a transition from the lower state to the upper state,
given by L1 ;

• the magnitude A;

It can be shown that the two transition rates result in times, spent in the up- and down state,
that are exponentially distributed, that is, the switching process is a Poison process. Also it
can be shown that the mean time, spent in the upper state equals τH (with standard
deviation τH) and the mean time spent in the lower state equals τL (with standard deviation
τL) [47]. The probability that at any given time the RTS is in the upper state is

( )HLH + , and similarly for the lower state it is ( )HLL + .
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Figure 6-4. The Random Telegraph Signal (a) and its power spectral density (b).

By calculating the autocorrelation function of the RTS and Fourier transforming it, the
power spectral density is found [47]. It is given by:
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and the characteristic corner frequency is given by:
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A plot of S(f) is shown in Figure 6-4(b). The particular shape of the RTS spectrum is often
referred to as the Lorentzian spectrum.

The total power can be evaluated by integrating S(f) (6.3) over all frequencies. Using
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gives the total power as:
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( )2
2

RTS
1

AP
+

⋅=  (6.7)

This power is maximum in case 1= .

A 1/f spectrum can be constructed by a superposition of many Lorentzian spectra with
exponentially distributed corner frequencies f0,RTS, as shown in Figure 6-5 [54] (an
exponential distribution of corner frequencies gives a linear distribution on a logarithmic
frequency axis).

Figure 6-5. The addition of many Lorentzian spectra with exponentially distributed fc’s
results in a 1/f spectrum.

A simple numerical experiment, implemented in the software package MCADTM, will be
described next, showing that a reduction can be achieved in the 1/f spectrum by means of
interfering with the characteristic time constants τH and τL (the average times spent in the
high- and low state) of the RTSs. More specifically, it can be shown that periodically
forcing (with repetition frequency freset) all RTSs in one state results in a reduction of the
1/f noise spectrum below freset.

As the experiment is numerical, the data can only be evaluated at discrete time points. The
time interval Tsample between two successive time points is chosen 5µs, such that the sample
frequency fsample equals 200kHz. The total number of time points is chosen 10000, resulting
in a frequency resolution fres in the calculated spectra of 1/(10000⋅Tsample)=20Hz. The
maximum frequency in the calculated spectra equals fmax=fsample/2=100KHz. Ten different
RTSs are constructed with their cutoff frequencies f0,RTS distributed exponentially between
5⋅fres=100Hz and fmax/5=20kHz. All RTSs have an upper level, equal to +1 and a lower
level, equal to –1. The probability (per unit time) of a transition (given by 1 ) is chosen

equal for the up- and down transition. Using (6.5) with τ=τH=τL and the particular chosen
f0,RTS, the time constant τ of each RTS can be calculated. As 1 gives the probability per

unit time of a transition, the probability that a particular RTS makes a transition at an
evaluation time point is therefore Tp sampletransition = . Table 6-1 lists the corner
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frequencies f0,RTS, the time constants τ and the transition probabilities transitionp  of each

RTS.

RTS nr. f0,RTS [kHz] τ [msec] ptransition

1 0.10 3.2 1.6 E-3

2 0.18 1.8 2.8 E-3

3 0.32 0.98 5.1 E-3

4 0.58 0.54 9.2 E-3

5 1.1 0.30 0.017

6 1.9 0.17 0.030

7 3.4 0.093 0.054

8 6.2 0.052 0.097

9 11 0.029 0.17

10 20 0.016 0.31

Table 6-1. The transition probability (at sampling points in the experiment) of the 10
different RTSs with indicated f0,RTS and τ (τH=τL=τ).

A particular RTS is generated numerically as a bipolar signal that makes a transition if the
outcome of its particular random number generator (giving a random number uniformly
distributed between 0 and 1) is larger than (1-ptransition). After the calculation of each RTS,
its power spectrum is calculated. The numerical experiment is repeated ten times, after
which the average spectrum is calculated. This averaging of the spectrum is done in order
to obtain a spectrum that looks less “noisy”. Figure 6-6 shows the resulting 1/f spectrum,
obtained by superimposing all ten averaged RTS spectra. As can be seen in Figure 6-6,
only a limited number of RTS signals per decade is needed to construct a convincing 1/f
spectrum [43][54].
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Figure 6-6. The 1/f spectrum, resulting from 10 RTSs of Table 6-1.

Next, a periodical reset signal Vreset is introduced in the experiment. The signal Vreset is
defined as a square wave (duty cycle 50%) with upper level 1 and lower level 0 and with
repitition frequency freset=10kHz. Each time Vreset is low, all RTSs are forced instantly
towards their lower level. During times that Vreset is high, each RTS signal is allowed to
make transitions again, with its own transition probability.

As one can expect, the RTSs that have a low probability of making a transition will hardly
make a transition anymore to their upper level during the time interval that Vreset is high
(given by ( )resetreset f21T5.0 = ). The upper curve of Figure 6-7 shows the RTS signal with

f0,RTS=1.1kHz. The curve in the middle shows the reset signal Vreset (with repetition
frequency freset=10kHz). The lower curve shows an RTS signal with the same transition
probability, but this time the RTS is periodically reset to the lower state each time Vreset is
low. As one can see, the average time spent in the high level is reduced considerably.

Figure 6-8 shows the same curves, only now for an RTS with f0,RTS=20kHz. This time, the
behaviour of the RTS during times that Vreset is high seems hardly affected.
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Figure 6-7. From top to bottom: RTS signal with f0,RTS=1.1kHz , reset signal Vreset with
freset=10kHz and periodically reset RTS using Vreset .

Figure 6-8. From top to bottom: RTS signal with f0,RTS=20kHz , reset signal Vreset with
freset=10kHz and periodically reset RTS using Vreset .

To illustrate the effect that the periodical reset action has on the RTS spectrum, Figure 6-9
shows the spectra of the two RTSs of Figure 6-7. The upper curve shows the spectrum of
the original RTS signal (with f0,RTS=1.1kHz) and the lower curve shows the spectrum of the
periodically reset RTS. Notice that the spectrum of the periodically reset RTS is reduced
with respect to the original spectrum for frequencies below the reset frequency freset and
that it is flat for these frequencies. For frequencies larger than freset, the shape of the
spectrum remains unchanged.
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Figure 6-9. The spectra of the RTSs of Figure 6-7. The lower curve corresponds to the
periodically reset RTS.

Based on the result of Figure 6-9, one can predict what will happen to the overall 1/f
spectrum when the RTSs (that build up the 1/f spectrum) are all periodically reset. Figure
6-10 illustrates this. Due to the periodical reset, the RTSs that have their original corner
frequency f0,RTS located below the reset frequency freset will hardly contribute anymore to
the overall spectrum. As a result, the periodically reset 1/f spectrum will become flat for
frequencies below freset. The behaviour of the RTSs with f0,RTS>freset will not be affected. As
a result, the periodically reset 1/f spectrum remains 1/f for frequencies above freset.

Figure 6-10. The effect on the overall 1/f spectrum of periodically resetting RTSs.
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Figure 6-11 shows the periodically reset 1/f spectrum that results from the numerical
experiment. The upper curve shows the original 1/f spectrum, and the lower curve shows
the spectrum that results after periodically resetting all RTSs with the signal Vreset (50%
duty cycle, freset=10kHz). The calculated periodically reset 1/f spectrum has a large
resemblance with the measured spectral curves of Figure 6-2 in the case of VGS_off = 0V or
–0.5V. In those particular curves of Figure 6-2 one can observe a similar effect as in the
calculated spectrum, namely that the spectrum becomes flat for frequencies directly below
fswitch respectively freset. Another point of resemblance is that both the measured and
calculated spectra follow a 1/f dependency for frequencies larger than fswitch respectively
freset. The important difference between the simulated and measured curves is that the
measured curves of Figure 6-2 and Figure 6-3 show a 1/f dependency again at frequencies
lower than approximately 1.5-2 decades below fswitch.
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Figure 6-11. The spectra of 1/f noise and of periodically reset 1/f noise; freset=10kHz;
f0,RTS as indicated by the crosses.

An explanation for this reappearing 1/f spectrum at low frequencies in the measurement
results of Figure 6-2 is not easy to give. Striking is that the reappearing 1/f spectrum lies
considerably lower than the original 1/f spectrum. Also, there is no 1/f2 dependency
noticeable at the point where the flat spectrum turns into the reappearing 1/f spectrum. This
indicates that the reappearing 1/f spectrum is not simply a result from RTSs that also
contributed significantly to the original 1/f spectrum and that remain unaffected by the
periodical resetting. Figure 6-12 serves to illustrate what the periodically reset 1/f spectrum
would look like if this where the case.
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Figure 6-12. The periodically reset 1/f spectrum in case only a few RTS spectra
disappear directly below freset.

The reappearing 1/f spectrum in the measured spectra of Figure 6-2 and Figure 6-3 may be
the result of other RTSs that do not contribute significantly to the original 1/f spectrum.
These RTSs (that for some reason are not affected by switching) may become “uncovered”
because the other, more dominating RTSs disappear.

Another explanation could be that the reappearing 1/f spectrum in the measurements is the
result of some other non-dominant 1/f noise generating mechanism in the MOSFET that is
not affected by switching and that becomes noticeable in the spectrum because the
otherwise dominating RTSs are now reset. This explanation is not entirely unlikely
considering the fact that there are other non-RTS based explanations for 1/f noise available
in literature, as discussed in section 6.3.1.

To conclude this section, Figure 6-13 shows the spectrum that results if the original 1/f
spectrum of Figure 6-6 is not periodically reset by Vreset, but rather multiplied (amplitude
modulated) with Vreset. The signal Vreset is again characterised by a square wave signal with
a lower level equal to 0 and a higher level equal to 1 and a repetition frequency of 10kHz.
Notice from Figure 6-13 that the modulated 1/f spectrum lies 6dB below the original 1/f
spectrum at frequencies far enough below the switching frequency of 10kHz. This is
explained by the 50% duty-cycle of the square wave signal Vreset, which has a DC-
component equal to ½, giving a power reduction of the 1/f noise in baseband of

( ) dB65.0log10 2 = . The calculated spectrum of Figure 6-13 shows great resemblance with

the measured curves in Figure 6-2 in case VGS_off = 1.5V,1V and 0.5V. These gate-source
voltages are below the threshold voltage of 1.9V, such that the MOSFETs (and their noise)
are periodically switched on and off. However, apparently, these voltages are not low
enough to reset the 1/f noise.
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Figure 6-13. The spectrum of 1/f noise before (upper curve) and after multiplication
with Vreset .

6.4 The switched bias technique
Apart from more fundamental questions that can be posed concerning the physics of the 1/f
noise reduction effect in MOSFETs, there are also questions possible concerning the
application of the effect:

• does the MOSFET 1/f noise reduction mechanism play a role in existing circuits where
transistors are switched due to the circuit’s operation?

• can the MOSFET 1/f noise reduction mechanism be exploited intentionally in a
practical circuit?

The remainder of the chapter will focus on these two questions, by analysing and
measuring two simple oscillator realisations. Before dealing with these two particular
cases, it is worthwhile to formulate a more general approach of how to exploit the
MOSFET 1/f noise reduction in a practical circuit. This section presents a so-called
“switched bias” technique that introduces intentional on-off switching of MOS transistors
with the purpose to establish 1/f noise reduction.

Figure 6-14 illustrates the principle of the proposed switched-bias technique and compares
it to constant biasing [42]. Instead of applying a constant gate-source bias voltage, a MOS
transistor is periodically switched between two states:

1. an "operational state" in strong inversion, in which it supplies a constant bias current ID

(required for circuit functionality);



6.5 : Application of the switched bias technique in the coupled sawtooth oscillator

153

2. a "reset-state" in -or close to- accumulation, for practical purposes 0 Volt. In this state
the MOS transistor is not operational. This reset-state is introduced to reduce the 1/f
noise of the MOS transistor during its operational state, as observed in section 6.2.

Figure 6-14. Switched Bias Technique resulting in 1/f noise reduction.

Periodically switching transistors between an operational state and a reset-state is not
always possible in practical circuits. However, some circuits offer this freedom: for
example because a bias current is needed only during certain time intervals or because
signal processing is not taking place continuously. Oscillators are among these circuits: in
many types of oscillators, the transistors contribute actively to the circuit’s operation during
only a fraction of the period of oscillation. This part-time usage of transistors allows for a
periodical off-switching of these transistors during non-operational phases. As a result,
their 1/f noise in the operational phases can be reduced, resulting in a reduction of the 1/f
noise induced phase noise of the oscillator. In the next section it will be shown that only
minor changes are required in the coupled sawtooth oscillator, discussed in previous
chapters, in order to apply the switched bias technique.

6.5 Application of the switched bias technique in the
coupled sawtooth oscillator
In chapter 4, the coupled sawtooth oscillator was introduced as an oscillator combining
high control linearity with low phase noise. The contribution to phase noise of noise on the
decision levels is reduced due to the gradual start-up of capacitor voltage ramps. As a
result, the phase noise of the oscillator is not necessarily dominated anymore by noise on
the decision levels, as is normally the case in regenerative oscillators. In the realised
coupled sawtooth oscillator described in chapter 5, the phase noise is dominantly
determined by the (1/f) noise of the currents that charge the capacitors. In the realisation,
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this noise originates from the PMOS transistors in the current mirrors that mirror the
charge currents from the control input towards the oscillator stages. The PMOS transistors
in the mirrors are not switched by normal circuit operation. However, the oscillator
exhibits a timing scheme that allows the switched bias technique to be applied.

To enable a quick verification of the idea, a CMOS coupled sawtooth oscillator was built
using separate accessible stages, one of which was available on each IC, described in
chapter 5. These stages were originally added to the IC for testing purposes. By using six
ICs, a six-stage coupled sawtooth oscillator was built. In a six-stage coupled sawtooth
oscillator no complicated circuitry is needed to limit the duration of the discharge intervals
of the capacitors. The gate of the NMOS transistor that discharges the capacitor in stage
number “n” can be connected directly to the capacitor in stage number n+2.

Figure 6-15 shows the circuit schematic of stage number "n" of the six-stage coupled
sawtooth oscillator. The bias current Ib, the stage capacitor C and the discharge transistor
M6 are all connected externally. The differential pair M1,2 gradually turns on the charge
current Icharge as soon as the capacitor voltage in stage (n-1) reaches the vicinity of the bias
level VREF1. Transistor M6 discharges the capacitor during the entire time interval that the
capacitor voltage in stage (n+2) is larger than the transistor’s threshold level VT.

Figure 6-15. Circuit schematic of section (n) of the six-stage coupled sawtooth oscillator.

Figure 6-16 shows the capacitor voltage waveforms in a six stage coupled sawtooth
oscillator. The signal Vsw_bias will be explained later.
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Figure 6-16. The capacitor voltage waveforms in the six stage coupled sawtooth
oscillator.

As mentioned before, the (1/f) noise present on the capacitor’s charge current Icharge (see
Figure 6-15) dominates the (1/f noise induced) phase noise of the oscillator. Consequently,
the switched-bias technique should be applied to all transistors that contribute 1/f noise to
this current. The oscillator’s operation allows the current Icharge, and thus the 1/f noise
contributing transistors M3 and M4 to be switched off when the capacitor in a particular
stage is not producing a rising ramp. The easiest way to implement this is to switch off
these transistors at the same time when the capacitor is discharged. In this way, no change
at all will be noticeable in the capacitor waveforms and the oscillator’s timing is not
harmed in any way. As there appears no change in the capacitor waveforms, no change in
the amount of upconversion of 1/f noise is expected [12]. As a result, any change in the 1/f
noise induced phase noise when applying the switched bias technique is to be explained by
a change in the transistors’ 1/f noise. The signal, necessary to switch the transistors, is
supplied by the oscillator itself.

In the IC’s available for experiments, the transistors M3 and M4 (that contribute 1/f noise to
the current Icharge ) are not accessible. In order to demonstrate the feasibility and the result
of the switched bias technique in this oscillator, the switched-biasing is applied to an
external current-bias transistor M7 (see Figure 6-17) which is available on the same die as
the oscillator circuit. M7 has a small W/L =4/0.8 such that it’s 1/f noise dominates in the
current Icharge.

Figure 6-17 shows the implementation of the switched bias technique in the oscillator:
transistor M8 switches off the bias transistor M7 at the same time when transistor M6

discharges the capacitor. Figure 6-16 shows the gate voltage Vsw_bias of transistor M7 as a
function of time as it appears in stage number 1 of the six-stage oscillator. Due to
experimental limitations, the switched bias technique is applied only to one stage. In the
other stages, low noise current sources are used as bias currents for the PMOS current
mirrors. The bias current of stage 1 is realised using the before-mentioned transistor M7

that hence dominates the 1/f noise induced phase noise of the oscillator. This NMOS
transistor is used in both constant bias and switched bias mode, for direct comparison.
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Figure 6-17. The switched bias technique is applied to transistor M7 in stage number 1.

In the experiments, the oscillator runs at fosc = 120kHz. Measurements show no effect of
switched biasing on any of the oscillator’s capacitor-waveforms. However, a large
difference is measured in the phase noise shown in Figure 6-18: for switched biasing
(curve B) the phase noise at 100Hz carrier-offset frequency is about 8dB lower. No
correction for duty-cycle effects is necessary here: transistor M4 is switched off during a
time interval in which stage 1 is not contributing to the oscillation period (and thus to
phase noise).

Figure 6-18. Measured phase noise of the coupled sawtooth oscillator as a function of
carrier offset frequency for the constant bias (curve A) and switched bias condition

(curve B): 8 dB reduction at 100 Hz.
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The experiment shows that switching-off a transistor during phases in which it is not
actively contributing to the circuit’s operation, helps to reduce its 1/f noise during active
phases, such that the 1/f noise induced phase noise is reduced. In addition, the power
consumption in stage 1 is reduced by more than 30%.

Although switched-biasing is applied to just one current source in this experimental circuit,
it can of course just as well be applied to the other current sources. As all oscillator
sections are identical and contribute to the phase noise equally, the same reduction in phase
noise is expected in that case.

For a comparison, Figure 6-19 shows the measured baseband noise spectra for NMOS
devices with W/L=4/0.8 (equal to M7 in Figure 6-17) fabricated in a standard digital 0.8µm
CMOS process are shown in Figure 6-19. Curve A shows the 1/f noise spectrum measured
with the devices constantly biased at a gate-source voltage of 1.5 Volt (VT = 0.7V), and
curve B shows the noise spectrum of the devices switched periodically between 1.5V and
0V with a 100KHz, 50% duty cycle square wave signal. Modelling the switching operation
as a simple modulation action, 6dB noise reduction is expected for the 1/f noise in
baseband. This is because the overall noise power is halved and divided up in the spectrum
around DC and multiples of the switching frequency. However, the measurements show an
additional reduction in 1/f noise spectral density of about 8dB at low frequencies, which is
in the same order of the results reported in [44][45] (spectral peaks are due to 50Hz related
interference). The baseband results match well with the phase noise measurement results of
Figure 6-18.

Figure 6-19. Measured baseband spectra for constant (curve A) and switched bias (curve
B: fswitch = 100kHz, duty-cycle = 50%) using the setup of Figure 6-1 with NMOS DUTs

with W/L=4/0.8.
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6.5.1 Conclusion

“Switched Biasing” [42] has been proposed as a circuit technique that exploits intentional
on-off switching of MOS transistors with the purpose to reduce their intrinsic 1/f noise.
The technique was implemented experimentally in a 6-stage coupled sawtooth oscillator
running at a frequency of oscillation of 120 kHz. Experiments show that the switched bias
technique can be used with benefit: it not only results in an approximate 30% reduction of
power consumption but also in an 8dB reduction of the 1/f noise induced phase noise.

6.6 MOSFET 1/f noise reduction in a CMOS ring oscillator
In a ring oscillator built up out of single ended transistors, the transistors that contribute
(frequency) noise are switched by the oscillation itself. This section shows that the 1/f
frequency noise of a CMOS ring oscillator benefits from this switching, due to the
reduction of intrinsic MOSFET 1/f noise as described in section 6.2. However, it also
appears that the effect can be counteracted by a change in the oscillator’s upconversion and
effective gate-source bias of the transistors in the on-state [19][20].

The CMOS ring oscillator under investigation in this section is built up using the same
HEF 4007 MOSFETs as were used in the baseband experiment of section 6.2. In the
following phase noise measurements, a dependency is sought between the 1/f frequency
noise of the oscillator and the gate-source voltage of the MOSFETs in the off-state. After
correcting the measured phase noise for (1) measured changes in the oscillator’s
upconversion and for (2) changes in the effective bias of the MOS devices, the final results
are shown to be in good agreement with the baseband 1/f device noise measurements.

6.6.1 Phase noise measurement setup

Figure 6-20 shows the experimental setup for the phase noise measurements on a 3-stage
ring oscillator.

In order to be able to adjust the off-voltage of the transistors during normal operation of the
oscillator, the resistors RB have been added. By lowering the resistor value, the gain of an
inverter is decreased, resulting in a smaller oscillation amplitude and thus larger VGS_off-
values of the transistors. The inverter stages were based on standard HEF4007 ICs (similar
to those used in the baseband measurements of section 6.2) each containing three
separately accessible inverters.
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Figure 6-20. Phase noise measurement setup.

In order to allow for easy comparison of the phase noise measurements with the baseband
noise measurements of section 6.2, the channel width of the NMOS transistor in the third
inverter (connected to node c in Figure 6-20) is taken half that of the other NMOS
transistors. In this way, the oscillation waveform exhibits maximum asymmetry at node c
as compared to the other nodes, leaving the third inverter the dominant contributor to
upconversion of 1/f noise [12], irrespective of the oscillation amplitude. Figure 6-21 shows
the voltage waveforms measured at nodes b and c. The waveform at node c has a
significantly steeper rising- than falling ramp. Due to this asymmetry, the timing errors that
arise during successive positive and negative ramps, due to a correlated noise source
connected to node c, do not compensate.

Figure 6-21. The measured voltage waveforms of nodes b and c appearing in the ring
oscillator.
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The expected dominance of node c in the upconversion was verified by measurement by
successively injecting a 1µA, 10kHz sinusoidal current into nodes a, b and c in the running
oscillator and measuring the strength by which it re-appeared in the oscillator’s sideband at
10kHz distance from the carrier. When injected from node c, the sideband component
appeared with roughly 10dB more power (relative to the carrier) than when injected from
the other nodes. Although upconversion efficiency has been increased deliberately in this
experiment, in practice the unavoidable mismatch between the NMOS and PMOS
transistor in each inverter will cause significant upconversion even in a well-designed
oscillator.

To separate the contribution of the N- and PMOS transistor in the third inverter, a
comparison of their upconversion was made at different amplitude settings. This was done
by successively inserting a 0.3mV, 10kHz sinusoidal voltage at the source terminal of the
N- and PMOS transistor (positions “d” and “e” in Figure 6-20). The upconversion by the
NMOS transistor exceeded that of the PMOS transistor by 10dB or more.

As a result of the upconversion comparisons and the fact that the 4007-NMOS devices
exhibit stronger 1/f noise than the PMOS devices, it can be concluded that the NMOS
transistor in the third inverter is the dominant source of 1/f3-phase noise of the ring
oscillator. According to section 6.2, the minimum value of the signal voltage at node b
(which is equivalent to the VGS_off-value of the NMOS transistor in the third inverter) is
thus expected to be important for 1/f device noise reduction.

6.6.2 Experimental results

Figure 6-22 shows the phase noise spectra for different values of the minimum voltage at
node b VMIN,b, measured at VDD=3V. Table 6-1 lists the corresponding values of RB, the
oscillation frequency and the maximum and minimum voltage of the waveform at node b
(curve numbers 1 and 2). As a smaller VMIN,b is accompanied by a decrease in 1/f3-phase
noise, this trend is apparently consistent with the 1/f noise reduction, measured in
baseband.

Curve
nr.

RB

[kΩ]
fosc

[MHz]
VMAX,b

[V]
VMIN,b

[V]

1 15 3.02 3.1 -0.04

2 2.5 3.27 2.8 0.62

3 15 6.17 4.5 -0.10

4 1.5 7.03 4.2 0.22

5 0.8 7.94 3.9 0.98

Table 6-1. Parameters for VDD=3V (curves 1 and 2) and VDD=4.5V (curves 3,4 and 5).
The curve numbers correspond with those in Figure 6-22 and Figure 6-23.
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Figure 6-22. Measured phase noise at different VMIN,b (value indicated in figure);
VDD=3V.

Figure 6-23 shows the measured phase noise for biasing at VDD=4.5V, while Table 6-1 lists
the corresponding relevant information (curves 3,4 and 5). Here, at first sight, the trend
does not seem to be consistent with the 1/f noise reduction found in baseband: curve 5 with
the highest VMIN,b=0.98V lies in between curves 3 (VMIN,b=-0.10V) and 4 (VMIN,b=0.22V).

Figure 6-23. Measured phase noise at different VMIN,b (value indicated in figure);
VDD=4.5V.

However, in the next section it will be shown that after correction for upconversion and
effective bias, the results agree well with the 1/f noise reduction, measured in baseband.
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6.6.3 Corrections for upconversion efficiency and effective bias
level

The changes in the measured 1/f3-phase noise that occur as a function of oscillation
amplitude may be explained as being the result of two effects solely, namely changes in
upconversion and changes in effective bias. Changes of the oscillation amplitude may be
accompanied by changes of the waveform asymmetry and may thus affect the amount of
noise that is upconverted [12]. Also the effective levels of the gate-source bias voltage are
influenced by the oscillation amplitude as it affects both the VGS_off - and VGS_on -value. In
this section the influence of these effects will be examined quantitatively. By correcting the
measured phase noise spectra for these influences, an attempt is made to isolate the effect
of the 1/f noise reduction.

The measurement of the amount of upconversion is carried out by injecting a 10kHz
sinusoidal current with fixed amplitude at node c in the running oscillator and measuring
the relative strength of the resulting sideband component at 10 kHz offset from the carrier.
The upconversion measurements are performed immediately after each phase noise
measurement. The results obtained are listed in the second column of Table 6-2.

Curve
nr.

Upcon-
version

[dB]













⋅

2
ref_GT

2
eff_GT

V

V
log10

[dB]

Correction

 [dB]

1 -33.5 1.5 33.5 - 1.5 = 32.0

2 -28.0 -0.6 28.0 + 0.6 = 28.6

3 -39.4 8.4 39.4 - 8.4 = 31.0

4 -39.7 7.3 39.7 - 7.3 = 32.4

5 -43.9 6.0 43.9 - 6.0 = 37.9

Table 6-2. Correction figures derived from measured upconversion and effective VGT

(VGT_ref=1V). The curve numbers correspond with those in Figure 6-22 and Figure 6-23.

The corrections on the phase noise measurements that are required because of changes in
the effective gate-source voltage bias are established as follows. As argued before, it is
allowed to focus on the dominant noise contributor: the NMOS transistor in the third
inverter. This transistor produces its maximum noise current during the time interval in
which it discharges node c. This can be concluded from the waveforms shown in Figure 6-
21: whenever the voltage at node c follows the negative ramp, the voltage at node b is
maximum. As the discharging process determines oscillator timing, the noise current of the
NMOS device in the third inverter is translated into timing jitter (phase noise) just when it
is maximal. In the calculation of the device noise it is therefore reasonable to assume an
effective steady-state bias voltage at node b which is equal to the flat maximum of the
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actual oscillation waveform at node b. Since the power spectral density of the 1/f noise
current in steady-state MOS transistors is roughly proportional to VGT

2 (VGT =VGS-VT), the
ratio of the effective bias VGT_eff, to an arbitrarily chosen reference value VGT_ref =1.0V has
been used to correct for amplitude-dependent biasing. Correction figures in dB are listed in
the third column of Table 6-2.

The resulting total correction in dB is shown in the fourth column of Table 6-2. Figure 6-
24 shows the curves of Figure 6-22 and Figure 6-23 after correction. Remarkably, now a
VGS_off decrease corresponds to a decrease in 1/f3-phase noise; a similar relation was found
in section II between VGS_off and the baseband 1/f noise. The decrease in 1/f3-phase noise is
maximally about 8 dB at a carrier offset of 1kHz and corresponds well with the baseband
measurements of section 6.2. It is concluded that a strong agreement has been shown
between 1/f device noise as obtained by (1) baseband measurements of switched devices
and (2) inference from oscillator phase noise measurements. The remaining differences
could be caused by the assumptions about the effective bias level and the use of a first
order 1/f noise model.

Figure 6-24. Phase noise measurement results plus corrections for changes in
upconversion and effective bias level.

6.6.4 Conclusion

It has been shown that the measured 1/f frequency noise of a CMOS ring oscillator shows
the same dependency on VGS_off (after correction for upconversion and effective gate-source
bias) as baseband MOSFET 1/f noise, namely that it reduces when the gate-source voltage
of the MOS transistors in the off-state is reduced. The intrinsic 1/f noise reduction
occurring in a CMOS ring oscillator results in a lower 1/f3-phase noise than could be
expected from calculations.
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Chapter 7

Summary & Conclusions

This chapter summarises the contents of this thesis, lists the main conclusions, identifies
the original contributions and gives recommendations for further research.

7.1 Summary
The body of this thesis (chapters 3,4 and 5) deals with the analysis and improvement of the
frequency stability and control linearity of relaxation oscillators.

Chapter 1 gives a short introduction to the class of oscillators called relaxation oscillators.
They operate by alternately charging and discharging a timing capacitor between two
(sometimes internally set) threshold levels. Relaxation oscillators are frequently used
because of their suitability for monolithic integration and fundamentally linear relation of
the input control signal to frequency. Chapter 1 discusses the important performance
requirements of relaxation oscillators: control linearity, frequency stability (jitter or phase
noise) and temperature stability. It introduces shortly the mechanisms that influence and
ultimately limit these performance requirements in practical existing circuits (chapter 3
explores the control linearity and jitter in more detail). Furthermore, chapter 1 introduces
briefly the improvements that are offered by the concept of the coupled sawtooth oscillator
that is introduced in chapters 4 and 5. Also, a short non-exhaustive overview is given of
some other oscillator types.

In chapter 2, a survey is given of the relevant frequency- and time-domain measures of
frequency stability and their particularities. The often used /-measure of phase noise (a

frequency domain measure) and its relation to the power spectral density of phase
fluctuations and to the oscillator’s RF spectrum is discussed. The causes for the ambiguity
concerning its exact definition are discussed shortly. Also, several time-domain measures
are discussed (e.g. the Allan variance). Some of these intuitively appealing measures can
give rise to mathematical convergence problems when their value is calculated from
particular phase noise spectra. Especially in relation to phase noise spectra with a large
low-frequency power content (like for example 1/f frequency noise), convergence is a
problem. The time-domain structure function approach to quantify frequency stability,
developed by Lindsey and Chie [6][7], is discussed in detail. The time-domain measures
that are discussed in this chapter appear as particular cases of this concept. The fore-
mentioned convergence problems can be avoided using this approach. Furthermore,
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structure functions are able to make a distinction between random variations and
polynomial drift components in the phase evolution of an oscillator signal. As such, the
measurement of frequency stability in the time domain using structure functions does not
require the use of a PLL to lock an oscillator to a stable reference frequency.

In chapter 3, several existing topologies of relaxation oscillators are discussed. In these
oscillators, a time variant signal is created by charging a capacitor, using a controllable
current. The signal is made periodical by some level detection circuit that reverses the
direction of the capacitor current, each time the capacitor voltage crosses one out of two
threshold levels. A regenerative memory is commonly used to store the decision that is
taken by the level detection circuitry. In a well designed relaxation oscillator, the
regenerative memory itself does not significantly add jitter to the period of oscillation; the
random jitter of the oscillator can be made solely determined by the time error in the first
crossing moment of the noisy capacitor voltage and the noisy detection level. The voltage
variance of the latter noise contributor is generally largest, due to the much larger
bandwidth by which it contributes to the jitter. It is shown that the jitter of the relaxation
oscillator is generally dominated by the noise voltage, present on the threshold level
(decision level noise). The jitter of the relaxation oscillator can be reduced by increasing
the slope of the capacitor voltage (at the expense of an increase in current) and by
decreasing the variance of the threshold level noise. The latter can be accomplished by
limiting the bandwidth of the level detection circuitry. However, this has a negative effect
on the control linearity of the oscillator, as it adds a more or less constant decision delay to
the period of oscillation. Hence, a trade-off between low jitter and high control linearity
exists in the design of the relaxation oscillator.

In chapter 4, an alternative and simple level detection mechanism is introduced that
removes the trade-off between control linearity and jitter. In the proposed coupled
sawtooth oscillator, a simple differential pair is used that gradually turns on the capacitor’s
charge current. During the switching time of the differential pair, the threshold level noise
is converted into a current and integrated on the oscillator’s capacitor. Due to the specific
combination of the transconductance and the switching time of the differential pair, the
effective bandwidth (and thus variance) by which the threshold level noise contributes to
the jitter is considerably smaller than in the conventional regenerative oscillator. The larger
the differential pair’s switching time can be chosen, the lower the oscillator's jitter due to
threshold level noise can be. Despite the gradual turning on of the capacitor current by the
differential pair, the oscillator’s control linearity is preserved, due to the point-symmetrical
transfer function of the differential pair. In principle, the control linearity of the oscillator
is limited only by transistor mismatches.

In chapter 5, the design of several possible realizations of the coupled sawtooth oscillator
is discussed in detail. Procedures are given for finding the values for the reference voltage
level(s) and the dimensioning of the differential pair (that controls the start-up of a
capacitor voltage ramp) that result in the lowest achievable jitter. The realizations mainly
differ in the number of stages n that are used to generate one period of oscillation. The
minimum number of stages that is required is two. In that case, an additional regenerative
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memory is necessary to safely secure the charge-state of a capacitor. A disadvantage of the
two-stage coupled sawtooth oscillator is that the necessary periodic discharging of each
capacitor imposes a restriction on the duration of the differential pair’s switching time
Tswitch. This restricts the achievable minimum jitter of the two-stage coupled sawtooth
oscillator. It is shown that in case four or more stages are used, the capacitor’s discharge
intervals no longer restrict the duration of Tswitch. Hence, Tswitch can be chosen closer to its
maximum allowable value, such that the jitter due to decision level noise approaches its
achievable minimum. A four-stage coupled sawtooth oscillator is designed and
implemented on chip and its control linearity and phase noise experimental results are
discussed. Compared with the theoretical performance of a relaxation oscillator that uses a
comparator to detect a threshold level crossing and that exhibits equal control linearity, the
jitter of the coupled sawtooth oscillator shows an improvement of a factor 9. Chapter 5
concludes with a discussion of a switching technique that reduces the 1/f frequency noise
of the oscillator. The technique exploits the correlated nature of 1/f noise in such a way
that timing errors, made in subsequent stages of the oscillator, cancel. Besides a reduction
in 1/f frequency noise, it also results in a factor two reduction of power consumption in the
oscillator's core.

Finally, chapter 6 shows that the assumption that the power spectral density of MOSFET
(1/f) noise, occurring during a time interval, is only dependent on the transistor’s bias
conditions throughout that interval, is incorrect. During a study of the phase noise of a
CMOS ring oscillator, the discovery was made that the (statistical) behaviour of MOSFET
1/f noise in the present depends strongly on the transistor’s bias conditions in the past.
More specifically, it was found that the intrinsic 1/f noise of a MOSFET during the
transistor’s active phases can be reduced significantly when the transistor is switched off
periodically. This chapter discusses several measurement results, showing the effects of
this particular behaviour on the baseband 1/f noise spectrum of a MOSFET transistor.
Also, a numerical experiment is described, which simulates 1/f noise by superimposing
several random telegraph signals. It is shown that these random telegraph signals can be
reset in a very simple manner, resulting in noise spectra that show great resemblance with
the measured 1/f noise spectra of switched MOSFET transistors. The MOSFET 1/f noise
reduction mechanism is relevant for the study of oscillator phase noise, as it gives an
opportunity for reducing an oscillator’s 1/f frequency noise, without the cost of additional
power consumption. In fact, in case the oscillator’s topology allows for periodical on-off
switching of transistors, then a reduction in both 1/f frequency noise and power
consumption can be combined simultaneously. In this line of thought,  the “switched bias
technique” is proposed as a circuit technique that exploits intentional on-off switching of
MOS transistors with the purpose to reduce their intrinsic 1/f noise. The technique is
implemented experimentally in a 6-stage coupled sawtooth oscillator running at a
frequency of oscillation of 120 kHz. The experimental results show that the switched bias
technique can be used with benefit: it not only results in an approximate 30% reduction of
power consumption but also in an 8dB reduction of the 1/f noise induced phase noise. The
chapter concludes with a discussion of experiments, related to a CMOS ring oscillator. It is
shown that the measured 1/f frequency noise of a CMOS ring oscillator shows the same



Chapter 7 : Summary & Conclusions

168

dependency on the gate-source voltage of the ring’s transistors in the off-state as baseband
MOSFET 1/f noise, namely that it reduces when the gate-source voltage of the MOS
transistors in the off-state is reduced. The intrinsic 1/f noise reduction occurring in a
CMOS ring oscillator results in a lower 1/f3-phase noise than could be expected from
calculations.

7.2 Conclusions
• Structure functions offer a meaningful approach to the time-domain measurement of

frequency stability, as they are able to detrend measurement data that is corrupted by
oscillator drift. In that sense, they are of particular interest for the measurement of the
low-frequency portions of the phase noise spectrum in situations in which no phase-
locked-loop is available or can be applied to lock the drifting oscillator to a stable
reference (chapter 2);

• The jitter of relaxation oscillators that use a comparator to detect a threshold level
crossing by the capacitor voltage is generally dominated by the noise on the threshold
levels (chapter 3);

• In conventional relaxation oscillators, the bandwidth of the comparator that performs
the detection of a threshold level crossing, affects both the amount of decision delay
that is added to the period of oscillation and the amount of filtering of threshold level
noise.  As a result, a trade-off appears between the oscillator’s achievable control
linearity and jitter (chapter 3);

• The coupling of decision delay and noise filtering can be removed by using a simple
differential pair as an alternative for the comparator. By applying a differential pair to
gradually start-up a new capacitor voltage ramp, the oscillator’s own capacitor is used
to reduce the effective bandwidth of the threshold level noise, thus reducing the jitter of
the oscillator. The larger the switching time of the differential pair can be chosen, the
more the effective noise bandwidth is reduced. Due to the point-symmetrical transfer
function of the differential pair, the gradual start-up of ramps does not harm the
oscillator’s control linearity (chapter 4);

• The coupled sawtooth oscillator can be implemented as a ring of identical stages, each
containing a grounded capacitor and a PMOS differential pair that either supplies its
tail current to the capacitor or dumps it to ground. The minimum required number of
stages is two. In that case, additional measures (including a binary memory) must be
taken to secure the charge state of a capacitor during phases that the other capacitor is
being discharged. In a two-stage coupled sawtooth oscillator, the capacitor’s discharge
intervals prevent the switching time of the differential pairs from being chosen equal to
their maximum allowable value (as imposed by the control linearity restriction of non-
overlapping start-up intervals). Thus, the discharge intervals pose a limitation to the
maximum achievable switching time of the differential pairs and thus pose a limitation
to the achievable reduction of effective bandwidth  of decision level noise. In case four
stages are used in the coupled sawtooth oscillator to generate one period of oscillation,
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then no additional measures are needed to secure the charge state of capacitors.
Furthermore, the duration of the switching intervals of the differential pairs can be
chosen equal to their maximum allowable value, resulting a larger bandwidth reduction
of threshold level noise than can be achieved with a two-stage coupled sawtooth
oscillator (chapter 5);

• The power spectral density (or equivalently: the autocorrelation function) of intrinsic
MOSFET 1/f noise, occurring during a certain time interval does not only depend on
the transistor’s bias conditions during that interval, but also on its bias conditions
previous to that interval. More specifically, the intrinsic 1/f noise of a MOSFET
transistor during active phases can be reduced by periodically switching it off by means
of its gate-source voltage. This switching alters the spectral shape (and thus
correlation) of 1/f noise in a way that can not be explained by simple modulation
effects. The amount of reduction strongly depends on the value of the transistor’s gate-
source voltage in the off-state. The lower the gate-source voltage in the off-state is
chosen, the larger the reduction is (chapter 6);

• Periodically resetting a random telegraph signal (RTS) by forcing it into one of its
states and subsequently releasing it again (allowing it to make transitions again with its
own transition probability) significantly alters (reduces) the RTS’s Lorentzian
spectrum in case the duration of the “release intervals” is smaller that the characteristic
time constant of the RTS (chapter 6);

• By periodically resetting all the RTSs that are part of the specific superposition of
RTSs that gives a 1/f power spectrum (exponential distribution of RTS corner
frequencies), the overall 1/f spectrum can be made frequency independent (flat) for
frequencies below the reset frequency. This outcome shows great resemblance with the
measured MOSFET 1/f noise spectrum under switched bias conditions (chapter 6);

• “Switched biasing” has been proposed as a circuit technique that exploits intentional
on-off switching of MOS transistors with the purpose to reduce their intrinsic 1/f noise.
The technique can be exploited in certain oscillator topologies to reduce their 1/f
frequency noise. In many oscillators, the transistors contribute actively to the circuit’s
operation during only a fraction of the period of oscillation. This part-time usage of
transistors allows for a periodical off-switching of these transistors during non-
operational phases. As a result, their 1/f noise in the operational phases can be reduced,
resulting in a reduction of the 1/f frequency noise of the oscillator. The technique is
attractive, as it can be combined with a power saving measures (chapter 6);

• it is shown that the “natural” periodical switching of transistors in a CMOS ring
oscillator, consisting of simple single ended inverters, results in a reduction of the
transistor’s 1/f noise, which in turn gives a lower 1/f frequency noise than can be
expected from calculations; a lower gate-source voltage during the off-state of the
ring’s MOSFET transistors does however not result per definition in a lower overall
1/f frequency noise as the beneficial effect can be counteracted by an increase in
upconversion of 1/f noise (chapter 6);



Chapter 7 : Summary & Conclusions

170

7.3 Original contributions of this thesis
• An analysis of jitter in a first-order regenerative (sawtooth) oscillator, showing that the

comparator’s bandwidth affects both the amount of decision delay that is added to the
period of oscillation and the amount of filtering of decision level noise, in such a way
that this results in a trade-off between control linearity and jitter in this oscillator
(chapter 3);

• The introduction of a simple differential pair to gradually start-up each capacitor
voltage ramp in a relaxation oscillator, allowing for an exploitation of the oscillator’s
capacitor to reduce the effective bandwidth of decision level noise, without harming
the fundamentally linear control characteristic of the oscillator (chapter 4: the coupled
sawtooth oscillator);

• A jitter analysis showing the beneficial effect on jitter of gradually starting up capacitor
voltage ramps using a differential pair (chapter 4);

• The derivations of coupled sawtooth oscillator topologies that implement the gradual
start-up of capacitor voltage ramps and minimise the jitter contribution due to decision
level noise (chapter 5);

• The introduction of a differential measurement setup that allows the baseband
MOSFET 1/f noise spectrum under switched bias conditions to be measured, even at
relatively high switching frequencies and at frequencies larger than the switching
frequency (chapter 6);

• The presentation of several measured spectra, showing that the intrinsic 1/f noise of a
MOSFET transistor during active phases is reduced by periodically switching it off by
means of its gate-source voltage (chapter 6);

• The presentation of a numerical experiment involving the resetting of random-
telegraph signals, resulting in spectra that show great resemblance with the measured
spectra of 1/f noise under switched bias conditions (chapter 6);

• The introduction of the switched bias technique as a means to exploit intentional on-off
switching of MOS transistors with the purpose to reduce their intrinsic 1/f noise and the
experimental demonstration of its beneficial effect for reducing the 1/f frequency noise
and power consumption of  a coupled sawtooth oscillator (chapter 6);

• The experimental proof that the “natural” switching of MOSFET transistors in a
CMOS ring oscillator reduces their 1/f noise, thus resulting in a lower 1/f frequency
noise than can be expected from calculations (chapter 6).

The work contributing to this thesis has yielded the following publications:

[18][19][20][40][41][42]

.. and a patent:

A.J.M. van Tuijl, S.L.J. Gierkink, “Coupled Sawtooth Oscillator”, European filing nr. EP
98201085.2, filing date: 9 April 1998.
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7.4 Recommendations for further research
• The exploration of the limits in noise and distortion of an integrated phase locked loop

that uses a coupled sawtooth oscillator as a VCO to demodulate (wideband) FM
signals.

• A further characterisation of (submicron) MOSFET 1/f noise under switched bias
conditions. One of the interesting questions is: what is the explanation for the residual
1/f noise that we see appearing in the spectrum, below the switching frequency.

• Research to the application of the “switched-bias technique” to reduce the 1/f noise in
other CMOS (oscillator) circuits.

• Research to the exploitation of the correlated nature of 1/f noise in reducing the 1/f
noise invoked timing jitter of oscillators by letting correlated timing errors cancel in
successive ramps or periods of the signal.
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Appendix A

In this appendix, the expressions for the second- and third-order harmonic distortion are
calculated for the relationships fosc(Icharge) and Icharge(fosc) of the coupled sawtooth oscillator,
in case of K-mismatch in the differential pairs and VT -mismatch in the current mirrors. The
calculations assume that the same amount of mismatch (with the same sign) appears in
each of the n stages of the oscillator.

A.1 K-factor mismatch in the differential pairs

A.1.1 Distortion in the relationship fosc(Icharge)

In case all the differential pairs in the n stages of the coupled sawtooth oscillator have the
same K-mismatch, then the frequency of oscillation is given by (see expression (4.9) in
chapter 4):
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In order to derive the harmonic distortion that results if the oscillator is used in a frequency
modulation application, a Taylor expansion of (A.1) must be made around some Icharge0:
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Using a symbolic calculator (Mathcad), the following coefficients can be derived easily:
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in which the center-frequency fosc0 in case of no mismatch is given by:
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The second-order distortion can be approximated by:

I
a

a

2

1
HD

1

2
2 ⋅⋅= (A.7)

The third-order distortion can be approximated by:
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Substituting the appropriate expressions for the Taylor-coefficients ai into (A.7) and (A.8)
gives:
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A.1.2 Distortion in the relationship Icharge(fosc)

The Taylor coefficients for the relationship Icharge(fosc):
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can be derived by inverting the Taylor series of (A.2). The Taylor coefficients bi of the
relationship Icharge(fosc) are related to the Taylor coefficients ai of the relationship fosc(Icharge)
via [60]:
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Substituting the correct expressions for ai , given by (A.3),(A.4) and (A.5), gives:
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in which fosc0 is given by (A.6).

Similar to the derivation in section A.1.1 of this appendix, the expressions for the second-
and third-order harmonic distortion can now be calculated, using the expressions for the
Taylor coefficients bi, as:
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These expressions for HD2 and HD3 can also be found by substituting into (A.9) and
(A.10) the following expression:

1a
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in which a1 is given by (A.3).
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A.2 VT mismatch in the current mirrors

A.2.1 Distortion in the relationship fosc(Icharge)

In case all the 1:1 current mirrors in the n stages of the coupled sawtooth oscillator have
the same threshold voltage-mismatch, then the frequency of oscillation is given by (see
expression (4.15) of chapter 4):

( )
1REF

2
eargch

T

eargchosc VCn

K

I2
V

2

K

If
⋅⋅










 ⋅
+⋅

= (A.21)

In order to derive the harmonic distortion that results if the oscillator is used in a frequency
modulation application, a Taylor expansion must be made around some Icharge0:
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Using a symbolic calculator (Mathcad), the following coefficients can be derived easily:
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Similar to the derivation in section A.1.1 of this appendix, the expressions for the second-
and third-order harmonic distortion can now be calculated, using the expressions for the
Taylor coefficients ci, as:
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A.2.2 Distortion in the relationship Icharge(fosc)

By inverting the Taylor expansion of the relationship fosc(Icharge) in the same manner as
described in section A.1.2 of this appendix, the following Taylor coefficients for the
relationship Icharge(fosc) can be derived:
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Similar to the derivation in section A.1.1 of this appendix, the expressions for the harmonic
distortion can now be calculated, using (A.29), (A.30) and (A.31):
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These expressions for HD2 and HD3 can also be found by substituting into (A.26) and
(A.27) the following expression:
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with c1 given by (A.23).
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Appendix B

In this appendix the output voltage variance is derived of two simple networks: a capacitor
and an RC-network, both of which are driven by a time-dependent white noise current. The
time-dependency consists of a rectangular time-window during which the noise current is
fed to the network. The calculations use the following approach: first, the autocorrelation
function of the time-varying noise current is specified and second, the autocorrelation
function of the output voltage noise is calculated by convolving the autocorrelation
function of the noise current with the impulse response of the network.

B.1 Noise current fed to a capacitor
Figure B-1 gives the network of which the output noise voltage variance σv

2 is calculated.

Figure B-1. The network of which the output voltage variance σv
2 is calculated; the

noise current in is white and bandwidth-unlimited.

The noise current in is white, and bandwidth-unlimited. Its single-sided, frequency in-
dependent power spectral density is given by 

ni
S . Its autocorrelation function is given by

the inverse Fourier transform of the (two sided) power spectral density, resulting in:
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The time-varying noise current i that charges the capacitor is given by a multiplication of
the noise current in and the switch function m(t). This switch function is given by:
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The autocorrelation function of i is found by evaluating the definition of the
autocorrelation function:
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By substituting (B.1) and (B.2) into (B.3), the complete expression for the autocorrelation
function of i is found as:
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The response of the voltage across the capacitor to a current pulse is given by:
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in which u(t) is the unit-stepfunction. The autocorrelation function of the output voltage of
the RC network is given by the convolution:
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Both the unit-stepfunction in the impulse response (B.5) and the time boundaries of the
autocorrelation function (B.4) allow for a more detailed specification of the integration
limits of the variables u and v:
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In this list, condition 3 is overruled by condition 1. This results in the following overall
limits:

a2a1 ttv0andttu0 −≤≤−≤≤        (B.8)

Applying these limits for the integration variables u and v and substituting the expressions
for the autocorrelation function Rii(t1,t2) (B.4) and impulse response function h(t) (B.5) into
(B.6) gives:
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The integration of the δ-function over variable u results in a non-zero result (equal to one)
only when its argument ( )vtut 21 +−−  equals zero somewhere within the integration

interval of u. Because the integration range of u determines that u is positively valued, the
argument of the δ-function can equal zero only for a value of v that satisfies
( ) 0vtt 21 ≥+− , or equivalently:

( )12 ttv −≥  (B.10)

Depending on the value of t1 compared to that of t2 two cases can be distinguished now,
affecting in a different manner the lower integration limit of the remaining integration over
variable v [24]:

• 21 tt > . In this case, the right-hand side of (B.10) is negative. As a result, condition

(B.10) is overruled by condition 1) in equation (B.7), stating that 0v ≥ . Applying this
lower integration limit for variable v in (B.9) gives:
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• 12 tt > . In this case, the right-hand side of (B.10) is positive. As a result, condition

(B.10) overrules condition 1) in equation (B.7), thus setting a new lower integration
limit for variable v in equation (B.9). Applying this lower integration limit for variable
v in (B.9) gives:
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In this appendix, an expression is sought for the voltage variance at time instance tb (the
end of the time interval, shown in Figure B-1). By definition, it is given by:
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Substituting t1= t2= tb into (B.11) or (B.12) and remembering Tcharge=tb-ta (see Figure B-1)
results in:
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This expression for the variance of the capacitor voltage variance was derived, assuming
that the noise current in is white and bandwidth-unlimited. In appendix C it is shown that
expression (B.14) is also valid if in is bandwidth-limited and Tcharge>> 1/B, in which B is
the bandwidth of in.

Alternative approach: the frequency domain

As expressed by equation (2.10) in chapter 2, the variance of a random variable can be
calculated following a time-domain approach using the autocorrelation function or a
frequency-domain approach using the power spectral density function. The latter approach
will be used here to obtain the result of (B.14).
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In terms of the frequency domain, the output noise voltage variance is given by an
integration over all frequencies of the output voltage power spectral density :

( )dffS
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The power spectral density Sv(f) can be calculated by Fourier transforming the time
dependent voltage v(t). In order to be able to apply Fourier transformation, v(t) needs to be
expressed as a continuous function of time:
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Note that v(t) is a random variable because in(t) is. One sample of v(t) represents a possible
value of the voltage across the capacitor CL in Figure B-1 at time point t=tb.

The integration of in(t) over a time interval Tcharge in (B.16) can be written as a convolution:
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with:
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The power spectral density of v(t) is then given by:
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in which ( )fS
ni

 is the power spectral density of in and HI(f) is the Fourier transform of

hI(t). The latter is given by the well known sinc-function:
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Combining equations (B.15), (B.19) and (B.20) and assuming that in is white and
bandwidth-unlimited results in:
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The result is identical to that of equation (B.14).
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B.2 Noise current fed to an RC-network
Figure B-2 gives the RC-network of which the output noise voltage variance σv

2 is
calculated.

Figure B-2. The network of which the output voltage variance σv
2 is calculated; the

noise current in is white and bandwidth-unlimited.

The autocorrelation function of the noise current in is given by (B.1). The autocorrelation
function of the time-varying noise current i is given by (B.4). The voltage response of the
RC-network to a current pulse at the input is given by:

( ) ( )tue
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1
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t

L
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 (B.22)

in which u(t) is the unit-stepfunction. Following the same procedure as in section B.1, the
autocorrelation function of the output voltage can be calculated as:
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which, after substitution of the expressions for Rii(t1,t2) and h(t) and evaluation of the
integration limits (see section B.1), can be written as:
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Similar to the situation, outlined in the previous section, the integration of the δ-function
over variable u results in a non-zero result only when its argument ( )vtut 21 +−−  equals

zero somewhere within the integration interval of u. Because the integration range of u
determines that u is positively valued, the argument of the δ-function can equal zero only
for a value of v that satisfies ( ) 0vtt 21 ≥+− , or equivalently: ( )12 ttv −≥ . Again,

depending on the value of t1 compared to that of t2 two cases can be distinguished now,
affecting in a different manner the lower integration limit of the remaining integration over
variable v (see also section B.1):
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The expressions (B.25) and (B.26) can be combined into a single expression as [24]:
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in which t represents the minimum of t1 and t2.

By definition, the variance at tb (the end of the time interval, shown in Figure B-2) is given
by:
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Substituting t1= t2= tb into (B.25) or (B.26) and remembering Tcharge=tb-ta (see Figure B-2)
results in:
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Conclusion

An important observation can be made from equation (B.29): the noise voltage variance
builds up exponentially, depending on the time Tcharge. Two different situations can be
distinguished:

• Tcharge>>RLCL

In case of Tcharge>>RLCL, the exponent in (B.29) is negligible and the variance reaches a
steady-state value, given by:
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v CR4

1
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n

n ⋅⋅==  (B.30)

in which ( )LLCR41  equals the noise bandwidth Bn of the RC-combination (see also the

last subsection of this appendix).

Suppose in represents a thermal noise current, equal to that of the resistor RL (see Figure B-
2). In that case the (single sided) power spectral density of this noise current is given by:

L
i R

kT4
S

n
=  (B.31)

Inserting this expression into (B.30) results in the well known expression for the white
noise RC-filtered voltage variance:
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• Tcharge<<RLCL

In case of Tcharge<<RLCL the exponent in (B.29) can be approximated by:
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such that noise voltage variance of (B.29) can be approximated by:
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Thus, for Tcharge<<RLCL, the output noise voltage variance depends linearly upon Tcharge.
Note that the expression found is identical to equation (B.14) and (B.21).
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Alternative approach: the frequency domain

The output noise voltage variance in the case of Tcharge>>RLCL can also be calculated by
following a frequency-domain approach. Assuming that the switch in Figure B-2 is closed
continuously, the filtering performed by the RC-network can be modelled by the frequency
domain transfer function H(f). The variance of the output noise voltage is then given by:

( )∫
∞ ⋅=
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22
n

2
v dffHi  (B.35)

Following an analysis along these lines finally results in the following expression:

n
2

Li
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v BRS
n

⋅⋅=  (B.36)

in which Bn represents the noise bandwidth of the RC-network, which is given by
( )LLn CR41B =  (see also expression (3.26) in chapter 3). Substituting this expression for

Bn into (B.36) results in (B.30).



Appendix C

In this appendix, the output voltage variance is derived of a capacitor that is charged with a
bandwidth-limited white noise current during a limited time interval Tcharge. During this
interval, the noise current intensity varies; the variation can be modelled by a time
dependent function m(t). It is assumed that the interval Tcharge is much larger than 1/Bn, in
which Bn is the bandwidth of the noise.

Figure C-1(a) gives a plot of the two-sided power spectral density ( )fS )TS(
in

 of an ideally

bandwidth-limited white noise current.

Figure C-1. The power spectral density (a) and autocorrelation function (b) of ideally
bandwidth-limited white noise.

The autocorrelation function is given by the inverse Fourier transform of the (two sided)
power spectral density, resulting in [1]:

( ) ( ) ( )
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2
inii21nii ttwith
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nnn
−=⋅==                     (C.1)

Figure C-1(b) gives a plot of this autocorrelation function.

The following relationships are valid:
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Note that the integral of the autocorrelation function over all times equals the area under
the triangle that approximates the main lobe of the sinc (see Figure C-1(b)). This property
will be used in the following derivations.

Suppose now that the noise current is fed to a capacitor during a time interval Tcharge,
during which this noise current is modulated by a function m(t). Figure C-2 gives an
example.

Figure C-2. The network of which the output voltage variance σv
2 is calculated; the

noise current in is white and bandwidth-limited.

Using (B.3) in appendix B, the autocorrelation function of the current i after the switch is
given by:
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Outside the interval Tcharge, m(t) is zero. In the calculation of the capacitor voltage variance,
two cases will be distinguished:

A. during Tcharge, m(t) is constantly 1;

B. during Tcharge, m(t) is time-varying.
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case A

The variance of the capacitor voltage deviation at t=Tcharge is given by:
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in which index q refers to the charge, stored on the capacitor. The variance of the charge is
found by evaluating the expectance value of the charge squared:
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Thus:
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Substituting (C.4) into (C.8) gives:
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Because the modulating function m(t) equals 1 during the interval Tcharge, (C.9) can be
written as:
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To evaluate this integral, first the inner integral is evaluated:

( )dpqpR
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n
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nii −∫ (C.11)

The constant [ ]eargchT,0q ∈  determines the offset of the autocorrelation function within

the interval [ ]eargchT,0 . Figure C-3 gives an impression of two shifted versions of the

autocorrelation function. In this plot, Tcharge equals 10⋅(1/B) (B: see Figure C-1).
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Figure C-3. Shifted versions of the autocorrelation function in the interval [0-Tcharge].

Because Tcharge >> 1/B, the main lobes of almost all (over q) shifted versions of the
autocorrelation function fall within the interval [ ]eargchT,0 . Only when the offset q is near

0 or Tcharge, the main lobe does not fall completely within the range [ ]eargchT,0 .

Now the integral over [ ]eargchT,0  of nearly each shifted sinc-funtion can be approximated

by the area under the triangle, approximating the main lobe (see Figure C-1). Thus:
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Note that the approximated outcome of this integral equals the two-sided power spectral
density of in at zero Hertz (see equation (C.3)). Hence:
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To verify (C.12) (and thus (C.13)), Figure C-4 gives a plot of the integral on the left-hand
side of (C.12) with 

nniiR given by (C.1). The integral has been calculated numerically using

12
in

=  and B = 1 and ( )B110T eargch ⋅= . Note that the outcome can be approximated

fairly well by ( )B22
in

, as stated by (C.12).
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Figure C-4. Numerical result of integration and the approximation.

Substituting the approximation of (C.13) into (C.10) gives the variance of the charge,
expressed in the power spectral density of the noise current:
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Substituting this result in (C.5) gives the variance of the capacitor voltage deviation as:
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Expressed in the single sided spectrum:
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As in is white, we can write ( )
nn ii S0S = , giving finally:
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The expression is valid only if in is white and  Tcharge>>1/B, in which B is the bandwidth of
in.

Case B
In this case, m(t) is time-dependent during the interval [ ]eargchT,0 . The calculation starts at

(C.9), which is repeated here:
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To evaluate this integral, first the inner integral is evaluated:
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( ) ( )dpqpRpm
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The constant [ ]eargchT,0q ∈  determines the offset of the autocorrelation function within

the interval [ ]eargchT,0 , which is now weighted with m(p). Figure C-5 gives an impression

of several shifted and weighted versions of the autocorrelation function 
nniiR (its

expression is given by (C.1)). In the same figure, also the weight-function m(p) is plotted.

The weight-function that is used here is the one of Figure C-2. In this plot, 12
in

=  is

taken and Tcharge =10⋅(1/B).

Figure C-5. Shifted and weighted versions of the autocorrelation function in the interval
[0-Tcharge].

As with the situation in case A, the integral over [ ]eargchT,0  of nearly each shifted sinc-

funtion can be approximated by the area under the triangle, approximating the main lobe
(see Figure C-1). However, the height of each triangle is now weighted with the value that
the weight-function m(p) has at p=q. Thus, we can write:
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Using (C.12) we can write:
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Combining (C.20) and (C.21) gives:

( ) ( ) ( ) ( ) ( )( )0Sqm
B2

qmdpqpRpm TS
i

2
i

T

0
ii n

n
eargch

nn
⋅=⋅≈−⋅∫ (C.22)



193

To verify (C.22), Figure C-6 gives a plot of the integral on the left-hand side of (C.22) with

nniiR given by (C.1) and m(p) given by the function, plotted in Figure C-2 and Figure C-5.

The integral has been calculated numerically using 12
in

=  and B=1 and

( )B110T eargch ⋅= . Note that the outcome can be approximated fairly well by

( ) ( ){ }B2qm 2
in

⋅ , as stated by (C.22).

Figure C-6. Numerical result of integration and the approximation.

Inserting the approximation of (C.22) into (C.18) gives the variance of the charge,
expressed in the power spectral density of the noise current:
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Substituting this result into (C.5) gives the variance of the capacitor voltage as:
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Expressed in the single sided spectrum:
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As in is white, we can write ( )
nn ii S0S = , giving finally:
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The expression is valid only if in is white and  Tcharge>>1/B, in which B is the bandwidth of
in.

An alternative notation for (C.26) is given by:
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in which ( )tS
ni

 is the time dependent power spectral density of the (bandwidth limited)

white noise current in, given by:
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Appendix D

In section 4.4.1 of chapter 4, the jitter, due to voltage noise vn in series with VREF1 of the
coupled sawtooth oscillator was calculated. In that calculation, the variance of the

capacitor voltage deviation 2
V1

 was calculated, assuming that the transconductance of

the differential pair gm is constant during switching. In this appendix, the capacitor voltage

variance 2
V1

 is calculated using the full expression for gm as a function of the input

differential voltage Vin. The calculation makes use of the results of appendix C.

Figure D-1 shows the circuit of interest.

Figure D-1. The power spectral density (a) and autocorrelation function (b) of ideally
bandwidth-limited white noise.

When the capacitor voltage V0 of the previous stage lies in the range [ ]BB V2,V2 ⋅⋅−
around VREF1, the differential pair switches and the noise current i1 is given by:

( ) ( ) ninmin1 vVg
2

1
Vi ⋅⋅=  (D.1)

in which gm(Vin) is the transconductance of the differential pair, defined by:
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in

indiff,out
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Using the simple square law model for the drain current of a MOS transistor (given by
expression (4.2) in chapter 4), the following expression can be derived for this
transconductance:
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in which:
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and:
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Suppose that the switching time of the differential pair is given by Tswitch. In case the noise
current i1, resulting from vn, is white and its bandwidth B is such that Tswitch >> 1/B, then
appendix C can be used to calculate the resulting variance of the capacitor voltage. Using
(C.27) in appendix C gives:
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in which  ( )tS
1i

 is the time dependent power spectral density of the (white noise) current

i1.

The integration variable can be changed from time t to Vin (the input differential voltage)
by noting that:

• 
C

I
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Substituting this into (D.6) gives:
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From (D.1) the power spectral density of i1 as a function of Vin can be derived as:
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Substituting this into (D.7) gives:
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Using the expression for the transconductance, given by (D.3), it can be shown that:
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Substituting this into (D.9) gives:
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In chapter 4, the equivalent variance was derived, assuming that the transconductance is
constant and equal to 

0mg during switching of the differential pair. The result is repeated

here (see expression (4.29) in chapter 4):
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The difference between (D.11) and (D.12) is only marginal.
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Appendix E

In this appendix the variance of the error in the capacitor voltage is derived that appears at
the output of two cascaded stages of the coupled sawtooth oscillator, due to a white noise
current in the first stage. Figure E-1 shows the equivalent network; its explanation is given
in chapter 4, section 4.4.2.

Figure E-1. The network of which the output voltage variance σv2
2 is calculated; the

noise current in is white and bandwidth-unlimited.

The calculation of ( )c
2

V tt
2

=  is made easier if the switch function m1(t) of Figure E-1 is

split into two parts. Figure E-2 shows the alternative equivalent network.



Appendix E

200

Figure E-2. Alternative network for calculating σv2
2.

The calculation of ( )c
2

V tt
2

=  will be split into two parts:

• part A: the variance ( )b
2

V tt
1

=  is calculated of the capacitor voltage V1 in stage I at

t=tb due to the noise current in and the switch m1(t) in stage I. This is followed by a

calculation of the variance ( )c
2

V tt
2

= of the capacitor voltage V2 in stage II at t=tc

due to ( )b
2

V tt
1

=  and m2(t), appearing in stage II;

• part B: the variance ( )c
2

V tt
2

=  is calculated due to in in stage I and m2(t) appearing

in both stages I and II.

The calculations use the following approach: first, the autocorrelation function of the time
varying noise current is specified and second, the output voltage noise is calculated by
convolving the autocorrelation function with the impulse response of the network.

Part A

Figure E-3 gives the network of which the output noise voltage variance ( )c
2

V tt
2

=  is

calculated. Note that in stage I, only the switch m1(t) is accounted for.
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Figure E-3. The network of which the output voltage variance σv2
2(t=tc) is calculated.

The noise current in is white, and bandwidth-unlimited. Its single-sided, frequency
independent power spectral density is given by 

ni
S . In case 

ni
S  represents the power

spectral density of the thermal noise current of a resistor Rn, its value equals

ni RkT4S
n

= . Its autocorrelation function is given by the inverse Fourier transformation

of the two-sided power spectral density, giving:
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The noise current i1 that charges the capacitor in stage I is given by a multiplication of the
noise currrent in and the switch function m1(t).  This switch function is given by:
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The autocorrelation function of i1 is given by (see appendix B, expression (B.3)):
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Hence, the complete expression for the autocorrelation function of i1 is given by:
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The voltage response of the capacitor to a current pulse at the input is given by:

( ) ( )tu
C

1
th1 ⋅=  (E.5)

in which u(t) is the unit-stepfunction.

The autocorrelation function of the capacitor voltage V1 of stage I is given by the
convolution:

( ) ( ) ( ) ( )
( ) ( ) ( )dudvvhuhvt,utR

ththt,tRt,tR

1121ii

211121ii21VV

11

1111

⋅⋅−−=

⊗⊗=

∫ ∫
∞
∞−

∞
∞−

                
 (E.6)

Both the unit-stepfunction in the impulse response (E.5) and the time boundaries of the
autocorrelation function (E.4) allow for a more detailed specification of the integration
limits of the variables u and v. These integration limits can be found following the same
procedure as outlined by expression (B.7) in appendix B. Furthermore substituting (E.4)
and (E.5) into (E.6) gives:

( )
( )

( ) ( ) ( ) dudvvtututtvtt
tt

1

2

S

C

1
t,tR a2 a1n

11

tt

0

tt

0 21a1a22
ab

i

221VV ⋅+−−⋅−−−−⋅
−

= ∫ ∫
− −

 (E.7)

The integration of the δ-function over variable u results in a non-zero result (equal to one)
only when its argument ( )vtut 21 +−−  equals zero somewhere within the integration

interval of u. Suppose that this is the case then the integration of the δ-function in (E.7)
gives:

( )
( )

( ) dvvtt
tt

1

2

S

C

1
t,tR

2tt

0 a22
ab

i

221VV
a2n

11 ∫
− −−⋅

−
=  (E.8)

Because the integration-range of u in (E.7) determines that u is positively valued, the
argument of the δ-function in (E.7) can equal zero only for a value of v that satisfies
( ) 0vtt 21 ≥+− , or equivalently:

( )12 ttv −≥  (E.9)

Depending on the value of t1 compared to that of t2 two cases can be distinguished now,
affecting in a different manner the lower integration limit of the remaining integration over
variable v in equation (E.8). The procedure is explained in detail in section B.1 of appendix
B; here, only the resulting expressions are given:

• 21 tt > :
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• 12 tt > :
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 (E.11)

An expression is sought for the voltage variance at tb (which marks the end of the time
interval determined by m1(t). By definition, it is given by:

( ) ( ) ( ){ } ( )bbVVb1b1b
2

V t,tRtVtVEtt
111

=⋅==  (E.12)

Substituting t1= t2= tb into either (E.10) or (E.11) results in:

( ) ( )ab
i

2b
2

V tt
3

1

2

S

C

1
tt n

1
−==  (E.13)

This voltage deviation is stored on the capacitor in stage I for t>tb. Due to the switch-
function m2(t) in Figure E-3 it will result in a capacitor voltage deviation in stage II. The
variance of this deviation at t=tc is found by evaluating:

( ) ( )

( ) ( )2bcb
2

V2

2
m

2
t

t bVmc
2

V
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 (E.14)

Substituting (E.13) into (E.14) gives:

( ) ( ) ( )2
bcab2

2
mi

2c
2

V tttt
3

1

C4

g

2

S

C

1
tt 0n

2
−⋅−⋅==  (E.15)

This can be simplified further by noticing from Figure E-2:

( ) ( )bcabswitch ttttT −=−=  (E.16)

Substituting this into (E.15) gives:

( ) 3
switch2

2
mi

2c
2

V T
3

1

C4

g

2

S

C

1
tt 0n

2
⋅==  (E.17)

This can be simplified further by using the expression for Tswitch given by (4.22) in chapter
4:

0m
switch g

C2
T =  (E.18)

Using (E.18) to rewrite (E.17) finally gives:

( ) switch
i

2c
2

V T
3

1

2

S

C

1
tt n

2
⋅==  (E.19)
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Part B

Figure E-4 gives the network of which the output noise voltage variance ( )c
2

V tt
2

=  is

calculated. Note that in stage I, only the switch m2(t) is accounted for now.

Figure E-4. The network of which the output voltage variance σv2
2(t=tc) is calculated.

The autocorrelation function for in is given by (E.1). The autocorrelation function of i1 is
given by:

( ) ( )
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 (E.20)

The voltage response of the capacitor in stage I to a current pulse at the input is given by:

( ) ( )tu
C

1
th1 ⋅=  (E.21)

in which u(t) is the unit-stepfunction.

The voltage response of the capacitor in stage II to a voltage pulse at the transconductor’s
input is given by:

( ) ( )tu
C

g
2

1

th
0m

2 ⋅=  (E.22)

in which u(t) is the unit-stepfunction.

The impulse response of the cascade of stages I and II is given by the convolution of the
stage’s individual impulse responses:
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( ) ( ) ( ) ( ) ( )
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The autocorrelation function of the capacitor voltage V2 of stage II is given by the
convolution:

( ) ( ) ( ) ( )
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Both the unit-stepfunction in the impulse response (E.23) and the time boundaries of the
autocorrelation function (E.20) allow for a more detailed specification of the integration
limits of the variables u and v in (E.24). These integration limits can be found following
the same procedure as outlined by expression (B.7) in appendix B. Furthermore
substituting (E.20) and (E.23) into (E.24) gives:

( ) ( ) dudvvtutuv
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S
t,tR b2 b10n

22
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tt
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The integration of the δ-function over variable u results in a non-zero result (equal to one)
only when its argument ( )vtut 21 +−−  equals zero somewhere within the integration

interval of u. Suppose that this is the case then the integration of the δ-function in (E.25)
gives:

( ) ( )( )dvttvv
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S
t,tR 21

tt
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2
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21VV
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22
−+⋅⋅= ∫

−
 (E.26)

Because the integration-range of u in (E.25) determines that u is positively valued, the
argument of the δ-function in (E.25) can equal zero only for a value of v that satisfies
( ) 0vtt 21 ≥+− , or equivalently:

( )12 ttv −≥  (E.27)

Depending on the value of t1 compared to that of t2 two cases can be distinguished now,
affecting in a different manner the lower integration limit of the remaining integration over
variable v in equation (E.26). The procedure is explained in detail in section B.1 of
appendix B; here, only the resulting expressions are given:

• 21 tt > :
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• 12 tt > :
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Solving either (E.28) or (E.29) and substituting t1= t2= tc results in:

( ) ( ) ( )3bc2

2
mi

2ccVVc
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V tt
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S
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1
t,tRtt 0n

222
−=== (E.30)

This can be simplified further by noticing from Figure E-4:

( )bcswitch ttT −=  (E.31)

Substituting this into (E.30) gives:

( ) 3
switch2
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mi
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V T
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S

C

1
tt 0n

2
⋅==  (E.32)

This can be simplified further by using the expression for Tswitch given by (4.20) in chapter
4:

0m
switch g

C2
T =  (E.33)

Using (E.33) to rewrite (E.32) finally gives:

( ) switch
i

2c
2

V T
3

1

2

S

C

1
tt n

2
⋅==  (E.34)

Total
The total variance of the voltage error ( )c2 ttV =  is given by the summation of (E.19) and

(E.34) resulting in:

( ) switch
i
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2

V T
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S
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1
tt n

2
⋅==  (E.35)
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In section 4.4.3 of chapter 4, the jitter, due to the noise of the differential pair transistors

was calculated. In that calculation, the variance of the capacitor voltage deviation 2
V1

was calculated, assuming that the transconductance of the differential pair gm is constant

during switching. In this appendix, the capacitor voltage variance 2
V1

 is calculated

without linearising the differential pair’s transconductance. The calculation makes use of
the results of appendix C.

Figure F-1 shows the circuit of interest, including the noise current sources in1 and in2 of
the transistors M1 and M2 of the differential pair. During the time interval [ ]switchT,0 , when

the capacitor voltage of the previous stage lies in a range [ ]BB V2,V2 ⋅⋅−  around VREF1,

these noise current sources contribute to a (time dependent) noise current i1 flowing into
the capacitor.

Figure F-1. During switching of the differential pair, the noise currents in1 and in2 result
in a noise current i1.

The noise current i1 is integrated in the capacitor, resulting in a voltage error ∆V1. Figure F-
2 gives an example of the capacitor voltage waveforms. Note that the noise current i1 is
non-zero only during the time interval that the differential pair switches.
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Figure F-2. During switching of the differential pair, the noise currents in1 and in2 result
in a noise current i1.

In the following, only white noise currents are considered. The power spectral densities of
the noise currents i1 and i2 as a function of Vin are given by:

( ) ( ) ( ) ( )in2miniin1mini VkTg4VSVkTg4VS
2n1n

==    and   (F.1)

in which gm1 and gm2 are the transconductances of transistors M1 and M2, respectively.

By analysing the circuit of Figure F-1, the power spectral density of the noise current i1 can
be derived as:

( ) ( ) ( )
( ) ( ) ( ) ( )

( ) ( )
2

in2min1m

in1m
ini

2

in2min1m

in2m
iniini VgVg

Vg
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VgVg

Vg
VSVS

2n1n1 





+

⋅+





+

⋅=

 (F.2)

Substituting (F.1) into (F.2) gives:

( ) ( ) ( )
( ) ( ) ( )inm

in2min1m

in2min1m
ini Vg

2

1
kT4

VgVg

VgVg
kT4VS

1
=

+
⋅⋅=  (F.3)

in which gm(Vin) is the transconductance  ( )diff,indiff,out VI   of the differential pair. The

transconductance (and thus 
1i

S ) is dependent on the input differential voltage Vin, as can

be derived from the transfer-function shown in Figure F-1. This dependency results in a
time dependent modulation of 

1i
S .

In appendix C, the capacitor voltage variance is calculated, resulting from a time-
dependent white (bandwidth limited) noise current in that charges the capacitor during a
time interval Tcharge. If Tcharge is much larger than 1/B (in which B is the bandwidth of in)
then the variance is given by:

( )∫⋅⋅=
eargch

n

T

0
i2

2
V dttS

2

1

C

1
(F.4)
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in which ( )tS
ni

 is the time dependent power spectral density of in.  Applying this formula

to this case gives:

( )∫⋅⋅=
switch

11

T

0
i2

2
V dttS

2

1

C

1
(F.5)

The integration variable can be changed from time t to Vin (the input differential voltage)
by noting that:

• 
C

I

dt

dV eargchin =

• [ ] [ ]BBinswitch V2,V2VT,0t ⋅⋅−∈⇒∈             

Substituting this into (F.5) gives:

( )∫
⋅

⋅−

⋅=
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11
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2
V dVVS

CI2

1
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Substituting (F.3) gives:

( )∫
⋅

⋅−

⋅=
B

B

1

V2

V2
ininm

eargch

2
V dVVg

CI4

kT4
(F.7)

The integral is simply given by:

( ) eargch

V2

V2
in

in

diff,out
V2

V2
ininm I2dV

V

I
dVVg

B

B

B
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⋅
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(F.8)

Substituting this result into (F.7) gives:

C

kT22
V1

= (F.9)
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Samenvatting

Het grootste deel van dit proefschrift komt voort uit de notie dat er in een bestaande klasse
van oscillatoren, namelijk de relaxatie oscillator, ruimte is voor een aanzienlijke
verbetering van de performantie door gebruik te maken van een alternatief en simpel
werkingsprincipe (het verschilpaar) voor een essentiële functionaliteit (de detectie van het
passeren van de threshold spanning door de capaciteitsspanning) zoals die in bestaande
relaxatie oscillatoren wordt geïmplementeerd door gebruik te maken van een comparator.

Hoofdstuk 1 introduceert de relaxatie oscillator als zijnde een veel gebruikte, monolithisch
integreerbare oscillator met een fundamenteel lineaire relatie tussen control-grootheid en
oscillatie frequentie. De werking van de relaxatie oscillator is erop gebaseerd dat een
capaciteit afwisselend wordt geladen en ontladen tussen twee threshold spanningen. Een
detectie circuit (comparator) detecteert wanneer de capaciteitsspanning één van beide
threshold niveaus passeert en “set” of “reset” dan een geheugenelement dat de
stroomrichting omkeert. De oscillatie frequentie is regelbaar met de grootte van de stroom.
Belangrijke kwaliteitscriteria voor relaxatie oscillatoren zijn de lineariteit van het
regelkarakteristiek, de mate van frequentie stabiliteit (de mate van ontbreken hiervan wordt
aangeduid met de termen “faseruis” of “jitter”) en ook de temperatuursstabiliteit.
Hoofdstuk 1 introduceert kort de mechanismen die van invloed zijn in de relaxatie
oscillator op de genoemde kwaliteitscriteria. Sommige van deze mechanismen zijn
verantwoordelijk voor een koppeling van kwaliteitscriteria waardoor trade-offs ontstaan in
het ontwerp van praktische relaxatie oscillatoren. Er wordt kort ingegaan op de in
hoofdstuk 4 te introduceren “gekoppelde zaagtand oscillator” en de verbeteringen die dit
concept biedt ten aanzien van de control lineariteit en de jitter. Tot slot geeft hoofdstuk 1
nog een niet-volledig overzicht van enkele andere oscillator principes; dit om een idee te
geven wat er nog meer “te koop” is.

Hoofdstuk 2 is het resultaat van een verdieping in de literatuur op het gebied van
frequentie stabiliteit, en dan met name de kwantificering daarvan in zowel het tijd- als
frequentie domein. In de circuit literatuur wordt de frequentie stabiliteit van oscillatoren
vaak onderzocht en gespecificeerd in ofwel het tijddomein (jitter) ofwel het frequentie
domein (faseruis). In hoofdstuk 2 is met name gezocht naar de onderlinge verbanden
tussen een aantal meer of minder gebruikte grootheden waarmee faseruis of jitter wordt
gekarakteriseerd. Er wordt ingegaan op de specifieke problemen die opdoemen bij het
gebruik van sommige tijddomein grootheden, in relatie tot specifieke faseruis spectra.
Speciale aandacht gaat uit naar de theorie van de “structure functions” toegepast op de
karakterisatie van frequentie stabiliteit in het tijddomein [6][7]. Vele van de tijddomein



216

gerelateerde jitter-grootheden treden op als speciale gevallen van deze theorie. Voorst
kunnen “structure functions” zonder problemen overweg met alle gangbare faseruis
spectra, dit in tegenstelling tot meer conventionele jitter grootheden als de één-periode-
jitter. En niet in de laatste plaats kunnen zij met voordeel worden toegepast bij de
verwerking van tijddomein meetresultaten van oscillatoren, waarvan de oscillatie
frequentie onderhevig is aan temperatuur-drift.

Hoofdstuk 3 bediscussieert enkele bestaande relaxatie oscillator topologieën. Bekend is dat
de random-jitter in deze oscillatoren bepaald wordt door de tijdsonzekerheid die
geintroduceerd wordt bij iedere passage van het threshold niveau door de
capaciteitsspanning. Deze onzekerheid is het gevolg van ruis op zowel het threshold niveau
als op de capaciteitsspanning (ten gevolge van de ruis op de laadstroom). Aangetoond
wortd dat de ruis op het threshold niveau over het algemeen de dominante bijdrage levert
aan de jitter. De oorzaak hiervan is dat de ruis op het threshold niveau over vrijwel de
volledige bandbreedte bijdraagt aan de jitter, ten gevolge van de samplende actie zoals die
verricht wordt door het circuit (de comparator) dat de passages van het threshold niveau
detecteert. Dit in tegenstelling tot de ruis op de laadstroom, welke door de oscillator
capaciteit in een gefilterde (bandbreedte begrensde) spanningsvariatie wordt omgezet. Men
kan nu de tijdsonzekerheid in de periodiciteit van het oscillator signaal verkleinen door de
helling te vergroten waarmee de capaciteitsspanning het threshold niveau passeert; dit kost
echter in het algemeen extra stroom. Een andere mogelijkheid is het verkleinen van de
bandbreedte (en dus de snelheid) van het circuit dat de passages van de threshold spanning
detecteert. Het probleem van deze aanpak is dat een verkleining van de detectie
bandbreedte een vergroting tot gevolg heeft van de tijdsdelay die dan bij iedere threshold
passage wordt toevoegd aan de periodeduur. Dit verslechtert de lineariteit van de
regelkarakteristiek van de oscillator, doordat de toegevoegde delay over het algemeen niet
lineair afhankelijk is van de stroom door de capaciteit. Samenvattend leidt dit tot de
conclusie dat er een “trade-off” bestaat in de relaxatie oscillator tussen een lage jitter en
een hoge lineariteit in de regelkarakteristiek.

In hoofdstuk 4 wordt een alternatief en eenvoudig level-detectie mechanisme
geïntroduceerd dat de trade-off tussen control lineariteit en jitter verwijdert. In de
voorgestelde “gekoppelde zaagtand oscillator” wordt een eenvoudig verschilpaar gebruikt
om de laadstroom van de capaciteit geleidelijk op te voeren tot zijn maximale waarde, op
het moment dat de spanning over een tweede capaciteit de threshold spanning passeert.
Gedurende de tijd dat het verschilpaar de laadstroom geleidelijk inschakelt wordt de ruis
op het threshold niveau omgezet in een ruisstroom en meegeintegreerd (gefilterd) door de
capaciteit. Ten gevolge van de specifieke combinatie van transconductantie en schakeltijd
van het verschilpaar introduceert de ruis op het threshold niveau nu een random tijdfout die
aanzienlijk kleiner is dan die, welke optreedt in een conventionele relaxatie oscillator, waar
de laadstroom zo snel mogelijk volledig wordt ingeschakeld bij iedere passage van de
threshold spanning. Hoe groter de schakeltijd van het verschilpaar wordt gekozen, hoe
lager de bijdrage van de ruis op het threshold niveau aan de jitter is. Ondanks het
geleidelijke inschakelen van de laadstroom van de capaciteit blijft de control lineariteit van
de oscillator behouden, ten gevolge van de punt-symmetrische overdracht van spanning
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naar stroom van het verschilpaar. De control lineariteit wordt in principe alleen beperkt
door mismatches in de transistoren.

Hoofdstuk 5 gaat in op het ontwerp van enkele praktische realisaties van de gekoppelde
zaagtand oscillator. Er worden procedures gegeven voor het vinden van de waarden voor
de threshold spanning in combinatie met andere referentie spanningen (noodzakelijk voor
het definiëren van het ontlaadinterval van de capaciteiten) en de dimensionering van het
verschilpaar die resulteren in een zo laag mogelijke jitter. De oscillator realisaties
verschillen hoofdzakelijk in het aantal trappen dat wordt gebruikt bij de generatie van één
periode van het oscillator signaal. Het minimum aantal trappen dat vereist is is twee. In dat
geval is een additioneel geheugen nodig dat het laadtraject van de capaciteit veilig stelt.
Een nadeel van de twee-traps gekoppelde zaagtand oscillator is dat de ontlaadtrajecten van
de capaciteiten de duur van het schakelinterval van de verschilparen beperkt. Hierdoor is
slechts een beperkte bandbreedte begrenzing mogelijk van de mate waarin de ruis op het
threshold niveau bijdraagt aan de jitter. Aangetoond wordt dat de schakelintervallen van de
verschilparen niet langer worden beperkt door de ontlaadintervallen van de capaciteiten
wanneer er vier of meer trappen worden gebruikt in de oscillator. Hierdoor is een grotere
beperking mogelijk van de bijdrage van de ruis op het threshold niveau aan de jitter. De
IC-realisatie van een vier-traps gekoppelde zaagtand oscillator wordt besproken en de
meetresultaten van control lineariteit en jitter worden gegeven. Vergeleken met de
theoretische performantie van een relaxatie oscillator die een comparator toepast om een
threshold level passage te detecteren en die eenzelfde control lineariteit bezit vertoont de
gekoppelde zaagtand oscillator een factor 9 verbetering in jitter. Hoofdstuk 5 wordt
afgesloten met de behandeling van een schakeltechniek, welke gebruikt kan worden om de
faseruis bijdrage van 1/f ruis te reduceren. De techniek maakt gebruik van de tijdcorrelatie
van 1/f ruis om tijdfouten, gemaakt in achtereenvolgende trappen van de oscillator, te
compenseren. Naast een reductie in faseruis leidt de techniek ook tot een factor twee power
reductie in de oscillator.

Hoofdstuk 6 tenslotte is gewijd aan een curieus 1/f ruis fenomeen dat optreedt in
geschakelde MOSFET transistoren en dat implicaties kan hebben voor het ontwerp van
oscillatoren in CMOS technologie. Naar aanleiding van een studie van de faseruis in
CMOS ringoscillatoren is gebleken dat de statistische eigenschappen van MOSFET 1/f ruis
op een zeker moment sterk afhangen van de bias condities van de MOSFET transistor in
het verleden. Specifieker: het is gebleken dat de intrinsieke 1/f ruis van een MOSFET
transistor gedurende actieve fasen kan worden gereduceerd door de transistor periodiek uit
te zetten. De bias condities van de transistor gedurende de uit-fase beïnvloeden de sterkte
van de 1/f ruis gedurende de aan-fase van de transistor. Dit fenomeen is in 1991 voor het
eerst gepubliceerd door de physici Bloom en Nemirovsky, maar is nooit doorgedrongen tot
de circuit ontwerp literatuur. In hoofdtuk 6 worden verscheidene meetresultaten besproken
die de effecten van dit fenomeen laten zien aan de hand van 1/f ruis spectra in basisband
van schakelende MOSFET transistoren. Voorts wordt een klein numeriek experiment
besproken welke 1/f ruis simuleert door middel van een superpositie van verscheidene
zogenaamde “random telegraaf signalen”. Aangetoond wordt dat deze random telegraaf
signalen op eenvoudige wijze periodiek zijn te “resetten”, resulterend in ruisspectra welke
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grote gelijkenis vertonen met de gemeten 1/f ruis spectra van geschakelde MOSFET
transistoren. Het 1/f ruis reductie fenomeen is relevant voor de studie van faseruis in
oscillatoren doordat het de mogelijkheid biedt tot het reduceren van de faseruis, zonder dat
dit leidt tot een toename van de power consumptie. Sterker nog: in geval de oscillator-
topologie een periodiek aan-en uitschakelen van de transitoren toelaat, dan kan deze
mogelijkheid worden uitgebuit om een afname in zowel power consumptie als 1/f ruis
geïnduceerde faseruis te behalen. In deze lijn der gedachten wordt de “switched-bias
techniek” geïntroduceerd als een circuit techniek waarbij intentioneel aan- en uitschakelen
van MOSFET transistoren wordt uitgebuit om hun intrinsieke 1/f ruis te reduceren. De
techniek is experimenteel geïmplementeerd in een zes-traps gekoppelde zaagtand oscillator
welke oscilleert op een frequentie van 120 kHz. De experimentele resultaten laten zien dat
de switched-bias techniek voordeel biedt: het leidt niet alleen tot een reductie in power
consumptie van ongeveer 30% maar ook in een 8dB reductie in 1/f ruis geïnduceerde
faseruis. Hoofdstuk 6 sluit af met een verhandeling over de experimenten die gedaan zijn
met betrekking tot een CMOS ring oscillator. Aangetoond wordt dat de gemeten 1/f ruis
geïnduceerde faseruis van een CMOS ringoscillator dezelfde afhankelijkheid van de gate-
source spanning in de uit-fase van de transistoren vertoont als de MOSFET 1/f ruis in
basisband. De reductie van intrinsieke 1/f ruis zoals die optreedt in de transistoren van een
CMOS ringoscillator resulteert in een lagere 1/f ruis geïnduceerde faseruis dan verwacht
kan worden op basis van berekeningen.

Hoofdstuk 7 tenslotte geeft een samenvatting, somt de belangrijkste conclusies op,
identificeert de orginele bijdragen en geeft tips voor vervolg onderzoek.
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