
IMAGE FILTERING 
WITH 
NEURAL NETWORKS

Applications and performance evaluation

Luuk Spreeuwers



ISBN 90-9005555-X

Copyright © 1992 by L.J. Spreeuwers
Address: University of Twente, P.O. Box 217, 7500 AE  Enschede, 
Netherlands

No part of this book may be reproduced in any form: by print,
photoprint, microfilm, or any other means without written 
permission of the author.



IMAGE FILTERING WITH NEURAL NETWORKS 

APPLICATIONS AND PERFORMANCE EVALUATION

PROEFSCHRIFT

ter verkrijging van 
de graad van doctor aan de Universiteit Twente,

op gezag van de rector magnificus,
prof. dr. Th.J.A. Popma,

volgens besluit van het College van Dekanen
in het openbaar te verdedigen

op vrijdag 6 november 1992 te 13.15 uur.

door
Lieuwe Jan Spreeuwers

geboren op 18 september 1964
te Emmen



Dit proefschrift is goedgekeurd door de promotoren

prof. ir. D. Bosman
ir. Z. Houkes



Acknowledgements

This work could not have come into being without the support of many persons. Espe-
cially grateful I am to Dick Bosman, Zweitze Houkes and Ferdi van der Heijden who
guided and supported me during my research and my work on the thesis. I would like
to thank them and dr.ir. Duin, prof.ir. Mulder and prof.dr.ir. Nijholt for their com-
ments and critical notes on the manuscript. I owe many thanks to the students who did
their assignments in the framework of my research. There were a lot of them and they
did a lot a work. Their reports have been a great help in writing this thesis. I would
like to thank the staff of the measurement laboratory who created an atmosphere in
which I always worked with pleasure. Of great importance were Egbert Nijland and
Alfred de Vries of our technical staff, who kept the computer systems up running dur-
ing vital experiments. The cooperation and many discussions with my colleagues Aart-
Jan de Graaf, Klamer Schutte, Fred Hugen and Ben Bulsink have improved my insight
in image processing and many other things. The latter during the coffee breaks in the
morning and the lunches together, where we solved many of the problems of the
world. I also owe special thanks to Anneke van Essen and Joan Mollevanger, the sec-
retaries of our group, who solved many problems that were too difficult for me. Fi-
nally I would like to thank my parents, to whom I dedicate this work, and God who
created a world in which I discover astonishing new aspects every day and on which it
is worth living.

Luuk Spreeuwers
Hengelo, October 2, 1992





Contents

1. Introduction......................................................................................................13
1.1 Neural networks, image filtering and performance evaluation....................13
1.2 The scope of this work.................................................................................17
1.3 Overview......................................................................................................18

2. Image processing, analysis and filtering..........................................................21
2.1 Introduction .................................................................................................21
2.2 Imaging systems..........................................................................................21

2.2.1Measurement with an imaging system ..........................................21
2.2.2From scene to image.......................................................................23

2.3 Image analysis..............................................................................................23
2.3.1Description of the scene.................................................................23
2.3.2Model based image analysis, function and hypothesis testing 

approach.........................................................................................24
2.3.3Parametric, non-parametric and multi-parameter models..............28
2.3.4Modular image analysis systems ...................................................28
2.3.5A word about performance ............................................................31

2.4 Image filtering..............................................................................................32
2.4.1Image restoration............................................................................33
2.4.2Image enhancement........................................................................35
2.4.3Feature enhancement and extraction..............................................36

2.5 An example: edge detection.........................................................................37
2.5.1The concept edge............................................................................37
2.5.2Design of edge detectors................................................................38



3. Neural networks - an introduction....................................................................43
3.1 Introduction..................................................................................................43

3.1.1Processing elements........................................................................44
3.1.2Network architectures.....................................................................45
3.1.3Learning..........................................................................................47

3.2 The perceptron network...............................................................................49
3.2.1Network architecture......................................................................49
3.2.2Perceptron learning.........................................................................50
3.2.3Limitations of the perceptron network...........................................50

3.3 Error backpropagation network...................................................................51
3.3.1Processing elements and network architecture...............................51
3.3.2Optimisation criterion and method.................................................52
3.3.3Sequential training..........................................................................53
3.3.4Advantages and disadvantages of error backpropagation..............54

3.4 The Hopfield network..................................................................................54
3.4.1Network architecture and processing.............................................54
3.4.2Hopfield network training..............................................................56
3.4.3Advantages and disadvantages of the Hopfield network...............57

3.5 The Kohonen network.................................................................................57
3.5.1Network architecture and processing.............................................57
3.5.2Learning in a Kohonen network.....................................................58
3.5.3Properties of the Kohonen network................................................60

3.6 Recapitulation..............................................................................................60

4. Training and test images..................................................................................63
4.1 Introduction..................................................................................................63
4.2 Natural images.............................................................................................64
4.3 Hand made or hand edited images...............................................................64

4.3.1Training images for texture classification......................................64
4.3.2Training images for edge detection................................................64

4.4 Synthetic images, based on 2D image models.............................................65
4.4.1Training images for image restoration...........................................66
4.4.2Training images for edge detection................................................67

4.5 Synthetic images, based on 3D scene and imaging models.........................68
4.5.1Geometrical and optical scene models...........................................69
4.5.2Model of the image acquisition system..........................................69
4.5.3Rendering.......................................................................................70
4.5.4Generation of the target output image............................................72
4.5.5Generation of edge reference maps from 3D scene models...........72

8



5. Image filter applications...................................................................................77
5.1 Introduction..................................................................................................77
5.2 Neural network architectures for image filtering.........................................78

5.2.1Perceptron and error backpropagation networks............................79
5.2.2Hopfield network............................................................................80
5.2.3Kohonen network...........................................................................80

5.3 Image restoration with an error backpropagation network..........................81
5.3.1Noise filter......................................................................................81
5.3.2Correction of image unsharpness...................................................84
5.3.3Discussion.......................................................................................86

5.4 Edge detection using an error backpropagation network.............................86
5.4.1Training with clean Voronoi image................................................88
5.4.2Training with blurred and noisy Voronoi images...........................88
5.4.3Training with natural image and hand edited edge reference map.89
5.4.4Interpretation of the weights in the hidden layer............................92
5.4.5Network architecture and size........................................................93

5.5 Discussion....................................................................................................93

6. Performance evaluation....................................................................................95

6.1 Overview of this chapter..............................................................................95
6.2 Average risk - in depth.................................................................................95

6.2.1Average risk for operators with discrete output.............................96
6.2.2Average risk for operators with continuous valued output............97
6.2.3Average risk and the squared error measure..................................99

6.3 Average risk for image filters....................................................................100
6.3.1Obtaining the probabilities on errors............................................100
6.3.2Choice of cost function.................................................................101

6.4 Edge detector performance evaluation with AVR.....................................101
6.4.1Error types....................................................................................102
6.4.2Estimation of the probabilities on errors......................................103
6.4.3Implementation.............................................................................106
6.4.4Cost functions...............................................................................110
6.4.5Comparison to other evaluation schemes.....................................111
6.4.6Comparison of several edge detectors using AVR.......................113

6.5 Training neural networks for minimum average risk................................116
6.5.1Error backpropagation as unity cost criterion..............................116
6.5.2Adapting error backpropagation for other optimisation criteria...118
6.5.3Example of training an error backpropagation network for 

minimum AVR.............................................................................119

 9



6.6 Discussion..................................................................................................124

7. Summary, conclusions and prospects.............................................................127
7.1 Image filtering with neural networks.........................................................127
7.2 Performance evaluation with AVR............................................................129
7.3 Optimisation for AVR...............................................................................130
7.4 Further research.........................................................................................130

References..........................................................................................................133

Appendix A: Derivation of the error backpropagation learning rule.................141
A.1 Processing elements and network architecture.............................141
A.2 Optimisation criterion and method...............................................142
A.3 Weight updates for the output layer.............................................144
A.4 Weight updates for the hidden layers...........................................145
A.5 Sequential training........................................................................147

Appendix B: BPLIB software package..............................................................149

B.1 Short description...........................................................................149
B.2 Manual pages................................................................................149

Samenvatting......................................................................................................163

10







1. Introduction

1.1 Neural networks, image filtering and performance
evaluation

This work is concerned with the application of neural networks as image filters and
with the performance evaluation of these image filters. Neural networks represent a
relatively new method for data and information processing. Several approaches exist
for image processing and pattern recognition with neural networks, but they are mostly
concerned with target tracking, recognition of characters, associative memories that re-
call images, and modelling of the retina. The subject of the research presented in this
work is the application of neural networks for image filtering, i.e. techniques for image
restoration, image enhancement and feature enhancement and extraction. All these
operations again yield an image, which is in some way better suited for further pro-
cessing by human or machine vision systems.

The neural networks described in this work are all artificial neural networks, and are
studied only for their technical possibilities and not for replication and functioning of
biological neural systems. They have however in common with their biological
counterparts, the basic idea of a network with many simple processors that are highly
interconnected, and the behaviour of the network being determined to a great extent by
the architecture and the connection strengths, instead of the function of the individual
processors. Furthermore the artificial neural networks are trained by presenting
examples. Because of their analogy with biological nervous systems, the properties of
biological nervous systems often are also ascribed to neural networks. I.e. they would
be able to learn from experience, and be able to find solutions for complex problems. 

Neural networks reappeared in the scientific spotlight around 1980 after a period of
approximately 10 years, during which the interest for the subject was minimal. In the
early days of neural network research (1940-1969), simple networks like Rosenblatt’s



perceptron were investigated as a new method for data processing [Rosenblatt 1959].
The research was finally quenched by a lack of mathematical theory and of computing
power to perform simulations. The lack of fundamental mathematics and the limita-
tions of these simple networks were illustrated most clearly by Minsky and Papert
[Minsky 1969]. In the early 1980’s a number of new mathematical developments
emerged: Hopfield presented the Hopfield network [Hopfield 1982], Kohonen
presented his self organising feature maps [Kohonen 1984], and Rumelhart et al.
presented the error backpropagation learning rule [Rumelhart 1986]. Also the avail-
able computing power had increased enormously, allowing simulation of networks and
training processes. These developments rekindled interest in neural network research.
Currently several thousands of researchers are instrumental in the field of neural net-
works.

An important question that should be asked is why we should use neural networks.
E.g. do they result in better solutions? Or do they enable us to find solutions to other-
wise unsolvable problems? Of course it is clear that if a process is perfectly under-
stood, an operation on the process can be designed that is in some sense optimal. In
this case a neural network cannot yield a better result, at best it can approach equal
performance. If, however, a simplified or incomplete model of a process is used to de-
sign a solution to a problem, using a neural network that is trained with examples of
the desired behaviour, may yield better performance. 
Also sometimes, even though a good model of a process is available, it may still be
beneficial to use a method that can be trained with example data, if the desired oper-
ation is very complex.
Currently most successful applications of neural networks use relatively small net-
works (<10000 processing elements), and the abstraction levels of the information rep-
resentations at the input and the output of the network differ not too much. E.g. a
network is presented a binary pattern and recognises a character. As yet single net-
works cannot read and understand texts from printing directly. The scaleability of net-
works to realise these large transitions in the level of abstraction of information, is
uncertain. An approach that is used in the Neocognitron [Fukushima 1988] is to use
many subnetworks that each realise a small transition in abstraction level. Since in
image filtering the difference in abstraction level between input image and output
image generally is not very large, the problem of scaleability and combining a number
of subnetworks will not be addressed in this work. 

The use of many interconnected simple processing elements to realise or approximate
a certain behaviour or function, has much in common with other general function ap-
proximation techniques, like e.g. polynomial and spline function approximations.
Similarly, neural networks offer a multi-parameter function approximation to prob-
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lems. The learning rules are the procedures to find the parameters. Also many of these
techniques are, like neural networks, tuned using training data. If this comparison is
valid, one would expect neural network solutions to have similar properties. Some of
those properties are:

• Increasing the number of parameters, i.e. the number of processing elements
and connections of a neural network, generally increases the accuracy of the
approximation. However, using too many parameters can result in an under-
determined system which can give worse results.

• Increasing the number of data samples generally increases the accuracy of
the solution. If too few data samples are used, the solution may lose gener-
alisation properties and become tuned only for the training set. This is called
over-training.

• General applicability: these multi-parameter techniques can be used to re-
alise many different types of functions.

• Generally reasonable or good performance: provided that there is a good
method to obtain the required parameters, an accurate approximation of the
desired behaviour can be obtained.

• There exist classes of problems for which the techniques do not yield ac-
ceptable solutions or require an excessive number of parameters for accurate
approximation.

• Relatively simple design, because no modelling of the desired function is re-
quired. An estimation of the order of the problem, i.e. the required number
of parameters to obtain an accurate approximation, suffices.

Focal points in theoretical research concerning neural networks, therefore, are the
techniques to obtain the parameters (learning rules), estimation of the required size of
networks and training sets and the applicability for different types of problems.

Benefits of the use of neural networks that are mentioned in literature are (see e.g.
DARPA 1988]:

• Neural networks are able to learn from data, no modelling of the data is re-
quired in order to determine a solution to a problem. Increasing the amount
of training data, increases the accuracy or completeness of the solution.
Therefore neural networks are easy to design and general applicable. They
may very well be able to provide acceptable solutions to problems that were
not solved otherwise yet.

1.1 Neural networks, image filtering and performance evaluation 15



• Neural networks naturally utilise massively parallel computation, resulting
in high speed data processing (provided that they are implemented in paral-
lel hardware).

A disadvantage of using neural networks is that little is learned about the problem to
be solved, only a solution is obtained. If instead much care is taken to model a process,
insight of the processes is gained and an optimal solution maybe generated. Of course
neural network solutions can be studied, but this is generally not a simple task, since
neural network solutions are in someway distributed over the many parameters of the
networks. Thus one should avoid to try to solve every problem with neural networks
(neural should not mean never use a reasonable alternative). If a good model can be
obtained, this is generally preferable to data modelling using training sets. However,
even if a process is well understood, the design of an operator can still be very com-
plex. In these cases it can be beneficial to use function approximation methods that are
tuned with training sets, like neural networks.

Image filtering operations often require complex mappings and the underlying models
of the imaging processes are not always easily obtained. In many cases examples of
the desired filter operations can be obtained or constructed. Therefore neural networks
can be used for function approximation and the data modelling process. Also, since
neural networks are naturally parallel systems, it should be possible to obtain high
speed solutions if the neural networks are implemented in parallel hardware.
The basic idea of designing a neural network image filter is to construct a function in a
neural network to map an image on another image in which certain properties of the
image are extracted, recovered or enhanced. As an illustration consider the detection
of boundaries of objects. To train a neural network with this objective, examples of the
mapping must be presented to the network. The process is schematically illustrated in
fig.1.1.

fig.1.1 Training of a
neural network for
image filtering.
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In order to compare the performance of neural network image filters to other types of
image filters, a quality measure for the output images is needed. Actually very little
has been published on the subject of evaluation of image processing algorithms. In this
work we propose to use an evaluation method that is based on a quality measure that is
known in literature as the average risk. The average risk takes into account the prob-
abilities on different types of errors and the respective costs of these errors. The lower
the average risk, the better the performance of the image filter will be. A method for
determining the average risk from test images will be presented. The basic idea is the
following: a test image processed by the image filter is compared to an ideal output
image. The probabilities on the different types of errors can be estimated from this
comparison. This process of performance evaluation is schematically illustrated in
fig.1.2. 

The correct way to design a neural network for a certain type of image filter operation,
would be to train it for minimum average risk. It combines the two proposed tech-
niques: neural network image filtering and performance evaluation with average risk.
The result is an operator that is optimal for the application it is trained for (within the
limits of the networks capability to approximate the desired behaviour accurately and
the accuracy and completeness of the training data). This combination of image filter
design with neural networks and evaluation with average risk is illustrated in fig.1.3.

1.2 The scope of this work

The scope of this work is in the first place to investigate and analyze the abilities of
neural networks for image filtering. Several examples of neural network image filters
are discussed, among which are image filters for edge extraction and image restoration
filters for noise suppression and image sharpening. In the second place the perfor-
mance of the obtained filters is to be evaluated. The average risk is proposed as a
quantity to measure the quality, or actually its reverse: the lower the average risk of

find
P(εi)

Σ

λ(εi)

AVR

ideal
output
image

processed
test

image

fig.1.2 Evaluation of
image filters using aver-
age risk.
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the operator under test, the better its performance. Quality measures to evaluate the
performance of several image filters are worked out. Using the obtained quality
measures, the performance of the neural network filters are compared to the perfor-
mances of other types of image filters. As a conclusion the benefits and disadvantages
of neural network image filters are formulated. Also a number of modifications to the
used neural networks are proposed to improve the results. In particular a modification
is proposed to optimise neural networks for the average risk. It is not the intention of
this work to cover all types of neural networks and all types of image filters. Therefore
throughout the work the presented methods are illustrated with a few examples, that
should give the reader an idea of how to apply the methods. As a complete example,
an error backpropagation network for edge detection is presented along with an evalu-
ation method for edge detectors, based on average risk. Actually the concepts and
techniques presented in this work originally were developed for edge detection, but
they appeared to be applicable in a wider sense. 
The concepts of neural networks and average risk evaluation methods developed in
this work can be adapted for use in other research. They also create many new possi-
bilities and challenges for further and new research.

1.3 Overview

The contents of this work are as follows. Chapter 2 begins with a short introduction
into the fields of image analysis, image processing and image filtering. Specifically
image analysis is considered as a measurement technique to reconstruct knowledge
from images, i.e. recognition of  imaged objects, obtaining parameters associated with
the objects (e.g. size, position, colour, shape) or in some cases a description of the
complete imaged scene. Image processing includes all possible operations on images.
Image processing is broader than image analysis, because it also includes operations

find
P(εi)

λ(εi)

find
P(εi)

Σ
λ(εi)

AVR

fig.1.3 Training a neu-
ral network for mini-
mum average risk.
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that transform images, without the intention of further analysis, e.g. image com-
pression and image coding. Image filtering is a generic name for image processing
techniques that  change the levels in images in order to enhance certain features or the
appearance of images or the imaged objects. The output of an image filter is again an
image that e.g. can be used and is better fit for further processing or analysis. 
The next chapter (3) contains an introduction in the field of neural networks. A short
general introduction on the subject is given first, followed by a somewhat more de-
tailed description of a number of specific networks, of which the applicability as
image filters will be investigated in the consequent chapters.
Chapter 4 is about how to obtain training images, to train neural networks for specific
image filtering operations. Several different methods are considered including natural
images, hand made training images and synthetic images based on 3D scene models
and rendering techniques. These same methods can also be used to obtain test images
for the estimation of probabilities on errors that are required to evaluate image filter
operations with average risk.
In chapter 5 image filter applications with neural networks are considered. A number
of examples for neural networks as image filters are given, including image restoration
and edge detection with error backpropagation networks.
The performance evaluation of image filters is addressed in chapter 6. It contains a
theoretical derivation of average risk, and describes how this can be used for the
evaluation of image filters. An edge detector evaluation method based on average risk
is given as a worked out example. A number of different types of edge detectors,
among which of course the neural network edge detectors, is compared using this per-
formance measure. Furthermore it is proposed to use the average risk as an optimis-
ation criterion in the learning process of neural networks. For the error
backpropagation network it is derived how to modify the learning rule to accomplish
this.
Chapter 7 concludes with reconsidering the advantages and disadvantages of using
neural networks for image filtering and the average risk evaluation method. 
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2. Image processing, analysis and
filtering

2.1 Introduction 

The systems in which image filters are applied can roughly be divided into two
groups. The  first group concerns image processing systems for image analysis. The
object of an image analysis system is to reconstruct knowledge about the imaged scene
from the image or images. The second group of image processing systems is con-
cerned with storage, transportation and representation of image data. Some charac-
teristic operations in the latter type of image processing system are image coding,
compression and dithering. Image filtering techniques are used in both types of image
processing systems. The concepts and examples in this work mostly apply to image
analysis systems. However, most of the concepts are generally applicable.
Many image processing systems are designed in a rather adhoc way, without paying
much attention to the underlying process models. In this chapter the model based de-
sign of image processing systems and subsystems is emphasized. 
As an example of an image filter as a subsystem of an image analysis system, edge de-
tection is considered more closely in section 2.4.

2.2 Imaging systems

2.2.1 Measurement with an imaging system 

The objective of a measurement system is to reconstruct information about objects or
events from measurements. A definition of measurement and information is given in
[Finkelstein 1990]:



Measurement is the assignment of numbers or other symbols by an objective, em-
pirical process to attributes of objects or events of the real world in such a way
as to describe them. Information may be viewed by what is carried by a symbol
about a referent by virtue of a defined relation the symbol bears to the referent.
Measurement may thus be viewed as an information process.

The description of objects and events in the real world requires models of these objects
and events. Thus measurement always implies referencing a model (prof. Bosman):

Measurement is referencing a model

The information carried by the acquired data (numbers and symbols) may differ de-
pending on the interests of the observers, who define the relations of the numbers and
symbols to the models. Information is therefore only defined for an apprehending
mind or knowledge based system. My professor (prof. Bosman) defined information
as follows:

Information is the body of acquired data which serves to enrich the state of
knowing of an apprehending mind or knowledge based system. The same set of
data can have different meaning dependent of the interests of the observers.

The obtained measurements can be used e.g. to control a physical process. Generally a
measurement system consists of one or more sensors that interface with a physical
process, and a processing part. The processing part transforms the raw sensor data into
the desired description of the state of the physical process. 

The objective of an imaging system is to acquire knowledge about an imaged scene
from an image (or images). An image analysis system is therefore a measurement sys-
tem, that uses an imaging device as a sensor. Imaging devices measure radiation that is
reflected or emitted by a physical process. For a detailed description of imaging de-
vices, see e.g. [Ballard 1982]. A great advantage of using an imaging device as a sen-
sor is that there is no direct contact with the physical process which means that the
physical process is only minimally disturbed. Also since the sensor is at some distance
to the physical process measurements can be obtained from processes that are difficult
to approach or even hostile. Some measurements can only be obtained using imaging
devices, e.g. images obtained from satellites (remote sensing). Furthermore several
different types of measurements can be obtained from images, like position, size, vel-
ocity of objects, and spectral properties. Examples of applications are image process-
ing systems for inspection of printed circuit boards, of  fruit, of agriculture from
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satellite images, and control of robots. Until now almost all image processing systems
in industrial applications are rather simple and require extensive control of the illumi-
nation. Using carefully conditioned illumination can greatly simplify a number of
problems that may occur. E.g. low contrast images can be avoided and structured light
can be used to obtain depth information. Often this kind of conditioning is necessary
because the extraction of the required information from images tends to be a very
complex task. 

2.2.2 From scene to image

In image analysis the physical process of which measurements are to be obtained, is
called the scene. In the imaging device, a projection of this scene is formed. In the
most commonly used imaging device, the CCD camera, this projection is on a flat two
dimensional plane. The projection is called the image. In the imaging device, the dis-
tribution of the incoming luminous flux is measured as a function of the position on
the projection plane. Most image processing is done using digital computers. There-
fore the image data must be digitised. The positions are discretised (spatial discretisa-
tion) and the luminance levels are quantised. A detailed description of the projection
and digitation processes can be found in e.g. [Ballard 1982], or [Pratt 1978]. Fig.2.1 il-
lustrates the imaging process.

2.3 Image analysis

2.3.1 Description of the scene

The objective of an image analysis system is to reconstruct knowledge about the scene
from the image data. This knowledge is a (partial) description of the scene. The de-
scription can be very simple, e.g. the presence of a rectangle in the image, or the num-
ber of red objects. But it can also be very complex, with a complete geometrical
description of the scene and its illumination. The required description, of course, de-
pends on the application of the image processing system, i.e. what the description of

scene

pixel
quanti-
sation

digital
image of
the scene

image
acquisition

fig.2.1 From scene to
digital image. The le-
vels in the digital image
represent the spatial lu-
minous flux distribution
on the image plane.
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the scene is used for. The description of the scene can be divided into three parts: the
identification of the objects in the image, the geometric description and the radiome-
tric (in the case of light a photometric) description. The geometric description includes
the position, size and shape of objects, while the radiometric description includes the
reflection properties of the objects and the light sources. 
Thus:       

(2.3.1-1)scene = { objects, geometry, radiometry }

The above expression is valid for static scenes only. If the scene is dynamic, the de-
scriptions of objects, geometry and radiometry become time dependent. Actually the
image itself can be considered as a description of the scene, because it is a photometric
description of a projection of the scene. Thus the task of an image analysis system can
be considered as a translation of one description of the scene into another description.
The latter can e.g. be used to control a physical process that is related to the scene.
Figure 2.2 illustrates a measurement system, based on image analysis. 

The next paragraph provides a closer look at the processing part, i.e. how to generate
the desired description of the scene from the image data.

2.3.2 Model based image analysis, function and hypothesis testing
approach

In order to design an image analysis system, one has to know how the (digital) image
was generated from the scene (imaging model). In principle, a description of the scene
could be obtained by a kind of inversion of this generation process. A more accurate
description of the scene may be obtained if a more accurate model of the image gener-
ation process is used. As stated before, the scene itself can be described using a list of
objects, a geometric and a radiometric model. Next, a model of the projection of the
scene on the image plane is required and a model of the conversion of the incoming lu-
minance flux distribution into the luminance level signal (generally an electrical cur-

scene imaging image
analysis

scene 
description

image

fig.2.2 Measurement
system based on image
analysis.
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rent or potential). Finally, in the case of digital image processing, a model of the digiti-
sation process is required. Thus, the luminance level L(x,y) at a position (x,y) in an
image can be described (rather symbolical) using the following formula:

(2.3.2-1)L(x,y) = D,S,P{objects,geometry,radiometry} = D,S,P{scene}

Where: L(x,y) = the spatial luminance distribution in the projection plane
P = model of projection of scene on image plane              
S = model of conversion to luminance level signal               
D = model of digitisation process 

The generation of images from models of objects, geometry, radiometry and projec-
tion, is covered by the discipline computer graphics for generating photo realistic im-
ages.
In image analysis the inverse operation is desired. To generate the description of the
scene from the image data, eq.2.3.2-1 must be inverted:

(2.3.2-2)       scene = { objects,geometry,radiometry } = (D,S,P)-1{  L(x,y) }

Unfortunately, in the presented form this inversion generally is not possible. Firstly
eq.2.2.3-1 may contain zero’s, secondly very often multiple solutions exist, and thirdly
because the inversion tends to be extremely complex if the scene is not very simple. In
order to solve the inverse problem it must be simplified. There exist two ways to sim-
plify the inverse problem. The first one is to only partly invert eq.2.3.2-1. Very often,
a complete, detailed description of the scene is not required. One may be interested
merely in a few characteristics of the scene. For example the presence of a brown blob
on red objects (rotting spots on tomatoes). Although a complete inversion is generally
not possible, a partial inversion of eq.2.3.2-1 may very well be possible. The second
solution is that in many cases some knowledge of the scene is available, about its ob-
jects, geometry and radiometry, i.e. a model of (part of) the scene is available. This
can help to direct the inversion problem to a single, existing solution. Again an
example. Suppose it is known that the scene consists of a single cube, of a certain size,
and full control over the illumination of the scene is possible. Using this knowledge
the position of the cube in space can be estimated. Generally both types of simplifica-
tions are required to obtain a solution, i.e. preknowledge of the scene is needed to ob-
tain a partial description of the scene.

The direct way to obtain an image analysis system is to try to design a function that re-
alises or approximates the mentioned inverse. This approach is called the function de-
sign approach. The function should contain the (partial) inverse of equation 2.3.2-1,
and if appropriate, a partial model of the scene. Although the models of eq.2.3.2-1 are
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present in the function, they are generally not directly recognisable, i.e the models
have become implicit. A practical problem for scenes that are not simple is the com-
plexity of the required function. The different models are therefore often simplified in
order to be able to find a solution to the inverse problem. Since the processing is al-
ways from the image (bottom) and directed to the scene description (top) this approach
is a bottom-up approach.

The second approach to the inverse problem is the (iterative) hypothesis testing ap-
proach. Using the available models of scene, projection etc., and an initial guess of the
unknown parts of the model, a hypothesis of how the image looks like is generated
using eq.2.3.2-1. This hypothesis is compared to the real image, and the differences
are used to adjust the initial guess. Using the adjusted guess of the unknown parts of
the model, a new hypothesis is generated, tested etc. This iteration process continues
until the differences between hypothesis and the real image become acceptably small
(or some other stopping criterion becomes valid). The hypothesis testing approach is
illustrated in fig.2.4. 
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description
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imaging
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fig.2.3 Function de-
sign approach to image
analysis.
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fig.2.4 Hypothesis test-
ing approach to the in-
verse problem.
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The advantage of using an explicit model of the generation of the image, is that im-
provements of the model are reflected directly in the accuracy of the resulting scene
description. Although finding an inverse of the model is not necessary in this ap-
proach, a similar problem is present. The problem is to define a difference measure be-
tween two images, that can be used to obtain a better estimation in the next iteration.
Of course, also in the hypothesis testing approach, the models can be simplified which
results in faster processing on the one hand and less accuracy of the generated scene
description on the other hand. Unlike in the function design approach, the processing
of data is rather from the scene description, directed to the (hypothesised) image. The
hypothesis testing method is therefore a top-down approach.

An interesting case, in which both approaches to the inverse problem meet, is a
method called template matching. Whith template matching, a number of precalcu-
lated image hypotheses (templates) for characteristic scene descriptions, are compared
to the actual image data. The scene description corresponding with the image hypo-
thesis that closest matches the real image data, is accepted as an approximation of the
required scene description. The set of templates with corresponding scene descriptions
can be considered as a rough approximation of the inverse of the imaging model. The
template matching method is therefore a function design approach. Since in the tem-
plate matching method hypotheses are compared to the real image data, the template
matching method is also a hypothesis testing approach (although it may not be it-
erative, since the comparisons to the image data can be done in parallel). In figure 2.5
the template matching method is illustrated.
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fig.2.5 The template
matching method can
be regarded as both a
function design and as
a hypothesis testing ap-
proach. The scene de-
scription that
corresponds with the
template most like the
input image is selected.
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2.3.3 Parametric, non-parametric and multi-parameter models

There are two ways to represent a model: parametric or non-parametric. In a parame-
tric model a process is characterised by a functional description with a number of par-
ameters, that are (more or less) directly related to physical quantities. It is often the
objective of a measurement system to estimate these parameters from the measure-
ment data. The advantages of using parametric models are the insight in the physical
processes that is gained and the compact representation. The disadvantage is that it
may be difficult and laborious to obtain an accurate functional description of the pro-
cess. 
In non-parametric models the behaviour of a process is not characterised by a func-
tional description, but by a sample set of its input-output behaviour. A good example
is classification with the nearest neighbour rule, using a labelled reference set. An
input vector is assigned the class of the vector in the reference set that is nearest to it,
according to the Euclidian distance measure. An advantage of non-parametric models
is that they can often be obtained more easily than parametric models. A disadvantage
is that little insight in the physical processes is gained and the sample sets tend to be
large for accurate modelling of complex processes.
An intermediate form of these two representations is a model with many parameters.
E.g. a complex functional description can be approximated by, and a sample set can be
described using, general function approximation techniques, like e.g. spline or polyno-
mial approximations or sinus functions as used in Fourier analysis. In nearest neigh-
bour classification often clustering techniques are used. Although strictly speaking
these are parametric descriptions, the parameters have no direct relation with physical
quantities, and they are generally not regarded as parametric models. Advantages of
these multi-parameter models are that they are can generally be obtained easily and
provide a more compact description than non-parametric model (but less than a par-
ametric model). A disadvantage still is that little insight is gained in the physical pro-
cesses. 
Similarly solutions can be parametric, non-parametric and multi-parameter solutions.
Neural networks are multi-parameter solutions. They are trained either using large
sample sets (non-parametric model) or with a limited number of templates (multi-par-
ameter models). 

2.3.4 Modular image analysis systems 

Although there exist examples of the single step approach to the inverse problem of
image analysis presented in the previous section (see e.g. [Korsten 1989], [Korsten
1990], [Graaf 1990] and [Feng 1991]), it is not very often used. Generally the image
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processing system is divided into a number of subsystems. Advantages of this ap-
proach are that the processing in a subsystem is less complex. Furthermore for low-
level processing, that is concerned with the image data directly and therefore with
large amounts of data, special purpose hardware could be designed to speed up pro-
cessing. As mentioned before, the image analysis system actually converts one de-
scription of the scene, the image, into another. In a modular image processing system,
each subsystem converts (part of) the scene description into another description. Each
subsystem therefore has its own level of describing the scene (or part of it). The lowest
level is the image itself, the highest level is the desired description of the scene. Some-
times a number of basic levels of description is defined. Examples are Marr’s "repre-
sentational framework for deriving shape information from images" [Marr 1980] and
the "four levels of abstraction" of Ballard and Brown [Ballard 1982]. The description
schemes are approximately equal. Both schemes incorporate descriptions at the level
of images and at the level of scene description, and distinguish raw and segmented im-
ages, with segments related to objects in the scene, and object and relational descrip-
tions. Marr’s "representational framework for deriving shape information from
images" contains the following four levels of description:

• Image(s) - represents intensity       
• Primal sketch - makes explicit important information about the two-dimen-

sional image, primarily the intensity changes there and their geometrical
distribution and organisation.       

• 21/2-D sketch - makes explicit the orientation and rough depth of the visible
surfaces, and contours of discontinuities in these quantities in a viewer-cen-
tred coordinate frame.       

• 3-D model representation - describes shapes and their spatial organisation in
an object-centred coordinate frame, using a modular hierarchical repre-
sentation that includes volumetric primitives (i.e. primitives that represent
the volume of a space that a shape occupies) as well as surface primitives. 

Comment: with "intensity" Marr means luminance.

The four "levels of abstraction" that Ballard and Brown distinguish are:

• Generalised images - images and image-like entities. 
• Segmented images - images organised into sub-images that are likely to

correspond to "interesting objects."
• Geometric structures - quantitative models of image and world structures. 
• Relational structures - complex symbolic descriptions of image and world

structures.
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Depending on the application and the required type of scene description, these levels
of description are more or less appropriate to image processing systems. Many inter-
mediate levels of description may exist in an image analysis system, associated with
the different image processing algorithms. 
Segmentation of images generally is an important stage in image analysis. Segmenta-
tion is the process that partitions an image into segments based on certain features in
the image. Since different features in the image are likely to relate to different objects
or parts of objects in the scene, the segments are likely to correspond to "interesting
objects."
Image filters operate on images and their output results are again images. They must
therefore be classified to the first two description levels (for both schemes).

For each subsystem of an image analysis system the description of the scene at the
input of the subsystem and the desired description at its output must be available, i.e.
each subsystem requires its own model. A good example of such a local model, associ-
ated with a subsystem, is a model of unsharpness of the image caused by a defocused
lens. A reconstruction algorithm could be designed to compensate the resulting un-
sharpness, using this model, see fig.2.6.

Incidently, the operation for compensation of unsharpness is an image filter operation.
In subsequent sections the design of these operations is considered in more detail.

Each of the subsystems can be designed using the function design or the hypothesis
testing approach. As an example consider an image analysis system, consisting of two
subsystems, that is to estimate the position of a cube. It is illustrated in fig.2.7. Firstly,
from the image of the cube the boundaries of the imaged cube are detected. Using
these boundaries, the position of the cube is estimated. In the example, for the bound-
ary detection, a function is designed using a model of how the boundaries of the cube

imaging deblur-
ing

image
analysis

scene
description

fig.2.6 A subsystem
for compensation of
image unsharpness in
an image analysis sys-
tem.
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are projected on the image. The second stage uses a hypothesis testing approach to es-
timate the position of the cube, with a geometric model of the cube’s boundaries (a
kind of wire frame). 

The image analysis system uses both bottom up and top down processing, and three le-
vels of description: the image itself, the boundary map, and a geometric description of
the cube. Similar approaches to obtaining parameters of objects from images can be
found in [Schrap 1989], [Romsom 1989] and [Lowe 1991].

2.3.5 A word about performance 

It is surprising how little attention is given in literature to performance evaluation of
image analysis systems and image processing algorithms. Methods that do exist for
evaluation of image processing algorithms often try to define the performance of an al-
gorithm in general, independent of the image and the application. We, however, would
like to stress the dependency of the performance on the types of scenes and the appli-
cation. To evaluate the performance of an image analysis system, first the demands on
the scene description that it should generate must be considered. E.g. if only an accur-
ate measure of the position of an object is required, the colour of the object usually is
of less importance. It is important to find out what kind of errors the image analysis
system makes, and the cost associated with each error. The cost associated with an
error is determined by the application (in the above example: an error in the position
estimation has a higher cost than an error in the estimation of the colour of the object).
Another aspect is the probability (or frequency) of the occurrence of a certain error. If
e.g. the image processing system is to detect spots, and the background is always
white, it doesn’t matter much if the system performs bad if the background is blue.
The probability of the occurrence of a certain type of error is therefore related to the
type of images the image analysis system should operate on. An error measure that in-

boundary 
detector

cube
boundary 

model

para-
meter

estimator

fig.2.7 Example of an
image analysis system
for estimation of  the
position of a cube, con-
sisting of 2 subsystems. 
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cludes both the cost of errors and the probability of errors is the average risk. The
average risk is the sum of all the probabilities on errors, weighted with their costs (see
e.g. [Devijver 1982]):

(2.3.5-1)       AVR = ∑ 
i

 P(εi) λi

Where: AVR = average risk
P(εi) = probability on error type εi 
λi = cost of error type εi 
the summation is over all error types εi 

The best system is the system that has the lowest average risk. The average risk as de-
scribed by Devijver and Kittler is used to evaluate and design optimal classifiers (re-
sulting in the Bayes classifier). We propose to use the average risk in a more general
way for evaluation and design of image processing systems and subsystems
[Spreeuwers 1992].
For the evaluation of subsystems of image processing systems the same considerations
are valid. However, the performance of a subsystem should be defined with respect to
the performance of the complete system. Therefore, in addition an analysis should be
performed of generation, accumulation and propagation of errors by image processing
algorithms and in the remainder of the image processing system. Also, since the input
of an image processing algorithm is not always an image, it may be more difficult to
find the dependency of the performance on the types of images, i.e. the probability on
errors. Performance of image processing algorithms and more specifically image fil-
tering operations is considered in detail in chapter 6.

2.4 Image filtering

An important characteristic of image filter operations is that the result is again an
image. A definition of image filtering for grey level images is given in [Ballard 1982]:

Image filtering is a generic name for techniques of changing image grey levels to
enhance the appearance of objects.

The level at each position in the filtered image is determined using the levels in the di-
rect neighbourhood of the corresponding position in the original image. The simplest
form of image filtering is, when only the level at the position itself is used. In grey
level images, this is often called a grey level transformation. Two types of filters can
be distinguished: spatially variant and spatially invariant filters. A spatially invariant
filter performs the same operation at each position of the image. For a spatially variant
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filter, the operation is position dependent. Most filters described in this work are spa-
tially invariant filters. A linear combination of the neighbouring levels results in a li-
near filter and, in case of a spatially invariant filter, is equivalent with a convolution of
the image with a certain convolution mask. A nonlinear combination of the neighbour-
ing levels results in a nonlinear filter. The neural network image filters, described in
this work are all nonlinear. 
Image filtering has three major applications: image restoration, image enhancement,
and image feature enhancement and extraction. Accurate parametric models of the
underlying processes often are not available. An advantage of the neural network
image filters presented in this work is, that they are designed using non-parametric
models (examples of the desired input-output behaviour), which are generally easier to
obtain than parametric models. Furthermore, although a parametric model may be
available, it can still be difficult to design an appropriate filter operation if the model is
complex. Designing image filters with neural networks generally is quite straightfor-
ward as is shown in chapter 5. An extensive treatise of image filters using parametric
models can be found in [Pratt 1978]. The different image filtering applications are de-
scribed in the subsequent paragraphs. 

2.4.1 Image restoration

The first type of image filter operation is image restoration. The object of image resto-
ration is to compensate for disturbances in the imaging process. A definition is given
in [Pratt 1978]:

Image restoration may be viewed as an estimation process in which operations
are performed on an observed or measured field to estimate the ideal image field
that would be observed if no image degradation were present in an imaging sys-
tem. 

In order to reconstruct from the distorted image data the spatial luminance distribution
(the image field in Pratt’s definition) of the ideal image, a model of the degradation is
required. As an example, consider again the image that is degraded due to a defocused
lens. Suppose the projection process can be separated in an ideal projection and a term
that represents the distortion:

(2.4.1-1)P = B,PI

Where: P = a model of the projection process of the scene
B = a model of the blur caused by a defocused lens
PI = the ideal projection process
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An image restoration filter can be designed using the (parametric) model of the blur as
follows (using eq.2.3.2-1):

L(x,y) = D,S,P

scene


 = D,S,B,PI



scene


 ⇒

(D,S,B)−1L(x,y) = PI


scene


 ⇒

(2.4.1-2)LI (x,y) = D,S,PI


scene


 = D,S,(D,S,B)−1L(x,y)

Where: L(x,y) = the unsharp image
LI (x,y) = the ideal image

Fig.2.8 illustrates the image restoration operator for unsharp images.

Again it should be noted, that if a model of the scene is available, the inversion of
2.3.2-2, can often be simplified (or first become possible). The disadvantage is that the
resulting filter is not generally applicable anymore. Other examples of distortions are
noise, due to the thermal noise in the imaging sensor and the digitisation process, and
nonlinearities of the conversion of luminance into the luminance level signal. The lat-
ter can often be corrected by a grey level transformation. The former is more compli-
cated, because noise is a stochastic process. As a result, the spatial luminance
distribution is a stochastic process too. Only statistical properties of the luminance le-
vels can be obtained, like expectance and variance. The easiest way to design a noise
filter is to assume that the luminance level at a certain position in the image plane is
equal to the expectation of the luminance of its surroundings. This approach however,
distorts sharp level transitions. Better results can be expected if higher moments are in-
cluded in the estimation of the luminance level, but this may result in a rather complex
design. Using non-parametric modelling instead (like in neural network image filters)
can greatly simplify the design of such image filters, as will be shown in the neural
network image filter designs in chapter 5. Spatially invariant filters can of course only
restore images with spatially invariant distortions. 

D,S(D,S,B)-1B S DPI

imaging process restoration filter

restored
 image

scene

fig.2.8 Design of an
image filter for restora-
tion of an unsharp
image due to a defo-
cused lens. The model
of the blur is denoted
by B.
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2.4.2 Image enhancement

The aim of image enhancement is not, like in image restoration, to reproduce some
kind of ideal form of the image. The objective of image enhancement is rather to pro-
duce images that are looking nicer, show more detail, or augment certain desired fea-
tures. A definition of image enhancement is given in [Pratt 1978]:

Image enhancement processes consist of a collection of techniques that seek to
improve the visual appearance of an image, or to convert the image to a form
better suited to human or machine analysis.

An example of image enhancement to improve visual appearance is creating over-
shoots at level transitions in images. These overshoots make an image look sharper.
Incidently, the human retina uses a similar method for image enhancement. Another
example is to improve the contrast of an image by grey level transformations. The ef-
fect of a type of grey level transformation that is called histogram equalisation is
shown in fig.2.9. Histogram equalisation means a remapping of the grey levels so that
approximately equally many pixels are in each grey level range of fixed size. This may
considerably improve low contrast images like in fig.2.9. 

In both cases the enhanced images are actually distorted, they only look more pleasing.
An important application of image enhancement is to improve the readability of dis-
plays. Extensive research on this subject was carried out by Bosman et al. [Bosman
1990]. They also developed an engineering model of the human visual system in order
to define image quality [Bosman 1989]. Image enhancement with the objective to con-
vert the image into a form better suited for further analysis by machine, is very close

fig.2.9 Image enhance-
ment using histogram
equalisation. left: orig-
inal image; right: en-
hanced image
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to information processing. An example is enhancement of level transitions, that may
simplify an edge detection process. There is a large overlap with the feature enhance-
ment and extraction operations described in the next paragraph.

2.4.3 Feature enhancement and extraction

The objective of feature enhancement and extraction is eventually to obtain primitives
that are related to objects in the scene. These primitives can then be used in further
analysis to reconstruct the information about the objects in the scene. The following
definition of image features is given in [Pratt 1978]:

An image feature is a distinguishing primitive characteristic or attribute of an
image field.

Examples of image features are texture, grey level, colour etc. Based on the features
an image can be segmented. The idea is that different objects (or parts of objects) in-
duce different image features. The segments based on these features are therefore di-
rectly related to the objects. An example of a segmentation of an image based on the
grey levels in the image is shown in fig.2.10.

Simple segmentation methods like in fig.2.10 can only be used if illumination is well
controlled and the objects stand out against the background. If this is not the case more
sophisticated feature extraction and segmentation techniques are required. 

fig.2.10 Image segmen-
tation using ranges of
grey levels: left original
image; right segmented
image.
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2.5 An example: edge detection

2.5.1 The concept edge

Probably the most explored image features are edges and the corresponding operations
edge detection and enhancement. Roughly speaking, edges are the boundaries between
areas with different characteristics. The main reason for the interest in edges is that it
seems likely, that from these boundaries the extent of imaged objects can be found.
Because edge detection is used as an example of image filtering throughout this work,
it will be described in somewhat more detail below. Many approaches to edge detec-
tion are more or less adhoc and partly or mainly based on heuristics of the phenome-
non edge. We will try to remain as close as possible to the model based design strategy
for image analysis described in this chapter.
Thus a model has to be found that relates changes in certain local image characteristics
with objects in the imaged scene. To quote Pratt [Pratt 1978]:

Changes or discontinuities in an image attribute such as luminance (...) are fun-
damentally important primitive features of an image since they often provide an
indication of the physical extent of objects in an image. 

To obtain information about the objects, abrupt changes in luminance are the most
general applicable, because they almost always occur as a result of boundaries of ob-
jects. Changes in other image attributes like colour and texture are less general. Often
an edge is defined as a change in the spatial luminance distribution. However, the
changes in luminance do not always correspond to boundaries of objects in the scene.
Hildreth, therefore, regards the physical changes that give rise to the luminance
changes as edges. From this point of view the edges are not defined in the image
plane, but in the scene [Hildreth 1983]:

A distinction is drawn between the detection of edges and intensity changes; a
change in intensity is the phenomenon that we will detect and describe in the
image; edges are physical changes that give rise to these intensity changes (...)
in general, there may not exist a one-to-one correspondence between intensity
changes detected at a certain resolution, and edges in the physical scene.

(N.B. Hildreth incorrectly uses the term intensity here, it should read luminance.) 
To avoid confusion, we will call the physical changes in the scene that induce lumin-
ance changes in the image physical edges.
Many "edge detectors" however, are only designed to detect grey level transitions in
images, and not to characterise these in the physical changes that induced them. This
also means that for the design only a model of grey level transitions in images is used.
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This model can be local, i.e. it defines a transition in a small area in an image, or glo-
bal, i.e. the model defines transitions as borders between regions. In [Ballard 1982],
the local grey level transitions are called local edges: 

A local edge is a small area in the image where the local grey levels are chang-
ing rapidly in a simple (e.g. monotonic) way. An edge operator is a mathematical
operator (or its computational equivalent) with a small spatial extent designed to
detect the presence of a local edge in the image function. It is difficult to specify
a priori which local edges correspond to relevant boundaries in the image. De-
pending on the particular task domain, different local changes will be regarded
as likely edges.

It depends on the application what types of physical changes are required to obtain the
desired description of the (objects in the) scene. E.g. if only the outlines of objects are
required, it will generally suffice to detect the changes in surface reflectance. Other
physical changes that give rise to luminance changes are e.g. illumination changes and
changes in surface orientation.
The objective of an edge detector can be defined as follows:

The objective of an edge detector, designed for a specific application, is to detect
only those luminance changes in an image, that are induced by physical changes
of interest in the scene.

According to this definition the edge detector detects phenomena in the image. We
therefore propose the following definition of edges:

Edges are the luminance changes in an image that are induced by physical
changes in the corresponding scene.

2.5.2 Design of edge detectors

Not many existing edge detectors are designed according to the above considerations.
Most of the literature on edge detectors is concerned only with the detection of lumin-
ance changes in images. 
To detect luminance changes in an image reliably, a model of the luminance changes
is required. As described earlier, the model can be used explicitly in a hypothesis test-
ing approach, or implicitly by designing a function for the detection of intensity
changes. The different approaches result in the basic methods, used for detection of
level changes. 
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Hypothesis testing leads to the so called best fit methods. The method is to estimate
the parameters of a model of a luminance change that fits best to the image data.
Examples of this approach are finding the parameters of the best fitting step edge in a
region in the image [Hueckel 1973], and fitting the spatial luminance distribution
function by a polynomial [Haralick 1982,1984].
The results of a very clean and straightforward implementation of the hypothesis test-
ing approach, fitting a five parameter model of a luminance transition locally to the
spatial luminance distribution are shown in fig.2.11. The parameters used in the ex-
periment are the base luminance level (b), the luminance difference (h), the steepness
(s), the angle of the transition in the image plane (ϕ) and the shift (distance) of the
transition relative to the centre of the area to fit to (d). 

The model is used to generate hypothesis subimages of 5x5 pixels, fitting the image
data for each pixel position. The least squares criterion was used as a criterion for the
best fit.This results in an estimation for the five parameters for each pixel in the image.
The resulting parameters are represented as images in fig.2.11. The edges can be de-
tected by a combination of the parameters. E.g. an edge may be defined by a minimum
height or steepness. while the position of an edge can be determined very accurately
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(e) (f) (g)
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fig.2.11 Edge detection
using the hypothesis
testing approach. (a)
five parameter model of
local edge: base level,
height, steepness, angle
and distance; (b) test
image; (c) edge base
level map; (d) edge
height map; (e) edge
steepness map; (f) edge
angle map; (g) edge dis-
tance map.
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by finding the zero crossings in the distance map. Thus a possible implementation of
an edge detector would be to mask the height map with the zero crossings of the dis-
tance map and then threshold the result. Thresholding the height map directly could
give thick edges, because level transitions may extent over more than one pixel.

In the function design approach, the objective is to find a filter function that responds
to luminance changes in an image. Often the desired response is a local maximum in
the output image at the position of the luminance change in the input image. The
’edges’ can be detected by detecting the local maxima. The function design approach
leads to filter designs, that are optimal with respect to a chosen criterion. Many of
these optimal filter designs are based on a one dimensional model of level changes,
that are extended later to operate on two dimensional images. An example of detection
of level transitions in one dimensional signals is presented in [Canny 1986]. Canny
uses a one dimensional step function with additive Gaussian noise as a model for the
luminance changes. Detection of the level changes proceeds by filtering the signal
with a linear filter that generates local maxima at the positions of level transitions. The
local maxima are detected by masking the filtered signal with the zero-crossings of its
derivative and thresholding the resulting signal. In Canny’s design the filter is opti-
mised with respect to good detection and good localisation, while it is also constrained
to have a minimum distance between local maxima. The linear filter can be approxi-
mated by the derivative of a Gaussian psf. The Gaussian  psf is used to smooth the
image and suppress the noise. The width of the Gaussian (σ) depends on the noise in
the edge model. The extension to 2 dimensional signals is realised by first finding the
edge orientation from the gradient of the smoothed image. The resulting edge detec-
tion operator is shown in fig.2.12.

A similar approach is used by Marr and Hildreth [Marr 1980], except that no edge di-
rections are determined, but the gradient of the Gaussian is masked with the zero
crossings of the, in 2 dimensions symmetrical, Laplacian of a Gaussian.
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fig.2.12 Approach to
edge detection accord-
ing to Canny, using a li-
near filter that
generates local maxima
at the position of level
transistions.  
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A critical aspect of the design of these filters is of course the model of the level transi-
tion that is used. Van der Heijden [Heijden 1992] correctly points out that in his edge
model Canny uses an infinite observation interval for a single level transition. Van der
Heijden uses a more realistic model for multiple transitions using a Poisson impulse
process [Heijden 1992]. He also points out that the fixed structure of the Canny oper-
ator, using a linear filter, constrains the solution. Van der Heijden models the lumin-
ance changes in terms of conditional covariance matrices, i.e. luminance changes are
regarded as a stochastic process with a Gaussian probability density function. Thus the
Bayesian approach for detection problems can be used, by minimisation of expected
costs (average risk). The costs are assigned to detection and localization errors. The
weak spot in his design is in the assumption of Gaussian probability density functions,
as van der Heijden points out himself. The structure of the covariance matrix (cvm)
operator is shown in fig.2.13.

The cvm-operator consists of a bank of linear filters. The output of the filters is com-
bined, resulting in the log-likelihood ratios of level transition and not a level transition.
The local maxima of the log-likelihood ratios correspond to level transitions. Contrary
to Canny’s approach, the approach of van der Heijden allows direct optimisation of
two dimensional image filters. 

Template matching is also used in edge detection. The idea is that the template is an
ideal case of the feature that is to be detected (in this case a luminance change). From
a number of templates, the one that best fits the image data is chosen. Examples of
template matching used for local edge detection are the Sobel and Kirsch operators
[Pratt 1978]. The Sobel templates are given by:
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fig.2.13 Computational
structure of the covari-
ance matrix operator of
van der Heijden.
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The best match for these operators is found by correlation of the templates with the
local image data. The result is a local maximum (positive or negative) for respectively
primarily horizontal (first template) and vertical (second template) oriented luminance
changes. In order to obtain a simple output signal with local maxima at the positions of
luminance changes, the results of the correlations of the templates and the image data
are usually squared and added together. Note that the result is again a structure that
looks like the previous operations: a linear filter operation (correlation) followed by a
local maximum detection process. It will be shown later that feed forward neural net-
works for image filtering have a very similar structure, which can help with the ana-
lysis of the neural network image filters.
Only a few of the many existing edge detection operations were presented here. De-
tailed overviews and evaluations of many different edge operators can be found in
[Blicher 1982] and [Heijden 1992].

All of the above approaches to edge detector design are using parametric models of lu-
minance changes. The disadvantage of these models is in the first place that it is rather
difficult to obtain accurate models for luminance changes that are induced by physical
edges of interest. In the second place it is often difficult to design, based on these
models, an operator that can detect these luminance changes. In order to be able to de-
sign an operator, the models are often simplified and the solutions are constrained by
adopting a simple basic structure for the operator. 
On the other hand non-parametric models and solutions could be used for edge detec-
tion. This requires a large set of examples of local spatial luminance distributions of
images representative for the application. The class, edge or not-edge of the example
luminance distributions must be known. The advantages of this approach is that the re-
lation to physical edges is implicitly captured and general multi-parameter function
approximation techniques can be used to obtain a solution (e.g. the neural network
image filters described in this work). The first advantage is only partly an advantage,
because the problem is shifted to obtaining a good quality example set. Still, in our
opinion, this is often easier than constructing a complete and accurate model of physi-
cal edges and their projection on the image plane. As mentioned earlier, the disadvant-
age of this approach is that little insight is gained in the problem, only a solution is
obtained. 
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3. Neural networks - an introduction

3.1 Introduction

Artificial neural networks are processing structures that are inspired on the architec-
ture and functioning of the human nervous system (see e.g. [Kuffler 1976], [Rumelhart
1986] and [Kohonen 1988]). Two different groups of researchers are investigating arti-
ficial neural networks. The first group are biologists and psychologists who want to
study the functioning of the human nervous system. They build artificial neural net-
works to resemble subsystems of the human nervous system and try to find out what
these networks do and how they function. The second group of researchers investigate
if and how neural networks can be used for information processing in technical sys-
tems. Their objective is to design neural networks for certain applications. These net-
works generally have only the basic ideas in common with the human nervous system.
This work is only concerned with the second approach to neural network research.
Basically neural networks consist of many, highly interconnected processing elements
(neurons). Each of these processing elements performs a relatively simple task: col-
lecting the output from other processing elements or sensors, to which it is connected,
and producing an output that is in some way related to the total input. This output can
be input for other processing elements, or an output of the network. All processing el-
ements operate simultaneously. A processing task is distributed over many processing
elements. The function of the network is not so much determined by the processing el-
ements as by the connection structure and how the connections transfer signals. In fact
the processing elements perform basic functions on the signals and the connections
determine how these basic functions are combined to the total function of the network.
Thus a complex function is realised by combining many simple functions. This is very
similar to other general function approximation methods like e.g. spline fitting and
Taylor series. It can be proven that most complex problems can be solved using com-
binations of relatively simple functions [Kolmogorov 1957]. Therefore it is likely that



a neural network, consisting of many relatively simple processing elements, can be
used to solve complex problems. Since all these elements operate in parallel, informa-
tion processing in neural networks will be very fast too.
This chapter contains a brief general introduction on neural networks, followed by a
more detailed description of the networks that were used as image filters in this work.
These networks also happen to be the most popular and successful ones in other neural
network research. For a more complete introduction into this field refer to [Lippmann
1987], [Karna 1989] and [Rumelhart 1986]. An overview of the history of neural net-
work research can be found in [Simpson 1987].

3.1.1 Processing elements

A very simple model for a single processing element was proposed by McCulloch and
Pitts in 1943 [McCulloch 1943]. In their model the collection of the input signals is a
summation of binary output signals. The output of the processing element is also bi-
nary: 0 if the sum is below a certain threshold, and 1 if it is above the threshold. The
connections have a connection strength with which the input signals are weighted.
This results in the following equation for the output of a processing element:

(3.1.1-1)y = f( ∑ 
i

wixi )

Where: y = the output of the processing element

f() = the threshold function: f(s) = 

 0,  s < θ
 1,  s ≥ θ

wi = the weight of connection i to the processing element
xi = the input signal of connection i
θ = the threshold level
the summation is over all connections i to the processing element

The McCulloch-Pitts model is illustrated in fig.3.1. 
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fig.3.1 McCulloch -
Pitts model of a neu-
ron, and several differ-
ent transfer functions
that are used.
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The basic idea of a weighted summation of inputs with a threshold that determines the
output, is still used in most of the neural networks. Many variations on this basic
model exist however. Some networks operate on continuous input signals and use a
different function to calculate the output from the weighted sum. The best example of
such a different transfer function is probably the semilinear sigmoid function used in
error backpropagation neural networks. A number of different transfer functions is
drawn at the bottom of fig.3.1. With linear transfer functions, only linear functions can
be realized, because a linear combination of linear functions again results in a linear
function. The transfer functions are therefore nonlinear.  Another variation is how the
input signals are combined. Some networks do not use a summation of the inputs, but
a multiplication (PI-units). In Kohonen networks the connection weights are not multi-
plied with the input signals, but the Euclidian distance of the input vectors to the
weight vectors is calculated. 
As mentioned in the introduction, the calculating capabilities of a single processing el-
ement are rather limited. Consider e.g. a processing element with two inputs that are
combined using a weighted summation and a threshold transfer function (this type of
units is sometimes called linear threshold elements). The two dimensional input space
is separated into two regions by a line. 

The line is found by setting the summation in eq.3.1.1-1 to zero. This linear separation
of the input space is the basic function of this type of processing elements. By combin-
ing many of these simple basic functions, complex functions can be realised. This is
described in the next paragraph on network architectures.

3.1.2 Network architectures

Neural networks architectures can be divided in architectures that strictly feed for-
ward, network architectures with sparse feedback, and recurrent networks, where all
processing elements are connected to all other processing elements. Usually, the pro-

x1

x2 fig.3.2 Linear separ-
ation of input space by
a linear threshold ele-
ment. The orientation
of the separation line is
determined by the
weights w1 and w2, and
the shift by the thre-
shold level θ. 

3.1 Introduction 45



cessing elements in neural networks are ordered in layers. These layers themselves can
again be strictly feedforward, have sparse feedback (both from other layers and from
the layer itself) or be recurrent. The following types of layers are distinguished: 

• Input layer; the input of the network is presented to the processing elements
of this layer. 

• Hidden layers; these contain processing elements that only connect to other
processing elements.

• Output layer; the outputs of the processing elements in this layer forms the
output of the network.

In single layer networks the input and output functions are combined into the one
layer. The basic network architectures are illustrated in fig.3.3.

To illustrate the realisation of complex functions in neural networks, consider feedfor-
ward networks consisting of a single, two and three layers and a single output and li-
near threshold elements. The single layer network in this case is actually a single
processing element, which can be used to realise a linear separation. In a two layer
network several of these linear separations can be combined into a more complex
function (see fig.3.4). Arbitrary partitioning of the input space can be realised with a
three layer network. Adding more layers may improve efficiency. In fig.3.4 this parti-
tioning of the input space is illustrated.

(a) (b) (c)

(d)

input layer output layerhidden layers

fig.3.3 Network archi-
tectures (a) feed for-
ward, (b) sparse
feedback, and (c) recur-
rent network architec-
tures; (d) layered
network with input, hid-
den and output layers.
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If instead of thresholding elements, processing elements with carefully selected con-
tinuous nonlinear transfer functions are used, any continuous nonlinear function of the
inputs can be realised using a three layer network. This can be demonstrated using a
theorem that was proven by Kolmogorov and is described in [Lorentz 1976]. More re-
cently this was shown for sigmoid transfer functions [Cybenko 1988].
Introducing feedback adds to the complexity of the network. In recurrent networks the
outputs of all processing elements are fed back to all processing elements. As a result
the only stable output patterns are those that generate the same pattern if used as input.
The stable patterns of a network are determined by the weights of the connections. The
maximum number of stable patterns is determined by the size of the network (see e.g.
[Abu-Mostafa 1985] and [McEliece 1987]). 

3.1.3 Learning

In order to realise a certain desired function in a neural network, the network architec-
ture and the weights of the connections must be determined. The first step is to find a
network architecture in which the function can be realised or approximated with suffi-
cient accuracy. The next step is to find the appropriate weights of the connections. The
procedure for finding the appropriate weights is called the learning rule in neural net-
work research. It actually means finding the parameters of the multi-parameter func-
tion approximation method that is called neural network.

fig.3.4 Partitioning of
the input space with
one, two and three
layer feed forward net-
works with thres-
holding elements. A
single layer network
can only make linear
separations, a two
layer network par-
titions the input space
in convex regions; a
three layer network can
realise arbitrary parti-
tioning. 
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A characteristic of neural networks is that they are trained using examples of the
desired behaviour. The idea is, that if the network can produce the correct output for
the examples, it will also generate the correct output for real data. Two important ob-
servations can now be made. Firstly, the training of a neural network to perform a cer-
tain behaviour corresponds to the function design approach. Secondly, the model of
the desired behaviour of the network, is contained in the example set. It is therefore a
non-parametric model. The example set can be either a large set of arbitrary training
examples or consist of a small number of ideal examples (templates). It depends on the
type of network and learning procedure which types of training sets can be used.

The following two basic types of training can be distinguished: 

• supervised training
• non-supervised training

Supervised training means that if an example pattern is presented to the network, the
output, generated by the network is in some way evaluated (by the supervisor) and
some corrective signal is provided, so that the network can adapt. The corrective sig-
nal, that is fed back to the network, can e.g. be the target output of the network or a
measure of quality of the network output. In non-supervised learning, no corrective
signal is provided. In this case, if a pattern is provided to the network, it is evaluated
using the present network state. This network state is either reinforced, if the new pat-
tern fits the present network state (e.g. matches previously presented patterns closely),
or, if this is not the case, the network state is altered to incorporate in some way infor-
mation of the new pattern. The network’s internal evaluation of the pattern can be
done in a specialised part of the network, or can be integrated in the network. The
supervised and non-supervised training processes are illustrated schematically in
fig.3.5.

A second distinction can be made in learning mechanisms:

super-
visor

training
set training

set

(a) (b)

fig.3.5 Supervised (a)
and non-supervised
training (b) of neural
networks.
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• parallel training
• sequential training

Parallel training means that the whole training set is examined at once to determine the
weights of the network. In sequential training the training patterns are presented se-
quentially to the network and the weights are adapted after each presented training pat-
tern. 

Each type of network uses a different learning rule. The actual learning rules are there-
fore treated in the concerning sections about the network type. 
The following networks are described in the subsequent sections:

• Perceptron network
• Error backpropagation network
• Hopfield network
• Kohonen self organising feature map

These are the networks that are considered for image filtering in this work. Descrip-
tions of other types of networks (like ART, Boltzmann, Hamming and Brain-state-in-
a-box networks) can be found in e.g. [Lippman 1987], [Karna 1989] and [DARPA
1988].

3.2 The perceptron network

3.2.1 Network architecture

Of these networks the perceptron is the simplest, and also the earliest network [Rosen-
blatt 1959]. The perceptron was originally intended to model and investigate simple
visual pattern recognition in the human visual system (the name perceptron is derived
from perception). The perceptron is a feed forward network, consisting of three layers.
The input consists of binary visual patterns. The first layer acts as an input buffer. The
processing elements in the second layer act as feature detectors. They are either fully
or randomly connected to the input layer. The weights of these connections are fixed
and either random or assigned to detect certain desired features. The third (and output)
layer consists of perceptrons or pattern recognisers that combine the features of the
second layer to recognise patterns. These are linear thresholding elements as described
in the previous section. The network architecture is illustrated in fig.3.6.
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3.2.2 Perceptron learning

During learning only the weights of the perceptrons in the output layer are updated.
The perceptron uses a supervised sequential training algorithm. The basic learning rule
is as follows:

• If the output is correct, the weights don’t change
• If the output is 0 but should be 1, increment the weights of the connections

that are active
• If the output is 1 but should be 0, decrement the weights of the active con-

nections

Here active connections are connections that connect to outputs of processing el-
ements that are 1 (high). Inactive connections carry a 0 (low) signal. It can be proven
that if a set of weights exists that realises the desired function, it can be found using
the above learning rule [Rosenblatt 1962].

3.2.3 Limitations of the perceptron network

A severe limitation of the perceptron network is that the perceptrons in the output
layer can only realise linear separations in the feature space of the second layer. Min-
sky and Papert performed a thorough analysis of the capabilities of perceptron net-
works and perceptron learning [Minsky 1969]. They showed that many problems
cannot be solved using perceptrons, because of their single adaptive layer. The limita-
tions of a single layer feedforward network were already illustrated in fig.3.4. 
The solution to these problems is to construct networks with multiple adaptive layers.
These networks are therefore often called multi-layer perceptrons or generalised per-
ceptrons. Unfortunately the learning rule becomes more complex, because only an

perceptron
layer

input pattern input layer

feature
detectors

fig.3.6 The perceptron
network architecture.
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error measure for the output layer is directly available. The first learning rule that re-
ally handled adaptation of multiple layers, is the error backpropagation learning rule. It
is described in the next section.

3.3 Error backpropagation network

The error backpropagation network is a feed forward network like the perceptron. Un-
like the perceptron learning rule, the error backpropagation learning rule can be used
to adapt multiple layers. By propagating the error backwards through the network, a
local error measure is obtained for each processing element. This local error measure
is used to adapt the weights. 
The error backpropagation learning rule is one of the few learning rules for neural net-
works that has a mathematical framework. It was published by Rumelhart, Hinton and
Williams, in 1986 [Rumelhart 1986]. We are of the opinion that Rumelhart et al.
skipped an important step in their mathematical derivation of the error backpropaga-
tion learning rule. Therefore, the derivation of the learning rule is given in full in ap-
pendix A. In chapter 6 a modification of the error backpropagation is proposed for
minimisation of average risk.

3.3.1 Processing elements and network architecture

A processing element in an error backpropagation network calculates a weighted sum-
mation of its inputs. The inputs can be either inputs of the network or outputs of other
processing elements. Since the error backpropagation network is a feed forward net-
work, these outputs can only be from processing elements (PEs) in lower layers. In the
derivation of the learning rule, it is assumed that only connections exist from a layer to
the next layer (no connections jumping over layers). The weights are assigned to the
connections from outputs of PEs to PEs in the next layer. The output of a PE is a non-
linear function, the so-called transfer function, of this weighted sum. For an input pat-
tern xp of the network the output of PE m in layer k becomes:

(3.3.1-1)ok
pm = f(netk

pm ) = f( ∑ 
n

wk
mnok−1

pm  )

Where: ok
pm = the output of PE number m in layer k for an input pattern xp

f() = the transfer function
netk

pm = the weighted sum of the inputs of the PE for input pattern xp

wk
mn = the weight of the connection between PE n in layer k-1 and PE m

in layer k
the summation is over all PEs n of layer k-1
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In fig.3.7 the architecture a four layer error backpropagation network are shown.

Generally the transfer function of processing elements in an error backpropagation
network are sigmoid transfer functions:

(3.3.1-2)f(x) = 
1

1+e−x+θ

This function acts as a soft threshold with the centre of the slope at θ. Often θ is im-
plemented by adding an extra connection with weight −θ to a processing element with
a fixed output 1.

3.3.2 Optimisation criterion and method

The error backpropagation learning rule attempts to minimise the sum of the square
errors of all patterns. The system error is defined as:

(3.3.2-1)E = 
1
2

 ∑ 
p

Ep = 
1
2

 ∑ 
p

∑ 
i

 (tpi − ypi )2

Where: Ep = the square error of the output for input pattern xp

tpi = the target of output i for a training input pattern xp

ypi = the actual network output i for training input pattern xp

the summations are over all outputs i and training input patterns p 

If the system error is zero, all training patterns are mapped on the correct target output
pattern. Since the behaviour a network with a certain architecture is defined by the
connection weights, for a given training set E is a function only of the connection
weights. The error backpropagation learning rule is an iterative learning rule that at-
tempts to minimise E by adapting the weights. This is done using a gradient descent
method, of which derivation is given in appendix A.
For the weights in the output layer (layer L) the weight updates can be calculated di-
rectly: 

input layer

hidden layers

output layer

fig.3.7 Error backpro-
pagation network with
two hidden layers. The
input layer only dis-
tributes the inputs to
the next layer. 
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(3.3.2-2)∆wL
ij = ∑ 

p

ηδL
pioL−1

pj  = ∑ 
p

 η(tpi − ypi )f′(netL
pi )oL−1

pj

Where: wL
ij = the weight of the connection between PE j in layer L-1 and PE i 

in the output layer L
η = a positive constant that controls the rate of change of the weights

(the learning rate)
δL

pi = a kind of local error measure for PE i of layer L, due to pattern xp

oL−1
pj = the output of PE j in layer L-1 for input pattern xp

f′(netL
pi )= the derivative of the transfer function f in netL

pi

The local error measures (δ’s) for a processing element m in a hidden layer k can be
determined recursively by:

(3.3.2-3)δk
pm = ∑ 

l

δk+1
l wk+1

lm  f′(netk
pm )

The expression for the updates of weights in a hidden layer is:

(3.3.2-4)∆wk
mn = ∑ 

p

ηδk
pmok−1

n

3.3.3 Sequential training

The weight updates for the error backpropagation learning rule as described in the pre-
vious paragraph require the whole training set to be processed for one update of all
connection weights in the network (parallel training). This is however not the way the
error backpropagation rule is generally used. In most applications the weights are up-
dated after the presentation of each training pattern (sequential training). The weight
update for a pattern xp becomes:

(3.3.3-1)∆wk
pmn = ηδk

pmok−1
n

If the individual weight updates are small relative to the weights themselves, the effect
will be approximately the same as for the cumulative update of eq.3.3.2-4. If they are
not, an oscillation effect may occur if a number of successive training patterns result in
more or less opposite weight updates. Experiments show that in the general case when
the weight updates are small (η sufficiently small), sequential and cumulative weight
updates yield comparable solutions.
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3.3.4 Advantages and disadvantages of error backpropagation

The error backpropagation learning rule only works correct if the system error is de-
creased in small steps, using a small learning rate. A disadvantage is that the network
often converges very slowly to the solution. Generally the whole training set has to be
presented to the network many times to reach a good solution. Attempts have been
made to speed up learning with error backpropagation. The first attempt came from
Rumelhart et al. themselves [Rumelhart 1986]. They introduced a momentum term
that adds a fraction of the previous weight update to the new update. The functionality
of this momentum variant has not been proven mathematically. Though it appears to
work well in their XOR example, in many problems the introduction of the momentum
term even results in slower learning and oscillatory behaviour of the system error dur-
ing learning. For networks larger than a few processing elements we found that the
best choice for the momentum term was 0, while the learning rate should be chosen
η< 0.1. We found that a very simple way to speed up learning is to update the weights
only if the output error for a pattern exceeds a certain threshold. This may not reduce
the number of iterations required, but reduces calculation times considerably. Many
other variations on the error backpropagation learning rule are investigated, but most
are only successful for certain problems. 
An unsolved problem is the choice of the number of layers and processing elements.
No general rule exists to determine the required network size for a certain application.
In most applications the network size is chosen in a heuristic or empirical way.
A great advantage of the error backpropagation network is its general applicability. It
can be used for both binary and continuous mappings, and it can be trained either with
a large set of arbitrary training samples or with a limited number of templates. The
learning rule appears to give reasonable upto good results for many different types of
problems. 

3.4 The Hopfield network

3.4.1 Network architecture and processing

The Hopfield network is a recurrent network that consists of a single layer of process-
ing elements. The output of each processing element is fed back to all other processing
elements of the network, see fig.3.8. 
The output of a processing element in a recurrent network not only depends on the
input of the network, but also on the network state, i.e. the outputs of the processing
elements. Recurrent networks are therefore dynamic systems. Most recurrent networks
are nonlinear and discrete time systems. For discrete time systems the state at a time
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t+1 is determined by the state at time t and the system input at time t. In Hopfield net-
works all outputs of the processing elements are fed back to the inputs and there is no
other input. The network state, therefore, depends solely on the previous network state.
In the basic Hopfield network the weights and the outputs of the processing elements
can only take the values +1 and -1. The discrete time system for the basic Hopfield
network is given by:

(3.4.1-1)Vi(t+1) = sign ( ∑ 
j=1

N

TijVj(t) )

Where: Vi(t) = is the state of PE i at time t. It can take the values ±1
Tij = is the weight of the connection between PE i and PE j
N = the number of processing elements

An input pattern is presented to a Hopfield network by setting the network state to the
input pattern. The network then iterates until it reaches an equilibrium point, i.e.
V(t+1) = V(t). The equilibrium points are determined by the connection weights. The
weights should be chosen such that for each input pattern the network state converges
to the desired equilibrium point (the output pattern). This means that the equilibrium
points must be asymtotically stable, i.e. within a certain distance from the equilibrium
point the network state always converges to this equilibrium point. The basin of attrac-
tion of a stable state is formed by all input patterns that eventually converge to this
stable state. The equilibrium points can be studied using standard techniques of ana-
lysis of nonlinear systems (see e.g. [Luenberger 1979]). Creating the desired equili-
bruim points and basins of attraction is not an easy task. The basins of attractions tend
to be irregular and fill only a fraction of the total state space [Keeler 1986]. The rest of
the state space is filled with the basins of so-called spurious attractors. Thus input pat-
terns that are very different from the training patterns, may give strange and unwanted

fig.3.8 Network archi-
tecture of a Hopfield
network: each PE is
connected to all other
PEs.
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output patterns. If the number of stored stable states increases, also the number of
these spurious stable states increases. Beyond a certain limit even the output patterns
for training patterns cannot be retrieved reliably anymore.
Variations on the basic Hopfield network include continuous input signals and sig-
moid transfer functions and asynchronous discrete, synchronous discrete and con-
tinuous time systems. For networks with continuous input signals and sigmoid transfer
functions, the basic approach to analysis of equilibrium states does not change, but the
creation of the desired equilibrium states may grow even more complicated.

3.4.2 Hopfield network training

To create equilibrium points for training patterns xp, in the basic Hopfield network the
weights Tij are assigned according to:

(3.4.2-1)Tij = 










∑ 
p=1

M

xi
pxj

p,    i≠j

0,   i=j

Where: xi
p = element i of training pattern p. It can take the values ±1

M = the number of training patterns
since the training patterns can only take the values ±1, the weights are also 
limited to these two values

Thus the weights are not found using an iterative process, like for the other networks
described in this section, but calculated directly from the training patterns. The train-
ing patterns act as exemplars or templates of a class of input patterns.
If the weights are assigned according to eq.3.4.2-1, the network equation for an equili-
brium point xk becomes (substitution of eq.3.4.2-1 into eq.3.4.1-1, remember that
weights and outputs can only take the values +1 and -1):

xi
k = sign ( ∑ 

j=1

N

∑ 
p=1

M

xi
pxj

pxj
k ) = sign ( ∑xi

k

j=1

N

xj
kxj

k + ∑ 
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N

   ∑xi
p

p=1,p≠k

M

xj
pxj

k ) =

(3.4.2-2) = sign (Nxi
k + ∑ 

p=1,p≠k

M

xi
p ∑ 

j=1

N

xj
pxj

k ) = sign (Nxi
k + ∑ 

p=1,p≠k

M

xi
p (xp ⋅ xk ) )

Clearly, if all training patterns are orthogonal, eq.3.4.2-2 is true, because then dot pro-
duct (xp ⋅ xk ) = 0. The maximum number of equilibrium points is thus equal to the
number of processing elements if all training patterns are orthogonal. If the training
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patterns are not orthogonal, the number of equilibrium that can be created points will
be less and depends on the differences between the training patterns. Hopfield showed
that if the training patterns are generated randomly and the weights are assigned ac-
cording to eq.3.4.2-1, the training patterns can generally be retrieved reliably if the
number of stored patterns is less than 0.15 times the number of processing elements
[Hopfield 1982]. 

3.4.3 Advantages and disadvantages of the Hopfield network

An advantage of the learning rule for the Hopfield network is that it is not iterative,
but the weights can be calculated directly from the training set. On the other hand in
its basic form it can only handle binary data and training sets that consist of a limited
number of templates for different classes and not a large number of arbitrary
examples. This limits the applicability of the Hopfield network. There do exist variants
that can handle continuous input and output, but the number of stable states is still
limited. The network can therefore not be used for arbitrary continuous mappings. An-
other disadvantage of the Hopfield network is its inefficiency. E.g. in order to store 10
stable patterns that can be retrieved reliably, over 70 nodes and 5000 connections are
required. 
It has been argued that sequential networks that determine the Hamming distance be-
tween binary patterns (Hamming networks) are more efficient and can realise the same
mappings as the Hopfield network.
Also the mathematical theory behind Hopfield network and the basins of attraction is
very complex especially when the networks are enhanced for continuous signal pro-
cessing.

3.5 The Kohonen network

3.5.1 Network architecture and processing

The network Kohonen presented in 1984 [Kohonen 1984] consists of a single layer of
processing elements, that are geometrically ordered in a two dimensional plane and
only interact during learning. The inputs of the network are connected to all processing
elements. The output of a processing element is the square of the Euclidian distance
between its weight vector, formed by the weights of the connections to the processing
element, and the input vector:

(3.5.1-1)dj = ∑(
i=1

N

xi − wij )
2

Where: dj =output of PE j
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xi = element i of input vector x
wij = weight of connection from input i to PE j
the summation is over all input elements i

The element with the lowest output (i.e. the minimum Euclidian distance of the weight
vector to the input pattern) is selected. Each output is assigned a class label. The out-
put of the network is the class label of the processing element with the minimum Eu-
clidian distance to the input vector. Sometimes other functions are used to calculate
the output of a PE, like e.g. a dot product of the weight vector and the input vector. In
this case not the minimum, but the maximum output is selected, because the weight
vector of the corresponding PE matches the input vector best.
The Kohonen network can be used with continuous inputs. The output is discrete. The
maximum number of classes that can be assigned is equal to the number of processing
elements in the network. Generally several outputs are assigned the same class label.
The Kohonen network is in fact a nearest neighbour classifier. The processing ele-
ments represent clusters. The difference with other clustering techniques is the geome-
trical ordering of the clusters, which is used during the training process. The
architecture of a Kohonen network is illustrated in fig.3.9.

3.5.2 Learning in a Kohonen network

Training of the Kohonen network begins with initiating the weights of the connections
with small values. Next each training vector is presented sequentially. For each train-
ing vector the distances to the weight vectors are calculated, and the processing ele-
ment with the smallest distance is selected. The weight vector of this processing
element are adjusted to make the distance to the training vector smaller:

x0  x1  x2

fig.3.9 Architecture of
Kohonen’s self organis-
ing feature map. The
processing elements
are ordered in a two
dimensional plane.
Every input is con-
nected to every pro-
cessing element in the
single layer. 
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(3.5.2-1)wij(t+1) = wij(t) + η(xi−wij(t))

Where: wij(t) = the original weight vector
wij(t+1) = the updated weight vector
η = a gain term, 0< η< 1

The gain term is decreased slowly during learning. After enough training vectors have
been presented, the weight vectors will specify cluster centres that sample the input
space such that the point density function of the vector centres tends to approximate
the probability density function of the input vectors [Kohonen 1984]. Figure 3.10
shows the position of the weight vectors during the training process for a two dimen-
sional training input vector set with uniform distribution over a square area.

Note that this clustering process does not require target outputs to be specified. The
clustering process is therefore unsupervised.
In a variation of the above clustering method, not the weight vector of a single PE is
updated, but a the weight vectors of all processing elements in a certain neighbour-
hood of this PE. The neighbourhood of a PE are its geometrical neighbours in the two
dimensional plane. The number of weight vectors that are updated (the neighbourhood
size), decreases slowly during training.
The second stage of the training process consists of assigning class labels to each pro-
cessing element. This can be done by presenting a labelled training set to the trained
Kohonen network, and assigning the labels to the selected outputs for each of the
training vectors.

x0

x1

fig.3.10 The weights to
100 PEs in the input
space during training
with a two dimensional
training set with uni-
form probability dis-
tribution over a square
area. The weights form
a sampled repre-
sentation of the uniform
probability distribution.
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3.5.3 Properties of the Kohonen network

Like the Hopfield network, the Kohonen network can only generate a limited number
of different output patterns. The maximum number of different output patterns is equal
to the number of processing elements. The Kohonen network can work with con-
tinuous input however. The Kohonen network requires large training sets from which
it constructs a sampled approximation of the probability density function, that can be
used for classification of the data. If the input data has a high dimensionality, the re-
quired training set and the number of processing elements required for an accurate ap-
proximation of the probability density function may grow very large. Thus Kohonen
networks are applicable mainly for classification tasks with continuous inputs and low
dimensional input data.
The advantage of the Kohonen network is that the first stage of the learning process
can be unsupervised. Kohonen networks can be used as an alternative to other existing
clustering algorithms (see for an overview [Dasarathy 1991]). It depends on the type
of application which clustering algorithms performs best. If the Kohonen network is
implemented in parallel hardware, a processing speed advantage may be expected
relative to other clustering algorithms. 

3.6 Recapitulation

Neural networks are networks of simple processing elements that have high connectiv-
ity. They can be regarded as multi-parameter function approximation techniques, rea-
lising complex functions by combining many simple basic functions. The simple basic
functions are the transfer functions of the processing elements. The combination of the
basic functions is determined by the connection structure and the connection weights
(the parameters) The connections therefore determine the function of the network.
Learning rules are methods to find the appropriate connection weights. Learning is
done by presenting examples of the desired behaviour to the network. Two types of
learning can be distinguished: supervised and non-supervised. In supervised learning
the connection weights are updated according to an external evaluation of the network
output. In non-supervised learning some kind of internal evaluation takes place. The
training sets consist either of a large set of arbitrary examples or of a limited number
of carefully selected examples that are templates for classes of input patterns.
The learning-by-example approach has the advantage that a model of the desired beha-
viour is easily defined: just collect examples of the desired behaviour. However this is
only partly true. In many cases it is not easy to determine whether the desired beha-
viour is sufficiently accurately represented by the example set.
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Like other multi-parameter function approximation methods, neural networks can be
used to find an approximation of a desired function relatively easy. The accuracy of
the approximation can, however, often only be determined experimentally.
If the neural network approach is compared to the model based approach to image pro-
cessing and analysis described in chapter 2, it can be concluded that the neural net-
work approach is in fact a model based approach, using non-parametric models and
multi-parameter solutions. As mentioned before, this has the advantage that no simpli-
fications of the model are required to find a solution, but the disadvantage that little
knowledge is obtained about the underlying processes and the solution.
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4. Training and test images

4.1 Introduction

Neural networks are trained with examples of the desired input-output behaviour. For
image filtering this means that examples of input images and the corresponding
desired output images must be presented to the network. The AVR evaluation method,
described in this work, uses test images to estimate probabilities on different types of
errors. Just like for training neural network image filters, the evaluation requires input
test images and the ideal output images for the image filter under test. The input im-
ages must be representative for the applications of the image filters. 
For non-supervised training the target output image is not required. Hence there
should be no problems finding training input images for non-supervised training.
However often in a second stage a labelling process takes place, that still does require
a target output. For supervised training both input image and a target output image are
required. The necessity of a target output image limits the choice of available training
input images. In some cases an input image and the corresponding target output image
can be obtained easily. Consider e.g. an image obtained under ideal circumstances and
an image of the same scene, but with a certain distortions that must be corrected. In
many cases the target output images are not available, and must be generated. An
example of the latter is the problem of edge detection: no ideal edge maps exist as
natural images. There are basically four approaches to obtain an input image and target
output image pair fit for training and evaluation:

• natural images
• hand made and hand edited images
• synthetic images, based on 2D image models
• synthetic images, based on 3D scene and imaging models

 
The four methods will be described in the subsequent sections. 



4.2 Natural images

As mentioned in the introduction, only certain types of filtering operations can be de-
signed using natural images. These are primarily filters for image restoration. The ad-
vantage of using natural images for training a neural network is that the
non-parametric model is extremely close to reality, provided that the images are repre-
sentative for the application. The resulting filter is also truly optimised for this specific
type of images and is tuned for the specific application. An example is compensation
of blur caused by moving objects. If the same scene can also be recorded with non
moving objects, a target output image can be generated. 

4.3 Hand made or hand edited images

The second method to obtain target output images is to make them by hand. The ad-
vantage of this approach is that often natural training input images can still be used.
The natural images are closest to the images that appear in the actual application.
However, sometimes it is a laborious task to construct a reliable target output image
for natural images. Consider e.g. drawing an ideal edge map for a natural image. Also
the result may not be very accurate. Less laborious and probably more accurate is to
edit an imperfect target output image. 
These methods for generating target output images can be used for designing neural
network image filters for image enhancement and image feature enhancement and ex-
traction. In the next paragraphs two illustrations are given.

4.3.1 Training images for texture classification

To construct a training image and reference image for an image filter that is to classify
textures, a cut and paste approach can be used. Examples with the different textures
are pasted together to an image. Since for each pixel in this image the texture class is
known, a target output image can easily be constructed. In fig.4.2, a handmade test
image and reference image for texture classification are shown.

4.3.2 Training images for edge detection

To obtain an "ideal" edge map, the resulting edge map of an existing edge detector can
be edited, e.g. to complete broken and missing contours and remove spurious edge
pixels. As an example the result of a Sobel edge operator [Pratt 1978] on a grey level
image was used as the basis of the edge map. Of the Sobel filtered image, first the
local maxima were determined and the result was processed with a low threshold. In
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the resulting edge map almost all level transitions are present due to the low threshold.
But there are also a many spurious edge pixels. Next this edge map was edited by
hand. Spurious edge pixels were removed, and broken contours were completed. Edge
pixels caused by shadows were also removed. The original edge map and the result of
the editing process are shown in fig.4.2.

4.4 Synthetic images, based on 2D image models

In this section the generation of images is based on 2D models of the spatial lumin-
ance distributions in images. It is often a good idea to start with the definition of the
target output image. In the case of image restoration, this would be the ideal image,
without distortions. For feature extraction this is a map with segments with labels that
represent the different features.  For edge detection the "segments" that represent the
feature edge will be lines (one pixel wide). From the target output image, the training
input image can be generated using a model of the luminance distribution due to the
distortion (for image restoration) or of the features (for feature extraction). 

fig.4.1 Cut and paste
method to create input
image and correspond-
ing target output image
for texture classifica-
tion.

fig.4.2 Generation of
an "ideal" edge map by
editing the imperfect re-
sult of an edge detec-
tor. 
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4.4.1 Training images for image restoration

Assume that the imaging process consists of an ideal imaging process and a distortion
process, and that this distortion process can be formulated in such a way that the dis-
torted image is obtained after operation of this distortion process on the ideal image.
Introducing this in eq.2.3.2-1, this results in:

(4.4.1-1)L(x,y) = D,S,P

scene


 = N,DI,SI,PI



scene




Where: L(x,y) = the luminance at position (x,y) in the image
D = the non-ideal digitisation process
S = the non-ideal conversion of luminance to luminance signal
P = the non-ideal projection of the scene on the image plane
DI = the ideal digitisation process
SI = the ideal luminance conversion process
PI = the ideal projection process
N = the distortion process

Now the ideal, not-distorted image LI(x,y) can be obtained by determining N-1 and ap-
plying it to the distorted image:

(4.4.1-2)LI (x,y) = DI,SI,PI


scene


 = N−1,N,DI,SI,PI



scene


 = N−1L(x,y)

As already described in chapter 2, although a model of the distortion process N may be
available, it can still be very complicated to find a good approximation for its inverse.
From eq.4.4.1-1 it is clear however, that, if a model of the distortion process is avail-
able, a training input image can easily be obtained from the ideal target output image.
Consider for example designing an image reconstruction filter, that suppresses noise in
an image. For most imaging sensors, the associated sensor noise can be modelled
either as a zero-mean Gaussian- or Poisson-distributed random process [Pratt 1978].
The Poisson-distributed noise only occurs at very low light intensities. At lower light
intensities, the signal to noise ratio (SNR) will decrease. A training input image can be
generated by adding zero-mean Gaussian- or Poisson-distributed noise to the ideal tar-
get output image. The latter can be a natural image with low noise. An example of a
training input image with additive Gaussian noise and corresponding target output
image is shown in fig.4.3.
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4.4.2 Training images for edge detection

Secondly an example of generating training input images and corresponding target
output images for edge detection is considered. First the assumption is made that the
projection of a scene results in an image that consists of segments with different grey
levels that are constant within the segments. Next it is assumed that the imaging pro-
cess is ideal. From these assumptions it follows that all luminance changes are induced
by "physical edges". The edges are the borders of the segments. An edge detector
operating on this type of images only has to detect all luminance changes. First the tar-
get output image, i.e. the ideal edge map, is defined. In fig.4.4, the ideal edge map
consists of polygonal segments, obtained by a process that is called Voronoi tessella-
tion [Ahuja 1983]. Voronoi tessellation partitions a two dimensional space into regions
around reference points in this space, that are uniformly distributed over the space. All
points in a region have the same reference point as their nearest neighbour. This re-
sults in an image with polygonal segments. If curved edges are to be detected, circular
or arbitrary shaped segments can be used. The next step is to assign grey levels to the
segments, in such a way that each segment has a level different from the adjacent seg-
ments. A problem that occurs here is, what level should be assigned to the pixels of the
border itself.  Several solutions are possible. E.g. always the level of the brightest (or
darkest) segment could be assigned to the edge pixels between two segments. Another
possibility is to choose the levels of the edge pixels so that the number of edge pixels
that are assigned the higher level is equal to the number of pixels that are assigned the
lower level. Yet another solution is to assign to the edge pixels a level between the le-
vels of the darker and lighter segments. In fig.4.4, the latter is used.
A disadvantage of the described way of generating training images is that they may
not be representative for the images that occur in the actual application of the image
filter. In order to generate training input images that resemble the actual input images
better, the described image generation process can be extended. E.g. in fig.4.4 a sharp

fig.4.3 Training input
image with additive
Gaussian noise and tar-
get output image, for
training a neural net-
work for restoration of
noisy images.
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edge profile is used. If required the edge profile can be smoothed e.g. by blurring the
image. If noise is present in the actual input images, noise can also be added to the
training input images.
Nevertheless these images with homogeneous segments still are a poor representation
of real input images. Especially for images of 3D scenes this is true. A better, but
much more complicated approach is to use scene and imaging models to generate
training input and target output images, as is described below.

4.5 Synthetic images, based on 3D scene and imaging models

In this section the generation of training input images and target output images from
scene and imaging models, using techniques for generating photo realistic images (ray
tracing, rendering) are considered. This approach to obtain training images is generally
applicable, but especially of interest for feature extraction and enhancement, because
the features are related to their physical origins in the 3D scene. The causes of the fea-
tures are defined in the 3D scene model, e.g. for edge detection, the physical edges are
defined. The target output image is obtained by projecting the 3D features on the
image plane. The generation of realistic images requires models of the geometric and
the radiometric properties of the scene as well as accurate models for projection and of
distortions caused by the imaging system. A good text book on these subjects is [Foley
1989]. As an example generating edge reference maps from 3D scene and imaging
models is described (see also [van Rooijen 1992].)

fig.4.4 Generation of
a training input image
for edge detection, from
a target output edge
map with polygonal seg-
ments. The polygonal
segments were obtained
by Voronoi tesselation.
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4.5.1 Geometrical and optical scene models

The first step is to define a scene model that is representative for the application of the
image filter. To obtain a scene model that is representative for real world scenes, it is
often necessary to define the shape of the objects very accurately, including rounded
corners, irregularities of object surfaces etc. Therefore advanced CAD tools will gen-
erally be indispensable. 
In order to calculate the luminance distribution of the resulting image, models of the
optical properties of the light sources and the objects in the scene are required. The po-
sition and shape of shadows of objects are determined by the position and shape of the
light sources. The same applies to highlights on specular reflecting surfaces. Light in-
cident on the surface of an object is partly absorbed and partly reflected. Normally the
reflected light is direction dependent. The reflection function peaks in the direction of
the specular reflection. Different materials have different reflection functions. Often,
for simplicity the reflection function is chosen either completely specular or homo-
geneously diffuse. This however, results in images that are not very realistic. An il-
lumination model that incorporates the reflection properties of different types of
materials is the Torrance-Sparrow model (see e.g. [Foley 1989]). Other items that may
have to be considered to accurately model the optical properties of the scene are: col-
our, polarisation, attenuation and scattering of light by the atmosphere and translucent
objects. An extensive description of the modelling of (extended) light sources and the
reflection functions of objects can be found in [Foley 1989].

4.5.2 Model of the image acquisition system

In chapter 2 an imaging system was divided into three processes: projection of the
image on the image plane, conversion of the luminance on the image plane to a lumin-
ance signal, and digitisation. It may not suffice to use a straightforward pinhole projec-
tion and linear conversion model. In order to obtain realistic images that are
representative for the input of the image filters, the distortions that can be caused by
the image acquisition system must be analyzed.
Distortions, caused by the image acquisition system include focusing effects, lens dis-
tortions, diffraction, scatter and vignetting. Focusing effects are caused by the fact that
objects are more or less in focus depending on their distance to the lens, an effect
known as depth of field. The projections of points that are out of focus will be blurred.
The luminance distribution on the image plane of the projection of a point on an object
in the scene depends on the lens and the aperture. Below this is briefly described. A
more extensive description can be found in [Potmesil 1982]. Lens distortions include
spherical and chromatical abberations and absorbtion and scattering. Spherical abbera-
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tion is the effect that not all points in the image plane are focused on the same distance
to the camera. Chromatic abberation is the effect that different wave lengths are re-
fracted differently by the lens. Note that if grey level images are to be generated, it
may still be necessary to model colour, because not doing so may result in unrealistic
sharp images. Vignetting is the effect that points on the image plane that are further
from the optical axis, receive less light, because they are further from the lens.
Finally if appropriate, models are required of the conversion to a luminance signal and
the digitisation process. For an accurate model the size and position of the photodec-
tectors should be known in order to determine the radiant flux on each photodetector.
The luminance signal is a function of the radiant flux of a photodetector. The conver-
sion characteristics of radiant flux to luminance signal and luminance signal to digital
(grey) level and the conversion characteristic from light radiance to digital grey level
should be present in the model. Furthermore a model of the noise properties of the
photo detectors may be required. 
The above described models primarily apply to scenes in visual light and CCD ca-
mera’s. For other scenes and imaging devices (e.g. radar and sonar) other items may
be of importance.

4.5.3 Rendering

The universal term for generation of realistic images from scene and imaging models
is rendering. The basic technique of rendering is ray tracing. The level of a pixel in the
image is a function of the radiant flux on the photo detector. To determine the level of
the pixel the irradiance [W/m2] must be integrated over the surface of the photo detec-
tor. To determine the radiation transmitted by a infinitesimal small lens area onto a
given sensor area, the point of origin of the corresponding light beam must be found.
The search for these points of origin, also known as visible surface determination, is
done by tracing the imaginary ray from the camera to the objects. If the point is lo-
cated on an opaque object, the intensity of the light reflected by the point on the sur-
face towards the lens is an integral over the hemisphere above the surface [Cook 84]:

(4.5.3-1)I(Φr,Θr ) = ∫ 
Φi

 ∫ 
Θi

 L(Φi,Θi )R(Φi,Θi,Φr,Θr )dΦidΘi

Where: I = the intensity of the reflected light
L = the illumination function
R = the reflection function
(Φi,Θi ) = the direction of the incident light
(Φr,Θr )= the direction of the reflected light towards the camera
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The illumination function depends on both the light sources and on light reflected by
other objects. A general formulation of eq.4.5.3-1, incorporating light sources, trans-
parent and translucent objects is called the rendering equation and is discussed in [Ka-
jiya 86]. As the described quantities vary over the spectrum, integration over the
spectrum is also required. Summarising one can say that the radiant flux on a photo
detector can be described by a number of nested integrals over the area of the photo
detector, over the area of the lens and over the hemisphere on the surface of an object
of the reflectance multiplied by the illumination and finally over the spectrum. This
process is illustrated schematically in fig.4.5.

Due to the complexity of the rendering equation it is generally impossible to calculate
the levels in an image analytically. There are two ways to approximate the expression.
The first is to simplify the described rendering process, e.g. by assuming that the light
sources are points, and take no reflection of other objects into account for the illumina-
tion function. In [Cook 1986] several of these simplifications are described. The disad-
vantage of this approach is that the simplifications may result in non-realistic effects,
like e.g. hard shadows as a result of point shaped light sources. The other method to
approximate the expression for the radiant flux, is to point sample the integrals. This
means the integrand is calculated for a number of points within the integral boun-
daries, and the integral is estimated from these points. An unbiased estimation can be
obtained if these points are located randomly. This is known as the Monte Carlo
method. The resulting ray tracing technique is called distributed ray tracing (see
[Foley 1989]). The advantage of distributed ray tracing is that, by increasing the num-
ber of sample points,  the approximation of the integrals can be made arbitrarily good

light source

lens

image plane

camera

fig.4.5 Detemination
of radiant flux on a
photo detector by ray
tracing. A number of
nested integrals have to
be calculated: over the
surface of the photo de-
tector, over the surface
of the lens, over the di-
rections of the incident
and refleted light of the
product of the illumina-
tion and the reflection
functions and finally
over the spectrum.
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(at the cost of course of calculation time). It is therefore best suited  for generating
high quality realistic images. The disadvantage is the huge number of rays that must
be traced (for every sample point a ray must be traced).

4.5.4 Generation of the target output image

Up to now only the generation of the realistic training input image was considered.
The next step is the generation of the corresponding target output image. In the case of
image restoration, this is quite straightforward. It requires only a simplification of the
model. E.g. if an image filter is to be designed for compensation of image blur due to a
lens that is out of focus, the target output image can be obtained by using an in focus
lens in stead of the out of focus lens, used for generating the unsharp training input
image. For noise suppression, the target output image can be calculated by removing
the noise sources from the model (photo detector noise, quantum effects of light, ob-
ject surface irregularities). 
For feature detection and enhancement, a model is required of the physical process
that generates the features in the image. For edge detection, this is a description of the
physical edges, i.e. a description of the physical changes of interest that induce lumin-
ance changes in an image. This is worked out as an illustration in the next paragraph. 

4.5.5 Generation of edge reference maps from 3D scene models

The target output image should contain the locations of the luminance changes that are
induced by the physical edges we want to detect. Four different types of physical
edges are considered here:

• occluding contours of objects
• abrupt changes in surface orientation of objects
• abrupt changes in surface reflectance of objects
• shadow casting

A method to obtain the occluding contour of objects is detection of discontinuities in
the z-coordinate (the z-axis is the axis perpendicular to the image plane). In fig.4.6 a
projection of the z-coordinate of a scene on the image plane is shown as a grey level
image (darker means further away from the camera). To each position in the image the
z-coordinate of the point on the object that reflects light to that position in the image is
assigned as a grey level. 
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If objects are not illuminated uniformly around, certain abrupt changes in surface
orientation cause luminance changes in images. This is clearest for a point shaped light
source. The angle of the incident light from a point shaped light source on a curved
plane changes as a function of the position on the plane. This results in a change in the
intensity of the reflected light as a function of the position on the plane and therefore
in luminance changes in the image. For uniformly around illuminated objects, the inci-
dent light on each position is the same, so changes in surface orientation do not result
in luminance changes in the image. Finding abrupt changes in surface orientation is
more difficult than finding discontinuities in the z-coordinates of objects. A possible
solution is to detect changes in the direction of the normal vector on the object surface,
and to project these on the image plane. Note that the term abrupt refers not only to the
object itself, but also to the imaging system. E.g. a very gradual change in surface
orientation may look sharp if it is far away from the camera. A very sharp change in
orientation, extending over a very small area, may not be perceptible by a camera, if
the resolution of the camera is too low. This effect is illustrated in fig.4.7.

fig.4.6 Projection of
the z-coordinate of an
object on the image
plane as a grey level
image (darker means
further away). Object
boundaries can be
found by detecting dis-
continuities in the z-co-
ordinate.

lens

light
source

image plane

object

(a) (b) (c)

fig.4.7 Detectability of
changes in surface
orientation depends on
camera resolution (a)
change in surface orien-
tation causing a sharp
lumiance change; (b)
same change in surface
orientation, but closer
to the camera causes a
gradual luminance
change; (c) undetect-
able change in surface
orientation due to low
resolution of camera.

4.5 Synthetic images, based on 3D scene and imaging models 73



It will depend on the application if these physical edges should all be detected by the
edge detector. It is important, however, to bear in mind that some of the physical edges
cannot be detected due to the limited resolution of the camera, while others cause low
luminance gradients over a large part of the image, which may be difficult to detect. In
general luminance changes that can be detected extend over a few pixels, and are thus
related to the resolution of the imaging device. It makes sense to choose the physical
edges of interest such that they can be detected, or better, to choose an imaging device
that is suited for the detection of the physical edges of interest.
The projection on the image plane of the unit normal vectors on the object surfaces,
assigns a three dimensional vector to each position in the image plane. The restriction
to detection of surface orientations that cause detectable luminance changes, can be re-
alised by averaging the normal vectors over the maximum extent of a luminance
change in the image. Next an operator must be found that detects the local maxima of
the changes in direction of the normal vectors. In principle the changes in the direction
of the normal vector can be obtained by a differential operation of the normal vector
image to the image coordinates. This results in the magnitude of the change in the sur-
face orientation or a measure of curvature of the projected surfaces. The positions of
the corresponding edges in the image plane are defined by the local maxima of the
measure of curvature. Finally, because only abrupt changes in orientation are physical
edges, the measure of curvature must be thresholded. The threshold determines which
measure of curvature is still regarded as a physical edge. The above described process
of finding abrupt changes in surface orientation is illustrated in fig.4.8.

A problem that remains is to find a suitable differential operator that operates on the
unit normal vector image and results in the (scalar) measure of curvature for each posi-
tion in the image plane. A simple solution would be to take  the magnitude of the di-
rectional derivative of the normal vector function in the direction where it is maximal:

(4.5.5-1)k(x,y) = max
α

 |fα (x,y)| = max
α

 | lim
h →0

 
f(x+hcosα,y+hsinα)−f(x,y)

h
|

Where: k(x,y) = the measure of curvature at position  (x,y) in the image plane
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fig.4.8 Detection of
the physical edge type
abrupt changes in sur-
face.
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f(x,y) = the unit normal vector function at position (x,y) in the image plane
fα (x,y) = the directional derivative for an angle α in the image plane
all coordinates are camera coordinates, i.e. x,y in the image plane, z perpendicular 
to the image plane

The disadvantage of this solution is that curvature due to torsion of a surface also re-
sults in a large measure of curvature, although this is often not desired, because torsion
does generally not separate different parts of objects (e.g. two perpendicular planes,
see fig.4.9). Torsion also often does not induce perceptible luminance changes in im-
ages. If torsion curvature should not be detected, not the magnitude but the magnitude
of the projection of the directional derivative of the normal vector function on the
image plane in the direction α should be taken, because the directional derivative vec-
tors of a torsion curvature are perpendicular on the direction α (see fig.4.9). The
measure of curvature in the image plane then becomes:

(4.5.5-2)k(x,y) = max
α

| fα (x,y)⋅







cosα
sinα

0







 | 

In case of torsion, this results in k(x,y) = 0. The processes of projection of the normal
vectors on the surface and derivation of the projected normal vectors are illustrated in
fig.4.9.

(a) (b)

α

fig.4.9 Detection of
surface curvature by
projection of the nor-
mal vectors on the ob-
ject surfaces  (top) on
the image plane
(middle) and taking
either the magnitude of
the directional deriva-
tive or the magnitude of
its projection in the di-
rection α in the image
plane (bottom) as a
measure of curvature.
(a) A "normal" surface
curvature results for
both methods in detec-
tion; (b) a surface tor-
sion is not detected by
the projected magni-
tude.
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Finding the direction α for which the magnitude is maximum is probably easiest using
an iterative process.

The physical edge type abrupt changes of surface reflection occurs if there is a change
of material (e.g. wood to metal, red ink to blue ink). These changes can generally be
obtained directly from the scene model. 

Shadow edges are caused by objects that shield parts of other objects from a light
source. The parts of objects that are in shadow can easily be determined by ray tracing.
The shadow edges are the boundaries  between the areas that are in shadow and the
areas that are illuminated.
Which of the above described physical edges are to be detected by an edge detector
depends on the application. E.g. for some applications shadow edges may disturb rec-
ognition of objects.

An example of a training input image and the associated edge reference map, obtained
from a simple 3D scene is illustrated in fig.4.10.

A few final remarks about generating test and training images from 3D scene and im-
aging models. Firstly the proposed approach to obtain test and training images is quite
new. Secondly it is not completely worked out yet. The concepts are not yet worked
out fully and practical realisation and testing should be taken up. Also until now only
very simple scenes were considered. Thirdly this kind of accurate modelling of the
mapping of physical edges on the image plane may be very useful for other ap-
proaches (not based on neural networks) to edge detection and image filtering too.

fig.4.10 Training input
image and target out-
put image (edge refer-
ence map), generated
from 3D scene and im-
aging models.
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5. Image filter applications

5.1 Introduction

In this chapter a number of examples of neural network image filter designs are
presented. First a number of neural network architectures, based on Hopfield, Ko-
honen, perceptron and error backpropagation networks, for image filtering are de-
scribed. It will become clear that the error backpropagation neural networks are most
general applicable, because they can be used both for continuous mappings and classi-
fication tasks. In order to investigate the applicability and performance of neural net-
work image filters, tools for simulating diverse types of neural networks must be
available. The tools must be able to handle efficiently the large amounts of data that
are common in image processing. At the time of this research was initiated, no such
tool was available. Therefore a toolkit was developed to simulate error backpropaga-
tion networks for image filtering in software (see appendix B). Using this toolkit a
number of neural network image filters for different applications were designed. The
neural network image filters that are presented in this chapter are:

• a noise filter
• an image sharpening filter
• several filters for edge detection

The neural network edge detectors are investigated in more depth. One problem in
neural network research is that most application specific knowledge is experimental.
There are hardly any theoretically supported rules to determine optimal size and archi-
tecture and learning parameters for a certain application. On the other hand, like some
other general multi-parameter function approximation methods, neural networks are
not too critical about optimal choices.



5.2 Neural network architectures for image filtering

There are two basic approaches to image filtering with neural networks. The first is to
use a very large network that uses the whole image as input and produces the whole
output image as output. This type of network can be used to realise both position vari-
ant and position invariant filtering. For position invariant filtering operations the net-
work has to perform the same operation all over the image. Since the connection
architecture and the connection weights determine the operation the network must be
highly symmetric. 
A disadvantage of this type of networks is that for image sizes common in image pro-
cessing and analysis, the networks tend to be large. E.g. a 256*256 image requires a
network with at least 65536 inputs and the same amount of processing elements in the
output layer. If there are multiple layers or there is a high connectivity the number of
connections quickly grows to above one million. An advantage of using the whole
image as input is that both local and global image properties can be used. A neural net-
work image filter that takes a whole image as input is schematically shown in fig.5.1.

As described in chapter 3, training of neural networks can be either with a small
example set of templates or with a large example set that represents a statistical non-
parametric model of the desired network behaviour. It will be clear that the latter is
hardly applicable to this type of neural network image filters if all connection weights
are to be found independently. If the connection structure is highly symmetric the
problem may be manageable. Training using templates can be used both for networks
with symmetric and non-symmetric connection structures.
The second approach to image filtering with neural networks is to use small parts of
the image as input for the network. If a single network is used for processing the
whole image, this approach is restricted to position invariant image filtering. Two vari-
ants can be distinguished: filters with a single output, that calculate the output for each
pixel separately, and filters with more than one output, that calculate small areas of the
output image at once. An image can be filtered by scanning the image, and processing

fig.5.1 Example of a
neural network image
filter using the whole
image as input of the
network. For clarity a
small image is used and
not all PEs and connec-
tions are drawn. In re-
ality there are 50 PEs
and 675 connections.
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each local neighbourhood with the neural network image filter. An advantage of this
approach is that the network can be relatively small, requiring only as many inputs as
the size of the sub-image and one or a small number of outputs. A neural network fil-
tering an image by scanning it is illustrated in fig.5.2.

An advantage of using only a small neighbourhood as input of the neural network, is
that from a single training image, many training examples can be obtained. Often a
single training image suffices to train a neural network image filter. Furthermore, since
the networks are small, training times will be relatively short. It is also possible to
train position invariant neural network image filters with a template example set. In
many cases however, the desired filter operation can be modelled more accurate with a
large example set and often it is easier to obtain large example sets from training im-
ages, than define good templates.

Since most neural networks are nonlinear, they can be used to realise nonlinear image
filter operations. The filter operations, that can be realised with neural networks, de-
pend on the architecture and type of network that is used. The applicability for image
filtering of several types of neural networks is considered in the next paragraphs.

5.2.1 Perceptron and error backpropagation networks

The perceptron network was originally designed to detect patterns in binary images.
As shown in [Minsky 1969], this type of network can only be used to realise a limited
class of functions (see also chapter 3). The error backpropagation neural network has
the same layered feed forward architecture, but allows multiple adaptive layers, and
can also operate with continuous in- and outputs. Error backpropagation networks can
be used to realise arbitrary complex continuous mappings. Since error backpropaga-
tion networks can realise all functions that perceptron networks can and more, percep-
tron networks can be considered as a subset of error backpropagation networks.

fig.5.2 Neural network
image filtering by scan-
ning the image and pro-
cessing each local
neighbourhoud  (here
3*3 pixels) sequen-
tially. The output image
is built up pixel by pixel.
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Although these networks can be trained using a small set of templates of the desired
operation, the strength of the perceptron and the error backpropagation networks is
that they can learn a function from arbitrary examples. These networks are therefore
generally trained using large example sets. Incidentally also if a small set of templates
is used for training these must be presented many times. Therefore these types of net-
works are best fit for operating on small local neighbourhoods, and less for operating
on a whole image. Fig.5.2 illustrates a three layer error backpropagation neural net-
work image filter with a single output operating on a 3*3 local neighbourhood.
Because of the simplicity of the network architecture and the ability to realise both
continuous and binary mappings the error backpropagation network may be expected
to be suitable for a wide range of different image filter operations.
Although this seems a very simple and promising approach to image filtering with
neural networks, not much attention is paid to it in literature. 

5.2.2 Hopfield network

Hopfield networks are generally used with binary inputs and outputs, which limits
their applicability for image filtering. Training of Hopfield networks is done using
templates, that are stored in the network. Hopfield networks have been used for binary
pattern recognition. A number of templates (exemplar patterns), e.g. digits, are stored
in the network. If a (distorted) pattern is presented to the network, its output converges
to the template that best resembles the input pattern. Most of these "image filters" use
the whole image as input of the network, resulting in a large network. This architecture
however has only limited applicability in image filtering, because only a number of
template output images can be generated. Also the networks tend to be rather sensitive
for rotation and translation distortions of the patterns. The application of Hopfield net-
works as image filters is less straightforward and more restricted than the use of error
backpropagation networks. 

5.2.3 Kohonen network

As described in chapter 3, the Kohonen network uses a non-supervised training
strategy, basically a clustering technique, and is trained with a large training set. After
enough input vectors have been presented, the weight vectors of the processing ele-
ments form a sampled representation of the probability density function of the training
data. The output of the Kohonen network for a specific input pattern is the number of
the processing element with the minimum (Euclidian) distance to the input vector.
Generally a second classification stage is used to assign an output label, value or pat-
tern to each processing element. Since for an input pattern the distance to the weight
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vector of each processing element must be calculated, using a whole image as input of
the network, is hardly practical. The dimension of the network would be huge, because
the weight vector of each processing element has the same dimension as the input
image. Also, because the network estimates the probability density function from the
input vectors a huge number of training images would have to be available, and train-
ing would be extremely slow. Thus Kohonen networks should be used for local neigh-
bourhood processing only. Relatively small neighbourhoods already result in a high
dimensional input space for which it may be difficult to obtain an accurate repre-
sentation of the probability density function. An advantage of the non-supervised
training of Kohonen networks over the perceptron and error backpropagation net-
works, is that no target image is required, so networks can be trained with any natural
image. The output of the Kohonen network is not continuous. Only as many output
patterns as there are processing elements can be generated. This limits the applicability
of Kohonen networks to primarily feature extraction and classification tasks. A first
experiment, using a Kohonen network for texture classification in images, based on a
3*3 local neighbourhood proved quite successful. 

5.3 Image restoration with an error backpropagation network

5.3.1 Noise filter

In the previous chapter, on training images, a model of noise in an image was de-
scribed. According to [Pratt 1978], photodetector noise can be modelled with additive
zero-mean Gaussian distributed noise. If the variance of the noise is known, an input
training image can easily be generated from an ideal target output image. In fig.5.3 the
training input image and target output image, used for this experiment, are illustrated.
The images are 256*256 pixels in size, and can display 256 different grey levels. The
grey level range of both training input and target output images is scaled to fit into the
range of 0..1 of the sigmoid transfer. The standard deviation of the noise in this experi-
ment was 15. The variance of the noise may be determined from a model of the noise
of the used photodetector, or estimated from test images.
Since the noise is position invariant, it is likely that a position invariant image filter
can be used to suppress it. Thus the input of a neural network image filter consists of
the local neighbourhood of a pixel. The network has a single output, that represents the
estimated grey level of a pixel based on its neighbourhood in the input image, as was
illustrated in fig.5.2. 
Next the network size and learning parameters must be chosen. To this day there exist
no general rules for optimal network size and learning parameters. In most cases they
can only be roughly estimated from the complexity of the task and experiments. It may
be expected though, that the choice of the size and architecture of the network are not
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too critical, since the performance of neural networks tends to degrade gracefully with
decreasing size (like other multi-parameter solutions). To suppress noise in a homo-
geneous area a small local neighbourhood of e.g. 3*3 pixels suffices. To suppress
noise near a sharp grey level transition a larger neighbourhood is required. In this ex-
periment a neighbourhood of 7*7 pixels was chosen, resulting in 49 inputs for the neu-
ral network image filter. A network with a single adaptive layer (in this case consisting
of a single processing element, since there is only one output) is clearly very limited.
A network with 2 adaptive layers, 8 processing elements in the first hidden layer, and
since there is only a single output, 1 processing element in the second layer (the output
layer) appeared to give good results. 
From the theory of the backpropagation learning rule, it follows that the learning rate
should be chosen small  in order to retain the validness of the Taylor series  expansions
of the system error and also to allow sequential training (see appendix A). Preliminary
experiments showed that learning rates of 0.01 to 0.1 give good results with networks
of this architecture and size. The connection weights were initialised with random
values, uniformly distributed in the interval [-0.1, .. ,0.1].
The training vectors were obtained by scanning the images from top left to bottom
right, leaving out the incomplete neighbourhoods at the border. For a 7x7 local neigh-
bourhood size  and 256*256 images this results in a total of (256-6)*(256-6) = 62500
training examples. All these examples were presented to the network many times. One
cycle through the whole training set is called an epoch. During the training of the net-
work the square error was recorded. In this case the squared error is defined as:

(5.3.1-1)E = ∑ 
p=1

62500

 (tp − yp )2

Where: tp = target output for input  pattern  xp (7*7 neighbourhood)
yp = actual output of the network (a single pixel) for input pattern xp 

the summation is over all patterns xp

In fig.5.3 the squared error during learning is shown as a function of the number of the
epoch in the learning curve. In order to be able to compare the learning curves the
square error was normalised by dividing it by the number of training vectors and the
number of outputs, to give a value between 0 and 1 (the output is restricted to values
between 0 and 1 due to the sigmoid transfer functions. From the learning curve it
becomes clear that after approximately 3000 epochs the system error still decreases
but very slowly. This means that for convergence more than 108 training patterns are
to be processed by the network. Slow learning is apparently one of the disadvantages
of error backpropagation networks. Still searching in a 49 dimensional input space and
a more than 200 dimensional weight space will probably always be a bit slow.
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Training input image for noise filter. Gener-
ated by adding Gaussian noise; σnoise = 15

The resulting, restored image for the noisy
input image.

1 10 100 1000 10000
0.0001

0.001

0.01

E

epoch

Learning curve of noise filter: square error
(vertical) vs. number of epochs (horizontal).

Target output image for noise filter.

Fig.5.3 Training input images, learning curve and output image of the neural network
noise filter. The traininig input image was generated by adding Gaussian noise to a noise
free image with σnoise = 15 on a grey level range from 0..255. The used network was a
three layer error backpropagation network with 49 inputs (7*7), 8 processing elements in
the first hidden layer and 1 in the output layer. A learning rate of  η = 0.01was used. The
result appears to be quite good. Small details are well preserved. 
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Noteworthy is that eq.5.3.1-1 can also be regarded as an estimation of the variance of
the noise in the image. The error backpropagation learning rule therefore effectively
minimises the variance of the noise in the output image of the neural network noise fil-
ter. Eq.5.3.1-1 can be used to estimate the variance in the filtered image. The final sys-
tem error is about 0.0008, which results in a standard deviation of the noise in the
output image of (scaling the output back to 256 grey levels):

(5.3.1-2)σout ≈ 256∗√E  ≈ 7

The image filter thus improves the SNR of the image by a factor of approx. 



15
7





2

 ≈ 4.

Note that both high and low frequency noise are suppressed, unlike in simple low pass
filters. The latter suppress high frequency noise and sharp transitions, which results in
blurred images. Actually they decrease the variance of the image grey levels rather
than the variance of the noise.
The result of the neural network noise filter operating on the training image is illus-
trated in fig.5.3. As can be seen the noise is quite effectively suppressed while sharp-
ness and most small details are preserved well.

5.3.2 Correction of image unsharpness

A similar experiment was set up for correcting unsharpness of images, due to e.g. a
lens that is out of focus. The unsharpness due to the optical system of an imaging de-
vice is often modelled as a convolution of the image with a two dimensional Gaussian
point spread function [Ballard 1982]:

(5.3.2-1)G(x,y) = 
1

2πσpsf
2  

 exp − 
x2+ y2

2σpsf
2





Where: (x,y) = the position in the convolution kernel
σpsf = the width of the point spread function

A training input image was generated by convolving a sharp image with a Gaussian
psf with σpsf = 1.5. The sharp image is the target output image for the blur filter. The
convolution results in the grey level being averaged over an area of approximately
4σ∗4σ. Thus the size of the local neighbourhood should be chosen at least 6*6 pixels.
A network with the same architecture as the noise filter of the previous paragraph was
used: 49 inputs, 8 processing elements in the first layer and 1 in the output layer. The
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Target output image for blur filterTraining input image for blur filter, gener-
ated by blurring a sharp image; σpsf = 1.5

Image filtered by the network blur filter.

1 10 100 1000 10000
0.0001

0.001

0.01

epoch

E

Learning curve of blur filter. Horizontal:
number of epochs; vertical: square error.

Fig.5.4  Training input images, learning curve and output image of the blur filter. The
traininig input image was generated by blurring the sharp image with σpsf = 1.5. The
used network was a three layer error backpropagation network with 49 inputs, 8 process-
ing elements in the first hidden layer and 1 in the output layer. A learning rate of
η = 0.01was used. The final system error for this network reaches a very low value,
which is reflected in the good result of the reconstruction.
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learning rate was taken 0.01 again. The training images and the results are shown in
fig.5.4. From the learning curve it can be seen that the system error reaches a very low
value of about 0.0002. This low level suggests that the restoration of the blurred image
must be quite good. As can be seen in fig.5.4, the filter output image is very close to
the target output image.

5.3.3 Discussion

From these two examples of image restoration it already becomes clear that, at least
for these applications the design of image filters by training neural networks with
training images is a very simple and straightforward procedure. Advantages are that
little effort has to be put in modelling and design of an operator and that it is easy to
design image filters tuned for a specific application. A disadvantage is the slow learn-
ing process. For the noise filter example, the system error of the network also is an es-
timation of the noise variance in the image. The learning rule therefore effectively
minimises the variance of the noise in the output image. For the image sharpening fil-
ter the relation between the square error and image sharpness is less obvious. It is clear
however that because of the low final error that is reached the result must be quite
good.

5.4 Edge detection using an error backpropagation network

A number of experiments were carried out to investigate the application of neural net-
works for edge detection. For most experiments the same network architecture as for
the two neural network image restoration filters was used: 49 inputs (7*7 neighbour-
hood), one hidden layer with 8 processing elements and an output layer with one pro-
cessing element. Neural network were trained with the following training images (see
chapter 4):

• Voronoi training image
• Blurred Voronoi training image 
• Voronoi training image with additive Gaussian noise
• Natural image with hand edited edge reference map

The first experiment is carried out to demonstrate the applicability of neural networks
for edge detection. However edge detection in an image with clearly distinguishable
segments, as there are in the Voronoi images, is not a very difficult task. Therefore
networks were also trained to detect edges in noisy and blurred  images and finally
with a natural image with a hand edited edge reference map. 
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0.0001

0.001

0.01

0.1

E

epoch

Learning curve: square error (vert.) vs.
number of epochs (hor.)

Result of neural network edge detector on
Voronoi input image.

Target output image for edge detector filter.Training input image for edge detection,
generated by Voronoi tessellation.

Fig.5.5 Training input images, learning curve and output image for a neural network
edge detector. The traininig images were generated by Voronoi tesselation. The used net-
work was a three layer error backpropagation network with 49 inputs, 8 processing ele-
ments in the first hidden layer and 1 in the output layer. A learning rate of  η = 0.01was
used. On this image the edge detector performs almost perfectly. A very low system error
is obtained. Edge detection in this type of perfectly clear images is actually not a very dif-
ficult task. Many other simple edge detectors can match this result.
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The three layer network architecture used in these networks shows a close resem-
blance with the architecture of the cvm operator of van der Heijden [Heijden 1992]. In
the cvm operator the first stage consists of a number of linear filters of which the out-
put is combined in a log likelihood ratio which is thresholded to detect the edges (see
fig.2.13 in chapter 2). The weighted summations of the processing elements of the hid-
den layer in a three layer error backpropagation network can also be regarded as linear
image filters. The outputs of these filters are transformed by a sigmoid function and
combined in the output layer by the weighted sum of the output processing element.
Van der Heijden obtained a number of orthogonal image filters. Because of the simi-
larity in the architecture, one might expect similar convolution kernels for the cvm and
neural network edge operators. The "filters" of the neural network edge detectors are
compared to the filters of the cvm operator in paragraph 5.4.4.

5.4.1 Training with clean Voronoi image

The aim of this first experiment was to find out if error backpropagation neural net-
works can be trained for feature detection tasks like edge detection. In fig.5.5 training
input and target output images are shown that were obtained by Voronoi tessellation
(see chapter 4). The resulting output image after training, shown in fig.5.5, is nearly
perfect. Like for the noise and blur filter the system error in the learning curve gives
an indication of the performance of the network. The final system error of approxi-
mately 0.0002 results in an average error of √0.0002 ≈ 0.014 per pixel on a scale of
0..1. This can mean that all pixels are classified correctly, the target value of edge (1)
and not edge (0) being approximated with an accuracy of 0.014, but it can also mean
that e.g. 62500*0.014=875 pixels are classified incorrectly. Both give the same system
error, but the latter is much worse (and clearly not the case in fig.5.5). This shows that
the squared error measure is not very suitable for performance evaluation of neural
network edge detectors. Also a number of important errors that can occur in edge de-
tection, e.g. localisation errors, are not well accounted for in the squared error
measure. Thus the performance of the edge detectors actually should be determined in
a different way. In chapter 6 an edge detector evaluation method based on the average
risk is described. Also the relation between the squared error and the average risk is
analyzed.

5.4.2 Training with blurred and noisy Voronoi images

To train neural network edge detectors for detection of edges in blurred and noisy im-
ages, blurred and noisy training input images were used. A blurred test image was
generated by convolving the original Voronoi image with a Gaussian psf with
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σpsf = 1.5 and a noisy test image was generated by adding zero mean Gaussian dis-
tributed noise to the original Voronoi image with σnoise = 20 on a total grey level
range of 255. The local SNR near a grey level transition varies from about 5 to 100,
depending on the difference in grey levels. The blurred and noisy Voronoi images are
shown in fig.5.6.
The three different neural network edge detectors, trained on clean, blurred and noisy
Voronoi images, were tested on clean, blurred and noisy test images. It is to be ex-
pected that the network that is specifically trained for a certain type of image also per-
forms best on this type of images. Fig.5.7 shows that this is indeed the case. It also
shows that the performance can be very bad for a type of image that the network is not
trained for, like e.g. the results of the network trained on the clean Voronoi image for
the blurred and noisy Voronoi images. Hence to train a neural network image filter the
training images should be chosen very carefully. A neural network edge detector that
performs good on all three test images (although less than the specialised networks)
may be obtained by training with a composite image or several images.

5.4.3 Training with natural image and hand edited edge reference
map

As a final experiment a network was trained with the image of the blocks and hand
edited edge map of fig.4.2. The results are shown in fig.5.8. There are two things that
should be noted in the result of fig.5.8. The first is that in the hand edited edge refer-
ence map the shadow edges were deliberately removed. The neural edge detector did
not detect the shadow edges either, conform its training. This shows again how easy
neural networks can be tuned to detect a certain type of feature. The second important
observation is that the neural network edge detector appears to have missed a substan-
tial number of edges. One reason for this may be the inaccuracy of the edge reference
map. As will be shown in chapter 6, the error backpropagation learning rule may fail if
the edges in the edge reference map are not localised accurately.

fig.5.6 Blurred and
noisy Voronoi images
used to train neural net-
works edge detectors
for detection of edges
in blurred and noisy im-
ages.
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fig.5.7 Output images for three different test images of three neural network edge detec-
tors, trained for different types of images. From top to bottom the output images of neural
networks trained with resp. clean, blurred and noisy images; from left to right the output
images of the respective networks for clean, blurred and noisy input images. Clearly the
network that was trained for a specific type of image operates best on that type of image
(images on the diagonal from top left to bottom right). In other words networks can be
trained for a specific image filtering application by using the right training images.
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Output of the resulting neural edge detector
for the training input image.

Target output image obtained by editing the
imperfect output of a Sobel edge detector.
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number of epochs (hor.)

Natural training input image for edge detec-
tion.

fig.5.8 Natural image and hand edited target output image for training a neural network
for edge detection (top) and learning curve and actual output image of the neural net-
work after training (bottom). The network architecture was 49 inputs, 16 PE’s in the sec-
ond and 1 in the output layer. Learning rate was 0.01. It appears that hand edited target
output images can be used for training neural networks. Note that in the target output
image the shadow edges were deliberately left out and that the neural network edge detec-
tor  does indeed not detect them. Unfortunately some other edges are also not detected.
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5.4.4 Interpretation of the weights in the hidden layer

As described in the introduction of this section, the weighted sum of the processing
elements in the hidden layer of a three layer network can be regarded as a convolution.
The connection weights are the elements of the convolution kernels. Each processing
element in the hidden layer can be regarded as an image filter that extracts certain
(edge) features. It is often suggested that a spontaneous ordering of information takes
place in neural networks, resulting in a kind of principle components of the signals
being stored in the weights of the network.
In this case the architecture of the network very closely matches the architecture of the
cvm operator of van der Heijden [Heijden 1992]. Van der Heijden obtained a number
of orthogonal convolution kernels that can be regarded as a sort of principle compo-
nents of edges. If the assumption about the spontaneous ordering is correct, one would
expect similar types of convolution kernels for the neural network edge detectors.
The convolution kernels can be represented visually by showing the weight values as
grey levels. An example of the kernels a rotation invariant cvm operator and the ker-
nels of the three networks that were trained with Voronoi images are shown in fig.5.8.

Clearly the kernels of the three different networks differ. The kernels for edge detec-
tion in clean images show sharp changes in the centre, while the kernels for blurred
images show slow gradients. The kernels for noisy images are rather chaotic.

(c)

(b)

(a)

(d)

fig.5.9 Representation
of the weights of the
connections to the hid-
den layers of the net-
works trained for edge
detection with Voronoi
images. (a) network
trained with clean
image; (b) network
trained with blurred
image; (c) network
trained with noisy
image; (d) rotation in-
variant cvm kernels
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Although some "principle components" can be recognised, compared to the kernels of
the cvm operator the kernels of the neural networks look rather chaotic. An explana-
tion could be that the "principle components" are not separated, but combined in the
kernels of the neural networks. The neural networks for edge detection apparently do
not spontaneously order the information, but distribute it in a rather chaotic way over
all kernels. This could be analyzed by expanding the kernels into principle compo-
nents. For the principle components the cvm kernels could be used. A more general
approach is to expand the kernels in 0th, 1st, 2nd etc. order components using a Taylor
series expansion of the two dimensional Fourier transform of the kernels. This results
for each kernel in a description of its function in directional  dependent 0th, 1st, 2nd
etc. order behaviour. 

5.4.5 Network architecture and size

The accuracy of a function approximation by an error backpropagation network de-
pends on both the number of layers and on the number of processing elements in the
different layers (very much like the accuracy of a polynomial function approximation
depends on the order of the polynome). Theoretically with 3 adaptive layers every
continuous function can be approximated arbitrary accurate, provided that there are
enough processing elements. Theoretically, with more layers fewer processing ele-
ments are required to obtain the same accuracy of approximation. A drawback of using
many layers is that learning speed may become very low, and convergence of the
training process may become uncertain. The learning curves for a number of networks
with different sizes are shown in fig.5.10. The networks were trained for edge detec-
tion with the noisy Voronoi images. It is clear that more complex networks learn
slower, but reach a lower system error. Choosing a larger local neighbourhood results
in increased learning speed and a lower system error. Apparently the complexity of the
network only increases marginally, while the larger local neighbourhood allows better
noise suppression.
The network with lowest system error (the 49-16-1 network) did not give better edge
detection results than the other networks. This again shows the inadequacy of the least
squares criterion for this types of problems.

5.5 Discussion

The approach to designing image filters with neural networks, that was taken in this
section, was a very straight forward approach. Nevertheless the performance of the de-
signed image filters seems to be quite acceptable. 
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Three important conclusions can be drawn:

• The ease of design appears to be one of the greatest advantages of using
neural networks. 

• The optimisation criteria that are used in neural network learning often do
not correspond with the desired optimisation criteria. 

• Learning times can be very long
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49-16-1

epoch

E

fig.5.10 Learning
curves for error back-
propagation networks
with different network
sizes.  More complex
networks appear to
learn slower but also
reach a lower system
error.
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6. Performance evaluation

6.1 Overview of this chapter

In this chapter performance evaluation of image filters is considered. A performance
criterion based on the average risk (AVR) is proposed. The average risk is a perform-
ance criterion that incorporates both the probability on errors (or the frequency of er-
rors) and the costs of the different types of errors. For an arbitrary input vector it
expresses the expected total cost of the generated output. The optimal image filter is
the one with the lowest expected total cost. This is often called the minimum cost solu-
tion for short. Evaluation of image filters consists of finding the filter with minimum
AVR. 
In section 6.2 first expressions for the AVR will be derived for both discrete and con-
tinuous output. In section 6.3 cost functions are discussed and how to obtain the prob-
abilities on (or frequencies of) errors from images. An example of an evaluation
method for edge detectors, based on AVR is worked out in section 6.4. The best ap-
proach to design image filters would be if they were optimised directly for minimum
AVR. The relation between the optimisation criterion of backpropagation and training
a neural network for minimum average risk are considered in section 6.5. Section 6.6
contains a summary and discussion.

6.2 Average risk - in depth

The definition of average risk as a weighted sum of probabilities on errors in chapter
2, was presented in a rather ad hoc way. In this section it is defined more precisely and
expressions for the AVR in known quantities are derived. Two different cases are dis-
tinguished: AVR for continuous and for discrete output. The latter results in a count-
able number of errors. To each different type of error a cost can be assigned, and the
formula for average risk of 2.3.5-1 is obtained. For continuous output, the domain of
possible errors is also continuous, hence the summation of the weighted probabilities



on errors becomes an integral. First an expression for the average risk for discrete out-
put will be derived in paragraph 6.2.1. This derivation is comparable to the derivation
given by Devijver and Kittler for the average risk of classificators [Devijver 1982], but
it is somewhat more general. In paragraph 6.2.2 the derived expressions are gener-
alised for continuous output.

6.2.1 Average risk for operators with discrete output

Consider a function F (e.g. a neural network), that maps an input vector x in the input
domain I on an output vector y = ωi, in the output domain Ω. The probability that the
output should have been ωj for this input vector is denoted P(ωj|x). With this particular
erroneous mapping a cost  λ(ωi|ωj) is associated. The expectation of the loss or risk of
the mapping of x on y = ωi is then equal to:

(6.2.1-1)li(x) = ∑ 
j

λ(ωi|ωj)P(ωj|x)

Where: li(x) = the expected loss or risk for the mapping of x on ωi
λ(ωi|ωj)= the loss entailed by an output ωi where it should have been ωj
P(ωj|x) = the probability that the correct output for x is ωj
the summation is over all possible output vectors ωj

To obtain the average of the expected loss or average risk for the mapping ωi the inte-
gral over all input vectors that are mapped on ωi  must be taken:

(6.2.1-2)Li = ∫ 
x|ωi

li(x)p(x)dx

Where: Li = the average risk for the mapping ωi
p(x) = the unconditional probability distribution function of x
the integral is over all input vectors x that are mapped on the output vector ωi

Substituting (6.2.1-1) into (6.2.1-2) results in:

(6.2.1-3)Li = ∫ 
x|ωi

 ∑ 
j

λ(ωi|ωj)P(ωj|x)p(x)dx = ∑ 
j

λ(ωi|ωj) ∫ 
x|ωi

P(ωj|x)p(x)dx

And since:

(6.2.1-4)∫ 
x|ωi

P(ωj|x)p(x)dx = P(ωj,ωi)

This reduces to a simple formula for the average risk of the mapping ωi:
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(6.2.1-5)Li = ∑ 
j

λ(ωi|ωj)P(ωj,ωi)

Where: P(ωj,ωi)= the probability that an input vector should be mapped on ωj and is
actually mapped on ωi

The total average risk of the function F is the sum of all the average risks of the indi-
vidual mappings:

(6.2.1-6)L(F) = ∑ 
i

Li = ∑ 
i

∑ 
j

λ(ωi|ωj)P(ωj,ωi)

Where: L(F) = the average expected loss or average risk of the function F
λ(ωi|ωj)= the loss entailed by an output ωi where it should have been ωj
P(ωj,ωi)= the probability that an input vector should be mapped on ωj and is

actually mapped on ωi
the summations are over all possible output vectors ωi and ωj

The probabilities P(ωj,ωi) are the probabilities on the errors that may occur. Each ω
represents an vector in the output domain Ω. The errors that may occur can be ordered
in different types of errors. The probability on a certain error type is the sum of the
probabiliti es on the different realisations of the error type.  If  the error type is called εi,
and the associated cost λi, equation 2.3.5-1 is obtained:

(6.2.1-7)AVR = ∑ 
i

P(εi)λi

6.2.2 Average risk for operators with continuous valued output

The derivation of the average risk for continuous valued output is almost identical to
the case of discrete valued output. For continuous valued output, the summations over
the output vectors become integrals. The risk of the mapping of an input vector on an
output vector ωi is then equal to:

(6.2.2-1)li(x) = ∫ 
Ω

λ(ωi|ωj)p(ωj|x)dωj

Where: li(x) = the expected loss or risk for the mapping of x on ωi
λ(ωi|ωj)= the loss entailed by an output ωi where it should have been ωj
p(ωj|x) = probability distribution function of the correct output for given x
the integration is over the whole output domain Ω

To obtain the average risk for the mapping ωi integration over all input vectors that are
mapped on ωi  is required:
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(6.2.2-2)Li = ∫ 
x|ωi

li(x)p(x)dx

Where: Li = the average risk for the mapping ωi
p(x) = the unconditional probability distribution function of x
the integral is over all input vectors x that are mapped on the output vector ωi

Substituting (6.2.2-1) into (6.2.2-2) results in:

(6.2.2-3)Li = ∫ 
x|ωi

 ∫ 
Ω

λ(ωi|ωj)p(ωj|x)p(x)dωjdx = ∫ 
Ω

λ(ωi|ωj) ∫ 
x|ωi

p(ωj|x)p(x)dωjdx

Next substituting:

(6.2.2-4)∫ 
x|ωi

p(ωj|x)p(x)dx = p(ωj,ωi)

yields the formula for the average risk of the mapping ωi:

(6.2.2-5)Li = ∫ 
Ω

λ(ωi|ωj)p(ωj,ωi)dωj

Where: p(ωj,ωi)= the probability that an input vector should be mapped on ωj and is
actually mapped on ωi

The total average risk of the function F is the integral over the whole output domain of
eq.6.2.2-5:

(6.2.2-6)L(F) = ∫ 
Ω

Lidωi = ∫ 
Ω
∫ 
Ω

λ(ωi|ωj)p(ωj,ωi)dωidωj

Where: L(F) = the average expected loss or average risk of the function F
λ(ωi|ωj)= the loss entailed by an output ωi where it should have been ωj
p(ωj,ωi)= the probability that an input vector should be mapped on ωj and is

actually mapped on ωi

The last formula expresses the average risk of the operator F as a function of a cost
function λ(ωi|ωj) and a probability density function p(ωj,ωi). The cost function λ is a
function of the two continuous vector variables ωi and ωj. The probability distribution
function p(ωj,ωi) expresses the probability on the simultaneous occurrence of actual
output ωi and target output ωj. For continuous output signals it is often more conveni-
ent to express an error as a distance between target and actual output. Here distance
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not necessarily means Euclidian distance, but can be any distance measure. If the dis-
tance between target output ωj and actual output ωi is denoted ∆(ωi,ωj), the expression
for the AVR of an operator becomes:

AVR = ∫ 
ωi

 ∫ 
ωj

 λ(∆(ωi,ωj))p(∆(ωi,ωj))dωidωj = 

(6.2.2-7)= ∫ 
∆

 λ(∆)p(∆)d∆

Where: ∆ = the distance between target and actual output
p(∆) = the probability density function of the distance ∆
λ(∆) = the cost of a distance ∆ between target and actual output

Eq.6.2.2-7 has the same form again as eq.2.3.5-1.

6.2.3 Average risk and the squared error measure

Without losing generality, in eq.6.2.2-7 a distance measure can be chosen that is equal
to the cost function. The AVR then simplifies to the expectation of the distance:

(6.2.3-1)AVR = ∫ 
∆

 ∆p(∆)d∆

A popular distance measure is the quadratic distance measure or squared error:

(6.2.3-2)∆ = | ωj − ωi |
2

The system error of the error backpropagation learning rule actually is, except for a
multiplication factor, an estimation of the expectation of the squared error (mean
square error):

(6.2.3-3)E = 
1
2
 ∑

p
 ∑ 

i

(tpi−ypi)2 = 
1
2

 ∑ 
p

| tp−yp |2 ≈ 
N
2

E

 | t

p−yp | 

Where: E = the system error of an error backpropagation network
tp = the target output vector for input vector xp

yp = the actual output vector for input vector xp

E{} = the expectation 

Thus the error backpropagation learning rule is an optimisation method for minimis-
ation of the AVR with a quadratic cost criterion. The resulting solution is often called
the least squares solution.
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6.3 Average risk for image filters

6.3.1 Obtaining the probabilities on errors

It is generally impossible to calculate the probabilities on errors for an image filter.
The alternative to calculation is estimation from test images. For the estimation of the
probabilities on errors both the actual and the ideal output images must be available.
The image generation methods described in chapter 4 can be used to obtain the test
images.
There are three possibilities to evaluate the output image of an image filter:

• Evaluation of the output image as a whole
• Evaluation on a per pixel basis
• Evaluation on basis of local neighbourhoods

 
In the first approach the distance between two whole images is to be measured. The
approach has two major problems. Firstly defining a meaningful distance measures for
whole images maybe difficult. Secondly the expectation of the distances must be
determined, which requires many realisations. It is unlikely that this can be accom-
plished in reasonable time. 
The second approach compares each pixel in the filter output image with the corre-
sponding pixel in the ideal output image. Since there are many pixels in an image, it is
likely that the expectation of the distance between the pixel levels can be estimated re-
liably. This approach was used in the examples of the error backpropagation network
filters in chapter 5. As already mentioned there, for the noise filter this seems to be a
good evaluation measure, because the mean square error is an estimation of the vari-
ance of the noise in the image. This approach is however only valid if the filter output
image can be regarded as the ideal output image plus an additive Gaussian noise term,
like the noisy input image. As remarked in the edge detector example evaluation on a
per pixel basis is rather limited. If e.g. an image filter must detect features that extent
over an area in the image, the coherence of the pixels in the corresponding area in the
output image should be included in the distance measure. The third approach, evalu-
ation on basis of local neighbourhoods, allows both the incorporation of this local co-
herence in the distance measure and reliable estimation of the expectation of the
distance, since an image contains many local neighbourhoods. For evaluation of most
image filters the evaluation based on local neighbourhoods is therefore the preferable
approach. A worked out example of such an evaluation method for edge detectors is
described in section 6.4.
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6.3.2 Choice of cost function

The costs that should be assigned to the types of errors that may occur in the filter out-
put image depend on the further processing of the output image. For image enhance-
ment this may require an accurate model of the human visual system [Bosman 1990].
For an image analysis system this may require evaluation of the whole image analysis
system, because the performance of an image processing subsystem is only defined in
relation with performance of the whole system. For the design of image filters how-
ever this may become very cumbersome. A better approach is therefore to analyze the
errors that can occur in the filtered output image and their effect on the output of the
image analysis system. In fig.6.1 a possible setup to find out the relation between the
errors of an edge detector and the errors of the output of an image analysis system is
given. In this case the dependency of the accuracy of the measurement of the position
of a cube on the localisation and detection errors of an edge detector are investigated.
Based on this relation, a cost function can be chosen for the different types of errors.

The edge detector with the minimum average risk with this cost function, is the opti-
mal edge detector for this application. This approach to finding cost functions for the
AVR evaluation method is not worked out further yet.

6.4 Edge detector performance evaluation with AVR

The edge detector evaluation method proposed in this section builds on evaluation
methods proposed by Besuijen and van der Heijden [Heijden 1989] and van der
Heijden [Heijden 1989] and [Heijden 1992]. 
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fig.6.1 Experimental
setup to determine the rela-
tion between errors of an
edge detector and the accu-
racy of the position estima-
tion of a cube. Based on
this relation a cost func-
tion for evaluation of edge
detectors can be chosen
that matches this problem.
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For the evaluation method proposed in this section, an edge detector is considered as
an operator that classifies pixels in a digital image as edge or not-edge pixels. For
evaluation one has to find out which pixels are classified incorrectly and in what way. 

6.4.1 Error types

Consider an edge detector that can classify pixels in an image as edge or not-edge.
Then there are two basic types of errors: 

• pixels that are incorrectly labelled edge (spurious edges pixels)
• pixels that are incorrectly labelled not-edge (missed edges pixels)

A pixel is incorrectly assigned the label edge by an edge detector, if this label is not
the result of any of the physical edges that are to be detected. If a physical edge does
not cause the edge detector to label pixels as edges, the pixels that should have been
labelled are incorrectly labelled as not-edge pixels. For the further processing of the
edge map the nature of the spurious and missed edge pixels is important. If they ap-
pear isolated, the spurious edge pixels can generally be removed easily and edge seg-
ments with isolated missed edge pixels can easily be completed (an edge segment is a
number of linked edge pixels). Spuriously detected edge pixels that appear in clusters
or missing a larger part of an edge segment are much harder to cope with. 
If an edge label is induced by a physical edge, the detection is in principle correct.
However, the detection process may still be imperfect. E.g. the pixel labelled as edge
can be at a location that does not correspond exactly with the location of the projection
of the physical edge on the image plane (localisation error). An other error that may
occur is that multiple responses are induced by a single physical edge, resulting e.g. in
an edge segment that is more than a single pixel wide. 
Summarising the following error types can be distinguished for edge detection:

• isolated spuriously detected edge pixels
• clustered spuriously detected edge pixels
• isolated missed edge pixels
• clustered missed edge pixels (missed edge segments)
• localisation errors
• edge segments more that 1 pixel wide
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Depending on the application, other types of errors may have to be added to the list.
E.g. some edge detectors also generate an estimation of the angle of the edge in the
image plane. In that case the error in the angle can be added to the list. It may also be
necessary to subdivide the individual types of errors further, e.g. in pixels at corners
and in the middle of edge segments.

6.4.2 Estimation of the probabilities on errors

One method to obtain the probabilities on the different types of errors is to estimate
these probabilities from test images. The probability on a certain type of error can be
estimated by counting the number of pixels that are classified incorrectly according to
the concerned type of error and dividing this number by the total number of pixels in
the image:

(6.4.2-1)P(εi) ≈ 
Nεi

N

Where: Nεi
= the number of pixels classified incorrectly according to error type εi

N = the total number of pixels in the image

To estimate the probabilities on errors a test image, processed by the edge detector
under test (detected edge map),  is needed and a method to detect the different types of
errors in the detected edge map. The latter can be done by comparing the detected
edge map with an ideal edge map: the edge reference map. Hence for evaluation an
image is required for which the edge reference map is available. The choice of the test
image depends on the type of images that may be expected in the application of the
edge detector. In fig.6.2 a scheme of edge detector evaluation with AVR using test im-
ages is shown.
Next assume that two binary images are available: the edge reference map with the
exact positions of the edges, and the detected edge map, the output of the edge detec-
tor under test. The method to detect the different types of errors involves the following
stages:

• finding correctly detected edge pixels
• finding spuriously detected edges pixels
• finding missed edge pixels
• determining the displacements of the correctly detected edge pixels
• determining the thickness of the edge segments
• determining the clustering of spuriously detected edge pixels
• determining the size of missed edge segments
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In the first step, finding the correctly detected edge pixels, the pixels labelled edge in
the detected edge map must be related with the edge pixels in the edge reference map.
One approach would be to analyze the edge detector in depth, and for each edge pixel
in the test image determine its response. However, this is only possible for very simple
edge detectors and test images (such an attempt was done by Abdou and Pratt, see
[Abdou 1979]). In order to be able to evaluate arbitrary edge detectors with arbitrary
test images, the edge detector under test should be considered as a black box. The only
thing that can therefore be said about detected edge pixels, is that they are probably
detected correctly if they are localised close to a true edge, i.e. at or close to the corre-
sponding position in the edge reference map there is an edge pixel. Thus correctly de-
tected edge pixels are defined as:

A pixel in the detected edge map is correctly labelled edge, if it is within a cer-
tain distance from an edge pixel in the edge reference map.

The distance mentioned in the above definition defines the maximum displacement
that is accepted. If a pixel in the detected edge map is labelled edge, and it is not
within a certain distance from an edge pixel in the edge reference map, it is considered
a spuriously detected edge pixel. Hence the following definition for spuriously de-
tected edges:

A pixel in the detected edge map is incorrectly labelled edge, if it is not within a
certain distance from an edge pixel in the edge reference map.

find
P(εi)

λi

Σ

AVR

detected 
edge map

edge
reference map

fig.6.2 Edge detector
evaluation using AVR: a
test image  is processed by
the edge operator under
test. The resulting detected
edge map is compared to
the corresponding edge
reference map. From this
comparison the prob-
abilities on the different
types of errors are esti-
mated. The sum of the
probabilities, weighted
with their individual costs
yields the average risk.
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A missed edge segment occurs if there are no pixels labelled edge in the detected edge
map within a certain distance from a segment in the edge reference map. Thus the
pixels at the corresponding position in the detected edge map of this edge segment are
missed edge pixels. However isolated missed edge pixels cannot be found in this way,
because there are pixels labelled edge in the detected edge map close to the relevant
edge pixel in the edge reference map. Both the missed edge segments and the isolated
missed edge pixels can however be found by first completing the detected edge map,
using the edge reference map, to make it look as closely as possible like the edge ref-
erence map. This includes adding the missed segments and filling up gaps in edge seg-
ments that result from isolated missed edge pixels. If the detected edge map is
subtracted from the completed detected edge map, the missed edge pixels are obtained.
Thus missed edge pixels can be defined as:

Missed edge pixels are those pixels that must be added to the detected edge map
to make it look as closely as possible like the edge reference map with the excep-
tion of displacements and spurious edges. 

The displacement of edge segments can be determined by considering the displace-
ments of the individual detected edge pixels. The displacement of a pixel that is cor-
rectly labelled edge in the detected edge map, is the distance to the closest edge pixel
in the edge reference map. If the detected edge pixel is part of an edge segment that is
more than 1 pixel wide, only the displacements of the pixels on the heartline of the de-
tected edge segment should be considered. 

Edge segments in the detected edge map displaced over a certain distance, can
be found by measuring the distance of the pixels on the heartline of the segments
to the closest edge pixel in the edge reference map.

The width of an edge segment in the detected edge map at a certain position in the
edge segment is the width of the edge segment measured in an intersection perpen-
dicular to the segment. In this way each pixel of an edge segment can be assigned a
local width of the edge segment.

The width of edge segments in the detected edge map can be found by determin-
ing the width at the position of each edge pixel in the segment of an intersection
perpendicular to the segment.

Isolated spuriously detected edge pixels are easily found, because they have no neigh-
bouring spuriously detected edge pixels. Clustered spuriously detected edge pixels are
those that are not isolated. It is possible to distinguish different types of clustering, e.g.
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line segments or blobs. The former may be more difficult to handle in further process-
ing. In the evaluation method proposed here, this distinction will not be made. Hence
isolated and clustered spuriously detected edges are defined as:

Isolated spuriously detected edge pixels are spuriously detected edge pixels that
have no neighbouring spuriously detected edges. Clustered spuriously detected
edges are not isolated.

Likewise only two different sizes for missed edge segments are distinguished: 1 pixel
and larger than one pixel. For convenience these will be called isolated and clustered
missed edge pixels.

Isolated missed edge pixels are missed edge segments with a size of one pixel.
Clustered missed edge pixels are parts of missed edge segments larger than one
pixel.

In the next paragraph methods are proposed to determine the errors in the detected
edge map using the definitions given in this paragraph.

6.4.3 Implementation

In order to keep the implementation as simple as is possible, only binary logical and
morphological operations were used whenever possible. Also all distance measures are
rounded to pixels, which means only displacements and widths of 1,2,3 etc. pixels can
be distinguished.

The correct detected edge pixels in the detected edge map are localised within a dis-
tance of n pixels of the edge pixels in the edge reference map can be found by dilating
the edge reference map n times and then performing a logical and function of the di-
lated edge reference map with the detected edge map.  If  an edge segment in the de-
tected edge map is more than one pixel wide, part of the edge segment may be cut off
in this way. Therefore all detected edge pixels that are connected to the detected edge
pixels that are within a distance of n pixels of edge pixels in the edge reference map
are added. This process is called propagation. The resulting map of correctly detected
edge pixels will be called the correct detected edge map. Fig.6.3 shows schematically
how the correct detected edge map can be obtained using dilation, logical and propa-
gation functions.
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The spuriously detected edge pixels are the detected edge pixels that are in the de-
tected edge map, but not in the correct detected edge map. These pixels can therefore
be found using a logical and of the detected edge map with the inverted correct de-
tected edge map, see fig. 6.4.

The missed edge pixels are those pixels that must be added to the detected edge map to
fill up gaps in edge segments and add missing edge segments. The approach taken
here is first to fill up the gaps and add the missing edge segments in the detected edge
map, resulting in the completed edge map. Then the detected edge map is subtracted
from the completed edge map to obtain the missed edge pixels. The completed edge
map can be obtained from the detected edge map using the edge reference map. First
the edge reference map is dilated n times, where n is again the maximum accepted dis-
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fig.6.3 Determining the
correcly detected edge
pixels. The detected edge
pixels within a distance n
of  edge pixels in the edge
reference map are found
by a logical and of the n
times delated edge refer-
ence map and the detected
edge map. The result is
propagated to add parts of
thick segments  that are
cut of by the logical and.
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fig.6.4 Spuriously de-
tected edges pixels are
the detected edge pixels
that are in the detected
edge map but not in the
correct detected edge map.
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placement. The dilated edge reference map is combined using a logical or with the
correct detected edge map. The result is a super set of the completed edge map. The
completed edge map can be obtained by skeletonising this map, removing all super-
fluous, but none of the edge pixels of the correct detected edge map. The missing edge
pixels are the edge pixels that are in the completed edge map, but not in the correct de-
tected edge map. Fig.6.5 shows the process of finding the missed edge pixels. 

As described in the previous paragraph, only the displacements of pixels that are on
the heartline of an edge segment should be counted. Therefore the correct detected
edge map is first skeletonised, leaving a map with edge segments all one pixel wide at
the heartline of the originally detected edge segments. The pixels that are at a distance
of d pixels from the  edge segments in the edge reference map, can be found by dilat-
ing the edge reference map d times and subtracting a d-1 times dilated edge reference
map. This ring of pixels at a distance d of the edge segments is then used to mask out
the edge pixels that have a displacement of d pixels in the skeletonised correct de-
tected edge map. The process in illustrated in fig.6.6.

To determine the width of an edge segment at a certain position, the orientation of the
edge segment at the considered position is required. This would involve an extra step
of determining the orientation of the edge segment for each pixel in the edge segment.
Since the intersection perpendicular to the edge segment is also the smallest intersec-
tion, the perpendicular intersection can be approximated by choosing the intersection

edge
reference

map

dilation

OR

correctly
detected
edge map

skeletonize

mask

AND

missed
edge map

fig.6.5 Finding missed
edges by first completing
the detected edge map and
then subtracting the de-
tected edgemap from the
completed detected ege
map.
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with minimum width of a number of intersections with different angles. In this im-
plementation four directions for the intersections were used: horizontal, vertical and
two diagonal intersections (see fig.6.7). For the diagonal intersections √2 times the
number of pixels rounded up is taken as the width. 

As described in the previous section, isolated spuriously detected edge pixels are
spuriously detected edge pixels with no neighbouring edge pixels. A morphological
operator that filters out isolated white pixels from a binary black and white image is
called a salt operation. The detected edge pixels that remain are clustered edge pixels.
The same method can be used to determine if missed edge pixels are isolated or clus-
tered. Fig.6.7 illustrates finding clustered and isolated pixels using a salt operation.
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map

n times

AND

correctly
detected
edge map
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edge
reference

map

(n-1) times
dilationdilation

AND

n pixels
displaced
edge map

fig.6.6 Determination of
the displacement of de-
tected edge pixels at the
heartline of edge seg-
ments. 
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fig.6.7 Determination of
edge thickness by taking
the minimum width of four
different intersections. The
result is the figure at the
bottom.
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6.4.4 Cost functions

As we are of the opinion that the performance of edge detectors cannot be regarded
separately from the whole image processing system, no general cost function should
be used. In paragraph 6.3.2 an experimental approach to finding a cost function for a
specific application was proposed. Since we have no such a cost function available
yet, a cost function based on heuristics about some general applications is proposed
here to be able to do some evaluations. The results of the evaluations are therefore of
limited value. 
The most serious errors an edge detector can make are generally the clustered missed
and spuriously detected edge pixels. They are therefore assigned the highest cost. Iso-
lated missed and spuriously detected edge pixels are assigned half this maximum cost.
The cost of displacements increase with the displacements. We assigned a linear in-
creasing cost up to half the maximum cost at a displacement of 4 pixels. Likewise the
cost of thickened edge segments increases with the width. The costs are assigned such
that a 2 pixel thick edge segment has a cost of 1/8 of the maximum cost, a three pixel
wide edge segment 1/4  etc. The costs for the different types of errors are summarised
in the table below.

AND

salt

clustered isolated

fig.6.8 Determination of
clustered and isolated
spuriously detected edge
pixels and missed edge
pixels using the salt oper-
ator.
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type of error cost table 6.1 Cost function 
clustered spurious edge 1 used in the evaluations
isolated spurious edge 1/2 in paragraph 6.4.6
clustered missed edge 1
isolated missed edge 1/2
displacement of: 1 pixel 1/8

2 pixels 1/4
3 pixels 3/8
4 pixels 1/2

edge width: 2 pixels 1/16
3 pixels 1/12
4 pixels 3/32

6.4.5 Comparison to other evaluation schemes

Most methods for performance evaluation of edge detectors (e.g. [Fram 1975], [Peli
1982], [Pratt 1978]) are more or less arbitrary combinations of different types of errors
without. The average risk approach on the other hand is a structured approach to com-
bining different types of errors into one error measure. 
One of the first evaluation methods, and still the most widely used, is the method pro-
posed by Pratt [Pratt 1978]. It measures edge location accuracy by a figure of merit
rating factor defined by:

(6.4.5-1)FOM = 
1
IN

 ∑ 
i=1

IA
1

1+αdi
2

Where: II = the number of ideal edge map pixels
IA = the number of detected  edge pixels (actual edge map pixels)
IN = max(II,IA)
α = a scaling constant
di = the distance of an detected edge pixel to the closest ideal edge pixel

The FOM can take values between 0 and 1.  For a perfectly detected edge map
FOM=1. The scaling factor α may be adjusted to penalise edges that are localised but
offset from the true position. In evaluations generally the value α = 1⁄9 is used.
The FOM of Pratt requires a test image and an edge reference map in order to calcu-
late the distances of the detected edge pixels to the closest ideal edge pixels. The test
images generally used with Pratt’s Fom are 64*64 pixel arrays with 256 grey levels
and a single straight vertical, horizontal or diagonal edge, with a slope placed at its
centre. Pratt uses an edge height of h=25 grey levels and an linear edge slope with
width of w=1 pixel. Zero-mean Gaussian noise  with a standard deviation of σn is
added to the image. The signal to noise ratio is defined as:
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(6.4.5-2)SNR = 
h2

σn
2

A test image with noise σn = 10 and the corresponding edge reference map are shown
in fig.6.9. 

The edge detectors are tested for different SNR’s. It is clear that the FOM of Pratt is
far more restricted than the AVR evaluation method proposed here. The FOM of Pratt
only measures the localisation errors (displacements) of edge pixels. The measure it-
self has no fundamental meaning like the average risk. And the test images mostly
used with Pratt’s FOM are not representative for most real life scenes. Therefore the
average risk evaluation method proposed in this section is to be preferred if the perfor-
mance of edge detectors for specific applications is to be measured. Incidently, the
FOM of Pratt can be constructed from the AVR method, by choosing an appropriate
cost function. Eq.6.4.5-1 can be rewritten as:

(6.4.5-3)FOM = 
1
IN

 ∑ 
d

Id

1+αd2 = 
N
IN

 ∑ 
d

1

1+αd2 
Id

N
 ≈ ∑ 

d

λd P(d)

with:

(6.4.5-4)λd = 
N
IN

 
1

1+αd2

Where: Id = the number of detected edge pixels with displacement d
N = the total number of pixels in the image
λd = the cost of a displacement of a detected edge pixel over d pixels
P(d) = the probability on a displacement error of d pixels

In fig.6.10 the FOM of Pratt for the Marr-Hildreth edge detector [Marr 1980] is given
for several operator widths as a function of SNR. Large operator widths improve the
results on noisy images. It is well known, however, that the location errors for larger

fig.6.9 Test images used
for Pratt’s FOM. Left:
step edge with height
25,width 1 pixel and addi-
tive Gaussian noise with
σn = 10; right: the corre-
sponding edge reference
map.
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operator widths increase for curved edges. Due to the nature of the test image this is
not reflected by Pratt’s FOM with the usual test images. From fig.6.10 one would con-
clude that increasing the width of the operator also increases its accuracy. 

In the next section a number of edge detectors is evaluated using the AVR perfor-
mance measure. It is also shown that the accuracy of a Marr-Hildreth edge detector
becomes worse for larger operator widths.

6.4.6 Comparison of several edge detectors using AVR

A number of edge detectors is compared here using the proposed AVR performance
evaluation method and the cost function of paragraph 6.4.4. First the ability of the
AVR evaluation method to find the strengths and weaknesses of edge detectors will be
demonstrated by analyzing the localisation error as a function of operator width of the
Marr-Hildreth edge detector. Next a number of edge detectors are compared using
AVR. The considered edge detectors are:

• Sobel edge detector [Pratt 1978]
• Marr-Hidreth edge detector [Marr 1980]
• Canny edge detector [Canny 1986]
• Several neural network edge detectors

Two test images are used: the Voronoi test images with additive zero-mean Gaussian
distributed noise. The AVR is plotted as a function of the standard deviation of the
noise. And second the image with blocks and the hand edited edge reference map of
fig.4.2. For all edge detectors a threshold was chosen that resulted in the lowest AVR. 
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fig.6.10 FOM of Pratt for
Marr-Hildreth edge detec-
tor for three different oper-
ator widths as a function
of  SNR. The curves sug-
gest that larger operator
widths give more accurate
localisation. This however
is not correct for curved
edges.
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In fig.6.11 the AVR curves of the Marr-Hildreth edge detector for three different oper-
ator widths is shown. From these curves it is clear that larger operator width results in
worse performance for high SNR, but relatively better performance for low SNR. 

As already mentioned in the previous paragraph, the worse performance is primarily
due to localisation errors. Since the probabilities on the different types of errors are
obtained separately, this can be shown by plotting the AVR and the localisation error
component of the AVR as a function of the operator width for a test image with fixed
SNR (fig.6.12). It is clear that the displacement error increases with operator width,
while at the same time the detection errors decrease. This uncertainty principle was
formulated earlier by Canny [Canny 1986]. It has now been demonstrated experimen-
tally (see also [Spreeuwers 1992].) 

In fig.6.13 the AVR as a function of the standard deviation of the noise of the listed
edge detectors is shown. The test images were the Voronoi images (but another reali-
sation than the one the neural networks were trained with). The Canny and Marr-Hil-
dreth operators were designed using edge models that are very close to the edges in
these Voronoi test images: step edges with additive Gaussian noise. Therefore they
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fig.6.11 AVR of Marr-Hil-
dreth edge detector for
three different operator
widths. In contrary to the
FOM of Pratt, the curves
show clearly that increas-
ing operator width de-
creases performance for
high SNR. At low SNR the
larger operator widths
give better performance.

0.5 1 1.5 2
0

0.005

0.01

0.015
AVR
displaced
rest

AVR

operator width3

fig.6.12 AVR versus oper-
ator width. Clearly the dis-
placement errors increase
as a function of the oper-
ator width, while at the
same time the detection er-
rors decrease.
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give near optimal results for these images for small values of the operator width:
σw ≤ 1, see fig.6.12 (see also the comparison of edge detectors in [Heijden 1992]). The
Canny and Marr-Hildreth operators were tested for three different operator widths:
σ=0.5, 1.0 and 2.0. The Sobel edge detector operates poorest at high SNR and is also
very sensitive to noise. The neural network edge detector trained on a noise free image
outperforms all other edge detectors at high SNR, but is also extremely sensitive to
noise. For σnoise = 20, the Canny operator with operator width 1 performs best, but the
Marr-Hildreth operator and the neural network trained on a noisy Voronoi image per-
form almost as good. This shows that straightforward training of neural networks for
image filtering is likely to result in near optimal image filters.

In table 6.2 the AVRs for the mentioned edge detectors for the test image with the
blocks and the hand edited edge reference map are given. Clearly the neural network
that was trained specifically for this task outperforms all other edge detectors. This
also shows that the models used for designing the Canny, Marr-Hidreth and Sobel
edge detectors and also the Voronoi images are not very representative for real world
scenes. 

1 10 100
0.0001

0.001

0.01

0.1

1 10 100
0.0001

0.001

0.01

0.1

1 10 100
0.0001

0.001

0.01

0.1

1 10 100
0.0001

0.001

0.01

0.1

1 10 100
0.0001

0.001

0.01

0.1

1 10 100
0.0001

0.001

0.01

0.1

1 10 100
0.0001

0.001

0.01

0.1

1 10 100
0.0001

0.001

0.01

0.1

1 10 100
0.0001

0.001

0.01

0.1

AVR

σnoise

canny 1.0

canny 2.0
mh 2.0

mh 0.5

bp-noise

bp noise-free

mh 1.0
sobel

canny 0.5

fig.6.13 AVR of a number
of different edge detectors
as a function of the stand-
ard deviation of the noise
in the Voronoi test images.
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edge detector AVR table 6.2 AVR for several
neural net blocks 0.00634 different edge detectors
Canny 0.5 0.01351 for the image with the 
Canny 1.0 0.01504 blocks in fig.4.2. For the
Canny 2.0 0.01596 neural networks the
Marr-Hildreth 0.5 0.01556 training images and for
Marr-Hildreth 1.0 0.01588 the other edge detectors 
Marr-Hildreth 2.0 0.01671 the operator widths are 
Sobel 0.01961 given in the second 
neural net Voronoi 0.01851 column.
neural net Voronoi+blur 0.02121
neural net Voronoi+noise 0.02722

The output images of the two edge detectors that gave the best results are shown in
fig.6.14. Although this result seems already quite satisfactory, still the neural edge de-
tectors can be improved, as is shown in the next section.

6.5 Training neural networks for minimum average risk

We have defined the performance of an image processing algorithm using the average
risk. The algorithm that has the lowest average risk for a certain application is the opti-
mal algorithm. Ideally one should therefore try to minimise the average risk for the
neural network image filters. In this paragraph it is investigated to what extent this is
done for the error backpropagation network, and how the networks and learning rules
can be adapted to obtain a minimum average risk solution. 

6.5.1 Error backpropagation as unity cost criterion

It has already been shown in paragraph 6.2.3 that for continuous output the system
error of the error backpropagation learning rule is equal to an AVR error measure with
a quadratic cost criterion. In this section it is shown that for classification tasks (binary

fig.6.14 Output image of
the neural network (left)
and Canny edge detector
(right) that performed best
on the image with the
blocks. 
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outputs) the squared error is equal to the AVR with a unity cost criterion. This has
been shown earlier by Devijver [Devijver 1973] and more recently in [Wan 1990] and
[Ruck 1990].

The squared error that is minimised by the error backpropagation learning rule is:

(6.5.1-1)E = 
1
2
 ∑ 

p
∑ 

i

(tpi − ypi)2

Where: tpi = element i of the target output for input pattern xp

ypi = element i of the actual output for input pattern xp

The summations are over all patterns p and outputs i

Now consider a network that is to be used for a classification task (e.g. feature classifi-
cation). Each output ypi represents a class and should be 1 if the input pattern is of the
corresponding class and 0 otherwise. Thus tpi can only be either 0 or 1. Therefore re-
write eq.6.5.1-1 can be written as:

(6.5.1-2)E =  
1
2

 ∑ 
i





  ∑(
p|t

pi=0

ypi)2 + ∑(
p|t

pi=1

1−ypi)2



Where the summation over p|tpi= 0 means over all patterns for which the target output
element i is 0.

The output of a error backpropagation network is limited by the sigmoid in the range
<0,1>. If the network converges, then the outputs ypi will be close to 0 or 1. The fol-
lowing approximation will then be valid:

(6.5.1-3)∑ 

p|t
pi=0

(ypi)2 ≈ ∑ 

p|t
pi=0

(ypi) ≈ N(yi=1,ti=0)

Where N(yi=1,ti=0)  is the number of patterns in the training set, for which the actual
output yi is equal to 1, while the target output is zero. Likewise the second term in
eq.6.5.1-2 results in N(yi=0,ti=1) . 
Eq.6.5.1-3 can also be expressed in the combined probabilit y  P(yi=1 ,ti=0 ):

(6.5.1-4)N(yi=1,ti=0) = NP(yi=1,ti=0)

Where: N = the total number of training samples
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The combined probabilities P(yi=1,ti=0) and P(yi=1,ti=0) are the probabilities on the
occurrence of a certain type of error. Eq.6.5.1-1 can now be written as a sum of differ-
ent types of errors that can occur in the classification process:

(6.5.1-5)E ≈ 
N
2

 ∑ 
i

P(yi=1,ti=0) + P(yi=0,yi=1)

This is equal to the average risk of the classifier if the costs for all types of errors is
chosen equal to N⁄2. Thus the error backpropagation learning rule results in a minimum
average risk classifier, if the outputs are close to 0 and 1 and the costs for all errors are
N⁄2.
Many applications of the error backpropagation network more or less satisfy this con-
dition of equal costs for all types of errors. Also if the final error comes very close to
zero, the result will always be close to the optimal (provided that the training set is
representative). However, there exist also applications that require a different cost
function, and of course not all applications are classification applications. For these
problems it would be interesting to find out if the optimisation criterion for the error
backpropagation learning rule can be adapted, so that it does minimise the average
risk. 

6.5.2 Adapting error backpropagation for other optimisation criteria

The derivation of the backpropagation learning rule by Rumelhart et al. [Rumelhart
1986], starts with the introduction of the least squares optimisation criterion (eq.6.5.1-
1). 
For a feed forward neural network they derived the following weight update rule for a
gradient descent optimisation method:

(6.5.2-1)∆wk
pij = ηδk

piok−1
pi

Where: ∆wk
pij = the weight update of a connection between processing element j in

layer k-1 to processing element i in layer k for an input pattern xp

η = the learning rate
δk

pi = an error measure local to the processing element i in layer k for
input pattern xp

ok−1
pj = output value of processing element j in layer k-1 for input pattern

xp

The δ’s in eq.4.6 are calculated backwards through the network (hence the name back-
propagation). For the output layer (layer L) the δ’s can be calculated directly from the
error:
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(6.5.2-2)δL
pi = (tpi−ypi) f ′(netL

pi)

For each lower layer, the δ’s can be calculated from the δ’s in the higher layers:

(6.5.2-3)δk
pi = ∑ 

h

δk+1
pi wk+1

hi f′(netk
pi)

Where: f′() = the derivative of the transfer function of the processing element
netk

pi = the weighted sum of the inputs of processing element i in layer k for
 input pattern xp

wk+1
hi = the connection weight of the connection between processing element i in

layer k to processing element h in layer k+1
the summation is over all processing elements h in layer k+1

Note that since L is the last (output) layer, ypi = oL
pi.

The question now is how do these equations change if another error measure than the
one of eq.6.5.1-1 is used. Since the δ’s in the lower layers are calculated from the δ’s
in the higher layers, it follows that the error measure is only explicitly present in the
calculation of the δ’s of the output layer. If the squared error measure is not substituted
into the calculation of the δ’s of the output layer, in stead of eq.6.5.2-2 the following is
obtained: 

(6.5.2-4)δL
pi = − ∂E

∂oL
pi

f′(netL
pi)

This is a general formula for the calculation of the δ’s of the output layer, for any error
measure E. Thus other error measures can be applied with only a slight modification to
the standard error backpropagation learning rule.
Of course E must be continuous and differentiable. Desirable properties of E are that it
has a single global minimum and it descends smoothly to this minimum.

6.5.3 Example of training an error backpropagation network for
minimum AVR

The usefulness of training an error backpropagation network for a minimum AVR will
be demonstrated with a pulse detection problem in a one dimensional signal. Inciden-
tally this problem has a lot in common with edge detection. Consider an error backpro-
pagation neural network that is to be trained to detect pulses in a one dimensional
digital signal that is corrupted by low and high frequency noise. In order to determine
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if a sample of the digital signal is a pulse or not, the sample itself and the neighbouring
sample are presented as input to the network, see fig.6.8.The single output of the net-
work should be 1 of the sample is a pulse and 0 otherwise.  

For training the error backpropagation network a training set is required consisting of
an example input signal and a target output signal. Now suppose training data is avail-
able in which the pulses in the target output signal are localized with an accuracy of 1
sample period. This means that if e.g. in the training set the target is 1 (a pulse is pres-
ent), it might have been the previous or the next sample that actually is the pulse. Now
consider what happens if the squared error is used in the case of a displaced pulse in
the target output signal. Suppose the target output of sample p is 1, but actually the
pulse is at position p-1. Next suppose that the network correctly detects the pulse at
position p-1, i.e. its output for sample p-1 is 1 and for sample p it is 0. The squared
error due to these two samples according to eq.6.5.1-1 will be 2, because according to
the target output signal, both samples are classified incorrectly, see fig.6.16.

neural
net

digital signal

scanning direction

detected pulses

fig.6.15 Pulse detection in
a one dimensional signal
with an error backpropa-
gation network.

input pattern xp

output pattern yp

target output pattern tp

difference (tp - yp)

squared error (tp -

fig.6.16 Double counting
of displacement errors:
left from top to bottom:
input signal, output signal
and target output; right:
difference between target
and output, and squared
error.
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Thus the error due to a one sample period displacement of the pulse is counted double.
Since the squared error due to e.g. simply missing the pulse, is only 1, the network will
probably tend to suppress the pulse. The conclusion is that for this problem the least
squares error measure yields a network that will fail to detect a lot of pulses. Instead
the network should be optimised for the average risk.
In this problem three types of errors can be distinguished:

• the network detects a pulse, although there is no pulse
• the network fails to detect a pulse, but there is a pulse
• the network detects a pulse, but displaced over one period

The first error, a spurious pulse, occurs if the output of the network yp = 1, and all tar-
get outputs within one sample period distance are zero:

(6.5.3-1)(tp−1 = 0 ∩ tp = 0 ∩ tp+1 = 0) ∩ yp = 1

The second error, a missed pulse, occurs if the target output tp = 1, and all network
outputs within one sample period distance are zero:

(6.5.3-2)tp = 1 ∩ (yp−1 = 0 ∩ yp = 0 ∩ yp+1 = 0)

The third error, displacement over one period, occurs if the output of the network
yp = 1 and one of the neighbouring target outputs is also 1:

(6.5.3-3)(tp−1 = 1 ∪ tp+1 = 1) ∩ yp = 1

If the distance between the pulses is at least 2 periods, the unions and the intersections
may be substituted by additions. The average risk becomes:

AVR = λ1P(tp−1+tp+tp+1 = 0 ∩ yp = 0) + 

 + λ2P(tp = 0 ∩ yp−1+yp+yp+1 = 0) + 

(6.5.3-4) + λ3P(tp−1+tp+1 = 1 ∩ yp = 1)

Where: λ1,λ2,λ3= the respective costs of the three different types of errors

The probabilities one the error types can be estimated from the training set, by count-
ing the number of errors and dividing this by the total number of samples in the train-
ing set. The following is then obtained:
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AVR ≈ λ1

Nt
p−1+t

p+t
p+1

 = 0 ∩ y
p
 = 0

N
+ 

 + λ2

Nt
p
 = 0 ∩ y

p−1+y
p+y

p+1
 = 0

N
 + 

(6.5.3-5) + λ3

Nt
p−1+

t
p+1

 = 1 ∩ y
p
 = 1

N

Since the error backpropagation learning rule requires an error measure that is con-
tinuous and  differentiable in yp, eq.6.5.3-5 is not fit for direct application. In para-
graph 6.5.1, it was shown that the continuous and differentiable squared error measure
actually is an approximation of a sum of the probabilities on different types of errors,
if it is assumed that the output of the network is always close to 1 or 0. A similar
method, but in the reversed order, can be used here to transcribe eq.6.5.3-5 into a form
that is continuous and differentiable. For the number of misclassified samples accord-
ing to the three different types of errors in eq.6.5.3-5, the following approximations
can be made:

(6.5.3-6)Nt
p−1+t

p+t
p+1

 = 0 ∩ y
p
 = 0 ≈      ∑ 

p|t
p−1+t

p+t
p+1

 = 0 

 (yp)2

(6.5.3-7)Nt
p
 = 0 ∩ y

p−1+y
p+y

p+1
 = 0 ≈   ∑ 

p|t
p
 = 1

 (1−yp−1+yp+yp+1)2

(6.5.3-8)Nt
p−1+

t
p+1

 = 1 ∩ y
p
 = 1 ≈     ∑ 

p|t
p−1+t

p+1
 = 1

 (yp)2

Now an approximation for the average risk can be formulated, that is continuous and
differentiable in yp:

(6.5.3-9)AVR ≈     λ1 ∑ 

p|t
p−1+t

p+t
p+1

 = 0 

 (yp)2 +    λ2 ∑ 

p|t
p
 = 1

 (1−yp−1+yp+yp+1)2 +    λ3 ∑ 

p|t
p−1+t

p+1
 = 1

 (yp)2

An experiment for pulse detection was set up with artificially generated training data
to test the validity of the proposed solution. As a training set a signal with pulses cor-
rupted with low frequency noise was used. In the target output signal, random shifts of
1 sample period were applied to the pulses. The training set contained 1000 samples.
Two networks were trained with the same architecture: 3 layers, 7 inputs, 2 processing
elements in the hidden layer and 1 in the output layer. The first network was trained
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using the squared error measure, the second was trained using the average risk ap-
proximation of eq.6.5.3-9. The cost function was chosen to ignore the displacement er-
rors and to weight the spuriously detected and missed pulses equally:

• λ1 = λ2 = 
N
2

• λ3 = 0

Both networks were trained by presenting the whole training set 1000 times. The error
measures of the networks as a function of the number of epochs are shown in fig.6.17.

In fig.6.17a, the average risk for both networks during the learning process is given. It
is clear that the network trained to minimise the AVR (solid curve) results in a lower
AVR. In fig.6.17b the squared error measure for both networks during the learning
process is given. As may be expected, the network trained to minimise SQE (dotted
curve) reaches a lower SQE. From these curves it becomes very clear that the squared
error measure is not equal to the average risk for this application. If network is re-
quired that is optimal in the sense of a minimum AVR, it should not be trained with
the standard backpropagation learning rule.
The output of the networks was evaluated with an independent evaluation set, with the
same statistics as the training set. The network trained with the SQE error measure
failed to detect many of the pulses. The network trained for minimum AVR made al-
most no errors. Fig.6.18 shows a small part of the output signals for both networks and
the corresponding input and target signals.
Clearly the output of the AVR-trained network (fig.6.18d) shows much stronger peaks
at the positions of the pulses than the SQE-trained network. Actually, the SQE trained
network is presented contradictory information, because at one time an input vector
should, according to the target output, be classified as a pulse, while at another time a
similar output, with a shifted target output, should, according to the target output, not
be classified as a pulse. The result is that the network tends to suppress the pulses with
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fig.6.17 AVR and SQE,
during learning of two net-
works. Solid curve: net-
work minimising AVR ;
dotted curve: network
minimising SQE. (a) AVR
during learning of both
networks; (b) SQE during
learning of both networks.
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shifted target outputs. This is best illustrated by the response on the pulse at position
46, of which the target output is shifted one period to the left. The SQE-trained net-
work suppresses this pulse almost completely, but the pulse is cleanly detected by the
AVR-trained network.

6.6 Discussion

The AVR performance evaluation measure appears to be applicable for a wide range
of image filters. But its use can even be extended further. There is no reason why it
should not be used as a general performance measure for image processing subsys-
tems. The cost function, required for the evaluation of an image processing subsystem,
depends on the image processing system and its required output. For each application,
the cost function should therefore be worked out separately. Image processing oper-
ations should be optimised for the average risk. In the previous section it has been
shown that neural networks can be optimised for the AVR. Optimisation of an image
filter for AVR is illustrated schematically in fig.6.19.
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fig.6.18 Signals of the
pulse detection network:
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get output; (c) output of
SQE-trained network; (d)
output signal of AVR
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7. Summary, conclusions and
prospects

7.1 Image filtering with neural networks

To investigate the application of neural networks to image filtering, two fundamental
problems had to be addressed:

• Designing a tool for image filtering with neural networks
• Developing an evaluation method for image filtering 

A tool for error backpropagation neural networks for image filtering was developed
and the average risk evaluation method. During research a third fundamental problem
was addressed:

• Training neural networks for minimum average risk.

In this work the emphasis was on model based design of image filters with neural net-
works. With this model based design approach is not meant modelling the human vis-
ual system, but using scene models and models of imaging systems in order to design
a certain desired filter operation. 
The models used to design neural networks are non parametric models consisting of
examples of the desired behaviour of the network. In the case of image filtering the
examples are the input images and the corresponding target output images. Natural,
hand edited and synthetic test and training images using 2D and 3D scene and imaging
models are described in chapter 4.
Compared to parametric models, advantages of using non-parametric models are:

• they are relatively easy obtained



• they can be very accurate 

Disadvantages of using non-parametric models are:

• accurate models often exist of a lot of data
• it is difficult to determine the quality of the model
• little knowledge is gained of the underlying processes

Parametric models on the other hand can generally be formulated compactly and pro-
vide insight in the underlying processes. But often more effort is required to obtain ac-
curate parametric models. 

Neural networks can be regarded as multi-parameter solutions, based on general func-
tion approximation by combining many simple basic functions. The learning rules are
methods to obtain the parameters. The advantages and disadvantages of multi-par-
ameter solutions relative to parametric solutions are similar to those of non-parametric
relative to parametric.
Advantages of using multi-parameter solutions are:

• solutions are relatively easily obtained, using general methods to obtain the
parameters

• no simplifications of the models are required

Disadvantages of multi-parameter solutions are:

• solutions maybe inefficient, often more parameters are used than is necess-
ary

• little knowledge is gained about the solution itself
• the quality of the solution can often only be determined experimentally

The behaviour of neural networks is determined to great extent by the connection
weights. It is often suggested that a spontaneous ordering of information takes place in
neural networks. For the neural networks for edge detection that were used in chapter
5, this was the case only to some extent. No really clear "principle components" could
be discovered in the networks. It is probable that they are mixed and distributed over
the network.
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Neural networks image filters are multi-parameter approaches to image filtering that
can be trained using training images. The advantage is that they can easily be tuned for
a specific types of scene if the training images are representative for this type of scene.

Neural networks may outperform other solutions if the other solutions are based on in-
accurate or too much simplified models or the architecture of the solutions themselves
restricts the accuracy. Thus there maybe three major reasons to use neural networks:

• If obtaining a solution is more important than gaining insight in the pro-
cesses

• If obtaining an accurate model of the underlying processes is hard
• If designing an operator, based on the process models is difficult

Generally, neural networks do not necessarily give better solutions, but rather provide
a quick and easy way to obtain near optimal solutions. 

7.2 Performance evaluation with AVR

Not much literature exists on performance evaluation of image filters (and image pro-
cessing (sub)systems in general). In some performance evaluation methods perform-
ance of an image filter is defined in general, separately from its application and the
image operating system of which it is a part. In our opinion this is incorrect. The per-
formance of an image processing (sub)system should only be defined in connection
with its application and the total image processing system.
In this work a performance evaluation method for image filters based on the average
risk is proposed. The average risk performance measure has a solid basis in statistical
theory. The average risk is the summation of the probabilities or frequencies of errors,
weighted with a cost function. The cost function is determined by the application. The
probabilities of errors depend on the types of images that occur and on the image filter
operation. 
For performance evaluation of image filters a method is proposed to estimate the prob-
abilities on errors from test images by comparing the output of an image filter for a
test image with the corresponding target output image. The test image should be repre-
sentative for the types of images the image filter operates on. An average risk perform-
ance evaluation method for edge detectors is worked out as an example. Several edge
detectors, among which neural network edge detectors,  are compared using this per-
formance measure. The results show that the neural network edge detectors reach near
optimal performance. When trained for specific types of edges and images, they out-
perform other edge detectors, not specifically designed for these images.
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The basic approach of using average risk for performance evaluation is applicable in a
wider sense. In principle average risk can be used as a performance measure for all
types of image processing systems and subsystems. However cost functions and test
data must be worked out for each case separately (and for each application).

7.3 Optimisation for AVR

One disadvantage of the used neural networks is that they are actually not optimised
for average risk but yield a least squares solution. In some cases the minimum average
risk and the least squares solution approximately, but often they don’t. It is shown that
for a quadratic cost function and a distance measure that is equal to the cost function
the average risk reduces to the mean squared error. Also for a unity cost function in
classification problems it is shown that average risk can be approximated by the mean
squared error. If these cost functions are appropriate for the application, the least
squares criterion can be used for optimisation of neural networks. If not the learning
rules should be adapted to minimise the average risk. For the error backpropagation
learning rule this is worked out.

7.4 Further research

A number of subjects, which should be investigated further, were only shortly ad-
dressed in this work. They include items concerned with fast and reliable learning in
neural networks like efficiency of learning rules, problems with local minima and
stopping criteria, quality of training sets, optimal network architectures and clever in-
itialisation of connection weights. Initial work on quality of training sets was carried
out by Siteur [Siteur 1991] (similar research was carried out at another location by
[Kraaijveld 1990]). 
Several architectures for image filters were only very briefly addressed. An interesting
architecture for image filtering that was mentioned, is an architecture with symmetric
weights that takes the whole image as input. The advantages of such an architecture
are that the storage requirements are not excessive, while in contrary to the local
neighbourhood based image filtering approach, it is able to use global image features.
A disadvantage is the increased complexity. A first attempt to use a Boltzmann net-
work with this kind of architecture was not very successful [Morselt 1991]. A first ex-
periment using a Kohonen network for texture classification, using local
neighbourhoods, appeared quite successful.

The research presented in this work also creates several possibilities and challenges for
further and new research. Subjects especially of interest are:
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• Applying AVR for design and evaluation of image filters and other image
processing operations

• Determining cost functions for specific applications by analyzing the effect
of errors in the output of an image processing operation on the output of the
total image processing system

• Generation of test and training images using 3D scene and imaging models
• Training neural networks for minimum average risk
• Analysis of internal representations of neural networks using decomposition

in basic components
• Using neural network image filters in image processing systems
• Investigating applicability of neural networks for other image processing

operations.
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Appendix A

Derivation of the error backpropagation learning rule

A.1 Processing elements and network architecture

A processing element in an error backpropagation network calculates a weighted sum-
mation of its inputs. The inputs can be either inputs of the network or outputs of other
processing elements. Since the error backpropagation network is a feed forward net-
work, these outputs can only be from processing elements (PEs) in lower layers. In the
derivation of the learning rule, it is assumed that only connections exist from a layer to
the next layer (no connections jumping over layers). The weights are assigned to the
connections from outputs of PEs to PEs in the next layer. The output of a PE is a non-
linear function, the socalled transfer function, of this weighted sum. For an input pat-
tern xp of the network the output of PE m in layer k becomes:

(A.1-1)ok
pm = f(netk

pm) = f( ∑ 
n

wk
mnok−1

pm )

Where: ok
pm = the output of PE number m in layer k for an input pattern xp

f() = the transfer function
netk

pm = the weighted sum of the inputs of the PE for input pattern xp

wk
mn = the weight of the connection between PE n in layer k-1 and PE m in

 layer k
the summation is over all PEs n of layer k-1

In fig.A.1 the architecture and the indices for PEs and signals, as used in the formulas,
of  an error backpropagation network are shown.
Generally the transfer function of processing elements in an error backpropagation
network are sigmoid transfer functions:



(A.1-2)f(x) = 
1

1+e−x+θ

This function acts as a soft threshold with the centre of the slope at θ. Often θ is im-
plemented by adding an extra connection with weight −θ to a processing element with
a fixed output 1.

A.2 Optimisation criterion and method

The error backpropagation learning rule attempts to minimise the sum of the squared
errors of all patterns. The system error is defined as:

(A.2-1)E = 
1
2

 ∑ 
p

Ep = 
1
2

 ∑ 
p

∑ 
i

(tpi−ypi)2

Where: Ep = the square error of the output for input pattern xp

tpi = the target of output i for a training input pattern xp

ypi = the actual network output i for training input pattern xp

the summations are over all outputs i and training input patterns p 

If the system error is zero, all training patterns are mapped on the correct target output
pattern.
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fig.A.1 Error backpropagation network. The input layer only distributes the inputs to the
next layer. The layers k-1, k, k+1 and L-1 are hidden layers, and layer L is the output
layer.

142 Appendix A



Since the behaviour a network with a certain architecture is defined by the connection
weights, for a given training set E is a function only of the connection weights. The
error backpropagation learning rule is an iterative learning rule that attempts to mini-
mise E by adapting the weights. After each weight update, E should should become
smaller. 
Thus:

(A.2-2)E(..,wk
mn+∆wk

mn,..) < E(..,wk
mn,..)

Where: wk
mn = the weight of the connection between PE n in layer k-1 and PE m in

layer k
∆wk

mn = the update of weightwk
mn

A first order Taylor series expansion of eq.A.2-2 yields:

(A.2-3)E(...,wk
mn+∆wk

mn,...) = E(...,wk
mn,...) + … + ∆wk

mn∂E(...,wk
mn,...)

∂wk
mn

 + …

If all weights are adjusted, the change in the system error E becomes:

(A.2-4)∆E = ∑ 
k

∑ 
m

∑ 
n

∆wk
mn 

∂E

∂wk
mn

Where: the summations are over all layers k, PEs m of layer k and connections from
PEs

n in layer k-1 to PE m

The change in the system error should be negative to make E smaller. This is guaran-
teed if each weight update is chosen according to:

(A.2-5)∆wk
mn = −η 

∂E

∂wk
mn

Where: η = a positive constant that controls the rate of change of the weights
 (learning rate)

The disadvantage of this gradient optimisation method is that it will get stuck in local
minima if they exist. The advantage is that the method is simple.

In the following it is assumed that for each input pattern xp of the training set the net-
work output and also the weighted sum and output of each of the processing elements
is calculated and known.
First rewrite the weight adjustment of eq.A.2-5 as a sum of adjustments due to the in-
dividual errors for all patterns in the trainingset:
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− η ∂Ep
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Using the chain rule one can write:

(A.2-7)
∂Ep

∂wk
mn

 = 
∂Ep

∂netk
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∂netk

pm

∂wk
mn

 = − δk
pm 

∂netk
pm

∂wk
mn

Where: δk
pm = − 

∂Ep

∂netk
pm

 , a kind of local error measure for PE m of layer k due

 to pattern xp

A.3 Weight updates for the output layer

For the weights in the output layer (layer L) the weight updates can be calculated di-
rectly. Again using the chain rule results in:

(A.3-1)δL
pi = − 

∂Ep

∂netL
pi

 = − 
∂Ep

∂ypi
 

∂ypi

∂netL
pi

Where: netL
pi = the weighted sum of the inputs of PE i in the output layer for pattern xp

ypi = output i of the ouput layer (and network) for pattern xp

Substituting Ep gives:

(A.3-2)
∂Ep

∂netL
pi

 = 

∂(1
2
 ∑ 

i

(tpi−ypi)

∂ypi
 = − (tpi−ypi)

Substituting eq.A.1-1 for ypi gives:

(A.3-3)
∂ypi

∂netL
pi

 = 
∂f(netL

pi)

∂netL
pi

 = f′(netL
pi)

Where: f′(netL
pi) = the derivation of the transfer function f in netL

pi

Now δL
pi can be expressed in known quantities:
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(A.3-4)δL
pi = (tpi−ypi)f′(netL
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The second term of the right hand part of eq.A.2-7 can be calculated as follows:
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ij

 = oL−1
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Thus for the updates of the weights of the connections to the PEs of the ouput layer,
the following expression is obtained (substitute A.3-4, A.3-5 and A.2-7 in A.2-6):

(A.3-6)∆wL
ij = ∑ 

p

ηδL
pioL−1

pj  = ∑ 
p

η(tpi−ypi)f′(netL
pi)oL−1

pj

A.4 Weight updates for the hidden layers

The calculation of the updates for the weights of the connections to the other layers in
the network, is somewhat more laborious. We start by calculating δk

pi. 
Rumelhart et al. proceed by writing:

(A.4-1)δk
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and calculate the first term of the right part in the following way:
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The first step in eq.A.4-2 is, although correct, not so obvious. Therefore we propose a
more thorough derivation:

δk
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The process of substituting the output functions continues until layer l, the layer next
to layer k is reached. We then have the expression:
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The last equation enables us to calculate the δ’s of the PEs in the hidden layers from
known quantities. There is however a more convenient way to calculate the δ’s, by
using the repetitions of terms in eq.A.4-3. By rearanging eq.A.4-3 this will become
clear:

(A.4-4)δk
pm = ∑ 

l
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i
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… (tpi−ypi)f′(netL
pi) wL

pi … f′(netk+1
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The term between the square brackets is actually δk+1
pl . Hence  δk

pm can be expressed as
a sum of the δ’s of the PEs in the next layer:
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(A.4-5)δk
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If eq.A.4-5 is compared to eq.A.1-1, it becomes clear why this learning rule is called
error backpropagation: the δ’s are propagated backward through the network in a simi-
lar way as the input patterns x are propagated forward: by a weighted summation of
the inputs of a processing element.
The second term of the right hand part of eq.A.2-7 becomes for a PE in a hidden layer:
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∂netk
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The expression for the updates of weights in a hidden layer becomes:

(A.4-7)∆wk
mn = ∑ 

p

ηδk
pmok−1

n

With δk
pm given by eq.A.4-5.

A.5 Sequential training

The weight updates for the error backpropagation learning rule, derived in the pre-
vious paragraph, require the whole training set to be processed for one update of all
connection weights in the network (parallel training). This is however not the way the
error backpropagation rule is generally used. In most applications the weights are up-
dated after the presentation of each training pattern (sequential training). The weight
update for a pattern xp becomes:

(A.5-1)∆wk
pmn = ηδk

pmok−1
n

If the individual weight updates are small relative to the weights themselves, the effect
will be approximately the same as for the cumulative update of eq.A.4-7. If they are
not, an oscillation effect may occur if a number of successive training patterns result in
more or less opposite weight updates. Experiments show that in the general case when
the weight updates are small (η sufficiently small), sequential and cumulative weight
updates yield comparable solutions.
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Appendix B

BPLIB software package

B.1 Short description

The bplib software package was specially written for image filtering with error back-
propagation neural networks. The software package, that is written in C, consists of
three main parts:

• bplib - function library for error backpropagation
• bpima - program for image filtering with error backpropagation networks
• mknet - program for creation of feedforward networks

The bplib function library contains function for allocating data structures for feed for-
ward networks, reading and writing these structures to files and performing the for-
ward and error backpropagation calculations. The program bpima scans an image
either from top left to bottom right or randomly to obtain local neighbourhoods of
pixels. The grey levels of these sub-images are the inputs for the neural network. From
the outputs of the neural network an image is built up in the same way.

B.2 Manual pages

The UNIX style manual pages of the bplib function library, the program bpima for
image filtering with error backpropagation neural networks, and the program mknet
for creation of networks, are given on the subsequent pages.
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NAME
     bplib - standard  backpropagation  neural  network  function
     library

SYNOPSIS
     #include.h

     NET *readnet(f)
     FILE *f;

     void writenet(f,netp)
     FILE *f;
     NET *netp;

     void recall(netp,in,out)
     NET *netp;
     double *in,*out;

     void backprop(netp,err)
     NET *netp;
     double *err;

     void updateweights(netp)
     NET *netp;

     void cumulate(netp)
     NET *netp;

     void adapt(netp,err)
     NET *netp;
     double *err;

     void learn(netp,in,outd,out)
     NET *netp;
     double *in,*outd,*out;

DESCRIPTION
     readnet() reads a neural network according to  ndf(5)  (net-
     work  description  file)  format from file f. If an error is
     encountered in the file format an error message is generated
     and  an  exit(1) call is done. The memory allocation for the
     network structure is done in the function readnet.

     writenet() writes a neural network according to ndf(5)  for-
     mat to file f.

     recall() calculates the output of the network using the net-
     work  pointed to by netp.  The input vector is an array of n
     doubles, with n the number of inputs  of  the  network.  The
     outputvector  is an array of m doubles, with m the number of
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     outputs of the network. Recall calculates the  weighted  sum
     and  output  of  each  pe and puts them in the corresponding
     fields of the pe structure.

     backprop() propagates the error in err back through the net-
     work  according  to  the  standard  backpropagation learning
     rule.  err is of the same dimension as the output vector and
     should  normally  contain the difference between the desired
     (or target) output and the actual network output:

        err = outd - out

     Where out is the actual output of the network  (produced  by
     recall()) and outd is the desired or target output.
     The error is propagated back through the network  by  calcu-
     lating  the  socalled delta’s for all pe’s. These are stored
     in the delta fields of the pe’s.

     cumulate() calculate the weight changes from the delta’s and
     cumulate  them  in the deltaw fields of the connections. The
     momentum term is not used in this function.

        deltaw += learnrate*delta*input

     The learnrate and delta are taken from the destination pe of
     the connection;
     The input is the output of the source pe of the connection.

     updateweights() calculates the new weights using the  weight
     updates in the deltaw fields of the connections:

        weight += deltaw

     adapt() adapts the weights of the neural network pointed  to
     by  netp  according to the standard backpropagation learning
     rule, using the vector err. adapt() does  both  backpropaga-
     tion  and  weight updates, for sequential learning.  It also
     uses the momentum term to incorporate  the  previous  weight
     update in the new update.
     The function first calls the function  backprop()  and  then
     updates the weights, according to:

        deltaw = learnrate*delta*input + momentum*deltaw
        weight += deltaw

     learn() does first a recall() and then an adapt(). The input
     pattern  is  stored in in, outd is the target output and out
     is the output of the network.  The error for adapt() is cal-
     culated internal in the function according to

        err = outd - out.
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NETWORK DATA STRUCTURE
     The network datastructure contains elements of  4  different
     types: connections, processing elements (pe’s), layers:

     typedef struct _con     CON;
     typedef struct _pe      PE;
     typedef struct _layer   LAYER;
     typedef struct _net     NET;

     The top level of the structure is NET. A  network  structure
     consists of a pointer to its layers, pe’s and connections:

     struct _net
     {
          LAYER *layerp;
          int nrlayers;

          PE *pep;
          int nrpes;

          CON *conp;
          int nrcons;
     };

     layerp[0] is to the first layer, layerp[1] the second etc.
     layer[0] is the input buffer layer. The input of the network
     is  copied to the outputs of these pe’s, at the beginning of
     a recall.
     pep and conp are arrays of the processing elements  and  the
     connections of the network.
     pep[0] is the bias pe, of which the output is always 1.

     A layer consists of a pointers to  its  processing  elements
     and its connections:

     struct _layer
     {
          PE *pep;
          int nrpes;

          CON *conp;
          int nrcons;
     };

     The next level of the network are the pe’s of the layer. The
     pe structure contains a pointer to the connections that lead
     to the pe, and a number of data fields:

     struct _pe
     {
          CON *conp;
          int nrcons;
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          double sum;
          double output;
          double delta;
          double learnrate;
          double momentum;
          int transfer;
     };

     The data fields of the pe structure have the following mean-
     ing:
     sum - the weighted sum of its inputs
     output - the output of the pe
     delta - the delta of the  pe  calculated  during  the  error
     backpropagation
     learnrate - the pe’s learnrate used in updating the  weights
     of its connections
     momentum - the pe’s momentum used in updating the weights of
     its connections
     transfer - the pe’s transfer function to calculate its  out-
     put from the sum

     The available transfer functions are:

     TRF_IDENTITY
     TRF_PARABOLA
     TRF_SIGMOID
     TRF_EXPONENT
     TRF_LOG

     The call to the transfer function is done via  an  array  of
     pointers  to  functions.  There are 8 entries in this array.
     Entries 0-4 are used by the above given transfer  functions,
     so  5..7 are available to the programmer. If you want to use
     a costum transfer function, you must initialize the appropi-
     ate  entries  in the function arrays transf and dtransf (for
     the differentiated transfer function) and  write  the  func-
     tions. For example:

     double my_transfer(x)
     double x;
     {
          return calculation(x);
     }

     double my_dtransfer(x,y)
     double x,y;
     {
          return calculation_d(x,y);
     }

     transf[5] = my_transfer;
     dtransd[5] = my_dtransfer;
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     To the transfer function the  weighted  sum  of  the  pe  is
     passed in x.
     To the differentiated transfer functions both  the  sum  and
     the  output of the pe are passed in x and y, because in some
     cases this simplifies the calculations (e.g.  for  the  sig-
     moid).

     The pe’s are connected through the connections. A connection
     structure  consists  of a pointer to its source pe and three
     data fields:

     struct _con
     {
          double weight;
          double deltaw;
          int variable;
          PE *srcpep;
     };

     In the weight field the weight of the  connection,  that  is
     used in calculating the weighted sum, is stored.
     The deltaw field is used  to  store  the  calculated  weight
     update.
     If the flag variable is set, the weight will be  updated  in
     updateweights(),  adapt() or learn(). If not the weight will
     not be updated, although  deltaw  will  be  calculated.  The
     macro’s  VAR_WEIGHT and FIX_WEIGHT are available to test and
     set the flag.

MACRO’S
     A number of macro’s for initialization of the structures and
     access  to  the structures and their fields are provided. In
     the description below, the parameters of  the  macro’s  have
     the following meanings:

     netp - pointer to a network structure
     layerp - pointer to a layer
     pep - pointer to a processing element
     srcpep - pointer to a processing element
     conp - pointer to a connection

     The layers, processing elements and connections  are  stored
     in  arrays.   Thus  layerp[3]  is  layer no. 3 of a network;
     pep[2] is processing element 2 of a network or a layer etc.

     layer - number of layer
     pe - number of pe relative to the given object  (network  or
     layer)
     con - connection number relative to network, layer or pe

     The rest of the arguments are numbers to  put  in  the  data
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     fields.

     /*
      *      macro’s for network creation and initialization
      */

     CREATE_NET - create a network structure; return a pointer to
     the network structure
     CREATE_LAYERS(n) - create n layers and return a  pointer  to
     the array of layers
     CREATE_PES(n) - create n pe’s and return a  pointer  to  the
     array of pe’s
     CREATE_CONS(n) - create n connections and return  a  pointer
     to the array of connections

     INIT_NET(netp,nrlayers,layerp,nrpes,pep,nrcons,conp)
     INIT_LAYER(layerp,nrpes,pep,nrcons,conp)
     INIT_PE(pep,nrcons,conp,sum,output,delta,learnrate,momen
    tum,transfer)
     INIT_CON(conp,srcpep,weight,deltaw,variable)

     /*
      *      macro’s to access networks
      */

     CON_WEIGHT(conp) - weight of connection pointed to by conp
     CON_DELTAW(conp) - deltaw of connection pointed to by conp
     CON_SRCPEP(conp) - source pe of  connection  pointed  to  by
     conp
     CON_VARIABLE(conp) - variable flag of connection

     PE_NRCONS(pep) - number of connections to pe pointed  to  by
     pep
     PE_CONP(pep) - pointer to array of connections of pe
     PE_SUM(pep) - weighted sum of pe
     PE_OUTPUT(pep) - output of pe
     PE_DELTA(pep) - delta calculated by backprop() of pe
     PE_LEARNRATE(pep) - pe’s learnrate
     PE_MOMENTUM(pep) - pe’s momentum
     PE_TRANSFER(pep) - pe’s transfer function

     LAYER_NRPES(layerp) - number of pe’s of layer pointed to  by
     layerp
     LAYER_PEP(layerp) - array of pe’s of layer
     LAYER_NRCONS(layerp) - number of connections to layer
     LAYER_CONP(layerp) - array of connections to layer

     NET_NRLAYERS(netp) - number of layers of network pointed  to
     by netp
     NET_LAYERP(netp) array of layers of network
     NET_NRPES(netp) - number of pe’s of network
     NET_PEP(netp) - array of pe’s of network
     NET_NRCONS(netp) - number of connections in network
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     NET_CONP(netp) - array of connections in network

     CONP(netp,layer,pe,con) - pointer to connection con to pe pe
     in layer layer of network pointed to by netp
     PEP(netp,layer,pe) - pointer to pe pe of layer layer
     LAYERP(netp,layer) - pointer to layer layer
     BIASP(netp) - pointer to the bias pe
     LAST_LAYERP(netp) - pointer to the output layer of the  net-
     work

     Especially the last 5 macro’s will be usefull, because  they
     provide easy access to the network.

EXAMPLES
     To get a pointer to connection 2 of processing element 3  of
     layer 4 of a network, use:

     conp = CONP(netp,4,3,2);

     To set the weight of a connection pointed to by conp to 0.5,
     the following code can be used:

     CON_WEIGHT(conp) = 0.5;

     To get the output of pe 3 in layer 2, use:

     output23 = PEP_OUTPUT(PEP(netp,2,3));

     For other examples see the source of the related programs.

SEE ALSO
     mknet(1), bpnet(1), prtnet(1), ndf(5)

DIAGNOSTICS
     The ndf format version is checked (currently 3.10) in  read-
     net().  Readnet()  reads all previous versions; however wri-
     tenet() always writes the latest version.

BUGS
     There may be some, however none have been found yet.  Please
     report!

AUTHOR
     L.J. Spreeuwers
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NAME
     bpima - back propagation neural network for pattern recogni-
     tion in images

SYNOPSIS
     bpima [-trbcdm] [-s low high ] [-l epoch ] [-p  layer  pe  ]
     [-a accept ] ndf-file [ ima-in [ ima-out/ref ]]

DESCRIPTION
     bpima features neural network simulation  for  feed  forward
     neural networks that use the standard backpropagation learn-
     ing rule. Bpima is to  be  used  for  neural  network  image
     filtering.  All  images  are  1 byte/pixel deep.  Bpnet uses
     stdin and stdout. The used network architecture  is  in  the
     ndf-file (network description file, see ndf(5)).  A feedfor-
     ward network can be generated using mknet(1).
     For learning, an input image and a reference image  must  be
     specified.  The input image can be aither read from stdin or
     from the file ima-in. The reference image is read  from  the
     file  ima-ref. If no reference image is specified, the input
     image will also serve as reference image.  Input measurement
     (training)  vectors are formed from a local neighbourhood of
     a pixel. The size of the local neighbourhood  is  determined
     by  the  number of inputs of the neural network, and must be
     square. Target vectors are obtained by taking a local neigh-
     bourhood  of  the  corresponding  pixel  from  the reference
     image. The size of the local neighbourhood of the target and
     output vectors is determined by the number of outputs of the
     neural network. For simple image filtering this is 1, so the
     target  is just the pixel in the reference image correspond-
     ing to the pixel in the input image.   During  learning  the
     error  is  dumped  to  stdout.  The  error is the sum of the
     squared distances from the target and actual output  vectors
     over all training vectors, devided by the number of training
     vectors and the number of outputs. The  number  of  training
     vectors  is equal to the number of pixels in the input image
     minus a border of half the local neighbourhood size  (except
     when  using  block  scan  mode).  The error is written after
     each cycle  through  the  image  for  the  learning  process
     (epoch). The number of cycles is determined by the parameter
     epoch in the -l option. Also the network definition file  is
     written  after each epoch.  It is written over the specified
     ndf-file.
     In the recall operating mode bpima acts as an image  filter.
     It  reads  the  input  image  from stdin or the file ima-in,
     processes the data using the specified network,  and  writes
     the  output to either stdout or ima-out. During learning and
     recall the image can be scanned in several  different  ways.
     Available  are  random and line (default) scanning and block
     scan mode. Random scan is only  available  during  learning;
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     training vectors are selected randomly from the input image.
     The number of vectors still depends on the size of the image
     as  described  earlier. Block scan mode means that non over-
     lapping neighbourhoods are selected. The block size is equal
     to  the  maximum  of  input  and output neighbourhood sizes.
     Block mode is available in both learning and recall.
     There is a possibility to send the output of any  processing
     element  in  the  network  to the output image for a recall.
     This is done using the p-option.
     Sometimes a considerable speedup in the learning process can
     be obtained by skipping addaption of the weight if the error
     for a particular training vector is smaller than  a  certain
     acceptation level. This level can be set using the a-option.
     In order to make the grey-level range fit into the input and
     output  range  of  the neural network, the scaling option is
     supplied. It is by default set so that  the  maximum  output
     range of the network is used (scaling to 0..1).

OPTIONS
     -r        select random scan mode
     -b        select block scan mode
     -c        send line count to stderr
     -t        cumulate error and  update  after  processing  the
     whole training set (only in learning mode)
     -m        print  whole  error,  inclusive  accepted   errors
     (learning mode)
     -d        output an image in doubles instead of bytes
     -s low high    scaling for image grey levels
                    default: low=0.0, high=1.0
     -l epoch       use network in learn mode; epoch cycles
               through the image
     -p layer pe    send output of pe pe in layer
               layer to output image
     -a accept set acceptation level for error (default 0.01)

SEE ALSO
     mknet(1), prtnet(1),  bpnet(1),  bplib(3),  ima(3),  ima(5),
     ndf(5)

BUGS
     There may be some; if you find any, please  report  them  as
     soon as possible.

AUTHOR
     L.J. Spreeuwers
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NAME
     mknet - build a simple feed forward backpropagation  network
     in .ndf format

SYNOPSIS
     mknet [-vl] [-s seed ] [-f net-in ] [ ndf-out ]

DESCRIPTION
     mknet builds a simple feed  forward  backpropagation  neural
     network  in  ndf file format. The network will be fully con-
     nected between the layers with only connections between suc-
     cesive  layers, and all processing elements connected to the
     bias.  The network information is read from net-in (or stdin
     if  this  file  is not given) and the ndf file is written to
     the file ndf-out or stdout if the file is not given.
     The easy way to use mknet is  in  interactive  mode  (option
     -v). The program will ask a number of questions that must be
     answered. The first question it asks is about using short or
     long  description.  In short definition the momentum term is
     set to 0, and the transfer function to sigmoid. In the  long
     definition these parameters can be set (per layer).

     In non interactive mode mknet expects  the  following  input
     from net-in, (or stdin):

     <Inumber of layers <Inumber of inputs <Iweight initialisation
     limit

     and then for each layer:

     <Inumber of pe’s <Ilearnrate {  <Imomentum  <Itransfer  func-
     tion }

     The part between curly brackets {} should only be given  for
     long definition (-l option).

     The number of layers includes the input buffer layer.  Since
     the  input  layer only buffers the input, it is defined by a
     single parameter, i.e. the number of inputs of the  network.
     Therefor it should not be defined in the layer descriptions.

     The weight initialisation limit determines the range of  the
     uniform  distribution  for  the random initialisation of the
     weights. The range is:

      -weightinit .. +weightinit 

     The following transfer functions are available:

     0    identity
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     1    parabola
     2    sigmoid
     3    exponential
     4    logarithmic

OPTIONS
     -v        verbose - use interactive mode
     -l        use long definition
     -s seed   define seed of random number generator for  weight
     initialisation
     -f net-in read network input from file net-in

EXAMPLES
     To generate a network with 3 layers (1 input buffer, 1  hid-
     den  layer and 1 output layer), 4 inputs, 2 pe’s in the hid-
     den layer and 1 in the output layer, and the learning  rates
     of the hidden and output layer 0.9 and 0.1 respectively. The
     following input should be used for mknet in short definition
     mode:

     3 4 0.5
     2 0.9
     1 0.1

     The weight initialisation is uniform between  -0.5  ..  0.5
     

     To create a network with the same architecture, however with
     a  momentum  term of 0.3 for hidden and output layers, and a
     parabola transfer function in the hidden layer and a sigmoid
     for  the output layer, the following input should be used in
     long definition mode (-l option):

     3 4 0.5
     2 0.9 0.3 1
     1 0.1 0.3 2

SEE ALSO
     bpnet(1), bplib(3), prtnet(1), ndf(5), bpima(1)

AUTHOR
     L.J. Spreeuwers
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Samenvatting

Beeldfiltering met neurale netwerken

Toepassingen en prestatie evaluatie

Neurale netwerken vertegenwoordigen een relatief nieuwe methode voor data- en in-
formatieverwerking. Er bestaan verschillende benaderingen voor beeldverwerking en
patroonherkenning met behulp van neurale netwerken, maar deze hebben over het al-
gemeen betrekking op doel-zoek systemen, karakterherkenning, associatieve ge-
heugens voor het opslaan en oproepen van beelden en het modelleren van de retina. In
dit proefschrift staat de toepassing van neurale netwerken als beeldfilters centraal.
Beeldfiltering technieken worden gebruikt voor o.a. beeld restauratie, beeld verbeter-
ing en kenmerkversterking en -extractie uit beelden. Het resultaat van deze operaties is
opnieuw een beeld, dat op een bepaalde manier beter geschikt is voor verdere ver-
werking door mensen dan wel door machinale beeldverwerkingssystemen. 
Een aantal belangrijke vragen die aan de orde komen zijn: 

• wanneer is het nuttig om neurale netwerken te gebruiken voor beeldfiltering

• hoe kunnen neurale netwerken worden gebruikt als beeldfilters

• hoe kan de qualiteit van beeldfilters worden gemeten

• wat is de qualiteit van de beeldfilters op basis van neurale netwerken

Neurale netwerken worden getraind met behulp van voorbeelden van het gewenste ge-
drag. Dit betekent dat in het algemeen slechts weinig aandacht besteed hoeft te worden
aan de modellering van de onderliggende processen. Het gevolg is dat het gebruik van



neurale netwerken wel een oplossing voor het probleem oplevert, maar dat bij het ont-
werp weinig kennis over de processen wordt verkregen. Toepassing van neurale net-
werken heeft dan ook voornamelijk zin als het verkrijgen van een werkende oplossing
belangrijker is dan het verkrijgen van inzicht in de onderliggende processen.
Beeldfiltering met neurale netwerken kan zeer grote, moeilijk beheersbare netwerken
opleveren. In dit werk wordt voorgesteld kleine neurale netwerken te gebruiken die
werken op lokale omgevingen van pixels in een beeld. Het niveau van elk pixel in het
uitgangsbeeld wordt bepaald door de niveaus van de pixels in een lokale omgeving
van het corresponderende pixel in het ingangsbeeld. Een nadeel van deze benadering
is dat slechts positie invariante filters kunnen worden gerealiseerd. Als voorbeelden
van beeldfilters op basis van neurale netwerken worden filters voor beeldopscherping,
ruisonderdrukking en randdetectie (edge detection) beschreven. De filters zijn gereali-
seerd met behulp van een software pakket, bplib, voor simulatie van error backpropa-
gation netwerken, dat speciaal voor dit doel is geschreven.
Het is verbazingwekkend hoe weinig er gepubliceerd is over het evalueren van de
qualiteit van beeldverwerkingssystemen en -operaties. Vaak wordt geprobeerd de
qualiteit te definiëren los van hun toepassingsgebieden. Een belangrijk uitgangspunt in
dit werk is dat de qualiteit van beeldverwerkingssystemen en -operaties alleen maar
gedefinieerd mag worden in relatie met hun toepassingen. De methode voor de evalu-
atie die in dit werk wordt voorgesteld is gebaseerd op het "gemiddelde risico" (average
risk, AVR). In de AVR worden de kansen op fouten (of de frequenties van fouten)
gewogen met de kosten van de fouten en door sommatie gecombineerd. In het geval
van edge detectie betekent dit bijvoorbeeld dat voor een bepaalde edge detector de
kans dat een edge pixel niet gedetecteerd wordt met kosten 1 wordt gestraft, terwijl de
kans dat een edge pixel wel gedetecteerd wordt, maar niet correct gelokaliseerd in
lagere kosten resulteert. Het voorbeeld van evaluatie van edge detectoren wordt ook
verder uitgewerkt. De kosten van de verschillende typen fouten hangen af van de toe-
passing van het beeldverwerkingssysteem. Vanuit de statistische patroonherkenning is
er een goede theoretische onderbouwing voor de AVR. Deze wordt in dit werk uitge-
breid en aangepast aan de toepassing voor evaluatie van beeldverwerkingssystemen en
-operaties. Hiermee wordt een theoretisch raamwerk geschapen voor de evaluatie van
beeldverwerkingssystemen en -operaties in het algemeen.
Vergelijking van de prestaties van beeldfilters op basis van neurale netwerken met an-
dere beeldfilters laat zien dat i.h.a. vergelijkbare resultaten behaald kunnen worden.
Voordeel van de toepassing van neurale netwerken is vooral dat op eenvoudige wijze
een beeldfilter voor een specifieke toepassing ontworpen kan worden (door de juiste
voorbeelden aan te bieden), zonder dat daarvoor diepgaande analyse van het gewenste
gedrag nodig is. Voor een specifieke toepassing kunnen filters worden verkregen die
superieur zijn aan oplossingen op basis van slechte of onvolledige modellering
(bijvoorbeeld omdat modellering erg complex is).
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Index

!
3D-scene model 68

A
architectures 78-79
average risk 17, 32, 95, 97
AVR edge detector evaluator 101, 113

B
biological nervous system 13
bottom-up approach 26
boundary 37

C
Canny 40, 113
CCD camera 23
clustered missed edges 106
clustered pixels 109
clustered spuriously detected edges 106
clustering 58
completed edge map 107
conditional covariance matrix 41
convolution kernels 92
correctly detected edges 104, 106
cost function 110
cvm edge operator 41, 92

D
delta’s 118
displacement 105, 108
displacement error 114
distance measure 99
distributed ray tracing 71

E
edge definition 38
edge detection 37-41, 86
edge detection evaluation 101
edge detector 38
edge fitting 39
edge operator width 113
edge width 108
edited edge map 89
edited images 64
error backpropagation 51
expected loss 96
explicit model 27

F
feature enhancement 36
feed forward network 45
figure of merit 111
Fukushima 14
function approximation 14
function design approach 25



G
geometric description 24

H
hidden layer 46
hidden layer interpretation 92
histogram equalisation 35
Hopfield network 14, 54
hypothesis testing approach 26

I
image acquisition system 69
image analysis 23
image enhancement 35
image filtering 16, 32-33, 35, 78
image processing 21
image restoration 33
imaging device 23
implicit model 26
information 21
input layer 46
inverse problem 25
isolated missed edges 106
isolated pixels 109
isolated spuriously detected edges 106

K
Kohonen network 14, 57
Kolmogorov 43

L
learning 47
learning curve 82
learning rate 53, 82
learning time 82
least squares solution 99
levels of abstraction 29
levels of description 29
linear separation 45
localisation 40

localisation errors 102, 105
log-likelihood ratio 41
luminance transition 37

M
Marr-Hildreth 113
measure of curvature 74
measurement 21
minimum average risk 101
Minsky and Papert 14, 50
missed edges 102, 105, 107
model based image analysis 24
modular image analysis 28
multi-layer perceptron 50
multi-parameter model 28

N
nearest neighbour classifier 28, 58
Neocognitron 14
nervous system 13
neural network 43
neural network edge detector 86
neural network image filter 16, 77
noise filter 81
noise variance 84
non-parametric model 28
non-supervised training 48

O
operator width 114
optimization for minimum AVR 116
output layer 46

P
parallel training 49
parametric model 28
perceptron network 49
performance evaluation 17, 31
photometric description 24
physical edge 37, 72
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position estimation 30
position invariant filtering 78
position variant filtering 78
principle components 92
probabilities on errors 100, 103
processing element 44
pulse detection 119

Q
quadratic cost criterion 116

R
radiometric description 24
ray tracing 68, 70
recurrent network 45, 54
reflection function 69
rendering 70
rendering equation 71
representational framework 29
Rosenblatt 14
Rumelhart 14

S
scene 23
segmentation 30, 36
sequential training 49, 53
sigmoid 52
Sobel 41, 113
spatially (in)variant 32
splines 14
spontaneous ordering 92
spuriously detected edges 102, 104, 107
squared error 99
supervised training 48
synthetic images 65, 67

T
target output image 63
template matching 27
test image 63

thick edges 102, 105, 108
top-down approach 27
training input image 63
transfer function 45

U
unity cost criterion 116
unsharpness correction 30, 84

V
Voronoi tessellation 67
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