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Voorwoord 

Het verbeteren van de toegang tot overheidsinformatie, transparant zijn over het 

handelen en verantwoording aan de samenleving afleggen, zijn belangrijke pijlers 

voor de overheid. Zo ook voor het Ministerie van Justitie en Veiligheid (JenV). Sinds 

2016 voert JenV mede daarom een Open databeleid uit. Het motto van JenV hierbij 

is ‘openbaar tenzij’. Het ministerie beoogt datasets uit het JenV-domein zoveel als 

mogelijk en proactief beschikbaar te stellen. Veel JenV-datasets betreffen privacy-

gevoelige data: over justitiabelen, vluchtelingen of andere mogelijk kwetsbare groe-

pen, waaronder minderjarigen en rechtzoekende burgers. Het is derhalve van groot 

belang de data alleen op een verantwoorde, privacybeschermende wijze te openen. 

 

Om hier nader invulling aan te geven heeft het WODC, in samenwerking met Direc-

tie Informatisering en Inkoop van JenV, een langlopende onderzoekslijn opgezet 

naar de privacyaspecten bij het openen en delen van data. De resultaten van deze 

onderzoekslijn zijn niet alleen van toepassing op het openen van datasets in de con-

text van het Open databeleid van JenV, maar ook op het delen van datasets tussen 

ketenpartners binnen JenV en derde partijen onderling. Bij het delen van datasets 

tussen (overheids-)organisaties is het immers ook van groot belang om de privacy 

van de betrokken personen te beschermen.  

 

Onderzoek naar de privacyaspecten bij het openen en delen van data is hoognodig, 

omdat de bescherming van de privacy een steeds grotere uitdaging is geworden:  

de hoeveelheid en diversiteit van beschikbare data, en daarmee de beschikbaarheid 

van achtergrondinformatie, is groter dan ooit en breidt razendsnel uit. Hierdoor 

wordt ook de kans op privacyinbreuken steeds groter. Bij het beschikbaar stellen 

van data dient derhalve steeds zorgvuldig afgewogen te worden of deze bij her-

gebruik risico’s opleveren voor de privacy van de betrokkenen. 

 

Het WODC bestudeert in dit kader sinds 2016 verschillende tools en methoden die 

dataprofessionals kunnen ondersteunen bij het beschermen van privacygevoelige 

gegevens en het maken van deze afweging. Deze tools en methoden zijn gericht op 

de bescherming van privacy door middel van het reduceren van de risico’s, terwijl 

de datakwaliteit en bruikbaarheid van de data zoveel mogelijk wordt gehandhaafd. 

Het belang van deze tools en methoden neemt snel toe, niet alleen door de steeds 

verdergaande ontwikkelingen op het gebied van privacy (de invoering van de AVG in 

2018), Open data en Big data, maar ook door het ontstaan van datalabs, data-inno-

vatiehubs en anders samenwerkingsverbanden waarin datagedreven wordt gewerkt.  

 

In een eerder verschenen publicatie (Bargh, Meijer en Vink, 2018) zijn verschillende 

tools en methoden onderzocht die gericht waren op het beschermen van microdata-

sets. In het onderhavige onderzoeksrapport zijn de tools en methoden voor 

geaggregeerde datasets in kaart gebracht. Deze inventarisatie van de state-of-the-

art op dit gebied is niet alleen relevant voor de databeheerders en data-analisten 

binnen JenV die zich al bezighouden met het anonimiseren, beschermen of openen 

van data. Het is net zo belangrijk dat bestuurders die verantwoordelijk zijn voor 

privacy- en/of databeleid, en het opzetten van datalabs, kennis opbouwen over de 

kansen en beperkingen van deze tools en methoden.  

 

In onze onderzoekslijn zullen daarom in de toekomst nog verschillende andere 

publicaties verschijnen, onder meer over een procedure voor de praktische inzet  



 

 

van de onderzochte privacybeschermingsmethoden en het inbedden ervan in de 

organisatie. Ook zullen we onderzoeken hoe tekstuele gegevens (bijvoorbeeld 

dossiers) beschermd kunnen worden, een laatste ontbrekende schakel in de kennis 

die we tot nu toe hebben ontwikkeld. Op deze manier blijft het WODC een bijdrage 

leveren aan het binnen JenV ontwikkelen en ontginnen van kennis en expertise op 

het terrein van privacybeschermingsmethoden. 

 

Mijn dank gaat, mede namens de auteurs, uit naar voorzitter en leden van de 

begeleidingscommissie. Bijzondere dank wil ik ook graag uitspreken aan drs.  

Walter Schirm en Tim Charlett-Green, die met hun expertise en door het leveren 

van datasets een waardevolle bijdrage leverden aan de totstandkoming van dit 

onderzoek, en aan dr.ir. Sunil Choenni, die door zijn constructieve kritiek en 

terugkoppeling een waardevolle bijdrage leverden aan de verbetering van dit 

onderzoekrapport.  

 

Prof. dr. G.J.L.M. Lensvelt-Mulders 

Directeur WODC 
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Summary 

Background, scope and research questions 

Governments seek to improve their transparency, accountability and efficiency 

through proactively opening their publicly funded data sets to the public. In this 

way, governments intend to support participatory governance by citizens, to fos- 

ter innovations and economic growth for public and/or private enterprises, and to 

facilitate making informed decisions by citizens and organizations. Protecting the 

privacy of individuals is an important precondition for governmental organizations 

for opening their data responsibly. In open data settings, where the shared data  

are observable for everybody, including potential adversaries, data protection boils 

down to removing personal data from the shared data, i.e., data anonymization in  

a technical sense, while maintaining the utility of the data as much as possible. 

 

There are various technologies for protecting personal data in a data set. Statistical 

Disclosure Control (SDC) technologies refer to a subset of personal data protection 

mechanisms, developed for minimizing personal data while sharing useful data for  

a given purpose (i.e., maintaining data utility). SDC technologies can be applied to 

microdata sets as well as tabular data sets. SDC technologies for protecting micro-

data sets are studied in (Bargh, Meijer and Vink, 2018). In this study, we investi-

gate SDC technologies for protecting tabular data sets. 

 

Tabular data are constructed from microdata. A tabular data set is a table  

consisting of some rows and columns that correspond to a number of grouping 

attributes, which are a subset of the attributes of the microdata. Any combination  

of the values of the grouping attributes defines a so-called cell in the tabular data 

set. Often a table contains also marginals or margin cells that hold the sums of the 

values of the cells in the corresponding rows or columns. There are two types of 

tabular data, namely: frequency tables and magnitude tables. In a frequency table, 

the quantitative values in the cells are the counts (or the fractions) of the records in 

the microdata set that match the grouping attribute values of the corresponding 

cells. In a magnitude table, the cells represent the sums of the quantitative values 

of the corresponding records in the microdata set.  

 

The objective of this study is to investigate post-tabular statistical disclosures  

of personal data and the SDC technologies for protecting personal data in tabular 

data sets, especially in the context of non-interactively opening privacy sensitive 

data sets (as in the case of, e.g., justice domain data sets). In post-tabular disclo-

sure control the SDC technologies are applied to the already aggregated data, i.e., 

to the cells of tabular data sets, and not to the underlying microdata set. A non-

interactive release of a data set means that the data set is defined and shared by a 

data controller in a single release. In contrast, an interactive release means that the 

data consumers carry out multiple queries on the original data sequentially. 

 

The main research questions addressed in this study are:  

Q1: What are the ways for disclosing personal data when tabular data sets are 

published? 

Q2: What are the methods for protecting tabular data sets? 

Q3: What are the main functionalities of available SDC tools for protecting 

personal data in tabular data sets and preserving data utility therein? 
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Methodology 

To answer the research questions, we carried out desk research on SDC topics for 

tabular data sets. Additionally, we have analyzed several use-cases within the Dutch 

Ministry of Justice and Security. These use-cases helped us to identify relevant per-

sonal data disclosure threats as well as the typical methods used for preventing 

them in practice. Further, we have examined the SDC tools for protecting tabular 

data sets and studied their documentations for gaining insight into the capabilities 

and limitation of these tools.  

Main results 

In the following, we briefly describe the main results of the study, which can be 

mapped to the research questions mentioned above. 

On the ways for disclosing personal data in tabular data sets 

The types of personal data disclosures in a table can be categorized in three groups:  

 Reidentification: Reidentifying an individual contributing to a cell of the table. 

 Individual attribution: Learning something (new) about an individual from the 

table. 

 Group attribution: Learning something (new) about a group of individuals.  

These disclosures can occur in varying degrees of certainty.  

 

Various factors in the data environment influence the risks associated with perso- 

nal data disclosures. The background knowledge that is available to intruders con-

stitutes a main factor in the data environment for deriving personal data from a 

released table. The background information available to intruders can be from the 

other releases with a similar purpose to that of the released table (for example, 

when organizations release data about victims via multiple, sequential, continuous 

and collaborative releases) or from data totally other than the released table (for 

example, when victims share information about themselves via social networks). 

 

In literature, different attacker types are proposed to model disclosure attacks and 

some aspects of the data environment relevant for these attacks. Three well-known 

attacker types are: prosecutor, journalist and marketer attackers. For example, an 

intruder that wants to learn about a specific individual falls under the prosecutor 

archetype, whereas an intruder that seeks information about any individual or a 

specific group can belong to either the journalist archetype or the marketer arche-

type.  

 

Personal data disclosures in a cell of a table can concern either the number of the 

contributors to the cell or the distribution of the contributions of the contributors to 

the cell. The former is important for both frequency and magnitude tables, whereas 

the latter is only relevant for magnitude tables when certain contributions to the cell 

have large magnitudes, compared to the other contributions. 

 

Based on our literature study, we have categorized personal data disclosure 

scenarios for tabular data sets in the following types:  

1 Few contributors to a cell, whereby it may become possible to reidentify the 

contributor(s) to such a cell based on (a) the values of the grouping attributes 



 

Wetenschappelijk Onderzoek- en Documentatiecentrum Cahier 2020-17  |  10 

that the cell represent and (b) the identity associated with these grouping attri-

bute values that can be found in other databases. 

2 Differencing among the values of the cells in a table, due to which one can derive 

small cell values as specified in the first type above. 

3 Differencing among the overlapping sub-populations that appear in a table, due to 

which one can derive small cell values as specified in the first type above.  

4 Linking among the values of the cells in different tables, due to which one can 

derive small cell values as specified in the first type above. 

5 Skewed cell values where the distribution of the values of the cells in a row or 

column of a table is concentrated in a few cells. Hereby, group attribution may 

occur for those individuals represented by the cells of the row or column.  

6 Dominating contributor to a cell in a magnitude table, where the intruder can 

infer the contribution of the dominating contributor to the cell. Here we assume 

that, as background knowledge, the intruder knows about the dominance of that 

contributor.  

 

While disclosure scenarios 1-5 may occur for both frequency and magnitude tables, 

the last scenario is exclusive to magnitude tables. 

On disclosure risk measures 

There are several measures proposed in literature that data controllers can use for 

specifying disclosure risks. These measures define a disclosure risk slightly different-

ly. Firstly, the risk of disclosure can be measured per cell by indicating whether 

every cell in a table is safe or not by using sensitivity rules. After determining un-

safe cells based on a sensitivity rule, the disclosure risk of an entire table is simply 

determined by the proportion of the cells in the table that are considered as unsafe 

according to the sensitivity rules. Examples of sensitivity rules are: 

 The minimum frequency rule, which deems a cell as unsafe when there are fewer 

contributors in the cell than a predetermined threshold value (like 3). 

 The dominance rule that assesses a cell in a magnitude table as unsafe when a 

few contributors to the cell contribute more than a specific percentage of the total 

cell value. 

 The p% rule that considers a cell as unsafe whenever a contributor to the cell 

(normally the second largest contributor) is able to guess the contribution of 

another contributor with more than p% accuracy. 

 

Secondly, another measure of the disclosure risk of a table is Subtraction Attribution 

Probability (SAP), which assumes that an intruder has background information about 

a random sample of the contributors, and uses this background information to esti-

mate the contributions of other contributors in the table.  

 

Thirdly, conditional entropy measures can be used to estimate disclosure risks 

based on some properties of a table as a whole. These measures aim at capturing 

how uniform the distributions of contributors are in the table (e.g., the more cells 

with zero or small values are, the more unsafe the table is).  

On data utility measures 

There are also several measures proposed in literature that data controllers can  

use to specify the change in the utility of (or information loss in) tabular data sets 

caused by applying disclosure control techniques. Knowing the data usage, which 

includes understanding the type of the data set and the existing associations (or 
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correlations) within the data set, can help in determining an appropriate data utility 

measure.  

 

A simple measure of data utility is the distance between the original tabular data set 

and the transformed tabular data set. Two example distance metrics are: Hellinger’s 

distance and absolute average distance. With such a distance measure, the data 

controller can measure how close the transformed tabular data set is to the original 

tabular data set. SDC technologies affect a table as whole, causing various groups 

to have different totals than their original values. Distance measures can be used to 

limit the difference between the original and the transformed totals.  

 

Distance measures do not capture well the changes in variance that are caused by 

the data transformation. Several measures can be used to indicate such changes in 

variance. For instance, the Analysis of Variance (ANOVA) measure indicates the 

difference in variance between a set of grouping attributes and a target attribute.  

 

Although the data usage may not be known beforehand, in some cases a data  

controller could have an idea of the data usage expected in the data release. If  

it is known that data consumers are interested in certain data associations, for 

example a particular correlation, then the data controller can use several associa-

tion measures as utility measures. Examples of such measures are: Spearman rank 

correlation, Cramer’s V, Pearson correlation and Wilcoxon signed rank-test.  

On methods for protecting tabular data sets 

Several SDC techniques can be used for protecting tabular data sets. Each tech-

nique transforms the data in a different way and provides different properties 

related to data utility. The data protection methods found can be categorized into 

two generic categories: 1) non-perturbative methods and 2) perturbative methods.  

 

Non-perturbative methods maintain the truthfulness of attribute values intact.  

These methods include: 

 Suppression, which is achieved by replacing the value of a cell with an empty 

value or with a symbol to indicate the suppression. 

 Conventional rounding, which is achieved by rounding every cell value to its 

nearest base value. 

 Small Cell Adjustment (SCA), which is achieved by adjusting (normally via 

suppression or conventional rounding) the cells with small values to contain 

information loss. 

 Table redesign and sampling, which is achieved by reconfiguring the values of  

the rows and columns in a table via, for example, merging the smaller intervals  

of cell values into larger intervals. 

 

Perturbative methods add an element of noise (i.e., a random value) to the data 

and do not maintain the truthfulness of attribute values. Examples of perturbative 

methods are: 

 Random rounding, which is achieved by rounding a cell value probabilistically  

to either the upper base value or the lower base value. 

 Controlled rounding, which constrains the rounding of cell values so that the 

rounded values of internal cells sum up to their respective marginal. 

 Controlled Tabular Adjustment (CTA), which aims at adjusting all vulnerable  

cells (not just small value cells) in a way that they remain at a minimum distance 
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from their original values. Not only rounding but also other methods are used  

to change cell values here. 

 Cyclic perturbation, which is achieved by adding random noise to the cell values. 

In every cycle, it transforms cell values pairwise by increasing and decreasing  

the cell values by 1. Hereby, the technique retains the additivity property in the 

transformed tables. 

 Synthetic data generation, which is achieved by generating a completely new 

table with similar statistical properties to those of the original table. 

 Cell-key, which is achieved by consistently adding noise across tables. To this 

end, random keys are assigned to data records in the original microdata set, 

which are in turn used to derive cell keys and determine the amount of noise 

added to every cell in the table.  

 

Empirical studies are needed to better understand how these data protection 

methods perform in practice.  

 

Applying SDC technologies essentially requires preserving data utility as much as 

possible and mitigating data disclosure risk as much as possible. When selecting  

an appropriate method, a data controller should first choose which data utility 

properties are important, thereafter, the data controller should look at which 

appropriate methods provides the best trade-off between reducing disclosure risk 

and retaining utility. 

On SDC tools for protecting tabular data sets 

Some organizations involved in collection and processing of personal data (like sta-

tistical agencies and universities) have developed SDC tools that make it easier to 

apply aforementioned SDC methods and measures. In this study, we surveyed the 

following tools: 𝜏-ARGUS, sdcTable, and CellKey packages, all of which are open 

source and freely available.  

 

Of the tools surveyed, 𝜏-ARGUS provides the largest number of post-tabular tech-

niques for protecting tabular data sets (like suppression, controlled tabular adjust-

ment and controlled rounding), which are accessible through a GUI. Additionally, 𝜏-

ARGUS comes with an extensive manual which includes the theory behind the tech-

niques, some recommended parameter settings, and a practical example of how to 

use their interface to protect a dataset. Although the manual is very extensive, it 

still misses certain critical explanations, making it difficult for users to use the tool.  

 

The other packages studied are smaller than 𝜏-ARGUS and provide limited features 

and no GUI. Their documentation is not as elaborate as that of 𝜏-ARGUS and, there-

fore, using the other packages requires more preliminary knowledge from the user 

than using 𝜏-ARGUS does. The CellKey packages do provide a method that is not yet 

implemented in 𝜏-ARGUS and the sdcTable provides access to 𝜏-ARGUS methods in 

R, which might be preferred by more advanced users. Furthermore, these tools are 

in active development, which may improve them in the future. 

Discussion and follow-up research 

We have identified the scenarios of personal data disclosures for tabular data sets 

that are currently known in the literature. As these scenarios capture the current 

state of the art, continuous research will be required to remain aware of the newest 
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disclosure scenarios. The scope of this research should not be limited to only tabular 

data, but should also include microdata. Particularly, investigating how the risk of 

personal data disclosures in microdata relates to that for tabular data can be instru-

mental to harness the knowledge in one field in the other one.  

 

We have also provided an overview on SDC methods that could be used to protect 

tabular data against personal data disclosures. The list of possible methods is long 

and varied. A data controller has to understand the properties of the SDC methods 

in order to select the correct SDC methods in a given context. We include a list of 

common SDC properties as well as a table of which SDC methods satisfy which 

properties to help data controllers in their choices of SDC methods.  

 

Similar to the SDC methods, the usage of the SDC tools is complex and users could 

need additional guidance. In our follow-up reports, we aim at facilitating the use of 

SDC technologies in practice. To this end, we have to take into account the data 

type and the data environment in order to appropriately select and configure SDC 

methods. This research will be done based on the findings in this report together 

with expert interviews, case studies and our own previous experience. This work  

will result in some guidelines for applying SDC technologies in practice.  

 

Another research direction is to expand the available work on SDC based microdata 

and tabular data protection to the domain of protecting unstructured data, specifi-

cally for protecting textual data written in natural languages. Unstructured data are 

vastly produced and shared within the justice domain (for example, the textual data 

produced in court proceedings, verdicts and police reports). Text anonymization is a 

very difficult and time-consuming task. Research into recognizing subjects in gram-

matical sentences, such as named entity recognition, can make it possible to iden-

tify explicit identifiers automatically. This would help pseudonymization efforts for 

textual data. Furthermore, there is a practical need for the research on state-of-the-

art for identifying objects in grammatical sentences as they may not be identifying 

on their own, but become identifying when they are combined with other data items 

(i.e., act as quasi identifier). This future research direction would benefit the anony-

mization efforts for textual data. 
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1 Introduction 

Data sharing with the public or specific groups must comply with, among other 

things, the regulations and laws that aim at preserving the privacy rights of indi-

viduals. Preserving the privacy rights of individuals requires protecting privacy-

sensitive data or so-called personal data. Personal data refers to any information 

relating to an identified or identifiable natural person (a so-called ‘data subject’) 

according to Article 4 of GDPR. 

 

There are various technologies for protecting personal data in a data set. Statistical 

Disclosure Control (SDC) technologies refer to a subset of personal data protection 

mechanisms, developed for minimizing personal data while sharing useful data for  

a given purpose (i.e., maintaining data utility). SDC technologies can be applied to 

microdata sets as well as tabular data sets. SDC technologies for protecting micro-

data sets are studied in (Bargh, Meijer and Vink, 2018). In this report, we study 

SDC technologies for protecting tabular data sets.  

 

In this introductory chapter, we present the motivations behind studying data pro-

tection methods in Section 1.1. Subsequently, we present the research objectives 

and questions (Section 1.2), the scope of this study in terms of data type (Section 

1.3) and our research methodology (Section 1.4). Lastly, we provide an outline of 

the report in Section 1.5. 

1.1 Motivations 

Governments seek to improve their transparency, accountability and efficiency 

through proactively opening their publicly funded data sets to the public. In this 

way, governments intend to support participatory governance by citizens, to fos- 

ter innovations and economic growth for public and/or private enterprises, and to 

facilitate making informed decisions by citizens and organizations. 

 

Often public organizations, enterprises and institutions collect data about natural 

persons (e.g., citizens, clients or employees). These parties collect data directly  

and indirectly. They require data, like contact and demographical information about 

crime victims or about patients, in order to provide their services. They may also 

collect data as the byproduct of their services, like when a judicial or healthcare 

process proceeds in time and goes through a chain of actions and interventions.  

The collected or produced privacy-sensitive data can be shared with the public in 

various formats. As an example relevant for the scope of this study, the data can 

be transformed into frequency or quantitative tables before being shared or opened. 

In the justice domain, there are many of such tabular data sets being shared with 

the public. In the Netherlands, for example, WODC1 and CBS2 report annual crime 

statistics at the national level.3 In the UK, the Office for National Statistics (ONS) 

reports the UK annual crime statistics.  

 

                                                

1  Dutch: Wetenschappelijk Onderzoek- en Documentatiecentrum 

2  Dutch: Centraal Bureau voor de Statistiek 

3  See https://www.wodc.nl/cijfers-en-prognoses/Criminaliteit-en-rechtshandhaving/ 
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Example of a tabular data set 

Table 1 is a partial table from the ONS, which represents the number of offences 

committed by individuals as recoded by England and Wales Police, excluding 

Greater Manchester Police. The table groups the individuals by year (see the 

columns in Table 1) and specific type of offence (see the rows in Table 1). 

 

Table 1 Police recorded crime by offence (a partial table from the ONS) 

Offence type Year 

Apr '17 to 

Mar '18 

Apr '18 to 

Mar '19 

Jan '18 to 

Dec '18 

Jan '19 to 

Dec '19 

Murder 518 542 560 545 

Manslaughter 109 71 83 117 

Corporate manslaughter 4 10 10 7 

Infanticide 1 2 2 1 

Homicide 632 625 655 670 

Causing death or serious injury by dangerous driving 557 585 607 513 

Causing death by careless driving when under the 

influence of drink or drugs 
26 23 24 16 

Causing death by careless or inconsiderate driving 144 139 126 110 

Causing death by dangerous or careless driving ... ... ... ... 

Causing death by driving: unlicensed or  

disqualified or uninsured drivers  
9 7 10 5 

 

 

The objective of data opening are to improve government transparency and accoun-

tability but not to jeopardize the privacy of individuals. Disregarding the privacy of 

individuals can have adverse impacts on their liberty, autonomy or even income 

(Prins, Broeders & Griffioen, 2012; Bargh & Choenni, 2013; Kalidien, Choenni & 

Meijer, 2010). For instance, data analytics based on personal data can lead to 

denying services to individuals, thus making them subject to unjustifiable or unjust 

discrimination (Choenni, Netten & Bargh, 2018). Further, linking opened data sets 

with other available data can reveal even more privacy-sensitive information about 

individuals than the information shared initially in those open data sets (Bargh & 

Choenni, 2013; van den Braak et al., 2012).  

 

Protecting the privacy of individuals is an important precondition for governmen- 

tal organizations to open their data responsibly. In open data settings, where the 

shared data are observable for everybody including potential adversaries, data 

protection boils down to removing personal data from the shared data (i.e., data 

anonymization in a technical sense, while maintaining the utility of the data as  

much as possible). This type of data protection relates to the data minimization, 

purpose limitation, and accuracy principles of GDPR Article 5 (1-b, 1-c and 1-d). 

Data anonymization is evidently not an easy task, as there have been many sup-

posedly anonymized data sets reidentified in practice, such as politicians being 

reidentified in anonymized browsing history data sets (Eckert and Dewes, 2017)  

and patients being reidentified in healthcare records anonymized for medical 

research (Matthews et al., 2016; Sweeney, 1997; Culnane et al., 2017). 

 

A common way for protecting privacy via data anonymization while keeping the data 

as useful as possible is by using SDC technologies. Our previous work (Bargh, Meijer 

& Vink, 2018) describes SDC technologies for protecting microdata. Due to the large 

number of frequency and quantitative tables (from hereon also called tabular data 

sets) currently being released to the public, particularly in the justice domain, in this 
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work we describe the SDC technologies for protecting tabular data sets. Note that, 

although the initial motivation for this conducting study was privacy protection in 

open data settings, the SDC technologies can be used for protecting privacy in any 

data sharing settings.  

1.2 Research objective and research questions 

The objective of this study is to investigate statistical disclosures and the SDC 

technologies for protecting personal data in tabular data sets, especially in the 

context of opening privacy sensitive data sets (as in the case of, e.g., justice 

domain data sets).  

 

The main research questions that will be addressed in this deliverable are:  

 

Q1: What are the ways for disclosing personal data when tabular data sets are 

published? 

Q2: What are the methods for protecting tabular data sets? 

Q3: What are the main functionalities of available SDC tools for protecting 

personal data in tabular data sets and preserving data utility therein? 

 

The intention is also to explore those state-of-the-art SDC mechanisms or 

functionalities that are not yet (widely) integrated in the studied SDC tools.  

1.3 Scoping 

In this section, we define the tabular data type considered in this work (Subsection 

1.3.1). In order to specify the scope of this work further, Subsections 1.3.2 and 

1.3.3 elaborate on the ways that the SDC technologies considered in this work are 

applied in practice. 

1.3.1 Tabular data 

In this work, we will consider SDC technologies for protecting personal information 

in tabular data sets. Such tabular data sets are generated from microdata. In micro-

data sets the records (i.e., the rows) are associated with data subjects (also called 

respondents or contributors). In other words, every row of a microdata set refers to 

a natural person / individual. Every column of a microdata set corresponds to a 

(privacy-sensitive) property of those natural persons represented by the rows, such 

as their demographic, behavioral, health and/or business information. 

Example of a microdata set 

In Table 2, each row corresponds to an individual and each column corresponds a 

(privacy-sensitive) property of those individuals. 
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Table 2 A typical microdata set 

Name Age Gender City  Grade 

… … …  … … 

Alice 13 Female  Gouda 9 

Anna 16 Female Amsterdam 6 

Bob 14 Male Amsterdam 4 

Emma 15 Female Gouda 3 

Eva 14 Female Rotterdam 7 

John 17 Male Gouda 7 

Joyce  15 Female Enschede 6 

Kevin 17 Male Rotterdam 8 

Mickle 16 Male Den Haag 7 

Patrick 15 Male  Amsterdam 8 

… … … … … 
 

 

Tabular data sets represent part of the information conveyed in the underlying 

microdata sets. A tabular data set is a table consisting of some rows and columns 

that correspond to a number of grouping attributes, which are, in turn, a subset of 

the attributes of the microdata set from which the tabular data set is constructed. 

The number of these grouping attributes determines the tabular data set’s dimen-

sions. Any combination of the values of the grouping attribute defines a so-called 

cell in the tabular data set. In other words, the cells in a tabular data set assume 

quantitative values related to the corresponding grouping attribute values.  

Example of the structure of a tabular data set 

Table 3 contains two grouping attributes, namely age and gender. Therefore it a 2-

dimensional table. The possible values of these grouping attributes (e.g., in this 

example, variable age can be 14, 15 and 16 years old and variable gender can be 

male and female) define the rows and columns of the tabular data set. In this 

example, there are six possible combinations of the grouping attribute values, or 

six cells. For example, Cell X in Table 1 assumes a value corresponding to the 

grouping attribute values Gender = male and Age=14. 

 

Table 3 An example of the structure of a 2D tabular data set 

  Variable: Age Marginals 

  14 15 16 

Variable: Gender 
Male  Cell X    

Female     

Marginals    Overall total 
 

 

Depending on the kind of cell values, a tabular data set can be a frequency table or 

a magnitude table. In a frequency table, the quantitative values in the cells are the 

counts (or the fractions) of the records in the microdata set for which the attribute 

values match the grouping attribute values.  

Example of a frequency table 

As shown in the frequency Table 4, for example, cell X – representing grouping 

attribute values age=14 years old and gender=male – represents 10 

individuals/records in a microdata set with a structure like that of Table 2 (i.e., 10  
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is the number of the records in the corresponding microdata set that have attribute 

values age=14 years old and gender=male). 

 

Table 4 A2D frequency table with cell values: Number of Students 

 Variable: Age Marginals 

14 15 16 

Variable: Gender 
Male  Cell X=10 15 13 38 

Female 2 7 5 14 

Marginals 12 22 18 52 
 

 

In a magnitude table, a cell represents the sum of the quantitative values of the 

corresponding records in the microdata set, instead of their counts.  

Example of a magnitude table 

As an example, the cells in Table 5 represent the accumulative grades of the 

students/records in a microdata set with a structure like that of Table 2 (i.e., the 

accumulative grades for the records whose attribute values match the grouping 

attribute values of the cells in Table 5). For example, Cell X in Table 5 represents 

10 students / records in the microdata set with attribute values age=14 years old 

and gender=male, for whom the sum of their grades is 80. 

 

Table 5 A 2D magnitude table with cell values: Accumulative grades 

 Variable: Age Marginals 

14 15 16 

Variable: Gender 
Male  Cell X=80 100 95 275 

Female 15 60 43 118 

Marginals 95 160 138 393 
 

 

Often the bottom row and rightmost column of frequency tables and magnitude 

tables are the marginals or margin cells that contain the sums of the values of the 

corresponding rows or columns. For example, the total sum of grades at age=14 

(i.e., value 95 in Table 5) is only specified by the age variable and is thus a margin 

cell. If the total sum of all cells is provided, we will refer to it as the overall total 

(e.g., the cells with values 52 and 393 in Table 4 and Table 5, respectively). 

1.3.2 Non-interactive release 

In this study, we are concerned with non-interactive data disclosures, considering 

the fact that the Dutch Ministry of Justice and Security often opens and shares its 

data in a non-interactive way. A non-interactive release means that the tabular data 

sets are defined and shared in a single release by a data controller. In contrast, an 

interactive release means that the data consumers carry out multiple queries on the 

original microdata sequentially, where the current query may depend on the replies 

to previous queries. Such queries can allow data consumers to form a tabular data 

set from specific attributes such as age and gender.  

 

The possible SDC technologies are different for interactive and non-interactive 

releases. For interactive data releases, disclosure risks can be addressed either in 

the original microdata or in the query replies. For the latter, it becomes necessary  

to keep track of all previous queries to ensure that combining multiple query replies 

does not lead to disclosing privacy sensitive information. In a non-interactive set-
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ting, where the data have to be protected for a single release, the data controller 

should foresee and deal with the disclosure risks given the context at the time. 

1.3.3 Post-tabular disclosure control 

For protecting tabular data sets, one can use SDC technologies in two ways. First, 

SDC technologies can be applied to the microdata set before it is aggregated into 

tabular data sets. We refer to this approach as pre-tabular disclosure control. These 

SDC technologies for protecting microdata include recoding, data swapping and 

sampling. For more information on these methods see our previous report on SDC 

technologies (Bargh et al., 2018).  

 

In the second approach, the SDC technologies are applied to the already aggrega-

ted data, i.e., to the cells of tabular data sets. We refer to this approach as post-

tabular disclosure control. An example of such a technique is rounding the counts in 

a frequency table. It is also possible to redesign tabular data sets if the likelihood of 

personal information disclosure is (too) high due to, for example, the grouping attri-

butes being too detailed (resulting in, for example, unique cell values). Tabular 

redesign could be considered as a post-tabular method.  

 

Considering the fact that the previous study (Bargh et al., 2018) already covers SDC 

technologies for protecting microdata, in this report we focus on post-tabular SDC 

technologies only. 

1.4 Research methodology 

In our previous study (Bargh et al., 2018) we carried out an extensive desk 

research about the SDC models, methods and tools for protecting microdata. In  

this contribution, we focus our desk research on the corresponding SDC topics for 

protecting tabular data sets. The result of this desk research is presented in this 

deliverable with various illustrative examples, which are located in text boxes to 

ease the reader’s navigation through the deliverable. 

 

Additionally, we have analyzed several use-cases within the Dutch Ministry of 

Justice and Security. These use-cases helped us to identify relevant personal data 

disclosure threats as well as the typical methods used for preventing them in prac-

tice. Further, we have examined the SDC tools for protecting tabular data sets and 

studied their documentations for gaining insight into the capabilities and limitation 

of these tools.  

1.5 Outline 

The report is organized as follows. Chapter 2 defines tabular data sets formally and 

provides a list of personal data disclosures against such data sets. Subsequently, 

some measures devised for assessing the degrees of personal data disclosures and 

of data utility for tabular data sets are described in Chapter 3. An overview of SDC 

methods and software tools for protecting tabular data sets are presented in Chap-

ter 4 and Chapter 5, respectively. Finally, Chapter 6 presents our conclusions and 

suggestions for future work.  
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2 Personal data disclosures in tabular data sets 

When releasing tabular data, personal data disclosures may occur. For example, 

from a released table about the type of the crimes occurred in a given region and 

period, an intruder can link privacy sensitive information (e.g., crime type) to an 

individual or a specific group. To protect data sets against these disclosures, it is 

useful to identify and understand the situations in which such disclosures may arise.  

 

In order to provide an overview of the most important personal data disclosures  

for tabular data sets, we start the chapter with a formal definition of tabular data 

sets (Section 2.1). To provide a theoretical basis, we present some concepts that 

are relevant for describing personal data disclosures within tabular data sets in 

Section 2.2. Subsequently, we present a number of personal data disclosure scena-

rios in Section 2.3. Finally, we describe a number of data publishing practices and 

environmental factors that can influence disclosing personal data when releasing 

tabular data sets in Section 2.4. 

2.1 Tabular representation 

In order to unambiguously describe the situations and scenarios where personal 

data disclosures may take place for tabular data sets, in this introductory section  

we formalize the concept of tabular data sets. To this end, we start with describing 

microdata (Subsection 2.1.1) and subsequently present a formal definition for 

frequency tables (Subsection 2.1.2) and magnitude tables (Subsection 2.1.3). At  

the end, we elaborate more on the relation between tabular data sets and micro-

data sets (Subsection 2.1.4). 

2.1.1 Microdata 

A microdata set DSN comprises N rows or records denoted by xn, where n:1, …, N. 

We assume that every record xn corresponds to one individual. 

 

Further, every record xn comprises D attributes, denoted by ad where d:1, …, D. 

Each attribute ad assumes a nominal or ordinal value from domain Ad (or, in other 

words, attribute ad is an element of set Ad). Domain 𝐴 =  𝐴1 × 𝐴2 × … × 𝐴𝐷 denotes  

the super domain, as a Cartesian product of the individual domains, over which all 

attributes are defined. 

 

Every record xn is defined over A, consisting of attribute values xn
1, xn

2, …, xn
D, 

where xn
d ∈ Ad, d:1, …, D. 

Example of a microdata set with the notation introduced 

In Table 6, we represent (an extended version of) the microdata set in Table 2 

together with the notation adopted above. 
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Table 6 A typical microdata set 

 

Records 

a1 a2 a3 a4 a5 a6 … aD 

Name Age Gender City  Graduation Grade … … 

x1 Alice 13 Female  Gouda Pass  9 … … 

x2 Anna 16 Female Amsterdam Pass  6 … … 

x3 Bob 14 Male  Amsterdam Fail  4 … … 

x4 Emma 15 Female Gouda Fail  3 … … 

x5 Eva 14 Female Rotterdam Pass 7 … … 

x6 John 17 Male Gouda Pass 7 … … 

x7 Joyce  15 Female Enschede Pass 6 … … 

x8 Kevin 17 Male Rotterdam Pass 8 … … 

x9 Mickle 16 Male Den Haag Pass 7 … … 

x10 Patrick 15 Male  Amsterdam Pass 8 … … 

… … … … … … … … … 
 

 

In the SDC domain, the set of attributes {a1, a2, …, aD} is usually divided into four 

disjoint sets: explicit identifiers, quasi identifiers, sensitive attributes, and non-sen-

sitive attributes.  

 Explicit Identifiers (EIDs) are those attributes in the original microdata set DSN 

that structurally and on their own could uniquely identify an individual. Examples 

of explicit identifiers are an individual’s name and unique personal numbers (like 

the ‘social security number’, ‘national health service number’, ‘voter card identifi-

cation number’, or ‘permanent account number’). 

 Quasi Identifiers (QIDs) are those attributes in the original microdata set DSN that 

could ‘potentially’ identify individuals. The identification through QIDs is achieved 

through using the values of QID attributes for some records in microdata set DSN. 

For these QID values, one can find the identities of individuals from other known 

knowledge bases (e.g., from an acquaintance or another publically available 

microdata set). For example, weight, height, hair color and residence location 

could be considered as QIDs. Knowing the values of these attributes, an acquain-

tance may recognize the person uniquely. The QIDs in microdata set DSN, 

therefore, capture (part of) the so-called background knowledge that intruders 

(may) have with respect to microdata set DSN. 

 Sensitive Attributes (SATs) are those attributes that capture privacy-sensitive 

information about individuals who (possibly) do not want to disclose this infor-

mation. In the justice domain, this could be the specifics of a crime committed  

or the remaining duration of a prison sentence. These sensitive attributes are 

sometimes important for data consumers for data analytics purposes. Unlike 

QIDs, SATs are assumed to be unknown outside of the domain of the original 

microdata set DSN and, therefore, they are not characterized as background 

knowledge of intruders. 

 Non-sensitive Attributes (NATs) refer to all the other attributes that are not EIDs, 

QIDs or SATs in a specific context. For example, someone’s favorite color may be 

considered as a NAT in a microdata set used for medical research. 

 

Note that also legal regimes recognize different categories of personal data as well. 

For example, let us consider GDPR, which defines personal data as the data that 

relates to an identified or identifiable natural person (i.e., the data subject). Here 

note that if the person is not a natural person or if the person is not identified / 

identifiable from the data, then the data is not personal data according to the GDPR. 

Investigating the GDPR, one can recognizes the following categories of personal 

data in GDPR: special categories of personal data (article 9, GDPR), criminal 
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personal data (article 10, GDPR), and the other personal data in the sense men-

tioned in (article 4, GDPR).  

 

According to GDPR, the special categories of personal data are a person’s racial  

or ethnical origins, political opinions, religious or philosophical beliefs, trade union 

memberships, genetic data, biometric data for the purpose of uniquely identifying  

a natural person, health data, or sex-life or sexual orientation data. Note that the 

GDPR categories of personal data are not necessarily the same as the types defined 

in the SDC domain (i.e., EIDs, QIDs, SATs and NATs), but can be related to them in 

a context-dependent way. 

2.1.2 Frequency table 

A frequency table is constructed from a subset of the attributes called grouping 

attributes. Without loss of generality, let’s denote these grouping attributes by  

the first d  D attributes of the microdata set DSN, i.e., by attributes a1, a2, …, ad. 

 

A frequency table includes a number of cells. In order to specify the cells in  

a frequency table, we denote the cell coordinates/location by grouping attri-
butes a1,  a2, … ,  a𝑑 and the cell value by 𝐶a1, a2,…, a𝑑. In other words, the grouping 

attributes assume a value pattern like (𝑎1, 𝑎2, … , 𝑎𝑑) = (𝑖, 𝑗, … , 𝑘), where i, j, … and  

k are the elements of domains A1, A2, …, Ad, respectively. Thus, the total number  

of the cells is |𝐴1| × |𝐴2| × … × |𝐴𝑑|. 

 
Every cell value 𝐶a1, a2,…, a𝑑 in a frequency table expresses the number of the records 

xn, n:1, …, N in microdata set DSN with the corresponding attribute value pattern, 

i.e., (𝑥1
𝑛, 𝑥2

𝑛, … , 𝑥𝑑
𝑛) = (𝑖, 𝑗, … , 𝑘). In other words,  

 
𝐶 𝑎1=𝑖, 𝑎2=𝑗,…, 𝑎𝑑=𝑘 = the number of records 𝑥𝑛 in DSN 

      with (𝑥1
𝑛 , 𝑥2

𝑛, … , 𝑥𝑑
𝑛) = (𝑖, 𝑗, … , 𝑘). 
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Example of the notation adopted for a tabular data set 

An abstract illustration of a 4-dimentional table is shown in Table 7. The table 

consists of attributes a1 (with a binary domain), a2 (with a ternary domain), a3 

(with a ternary domain) and a4 (with a quaternary domain). The attribute value 

pattern (e.g., 0, 1, 2, 1) that every cell represents is written in the corresponding 

cell subscript, like cell C0, 1, 2, 1 as indicated in bold in Table 7. 

 
Table 7 An illustration of a 4D table with cell values 𝑪𝐚𝟏, 𝐚𝟐, 𝐚𝟑, 𝐚𝟒 

 a1=0 a1=1 

a2=0 a2=1 a2=2 a2=0 a2=1 a2=2 

a3=0 

a4=0 C0,0,0,0 C 0,1,0,0 C 0,2,0,0 C 1,0,0,0 C 1,1,0,0 C 1,2,0,0 

a4=1 C 0,0,0,1 C 0,1,0,1 C 0,2,0,1 C 1,0,0,1 C 1,1,0,1 C 1,2,0,1 

a4=2 C 0,0,0,2 C 0,1,0,2 C 0,2,0,2 C 1,0,0,2 C 1,1,0,2 C 1,2,0,2 

a4=3 C 0,0,0,3 C 0,1,0,3 C 0,2,0,3 C 1,0,0,3 C 1,1,0,3 C 1,2,0,3 

a3=1 

a4=0 C 0,0,1,0 C 0,1,1,0 C 0,2,1,0 C 1,0,1,0 C 1,1,1,0 C 1,2,1,0 

a4=1 C 0,0,1,1 C 0,1,1,1 C 0,2,1,1 C 1,0,1,1 C 1,1,1,1 C 1,2,1,1 

a4=2 C 0,0,1,2 C 0,1,1,2 C 0,2,1,2 C 1,0,1,2 C 1,1,1,2 C 1,2,1,2 

a4=3 C 0,0,1,3 C 0,1,1,3 C 0,2,1,3 C 1,0,1,3 C 1,1,1,3 C 1,2,1,3 

a3=2 

a4=0 C 0,0,2,0 C 0,1,2,0 C 0,2,2,0 C 1,0,2,0 C 1,1,2,0 C 1,2,2,0 

a4=1 C 0,0,2,1 C 0,1,2,1 C 0,2,2,1 C 1,0,2,1 C 1,1,2,1 C 1,2,2,1 

a4=2 C 0,0,2,2 C 0,1,2,2 C 0,2,2,2 C 1,0,2,2 C 1,1,2,2 C 1,2,2,2 

a4=3 C 0,0,2,3 C 0,1,2,3 C 0,2,2,3 C 1,0,2,3 C 1,1,2,3 C 1,2,2,3 
 

 

Table margin cells, or marginals in short, are obtained from the projection of the  

d-ary cube a1, a2, …, ad onto a subset of d’ attributes, also called d’-way marginals 

(Barak et al., 2007), where d’<d. For example,  

 One-way marginal with respect to attribute a1 and when a1= i is  

𝑚𝑖  =  ∑ 𝐶 𝑎1=𝑖, 𝑎2=𝑗,…, 𝑎𝑑=𝑘
𝑗,…,𝑘

 

 Two-way marginal with respect to attributes a1 and a2, and when a1= i and  

a2= j is  

𝑚𝑖,𝑗 = ∑ 𝐶 𝑎1=𝑖, 𝑎2=𝑗, 𝑎1=𝑙,…, 𝑎𝑑=𝑘
𝑙,…,𝑘

 

and so on. 

Example of a 2D frequency table 

Table 8, which is derived from an extended version of the microdata set in Table 6, 

contains two grouping attributes a1 representing the gender and a2 representing 

the status of the exam in Table 6. The cells in the frequency table show the 

numbers of students for every pattern of the grouping attributes. 

 

Table 8 A 2D frequency table with cell values: Number of students 

 a1=0 (male) a1=1 (female) Marginals for a2 

a2=0 (pass) c0, 0=12 c1, 0=13 m--, 0=25 

a2=1 (fail) c0, 1=8 c1, 1=8 m--, 1=16 

Marginals for a1  m0, --=20 m1, --=21 Overall total m--, --=41 
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2.1.3 Magnitude table 

Based on the grouping attributes a1, a2, …, ad and another attribute ad’’ from ad+1, 

ad+2, …, aD (i.e., d  d’’  D) one can construct a magnitude table. Attribute ad’’ is  

of nominal type, for example, the ‘annual income’ or ‘exam grade’ attribute. The 

coordinates of every cell in a magnitude table is indicated by an attribute value 

pattern that the grouping attributes a1, a2, …, ad may assume. This representation 

of cell coordinates/location is similar to that of frequency tables mentioned above. 
However, the cell value 𝐶a1, a2,…, a𝑑 in a magnitude table expresses the sum of the 

values of attribute ad” for all the records xn, where n:1, …, N, that have the 

corresponding attribute value pattern (𝑥1
𝑛 , 𝑥2

𝑛, … , 𝑥𝑑
𝑛) = (𝑖, 𝑗, … , 𝑘). In other words, 

 

𝐶 𝑎1=𝑖, 𝑎2=𝑗,…, 𝑎𝑑=𝑘 = ∑ 𝑥𝑑′′
(𝑛)

𝑛, where (𝑥1
𝑛,𝑥2

𝑛,…,𝑥𝑑
𝑛)=(𝑖,𝑗,…,𝑘) 

 

 

Table marginals are obtained from the projection of the d-ary cube a1, a2, …, ad  

onto a subset of d’ attributes, also called d’-way marginals (Barak et al., 2007), 

where d’<d.  

 One-way marginal with respect to attribute a1 and when a1= i is  

𝑚𝑖  =  ∑ 𝐶 𝑎1=𝑖, 𝑎2=𝑗,…, 𝑎𝑑=𝑘
𝑗,…,𝑘

 

 Two-way marginal with respect to attributes a1 and a2, and when a1= i and  

a2= j is 

𝑚𝑖,𝑗 = ∑ 𝐶 𝑎1=𝑖, 𝑎2=𝑗, 𝑎3=𝑙,…, 𝑎𝑑=𝑘
𝑙,…,𝑘

 

and so on.  

Example of a 2D magnitude table 

Table 9, which is derived from an extended version of the microdata set in Table 6, 

contains two grouping attributes a1 representing the gender and a2 representing 

the status of the exam in Table 6. The cells in the magnitude table show the sums 

of the grades of the students for every pattern of the grouping attributes. 

 

Table 9 A 2D magnitude table with cell values: Sum of grades 

 a1=0 (male) a1=1 (female) Marginals for a2 

a2=0 (pass) c0, 0=84 c1, 0=104 m--, 0=188 

a2=1 (fail) c0, 1=40 c1, 1=32 m--, 1=72 

Marginals for a1  m0, --=124 m1, --=136 Total m--, --=260 
 

 

Note that in database theory, there are other aggregate functions than counts  

(as used for defining frequency tables in Subsection 2.1.2) and sums (as used  

for defining magnitude tables in this subsection). Example of the other aggregate 

functions are max, min and average. Actually, any function that maps a group of 

values to one value could be regarded as an aggregate function (Elmasri and 

Navathe, 2011). As the count and sum functions are the common aggregate 

functions used in the tabular data sets of the justice domain, we have considered 

them in this report. 

2.1.4 Relation to microdata 

Both frequency and magnitude tables are derived from microdata. Similar to the 

microdata set, a frequency table provides information about the number of records 
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with specific attribute value patterns. The frequency table provides this information 

about d grouping attributes a1, a2, …, ad, while the microdata set DSN provides this 

information for all attributes, including attributes ad+1, ad+2, …, aD. 

 

Similar to the microdata set, a magnitude table provides information about the sum 

of the values of an attribute ad”, summed over all the records with the same value 

patterns for the grouping attributes a1, a2, …, ad. However, the microdata set DSN 

provides this information per record, i.e., together with the values of all attributes 

including attributes ad+1, ad+2, …, aD.  

 

For both frequency and magnitude tables it holds that 𝑑 ≤ 𝐷. Generally, however,  

it holds that 𝑑 ≪ 𝐷, as the frequency and magnitude tables usually present less 

detailed information about the corresponding microdata set (i.e., the transforma-

tion of microdata to tabular data causes information loss).  

 

Note that each of the attribute domains A1, A2, …, Ad in a frequency or magnitude 

table can be a generalization of the corresponding domain in the original microdata 

set. For example, let A1 denote the domain of the ‘age’ attribute a1 with elements  

0-10, 11-20, …, and 91-100. This domain A1 can be seen as a generalization of the 

original domain A1, org comprising elements 0, 1, 2, …, 100. This is another cause of 

information loss when transforming microdata to tabular data. 

 

In summary, frequency and magnitude data sets aggregate the information in the 

corresponding microdata set by (a) conveying information about the grouping attri-

butes and (b) possibly at a higher abstraction level for these grouping attributes. 

These imply that the transformation of microdata to tabular data causes information 

loss. Establishing the relation between microdata sets and the tabular datasets 

derived from these microdata sets can help to better understand the way that 

personal data disclosures occur for tabular data sets (as explained in Subsections 

2.2.2 and 2.2.3).  

2.2 Basic concepts 

In this section, we present some basic concepts that are essential for characterizing 

the personal data disclosure scenarios for tabular data sets (we will describe these 

scenarios in Section 2.3). To this end, we describe in Subsection 2.2.1 two informa-

tion elements of tabular data sets that can be used for disclosing personal informa-

tion from these data sets. Subsequently in Subsections 2.2.2 and 2.2.3, we present 

two basic mechanisms (i.e., reidentification and attribution, respectively), via which 

personal information is disclosed. As these mechanisms apply to both microdata and 

tabular data, we make use of the formalism introduced in Section 2.1 to indicate 

how the reidentification and attribution for microdata and tabular data are related  

to each other. Currently, the fields of data disclosure specification and mitigation are 

loosely coupled for microdata and tabular data. In making a link between these two 

fields, we aim at harnessing the knowledge gained in one field in the other one. For 

more elaboration on this relation, the interested reader is referred to (Latenko et 

al., 2020). In Subsection 2.2.3, we emphasize that both of reidentification and attri-

bution can occur in varying degrees of certainty. Finally, we present three types  

of intruders (namely, prosecutor, journalist, and marketer) that are widely used in 

literature to model the typical ways that intruders operate. These intruder types, 

which are applicable to both microdata and tabular data, indicate the typical ways 

that the disclosure scenarios in Section 2.3 are put into practice. 
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2.2.1 Disclosure elements 

The elements of a tabular data set, or a table in short, that can be used for disclo-

sing someone’s personal information are: 

1 Grouping attributes a1, a2, …, ad, which represent the dimensions of the table. 

2 The table description attribute(s) tdes resulting from the table caption or the 

textual explanations embedded in the paragraphs preceding or succeeding the 

table. 

Example of disclosure elements 

Table 10 is a hypothetical example with a potentially identifiable individual (see cell 

value 1). The table contains the following disclosure elements: attribute a1 

(gender, being male or female), attribute a2 (age, being minor or adult) and table 

description attribute tdes saying that the table is about ‘those arrested in 2019’. The 

latter can be decomposed into more table description attributes: tdes, 1 with value 

‘arrested’ and tdes, 2 with value ‘January 2019’. 

 

Table 10 A table with cell values: Number of arrests in Jan. 2019 (as tdes) 

 a1: Gender Marginals 

Male Female 

a2: Age 
Minor 11 1 12 

Adult 62 37 99 

Marginals 73 38 111 
 

2.2.2 Reidentification 

The cell with value 1 in frequency Table 4 corresponds to one data record in  

the corresponding microdata set, with attributes a1 = female and a2 = minor, and 

tdes = “arrested” in “January 2019”. Note that, in the sense of referring to one data 

record, the cell value 1 in a frequency table acts the same way that any row in a 

microdata set does. 

 

The reidentification of the record corresponding to the cell with value 1 may take 

place based on any combination of a1, a2 and tdes. In this case, the attributes of the 

combination act as QIDs4. For example, in our data set we have a single female 

minor who was arrested in January 2019. That means that anyone who knows the 

name of someone that fits those QIDs uniquely can identify the person correspond-

ding to the cell with value 1 in Table 5. This type of personal information discourse 

are referred to as the reidentification. Once an individual has been reidentified 

uniquely in a cell, any new information or data related to that cell can also be attri-

buted to that individual as mentioned in the following subsection. 

 

Note that for reidentification of the individual corresponding to a cell with value 1  

in a frequency table with certainty, it is important that just one person fits the 

category specified by the values of the grouping and description attributes. 

Analogous to the case of microdata disclosures, the category specified by the values 

of the grouping and description attributes is called the Equivalence Class (EC). For 

more information about EC in microdata see (Bargh et al., 2018). Therefore, the 

grouping attributes and the description attributes act as QIDs. This uniqueness of 

                                                

4  Note that this table description attribute tdes contains two pieces of information, each of which can be treated as a 

QID separately. 
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the individual – corresponding to the cell value 1 and within the EC of the corres-

pondding QIDs – can be described based on the concepts of sample uniqueness  

and population uniqueness (Bargh et al., 2018).  

 

Both sample uniqueness and population uniqueness should be defined based on the 

values of those attributes that act as QIDs. This is because every cell value 1 in the 

frequency table (or the corresponding record in the original microdata set) can 

potentially be identified based on these QIDs that link the cell to the identification 

information in other available sources.  

Example of sample uniqueness 

The cell with value 1 in frequency Table 6 is sample unique, if attributes a1, a2, tdes-

1 and tdes-2 act as QIDs. Further, the values of these QIDs (i.e., female, minor, 

arrested, and in January 2019, respectively) specify an EC with one record (see the 

cell with value 1 in frequency Table 7); therefore the sample uniqueness is 

achieved with respect to these QIDs. 

 

Every cell value 𝐶 in a frequency table represents the size of the EC corresponding 

to the values of the grouping and description attributes of the cell (i.e., |𝑆𝐸𝐶| = 𝐶). 

Indeed these grouping and description attributes act as QID and |𝑆𝐸𝐶| = 𝐶 indicates 

the number of the data records of the corresponding microdata set in an EC 

determined by the values of those QIDs. The value of |𝑆𝐸𝐶| determines the degree  

of uniqueness of the cell (or the corresponding records/individuals in the microdata 

set). If |𝑆𝐸𝐶| = 1, then the corresponding cell is unique in the published frequency 

table (and in the corresponding microdata set). A larger value of |𝑆𝐸𝐶| makes the 

corresponding cells (or records) less unique. 

 

Sample uniqueness is necessary, but it is not enough for reidentification. Now we 

define the concept of population uniqueness. With respect to the set of the QIDs, 

assume that the frequency table (or the corresponding microdata set) is a sample  

of a larger population microdata set. Alternatively said, all data records in the 

sample data set (i.e., the frequency table of the corresponding microdata set) are 

also in the population microdata set, when these sample and population microdata 

sets have been defined over the same domains of the attributes acting as QIDs. 

Therefore, both have the same ECs (i.e., the same patterns of the values for the 

QIDs). The uniqueness of an individual/record in both microdata sets can be defined 

by |𝑆𝐸𝐶| and |𝑃𝐸𝐶|, being the size of the EC in those microdata sets. We note that  

 Population uniqueness results in sample uniqueness (if |𝑃𝐸𝐶| = 1, then |𝑆𝐸𝐶| = 1). 

 Sample uniqueness does not necessarily result in population uniqueness  

(if |𝑆𝐸𝐶| = 1, then |𝑃𝐸𝐶| ≥ 1). 

 

One should also note that while a data controller can easily validate sample unique-

ness by investigating the released frequency table (or the corresponding microdata 

set), (s)he cannot easily validate population uniqueness because population micro-

data sets are generally accessible to intruders and not to data controllers. 

Nevertheless, in some cases, population uniqueness is more relevant than sample 

uniqueness to determine the likelihood of data disclosures.  

 

Note that population uniqueness is necessary, but it is not enough for reidentifica-

tion. In addition to population uniqueness, according to which the size of an EC in 

the population data set is 1 (i.e., |𝑃𝐸𝐶| = 1), there should be an explicit identifier 

(e.g., the name of a natural person) associated with the corresponding EC in the 

population microdata set. Hereby, it possible to link the cell with value 1 in the 
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frequency table, i.e., sample uniqueness, to the identifying information in the 

population microdata uniquely. This does require the intruder to have access to  

the population microdata. When the individual contributing to a cell of the table  

is reidentified, the intruder may learn more information about the individual from 

the table as described in Subsection 2.2.3 and Table 11 therein. 

2.2.3 Attribution 

In practice, some of the grouping and table description attributes can act as QIDs, 

as explained in Subsection 2.2.2, and the rest act as SATs (or NATs). An attribute  

is a SAT when it contains information that could potentially be harmful for the asso-

ciated individual or groups when released (Hundepool et al., 2012). The value of a 

SAT does not contribute to the identification of an individual the way that a QID 

does because a SAT is specific to (i.e., known within) the data set to be released.  

In combination with external data sets, the grouping and table description attributes 

acting as QIDs could be used to identify individuals and, consequently, reveal the 

values of the other grouping and table description attributes acting as SATs for 

those records/individuals.  

 

Table 11 provides four example cases of the grouping and table description 

attributes that could act as QIDs and SATs, based on the example given in Table 10. 

For each case in Table 11, we assume that the corresponding QIDs result in 

reidentification for the cell with value 1 in Table 10. This is because there is only a 

single person described by the QIDs in those cases in the sample data set (i.e., 

sample uniqueness) and because it is assumed that population uniqueness also 

holds. Note that this is an illustrative example and that in practice often more QIDs 

are needed to result in population uniqueness and someone’s reidentification with a 

high certainty. Furthermore, for the sake of simplicity, we assume that all the other 

attributes in Table 11 are SATs. 

 

Table 11 Four cases illustrating attribution for SATs, after reidentification 

based on QIDs 

 QIDs (already known facts about the 

contributor in outside world) 

SATs (new facts known about the 

contributor via frequency Table 10) 

Case 1 a1, a2 tdes 

Case 2 a1, tdes a2 

Case 3 a1, tdes a2 

Case 4 a1, a2, tdes ?5 

 

Disclosure via reidentification on its own may not be an issue, if we can guarantee 

that no more information about the identified individual can been learned. If we 

examine the SATs column in Table 11, we find that for cases 1-3 we do learn at 

least one new attribute value about the reidentified individual. Thus, the combina-

tion of unique reidentification and learning a new attribute value about the identified 

individual can lead to so-called individual attribution. Attribution can also happen 

without reidentification, when we can learn something new about a whole group. 

This is called group attribution.  
  

                                                

5  Note that the intruder in case 4 may not learn anything new about the data subject, but that the case could still 

be perceived as privacy intrusive because this table aggregates, presents and reaffirms the associations of all 

grouping attributes and the table description attribute (i.e., a1, a2, tdes in the case of Table 8) to the individual. 
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Example of group attribution 

Consider the example in Table 12, which is a representation of the example in 

Table 10 with a more specific set of attributes in that the grouping attribute a2 

assumes only the ‘minor’ value and the grouping attribute a3, which specifies the 

crime types: hacking and Driving Under Influence (DUI), is added. In Table 12, we 

cannot uniquely reidentify the records corresponding to the bolded cell with value 5 

by knowing the values of just QIDs a1 and a2 because they correspond to 5 

records/individuals in this table. Nevertheless, the intruder can learn that the crime 

type is hacking (i.e., a3 = hacking) for someone whose QIDs match (a1, a2) = 

(female, minor) without being able to uniquely reidentify the person from the 

released table. 

 

Table 12 An illustration of group attribution in a table with cell values: 

Number of arrests in 2019 (tdes) of minors (a2) 

 a1: Gender Marginals 

Male Female 

a3: Crime 
Hacking 5 5 10 

DUI 15 0 15 

Marginals 20 5 25 
 

2.2.4 Uncertain attribution 

As shown above, personal data disclosure is not necessarily always about learning 

something new about an identified individual. Sometimes we learn something new 

about a specific group. However, both of these cases can still be characterized as 

exact disclosure as we assumed that the intruder can attribute the new values to 

the individual or group with certainty. 

 

Sometimes it is not possible to have an exact attribution because either all relevant 

cells in a frequency table represent individuals (i.e., there are no cells with value 0, 

as opposed to the example in Table 12) or the reidentification is uncertain. Then, 

intruders will have uncertainty regarding the attribution and identification. 

Depending on the means, motivation and further efforts of intruders it is possible to 

improve the attribution certainty using, for example, extra information sources as 

background information. 

2.2.5 Intruder types 

The agency component in a data environment (Mackey and Elliot, 2013) is generally 

specified by several archetypes of intruders. Intruders seek personal information 

from data by actually conducting attribution and identification scenarios. As such, 

intruder archetypes contribute to developing personal data disclosure scenarios. In 

the literature (for example see Prasser, Kohlmayer & Kuhn, 2016c; El Emam, et al., 

2013) and the references therein, three types of intruders are recognized, namely: 

prosecutor, journalist, and marketer. These intruder types capture the extent of 

intruders’ background information as well as their motivation and determination to 

take extra measures for disclosing personal data. 

 

The assumption in the prosecutor type is that the intruder already knows that the 

tabular data set (or the corresponding microdata set) contains the record of an 

individual (i.e., the victim) known to the intruder. The intruder looks for the record 
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of the victim in the tabular data set by using the EC of the victim that is known to 

the intruder as the background knowledge. 

Example of a prosecutor intruder 

Assume that the intruder knows someone who is a female, minor, and arrested  

in January 2019. If we publish Table 10, then the intruder can use attributes a1 

(gender), a2 (adolescent or not), tdes-1 (being arrested), tdes-2 (year and month of 

arrest) as QIDs to specify the EC of (a1 = female, a2 = minor, and tdes-1 = arrested, 

tdes-2 = January 2019) to associate the name of the victim to the cell value 1 in 

Table 10. Hereby the intruder reidentifies the cell with value 1 in frequency Table 

10. If the table conveys other personal information (e.g., has some other attri-

butes as SATs), then the reidentification can lead to individual attribution. 

 

The assumption in the journalist type is that the intruder has no prior knowledge 

about the membership of the victim in the published tabular data set (or the cor-

responding microdata set). Given a potentially high-risk EC, which also exists in  

the published tabular data set, the intruder carries out some searches in auxiliary 

information sources (possibly together with executing some extra steps like calling 

individuals with the same EC in the population and asking them some questions) in 

order to identify a victim from that high-risk EC. Subsequently, the intruder 

randomly links the identified victim to one of the records from the corresponding  

EC in the published tabular data set. 

Example of a journalist intruder 

Assume that we publish a variant of Table 10 where the cell value 1 is replaced 

with 3. The journalist intruder infers from the published table that the cell with 

value 3 is a high-risk cell. Knowing the EC of this cell, i.e., (a1 = female, a2 = 

minor, and tdes-1 = arrested, tdes-2 = January 2019), the journalist intruder learns 

from a public microdata set that there are only 4 individuals with this EC. 

Subsequently, the journalist intruder can infer with some likelihood the names  

of the 3 individuals in that cell of the published table. Alternatively, the journalist 

intruder can explore other data sets or extra means (like conducting door to door 

questioning) to enhance the likelihood of reidentification.  

 

If the table conveys other personal information (e.g., has some other attributes  

as SATs), then the reidentification with uncertainty can lead to individual attri-

bution with uncertainty. For example, the intruder can infer with some likelihood 

the occurrence of a certain crime (e.g., domestic violence) for the individuals 

associated with the cell value 3. 

 

For the marketer type, like in the journalist type, it is assumed that the intruder  

has no prior knowledge about the membership of the victims in the published tabu-

lar data set (or the corresponding microdata set). The intruder, however, intends to 

reidentify/attribute a larger number of victims than the journalist for, for example, 

marketing purposes. 

Example of a marketer intruder 

Like in the previous example, assume that we publish a variant of Table 10 where 

the cell value 1 is replaced with 3. The marketer intruder infers from the published 

table that the cell with value 3 is a high-risk cell. Knowing the EC of this cell, i.e., 

(a1 = female, a2 = minor, and tdes-1 = arrested, tdes-2 = January 2019), the marke-

ter learns from a public microdata set that there are only 6 individuals with this EC 
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together with their names and addresses. Inferring that the identified 6 individuals 

behave similarly to the 3 individuals in the cell of Table 10 with a 50% chance, the 

marketer can treat all 6 individuals as if they are like the three persons in the cell 

(i.e., profiling) by sending them targeted infomercial brochures. 

 

If the intruder knows that an individual’s record is in the sample data set, as in the 

case of prosecutor intruder (e.g., the background knowledge that a nosy neighbor 

has), then it is important to investigate sample uniqueness. If the intruder is un-

certain whether an individual’s record is in the sample data set, as in the cases of 

journalist and marketer intruders, then it is important to investigate population 

uniqueness. The rationale behind the latter is that it is not risky if a record, which 

appears alone in an EC in the sample data set, shares the EC with multiple records 

in the population data set. 

 

Note that we do not elaborate here on complex attack scenarios (or intruder types) 

where, for example, the intruder takes extra measures by going to a region and 

doing field research by asking verification questions from local residents. For an 

introduction to such motivated attackers see (El Emam et al., 2013; Dankar et al., 

2012). 

2.3 Disclosure scenarios 

In this section, we describe a number of disclosure scenarios based on our literature 

study, brainstorming with experts, and from experience. These scenarios describe 

the ways that intruders might potentially infer personal information. The scenarios 

described below are relevant for both frequency and magnitude tables, with excep-

tion of the scenario described in Subsection 2.3.7, which is only relevant for 

magnitude tables.  

 

These scenarios consider mainly the intrinsic factors of the tabular data in disclosing 

personal data, such as whether or not there are enough individuals in a table cell. 

The risks (i.e., the likelihood and impact) of data disclosures can be operationalized 

by many extrinsic factors such as the means, motivation and opportunity of an in-

truder to infer personal information and make misuse of it (Elliot et al., 2016). We 

have mentioned some of these extrinsic factors in Section 2.2, but we will not look 

into them further as these are very context dependent. We do however note that 

when protecting data, it is important to consider both intrinsic and extrinsic factors. 

For example, the data might seem to be safe according to these disclosure scena-

rios, but this sense of safety might be false if intruders have access to many 

auxiliary sources that were not considered when checking the scenarios. Further-

more, note that the landscape of data collection and data processing techniques is 

continuously changing and new disclosure scenarios could be discovered. Therefore, 

the presented set of disclosure scenarios here is not exhaustive and should be ex-

tended and reevaluated routinely with further studies. 

2.3.1 One contributor 

The most basic disclosure scenario is that there is a single contributor in a table cell. 

As we have shown in the previous section through Table 10, the individual corres-

pondding to the cell vale 1 is more vulnerable to reidentification and attribution. In 

other words, having a single individual in a table inflicts a high potential for disclo-

sure as elaborated upon in Subsection 2.2.2. 
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In theory, disclosure does not have to happen with a single contributor as we may 

not be able to link it uniquely to an individual. However, a cell has the highest 

potential for personal disclosure when it conveys information pertaining to a single 

individual. Therefore, we will be referring to this as the base scenario. 

2.3.2 Two or too few contributors 

The cells of tables with too few contributors may also inflict some privacy concerns. 

Firstly, having cells with too few contributors may increases the perception that the 

data controller does not protect the identity of the contributors well. This perception 

of distrust becomes especially important when the data are gathered through volun-

tary participation of the contributors (Hundepool et al., 2012). Further, certain data 

disclosures may arise when there are too few contributors to the cells of tabular 

data sets as described below.  

 

Consider the case of a cell with two contributors. This scenario is vulnerable to an 

intruder that may have intimate knowledge of the table like the intruder is the other 

contributor to the cell with value 2. This contributor will be able to exclude (or in 

other words subtract) himself from the table and derive a table that belongs to the 

base scenario with a cell of value 1. It is important to be aware of the fact that also 

contributors could be potential intruders. Taking into account extrinsic factors, we 

foresee this scenario in a situation where an intruder knows one of the two contri-

butors to the cell or is able to identify one of them.  

 

When the number of contributors to a cell is more than two, the likelihood of 

immediate disclosure decreases. It is still possible, however, that the multiple 

contributors to such a cell can work together in collusion6, by sharing information 

with each other, in order to arrive at the table corresponding to the base scenario. 

Extrinsic factors need to be considered for this scenario. We need to understand 

how likely a collusion is to happen. This would depend on the means and motiva-

tion of the intruders to work together. If we know, for example, that collusion with 

groups of 2 is very likely, then having three contributors in a cell would have a high 

disclosure risk. Additional extrinsic factors can be considered here. Journalist and 

marketer intruder types may be pleased with a sufficiently small group of individuals 

to search for other hits for disclosing personal information. Certain contributors to 

the cell could be subtracted from the table, resulting in the base scenario. This is 

the case, for example, if some contributors to the cell are public figures (i.e., about 

whom being common or background knowledge available). Thus, depending on the 

data environment, a small number of contributors could still inflict a reasonably high 

likelihood of disclosure. 

2.3.3 Skewed contributions 

As we have shown in Subsection 2.2.3, attribution does not only take place for  

individuals, it can also affect groups. This happens when the distributions across  

a dimension are severely skewed, for instance, across a column or row in a table.  
  

                                                

6  Also known as a coalition in (Hundepool et al., 2012) 
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Example of a skewed distribution 

In Table 13, we see two cells with zero values. These zeros allow for negative 

attribution in that we learn that all the records of concern (i.e., those females 

arrested in January 2019) do not belong to those cells (i.e., they are not above 21 

years old). Furthermore, the single minor contributor in Table 13 knows exactly to 

which age range all the other contributors belong. 

 

Table 13 Example of skewed distribution in a table with cell values: 

Number of arrests in January 2019   

  Age 

<18 18-21 21-29 29+ 

Gender = Female 1 37 0 0 
 

2.3.4 Differencing with marginals and/or overall totals 

When releasing tables, certain cells may seem safe because their numbers are 

large. However, if we examine the relations among the cells, we may find out that 

we can take the difference between cell values and attribute value totals to form 

new cells that can be reduced to the basic scenario. 

Example of differencing with marginals 

Table 14 shows a simple example where we can difference the cells because the 

last row is the total (the marginals) and the other row is a specific subset of the 

total. 

 

Table 14 A table with cell values: Number of arrests 

 Gender Total (marginals) 

Male Female 

Arrested & Charged 72 38 110 

Total arrested (marginals) 73 38 111 

 

By differencing the rows of Table 14, we can derive Table 15, which provides us 

with a unique male arrestee that has not been charged. As mentioned above, this 

corresponds to the base scenario. 

 

Table 15 The table resulting from differencing with marginal 

 Gender Marginals 

Male Female 

Arrested & Charged 72 38 110 

Arrested & not Charged 1 0 1 

Total arrested (marginals) 73 38 111 
 

 

Differencing is a common disclosure scenario that can occur due to the structure  

of the data. Certain types of attributes can inherently be differenced. For instance, 

larger geographical areas (e.g., cities) can be differenced by smaller areas (e.g., 

districts within those cities). This is common for data relating to time-periods as well 

(e.g., years by months).  
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2.3.5 Differencing partially overlapping sub-populations 

Differencing with marginals or overall totals is not the only way to reduce a table  

to the base scenario. Sometimes attribute values define cells that describe partially 

overlapping populations. The values of a non-overlapping population can potentially 

be determined by differencing the overlapping populations from each other. 

Example of differencing partially overlapping sub-populations (for 

frequency tables) 

Table 16 shows two partially overlapping sub-populations grouped by age (i.e., one 

with age <18 and the other with age <21).  

 

Table 16 The number of arrestees by age sub-populations 

 Age 

<18 <21 21-29 29+ 

Male 12 13 20 28 

 

We can difference the sub-populations to introduce a new sub-population with age 

18-20, as shown in Table 17. This new sub-population contains a unique record, 

i.e., resulting in the base scenario. 

 

Table 17 Differenced number of arrestees by age sub-populations 

 Age 

 <18 18-20 21-29 29+ 

Male 12 1 20 28 
 

 

It is not always straightforward to identify which sub-populations overlap, partially 

or otherwise. For Table 16, it is necessary to know that we are working with ordinal 

ranges and in cases such as geographical differencing it is important to understand 

how areas relate to each other hierarchically.  

 

The scenario sketched above can also be applied to magnitude tables as explained 

with the following example. 

Example of differencing partially overlapping sub-population (for magni-

tude table) 

Table 18 shows two partially overlapping sub-populations grouped by age (i.e., one 

with age <18 and the other with age <21). 

 

Table 18 The accumulative ages of arrestees by age sub-populations 

 Age 

<18 <20 21-29 29+ 

Male  200 221 440 840 

 

Again, we can difference the overlapping sub-population to introduce a new sub-

population, shown in Table 19. Instead of finding a single contributor, we find a 

sum of 21. The sum of 21 in the population of 18-20-year-olds means there is only 

one person that fits in that cell. In this example with a magnitude table, we can 

learn the number of contributors as well as their age.  
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Table 19 Differenced accumulative ages of arrestees by age sub-

populations 

 Age 

 <18 18-20 21-29 29+ 

Male 200 21 440 840 
 

2.3.6 Table linking 

Table 16 is not a common table to release as the attribute values of age <18 and 

age <21 would generally not be found in the same table. However, the table can  

be the result of linking a number of tables. Table linking is the practice of combi-

ning tables to form a new table based on matching characteristics. Table linking  

can happen when the published tables are based on the same population.  

Example of table linking 

Assume we have two releases, for example, Table 20 from a research group 

involved in youth criminality research and Table 21 from a statistical agency. The 

description of Table 20 tells us that the research group published about a sub-

population of Table 21, namely, those arrested in area A. However, it is evident for 

intruders that the research group did not publish the whole population from area A 

because the statistical agency indicates the total incidents for areas A, B and C. 

 

Table 20 Driving Under Influence (DUI) arrests in area A 

 Age Total 

Age <18 Age 18-25 Age 25-30 

DUI arrests 3 5 8 16 

 

Table 21 Driving Under Influence (DUI) arrests by area 

 Area A Area B Area C 

DUI arrests 17 80 14 

 

We can link Table 20 to Table 21 to discover that the research group for some 

reason suppressed or omitted a single individual from their findings. Through the 

process of elimination (we know that in Table 20 all ages are below 30), we can 

learn that the individual that was not included is older than 30. As the result of 

linking Table 20 and Table 21 one can obtain the complete view of DUI arrests in 

area A as indicated in Table 22. 

 

Table 22 The complete Driving Under Influence (DUI) arrests in area A 

 Age Total 

 <18 18-25 25-30 >30 

DUI arrests 3 5 8 1 17 

 

This type of linking can be described with linear constraints. In our case we know 

that the total in Table 20 is part of the count for Area A in Table 21, i.e., 

𝑇18(𝐶<18) + 𝑇18(𝐶18−25) + 𝑇18(𝐶25−30) =  𝑇18(𝐶𝑇𝑜𝑡𝑎𝑙), 

𝑇18(𝐶𝑇𝑜𝑡𝑎𝑙) + 𝑇20(𝐶>30) = 𝑇19(𝐶𝐴𝑟𝑒𝑎 𝐴). 

Solving the last relation would give us 𝑇20(𝐶>30) = 1. 
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Table linking can be used for attribution, as illustrated in the example below.  

Example of attribution based on table linking 

Table 22 and Table 23 can be linked to get to know more about the single 30-year-

old in Table 20. Table 23 includes the record of the 30-year-old from Table 22 

because it indicates the sentences imposed in Area A. Imagine, based on some 

domain knowledge, we know that the maximum imposable sentences for DUI 

committed by those over the age 30 is 6 months. Then we now know that the 

record is certainly included in the count of cells 𝐶0−3 and 𝐶3−6 in Table 23. 

Subsequently, we can link the 30-year old to a sentence between 0 and 3 months 

in Table 23 because there is no sentence between 3 and 6 months imposed. 

Although we are unable to link the complete tables to other individuals without 

additional information, we are able to link this single record and learn that the 

person has received a maximum sentence of three months in jail. 

 

Table 23 Sentences imposed in January in Area A 

Fine 

License  

Confiscation 

0-3 Months in 

jail 

3-6 Months in 

jail 

6-12 Months 

in jail 

12+ Months in 

jail 

15 2 1 0 3 2 
 

 

In some situations, group attribution might not be an issue. However, with table 

linking the group attribution can also result in attribution for an individual as well. 

Example of group attribution based on table linking 

Reconsider Table 10 and Table 12 as shown together in Figure 1. One could use 

Table 10 and reidentify the individual behind cell value 1 (i.e., using background 

information to find out who the female minor arrested in January 2019 is). Further, 

linking Table 10 and Table 12 can reveal also a new piece of information about the 

female minor arrested in January 2019 in that she has been arrested for a hacking 

offense (because according to Table 12 all female arrestees in 2019 were arrested 

for hacking offenses). 

 

Figure 1 An example of attribution due to linking of data sets between 

Table 10 and Table 12 

 

 

Linking, and keeping track of all possibilities for linking, is a difficult issue, because 

there is an increasing amount of background information available. For some back-

ground information, it is not straightforward to determine how to process or link it. 

Even more information could become available in the future, of which the data con-

troller has no knowledge a-priory. With the increasing amount of information that 
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becomes available, it gets harder to keep track of all possible linking scenarios. 

However, there are ways to provide some protection against linking and fulfill the 

due diligence principle. We are going to discuss them in detail in the next chapters. 

2.3.7 Dominating contributors in magnitude tables 

The distribution of values in magnitude tables can sometimes be strongly skewed.  

It is possible that with some background information we can closely estimate the 

actual value of the most dominating contributor.  

Example of dominating attributes 

Assume we are publishing the total net worth of a group of criminals over a certain 

period. Further, assume that we have a public figure in the data who has a signifi-

cantly larger net worth, as shown in the microdata set in Table 24. The data from 

Table 24 could result in a magnitude table cell with the total net worth of the 

arrestees: 1.000.001.550. By simply publishing the magnitude table for the total 

net worth of the records in Table 24, we would disclose the approximate net worth 

of the CEO (Chief Executive Officer) arrestee. 

 

Table 24 A microdata of the arrestees 

Employee Net worth 

Arrestee 1 500 

Arrestee 2 1000 

Arrestee 3 50 

Arrestee 4 (CEO) 1.000.000.000 
 

2.4 Practices influencing personal data disclosures 

In this section, we describe the data publishing operations and practices that contri-

bute (adversely) to personal data disclosures. When publishing a tabular data set, it 

might be difficult to take into account already available (tabular) data sets because 

such data are not always easily searchable or might be structured differently. As a 

first step, the focus should be on the disclosure scenarios that may arise due to 

many forms of releases that a data controller delivers from a single microdata set  

or a single tabular data set. Such releases are elaborated upon in Subsection 2.4.1. 

Another phenomenon that affects disclosing personal data are the rise of big data, 

which is elaborated upon in Subsection 2.4.2. Finally, Subsection 2.4.3 summarizes 

our conclusions. 

2.4.1 Many releases 

A table is not released into an empty environment. When releasing a table about 

some data subjects, there are other data sets in the data environment that can 

potentially be combined with the released data set in order to derive some privacy-

sensitive information about those data subjects. Fung et al. (2010) identify four 

data release cases, according to which a released data set could be linked to the 

data already available to the public or some individuals in the data environment.  

 

The first data case is about multiple releases, which occurs when, for example, 

several parties receive slightly different tables about the same microdata set from 

the same supplier. When those tables have many overlapping attributes, the likeli-



 

Wetenschappelijk Onderzoek- en Documentatiecentrum Cahier 2020-17  |  38 

hood of personal data disclosure becomes greater as linking and differencing 

becomes more likely. This type of data disclosure can be prevented if a released 

data set is protected with the other releases in mind. If it is possible to release a 

single table (to the public, or otherwise) that would fulfill the needs of most parties, 

then the disclosure risk would also be limited.  

 

The second case is about when the data are part of a sequential release. When  

a table is released in a chain of sequential releases, it is important to take into 

account that the table will most likely be linkable with the previously released 

tables. When multiple tables have overlapping groups or timeframes, table linking is 

likelier to occur.  

 

Another case is concerned with continuous releases, according to which a table  

is released whenever new raw data become available. In this case, unlike in the 

sequential release case, the structure of the data (i.e., the table structure) does  

not change among different releases. Continuous releases are subject to the linking 

issues mentioned for sequential releases. Further, in continuous releases an intruder 

may know that an individual is removed for a table between two releases in time 

intervals Ti-1 and Ti. By taking the difference between the cell values of the tables 

published in intervals Ti and Ti-1 the intruder may learn about personal attributes of 

that individual.  

 

The last case is about collaborative releases. If multiple organizations release tables 

about the same subject, or even about the same microdata, there is a possibility of 

data linkage among these tables. When a single organization releases tables, it only 

has to take into account its own tables and protect them appropriately. With multi-

ple organizations, the choices of which attributes to publish and how to protect the 

released tables are no longer centralized and, as such, it is harder to account for 

these choices. There are methods to ensure that the protection is sufficient, such as 

first integrating the tables from various organizations before protecting them (Fung 

et al., 2010).  

2.4.2 Big data 

We currently witness the rise of the big data paradigm as there are a huge amount 

of data being generated, collected, analyzed and distributed at a fast pace. This 

growth is due to the proliferation of many connected devices (such as cameras, 

smart phones, sensors, and smart household appliances), widespread and intensive 

usage of social networks, and the digital transformation of processes and services.  

 

Using big data gathered from various sources and for diverse purposes can violate 

the privacy rights of individuals and result in personal data disclosures. On the one 

hand, data growth makes it difficult to detect and deal with the disclosure risks that 

are hidden in the data set (i.e., the intrinsic risk factors). On the other hand, the 

growth of other data sets (i.e., the increase of the so-called background knowledge 

available to other parties) makes it difficult to assess and deal with the disclosure 

risks that may arise when combining internal data sets with external data sets (i.e., 

the extrinsic risk factors). Consequently, big data makes it difficult for data control-

lers to share their data with specific groups, individuals or the public in a responsible 

way (Choenni, Netten and Bargh 2018). 
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2.4.3 Concluding remarks 

A data controller cannot perfectly protect the data based in the intrinsic characteris-

tics of the data solely. A data controller’s task is dependent on a data environment, 

which includes unknown and/or uncertain variables such as the intruder types, data 

releases by other parties, and the general data being scraped from all kinds of 

sources. This makes data protection a best effort process, where the objective is to 

protect the data against known and likely risks with the information that is available 

at the moment to the data controller. 

2.5 Summary 

As described in this chapter, personal data disclosures can be put in three groups: 

1) reidentifying an individual, 2) attribution (i.e., learning something about an 

individual), and 3) group attribution (i.e., learning something about a selective 

group of individuals). Different intruders seek various types of disclosures: an 

intruder that wants to learn about a specific individual falls under the prosecutor 

archetype, whereas an intruder that seeks information about a group can belong  

to the journalist or marketer archetype. Various factors in the data environment 

influence the risks associated with personal data disclosures, such as data releases 

that occur in a direct way (such as multiple release, sequential release, continuous 

release and collaborative release) or in an indirect way (like Big Data).  

 

More specifically, the ways that personal data disclosures can happen for tabular 

data sets can be put into two categories. The first category concerns the number  

of contributors in a cell of a table and the tables that can be linked with the table. 

This category is important for both frequency and magnitude tables. The second 

category is only relevant for magnitude tables as it concerns the distribution of  

the contributions of the contributors. When certain contributions have larger magni-

tudes, personal data disclosures can still be highly likely, regardless of the number 

of contributors. 

 

We have categorized the disclosure scenarios described in the literature in seven 

scenarios. These scenarios are summarized in Table 25.  

 

Table 25 Disclosure scenarios per table type 

Table Type Scenarios 

Magnitude & Frequency 

1 One contributors 

2 Two or few contributors 

3 Differencing of cell values 

4 Differencing of sub-populations 

5 Linking the cells of related tables 

6 Skewed values of the cells in a row or column 

Magnitude 7 Dominating contributor 
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3 Quantifying the risks and utility of tabular data 
sets 

In order to mitigate the personal data disclosures discussed in Chapter 2, SDC 

technologies are applied to tabular data sets. Applying SDC technologies trans-

forms original tabular data sets to those with improved personal data protection 

and, often, with reduced data utility. There are various measures developed for 

assessing the degree of personal data disclosures and the degree of data utility  

for tabular data sets. These personal data disclosure measures aim at quantifying 

the occurrence (likelihood) of those disclosures in a transformed tabular data set.  

In SDC literature, these personal data disclosure measures are often referred to as 

disclosure risk7 measures. Data utility measures, accordingly, specify the utility of a 

(transformed) tabular data set. Disclosure risk measures and data utility measures 

are generally inversely related, i.e., when one increases the other decreases. In 

practice, one should make a trade-off between both. 

 

In this chapter, we present an overview of disclosure risk measures and data utility 

measures for tabular data sets in Sections 3.1 and 3.2, respectively. Finally, we 

summarize the main topics discussed in this chapter in Section 3.3.  

3.1 Disclosure risk measures 

Personal data disclosure risks are defined dependent on data environment factors, 

such as the sensitivity of the data and the background knowledge available about 

the data. It is important for the data controller to take into account the data 

environment when the risk is measured. Capturing the data environment is not 

easy. Firstly, the data environment is different for every release. Furthermore,  

the data controller may not exactly know how the data environment looks like.  

It is possible that an intruder knows more about the data than the data controller 

thinks. For instance, the intruder may possess knowledge about attributes that  

the data controller has no access to or more domain knowledge than expected.  

 

Disclosure measures are parameterized to account for environment factors.  

As the data controller has a limited knowledge about the data environment, this  

also includes the data controller’s estimation of how much information an intruder 

possesses. Since the estimation may not always be very accurate, the recommend-

ded parameters of disclosure risk measures lean slightly towards overestimating the 

risk to account for this inaccuracy. 

 

In the following section, we will describe the different disclosure risk measures and 

their associated parameters. In Subsection 3.1.1 we describe cell disclosure risk 

measures. In Subsection 3.1.2 we describe a statistical measure for disclosure risk 

known as subtraction attribution probability. Further, we examine an information-

                                                

7  Note that the term risk here is other than that used in the domain of risk management. In the domain of risk 

management, the term risk is defined as a function, generally the product of two factors: the likelihood of 

occurring a harmful incident (or threat) and the impact of that incident. In our setting, these factors correspond 

to the likelihood of data disclosures and the impact of the disclosed personal data. In practice, however, the 

frequentistic likelihood of a data disclosure incident is regarded as the data disclosure risk in SDC literature and 

we continue with this abuse of notation. 
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theory disclosure risk measure based on conditional entropy in Subsection 3.1.3. 

Lastly, in section 3.1.4 we discuss some methods for applying the disclosure risk 

measures.  

3.1.1 Cell disclosure measures 

The risk of disclosure can be measured for every cell in a table by indicating whether 

the cell is safe or not. To this end, sensitivity rules are used to determine whether a 

cell is unsafe (e.g., if there are too few or dominating contributors in the cell) or is 

safe. Cell disclosure measures provide a straight-forward way to assess the disclo-

sure risk of the whole table by simply measuring the proportion of the cells that are 

considered as unsafe according to the sensitivity rules (Shlomo, 2018a).  

 

These sensitivity rules are determined on a cell basis, i.e., they do not account for 

the risk of a disclosure due to impact of the other cells, as is the case in differen-

cing. In other words, the sensitivity rules only consider a single cell and do not 

consider the table as a whole. As such, the sensitivity rules point to the base data 

disclosure scenario of having one or too few (Subsections 2.3.1 and 2.3.2) or very 

dominating contributors (Subsection 2.3.7) to a cell. In the following, we describe  

three sensitivity rules from the literature. 

Minimum frequency rule 

The minimum frequency rule deems a cell as unsafe when there are fewer than 

𝑛 contributors in the cell. In (Hundepool et al., 2010) the number 3 is described  

as a common choice for 𝑛 when publishing business tabular data sets. If, however, 

there is a reasonable suspicion for collusion, then some contributors in the cells 

might be known to intruders. In such cases, Hundepool et al. (2010) suggest that  

𝑛 should be 3 plus the expected number of contributors 𝑛0 known for the intruder.  

Example of the minimum frequency rule 

Assume a cell describes the number of arrestees, where two of the arrestees are 

from high profile cases (thus being common knowledge). Then, it would not suffice 

to have three contributors in such a cell. Instead, as 𝑛0 = 2, we should require 

𝑛 = 3 +  𝑛0 = 5 contributors as the minimum frequency rule in that particular cell.  

 

For an example of a magnitude table, consider the case where a cell of a table 

contains information about the total number of days in detention that arrestees 

were sentenced to. Further, assume that a cell in this table contains the contribu-

tions of three individuals charged with racketeering. Then two of these contributors 

may form a coalition to determine the number of days that the third contributor 

has to remain in detention. This information could be highly sensitive if the third 

individual has received a reduced sentence due to his/her cooperation with law 

enforcement. In such a case, the 𝑛0 has to be larger than 1 (if 𝑛 = 3) to ensure  

that the cell is correctly classified as unsafe. 

Dominance rule 

In magnitude tables, it is possible to have a very dominating contributor that 

determines a large portion of the value of a cell. Note that the contributions in 

magnitude tables are based on the values of a nominal attribute ad’’ (see Sub-

section 2.1.3). Examples of such a nominal attribute are income or duration of 

detention. The contribution of a single contributor can be so dominating that it  

does not really matter how many other contributors there are in a cell. These 

dominating contributors sometimes have to be protected as well. In such cases,  
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it is necessary to apply a concentration rule that assesses the disclosure risk of  

such extreme outliers within a cell. A concentration rule for a cell is a sensitivity  

rule that examines the distribution of the contributions and not just the number  

of the contributors to the cell. 

 

A common concentration rule is the (𝑛, 𝑘) dominance rule that requires that  

the top 𝑛 contributors of a cell do not contribute more than 𝑘 percent of the total 

contributions to the cell. For a given 𝑛, a smaller 𝑘 limits the size of the dominating 

contributions to a cell more, which means more protection against disclosure risks.  

 

The (1, 𝑘) dominance rule is usually insufficient as the second largest contributor, 

given that he knows that he is second largest, can generally estimate the contri-

bution of the largest contributor fairly accurately for most values of 𝑘 (Hundepool, et 

al. 2010). Similar to the minimum frequency rule, an 𝑛 of 2 is recommended, for 

which a maximum 𝑘 of 80% is generally considered safe (Hundepool, et al., 2010). 

Similar to the frequency rule, when there is a reasonable suspicion of coalition, the 

value of 𝑛 should be increased with the expected size of the coalition. 

Example of the (𝒏, 𝒌) dominance rule for magnitude tables 

Table 26 shows the contribution proportion (i.e., the value of 𝑘 in percentage) of 

the top 𝑛 contributors for 𝑛=1 and 𝑛=2. When setting 𝑛=1 it becomes much harder 

to guarantee that the cell is safe even for smaller value of 𝑘. As shown in the row 𝑛 

=1 of Table 26, the second largest contributor can accurately estimate the value of 

the largest contributor by subtracting its own value from the total, i.e., 20 – 9 = 

11 and infer that the contribution of the first largest is either 10 or 11. 

 

Table 26 An example of the (n, k) dominance rule for magnitude tables 

Value of 𝒏 

(for top 𝒏) 

The amount of the contribution of the 

Value of 𝒌 

(the contribution percentage of top 𝒏) 

first largest  

contributor 

second largest  

contributor 

the other  

contributors 

1 10 9 1 50% 

2 8 8 4 80% 

 

In the row 𝑛=2 of Table 26 we show an example where the top two contributors 

are 80% and see that the second largest contributor can infer that the largest 

contributor is between 8 and 20-8=12. 

 

It is important to keep the parameters for the (𝑛, 𝑘) dominance rule a secret. If the 

value of 𝑘 is known to intruders, then it is possible to compute the value of the con-

tributor much more accurately.  

Example of the risk of knowing the values of the (𝒏, 𝒌) dominance rule 

Consider the case of 𝑛 = 2 in Table 26, where the second largest contributor knows 

that 𝑛 = 2 and 𝑘 = 80. Thus, he knows that its own contribution and that of the 

largest contributor cannot be larger than 80% of 20, which is 16. Thus, the second 

largest contributor can infer that the largest contribution is 16 – 8 (i.e., second 

largest contribution subtracted from the total). 
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P%-rule 

Another concentration rule for magnitude tables is the 𝑝%-rule. This rule looks at 

the best estimations that a contributor can make about the contribution of another 

contributor in a cell, given the total of all contributions to the cell. The second 

largest contributor can make this best estimation about the contribution of the 

largest contributor, when no other additional information is available. The second 

largest contributor can estimate the contribution of the largest contributor by sub-

tracting his own contribution from the total contribution to the cell. If the second 

largest contributor overestimates the contribution of the largest contributor by  

more than 𝑝%, then the cell is considered as safe.  

 

Let �̂�1 denote the prediction made by the second largest contributor to a cell about 

the largest contribution 𝑥1 to the cell, which is �̂�1 =  𝑥total − 𝑥2. The cell is considered 

as unsafe according to the 𝑝%-rule when: 

|�̂�1 − 𝑥1| <
𝑝

100
∗ 𝑥1 or alternatively 

|�̂�𝟏 − 𝒙𝟏|

𝒙𝟏
∗ 𝟏𝟎𝟎 < 𝒑  

 

The larger the value of 𝑝, the cell is more unsafe (i.e., the stricter protection is 

needed). This means that for a certain value of 𝑝 if value of 𝑝 is large, then a  

low accurate estimation might be considered as unsafe while if the value of 𝑝 is 

small, then a very accurate estimation is considered as unsafe. 

Example of the 𝒑%-rule 

The first two rows of Table 27 show the estimation �̂�1 that the second largest con-

tributor can make of the largest contribution 𝑥1. We assume that the second largest 

contributor knows that he is the second largest contributor of a cell and that he 

knows the total of all contributions to the cell, where the total is generally a cell in 

the magnitude table. In the second row, the second largest contributor can 

estimate very closely (within 6.25%), which would make the cell in most cases 

unsafe. 

 

Table 27 Example of the p%-rule 

Total contribution to  

the cell 𝒙𝟏 𝒙𝟐 𝒙𝟑 

�̂�𝟏 made by the  

second contributor 

Closeness of estimation  

(
|�̂�𝟏−𝒙𝟏|

𝒙𝟏
∗ 𝟏𝟎𝟎 ) 

23 12 6 5 
17 according to 

𝑥1 = 𝑥total − 𝑥2 
41.67 

23 16 6 1 
17 according to 

𝑥1 = 𝑥total − 𝑥2 
6.25 

 

If the value of p is chosen to be 20, then the first row is considered as safe, while 

the second row is considered as unsafe (NB, for the estimator described in the 

second right most column of Table 27). 

 

The 𝑝%-rule can be extended when the background knowledge about the contri-

butions of some contributors can be estimated. Including this background know-

ledge can be done by adding a 𝑞 ∈ (0, 100) parameter. The value 𝑞 represents within 

which percentage range the accuracy of contributions can be estimated by an intru-

der. A 𝑞 value of 0 indicates an estimate with complete accuracy and a 𝑞 value of 

100 indicates without accuracy. Assume that the intruder can estimate an upper 
bound 𝑥𝑟 and a lower bound 𝑥𝑟 for the range of the remaining contributions 𝑥𝑟 = 𝑥3 +

⋯+ 𝑥𝑛 (i.e., the sum of those contributions that are not the two largest contributions 
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to the cell). The estimations of the largest contributor with the upper and lower 

bounds of the other contributions becomes: 

 

{
�̂�1,𝑙𝑜𝑤𝑒𝑟 = 𝑥𝑡𝑜𝑡𝑎𝑙 − 𝑥2 − 𝑥𝑟
�̂�1,𝑢𝑝𝑝𝑒𝑟 = 𝑥𝑡𝑜𝑡𝑎𝑙 − 𝑥2 − 𝑥𝑟  

 

 
where the upper and lower bounds 𝑥𝑟 and 𝑥𝑟 relate to parameter q according to  

{
𝑥𝑟 =

100+𝑞

100
∗ 𝑥𝑟

𝑥𝑟 =
100−𝑞

100
∗ 𝑥𝑟

. 

 

If the estimation of the largest contributor using the upper or lower bound of 𝑥𝑟  

is within 𝑝% of 𝑥1, then the cell is considered as unsafe. This approach allows for  

a more accurate estimate of risks but does depend on estimating or knowing the 

background knowledge available to intruders.  

Example of modelling the background knowledge within the 𝒑%-rule 

The last two rows of Table 28 show how the range is estimated, given some 𝑞 

parameter for the values shown in the first row of Table 27. 

 

Table 28 Example of the p%-rule with lower and upper bounds 

Total contribution 

to the cell 𝒙𝟏 𝒙𝟐 𝒙𝟑 

�̂�𝟏 made by the  

second contributor 

Closeness of 

Estimation  

(
|�̂�𝟏−𝒙𝟏|

𝒙𝟏
∗ 𝟏𝟎𝟎 ) 

𝒒 – assumed  

estimation accuracy 

23 12 6 5 
𝑥1,𝑙𝑜𝑤𝑒𝑟=9 

𝑥1,𝑢𝑝𝑝𝑒𝑟=15 
25.00 60 

23 12 6 5 
𝑥1,𝑙𝑜𝑤𝑒𝑟=11 

𝑥1,𝑢𝑝𝑝𝑒𝑟=13 
8.33 20 

 

If the value of p is chosen to be 20, then the first row (with 𝑞 = 60) is considered as 

safe because 25 ≥ 20 , while the second row (with 𝑞 = 20) is considered as unsafe 

because 8.33 < 20 (NB, for the estimator described in the text above). 

 

In the end, it is up to the data controller to choose, based on the context, which 

value of 𝑝 is required for a cell to be safe or not. This percentage may vary for 

different variables, for example, income and detention duration. The 𝑝%-rule and 

the (2, 𝑘) dominance rule are closely related and it has been shown that the (2, 𝑘) 

dominance rule provides stronger protection than the 𝑝%-rule (Hundepool et al., 

2012). 

Additional factors for consideration 

Some factors have to be considered that can affect the way the sensitivity rules 

need to be applied in practice (Hundepool et al., 2010). These factors are:  

 Negative contributions – The sensitivity rules indicate well whether a cell is  

unsafe in case all contributions are positive. When negative contributions are 

possible, the largest contributions are more difficult to estimate for intruders.  

The risk indicated by the concentration rules is not very accurate when negative 

contributions are possible. Having both negative and positive contributions causes 

the concentration rules to overprotect. For magnitude tables with negative contri-

butions, instead of using the concentration rules, it is recommended to use the 

minimum frequency rule (Hundepool et al., 2012). Concentration rules could still 
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prove to be useful if the negative or positive contributions are disproportionately 

large with respect to each other. 

 Consent – Respondents can sign waivers so that they consent to the release of 

tables disregarding the disclosure risk. In those cases, the concentration rules  

can be redefined to only include the population that do not sign waivers. 

 Sampled population – The cells in a table may contain not all the values from  

the population but just a sample. Using samples means that the cells are better 

protected and the parameters of the sensitivity rules should be relaxed in order  

to ensure that they are not overprotecting. In such cases, overprotection reduces 

the data utility unnecessarily.  

 Sampling weights – Tables might be sampled from the population. For magnitude 

tables, this may mean that certain contributors receive different sampling weights 

in order to ensure that the sampled cells look similar to the actual magnitudes in 

the unpublished microdata. The sensitivity rules have to be modified according to 

the sampling weights.  

3.1.2 Subtraction attribution probability measure 

Besides measuring the disclosure risk for individual cells, we can also compute  

the disclosure risk for a whole table. Smith and Elliot (2008) have introduced the 

Subtraction Attribution Probability (SAP) for frequency tables to estimate their 

disclosure risk. The SAP measures the probability that an intruder can disclose 

information if the intruder had information about n random contributors (out of the 

total N contributors). This works as follows: from the disseminated tabular data, the 

intruder’s knowledge is subtracted. When we have zeroes after subtraction, we have 

a potential case of disclosure.  

Example of subtracting the intruder’s knowledge and the probability of zero 

cells 

As shown in Table 29, some drug tests have been taken in area C and we know the 

6 people who passed the test. Subtracting this information from the table would 

lead to a 0 in the cell “passed”. Now there is a risk of attribution because anyone 

who is not one of the 6 that passed the test either failed the test or did not take it. 

 

Table 29 Drug test in area C 

Passed Failed 

6 5 
 

 

Let 𝑛 be the size of a sample of the contributors for whom the intruder knows all 

attribute values. The probability that a disclosure will happen, knowing a random 

sample of 𝑛 contributors, can be computed by looking at every possible sample of 𝑛 

contributors and checking whether zeroes are found. To thoroughly check whether 

zeroes can be found, the disclosure scenarios in Chapter 2 should be applied as well. 

Example of the probability of zero cells due to subtracting the intruder’s 

knowledge (continued) 

In Table 26 there are 11 contributors. As such, there are (11
𝑛
) possible combinations 

that have to be checked for tables with zero cells. 

 

It is very expensive to compute such a disclosure probability as the number of 

possible samples can be very large. This problem falls under the group of NP-
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complete problems (Duncan et al., 2011). Therefore, it is more viable to estimate 

the probability of recovering zeroes. Finally, note that when a table based on a 

sample is published, finding a zero would not necessarily mean that an impactful 

disclosure will happen.  

3.1.3 Conditional entropy measure 

The disclosure risk for a table can be measured with information theory measures. 

Antal, Shlomo and Elliot (2014) define several properties that are relevant when 

seeking to protect frequency tables from disclosing personal data. The authors 

capture these properties for frequency tables in a number of information theory 

based data disclosure indicators. In the following, we present these properties and 

the corresponding indicators. 

 

Property 1A – Having a single cell with all the contributors and all the other cells 

containing zero contributors in the table causes a high disclosure risk (Shlomo, 

2007). This case is similar to the group attribution scenario described in 2.2.3. 

 

Property 1B - Uniformly distributed contributors across cells should have a low 

disclosure risk.  

 

Properties 1A and 1B can be captured by considering the entropy of the distribution 

of contributors across the cells. Let 𝑋 =  (𝑥1, ⋯ , 𝑥𝐾) = (
𝐹1

𝑁
, ⋯ ,

𝐹𝐾

𝑁
) be the distribution of 

the frequencies of the contributors to K cells of a frequency table, for which the total 

frequency value is 𝑁. Here we assume that every contributor contributes to one of 

the 𝐾 cells. For these cells, we can compute the entropy: 

𝐻(𝑋) =  −∑𝑥𝑖 log2 𝑥𝑖

𝐾

𝑖=1

 (1) 

 

If we have a uniform distribution, the entropy is the largest, i.e., log2 𝐾. If we have a 

severely skewed distribution, the uncertainty and thus the entropy is small. We can 

bound this value between 0 and 1 and make it as a risk indicator by: 

1 −
𝐻(𝑋)

log2 𝐾
(2) 

 

where 𝐾 is the number of cells. This risk indicator becomes zero when the cells are 

safe (i.e., when the frequency distribution of cell values is uniform). 

 

Property 2 - Cells with a small number of contributors should have a high risk of 

disclosure. 

 

The entropy functions in formulas (1) and (2) examine only the distribution of the 

contributors across the cells. If there are too few contributors in the cells, then the 

disclosure risk should be high as well. This can be accounted for by computing the 

number of contributors to the cells, which can be bounded between 0 and 1 with the 

following indicator: 

−
1

√𝑁
⋅ log

1

𝑒 ⋅ √𝑁
(3) 

 

which moves towards 0 as 𝑁, i.e., the number of contributors to a cell, grows. 
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Property 3 – The measured risk of disclosure should be the highest for the table 

with the largest proportion of zero cells because for every zero cell we can attribute 

additional information to the individuals in the non-zero cells.  

 

The proportion of the empty cells that a table contains can be expressed by the 

following indicator: 
|𝑍|

𝐾
(4) 

 

where |𝑍| is the number of zero cells, and 𝐾 is the total number of cells. When 

Properties 1 and 2, as specified in indicators (2) and (3), respectively, are equal,  

we can still assess the disclosure risk of a table by the proportion of its empty cells, 

as given with the risk indicator in formula (4).  

 

Property 4 – The final property requires that all of the above properties are 

bounded between 0 and 1. 

 

A user has to choose how to weigh the first three properties, depending on which 

ones are more suited for his/her use case. It is not straightforward to exactly weigh 

these properties in order to get the most accurate measurement of disclosure risks.  

Example of information theory based risk indicators 

Table 30 contains three columns, each of which corresponds to a frequency table 

with four cells. The lower part of the table also gives the scores of the information 

theory based data disclosure indicators for each column according to formulas (2), 

(3) and (4). The user can assess the relevance of these indicators in a given 

situation and weigh their scores accordingly. Note that the worst score attained in 

every row (i.e., per indicator) is indicated in bold. 

 

Table 30 Table containing three frequency columns and their scores 

 
Three frequency tables 

Least contributors Most skewed Most zeroes 

Fines 2 20 0 

Prison time 3 0 0 

Community service 2 1 7 

Probation 2 1 8 

Information theory based scores 

Entropy Formula (2) 0.015 0.72 0.50 

Contributors Formula (3) 0.300 0.24 0.26 

Zeroes Formula (4) 0.000 0.25 0.50 
 

 

The formulations in relations (2), (3) and (4) can be adjusted to incorporate the 

sampling frequency. This adjustment allows for giving a measure of disclosure risks 

for a sampled table, instead of for a complete population table (Antal et al. 2014). 

3.1.4 Applying disclosure risk measures 

We have discussed several measures for disclosure risks. The usage of these 

measures differs per use case. Further, note that the measures do not have to  

be used alone; they can be combined as well.  
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The sensitivity rules are relatively simple rules that apply to cells directly in order to 

determine whether they are safe. For example, the minimum number of contributors 

to a cell should be three to consider it safe. The advantage of this simplicity is that 

the chosen rule parameters can easily be justified. For example, when three contri-

butors are required per cell, the data controller most likely justifies the rule by 

having the reasonable expectation that intruders do not know more than one 

contributor. In case an intruder knows two contributors, there is a reasonable risk  

of disclosure; see Subsection 2.3.2.  

 

The SAP measure can be used similarly. When the data controller has a reasonable 

expectation that an intruder may know a certain number of contributors, the SAP 

measure can indicate the chance of disclosures. It is based on the table as a whole 

and makes some assumptions about intruder knowledge in general, more than just 

looking at individual cells. Thus, the SAP measure uses more information than the 

cell sensitivity rules do, but provides a broader estimate. 

 

Lastly, conditional entropy indicators measure solely the properties of a table and, 

as such, they do not measure the properties of individual cells. For example, they 

indicate the average number of contributors per cell for the whole table and the 

skewness of the table, instead of counting the number of individual cells with less 

than three contributors. Compared to sensitivity rules and the SAP measure, it is 

therefore harder to justify the choices made to protect cells when using conditional 

entropy indicators. In cases where intruders are more likely to know almost every-

one in a cell, instead of their knowledge being spread across the table, it may be 

more desirable to weigh such general entropy properties more heavily. The sensi-

tivity rules are not a good indication of protection if intruders have skewed 

knowledge towards particular cells.  

 

As mentioned before, the measures can be combined to have the most accurate  

and justifiable quantification of disclosure risks. For instance, using a sensitivity 

rule, a data controller can require a minimum number of contributors for every cell. 

The controller can combine this sensitivity rule with a conditional entropy measure 

to ensure that tables having more contributors and less skewness are favored.  

3.2 Utility measures 

The reduction of personal data disclosure risks generally does not come without  

a price. To reduce the disclosure risk, the tabular data should be transformed by 

using SDC technologies. The result of this transformation, i.e., the transformed 

tables, often contain less information than the original tables. Whether this loss of 

information is detrimental depends on the data usage purpose. A way to determine 

how much relevant information is lost is through measuring the utility of the data.  

 

In this section, we start with an introduction to data usage (Subsection 3.2.1) and 

subsequently present some generic data utility measures (Subsections 3.2.2, 3.2.3  

and 3.2.4).  

3.2.1 Data usage 

An issue in defining the data utility is its dependency on the data usage context.  

The data usage can differ strongly between data consumers. If the data usage is 

known, then we can potentially fine-tune the data utility measure for that usage. 
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Knowing the data usage helps us to determine which cells should (not) be modi- 

fied for minimal information loss and maximal disclosure risk reduction. 

 

In the case of open data, where the data are released to the public for any legiti-

mate data usage, not much is known about the way the data are used. In such 

situations, generic measures are used to estimate the data utility regardless of  

any specific data usage. A common way to open data are to provide statistics for 

data journalists, scientific researchers, and the public. For example, national 

statistics agencies provide tabular data on a broad range of subjects such as migra-

tion, health and crime. The statistics taken from those tables are commonly referred 

to in policymaking discussions. Several aspects of data quality, such as validity and 

accuracy, are important to such discussions. Therefore, data utility measures should 

account for these aspects. 

 

Publishing tables that have been aggregated to the level of very large groups  

may improve privacy but can also be potentially misleading. For example, the Dutch 

Ministry of Justice and Security has been heavily criticized for publishing a list of the 

top ten crimes among refugees. The published list included a category ‘other’, which 

contained the sum of several of the most severe but less frequent crimes such as 

rape and murder. Unfortunately, this ‘other’ category was not made clear when the 

list was published (de Zwaan, 2019; Rapportage Vreemdelingenketen, 2018). The 

label ‘other’ hid the presence of the severe crimes, as well as their frequency.  

 

On the one hand, data cannot be disseminated without considering its utility. On  

the other hand, if the disseminated tables contain very small groups or even indi-

viduals in their cells, there is a risk of disclosure. A careful balance is therefore 

needed between preserving privacy and ensuring that useful and unbiased data  

are disseminated.  

 

There are several generic data utility measures that capture different key statistics / 

characteristics of the data. These statistics have been used by national statistical 

institutes when disseminating their data. These generic measures can be used alone 

but can also be combined to estimate several (aspects of) data usage. In the 

following subsections, we will describe some of these generic data utility measures. 

3.2.2 Distance measures 

A simple measure of data utility is the distance between the original data and  

the modified data. Two distance metrics are: Hellinger’s distance defined as 

 

√∑
1

2
(√𝐷𝑚𝑜𝑑(𝑐) − √𝐷𝑜𝑟𝑖𝑔(𝑐))

2

 

𝑐∈𝐶

 

 

and absolute average distance defined as 

 
∑ |𝐷𝑚𝑜𝑑(𝑐) − 𝐷𝑜𝑟𝑖𝑔(𝑐)|𝑐∈𝐶

|𝐶|
 

 

where 𝐶 is the set of all cells indices, |𝐶| is the total number of cells, and 𝐷𝑚𝑜𝑑( . ) and 

𝐷𝑜𝑟𝑖𝑔 ( . ) are the mappings to the cell values of the modified data set and the original 

data set, respectively (Shlomo & Young, 2005).  
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The Hellinger and absolute average distances differ slightly, depending on the 

properties of the data sets. For example, the Hellinger’s distance is affected more 

strongly by changes in small cells than the absolute average distance is. This is 

because the square root distance grows less slowly than the absolute value 

difference does.  

 

With a distance measure, we can measure how close the modified data set is to the 

original data set. SDC technologies affect the table as whole, causing various groups 

to have different totals than their original values. Distance measures can be used to 

limit this change between the original and transformed totals. For specific subgroups 

or even single cells, it may be necessary to ensure that there is a maximum 

distance so that the loss of important information is contained.  

Example of information loss 

 

 

Figure 1 shows five original data values and their rounded values (rounded to 

closest ten). The figure illustrates how the excessive rounding of data causes losing 

information about the trend. Whether this trend is important and what an accepta-

ble associated distance should be used, are very much dependent on the context 

and the purpose of the data dissemination.  

 

Figure 1 An illustration of information loss about the trend due to 

rounding 

 

3.2.3 Variance impact 

Distance measures do not capture well the changes in variance caused by the trans-

formation of the data. Several measures can be used to indicate such changes. In 

this section, we describe the Analysis of Variance (ANOVA) measure as it has been 

used in a previous analysis in (Shlomo & Young, 2005). 

 

ANOVA is a measure to indicate the difference in variance between a set of grouping 

attributes and a target attribute. Consider the case where the values of the target 
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attribute are the number of individuals, as in frequency tables. The ANOVA measure 

measures two variances with respect to the number of individuals: 

1 The variance within the groups formed by the grouping variables. 

2 The variance between the groups formed by the grouping variables. 

 

The ANOVA measure uses the ratio between these two values as given below: 

 

𝐹 =
Between group variance

Within group variance
. 

 

This is known as the 𝐹-test. When the variance between groups is small, relative  

to the variance within the groups, the 𝐹-test indicates that there is little association 

between the grouping attributes and target attributes. On the other hand, if the 

variance between groups is relatively large, the groups are fairly distinguishable and 

the association within the group is large. The following example illustrates how this 

measure is calculated.  

Example of the ANOVA measure 

We compute here the 𝐹 ratio for Table 31, being a frequency table with two 

categorical grouping attributes, namely: gender (male and female) and age (minor 

and non-minor). On the left hand side of Table 31, the frequency values of the 

grouping attributes are shown. On the right hand side, per row (i.e., per gender 

group) we include the variance and the mean of the number of individuals. 

 

The variance between groups is defined as the mean sum of squares differences 

between the means 𝑚𝑖 of the groups, in our case the male and female group, 

which is then divided by the degrees of freedom: 

∑ |𝑚𝑖|(𝑚𝑖 −𝑚)𝑚𝑖

2

𝑘 − 1
 

where 𝑚 the global mean of all groups, |𝑚𝑖| is the cardinality of every group (i.e., 

the number of samples per group) and 𝑘 is the number of groups. Applying this to 

Table 31 results in a between groups variance of 
2×((11−18)2+(25−18)2)

2−1
=

2×(49+49)

1
= 196.  

 

The within group variance is defined as the mean sum of the squares of the 
differences between observations 𝑥𝑖𝑗 and their respective group means 𝑥𝑗, which is 

then divided by the degrees of freedom: 
∑ (𝑥𝑖𝑗 − 𝑥𝑗)𝑥𝑖𝑗

𝑛 − 𝑘
 

where 𝑛 is the number of observations. This results in a within group variance of 
(25−20)2+(25−30)2+(10−11)2+(10−12)2

4−2
=

25+25+1+1

2
= 26. 

 

These variances give 𝐹 =
192

26
≈ 7.54. Generally, an 𝐹-score of 1 indicates a strong 

association between the grouping and target attributes, as is also the case in our 

example. The counts vary much between the genders. The exact interpretation of 

the 𝐹-score can vary in cases; it can for instance be used in conjunction with a 𝑝-

value to also include a measure of significance.  
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Table 31 Male and female groups, with their variances and means  

Group 𝒊  Minor Adult  Variance8 Mean 𝒎𝒊 Global mean 𝒎 

1 Male 10 12  01 11 
(11+25)/2=18 

2 Female 20 30  25 25 

 

 

 026 Within group variance 

 196 Between group variance 

 00007.54 𝐹-score 
 

 
We can compute F for both 𝐷𝑚𝑜𝑑 and 𝐷𝑜𝑟𝑖𝑔 to examine the impact on the variance 

due to the transformation of the data. For a good utility, the F values for 𝐷𝑚𝑜𝑑 and 

𝐷𝑜𝑟𝑖𝑔 should be similar. 

3.2.4 Association measures 

Although the data usage may not be exactly known beforehand, in some cases a 

data controller could have an idea of the information expected in the data release. 

In such cases, certain associations could be retained. There are numerous measures 

that can be applied to different types of values to assess the association among 
them. The difference in the associations in 𝐷𝑚𝑜𝑑 and 𝐷𝑜𝑟𝑖𝑔 can subsequently be used 

to indicate the degree of utility loss. Some of such association measures are:  

 Spearman rank correlation, which checks how well the growth of one ordinal 

variable relates to another. 

 Cramer’s V, which computes the association of two categorical attributes with 

each other. 

 Pearson correlation, which can be used to measure the linear relationships 

between attributes. 

 Wilcoxon signed rank-test, which can be used to compute the differences in the 

empirical distribution by assigning rank scores and examining if the rank has 

significantly changed due to transformations.  

 

These generic measures are well-known and used in various domains, therefore,  

we will not discuss the measures in detail. Do note, however, that with these 

generic measures there are several choices to make. Some measures work well with 

numeric data such as the Spearman rank test, while others only work for categorical 

data such as the Cramer’s V. Some of these measures have been evaluated in 

(Shlomo & Young, 2005), for a detailed description of information measures and 

information theory we refer to (Cover, 2005). 

3.3 Summary 

This chapter described several measures for specifying disclosure risks that can  

be used by a data controller. The most basic data disclosure measures that a data 

controller can consider are sensitivity rules. These rules are simple and intuitive. 

Using sensitivity rules, the data controller can disallow specific groups of contri-

butors to form a cell, as certain contributors might be identified easily in such 

groups.  

 

                                                

8  For calculating the variances, we assume that the male and female groups constitute the whole population in 

mind.  
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Sensitivity rules only consider cells individually. We have discussed several options 

that a data controller has to measure the disclosure risk of a table, namely: 

1 Count the cells that are at risk according to a sensitivity rule. 

2 Estimate the disclosure risk when an intruder has information about a random 

sample of contributors.  

3 Look at properties of a table as a whole, e.g., how uniform the distribution of 

contributors is in the table.  

 

Additionally, several measures of data utility or information loss have been 

described in this chapter and many more have been mentioned. The literature on 

these types of measures is very broad and theoretically well-established. Under-

standing the intended data usage improves the way that the data utility can be 

measured. This includes understanding the data type , e.g., being numerical or 

categorical, and the associations (or correlations) within the data. This also means 

that combining generic measures is needed to accurately indicate the utility of the 

data.  
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4 Protecting tabular data sets 

This chapter describes SDC techniques used for protecting tabular data sets. There 

are two aspects to consider here: the techniques that transform the data and the 

evaluation of those techniques.  

 

In this chapter, we will first discuss some important (and desirable) properties of  

the data transformation techniques in Section 4.1. These properties can be used to 

determine whether a technique is appropriate for a data release. We provide a short 

explanation of the various techniques available in Section 4.2. Subsequently, we 

explain the process of SDC-based data protection in Section 4.3. Lastly, in Section 

4.4 we provide an overview of the protection techniques and their properties. 

4.1 Data transformation properties 

Applying SDC technologies requires considering the data utility and the disclosure 

risk of the released tabular data set. However, there are additional properties that 

can also be considered. These properties have varying degrees of importance, 

depending on the type of the released data. In this section, we describe some of 

these properties briefly. 

 

Additivity: Many tables are published with the margin cells that are the sums of the 

corresponding internal cells. The internal cells of the transformed table do not sum 

up to the margin cells when certain data protection techniques are applied to the 

table. This happens, for example, when a row of values is rounded individually and 

the sum of the row is rounded separately. 

 

Consistent totals: Additivity for rows and columns can be ensured by recalculating 

the margin cells based on the modified internal cells. An issue with this solution, 

aside from the potential utility loss, is that when multiple tables are published about 

the same population (i.e., about the same microdata), the totals of the tables may 

not match. This may result in margin cells in sub-population tables that incorrectly 

show larger counts than the corresponding population tables. Having consistent 

totals is more difficult to obtain after applying SDC technologies as the totals of 

various previous releases have to be considered. Having inconsistent totals may 

diminish data consumers’ trust in the validity of the released tables.  

 

Stochastic: An easy way to increase uncertainty for intruders, and thereby protect-

ting confidentiality, is by applying a stochastic algorithm to the data. A data consu-

mer or intruder will only be able to learn the statistical distribution of the values of 

the original tables from the published tables and he will not be able to, for instance, 

know the exact number of individuals in a cell. However, stochastic procedures do 

not always produce valid data (i.e., preserve truthfulness). For example, one may 

generate some records that are implausible or impossible according to domain rules. 

Furthermore, reproducibility may be an issue when applying stochastic procedures. 

To overcome this, seeds can be used, which save how the noise or stochastic 

choices have been generated, so that these can be generated in the same way in 

the future. The seeds would have to be saved (securely) when doing multiple 

releases (Benschop et al., 2018). 
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Projection of confidentiality: When voluntary participation is the driving force behind 

the data collection process, such as for medical research or in surveys, an important 

aspect that must be considered when disseminating the collected data, is how much 

trust people can put in the data publisher to keep their records confidential. Some 

protection techniques, mainly those that protect by applying noise, may be 

perceived as weak (or not enough) protection of personal data. Such approaches 

may affect the participants’ trust in the data publisher. 

 

Non-perturbation versus perturbation: Non-perturbation means that the data are 

changed by removing the unsafe cells or by aggregating them into larger groups. 

Non-perturbation techniques reduce the disclosure risk but still keep these values 

true/intact (i.e., preserve truthfulness). We can also reduce disclosure risks by 

modifying the values randomly by, for example, adding noise. These methods are 

perturbative.  

 

Optimality: Some SDC technologies make use of optimization problems. Certain 

optimization problems are so difficult that it is not possible to solve them within a 

reasonable amount of time. Generally, solvers are used to estimate solution that  

are good but not necessarily optimal. We included this as a property in our com-

parison because users may have concerns about non-optimal solutions.  

 

Table 32 gives an overview of the data protection methods discussed in this chapter 

and categorizes them into non-perturbative and perturbative techniques. 

 

Table 32 The methods discussed in this chapter grouped based on 

whether they are perturbative 

Perturbative Non-Perturbative 

(4.2.2) Random Rounding (4.2.1) Suppression 

(4.2.2) Controlled Rounding (4.2.24.2.2) Conventional Rounding 

(4.2.44.2.4) Controlled tabular adjustment (4.2.34.2.3) Small Cell Adjustment 

(4.2.54.2.5) Cyclic perturbation (4.2.64.2.6) Table Redesign 

(4.2.5) Synthetic data generation (4.2.74.2.7) Sampling 

(4.2.5) Cell-key method  

4.2 Protection methods 

In this section, we provide a short explanation of the various techniques available 

namely: suppression in Subsection 4.2.1, rounding in Subsection 4.2.2, small cell 

adjustment in Subsection 4.2.3, controlled tabular adjustment in Subsection 4.2.4, 

stochastic perturbation in Subsection 4.2.5, table redesign in Subsection 4.2.6, and 

sampling in Subsection 4.2.7. 

4.2.1 Suppression 

A straightforward way of limiting the disclosure of cells is by removing them 

completely from the table. Usually the cell is kept in the table, but the value  

is replaced with an empty value or with a symbol indicating the suppression.  

 

We can identify unsafe cells using the sensitivity rules described in section 3.1.1. 

The first step in suppression is to remove the unsafe cells. This is referred to as the 

primary suppression. However, primary suppression does not protect the cells from 
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differencing. Margin cells are a source of disclosure through differencing, which are 

commonly available in tabular data sets.  

Example of disclosure via differencing in cell suppression 

Table 33 is an example of cell suppression and disclosure due to differencing. The 

table contains an unsafe cell, indicated in bold in the first row. The second row 

suppresses the value by replacing the value one with a *. The value of the 

suppressed cell can be determined by using the margin cell value of 16. 

 

Table 33 A table and its protection with cell values: Number of arrests 

 Area 1 Area 2 Area 3 Total 

Male arrestees 10 1 5 16 

Protected “male arrestees”  10 * 5 16 
 

 

To provide adequate protection of cells, additional cells have to be suppressed. This 

is known as secondary suppression. Determining which cells to suppress secondarily 

(i.e., after the primary suppression) is a difficult problem known as the Cell Sup-

pression Problem (CSP). Selecting those cells that result in a minimum utility loss is 

an NP-hard problem (Kelly et al., 1992). Therefore, a heuristic approach is necessa-

ry for solving this problem for large tabular data sets.  

 

When we want to suppress cells in such a way that data utility is maintained as 

much as possible, we need to determine how to weigh the cells. To this end, we 

can: 

 Weigh all cells equally. 

 Weigh the cells based on the number of contributors in the cell. 

 In case of a magnitude table, weigh the cells based on the total contributions  

to the cells. 

 

We make a distinction between cells if we choose one of the latter two options.  

We can assign more utility to larger cell values, which would keep more cells with 

larger values. For certain releases, assigning more utility to larger cell values could 

be more important than releasing as many cells as possible. This concept is similar 

to the distance measures defined in section 3.2 for tabular data sets, only here we 

look at the distance per cell and not at the distance in total (i.e., for all cells). 

4.2.2 Rounding 

Suppressed values may not be useful or may even be misleading. Rounding, 

instead, can provide a single value that is close to the original value (albeit not 

always being the actual value). Rounding introduces a degree of uncertainty for data 

intruders, as the actual value could be any value that falls within the rounding range 

of the published value. 

 

Rounding a value involves choosing a rounding base. For example, if we round value 

𝑎𝑖 to multiples of ten, the rounding base 𝑏𝑖 = 10. In many rounding schemes, it is not 

always necessary for rounding to occur to the nearest base value. For example, in 

stochastic rounding schemes, there is a probability for the value 26 to be rounded 

down to 20, given a base of 10. This stochastic rounding increases the uncertainty 

(i.e., the range of possible values) from the perspective of an intruder.  

 

In the following, we describe a number of rounding schemes from the literature.  
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Conventional rounding 

The most basic scheme of rounding is conventional rounding, where every cell value 

is rounded to their nearest base value. A common choice is to round to multiples of 

five. The marginal values in conventional rounding are rounded independently of the 

internal cells in order to prevent large accuracy errors of marginals. Such errors 

may be introduced by accumulating the rounding errors of the individual cells. Inde-

pendent rounding of marginals does, however, have the disadvantage that the rows 

are not additive anymore. Further, when we know that conventional rounding has 

been performed with a specific base, we can derive the range of possible values for 

a rounded cell value. This range of possible values can sometimes be reduced by 

considering the relation between the values of the cell and the marginal. The 

following example shows the data disclosure risk associated with a specific pattern 

of rounded values and marginals, which has also been identified in (Willenborg & 

Waal, 2001). 

Example of rounding loss and reducing the range of possible values 

Table 34 shows how the rounding loses the additive property (see the conventional 

rounded values in the second row in Table 34).The third row of Table 34 shows the 

possible ranges per cell, given a conventional rounding base of 5. In this row, we 

see that the total has to be at least 8 (a smaller total would have been rounded 

down to 5). As the total is the sum of the values of areas A through D, we learn 

that every area has a value of 2 (otherwise, it would not be possible to arrive at a 

total of 8). 

 

Table 34 Frequency table row before and after conventional rounding 

 Area A Area B Area C Area D Total 

Original data  2 2 2 2 8 

Data after conventional rounding (base 5) 0 0 0 0 10 

Range (intruder’s perspective) 0-2 0-2 0-2 0-2 8-12 

Audited range 2 2 2 2 8 
 

 

The conventional rounding scheme is consistent and simple. However, it does not 

protect tabular data set completely against simply computing the ranges nor does it 

protect against differencing with other tables (Hundepool et al., 2010). Furthermore, 

it can suffer from bias as large values are generally rounded up and small values are 

rounded down.  

Random rounding 

Another relatively basic rounding scheme is random rounding. In random rounding, 

a value 𝑎𝑖 is rounded probabilistically to either its upper base value, denoted by ⌈𝑎𝑖⌉, 

or its lower base value, denoted by ⌊𝑎𝑖⌋. The probability of rounding up or down is 

determined by the distance of the actual value 𝑎𝑖 to the lower base value ⌊𝑎𝑖⌋, 

normalized by the rounding base value 𝑏𝑖. In other words, the random rounding of 𝑎𝑖 

is:  

𝒗𝒊 = 

{
 
 

 
 ⌈𝑎𝑖⌉ with probability 𝑝𝑖 =

(𝑎𝑖 − ⌊𝑎𝑖⌋)

𝑏𝑖

 ⌊𝑎𝑖⌋ with probability  𝑝𝑖 = 1 − 
(𝑎𝑖 − ⌊𝑎𝑖⌋)

𝑏𝑖
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Example of random rounding 

The value 𝑎𝑖 = 26 with base 𝑏𝑖 = 10 could be rounded to either ⌊𝑎𝑖⌋ = 20 or ⌈𝑎𝑖⌉ = 30. 

The probabilities of rounding to values ⌊𝑎𝑖⌋ = 20 and ⌈𝑎𝑖⌉ = 30 are 60% and 40%, 

respectively. 

 

An advantage of this random rounding approach is that it, unlike conventional 

rounding, does not suffer from the fact that all large values are increased and  

small values are reduced.  

 

The margin cells can either be computed through independent random rounding 

(Hundepool et al., 2012), or by adding the values of the modified internal cells.  

The advantage of the latter is that rows and columns become additive. The dis-

advantage, however, is that the newly computed marginals can be far from the 

original values (Duncan et al., 2011). 

Controlled rounding 

The conventional and random rounding methods described above either do not 

provide additivity or may strongly distort the margin cells. Controlled rounding 

keeps both these properties. To this end, a constraint is set, requiring that the 

rounded values of internal cells must sum up to their respective marginals. 

 

The objective of controlled rounding is to round as little as possible, while staying 

within the constraints. Without going into details, we can define this controlled 

rounding problem as an Integer Linear Programming (ILP) function with the 

constraints: 

1 The row values sum up to their marginals. 

2 The column values sum up to their marginals. 

3 All internal cells are rounded values. 

 

In addition to the abovementioned constraints, the objective is to keep the values 

as close to the original values as possible. Searching for these solutions is known  

as the Controlled Rounding Problem (CRP) and is shown to be NP-complete for 

three-dimensional tables (Bacharach 1966, Kelly, 1990). It is also possible to have 

multiple solutions (i.e. ways that the table can be rounded) that are optimal, as will 

be shown in Table 35.  

 

With controlled rounding, a value 𝑎𝑖 can be rounded down to ⌊ai⌋ or up to ⌈𝑎𝑖⌉,  

similar to random rounding. In random rounding the choice of value ⌊ai⌋ or ⌈𝑎𝑖⌉ is 

done randomly, while the rounding in controlled rounding is done to ensure that  

all values are as close to the original values as possible. 

Example of controlled rounding 

The value 𝑎𝑖 = 11 with base value 𝑏𝑖 = 10 could potentially be rounded to ⌈𝑎𝑖⌉ = 20 if 

this ensures that the other values have to be rounded less or if this is the only way 

to stay within the aforementioned constrains. 

 

Besides being a complex problem, CRP does not always have feasible solutions  

for certain base values (Causey et al., 1985). The problem of feasibility can be 

addressed by allowing for no-zero restricted rounding (Salazar-González, 2006). By 

allowing for a multiplier 𝛾𝑖 ≥ 1, we can increase the set of values that we can round 

to. The multiplier allows for rounding to a higher base value. The rounding up in no-
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zero restricted rounding can be defined as rounding up value 𝑎𝑖 to a value in the 

set: 

{⌈𝑎𝑖⌉, ⌈𝑎𝑖⌉ + 𝑏𝑖  , … , ⌈𝑎𝑖⌉ + (𝛾𝑖 − 1)𝑏𝑖 , ⌈𝑎𝑖⌉+𝛾𝑖𝑏𝑖  }, 

 

where 𝑏𝑖 is the rounding base value. The rounding down can be done similarly. 

Example of no-zero restricted rounding 

With 𝑏𝑖 = 10 and 𝑎𝑖 = 11, according to no-zero restricted rounding we could round 

𝑎𝑖 = 11 down to 0 instead of 10, similarly, we could round it up to 30 instead of 20. 

 

As mentioned above, various solutions can come from applying controlled rounding, 

as indicated in the following example. 

Example of having more solutions due to controlled rounding 

Table 35 shows two examples of controlled rounding of the original data shown in 

the first row. Both solutions shown in the table (see the second and third rows in 

Table 35) can be considered as equally good solutions because they fall within the 

constrains and both have equal distance to the original data. 

 

Table 35 Two examples equally good solutions using controlled rounding 

 Area A Area B Area C Total 

Distance with the  

original data 

Original data  3 1 08 12 0 

Data after controlled rounding (1) 5 0 10 15 2+1+2+3=8 

Data after controlled rounding (2) 0 0 10 10 3+1+2+2=8 
 

4.2.3 Small cell adjustment 

Not all cell values are subject to disclosure risks. To prevent information loss on 

those values, Small Cell Adjustment (SCA) has been introduced. As the name 

suggests, the method only adjusts the cells with small values. Any method for 

adjustment could be used for the so-called small cells. Only adjusting small cells 

(i.e., unsafe cells) ensures that the utility is maintained as high as possible. In 

practice, suppression and conventional rounding are techniques that are used for 

adjusting the small cells. Eurostat, Statistics Netherlands (abbreviated as CBS in 

Dutch) and the Dutch Ministry of Justice and Security are currently applying these 

techniques for various tabular data releases.  

 

The marginals of tables should be computed from the adjusted internal cell values  

in order to preserve the protection provided from the adjustment. This is because 

disclosure through differencing becomes possible when the marginals are computed 

from the original values (see Table 33). If only a few cells are unsafe, then the 

newly computed marginals will be close to their original values. For sparse tables, 

i.e., tables with many small cells, the distance in marginals may become more 

pronounced when using SCA as there are many values that have to be rounded. 

Other disadvantages of SCA are that the method does not protect the cells that 

have not been adjusted against linking and differencing and that the marginals 

throughout the tables may no longer be consistent.  
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4.2.4 Controlled tabular adjustment 

Similarly to SCA, Controlled Tabular Adjustment (CTA) does not require every value 

to be adjusted (Dandekar & Cox, 2002)). Instead of only adjusting cells with small 

values, CTA only aims to ensure that all vulnerable cells are protected at a minimum 

distance from their original values. The objective is to minimize the distance, while 

protecting the vulnerable cells and maintaining the additivity property.  

 

It is important to note that when using CTA, the transformation of values is not 

limited to rounding. Instead, the values can be transformed to any other value as 

long as it falls within some constraints. These constraints could be defined as an ILP 

similarly to the way done for controlled rounding, also with the objective to mini-

mize the distance between the original and the transformed data. Some of these 

constraints are: 

1 Transformed values fall within expected ranges. 

2 The transformed values should be protected. 

3 Certain linear relations should be kept, e.g., rows should sum to their marginals.  

 

Since CTA does not round, a constraint is needed to ensure that the values remain 

within a reasonable range (Castro & González, 2013). For this purpose, CTA restricts 

the transformed values to stay within the intruder’s prior. Intruders’ prior consists of 

the minima and maxima for the original values that an intruder could know about 

before viewing the respective cells. The intruder’s prior can be expressed with an 

upper bound 𝑢 and a lower bound 𝑙 for every value and represents the intruder’s 

background knowledge (Salazar-González, 2008). Knowing bounds 𝑢 and 𝑙 is 

necessary to ensure that we satisfy constraint 1.  

 

The objective of remaining within a reasonable range of the intruder’s prior ensures 

that values are transformed around the original values. To ensure that the trans-

formed values are protected enough (i.e., to satisfy constraint 2), another set of 

values is needed. These values are the lower and upper protection levels, respec-

tively denoted by 𝑙𝑝𝑙 and 𝑢𝑝𝑙. A value is considered protected if the transformed 

value is larger than the original value plus 𝑢𝑝𝑙 or smaller than the original value 

minus 𝑙𝑝𝑙.  

Example of CTA 

For a cell value 𝑎 = 8, let us assume that intruders and data consumers know 

approximately that the original value is between 𝑙 = 0 and 𝑢 = 10 respectively. 

These bounds limit the boundary where we can transform the value to within  

the range of (0, 10). This is the first constraint.  

 

We also require two protection levels to ensure that a minimum protection is 

reached. Let us say that we choose 𝑙𝑝𝑙 = 𝑢𝑝𝑙 = 3. This limits the values to which  

we can transform 𝑎 = 8. Specifically, these limit values are smaller than 𝑎 − 𝑙𝑝𝑙 = 5 

or larger than 𝑎 + 𝑢𝑝𝑙 = 11. This is the second constraint. 

 

Considering both constraints mentioned above, we can transform value 8 to only 

the values in the set {0, 1, 2, 3, 4, 5}. The optimal choice is the closest value (i.e., 

value 5 in this case) if we have no further constraints from linear relations, such as 

margin cells.  

 

One should consider the linear relations in the table (e.g., imposed via the margi-

nals) when protecting the table. An intruder could use the linear relations existing  
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in the table to derive a lower estimation 𝑎 and an upper estimation 𝑎 of the value 𝑎. 

If 𝑎 ≥ 𝑙 and 𝑎 ≤ 𝑢 then the data are considered as unsafe. Differencing is possible, 

but it will generally not lead to exact values.  

 

By only considering a single level of protection (i.e., based on either lower or upper 

bound), it is possible to find optimal solutions (Castro & González, 2009). However, 

a single protection level is vulnerable to differencing and linking (Duncan et al., 

2011). 

4.2.5 Stochastic perturbation 

Another way to protect data is by adding random noise to the cell counts, which in-

creases the uncertainty for data intruders. Adding noise to tables can result in cell 

values that are impossible in reality. For instance, the data after perturbation may 

contain criminals under the age of 5 (which is impossible in many countries). In 

such cases, the perturbation has to be constrained to prevent producing unrealistic 

values.  

 

Additivity can be kept through post-processing the perturbed data (Fraser, 2005; 

Shlomo, 2018b). One issue that stems from this method is that it is difficult to 

assess the data utility for a data consumer, as the perturbation scheme is not very 

transparent. However, it does protect the resulting table well against linking and 

differencing. A user-defined distribution of noise can be used for stochastic pertur-

bation, where the distribution of the noise determines the privacy guarantees that 

can be provided (Dwork et al., 2006).  

 

In the following, we describe three common types of stochastic perturbation. 

Cyclic perturbation 

Cyclic perturbation is a technique that retains the additivity of the tables. It works 

through data cycles that modify several cells in every cycle such that the marginals 

remain undisturbed (Duncan & Roehrig, 2007). The modifications are done by pair-

wise increasing and decreasing the cell values by 1. The selection of the cells for 

modification is random. The modifications are done within combinations so that the 

additivity is maintained, i.e., if we decrease a value in a row or column, another cell 

has to be increased with the same amount in the same row or column.  

Example of cyclic perturbation 

Table 36 shows how the cells on the top row are perturbed in two cycles. 

 

Table 36 An example of cyclic perturbation 

Original data 12 15 27 20 

Cycle 1 + - 0 0 

Intermediary result 13 14 27 20 

Cycle 2 - + + - 

Final 12 15 26 19 
 

 

Cyclic perturbation allows the data consumer, who knows that the method was 

used, to determine a probabilistic range for every value. In this way, the data can 

be used for, for example, complete Bayesian analysis. The disadvantage of cyclic 

perturbation is that the loss of information for higher dimensional tables grows more 

than when using rounding or suppression methods (Lenz, 2016). Consequently, 
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there can be biases or negative numbers as a result of cyclic perturbation (Lenz, 

2016). 

Cell-key method 

The cell-key method is a way to protect tables from disclosure by adding noise. The 

method keeps the noise consistent across tables. Assume that some data records 

are used to construct a frequency or magnitude table. The cell-key method assigns 

a random record-key to every data record (in the original microdata). These random 

record-keys are subsequently used to determine the keys of the cells of a target 

table. The resulting cell-keys are finally used as indexes of the cells of a pre-defined 

perturbation table, from which one can determine the amount of noise to add to the 

table cell.  

Example of cell-key perturbation 

Figure 2 shows how the amount of noise is determined for the cells of a frequency 

table. Step 1 in Figure 2 shows the record-keys added to the records of the raw 

microdata (see the second column denoted by Rkey). Based on the random record-

keys of the contributing records of a cell in the frequency table, the cell-key is 

determined by (a) summing the record-keys of the contributors of the cell and (b) 

taking the modulo of the sum (see values 262 and 62 in step 2 in Figure 2), where 

the modulo is determined by the size of the perturbation table. The cell key 62 is 

used as an index in the pre-defined perturbation table to determine the amount of 

noise to add to the cell in the frequency table (see steps 3 and 4 in Figure 2). 

 

Figure 2 The cell-key method steps. Source: ONS9 

1) Assign each record a 

random nr. (record key) 

 2) Creat a frequency table. For each cell, sum records key and take the moulo to 

get the cell key 

Record R-key  Age  Male Female  

 

Record R-key 

R1 54  0-15 . . R2 104 

R2 104  16-24 . 4 R4 61 

R3 93  25-34 . . R56 7 

… …  …   R72 90 

RN 26  
   

 Sum R-key = 262 

Cell key = 262 Mod 200 = 62 

 

3) Use perturbation to get perturbation value from cell value and 

cell key 

 4) Apply the chosen perturbation to 

the cell 

Ptable 
Cell key (1-200)   Gender 

1 2 3 … 62 … 200  Age  Male Female 

Cell 

value 

1  +1       0-15 . . 

2 -1        16-24 . 5 

3       -1  25-34 . . 

4 +1    +1    …    

5   -1      
 

…         
 

 

Similarly to cyclic perturbation, the perturbation table based on the cell-key method 

can be defined in such a way that a very minimal amount of noise is added to the 

                                                

9  https://gss.civilservice.gov.uk/wp-content/uploads/2017/01/ExN-Disclosure-control-methodology-in-2021-

Census-outputs-Spicer-Blanchard-Dove-ONS.docx 
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table. This ensures that the table remains close to the original data. Unlike cyclic 

perturbation, cell-key method does not maintain additivity and thus subcategories 

may no longer sum up to their respective totals.  

 

The choices for perturbation tables and record keys have not been researched very 

extensively. The Australian Bureau of Statistics uses this method for their data 

releases and elaborates on some of their choices in (Leaver, 2009). 

Synthetic data generation 

In the previous methods, random noise is added to the original values in order to 

produce a new table. It is also possible to generate a completely new table with 

similar statistical information as the original table. This is possible by drawing data 

from the estimated distributions of the original microdata (Hundepool et al., 2012; 

Verwer et al., 2013). Recently, there has been an increased interest in generating 

data with an adversarial network (Choi et al., 2017; Huang et al., 2017), where one 

model is used to generate data similar to the original dataset, but not so similar that 

the adversary can infer personal information from the generated data.  

 

Generally synthetic data generation is only considered for microdata sets and not so 

much for tabular data sets. This comes from the difference in the objectives of these 

data sets. A microdata set is often a starting point for data integration and analysis, 

whereas a tabular data set and the associated statistics are a final product on their 

own, for which no further correction or adjustments need to be made. The issue 

with synthetic data are that it is not a simple task to determine to which degree the 

data should be real or synthetic (Liu & Roderick J.A., 2003). 

4.2.6 Table redesign 

A different option is to reconfigure which rows and columns to release through table 

redesign. When the intervals are too small for an ordinal attribute, then the values 

of the cells can be small (thus, there is a high chance for the cell to be unsafe). An 

effective way to reduce the disclosure risk of these cells is to merge the smaller 

intervals into larger intervals.  

Example of attribute value redesign 

Assume the income attribute is defined for intervals of one hundred Euros (e.g., 

2000-2100 Euros, 2100-2200 Euros, etc.). This may result in small values for the 

cells corresponding to these intervals. Instead of taking the values of the income 

variable by intervals of one hundred Euros, we can re-design the table by taking 

intervals of two hundred Euros (e.g., 2000-2200 Euros, 2200-2400 Euros, etc.). 

 

Generally, merging attribute value intervals comes at a high cost of information 

loss. A reassessment would be required to determine whether releasing a table  

with aggregate cells still falls within the purpose of the data release.  

4.2.7 Sampling 

Sampling is a very common method for personal data protection. Naturally, 

published tabular data sets are often samples of population data sets. We can 

distinguish between random sampling and non-random sampling. In random 

sampling, the published table contains information about a randomly chosen sub-

population explicitly. Non-random sampling is commonly the result of the data 

controller not having access to the data of the complete population. For example, 
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when survey data are used, only a certain sub-population may respond. When 

population statistics are published, they are often limited to the data that has  

been registered, for example, reported crimes versus actual/occurred crimes. 

 

Random sampling has been common for protecting health data. However, it has 

been shown that this alone is not a sufficient protection method for microdata  

even for sampling rates as small as 1% of the total population (Rocher et al., 2019).  

This is the case when a rather large number of attributes are published that can (or 

have a potential to) enable intruders to identify data subjects. For example, when 

the date of birth, gender and residential zip code are included in disseminated data, 

it is estimated that about 87% of the U.S population would be uniquely identifiable 

(Golle, 2006). For such cases other methods such as table redesign or rounding are 

more valuable (or are needed to be applied as well) to ensure that the attribute 

values are placed in larger intervals or that the attributes are removed completely.  

 

It is common to analyze the number of unique records in a population given a set  

of attributes (Benitez & Malin, 2010). This is in line with how we want to prevent  

the base scenario of having just one contributor to a cell (Subsection 2.3.1). In the  

case of non-random sampling, it is not always possible to compute the number of 

unique records, especially when the data disseminator only has access to a sample 

of the total population. The data disseminator can find sample uniqueness but the 

data environment has to be well understood in order to know how likely the unique-

ness in the sample leads to the uniqueness in the population and thereby how high 

the risk of disclosure is when that record can be identified in the cell.  

4.3 Audit phase 

An important part of the data protection process is the extensive evaluation of  

the protection offered by the technologies applied. As opposed to disclosure risk 

measures which are rough estimates of the risk of disclosure in a table, the audit 

phase computes the risk of disclosure extensively and more accurately. However,  

an audit phase takes more time, therefore, it is recommended to do an audit after 

the disclosure risk measures have been satisfied. This audit phase is dependent on 

the protection of the data (including how it can be subverted) and on the intruder’s 

background knowledge or prior (Salazar-González, 2008).  

 

For most data releases, we can safely assume that there is some background in-

formation available on what we are publishing. In virtually every case, we can find 

some feasible values for a cell value 𝑎𝑖, based on which one can derive the upper 

and lower bounds (𝑢, 𝑙) for 𝑎𝑖. For example, it is safe to assume that, at the time of 

writing, any age value for humans is between 0 and 125 years. The derived bounds 

can sometimes be very accurate even after protection has been applied to the data. 

Therefore, it is important that an audit phase is performed to confirm that the 

protection is sufficient.  

 

To ensure that the protection accounts for cases such as the one regarding conven-

tional rounding in Table 34, an audit phase should be performed. Using the tabular 

data set that we want to publish and an intruder’s prior, we can perform an audit by 

linking and differencing the table cells. This can be done with the internal cells (i.e., 

the cells of the table to be published) as well as with the external cells (i.e., the cells 

of other tables) (Duncan et al., 2011). In the audit phase, we can estimate the 
lower bound 𝑎𝑖 and the upper bound 𝑎𝑖 for every cell value 𝑎𝑖 that has been 



 

Wetenschappelijk Onderzoek- en Documentatiecentrum Cahier 2020-17  |  65 

protected in our disseminated table. Basically, a range of possible values [ 𝑎𝑖 , 𝑎𝑖  ] 

defines how closely it is possible for intruders to estimate the true cell values  

given their prior. We have shown this is possible for suppression and rounding in 

Subsection 4.2.1 and Subsection 4.2.2 respectively. In those cases, it was done 

without additional knowledge. However, if certain common numbers, for example, 

well-known totals in a table, are widely available, then those should be included in 

the audit phase. 

 

In practice, the intruder’s prior is not well known, as it may vary in space (i.e., 

between intruders) and in time (i.e., as the prior of an intruder may grow due to 

increased background information). It is up to a data controller to determine what 

information could be available to potential intruders as a prior.  

4.4 Summary and comparison 

In this section, we summarize the properties of the data protection methods in 

Subsection 4.4.1 and compare their performances from literature in Subsection 

4.4.2. 

4.4.1 Property review 

We provide an overview of the properties of the various data protection technolo-

gies described in Section 4.1 in Table 37. For each method, we examine whether  

the desired properties are satisfied or not. 

 

Table 37 An overview of the properties per data protection technique 

Method Stochastic Additive 

Consistent 

totals Proj. Confid.10 Optimal 

Suppression ✖ ✔ ✔ ✔ ✖ 

Convent. R.  ✖ ✖ ✔ ✔ ✔ 

Random R. ✔ ✖ ✖ ✔ NA 

Control. R. ✖ ✔ ✖ ✔ ✖ 

SCA ✖ ✖ ✖ ✔ NA 

CTA ✔ ✔ ✔ ✖ ✔ 

Cyclic ✔ ✔ ✔ ✖ NA 

Cell-key  ✔ ✖ ✔ ✖ NA 

Synth. data ✔ ✖ ✖ ✖ NA 

 

In Table 37, we also included whether it is possible to find optimal solutions per 

method. Some methods do not deploy optimization. Therefore, this property is not 

applicable to them (marked with NA in Table 35). The methods that have been 

found to be NP-hard are considered to be without optimal solutions due to the 

unreasonable amount of time it would take to find a solution for most data. 

4.4.2 Empirical comparison 

Empirical comparisons are important to better understand how the data protection 

methods perform in practice with regard to different data utility and disclosure risk 

measures. It is difficult to provide a one-to-one comparison between these methods 

                                                

10  Projection of confidentiality - Whether it is possible to have small values, i.e., values of one or two in the data.  
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as their properties differ (see Table 37) and because there are different ways to 

measure data utility and disclosure risks. Nonetheless, certain empirical results do 

provide some insight into the practical performance of the methods. 

 

CTA was compared to cell suppression and was found to have about the same 

number of cells or fewer with large deviations after transformation than suppression 

does (Castro & Giessing, 2006). This does not account for the small deviations in 

cells that are more likely to occur in CTA and in cases where small deviations do 

matter, CTA may therefore not necessarily be a better choice.  

 

A more extensive empirical comparison has been performed in (Shlomo & Young, 

2005). They evaluate random rounding, controlled rounding, SCA and suppression 

for several information metrics. The work reaffirms certain theoretical expectations, 

such as, SCA performs relatively better on the absolute average distance than on 

the Hellinger’s distance because the former rates distances in small cells more 

strongly. An important empirical result is that all the methods artificially increase 

the associations between cells in the table, except for suppression which decreases 

the association. To prevent unwanted associations, suppression could be a preferred 

choice. There is no general method that outperforms all other methods for all utility 

metrics and, as such, the selection of the method is very dependent on the defini-

tion of utility and the context. 
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5 Tools 

Organization involved in collection and publishing of personal data need consider 

SDC technologies and some of them (like statistical agencies) have developed their 

own SDC tools11. These organizations have developed their tools with their own 

needs in mind and such tools may not be useful for others even if they are shared 

freely (Sukasih et al., 2011). Currently, 𝜏-ARGUS and sdcTable are the only open 

and free software packages that include several SDC methods for tabular data. 

Therefore, we review these tools in this chapter. Other packages exist that focus  

on a single SDC method. Generally, these packages are more in development phase 

and are harder for data controllers to use. In our review here, however, we include 

a single method packages for a method called CellKey because it is used by the UK’s 

Office of National Statistics and the Australian Bureau of Statistics. There are also 

proprietary tools available such as Confid, offered by Statistics Canada (Tambay & 

Fillion, 2013)12. Reviewing these proprietary tools is out our scope in this chapter. 

 

In this section, we provide an overview of the main tools we surveyed, namely  

𝜏-ARGUS in Section 5.1, sdcTable in Section 5.2, and CellKey packages in Section 

5.3. We will look at the documentation of these packages in Section 5.4. Note that 

the tools we surveyed are the most well-known tools in the literature. However, 

there might be other tools that are either proprietary (not open for research) or 

fairly unknown. Furthermore, the tools described are limited to only those that fall 

within the scope of non-interactive tabular data releases. For completeness, we also 

include other methods of protecting releases for tabular data in Section 5.5. 

5.1 𝝉-ARGUS 

𝜏-ARGUS is the most extensive free and open source tool available and maintained 

by, among others, the CBS (De Wolf et al., 2014). It provides methods to generate 

frequency or magnitude tables from microdata, to assess disclosure risks in those 

tables, and to reduce those risks. Several post-tabular methods are available in 𝜏-

ARGUS for disclosure risk reduction (suppression, controlled tabular adjustment and 

controlled rounding), as described in the following subsections. All the methods in 

the tool are accessible through a Graphical User Interface (GUI).  

5.1.1 Suppression 

One of the options that 𝜏-ARGUS offers for reducing the disclosure risk is sup-

pression. A user can choose which cells are automatically suppressed based on  

the sensitivity rules described in Subsection 3.1.1.  

 

Determining which cells to suppress secondarily after primary suppression, i.e., the 

so-called the CSP, is an NP-hard problem. NP-hard problems require a heuristic to 

solve, especially when the number of tables and cells is large. Four algorithms are 

implemented in 𝜏-ARGUS to solve the CSP, namely: 

                                                

11  https://github.com/sdcTools 

12  www.dwbproject.org/export/sites/default/about/public_deliveraples/dwb_d11-1b_software-tools-disclosure-risk-

assessment.pdf 
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1 Network algorithm – Linked tables increase the difficulty in solving the CSP. 𝜏-

ARGUS has implemented an algorithm based on network flows that can solve the 

CSP in a close to optimal way for specifically structured tables (Castro, 2002). 

This method only works for two-dimensional tables, which are linked with one 

hierarchical variable. 

2 Hypercube algorithm – This is the fastest method for cell suppression in 𝜏-ARGUS. 

It divides the table into sub-tables that are protected independently. Any unsafe 

cell that has been suppressed cannot be disclosed if it is contained in a pattern of 

suppressed cells that together form the corners of a hypercube. For more 

information see (Giessing, 2002). It is possible to compute the information loss 

for all possible hypercubes relatively fast in order to produce the hypercube with 

the least information loss. Suppressing with this algorithm does suffer from over-

protection/over-suppression (Giessing, 2004).  

3 Optimal algorithm – Similar to controlled rounding, the CSP can be defined as a 

Mixed Integer Linear Programming (MILP) problem, where the objective is to 

minimize the cells that are suppressed with linear inequality constraints on the 

cells to be protected.  

4 Modular algorithm – In order to apply an optimal algorithm to a table, the 

modular algorithm divides the table into small non-hierarchical sub-tables. A MILP 

approach is used to protect the sub-tables optimally and the results are then 

combined. Solving the MILP in small sub-tables can be done relatively fast. The 

optimal solutions in the sub-tables are not optimal for the integrated table, i.e., 

the integrated table is a sub-optimal solution. 

 

An empirical comparison of the abovementioned algorithms is performed in 

(Bergeat, 2013). The results show that the hypercube algorithm is the fastest, 

requiring only seconds to perform. The modular approach works in seconds to 

minutes, whereas the optimal algorithm does not always find the optimal solution 

within 10 minutes for three-dimensional tables. At the cost of speed, however, the 

optimal algorithm does find better solutions with respect to the information loss and 

the number of unsafe cells. This is followed by the modular method and the hyper-

cube method generally. The exact performance may vary depending on the number 

of dependencies in the data. We summarize these findings approximately in Table 

38, where a higher number of asterisks (*) indicates a better performance.  

 

Table 38 Comparisons of speed and solution quality between suppression 

algorithms 

 Network13 Hypercube Optimal Modular 

Speed *** **** * ** 

Solution Quality *** * **** *** 

5.1.2 Controlled tabular adjustment 

CTA can be used to protect cells by perturbing them. The transformed values are 

protected by either an upper or lower bound as mentioned in section 4.3. For 

protecting a table, 𝜏-ARGUS provides three options for using CTA, namely:  

1 Standard CTA 

2 Fast CTA 

3 Block Coordinate Descent (BCD) CTA 

 

                                                

13  Only works for specific structures of tables 
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The standard CTA is defined as a MILP optimization problem and the fast CTA  

has been defined as a continuous LP optimization. The MILP approach finds the 

minimum distance solution that protects the table. This approach, however, can 

take a long time. The fast CTA speeds up the process by assigning one of the lower 

and upper bounds to cells before starting the processing (Castro Pérez et al., 2013). 

As the third option, BCD heuristic is proposed to solve the MILP optimization 

problem sub-optimally by using a heuristic. The BCD heuristic solves the MILP for 

several subsets of the data before merging them back together. It has been shown 

that the BCD heuristic finds better solutions than the standard CTA on real-world 

data sets within time limits of two to three hours (González & Castro, 2011). 

5.1.3 Controlled rounding 

The 𝜏-ARGUS software provides the option to protect the data with controlled 

rounding. As mentioned in Subsection 4.2.2, solving the CRP is NP-complete.  

Three options are available for this purpose, sorted from the slowest to the fastest: 

1 Optimal 

2 First feasible 

3 First rapid only 

 

The first option searches for the optimal solution to the NP-complete program. This 

can take a long time that is why the second option is provided to stop the program 

when the first feasible solution has been found. De Wolf et al. (2014) indicate that 

the first feasible solution is often close to the optimal. It may vary per problem 

whether a close solution is satisfactory, or an optimal solution is needed.  

 

It is not always possible to find a feasible solution regardless of the time provided 

for the search. The rapid solution rounds the internal cells to their closest base and 

the margin cells are computed from the rounded values. This can cause the values 

of the marginals to have a large distance from their original values and the solution 

is generally far from optimal. 

5.2 SdcTable 

Another open source SDC package for tabular data sets is sdcTable. This is an R 

package. This package, similarly to 𝜏-ARGUS, offers the ability to assess disclosure 

risks of tables and the algorithms to reduce these disclosure risks. The tables can  

be generated from microdata in sdcTable.  

 

sdcTable, which is developed in R, contains various algorithms for solving the CSP 

(Meindl, 2011). Three of the four algorithms that have been presented for 𝜏-ARGUS 

in Section 5.1 are implemented in sdcTable as well, namely: the hypercube, modu-

lar and optimal algorithms. This is done based on the implementation in 𝜏-ARGUS. 

Furthermore, sdcTable includes the simple heuristic function which contains an algo-

rithm that is even faster than the hypercube method, allowing it to process very 

large table sets quickly albeit not optimally.  

 

The sdcTable package is limited to only the abovementioned algorithms, making it  

a smaller package than 𝜏-ARGUS. Furthermore, sdcTable is developed and mostly 

based on the programming language R. Further, it does not offer a GUI. However, 

for advanced users and analyses R might be preferred over a GUI.  
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5.3 CellKey and Ptable packages 

Two R packages are in development that have been inspired by the method 

proposed by the Australian Bureau of Statistics14. The development of the packages 

falls within the Specific Grant Agreements (SGA) of the Centre of Excellence (CoE) 

on SDC, which is a partnership of several European national statistics agencies15.  

 

CellKey and Ptable can be used together to apply the cell-key method explained in 

Subsection 4.2.5. The CellKey package can be used to generate the record-keys and 

to perform the perturbation. The Ptable package can be used to produce the pertur-

bation tables that are used to perturb the tables. 

 

Within these packages, there are several choices that the user has to make, namely, 

to determine:  

 How to generate the perturbation tables (e.g., to determine the noise variance 

and maximum noise of the table16). 

 Which perturbation tables to use for which cells. It is possible (and perhaps 

desired) to use different perturbation tables when dealing with small or large cells 

via, for example, assigning different noise maxima.  

 How to select the noise from the perturbation tables. This is done with the record 

keys, but this can be done based on the sum of all contributors’ record keys or 

the top k contributors’ keys.  

5.4 Documentation 

Many choices can be made when applying SDC to tabular data sets. Choosing 

between tools is partly determined by the techniques made available by the tools as 

well as the usability of the methods. As such, SDC tools provide many parameters 

for the user to set. Therefore, the documentation of these tools is vital to ensure 

making informed decisions by the user. In this section, we discuss the documen-

tation provided by the tools described above.  

 

Of the tools surveyed here, 𝜏-ARGUS provides the most SDC techniques for protec-

ting tabular data sets. Additionally, 𝜏-ARGUS comes with an extensive manual exists 

(De Wolf et al., 2014). The manual includes the theory behind the techniques, some 

recommended parameter settings, and a practical example of how to use their inter-

face to protect a dataset. Although the manual is very extensive, it still misses criti-

cal explanations, for example, about the specific input files that are used (i.e., the 

.tab and .rda types, where the latter not being explained at all). This makes it 

difficult for users to insert their own tables into the tool.  

 

The sdcTable package is a smaller and newer tool than 𝜏-ARGUS. The sdcTable 

documentation provides too little information about the tools’ functions (Meindl, 

2018) and provides just a simple example on how to use the tool17. Since the tool 

does not explain any of the theory nor the intuition behind the methods available, 

more preliminary knowledge will be required to use it. This is also the case for the 

CellKey and Ptable packages which provide a similar type of documentation (i.e., 

                                                

14  https://sdctools.github.io/cellKey/articles/introduction.html#main-features 

15  https://ec.europa.eu/eurostat/cros/content/centre-excellence-statistical-disclosure-control-0_en 

16  https://rdrr.io/github/tenderle/ptable/man/pt_create_pTable.html 

17  https://sdctools.github.io/sdcTable/articles/sdcTable.html 
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without theory). Furthermore, the cell-key method is relatively new and the 

recommended parameter settings are not very well researched in the literature. 

 

The newer packages, Cellkey, Ptable and sdcTable, are in active development. 

Therefore, we expect that these packages will potentially have a more elabo- 

rate documentation in the future. As it stands now, the documentation for those 

packages is very limited, especially compared to 𝜏-ARGUS, furthermore it may  

be subject to change.  
 

The tools provide indications of the risk (and in some cases utility) of the trans-

formation. However, these indications are specific to the methods available in  

the tool, and in the case of 𝜏-ARGUS not even for every method. Certain measures 

introduced in Sections 3.1 and 3.2 could be used to evaluate between methods and 

tools. How to use such measures in conjunction with the tools is missing from the 

documentations. 𝜏-ARGUS does include cell disclosure measures, however, these do 

not provide a good indication of risk for methods such as Cellkey, or the controlled 

rounding method available in 𝜏-ARGUS.  

5.5 Restricted access 

This chapter provided information about several SDC tools for protecting tabular 

data sets. The number of complete tools available for protecting tabular data sets  

is relatively small, compared to those available for protecting microdata sets. Most 

of the tools are packages which contain only one of the techniques described in 

Chapter 4, whereas, SDC techniques for microdata releases are bundled in multiple 

complete packages (Bargh, Meijer, and Vink 2018). One of the potential reasons 

that there has been little development for non-interactive tabular data sets is that 

other methods of data dissemination are being researched more actively, such as 

those for interactive data releases (Thompson et al., 2013).  

 

We include restricted access in this chapter. Not because it is a developed tool, but 

because it is a protection mechanic that is closely related to SDC tools. One issue 

with general releases is that the intruders are unknown and numerous, and their 

intentions could be malignant. Another method of data dissemination is to release 

the data to only particular groups, for instance, researchers with the correct creden-

tials and need for the data. This comes with the benefit that less SDC-based protec-

tion could be applied to the data, given that it is a trusted party (i.e. the motivation 

for intruders should be low). Furthermore, a single group of researchers can have 

less resources than the general public does. Applying less SDC-based protection 

may be a necessity as researches sometimes require access to high utility data.  

 

In order to reduce the disclosure risks even more, in some cases the data are not 

released to the group of researchers. Instead, it is made available through safe 

research rooms or remote access environments. These restricted access options 

prevent even more the risk of data leaking by limiting data access to a very con-

trolled environment. These environments limit the actions that researchers can per-

form on the data. For instance, a researcher may not run certain print statements in 

their analysis code to prevent or limit the revealing of sensitive information. In such 

cases, the data may be unprotected but the actions on the data are limited. The 

actions that the researcher may want to perform have to be checked, i.e., to carry 

out data usage control (Bargh et al., 2017; 2018; Choenni et al., 2016). The extra 

protection of the data comes at the cost of a time-consuming data usage control 

process.  
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6 Reflection 

This document provides an insight into the SDC technologies for protecting tabular 

data. To use these technologies, it is important to understand how to identify and 

measure the risk of disclosures, what methods there are for reducing the risk of 

disclosures, what the costs are for applying these methods (which can be measured 

by data utility measures), and which tools are available for data controllers to apply 

SDC methods to their tabular data sets. These information needs formed our main 

research questions Q1 through Q3 (as defined in Section 1.2) and were answered in 

Chapters 2 through 5. In the following, we present our conclusions (Section 6.1) 

and describe a number of directions for future research (Section 6.2). 

6.1 Conclusion 

To answer question Q1, we described disclosure scenarios in Chapter 2. We 

explained several disclosure scenarios, which can be used by intruders to learn 

information about individuals in the tabular data. These scenarios differ in com-

plexity. The disclosure risk is at its highest when there are single contributors in 

cells. In these cases, it is possible to reidentify contributors exactly because no one 

else shares the same characteristics (i.e., the values of the grouping attributes and 

the table description attributes). Another high-risk scenario of disclosure is when 

there are no contributors in a cell. In such cases, it is possible to learn about the 

attribute values that the involved individuals do not possess. Intruders can further 

use more complex scenarios, such as: linking the tabular data set with other infor-

mation sources and differencing between them to find the previously mentioned 

high-risk scenarios. The available information sources that intruders use can be 

from the released table, from previous releases, from releases by other parties,  

and even from the intruder’s own knowledge.  

 

We further note that the scenarios that we have described in this report are the 

ones that are currently known in the literature. It is possible that in the future  

new scenarios are discovered. Therefore, the list of possible disclosure scenarios  

and thereby the answer to Q1 should be continuously updated.  

 

Chapter 3 provided an overview of the methods to measure the risk and utility  

of the data before and after applying SDC methods. These measures allow us to 

choose SDC methods by quantifying the difference between the protection levels  

of SDC methods. To answer question Q2, the SDC methods used for protecting 

tabular data sets were described in Chapter 4. We explained many of such methods 

together with their properties. Some methods use noise to protect the data. These 

so-called perturbative methods provide strong privacy protection, as they are hard 

to reverse, but come at the cost of the validity (or truthfulness) of the data. Other 

methods, which are called non-perturbative, simply remove or round the cell values. 

Non-perturbative methods may result in more empty cells or no additivity (e.g., a 

total not being the sum of its sub-parts). We provided an overview of the methods 

and their properties. A data controller should first make a choice between these 

properties when selecting appropriate methods. Thereafter, the data controller 

should look at which method appropriately provides a good trade-off between 

reducing disclosure risks and retaining data utility.  

 



 

Wetenschappelijk Onderzoek- en Documentatiecentrum Cahier 2020-17  |  73 

To answer question Q3, we examined the SDC tools for protecting personal data in 

tabular data sets that are freely available and open source. We found that most of 

these tools contain one or more SDC methods for protecting tabular data sets. All 

these tools combined provide a wide array of SDC methods for tabular data protec-

tion. As these tools are free, users have fairly easy access to all of them. One dis-

advantage of these tools is that they are still being developed and their document-

tation can be lacking. It can be time-costly to try to use all of the tools in practice. 

Furthermore, it is difficult to evaluate the performances between these tools, as 

they do not provide a similar set of methods. The main functionality that these tools 

offer is often an SDC method together with some indication of the risk. Therefore,  

a full analysis of the utility and risk of the resulting data set should be done outside 

of the tools.  

 

We extensively addressed our research questions within the scope of non-interactive 

data releases and post-tabular disclosure control. For the sake of completeness, we 

also included in Section 5.5 the possibility to reduce the disclosure risk by restricting 

access to the data (a) to a limited and more trustworthy group of individuals (b) to 

an environment from which personal data are unlikely to be extracted or (c) to a 

combination of both previously mentioned cases. 

6.2 Future work 

There are several research directions possible to improve the knowledge about and 

application of SDC technologies.  

 

One research direction is to improve the applicability of the existing SDC techno-

logies. We will use the findings in this report together with those obtained from our 

expert interviews, case studies and previous experience to make some guidelines 

for applying SDC technologies in practice. The guidelines will help data controllers 

with identifying the main aspects relevant for configuring the SDC tools, methods 

and measures in a given situation. Applying SDC tools is a multidisciplinary task, 

requiring legal, domain and technological experts. These aspects have to be com-

bined to appropriately understand how to apply SDC technologies. We are going to 

present a set of initial guidelines for using SDC technologies in practice in the follow-

up reports. 

 

The SDC based protection applied to microdata and tabular data are very similar, 

yet these data types are still researched separately. The literature could benefit 

from further identifying the differences and similarities between protecting micro-

data and tabular sets. Particularly, how the risk of personal data disclosures in 

microdata relates to that for tabular data can be instrumental to harness the 

knowledge in one field in the other one. 

 

Another research direction is to expand the available work on SDC based micro- 

data and tabular data protection to the domain of protecting unstructured data, 

specifically for protecting textual data written in natural languages. Unstructured 

data are vastly produced and shared within the justice domain (for example, the 

textual data produced in court proceedings, verdicts and police reports). Text 

anonymization is a very difficult and time-consuming task. Research into recognizing 

subjects in grammatical sentences, such as named entity recognition, can make it 

possible to identify explicit identifiers automatically. This would help pseudonymiza-

tion efforts for textual data. Furthermore, there is a practical need for the state-of-
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the-art research on identifying objects in grammatical sentences as they may not be 

identifying on their own, but become identifying when they are combined with other 

data items (i.e., act as QIDs). This research direction would benefit the 

anonymization efforts for textual data. 
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Summary in Dutch 

Statistische beveiligingsmethoden voor het beschermen van 
persoonsgegevens in geaggregeerde datasets 

Achtergrond, scope en onderzoeksvragen 

De overheid, waaronder ook het ministerie van Justitie en Veiligheid, probeert  

de toegang tot overheidsinformatie te verbeteren, transparant te zijn over het 

handelen en verantwoording aan de samenleving af te leggen, door onder de 

noemer ‘open data’ steeds meer data proactief publiek beschikbaar te stellen.  

Op deze manier wil de overheid onder andere economische en maatschappelijke 

innovatie stimuleren en de participatie van burgers verbeteren.  

 

Het breed beschikbaar stellen van overheidsdata kan alleen als dit op een verant-

woorde manier gebeurt. Hierbij speelt de bescherming van de privacy van de 

betrokkenen een belangrijke rol. Zeker als het gaat om gevoelige gegevens over 

kwetsbare burgers. In de open data context, waarin de beschikbaar gestelde 

gegevens in principe toegankelijk zijn voor iedereen, inclusief mogelijke kwaad-

willenden, is privacybescherming extra belangrijk. Bij het publiekelijk delen van  

data dienen identificerende en gevoelige gegevens daarom zoveel als mogelijk 

verwijderd of verhuld te worden, terwijl de bruikbaarheid zo veel mogelijk behou-

den moet blijven om innovatie te faciliteren. Hiervoor zijn verschillende statistische 

beveiligingsmethoden beschikbaar, die ook wel Statistical Disclosure Control techno-

logies (SDC) genoemd worden. Hierbij gaat het zowel om statistische beschermings-

methoden, modellen en procedures (samen: SDC-technieken) als om software tools 

die het mogelijk maken om deze technieken toe te passen (SDC-tools). 

 

SDC-technieken zijn gericht op het elimineren van identificerende informatie,  

terwijl de data die gedeeld worden nuttig en bruikbaar blijft. Ze kunnen gebruikt 

worden om de te publiceren dataset zodanig te transformeren dat de kans op 

privacy-onthullingen kleiner wordt. Deze methoden en tools kunnen op zowel 

microdatasets als geaggregeerde datasets toegepast worden. SDC-technieken  

en -tools voor het beschermen van microdatasets zijn beschreven in (Bargh, Meijer 

en Vink, 2018). In het onderhavige rapport beschrijven we SDC-technieken en -

tools voor geaggregeerde datasets. 

 

Geaggregeerde datasets worden samengesteld uit microdatasets en bestaan uit  

een of meerdere gestructureerde geaggregeerde tabellen. Ze representeren over 

het algemeen slechts een deel van de informatie uit de onderliggende microdataset. 

In een geaggregeerde tabel bestaan de rijen en kolommen (de cellen) uit (gegroe-

peerde) kenmerken (de kolommen) uit de onderliggende microdatatabel. Iedere cel 

in een geaggregeerde tabel representeert een unieke combinatie van deze kenmer-

ken. Bij de cellen in een geaggregeerde tabel horen een of meerdere individuen uit 

de microdatatabel, deze worden ook wel de betrokkenen, of bijdragers aan de cel, 

genoemd. Er zijn twee soorten geaggregeerde tabellen: frequentietabellen en 

kwantitatieve tabellen.  

 

In een frequentietabel kan afgelezen worden hoe vaak (frequentie) een bepaalde 

combinatie van kenmerken voorkomt. De cellen van een frequentietabellen bevatten 
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de telling van het aantal records uit de microdataset met dezelfde combinatie van 

kenmerken. De randtotalen van een frequentietabel bestaan uit de som van alle 

frequenties per rij of kolom. De som van alle frequenties (de totale frequentie) is 

gelijk aan het totaalaantal van de bijbehorende records in de microdatatabel.  

 

In een kwantitatieve tabel is de gezamenlijke hoeveelheid (kwantiteit) van iedere 

combinatie van kenmerken af te lezen (bijvoorbeeld de gezamenlijke loonsom of 

omzet). De cellen van een kwantitatieve tabel bevatten de cumulatieve waarde  

van de records uit de microdataset met dezelfde combinatie. De randtotalen van  

een kwantitatieve tabel bestaan uit de som van alle waardes per rij of kolom. 

 

Het doel van het onderhavige onderzoek is om de beschikbare SDC-technieken  

en -tools voor het beschermen van geaggregeerde datasets in kaart te brengen. 

Hierbij richten we ons op technieken en tools die toegepast kunnen worden op 

privacygevoelige data (zoals in het justitiedomein) die reeds geaggregeerd zijn. 

Deze worden dus direct toegepast op de cellen van frequentietabellen of kwantita-

tieve tabellen en niet op de onderliggende microdataset. Ook richten we ons in ons 

onderzoek op niet-interactieve openbaarmakingen van datasets (zoals deze in het 

justitiedomein meestal voorkomen), waarbij een dataset in een vast formaat ter 

beschikking wordt gesteld, en het niet mogelijk is achtereenvolgens meerdere 

zoekopdrachten (query’s) op de (onderliggende) data uit te voeren.  

 

De belangrijkste onderzoeksvragen die in dit rapport beantwoord worden, zijn: 

V1: Welke onthullingen zijn er mogelijk bij het publiceren van geaggregeerde 

datasets? 

V2: Welke SDC-technieken zijn er voor geaggregeerde datasets? 

V3: Wat zijn de belangrijkste functionaliteiten van de beschikbare SDC-tools  

voor geaggregeerde datasets? 

Methode 

Om de onderzoeksvragen te beantwoorden, hebben we allereerst deskresearch 

uitgevoerd. Hierin hebben we relevante wetenschappelijke literatuur uit het SDC-

domein bekeken. Daarnaast hebben we verschillende casus binnen het justitie-

domein geanalyseerd. Deze casus hebben ons geholpen bij het identificeren van  

de mogelijke onthullingen (V1) en de technieken die gebruikt kunnen worden om 

deze te voorkomen (V2). Als laatste hebben we verschillende SDC-tools voor 

geaggregeerde tabellen getest en de bijbehorende documentatie bekeken om zo 

inzicht te krijgen in de mogelijkheden en beperkingen ervan. 

Resultaten 

Hieronder beschrijven we kort de belangrijkste resultaten van het onderzoek. Dit 

doen we per onderzoeksvraag. 

Mogelijke onthullingen bij het publiceren van geaggregeerde datasets 

Er zijn verschillende manieren waarop informatie over de personen in een 

geaggregeerde dataset onthuld kunnen worden. Enerzijds kan het gaan om het 

achterhalen van de identiteit van een betrokkene en anderzijds om het achterhalen 

van nieuwe informatie over een betrokkene.  
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Het onthullen of per ongeluk onthullen van de identiteit van een persoon heet ook 

wel identificatie of heridentificatie. De identiteit van een persoon in de gedeelde 

dataset is dan herleidbaar: er kan achterhaald worden welk persoon in welke cel  

van de geaggregeerde dataset voorkomt. 

 

Het onthullen van kenmerken over een persoon die (waarschijnlijk) voor het delen 

van de dataset niet bekend waren, wordt ook wel attributie genoemd. Bij attributie 

wordt er dus (vaak nieuwe) informatie over een persoon onthuld. Identificatie leidt 

vaak (maar niet altijd) tot attributie en het onthullen van informatie over iemand. 

Attributie kan ook plaatsvinden zonder identificatie. Dit laatste wordt ook wel 

groepsattributie genoemd en gebeurt als een bepaalde groep op elkaar lijkende 

personen dezelfde kenmerken heeft. Er wordt dan nieuwe informatie bekend over 

een groep van mensen. Als iemand weet dat iemand deel uitmaakt van deze groep, 

kan attributie plaatsvinden zonder identificatie. Identificatie en attributie kunnen 

plaatsvinden op verschillende niveaus van zekerheid. 

 

Identificatie en attributie kunnen optreden doordat het vaak mogelijk is om data uit 

verschillende bronnen met elkaar te verbinden. Onthullingen op basis van identifi-

catie of attributie komen vooral voor als er in een geaggregeerde tabel kleine aan-

tallen of uitschieters voorkomen. Het eerste probleem, dat bepaalde cellen weinig 

bijdragers hebben speelt bij zowel frequentie- als kwantitatieve tabellen. Het tweede 

probleem, één bijdrager in de cel heeft een extreme waarde, is van belang bij 

kwantitatieve tabellen. 

 

Om te kunnen bepalen of de genoemde onthullingen daadwerkelijk kunnen optre-

den, is het nodig de context van de datapublicatie te bepalen. Dit noemen we ook 

wel de data-omgeving van de te publiceren dataset. Een belangrijke factor in de 

data-omgeving is de achtergrondinformatie die voor potentiele indringers beschik-

baar is. Deze achtergrondinformatie wordt gevormd door de externe datasets en 

databases die naast de gepubliceerde dataset beschikbaar zijn en bij kunnen dragen 

aan het afleiden van de identiteit van betrokkenen. Enerzijds zijn dit eerdere publi-

caties met een soortgelijk doel en bereik als de nieuwe publicatie (bijvoorbeeld 

gelijksoortige of opeenvolgende publicaties van dezelfde of andere overheidsinstan-

ties), anderzijds zijn dit databronnen uit een heel ander domein (bijvoorbeeld infor-

matie op sociale netwerken).  

 

Naast de beschikbare achtergrondinformatie, zijn ook de potentiele indringers 

belangrijke factoren in de data-omgeving. In de wetenschappelijke literatuur wor-

den verschillende typen indringers onderscheiden: 1) de aanklager, 2) de journalist 

en 3) de marketeer. Ieder type indringer heeft andere motieven en beschikbare 

middelen. Een aanklager is bijvoorbeeld een indringer die meer te weten wil komen 

over één bepaalde betrokkene, terwijl journalisten en marketeers meer te weten 

willen komen over alle betrokkenen of over een specifieke groep betrokkenen.  

 

Voor geaggregeerde tabellen onderscheiden we op basis hiervan de volgende 

onthullingsscenario’s, waarbij de eerste vijf scenario’s mogelijk zijn voor zowel 

frequentietabellen als kwantitatieve tabellen. Het laatste scenario doet zich alleen 

voor bij kwantitatieve tabellen: 

1 Identificatie door kleine celwaarden in de tabel: bepaalde cellen hebben weinig 

bijdragers, waardoor het mogelijk is om een of meerdere bijdragers te 

identificeren doordat dezelfde combinatie van kenmerken ook voorkomt in andere 

bronnen. Deze cellen worden meestal beschermd door middel van onderdrukking 
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of afronding. Zelfs met deze bescherming kunnen deze cellen soms afgeleid 

worden door middel van scenario’s 2 tot en met 4.  

2 Kleine celwaarden kunnen afgeleid worden uit de randtotalen van de tabel:  

de randtotalen zijn zodanig dat door optellen en aftrekken (in de publicatie 

onderdrukte) kleine celwaarden afgeleid kunnen worden. Vervolgens kan het 

eerstgenoemde scenario toegepast worden.  

3 Kleine celwaarden kunnen afgeleid worden uit overlappende categorieën in  

de tabel: de gekozen combinaties zijn zodanig dat er overlappende groepen 

voorkomen (sommige bijdragers komen in meerdere groepen voor). Door deze 

van elkaar af te trekken kunnen kleine celwaarden afgeleid worden. Vervolgens 

kan het eerstgenoemde scenario toegepast worden.  

4 Kleine celwaarden kunnen afgeleid worden door het koppelen van tabellen:  

er zijn meerdere tabellen gepubliceerd die over dezelfde groep van bijdragers 

gaat. Als deze tabellen gecombineerd worden kunnen mogelijk (in de publicatie 

onderdrukte) kleine celwaarden afgeleid worden. Vervolgens kan het 

eerstgenoemde scenario toegepast worden.  

5 Groepsattributie doordat de celwaarden scheef verdeeld zijn: bijna alle bij-

dragers in de tabel hebben dezelfde combinatie van kenmerken en behoren tot 

dezelfde cel. Voor deze groep wordt dan mogelijk nieuwe informatie onthuld.  

6 Attributie doordat uitschieters voorkomen in een kwantitatieve tabel: één 

bijdrager aan een cel heeft een veel hogere of lagere waarde dan de andere 

bijdrager. Als een indringer weet dat er een uitschieter is, dan kan de celwaarde 

van deze bijdrager afgeleid of geschat worden. 

 

In de wetenschappelijke literatuur zijn verschillende maten voorgesteld waarmee  

de kans op onthulling voor een cel of tabel gekwantificeerd kan worden. Een eerste 

manier is met behulp van sensitiviteitsregels. Deze regels meten per cel de kans op 

een onthulling. De regels geven aan of een cel “veilig” is of niet. De onthullingskans 

voor de gehele tabel wordt bepaald door te kijken naar het aandeel van de cellen 

dat volgens de sensitiviteitsregels onveilig zou zijn. Enkele voorbeelden van 

sensitiviteitsregels zijn: 

 De minimumfrequentieregel: een cel is onveilig als er minder bijdragers aan een 

cel zijn dan een vooraf bepaalde drempelwaarde (bijvoorbeeld 3). 

 De dominantieregel: een cel in een kwantitatieve tabel is onveilig als een klein 

aantal bijdragers aan een cel meer dan een vooraf bepaald percentage bijdragen 

aan de celwaarde. 

 De p% -regel: een cel is onveilig als een bijdrager aan de cel (normaal gesproken 

de op een na grootste bijdrager) de bijdrage van een andere bijdrager met een 

nauwkeurigheid van meer dan p% kan raden. 

 

Een tweede manier om de onthullingskans te meten is met behulp van Subtraction 

Attribution Probability (SAP). Hiermee kan de kans op onthulling voor een tabel  

als geheel geschat worden. SAP meet de kans dat een indringer informatie kan 

onthullen als de indringer informatie heeft over een bepaald aantal willekeurige 

bijdragers (bijvoorbeeld afgezet tegen het totale aantal bijdragers). Deze maat 

houdt dus rekening met de mogelijke achtergrondinformatie die een indringer heeft.  

 

Een derde manier om de kans op onthullingen in kaart te brengen is met voorwaar-

delijke entropie. Hiermee kan de kans geschat worden op basis van enkele eigen-

schappen van de tabel als geheel. Met voorwaardelijke entropie wordt gemeten 

hoeveel bijdragers er zijn en hoe uniform de bijdragers verdeeld zijn over de tabel. 

Hoe meer kleine celwaarden er voorkomen, hoe onveiliger de tabel is.  
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Op basis van de aldus in kaart gebrachte onthullingsmogelijkheden kan de te publi-

ceren dataset getransformeerd worden met behulp van SDC-technieken of -tools, 

zodat de kans op onthullingen kleiner wordt. Door het toepassen hiervan wordt de 

tabel als geheel veranderd: verschillende cellen of randtotalen krijgen andere waar-

den. Het is daarom nodig om vervolgens te bepalen of de getransformeerde dataset 

nog steeds bruikbaar is voor het beoogde doel.  

 

In de wetenschappelijke literatuur zijn verschillende maten voorgesteld om de 

bruikbaarheid van de getransformeerde geaggregeerde dataset te meten en dan 

vooral het informatieverlies dat optreedt na het verhullen of onderdrukken van 

bepaalde gegevens. Bij het bepalen van welke maat geschikt is, is het van belang  

te weten welk type data er gepubliceerd wordt, welke relaties en correlaties er in  

de dataset zitten, en met welk doel de data gepubliceerd worden.  

 

Een eenvoudige maat voor de bruikbaarheid van een geaggregeerde tabel is de 

afstand tussen de oorspronkelijke (onbewerkte) tabel en de getransformeerde  

tabel. Twee voorbeelden van afstandsmaten zijn: de Hellinger distance en de ab-

solute gemiddelde afstand. Dergelijke afstandsmaten meten hoeveel de getransfor-

meerde tabel lijkt op de oorspronkelijke tabel. Ze kunnen daarom gebruikt worden 

om het verschil tussen het origineel en de aangepaste tabel te beperken. Afstands-

maten geven echter niet goed de door de transformatie veroorzaakte veranderingen 

in variantie (de spreiding van de waarden) weer. Een getransformeerde tabel is 

bruikbaar als de spreiding van waarden ongeveer gelijk is aan de spreiding in de 

ongetransformeerde tabel. Voor het meten van de variantie zijn verschillende maten 

beschikbaar, bijvoorbeeld een variantieanalyse (ANOVA). Als vooraf bekend is hoe 

de gepubliceerde data gebruikt gaan worden, en specifiek welke koppelingen 

gemaakt worden, dan kan het daarnaast handig zijn om het effect van de transfor-

matie op de associatie te meten. Het verschil in de gemeten associaties voor de 

originele en getransformeerde tabel kan vervolgens gebruikt worden om het infor-

matieverlies aan te duiden. Enkele voorbeelden van associatiematen zijn: 

Spearmans rangcorrelatiecoefficient, Cramérs V, Pearsons correlatiecoëfficiënt en 

Wilcoxons rangsomtoets. 

SDC-methoden voor geaggregeerde datasets 

Om geaggregeerde tabellen te beschermen, kunnen verschillende SDC-methoden 

toegepast worden. Elke methode transformeert de gegevens in de tabellen op een 

andere manier en heeft een ander effect op de bruikbaarheid van de gegevens. Over 

het algemeen kunnen de methoden onderverdeeld worden in twee categorieën: 

methoden die geen gebruik maken van perturbatie en methoden die wel gebruik 

maken van perturbatie. 

 

De methoden die geen gebruik maken van perturbatie houden de waarheids-

getrouwheid van de celwaarden intact. Enkele voorbeelden zijn: 

 Onderdrukken van onveilige cellen: de waarden van onveilige cellen worden 

vervangen door lege cellen of een symbool dat aangeeft dat de waarde van  

de betreffende cel onderdrukt is.  

 Conventioneel (rekenkundig) afronden van celwaarden: elke celwaarde wordt af-

gerond naar het dichtstbijzijnde veelvoud van een bepaalde macht, bijvoorbeeld 

op vijftallen of tientallen (de waarde 26 wordt op tientallen afgerond naar 30). 

 Aanpassen van kleine celwaarden: celwaarden onder een vooraf bepaalde 

drempel worden onderdrukt of rekenkundig afgerond (conform de twee hier-

boven beschreven methodes).  
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 Herontwerpen van de tabel: de tabel wordt opnieuw samengesteld, bijvoorbeeld 

door bepaalde categorieën van kenmerken samen te voegen (indikken) zodat er 

cellen met meer bijdragers ontstaan.  

 

Hoewel de op deze manier aangepaste celwaarden sterk lijken op de waarden in  

het origineel, gaan sommige tabeleigenschappen mogelijk verloren. Zo worden de 

afzonderlijke cellen individueel aangepast en tellen de waarden van de individuele 

cellen niet altijd meer op tot het randtotaal. 

 

Methoden die wel gebruik maken van perturbatie voegen ruis aan de tabel toe. 

Hierdoor is de tabel niet meer volledig waarheidsgetrouw, maar kan in sommige 

gevallen wel gewaarborgd worden dat de cellen optellen tot de randtotalen. Enkele 

voorbeelden zijn: 

 Willekeurig afronden van celwaarden: elke celwaarde wordt willekeurig (proba-

bilistisch) naar boven of beneden afgerond op gehele getallen van een bepaalde 

macht (de waarde 26 kan op tientallen afgerond worden naar 20 of 30). De kans 

dat er naar boven of beneden wordt afgerond wordt bepaald door de afstand van 

de originele waarde tot het lager liggende veelvoud van de macht.  

 Gecontroleerd afronden van celwaarden: elke celwaarde wordt zodanig naar 

boven of beneden afgerond op gehele getallen van een bepaalde macht dat de 

randtotalen overeenkomen met de som van de afgeronde waarden en het rand-

totaal dicht bij de originele waarde blijft.  

 Gecontroleerd aanpassen van onveilige celwaarden: de waarden van onveilige 

cellen worden zodanig aangepast dat ze veilig zijn, dichtbij de originele waarden 

blijven en de randtotalen overeenkomen met de som van de aangepaste waar-

den. Deze aanpassing is voor deze methode niet gelimiteerd tot afronding. 

 Ruis toevoegen aan de celwaarden: willekeurige celwaarden worden in paren 

aangepast door deze met 1 te verhogen of verlagen zodanig dat de randtotalen 

overeenkomen met de som van de aangepaste waarden. 

 Ruis toevoegen aan de celwaarden op basis van sleutels: celwaarden worden aan-

gepast door consequent ruis toe te voegen. De hoeveelheid ruis is gebaseerd op 

sleutels die willekeurig worden toegewezen aan de originele tabel.  

 Genereren van een nieuwe tabel: een volledig nieuwe tabel wordt gegenereerd 

die dezelfde statistische eigenschappen heeft als de originele tabel.  

 

Er zijn aanvullende empirische studies nodig om te onderzoeken hoe goed deze 

methoden in de praktijk voldoen en welke methode voor welk type dataset geschikt 

is. Bij het kiezen van een geschikte methode voor een te publiceren dataset, moet 

eerst bepaald worden welke dataeigenschappen belangrijk zijn voor het beoogde 

doel. Vervolgens kan beoordeeld worden welke methode de beste verhouding geeft 

tussen enerzijds het beperken van de kans op onthullingen anderzijds het behouden 

van de bruikbaarheid.  

SDC-tools voor geaggregeerde datasets 

Om het toepassen van bovengenoemde SDC-methoden gemakkelijker te maken, 

zijn er door verschillende organisaties (waaronder statistische bureaus en universi-

teiten) SDC-tools ontwikkeld. In het onderhavige onderzoek hebben we de volgende 

tools onderzocht: τ-ARGUS, sdcTable en CellKey. Al deze software tools zijn open 

source en gratis. 

 

Van de onderzochte tools biedt τ-ARGUS het grootste aantal SDC-methoden 

(waaronder onderdrukking, gecontroleerde tabelaanpassing en gecontroleerde 
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afronding). Deze zijn toegankelijk via een grafische gebruikersomgeving (GUI). 

Bovendien heeft τ-ARGUS een uitgebreide handleiding met daarin een uitleg van  

de theorie achter de aangeboden methoden, enkele aanbevolen parameterinstellin-

gen en een praktisch voorbeeld van het gebruik van tool. Hoewel de handleiding erg 

uitgebreid is, is deze op sommige punten onduidelijk en mist er op enkele cruciale 

punten uitleg. Verder heeft τ-ARGUS ook een ongebruikelijk format voor data-

invoer. Hierdoor is het soms moeilijk om de tool te gebruiken. 

 

De andere bestudeerde tools bieden minder mogelijkheden dan τ-ARGUS en heb-

ben geen GUI. De documentatie is ook niet zo uitgebreid als die van τ-ARGUS en 

daarom vereist het gebruik van deze tools nog meer voorkennis. CellKey-pakketten 

biedt wel een methode die nog niet is geïmplementeerd in τ-ARGUS. SdcTable biedt 

toegang tot dezelfde methoden als τ-ARGUS, maar dan in het softwarepakket R. 

Beide tools worden actief ontwikkeld, waardoor deze in de toekomst mogelijk uit-

gebreider, beter gedocumenteerd of makkelijker te gebruiken zijn.  

Discussie en aanbevelingen voor vervolgonderzoek 

In het onderhavige rapport hebben we verschillende onthullingscenario’s voor 

geaggregeerde datasets geïdentificeerd op basis van de state-of-the-art weten-

schappelijke literatuur. Aangezien deze scenario’s gelden bij de huidige stand van  

de technologie, is voortdurend onderzoek nodig om op de hoogte te blijven van 

mogelijke nieuwe scenario’s. De reikwijdte van dit continue onderzoek zou niet 

alleen beperkt moeten blijven tot geaggregeerde data, maar ook microdata moeten 

omvatten. Als eenmaal duidelijk is hoe de onthullingsrisico’s bij microdata zich ver-

houden tot de risico’s bij (daarvan afgeleide) geaggregeerde data, kan de kennis 

vanuit het ene gebied ook in het andere gebied benut worden.  

 

In dit rapport hebben we ook een overzicht gegeven van de SDC-methoden die 

gebruikt kunnen worden om geaggregeerde tabellen te beschermen tegen onthullin-

gen. Er zijn verschillende methoden beschikbaar die de data ieder op een andere 

manier beschermen. Afhankelijk van het vooraf bepaalde risico kan gegeven de 

context (waaronder de data-omgeving), een geschikte methode gekozen worden. 

Voor het kiezen van een methode, is het nodig om de werking en eigenschappen 

van de verschillende methoden te begrijpen. Dit rapport bevat een overzicht van de 

belangrijkste eigenschappen van iedere SDC-methode om deze keuze makkelijker te 

maken.  

 

Dit rapport laat zien dat het gebruik van SDC-methoden en -tools complex is; 

gebruikers hebben hier vaak aanvullende begeleiding bij nodig. De gebruiker moet 

onder andere inzicht hebben in het te publiceren datatype en de data-omgeving, 

zodat de juiste SDC-methode en parameters geselecteerd kunnen worden en de 

SDC-tool op een goede manier geconfigureerd kan worden. Door middel van ver-

volgonderzoek willen we dit proces in de toekomst makkelijker maken. Dit onder-

zoek zal voortbouwen op de bevindingen uit dit rapport. Daarnaast zullen we 

experts interviewen, enkele casusstudies uitvoeren en putten uit onze eerdere 

ervaring op het gebied van SDC. In een volgend rapport zullen we op basis van dit 

onderzoek richtlijnen geven voor het gebruik van SDC-technologie in de praktijk. 

 

Een andere toekomstige onderzoeksrichting is om het domein uit te breiden naar 

ongestructureerde data. Het gaat dan met name om het beschermen en anonimi-

seren van teksten in natuurlijke taal. Dit is relevant binnen het justitiedomein, 
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omdat dergelijke gegevens op grote schaal worden geproduceerd én gedeeld. Zo 

worden gerechtelijke uitspraken online gepubliceerd. Het anonimiseren van vrije 

tekst is nu nog een moeilijke en ook tijdrovende zaak. Dit gebeurt nu grotendeels 

handmatig. Onderzoek naar het herkennen van bepaalde onderwerpen of entiteiten 

in zinnen, kan helpen bij het vinden van identificerende gegevens in teksten. 

Hierdoor zou het makkelijker worden om deze uit de tekst te verwijderen of ze te 

verhullen. Er is een praktische behoefte aan dergelijk onderzoek, omdat sommige 

onderwerpen op zichzelf niet identificerend zijn, maar in combinatie met andere 

gegevens wel. Met het oog op de razendsnelle ontwikkelingen op het gebied van 

data is het extra belangrijk mogelijk identificerende onderdelen van gepubliceerde 

teksten te herkennen. Iets wat nu wellicht goed beschermd is, hoeft dit in de 

toekomst niet noodzakelijkerwijs meer te zijn, doordat de data-omgeving blijft 

groeien. 
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Glossary of terms 

Anonymization (in technological terms): It is characterized as ‘a process of ensuring 

that the risk of somebody being identified in the data are negligible’ (Elliot et al., 

2016). Data anonymization aims at hiding the identity and/or the sensitive data of 

data subjects, while retaining sensitive data for the purpose of data analysis (Fung 

et al., 2010). 

Anonymous information (in legal terms and according to GDPR, Recital 26): It refers 

to the ‘information which does not relate to an identified or identifiable natural per-

son or to personal data rendered anonymous in such a manner that the data subject 

is not or no longer identifiable’. (NB: We used the term ‘anonymous data’ through-

out this report alternatively because we were mostly concerned with microdata.)  

Attribute mapping: A process whereby the type of every attribute in a microdata 

assigned. The type of every attribute can be EID, QID, SAT or NAT. 

Attribution (or attribute disclosure): A process of associating a piece of information 

with a population unit like a person or a family. Via attribution we learn something 

new about a (some) person(s). 

Auxiliary information sources: Representing background knowledge, auxiliary infor-

mation sources encompass some QIDs of types ‘indirect identifiers’, ‘key variables’, 

or both, and the EIDs of the corresponding data subjects. The types of auxiliary 

information sources include: the original microdata sets at the data controller, open 

data, public registers, social media, proximity knowledge, and personal knowledge. 

Background knowledge: Refers to the information that an intruder has access to via 

external data resources, using which the intruder can disclose personal information 

from a transformed microdata set. 

Cell: Any combination of the values of the grouping attribute defines a cell in a 

tabular data set. Every cell can be specified by its coordinates/location (i.e., the 

values of the grouping attributes) and its value. 

Data controller: A ‘natural or legal person, public authority, agency or other body 

which, alone or jointly with others, determines the purposes and means of the pro-

cessing of personal data’ (Article 4(7) of GDPR, 2016). 

De-identification: To protect a microdata set against the intrinsic threats by trans-

forming direct identifiers (like names, social security numbers and digitized unique 

biometrics) via (a) Replacing them with pseudo identifiers, (b) Masking/suppressing 

them or (c) Removing them. Note that de-identification in North America means 

anonymization in technological sense (as in other places). 

DPIA (Data Protection Impact Assessment) process: It is a process ‘designed to 

describe the processing, assess its necessity and proportionality and help manage 

the risks to the rights and freedoms of natural persons resulting from the processing 

of personal data by assessing them and determining the measures to address them’ 

(WP29, 2017). DPIA is specified in Article 35 of GDPR (2016). 

Data subject: An identified or identifiable natural person to whom personal data 

refer to. 
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Equivalence Class: Denoted by EC, refers to a pattern of the values of QIDs. 

Explicit Identifier: Denoted by EID, also called direct identifiers, refer to the set of 

attributes in the original microdata set D that structurally and on their own could 

uniquely identify an individual, i.e., a data subject. 

Extrinsic characteristics of data (in relation to disclosure risks): Refers to those per-

sonal information disclosures that are indirectly resulted from having access to a 

released form of the data. Such disclosures arise via linking the released data with 

some background knowledge. 

Frequency table: In a frequency table, the quantitative values of the cells are the 

counts (or the fractions) of the records in the microdata set from which the frequen-

cy table is constructed. Every cell value in the frequency table is the count of the 

records for which the attribute values of the microdata set match the grouping 

attribute values of the cell. 

Global recoding: Refers to the case where the generalization method is applied to all 

records in a microdata set (see also local recoding). 

Grouping attributes: Grouting attributes are a subset of the attributes of the micro-

data set from which a tabular data set is constructed. The values that the grouping 

attributes may assume define the rows or columns in a tabular data set. The num-

ber of these grouping attributes determines the tabular data set’s dimensions.  

Identifiable natural person: ‘An identifiable natural person is one who can be identi-

fied, directly or indirectly, in particular by reference to an identifier such as a name, 

an identification number, location data, an online identifier or to one or more factors 

specific to the physical, physiological, genetic, mental, economic, cultural or social 

identity of that natural person’ (Article 4 of GDPR, 2016). 

Inference: When the statistical disclosure is not 100% certain, one talks about 

inference. In other words, ‘the capability of a user of some data to infer at high 

degrees of confidence (short of complete certainty) that a particular piece of infor-

mation is associated with a particular population unit’ (Elliot et al., 2016). 

Intrinsic characteristics of data (in relation to data disclosure risks): Refers to those 

personal information disclosures that are directly resulted from having access to a 

released form of the data alone. 

Intruders (in SDC setting): A party who has either a legitimate or an illegitimate 

access to some personal data (i.e., internal intruder or external intruder, respec-

tively), and applies (statistical) data analysis (e.g., data linkage and information 

inference methods) to derive privacy sensitive information from the accessed data 

illegitimately. 

Justice domain data: The term encompasses all data that pertain to the justice 

branch of the government, ranging from the data of court proceedings and judg-

ments to the data that are gathered within the administration processes and proce-

dures of the whole justice branch of the government. These justice administration 

and procedural data are often gathered by a number of independent organizations 

that are involved in a country’s justice domain. 
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Local recoding: Refers to the case where the generalization method is applied to  

a few records in the microdata set (see also global recoding). Cell generalization  

is such a type. 

Magnitude table: In a magnitude table, the quantitative value of every cell is the 

sum of the values of a nominal/quantitative attribute of the corresponding records  

in the microdata set. 

Marginals or Margin cells: Marginals or margin cells in a table, which often exist in 

tabular data sets, refer to those cells that hold the sums of the values of the cells  

in the corresponding rows or columns of the table.  

Non-sensitive Attribute: Denoted by NAT, refers to those attributes that are not 

Explicit Identifiers, Quasi-Identifiers or Sensitive Attributes. 

Original microdata set (or microdata set, in short): Denoted by DN(A1, A2, …, AM),  

is a relational table with N rows/records, representing individuals and individual 

units (like households), and M columns/attributes, representing some attributes 

about those individuals (like their age, gender and occupation). 

Overall total: Overall total refers to a cell in a table that holds the sum of the values 

of all cells in the table. 

Population microdata set: A population microdata set includes the records of trans-

formed microdata set.  

Primary suppression: Primary suppression refers to removing the values of unsafe 

cells in a table. Unsafe cell are determined based on a number of sensitivity rules. 

Pseudonymization (in legal terms and according to Article 4 of GDPR, 2016): It 

refers to ‘the processing of personal data in such a manner that the personal data 

can no longer be attributed to a specific data subject without the use of additional 

information, provided that such additional information is kept separately and is sub-

ject to technical and organizational measures to ensure that the personal data are 

not attributed to an identified or identifiable natural person’. 

Pseudonymization (in technological terms): A method whereby direct identifiers are 

replaced with fictitious values (i.e., a pseudo identifier) that uniquely specify or refer 

to individual records. Referencing to individuals can be local unique or global unique 

in a data set (or in a set of related data sets). 

Quasi Identifier: Denoted by QID, refers to the set of attributes in the original 

microdata set D that could ‘potentially’ identify individuals, i.e., data subjects. This 

identification is achieved through using the QIDs to link the records of microdata set 

D with the other microdata sets and knowledge bases wherein both EIDs and QIDs 

are present for some individuals. 

Reidentification (or identity disclosure): A process of attaching an identity to some 

data items (e.g., to a data record in case of microdata). 

Sample microdata set: A transformed microdata set can be considered as a sample 

of a larger population microdata set that includes the records of the sample micro-

data set. 
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Secondary suppression: Primary suppression does not protect the cells of a table 

sufficiently. Secondary suppression refers to removing additional cell values in a 

table in order to protect it adequately. 

Sensitive Attribute: Denoted by SAT, refers to those attributes that capture privacy-

sensitive information about data subjects who (possibly) do not want to disclose 

them. Examples of sensitive attributes are disease, salary, loan, disability status, 

and crime type. 

Statistical data disclosure (i.e., statistical personal data disclosure or, in short, data 

disclosure): It refers to a reidentification or attribution that occurs with confidence/ 

certainty or at a high-enough degree of confidence/certainty. 

Transformed microdata set: Denoted by D’N or D”N’, refers to the transformed micro-

data set that is resulted from applying some SDC technologies (i.e., SDC methods 

and models) to the original microdata set DN. 
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