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No one can pass through life, any more than he can pass
through a bit of country, without leaving tracks behind,

and those tracks may often be helpful to those coming
after him in finding their way.

Robert Baden-Powell





ABSTRACT

The activity of animals is a rich source of information that not only provides insights into
their life and well-being but also their environment. Animal activity recognition (AAR) is
a new field of research that supports various goals, including the conservation of endan-
gered species and the well-being of livestock. Over the last decades, the advent of small,
lightweight, and low-power electronics has made it possible to attach unobtrusive sen-
sors to animals that can measure a wide range of aspects such as location, temperature,
and activity. These aspects are highly informative properties for numerous application
domains, including wildlife monitoring, anti-poaching, and livestock management. In
this thesis, we focus on AAR that aims to automatically recognize the activity from mo-
tion data – on the animal – while the activities are performed (online). Specifically, we
use motion data recorded through an inertial measurement unit (IMU) that comprises
an accelerometer, gyroscope, and magnetometer to distinguish up to eleven different
activities.

Numerous factors challenge online AAR, and in this thesis, we address the follow-
ing: (i.) Sensors are often attached to (wild) animals using collars around the neck. In
many cases, it is difficult or impossible to re-charge the battery after the collar is attached
to the animal. Furthermore, the sensor tags are restricted in weight and size to be un-
obtrusive. Therefore, the tags not only have limited energy but are also constrained in
computation and memory resources. (ii.) Animal collars are exposed to rough behav-
ior and environments. As such, the collar can rotate around the neck, which causes the
sensors to change position and orientation over time. The variability in sensor-orien-
tation causes significant errors if activity classifiers are sensitive to sensor orientation.
It is challenging to develop AAR that is insensitive to sensor orientation. (iii.) Animal
groups are heterogeneous; sensitivity of an AAR system to individual traits may impact
the performance. A system trained with training-data from a subset of animals may not
generalize well to others. Moreover, there are various species, and independently de-
veloping AAR for each species is a daunting task. (iv.) Various machine learning (ML)
algorithms are used as AAR classifiers. Each classifier has different properties and is af-
fected by aspects such as feature-type, parameter settings, and class-imbalance in the
dataset. It is challenging to find the impact of each aspect on the classification perfor-
mance. (v.) The classifiers rely on a clear feature representation of the raw sensor data.
Therefore, feature extraction is an essential aspect of AAR. It is challenging to find the
most resource-efficient and effective feature extraction method. (vi.) Data acquisition
and labeling are tedious, especially for AAR because it can be difficult to observe (wild)
animals, which is mandatory for labeling (annotation of data with ground-truth). As a
result, labeled datasets are often small and class-imbalanced; e.g., a labeled dataset may
comprise mostly eating activity, but little running.
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To address the challenges in AAR, we pose the following main research question:

How can we recognize various animal activities using motion data while considering
resource-efficiency, orientation-independence, and genericity so that it can be executed
online and easily deployed across a wide variety of species?

Tremendous innovations in computation, memory, and battery technology allow us
to process the sensor data locally on the animal tag, while the activities are performed.
Locally processing the data eliminates the need to store or transmit large amounts of raw
data and provides opportunities to develop resource-efficient AAR.

We simultaneously address the challenges of resource constraints and the dynamic
sensor orientation and position through a framework that aims at finding the optimal
feature set, which is lightweight and robust to the sensor’s orientation. We use 3D mo-
tion data to extract various summary statistic features. We select the most informative
features using a method based on simultaneous feature selection and classification, and
the feature sets are optimized through 10-fold cross-validation. We investigate the effect
of different sizes of the resulting feature sets. Our results show that the accelerometer is
the best sensor for AAR and using three features is sufficient.

To address the heterogeneity of animals, we propose a framework that employs mul-
titask learning (MTL) for embedded platforms to enable generic AAR that can be used on
multiple species. We investigate the trade-off between classification performance and
genericity of an AAR system. Specifically, we study the effect of MTL on the performance
of a single classifier that classifies the activities of two species. We test and compare 7
classifiers in three scenarios: (i.) trained with individual data, (ii.) trained with data from
one species and tested on the other and vice versa, and (iii.) trained with mixed data
from both species. Our results are a good indication that it is possible to train classifiers
with good genericity performance for similar species.

We investigate the effect of feature type, hyperparameter tuning, and data parti-
tioning method (to create the validation datasets) on the AAR performance. Firstly, we
compare the quality of time and frequency-domain summary statistic features; while in-
vestigating the effect of feature type, we validate the goat orientation-independent fea-
ture set on a different species. Overall, most classifiers yield higher performance using
frequency-domain features and similar performance when the orientation-independent
feature set is used. Secondly, we compare two validation partitioning methods: k-fold
and leave-one-subject-out cross-validation. When an AAR classifier is used on animals
that were not included in the training dataset, the performance is reflected more pre-
cisely using leave-one-subject-out cross-validation. Finally, we demonstrate the effect
of hyperparameter tuning and show the level of improved classification and genericity
performance.

To address the challenge of effective feature extraction while labeled datasets are
small and imbalanced, we investigate unsupervised representation learning (URL). We
present an analysis framework that compares various deep URL techniques to exploit
unlabeled data to improve feature extraction. The most compelling reason to use URL
as a feature extraction method is the ability to learn from unlabeled data. We compare
three URL techniques with three conventional feature extraction methods. To investi-
gate the effect of the size of both labeled and unlabeled part of the dataset on the quality
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of the features, we train the URL methods and classifiers using various sample sizes. We
demonstrate that the performance of URL can approach and, in some cases, outper-
form conventional features. Our results show that the convolutional deep belief network
(CDBN) benefited the most from an increasing amount of unlabeled data, especially in
the more diverse and imbalanced dataset. Furthermore, we evaluate the effect of depth
in URL and demonstrate that concatenating the 1st and 2nd layer features often results
in better classification performance. Finally, we analyze and discuss the effect of class-
imbalance in the dataset on the feature quality. Our results indicate that deep represen-
tations provide more robustness to the imbalance in smaller labeled datasets.

We collected 3 datasets comprising 3D motion data recorded on animals. The first
dataset comprises labeled motion data from 4 goats and 2 sheep and is used to study the
genericity performance of AAR classifiers. The second dataset comprises labeled motion
data from 5 goats collected from 6 positions in diverse orientations around the neck of
the animals. This dataset is used to address sensor orientation-independent AAR. The
third dataset comprises motion data from 18 horses of which data from 11 subjects is
partly labeled. This dataset is used to study various factors that impact the performance
of AAR and unsupervised representation learning.

In this thesis, we show that it is possible to perform AAR with excellent classification
performance while it is resource-efficient and orientation-independent. Although per-
formance versus resource usage is often a trade-off, we show that excellent performance
can be obtained using only the accelerometer, a small set of features, and a classifier
that is resource-efficient in memory and computation, allowing the AAR to be executed
online. Our goal is generic AAR that can easily be deployed across a variety of similar
species. In this thesis, we show that when sufficient aspects are similar, e.g., the species,
sensor-location, and activity types, it is possible to train classifiers in a way so that a
single AAR system can be deployed on two species. Improving orientation-independent
feature extraction by exploiting unlabeled data is a prospective direction for further re-
search.





SAMENVATTING

De activiteiten van dieren zijn een rijke bron van informatie die niet alleen inzicht geeft
in hun leven en welzijn, maar ook in hun omgeving. Activiteit herkenning voor dieren
(AHD) is een nieuw onderzoeksgebied dat bijdraagt aan verschillende doelen, waaron-
der het behoud van bedreigde diersoorten en het welzijn van vee. In de afgelopen decen-
nia heeft de komst van kleine, lichtgewicht en energiezuinige elektronica het mogelijk
gemaakt om onopvallende sensoren aan dieren te bevestigen die een breed scala aan
aspecten zoals locatie, temperatuur en activiteit kunnen meten. Deze aspecten zijn zeer
informatieve eigenschappen voor tal van toepassingsdomeinen, waaronder monitoring
van dieren in het wild, anti-stroperij en beheren van vee. In dit proefschrift richten we
ons op AHD dat als doel heeft de activiteit automatisch te herkennen uit bewegingsdata
– op het dier – terwijl de activiteiten uitgevoerd worden (online). In het bijzonder ge-
bruiken we bewegingsdata die zijn vastgelegd door middel van een zogenoemde inertial
measurement units (IMUs) die een versnellingsmeter, gyroscoop en magnetometer om-
vat om tot elf verschillende activiteiten te onderscheiden.

Online AHD heeft talloze uitdagingen voor een succesvolle toepassing en in dit
proefschrift behandelen we de volgende: (i.) Sensor tags worden vaak bevestigd aan
(wilde) dieren met behulp van halsbanden. In veel gevallen is het moeilijk of onmo-
gelijk om de batterij opnieuw op te laden nadat de halsband aan het dier is bevestigd.
Bovendien zijn de tags beperkt in gewicht en grootte zodat ze niet vervelend zijn voor de
dieren om te dragen. Daarom hebben de tags niet alleen een beperkte hoeveelheid en-
ergie, maar zijn ze ook beperkt in rekenkracht en het beschikbare geheugen. (ii.) Hals-
banden voor dieren worden vaak blootgesteld aan ruwe gedragingen en omgevingen.
Als zodanig kan de halsband rond de nek roteren, waardoor de sensoren in de loop
van de tijd van positie en oriëntatie veranderen. De variabiliteit in sensor oriëntatie
veroorzaakt aanzienlijke fouten als classifiers (de algoritmen die de activiteit herken-
nen) gevoelig zijn voor sensor oriëntatie. Het is een uitdaging om AHD te ontwikkelen
die ongevoelig is voor sensor oriëntatie. (iii.) Diergroepen zijn heterogeen; gevoeligheid
van een AHD systeem voor individuele kenmerken kan de prestaties beïnvloeden. Een
systeem dat is getraind met trainingsdata van een subset van dieren, kan niet altijd goed
generaliseren voor andere dieren buiten de trainingset. Bovendien bestaan er verschei-
dene diersoorten en het onafhankelijk ontwikkelen van AHD voor elke soort is een ont-
moedigende taak. (iv.) Verscheidene machine learning (ML) algoritmen kunnen wor-
den gebruikt als classifiers. Het is een uitdaging om te bepalen welke algoritmen het
meest toepasselijk zijn voor online AHD. Elke classifier heeft verschillende eigenschap-
pen en wordt beïnvloed door aspecten zoals de soort representatie van ruwe data (fea-
turetype), parameterinstellingen en klasse-onbalans in de dataset. Het is een uitdaging
om de impact van elk aspect op de resultaten van de classifiers te vinden. (v.) De clas-
sifiers vereisen een duidelijke representatie (d.m.v. features) van de ruwe sensordata.
Daarom is de extractie van features een essentieel aspect van AHD. Het is een uitdaging
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om de meest resource-efficiënte en effectieve extractiemethode voor features te vinden.
(vi.) Dataverzameling en labeling (annotatie van data met grondwaarheid) zijn lastig,

vooral voor AHD omdat het moeilijk kan zijn om (wilde) dieren te observeren, wat een
vereiste is voor labeling. Als gevolg hiervan zijn gelabelde datasets vaak klein en ongebal-
anceerd qua klasse; een gelabelde dataset kan bijvoorbeeld veel eten activiteit bevatten,
maar weinig rennen.

Om de uitdagingen in AHD aan te gaan, stellen we de volgende hoofdonder-
zoeksvraag:

Hoe kunnen we verschillende dieren activiteiten herkennen met behulp van
bewegingsdata, rekening houdend met efficiënt gebruik van resources, oriëntatie-
onafhankelijkheid en generaliteit, zodat het online kan worden uitgevoerd en gemakkelijk
kan worden ingezet voor een breed scala aan soorten?

Enorme innovaties in rekenkracht, geheugen en batterijtechnologie stellen ons in
staat om de sensor data lokaal, via een tag op het dier, te verwerken terwijl de activiteiten
worden uitgevoerd. Door de data lokaal te verwerken, is het niet nodig om grote ho-
eveelheden onbewerkte data op te slaan of te verzenden en biedt het mogelijkheden om
online AHD te ontwikkelen die efficiënt omgaat met energie.

In dit proefschrift gaan we tegelijkertijd de uitdagingen aan van resource-efficiëntie
en de dynamische sensor-oriëntatie en -positie door middel van een raamwerk dat
gericht is op het vinden van de optimale featureset, die lichtgewicht en robuust is tegen
de oriëntatie van de sensor. We gebruiken 3D-bewegingsdata om verschillende samen-
vattende statistische features te extraheren. We selecteren de meest informatieve fea-
tures met behulp van een methode die is gebaseerd op gelijktijdige feature selectie en
classificatie. De featuresets zijn geoptimaliseerd via een tienvoudige kruisvalidatie. We
onderzoeken het effect van verschillende groottes van de resulterende featuresets. Onze
resultaten laten zien dat de versnellingsmeter de beste sensor is om te gebruiken voor
AHD en dat het gebruik van 3 features voldoende is.

Om de heterogeniteit van dieren aan te pakken, stellen we een raamwerk voor
dat multitask learning (MTL) gebruikt voor embedded platforms. We onderzoeken de
afweging tussen classificatie prestaties en genericiteit van een AHD systeem. Specifiek
bestuderen we het effect van MTL op de prestaties van een enkele classifier die de ac-
tiviteiten van twee soorten classificeert. We testen en vergelijken 7 classifiers in drie
scenario’s: (i.) getraind met individuele data, (ii.) getraind met data van de ene soort
en getest op de andere en vice versa, en (iii.) getraind met gemengde data van beide
soorten. Onze resultaten zijn een goede indicatie dat het mogelijk is om classifiers te
trainen met goede generieke prestaties voor vergelijkbare soorten.

We onderzoeken het effect van het featuretype, hyperparameter instelling en data
partitionerings methode (om de validatie datasets te maken) op de prestaties van AHD.
Ten eerste vergelijken we de kwaliteit van tijd- en frequentiedomein features. Terwijl we
het effect van het featuretype onderzoeken, valideren we de oriëntatie-onafhankelijke
featureset op een andere diersoort. Over het algemeen leveren de meeste classifiers
hogere prestaties met behulp van frequentiedomein features en vergelijkbare prestaties
wanneer de oriëntatie-onafhankelijke featureset wordt gebruikt. Ten tweede vergeli-
jken we twee validatie partitie methoden: k-fold en leave-one-subject-out kruisvalidatie.
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Wanneer een classifier wordt gebruikt voor dieren die niet in de training dataset waren
opgenomen, worden de prestaties nauwkeuriger weerspiegeld met behulp van leave-
one-subject-out validatie. Ten slotte tonen we het effect van hyperparameter instellingen
en de mate van verbeterde classificatie en generieke prestaties.

Om de uitdaging van effectieve feature extractie aan te gaan terwijl gelabelde
datasets klein en ongebalanceerd zijn, onderzoeken we unsupervised representation
learning (URL). We presenteren een analysekader dat verschillende URL technieken
vergelijkt om ongelabelde data te exploiteren om de extractie van features te verbeteren.
De voornamelijkste reden om URL te gebruiken als feature extractie methode is de mo-
gelijkheid om te leren van ruwe ongelabelde data. We vergelijken drie URL technieken
met drie conventionele feature extractiemethoden. Om het effect van de grootte van
zowel de gelabelde als het ongelabelde deel van de dataset op de kwaliteit van de fea-
tures te onderzoeken, trainen we de URL methoden en classifiers met behulp van ver-
schillende sample groottes. We tonen aan dat de prestaties van URL die van conven-
tionele features kunnen benaderen en in sommige gevallen overtreffen. Onze resultaten
laten zien dat de convolutional deep belief network (CDBN) het meest profiteert van
een toenemende hoeveelheid ongelabelde data, vooral in de meer diverse en oneven-
wichtige dataset. Verder evalueren we het effect van diepte in URL en tonen we aan
dat het samenvoegen van eerste en tweede laag vaak resulteert in betere classificatie
prestaties. Tot slot analyseren en bespreken we het effect van klasse-onbalans in de
dataset op de kwaliteit van de features. Onze resultaten geven aan dat diepe features
classificatie robuuster maken tegen de onbalans in kleinere gelabelde datasets.

We hebben 3 datasets verzameld met 3D-bewegingsdata die zijn vastgelegd op
dieren. De eerste dataset bestaat uit gelabelde bewegingsdata van 4 geiten en 2 schapen
en werd gebruikt om de generieke prestaties van AHD te bestuderen. De tweede dataset
omvat gelabelde bewegingsdata van 5 geiten verzameld van 6 posities in verschillende
oriëntaties rond de nek van de dieren. Deze dataset werd gebruikt om sensor oriëntatie-
onafhankelijk AHD te onderzoeken. De derde dataset bevat bewegingsdata van 18 paar-
den waarvan data van 11 dieren gedeeltelijk zijn gelabeld. Deze dataset werd gebruikt
om URL te onderzoeken en verschillende factoren te bestuderen die van invloed zijn op
de prestaties van AHD.

In dit proefschrift laten we zien dat het mogelijk is om AHD uit te voeren met
goede classificatie prestaties terwijl het resource-efficiënt en oriëntatie-onafhankelijk is.
Hoewel prestaties versus het gebruik van resources vaak een afweging zijn, laten we zien
dat uitstekende prestaties kunnen worden behaald met alleen de versnellingsmeter, een
kleine featureset en een classifier die efficiënt omgaat met geheugen en rekenkracht,
waardoor de AHD online kan worden uitgevoerd. Ons doel is generieke AHD die makke-
lijk kan worden ingezet bij meerdere verwante diersoorten. In dit proefschrift laten
we zien dat wanneer voldoende aspecten vergelijkbaar zijn, bijvoorbeeld de diersoort,
de sensor locatie en het activiteitstype, het mogelijk is om classifiers te trainen op een
manier zodat een AHD kan worden ingezet bij twee verwante diersoorten. Het ver-
beteren van oriëntatie-onafhankelijke feature extractie door ongelabelde data te ex-
ploiteren is een onderzoeksrichting met veel potentie.
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1
INTRODUCTION

In this chapter, we introduce and motivate the importance of online animal
activity recognition (AAR). The activity of animals is a rich source of informa-
tion that reveals not only insights into their life and well-being but also their
environment. The advent of small, lightweight, and low-power electron-
ics opened up the possibility to recognize various activities locally on tags
worn by animals. These tags can process raw sensor data to classify these
activities online. AAR supports various application domains, including but
not limited to: poaching detection, wildlife monitoring, livestock manage-
ment, and e-health for pets. In this thesis, we address challenges that impact
the performance of online AAR. In this chapter, we describe the character-
istics of AAR, present the prospective application domains, challenges and
requirements, research objectives and hypotheses, and the contributions of
this thesis. We conclude with an overview of the thesis organization.

1
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2 1 INTRODUCTION

1.1 INTRODUCTION
The ability to automatically recognize animal activity from sensor data may be essential
for their survival. In 2018, Bar-On et al. [14] estimated that out of all living mammals
on Earth 60 % are livestock, 36 % humans, and only 4 % are wild animals. In a relatively
short period, human development of civilization caused a loss of 83 % of all wildlife and
50 % of all plants. Moreover, the current rate of the global decline in wildlife populations
is unprecedented in human history – and the rate of species extinctions is accelerat-
ing [37]. Throughout 2016, a rhino was killed every 8 hours for its horn in South Africa
alone [139]. Moreover, an elephant is killed every 20 minutes [188]. Simultaneously, the
human population keeps growing, and as living standards in developing countries im-
prove, the demand for meat and dairy products increases [47]. A better insight into the
well-being of livestock is not only an opportunity to improve their lives [117] but also an
opportunity to help farmers produce more efficiently [105]. Ultimately, understanding
the ecology of wild animals provides critical insight that allows world politics to make
better choices to guarantee their survival. It is vital to study the ecology of wildlife for
their conservation and the well-being of livestock to improve their lives.

Fortunately, over the last decades, the tremendous innovation in technological de-
velopments offer a wide variety of tools for researchers to study animal ecology [185].
The behavior of animals is a rich source of information that not only provides insights
into their life and well-being but also their environment [119, 129]. The advent of small,
lightweight, and low-power electronics has made it possible to continuously measure
a wide range of aspects regarding the animal’s state (e.g., location, activities, interac-
tions with other animals) and the environment (e.g., temperature, humidity, depth) [185]
on the animal itself (online). These aspects are highly informative and open up a wide
range of possibilities for numerous application domains. In this thesis, we focus on a
technology that measures a vital and informative aspect – online animal activity recogni-
tion (AAR). Specifically, we investigate AAR using data from sensors on a tag attached to
the animal, usually utilizing a collar around the neck. Attaching tags to animals puts
restrictions on the size and weight of the tags, which limits the available energy and
computational resources. Therefore, many AAR approaches utilize (3D) motion data
that is recorded with inertial measurement units (IMUs) because these sensors are tiny,
lightweight, and require little energy. An IMU generally consists of an accelerometer,
gyroscope, and magnetometer, which measure acceleration, angular velocity, and mag-
netism, respectively. The main task of AAR is to explicitly link the measurements from
the IMU to the corresponding physical activities of the animal. The performance of AAR
is challenged by many factors, such as sensor-properties, sensitivity to individual traits,
and the used algorithms for classification. In this thesis, we address these challenges by
studying the effect of various factors on the performance of AAR, using real-world data
that was recorded from sheep, goats, and horses. Our primary goal is to not only im-
prove the performance of AAR, but also investigate genericity, robustness, and overall
efficiency. Furthermore, we address issues related to machine learning (ML), data col-
lection, annotation (labeling), and learning structure from unlabeled data.
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Machine learning algorithms are commonly used to classify activities from sensor
data. As such, AAR both begins and ends with sets of neurons – only one part of the
neurons in the following example are biological. Ultimately, the activity performed by
an animal originates from neurons in its brain. For example, the ability to smell comes
from specialized cells, called olfactory sensory neurons. These neurons are located in a
small patch of tissue high inside the nose and directly connected to the brain. Apart from
intrinsic motivations, animals respond to what they perceive in their environment [120].
When a prey animal smells an approaching predator, it is alerted and often initiates a
fleeing strategy [35]. Thus, after the perception of the world through senses such as
smell, sight, or hearing, motor neurons in the brain eventually fire and send impulses
to various muscles in the body. The muscles are activated in specific sequences to make
the animal move. The goal of AAR is to measure these sequences and link them to spe-
cific activity classes. The output of AAR, recognized activities over time, may be used to
infer the behavior of the animal and its relation with the environment. For example, one
could aim to infer whether an alarmed herd sensed a predator, forest fire, or a poacher.

Attaching sensors to animals should be done unobtrusively. Therefore, the move-
ment is measured with noninvasive methods such as small and lightweight motion sen-
sors in the form of accelerometers and gyroscopes. These sensors measure the move-
ments and sample them into time-series data. Subsequently, the recorded data must be
inferred so that it can be linked to specific activities. The inference can be performed lo-
cally – on the collar tag – while activities are being performed (online), or subsequently
and remotely on a server (offline). Recently, many researchers have utilized a wide vari-
ety of ML techniques to learn the relation between the raw data and the performed ac-
tivities. Many ML techniques are derived from artificial neural networks (ANNs), which
in turn are inspired by, but not identical to, biological neural networks. Raw data sam-
ples are fed into an ANN that learns to link the raw data to a specific output. It does
so by learning a relation between the distribution of sampled data and given labels pro-
vided by a human annotator. A label acts as ground truth to what activity the animal
was performing when the sensor data was recorded. A trained ANN links each segment
of recorded IMU data to an output neuron that, in our case, corresponds to the activ-
ity class. Usually, an ANN classifier contains one output neuron for each activity, and
the one that represents the activity being performed is activated. How the information
from the activity neuron is further used depends on the AAR application. For example,
the perceived activities can be efficiently logged on the tag and wirelessly transmitted
to a central location when a good connection becomes available (e.g., the animal moves
within the range of a communication network).

1.1.1 CHAPTER ORGANIZATION

The rest of the chapter is organized as follows. In the following section we discuss various
application domains that are supported by AAR. In Section 1.3, we discuss the challenges
and requirements of AAR. Subsequently, we discuss our research objective, questions,
and hypotheses in Section 1.4. We present our contributions that address the research
questions in Section 1.5. Finally, we discuss the organization of the remainder of this
thesis in Section 1.6.
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1.2 APPLICATIONS
AAR has recently sparked the interest of many researchers because of its potential to
support various application domains. The output of AAR is the recognized activity per-
formed by the animal. The activity data can be used stand-alone and combined with
other sources such as location data derived from a Global Positioning System (GPS).
Among several properties, animal behavior can be inferred from the different types of
activities that an animal exercises over a day, the duration of these activities, their lo-
cation, and movement patterns [120]. Animal behavior encompasses the ways animals
interact with each other, their environment, and other species. The behavior can be a
rich source of information regarding the animal’s well-being and environment. For ex-
ample, when a cow’s food intake declines over a day, this might be a sign of health is-
sues [38, 105]. Furthermore, the behavior of groups of animals can be an indicator of the
occurrence of environmental events such as forest fires [146], poaching activities [44],
and environmental problems [129]. Or, when a herd of prey animals suddenly stops
grazing and disperses, it may indicate the presence of an external factor such as a preda-
tor or poacher. In the following subsections, we introduce several domains that can be
supported by AAR.

1.2.1 FOUNDATION FOR POACHING DETECTION
Throughout 2016 a rhino was killed every 8 hours for its horn in the Republic of South
Africa alone [139]. Moreover, an elephant is currently killed every 20 min each day [188].
These magnificent animals are shown in Figure 1.1.

(a) (b)

Figure 1.1: (a) White Rhinoceros and (b) African Elephants in their natural habitats.

The poaching statistics total up to 1054 rhino deaths in a population of roughly
25,000 and 27,000 elephant deaths [40, 138, 139] in a population of roughly 377,000 [30].
Figure 1.2 shows the number of poached rhinos per year.

Due to increased protection efforts, the rhino poaching trend is declining, al-
though the losses are still extremely high. If poaching is not halted soon, the exist-
ing rhino population will not be able to procreate rapidly enough and start to dimin-
ish once more. Between the year 1900 and today, roughly 90 % of African elephants
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Figure 1.2: Number of poached rhinos in South Africa, adopted from the data published by the South African
Department of Environmental Affairs (2017) [139].

disappeared [30]. The elephant population is currently shrinking rapidly, with 8 % per
year continent-wide across Africa [30]. The belief that a rhinoceros horn has medic-
inal power, together with increasing wealth of the population, fuels the demand for
rhino horns and ivory in Asian countries such as Vietnam and China [138, 139]. Un-
fortunately, poaching is not limited to rhinos and elephants: amongst other species,
tigers and pangolins are also extremely threatened by poaching for their skin, bones,
and scales [184]. The risks that are involved with poaching are relatively low when com-
pared to drug trafficking, yet high profits can be generated [189]. Therefore, the trade of
ivory and rhinoceros horn, unfortunately, remains a lucrative business for criminal syn-
dicates [189]. Ultimately, the best solution to poaching is the eradication of demand for
rhino horn, ivory, and other wildlife products [184]. Until the demand has successfully
been eradicated, it remains critically important to protect the ever more fragile wildlife
populations against poachers. In this section, we motivate why robust AAR should be
developed as a foundation for anti-poaching systems (APSs).

1.2.1.1 LINKING ANIMAL BEHAVIOR TO POACHING DETECTION

Animal behaviors and reactions are sometimes used as detection systems. A well-known
example is the ‘canary in the coal mine.’ Until late in the 20th century, a canary was taken
into coal mines by miners to be utilized as an early-warning signal for toxic gases, pri-
marily carbon monoxide. Birds are more sensitive than humans and become sick or die
before the miners would and thus act as a ‘chemical indicator’ [129]. Animal sentinels are
often used in situations when (i) humans cannot always be on the alert, (ii) animals have
better senses, or (iii) humans cannot safely go to places. Some reviewed works suggested
utilizing animal sentinels for the detection of poachers [44]. In the natural environment,
animals are used indirectly for surveillance [129]. Animals make sound calls and have
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physical reactions when they sense danger. Dog barking or strident bird calls are sounds
that are recognized by multiple species, including humans, and can be utilized as an
alarm or early warning. The frenetic behavior of bees, beetles, birds, and rodents can
indicate a forest fire or impending storm, while elephants can hear and feel infrasonic
vibrations and know when a large animal, vehicle, earthquake, or storm might be ap-
proaching [88, 146, 193]. Hence, animal behavior can provide an early warning that can
help to sense danger. In 2007, Yasar et al. [146] proposed the utilizing of animal behav-
ior to assist in the early detection of forest fires. Similarly, in a concept paper, Banzi et
al. [44] suggested utilizing wild animals’ behavior to stop poaching. They propose pro-
tecting elephants from poaching by attaching an appropriate sensor on their body with
a visual, IR camera, and GPS.

The development of cognitive sensor systems, through the combination of multi-
ple sensor technologies and ML techniques, might be able to tackle the numerous chal-
lenges found in ineffective poaching detection. We coin the term ‘cognitive sensor sys-
tems’ because current technology allows us to create sensory systems that are not only
capable of perception but also able to learn over time as more data is collected. Re-
cently, the concept of utilizing animal sentinels for the detection of poaching has been
proposed, but many challenges remain open for future research. The foundation for this
can be the sensitive nature of wildlife that co-habit wildlife areas with species that are
under threat of extinction due to poaching. Besides forming a foundation for poaching
detection, the collaring and monitoring of wild animals allows researchers to collect a
vast amount of information for the ecological study of wildlife. We elaborate this discus-
sion in Section 1.2.2.

1.2.2 ANIMAL ECOLOGY, WILDLIFE MONITORING AND PRESERVATION

Collaring technology has immense potential for research in the field of basic and ap-
plied animal ecology [34]. The Animal Movement Ecology field argues that the move-
ment of individual organisms is associated with significant problems, including habitat
fragmentation, climate change, biological invasions, and the spread of pests and dis-
eases [119]. Moreover, animal behavior provides information about social interaction
within a herd [21]. A major challenge in movement ecology research is to explicitly link
the statistical properties of movement patterns to specific internal traits and behaviors.
Therefore, enriching location data with actual behavioral statistics supports animal ecol-
ogy research. The advent of online AAR allows ecologists to investigate the physiological
performance of animals, energetics, foraging, migration, habitat selection, and social in-
teractions of wild animals [21, 185]. Figure 1.3 shows a collared lioness during a recent
study in the wild.

Movement ecology integrates conceptual, theoretical, methodological, and empiri-
cal frameworks for studying the movement of all organisms, from microbes to trees to
elephants [120]. Movement ecology depicts the interplay among four essential mecha-
nistic components of movement by organism: the internal state (why move?), motion
(how to move?), navigation capacities of the individual (when and where to move?), and
the external factors affecting movement [119]. By classifying the behavior, AAR allows
researchers in movement ecology to study the link between movement, energy expendi-
ture, and behavior [120].
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Figure 1.3: A lioness and her cubs. The lioness is wearing a collar equipped with various sensors. (Photo credit:
Carli Coco & Caleb M. Bryce)

Attaching sensors to animals can collect a wide range of environmental data.
Wilmers et al. [185] imagine a future where large birds are used to sample air quality
across the oceans, wolverines measure snow-pack and weather conditions in remote
mountain areas, or arboreal species in forests monitoring high-canopy micro-climates.

Furthermore, AAR ultimately supports the validation of the vital role animals play for
human existence because it improves our understanding of species and their interaction
with the environment. In a rapidly changing climate [110, 172], the effect of human civi-
lization grows, and the risk of collapsing ecosystems is imminent. Animals play a critical
role in these ecosystems; maintaining ecosystem sustainability is the only way a contin-
ued supply of resources such as water, food, and building materials can be guaranteed.
Therefore, cogent evidence must be collected and compiled so that the connections be-
tween animals, ecosystems, and human survival become evident to a broader public,
which in turn should force political leaders worldwide to take the urgent actions that
are necessary [110, 172]. Detailed and accurate animal activity measurements support
the research and validation of the link between the impact of human civilization on the
decline and loss of species worldwide, which eventually can lead to the collapse of com-
plete ecosystems, including humans. Therefore, there is an urgent need for robust AAR
that can be rapidly deployed and easily used across a wide variety of species.
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1.2.3 LIVESTOCK MONITORING

In recent years there has been substantial interest in the monitoring of livestock. Online
AAR may improve the living standard of livestock by reporting a possible injury to the
farmer so that healthcare can be provided swiftly.

Smart dairy farming is a new paradigm in the dairy industry [105]. AAR supports nu-
merous objectives within smart dairy farming. For example, the insemination of cows
must only take place when the cow is fertile (during estrus). On average, the estrus pe-
riod lasts approximately 15 to 18 hours and the cow has to be inseminated within this
period. The farmer observes changing behavior of the cow, such as lower feed intake
and increased walking [105], to detect estrus. If the period is missed and the cow is
not pregnant, the farmer must wait for three weeks and try again which negatively af-
fects milk production. Estrus can be detected through AAR because the activity patterns
change [38]. Roelofs et al. [141] showed that the step count of the animals is a simple but
informative indication for estrus detection.

Furthermore, a farmer has to be around a calving cow to make sure that the delivery
takes place in good order. The time to start delivery can take a while, and the farmer
needs to check regularly. However, when a cow starts calving, its tail swags continu-
ously, therefore by attaching a sensor to the tail, the start of delivery can be easily de-
tected [107].

Lameness is an abnormal gait or posture of an animal that is caused by dysfunction of
the locomotor system. The condition affects the well-being of horses and livestock, such
as cows. It is considered a significant problem that affects both the animal’s well-being
and farm productivity [2]. AAR is a prospective technology to aid in the early detection
of lameness [2, 173]. Other applications in livestock management are health monitoring,
such as the detection of pain, heat stress, and social interactions within a herd [38].

Another exciting domain is the research in grazing behavior of cattle. Whittington et
al. [183] have demonstrated a relationship between the meat quality and the botanical
composition in the pasture. Thus, when the pasture types are known, and a monitoring
system tracks where the cattle are grazing, these can form the basis of premium quality
meat marketing [183].

1.2.4 E-HEALTH FOR PETS

There is an increasing interest in the exploration of innovative smart systems to keep
track of welfare of domestic animals [69]. Recently, multiple activity-tracking systems
have been commercially released. These systems keep track of the activity of domestic
animals such as cats [106], dogs [69], and horses [41]. Horses are very popular domestic
animals and there are over 58 million horses worldwide, of which over 40 % are kept as
recreational horses and another 40 % are kept for performance competitions [41]. These
animals are valuable to their owners. However, horse owners cannot watch their horses
all day, but would like to know whether their horses have exercised enough during the
day or when they are showing odd behavior, which could indicate an injury such as a
colic, lameness, or issue within or near the pasture. To keep track of the activities of
their horses during the day, horse owners can use a real-time activity tracker, based on
AAR [41].
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1.3 CHALLENGES AND REQUIREMENTS
Monitoring and activity recognition of livestock and wildlife using collar tags is challeng-
ing for several reasons. In this section, we list the challenges of AAR along with essential
requirements.

1.3.1 RESOURCE CONSTRAINTS

AAR systems that utilize sensors located on or near animals must consider ethical and
legal implications. The accepted collar-to-subject weight ratio depends on the size of
the animal, and the used weights in the literature vary from 0.7 % to 9 % of body mass,
where smaller animals generally carry a greater proportional collar weight [8, 24].

Multiple application domains for AAR involve the monitoring of animals that are dis-
persed in widespread and remote areas. Therefore, a collar tag should last a lifetime,
especially in the case of wildlife monitoring. It is dangerous, expensive, stressful, and
sometimes impossible to recapture the animals to charge or replace the collar tag. Collar
tags have limited computational and memory resources, mainly due to the constraints
for weight, size, and limited available energy. Therefore, the energy consumption of any
processing taking place on the collar tag must be kept to a minimum.

Most applications, such as e-health, poaching detection, or wildlife monitoring, re-
quire or greatly benefit from online feedback. Furthermore, it is not always possible to
store raw data on the collar due to the memory constraint. Wireless transmission of the
data enables online feedback, which eliminates the need for local storage of raw data,
and allows central processing. However, transmissions are costly in terms of power,
and a good wireless link is not always available. Although network constraints are not
the focus of this thesis, they are an essential motivation. Processing raw data online re-
quires significantly less energy, storage space, and network connectivity in comparison
to transmitting the raw data. Additionally, online AAR provides an embedded system
with context regarding an animal’s current activity, which allows the system to save en-
ergy by efficiently adapting its resource usage, e.g., the device can sleep when the animal
is sedentary. Therefore, activity recognition needs to be executed online and locally.

Computational and memory complexity should be kept to a minimum, and the
trade-off between AAR performance and resource efficiency carefully evaluated to al-
low longer lifetimes of an animal tag. In Chapter 2, we explain that complexity is found
in two parts of an AAR system: first, in the calculation of features from the sensor data,
which act as data points for the classification task, and second, in the ML algorithm that
is used for this classification. It is our challenge to find an optimal combination of the
two to both minimize computational cost and maximize AAR performance.

1.3.2 DYNAMIC SENSOR POSITION AND ORIENTATION

Animal tags are subject to rough environments and intense movement behavior and are
likely to shift and rotate throughout the day [87, 126, 174]. Many studies assume that the
orientation of a sensor on a body is fixed when classifying activity [84, 133, 194]. How-
ever, the variability in sensor-orientation causes significant errors if activity classifiers
are sensitive to sensor orientation. Therefore, activity classifiers must be insensitive to
sensor orientation.
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1.3.3 HETEROGENEITY
AAR is heterogeneous in three main forms: animals, features, and classifiers, which will
be discussed in the following subsections.

1.3.3.1 ANIMALS

Individual subjects within a species physically differ from each other (e.g., different age,
height, or health). Moreover, some application domains (e.g., poaching detection) may
require the monitoring of subjects that belong to different species. Thus, activity data is
heterogeneous, and it is challenging to improve the genericity of AAR to the point it is us-
able for a larger population of subjects when training data is only available from a subset
of the population. On the one hand, an overspecific classifier performs well on train-
ing data, but poorly on test data, or during deployment. On the other hand, collecting
a sufficient amount of training data for each individual or type of species is infeasible.
Therefore, a significant challenge of AAR is to minimize the amount of required training
data and improve the genericity of the classification within one species (e.g., young, old,
small, large) or even between species (e.g., sheep and goats).

1.3.3.2 FEATURES

The performance of machine learning (ML) algorithms heavily depends on the type and
quality of the features that describe the raw data [16]. Therefore, feature extraction is
an essential challenge in AAR [94]. The objective of feature extraction is to transform
raw input data into a compact and descriptive feature vector. The total number of ex-
tracted features forms the feature space. Ideally, each activity is clustered and well sep-
arated from other activities in the feature space. The challenge in feature extraction is
to find the best features that represent the (high dimensional) raw sensor data. Use-
ful features should be insensitive to individual traits and external factors (such as the
sensor-orientation). Numerous features can be extracted from raw sensor data, and the
computation of each feature requires energy. Due to the resource limitations of collar
tags, it is important to extract only those features that best separate data from differ-
ent activities. Furthermore, different feature types can be calculated, such as frequency
and time-domain summary statistics, and the type may impact the performance and
resource requirements.

1.3.3.3 CLASSIFIERS AND PARAMETERS

ML has been a popular technology for decades and is widely used across a variety of
domains due to its tremendous potential. As a consequence, a large number of ML al-
gorithms have been developed for a wide range of tasks. Each algorithm has specific
properties and hyperparameters that affect the performance of AAR. Hyperparameters
are parameters that are given a value before the training process. Most classifiers have
multiple hyperparameters, and finding the right combination is challenging. Hyperpa-
rameter tuning aims to automatically discover a set of parameter settings that yield the
best performance, but its impact may vary between different classifiers.

Furthermore, there are various methods to validate ML algorithms, and the method
itself also affects performance. For example, there are multiple approaches to partition
the dataset into training and testing sets for the validation of the trained classifier. The
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partitioning method is a challenge because it affects the composition of the datasets,
and in turn, this impacts the performance.

1.3.4 DATA ACQUISITION AND ANNOTATION
Wildlife and livestock can roam around vast areas that are difficult to traverse. Wolves,
for example, have home ranges up to 1700 km2 [115] – this is more than twice the size
of New York. It is not very easy to find and observe animals. Therefore, it is often hard
to collect videos (ground truth data) of collared animals. Moreover, the synchronization
of videos with sensor data and manual annotation is laborious, expensive, and tedious.
Because of this, the proportion of labeled movement data that is collected in the wild
is usually small. Furthermore, it is difficult to estimate the required minimum amount
of labeled data for good AAR performance beforehand. Activity datasets are naturally
imbalanced because some activities are either not frequently performed, or challenging
to observe. The imbalance has a significant effect on the performance of an AAR classi-
fier [65].

1.4 RESEARCH OBJECTIVES, QUESTIONS, AND HYPOTHESES
Our main research objective is accurate, resource-efficient, and robust AAR using small
and lightweight IMUs. In this dissertation, we aim to answer the following main research
question:

How can we recognize various animal activities using motion data while considering
resource-efficiency, orientation-independence, and genericity so that it can be executed
online and easily deployed across a wide variety of species?

In the following, we break down the main research question and pose several more
detailed sub-questions. In Section 1.3.4 we discussed the data acquisition challenge. Ob-
taining labeled motion data from a large number of animals is a tedious and challenging
task. To address the difficulty in the acquisition and labeling of animal motion data, we
ask the following research question:

RQ 1: What is an efficient method in terms of time and effort to acquire and annotate
sufficient sensor data from a group of animals?

To answer this question we propose the following hypothesis:

Hypothesis 1: Synchronizing motion data with ground-truth video, through real-time
clock (RTC) timestamps, enables the recording of multiple subjects simultaneously and
simplifies the annotation process.

We discussed the challenge of heterogeneity of animals in Section 1.3.3.1. Our objec-
tive is to enable AAR for a wide variety of animals: small and big, young and old. More-
over, our objective is to support AAR that is easily deployed across a variety of species.
Together, the heterogeneity in animals, and the challenge of acquiring labeled data, mo-
tivate the exploration of generic AAR. To support AAR that does not only generalize to
multiple individuals but also multiple species, we pose the following research question:

RQ 2: To what extent can the genericity performance of an AAR classifier for a group of
animals be improved?
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To answer this question we propose the following hypothesis:

Hypothesis 2: If animal-subjects, the sensor location and type, and the learning-task are
similar, an AAR classifier can be trained using multitask learning (MTL) to improve the
genericity performance of the classifier significantly.

In Section 1.3.2, we discussed the challenge of collars that rotate over time around
the neck of animals. Our objective is to investigate AAR that is invariant to the position
and orientation of the sensor. Simultaneously, we discussed the challenge of resource
constraints in Section 1.3.1. To address AAR that is both robust against the sensor posi-
tion and orientation, and resource-efficient, we pose the following research question:

RQ 3: Which method yields AAR that is both robust against the sensor-orientation and
resource-efficient?

To answer this question we propose the following hypothesis:

Hypothesis 3: Using motion data collected from multiple sensor positions and orien-
tations, a combination of filter and wrapper methods can select a small and resource-
efficient feature-subset that is orientation-independent.

In Section 1.3.3.3, we discussed the challenge of heterogeneity of ML algorithms for
AAR classification. Furthermore, we discussed the challenge of tuning hyperparameters
and the influence of the validation-data partitioning method (dividing the dataset into
training and testing datasets). At the same time, we discussed the challenge of feature
types in Section 1.3.3.2. To investigate and explain the impact of these factors on the
performance, we pose the following question:

RQ 4: To what extent do the validation-data partitioning method, hyperparameter tun-
ing, and the feature-type affect the performance of orientation-independent AAR classi-
fiers?

To answer this question we propose the following hypothesis:

Hypothesis 4: The data partitioning method, hyperparameter tuning, and the feature-
type have a significant effect on the performance of orientation-independent AAR classi-
fiers.

In Section 1.3.4, we discussed that collecting a sufficient amount of labeled motion
data is a daunting task. However, it is relatively easy to obtain vast amounts of unlabeled
motion data. Therefore, we pose the following research question:

RQ 5: What technique can extract meaningful information from unlabeled motion data
to improve AAR performance, and to what extent does the performance improve with more
data?

To answer this question we propose the following hypothesis:

Hypothesis 5: Unsupervised representation learning is a feature extraction method that
can be trained with unlabeled data to extract features for orientation-independent AAR
and the quality of the feature-extraction increases with the size of the unlabeled dataset.

In the following section, we present the contributions of this dissertation in answer
to the research questions that were posed here.
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1.5 CONTRIBUTIONS
Considering the aforementioned research objective, questions, and hypotheses we sum
up the research contributions of this thesis below.

CONTRIBUTION 1: ANIMAL ACTIVITY RECOGNITION SURVEY

In Chapter 2, we conduct a literature study that positions the work presented in this
thesis in terms of the state of the art. We compare the existing work in AAR and discuss
the open research challenges. We compare the following factors in AAR research: the
number of subjects used in the study, number and type of activities to be recognized,
used features, sensor modalities, orientation-independence, classifier type, evaluation
method, and performance.

CONTRIBUTION 2: SENSOR-VIDEO SYNCHRONIZATION AND LABELING TOOL

To answer RQ 1, we discuss a synchronization method to synchronize videos with
sensor data. The method has been used to develop a labeling application that is de-
scribed in Chapter 3. Annotations (labels) can be added to the data, and the produced la-
beled dataset can be exported. The research and labeling tool have appeared in [72, 78]:

[78] J. W. Kamminga, M. Jones, K. Seppi, N. Meratnia, and P. J. Havinga. Synchronization between sensors
and cameras in movement data labeling frameworks. In the second Workshop on Data Acquisition
To Analysis (DATA’19), November 10, 2019, New York, NY, USA, New York, NY, 2019. Association for
Computing Machinery. doi:10.1145/3359427.3361920

[72] J. Kamminga. jacob-kamminga/Matlab-movement-data-labeling-tool: Generic version release., 8
2019. doi:10.5281/zenodo.3364004

CONTRIBUTION 3: DATASETS

Motion data from different animals was required to answer the research questions.
At the start of this research, no such data was available and needed to be collected. All
collected data is available online with open access. The collection process is described
in detail so that other researchers can use the data for their research. The dataset com-
position and collection methodology are presented in Chapter 3. In total, we collected
three datasets.

Firstly, we collected a dataset to study the genericity performance of AAR algorithms
across individuals and species. The dataset comprises motion data from 4 goats and
2 sheep that is collected simultaneously. Secondly, we collected a dataset to study
orientation-independent feature selection for AAR. The dataset comprises motion data
from 5 goats that is collected from 6 diverse positions and orientation around the neck
of the animals simultaneously. Thirdly, we collected a large dataset from 18 horses at
an equestrian facility over 7 days. Data from 11 subjects is labeled, but for 6 subjects,
the data is labeled more extensively for 6 activities. A large amount of additional un-
labeled data makes this dataset particularly interesting for unsupervised AAR research.
The datasets and their descriptions have appeared in [70, 71, 77, 83]:

[70] J. Kamminga. Dataset: Generic Online Animal Activity Recognition on Collar Tags., Sep 2017.
doi:10.17026/dans-zp6-fmna

[71] J. Kamminga. Dataset: Multi Sensor-Orientation Movement Data of Goats, March 2018.
doi:10.17026/dans-xhn-bsfb

http://dx.doi.org/10.1145/3359427.3361920
http://dx.doi.org/10.5281/zenodo.3364004
http://dx.doi.org/10.17026/dans-zp6-fmna
http://dx.doi.org/10.17026/dans-xhn-bsfb
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[77] J. W. Kamminga, L. M. Janßen, N. Meratnia, and P. J. M. Havinga. Horsing Around—A Dataset Compris-
ing Horse Movement. Data, 4(4):131, 9 2019. doi:10.3390/data4040131

[83] J. W. Kamminga, N. Meratnia, and P. J. Havinga. Dataset: Horse Movement Data and Analysis of its
Potential for Activity Recognition. In the second Workshop on Data Acquisition To Analysis (DATA’19),
November 10, 2019, New York, NY, USA, New York, NY, 2019. Association for Computing Machinery.
doi:10.1145/3359427.3361908

CONTRIBUTION 4: MULTI-TASK LEARNING FRAMEWORK

To answer RQ 2, we propose a framework that employs MTL [28] for embedded plat-
forms. In Chapter 4, we investigate the trade-off between AAR performance and the gen-
eralization capability of an AAR system. Specifically, we study the effect of MTL on the
performance of a single AAR system that classifies the activities of two species. We test
and compare 7 classifiers in three scenarios: (i.) trained with individual data, (ii.) trained
with data from one species and tested on the other and vice versa, and (iii.) trained with
mixed data from both species. Although the investigation using two species is insuffi-
cient to draw a broad conclusion, the results are a good indication of the possibility to
train classifiers with good genericity performance for similar species. Additionally, we
analyze the complexity in terms of memory and CPU usage between 7 classifier types to
reflect on the implementation in animal tags. This contribution has appeared in [76]:

[76] J. W. Kamminga, H. C. Bisby, D. V. Le, N. Meratnia, and P. J. M. Havinga. Generic Online An-
imal Activity Recognition on Collar Tags. In Proceedings of the 2017 ACM International Joint
Conference on Pervasive and Ubiquitous Computing and Proceedings of the 2017 ACM International
Symposium on Wearable Computers - UbiComp ’17, pages 597–606, New York, NY, 2017. ACM Press.
doi:10.1145/3123024.3124407

CONTRIBUTION 5: SENSOR-ORIENTATION-INDEPENDENT FEATURE SELECTION FRAME-
WORK

To answer RQ 3, we present a framework that aims at finding the optimal feature sets
that are lightweight and robust to the sensor’s orientation. We reveal features that are
orientation-independent, robust, and suitable for implementing animal activity recog-
nition on online embedded platforms. Our approach uses 3D motion data to extract var-
ious summary statistic features. We select the most informative features using a method
based on simultaneous feature selection and classification. The feature sets are opti-
mized through 10-fold cross-validation. We investigate the effect of different sizes of
the resulting feature sets. Additionally, we show that the performance is robust to the
sensor-orientation and position around the neck. We evaluate the performance of the
selected features on 5 different goats. Finally, we verify the classification performance of
6 different classifiers with our feature sets. This contribution has appeared in [79]:

[79] J. W. Kamminga, D. V. Le, J. P. Meijers, H. Bisby, N. Meratnia, and P. J. Havinga. Robust
Sensor-Orientation-Independent Feature Selection for Animal Activity Recognition on Collar Tags.
Proceedings of the ACM on Interactive, Mobile, Wearable and Ubiquitous Technologies IMWUT, 2(1):1–
27, 2018. doi:10.1145/3191747

CONTRIBUTION 6: ANALYSIS OF FACTORS THAT INFLUENCE ANIMAL ACTIVITY RECOGNI-
TION PERFORMANCE

http://dx.doi.org/10.3390/data4040131
http://dx.doi.org/10.1145/3359427.3361908
http://dx.doi.org/10.1145/3123024.3124407
http://dx.doi.org/10.1145/3191747
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To answer RQ 4, we investigate the effect of feature type, hyperparameter tuning, and
data partitioning method on the AAR performance. In Chapter 6, we train and evaluate
7 ML algorithms as AAR classifiers while changing the aforementioned factors. Firstly,
we compare the quality of time and frequency-domain summary statistic features; while
investigating the effect of feature type, we validate the orientation-independent feature
set from contribution 5 on a different species. Secondly, we compare two validation par-
tition methods. Finally, we investigate the effect of hyperparameter tuning by training
the classifiers with and without hyperparameter tuning.

CONTRIBUTION 7: ANALYSIS OF DEEP UNSUPERVISED REPRESENTATION LEARNING

TECHNIQUES FOR AAR To answer RQ 5, we present an analysis framework that com-
pares various deep unsupervised representation learning techniques. This comparison
is presented in Chapter 7. The most compelling reason to use unsupervised representa-
tion learning as a feature extraction method is the ability to learn from unlabeled data.
We compare three unsupervised representation learning techniques with three conven-
tional feature extraction methods. To investigate the effect of the size of both labeled and
unlabeled part of the dataset on the quality of the representations, we train the represen-
tations and classifier using various sample sizes. Furthermore, we evaluate the effect of
depth in feature architectures on the performance of the representation learning tech-
niques. Finally, we analyze and discuss the effect of class imbalance in the dataset on the
AAR performance of the representation architectures.

This contribution has appeared in [82]:

[82] J. W. Kamminga, D. V. Le, N. Meratnia, and P. J. Havinga. Towards Deep Unsupervised Representation
Learning from Accelerometer Time Series for Animal Activity Recognition. In 6th workshop on mining
and learning from time series, San Diego, CA, 2020. MiLeTS. URL https://kdd-milets.github.io/
milets2020/papers/MiLeTS2020_paper_1.pdf

1.6 THESIS ORGANIZATION
In this chapter, we have discussed animal activity recognition (AAR), machine learning
(ML), and the challenges that accompany them. Based on these challenges, we pre-
sented our research objectives, questions, and hypotheses. Figure 1.4 shows a diagram
of the thesis organization and provides an outline for the remainder of this thesis. Chap-
ter 2 introduces the process of AAR, its intermediate steps, and a survey of the state of the
art. In Chapter 3, we present three datasets that were collected and used for the research
discussed in the subsequent chapters. Furthermore, we discuss the challenges found in
data labeling and our approach to overcome them. Table 1.1 shows an overview of the
dataset usage throughout the thesis.

Using the goat and sheep dataset presented in Chapter 3, we present our approach
to generic AAR in Chapter 4. In Chapter 5, we focus on the discovery of a small, efficient,
and effective set of statistical features that is robust against varying sensor orientations
and diversity in the data. Building on the lessons learned from Chapter 4, and Chap-
ter 5, we evaluate various AAR classifiers and factors that affect the performance on our
dataset comprising horse movement, which was introduced in Chapter 3. In Chapter 7,
we focus on the prospect of improving AAR through unsupervised representation learn-
ing. Conclusions, lessons learned, and recommendations for future work are presented
in Chapter 8.

https://kdd-milets.github.io/milets2020/papers/MiLeTS2020_paper_1.pdf
https://kdd-milets.github.io/milets2020/papers/MiLeTS2020_paper_1.pdf
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Table 1.1: Usage of datasets throughout the dissertation

Dataset Chapter 4 Chapter 5 Chapter 6 Chapter 7

1. Goat and Sheep X

2. Goat Orientation X X

3. Horses X X

Hiding in the Deep

Chapter 1
Introduction

Chapter 2
State of the Art

Chapter 3
Data Acquisition and Labeling

Chapter 8
Conclusions and Future Work

Chapter 4
Multitask Learning for AAR

Chapter 5
Sensor‐Orientation‐Independent 

Feature Selection

Chapter 6
Factors That Influence AAR

Chapter 7
Deep Unsupervised Representation 

Learning for AAR

Figure 1.4: Organization of the thesis
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ANIMAL ACTIVITY RECOGNITION –

THE STATE OF THE ART

In this chapter, we introduce the process of animal activity recognition (AAR)
and discuss the state of the art. We describe each of the steps involved with
AAR starting with data acquisition and finishing with training and evaluation
of AAR classifiers.

In the second part of this chapter we present a comparative survey of the
state of the art in AAR. We compare properties such as dataset size and com-
position, number and type of discriminated activities, sensors, features, and
classifiers. We show that there is a need for open access datasets that contain
data from multiple subjects. Generic performance of classifiers has not been
studied sufficiently so far. Furthermore, multiple studies reported vary-
ing sensor orientations during data acquisition while sensor-orientation-
independent AAR has not yet been studied.
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2.1 INTRODUCTION

The behavior of animals is a rich source of information that not only provides insights
into their life and well-being but also their environment [44, 119, 129, 146]. Biologists
have attempted to study the behavior of animals using technology for decades. In the
1960s, biologists attached balloons and kitchen timers to marine mammals in order to
study their movements and diving physiology [185]. In recent years, there has been a
considerable rise in interest in activity monitoring of animals using sensors and embed-
ded devices. The advent of small, lightweight, and low-power electronics has made it
possible to monitor and detect animal activities – in real-time – on the animal itself and
has propelled research in AAR.

In the state of the art, most AAR approaches attempt to infer activity from body-
motion using inertial measurement units (IMUs). Researchers have used IMUs for AAR
of various types of animals including wildlife [121, 152, 168, 187], livestock [21, 38, 156],
and pets [53, 87, 181]. An IMU generally consists of an accelerometer, gyroscope, and
magnetometer which measure acceleration, angular velocity, and magnetism. When the
animal is moving, these modalities change, and the hypothesis is that each activity ex-
ercised by the animal is represented by a specific pattern in the sensor data. Machine
learning (ML) is particularly suitable for pattern recognition in data and is a commonly
used technique for AAR. A ML algorithm is often trained using supervised methods that
generally follow three steps: Firstly, movement data is collected through motion sensors
and annotated through a labeling process. The recorded sensor data, or part thereof, is
tagged with labels by an observer to obtain a labeled dataset. A labeled dataset consists
of several different activity categories. Ground truth for the observation is often recorded
with a video camera during the sensor data collection. Secondly, the low-level sensory
data is transformed in a more compact and discriminative representation. This step is
called feature extraction. Finally, the representations and their corresponding labels are
used to train a classifier to separate various activities given the differences in the sensor
data. Human activity recognition (HAR) is an active research domain along AAR, and
the overlap is mainly on the type of sensors being considered and the underlying ML
techniques [10]. In Section 2.3, we discuss the overlap and differences in more detail.

2.1.1 CHAPTER ORGANIZATION

The rest of the chapter is organized as follows. In the following section we first discuss
the aforementioned steps in the AAR pipeline in more detail and explain how these have
been approached in the state of the art. Subsequently, we survey and compare various
AAR studies in Section 2.3.

2.2 ANIMAL ACTIVITY RECOGNITION PIPELINE

Typically, activity recognition comprises five steps: data acquisition, signal pre-
processing and segmentation, feature extraction and selection, training, and classifica-
tion [26]. Figure 2.1 shows the steps of the AAR pipeline that is commonly used in the
state of the art. In the following, we discuss each step in more detail.
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2.2.1 DATA ACQUISITION
The first step in AAR is data acquisition. Figure 2.2 shows the methodology of a com-
monly used data acquisition process. Sensors are attached to one or multiple subjects
using a collar or backpack. The collected data can be transmitted wirelessly or stored
locally on the sensor device to be retrieved after the collection process. The subjects
are usually videotaped using cameras to collect ground truth footage. The ground truth
footage is used in the labeling process. The videos have to be synchronized with the sen-
sor data so that a person can annotate the sensor data with activity labels according to
the ground truth footage; this process is referred to as labeling of the data.

2.2.1.1 SENSOR MODALITIES

Before collecting the data, the sensor modality needs to be selected. Several modali-
ties can be used to infer the activities of an animal. Researchers often use IMU devices,
which contain accelerometers, gyroscopes, and magnetometers. Other possible sensor
modalities include: cameras [145, 167] (for activity recognition (AR) from videos or im-
ages), Global Positioning System (GPS) [114, 136] (for location based AR), and micro-
phones [164] (for sound based AR). When animals are confined to a cage or pasture, one
could use cameras to classify the activities of an animal [15]. In these cases, the camera
is located externally and not attached to the animal. Therefore, the subjects must be in
the range of the camera to observe the activities. Although cameras are non-obtrusive to
the animals, they are not scalable to larger pastures of livestock or the vast home ranges
of wild animals due to their high price and required infrastructure [73]. This is true for
any sensor modality that is not attached to the animal, e.g., a radar system.

A GPS device that is attached to the animal records the location at specific intervals.
For some animals, GPS data can increase the AAR performance [42, 121, 150]. For ex-
ample, if an animal is moving (GPS data showing changing location), then a sedentary
activity classification is unlikely. However, GPS consumes much power and is not always
suitable for long term deployment in the wild. Another promising direction is the use of
microphones [164]. Nevertheless, using sound is challenging because different acoustic
characteristics are found in various environments and subjects. Moreover, a vast vocal
repertoire exists in the world, which increases the classification difficulty [73].

Table 2.1 shows that most related work in AAR has utilized wearable IMUs, partic-
ularly accelerometers. Accelerometers measure the force and direction of acceleration
while gyroscopes measure the angular velocity (the rate of rotation). Most activities exer-
cised by animals involve bodily motion of some sort. When an accelerometer is attached
to the neck of an animal while an animal is jumping, the most affected signal is the accel-
eration along the axis that is aligned with the jumping motion. Magnetometers measure
the alignment of the sensor with the earth’s magnetic field. This modality could be use-
ful to investigate Spontaneous Magnetic Alignment (SMA), in which animals align their
body axis with earth’s magnetic field lines [126].

Because IMUs are small and lightweight, they can be worn by humans (e.g., they are
used in virtually all phones and smart-watches nowadays), and animals through em-
bedding them in a collar, or attaching them to other parts of the body. Moreover, they
consume very little power, which makes them particularly suitable for long term AAR
monitoring of animals (in the wild). Gyroscopes continuously vibrate at a specific fre-
quency to measure the angular velocity [176]. Thus, they typically consume more energy
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Figure 2.1: Animal activity recognition pipeline. PCA: principal component analysis, SAE: sparse auto
encoder, CDBN: convolutional deep belief network, DT: decision tree, NB: naive Bayes, k-NN: k-nearest
neighbors, SVM: support vector machine, DNN: deep neural network (Photo credit: Carli Coco & Caleb M.
Bryce)
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Figure 2.2: Components of the data acquisition process

than accelerometers (in the order of 100 times more [104]). Because IMUs are not only
lightweight, small, and cheap but also have shown good performance for AAR tasks, this
dissertation focuses on AAR using wearable IMUs.

The sampling rate of the sensors can be set before the data acquisition. The sampling
rate has a direct effect on power consumption: the higher the sampling rate, the higher
the power consumption of the sensor [104]. In signal processing, the Nyquist rate is
known as a lower bound for the sample rate for alias-free signal sampling. The lower
band denotes that the sampling frequency should be at least double the frequency band
of interest. Table 2.1 shows that in the state of the art sampling rates vary from 3 to
50 Hz. The sampling rate for GPS sensors is not listed in this table but is usually lower
(around 5 Hz) [26]. The low sample rates in the state of the art are explained by the fact
that the frequencies of the acceleration vector for most activities are low. However, some
animals might exercise high frequent activities that require a higher sampling rate. For
example, some hummingbird species have a wingbeat frequency of 80 Hz [180], which
would require a sampling rate of at least 160 Hz.

2.2.1.2 LABELING

To train a machine learning (ML) model, the ground-truth is required to learn a function
that maps the sensor data to an activity (the output class). Labeled data is data that has
been annotated with ground-truth activity classes that belong to the various parts of that
data. Training a ML model with labeled data is called supervised machine learning. The
annotation process is often referred to as ’labeling’ of the data.

To obtain labeled data, observations need to be made during the data collection pro-
cess and subsequently the data needs to be annotated, which both are tremendously
labour intensive, difficult, and tedious tasks. In the surveyed works, the labeling (or an-
notation) process is often not explained in detail, while the process entails a number of
challenges. The ground truth is often recorded in the form of videos. The recorded sen-
sor data needs to be synchronized with the videos prior to labeling. The sensor data can
then be displayed along the video so that it becomes possible to annotate the data. We
will elaborate on the labeling process in Section 3.5.
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2.2.2 PRE-PROCESSING AND SEGMENTATION

IMU data is pre-processed in various ways and can include calibration, unit conver-
sion, normalization, standardization, resampling, synchronization, or signal-level fu-
sion [26, 43]. One of the first steps during pre-processing is to synchronize data streams
from multiple sensors. Sensors that were used simultaneously might have a different
sampling rate, or some sensors might have temporarily failed during the acquisition
phase. The data needs to be aligned and synchronized before segmentation and fea-
ture extraction. Sometimes signal-level data from sensors is fused into an additionally
generated data stream e.g., the `2-norm derived from 3-axis of a sensor [137, 155]. A
review of pre-processing steps is given in [43].

No information from the test data must be used to pre-process the training data.
Failing to do so might result in over optimistic performance results. For example, when
the training data is normalized or standardized, the mean and variance from the test
data should be excluded and vice versa.

2.2.2.1 SEGMENTATION

The goal of segmentation is to define segments in the raw sensor data stream that con-
tain information about a particular activity that was exercised during that period. It is
challenging to define a start and end time of an activity segment because activities natu-
rally transition into each other without a clear pause. There are three commonly known
segmentation techniques: energy-based, information from other sources, and the slid-
ing window [26].

Energy-based techniques attempt to segment activities by estimating the energy
density of the signal. This may work for simple distinctions (e.g., between rest and ac-
tive), but is not suitable to segment more complex activities.

Information from other sources, such as other sensor modalities, can be used to seg-
ment the data into activities. For example, the annotations from the labeling process are
used to segment the raw sensor data into ground-truth segments. These segments vary
in length, and the length is determined by the duration that the animal performed the
activity.

Usually, such external information is not available, and the segmentation approach is
agnostic about the underlying structure of the sensor data. A commonly used approach
in HAR [154] and AAR is the fixed-width sliding window. All surveyed work in Table 2.1
used a fixed-width sliding window. The sliding window approach moves a window over
the time series data that extracts a segment, or window, of data that is used in the subse-
quent steps of the pipeline. Usually, the size of the window is fixed throughout the AAR
process. The window size is a trade-off between multiple factors. A longer window size
may capture more information regarding the current activity but can also cause a greater
error rate when an activity transition is captured in the window. However, a smaller win-
dow size may not fully capture one period of slower movements. The window size also
affects the required computation and memory resources. Smaller window sizes lead to
more segments of data that need to be processed in the pipeline, while larger window
sizes require more memory. The surveyed work in Table 2.1 have used window sizes
ranging from 1 to 600 seconds. Most approaches used a window size ≤ 20 seconds. An-
other important parameter of the sliding window approach is the step size. On the one



2.2 ANIMAL ACTIVITY RECOGNITION PIPELINE

2

23

hand, a larger step size increases the segmentation precision while, on the other hand, it
increases the computational load. A commonly used approach is to use 50 % overlap be-
tween two consecutive windows, e.g., a window size of 2 seconds with 50 % overlap has
a step size of 1 second. Although these settings are application-specific, this seems to
be a good trade-off between precision and computational load. Another trade-off is the
size of the labeled dataset. Table 2.1 shows that the sizes of the labeled datasets used in
the literature are usually very small. This is because labeling is a tedious and expensive
process. Therefore, it might be beneficial to generate more data samples for training and
evaluation, which can be obtained by using a smaller window and step size.

2.2.3 FEATURE EXTRACTION AND SELECTION

The performance of AR – or any machine learning algorithm – heavily depends on the
type and quality of the representations (features) that describe the data [16]. Therefore,
feature extraction is one of the essential steps in the AAR pipeline [94]. The goal of fea-
ture extraction is to transform the raw input data into a compact and descriptive feature
vector. The total number of extracted features forms the feature space. Ideally, each
activity is clustered and well separated from other activities in the feature space. The
quest in feature extraction for AR has been, and still is, how to find the best features to
represent the (high dimensional) raw sensor data. Useful features should be insensitive
to personal traits of subjects and factors such as the sensor-orientation. In other words,
the ideal representation can cluster and separate activities in the feature space for a large
variety of input distributions of each activity.

There are various methods to extract features. Table 2.1 shows that most state of the
art research in AAR has used conventional summary statistics. Summary statistics such
as the mean, max, and variance are statistical properties for each segment of data [13].
Summary statistics can be divided into time-domain features and frequency domain fea-
tures. Frequency domain features are related to frequencies found in the signal, such as
the principal frequency, spectral energy, and frequency entropy. Frequency features are
computationally more complex than time-domain features because they usually require
an additional Fourier transformation [154].

Not all features are equally informative. Feature selection aims to reduce the num-
ber of features by selecting only those features which significantly contribute to the clas-
sification performance [54]. One solution is to manually select features based on their
performance in related AR literature [62, 133]. More advanced feature selection methods
can be divided into wrapper methods such as Sequential Forward Selection (SFS) [54] or
filter methods such as Relief-F [194]. Wrapper methods embed a classifier in the pro-
cess and try different combinations of features, found using various strategies to assess
the classification performance. Filter methods such as Relief-F use qualitative metrics to
estimate the quality of features according to how well their values can be distinguished
between samples of the same and different classes that are close to each other.

In end-to-end learning, feature extraction is embedded in the training process. In
HAR, two recent surveys [46, 178] underline the importance of research in the direction
of deep learning (DL), or end-to-end learning.

More recently, research attention has been focused on unsupervised representation
learning. Unsupervised representation learning aims to learn meaningful information
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regarding the structure of the raw data without using annotations. This information is
then used to extract features from the data. Unsupervised feature extraction methods
include principal component analysis (PCA) [153], sparse auto encoder (SAE) [175], and
convolutional deep belief network (CDBN) [98]. The latter two are used in a DL setting
by stacking them in multiple layers (the output of one layer becomes the input for the
subsequent layer).

2.2.4 TRAINING
In supervised machine learning, labeled training data is used to learn model parameters
(weights) that can be used later during the classification step. More formally, given a
set N training samples in the form

{
(x1, y1), . . . , (xN , yN )

}
, where xi is the feature vector

of the i -th sample and yi the corresponding label, a classifier learns a mapping function
h : X → Y , where X is the input space and Y the output space. The function h, also named
the hypothesis function, is an element of the space of possible functions H. Many learn-
ing algorithms are probabilistic models where h has the form of a conditional probability
model in the form of h(X ) = P (y |x). Others have a binary output vector, where each ele-
ment represents one activity class.

Most ML models have adjustable settings, which affect the classification perfor-
mance. These settings are called hyperparameters. Hyperparameter tuning aims to solve
the problem of choosing a set of optimal hyperparameters for a learning algorithm. Hy-
perparameter tuning methods include grid search, Bayesian optimization, and evolu-
tionary optimization [171].

Training can be performed either locally on the device itself as new data becomes
available (online) or on a computer or computing cluster after the data collection (of-
fline). In online training, raw data is usually not stored but used directly for training. In
offline training, the raw data is stored and used later in a central location for training.
Subsequently, the trained model parameters are transferred to the device to be used in
the classification (inference) phase. Implementing the training phase on an embedded
device increases the required computation and memory resources but might enable the
model to adapt to changes in the data. One challenge is to acquire labels ad hoc as new
data becomes available for training, which is not always possible in AAR. All surveyed
works in Table 2.1 used offline training.

In the state of the art, a large variety of ML models have been used for HAR and AAR.
Table 2.1 shows that across the 14 surveyed works 11 types of ML models were used.
Thus, there is no consensus as to what model performs the best. The choice for a partic-
ular model is a trade-off between computational complexity, memory usage, and classi-
fication performance. Some models may perform better for specific sensor modalities,
species, or activities of interest. In the following list, we describe commonly used classi-
fiers that were also used and compared in this thesis.

k-nearest neighbors (k-NN) [5] is a non-parametric classifier and one of the simplest
classification methods. k-NN determines the class of a feature vector based on the
majority vote of the values of the k-nearest neighbors in the training set.

linear discriminant analysis (LDA) [64] aims to find the linear combination of features
that best distinguish two or more classes. LDA assumes normally distributed sam-



2.2 ANIMAL ACTIVITY RECOGNITION PIPELINE

2

25

ples and uses the means and variances to find hyperplanes that best separate the
classes. The resulting combination of hyperplanes is then used as a linear classi-
fier.

decision tree (DT) [86] consists of branches and nodes which are navigated depending
on feature values. Each node represents a splitting rule for one specific feature that
separates values belonging to different classes.

naive Bayes (NB) [140] classifiers are simple probabilistic classifiers based on Bayes’
theorem. These classifiers (naively) assume that, given the class variable, the value
of a particular feature is independent of the value of any other feature.

support vector machine (SVM) [64] aims to maximize the margin between data points
and the decision boundary. An SVM model is a representation of the samples as
points in space, mapped so that the samples of different classes are divided by a
gap that is as wide as possible. During classification, new samples are mapped
into that same space and predicted to belong to a class based on which side of the
gap they fall on.

neural network (NN) [64] is a type of feed-forward neural network which maps input
data to output classes using a number of hidden layers. Each layer contains neu-
rons that are activated based on an activation function. The neurons are con-
nected through weights. The value of the weights is trained with stochastic gra-
dient descent using the backpropagation algorithm [144].

deep neural network (DNN) [93] is based on multi-layer feed-forward neural networks
(NNs). Like NNs, a deep neural network (DNN) is trained with stochastic gradient
descent using back-propagation. A network can contain a large number of hidden
layers consisting of neurons with various activation functions.

2.2.5 CLASSIFICATION
In the classification step, a feature vector extracted from raw data is mapped to an output
class using the trained model parameters. The output of the mapping can be either di-
rectly assigned to an activity or used in a subsequent step. For example, when the output
of the classification is a vector of probabilities, the probabilities can be used to thresh-
old against a minimum confidence level [26]. This approach can be used to separate
data that belongs to activities of interest from data that belong to motions that are not of
interest.

2.2.6 EVALUATION
The labeled test data is used to assess the performance of a trained model by compar-
ing the activity that was assigned by the model with the ground-truth activity. Often,
the classification results are shown in a confusion matrix. Figure 2.3 shows a confusion
matrix for 2 classes. Each column shows the number of ground-truth samples for each
activity class. Each row shows the number of samples that were predicted as each class
by the classifier. Four numbers can be derived from a confusion matrix: the number of
true positives (t p), false positives ( f p), true negatives(tn), and false negatives ( f n). In
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the context of activity recognition, t p denotes the number of true samples from activity
α that were also classified as activity α; tn denotes the number of samples from all other
activities (¬α) that were not classified as activity α; f p denotes the number of samples
from all other activities (¬α) that were classified as activity α; f n denotes the number of
true samples from activityα that were classified as any of the other activities. The sum of
true positive samples is denoted by P = t p + f n, and the sum of true negative samples is
denoted by N = f p + tn. These numbers can be used to calculate performance metrics
such as accuracy, recall, precision, and F-measure [55, 132, 179]. Accuracy is determined
by the number of true positives and true negatives and is defined as

accuracy = t p + tn

P +N
(2.1)

Precision is defined as

precision = t p

t p + f p
(2.2)

For a given activityα, precision only takes into account the number of classified sam-
ples (the t p + f p). Precision is also referred to as positive predictive value (PPV). High
precision means that substantially more classified samples were correct than incorrect.

Recall takes all true samples of activity α into account (P ) and is expressed as

recall = t p

P
(2.3)

Recall is also referred to as sensitivity or true positive rate. When activityα has a high
recall, this means that the classifier was able to detect and classify most of the samples
of activity α. The F1 score (also referred to as F-score or F-measure) can be interpreted
as a weighted average of the precision and recall and is expressed as

F1 = 2
1

pr eci si on + 1
r ecal l

= 2 · precision · recall

precision+ recall
(2.4)

An F1 score of 100 % is optimal, and 0 % is the worst.
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2.2.6.1 INFORMATION LEAKAGE

Information leakage may occur when overlapping windows are used and two overlapped
windows are placed in both the training and test sets. This means that the same infor-
mation is used in both training and test sets, which can never happen in real-world de-
ployments. To prevent information leakage, the labeled activity segments, instead of the
windows, should be divided into training, tuning, and test sets prior to the segmentation
step. Failing to do so results in overoptimistic performance results.

2.3 SURVEY
Table 2.1 shows a detailed comparison of the related work in the AAR domain. Studies
that collected animal data for behavioral studies or performance assessments, but did
not classify the activities, were excluded from the survey. For example, two studies [22,
170] recorded IMU data from multiple locations on the animal simultaneously to assess
the dressage performance of horses. The survey includes related work up to 2018.

In this survey, we focused on AAR that aims to classify the activity of the animal from
sensor data. Human activity recognition (HAR) systems with wearables have been widely
studied in humans [154]. Although HAR is not a direct application for AAR, it is an active
research domain along AAR. Therefore, we discuss the commonalities and differences
below. The most significant overlap between HAR and AAR is on the underlying ML al-
gorithms [1, 10, 32, 36, 84]. Because of the overlap, findings that improve HAR may be
contributing to AAR, and vice versa. HAR differs from AAR as follows. HAR often aims
to use unobtrusive sensor devices that are already used by people, such as phones and
smartwatches. These devices are more heterogeneous than for AAR but often contain
IMU sensors [154]. Quadruped animals are often tagged with a sensor using a collar
around the neck in unfixed positions and orientations. Therefore, the location and de-
vice types are different between HAR and AAR. Moreover, humans are bipedal, and in
this thesis, we focus mainly on quadruped animals that perform various activities in a
significantly different manner. Although there are similarities, the data acquisition and
annotation processes pose different challenges for AAR than HAR. For example, in HAR,
the subjects are often asked to perform a particular activity sequence during data col-
lection, which is easily labeled. Another example is, the user annotating the data while
performing the activity – this is very hard to do with most animals. The energy con-
straint for AAR is stronger than for HAR. Smartphone and smartwatch users effortlessly
recharge their devices often. On the contrary, animal-tags are often impossible to ac-
cess after deployment without capturing and, in some cases, sedating the animal, which
are dangerous and stressful events for the animal. In conclusion, the findings of HAR
research do not automatically apply to AAR. A comparative survey for HAR is presented
in [154].

The reported performances in Table 2.1 depend significantly on several assumptions
and evaluation choices that are made by the researchers in each approach. Therefore,
one should refer to each referenced paper for exact performance details. All of the re-
ported performances are the performances that were obtained with offline AAR. Most
existing approaches rely on data-loggers, the subsequent collection of data, and central-
ized processing. In real-world applications, these approaches require transferring data
to a central location. However, the transmission of raw sensor data demands high band-
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width, which dramatically reduces the precious battery life of a collar tag due to the high
energy consumption of radios. To the best of our knowledge, until recently, few studies
focused on local, online, AAR on collar tags.

Table 2.1 shows that AAR has been studied for various animal species ranging from
smaller oystercatchers to larger animals such as elephants. The number of subjects that
were included in each study varied from 1 to 24. In two cases [53, 121], the authors did
not clarify the number of subjects.
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Table 2.1: Comparison of Animal Activity Recognition Studies using IMU data

Animal
nr sub-
jects

Dataset size
(labeled
samples)

nr. Aci-
tivies

Activities Sensors
Sampling
rate (Hz)

Sensor
loca-
tion

Sensor
Orien-
tation

window
size (sec)

Features nr features Classifier
Train - test
partition-
ing

Best perfor-
mance (%) Ref

F1 Accuracy

Baboons 9 33387 8 A1, A2, A4, A6,
A13, A36, A38,
A39

A 40 neck fixed 1 stat 25 RF single split 79 * [42]

Cheetahs 6 1991 3 A3, A17, A31 A * * * * * * SVM + HMM leave-1-sub-out * * [51]

Cows 24 19603 5 A3, A4, A7, A18,
A19

A, G, M 10 neck fixed 5 stat 72 VE * 89 96 [38]

Cows 7 * 6 A1, A3, A4, A7,
A18, A30

A, P 20 head fixed 5 stat 98 LDA, SVM, DT leave-1-sub-out 54 * [156]

Cows 6 200, 401, 2003 3 A1, A2, A17 A 50 neck fixed 60, 300, 600 stat 2 SVM 3-fold 86 * [174]

Dogs 18 * 17 A2, A4, A6, A11 -
A17, A19 - A24

A 30 neck fixed 1 ECDF,
PCA

30 k-NN 10-fold crosse-
val

* 69 [87]

Elephants 3 120 4 A32, A33 A 10 neck fixed 20 PCA 12 LDA leave-1-sub-out * 88 [161]

Fox 1 415 3 A5, A36, A37 A 6 neck vary 2.5 stat 4 k-NN 10-fold crosse-
val

* 96 [126]

Horses * 30000 * 3 A3, A4, A5 A, G, M 30 head fixed * kalman * NN single split * 81 [53]

Lemon Sharks 4 * 5 A25 - A29 A 30 first dorsal
fin

fixed * stat 45 LR, NN, RF,
GBT, VE

single split 88 * [23]

Oystercatchers 3 702 3 A3, A34, A35 A+GPS 20 back fixed 3 stat 17 DT 10-fold crosse-
val

* 86 [150]

Sheep 6 * 3 A1, A2, A4 A, G 8, 16, 32 ear, neck fixed 3, 5, 7 stat 44 RF single split * 95 [177]

Sheep 5 3839 5 A1, A2, A4, A6,
A18

A 10 neck fixed 5 stat 31 LDA 10-fold crosse-
val

86 [92]

Vultures * 1035 7 A1, A2, A6, A8,
A9, A10, A17

A+GPS 3 back fixed 6 stat 38 LDA, SVM, DT,
RF, NN

single split * 88* [121]

Activities A1–A40: see Table 2.2 Sensors: A: accelerometer, G: gyroscope, M: magnetometer, P: pressure * Unclear, refer to paper for more details

Features: stat: Summary Statistics, ECDF: Empirical Cumulative Density Function, PCA: Principal Component Analysis, kalman: kalman filtered (smoothed)

Classifiers: DT: decision tree, GBT: gradient boosted trees, HMM: hidden Markov model, k-NN: k-nearest neighbors, LR: least regression, LDA: linear discriminant
analysis, NB: naive Bayes, NN: neural network, RF: random forest, VE: voting ensemble, SVM: support vector machine
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Table 2.2: Glossary of used activity codes in Table 2.1

Code Activity Code Activity Code Activity Code Activity

A1 standing A11 jumping A21 shaking A31 mobile

A2 lying A12 digging A22 urinating A32 bathing

A3 stationary (resting) A13 sitting A23 defecating A33 swaying

A4 walking A14 barking A24 shivering A34 flight

A5 trotting A15 chewing A25 swimming A35 terrestrial locomotion

A6 running (galloping) A16 drinking A26 head shakes A36 foraging

A7 ruminating A17 eating A27 resting A37 leaping

A8 active flight A18 grazing A28 chafe A38 grooming (actor)

A9 passive flight (soaring-
gliding)

A19 scratching A29 burst A39 grooming (receiver)

A10 preening A20 sniffing A30 grooming A40 unspecified

The number of labeled samples in Table 2.1 denotes the number of labeled windows.
Overall, the amount of labeled data was small, or the authors did not clarify the amount
of labeled data used. Only two studies collected more than 5000 samples and clarified
the number of subjects [38, 42]. The study related to horses [53] reported 30000 samples
but did not make clear if this depicts raw sensor data or segmented windows of data.
The imbalance between activity classes is a common and actual challenge in ML [65].
In the surveyed studies, it is not always clear how the data is distributed over the activ-
ity classes. A low number of overall data suggests that the minority classes could be too
small for a meaningful evaluation. Publishing research on AAR without providing infor-
mation about data quantities and composition obscures the reported performances and
should be avoided. There is no clear consensus as to the minimum amount of required
labeled data, and this might be different from case to case. The small number of labeled
samples for most studies underlines the difficulty of obtaining labeled motion data for
animals and motivates further investigation of the effect of the labeled dataset size on
AAR performance.

Each approach discriminates between a different set of activities. The AAR task be-
comes more complex and challenging as the number of activity classes to be discrimi-
nated is increased. For example, separating two classes from each other, e.g. in-active
from active, is considered coarse grained AAR and relatively easy. Separating multiple ac-
tivities and activities that could be very similar, is considered fine grained AR and more
challenging. Table 2.1 shows that animals exercise a large variety of different activities.
Table 2.2 shows that different studies interpret behaviors differently or make different
choices in terms of granularity. For example, one study only defined grooming [156],
while another subdivided grooming into actor and receiving [42]. The mean number
of activities that is separated is 5. One study separated 17 activities in dogs with 69 %
accuracy [87]. However, the reported performance seems over-optimistic because the
authors seem to not only have pre-processed the test data with knowledge from the
training data but also used overlapping windows in both train and test sets (informa-
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tion leakage). A recent study separated 8 different activities in baboons and reported an
overall F1 score of 79 % [42]. The authors showed that 5 activities obtained a recall and
precision higher than 60 %. Although this could be considered a good result because an
above-average number of activities were separated, the authors used a single split of the
labeled data and mixed all data for multiple subjects.

All surveyed work used an accelerometer to record motion data from the animals.
Additionally, 3 studies used a gyroscope [38, 53, 177], 2 studies used a magnetome-
ter [38, 53] or GPS [121, 150], and 1 study used a pressure sensor [156]. The sampling
rate of the sensors varied from 3 to 60 Hz. In the case of land-dwelling animals, 8 studies
attached the sensor to the neck, 2 studies to the head, and one study to the ear. Two
studies that observed birds [121, 150] attached the sensor to the back of the bird using
a harness. The study that observed lemon sharks attached the sensors to the first dor-
sal fin. Almost all studies fixed the orientation of the sensor. In [126] the sensor was
unintentionally placed in different orientations during the data recordings. Because the
sensor was always aligned with the z-axis, the authors decided to use only this axis for
AAR. The study that observed dogs did mention that the animals disturbed the sensor
placement, e.g., excessive scratching resulted in unwanted collar rotations [87]. One
study used counterweights (0.5 kg) on the neck collars to ensure a stable position of the
sensor on the body of the animal [174].

Out of the 14 surveyed studies, 9 used a window size ≤ 7 sec. One study used 20 sec-
onds and another investigated window sizes of 60, 300, and 600 seconds. The studies that
varied the window size did find that a larger window size slightly increased the perfor-
mance, but also worsened the segmentation precision of the classifier. The longer win-
dow sizes were possible because the animals that were observed (elephants and cows)
exercised the activities of interest for more extended consecutive periods, but this was
not the case in the other studies.

Most studies (10) used summary statistics as a feature extraction method. One study
first calculated the empirical cumulative density function (ECDF) and subsequently
principal component analysis (PCA), one study calculated PCA directly from the raw sen-
sor data, and one study used a Kalman filter to smooth the raw sensor data and used this
signal as input to the classifier. The number of features varied from 2 to 98, although in
the latter feature selection was used before classification. None of the surveyed works
investigated the effect of the number of used features on classification performance.

In total, 11 different classifiers were utilized in the surveyed studies. Because the
studies did use various evaluation methods, it is not possible to objectively compare the
classifiers used. The large number of different classifiers used motivates a comparative
study between various classifiers.

In the survey, we compare the train–test partitioning methods. A single split was used
in 5 studies. These studies divided the data into training and testing just once, which
means that not all data has been used for validation of the AAR approach. Another 5
studies used k-fold cross-validation, where k was set to 3 or 10. In all cases, all training
data from multiple individuals was mixed before training. Thus, these studies did not
assess the generic performance of the AAR with data from unseen subjects. Three stud-
ies did asses the generic performance by using leave-one-subject-out cross-validation.
However, out of these 3 studies, only one reported a F1 score (54 %) but did not report
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the size of the labeled data.

2.3.1 DISCUSSION

The survey shows that AAR has been studied for a variety of animals. The size of the
datasets is usually minimal and often has not been sufficiently described. Moreover, the
datasets have not been made available by the authors. The effect of the different sen-
sors on AAR performance has not been studied in detail. Multiple studies showed that
lower sampling rates did not deteriorate performance significantly. Several papers did
mention the challenge of sensors that get displaced unintentionally [87, 126, 174]. One
study [174] added extra weight to counterbalance the collar in an attempt to fix the ori-
entation. However, doing so does not ensure the orientation, and adding extra weight
could be harmful to the animal. For example, when wildlife is collared, a general rule of
thumb for the weight of an animal collar is usually 5% of their body weight [8]. Brooks
et al. [24] found a significant effect of collar weight and its fit on the travel rate of zebra
females. The authors compared two types of GPS collars. Although types of GPS col-
lars were well within accepted norms of collar weight, the slightly heavier collars (0.6%
of the total body mass) reduced the rate of travel by more than 5% when foraging com-
pared with the collar that was 0.4% of total body mass. Instead, it may be better to use
sensor-orientation-independent AAR, and this has not been investigated by any of the
surveyed works. Furthermore, a large variety of features was used for AAR, and a com-
parative study would be useful. None of the surveyed works used representation learn-
ing for AAR. A large variety of classifier models has been used, and there is not a single
one that stands out. The classifiers differ in complexity and performance and should be
evaluated in a comparative study. Moreover, most studies did not discuss online AAR
that is performed on the collar locally. The authors collected the data and performed the
analysis offline on a personal computer. Only a few studies evaluated the generic quality
of their AAR approach through leave-one-subject-out evaluation, but these studies ei-
ther used very unconventional performance metrics [51], did not report the amount of
data [156], or used a minimal amount of labeled data [161]. Therefore, additional stud-
ies are required to assess the generic performance of AAR methods on unseen subjects
using better datasets.

2.4 CONCLUSION

In this chapter, we have introduced the AAR pipeline and discussed data acquisition,
prepossessing and segmenting, feature extraction and selection, training, and evalua-
tion. We discussed the different sensor modalities used for AAR and why most studies
used accelerometers. The sensor data is labeled through annotation using ground-truth
videos. We discussed pre-processing steps, segmenting raw sensor data, and how the
extracted windows are used for feature extraction and selection. Finally, we introduced
the training of ML models and their evaluation metrics.

We surveyed the state of the art in AAR and compared properties such as the dataset
size and composition, number and type of discriminated activities, sensors, features,
and classifiers. We showed that there is a need for open access datasets that contain data
from multiple subjects. Datasets should be adequately described to clarify the reported
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AAR performances. In the state of the art for AAR, the generic performance of classi-
fiers has not been studied sufficiently. Furthermore, multiple studies reported varying
sensor orientations during data acquisition, while sensor-orientation-independent AAR
has not been studied. None of the surveyed works used representation learning as a fea-
ture extraction method for AAR. Because unsupervised representation learning aims to
extract information from unlabeled data, which is much easier to obtain than labeled
data, it is a prospective research field for AAR.





3
DATA – ACQUISITION,

DESCRIPTION, AND LABELING

In the previous chapter, we introduced the data acquisition, labeling, and
classification process. We surveyed the state of the art and concluded that
there is a need for open access, well described, animal motion datasets. In
this chapter, we describe three datasets collected and used for the research
presented in this thesis.

We explain the data collection methodology and provide detailed informa-
tion about the composition of the datasets and the labeling process. Fur-
thermore, we describe the tool that was developed for the sensors-video syn-
chronization and labeling task.

35
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3.1 INTRODUCTION

In order to study animal activity recognition (AAR) based on motion data, we collected
and annotated animal motion data from sheep, goats, and horses. In this chapter, we
explain how the data was collected and describe the datasets.

In Chapter 2, we concluded that AAR using collars may be prone to unwanted ro-
tations of the collar, e.g. due to excessive scratching of the animal. It is unlikely that
in collared animal monitoring applications the sensor devices remain in a static posi-
tion and orientation around the neck over longer monitoring periods. Instead of using
additional counterweights to balance the collar [174], we investigate AAR that is robust
against rotations of the sensor devices around the neck of the animal. Therefore, we
placed the sensors in random orientations and locations around the neck of the animals
using a collar.

The first dataset, described in Section 3.2, was collected to investigate the generic
performance of AAR and comprises data from two species that are similar: goats and
sheep. We used one sensor device per collar and this was not sufficient to properly inves-
tigate the impact of the sensor orientation and location around the neck on the perfor-
mance of AAR. Therefore, we collected the second dataset to further investigate sensor
orientation-independent AAR. The dataset contains motion data collected simultane-
ously at 6 different sensor placements in various orientations around the neck of five
goats. This dataset is described in Section 3.3. The third dataset is our largest dataset
and comprises data from 18 individual horses with more than 1.2 million 2-second data
samples, of which 93303 samples are labeled. This dataset was used to investigate deep
unsupervised representation learning for AAR. This dataset is described in Section 3.4.
The last section in this chapter describes the labeling tool developed and used to anno-
tate the aforementioned datasets. All experiments involving the animals complied with
the Dutch ethics law concerning working with animals.

This chapter is partly based on:
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imal Activity Recognition on Collar Tags. In Proceedings of the 2017 ACM International Joint
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doi:10.1145/3123024.3124407
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3.2 MOTION DATA OF GOATS AND SHEEP
This section describes a dataset that comprises motion data from 4 goats and 2 sheep
recorded using inertial measurement units (IMUs). The goats and sheep differ in size,
weight, and age but belong to the same subfamily, Caprinae. This dataset was collected
to study the generic performance of AAR algorithms across individuals and species. It is
more challenging to collect annotated motion data from wildlife than from cattle. There-
fore, goats and sheep were chosen because they are easy to work with and accessible
in the Netherlands. In addition, they are also relatives to many prey animals living in
wildlife areas because Caprinae is a subfamily of Bovidae, that includes antelopes, wilde-
beest, impala, gazelles, sheep, goats, bison, African buffalo, water buffalo, muskoxen,
and domestic cattle [182]. Because of this, the dataset may be useful for studies that are
related to wildlife studies, especially regarding AAR. The dataset is available online with
open access at a DANS Easy repository [70].

3.2.1 METHODS
We collected data for a duration of 1 day. We started recording in the morning and fin-
ished in the evening. The motion data from the animals were collected simultaneously
while the sensor devices between the different animals were synchronized in time. The
animals were videotaped from various angles. The videos were later used as ground
truth for labeling. The activities that were observed during the day are listed in Table 3.1.
The list was formed through observation of the animals in the videos. Because we only
recorded during the daytime, we did not observe nightly activities such as sleeping. If an
animal was exercising multiple activities simultaneously, we labeled that data with the
predominant activity. The labeling process is discussed in more detail in Section 3.2.1.2.

3.2.1.1 DATA ACQUISITION

The sensors were always placed around the neck. Various orientations of the collars on
three animals are indicated in Figure 3.1. The collars were prone to rotation around the
animal’s neck during the day. The sensors on the animals were synchronized in time. The
sensors were synchronized with a precision of <100 ns. All sensors were sampled with
200 samples/sec. We used Inertia ProMove-mini [169] nodes that contain the following
motion sensors:

• 3-axes accelerometer

• 3-axes high-intensity accelerometer

• 3-axes gyroscope

• 3-axes compass (magnetometer)

• Temperature

• Barometric pressure

Table 3.2 shows the properties and used settings of the sensors in the IMU devices.
Figure 3.2 shows the field where the animals were confined during the data collection.
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Table 3.1: Observed activities exercised by goats and sheep during the day in Dataset 1

Activity Description

Lying The animal is lying on the ground.

Standing The animal is standing still, occasionally moving its head or stepping very
slowly.

Grazing The animal is eating fresh grass, hay from a pile or twigs on the ground.

Fighting The animal is fighting with another animal. This consists of banging its head
against another animal’s head or body. A goat often stands on the back of its
legs, drops itself to the ground and drives its horns into another animal.

Shaking The animal is shaking its entire body in a very rapid motion, often followed by
rapidly shaking its head for a brief moment. On a few occasions, the animal
only shakes its head.

Scratch-
Biting

The animal is using its teeth to nibble on its own skin. Sometimes the animal
uses its hoofs.

Walking The animal is walking. The pace of walking varies from very slowly to nearly
trotting.

Trotting This is the phase between walking and running. The animal is not galloping
rapidly but walking very quickly and is therefore in a trot state.

Running The animal is galloping.

The size of the field is approximately 1800 m2 and it was surrounded by a fence. The
area was large enough for the animals to run around, forage, rest, interact and confine
themselves to separate (self claimed) territories. As shown in Figure 3.2, the group of
goats preferred to roam near the gate, while the groups of sheep preferred to roam in the
opposite corner of the field. To incite running behavior, the animals were chased from
time to time.

Table 3.2: Sensor information and parameter settings used for the goats and sheep in Dataset 1

Parameter Accelerometer Gyroscope Magnetometer Barometer Temperature

Unit m/s2 °/s µT hPa ° C

Sampling rate (Hz) 200 200 100 25 200

Full scale range 78.45 m/s2 (8 g) 2000 °/s ±4912 µT 260 – 1260 hPa -40 – 85 °C

Resolution 62 µg @ ±2g range 0.007 °/s @ ±250 °/s range 0.15 µT 0.02 Pa n/a

3.2.1.2 DATA LABELING

The data was annotated with our labeling application that is described in Section 3.5.
A screen capture of the application is shown in Figure 3.3. All data for all animals were
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(a) (b)

(c)

Figure 3.1: Sensor placements on various animals, the red arrows indicate the location of the sensors. (a)
Sensor placement on a sheep. (b) Different sensor placements on two goats. (c) Goats and sheep eating hay.

annotated by one person according to the behaviors listed in Table 3.1. The stop marker
for one activity was also the start marker for the following activity if the following activity
was of any other class than unknown. Therefore, some data points include a transition
phase to another activity. On a few occasions, the animal was performing multiple ac-
tivities simultaneously. In these cases, the data was labeled as the predominant activity.
For example, when a goat was eating while taking a few steps, this activity was labeled as
eating. In the future, the labeling framework will support multi-class labels for moments
that an animal carries out two activities simultaneously.

The reliability of labeling can be improved when multiple people repeatedly label
the same data so that the inter-observer reliability can be calculated. However, when
multiple people label the same data n times, the quantity of labeled data is divided by
n. We chose a larger quantity of labeled data over higher reliability; thus, the data was
labeled a single time and later verified through a visual inspection. The labeled data was
visually inspected and corrected by a single person to minimize label ambiguity.

All efforts were put in to ensure the high quality of the labeling process. We did not
label the data for very long consecutive periods to prevent sloppiness due to repetition
in work, and we kept a thorough administration to keep track of what part of the labels
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Figure 3.2: Overview of the field where all animals were confined

still required validation using spreadsheets.

3.2.2 DATA DESCRIPTION
The raw sensor data D is stored in tables where each row denotes one raw data sample
as follows:

D =
{

X (i )
1 , X (i )

2 , . . . , X (i )
m

}N

i=1
(3.1)

, where X i denotes the i -th sample from sensor modality m in a dataset with N samples.
All sensor data was segmented according to the labeling file generated by the labeling
application. One segment holds data for each consecutive activity exercised by the an-
imal. Therefore, the length of a segment is determined by the duration the activity was
continuously exercised by the animal. Each sample denotes a window of data, and the
total number of samples is determined by the window size and the window overlap used
in AAR. The number of samples per segment was calculated as follows:

n =
⌊ σ

ω∗τ −1
⌋

(3.2)

, where σ is the length of the segment, ω is the size of the window, and τ is the overlap.
As discussed in Chapter 2, τ is usually set to 50 % and this value has also been used in
this thesis. The composition of the dataset is shown in Table 3.3 and Figure 3.4. Most
of the dataset (87 %) consists of standing, grazing, and walking activities. Goats and
sheep at the petting zoo are inactive animals and spend most of their time standing and
grazing. The point cloud shown in Figure 3.5 shows that the activities are overlapping.
This is partly due to the fact that it is not always clear for the annotator when exactly
the animal is changing its activity from e.g. trotting to running. Lying and standing are
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Figure 3.3: Screenshot of the labeling application

very similar because in both cases the animal barely moves. Each continuous activity is
identified with a unique segment number. The length of these segments vary and are
dependent on the duration that the animal spent performing the activity in one period.
A full description of all columns in the published data tables are described in Table 3.4.

Table 3.3: Amount of data samples per subject and activity for Dataset 1. Each sample denotes a 2 sec window
of raw data. Gi and Si denote goat and sheep, respectively.

Name / Activity standing grazing walking lying trotting running scratch_biting fighting shaking total

S2 5474 4053 1493 368 353 1 11742

G4 4694 1143 1230 3572 119 11 99 180 11048

S1 3071 6039 974 409 432 10 2 10937

G3 5576 2854 1497 95 23 90 18 1 10154

G2 4462 1661 1540 1320 46 181 93 43 9346

G1 4793 2433 1593 7 216 148 30 5 2 9227

total 28070 18183 8327 4899 1253 1148 312 256 6 62454

fraction 44,95% 29,11% 13,33% 7,84% 2,01% 1,84% 0,50% 0,41% 0,01% 100,00%

3.3 MULTI SENSOR-ORIENTATION MOTION DATA OF GOATS
In order to find orientation-independent data features, motion data should be recorded
simultaneously by sensors in various orientations. Therefore, motion data was collected
from five goats that each carried six sensors at different locations and in various orien-
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Figure 3.4: Aggregated labeled activity distribution from all subjects in Dataset 1

Figure 3.5: Data distribution in 3D, using 3 statistical features (median, largest magnitude in frequency spec-
trum, standard deviation) for Dataset 1
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Table 3.4: Column description of Datasets 1 and 2

Column
name

Description

ax Raw data from accelerometer x-axis

ay Raw data from accelerometer y-axis

az Raw data from accelerometer z-axis

axhg Raw data from high G accelerometer x-axis.

ayhg Raw data from high G accelerometer y-axis.

azhg Raw data from high G accelerometer z-axis.

gx Raw data from gyroscope x-axis

gy Raw data from gyroscope y-axis

gz Raw data from gyroscope z-axis

cx Raw data from compass (magnetometer) x-axis

cy Raw data from compass (magnetometer) y-axis

cz Raw data from compass (magnetometer) z-axis

pressure Raw data from barometer

temp Raw data from temperature meter

label Label that belongs to each row’s data

animal_ID Subject identifier. ’S1’ = Sheep 1 and ’G1’ = Goat 1 etc.

segment_ID Each activity has been sorted per segment. Data within one segment is
continuous. Segments have been numbered incrementally for each animal
and are not consecutive

timestamp_ms The data for the accelerometers and gyroscopes have been recorded at 200
Hz. Therefore the timestamp column increments per 5ms. Please note that
although the timestamp column seems consecutive over
all segments, the segments are not consecutive. Sensors that had a lower
sampling rate have missing values with ’NaN’ value
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tations around the neck. In practice, activity recognition only requires one sensor node,
however, the main purpose of our research was to investigate the effect of sensor node
position and orientation on AAR. Goats were chosen because they belong to the family
of Bovidae, together with many other wild animals such as antelope and wildebeest, and
are therefore possibly representative of several wild animals [182]. Additionally, goats are
widely available in the Netherlands and easy to work with. In total, data was collected
from three domestic pygmy goats and two bigger, more wild goats. The three pygmy
goats are shown in Figure 3.6. Figure 3.7 shows the two larger goats along with a sensor-
node collar in Figure 3.7b. The complete dataset is available online with open access at
a DANS Easy repository [71].

(a) (b) (c)

Figure 3.6: Three smaller Pygmy goats with attached sensors in different orientations. (a) Goat G1. (b) Goat
G2. (c) Goat G3.

(a) (b)

Figure 3.7: Two larger goats. The main purpose is to investigate the effect of sensor position and orientation
on activity recognition. (a) Goat G4. (b) Goat G5 with attached sensors in different orientations.
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3.3.1 METHODS
We collected data during 7 days in 2 periods of approximately 4 hours between 08:00 and
17:00 with 2 collars simultaneously; data acquisition was bound to these time periods
because of the opening times of the petting zoo, safety of the animals (they needed to be
watched at all times), and battery lifetime of the sensor nodes. The sensors were set to a
sampling rate of 100 Hz. We used a lower sampling rate compared to the goat and sheep
dataset (described in Section 3.2) because we learned that a sampling rate above 30 Hz
did not significantly contributed to AAR performance. The effect of sampling rate on AAR
performance is further discussed in Chapter 4. The activities that were observed during
the day are listed in Table 3.5. The animals were recorded on video from various angles
during the day. The videos were later used as ground truth for the labeling process.

3.3.1.1 DATA ACQUISITION

The sensor nodes among the collars were synchronized with a precision of <100 ns. Fig-
ure 3.8 shows a 3D sketch of the collar and the sensor positions with their respective x,
y, and z-axes. All efforts were put in to maximize the difference in positions and orien-
tations between the six sensors for all three x, y , and z axis. Since a sensor node placed
on the left of the collar would give similar data to one placed on the right, due to the
symmetry, we allocated sensor nodes on one side of the goat’s neck as much as possible.
An identical configuration was used for each animal. The collars were loosely attached
to the animals and prone to rotation around the animal’s neck during the day. There-
fore, most of the collected data for each sensor can be roughly coupled to the locations
denoted in Figure 3.8, although the sensor locations were not fixed.

We used the ProMove-mini [169] sensor nodes from Inertia Technology, which con-
tain a 3-axis accelerometer, gyroscope, magnetometer, barometer, and temperature sen-
sor. The IMU sensors were sampled at 100 Hz such that it is possible to down-sample the
data later on for further investigation. The sensor settings and parameters are shown in
Table 3.6.

3.3.1.2 DATA LABELING

Overall, the data labeling procedure was identical to the one described in Section 3.2.1.2.
The data was annotated with our labeling application that is described in Section 3.5. All
data for all animals was annotated by one person according to the behaviors listed in
Table 3.5.

3.3.2 DATA DESCRIPTION
The raw sensor data D is stored in tables in which each row denotes one raw data sample
as shown in Equation 3.1 from Section 3.2.2. The composition and size of the datasets
are shown in Table 3.7. The number of samples per segment was calculated using Equa-
tion 3.2 from Section 3.2.2. Overall, most of the labeled data (93 %) consists of the ac-
tivities standing, eating, walking, and grazing. Not all recorded activities were equally
often performed in time by all goats. It can be seen that goats G1 to G3 do not often
perform trotting and running and spend most of their time eating and standing or ly-
ing. The datasets for Goats G4 and G5 are generally more balanced. Segments of data
were labeled as unknown when the activity of the goat for that segment could not clearly
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Table 3.5: Observed activities exercised by goats during the day in Dataset 2

Activity Description

Standing The animal is standing still, occasionally moving its head or stepping very
slowly.

Lying Lying on the ground, occasionally moving its head

Eating Eating hay from a pile or twigs/grains on the ground.

Grazing The animal is pulling fresh grass out of the ground and eating it.

Walking The animal is walking. The pace of walking varies from very slowly to nearly
trotting.

Trotting This is the phase between walking and running. The animal is not galloping
rapidly but walking very quickly and is therefore in a trot state.

Running The animal gallops.

Fighting The animal is fighting with another animal. This consists of banging its head
against another animal’s head or body. A goat often stands on the back of its
legs, drops itself to the ground and drives its horns into another animal.

Shaking The animal is shaking its entire body in a very rapid motion, often followed by
rapidly shaking its head for a brief moment. On a few occasions, the animal
only shakes its head.

Climbing
up

The animal is walking/jumping up onto an object. For example climbing into a
shelter, or jumping onto a wooden bench.

Climbing
down

The animal is walking/jumping down from an object. For example climbing out
of a shelter, or jumping off a wooden bench.

Rubbing The goat is pressing its body against a fence and walking while it keeps pushing
itself towards the fence.

Scratch-
Biting

The animal is using its teeth to nibble on its own skin. Sometimes the animal
uses its hoofs.

Breast-
Feeding

Standing still and allowing her kids to drink milk.

Standing-
Up

Standing upright against an object (usually fence), with hind hoofs on the
ground.

Food
fight

This occurs when food is dropped in a group of animals. All animals are pushing
each other trying to reach the food.

be recognized in the video (e.g. when the goat has moved behind an obstacle or other
animals). All data that was not labeled is denoted as null in Table 3.7. The point cloud
shown in Figure 3.10 shows that the activities are overlapping. One reason for the over-
lap is the fact that all data from 6 sensors and 5 goats is aggregated in the figure. Another
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Figure 3.8: A 3D sketch of the collar with the attached sensor units seen from two angles. The red arrow denotes
the front of the animal. The blue and green axis denote vertical and horizontal axis, respectively. The blue and
red colored faces denote the bottom and top side of the sensor nodes, respectively. The sensor nodes have
been labeled A to F clockwise.

Table 3.6: Sensor information and parameter settings of the multi sensor-orientation in Dataset 2

Parameter Accelerometer Gyroscope Magnetometer Barometer Temperature

Unit m/s2 °/s µT hPa ° C

Sampling rate (Hz) 100 100 100 25 100

Full scale range 78.45 m/s2 (8 g) 2000 °/s ±4912 µT 260 – 1260 hPa -40 – 85 °C

Resolution 62 µg @ ±2g range 0.007 °/s @ ±250 °/s range 0.15 µT 0.02 Pa n/a

reason for the overlapping samples from different gaits stems from the labeling process
which is discussed in Section 3.5. We can only plot 3 dimensions and it is possible that
the clusters are better separated in higher dimensional spaces. A full description of all
the columns in the published data tables are described in Table 3.4.
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Table 3.7: Amount of aggregated data samples per subject and activity for Dataset 2. Each sample denotes a 2 sec window of raw data.

Name / Activity null standing eating walking grazing lying trotting food_fight running scratch_biting breast_feeding standing_up rubbing fighting climbing_up climbing_down shaking total

G1 31110 55300 33965 26434 42690 1284 594 2420 510 1177 809 149 798 522 195 176 174 167197

G4 53297 62524 22572 25943 138 648 2674 2720 400 603 28 48 40 69 118407

G3 11161 35117 34825 13581 11394 5568 710 1733 316 709 150 6 114 148 37 93 26 104527

G2 19313 18420 17202 18703 21101 396 941 2004 298 862 396 373 6 12 31 106 80851

G5 1455 19194 6090 912 870 690 12 36 132 42 27978

total 116336 190555 108564 90751 76235 7896 5789 6157 4534 3160 1355 1131 912 740 424 382 375 615296

fraction 18,91% 30,97% 17,64% 14,75% 12,39% 1,28% 0,94% 1,00% 0,74% 0,51% 0,22% 0,18% 0,15% 0,12% 0,07% 0,06% 0,06% 100,00%

fraction of labeled 38,19% 21,76% 18,19% 15,28% 1,58% 1,16% 1,23% 0,91% 0,63% 0,27% 0,23% 0,18% 0,15% 0,08% 0,08% 0,08%
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Figure 3.9: Labeled activity distribution for the multi sensor-orientation Dataset 2. Aggregated data from all
subjects and sensors

3.4 HORSE MOTION DATA
This section describes a dataset that comprises motion data from horses. Motion data
was collected at an equestrian facility over 7 days. The dataset comprises 1.3 million 2-
second data samples from 18 individual horses, of which 93303 samples from 11 subjects
have been labeled. Data from 11 out of 18 subjects was labeled but for 6 subjects the
data was labeled more extensively for 6 activities. Data was collected during horse riding
sessions and when the horses freely roamed the pasture. The sensor nodes were attached
to the neck of the horses by means of a collar fabricated from hook and loop fastener
in an orientation that was not strictly fixed. Figure 3.11 shows three horses during the
outdoor collection process.

To study animal activity recognition from motion data a large dataset comprising
motion data was required. In earlier data collection campaigns [76, 79], described in
Sections 3.2 and 3.3, we found out that the observed animals spent most of the day eat-
ing and resting, and the activity dataset became unbalanced and skewed towards a few
activities. Furthermore, motion data from a different species allowed us to verify our
findings on a different species in Chapter 6. We chose to monitor horses and ponies that
were ridden in an equestrian facility because they are exercising various activities dur-
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Figure 3.10: Data distribution in 3D, aggregated data from all sensors and showing 3 statistical features (fre-
quency entropy, largest magnitude in frequency spectrum, standard deviation) for Dataset 2

(a) (b)

Figure 3.11: Horses in the outside pasture. (a) Two subjects standing still. (b) Subject grazing.
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ing the day. Because of this, we could ease the task of collecting and labeling relatively
large amounts of motion data from several activities which resulted in a more balanced
dataset for different gaits and eating behavior. The dataset contains labeled data from
activities that are very similar but slightly different, e.g. the difference in gait with- and
without a rider on the horse. Ground truth was collected by placing cameras that could
oversee most of the horse paddocks and outdoor pasture. The subjects were ridden in
various gaits over the course of multiple days. More natural activity data was collected
by observing the animals while they were left to roam freely in an outdoor pasture during
their daily break. In total, 17 different activities performed by the horses were observed
and annotated.

Most of this dataset is unlabeled (denoted as null and unknown in the dataset). The
distinction between these two is that null data has never been seen by an annotator and
essentially is unprocessed data and unknown data is data that has been seen by an an-
notator but the ground-truth was unclear or the activity did not fit into one of the prede-
termined categories. Because the dataset contains a relative large amount of unlabeled
data along with labeled data for multiple subjects and activities, the dataset is particu-
larly suitable for the benchmarking of unsupervised representation learning algorithms.
Unsupervised representation learning is a set of machine learning (ML) technique that
does not utilize data labels and aims to automatically discover a compact and descriptive
representation of raw data from the data itself [16].

Furthermore, this dataset may be useful for research related to: gait analysis and
comparison, feature selection for AAR, and transfer learning. For example, the dataset
might be valuable to improve AAR methods for other quadruped animals within the
Equidae family, such as zebras or donkeys. The dataset was publicly released and de-
scribed to allow other researchers to improve AAR methods and benchmark novel ap-
proaches to unsupervised representation learning for AAR [75, 77, 83]. The complete
dataset is available online with open access at the 4TU.Centre for Research Data [75].

3.4.1 METHODS

Motion data was collected from 18 individual horses and ponies over 7 days. The record-
ings were taken at different lengths of time, but usually were attached for most of the
day. The animals were recorded on video from various angles during the day. The videos
were later used as ground truth for labeling the data. The data was labeled according to
the 17 activity categories listed in Table 3.8.

3.4.1.1 DATA ACQUISITION

A sensor device from Gulf Coast Data Concepts [52] was attached to the neck by means
of a collar fabricated from hook and loop fastener. Figure 3.12 shows how the sensors
were attached to horses. To be able to evaluate AAR approaches that are robust against
the orientation, we did not fix the orientation of the sensor devices. In Chapter 2, we
surveyed the state of the art and concluded that all studies which investigated AAR for
land dwelling animals positioned the sensors around the neck of the animal. Moreover,
this position is used in studies that monitor wildlife such as zebra [68]. Therefore, using
the same position might increase the usability of our dataset for research related to other
animals. Furthermore, by placing the sensors around the neck they could be worn with-
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Table 3.8: Observed daytime activities exercised by horses in Dataset 3

Activity Description

Standing Horse standing on 4 legs, no movement of head, standing still

Walking nat-
ural

No rider on horse, the horse puts each hoof down one at a time, creating a
four beat rhythm

Walking
rider

Rider on horse, the horse puts each hoof down one at a time, creating a four
beat rhythm

Trotting nat-
ural

No rider on horse, 2 beat gait, one front hoof and its opposite hind hoof
come down at the same time, making a two-beat rhythm, different speeds
possible but always 2 beat gait

Trotting
rider

Rider on horse, 2 beat gait, one front hoof and its opposite hind hoof come
down at the same time, making a two-beat rhythm, different speeds possi-
ble but always 2 beat gait

Galloping
natural

No rider on horse, one hind leg strikes the ground first, and then the other
hind leg and one foreleg come down together, the the other foreleg strikes
the ground. This movement creates a three-beat rhythm

Galloping
rider

Rider on horse, can be right or left leaning, one hind leg strikes the ground
first, and then the other hind leg and one foreleg come down together, the
the other foreleg strikes the ground. This movement creates a three-beat
rhythm

Jumping All legs off the ground, going over an obstacle

Grazing Head down in the grass, eating and slowly moving to get to new grass spots

Eating Head is up, chewing and eating food, usually eating hay or long grass

Head shake Shaking head alone, no body shake, either head up or down

Shaking Shaking the whole body, including head

Scratch
biting

Horse uses its head/mouth to scratch mostly front legs

Rubbing Scratching body against an object, rubbing its body to scratch itself

Fighting Horses try to bite and kick each other

Rolling Horse laying down on ground, rolling on its back, from one side to another,
not always full roll

Scared Quick sudden movement, horse is startled
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out a saddle or halter. This was important because the horses wear various equipment
at different locations in the facility throughout the day. For example, a saddle, bridle,
and reins are required when horses are ridden, only a halter with rope is used when they
are walked to the pasture, and horses wear nothing when walking freely outside or in
the stable. Therefore, placing the sensor on the neck allowed us to use the same sensor
on the subjects throughout the day without the need to switch them between different
types of horse-equipment. When high quality gait analysis is required, it might be better
to use multiple sensors locations simultaneously, including the legs [22, 170]. However,
our focus is more on AAR that can be performed locally on the animal itself and use as
little energy as possible. Different colors were used for the collars to ease the identifi-
cation of the horses in the videos. The sensor devices contained a 3-axis accelerometer,
gyroscope and magnetometer and were sampled with a sampling rate of 100 Hz. The
sensor parameter settings are described in Table 3.9.

Figure 3.12: Sensor placement around neck of a horse. The sensors were attached with a collar made out of
hook and loop fastener. The sensor was attached to the manes using elastic bands. The orientation of the
sensor devices was not fixed. The collar and sensor did not bother the horses.

The sensors were attached to the horses while they were in their stable. This was
done for all subjects during each day of monitoring. Horses were randomly ridden in
turns, thus not all horses were either outside in the pasture or ridden the whole day. This
means that in some cases part or most of the recorded data for that day can be of the
horse standing or roaming around in her stable. Activities such as eating, scratch-biting
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Table 3.9: Sensor information and parameter settings for the horse movement in Dataset 3

Parameter Accelerometer Gyroscope Magnetometer

Unit m/s2 °/s µT

Sampling rate (Hz) 100 100 12

Full scale range 78.45 m/s2 (8 g) 2000 °/s 1200 µT

Sensitivity 9.8 m/s2 (1 g) 1 °/s 1 µT

and rubbing were also performed in the stable.

3.4.1.2 DATA LABELING

Overall, the data labeling procedure was identical to the one described in Section 3.2.1.2.
The data was annotated with our labeling application that is described in Section 3.5.
Data from 11 subjects was annotated according to the behaviors listed in Table 3.8.

To evaluate AAR methods through leave-one-subject-out cross-validation, it is de-
sirable that the dataset from each subject contains sufficient labeled data for each ac-
tivity within a set of activities that is identical for all subjects that are used in the cross-
validation. Therefore, we chose to label a subset of activities for a subset of the subjects
more extensively.

3.4.2 DATA DESCRIPTION

In this section, we describe the labeled part of the dataset. The raw sensor data D is
stored in tables in which each row denotes one raw data sample as shown in Equa-
tion 3.1. Because we used a sampling rate of 100 Hz one second of data equals 100 rows.
The columns of the data tables are described in Table 3.10. Figure 3.13 shows five two-
second examples of accelerometer and gyroscope data that were recorded during dif-
ferent activities. The data was organized in segments of continuous raw sensor data.
Segments can vary in length depending on how long the subject performed a given ac-
tivity. Information leakage 1 may occur when overlapping windows are used and two
overlapped windows are placed in both the training and test sets. To prevent informa-
tion leakage, instead of the windows, the activity segments should be divided into train-
ing, tuning, and test sets prior to windowing [79]. Therefore, each continuous activity
is marked with a unique segment identifier throughout the dataset. However, in Chap-
ter 5 we show that some segments (activities) may have a long duration and the resulting
training and test sets may be imbalanced with different ratios when the segments are di-
vided instead of the windows, even when proportionate stratified sampling 2 is used [79].
Therefore, the segments have a maximum length of 10 seconds to maintain the same
class balance ratio between the different subsets.

1Explained in Section 2.2.6
2 Sampling per activity. The sample size of each activity is proportionate to the population size of the activity.

Each activity has the same sampling fraction.
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Figure 3.13: Example of accelerometer and gyroscope data in Dataset 3. Data from several activities is concate-
nated

The composition and size of the dataset are shown in Table 3.11. The number of sam-
ples in this table were obtained by applying a 2 second window with 50 % overlap over
the raw data segments. The number of samples per segment was calculated according to
Equation 3.2. Table 3.11 is sparse because we initially did not concentrate on a subset of
subjects and activities. To be able to use leave-one-subject out cross validation, we later
focused our labeling effort on a subset of subjects and activities. Table 3.11 shows that
most of the dataset is null (85.22 %) or was labeled as unknown (7.52 %). null is data that
has never been seen by an annotator. unknown data represents motion that did not fit
one of the known activities or data for which the ground truth was unknown. Figure 3.14
shows the distribution of labeled activities. During the monitoring in the paddock, the
horses were mainly walking and trotting with a rider on their back. During the moni-
toring in the outside pasture, the horses were mainly grazing. Therefore, these activities
represent the largest part of the labeled dataset.
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Table 3.10: Column description of the horse movement in Dataset 3

Column
name

Description

Ax Raw data from accelerometer x-axis

Ay Raw data from accelerometer y-axis

Az Raw data from accelerometer z-axis

Gx Raw data from gyroscope x-axis

Gy Raw data from gyroscope y-axis

Gz Raw data from gyroscope z-axis

Mx Raw data from compass (magnetometer) x-axis

My Raw data from compass (magnetometer) y-axis

Mz Raw data from compass (magnetometer) z-axis

A3D l2-norm (3D vector) of accelerometer axes

G3D l2-norm (3D vector) of gyroscope axes

M3D l2-norm (3D vector) of compass axes

label Label that belongs to each row’s data

segment Each activity has been segmented with a maximum length of 10 seconds.
Data within one segment is continuous. Segments have been numbered
incrementally.

subject Subject identifier
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Table 3.11: Amount of data samples per subject and activity in Dataset 3. Each sample denotes a 2 sec window of raw data.

Name / Activity null unknown walking_rider trotting_rider grazing standing galloping_rider walking_natural head_shake scratch_biting galloping_natural trotting_natural rolling eating fighting shaking jumping rubbing scared total

Galoway 62155 23264 9653 6374 4315 1750 1030 1402 59 170 13 49 13 16 25 4 110292

Bacardi 92775 9850 1317 1981 1116 245 288 360 22 40 13 6 108013

Driekus 85468 11271 4024 2670 2465 341 310 270 55 14 13 3 23 31 4 106962

Patron 78536 15156 5150 3385 1951 1244 709 388 37 5 17 31 106609

Happy 68468 13606 8896 7032 5062 1186 689 746 238 8 7 6 1 105945

Zonnerante 90431 90431

Duke 81885 81885

Viva 69441 4413 1066 700 58 82 79 5 4 1 75849

Flower 75741 75741

Pan 68628 1575 241 36 44 70524

Porthos 67080 67080

Barino 66517 66517

Zafir 38424 10349 5078 3546 1091 347 826 161 105 23 9 13 12 59984

Niro 43563 2740 85 20 2 46410

Sense 38823 1569 1977 39 157 120 44 15 6 6 2 42758

Blondy 31579 31579

Noortje 17777 2878 31 20686

Clever 17696 17696

total 1094987 96671 35425 25688 18062 5297 3934 3609 619 285 102 94 67 48 31 21 12 6 3 1284961

fraction 85,22% 7,52% 2,76% 2,00% 1,41% 0,41% 0,31% 0,28% 0,05% 0,02% 0,01% 0,01% 0,005% 0,004% 0,002% 0,002% 0,001% 0,000% 0,000% 100,00%

fraction of labeled 37,97% 27,53% 19,36% 5,68% 4,22% 3,87% 0,66% 0,31% 0,11% 0,10% 0,072% 0,051% 0,033% 0,023% 0,013% 0,006% 0,003%
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Figure 3.14: Labeled activity distribution from all subjects for the horse motion in Dataset 3

Figure 3.15 shows the distribution of the labeled data using three summary statistics
for each two-second window of data: frequency entropy, the frequency component with
the largest magnitude, and standard deviation. More details regarding these features
can be found in Chapter 5. The figure shows mixed data from 11 different subjects and
all labeled activities. The different activity clusters are overlapping and activities such as
head-shake, walking-rider, and galloping-rider are more scattered (they have a higher
variability in the measurements).

3.5 DATA LABELING
This section describes the labeling framework developed and used to annotate the col-
lected movement data of sheep [76], goats [79], and horses [81]. The framework was ini-
tially developed because at the time of data collection no framework was publicly avail-
able that could synchronize data from multiple sensor devices with a single video and
annotate the data. The framework is based on a Matlab GUI [112] that displays the video
along with a selection of data. Data is annotated by clicking in the data graph and se-
lecting the appropriate label for that part of data. The code of the application is publicly
available [72].

3.5.1 INTRODUCTION

Obtaining labeled data is a tremendously time consuming, tedious, and labor-intensive
task. Nevertheless, most recent published papers in the field of machine learning and ac-
tivity recognition (AR) heavily rely on the availability of labeled datasets. Ground truth is
often collected using camera(s) that record subjects while wearing one or multiple data
loggers that usually contain IMUs. The data is often displayed along with the recorded
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Figure 3.15: Data distribution in 3D, using 3 statistical features (frequency entropy, largest magnitude in fre-
quency spectrum, standard deviation) for Dataset 3
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video so that a person can inspect segments of the data with corresponding video frames.
This simultaneous display may make it easier to identify the particular ground-truth ac-
tivity that belongs to that data segment. A screen capture of the developed labeling ap-
plication is shown in Figure 3.16. Initially, clock timestamps from the camera and sensor
nodes are used to obtain a coarse synchronization. The labeling application is then used
to further synchronize videos with sensor data by adjusting the offset between the video
and sensor data. The magnitude of the accelerometer vector is displayed to visualize the
sensor data. A vertical led line in the center of the graph denotes the current time in the
video. The data is labeled by clicking at the point representing a change in behavior on
the graph. The activity that belongs to the data following the selected point in time can
then be selected from a drop-down menu and added to the graph. A file with activity
label and timestamp tuples is instantly updated when an annotation is added. The visu-
alization of the sensor data along with the video, and the synchronization between them,
allow the annotator to accurately label the activity associated with the sensor data. Key-
board shortcuts were added to the application and can be used to quickly jump forward
and backward in the video to speed up the process. By looking at the visualized sensor
data, the annotator can see when the same activity is performed for the rest of the win-
dow, and jump forward. Skipping though repeated activities significantly speeds up the
labeling process.

Figure 3.16: Screenshot of the labeling application GUI
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3.5.2 SYNCHRONIZATION BETWEEN SENSORS AND CAMERAS
The data have to be synchronized with the video prior to annotation so that it is clear
which part of the sensor data belongs to a given activity segment. The synchroniza-
tion accuracy that is required depends on the type of animal that is annotated. For ex-
ample, an animal that performs rapid movements will require a higher accuracy than a
slow moving animal. Furthermore, a higher accuracy is required when an animal rapidly
changes between activities in short intervals. In the following we present different ap-
proaches to synchronize sensor data with video and discuss their advantages and disad-
vantages.

3.5.2.1 APPROACH A: SYNCHRONIZATION USING VISUAL KEY

To collect data using this approach, the annotator attaches the data logger somewhere
on the subject. The annotator then records video of the subject in motion. Note that only
one data logger and one video stream are captured. This approach has been used in data
collection for Alpine skiing [67], hiking [66], and rock climbing [66]. Synchronization
in this process involves capturing a red flash emitted by the data logger on video ten
seconds after the data logger is turned on. In this approach, the annotator turns on the
data logger, aims the video camera at the data logger, presses “record” on the camera,
and waits to record the red flash. The data logger logs the time of the first red flash (in
milliseconds elapsed since the processor was turned on). At the beginning of labeling,
the annotator locates and marks the first video frame that contains the first red flash.
The labeling application can then synchronize the video and data for as long as both
continue recording. If either is stopped or turned off, synchronization must be repeated.

The accuracy of this approach is limited by the video camera frame capture rate. For
example, if the video is captured at 30 frames per second then synchronization of the
video and data is off by at most one-thirtieth a second or 33 ms. Cameras with higher
frame rates can be used to synchronize the data with greater accuracy (up to the tempo-
ral resolution of the data logger sampling rate).

3.5.2.2 APPROACH B: SYNCHRONIZATION USING REAL-TIME CLOCKS

The approach proposed by us is as follows. During data collection multiple subjects
simultaneously wear a data logger and appear in the same video(s). The framework as-
sumes that each camera and data logger contains an internal real-time clock (RTC) that
can be set prior to the data collection campaign. The RTCs are used to timestamp each
video and sensor-data file. The framework uses the start-time information from the raw
video files and sensor data files that is parsed during preprocessing of the files. The GUI
is used subsequently to synchronize videos with sensor data more accurately.

Figure 3.17 shows a schematic diagram of the offset σ(l )
m,n between a given camera

m and sensor n on day l . The offset σ is determined by using a distinctive event in
the video and adjusting σ until M(t +σ) aligns with the event shown in the video. In
theory, the synchronization only needs to be done once. In practice,σwill probably need
minor adjustments over time due to clock drift in the RTCs of the camera and sensors.
Therefore, the camera-sensor offsets are stored per day and the annotator can update
the offset when the synchronization becomes too coarse.

An easy way to synchronize multiple data loggers with one camera is to shake or
tap all of them simultaneously in one video and follow the aforementioned procedure
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Figure 3.17: Synchronization diagram. The blue signals denote the movement from the same event.

for each data logger. Because the synchronization is done visually, the accuracy of the
synchronization mostly depends on the frame rate of the video plus a small error that de-
pends on the level of difficulty in correlating the event in the video with M(t ). Thus, with
a rate of 30 frames per second, the accuracy is maximum 33 ms. However, the timestamp
for the label is determined by the annotation in the graph. It is often easier to observe
when the activity pattern changes by looking at the visualized movement data and this
accuracy is bounded by the sampling rate of the sensor.

3.5.3 DISCUSSION
Approach A can achieve a high accuracy in the synchronization due to the red flash that
occurs in the video stream. The synchronization accuracy in our approach is lower be-
cause the annotator needs to determine how the movement of the subject correlates
to the sensor data graph. However, a disadvantage to Approach A is that synchroniza-
tion needs to be performed frequently each time a sensor or camera is restarted and the
annotator must make sure to record the flash on the data logger. Our approach has a
number of advantages:

1. Synchronization only needs to be done once, and slightly adjusted when collecting
data over multiple days

2. It becomes easier to collect more data because multiple subjects can be recorded
simultaneously

3. Because multiple cameras can easily be used, it is possible to track subjects from
multiple angles and around corners

4. Data loggers are synchronized with each other after synchronizing to the same
camera

3.5.4 FUTURE WORK
Because labeling is such a tedious task while it remains very import, there is a tremen-
dous opportunity to improve the labeling process. Since the animals only perform a
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finite set of activities, most of the data is a repetition of the main performed activi-
ties, such as standing, eating, and walking as we have observed in our goat, sheep, and
horse datasets. Therefore, increased intelligence during the labeling process could sig-
nificantly speed up the process by not having to label data that obviously belongs to
a known category. Active learning [149, 163] is a form of machine learning that inter-
actively queries the annotator for information during the learning process. An active
learner can run in the background during the labeling process and pose queries in the
form of unlabeled data instances to the human annotator. Because the video is synchro-
nized with the sensor data in our framework, the active learner can show the annotator
the ground-truth video along with the unlabeled instance and query the annotator for
a label. One strategy to increase the performance of the active learner is to query the
annotator with data that is dissimilar to the labeled dataset. An active learner might not
only remove the necessity to label repetitive activities manually but more importantly,
greatly support the creation of more balanced labeled datasets, which remains an open
issue in AR [55, 65].

Computer vision techniques using deep learning (DL) are rapidly improving in per-
formance. These techniques are popular in a wide range of application domains such
as medical imaging and self-driving car technology. As DL techniques become more
accurate, they might be used to extract meaningful information from the ground-truth
videos. At first, this technique can be used as an assistant providing suggestions when
it is confident about the extracted labels from the video(s). If it becomes possible to
overcome many challenges in activity recognition from videos, the ground-truth videos
can be used as an extra sensor-modality in a soft-labeling approach of the data, initially
supplementing, and possibly replacing, human labeling.

For the synchronization between video and sensor-data, the best idea seems to be
to combine the two approaches that we discussed in Section 3.5.2.1 and use visual keys
on the data loggers to synchronize the RTC between cameras and sensors. The potential
framework could be further optimized using automated pattern detection in the video
instead of shaking or tapping the sensors. Each sensor can emit a unique n-bit blinking
pattern. Computer vision can be used to interpret the blinking patterns in the recorded
video(s) and identify the sensors. Time information can be added to the pattern so that
the offset between camera and sensor can be calibrated automatically. The synchroniza-
tion would only need to be performed once per camera in a dedicated recording where
all sensors and the blinking LEDs are visible to the camera. If clock drift error accumu-
lates over time, this can either be corrected manually by the annotator (adding a small
offset), by the time information in the blinking pattern (if this is visible), or repeating the
synchronization recording. A physical clock can be included in the video recordings to
synchronize multiple cameras with each other.

3.6 CONCLUSIONS
We have introduced the datasets that were collected in order to conduct the research
presented in this dissertation. Firstly, we collected a dataset that comprises data from
goat and sheep and can be used to investigate AAR between different species. Secondly,
we collected a dataset that comprises motion data from 5 goats that was recorded from
6 sensors at diverse positions and orientations around the neck of the animals simul-



3

64 3 DATA – ACQUISITION, DESCRIPTION, AND LABELING

taneously. Finally, we collected a dataset that comprises motion data from 18 horses, of
which a subset of data was labeled for 11 horses that performed 17 activities. This dataset
is particularly suitable for unsupervised representation learning. To annotate the data,
a framework was developed that displays the data along the ground-truth videos and
allow the annotator to add labels to the data. RTC clocks in the cameras and sensor de-
vices were used to time-stamp the data and synchronize the ground-truth video and the
sensor data.



4
MULTITASK LEARNING BASED

ANIMAL ACTIVITY RECOGNITION

ON COLLAR TAGS

Collaring technology has immense potential for research in the field of an-
imal ecology [185]. One major challenge is the diversity between animals
within one species and between species. On the one hand, an individualized
animal activity recognition (AAR) system yields higher performance than a
generalized classifier. On the other hand, collecting and labeling data for
each animal and (sub)species is a daunting task. Therefore, we investigate
the trade-off between AAR performance and the generalization capability of
an AAR system. Specifically, we study the effect of multitask learning (MTL)
on the performance of a single AAR system that classifies the activities of two
species. We test and compare 7 classifiers in three scenarios: trained with
individual data, trained with data from one species and tested on the other
and vice versa, and trained with mixed data from both species. The results
show that MTL has a significant positive effect on the generic AAR capabil-
ity of the classifiers. Various AAR applications, such as wildlife monitoring
studies, often require a long lifetime and lightweight design. Therefore, we
take into consideration that our approach needs to be used locally on a col-
lar that is attached to (wild) animals by evaluating the effect of the sampling
rate of the sensor and comparing the CPU and memory usage of 7 classifiers.
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4.1 INTRODUCTION
For many years, collaring technology with inertial measurement units (IMUs) and Global
Positioning System (GPS) has been widely used to study animal behavior. In Chapter 2
we showed that most existing work on animal activity recognition (AAR) are offline and
centralized approaches in which sensor data is stored on the tag and retrieved later or
transmitted wirelessly [50]. However, to be useful for livestock and wildlife monitoring
in widespread and remote areas, AAR needs to be executed online (while activities are
being performed) and locally (on the collar tag) due to the following reasons. On the one
hand, collar tags have limited energy supply, memory, processing power, and transmis-
sion bandwidth. Also, the re-capturing of animals for data retrieval and battery replace-
ment is dangerous, expensive, stressful for the animal, and sometimes impossible. On
the other hand, local AAR significantly prolongs battery life since it consumes less power
for data transmission, which typically consumes more energy than data processing. For
example, transmitting a string of activity codes instead of raw sensor data requires a
relatively small number of data transmissions. Moreover, online AAR enables the mon-
itoring system to efficiently adapt its resource usage to a situation (e.g., the device can
sleep when the animal is sleeping).

A common challenge in activity recognition (AR) is the sensitivity of the classifiers to
individual traits of the subjects. Individuals within a species, and even more so between
different species, are physically different from each other. Thus, motion data for a group
of animals can be heterogeneous, and it is challenging to train classifiers that generalize
well over a larger population of subjects when training data is only available from a sub-
set of the population. On the one hand, a classifier that is too specific performs well on
training data, but poorly on test data, or during deployment. On the other hand, collect-
ing a sufficient amount of training data for each individual or type of species is infeasible.
To overcome this challenge, we envision a one-fits-all generic classifier, and a similar vi-
sion is shared in other research areas such as human activity recognition (HAR) [60] and
computer vision [151]. In this chapter, we propose a framework that employs multitask
learning (MTL) [28] for embedded platforms. We address online AAR with collar-based
platforms for large heterogeneous groups of animals in real-world environments. Col-
lected motion data from a fraction of animals are used for offline training at a central
server using MTL, which performs classification tasks across individual animals to learn
the significant commonalities. The trained classifier models can then be implemented
on the collars for online AAR of other animals. The results of AAR, or a summary thereof,
can be sent to a sink node using a low-cost and long-range communication link such as
an low power wide area network (LPWAN).

To further reduce resource consumption while maintaining a high classification per-
formance, we aim at minimizing the computational load and memory requirements of

This chapter is partly based on:

[76] J. W. Kamminga, H. C. Bisby, D. V. Le, N. Meratnia, and P. J. M. Havinga. Generic Online An-
imal Activity Recognition on Collar Tags. In Proceedings of the 2017 ACM International Joint
Conference on Pervasive and Ubiquitous Computing and Proceedings of the 2017 ACM International
Symposium on Wearable Computers - UbiComp ’17, pages 597–606, New York, NY, 2017. ACM Press.
doi:10.1145/3123024.3124407
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the classification. Using less and simpler features lowers down the CPU load, and saves
energy. Therefore, we extract and utilize only the most informative features from raw
accelerometer data of the collar tags. The collars are likely to shift and rotate throughout
the day. Therefore, we aim to select features that are robust against the sensor orienta-
tion to reduce the effects of orientation on classification accuracy. The extracted features
can be used locally on the collar to classify the animal activities using a classification
technique that possesses a lightweight inference.

As a result, the proposed approach can be employed for various (sub)families of
species. Our approach supports the development of an application in which collars can
be placed on a group of animals without the necessity of training the classifier and fine-
tuning parameters for every individual. Collars can then be readily deployed on animals
with a lower risk of system failure due to a mismatch between an animal and the collar
or configuration.

The main contributions of this chapter are:

• We show that Multitask Learning significantly improves the performance of a
generic classifier.

• We verify the classification performance of our approach among 7 types of classi-
fiers.

• We show that a window size of 2 seconds and sampling rate of 30 Hz are sufficient
for AAR of goats and sheep when discriminating 5 activities.

4.1.1 CHAPTER ORGANIZATION
The rest of the chapter is organized as follows. In the following section we briefly de-
scribe the dataset that was used for the experiments in this chapter and how it was pre-
processed. Secondly, we introduce the concept of MTL in relation to AAR. Thirdly, we ex-
plain the methodology of the MTL experiments in Section 4.4. Subsequently, we evaluate
and discuss the effect of multitask learning on AAR performance in Section 4.5. Fifth, we
analyze the effect of window size and sampling rate on the classification performance in
Section 4.6. To consider their suitability for embedded systems, we compare the resource
usage of 7 classifiers in Section 4.7. Finally, we draw our conclusions in Section 4.8.

4.2 DATA DESCRIPTION AND PREPROCESSING
We used Dataset 2 that was described in Chapter 3 for the experiments described in Sec-
tion 4.4. The dataset comprises data from four goats and two sheep. These animals
differ in size, weight, and age but belong to the same subfamily Caprinae. We randomly
placed the sensors in various orientations on each animal. The various orientations of
the collars and the sensor positions on three animals are indicated in Figure 4.1. The
collars were prone to rotation around the animal’s neck during the day. In Chapter 2 we
discussed that gyroscopes can consume up to 100 times more power than accelerome-
ters. Therefore, we used the accelerometer data. The impact of gyroscope data on AAR
is further discussed in Chapter 5. All sensors were sampled with 200 Hz. The size and
composition of the used dataset are shown in Table 4.1. The activities that were discrim-
inated shown in Table 4.2.
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(a) (b)

Figure 4.1: Sensor placements on various animals, the red arrows indicate the location of the sensors. (a)
Sensor placement on a sheep. (b) Different sensor placements on two goats.

Table 4.1: Number of 2-second data samples per individual for each activity

Stationary Eating Walking Running Trotting

Sheep 1 3071 6039 974 432 409

Sheep 2 6376 5196 1714 386 478

Goat 1 4466 2552 1956 214 252

Goat 2 7346 2044 1850 224 66

Goat 3 7468 3998 1842 30 120

Goat 4 10418 1386 1398 6 69

4.2.0.1 PRE-PROCESSING

All sensor data was first segmented according to the labeling file generated by the la-
beling application described in Section 3.5. For the individual performance evaluations,
the segments were split into a typical ratio of 60 % training, 20 % cross-validation, and
20 % test-sets for all animals. Subsequently, the segments were further segmented us-
ing a fixed-width sliding window to obtain more samples that also have uniform lengths.
We evaluated several window lengths, which we discuss in Section 4.6. A window length
of two seconds resulted in satisfactory AAR performance while retaining sufficient data
points. Therefore, the data for the evaluation of the effect of MTL on AAR performance
was windowed with a two-second window size and 50 % overlap.
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Table 4.2: Used activities during evaluation

Activity Description

Stationary The animal is lying on the ground or standing still, occasionally moving its head
or stepping very slowly.

Eating The animal is eating fresh grass, hay from a pile or twigs on the ground.

Walking The animal is walking. The pace of walking varies from very slowly to nearly
trotting.

Trotting This is the phase between walking and running. The animal is not galloping
rapidly but walking very quickly and is therefore in a trot state.

Running The animal gallops.

4.3 MULTITASK LEARNING
In the context of activity recognition, multitask learning (MTL) can be used to train a
more generalized classifier to classify activities of multiple individuals [166]. More for-
mally, MTL is an approach to inductive transfer that improves generalization by using
the domain information from training data of related tasks as an inductive bias [28]. In-
ductive bias is anything that causes a classifier to prefer one hypothesis over others. In
MTL, multiple tasks are learned in parallel while using a shared representation to exploit
the deep, subtle connections among tasks [33].

Let us assume that the domain of an animals’ or species data distribution is denoted
by D . Specifically, D is a 2-tuple (χ,P (X )), where χ is the feature space of D , and P (X ) is
the marginal distribution where X = x1, . . . , xn ∈χ [127]. A task T is a 2-tuple (Y , f ()) for a
given domain D , where Y is the label space of D and f () is an objective predictive func-
tion for D . f () is not given, but can be learned from the training data [127]. In our case,
each species belongs to domain D , and T is the task of training an AAR classifier. Fig-
ure 4.2a shows a single-task learning scheme, where a single classifier is trained for each
animal individually. Figure 4.2b shows a multitask learning scheme, in which the train-
ing samples of multiple animals are mixed, and a generic model is trained for multiple
tasks in parallel.

4.4 METHODS
Figure 4.3 shows a graphical representation of our approach. Each double-edged col-
ored box denotes an inner loop in the process. We use the accelerometer data described
in Section 4.2 as input to the classifiers. In the following subsections, we discuss each
step in more detail. Firstly, we extract features and apply feature selection which are
discussed in Section 4.4.1. To investigate the effect of MTL on AAR performance, we ex-
amine three scenarios. In each scenario the set of source domains DS = Ds1, . . . ,Dsn and
target domains DT = D t1, . . . ,D tn are different. Specifically, we train and evaluate the
classifiers with individual data (individualized), with data from one species and tested
on the other and vice versa, and with mixed data from two species. In doing so, we in-
vestigate not only the trade-off between AAR performance and generalization but also
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the impact of sharing knowledge across two similar species. Moreover, we repeat and
compare the aforementioned experiments for 7 classifiers.

For each scenario described above, we use k combinations of animals. The combina-
tions of animals are further discussed in Section 4.5. For each combination, we mix the
samples, using random shuffling, into 3 data sets: training, cross-validation, and test,
respectively. The training set Tk is always used to train the classifier for combination k.
The cross-validation set Ck is used to test the classifier performance during parameter
optimization. The classifiers and parameter optimization are discussed in Sections 4.4.2
and 4.4.3, respectively. Finally, the tuned classifier and test set Vk are used to assess the
AAR performance Pk for each data combination k. The performances of all combina-
tions are averaged to obtain the results for each scenario.
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Single versus Multitask Learning

(a)

(b)

Figure 4.2: (a) Single-task learning schematic. A machine learning model is trained as an AAR classifier for
each animal individually. (b) Multitask learning schematic. A single model is trained for multiple animals
simultaneously.
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4.4.1 FEATURE EXTRACTION AND SELECTION

Because the sensor orientation was not fixed and varied between different animals,
we require data features that are robust against the sensor orientation. To acquire
orientation-independent features, we calculated the 3D vector (the `2-norm) from the
sensors’ axes. The orientation-independent magnitude of the 3D-vector is defined as:

M(t ) =
√

sx (t )2 + sy (t )2 + sz (t )2 (4.1)

, where sx , sy , and sz denote the three respective axes of the sensor. M(t ) was calcu-
lated from the accelerometer data and used as input for the feature extraction. We cal-
culated time and frequency-domain features that are typically used for activity recogni-
tion [13, 154, 194]. The features that were calculated are shown in Table 4.3. If we had
used all the listed features for each axis of the accelerometer, we would have needed
to calculate 21× 3 = 63 features, which is the number of features times the number of
axes of the sensor. An additional benefit of the transformation to a 3D-vector is that
the sensor modality dimension is reduced from 3 to 1, and we have to calculate fewer
features. We used feature selection to reduce the number of features further. Another
option to reduce the sensor modality dimension would be to use just one of the axes of
the sensor [126] (essentially a 1D-accelerometer). Doing so would save energy because
the sensor needs to sense fewer dimensions. Also, the computational load would be
lower because the transformation to M(t ) does not have to be calculated. However, the
sensitivity of the motion signal then becomes dependent on sensor alignment with the
direction of motion that is exerted by the animal. Thus, this is only possible when the
orientation of the sensor is fixed.

4.4.1.1 FEATURE SELECTION

To select the most contributing features, we utilized the Relief algorithm [85]. Relief as-
signs weights to features based on their relevance. The Relief algorithm estimates the
quality and relevance of features according to how well they can classify and discrimi-
nate between similar activity classes. The algorithm compares the values of the current
feature with both the closest samples of the same activity class and the nearest different
activity classes. Each feature was weighted according to the separation of the samples.
Subsequently, the weights were normalized so that the top contributing features could
be extracted. The 3 best scoring features were the Minimum, Standard deviation, and the
25th percentile and were used to characterize the motion data of all animals. After the
feature extraction and selection, the data was standardized utilizing a Z-transformation,
obtaining a standard score of each feature value.

In Chapter 5, we present a more advanced feature selection procedure. We focus
more on the sensor position and orientation and present a feature selection approach
that selects sensor orientation-independent features using multi-orientation motion
data from 5 goats. The generalization of these features to horses is discussed in Chapter 6
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Table 4.3: Summary statistics that were calculated for each window of data

Domain Feature Description
T

im
e

Maximum Maximum value

Minimum Minimum value

Mean Average value

Standard deviation Measure of dispersion

Median Median value

25th percentile The value below which 25 % of the observations are found

75th percentile The value below which 75 % of the observations are found

Mean low pass filtered signal Mean value of DC components

Mean rectified high pass filtered signal Mean value of rectified AC components

Skewness of the signal The degree of asymmetry of the signal distribution

Kurtosis The degree of ’peakedness’ of the signal distribution

Zero crossing rate Number of zero crossings per second

Fr
eq

u
en

cy

Principal frequency Frequency component that has the greatest magnitude

Spectral energy The sum of the squared discrete FFT component magnitudes

Frequency entropy Measure of the distribution of frequency components

Frequency magnitudes Magnitude of first six components of FFT analysis

4.4.2 ANIMAL ACTIVITY RECOGNITION CLASSIFIERS
Below we describe the classifiers that were implemented together with their most im-
portant parameter settings. All classifiers were implemented in RapidMiner [118]. We
used the following parameter settings for 7 classifiers in the experiments. The classifiers
were introduced in Section 2.2.

Decision tree (DT) The information gain ratio of features was used as the splitting cri-
terion. The maximal depth of the decision tree was varied between 1 and 100.
Pruning was enabled, with a confidence level varying between 1× 10−7 and 0.5.
Pre-pruning was enabled throughout with varying parameters. Firstly, the thresh-
old feature gain value for splitting was varied between 1 and 100. Secondly, the
minimum number of examples at a node for the node to be split was varied be-
tween 1 and 100. Lastly, the minimum number of examples at a leaf node was
varied between 1 and 100.

Neural network (NN) The activation function used was sigmoidal. The number of hid-
den layers necessary depends on the size of the data set. Since we are dealing with
a relatively small data set, only one hidden layer was used. The number of neurons
in each hidden layer was defined by:

ψ= γ+ρ
2

+1 (4.2)

, where ψ is the amount of neurons in a layer, γ the number of features, and ρ the
number of classes. The learning rate was varied between 4.9×10−324 and 1, while
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the momentum was varied between 0 and 1. The error epsilon was set to 1×10−5,
and a maximum of cycles used for training was 500.

Support vector machine (SVM) A LibSVM C-SVC [86] model was used with linear ker-
nel throughout. The epsilon value was fixed at 0.001, while the cost function was
varied between 0 and 100.

Naive Bayes (NB) We used the traditional Naive Bayes algorithm that does not use ad-
justable parameters.

Linear discriminant analysis (LDA) LDA typically has no adjustable parameters.

K-nearest neighbors (k-NN) The measure of distance was Euclidean space, and the
value of k was varied between 1 and 100.

Deep neural network (DNN) We used an implementation of the H2O 3.8.2.6 algo-
rithm [27]. The DNN was used with 10 hidden layers which each contained 50
neurons. The start, ramp, and stable momentum values, as well as the number of
epochs, were varied between 0 and 100. The annealing and decay learning rates,
as well as L1 and L2 parameters, were varied between 0 and 1. The value of ep-
silon was set at 1.0×10−8 and the value of rho at 0.99. A multinominal distribution
function and a cross-entropy loss function were used throughout.

4.4.3 PARAMETER OPTIMIZATION

To make a fair comparison between different classifiers, we performed parameter opti-
mization before the performance assessment. Parameter optimization attempts to find
optimal values for a parameter set of the classifiers. The classifier was embedded in
a loop where various combinations of parameter settings were evaluated based on the
classification performance of each configuration. We used an evolutionary approach
that iteratively adjusted the various parameters of the classifiers until an optimal con-
figuration was found. The approach used a genetic algorithm that aims to mimic the
process of natural evolution. We used a maximum of 100 generations and the popu-
lation size was set to 2. We used Gaussian mutation with tournament selection and a
tournament fraction of 0.25. The crossover probability was set to 90 %. The optimal con-
figuration of each classifier was used subsequently to assess the performance for each
combination k in the experiments described in Section 4.5.

4.5 EFFECT OF MULTITASK LEARNING ON ANIMAL ACTIVITY

RECOGNITION PERFORMANCE
In the following subsections we evaluate three scenarios: individualized AAR, MTL
within a species, and MTL between species. Figures 4.4a and 4.4b show the accuracy
and F1 scores of each scenario per classifier. We discussed these evaluation metrics in
Chapter 2.
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4.5.1 SCENARIO 1: INDIVIDUAL ANIMAL ACTIVITY RECOGNITION
In this scenario, we used only individual data for training and testing the AAR classi-
fiers. Thus, the training data was within the same domain as the test data (DS = DT ).
Therefore, no MTL takes place and the classifiers are trained with a single-task learning
scheme (Figure 4.2a). We split data from each individual into 60 % training, 20 % cross-
validation and 20 % training.

Because both training and testing data belong to the same domain (same individual),
each classifier performed the best in this scenario. Thus, an individualized classifier al-
ways yields the best performance. The k-nearest neighbors (k-NN) classifier obtained
the highest performance. There were insufficient samples for some animals in some
classes. For example, Table 4.1 shows that running for Goat 3 and Goat 4 contained only
30 and 6 samples, respectively. Therefore, the performance may be improved by collect-
ing more data for each individual.

4.5.2 SCENARIO 2: MULTITASK LEARNING WITHIN SPECIES
Grouping the data causes the classifier to be subject to individual traits, which may affect
the performance. To see how much activity recognition accuracy is affected by grouping
the animals per species, we aggregated data into two groups, i.e., one group consisting
of two sheep and one group consisting of four goats. The classifiers were trained with
mixed data from animals in one species simultaneously and tested with mixed data from
the other species, thus (DS 6= DT ). Here, MTL was utilized within each species, but not
yet between species.

Table 4.4 shows the combinations of data used to train and test the classifiers. For
each combination k, two animals from one species were divided into 60 % training and
40 % cross-validation, while data of two animals from the other species were used for
testing.

Table 4.4: Scenario 2: Non-mixed training and testing combinations. Gi and Si denote a goat and sheep,
respectively.

Animals in 60% training and 40% CV Animals in 100% testing

G1 G2 S2 S1

G1 G3 S2 S1

G1 G4 S2 S1

G2 G3 S2 S1

G2 G4 S2 S1

G3 G4 S2 S1

S1 S2 G1 G2 G3 G4

Figure 4.4 shows that all classifiers performed significantly worse than the individual
AAR scenario. The difference between the two species is too large to use a shared feature
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representation only. The support vector machine (SVM) classifier performed the best in
this scenario.

4.5.3 SCENARIO 3: MULTITASK LEARNING BETWEEN SPECIES

Grouping the data from multiple species causes the model to be subjected to not only
individual traits but also species-specific traits, which may affect the performance. By
mixing the data samples from all domains, the classifier can fit a model to a wider dis-
tribution. The classifiers were trained and tested with mixed data from multiple animals
from two species, thus (DS ≈ DT ). Here, MTL was utilized between the two species (Fig-
ure 4.2b).

Table 4.5 shows the combinations of data for training and testing. For each com-
bination k, 4 animals’ data were mixed and divided into 60 % training and 40 % cross-
validation, while 2 animals’ data of both species were mixed and used for testing.

Table 4.5: Scenario 3: Mixed training and testing combinations. Gi and Si denote a goat and sheep, respec-
tively.

Animals in 60% training and 40% CV Animals in 100% testing

G1 G2 G3 S2 G4 S1

G1 G2 G4 S2 G3 S1

G1 G3 G4 S2 G2 S1

G2 G3 G4 S2 G1 S1

G1 G2 G3 S1 G4 S2

G1 G2 G4 S1 G3 S2

G1 G3 G4 S1 G2 S2

G2 G3 G4 S1 G1 S2

Figure 4.4 shows that mixing data from both species, in both training and testing sets,
yields a significant improvement in the performance of the classifiers. The average in-
crease in F1 performance is 11.11 %. The performance is similar to that of the individual
scenario, except for the k-NN classifier’s F-score. The SVM classifier outperforms the
other classifiers, closely followed by the deep neural network (DNN) classifier. The big
gap in performance between the unmixed and mixed instance scenarios shows that the
two species share sufficient characteristics so that a generic classifier can be trained.

4.6 ANALYZING IMPACT OF WINDOW SIZE AND SAMPLING

RATE
In this section, we evaluate the effect of the window size and sampling rate on the AAR
performance. To minimize the impact of the classification system, we used the same



4

78 4 MULTITASK LEARNING BASED ANIMAL ACTIVITY RECOGNITION ON COLLAR TAGS

(a)

(b)

Figure 4.4: Performances per classifier. The performances are averaged over all individuals or combinations.
(a) Accuracies. (b) F1 scores.

classifier for all experiments. We used a k-NN classifier with k = 1. k-NN determines
the class of a feature vector based on the majority vote of the values of the k-nearest
neighbors in the example set.

4.6.1 EFFECT OF WINDOW SIZE ON CLASSIFICATION PERFORMANCE

To evaluate the effect of the window size on the classification performance, we repeated
the AAR process with various window sizes. The window size of the raw data was varied
between {0.5,1,2,3} seconds. Because our labeled dataset is small, especially the minor-
ity classes trotting and running, too many data samples are lost when larger window
sizes are used due to two reasons. Firstly, when a continuous activity segment is shorter
than the window size, it is discarded. In longer segments, the tail at the end of each seg-
ment is discarded when it is smaller than the window size. Secondly, Equation 3.2 in
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Section 3.2 denotes that a larger window size results in fewer samples (each window is
denoted as a sample).

The sampling rate of the data was retained at 200 Hz for each of these window sizes,
and AAR was performed in two scenarios, for each animal individually, and using MTL
within the same species.

Figure 4.5a shows the classification performance for each animal and different win-
dow sizes. Figure 4.5b shows that, on average, the classification accuracy is highest at
a three-second window size. However, the relative difference between one and two-
second window sizes is marginal (0.81 %). Because a window size larger than 2 seconds
did not yield a sufficient amount of samples for the minority classes while it did not sig-
nificantly increase the performance, we used a window size of two seconds for the rest
of our evaluations.

To see the effect of window size in a MTL scenario, we mixed the data within the same
species and repeated the AAR classification using different window sizes. The results are
shown in Figure 4.5c from which can be seen that a window size of three seconds has
the highest average accuracy of 98 %. This performance is comparable to the average
accuracy for individual animal’s accuracy, shown in Figure 4.5b. Besides the effect of the
window size on the performance of the classifier, these results show that it is possible to
train a model with mixed data from multiple individual animals without experiencing a
significant loss of classification accuracy. We investigate this effect of MTL in more depth
in Section 4.5.

4.6.2 EFFECT OF SAMPLING RATE ON CLASSIFICATION PERFORMANCE

The data was down-sampled to study the effects of a lower sampling frequency. Our goal
was to find the frequency where the performance of the classifier starts to decrease. In
signal processing, the Nyquist rate is known as a lower bound for the sample rate for
alias-free signal sampling. The lower band denotes that the sampling frequency should
be at least double the frequency band of interest. We expect that some activities, such as
eating, involve frequencies in the motion signal that are at least 5 Hz. Thus, a minimum
sampling frequency of 10 Hz is required to detect these activities reliably. The sampling
rate was varied between {10,30,60, · · · ,200} Hz for each window. A window size of 2 sec-
onds was used. AAR was performed for all animals and each sampling rate.

The individual and average AAR performance for various sampling rates are shown
in Figure 4.6a and Figure 4.6b, respectively. It is clear that between 30 and 200 Hz, the
average performance curve is almost flat. These results show that higher sampling rates
do not increase the performance for activity recognition of goats and sheep. This can be
explained by the fact that the frequencies of the acceleration vector for most activities
are low. We did try to classify the behaviors using a sampling rate below 10 Hz, but due
to the small labeled dataset, some classes never received any predictions; this made the
performance results too unreliable to include here. Future work entails a low-sampling
rate experiment with a larger dataset.
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4.7 RESOURCE USAGE
While most machine learning studies focus on the performance of a technique, other
criteria should be considered when selecting a classifier [86], especially when selecting
a classifier to be used on an embedded platform. Here, we focus mainly on the CPU
execution time and memory usage. To reflect on the trade-off between accuracy and
resource consumption, we measured the CPU run-time and memory usage for all 7 clas-
sifiers. Memory and CPU measurements were taken using a PC with an Intel core i7-2600
with 4GB of RAM and a clock speed of 3.40GHz running Windows 7 64-bit. An embed-
ded system most likely uses a different CPU and memory architecture, which affects the
comparison. Therefore, our results are an indication, and no hard conclusions can be
drawn from these measurements. Using only 3 features made the inference phase too
fast on a PC to be able to take high-resolution measurements. Therefore, we decided
to use higher-dimensional data during the comparison of the classifiers. We used the
principal components that account for the top 99 % of the variability in the data, result-
ing in 109 components (features). Memory consumption was measured using JProfiler
v10.0 [39]. The memory usage was measured by running the same task (training or infer-
ring a model) 5 times while forcing the garbage collection operation before and after the
performed task in order to measure the amount of heap memory consumed by the algo-
rithm. The value of memory usage includes the memory used by the software. Therefore
we evaluate relative memory usage. The average of these 5 measurements was taken in
order to account for anomalous fluctuations. The CPU execution times were measured
using the log operator in RapidMiner Studio v7.4 [118]. The training and inference CPU
execution times were measured and averaged across 20 runs for each of the algorithms.

Figures 4.7 and 4.8 show the memory usage and CPU execution time, respectively.
The most important comparison should be made in the inference phase because this
is the phase to be implemented and executed on the embedded system. It can be seen
that the decision tree (DT), naive Bayes (NB), neural network (NN), and DNN classifiers
all consumed the lowest amount of memory in the inference phase, which makes them
good candidates for embedded platforms. The results show that the SVM, k-NN, and lin-
ear discriminant analysis (LDA) are not the most suitable candidates for an embedded
system because they consumed the most memory and had the longest CPU execution
times. The NB classifier was the best performing in terms of CPU usage, closely fol-
lowed by the NN, DNN, and DT classifiers. Overall, the NB classifier consumed the least
amount of resources. In the scenario where we mixed data from two species, the rela-
tive difference in F1 performance between NB and the best performing classifier (SVM)
was 5.04 % (4.26 % absolute difference). The SVM required 9 times more memory and
had 200 times longer execution time. This means that a classifier with a higher resource
efficiency does not perform significantly worse than a classifier which uses a lot more
resources.
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(a)

(b)

(c)

Figure 4.5: Classification performance versus window size (a) Performance for individual animals. (b) Average
performance. The error bars denote the standard deviation over the various animals. (c) Performance using
grouped data of goats and sheep.
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(a)

(b)

Figure 4.6: Performance versus sampling rate. (a) Individual performances versus sampling rate. (b) Average
performance for various sampling rates. The error bars denote the standard deviation over multiple animals.
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Figure 4.7: Memory usage for training and inference phases of various classifiers

Figure 4.8: CPU execution time for training and inference phases of various classifiers



4

84 4 MULTITASK LEARNING BASED ANIMAL ACTIVITY RECOGNITION ON COLLAR TAGS

4.8 CONCLUSIONS
In this chapter, we discussed the trade-off between AAR performance and the general-
ization capability of an AAR system. We used real-world motion data from goats and
sheep to evaluate AAR in three scenarios. We showed that an individualized AAR sys-
tem always performs best. Training a classifier with data from one species, and using
that classifier to predict activities of another similar species, yielded relatively bad AAR
performance. We have shown a significant increase in performance when MTL is uti-
lized between species by using data from two species and a shared feature representa-
tion to train a classifier. On average, the F1 performance increased with 11.11 %. The
performance approached that of the individualized scenario, where data was used per
individual.

We analyzed the resource usage in terms of memory and CPU usage between 7 classi-
fier types. In our comparison, the NB classifier used the least amount of resources while
the attained F1 score was 5 % lower relative to the best performing classifier (SVM). How-
ever, NB used 9 times less memory and executed 200 times faster. Thus, more resource-
efficient activity recognition with MTL has a small trade-off in terms of performance. A
robust comparison between actual resource usage of classifiers on embedded systems
requires further investigation.

Besides the training of a generic classifier, our results indicate that data from similar
species may be mixed to improve the classification of one of the species. For example, it
can be difficult to obtain labeled data from a wild animal (e.g., zebra), while it is usually
easier to collect data from a similar domesticated animal (e.g., horse). A small labeled
dataset for the zebra can be mixed with data from the horse to complement the training
of the classifier. This is under the assumption that the sensor location of the collected
data is somewhat similar. For example, we always attached the sensors around the neck
of the goats and sheep, but not in fixed positions and orientations.

One reason for declined AAR performance could be the position and orientations of
the sensors around the neck of the animals. Simultaneously, the Relief algorithm may
not be the most elaborate feature selection method. The dataset that we used for the
research in this chapter proved insufficient to study the effect of the sensor position and
orientation on the performance. Therefore, we performed a follow-up study to address
the sensor position and orientation using a better dataset and elaborated feature selec-
tion method. This study is presented in Chapter 5.
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Motion sensors placed around the neck of an animal can be displaced over
time by the animal itself (e.g., scratching or biting), its environment (e.g.,
other animals or vegetation), and misalignment during manufacturing or
collaring. The animal activity recognition (AAR) performance degrades sig-
nificantly in these cases when a classifier is sensitive to the orientation and
position of the sensor around the neck. Additionally, collar tags often have
limited energy, memory, and processing resources. In this chapter, we aim
at finding small optimal feature sets that are lightweight and robust to the
sensor’s orientation. Our approach comprises four main steps. First, 3D
feature vectors are selected since they are theoretically independent of ori-
entation. Second, the least contributing features are suppressed to speed up
computation and increase robustness against overfitting. Third, the features
are further selected through an embedded method, which selects features
through simultaneous feature selection and classification. Finally, feature
sets are optimized through 10-fold cross-validation. We show that the per-
formance is robust to sensor orientation and position. Furthermore, the re-
sults show that activities can be accurately recognized using only accelerom-
eter data and a small number of lightweight features. A simple Naive Bayes
classifier using only a single feature achieved an accuracy of 94 % with our
empirical dataset. Moreover, our optimal feature set yielded an average of
94 % accuracy when applied with six other classifiers.
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5.1 INTRODUCTION
Collaring technology has immense potential for research in the field of basic and applied
animal ecology [34]. Animals have been collared in many studies for varying research
purposes, including animal identification, tracking, and health monitoring. Figure 5.1
shows a collared lion. The battery pack, which is usually the heaviest component, is
not hanging at the bottom of the neck but is rotated 90°. Thus, although the battery
pack is often expected to be at the bottom, the collar can still rotate around the neck
because they are subjected to violent movements and displacement by the animals. The
collar may also be displaced by other animals or elements in the environment, such as
thick vegetation. Furthermore, because it is essential to keep collar tags as lightweight
as possible, this minimizes the counter-weight effect of heavy components. Therefore,
collars used for AAR must be robust against the orientation of the sensor.

Figure 5.1: A lion wearing a collar that is rotated around the neck from it’s intended orientation. The encircled
battery is supposed to be located at the bottom of the neck. Credit:

Long lifetime and smaller size of a monitoring collar require a design with mini-
mal complexity without compromising accuracy. The objective of this work is to meet

This chapter is mainly based on:

[79] J. W. Kamminga, D. V. Le, J. P. Meijers, H. Bisby, N. Meratnia, and P. J. Havinga. Robust
Sensor-Orientation-Independent Feature Selection for Animal Activity Recognition on Collar Tags.
Proceedings of the ACM on Interactive, Mobile, Wearable and Ubiquitous Technologies IMWUT,
2(1):1–27, 2018. doi:10.1145/3191747

http://dx.doi.org/10.1145/3191747
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these requirements by discovering a small subset of features that can be used for online,
energy-efficient, and orientation-independent activity recognition of animals.

When we speak about orientation throughout this chapter, we often implicitly talk
about the orientation and position of the sensor. Because sensors attached to a collar
rotate around the neck, the orientation and position are both changing simultaneously.
In Chapter 2 we showed that many studies assume that the orientation of a sensor on a
body is fixed when classifying activity [84, 133, 194]. However, the variability in sensor-
orientation causes significant errors if activity classifiers are sensitive to sensor orienta-
tion. Several studies in the state of the art mention sensors that get displaced uninten-
tionally [87, 126, 174]. One study [174] added extra weight to counterbalance the collar in
an attempt to fix the orientation. However, doing so does not ensure the orientation, and
adding extra weight could be harmful to the animal [8, 24]. For example, when wildlife
is collared, a general rule of thumb for the weight of an animal collar is usually 5 % of
their body weight [8]. Brooks et al. [24] found a significant effect of collar weight and
its fit on the travel rate of zebra females. The authors compared two types of Global Po-
sitioning System (GPS) collars. Although both types were well within accepted norms
of collar weight, the slightly heavier collars (0.6 % of the total body mass) reduced the
rate of travel by more than 5 % when foraging compared with the collar that was 0.4 % of
total body mass. Instead, it may be better to use sensor-orientation-independent AAR.
Therefore, activity classifiers must be insensitive to sensor orientation.

5.1.1 ORIENTATION-INDEPENDENT FEATURES

Due to the resource limitations of collar tags, it is essential to calculate only those fea-
tures that are both sensitive to changing behaviors and robust to sensor orientation.
Therefore, to save computational load and memory usage, the complexity of an AAR sys-
tem must be kept to a minimum, and the trade-off between classification performance
and resource efficiency carefully evaluated. Complexity can be found in two parts of the
application; first, in the feature extraction from the sensor data, and second in the classi-
fier. It is our challenge to find an optimal combination of the two, which both minimizes
computational expense and maximizes performance.

Robustness to sensor orientation has been widely researched in the field of hu-
man activity recognition (HAR). Sensor orientation independence can be tackled in two
ways [154]: (i) using orientation-independent features: to only use those features that
are insensitive to orientation [137, 155]; (ii) transformation of the input signal: for which
in most cases – for all input data – the coordinate system of the mobile device is trans-
formed into a global coordinate system before activity classification [45, 124]. However,
the continuous transformation of raw measurement data is computationally intensive
and, as aforementioned, should be avoided for animal tags. Studies on HAR, which claim
to use orientation-independent features, often make use of the magnitude of the 3 axes
of the accelerometer [137, 155]. However, multiple features can be derived from the 3D
vector of a 3D accelerometer or 3D gyroscope. To the best of our knowledge, an extensive
analysis of the 3D vector has not yet been performed.
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5.1.2 AN OVERVIEW OF OUR APPROACH

Our main objective is to discover a small optimal set of features that are orientation-
independent and can discriminate between various activities using a low-complexity
classifier. Therefore, from the raw data collected by collar tags, we propose the extraction
of only the most informative orientation-independent features.

We select features through a combination of filtering and wrapping techniques – the
so-called embedded method. The filter is based on the Chi-squared Test [130], while the
wrapper is based on sequential forward selection (SFS) [54]. The selection yields small,
efficient subsets of features that are lightweight and robust to sensor orientation, while
still providing a very high accuracy value, i.e., above 95 %.

Extracted features are used locally – by the collar tag – to classify the animal activi-
ties using a lightweight classification approach such as the Decision Tree. Summary re-
sults of activity recognition are then sent to a sink node, using a low-cost and long-range
communication link such as a low power wide area network (LPWAN), that has recently
become popular in the internet of things (IoT) paradigm. By doing so, we aim to resolve
the problem of energy consumption and communication constraints.

The approach is evaluated by analyzing a total of 126 features, captured by six 3D
accelerometers and 3D gyroscopes in different orientations on five farm animals. As a
result, the global behavior of multiple individuals can be analyzed by a central server us-
ing an advanced inference approach that utilizes the characteristics which were derived
locally on the tags.

Additionally, we test the subsets of selected features on other classifiers such as neu-
ral network (NN), support vector machine (SVM), linear discriminant analysis (LDA),
and k-nearest neighbors (k-NN). The results show that the average accuracy is at least
80 % for typical activities such as being stationary, walking, eating, running, and trot-
ting. The high performance signifies that even though the features set was optimized
for the decision tree (DT) or naive Bayes (NB) classifiers, the features presented in this
chapter can be reused with other classifiers while maintaining good accuracy.

5.1.3 CHAPTER ORGANIZATION

The rest of the chapter is organized as follows. Firstly, related work is discussed in Sec-
tion 5.2. Secondly, the proposed feature selection methodology is detailed in Section 5.3.
Thirdly, the dataset and pre-processing are described in Section 5.4. Subsequently, the
results of various evaluations are presented in Section 5.5. Finally, conclusions are drawn
in Section 5.6.

5.2 RELATED WORK
In the following two subsections we discuss the related work in feature extraction and
sensor orientation-independent activity recognition, respectively.

5.2.1 FEATURE EXTRACTION AND CLASSIFICATION

Smith et al. [156] studied features in cattle behavior models, using a greedy search to
identify feature subsets that were most effective in classifying activities of steers. The
authors elaborated on this work [157] and classified five general activities of dairy cows.
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By means of an ensemble method, the authors trained multiple binary classifiers for
each activity independently. Embedded feature selection was used to select a subset of
features that produced the best performance for each activity. The orientation of the
sensor attached to the cows was fixed in both studies [156, 157] and the authors did not
consider orientation-dependency.

Real-time activity recognition systems with wearables have been widely studied for
humans, and have a certain overlap with animal activity recognition. Yang et al. [191]
consider only time-domain features and disregard frequency-domain methods such as
FFT and wavelet analysis in order to limit time and processor consumption in their im-
plementation of a real-time activity recognition system. They state that Mean, Root Mean
Square (RMS), and Standard Deviation are the most common and practical time-domain
features to be used for activity recognition. They state that mean offers both the high-
est accuracy and the easiest implementation. By calculating only the mean value of the
accelerometer data, 87.55 % accuracy in the classification of five activities was achieved
using a naive Bayes (NB) classifier. Liang et al. [103] built on this by applying a ’two-step
feature extraction’ method for classifying 11 activities using data from a smartphone’s
onboard tri-axial accelerometer. Although the aforementioned papers describe the ex-
traction of basic features such as mean, standard deviation, and magnitude in order to
reduce the feature dimension, feature selection remains a useful, yet unexplored, issue
to distinguish the most prominent of a large array of features. Zhang et al. [194] inves-
tigate feature selection for human activity recognition, stating that high-quality feature
selection is ’essential’ for the improvement of classification accuracy. They discussed
three methods: Sequential Forward Selection (SFS), Relief-F, and Single Feature Clas-
sification (SFC). SFS, which was found to deliver the best performance, adds features
one by one sequentially, evaluating the accuracy for each sequential combination. This
method is the simplest form of greedy feature selection, which is employed by Marais et
al. [108] to classify sheep behavior, finding the maximum and minimum values for each
axis in a frame as the most important feature out of mean, standard deviation, variance,
skewness, kurtosis, energy, frequency-domain entropy, correlation between axes, and av-
erage signal magnitude. This combination of features is widely used in activity classifi-
cation [11, 13, 109, 135]. Previous approaches either select features by using randomly
selected training and test data from the full dataset [108], providing similar proportions
of each specimen’s data in both the training and the test set by visual or statistical analy-
sis [128], or by comparing various feature combinations found in the literature to reach
the highest performing combination [62, 133]. However, these methods do not aim to
optimize feature sets for robust orientation-independent classification. Lester et al. [100]
address the problem of creating a generic algorithm suited to an individual ’out-of-the-
box’ by training and testing their algorithm on a dataset that contains activity data from a
large and diverse group of individual animals. However, they do not address robustness
of the selected features.

5.2.2 SENSOR-ORIENTATION INDEPENDENT ACTIVITY RECOGNITION

A number of works have reported the effects of various placements of sensors on the
human body [9, 111, 116]. Error in activity recognition due to sensor orientation is of-
ten tackled by ensuring that the device orientation is defined in advance relative to the
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subject’s orientation [20, 174, 186]. Ngo et al. [124] use a tilt-correction method and an
orientation-compensative matching algorithm is applied in order to solve the remain-
ing relative sensor orientation angle between training and test data. Florentino-Liano
et al. [45] transform the measurements from the device’s frame into a fixed frame using
a rotation matrix. However, these approaches require undesirable additional compu-
tational expense. Another solution to this problem is to use orientation-independent
features such as the magnitude of an accelerometer as implemented in [155] and [137].
Fixing a device to an animal’s body in a particular orientation is impractical and ori-
entation compensating techniques are not always efficient. Therefore, we aim to find
features that are orientation-independent and efficient, yielding accurate activity recog-
nition.

5.3 METHODOLOGY
This section details the proposed approach to find orientation-independent features.
During the feature selection process, the data from goat G4 were used because this
dataset contains both the largest quantity of data and the best balance between the ac-
tivities. A graphical representation of the approach is shown in Figure 5.2, wherein each
colored box represents an inner loop in the process. First, we select only 3D-vector fea-
tures since they are theoretically robust to sensor orientation [155]. Second, for each
fold k of the data with selected 3D-vector features, a filter method is applied in order to
suppress the least interesting features. The core of our feature selection is an embedded
method, which selects features through simultaneous feature selection and classifica-
tion [54]. The embedded method comprises a wrapper that uses classification perfor-
mances as criteria to select the most informative features. The classifier is used within
the wrapper as a black box to weight feature subsets based on their recognition perfor-
mance. The embedded method was executed with the Forward Selection scheme for all
10 folds with various maximum feature set sizes denoted by n in the range of {1, . . . ,10}
so that a total of 100 instances of Fk,n were obtained. Finally, the feature selection re-
sults of 10 folds were used to select the most optimal feature set for each size n. The
aforementioned steps are described in more detail in the following subsections.
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Figure 5.2: Embedded feature selection process. Each colored box denotes an inner loop
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5.3.1 FEATURE EXTRACTION

A selection was made consisting of time and frequency-domain features that are typi-
cally used for activity recognition [13, 154, 194]. Although frequency-domain features are
more complex to calculate than time-domain features [43], no features were excluded
because of their higher complexity because this study aims to perform exploratory anal-
ysis and to find those features that are most robust to sensor orientation. Table 5.1 de-
notes the features that were calculated for each window of data. The total number of 126
features is calculated by multiplying the number of derived features with the number of
sensors and axes used in the selection process.

Table 5.1: Features that were calculated for each window of data from all sensors and all their axes

Feature Description Number of features

Maximum Maximum value 6

Minimum Minimum value 6

Mean Average value 6

Standard deviation Measure of dispersion 6

Median Median value 6

25th percentile The value below which 25 % of the observations are found 6

75th percentile The value below which 75 % of the observations are found 6

Mean low pass filtered signal Mean value of DC components 6

Mean rectified high pass filtered signal Mean value of rectified AC components 6

Skewness of the signal The degree of asymmetry of the signal distribution 6

Kurtosis The degree of ’peakedness’ of the signal distribution 6

Zero crossing rate Number of zero crossings per second 6

Principal frequency Frequency component that has the greatest magnitude 6

Spectral energy The sum of the squared discrete FFT component magnitudes 6

Frequency entropy Measure of the distribution of frequency components 6

Frequency magnitudes Magnitude of first six components of FFT analysis 36

Total 126

Our goal is to find orientation-independent features; therefore, a 3D vector was cal-
culated from the sensors’ axes. The orientation-independent magnitude of the 3D vector
is defined as:

M(t ) =
√

sx (t )2 + sy (t )2 + sz (t )2 , (5.1)

where, sx , sy , and sz are the three respective axes of the sensor. M(t ) was calculated
from both the gyroscope and accelerometer data. All data were standardized through
a Z-transformation, obtaining a standard score of each feature value. Standardization
does not affect the performance of decision tree (DT) and naive Bayes (NB) classifiers.
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5.3.2 FILTER: CHI-SQUARED TEST [130]
Since filters are faster than wrapper methods, they can be used as a pre-processing step
to reduce space dimensionality and overcome over-fitting. Moreover, filters can provide
a more generic feature set that is not specifically tuned for a given classifier [54]. To
determine the relevance of each feature concerning the activity label, the Chi-Squared
test [130] was applied to the feature set. The Chi-Squared test is a statistical technique
to determine the independence between features. The test determines if a distribution
of observed frequencies differs from the theoretically expected frequencies [130]. The
Chi-Squared statistic is expressed as

χ2 =
n∑

i=1

(Oi −Ei )2

Ei
(5.2)

, where Oi is the observed frequency and Ei is the expected frequency. A weight was
calculated for each feature, and the 30 % lowest-scoring features were filtered to speed
up the embedded forward selection.

5.3.3 EMBEDDED FORWARD SELECTION

After applying the Chi-Squared filter, the remaining features were used as the input for
the embedded forward selection [54] method. Forward selection starts with an empty
set of features F , retrains, and tests the performance of the classifier with each isolated
feature of the given dataset. Only the feature that gives the highest increase in perfor-
mance is added to the subsequent feature set F . This set is then used as the basis for the
next round of adding features until one of the stopping criteria, detailed in the following
paragraph, was met.

In Chapter 4 we compared the CPU execution times and memory usage of 7 clas-
sifiers. The NB classifier used the least amount of resources in both the training and
inference stage and is a suitable candidate for implementation in a collar tag. The next
classifier with short execution times in both stages was the decision tree (DT). The NN-
based classifier also attained good performance and low resource use in the inference
phase. However, the design space for NN is relatively large, and each design choice can
have a significant effect on the performance. Additionally, the resource usage measure-
ments in Chapter 4 show that the CPU execution time for training a NN was 10000 times
higher than NB. Because the embedded classifier is retrained in each iteration of the al-
gorithm, embedding a NN resulted in very long runtimes. The number of design choices
for NB and DT is much lower, they are trained much faster, and they have low processing
and memory requirements for implementation in a collar. Therefore, we performed for-
ward selection separately twice, first a DT was used within the embedded method and
second a NB classifier, resulting in two feature sets.

In order to investigate the effect of the number of features used, denoted as n, on the
recognition performance, we used a maximum number of features as the first stopping
criterion. By incrementing the maximum number of features from 1 to 10, 10 feature
sets with incremental sizes were obtained for both the DT and NB classifier. The second
stopping criterion was defined as a minimum increase in performance. The iteration
was terminated when the absolute performance did not increase at all, so that the first
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criterion was enforced as much as possible. Three speculative rounds were implemented
in order to avoid getting stuck in local optima.

During the forward selection process, the classifier was trained using merged train-
ing data from all 6 sensors with various orientations. Simultaneously, the classifier
was tested with merged cross-validation data from all 6 sensors. The samples were al-
ways shuffled after merging to prevent bias of the classifier towards a single orienta-
tion. Due to the fact that the classifier was trained with mixed data from all orientations,
orientation-dependent features would not perform well. Therefore, the result of the fea-
ture selection process is a feature set that is robust against sensor-orientation.

The process described above was repeated ten times by using a 10-fold cross-
validation of our sensor datasets, leaving out a test set for each fold. This approach
resulted in 10 feature sets F for both the DT and NB classifiers and for each size n of
F in a range of {1. . .10}. Ultimately, the test sets were only used in order to assess the
performance of the final feature set.

5.3.4 OPTIMAL FEATURE SET SELECTION
Finally, the optimal feature set was selected from the results of the 10 folds. In order to
study the effect of the number of features (size of n) on the classification performance
we selected 10 optimal feature sets incremental in sizes n = {1 . . .10} for both the DT and
NB classifier. The optimal feature set selection algorithm is shown in Algorithm 1. The
embedded selection process resulted in a 3-dimensional binary feature weight map. The
3 dimensions are all features H , feature-set-sizes n, and folds k. For every set-size n in
the binary map F , Algorithm 1 selected the features that were most often selected over
10 folds and included them in the final optimal feature set U opt1...n .

ALGORITHM 1: Optimal feature set selection

Data: F 1. . . H ,1 . . .n,1 . . .k, F is a binary feature weight map for all features H ,
set-sizes n, and folds k

Result: U opt1...n , the optimal feature sets for all sizes n
for n = 1 to 10 do /* where n is the feature set size */

for k = 1 to 10 do /* where k is the fold */
for i = 1 to H do /* where H is the total number of features */

if F i ,n,k then
Si ,n = Si ,n +1; /* count selections for feature i in
feature-set-size n over folds k */

end
end

end
end
for n = 1 to 10 do

sort(S1...H ,n , descending); /* sort the feature scores */
U optn = S1...n,n ; /* pick the n best scoring features */

end
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5.4 DATA DESCRIPTION AND PREPROCESSING
For this research, we used a dataset that comprises motion and orientation data from 3D
accelerometers and 3D gyroscopes. The dataset and collection process are described in
more detail as Dataset 2 in Chapter 3.3. Figure 5.3 shows a 3D sketch of the collar that
was used during data acquisition and the sensor positions with their respective x, y , and
z axis. All efforts were put in to maximize the difference in positions and orientations
between the six sensors for all three x, y , and z axis. Since a sensor node placed on the
left would give similar data to one placed on the right, due to the symmetry, we allocated
sensor nodes on one side of the goat’s neck as much as possible. An identical config-
uration was used for each animal. Table 5.2 shows the amount of data per animal that
was used for this research. The other activities class comprises the activities: fighting,
shaking, climbing-up, climbing-down, rubbing, and food-fight.

Table 5.2: Composition of the dataset per goat. The columns denote the number of 2-second samples and
proportions of data from 6 sensors per (grouped) activity

Name G1 G2 G3 G4 G5

Activity samples fraction samples fraction samples fraction samples fraction samples fraction

Stationary 56584 28.5% 18816 18.8% 40685 35.2% 63172 36.8% 19194 65.2%

Walking 26434 13.3% 18703 18.7% 13581 11.7% 25943 15.1% 6090 20.7%

Trotting 594 0.3% 941 0.9% 710 0.6% 2674 1.6% 870 3.0%

Running 510 0.3% 298 0.3% 316 0.3% 2720 1.6% 690 2.3%

Eating 76655 38.7% 38303 38.2% 46219 40.0% 22710 13.2% 912 3.1%

Other activities 6420 3.2% 3790 3.8% 3016 2.6% 1188 0.7% 222 0.8%

Null 31110 15.7% 19313 19.3% 11161 9.6% 53297 31.0% 1455 4.9%

Total 198307 100164 115688 171704 29433

5.4.1 DATA PARTITIONING FOR TRAINING, VALIDATION, AND TESTING
To prevent information leakage, segments, instead of windows, were divided into train-
ing, cross-validation, and test sets for all sensor orientations. The cross-validation sets
were used during the feature selection process. The test sets were only used at the end
to assess the performance of the final feature set.

K-fold cross-validation [148], also referred to as rotation estimation, ensures that
each data sample has been used at least once as training, cross-validation, and test data.
In each iteration k, we divided the labeled segments into three respective datasets, ro-
tating over the whole dataset. 10-fold cross-validation was used to obtain 10 training,
cross-validation, and test sets. This method divides the data into 80 % training, 10 %
cross-validation, and 10 % test data. Both the feature selection process and performance
assessment were repeated 10 times.

Since some activities may have a long duration, the data among the activities may be
unbalanced, which results in a significant bias for the activity learning and testing phase.
For example, a stationary activity can last either 20 minutes or 5 seconds; if the longer
duration is used as training and the shorter as testing, then the activity stationary might
have a larger ratio of training/testing than other activities. To eliminate this imbalance,
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Figure 5.3: A 3D sketch of the collar with the attached sensor units seen from two angles. The red arrow denotes
the front of the animal. The blue and green axis denote vertical and horizontal axis, respectively. The blue and
red colored faces denote the bottom and top side of the sensor nodes, respectively. The sensor nodes have
been labeled A to F clockwise.

we recursively split each segment into smaller ones until each segment had a maximum
length of 10 seconds. The segments were split before dividing them into training, cross-
validation, and test sets.

The effect of the splitting is shown in Figure 5.4. It can be seen in Figure 5.4a that
the ratios between the 3 sets vary for each activity when the data are not recursively split
to segments with a maximum length of 10 seconds. Figure 5.4b shows the proportions
when the data was split; it can be seen that the ratios are more balanced between the
activities.

After the division of segments into three groups, the segments were further seg-
mented using a fixed-width sliding window to obtain more samples that also have uni-
form lengths. In Chapter 4, we discussed the trade-off between window size and AAR
performance. We showed that a window length of two seconds resulted in satisfactory
AAR performance while retaining sufficient data points. Therefore, we used a window
size of two seconds and a 50 % window overlap. For each window, calculation of the
features described in Section 5.3.1 was performed.

5.5 EVALUATION
In this section, the results of the feature selection are presented, and subsequently, the
orientation-independent activity recognition performance of the DT and NB optimal
feature sets.
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(a) (b)

Figure 5.4: Distribution of data over training, cross-validation, and test sets. (a) No recursive splitting of seg-
ments. (b) Recursive splitting of segments to maximum length of 10 seconds

All classifiers were implemented in RapidMiner [118], and no performance fine-
tuning was performed for any of the classifiers. We used information gain as the splitting
criterion for the DT, with a maximal tree depth of 10 and the application of both prun-
ing and pre-pruning. The NB classifier used Laplace smoothing to prevent the strong
influence of zero probabilities. For the remaining classifiers, we used generic parameter
settings.

5.5.1 EVALUATION OF FEATURE SELECTION
Figure 5.5 shows the selected features when the DT classifier is used within the wrapper.
Each color represents a feature, and the size of the box represents the number of times
that the feature is selected over 10 folds. When a feature is selected less than 10 times
over all 10 folds and feature set sizes n, it is considered to be insignificant and is not
shown in Figures 5.5 and 5.6.

Forward Selection with the DT classifier selects various features over 10 folds when
the size of the feature set is n > 1; this means that the DT classifier is less sensitive to
the variety of features. Figure 5.5 shows that the 6th magnitude in the norm of the ac-
celerometer’s 3D vector is the best-performing feature to use with the DT classifier if a
single feature is used. The optimal feature set comprises the features that are most often
selected over 10 folds and is shown in Table 5.3, in which each column denotes the fea-
ture set with size n. When a box in Figures 5.5 and 5.6 is similar in size to the largest box,
this means that interchanging some of the features in our optimal set (Table 5.3) with
these other high-scoring features in Figures 5.5 and 5.6 will not significantly degrade the
performance. For example, the standard deviation of the accelerometer’s 3D vector per-
forms equally well as the frequency entropy feature. The optimal feature sets were used
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Selected Features with Decision Tree Classifier
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Figure 5.5: Optimal feature sets for each number of features that are included using Decision Tree classifier.
The size of each box denotes the number of times that feature is included in the feature set over 10 folds.
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Selected Features with Naive Bayes Classifier
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Figure 5.6: Optimal feature sets for each number of features that are included using Naive Bayes classifier. The
size of each box denotes the number of times that feature is included in the feature set over 10 folds.



5

100 5 SENSOR ORIENTATION-INDEPENDENT FEATURE SELECTION

Table 5.3: Optimal feature sets for DT and NB classifiers. acc and gyro are abbreviations for ac-
cel_3dvector_norm and gyro_3dvector_norm, respectively

Size(n) 1 2 3 4 5

DT

accel_mag_6 accel_mag_6 accel_mag_6 accel_mag_6 accel_mag_6

accel_std accel_freqEntropy accel_freqEntropy accel_freqEntropy

accel_std accel_std accel_std

accel_twenty_fith_p accel_mag_1

accel_twenty_fith_p

NB

accel_std accel_std accel_std accel_std accel_std

accel_freqEntropy accel_freqEntropy accel_freqEntropy accel_freqEntropy

gyro_twenty_fith_p gyro_twenty_fith_p gyro_twenty_fith_p

accel_median accel_twenty_fith_p

accel_median

to assess the performance per sensor and all sensors combined. These performance re-
sults are presented in Section 5.5.2.

The same feature selection is performed when the NB classifier is used within the
embedded method. The selection results are shown in Figure 5.6. The results show that
NB is more sensitive to the selected features than DT because the same features are se-
lected more consistently over the 10 folds. It is well known that NB is sensitive to irrele-
vant features [63]. Therefore, the embedded approach selects features more consistently
for NB than for DT. The optimal feature set with the NB classifier is shown in Table 5.3.
The gyroscope’s 25th percentile outperforms the accelerometer features with a minor dif-
ference. Thus, the performance will degrade minimally, if any, when the gyroscope is not
used for activity recognition. Figure 5.6 shows that the gyro_twenty_fith_p feature can be
exchanged with either the accel_twenty_fith_p or accel_median.

5.5.2 OPTIMAL FEATURE SET PERFORMANCE
In this section, we present the classification performances when the data were charac-
terized by the feature sets shown in Table 5.3.

5.5.2.1 EVALUATION OF INDIVIDUAL ORIENTATIONS AND POSITIONS

The evaluation presented here aims to investigate the difference in classification perfor-
mance when a single 3D accelerometer is used on a collar at different positions and in
diverse orientations. Moreover, the results presented here not only show the impact of
different feature subset sizes, but they also give an insight into the effect of individual
features in these optimal subsets.

In this evaluation, we used the data from goat G4 because this dataset contains the
most substantial quantity of data as well as the most balanced activities. The perfor-
mance evaluation on the other goats is discussed in Section 5.5.2.4. The performance of
the classifier was assessed with data from each sensor node individually to show that the
selected features are indeed orientation-independent. All sensor nodes simultaneously
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recorded the same number of activities but did so from diverse orientations and posi-
tions, as shown in Figure 5.3. Both DT and NB feature sets were used to characterize the
training and test sets of each sensor’s data. Both the DT and NB classifiers were trained
and tested with data from each individual sensor. The performances of both classifiers,
shown in Figures 5.5 and 5.6, are very high and the variance among the sensors is low.
The minor difference between the sensors’ performances may be explained by the dif-
ferent positions of the sensors. Figure 5.7 shows that position E and C benefited from
the accel_median feature that was included in the subset with 6 features. This feature is
not included in the smaller subset sizes because the feature selection was optimized for
all orientations simultaneously and not for individual position performance. Figure 5.8
shows that the NB classifier selected features that perform more consistently through-
out all positions. Because NB classifiers are known to be very sensitive to the presence
of redundant and irrelevant attributes [19], they typically select more consistent features
that perform well on average for all positions. For both classifiers, sensors C and F are
the best overall performing sensors. These sensors were mostly positioned at the bottom
and top of the goat’s neck, respectively. Thus, the best position on the neck for activity
recognition of goats may be either at the top or bottom of the neck. The difference in per-
formance among various orientations and positions is small (± 2 % with 3 features), and
activity recognition is robust against the rotation of the animal tag around the animal’s
neck.
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Figure 5.7: Performance for each sensor orientation using DT classifier and DT feature set. Error bars denote
standard deviation over 10 folds.
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Figure 5.8: Performance for each sensor orientation using NB classifier and NB feature set. Error bars denote
standard deviation over 10 folds.

5.5.2.2 EVALUATION OF DT AND NB CLASSIFIERS WITH DATA FROM DIFFERENT SENSOR

ORIENTATIONS

The goal of this evaluation is to assess and compare the performance of DT and NB clas-
sifiers which were tested with data from diverse orientations. A single DT and NB classi-
fier were trained with mixed data from all six sensor orientations (A-F) with diverse ori-
entations. The optimal feature sets were used to characterize the mixed training and test
sets. The results are presented in Figure 5.9, which shows that both classifiers are able
to classify activities with high accuracy using just a single feature. Figure 5.9 shows that
the optimal feature subset size is 3 and adding more than 3 features does not increase
the performance of the classifiers. NB performs slightly better than DT for all feature set
sizes.

In order to evaluate the validity of our feature sets, they were compared with
randomly-drawn feature sets, excluding the optimal set. The results are shown in Fig-
ure 5.10. The performances of the random feature set are always lower than the optimal
feature set which shows that our feature sets are indeed optimal. The difference in per-
formance between the optimal and random feature set is larger for the NB classifier. This
is as expected because NB is more sensitive to irrelevant features than DT.

5.5.2.3 ASSESSING THE PERFORMANCE OF THE FEATURES WITH VARIOUS CLASSIFIERS

The aim of this evaluation is to evaluate the performance of various classifiers other than
DT and NB. We used our optimal feature sets to characterize the mixed-orientation ac-
tivity data and assessed the performance of the features and the effect of the subset size
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Figure 5.9: Performance for mixed data set with DT algorithm using DT feature set and NB algorithm using NB
feature set. Error bars denote standard deviation over 10 folds
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Figure 5.10: Performances of optimal feature set and randomly selected feature sets. The mixed data set was
used. Error bars denote standard deviation over 10 folds
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for the following classifiers: i. decision tree (DT), ii. neural network (NN), iii. support
vector machine (SVM), iv. naive Bayes (NB), v. linear discriminant analysis (LDA), and
vi. k-nearest neighbors (k-NN).

Figures 5.11 and 5.12 show the performance of 5 classifiers for different sizes of the
feature sets. The results in Figure 5.11 are obtained with the DT best selected feature sets
and in Figure 5.12 are obtained with the NB best selected feature sets.

The fact that performance increases with the use of more features signifies that the
feature set is not optimal for these classifiers. An optimal feature set can only be found
when feature selection is tuned for that specific classifier. Figures 5.11 and 5.12 show
that the optimal sets perform at least as good on a neural network (NN) than on the
classifiers they were selected with in the embedded method. Figures 5.11 and 5.12 show
that the genericity of both feature sets is very similar except when n = 1. The NB feature
set includes more generic features than the DT feature set (both LDA and SVM perform
better with 2 features because the accel_freqEntropy is included).

The general performance does not significantly increase when more than 3 features
are included. For all the classifiers, except LDA and SVM, the performance is already
93 % with just 1 feature.
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Figure 5.11: Performances of multiple algorithms using the mixed data set and DT feature set. Error bars
denote standard deviation over 10 folds

5.5.2.4 EVALUATION OF FEATURE SETS ON UNSEEN GOATS

The aim of this evaluation is to assess the genericness of the feature sets to other goats.
We evaluate the performance of the optimal feature sets on the data from goats that were
not used in the feature selection process.
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Figure 5.12: Performances of multiple algorithms using the mixed data set and NB feature set. Error bars
denote standard deviation over 10 folds
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Figure 5.13: Average performances of multiple algorithms with DT and NB feature feature sets. Error bars
denote standard deviation over 6 algorithms
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The optimal feature sets were tested on 4 other goats that wore the collar. The opti-
mal feature sets were also tested with unseen data of the goat that were used for our fea-
ture selection. The activities of each goat were recorded concurrently from 6 positions in
various orientations, as shown in Figure 5.3. For each animal, the classifiers were trained
and tested with data from that animal, using the optimal feature sets. Training and test-
ing a classifier with data from various individuals would be possible through methods
such as leave-one-subject-out cross-validation. However, such an assessment brings up
a range of issues, such as sensitivity to personal traits, and was addressed in Chapter 4.
Here, we focus on orientation independence, specifically.

The performance of the DT and NB classifiers can be seen in Figures 5.14 and 5.15,
respectively. Because the data from G4 was used for the feature selection process, the
features are most optimal for this animal. G5 is physically most similar to G4 and Fig-
ure 5.14 shows that the performance of G5 is even a little higher than G4. Table 3.7 shows
that the eating activity is better balanced for G5 and has a 6 % higher accuracy (shown
in Table 5.9). The difference in accuracy for the eating activity of G5 explains the overall,
although minor, higher performance for G5. G1, G2, and G3 are all three goats from a
different family. They are smaller, have shorter legs, and do not trot and run as much as
the more wild goats. We believe these physical differences to be the main reason of the
drop in performance for goats G1, G2, and G3. However, the accuracy of activity recog-
nition of these goats is still above 89 % while the classifiers’ parameters and data were
not tuned or optimized for multiple subjects. The results in Figures 5.14 and 5.15 show
that the NB subset was able to find an optimal set for all animals with 3 features as the
performance does not significantly increase with more features. Figure 5.14 shows that
with the DT subset the performance of goat G1 and G2 increased with 3 % at n = 8. The
gyro_3dvector_norm_median feature was included at n = 8. As we discussed in Chap-
ter 2, a gyroscope consumes up to 100 times more energy than an accelerometer. How-
ever, the performance results of the other goats show that using a gyroscope is not nec-
essary if the classifier is correctly tuned for a given or multiple individuals. Power con-
sumption and other considerations for real-time implementation are further discussed
in Section 5.5.2.5.

We further evaluate the performance of 6 classifiers with test-data from all 5 goats.
The classifiers were evaluated with the optimal feature subsets selected by DT and NB.
Figures 5.16 and 5.17 show that the relative differences in performance is similar for all
goats. The best overall performance was obtained with data from G4 because the feature
sets were selected with cross-validation data from this animal. For all the goats other
than G4 the classifier that was used during feature selection performed the best, closely
followed by the NN classifier. The results show that the NN classifier generalizes well
over multiple animals. The highest overall accuracy for all classifiers and animals was
obtained with the NB feature set.

In the following, we discuss the confusion matrices for the two best performing AAR
scenarios of G4 and G5. The results were obtained through classification with the DT
classifier using the DT selected optimal features, and the NB classifier using the NB op-
timal selected features. The confusion matrices of the DT and NB classifiers for goat G4
are shown in Tables 5.4 and 5.5, respectively. The AAR performances in terms of accu-
racy, recall, precision, and F1 scoring are presented in Table 5.6. The confusion matrices
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Figure 5.14: Performances of DT classifier using the mixed data set of 5 different goats and DT feature set. Data
from goat G4 was used exclusively during the feature selection process
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Figure 5.15: Performances of NB classifier using the mixed data set of 5 different goats and NB feature set. Data
from goat G4 was used exclusively during the feature selection process
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Figure 5.16: Performances of multiple algorithms using the mixed data set of 5 different goats using 3 features
from the DT feature set
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Figure 5.17: Performances of multiple algorithms using the mixed data set of 5 different goats using 3 features
from the NB feature set
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for goat G5 are shown in Tables 5.7 and 5.8. The AAR performances for G5 are shown
per activity in Table 5.9. The optimal feature sets with n = 3 were used to characterize
the data. The values in the confusion matrices are summed up over 10 folds. The num-
bers in Tables 5.4, 5.5, 5.7, and 5.8 express the number of test data points that have been
classified as that activity. Each data point represents a 2-second window of raw sensor
input data. The sum of each column denotes the total number of true data points for
that activity over 10 folds.

The results in Table 5.6 show that both classifiers perform similar with average accu-
racies of 93.90 % and 94.78 %, respectively. For both goats there is no overall significant
difference in performance between the two classifiers other than NB performing slightly
better (0.8 % higher F1 score). The DT outperforms NB for the activities walking, eating,
and trotting, as is reflected in the higher F1 score. For the activity eating DT has a higher
recall and lower precision than NB; this means that more data points of this activity were
recognized by the DT, but the ratio of correctly classified data points was higher with NB.

Because the classifiers’ performances are very similar for both goats, in the follow-
ing we combine the evaluation of individual activities. Overall, all activities are well de-
tected, except for the other activities activity. The activities stationary and walking have
the best F1 scores and are well detected and distinguished from other activities. It can be
seen from Tables 5.4 and 5.5 that trotting is mostly confused with running and vice versa.
The confusion is as expected because these two activities are similar, and distinguishing
them is often very difficult during labeling because the animal is often rapidly changing
from trotting to running and vice versa. The activities stationary, walking, and eating are
mostly confused with each other. This can be explained by the fact that the goat often
performs these activities simultaneously; e.g., during eating the goat can be stationary
while chewing, and often is walking while eating. The activities in the other activities ac-
tivity are mostly classified as either trotting (G4) or walking (G5). Tables 5.6 and 5.9 both
show that the NB classifier discriminates other activities activity data points better than
DT. Improved discrimination between the activities can be achieved with more tuning
of the classifiers and is outside the scope of this research.

Table 5.4: Confusion matrix of DT classifier using 3 features for goat G4. The values are summed up over 10
folds.

Predict \ True True Stationary True Walking True Eating True Running True Trotting True Other Activities

Predict Stationary 93807 22 5471 0 0 0

Predict Walking 372 50773 914 22 187 654

Predict Eating 32028 876 39000 0 0 7

Predict Running 0 0 0 4622 463 292

Predict Trotting 0 158 0 794 4684 891

Predict Other Activities 0 5 0 0 8 6

5.5.2.5 CONSIDERATIONS FOR REAL-TIME ACTIVITY RECOGNITION ON A COLLAR TAG

Executing activity recognition in real-time (while performing the activities) and locally
(on the collar tag) supports numerous applications. Local processing faces the chal-
lenge of limited energy supply, processing power, and transmission bandwidth on collar
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Table 5.5: Confusion matrix of NB classifier using 3 features for goat G4. The values are summed up over 10
folds.

Predict \ True True Stationary True Walking True Eating True Running True Trotting True Other Activities

Predict Stationary 113204 24 17792 0 0 0

Predict Walking 401 50038 1143 18 101 564

Predict Eating 12581 630 26404 0 0 0

Predict Running 0 0 0 4814 599 132

Predict Trotting 0 899 0 447 4500 1039

Predict Other Activities 21 243 46 159 143 115

Table 5.6: Performance of both DT and NB classifiers for goat G4

Classifier Stationary Walking Eating Running Trotting Other Activities Average Performance

Accuracy
DT 83.95% 98.64% 83.35% 99.33% 98.94% 99.21% 93.90%

NB 86.94% 98.30% 86.36% 99.43% 98.63% 99.01% 94.78%

Recall
DT 74.33% 97.95% 85.93% 84.99% 87.68% 0.32% 71.87%

NB 89.70% 96.54% 58.18% 88.53% 84.22% 6.22% 70.56%

Precision
DT 94.47% 95.94% 54.23% 85.96% 71.76% 31.58% 72.32%

NB 86.40% 95.74% 66.65% 86.82% 65.36% 15.82% 69.46%

F1
DT 83.20% 96.94% 66.50% 85.47% 78.93% 0.64% 68.61%

NB 88.02% 96.14% 62.13% 87.66% 73.60% 8.93% 69.41%

Table 5.7: Confusion matrix of DT classifier using 3 features for goat G5. The values are summed up over 10
folds.

Predict \ True True Stationary True Walking True Eating True Running True Trotting True Other Activities

Predict Stationary 41528 1 2733 0 0 0

Predict Walking 149 21920 898 12 72 3571

Predict Eating 6870 693 20445 0 0 341

Predict Running 0 3 0 1923 595 401

Predict Trotting 0 181 0 723 2113 410

Predict Other Activities 1 26 5 0 21 17

tags. However, local activity recognition will significantly prolong the battery life be-
cause large amounts of data do not have to be transmitted, which typically consumes
more energy than local data processing. Moreover, online activity recognition enables
the collar tag to efficiently adapt its resource usage to a situation (e.g. the device can
sleep when an animal is sedentary). A long lifetime and smaller size of a monitoring col-
lar require an activity recognition system with minimal complexity. Three components
that contribute to the energy consumption of an activity recognition system are: (i.) the
quantity and type of sensors that are utilized, (ii.) the complexity of the classifier’s infer-
ence phase, and (iii.) the complexity and quantity of the features. In the following we will
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Table 5.8: Confusion matrix of NB classifier using 3 features for goat G5. The values are summed up over 10
folds.

Predict \ True True Stationary True Walking True Eating True Running True Trotting True Other Activities

Predict Stationary 42490 28 3329 0 0 40

Predict Walking 143 21596 915 10 28 3462

Predict Eating 5909 770 19780 0 0 236

Predict Running 0 0 0 1852 424 217

Predict Trotting 0 332 0 572 2133 656

Predict Other Activities 6 98 57 224 216 129

Table 5.9: Performance of both DT and NB classifiers for goat G5

Classifier Stationary Walking Eating Running Trotting Other Activities Average Performance

Accuracy
DT 90.77% 94.69% 89.08% 98.36% 98.11% 95.48% 94.41%

NB 91.05% 94.52% 89.38% 98.63% 97.89% 95.07% 94.42%

Recall
DT 85.54% 96.04% 84.90% 72.35% 75.44% 0.36% 69.10%

NB 87.52% 94.62% 82.14% 69.68% 76.15% 2.72% 68.81%

Precision
DT 93.82% 82.34% 72.12% 65.81% 61.66% 24.29% 66.67%

NB 92.60% 82.57% 74.10% 74.29% 57.76% 17.67% 66.50%

F1
DT 89.49% 88.66% 77.99% 68.92% 67.85% 0.71% 65.60%

NB 89.99% 88.19% 77.91% 71.91% 65.69% 4.72% 66.40%

discuss these three components.
Gyroscopes continuously vibrate at a certain frequency in order to measure the an-

gular velocity [176]. Thus, they consume up to 100 times more energy than other sen-
sors [104] and it is better to not use this sensor. The results in Tables 5.3 show that the
optimal DT subset does not include any gyroscope features and the NB selects only one
gyroscope-dependent feature, which can be swapped out for an accelerometer feature
with a minor drop in performance. Therefore, simple and orientation-independent ac-
tivity recognition can be done without using a power-hungry gyroscope sensor.

During runtime, a classifier infers each new window of data. With a window size
of 2 seconds and 50 % overlap there will be a new data point every second. For each
data point, the CPU and memory are engaged in order to calculate the features and
classify the data point; thus, minimizing the complexity of these steps will save large
amounts of energy over longer runtime periods. The results in this section have shown
that lightweight classifiers, such as Decision Tree and Naive Bayes, can obtain good per-
formance when tested with data from diverse orientations. The monitoring system is
more energy efficient with a lower quantity and complexity of features. Previous works
on HAR [45, 124] have tried to obtain orientation independence through transformations
of the input data. However, this requires a significant amount of additional computation
for every window of data [154]. Therefore, we propose to use only a few orientation-
independent features that have low complexity.
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There are two main types of features: time and frequency-domain features. Figo et
al. [43] performed an extensive complexity analysis of features that are commonly used.
Time domain features require less computational resources than frequency domain fea-
tures. The results in Figures 5.16 and 5.17 show that most classifiers considered here
have good performance with only a single feature. Figure 5.13 shows that using more
than 3 features does generally not improve the performance of the classifiers. The opti-
mal sets with 3 features do contain frequency domain features (frequency entropy and 6th

magnitude of FFT). When energy efficiency is more important than accuracy, time do-
main features should be preferred, which results in a small drop in accuracy. Figure 5.17
shows that classifiers with a lightweight inference phase (NB, DT, and NN) obtain high
accuracy (>92 %) using only the accelerometer 3D vector standard deviation, which is a
time domain feature with low complexity [43].

Because we use 2-second observation windows with 50 % overlap, the delay of an
actual implementation would therefore be 1 second plus the required time for classifi-
cation. The classification time varies for different classifiers and can, in theory, be done
in milliseconds. Therefore, the total delay for the activity to be recognized in real time
is more or less 1 second. However, transmitting an update to a central location would
be quite expensive in terms of energy. Therefore, we propose to aggregate a log file with
change points and transmit the information each time period T , or use conditional rules
regarding the local context (e.g. transmit log file when τ > K , where τ denotes the total
duration of activity α within a time period U , and K denotes a maximum duration).

5.6 CONCLUSIONS
We have shown that it is possible to obtain optimal orientation-independent features
by training a classifier with mixed data from various orientations. Accurate activity
recognition is achieved using just one feature and can be slightly improved by using
up to 3 features selected by the decision tree (DT) and naive Bayes (NB) classifiers.
Using a larger feature set does not improve the performance. The best scoring fea-
tures are: accel_3dvector_std, accel_3dvector_norm_mag_6, accel_3dvector_freqEntropy,
and gyro_3dvector_twenty_fith_p; this is a promising list because most features are
accelerometer-dependent, which is a low-power sensor. With a minor drop in the accu-
racy, the frequency-domain features can be swapped out for time-domain features. Our
results have shown that the accelerometer is the best sensor to use for activity recogni-
tion. A gyroscope will not significantly contribute to performance and consumes more
energy than accelerometers. The optimal feature sets that have been revealed in this
chapter are orientation-independent, consist of mostly time-domain features, and are
used with simple classifiers; these properties support real-time, energy-efficient, and ro-
bust activity recognition for animals.

NB slightly outperforms DT in feature selection and the feature set selected by NB
generalizes a little better over other classifiers. Our results indicate that the best position
for AAR, on the neck of a goat, is at the top or bottom of the neck.

We have shown that the distribution of data between training, cross-validation, and
test sets is more balanced when long segments of activities are recursively broken up
into shorter segments. This method maintains the original balance ratios of activities in
all train and validation sets.
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We argue that the activity of an animal is accurately recognized by placing only an
accelerometer and a simple processing unit around its neck – in any orientation or posi-
tion – with a NB classifier that only requires one feature, the standard deviation of M(t )
(5.1), over a 2-second window of data. When using a classifier other than DT or NB, our
approach can be repeated to select an optimal feature set for that classifier.





6
FACTORS THAT INFLUENCE ANIMAL

ACTIVITY RECOGNITION

PERFORMANCE

Up to this point, we have discussed generic activity recognition and ori-
entation independence using various classifiers. Besides the sensitivity to
individual traits and sensor-orientation, there are essential factors of the
AAR process that influence the performance of AAR classifiers. Therefore,
we evaluate the impact of factors that are often used differently. We com-
pare the performance of 7 classifiers by training and evaluating them with
motion data from horses using supervised machine learning techniques.
Firstly, we evaluate the effect of the feature types to investigate the trade-
off between feature complexity and performance. We compare the perfor-
mance utilizing only time-domain features, frequency-domain features, and
the orientation-independent set from Chapter 5. Secondly, we investigate
the effect of the evaluation partitioning method by comparing leave-one-
subject-out cross-validation with k-fold cross-validation. Finally, we inves-
tigate the effect of hyperparameter tuning by training the classifiers with and
without hyperparameter tuning.
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6.1 INTRODUCTION
Various factors impact the performance of animal activity recognition (AAR). In Chap-
ter 2, we introduced the steps of the AAR pipeline. In the previous chapters, we discussed
the first steps of the pipeline: data acquisition, preprocessing and segmenting, and fea-
ture selection. In this chapter, we investigate the impact of factors in the feature ex-
traction, training, and evaluation steps of AAR using supervised machine learning (ML)
techniques.

In Chapter 2, we showed that related work used a variety of settings for several fac-
tors. The analysis presented in this chapter is motivated by the fact that it is not clear
to what extent each factor may impact the AAR performance. It can be challenging to
compare related work when they use different settings for these factors without explain-
ing their impact. For example, a labeled dataset has to be partitioned into multiple sets
to evaluate machine learning methods. Table 2.1 shows that the surveyed works use
three different methods to partition the labeled data into train and test sets. Hyperpa-
rameters are parameters that are given a value before the training process. Most clas-
sifiers have multiple hyperparameters, and finding the right combination of values that
give the best performance can be challenging. Some related works used hyperparam-
eter tuning [51, 121] while most others did not. When factors such as the partitioning
method or hyperparameter tuning have a significant effect on the performance results,
it becomes problematic to compare related works in AAR. Therefore, we evaluate the
following factors that potentially have a significant effect on the AAR performance: the
type and number of features, data partitioning methods, and hyperparameter tuning.
Because the impact of each factor may be dependent on the classifier type, we evaluate
the effect of each factor for 7 classifiers.

6.1.1 TYPE AND NUMBER OF FEATURES
Feature extraction is an essential step in the AAR pipeline. Using a large amount of irrel-
evant and redundant features may degrade the performance of the classifiers. In Chap-
ter 5, we utilized an embedded forward selection scheme to select features that are in-
sensitive to the orientation using motion data from goats. Our results showed that for
some goats using more than 3 features did not significantly improve the performance,
and in some cases, the performance degraded (especially with the naive Bayes (NB) clas-
sifier, shown in Figure 5.17). We also showed that the subset that was selected general-
ized over other subjects that were not used for the feature selection process. Although
we assessed the genericity of the feature set to other subjects within the goat species
(Caprinae), we did not verify the set on another species. To validate the feature subset
from Chapter 5 on a different species, we use the selected subset of features from the
accelerometer to classify the activities on data from the horses. The sensor devices that
were used for the goat and sheep dataset were different than those used for the horse
dataset. Horses are much larger than goats, but the differences between the gaits might
be similar between the two species. Therefore, we assume that the feature set that gen-
eralized well over multiple goats might also perform well on the horses.

Furthermore, as we discussed in Chapter 1, one of the major challenges in online
AAR is power consumption. One part of the solution is to minimize the computational
complexity of the AAR system components so that energy is saved. It is important for ap-
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plications that use online AAR to keep the required computational and memory load low
due to limited battery power. Energy consumption is reduced by using simpler features
that are computationally less expensive and require little memory. Some of the features
in the orientation-independent set are frequency domain features. Here, we compare
the AAR performance when using only time-domain or feature-domain features to show
the trade-off between feature complexity and AAR performance in AAR of horses. We
evaluate the performance of the classifiers in three scenarios: using all 20 features, only
time-domain features, and only frequency domain features.

6.1.2 DATA PARTITIONING METHODS

A labeled dataset has to be partitioned into multiple sets to evaluate machine learning
methods. The labeled dataset must be partitioned into training, tuning (also referred
to as cross-validation), and test (also referred to as holdout) sets. The training data is
used to train a model, the tuning set is used to tune the model-hyperparameters, and
subsequently, the test set is used to evaluate the performance of the model. Three con-
ventional methods to partition the data are holdout, k-fold cross-validation, and leave-
n-subject-out cross-validation. When the holdout method is used, the data points are
shuffled and randomly sampled with a relatively large ratio for the training set (e.g.,
60 %), and smaller ratio for the tune (e.g., 20 %) and test sets (e.g., 20 %). This holdout
can be repeated k times; however, k is often set to 1. Holdout can be used when the
dataset is large, or the training time of a model is very long. However, the dataset is not
optimally used with this method because each data point is only considered k times, and
the variability of the whole dataset is not optimally assessed. A different composition of
the datasets may lead to different performance results. A more elaborate partitioning
method is k-fold cross validation [148] (also referred to as rotation estimation), which
ensures that each data point has been used at least once as training, cross-validation,
and test data. However, data from all subjects is mixed in both training and testing data,
which can cause a bias of the trained model to the subjects present in the training set.
Leave-n-subject-out cross-validation aims to overcome the bias by partitioning all data
from n subjects as the test (holdout) set. The remaining data of the other subjects is used
for training and tuning, and the tuning can be partitioned using the leave-n-subject-out
or k-fold cross-fold validation.

The generalization to unseen subjects in the population is essential for most AAR
related studies, especially when a system must be deployed on animals for online AAR.
In Chapter 2, we surveyed the state of the art and showed that most studies use either
a holdout partitioning method or k-fold cross-validation. Only a few surveyed studies
used leave-one-subject-out cross-validation. Often, the reason was not mentioned, or
there was not a sufficient amount of labeled data from multiple subjects for all activities
to use leave-one-subject-out validation.

6.1.3 HYPERPARAMETER TUNING

Hyperparameters are parameters that are given a value before the training process. Most
classifiers have multiple hyperparameters. Finding the right combination of values that
give the best performance can be challenging. Hyperparameter tuning aims to auto-
matically discover a set of parameter settings that yield the best performance. Four
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commonly used hyperparameter tuning algorithms are: (i) Manual search [59], (ii) Grid
search [96], (iii) Random search [18] and, (iv) Bayesian optimization [160].

Hyperparameter tuning can be a time-consuming process and is generally a trade-off
between the amount of available development time and the required performance of the
classifier. The manual search method entails the practitioner choosing the hyperparam-
eters from either common knowledge or a process of trial and error. Grid search com-
bines all combinations of parameter settings from a predefined range of values for each
hyperparameter. Random search selects random values within a given range for each
hyperparameter. Bayesian optimization is less exhaustive but does not require the ex-
ploration of the entire hyperparameter space and requires less computational resources.
Although grid and random searches are more exhaustive and may yield higher AAR per-
formances, they take a long time to complete. Because we compare many classifiers, we
use Bayesian optimization. To evaluate the effect of hyperparameter tuning on the AAR
performance, we evaluated all classifiers in two scenarios: (i) using default hyperparam-
eter settings and (ii) using Bayesian optimization as hyperparameter tuning.

6.1.4 CHAPTER ORGANIZATION

The rest of this chapter is organized as follows. In the following section, we discuss the
methodology of this chapter. Subsequently, we discuss the results of the various experi-
ments in Section 6.3. Finally, we conclude this chapter in Section 6.4.

6.2 METHODOLOGY

All experiments were executed using Matlab [113]. To investigate the impact of the fac-
tors, we repeatedly performed AAR in several experiment scenarios. In each scenario, we
varied a different factor that impacts the performance while we fixed the settings of other
factors. The fixed settings were chosen to provide the most objective results. Therefore,
when not investigating these factors specifically, we used hyperparameter tuning and
leave-one-subject-out cross-validation by default. We did not explore the whole space
of combinations of settings because that would be intractable.

We classified activities of horses, using motion data that was derived from inertial
measurement units (IMUs) that were attached around the neck in an orientation that
was not strictly fixed. Each experiment scenario was repeated for 7 classifiers. In each
scenario, we separated identical type and number of activities for the horses and used
the same preprocessing steps. Although they may be performed differently, the classified
activity types are commonly performed by sheep, goats, and horses. To be consistent
with the analysis that was performed with the goat and sheep datasets in Chapters 4
and 5, we used the same set of classifiers and activity types in this chapter. The results
were aggregated in a database and are discussed in Section 6.3.

In the following subsection, we discuss how we used the horse data. Subsequently,
we briefly describe the classifiers and the parameters that were tuned during hyperpa-
rameter tuning in Section 6.2.2.
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6.2.1 DATASET AND PREPROCESSING

We used data from 6 horses and 5 activities. Figure 6.1 shows two subjects in a pasture
during the data collection. The sensors were attached around the neck of the horses in an
orientation that was not fixed. The used dataset and its collection process are described
in more detail in Chapter 3.

Figure 6.1: Two subjects during the outdoor collection process

The activities that were classified are listed in Table 6.1. The composition of the used
data is shown in Table 6.2. Because the horses were being ridden, this dataset is more
balanced over the different gait types than the goat dataset. During the experiments, we
did not balance the datasets.

Table 6.1: Classified horse activities

Activity Description

Standing Horse standing on 4 legs, no movement of head, standing still

Walking The horse puts each foot down one at a time. Walking with and without rider
on back.

Trotting One front foot and its opposite hind foot come down at the same time, making
a two-beat rhythm. Trotting at different speeds but always 2 beat gait. With and
without rider on back.

Galloping One hind leg strikes the ground first, and then the other hind leg and one fore-
leg come down together, finally the other foreleg strikes the ground. This move-
ment creates a three-beat rhythm. With and without rider on back.

Eating Head down in the grass, eating and slowly moving to get to new grass spots or
head is up, chewing and eating food, usually eating hay or long grass.

Because the gyroscope consumes more energy and did not contribute significantly
to the AAR performance in Chapter 5, we do not use features from the gyroscope. We
used only the magnitude of the 3D vector (`2-norm) of the accelerometer because it is
orientation-independent and energy efficient [79]. We used 20 summary statistics that
are commonly used for activity recognition (AR) [79] to describe the data. The features
are shown in Table 6.3. Each segment of activity data was separated into windows with a
window size of 2 seconds, and 50 % overlap. Most classifiers perform better with scaled
data [4]. Therefore, we scaled the data through a Z-transformation, obtaining a standard
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Table 6.2: Composition of the horse dataset. Number of 2-second samples per subject

Subject
1 2 3 4 5 6

Total

Activity samples fraction

Standing 1750 1186 1244 347 341 245 5113 6%

Walking 11055 9642 5538 5239 4294 1677 37445 43%

Trotting 6423 7038 3402 3559 2673 1981 25076 29%

Galloping 1043 696 714 835 323 328 3939 4%

Eating 4331 5063 1951 1091 2496 1116 16048 18%

Total 24602 23625 12849 11071 10127 5347 87621

Balance score 0,83 0,81 0,86 0,78 0,8 0,85 0,83

score with zero-mean and unit variance. The standard score is calculated as:

x ′ = x − x̄

σ
(6.1)

, where x is the training data, x̄ = mean(x) is the mean of the training set, and σ is its
standard deviation. Data in the test set was not used to calculate the mean and standard
deviation.
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Table 6.3: Summary statistics that were calculated for each window of data

Domain Feature Description

T
im

e

Maximum Maximum value

Minimum Minimum value

Mean Average value

Standard deviation Measure of dispersion

Median Median value

25th percentile The value below which 25 % of the observations are found

75th percentile The value below which 75 % of the observations are found

Mean low pass filtered signal Mean value of DC components

Mean rectified high pass filtered signal Mean value of rectified AC components

Skewness of the signal The degree of asymmetry of the signal distribution

Kurtosis The degree of ’peakedness’ of the signal distribution

Fr
eq

u
en

cy

Principal frequency Frequency component that has the greatest magnitude

Spectral energy The sum of the squared discrete FFT component magnitudes

Frequency entropy Measure of the distribution of frequency components

Frequency magnitudes Magnitude of first six components of FFT analysis

6.2.2 CLASSIFIERS
The hyperparameters that were tuned were similar to those described in Section 4.4.2,
and we used default values where possible. The most common hyperparameters of all
classifiers were tuned using Bayesian optimization. We implemented the following clas-
sifiers:

Deep neural network (DNN) The deep neural network (DNN) consists of several fully
connected layers. Each layer contains 50 rectifier (ReLu) activations. The number
of layers to be optimized is set in a range of 1 to 15 layers, as most DNN architec-
tures have several layers below 15.

Decision tree (DT) A decision tree consists of branches and leaves which are navigated
depending on feature values [86]. The minimum number of leaf node observations
was tuned.

K-nearest neighbors (k-NN) k-nearest neighbors (k-NN) determines the class of a fea-
ture vector based on the majority vote of the values of the k-nearest neighbors in
the example set. The measure of distance was Euclidean space, and the value of k
was varied between 1 and 100.

Linear discriminant analysis (LDA) LDA [86] aims to discover the combination of fea-
tures which best distinguish classes. The amount of regularization (gamma) and
the "linear coefficient threshold (delta) were tuned.

Naive Bayes (NB) Naive Bayes uses Bayes theorem to build a model that determines the
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probabilities of each outcome [86]. The data distribution and Kernel smoothing
window width were tuned.

Neural network (NN) We implemented a feed-forward neural network that maps input
data to output classes using several hidden layers [86]. In this case, the activation
function used was sigmoidal. One hidden layer was used. The default number of
neurons in the hidden layer was defined by:

ψ= γ+ρ
2

+1, (6.2)

where ψ is the amount of neurons in a layer, γ the number of features, and ρ the
number of classes. During hyperparameter tuning, we varied the number of neu-
rons.

Support vector machine (SVM) A LibSVM C-SVC [86] model was used with a Gaussian
radial basis function kernel throughout. The hyperparameters C and gamma were
tuned.

6.3 EVALUATION
Unless otherwise noted in a specific experiment, we used leave-one-subject-out cross-
validation and hyperparameter tuning for all the experiments by default. For all results
we report the F1 (%) and Accuracy (%) performances.

6.3.1 EFFECT OF FEATURE SELECTION

To validate the feature subset from Chapter 5 on a different species, we used
the selected subset of features from the accelerometer to classify the activi-
ties on data from the horses. We used the following three summary statis-
tics accel_3d_vector_norm_freqEntropy, accel_3d_vector_norm_std, and ac-
cel_3d_vector_norm_median. The F1 and accuracy performances are shown in Fig-
ures 6.2a and 6.2b, respectively.

(a) (b)

Figure 6.2: Impact of the feature selection on the performance of 7 activity recognition classifiers in terms of
(a) F1 and (b) Accuracy
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The results show that the feature-subset yields sufficient AAR performance on
horses. Moreover, the subset of features performs better than using all features with
an average 2.52 % increase in F1 performance. The decision tree (DT), linear discrim-
inant analysis (LDA), and neural network (NN) show a slight improvement in terms of
genericity (lower standard deviation) when using the subset. Therefore, using a subset
of features is not only more energy-efficient, but also improves the performance, and in
some cases, the genericity performances of the classifier. Although the feature set from
Chapter 5 generalizes well to horses, higher performance may be obtained when the
framework from Chapter 5 is used for the horse data.

6.3.2 EFFECT OF TIME AND FREQUENCY DOMAIN FEATURES

To be able to show the performance versus energy usage trade-off, we evaluated the clas-
sifiers’ performance in three scenarios: using all 20 features, only time-domain features,
and only frequency domain features. The features are shown in Table 6.3. The F1 and
accuracy performances are shown in Figures 6.3a and 6.3b, respectively.

(a) (b)

Figure 6.3: Comparison between the impact of frequency and time domain features on the performance of 7
activity recognition classifiers in terms of (a) F1 and (b) Accuracy

The results show that some classifiers are more sensitive to frequency-domain fea-
tures than others. When we used only the frequency-domain features, the performance
was higher for 5 out of 7 classifiers compared to using all the features. On average,
frequency-domain features increased F1 performance with 2.43 %, ranging from −3 %
(LDA) to 4.94 % (DT). Thus, the trade-off between complexity and performance is dif-
ferent for each classifier, but overall most classifiers did yield higher performance using
frequency features. Except for the LDA, it is better to use only frequency-domain fea-
tures than all features. Except for the support vector machine (SVM), using only time-
domain features results in the same performance as using all features, which on average
less than using only frequency domain features. The F1 performance difference between
time-domain and frequency-domain features was 0.76 % for the NB classifier. Thus, the
NB classifier was indifferent to the type of features. The standard deviation is similar
between all scenarios, which shows that the genericity performance of the classifiers did
not improve when using frequency-domain features, except for LDA.

The results in Figure 6.3 indicate that, for this particular set of activities in horse data,
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the frequency features contain more information than time-domain features. Because
the number of time-domain features was 11 and frequency-domain features were 4, the
difference in dimensionality between the two feature sets may have an impact on the
result. In future work, the analysis can be improved by repeating the experiment using
subsets of time-domain features and calculating the average performance.

6.3.3 EFFECT OF THE DATA PARTITIONING METHOD

To investigate the impact of the evaluation method on various classifiers, we trained and
tested the classifiers with both the mixed k-fold cross-validation and leave-one-subject
out method. We set k to 5 because this yielded a satisfactory proportion of training,
tuning, and testing data. The F1 and accuracy performances are shown in Figures 6.4a
and 6.4b, respectively.

(a) (b)

Figure 6.4: Impact of the partitioning method on the performance of 7 activity recognition classifiers in terms
of (a) F1 and (b) Accuracy. The error bars denote the standard deviation over multiple folds.

The difference in performance between the two methods is the largest for DT, k-NN,
and NB. It can be seen that for all classifiers, the performance is higher with the mixed
k-fold cross-validation method. On average, the F1 performance was 2.23 % higher for
the k-fold cross-validation method. The standard deviation for the k-fold validation is
significantly lower, indicating that the performance is consistent over the folds. This
can be explained by the fact that in each fold, data from all subjects is present in both
train and test sets. The leave-one-subject-out method shows a higher standard devia-
tion in the results. With this method, the data from one subject was left out in each fold.
Therefore, the degree of standard deviation reflects the bias of the trained classifier to-
wards the subjects in the training data. Using k-fold cross-validation does not capture
the genericity performance of the classifiers. This means that the classifier performance
is over-optimistic when k-fold cross-validation is used. In a practical scenario where an
AAR classifier is used on unseen animals from outside the training data, the performance
is reflected more precisely using leave-one-subject-out validation. To improve the eval-
uation of the generic property of the classifier to unseen data from subjects that were not
in the training data, all data from one or more subjects should be left out of the training
set. However, this is often difficult due to limited labeled data availability.
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6.3.4 EFFECT OF HYPERPARAMETER TUNING

To investigate the effect of hyperparameter tuning, we evaluated all classifiers with both
default and tuned hyperparameter settings, as described in Section 6.2.2. Because we
compared many classifiers, we used Bayesian optimization since this method does not
evaluate the whole parameter space and is faster. As such, the results presented here
are not exhaustive because the optimization is prone to local minima in the parameter
space. We used the auto-tuning functionality embedded in Matlab as much as possible.
The F1 and accuracy performances are shown in Figures 6.5a and 6.5b, respectively.

(a) (b)

Figure 6.5: Impact of hyperparameter optimization on the performance of 7 activity recognition classifiers
in terms of (a) F1 and (b) Accuracy. The error bars denote the standard deviation over multiple leave-one-
subject-out folds.

Overall, the results show that hyperparameter tuning did increase the performance
of most classifiers with an average of 1.6 %. For the LDA, and NN, and SVM classifiers
the improvements were 0.07 %, 0.43 %, and 0.44 %, respectively. These improvements
are small and can be explained by the type of parameters that were tuned or the default
value for those parameters that were used in our comparison, e.g., the default parame-
ters may have coincidental been near the optimized value. LDA typically does not have
any parameters that significantly affect the performance. In this case, hyperparameter
tuning for NN tuned the number of neurons in the hidden layer. The number of optimal
neurons was either the same as Equation 6.2, or the number of neurons did not affect the
performance in this scenario. Hyperparameter tuning decreased the standard deviation
in the performance of the DNN classifier, showing that the learned model generalized
better to unseen subjects after tuning. Based on these results we can conclude that the
performances in Chapter 5 are somewhat pessimistic because we did not use hyperpa-
rameter tuning.

6.3.5 OVERALL OBSERVATION

Figure 6.6 shows the AAR performances of the classifiers from Chapters 4, 5, and 6 side
by side. In the following, we list the similarities and differences between the evaluations
shown in Figure 6.6.

• Similarities:
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– Accelerometer data was used in all evaluations and was collected from a tag
attached to the neck of the animal

– 5 identical activity classes were classified in all evaluations (i.e., standing,
walking, trotting, running, eating), only evaluations in Chapter 5 also sep-
arated the class other activities

– The number of features was 3 in all evaluations

– The same subset of selected features was used in Chapters 5 and 6, and Chap-
ter 4 used a different subset

– Chapter 4 and 6 both used hyperparameter tuning, and 5 used default pa-
rameters

• Differences:

– The size of datasets in the three evaluations were different. Chapter 4 used
the smallest dataset per subject (Movement Data of Goats and Sheep [70]),
Chapter 5 used the largest dataset (Multi Sensor-Orientation Movement Data
of Goats [71]), and Chapter 6 used a middle-sized dataset that was the most
balanced (Horse Movement Data [75]). Please refer to the Chapters for the
respective sizes and compositions of the datasets.

– For evaluations of Chapters 4 and 5, the classifiers were trained and tested
with data from each subject individually, but in Chapter 6 we used leave-
one-subject-out cross-validation.

Figure 6.6: Activity recognition performance comparison between Chapters 4 (Goats and Sheep), Chapters 5
(Goats), and Chapter 6 (Horses), for 7 classifiers in terms of Accuracy

Figure 6.6 shows that accelerometer data performs adequate for all classifiers and
species. The location around the neck is adequate and generic for these species, at least
for the set of activities that were classified; activities other than those considered here
may benefit from different sensor locations on the animal. The results show that 3 fea-
tures are sufficient for all species. Although the subset of features was different for Chap-
ter 4, the performances are still good, which can be explained because the features were
selected for that specific dataset. The feature subset from Chapter 5 (selected for goats)
generalizes well to horses.



6.4 CONCLUSION

6

127

The results from Chapter 4 are mostly higher than the other two. The increased per-
formance in Chapter 4 may be caused by the fact that both the evaluation was done
per subject and hyperparameter tuning was used, which increase the performance. Fig-
ure 6.6 shows that the performances from this chapter and the previous chapter are very
similar for DT, k-NN, and NN. The LDA classifier had the lowest average accuracy of the
chapters. The NN classifier performed the best overall (2nd highest average and lowest
standard deviation over the three evaluations). Thus, the NN appears less sensitive to
the specifics of each evaluation and capable of adapting to species-specific traits and
methods used.

6.4 CONCLUSION

We have shown the impact of the number and type of features, two data partitioning
methods, and hyperparameter tuning on animal activity recognition (AAR) performance
using motion data from horses. We compared the impacts between 7 classifiers: deep
neural network (DNN), decision tree (DT), k-nearest neighbors (k-NN), linear discrim-
inant analysis (LDA), naive Bayes (NB), neural network (NN), and support vector ma-
chine (SVM).

6.4.1 CLASSIFIER

Overall, the SVM was the best performing classifier. The classifier obtained 92.8 % ac-
curacy and 89.5 % F1 score using the feature set comprising 3 features, hyperparameter
tuning, and leave-one-subject-out cross-validation. Similar performance was obtained
by the NN and DNN (92.7 % and 92.6 % accuracy, and 89.2 % and 88.8 % F1, respectively)
when the orientation independent subset from Chapter 5 was used.

6.4.2 FEATURE TYPE

The trade-off between feature complexity and AAR performance was different for each
classifier, but overall most classifiers did yield higher performance using frequency-
domain features. Except for the LDA, it was better to use only frequency-domain fea-
tures than all features. Using only time-domain features resulted in slightly lower per-
formance. When we used the orientation-independent feature subset from Chapter 5,
the classifiers obtained similar performance to using frequency features. The only fre-
quency feature in the subset is the accel_3d_vector_norm_freqEntropy. In future work, a
feature subset can be selected using the framework from Chapter 5 with the horse data
to compare its composition and performance with the goat feature set.

6.4.3 DATA PARTITIONING METHOD

The standard deviation in the results was lower for k-fold cross validations than leave-
one-subject-out cross-validation. k-fold cross validation does not capture the gener-
icity performance of the classifiers because data from all subjects is mixed. Therefore,
the performances are over-optimistic. In a practical scenario where an AAR classifier is
used on unseen animals, the performance is reflected more precisely using leave-one-
subject-out validation.
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6.4.4 HYPERPARAMETER TUNING
Hyperparameter tuning improved the performance of most classifiers. Hyperparame-
ter tuning decreased the standard deviation in the performance of the DNN classifier,
showing that the learned model generalized better to unseen subjects after tuning.
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Good feature representations are essential to effective animal activity recog-
nition (AAR). In the previous chapters, we focused on summary statistics.
These have been used in many activity recognition (AR) studies and are rel-
atively simple to compute. In this chapter, we zoom in on unsupervised
learning techniques. The most compelling reason to use unsupervised rep-
resentation learning as a feature extraction method is the ability to learn
from unlabeled data. Obtaining labeled data is a tremendously time con-
suming, tedious, and labor-intensive task. It is much easier to obtain raw
unlabeled data. In this chapter, we compare three unsupervised represen-
tation learning techniques with three conventional feature extraction meth-
ods that are simple and have excellent performance. To investigate the effect
of the size of both labeled and unlabeled part of the dataset on the quality of
the representations, we train the representations and classifier using vari-
ous sample sizes. Furthermore, we evaluate the effect of depth in feature ar-
chitectures on the performance of the representation learning techniques.
Finally, we analyze and discuss the effect of class imbalance in the dataset
on the AAR performance of the representation architectures. All evaluations
are performed on two different datasets that are diverse in terms of species,
subjects, sensor-orientations, and sensor-positions.
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7.1 INTRODUCTION
An AR system is often trained through supervised machine learning methods that gen-
erally follow three steps: Firstly, movement data is collected through motion sensors
and annotated through a labeling process. Secondly, the low-level sensory data is trans-
formed into a more compact and discriminative representation. This step is called fea-
ture extraction and is one of the most critical steps. Finally, the representations and their
corresponding labels are used to train a classifier to separate various activities, given
the differences in the sensor data. In this chapter, we do not focus on the classification
step, but rather on the second step, representation of data and feature extraction. The
performance of AR – or any machine learning algorithm – heavily depends on the type
and quality of the features that describe the data [16]. In the state of the art, much ef-
fort has been put into preprocessing and transformation of low-level sensory data into
informative features. Manually finding the optimal transformation is referred to as fea-
ture engineering and relies on expert domain knowledge of the data. In the majority of
cases, carefully selected features (engineered features) and supervised machine learning
approaches are used. However, extracting engineered features requires expert domain
knowledge, and these features do not always generalize well to data outside the training
set [101]. Although feature engineering often results in excellent features that work well
for the specific task at hand, there are two main drawbacks. Firstly, engineered features
do not allow a system to extract and organize the discriminative information from the
raw data itself, limiting it to the boundaries of human knowledge at the moment it was
developed [16]. The second drawback and the most important one is that a feature en-
gineering approach does not exploit the vast amount of unlabeled data that is often col-
lected, before development and during deployment of an AR system. It is a lot easier to
collect unlabeled data than labeled data. Observations are required during the data col-
lection process to obtain labeled data; subsequently, the data must be annotated, which
both are tremendously labor-intensive, challenging, and tedious tasks.

In recent years, deep neural networks (DNNs) emerged from neural networks (NNs).
DNNs are similar to NNs, but contain more than one hidden layer and introduce hi-
erarchy so that they can learn hierarchical features. convolutional neural networks
(CNNs) perform convolutional and pooling operations between consecutive layers [95]
and have demonstrated good performance over other models. Therefore, they have been
a popular choice to use in a supervised setting for human activity recognition (HAR)
tasks [6, 31, 125, 143, 190, 192]. Recently, deep learning (DL) has also become known
as end-to-end learning systems. End-to-end learning denotes that no human ingenuity
is required in the training process (AR pipeline) from raw data to activity predictions.
Many researchers have used end-to-end DL approaches, where the data input is directly
mapped through a deep network to the output, bypassing all the intermediate steps. In
end-to-end learning approaches, the feature extraction occurs implicitly between the
layers in the network. Such approaches are known to require a vast amount of data and
have proven to work well when these amounts of data are available [12, 123, 165].

The advancement of DL [93] introduced the opportunity to learn features from raw
data without domain-specific knowledge and has proved to be promising for improving
the performance of both animal and human activity recognition [6, 31, 101, 134, 143,
178, 190]. Two recent surveys [46, 178] both identified unsupervised AR through DL as



7.1 INTRODUCTION

7

131

an urgent open research question. Therefore, we investigate the opportunity to exploit
the large unlabeled part of sensor-data to improve the feature extraction for AAR through
representation learning. Representation learning is a set of techniques that aim to au-
tomatically discover a compact and descriptive feature representation of raw data from
the data itself. Effectively, less labeled data is required when the features are improved
and better able to separate the classes in feature space. Researchers in the field of HAR
have investigated unsupervised feature learning with small datasets and demonstrated
promising performances [46, 101, 102]. Although our results are also applicable to the
HAR field, we mainly analyze and compare the effect of various feature representations
on AR performance for animals. The most significant difference between HAR and AAR
is the sensor location and movement patterns between the activities in humans and
quadruped animals. In animal monitoring applications, the sensors are mostly worn
by animals on collars around the neck, and the sensor orientation is not fixed. There
are only a few recent papers on the subject of DL in relation to AAR. Browning et al.
utilized a DNN to predict diving activities from only GPS data [25]. A DNN, and more
recently, a CNN were utilized successfully to identify animals in camera-trap images
in [145] and [167], respectively. To the best of our knowledge, DL, and more specifically,
unsupervised representation learning using inertial measurement unit (IMU) data, has
not been researched for AAR so far. Eventually, unsupervised representation learning is
not only useful for AR at a lower sensory level. The same techniques can potentially be
used to extract essential features from higher-level information using multi-modal data
sources, such as activities combined with location data.

In this chapter, our primary goal is to compare and analyze the quality of unsuper-
vised representation learning techniques and evaluate their effect on the performance
of AAR. Specifically, our main objective is to compare learned representations, from un-
labeled data, that are expressive, orientation-independent, and discriminate various ac-
tivities. Lee et al. introduced convolutional deep belief network (CDBN) in [98] for effi-
cient hierarchical feature detection in images. In a later work, the authors applied CDBN
to audio data and empirically evaluated them on various audio classification tasks [99].
The authors showed that the learned features corresponded to phonemes and demon-
strated that the feature representations learned from unlabeled audio data had an excel-
lent performance for multiple audio classification tasks. Their work inspired us because
we expect that there must be components in movement data that built up to a given ac-
tivity, similar to how phonemes build-up to words. In total, we evaluate and compare six
feature extraction methods. These methods include traditional summary statistics and
the following representation learning techniques: principal component analysis (PCA),
a deep net consisting two stacked sparse auto encoders (SAEs), and a convolutional deep
belief network (CDBN). As a baseline, we compare the learned representations with con-
ventional engineered time- and frequency-domain summary statistics. We assess the
performance by training and testing a multi-class support vector machine (SVM) with
the features derived using each extraction method.

Furthermore, the quality of the aforementioned feature extraction methods is af-
fected by various factors. In this chapter, we investigate three: (i.) the size of the labeled
and unlabeled dataset, (ii.) the number of layers (depth) of the representation learning
architectures, and (iii.) the effect of imbalanced data.
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7.1.1 CHAPTER ORGANIZATION

The rest of the chapter is organized as follows: Firstly, we present our experiment
methodology in Section 7.2. Secondly, we briefly describe the used datasets, their com-
position specific to this chapter, and preprocessing in Section 7.3. Subsequently, we dis-
cuss the evaluation of the experiments in Section 7.4, followed up with a discussion in
Section 7.5. Finally, we conclude the chapter in Section 7.6.

7.2 METHODOLOGY
In this section, we describe how the feature extraction methods were compared in sev-
eral different scenarios. In the following, we describe how we investigated the effect of
both the size of the amount of available labeled and unlabeled data on the performance
of AAR and compared this effect between traditional and various types of deep represen-
tations that were learned. The quality of different representation learning architectures
was compared through two experiments within which (i.) the size of the labeled dataset,
and (ii.) the size of the unlabeled dataset were varied. The methods of these experiments
are discussed in Section 7.2.2. For each dataset size, we compared two engineered repre-
sentations and three unsupervised representation learning methods. The overall struc-
ture of the experiments is shown in Figure 7.1. To minimize the influence of the classifier,
we use the same type of classifier throughout our evaluations.

First, raw annotated data from the accelerometer was pre-processed and trans-
formed into an orientation independent 3D acceleration vector. The dataset acquisition
and preprocessing are discussed in more detail in Section 7.3. Second, various represen-
tations were extracted from the 3D vector. We discuss each representation architecture
in more detail in Section 7.2.1. The different representations were used separately and
subsequently to describe the data that were used to train and test a SVM classifier. We
used SVM because this classifier is generally robust to the higher dimensionality of the
data [86]. We did not use the test data for representation learning because we assumed
that this would not be available when AAR is deployed on unseen animals. We sampled
our dataset with increasing sample sizes by means of stratified random sampling and
random under-sampling. Both techniques are discussed in more detail in Section 7.2.4.
In order to take variability into account, the experiments were repeated multiple times
for each subsample (batch) of training data. For each sample size, the trained represen-
tation architecture was used to extract features from the training data and train the SVM
as a supervised learning algorithm. Finally, the performance of the SVM was assessed
using the test data. We evaluated the performance using the F1 measure.

In order to address heterogeneity, we used leave-one-subject-out cross-validation,
thus for each fold, all data from one subject was only used as test data, while data from
the remaining subjects was used as training data. Through leave-one-subject-out cross-
validation, we assessed the generalization ability for each architecture. This procedure
was repeated for various sizes of labeled and unlabeled data.

7.2.1 FEATURE EXTRACTION METHODS

In this section, we briefly describe each feature extraction method and the settings that
were used in their implementation. More detailed background information regarding
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the unsupervised representation learning algorithms is provided as Appendix A.

7.2.1.1 STATISTICAL FEATURES

The statistical features do not utilize the unlabeled part of the data because they cannot
be learned. For each window of both training and test data, the features described in
Table 7.1 were calculated. A selection was made that consisted of time and frequency-
domain features that are typically used for activity recognition [13, 79, 154, 194].

Table 7.1: Summary statistics that were calculated for each window of data

Domain Feature Description

T
im

e

Maximum Maximum value

Minimum Minimum value

Mean Average value

Standard deviation Measure of dispersion

Median Median value

25th percentile The value below which 25 % of the observations are found

75th percentile The value below which 75 % of the observations are found

Mean low pass filtered signal Mean value of DC components

Mean rectified high pass filtered signal Mean value of rectified AC components

Skewness of the signal The degree of asymmetry of the signal distribution

Kurtosis The degree of ’peakedness’ of the signal distribution

Zero crossing rate Number of zero crossings per second

Fr
eq

u
en

cy

Principal frequency Frequency component that has the greatest magnitude

Spectral energy The sum of the squared discrete FFT component magnitudes

Frequency entropy Measure of the distribution of frequency components

Frequency magnitudes Magnitude of first six components of FFT analysis

7.2.1.2 PRINCIPAL COMPONENT ANALYSIS (PCA)
Principal component analysis (PCA) [153] is a commonly used and well-established di-
mensionality reduction and decorrelation technique that is often used in activity recog-
nition [131]. PCA is a basic form of representation learning since it automatically discov-
ers a compact and descriptive subset of representation from the raw data without relying
on domain or expert knowledge [131]. Further background information is provided in
Appendix A.1.

The 21 most significant components identified in the training data were retained and
used to describe the training and testing data.

7.2.1.3 DEEP NET OF SPARSE AUTO ENCODERS

An autoencoder (AE) [122] is a type of neural network with a single hidden layer that is
used for representation learning. The activation rate of the hidden neurons can be low-
ered by imposing a constraint called the sparsity constraint [122], from which the name
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sparse auto encoder (SAE) is derived. It is an unsupervised learning algorithm that is
trained using backpropagation. A SAE learns to compress data from the input layer into
a shortcode and then decompresses that code into something that resembles the origi-
nal data. The encoder part of the SAE is trained with unlabeled training data during the
training phase. In order to obtain the feature vector used for classification, the training
and test sets are given as inputs to the decoder part of the network and transformed with
the learned code hW,b(x). The output of the network, along with the respective labels,
are used as a feature vector for the classification algorithm. Further background infor-
mation is provided in Appendix A.2.

We implemented the SAE class from the Matlab Deep Learning Toolbox [112]. The
number of neurons in the first and second layers was 150 and 100, respectively. The
number of hidden neurons was initially determined by a grid search over the training
data. It was fixed during the experiments to keep the parameter search space feasible.
Both layers were trained with 100 epochs. The activation function σ was set to the logis-
tic sigmoid function. All other parameters were found using a grid search during each
experiment iteration. The sum of mean squared reconstruction errors from both lay-
ers was used as the selection criteria for the parameters. The regularization parameter
was varied between λ ∈ [0.1, . . . ,2]10−3 with steps of 0.5×10−3. The sparsity parameter
was varied between ρ ∈ [0.05, . . . ,0.4] with steps of 0.05. The sparsity coefficient was var-
ied between β ∈ [1,3,9]. Because parameter optimization had to be performed for each
experiment with a new subset of training data, the computational overhead for the grid-
search with larger dataset sizes became problematic due to long run times. Therefore,
for dataset sizes > 40000 samples we sampled the dataset 4 times with 12000 samples,
of which 20 % was used as validation to compute the mean squared reconstruction error
for each set of parameters.

7.2.1.4 CONVOLUTIONAL DEEP BELIEF NETWORK (CDBN)
CDBNs are generative probabilistic models composed of one visible layer and multi-
ple hidden layers [98]. Each hidden neuron learns a statistical relationship between the
neurons in the lower layer; the higher layer representations usually become more com-
plex [99]. Further background information is provided in Appendix A.3.

The CDBN was implemented by adopting the code that was available from [98]
and [99] so that it could be used with our activity datasets. Parameter tuning was
performed once using the unlabeled training data. The reconstruction error of both
layers was used as a selection criterion – no labeled information was used for pa-
rameter tuning. The number of hidden bases in the first and second layer was var-
ied between [50,125,200]. The sparsity regularization parameter was varied between
β ∈ [0.01,0.05,0.1]. For both layers, the filter length was varied between NW ∈ [3,5,7],
and the pooling ratio was varied between C ∈ [2,4,6,8]. After the grid search, we fixed
the parameters to the following settings. For the goat dataset, we used 150 and 50 bases
in the first and second layers, respectively. The filter length NW was set to 10 and 3 for
the first and second layer, respectively. β was set to 0.05; For the horse dataset we used
100 and 150 bases in the first and second layer, respectively. The filter length NW was set
to 15 and 3 for the first and second layer, respectively. β was set to 0.1 and C was set to 2
for both datasets.
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7.2.1.5 SUPPORT VECTOR MACHINE (SVM)

The SVM was implemented with the LibSVM library (version 3.23) [29] using a radial
basis function. During each experiment iteration a grid search was performed to find
optimal values for the parameters C ∈ {2−5,2−3,1,23,25} and γ ∈ {2−4,2−2,2−1,1,22,24}.

7.2.2 EFFECT OF SIZE OF THE LABELED AND UNLABELED DATA

In machine learning, the use of more training data generally improves the performance
of a learning task such as AR [12, 165]. Figure 7.2 [123] sketches the relation between
the amount of available training data, and performance for both traditional supervised
algorithms and newer algorithms that utilize deep learning.

Figure 7.2: Deep Learning algorithms increase in performance as more data is available. Based on figure
from [123]

The curve in Figure 7.2 illustrates the notion that initially adding more training data
significantly improves the task performance. However, at some point, the performance
improvement becomes smaller, and other factors such as the number of layers, num-
ber of training epochs, and number of classes to separate, have a more significant ef-
fect on performance than the amount of available training data. Generally, newer deep
learning algorithms have demonstrated that adding more data improves performance
up to a large extent [123, 165]. Specifically, end-to-end learning approaches require vast
amounts of labeled data, opposed to unsupervised representation learning that uses un-
labeled data [12, 123, 165]. Obtaining labeled data is a tremendously time consuming,
tedious, and labor-intensive task. Therefore, using unsupervised representation learn-
ing in a pipeline approach has multiple advantages. Most importantly, features can be
learned from unlabeled data. Furthermore, separating (part) of the feature learning al-
lows for more flexibility because generic parts of such an approach can be separated
from specific parts. There is no consensus on the amount of data that is required for
deep architectures to work well, and this depends on a number of factors [12, 123, 165].
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Therefore, we evaluate the effect of the size of both labeled and unlabeled data on the
performance of the classifier for each feature extraction method.

7.2.2.1 EFFECT OF SIZE OF THE LABELED DATASET ON REPRESENTATION QUALITY

First, we analyzed the effect of the amount of available labeled data on the classifier per-
formance. We investigated the quality of the representations using different amounts of
labeled data. Figure 7.3 shows the methodology of this experiment. During each fold,
100 % of available training data was used for representation learning. In theory, good
representations allow a classifier to separate activities with only a small amount of la-
beled training data.
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Figure 7.3: Overview of experiments where the size of the labeled data was varied. All available unlabeled data was used for representation learning.
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7.2.2.2 EFFECT OF SIZE OF THE UNLABELED DATASET ON REPRESENTATION QUALITY

We fixed the size of the labeled dataset and analyzed the effect of the amount of available
unlabeled data on the quality of the representation learning techniques. We compared
the effect of the unlabeled data to investigate its prospective benefit to unsupervised
learning techniques. We used the increasingly larger sample size to verify that the rep-
resentation learning techniques are learning and improving as more data became avail-
able.

We investigated the effect of the size of the unlabeled dataset on representation qual-
ity by fixing the amount of labeled data to 50 samples per class and utilizing the rest of
the data in incremental subset sizes as unlabeled data. Figure 7.4 shows the methodol-
ogy of this experiment. With each subset size, the amount of sampled unlabeled data
was combined with the labeled data, without using the label information, and the com-
bined data was used to train the representations.
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Figure 7.4: Overview of experiments where the size of the unlabeled data used for representation learning was varied. The size of the available labeled data used for
training the SVM was fixed.
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7.2.3 EFFECT OF DEPTH
In end-to-end learning approaches, the feature extraction occurs implicitly between the
layers in the network. Depth – a hierarchical order in the features – is a crucial aspect
in feature learning strategies. Deep architectures promote the re-use of features and can
potentially lead to increasingly more abstract features at higher layers [16]. Depth in
deep learning techniques is obtained by adding more layers in a NN architecture. To
analyze to what degree the additional depth in the representation learning techniques
contributes to the AR performance, we repeat the classification evaluations using fea-
tures derived from intermittent layers of the representation learning techniques.

The SAE deep net and CDBN are both hierarchical DL representation architectures.
Both architectures consist of two layers of representations. The output of the first layer
is the input for the second layer, introducing hierarchy to learn more abstract features
in the second layer. We evaluated the classification performance for each intermediate
layer to investigate the effect of depth. In each experiment, we trained the SVM classifier
three times using different representations of the data. Firstly, using the representation
from the first (pooling) layer activations L1. Secondly, using the representations from
the second (pooling) layer L2. Finally, using the concatenation of both layer activations
L1+L2.

7.2.4 EFFECT OF IMBALANCED DATA
A common problem in AR is the significant difference between the size of small minority
classes and bigger classes. The imbalance occurs in AAR because some activities are not
performed or observed as frequently as others. Examples of minority classes are the run-
ning activity in the goat dataset, because goats do not run much, and the eating activity
in the horse dataset because they were mostly observed during riding hours. Dealing
with imbalanced classes is an ongoing and essential area of research in machine learn-
ing [55, 65]. The class imbalance has a significant impact on the performance of AAR,
especially with small dataset sizes. The degree to what makes a dataset ’small’ depends
on many factors including the type of dataset, the number of different activities than
need to be classified (fine or coarse-grained AR), the number of sensors, the sensor po-
sition and orientation (were these fixed?), the sampling rate, and the window size. We
investigate the effect of imbalanced data in this chapter because we use two different
datasets that have different imbalance properties between the activities.

The imbalance in a dataset can be quantified using Shannon’s diversity index [162].
Shannon’s diversity index can be normalized between 1 and 0 to obtain a balance score,
where 1 denotes a balanced and 0 an imbalanced dataset as follows [142]:

B al ance = H

log k
= −∑k

i=1

( ci
n log ci

n

)
log k

(7.1)

, where H is the Shannon entropy, n is the total number of data samples, k the number
of classes, and ci the size of class i . Because some recorded activities were not exercised
often enough by all subjects, we chose to use only data from 6 subjects and 5 classes. We
had sufficient data of these classes for each subject to be able to assess the performance
with leave-one-subject-out validation. Overall, the class imbalance in the horse dataset
was 0,94 versus 0,71 in the goat dataset. The imbalance was a bit different for each fold
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because we used leave-1-subject-out cross-validation, which results in varying balance
scores in the training and test sets. It is important to note here that we learned that
the accuracy measure does not report the situation where the classifier never classifies
one of the activities. When a minority class never receives either a true or false positive
classification, the accuracy measure still reports high performance. On the other hand,
the F1 score is not able to report a performance measure in such a case due to a division
by 0.

To demonstrate the effect of imbalanced classes on the performance of the represen-
tations, we report two sets of results that reflect two scenarios. Firstly, we maintained a
fixed imbalance ratio for all dataset sizes using stratified sampling. This scenario shows
the effect of collecting little labeled data, which often results in minimal minority classes
for small dataset sizes. Secondly, we obtained a balanced dataset at small dataset sizes
using random under-sampling [65] on the majority classes. This scenario reflects one
solution to the imbalance problem where data from the majority classes is discarded, or
more data from the minority class is collected.

7.3 DATA DESCRIPTION AND PREPROCESSING
We used the multi-orientation goat dataset and the horse dataset, comprising multi-
ple subjects, diverse sensor-orientations, and various activities. We did not use the goat
and sheep dataset because this dataset did not contain sufficient unlabeled data. Many
datasets that are available online were collected with multiple sensors at fixed positions
in fixed orientations. Having multiple sensors in fixed orientations dramatically im-
proves the ease of obtaining good AR performance. The datasets we use contain data
collected from a diverse set of animals, e.g., some goats were from a different subspecies
than others, and our horse dataset contains data from large horses and smaller ponies
from different breeds. Moreover, we used a single sensor of which the position around
the neck and orientation was not fixed.

7.3.0.1 GOAT MOVEMENT DATA

This dataset was collected at two farms over 5 days [71]. The dataset comprises data
from 5 different goats that performed various activities. Two goats were from a differ-
ent species than the other three. Thus the subjects are quite different from each other
(mostly in size), and there is variability in the data. The ProMove-mini [169] sensor nodes
from Inertia Technology were used, which contained a 3-axis accelerometer, gyroscope,
and magnetometer and were sampled at 100 Hz. We used data from sensors located at
various positions and orientations around the goats’ neck. The activities that were used
in this research are listed in Table 7.2. The composition of the dataset is shown in Ta-
ble 7.3. The observed goats mostly spend their time stationary or eating, and the dataset
is imbalanced. More information regarding this dataset can be found in Chapter 3.

7.3.0.2 HORSE MOVEMENT DATA

Movement data was collected at a riding stable over 7 days. The dataset comprises data
from 6 individual horses that performed 13 different activities. Data was collected when
the horses were being ridden and when they were able to move about the paddock freely.
We used the Human Activity Monitor [52] sensor nodes from Gulf Coast Data Concepts,
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Table 7.2: Observed goat activities

Activity Description

Stationary Lying on the ground or standing still, occasionally moving the head or stepping
very slowly.

Walking The goat puts one foot down at the time. The pace of walking varies from very
slowly to nearly trotting.

Trotting The phase between walking and running. One front foot and its opposite hind
foot come down at the same time. Trotting at different speeds but always 2 beat
gait.

Running One hind leg strikes the ground first, and then the other hind leg and one fore-
leg come down together, finally the other foreleg strikes the ground. This move-
ment creates a three-beat rhythm.

Eating Pulling fresh grass out of the ground, eating hay from a pile or twigs/grains on
the ground.

Table 7.3: Composition of the goat dataset. Number of samples per subject

Subject
1 2 3 4 5

Total

Activity samples fraction

Stationary 9879 10597 7275 3415 3199 34365 41%

Walking 4526 4737 2381 3339 1015 15998 19%

Trotting 100 526 120 154 145 1045 1%

Running 88 497 56 40 115 796 1%

Eating 12973 3811 8129 6781 152 31846 38%

Total 27566 20168 17961 13729 4626 84050

Balance score 0,66 0,73 0,65 0,69 0,56 0,71
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which contain a 3-axis accelerometer, gyroscope, and magnetometer. Identical to the
goat dataset, the sensors were sampled at 100 Hz. The sensor nodes were attached to the
neck of the horses using a collar fabricated from hook and loop fastener. The activities
that were observed during the day are listed in Table 7.4. The composition of the dataset
is shown in Table 7.5. Because the horses were being ridden, this dataset is more bal-
anced over the different types of gait than the goat dataset. This dataset has been made
publicly available [75, 77, 83]. More information regarding this dataset can be found
in Chapter 3.

Table 7.4: Observed horse activities

Activity Description

Standing Horse standing on 4 legs, no movement of head, standing still

Walking The horse puts each foot down one at a time. Walking with and without rider
on back.

Trotting One front foot and its opposite hind foot come down at the same time, making
a two-beat rhythm. Trotting at different speeds but always 2 beat gait. With and
without rider on back.

Galloping One hind leg strikes the ground first, and then the other hind leg and one fore-
leg come down together, finally the other foreleg strikes the ground. This move-
ment creates a three-beat rhythm. With and without rider on back.

Eating Head down in the grass, eating and slowly moving to get to new grass spots or
head is up, chewing and eating food, usually eating hay or long grass.

Table 7.5: Composition of the horse dataset. Number of samples per subject

Subject
1 2 3 4 5 6

Total

Activity samples fraction

Standing 1750 1186 1244 347 341 245 5113 6%

Walking 11055 9642 5538 5239 4294 1677 37445 43%

Trotting 6423 7038 3402 3559 2673 1981 25076 29%

Running 1043 696 714 835 323 328 3939 4%

Eating 4331 5063 1951 1091 2496 1116 16048 18%

Total 24602 23625 12849 11071 10127 5347 87621

Balance score 0,83 0,81 0,86 0,78 0,8 0,85 0,83
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7.3.0.3 PRE-PROCESSING

Energy consumption is a challenge because AAR systems need to run on an embedded
tag. Our analysis is mainly different from the state of the art due to the type of animal
data and the preprocessing. We aim to focus our analysis on AAR systems that have the
opportunity to work highly energy-efficient on an embedded system in the wild. We do
so by applying two primary preprocessing steps: Firstly, we use only data from the ac-
celerometer as our input because a gyroscope consumes more energy [79]. Secondly, to
be robust against the orientation, we transform the data from 3 axes of the accelerome-
ter into one 3d-vector that is orientation-independent. Thus, we use a low dimensional
(1×n) vector as input for the representation learning frameworks, where n is the size
of the window. The transformation effectively reduces the input dimensionality with a
factor of 3, reducing computational load due to the lower dimension.

The magnitude of the 3D vector (`2-norm) of IMU data is theoretically orientation-
independent [79]. This vector is defined as:

M(t ) =
√

sx (t )2 + sy (t )2 + sz (t )2 , (7.2)

where, sx , sy , and sz are the three respective axes of the sensor. To achieve robustness
against the rotation of the sensors, we calculated M(t ) from the 3-axis of the accelerom-
eter, before calculating the features.

Each segment of activity data was separated into windows with a window size of
2 seconds, and 50 % overlap. Most algorithms, like PCA, perform better with scaled
data [4]. Therefore we scaled the data through a Z-transformation obtaining a standard
score with zero-mean and unit variance. The standard score is calculated as:

x ′ = x − x̄

σ
, (7.3)

where x is the training data, x̄ = mean(x) is the mean of the training set, and σ is its
standard deviation. Data in the test set were not used to calculate the mean and standard
deviation.

7.4 EVALUATION
In this section, we present the evaluation results. All analysis was done in Matlab [112].
The F1 measure was used as the evaluation metric. More details regarding the F1 mea-
sure were discussed in Chapter 2.

7.4.1 VARYING SIZE OF THE LABELED DATASET
We used two sampling methods to vary the amount of labeled data that was used for
training: (i.) random under-sampling, which balances the data, and (ii.) stratified sam-
pling, which maintains the imbalance in the dataset. We discuss both experiment results
in the following two subsections.

7.4.1.1 BALANCED DATA: RANDOM UNDER-SAMPLING

When sampling a larger labeled dataset, it is possible to balance the subsample by sam-
pling each class with an absolute number of samples per class using random under-
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sampling. In a practical scenario, the small labeled dataset can be balanced by discard-
ing data from the majority classes or collect more data for the minority class. The balance
score (7.1) for the subsample will be 1 when ci <= c ′, where ci is the size of class i and c ′
the desired size per class.

Figures 7.5 and 7.6 show the experiment results of each feature extraction method
for the goat and horse dataset, respectively. With small dataset sizes, the performance of
all representations increases rapidly and flattens out as the labeled dataset size becomes
approximately 1000 samples. The performance did not change much between 1 % and
20 %, and these were therefore not included in the figures for clarity. For both datasets,
the sampled dataset ranging from 0.01 % to 2 % size had a balance score of 1 due to ran-
dom under-sampling. When the dataset is more balanced for smaller sizes, the PCA and
SAE representations also result in a valid F1-score, which means that for at least one
subject in the test set the classifier was able to predict all activities positively. The larger
sample sizes had average balance scores of 0.71 and 0.83 for the goat and horse datasets,
respectively. Most likely the imbalance is the cause for the dip in performance and high
standard deviation for the SAE and PCA representations at the 20 % - 80 % sample sizes
in the goat dataset.

7.4.1.2 IMBALANCED DATA: STRATIFIED SAMPLING

Stratified sampling ensures that the class distribution of each subsample roughly re-
mains identical to the distribution in the whole dataset. In this scenario, the minority
class contained only one or a few data samples at the smallest dataset size. Figures 7.7
and 7.8 show the experiment results of each feature extraction method for the goat and
horse dataset, respectively. When the labeled dataset was minimal, there was a signifi-
cant difference in performance between the goat and horse datasets. The difference is
most likely caused by the higher imbalance of the goat dataset. Sufficient labeled data
may have been unavailable for some classes during training, which results in lower per-
formance, or an invalid F1 measurement. An invalid F1 measurement occurs when the
classifier never predicts an activity class because a division by 0 occurs.

The results show that the PCA and deep net SAE representations were not discrim-
inative enough so that the SVM could separate the activities with small labeled imbal-
anced datasets. The SVM can deal with the imbalance using these representations as
the labeled dataset gets bigger. The results show that when the labeled dataset size is
small, the CDBN architecture produces representations that still discriminate activities,
even when all test data is from an unseen subject (no data from this subject was used
for training). Figure 7.5 shows that the second layer does significantly contributes to the
performance of the CDBN representation in small more imbalanced labeled datasets. In
larger or more balanced datasets, the depth contributes when the first and second layers
are concatenated. The difference in performance between representation algorithms in
an imbalanced dataset becomes smaller as more labeled data is used.
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Figure 7.5: AAR performance for goats using different sizes of labeled data. The performance for each feature extraction method is shown where the labeled data was
varied. Random under-sampling was used for smaller datasets (<=2 %). The error bars denote the standard deviation over multiple folds and batches. Because the
size of the training dataset size varies per fold, the shown sample sizes are averages of the whole dataset size.

Legend: CDBN: convolutional deep belief network, PCA: principal component analysis, SAE: sparse auto encoder, statfreq: spectral features, stattime: temporal
features, statcombined: spectral + temporal features, L1: first layer, L2: second layer, L1L2: first and second layer concatenated
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Figure 7.6: AAR performance for horses using different sizes of labeled data. The performance for each feature extraction method is shown where the labeled data was
varied. Random under-sampling was used for smaller datasets (<=1 %). The error bars denote the standard deviation over multiple folds and batches. Because the
size of the training dataset size varies per fold, the shown sample sizes are averages of the whole dataset size.

Legend: CDBN: convolutional deep belief network, PCA: principal component analysis, SAE: sparse auto encoder, statfreq: spectral features, stattime: temporal
features, statcombined: spectral + temporal features, L1: first layer, L2: second layer, L1L2: first and second layer concatenated
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Figure 7.7: AAR performance for goats using different sizes of labeled data. The performance for each feature extraction method is shown where the labeled data was
varied. Stratified sampling was used and no balancing was applied. The error bars denote the standard deviation over multiple folds and batches. Because the size of
the training dataset size varies per fold, the shown sample sizes are averages of the whole dataset size.

Legend: CDBN: convolutional deep belief network, PCA: principal component analysis, SAE: sparse auto encoder, statfreq: spectral features, stattime: temporal
features, statcombined: spectral + temporal features, L1: first layer, L2: second layer, L1L2: first and second layer concatenated
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Figure 7.8: AAR performance for horses using different sizes of labeled data. The performance for each feature extraction method is shown where the labeled data was
varied. Stratified sampling was used and no balancing was applied. The error bars denote the standard deviation over multiple folds and batches. Because the size of
the training dataset size varies per fold, the shown sample sizes are averages of the whole dataset size.

Legend: CDBN: convolutional deep belief network, PCA: principal component analysis, SAE: sparse auto encoder, statfreq: spectral features, stattime: temporal
features, statcombined: spectral + temporal features, L1: first layer, L2: second layer, L1L2: first and second layer concatenated
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7.4.2 VARYING SIZE OF THE UNLABELED DATASET
The performance of the representation learning architectures in the previous section is
dependent on the amount of available unlabeled data. This experiment aims to inves-
tigate the effect of unlabeled dataset size on feature learning performance. We chose
a labeled dataset size where the F1 performance of all architectures was above 50 % in
the previous experiments. This size is not too big so that the effect of additional un-
labeled size would become insignificant against the large labeled dataset. We used 50
labeled samples per class during each experiment iteration as the training set for the
SVM classifier and gradually increased the size of the additionally available unlabeled
data to train the representations in an unsupervised manner. Not all architectures were
able to deal with the imbalance with this sample size of labeled data. Therefore, we used
random under-sampling for the smaller labeled dataset sizes. The methodology for this
experiment was discussed in more detail in Section 7.2.2.2.

Figures 7.9 and 7.10, and Tables 7.6 and 7.7, show the experiment results for the Goat
and Horse datasets, respectively. The results show that the overall performance of the
learned representations gradually increases with the size of the unlabeled dataset. The
performance over sample size increased mostly in the Goat dataset and more slowly in
the Horse dataset. The results are further discussed in the following section.

Table 7.6: AAR performance (%) for goats using different sample sizes of unlabeled data. Each second column
denotes the standard deviation σ over multiple folds and batches.

sample size 0,4% (250) 2% (1000) 20% (13398) 85% (55510) 100% (74623)

representation F1 σ F1 σ F1 σ F1 σ F1 σ

CDBNL1 67.19 6.18 66.30 5.66 72.56 9.63 73.56 5.72 79.55 10.87

CDBNL1L2 68.10 4.96 67.02 5.20 76.28 8.51 75.40 5.56 79.46 11.33

CDBNL2 53.20 5.07 47.19 17.04 74.19 5.26 72.29 7.08 77.80 10.95

PCA 59.23 5.72 62.14 6.50 60.57 5.39 61.65 5.57 62.03 0.18

SAEL1 65.62 6.20 62.07 8.14 61.79 5.49 60.43 7.47 67.89 6.23

SAEL1L2 62.63 7.92 61.13 8.63 59.40 6.63 59.61 7.09 65.31 8.56

SAEL2 57.90 6.53 60.90 8.66 59.57 8.48 60.71 7.55 64.34 7.64

7.5 DISCUSSION
Overall, the classification performance was higher using the horse dataset. Plausible
reasons for this are the fact that the horse dataset is more balanced than the goat dataset
(see Section 7.2.4), the goat subjects are more diverse than the horse subjects, and the
sensor locations did vary more in the goats than the horses. Therefore, we consider the
goat dataset harder to classify than the horse dataset. In smaller labeled dataset sam-
ples, the statistical features generally outperformed the learned representations. These
are engineered features and have been proven to work well for AAR [79] and seem to
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Table 7.7: AAR performance (%) for horses using different sample sizes of unlabeled data. Each second column
denotes the standard deviation σ over multiple folds and batches.

sample size 0,4% (250) 2% (1000) 20% (14553) 85% (58935) 100% (77523)

representation F1 σ F1 σ F1 σ F1 σ F1 σ

CDBNL1 65.17 4.40 66.78 5.71 72.14 5.11 72.62 5.69 70.01 6.86

CDBNL1L2 76.45 6.81 76.16 5.90 75.30 6.12 76.87 5.48 78.00 7.90

CDBNL2 60.59 10.83 61.15 10.20 62.43 7.64 63.24 9.98 65.79 9.57

PCA 59.18 4.78 59.13 4.48 58.96 3.62 58.99 3.68 56.30 5.06

SAEL1 78.47 4.83 77.63 5.71 75.14 4.53 76.39 6.70 74.19 5.75

SAEL1L2 80.01 5.09 78.74 5.56 76.40 4.91 80.05 4.68 79.77 6.90

SAEL2 76.45 4.70 76.04 4.71 77.26 4.63 81.50 5.24 80.86 9.71
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Figure 7.9: AAR performance for goats using different sizes of unlabeled data. The performance for each feature extraction method is shown where the unlabeled data
was varied. The grouped bar plots on the x-axes show the average amounts of additional unlabeled data. The error bars denote the standard deviation over multiple
folds and batches.

Legend: CDBN: convolutional deep belief network, PCA: principal component analysis, SAE: sparse auto encoder, L1: first layer, L2: second layer, L1L2: first and
second layer concatenated
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Figure 7.10: AAR performance for horses using different sizes of unlabeled data. The performance for each feature extraction method is shown where the unlabeled
data was varied. The grouped bar plots on the x-axes show the average amounts of additional unlabeled data. The error bars denote the standard deviation over
multiple folds and batches.

Legend: CDBN: convolutional deep belief network, PCA: principal component analysis, SAE: sparse auto encoder, L1: first layer, L2: second layer, L1L2: first and
second layer concatenated
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perform well in smaller samples too. With larger dataset sample sizes, representation
learning techniques slightly outperformed summary statistics. Figures 7.5 and 7.6 show
that using only the time domain features (stattime) on average performed just as well
as combining them with frequency domain features (statcombined). Overall, when using
only frequency domain features, the performance was worse. This result confirms previ-
ous findings [79] and shows that activity recognition can be performed with high perfor-
mance and simple features that do not require much computation. However, in the case
of the Goat dataset (which is more challenging to classify), the difference in performance
between the statistic features and the CDBN was small. At the same time, there is much
room for improvement in CDBN development and training with additional unlabeled
data. Moreover, in larger dataset samples, the statistical features were outperformed by
the CDBN and SAE deep net in most scenarios.

The results for both datasets show that PCA features had excellent performance when
the labeled dataset sample size was big, and it performed poorly with smaller labeled
dataset sizes. The results show that the PCA and SAE representations could not deal with
more imbalanced datasets at first but improved as the labeled dataset sample size grew
bigger than 20 %. For smaller dataset sample sizes, and mostly with the horse dataset,
the second layer representation in the SAE deep net did extract meaningful information
because the performance was higher than when using only a single layer. The second
layer in the SAE deep net did not contribute much to the performance as the labeled
dataset size grew in size. In a more balanced dataset, it seems better to use a single
layer representation, thus reduce complexity when there is a large amount of labeled
data. However, in practical scenarios, this is usually not the case as there is often a small
amount of labeled data, which is (highly) imbalanced.

Our results show that when the labeled dataset size is small, the CDBN architecture
outperformes the other representation learning algorithms. The CDBN is more robust
to smaller dataset sizes and a higher imbalance in the dataset than the other represen-
tation learning architectures. In both scenarios with the small goat dataset sizes, the 2nd

layer representation performed better than using only the 1st layer. In the horse dataset
and larger sizes of the labeled goat dataset, the concatenation of both layers (L1+L2)
performed the best. On average, the concatenation of the 1st and 2nd layer yielded a per-
formance increase of 13.78 % F1 performance over all experiments, relative to using only
the 1st or 2nd layer representations. Thus, even when the second layer by itself did not
perform better than using only the first layer, the concatenation often resulted in bet-
ter representations. The CDBN representations outperformed statistical features for the
goat dataset and performed slightly worse with the horse dataset.

Figures 7.9 and 7.10 show that when increasing the amount of unlabeled data, the
rate of improvement was the largest for the CDBN and the smallest for PCA represen-
tation. When only a small amount of unlabeled data was available, the extra layers did
not seem to contribute much. For the horse dataset, the concatenation of both CDBN
layers gained in performance as more unlabeled data became available. The PCA repre-
sentations did not benefit from more unlabeled data and seemed to be restricted in per-
formance due to the size of the labeled dataset sample. The results in the Section 7.4.1
show that the performance of PCA improved with more labeled data.

Although the performance increased very slowly with dataset size, our results indi-
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cate that the idea presented in Section 7.2.2 (Figure 7.2) also holds for AAR – DL represen-
tations for AAR increase in performance as more unlabeled data becomes available. The
performance of the learned representations is excellent, especially given the fact that
both architectures were only trained with unlabeled data from limited sensor modalities
without fine-tuning to the datasets (unsupervised representation learning). We expect
that fine-tuning using a small amount of the labeled data improves the performance of
the representations even more.

7.6 CONCLUSION
AAR can obtain excellent performance with only engineered time-domain features.
However, we have demonstrated that unsupervised representation learning techniques
can approach and outperform the performance of engineered features. This finding is
important, especially given the fact that the representation learning architectures were
only trained with unlabeled data without fine-tuning to the datasets (unsupervised rep-
resentation learning). When fixing the amount of labeled data and varying the size of the
unlabeled dataset, our results show that the CDBN architecture benefited the most from
an increasing amount of unlabeled data, especially in the more diverse and imbalanced
dataset. The most significant difference between the CDBN and other architectures is
that it is a generative model. Based on our findings, we believe that generative mod-
els, such as the CDBN, are compelling research directions in unsupervised representa-
tion learning for AR. We demonstrated that concatenating the 1st and 2nd layer repre-
sentations often yields better classification performance with an average performance
increase of 13.78 % F1 performance over all experiments, relative to using only the 1st

or 2nd layer. Furthermore, the results indicate that deep representations provide more
robustness to the imbalance in smaller labeled datasets.

Our results confirmed the general knowledge that an imbalance in datasets has a sig-
nificant effect on AR. The difference in performance between representation algorithms
in an imbalanced dataset becomes smaller as more labeled data is available from the ma-
jority classes. We believe that the effect of class imbalance in datasets is not only crucial
in labeled data but also affects the performance of unsupervised representation learn-
ing, especially as the unlabeled dataset grows. Therefore, class imbalance in representa-
tion learning is an important research topic in HAR and AAR to make deep unsupervised
representation learning a reality for many application domains.

Unsupervised deep representation learning for AAR is hard and has not yet been
thoroughly explored. These architectures come with many design choices and tuning
parameters that have a high impact on their performance. Most importantly, the perfor-
mance of the SAE deep net and CDBN kept increasing in performance up to 100 % of the
unlabeled dataset opposed to engineered features, which can not improve by learning
from unlabeled data.

Although ’simple’ – engineered – time-domain features match or even outperform
unsupervised representation learning algorithms at this point, we believe that represen-
tation learning structures outperforms engineered representations as the task becomes
increasingly difficult, we find better design solutions, and the unlabeled dataset size
grows.
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CONCLUSIONS AND FUTURE WORK

In this thesis, we investigated multitask learning, orientation-
independence, and unsupervised representation learning for animal
activity recognition (AAR). Specifically, we focused on AAR using inertial
measurement units that are attached to collars around the neck of animals.
Throughout the chapters in this thesis, we presented various evaluations
that provide insight into the impact of different factors on the performance.
In this chapter, we review our contributions, lessons learned, and future
directions for AAR.
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8.1 RESEARCH SUMMARY
The focus of this thesis is on AAR using inertial measurement units (IMUs) that are at-
tached to collar tags around the neck of animals in combination with machine learning
(ML) classifiers. The performance of AAR is impacted by various factors such as hetero-
geneity of animal populations, sensor position and orientation, and the classification
method. In this thesis, we investigated these and other factors through the following
main research question:

How can we recognize various animal activities using motion data while considering
resource-efficiency, orientation-independence, and genericity so that it can be executed
online and easily deployed across a wide variety of species?

In this thesis, we have provided answers to this question through the following seven
contributions.

CONTRIBUTION 1: LITERATURE STUDY OF THE STATE OF THE ART

In Chapter 2, we explained the AAR pipeline and its parts. We discussed the differ-
ent sensor modalities used for AAR and motivated the use of accelerometers over other
modalities. We surveyed the state of the art in AAR and compared properties such as
the dataset size and composition, number and type of discriminated activities, sensors,
features, and classifiers. The survey showed that there is a need for open access datasets
that contain data from multiple subjects. Through this thesis, we published three open-
access datasets, which are further discussed in Contribution 2. The survey showed that
no studies addressed and compared the genericity performance of classifiers sufficiently.
We evaluated genericity of the classifiers through multitask learning (MTL) in Contribu-
tion 4. Furthermore, multiple studies reported varying sensor orientations during data
acquisition, while sensor-orientation-independent AAR has not been studied. We ad-
dressed sensor orientation and position independent AAR in Contribution 5. In the sur-
vey, we provided an overview of all the elements that are essential for effective AAR and
the different factors that influence the performance. Four essential factors are investi-
gated in Contribution 6. Finally, none of the surveyed works investigated unsupervised
representation learning for AAR, which we addressed in Contribution 7.

CONTRIBUTION 2: DATASETS

Different types of motion data from animals were required to answer the research
questions. Because the required types of data were not available at the start of this re-
search, it was collected from goat, sheep, and horses. All of the collected data has been
made available online with open access. The dataset descriptions were presented in
Chapter 3. The composition and collection process has been described in detail so that
other researchers can use the data for their research. In total, three datasets were col-
lected and annotated. Dataset 1 is the smallest dataset out of three and comprises mo-
tion data from 4 goats and 2 sheep and was used to study the effect of MTL across indi-
viduals and between goats and sheep. The main feature of this dataset is that identical
activities were annotated for two different but similar species; this makes this dataset
particularly suitable for research regarding generic AAR or transfer learning. Dataset 2
comprises motion data from 5 goats that was collected from 6 diverse positions and ori-
entation around the neck. The dataset was used to study orientation-independent fea-
ture selection for AAR. The diverse sensor position and orientations around the neck of



8.1 RESEARCH SUMMARY

8

159

each subject make this dataset particularly suitable for sensor-orientation independent
AAR research. Dataset 3 is the largest dataset of the three and comprises motion data
from 18 horses that was collected at an equestrian facility. Data from 11 subjects was
labeled, but for 6 subjects, the data was labeled more extensively for 6 activities. The
dataset is particularly suitable for unsupervised AAR research because it contains a large
amount of additional unlabeled data.

CONTRIBUTION 3: SENSOR-VIDEO SYNCHRONIZATION AND LABELING TOOL

We presented a synchronization method to synchronize videos with sensor data. The
method has been used to develop a labeling application described in Section 3.5. The ap-
plication can be used to synchronize videos with sensor data. Subsequently, annotations
can be added to the data, and a labeled dataset can be exported.

CONTRIBUTION 4: MULTI-TASK LEARNING ANALYSIS

In Chapter 4, we investigated the trade-off between the generalization capability of
various classifiers and AAR performance using MTL for embedded platforms. We used
real-world motion data from goats and sheep to evaluate AAR in three scenarios: (i.) in-
dividual AAR. We showed that an individualized AAR system always performs best with
an average F1 performance of 86.1 %. (ii.) training a classifier with data from one species,
and using that classifier to predict activities of another similar species, yielded relatively
bad AAR performance (69.77 %). (iii.) we have shown a significant increase in perfor-
mance when MTL is utilized between species by using data from two species and a
shared feature representation to train a classifier (80.88 %). On average, the relative in-
crease in F1 performance was 15.92 %. The performance approached that of the individ-
ualized scenario, where data was used per individual.

Furthermore, our results indicate that data from similar species can be mixed to im-
prove the classification of one of the species. This result is prospective because obtaining
labeled data from a wild animal (e.g., zebra) is difficult, while it is easier to collect data
from a similar domesticated animal (e.g., horse). A small labeled dataset for the zebra
may be mixed with data from the horse to complement the training of the classifier.

CONTRIBUTION 5: SENSOR ORIENTATION-INDEPENDENT FEATURE SELECTION

In Chapter 5, we presented a framework that finds small optimal feature sets that
are lightweight and robust to the sensor’s orientation. Robustness against position and
orientation is essential because motion sensors placed around the neck of an animal can
be displaced over time by the animal itself (e.g., scratching or biting), its environment
(e.g., other animals or vegetation), and misalignment during manufacturing or collaring.
The AAR performance degrades significantly in these cases when a classifier is sensitive
to the orientation and position of the sensor around the neck. We have shown that it is
possible to obtain optimal orientation-independent features by training a classifier with
mixed data from various orientations.

Using a single feature sufficed for excellent performance (90.8 %), and this can be
improved by using up to 3 features (93.5 %) selected by the decision tree (DT) and
naive Bayes (NB) classifier; using a larger feature set did not improve the performance.
The best scoring features were: accel_3dvector_std, accel_3dvector_norm_mag_6, ac-
cel_3dvector_freqEntropy, and gyro_3dvector_twenty_fith_p. Most of these features are
accelerometer features. Excluding the gyroscope did not significantly degrade the per-
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formance. Additionally, the accelerometer consumes significantly less power. Therefore,
the accelerometer is the best sensor to use for AAR. With a small loss of accuracy, the
frequency-domain features can be swapped out for time-domain features, lowering the
computational requirement.

CONTRIBUTION 6: ANALYSIS OF FEATURE TYPE, HYPERPARAMETER TUNING, AND DATA

PARTITIONING

Besides the classifier, various other choices in the design and evaluation method im-
pact the AAR performance. In Chapter 6, we analyzed the impact of the number and type
of features, two data partitioning methods, and hyperparameter tuning on AAR perfor-
mance using supervised ML techniques. We compared the performance of 7 classifiers
by training and evaluating them with motion data from 6 horses in four scenarios: (i.) We
evaluated the performance of the orientation-independent feature set from Contribu-
tion 5 on horses and showed that using the feature-subset yields an average 2.95 % rela-
tive increase in F1 performance compared to using all features. (ii.) We compared the dif-
ference in performance between time-domain and frequency-domain features to inves-
tigate the trade-off between feature complexity and AAR performance. On average, spec-
tral features increased F1 performance relatively with 2.81 %, ranging from −3 % (linear
discriminant analysis (LDA)) to 4.94 % (decision tree (DT)). Thus, the trade-off between
complexity and performance is different for each classifier, but overall most classifiers
did yield higher performance using frequency features. (iii.) We investigated the effect
of the evaluation partitioning method by comparing leave-one-subject-out with k-fold
cross-validation. k-fold cross-validation does not capture the genericity performance
of the classifiers because data from all subjects is mixed. Therefore, the performances
are over-optimistic. On average, the relative F1 performance was 2.6 % higher for the
k-fold cross-validation method. In a practical scenario where an AAR classifier is used
on unseen animals, the performance is reflected more precisely using leave-one-subjec-
t-out validation. (iv.) We demonstrated that hyperparameter tuning had a positive effect
on most classifiers, and was minimal for a few. On average, hyperparameter tuning in-
creased the F1 performance with 1.91 % relative to default parameters. Hyperparameter
tuning decreased the standard deviation in the performance of the deep neural network
(DNN) classifier, showing that the learned model could generalize better to unseen sub-
jects after tuning.

CONTRIBUTION 7: DEEP UNSUPERVISED REPRESENTATION LEARNING

We investigated the opportunity to exploit the large unlabeled part of sensor-data to
improve the feature extraction for AAR through unsupervised representation learning.
We compared three unsupervised representation learning techniques with three con-
ventional feature extraction methods. To investigate the effect of the size of both labeled
and unlabeled part of the dataset on the quality of the features, we trained the unsu-
pervised representation architectures and classifier using various sample sizes. Further-
more, we evaluated the effect of depth in the architectures on the performance. Finally,
we investigated the effect of class imbalance in the dataset on the AAR performance
using the different features. In Chapter 7, we demonstrated that the performance of
unsupervised representation learning could approach and, in some cases, outperform
conventional features (85.17 % vs 82.52 % in the goat dataset). This result is essential,
especially given the fact that the representation learning architectures were only trained
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with unlabeled data without fine-tuning to the datasets (unsupervised representation
learning). When fixing the amount of labeled data and varying the size of the unlabeled
dataset, our results showed that the convolutional deep belief network (CDBN) archi-
tecture benefited the most from an increasing amount of unlabeled data, especially in
the more diverse and imbalanced dataset. We demonstrated that concatenating the 1st

and 2nd layer representations often results in better classification performance with an
average performance increase of 13.78 % F1 performance over all experiments, relative
to using only the 1st or 2nd layer. Furthermore, our results indicate that deep representa-
tions provide more robustness to the imbalance in smaller labeled datasets.

Unsupervised deep representation learning for AAR is hard and has not yet been
thoroughly explored. These architectures come with many design choices and tuning
parameters that impact their performance. Most importantly, the performance of the
sparse auto encoder (SAE) deep net and CDBN kept increasing in performance up to
100 % of the unlabeled dataset opposed to engineered features, which can not improve
by learning from unlabeled data.

8.2 LESSONS LEARNED
In this section, we summarize the most important lessons that were learned during this
dissertation.

• DATA ACQUISITION REQUIRES PATIENCE, DELIBERATION, AND STAMINA

For this thesis, we collected 3 datasets, and we learned that collecting and anno-
tating data is laborious and time-consuming. The total time required to collect
movement data is easily underestimated. Each experiment requires a long prepa-
ration phase that includes planning, ethical soundness, hardware choice, testing,
and finding a location. During the experiments, sensors broke down, data got cor-
rupted or lost and had to be organized and logged carefully. Hard drives quickly
became too small. Unlike human subjects, it is not always possible to ask an an-
imal to perform a particular activity. Each experiment has to be performed in an
ethically sound manner that puts the animals’ well-being first. Therefore, it is not
straightforward to obtain a rich and balanced dataset that contains a sufficient
amount of labeled data for multiple activities. From first-hand experience, we
learned that data labeling could not be performed for long consecutive periods
without corrupting the mind.

• DATA COLLECTED FOR A SPECIFIC PURPOSE MAY HAVE THE POTENTIAL TO BE USED

IN RESEARCH BEYOND THE CONTEXT ORIGINALLY ENVISIONED

We observed that a dataset that was collected for one specific purpose proved to
be very useful for a very different purpose. At the same time, to be fully applica-
ble for the originally “not envisioned” research purpose, the data may lack some
modality. For example, one might not need the local outside temperature for the
current research scope, but others may later want to study a correlation between
the weather and your data. The same applies to the annotation and synchroniza-
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tion of datasets. Therefore, it may be useful to consider the applicability of the “to
be collected” data beyond the scope of the current research.

• ACTIVITY RECOGNITION PERFORMANCE IS EASILY OVERESTIMATED

To prevent over-optimistic performance results, AAR and human activity recogni-
tion (HAR) systems should be evaluated with leave-n-subject-out cross-validation.
This validation method should primarily be used in the case of research that aims
to deploy AAR in real-world scenarios, in which the AAR system is used on unseen
subjects, outside the training population. When k-fold cross-validation is used,
data from all subjects is present in the training and test sets. This fact allows the
classifier to fine-tune on the distribution that best fits the used dataset. The perfor-
mance may be significantly lower with data from unseen subjects, that might have
a different distribution. Because it is difficult to obtain sufficient labeled training
data, most research uses k-fold cross-validation, and when leave-n-subject out
validation is used, n is usually not larger than 1. This choice is made because not
all activity classes for all subjects always contain a sufficient amount of data. For
example, if there is one subject in the set that only has labeled data for 2 activities
and the other subjects have data from 5 activities, there is no correct way to assess
the performance for this subject.

• INCORRECT DESIGN CHOICES ARE EASILY MADE DURING DATA PREPROCESSING

Preprocessing data is an essential step in the AAR pipeline. The choices made dur-
ing this step can have a significant effect on performance. We learned that it is
quite easy to make incorrect design choices that quickly go unnoticed because
they do not immediately result in an error. For example, feature scaling, such as
standardization, should only use the training data for properties. On one occa-
sion, we mistakenly used the dataset for standardization in a preprocessing step,
before dividing the data into training and testing sets. In doing so, we used infor-
mation from the test set, and the performance was over-optimistic. Other mis-
takes that easily go by unnoticed include: dividing overlapped segmented data
into both training and testing data (information leakage), not shuffling data before
sampling, and incorrectly (re)mapping labels (e.g., when converting a string-type
to integer-type and vice versa).

• SPLITTING LONG ACTIVITY SEGMENTS YIELDS MORE BALANCED DATASETS

We defined a segment as a continuous recording of an activity exercised by a sub-
ject. Segments should be divided into train and test sets before windowing (usually
with overlap) to prevent information leakage. Because some segments are short
while others can be long, merely sampling segments and dividing them into train-
ing and test sets causes a difference in the balance ratio of the train and test sets
between training, tuning, and test sets. We learned that recursively shortening
activity segments to a maximum length minimizes the imbalance in the ratio of
sample data for some activity categories between the different datasets.
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• ACCURACY IS NOT ALWAYS THE BEST EVALUATION METRIC

Accuracy is used in virtually all AAR research. The accuracy measure is commonly
defined as the total number of correct predictions divided by the total number of
predictions: t p+tn

t p+ f p+tn+ f n . Although we did argue in this thesis that accuracy is a
good measure because it takes into account the true negatives (tn), it is not always
a good measure for activity recognition, especially not in imbalanced datasets. The
F-measure does not include tn. When a classifier fails to classify any positive pre-
diction for one of the activity classes, this is not reflected in the accuracy measure.
However, in such a case, the F-measure cannot be computed due to a division by
0, reflecting poor performance. The severeness of this lesson depends on the AAR
situation and should be considered in situ.

8.3 FUTURE WORK
In this section, we present prospective ideas that can be addressed to extend our work in
future work.

• UNSUPERVISED REPRESENTATION LEARNING

In Chapter 7, we compared three unsupervised representation learning tech-
niques and demonstrated their potential to exploit the benefits of the unlabeled
part of the data. Numerous newer and improved versions of unsupervised and su-
pervised representation learning techniques have been proposed and are worth
investigating.

Furthermore, we showed the performance of the SAE deep net and CDBN kept in-
creasing in performance up to 100 % of the used unlabeled dataset. However, our
results show that the imbalance in the labeled dataset has a significant impact on
the performance of AAR, especially in smaller datasets. One analysis that was not
included in this work is a focused investigation on the effect of class imbalance in
the unlabeled data. We only demonstrated the effect of imbalance using the la-
beled data. Significant challenges that need to be tackled include an imbalance in
both the labeled and unlabeled data. Future work can sample significant amounts
of additional unlabeled data that are available in our horse dataset. Future re-
search should find the rate of improvement in the quality of the representations
as more unlabeled data is used or the rate of deterioration and its causes. Because
this data is unlabeled, we cannot use under- or upsampling to balance the unla-
beled dataset. The large volume of unlabeled data should be sampled in a way so
that it contributes to the representation quality. A new framework for unsuper-
vised learning may simultaneously guide the policy of a reinforcement learning
agent while shaping the representations. The framework should learn what parts
of the unlabeled dataset to use for representation learning, and what part to ’for-
get’ or exclude. The framework requires a form of curiosity and discovery.

• GENERIC ACTIVITY RECOGNITION

In Chapter 4, we demonstrated that MTL has a significant effect on the genericity
performance of the classifiers. Recently, many end-to-end (deep) learning frame-
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works have been proposed for transfer learning in HAR. Similar frameworks could
be useful for AAR and can be investigated using our datasets. For example, (deep)
representations learned from one species’s data might be beneficial to improve
those of another species.

• ACTIVE LEARNING EMBEDDED IN LABELING FRAMEWORK

Naturally, animals exhibit activities in an imbalanced manner. For example, in
Chapter 3, we learned that goats spend most of their time standing and eating.
When the data annotation is performed chronologically, this results in an equally
imbalanced labeled dataset. Random under-sampling is often used during pre-
processing to improve the balance between the activity classes. Random under-
sampling discards labeled data from the majority classes, which is wasteful – why
label that data if it is discarded later?

Active learning may be able to balance the dataset during the data annotation pro-
cess and prevent wasteful work on labeling data that is later discarded due to the
imbalance. Active learning promises to not only obtain a more balanced dataset
but also speed up the process. Active learning aims to select raw data that is dis-
similar to the data that is already labeled. For example, when most of the data
consists of the animal grazing, then it might be beneficial to have an active learner
select data that is different from grazing and query the annotator for a label, op-
posed to manually scanning all the footage to find other behavior.

• QUATERNION FEATURES

A quaternion [49] is a four-part hyper-complex number used in 3D rotations and
orientations. Although our results have shown that summary statistics derived di-
rectly from gyroscope data did not significantly contribute to AAR performance,
the sensor can be used to engineer features that have not been explored in the state
of the art or this dissertation. In situations were energy constraints are less criti-
cal, the accelerometer data can be fused with the gyroscope data to estimate the
device’s orientation at each point in time. The fusion is different than using the ac-
celerometer and gyroscope as two separate data streams and extracting summary
statistics from them individually. The valuable property is not the orientation be-
cause we assume that this is not fixed. What may be interesting to explore is the
relative angular velocity. The accelerometer can only capture the squared summed
motion in 3D, which is one dimensional. The rotations of the device are 3 dimen-
sional and could be very specific for different activities. The main question that
arises is the sensitivity to the orientation of the collar. The quaternion fusion can
be explored in future work using our multi-orientation goat movement dataset.

• AUTOMATIC SYNCHRONIZATION OF DATA-LOGGERS WITH CAMERAS

During and after the collection of data that has to be labeled, it is a tedious task to
synchronize the sensor data with the ground-truth videos. One solution would be
to use dedicated cameras that communicate and exchange time information with
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the sensor. However, this would be a limitation because every situation requires
a different camera setup. In Chapter 3, we proposed an approach with a more
advanced datalogger that allows the use of any camera. In future research, a data
logger can be developed that encodes identification and time information into a
shortcode that is transmitted through a visual pattern (e.g., a flashing LED), which
is recorded by the camera. The labeling framework can then interpret the flashing
pattern back to identify each sensor in the video-frame and synchronize with it
accordingly.





A
REPRESENTATION ARCHITECTURES

This appendix provides the basic principles of the following 3 representation learning
architectures that were used in Chapter 7: (i.) principal component analysis (PCA), (ii.) a
deep net with sparse auto encoders (SAEs), and (iii.) the convolutional deep belief net-
work (CDBN).

A.1 PRINCIPAL COMPONENT ANALYSIS
Principal component analysis (PCA) [153] is a commonly used and well established di-
mensionality reduction and decorrelation technique that is often used in activity recog-
nition [131]. principal component analysis (PCA) is a basic form of representation learn-
ing since it automatically discovers a compact and descriptive subset of representation
from the raw data without relying on domain or expert knowledge [131]. Essentially,
PCA obtains a linear transformation f (x) = W T x that maps raw data into a feature vec-
tor [102]. PCA identifies components in the input data which have the largest vari-
ance [153, 158]. The significance of the components is reflected in their eigenvalues,
obtained from the covariance matrix.

A.2 DEEP NET COMPRISING 2 STACKED SPARSE AUTO EN-
CODERS

An autoencoder (AE) [122] is a type of neural network with a single hidden layer that is
used for representation learning. It is an unsupervised learning algorithm that is trained
using backpropagation. An AE learns to compress data from the input layer into a short
code, and then decompresses that code into something that resembles the original data.
Figure A.1 shows a schematic overview of an AE. The encoder part of the AE, shown in
Figure A.1, is trained with unlabeled training data during the training phase. In order to
obtain the feature vector used for classification, the training and test sets are given as in-
puts to the decoder part of the network and transformed with the learned code hW,b(x).
The output of the network, along with the respective labels, are used as a feature vector
for the classification algorithm.
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Figure A.1: Schematical overview of an autoencoder, showing the encoder and decoder parts.

During training of the AE, the target values are set to be equal to the input y (i ) = x(i ),
for each i -th training sample. An AE tries to learn a function hW,b(x) ≈ x; in other words,
to learn an approximation of the identity function

(
f (x) = x

)
so that the network outputs

x̂, as similar as possible to x. The hidden layer is usually smaller than the in- and output
layers, so that the AE is engaged in dimensionality reduction and learns a compressed
representation of the input data. The compressed representation (also referred to as
code, latent variable, latent representation or hidden representation) is denoted as:

hW,b(x) =σ(W (1)x +b(1)) (A.1)

, where σ(·) denotes an element-wise activation function, W is a weight matrix, and b is
a bias vector. The reconstruction of x is calculated as:

x̂ =σ(W (2)h(x)+b(2)) (A.2)

The AE network is trained by minimizing a cost function defined as:

J (W,b) = 1

m

m∑
i=1

(
‖hW,b(x(i ))− y (i )‖2

)
+ λ

2

L−1∑
l

sl∑
j

sl+1∑
i

(
W (l )

j i

)2
(A.3)

, where m is the number of training data, hW,b(x) as defined in Equation A.1, x(i ) and
y (i ) are the i -th training sample on the input and output, respectively. The second term
in Equation A.3 is the regularization term, where λ is the L2 regularization coefficient, L
is the number of layers, sl is the number of neurons in layer l , and W (l )

j i is the weights

associated with the connection between neuron j in layer l , and neuron i in layer l +1.
The regularization term helps prevent overfitting to the training data. The cost func-
tion J (W,b) (Equation A.3) is minimized through batch gradient descent. The partial
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derivatives that are needed for gradient descent are computed using the backpropaga-
tion algorithm [122].

The representations for different types of input will be too similar if individual neu-
rons of the AE are activated too frequently. The activation rates of the neurons should be
lower so that each neuron is only activated for a small fraction of the training data. The
activation rate of the hidden neurons can be lowered by imposing a constraint, called
the sparsity constraint [122], from which the name sparse auto encoder (SAE) is derived.
When neurons only respond to specific types of input, the SAE can potentially discover
a more expressive structure from the input data. The sparsity constraint is added to the
cost function as follows:

Jsparse(W,b) = J (W,b)+β
s2∑

j=1
KL(ρ||ρ̂ j ) (A.4)

, where J (W,b) is the cost function, β is the coefficient that controls the weight of the
sparsity penalty term, s2 is the number of neurons in the hidden layer, ρ is a sparsity pa-
rameter (typically a small value close to zero), and ρ̂ j is the average activation of hidden
neuron j calculated by

ρ̂ j = 1

m

m∑
i=1

[
hW,b

(
x(i )

)]
(A.5)

KL(ρ||ρ̂ j ) is the Kullback-Leibler (KL) divergence between ρ̂ j and ρ. KL-divergence
is a standard function for measuring how different two distributions are and grows as ρ̂ j

diverges from ρ, effectively causing the weights W to be optimized in a way so that the
neurons activate sparsely.

A deep net that learns hierarchical features is formed by stacking two AEs where the
output of an AE’s hidden layer is used as input for the consecutive AE. The individual
layers of the deep net are trained through greedy layer-wise training [17, 56]. The hyper
parameters in an SAE that need to be tuned are the number of hidden neurons s2, the L2

regularization parameter, the sparsity parameter ρ, and the sparsity coefficient β.

A.3 CONVOLUTIONAL DEEP BELIEF NETWORK
Convolutional deep belief networks (CDBNs) are generative probabilistic models com-
posed of one visible layer and multiple hidden layers [98]. Each hidden neuron learns
a statistical relationship between the neurons in the lower layer; the higher layer rep-
resentations usually become more complex [99]. A CDBN is a composite of convo-
lutional restricted Boltzmann machines (CRBMs), which in turn is a composite of re-
stricted Boltzmann machines (RBMs) [159]. Therefore, we first discuss the Boltzmann
machine (BM) [3], RBM [159], and CRBM [98].

BMs [3] are undirected graphical models with a set of binary hidden neurons h, a set
of binary or real-valued visible neurons v, and symmetric connections between these
two represented by a weight matrix W . RBMs are BMs with the restriction that con-
nections exist only between the layer of hidden and visible neurons, but not between
two neurons in the same layer (bipartite graph). Without this restriction, training a BM
would be computationally infeasible for larger networks. The two sets of neurons are
divided in two layers. The neurons in the visible layer correspond to the components of
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an observation given at the input (number of samples in one window of data). Neurons
in the hidden layer model dependencies between the components of observations and
can be viewed as non-linear feature detectors [57].

The RBM [159] attempts to learn a probability distribution that fits the training data
as accurately as possible. Following the terminology given in [98], the probability distri-
bution of an RBM defined by its energy function is:

P (v,h) = 1

Z
e−E(v,h) (A.6)

, where Z is the partition function. When the visible units (inputs) are real-valued, the
energy function is defined as:

E(v,h) = 1
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b j h j −
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ci vi (A.7)

, where b j is the hidden neurons’ biases and ci is the visible neurons’ biases. Because a
RBM is an undirected network, computing the gradient required to update the weights
is in general computationally infeasible. Therefore, instead of using backpropagation as
with the SAE, the weights of an RBM are optimized through sampling based methods
such as contrastive divergence [58].

The CRBM [98] is an extension of the RBM to a convolutional setting. Instead of
fully connecting the visible layer and the hidden layer, the weights between the hidden
neurons and the visible neurons are local and shared among all locations in the hidden
layer. The intuition behind the CRBM is that if a certain pattern in data is useful at some
point in time, then that same pattern can be useful at other points in time [61]. The
hidden layer is constructed by K NW -dimensional filter weights W k , also referred to as
"bases" [99]. The hidden layer consists of K groups with NH -dimensional arrays where
NH , NV −NW +1 and each unit in group k shares the weights W k . Each group shares a
bias bk and visible units share a bias c.

Given these preliminaries, the energy function of the CRBM with real-valued visible
neurons is defined as:

E(v,h) = 1

2

NV∑
i=1

v2
i −
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k=1
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j=1

NW∑
r=1

hk
j W k
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j=1

hk
j − c

NV∑
i=1

vi (A.8)

, where hk
j denotes the j -th neuron in group k. Using this model, the conditional prob-

ability distribution can be computed. Because all neurons in one layer are conditionally
independent given the other layer, inference can be performed using block Gibbs sam-
pling [7, 48]. By keeping either h or v fixed, sampling from the other layer can be done as
follows:

P (vi |h) =N (ci +
∑
k

(W k ∗ f hk )i + c,1) (A.9)

P (hk
j = 1|v) =σ((W̃ k ∗v v) j +bk ) (A.10)

, where N denotes the normal distribution, σ is the sigmoid function, ∗v is valid convo-

lution, ∗ f is full convolution, and W̃ k
j ,W k

NW − j+1 i.e. flipping the original filter W k .
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Max-pooling [147] down samples an (intermediate) representation by applying a
max filter over (usually) non overlapping subregions of the representation. The max
filter applies the maximum function over the subregions. In order to get max-pooling
like behavior in a generative model, Lee et al. [98] introduced probabilistic max-pooling.
Probabilistic max-pooling computes the maxima over small neighborhoods of neurons
in the hidden layer in a probabilistic sound way, effectively shrinking feature detection
output to a pooling neuron; more details can be found in [98]. A schematic diagram of
the CRBM is shown in Figure A.2.

NP PkNH Hk

C

Hidden 
layer

V

Visible 
layer

NV

NW Wk + bk

window

3D Vector Pooling 
layer

Figure A.2: Schematic diagram of an convolutional restricted Boltzmann machine with probabilistic max-
pooling

Each window of activity data is given at the input V (visible layer) with size 1×NV . A
1×NW filter is applied to V resulting in K bases H with size NH . Finally, a pooling layer
P k is added with size NP , NH /C , where C is the max-pooling ratio.

Because a typical CRBM is highly over complete, a sparsity penalty term is added to
the log-likelihood objective [97]. The training objective is then denoted as:

<W,b,c >= argmin
W,b,c

Ll i kel i hood (W,b,c)+βLspar si t y (W,b,c) (A.11)

, where Ll i kel i hood is the negative log likelihood that measures how well the CRBM fits
the input data distribution, β is the sparsity regularization parameter, and Lspar si t y is
the sparsity constraint.

When the CRBMs are trained layer-wise [17, 56] with contrastive divergence [58], they
are stacked to form a CDBN. The hyperparameters that need to be tuned are the number
of bases H , the filter length NW , the max-pooling ratio (local neighborhood size), and
the sparsity regularization parameter β.





ACRONYMS

A

AAR animal activity recognition.

AE autoencoder.

AHD activiteit herkenning voor dieren.

ANN artificial neural network.

APS anti-poaching system.

AR activity recognition.

B

BM Boltzmann machine.

C

CDBN convolutional deep belief network.

CNN convolutional neural network.

CRBM convolutional restricted Boltzmann machine.

D

DL deep learning.

DNN deep neural network.

DT decision tree.

E

ECDF empirical cumulative density function.

G

GBT gradient boosted trees.

GPS Global Positioning System.
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H

HAR human activity recognition.

HMM hidden Markov model.

I

IMU inertial measurement unit.

IoT internet of things.

K

k-NN k-nearest neighbors.

KL Kullback-Leibler.

L

LDA linear discriminant analysis.

LPWAN low power wide area network.

LR least regression.

M

ML machine learning.

MTL multitask learning.

N

NB naive Bayes.

NN neural network.

P

PCA principal component analysis.

PPV positive predictive value.

R

RBM restricted Boltzmann machine.

RF random forest.

RTC real-time clock.
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S

SAE sparse auto encoder.

SFS sequential forward selection.

SVM support vector machine.

U

URL unsupervised representation learning.

V

VE voting ensemble.
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