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Human Activity Recognition is focused on the use of sensing technology to classify human activities and
to infer human behavior. While traditional machine learning approaches use hand-crafted features to
train their models, recent advancements in neural networks allow for automatic feature extraction.
Auto-encoders are a type of neural network that can learn complex representations of the data and are
commonly used for anomaly detection. In this work we propose a novel multi-class algorithm which con-
sists of an ensemble of auto-encoders where each auto-encoder is associated with a unique class. We
compared the proposed approach with other state-of-the-art approaches in the context of human activity
recognition. Experimental results show that ensembles of auto-encoders can be efficient, robust and com-
petitive. Moreover, this modular classifier structure allows for more flexible models. For example, the
extension of the number of classes, by the inclusion of new auto-encoders, without the necessity to
retrain the whole model.
� 2021 The Authors. Published by Elsevier B.V. This is an open access articleunder the CCBY license (http://

creativecommons.org/licenses/by/4.0/).
1. Introduction gated the impact of some hyperparameters in the accuracy of
Human Activity Recognition (HAR) is a research field focused on
the use of sensing technology to classify human activities and to
infer human behavior [1]. A HAR system can use data from different
sources, like wearables, sensors from objects and cameras. These
systems have been successfully applied for health and well-being
[2], tracking and mobile security [3] and elderly care [4].

Most HAR machine learning approaches found in the literature,
such as: decision trees [5], support vector machines [6] and k-
Nearest Neighbor [4] rely on the use of heuristic hand-crafted fea-
ture extraction to train their models. That includes, for example,
time-domain calculations, mean and standard deviation for each
sensor signal and correlation (Pearson correlation) between axes
for the 3D sensors.

In our previous work [7] we studied a semi-supervised ensem-
ble, EkVN, which combined 3 different algorithms (kNearest Neigh-
bour, Very Fast Decision Tree and Naive Bayes). This method relies
on heuristic hand-crafted feature extraction for HAR. The features
were extracted from the raw data of different types of sensors:
accelerometer, gyroscope and magnetometer sensors. We investi-
EkVN.We found that the accuracy of EkVN is more sensitive to data
from different users, to the window size and to the overlapping
factor. We also found that the feature extraction process has a rel-
atively high energy and time costs. This can have implications, for
example in mobile applications, where the use of resources must
be carefully managed in order to keep the application efficiently
working for long periods of time.

An alternative to the manual extraction of features is the auto-
matic feature extraction with neural networks [8]. One type of
neural network commonly used as a powerful tool for discovery
of features is the Auto-Encoder (AE). This type of neural network
tries to learn two functions, an encoder, which maps the input to
the hidden layers (the bottleneck), and a decoder, which maps
the hidden layers to the output layer. In other words, an AE can
learn compact representations of the input data in an unsupervised
manner [9]. Therefore, the output of an auto-encoder is the recon-
struction of its input.

In this work, an extension of [7], we propose a classification
approach which is an Ensemble of AEs (EAE). In this EAE each AE
is trained with data from one class.1 Thus, in the context of HAR,
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each AE is associated with a label/activity. As new data arrives for
classification, the reconstruction loss is calculated for each AE. The
data is then classified with the label from the AE which obtained
the lowest reconstruction loss. When used in online learning, the
ensemble model can be updated with the user’s data when the
reconstruction loss drops below a given threshold. To the best of
our knowledge there are no approaches that use AEs as an ensemble
classifier.

We tested two variants of EAE in HAR data, an online and an off-
line one. Both variants learn from the same train data, however the
first also learns incrementally when the loss increases more than
an user-defined threshold. Experimental results show that the
EAEs are efficient, robust and competitive with state-of-the-art
approaches.

This paper is structured as follows. Section 2 presents the
related work on machine learning for HAR. Section 3 describes
the method proposed in this study. The results obtained are pre-
sented and discussed in Section 4. Finally, Section 5 summarizes
the main conclusions and points out future work directions.
2. Related work

The main goal of HAR is to recognize human physical activities
from sensing data. In this research area many approaches were
presented in the last decade [11–14]. These approaches vary
depending on the sensor technologies used to collect the data,
the machine learning algorithm and the features created to train
the model. In relation to extraction and selection of features, the
models can be trained using hand-crafted feature extraction or
automatic feature extraction.

The conventional approaches in HAR use hand-crafted feature
extraction, which means that these approaches rely on human
domain knowledge. Those features often include statistical infor-
mation, such as: mean, variance, standard deviation, frequency
and Pearson Correlation [15]. These approaches use traditional
machine learning methods such as: SVM classifiers, k-Nearest
Neighbour, decision tree, Naive Bayes classifiers, Random Forest
[6,16,5,1]. Others focus on the combination of these machine learn-
ing approaches as ensembles in order to improve accuracy [7,1]. It
is generally known that ensembles with bagging and boosting
techniques can increase the performance of classifiers [17]. In most
of these studies the improvements proposed are more focused in
the tuning of hyperparamenters that are common in HAR (e.g. win-
dow size and overlapping factor) [18] and feature construction [1].

In contrast to that, Neural Networks methods (a.k.a Deep Learn-
ing) have the capacity to automatically learn relevant features
from raw data without human domain knowledge [9]. Many differ-
ent deep learning architectures have been proposed, such as Con-
volutional Neural Networks (CNN) [12,14,19], recurrent neural
networks [13] and AEs [20–22].

Mostly used for computer vision, CNNmodels have also demon-
strated to be effective in natural language processing [23], speech
recognition [24] and text analysis [25]. In terms of HAR, CNNs have
also been used to extract features from sensing data and to classi-
fication tasks [9]. Approaches for HAR based on CNNs can learn the
correlation between nearby signals and be scale-invariant for dif-
ferent frequencies [9,19]. Some of these approaches process each
dimension of a signal (e.g. a 3D accelerometer signal) as a channel.
In other words, that means that to each channel is applied a 1D
convolution. After that, the outputs from all channels are flattened
to unified layers. Chen and Xue [26] used a CNNmodel with a mod-
ified convolution kernel to adapt to the characteristics of 3D sig-
nals. On the other hand, 2D convolutions can present better
results compared to 1D convolutions. Ha and Choi [27] proposed
2D convolutions where CNNs were used with partial and full
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weight sharing structures to investigate the performance of differ-
ent weight-sharing techniques. Weight-sharing is a technique used
to incorporate invariance, to reduce complexity and to speed up
the training process of CNNs [9]. To use 2D convolutions, some
approaches resize the inputs from the signals as virtual 2D images
[28]. To learn the dependencies between signals they applied a
CNN using a 2D convolution kernel and a 2D pooling kernel. Fol-
lowing this idea Jiang and Yin [29] designed a more complex pro-
cess to transform the signals into 2D image description and applied
2D convolution to extract features.

AEs are one family of neural networks which can learn a com-
pact representation of the input signals. Stacked Auto-Encoder
(SAE), for example, stack the learned features which can later be
used to build a classification model [9]. Wang et al. [20] proposed
a Continuous AE that converts high-dimensional continuous data
to low-dimensional data in the encoding process. The features
are extracted by AEs with multiple hidden layers. Gao et al. [21]
proposed the combination of Stacking Denoising AE for feature
extraction with LightGBM as the classifier. Ensemble of AEs can
also be used for unsupervised outlier detection. For example, Chen
et al. [30] proposed an ensemble of AEs randomly connected with
different structures and connection densities, which reduces com-
putational costs. The outliers are detected by computing the med-
ian of the AEs reconstruction error. In HAR, the features learned by
Denoising Stacked AEs can be used by a random forest algorithm to
build an ensemble classifier [31].
3. Methodology

In this section we start by describing the EkVNmethod with the
hand-crafted feature extraction, presented in [7]. Afterwards, we
describe the proposed method, the Ensemble of Auto-Encoders
(EAE). Both methods are semi-supervised learning approaches.
This means that they are incrementally updated after the data from
a specific user is classified.
3.1. Ensemble of kVN

The EkVN is an ensemble model composed by three classifiers:
kNN, Very Fast Decision Tree (VFDT) and Naive Bayes. The imple-
mentation of the ensemble classifier is the combination of Demo-
cratic Co-Learning and Tri-Training [32]. This method uses a
vector of hand-crafted features as input, both in its training and
test phase, as illustrated in Fig. 1.

The top pipeline in Fig. 1 shows the offline training using raw
data extracted from different wearables and/or smartphone sen-
sors. In the first step, window segmentation & overlapping, the raw
data is stored in sliding windows and consecutive windows are
overlapped. The window size (w) and overlap factor (ovl) are user
defined values.

Data from sensors is usually susceptible to noise, especially
accelerometer data [1]. Thus, the preprocessing step is important
for calibration and filtering of the input data in order to reduce
the noise. After that, a new instance is created containing the fea-
tures that will be used to train the model, the feature extraction
step. These features include time-domain calculations, specifically
the mean, the standard deviation and the Pearson Correlation of
each axis for the 3D sensors. Afterwards these instances are used
to train (training step) one model from each one of the algorithms:
kNN, VFDT and Naive Bayes. Then, they are combined as an ensem-
ble of models.

In the online phase, new data is collected from a specific user.
This data is preprocessed as described in the steps from the train-
ing phase: window segmentation & overlapping, preprocessing and
feature extraction. Each new instance is classified by the ensemble,



Fig. 1. Overview of the ensemble model, EkVN, for HAR.
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which provides a confidence factor for the classification. The
instances classified with high confidence, more than 99%, are used
to update the model.
Fig. 2. An auto-encoder fully-connected structure with 3 hidden layers.
3.2. Ensemble of auto-encoders

A basic AE is a neural network model in which the output repli-
cates the input, yi ¼ xi [20]. An AE consists of two parts, an Encoder
and a Decoder, Fig. 2. The encoder learns to compress the inputs
into a smaller number of encoded features, which is called the bot-
tleneck. Given the encoded features, the decoder learns how to
reconstruct the original input. Therefore, the output of an AE is
an approximate reconstruction of the input [13].

In this work, we propose to use a set of AE, as an ensemble, for
classification. The code is available on GitHub.2 Fig. 3 illustrates the
steps for training the Ensemble of Auto-Encoders (EAE) (offline
phase) and how it can be used for classification (online phase). In
the offline phase a batch of data from multiple users is used to train
one AE per class. Thus, each AE learns a different activity.

In the online phase, as new data arrives, each AE tries to recon-
struct the original input. Then the AE with the smallest reconstruc-
tion error, minError, is selected. The data is then classified with the
label corresponding to the AE with the minError. During this online
phase, each AE is updated whenever the reconstruction error falls
below a user-defined threshold, T. By default, we define this
threshold as X standard deviations of the training error. The
threshold is a hyperparameter to set a high confidence factor, as
in the method explained in Section 3.1. In both offline and online
phases, the raw data is segmented according to a user defined win-
dow size (w) and an overlapping factor (ovl).

To illustrate how the EAE works, we present in Fig. 4 a simple
example. The red line represents the real signal (used as the input
data) and the blue line depicts the reconstructed signal by each AE.
In this example, the model is composed by 6 AEs, where each was
trained with data from one of the following activities: Walking
Downstairs, Jogging, Sitting, Standing, Walking Upstairs and Walking.
In Fig. 4 one can see that the AE which better reconstructs the sig-
nal is the Sitting AE. Therefore, the model classifies this activity as
Sitting. Finally, if its error is below the defined threshold T, the AE is
updated with this new signal.
3

4. Experiments

We conducted several experiments to compare the predictive
performance of the EAE, with the EkVN and 5 other deep learning
approaches. These methods are briefly described in Section 2 and
as in [33] will be referred by the name of their author as: ChenXue
[26], HaChoi [27], Haetal [28], JiangYin [29], Panwaretal [19]. The
performance of all the methods was tested in 3 datasets commonly
used in the literature of HAR.
2 https://github.com/Keh/EAE.git.
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4.1. Datasets

In Table 1 we can see some statistics with a brief description of
each dataset. Fig. 5 illustrates the frequency of activities that each
dataset has. They all include standard activities, such us: Walking,
Jogging/Running, Standing, Sitting and Climbing Stairs. The activities
can be divided in Static, such us Standing and Sitting, and Dynamic,
such us Walking and Jogging. The datasets MHealth and PAMAP2
also have more complex activities, such us house cleaning or
sports. By complex activities we refer to activities that can be
decomposed into others activities. For example, Vacuum Cleaning
can be decomposed in: Standing, Walking and Bending Forward.

TheWISDM dataset [34] contains sensor data from phone-based
accelerometers.3 The data was collected by an application installed
on each user‘s phone. It has 1:098:209 records, of a 3-axis accelerom-
eter sensor, from 29 users carrying a smart-phone placed on their
front pants‘ pocket. In this dataset, there is no information about
the age, gender or physical/behavior characteristics of the users.
The data was collected at 20 Hz samples per second. The distribution
of the classes can be seen in Fig. 5. The most common activities are:
Jogging and Walking.

The MHealth dataset [2] has sensor data from 10 users perform-
ing 12 activities .4 The data was collected from 3 devices with the
following embedded sensors: a 3-axis accelerometer, a 3-axis gyro-
scope, a 3-axis magnetometer and an electrocardiogram sensor.
These sensors were placed on different body locations, such as, chest,
hand and ankle. There is also no personal information about the
users. This dataset has 1:215:745 instances in total and has reason-
ably well balanced classes. The class with less data is Jump front &
Back.

Finally, the PAMAP2 dataset [35] is a public dataset of human
physical activities.5 The data was collected from 3 devices posi-
tioned in different body locations: hand, chest and ankle. Each device
has three embedded sensors: a 3-axis accelerometer, a 3-axis gyro-
scope and a 3-axis magnetometer. This dataset contains 1:926:896
samples of raw sensor data from 9 different users and 18 activities.
The authors divided these activities in: basic activities (Walking and
Running), posture activities (Lying and Standing) and house cleaning
(Ironing and Vacuum Cleaning). Also, part of the users performed
optional activities, such us Rope Jumping.
http://www.cis.fordham.edu/wisdm/dataset.php.
4 http://archive.ics.uci.edu/ml/datasets/mhealth+dataset.
5 http://archive.ics.uci.edu/ml/datasets/pamap2+physical+activity+monitoring.



Fig. 3. Overview of the ensemble model, EAE, for HAR.

Fig. 4. The reconstruction of the signal by each AE. The color red represents the original signal and the color blue represents the reconstructed signal.

Table 1
Details of the 3 HAR datasets used in this work (A = accelerometer, G = gyroscope, M = magnetometer, C = electrocardiograph).

Dataset #Users S. Rate #Activity #Samples Sensors Body location

WISDM 36 20 Hz 6 1.098.209 A Front pants’ pocket
MHealth 10 50 Hz 12 1.215.745 A, G, M, C Chest, Hand, Ankle
PAMAP2 9 100 Hz 18 1.926.896 A, G, M Chest, Hand, Ankle

Fig. 5. Frequency per class of each dataset.
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4.2. Experimental setup

We analyzed the performance of all the tested methods in terms
of accuracy and computational cost. The latter was measured in
seconds both in training and testing. For a fair comparison between
the models, we only used the accelerometer data from each data-
set. We trained the models with a fixed window size, w, of 160.
Although other alternatives can be considered for the choice of
the window size, for example, dynamic window size [36], it would
require additional steps such as compression or concept drift
detectors, which would increase the computational cost. Therefore,
for simplicity, we used a fixed window w ¼ 160. In practical terms,
this represents 8:0 seconds for WISDM (20 Hz), 3:2 seconds for
MHealth (50 Hz) and 1:6 seconds for PAMAP2 (100 Hz). Each con-
secutive window is overlapped with ovl, overlap factor, of 20% [7].
For the evaluation we used the leave-one-user-out approach.

We note that in the case of the proposed EAE the input is a vec-
tor with 480 entries. Which consists of the 3 components of the
accelerometer sensor: x-acceleration, y-acceleration, and z-
acceleration.

For the EkVN, we created the features: mean, standard devia-
tion and Pearson Correlation. We also use the confidence factor
of 99% for updating the model.

In the EAE method, each AE is composed of 8 hidden layers. The
encoder has one input layer with 480 nodes, and 4 hidden layers
with respectively, 200;100;80 and 32 nodes. The decoder has the
opposite structure: 4 hidden layers of 32;80;100 and 200 nodes
and with an output layer of 480. The first and the second layers
of the AE have the ReLU activation function and the third and last
layer a linear activation function. Each AE was trained for 250
epochs with a shuffled batch of size 256. The loss function used
was the MAE and the optimizer was the adaptive moment estima-
tion (Adam). In the online phase, the AE is updated when the
minError (Section 3) is less minError 6 threshold; T , where T ¼ 0:01.

To train the methods ChenXue, HaChoi, Haetal, JiangYin, Pan-
waretal, we used the same configuration proposed by the authors.
The only difference is that we use the same window size w ¼ 160,
for a fair comparison with the other methods.

For each dataset, we analyse the mean and the dispersion of the
accuracy per model. For that, in the first analysis, we are including
all the experiments in which the data was divided by user. In the
second analysis we focus in the accuracy of the models per user.
Due to space constrains, we only present the results from the
experiments with data collected from accelerometers placed in
Fig. 6. Violin box-plot showing the dispersion of accuracy of the models in the
dataset WISDM.

Table 2
Average accuracy (Acc) and time (train/test) for the models in the WISDM dataset.

ChenXue HaChoi Haetal JiangYin

Acc 0.83 0.81 0.84 0.84
Time (s) 65/0.1 104/0.1 196/0.1 430/0.1
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one body location, the hand or the pocket. Finally, we measure
how the accuracy varies with the data collected from an
accelerometer placed on different body locations. In this third anal-
ysis we present the average accuracy of the models per body
location.
4.3. Results and discussion

In this section, we present and discuss the main results from the
experiments. We note that in the experiments that includes the
deep learning models, we present the results of our method with
incremental learning, called EAE, and the model without incremen-
tal learning, called EAE_Off. We present both versions so we can
analyze the improvement of online model update and also for a fair
comparison with the other deep learning models that are not
updated online.
4.3.1. WISDM dataset
Considering the WISDM dataset, we can observe a plot contain-

ing 8 violin box-plots representing the variation/dispersion of the
accuracy per model Fig. 6. In this graph, each model is represented
by a different color. Each box-plot has the results of all the exper-
iments concerning the accuracy of each model per user. In Fig. 6 we
notice that EAE has less dispersion in accuracy than the other mod-
els. The median of the accuracy is around 87% for EAE, while for
EkVN it is around 80%. As for the other models, the median accu-
racy is around 87%, however their variance is larger than the vari-
ance of EAE. As for the lowest accuracy, it can reach in some cases,
less than 25%.

We can see in Table 2 that the deep learning models have sim-
ilar average accuracy, however the models Haetal and JiangYin
show slightly better results. The average accuracy of EAE and EkVN
models are 0:82 and 0:73, respectively. In terms of computational
cost, we see that the model JiangYin took more time to train than
the other methods. The EAE model has an average training time
similar to the HaChoi, Haetal and Panwaretal models. The models
EkVNmodel and ChenXue have the lowest training time. The Chen-
Xue model has the simplest deep learning architecture, so it is rea-
sonable that its time consumption is lower than the others. In
terms of the testing computational cost, the EAE has the highest
one. This can be due to the number of AEs and also the incremental
learning step. Overall, the results show that both the EAE are learn-
ing meaningful representations of the activities in a reasonable
time. However, the time for prediction is superior due to the num-
ber of AE models and its incremental learning.

In Fig. 7 we see the accuracy per user for the models EAE and
the EkVN. The EAE obtained a higher accuracy in 78% of the users
as compared with EkVN. One of the most striking differences is in
user 30, where the accuracy of the EAE model is 71% while the
accuracy of EkVN model was only 16:7%. As mentioned before,
we do not have demographic information about the users, however
we observe that the misclassification between Walking and Jogging
was more evident in some users than others. Since the difference
between the activities is in the intensity of the movement, it could
have been useful to compare physical characteristics of the users
with the classification.

When looking at the confusion matrix of the EAE (Table 3), we
can observe that the classes with higher misclassification are
Panwaretal EAE EAE_Off EkVN

0.81 0.82 0.81 0.73
109/0.1 172/20.0 172/14.0 50/0.2



Fig. 7. Accuracy per user for the EAE and the EkVN models for the WISDM dataset
considering the body location Pocket.

Fig. 8. Violin box-plot showing the dispersion of accuracy of the models in the
dataset MHealth.
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Downstairs and Upstairs. They are often misclassified with each
other or with Walking. One difference between the classes Down-
stairs and Upstairs is the orientation of the activity: one is descend-
ing stairs and the other is ascending stairs. This concept might be
hard to learn only from accelerometer data, since this sensor does
not capture the orientation of the movement. On top of that, we
also notice that the AEs Downstairs and Upstairs were trained with
less data than others classes (Fig. 5) which makes it even more dif-
ficult for the models to learn them.
4.3.2. MHealth dataset
In Fig. 8, we can observe the dispersion of accuracy obtained by

the models in the MHealth dataset. The median of accuracy of the
EAE model is above 90%. We note that the EAE has less variance
than EAE_Off, meaning that the incremental learning reduces vari-
ance. The models ChenXue, HaChoi and JiangYin had higher vari-
ance than the other models. Although the lowest variance is
EkVN, its median accuracy of 75%.

For this experiment we consider only data from the body loca-
tion hand. In terms of average accuracy and time consumption, we
can see in Table 4 that both the EAE and the EAE_Off are compet-
itive results with the deep learning models. However, because of
the incremental learning of the EAE it obtained an even higher
average accuracy than other models. On the other hand, the only
model that uses hand-crafted features, EkVN, had the lowest
accuracy.

In terms of time consumption, one more, the models with sim-
pler architectures are faster to train (HaChoi and ChenXue). The
EAE takes more time in the prediction phase, specially because this
phase includes the incremental learning of the model. Considering
that this is an ensemble, the amount of models influences on the
time consumption of its testing phase.

When comparing the accuracy per user of the models EAE and
EkVN (Fig. 9) we can observe that the EAE was better for all indi-
viduals. This shows, once again, that the proposed method can
learn meaningful representations of the activities.

By looking at the confusion matrix of the EAE model (Table 5)
we see that the class Stairs has an average accuracy of 93%. This
class has data from Downstairs and Upstairs combined. This shows
Table 3
Average confusion matrix for the EAE model in the WISDM dataset considering the bod
predicted.

Downstairs Jogging Sitt

Downstairs 0.40 0.06 0.01
Jogging 0.01 0.96 0.00
Sitting 0.02 0.03 0.9
Standing 0.01 0.00 0.04
Upstairs 0.06 0.11 0.00
Walking 0.09 0.00 0.00
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that the model can learn better from the classes which are inde-
pendent of the orientation. The class Running was more misclassi-
fied as Jogging than the other way around, which might be related
to the pace that each individual takes to perform these activities.

4.3.3. PAMAP2 dataset
For the PAMAP2 dataset, we see in Fig. 10 a high dispersion in

the accuracy of the models, specially for ChenXue, HaChoi and Pan-
waretal. Although EkVN also has a high dispersion of the accuracy,
it is the model with the highest median accuracy, around 70%. The
model EAE has the median of accuracy slightly above 60%, present-
ing a small improvement compared with the offline variant,
EAE_Off.

The maximum accuracy reached by EAE is 0:91, which is the
highest of the deep learning methods. We also observed that the
minimum accuracy of the EAE is always the highest in all the data-
sets tested. In this case, the lower value is 0:44 which is the same
as for EkVN.

In Table 6 we see that the average accuracy of the EkVN the
highest, meaning that traditional models can achieve better perfor-
mance in some datasets. Haetal is the deep learning model with
the highest average accuracy. All the others, JiangYin, Panwaretal,
ChenXue, EAE, EAE_Off and HaChoi obtained very similar average
accuracy.

In terms of time consumption, we see that ChenXue has a faster
training time, however the JiangYin and Panwaretal are faster for
testing. We notice that, although EAE is an ensemble of 12 AEs
the time of training is not higher that some other deep learning
models (e.g. Panwaretal). However the EAE model is the slowest
in testing time. The time performance depends on the complexity
of the models, the amount of models and the amount of data.
Therefore it is natural that EAE shows a higher consumption time.

Considering the results per user of the models EAE and EkVN
(Fig. 11), we see that the accuracy of EkVN was slightly higher
for all individuals. However, in this dataset, the analysis per user
is not an easy task because the users did not perform the activities
in equal proportion. For example, the user 9 only performed the
activity Jumping. This is reflected in Fig. 5 where we can see that
there is less data for some classes. This less amount of data has
obvious implications in the deep learning methods which are
y location Pocket. The columns represent the ground truth and rows represent the

ing Standing Upstairs Walking

0.00 0.22 0.30
0.00 0.01 0.02

1 0.04 0.01 0.00
0.95 0.00 0.00
0.00 0.58 0.24
0.00 0.04 0.87



Table 4
Average accuracy (Acc) and time (train/test) for the models in the MHealth dataset.

ChenXue HaChoi Haetal JiangYin Panwaretal EAE EAE_Off EkVN

Acc 0.76 0.69 0.77 0.74 0.70 0.82 0.75 0.67
Time (s) 65.1/0.1 49.4/0.1 385.1/0.4 83.3/0.1 197.0/0.1 209.9/36 209.9/31 79.3/1.1

Fig. 10. Violin box-plot showing the dispersion of accuracy of the models in the
dataset PAMAP2.
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known to require more data than classical approaches. This is more
evident for the activities Ascending Stairs, Nordic Walking and Rope
Jumping. This dataset also have activities like Ironing and Vacuum
Cleaning which are a mix of activities, such us, Walking and
Standing.

The average Confusion Matrix of PAMAP2 (Table 7) shows that
the misclassification occurs between classes that are not related.
For example, Descending Stairs and Ironing. From this, we can con-
clude that the EAE model did not learn the activities as good as in
the other datasets. The reason for that might be because this data-
set was collected with a frequency of 100 Hz (see Table 1). Because
of the high frequency, the window size of 480 data points (160 data
points per accelerometer axis) represents only 1:6 seconds for each
activity, which is not sufficient to learn meaningful representations
of each activity. Thus, a bigger window should have been used for
this dataset.
4.4. Accuracy per body location

In Table 8, we present the average accuracy per body location of
the models EAE and EkVN, considering WISDM, MHealth and
PAMAP2 dataset. For the WIDSM dataset, that only have the body
location Front Pocket, the average accuracy of EAE is higher than
the EkVNmodel. In terms of the sensors on different body locations
for the dataset MHealth, the average accuracy of the EAE for each
position is higher than the EkVN. Moreover, we can see that the
accuracy of the EAE models is practically the same across the dif-
Fig. 9. Accuracy per user for the EAE and the EkVN models in the MHealth datasets,
considering the body location Hand.

Table 5
Average confusion matrix for EAE model for MHealth dataset considering only the body loc

1 2 3 4 5

1 - Stand 0.89 0.04 0.00 0.00 0.07
2 - Sit 0.11 0.45 0.22 0.11 0.00
3 - Lay 0.00 0.11 0.78 0.00 0.00
4 - Walk 0.01 0.00 0.00 0.95 0.04
5 - Stairs 0.00 0.01 0.00 0.02 0.93
6 - Waist Bend 0.01 0.01 0.00 0.01 0.02
7 - Elevation 0.00 0.00 0.00 0.00 0.00
8 - Knees Bend 0.00 0.01 0.00 0.04 0.06
9 - Cycle 0.00 0.19 0.00 0.00 0.00
10 - Jog 0.00 0.00 0.00 0.00 0.00
11 - Run 0.00 0.00 0.00 0.00 0.00
12 - Jump 0.00 0.00 0.02 0.06 0.02
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ferent body locations, while the EkVN varies. Additionally, as
expected, the combination of all the sensors placed on different
body locations (HCA) improved the results of both models. For
the dataset PAMAP2 we see that the average accuracy of the EkVN
for each body location is higher than the EAE model. This is spe-
cially evident in HCA. However the EAE model has a lower vari-
ance, since all values are around 60:0%.
4.5. Aggregation of classes

One advantage of the EAE structure is the possibility of aggre-
gating classes in different hierarchies in a simple manner. We
can combine the AEs that represent similar classes and consider
super-classes.

Considering the dataset PAMAP2, for example, we can aggregate
its classes into the following super-classes: House Cleaning (which
includes Ironing and Vacuum Cleaning), Dynamic Positions (Ascend-
ing/Descending Stairs and Walking), Static Positions (Lying, Sitting
and Standing) and Sports (Cycling, Nordic Walking, Rope Jumping
and Running). In this experiment, we still use the 12 AEs, however
we consider as a true positive, when the classification is correct,
any class belonging to the super-class (Table 9). The average accu-
racy was 74:1%, which is higher than the 60:0% showed in Table 7.
This shows that AE from similar activities obtain smaller errors. In
particular, the misclassification between the Dynamic Positions and
Static Positions is quite low.
ation Hand. The columns represent the ground truth and rows represent the predicted.

6 7 8 9 10 11 12

0.00 0.00 0.00 0.00 0.00 0.00 0.00
0.00 0.00 0.00 0.11 0.00 0.00 0.00
0.00 0.11 0.00 0.00 0.00 0.00 0.00
0.00 0.00 0.00 0.00 0.00 0.00 0.00
0.02 0.01 0.02 0.00 0.00 0.00 0.00
0.74 0.00 0.22 0.00 0.00 0.00 0.00
0.00 1.00 0.00 0.00 0.00 0.00 0.00
0.23 0.00 0.66 0.00 0.00 0.00 0.00
0.00 0.00 0.00 0.81 0.00 0.00 0.00
0.00 0.00 0.00 0.00 0.92 0.08 0.00
0.00 0.00 0.00 0.00 0.27 0.73 0.00
0.00 0.00 0.00 0.00 0.02 0.00 0.88



Table 6
Average accuracy (Acc) and time (train/test) for the models in the PAMAP2 dataset.

ChenXue HaChoi Haetal JiangYin Panwaretal EAE EAE_Off EkVN

Acc 0.63 0.57 0.70 0.64 0.63 0.63 0.62 0.71
Time (s) 79.3/0.4 654.1/0.3 563.7/0.5 347.2/0.3 960.1/0.3 249.4/38.2 249.4/31 130.4/2.0

Fig. 11. Accuracy per user for the EAE and the EkVN models in the PAMAP2
datasets, considering the body location Hand.
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5. Conclusion

In this paper we proposed a new classification algorithm which
we refer as Ensemble of Auto-Encoders (EAE). It uses a set of AEs
where each is trained to reconstruct the sensor measurements
from one unique class. This set of AE is then used as an ensemble
Table 7
Average confusion matrix for EAE model for PAMAP2 dataset considering only the body loca

1 2 3 4 5

1 – Asc. Stairs 0.55 0.00 0.10 0.05 0.01
2 – Cycle 0.01 0.57 0.01 0.12 0.02
3 – Des. Stairs 0.16 0.00 0.42 0.21 0.01
4 – Ironing 0.02 0.01 0.04 0.60 0.02
5 – Lay 0.01 0.00 0.01 0.06 0.60
6 – Nord. Walk 0.16 0.00 0.02 0.08 0.00
7 – Jump 0.01 0.00 0.01 0.09 0.00
8 – Run 0.01 0.00 0.00 0.02 0.01
9 – Sit 0.02 0.00 0.01 0.09 0.03
10 – Stand 0.06 0.00 0.03 0.06 0.07
11 – Vac. Clean 0.10 0.00 0.02 0.24 0.01
12 – Walk 0.21 0.00 0.11 0.01 0.00

Table 8
Average accuracy for the EAE and the EkVN models for each dataset separated by body lo

Hand Chest

EAE EkVN EAE EkVN EAE

WISDM – – – – –
MHealth 82.0 67.2 82.8 74.4 82.
PAMAP2 60.0 70.7 60.0 60.8 59.

Table 9
Average confusion matrix for EAE model for PAMAP2 dataset considering the aggregation

Dynamic positions Sta

Dynamic Positions 0.82 0.0
Static Positions 0.05 0.8
Sports 0.09 0.1
House Cleaning 0.10 0.1
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for classification by predicting the class which corresponds to the
AE with the lowest reconstruction error. We tested two variants
of the EAE (one with online learning and other without) in HAR
datasets and compared them with other methods. One was an
ensemble of traditional approaches, EkVN, and the remaining are
state-of-the-art deep learning approaches.

Experimental results show that the proposed EAE is competitive
with existing methods found in HAR literature. We observed that
the minimum accuracy of the EAE is always the highest in all the
datasets tested. From this we can conclude that the EAE is more
robust to data from different users, which is also supported by
the low variance in accuracy.

We note that the presented results were obtained from models
trained with accelerometer data only, which is usually a more chal-
lenging classification task. Moreover, a simple and unique architec-
ture was used for all AE in all datasets without hyperparameter
tuning.

The modular structure of the EAE proposed in this work has the
advantage of making the model easily adapted. First of all, in the
case of online learning, only the AEs corresponding to the most fre-
quent activities are updated which can save computation time. In
tion Hand. The columns represent the ground truth and rows represent the predicted.

6 7 8 9 10 11 12

0.01 0.00 0.00 0.03 0.03 0.09 0.13
0.00 0.00 0.00 0.13 0.08 0.05 0.01
0.00 0.00 0.00 0.03 0.05 0.06 0.05
0.01 0.00 0.00 0.14 0.07 0.09 0.01
0.00 0.00 0.00 0.28 0.03 0.01 0.00
0.40 0.01 0.00 0.09 0.01 0.21 0.02
0.01 0.60 0.01 0.07 0.02 0.19 0.00
0.00 0.00 0.76 0.01 0.02 0.17 0.00
0.01 0.00 0.00 0.73 0.10 0.02 0.00
0.00 0.00 0.00 0.12 0.61 0.03 0.01
0.01 0.00 0.00 0.03 0.03 0.52 0.03
0.00 0.00 0.00 0.01 0.01 0.06 0.59

cation (HCA = Hand, Chest, Ankle).

Ankle HCA F.Pocket

EkVN EAE EkVN EAE EkVN

– – – 80.8 73.1
0 69.2 94.8 83.4 – –
0 70.7 56.0 80.8 – –

of AEs.

tic positions Sports House cleaning

5 0.00 0.13
6 0.01 0.09
3 0.56 0.23
6 0.02 0.72
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this way it is not necessary to retrain the whole model, as it would
be necessary for most machine learning models. Therefore the EAE
can specialize in the most performed (or preferred) activities of
each user. Moreover this modular structure has also the advantage
for the inclusion of new activities when is needed. For that, it is
only necessary to add more AE and train each one with each new
class. Likewise, it could be similarly adapted to forget activities,
by simply removing the respective AE from the ensemble. Finally,
another advantage of the EAE is that each AE can have its own
architecture and even use different types of layers, such as Recur-
rent or Convolutional.

In terms of time consumption we see that models with more
complex architectures are slower to train than simpler ones. In that
sense the EAE, even though it has multiples models, has a similar
time consumption to other deep learning models. However, since
the concept of EAE can use many different architectures of the
AEs, the time consumption can be reduced with different ones.
Moreover, in terms of test/prediction, the time consumption repre-
sented in the results consider all the instances used in each exper-
iment. Which means that the prediction of each instance took less
than half a second.

As future work we intend to combine AE with different archi-
tectures in the same ensemble.
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