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Two roads diverged in a wood,

and I-I took the one less traveled by,

and that has made all the difference.

Robert Frost - The Road Not Taken





Summary

Robotics research has tremendously progressed in the last decade, and robots can

now be programmed and automated for solving different tasks: from everyday

life simplest jobs, e.g. vacuum cleaning, or grass-cutting, to complex industrial

applications, e.g. car assembly, smart warehouse, or inspection of plants. However,

many steps have yet to be taken to achieve high degrees of cognitive and motoric

intelligence and autonomy. These automated solutions require a vast amount of

prior knowledge of the tasks and are often brittle in all the scenarios in which the

robots have an imperfect and limited perception, inaccurate models of the world

and uncertainties in the motion.

Learning from interaction is the simplest yet strongest learning approach that

every living being experiences throughout its life. Most of what humans and ani-

mals learn is built on the concept of iteratively acting and improving the behaviour

based on the consequences of the actions taken. When designing artificial brains

for autonomous robots, what inspires us is the idea of simply letting the robot’s

brain autonomously learn how to act, i.e. control the robot, in the best way for

solving a given task. Unfortunately, artificial brains do not learn as fast as living

beings’ brains, and even solving simple problems requires thousands or millions of

unsuccessful trials.

In this thesis, we focus on the study of the methods that tackle the perceiving-

reasoning-acting chain with the general learning approach of learning from in-

teraction for solving different robotics tasks, such as navigation, path planning

and exploration. This paradigm of learning is commonly known as Reinforcement

Learning [1]. In particular, we study how representations of the information per-

ceived by the robot and of the decisions of the artificial mind can be learned and

how these representations can be used to simplify reasoning and acting in Re-

inforcement Learning. Moreover, we study how to reward the artificial brain to
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achieve better behaviours and how this translates to different robotics tasks.

We show that loose forms of prior knowledge are the ones to employ in robotics

because they do not limit nor constrain the search of the optimal behaviour but

instead improve the agent’s ability to adapt to different and unseen-a-priori situa-

tions, i.e. the generalisation, the ability to learn fast with limited experience, i.e.

the sample efficiency, and the ability to behave well in the presence of uncertain-

ties, i.e. the robustness of the learned behaviours.
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Samenvatting

Robotica-onderzoek is het afgelopen decennium enorm vooruitgegaan en robots

kunnen nu worden geprogrammeerd en geautomatiseerd voor het oplossen van

verschillende taken, variërend van de eenvoudigste taken van het dagelijks leven

(stofzuigen of grasmaaien) tot complexe industriële toepassingen (automontage,

slim magazijnbeheer of inspectie van planten). Er moeten echter nog veel stap-

pen worden gezet om een hoge mate van cognitieve en motorische intelligentie en

autonomie te bereiken. Deze geautomatiseerde oplossingen vereisen een enorme

hoeveelheid voorkennis van de taken en zijn vaak broos in alle scenario’s waarin de

robots een onvolmaakte en beperkte perceptie hebben (1), onnauwkeurige mod-

ellen van de wereld hebben (2) en omgaan met onzekerheden in de beweging (3).

Leren door interactie is de eenvoudigste maar sterkste leerbenadering die elk

levend wezen gedurende zijn hele leven ervaart. Het meeste van wat mensen en

dieren leren, is gebaseerd op het concept van iteratief handelen en het verbeteren

van het gedrag op basis van de gevolgen van de ondernomen acties. Bij het on-

twerpen van kunstmatige hersenen voor autonome robots is het inspirerend om

op dezelfde manier te werk te gaan en eenvoudigweg het brein van de robot au-

tonoom te laten leren hoe die de robot het beste kan laten gedragen, d.w.z. de

robot te besturen, om een bepaalde taak op te lossen. Helaas leren kunstmatige

hersenen niet zo snel als de hersenen van levende wezens, en zelfs het oplossen van

eenvoudige problemen vereist duizenden of miljoenen pogingen.

In dit proefschrift richten we ons op de studie van de methoden die de waarnemen-

redeneren-doen keten behandelen gebaseerd op de algemene leerbenadering van

leren door interactie voor het oplossen van verschillende robottaken, zoals navi-

gatie, pad planning en verkenning. Dit paradigma van leren staat algemeen bekend

als Reinforcement Learning [1]. In het bijzonder bestuderen we hoe representaties

van de waargenomen informatie van de wereld en de beslissingen van de agent

ix



x

kunnen worden geleerd en hoe deze representaties kunnen worden gebruikt om

redeneren en handelen te vereenvoudigen bij Reinforcement Learning. Bovendien

bestuderen we hoe we de handelende entiteit kunnen belonen om beter gedrag te

bereiken en hoe dit zich vertaalt naar verschillende robottaken.

We laten vormen van voorkennis zien die niet alleen het zoeken naar het op-

timale gedrag niet begrenzen of beperken, maar daarnaast ook het vermogen van

de agent verbeteren om zich aan te passen aan verschillende en ongeziene a-priori

situaties (de generalisatie) (1), het vermogen om snel te leren met beperkte er-

varing (steekproefefficiëntie) (2), en het vermogen om zich goed te gedragen in

aanwezigheid van onzekerheden (de robuustheid van het geleerde gedrag) (3) zijn

degenen die in robotica moeten worden gebruikt.
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Sommario

La ricerca in robotica è tremendamente progredita nell’ultimo decennio e i robot

possono ora essere programmati per risolvere diversi compiti: dal più semplice la-

voro della vita quotidiana, per esempio la pulizia di pavimenti o il taglio dell’erba,

fino a complesse applicazioni industriali come assemblaggio di autovetture o la

ispezione di impianti. Tuttavia, molti progressi rimangono necessari per ottenere

alti livelli di intelligenza cognitiva, motoria e di autonomia. Queste soluzioni au-

tomatizzate richiedono un enorme quantitativo di conoscenze pregresse del compito

da svolgere e sono spesso non ottimali in tutti gli scenari in cui il robot possiede

percezione imperfetta e limitata, modelli del mondo inaccurati e incertezze nel

movimento.

Apprendere tramite interazione è la forma più semplice e forte di apprendi-

mento che ogni essere vivente utilizza durante la propria vita. Molto di ciò che es-

seri umani e animali apprendono è basato sul concetto di agire e migliorare il com-

portamento sulla base delle conseguenze della decisione presa. Quando costruiamo

menti artificiali per robot autonomi, ciò che ci ispira è l’idea di lasciare al cervello

artificiale la possibilità di imparare autonomamente come agire nel modo migliore

per risolvere un determinato compito. Sfortunatamente, i cervelli artificiali non

apprendono velocemente quanto i cervelli degli esseri viventi e richiedono migliaia

o milioni di tentativi anche per risolvere semplici problemi.

In questa tesi, studiamo i metodi per approcciare il ciclo di percezione, ragiona-

mento e azione con il generale approccio di apprendimento tramite interazione per

risolvere diversi problemi di robotica come navigazione ed esplorazione autonoma.

Questo paradigma di apprendimento è comunemente conosciuto come Apprendi-

mento per Rinforzo [1]. In particolare, studiamo come le rappresentazioni delle

informazioni, che vengono percepite dal robot, e delle azioni, decise dalla mente
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artificiale, possano essere imparate e come queste rappresentazioni possano sem-

plificare il ragionamento e l’agire. Infine, studiamo come ricompensare la mente

artificiale nel raggiungimento di risultati migliori e come questo si traduca nei

problemi di robotica trattati.

Mostriamo come le forme non costrittive di conoscenze pregresse siano quelle

da utilizzare in robotica, perchè non limitano l’apprendimento del comportamento

ottimale, anzi migliorano l’abilità della mente artificiale di adattarsi a situazioni

sconosciute, migliorano l’abilità di imparare velocemente con esperienza limitata

e migliorano l’abilità di agire bene in presenza di incertezze.
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Summary of Notation

Sets:

M,X ,Y Sets

R Set of real numbers

N Set of natural numbers

Θ Set of possible outcomes or events

(M,Σ)
Measurable space. A measurable space is a pair

(M,Σ), where Σ is a σ-algebra on M

(Θ,Σ,Pr)

Probability space. A probability space is a

triple (Θ,Σ,Pr) where Pr is a probability mea-

sure

S or Se
Set of possible states of the environment or state

space

Sa Set of possible states of the agent

A Set of possible actions or action space

O Set of possible observations or observation space

Aa

Set of possible abstract actions or abstract ac-

tion space

B Set of possible duration of abstract actions

Functions:

f : X −→ Y Function f with domain X and image in Y
f ◦ g Composition of the function f and g

f(x;θθθ)
A function of x parametrised by the parameter

vector θθθ

|| x || L2 norm of x

µ : Σ −→ [0,∞] Measure. A measure is a function on (M,Σ)
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Pr : Σ −→ [0, 1]

Probability measure. A probability measure is

a function on (Θ,Σ) such that Pr(Θ) = 1 and

Pr(Σ) =
∑N

i=1 Pr(Σi) where N is the number

of elements of the σ-algebra Σ

ξ : M −→ R
The function ξ is measurable if, for every real

number n, the set {m ∈ M : ξ(m) > n} is

measurable

Calculus:

∇xy Gradient of y with respect to x∫
f(x)dx Integral over the entire domain of x∫

S f(x)dx Integral with respect to x over the set S
Probability Theory:

X,S,A,R
Random variables. A random variable is mea-

surable function on a probability space.

Pr{X = x} or p(x)
Probability that a random variable X has value

x

E[X] expected value of a random variable X∑
x p(x)x expected value of a discrete random variable X

∫
Θ
p(x)xdx

expected value of a continuous random variable

X

DKL(P,Q) Kullback-Leibler divergence of P and Q

Markov Decision Processes:

t
Time step index. We always consider discrete

time step t ∈ N if not stated otherwise

s, s′ States

a An action

r A scalar reward

π Policy or acting strategy or behaviour

π : S −→ A Deterministic policy mapping states to actions

T : S × S ×A −→ [0, 1] Transition function

R : S ×A −→ R Reward function

π(s) Deterministic policy π

π : S ×A −→ [0, 1]
Stochastic policy mapping states to actions to

probability values

xviii
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xviii

π(a|s) Stochastic policy π

π(a|s;θθθ) Stochastic policy parametrised by θθθ

p(s′|s, a)
Probability of transitioning to state s′, from

state s taking action a

ρ State distribution

V : S −→ R State-value function or value function

V̂ Estimated value function

Q : S ×A −→ R Action-value function

Q̂ Estimated action-value function

Vπ(s) or V(s) Value of state s under the policy π

Qπ(s, a) or Q(s, a)
Value of taking action a in state s under the

policy π

V̂
π
(s)

Estimated value function of state s under the

policy π

Q̂
π
(s, a)

Estimated value of taking action a in state s

under the policy π

V̂(s;www)
Estimated value function of the state s

parametrised by www

Q̂(s, a;www)
Estimated action-value function of the state-

action pair s, a parametrised by www

γ Discount factor

Special Operators:

∝ Proportional-to operator

←− Assignment operator

∧ Estimation operator
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List of Acronyms

RL Reinforcement Learning

SRL State Representation Learning

SLAM Simultaneous Localization and Mapping
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Chapter 1

Introduction

Uses promptos facit.

John Adams - Diary and Autobiography of John Adams

Improving skills and behaviours by practising is one of the most fundamen-

tal and powerful learning strategies that every animal and human experiences

throughout its life. When designing artificial brains for autonomous robots, it is

inspiring to proceed in the same way. Unfortunately, robots and artificial brains

do not learn as fast as living beings and even solving simple problems requires

thousands or millions of trials. In this thesis, we study how to reduce this gap to

make robots learn new skills more efficiently and robustly.

3



4 1.1. ROBOTICS AND ARTIFICIAL INTELLIGENCE

1.1 Robotics and Artificial Intelligence

Robotics research has tremendously progressed in the last decade, and robots can

now be programmed and automated for solving different tasks, from everyday

life simplest jobs, e.g. vacuum cleaning, or grass-cutting, to complex industrial

applications, e.g. car assembly, smart warehouse, or inspection of plants. However,

many steps have yet to be taken to achieve high degrees of cognitive and motoric

intelligence and autonomy. These automated solutions require a vast amount of

prior knowledge of the tasks and are often brittle in all the scenarios in which the

robots have an imperfect and limited perception, inaccurate models of the world

and uncertainties in the motion.

Artificial Intelligence, or AI, is the field of computer science striving to un-

derstand and design intelligence [2]. Many definitions exist, but for the purpose

of this thesis, AI can be defined as “the study of the computations that make it

possible to perceive, reason, and act” [3] in all the “activities that we associate with

human thinking, activities such as decision-making, problem-solving, learning” [4].

When the problem requires not only perception and understanding of the world

but also physical interaction with it, robots can be employed as the physical body

of the AI agents. This often referred to in recent years as Embodied AI [5].

In this thesis, we focus on the study of the methods that tackle the perceiving-

reasoning-acting cycle with the general approach of learning by interacting with

the environment for solving different robotics tasks, such as autonomous naviga-

tion, path planning and exploration. The computational paradigm of learning

by interacting is commonly known as Reinforcement Learning [1]. In particular,

we study how representations of the perceived information of the world can be

learned and how these representations can be used to simplify reasoning and act-

ing in Reinforcement Learning. Moreover, we study how to reward the acting

entity to achieve better behaviours and how this translates to different robotics

tasks. Eventually, we deal with all these challenges by using different forms of prior

knowledge that do not limit the learning of the optimal behaviour1, but instead

increase the learner’s ability to adapt to different and unseen-a-priori situations,

i.e. the generalisation, the ability to learn fast with limited experience, i.e. the

sample efficiency, and the ability to behave well in the presence of uncertainties,

1Throughout this thesis, we assume that the learner does not know the optimal solution.
However, we have knowledge about the environment or the task that we want to exploit by
incorporating them into the learning process.
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i.e. the robustness of the behaviours learned.

1.2 Motivations

1.2.1 The Reinforcement Learning Problem

Learning from interaction is the simplest yet strongest learning approach that

every living being practices, and this helps to improve throughout life. Most

of what humans and animals learn is built on the concept of iteratively acting

and improving the behaviour based on the consequences of the actions taken. For

example, when a child tries to pick up a toy, does not know, neither needs to know,

the exact physical laws behind, the exact weight of the toy nor its geometry, but

can adapt the grip of the hand and adjust the strength of the arm until the toy

is caught only based on the perception of how the world has changed after his

previous actions. Thus, the learning of the best acting strategy for picking the toy

up is steered by the success or failure of the previous attempts.

Reinforcement Learning is the computer science discipline aiming at solving,

in the most general way, one of the most fundamental problems of science: optimal

decision-making. Reinforcement Learning studies how to learn to act optimally

by looking at the experiences collected while interacting with an unknown world,

i.e. the environment. The learner, often called in this context the agent, does not

know nor needs to know the perfect rules governing the world beforehand because

it learns these rules and how to deal with them through the interaction with the

environment. The agent chooses its actions using the perceived information from

the environment, i.e. the state of the environment. Moreover, to improve its

strategy, the agent receives a single measure, i.e. the reward, assessing the quality

of the decision taken.

This natural and general way of learning through interaction can solve any

decision-making problem. In the context of this thesis, we focus on the use of

Reinforcement Learning in robotics for solving different navigation and exploration

tasks.

Representation Learning for Reinforcement Learning

To take decisions, the agent can observe, in general, a limited portion of the en-

vironment. Additionally, this partial information received by the agent usually
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contains irrelevant information for making decisions. For example, when driving

on the highway, human brains receive, through their vision systems, i.e. the eyes,

high-dimensional and complex observations from the world (e.g. the position of

other cars, their colour, or weather information). However, only a limited portion

of this information is needed for safe driving. When learning behaviours from

these high-dimensional sets of information, the agent must distinguish what is

essential for making a decision and what is irrelevant. This step is a very compli-

cated one and usually increases the learning time of the Reinforcement Learning

agents. Instead of learning the optimal strategy directly from the high-dimensional

observations of the world, it is possible to first extract the meaningful informa-

tion from them, consequently reduce their dimensionality, and eventually learn

the behaviour directly from this compressed set of information. The extraction

of the relevant information, i.e. the features, can be obtained using hand-crafted

feature-extraction algorithms (e.g. edge detection, or object detection), but, more

interestingly, the agent can learn compact and low-dimensional representations

of the observations. This is commonly called, in the context of Reinforcement

Learning, State Representation Learning [6].

Moreover, when driving on the highway, the driver takes actions, such as taking

an exit, that involves a series of lower-ranking actions such as steering, accelerating,

and braking. These actions can be further decomposed into series of movements

of arms and legs and again in a sequence of muscle contractions. When learning

complicated tasks, it is possible to exploit the structure and hierarchy of the actions

to simplify the overall learning process.

1.2.2 Inspection and Maintenance

The Smart Tooling project2 aims at automating industrial inspection and mainte-

nance using autonomous robots in the context of petrochemical industries. Robots

can be used to navigate, explore, clean, and monitor dangerous or impossible areas

to reach for humans.

Pipelines networks are the fulcrum of the oil and gas industries and of all

gas and water mains. These pipes must be periodically inspected to guarantee

the safety and proper functioning of the plants. However, inspection is usually

2Smart Tooling is an Interreg Flanders-Netherlands project sponsored by the European Union
focused on automation in the process industry: making maintenance safer, cheaper, cleaner, and
more efficient by developing new robot prototypes and tools.
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a long, expensive and tedious procedure that requires the complete shut-down

of the plants and, in the specific case of industrial pipelines, the removal of the

insulation around the pipes. In the case of metal pipes, the inspection is currently

performed from the outside using ultrasonic or magnetic probes that measure the

wall thickness.

In the last two decades, inspection robotics has focused on designing new robots

for in-pipe inspection. However, especially in the case of small diameter pipes, the

mechatronics of these robots is complex, costly and with low operability [7]. While

the design of these in-pipe robots has quickly progressed, many steps have yet to

be taken to navigate and inspect complex pipes autonomously. In-pipe robots op-

erate in a highly constrained environment, with limited sensing equipment, with

moderate knowledge of the pipeline networks and often have to deal with unpre-

dictable situations such as slippage due to the fluids that may be present in the

pipes during the inspection. Most of these in-pipe robots have multiple degrees

of freedom that make the design of an autonomous, robust and adaptable control

architecture challenging.

Inspection missions can be various, such as navigating to specific target lo-

cations and inspect them, searching for defects in unknown pipe networks, and

exploring and building the maps of the plants. Therefore, in this thesis, we fo-

cus on the study of the problem of autonomous navigation and exploration using

Reinforcement Learning to lay the foundations for efficient pipe inspection with

autonomous and intelligent robots.

1.3 The Research

In this thesis, we study the effect of different forms of prior knowledge in robotics

Reinforcement Learning for solving different mobile robot navigation and explo-

ration tasks, and we aim at answering the following research question:

What is “good” prior knowledge for robotics Reinforcement Learning for a) im-

proving generalisation, b) sample efficiency, and c) robustness of the learned be-

haviours?

To answer this broad question, we specifically focus on all the aspects of the

Reinforcement Learning process, namely state, action and reward. The study of
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these elements leads to the following sub-questions:

� How can one learn state representations by incorporating prior knowledge of

the environment?

� How can one jointly learn state and action representations by integrating

prior knowledge of state and action space?

� How can one learn optimal policies by exploiting prior knowledge of the prob-

lem structures?

� How can one learn optimal policies by shaping the reward function using

prior knowledge of the maps of the environments?

1.3.1 Contributions

In this thesis, we focus on Reinforcement Learning in the context of robotics,

starting from the study of different forms of state representation learning, action

abstraction and action decomposition. Then, we study the effect of shaping the

reward function in different navigation and exploration problems using the infor-

mation contained in the maps of the training environments. Eventually, we reason

on the problem of transferring the learned strategies using virtual simulators to

real robots. These three main contributions are listed and briefly discussed below.

Dimensionality Reduction for State and Action Space

We propose novel approaches for incorporating task-specific knowledge in the state

representation learning process that allow Reinforcement Learning agents to effi-

ciently solve robot navigation tasks in the case of discrete action spaces in Chapter

4, and continuous action space in Chapter 5. Then, we study the problem of the

state representation jointly together with the action representation in the case of

discrete action spaces in Chapter 6. Eventually, we study the problem of hierar-

chical action representation in the case of a complex multi-joint robot for in-pipe

inspection in Chapter 7.
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Reward shaping for navigation and exploration of unknown environ-

ments

In the context of robot navigation, environment representations, i.e. maps, are

key elements for most navigation techniques, e.g. potential-fields and A* [8].

Usually, Simultaneous Localization and Mapping, or SLAM, algorithms [9] are

used to build such maps. However, these may not always be available if the

environments are not known a priori. Therefore, we focus on learning to navigate

without the need of the map in Chapter 8, and learning to explore the environment

to construct maps in Chapter 9. Both challenges can be efficiently solved by

shaping the reward functions. We present two approaches for reward shaping using

the map’s information for improving the training efficiency, the generalisation

to unseen a priori environments and the transfer of the policies learned in the

simulation environment to real robots.

Applications to real robots and transfer learning

To optimally perform, a Reinforcement Learning agent requires a long training

time. Moreover, through the training procedure, the agent tries behaviours that

may be undesired (e.g. robot bumping into a wall). These two drawbacks make

it often unfeasible to directly train a Reinforcement Learning agent on a real

robot due to the cost of the hardware and its fragility. This problem is commonly

addressed in literature as the curse of real-world samples [10]. Physics engines and

simulators can be used to alleviate the cost of real-world experiments by learning

strategies using simulated virtual environments and transfer them to real robots,

i.e. transfer learning. When run on powerful computer clusters, simulators can also

considerably speed up the collection of the experience sample with respect to real

robots. Unfortunately, simulators rely on mathematical models3 (e.g. physical

models, sensor models, actuator models) of the worlds that are never equal to

reality. We call this simulation-to-reality gap. Thus, transfer learning is challenging

and not straightforward in most applications. In this thesis, we reason on how

behaviours should be learned to allow effective transfer learning.

3According to [11], “a mathematical model is representation in mathematical terms of the
behaviour of real devices or objects.”
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1.3.2 Publications

This thesis is built upon the following scientific publications4:

[12] Nicolò Botteghi, Ruben Obbink, Daan Geijs, Mannes Poel, Beril Sirmacek,

Christoph Brune, Abeje Mersha, and Stefano Stramigioli. Low-Dimensional

State Representation Learning with Reward-shaped Priors. International

Conference on Pattern Recognition, January 2021.

I am the sole first author of this paper. I conceived and evaluated the

approach proposed in the paper and made the main contributions to the

design of conceptual framework, its implementation, and paper writing. The

next two authors (RO, DG) contributed to the algorithm implementation,

data collection, and evaluation. The last five authors (MP, BS, CB, AM,

SS) gave scientific advice and contributed to reviewing and improving the

paper.

[13] Nicolò Botteghi, Khaled Alaa, Mannes Poel, Beril Sirmacek, Christoph Brune,

Abeje Mersha, and Stefano Stramigioli. Low-Dimensional State Representa-

tion Learning with Robotics Priors in Continuous Action Spaces. Interna-

tional Conference on Intelligent Robots and Systems, September 2021.

I am the sole first author of this paper. I conceived and evaluated the ap-

proach proposed in the paper and made the main contributions to the design

of conceptual framework, its implementation, and paper writing. The next

author (KM) contributed to the algorithm implementation, data collection,

and evaluation. The last five authors (MP, BS, CB, AM, SS) gave scientific

advice and contributed to reviewing and improving the paper.

[14] Nicolò Botteghi, Mannes Poel, Beril Sirmacek, and Christoph Brune. Low-

Dimensional State and Action Representation Learning with MDP Homo-

morphism Metrics. arXiv, July 2021.

I am the sole first author of this paper. I conceived and evaluated the

approach proposed in the paper and made the main contributions to the

design of conceptual framework, its implementation, and paper writing. The

4The complete list of publications of the author can be found at: https://scholar.google.

com/citations?user=Txd9FRYAAAAJ&hl=en&oi=ao
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last three authors (MP, BS, CB) gave scientific advice and contributed to

reviewing and improving the paper.

[15] Nicolò Botteghi, Luuk Grefte, Mannes Poel, Beril Sirmacek, Christoph Brune,

Edwin Dertien, and Stefano Stramigioli. Towards Autonomous Pipeline In-

spection with Hierarchical Reinforcement Learning. Submitted to Interna-

tional Conference on Robot Intelligence, Technology and Applications, Au-

gust 2021.

I am the sole first author of this paper. I conceived and evaluated the

approach proposed in the paper and made the main contributions to the

design of conceptual framework, and paper writing. The next author (LG)

contributed to the main algorithm implementation, data collection, and eval-

uation. The last five authors (MP, BS, CB, ED, SS) gave scientific advice

and contributed to reviewing and improving the paper.

[16] Khaled Alaa∗, Nicolò Botteghi∗, Beril Sirmacek∗, Mannes Poel, and Stefano

Stramigioli. Towards Continuous Control for Mobile Robot Navigation: a

RL and SLAM Based Approach. International Society for Photogrammery

and Remote Sensing Congress, June 2019.

I share the first authorship with the indicated authors, all of which con-

tributed equally to the design of the conceptual framework, its implementa-

tion, and paper writing. The last two authors (MP, SS) gave scientific advice

and contributed to reviewing and improving the paper.

[17] Nicolò Botteghi, Beril Sirmacek, Khaled Alaa, Mannes Poel, and Stefano

Stramigioli. On Reward Shaping for Mobile Robot Navigation: A Rein-

forcement Learning and SLAM Based Approach. arXiv, February 2020.

I am the sole first author of this paper. I conceived and evaluated the

approach proposed in the paper and made the main contributions to the

design of conceptual framework, and paper writing. The next two authors

(BS, KM) contributed to the main algorithm implementation, data collec-

tion, and evaluation. The last two authors (MP, SS) gave scientific advice

and contributed to reviewing and improving the paper.
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[18] Nicolò Botteghi, Khaled Alaa, Beril Sirmacek, and Mannes Poel. Entropy-

Based Exploration for Mobile Robot Navigation: A Learning-Based Ap-

proach. Planning and Robotics Workshop at International Conference on

Automated Planning and Scheduling, October 2020.

I am the sole first author of this paper. I conceived and evaluated the ap-

proach proposed in the paper and made the main contributions to the design

of conceptual framework, and paper writing. The next author (KM) con-

tributed to the main algorithm implementation, data collection, and evalua-

tion. The last two authors (BS, MP) gave scientific advice and contributed

to reviewing and improving the paper.

[19] Nicolò Botteghi, Beril Sirmacek, Rob Schulte, Mannes Poel, and Christoph

Brune. Reinforcement Learning helps SLAM: learning to build maps. Inter-

national Society for Photogrammery and Remote Sensing Congress, August

2020.

I am the sole first author of this paper. I conceived and evaluated the

approach proposed in the paper and made the main contributions to the

design of conceptual framework, and paper writing. The next two authors

(BS, RS) contributed to the main algorithm implementation, data collection,

and evaluation. The last two authors (MP, CB) gave scientific advice and

contributed to reviewing and improving the paper.

[20] Nicolò Botteghi, Rob Schulte, Beril Sirmacek, Mannes Poel, and Christoph

Brune. Curiosity-driven Reinforcement Learning Agent for Mapping Un-

known Indoor Environments. International Society for Photogrammery and

Remote Sensing Congress, July 2021.

I am the sole first author of this paper. I conceived and evaluated the

approach proposed in the paper and made the main contributions to the

design of conceptual framework, and paper writing. The next two authors

(RS, BS) contributed to the main algorithm implementation, data collection,

and evaluation. The last two authors (MP, CB) gave scientific advice and

contributed to reviewing and improving the paper.

* contributed equally.
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1.4 Thesis Outline

The thesis is structured in four main parts. Part I (Chapter 1-3) covers intro-

duction and background. Part II (Chapter 4-6) presents the work related to state

and action representation in the context of robotics Reinforcement Learning. Part

III (Chapter 8, 9) contains the work related to reward shaping for navigation and

exploration. Finally, Part IV (Chapter 10, 11) discusses the conclusions, the an-

swers to the research questions, the findings of the research, and future research

perspectives5.

5Chapter 1, 2 and 3 are original to this thesis, Chapter 4 contains an adaptation of the work
published in [12] (see Section 1.3.2), Chapter 5 contains an adaptation of the work published
in [13], Chapter 6 contains an adaptation of the work published in [14], Chapter 7 contains an
adaptation of the work published in [15], Chapter 8 contains an adaptation of the work published
in [16], [17] and [18], Chapter 9 contains an adaptation of the work published in [19] and [20],
and Chapter 10 and 11 are original to this thesis.
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Chapter 2

From Markov Decision Processes to

Reinforcement learning

The journey of a thousand miles begins with one step.

Lao Tzu

Learning by interacting with the world is a promising learning strategy for robots,

but how can we do it in practice? How can we study the process of acting and

observing the changes in the world? How can we improve the robot’s behaviours

based on that? The formalisation of the answers to these questions lies in the

mathematical model of the Markov Decision Processes and in the Reinforcement

Learning framework. In this chapter, we introduce the former and the latter.

15
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2.1 The Sequential Decision Making Problem

Most real-world problems cannot be solved with a single good decision, but re-

quire a, sometimes complicate, sequence of decisions, e.g. making coffee, a robot

navigating to a given target location, obtaining a PhD title or finishing a triathlon

race. In all these cases, each decision has an impact on the future, in the short-

term and the long-term and, only in the future, the quality of the decision can be

assessed. For example, in a triathlon1 competition, to minimise the overall race

time, it is essential to distribute the effort among the three disciplines properly.

Swimming at maximum speed decreases the swimming time and costs energy that

is not available anymore when cycling or running. Despite the time gain in the

initial fraction, consuming too excessive energy during swimming is not a good

decision in the long-term future for minimising the total race time. The relation

between present and future and its uncertainties have to be taken into account for

making the best decisions. We can study, analyse and solve any sequential deci-

sion problem with the very same mathematical framework: the Markov Decision

Processes [21].

2.1.1 Markov Decision Processes

A Markov Decision Process, or MDP, [22] is a general framework for modelling

any sequential decision making problem in which a goal has to be achieved with a

sequence of decisions. The entity making decisions is called agent and the world in

which the agent lives and interacts with is called environment. The agent, at each

discrete time instant t, perceives information of the environment, i.e. its state and,

based on this information, the agent interacts with the environment through its

action. Each action changes the environment and, consequently, the next state.

For each action taken, the agent receives a single scalar value that assesses the

quality of the action taken, i.e. the reward, accordingly to a pre-defined goal-

dependent reward function. The agent-environment interaction scheme is shown

in Figure 2.1.

The set of states of the environment S includes all the information the envi-

ronment uses for determining what happens next given the action of the agent.

For example, physical laws determining the robot motion when torque is applied

1Triathlon is an endurance sport where each athlete has to swim, cycle and run (in this exact
order) over a course to complete the race.
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Figure 2.1: Agent-Environment interaction scheme for Markov decision processes.

to the actuator or the lines of code executed when, in a videogame, a button on

the joystick is pressed. Additionally, we can identify the set of an agent’s states

Sa as the set of information the agent uses for choosing the next action to take. In

MDPs, the states of the environment are directly observable by the agent and the

agent’s state space Sa is equivalent to the environment’s state space S. For exam-

ple, the agent knows the true pose of the robot in a navigation task. Throughout

Section 2.1.1 and 2.1.2, we assume the equivalence of environment state and agent

state, and we refer to it as the state.

In the majority of real-world cases, the state of the environment is not directly

observable. For example, the agent has no access to the true pose of the robot

but can only obtain a noisy estimate given the sensors available. We speak in

these cases of Partially Observable Markov Decision Processes, or POMDPs, and

we treat them in Section 2.1.3. In the case of POMDPs, the agent’s state space

Sa and the environment’s state space S do not coincide anymore.

In MDPs, actions can be low-level inputs to the robot’s motors or high-level

commands such as drinking coffee or tea for breakfast. We can define as actions

any decision we want the agent to learn how to make and as states anything we

think useful for learning such decisions. Consequently, the time steps of interaction

between the agent and the environment do not necessarily need to be defined as

fixed or periodic real-time intervals. Any time length of the intervals is allowed.

For each MDP, we can identify a transition function T : S × S ×A −→ [0, 1];

(s′, s, a) �−→ T(s′, s, a) = p(s′|s, a) determining the evolution of the states. In the
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most general case, the environment dynamics of the MDP is stochastic, thus the

transition function returns the probability p(s′|s, a) of reaching the next state s′

when the action a is taken in state s, as shown in Equation (2.1).

T(s′, s, a) = p(s′|s, a) = Pr{St+1 = s′|St = s,At = a} (2.1)

where T is the transition function, Pr{St+1 = s′|St = s,At = a} is the probabil-

ity that the next state random variable St+1 has value s′ given that the current

state variable St has value s and that the action taken At has value a. Moreover,∑
s′∈S p(s′|s, a) = 1 for all s ∈ S and a ∈ A to guarantee an acceptable probabil-

ity value ∈ [0, 1]. When the state is assumed fully observable, the present state

contains sufficient information for determining what happens next in the environ-

ment, i.e. the future is independent of the past given the present [1]. This is the

so-called Markov assumption.

We can also define the reward function R : S × A −→ R; (s, a) �−→ R(s, a)

returning a scalar number for each transition to a state s′ when the action a is

taken in state s. It is essential to highlight the underlying assumption on the

reward function crucial for solving any MDP: each goal can be expressed as the

maximisation of the expected cumulative reward [23]. If the agent can find the

strategy that maximises the total future reward, then the agent has also optimally

solved the sequential decision making process and achieved its goal.

We can now formally define a finite MDP2 as follows:

Definition 2.1: Markov Decision Process

A Markov Decision Process, or MDP, is a tuple 〈S,A,T,R〉 where S is the

set of states, A is the set of actions, T : S × S ×A −→ [0, 1]; (s′, s, a) �−→
T(s′, s, a) = p(s′|s, a) is the transition function and R : S × A −→
R; (s, a) �−→ R(s, a) is the reward function.

When phrasing a problem using the MDP framework, it is important to define

the boundary between the agent and the environment clearly. This boundary

defines what the agent can and cannot control. This bound does not usually

coincide with the software-hardware bound, but, in practice, it is defined by the

2For the sake of simplicity, the theory presented holds for finite MDPs, i.e. MDPs with a finite
number of states and actions and discrete-time interaction between agent and environment, but
it can be extended to the continuous case as shown in [24] and [25].
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chosen characterisation of the states, actions and rewards for the specific task of

interest. For example, if the goal of the agent is to steer a mobile robot to a given

location, the hardware of a robot3 is not considered as part of the agent, but only

as parts of the environment.

Eventually, for each MDP, we can define a policy and a value function.

Example 2.1: Grid-world

One of the simplest examples of a finite MDP is the so-called grid-world.

The grid-world, depicted in Figure 2.2, is a simple 3 × 3 chessboard, with

eight free cells and one occupied cell, corresponding to an obstacle. The

states of the environment correspond to the eight reachable cells of the

chessboard. The agent, depicted with a robot, has to reach the target

by taking actions. Only four actions are possible: move-up, move-down,

move-left and move-right. In general, an MDP has a stochastic transi-

tion function T, and the same action, taken in the same state, may not

produce the same outcome, i.e. the next state may be different. For ex-

ample, each action can succeed with a probability equal to 0.9 and fail

with a probability of 0.1. In the special case in which the actions of the

agents always succeed, the MDP has a deterministic dynamics instead.

-1

+10

-1

-1 -1

-1

-1

-1

Figure 2.2: From a grid-world to a MDP.
A commonly used reward function for solving the grid-world is shown in

3The hardware of a robot is usually composed by its actuators, its sensors, its mechanical
components and its electronics.
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Equation (2.2).

R(s, a) =



+10, if s = starget

−1, otherwise
(2.2)

where +10 reward points are given to the agent if the target state starget

is reached and −1 for each action taken. The target state starget is also a

terminal state, and, once the agent reaches it, the task is completed, and no

further actions can be taken. While the first term of the reward function

may be obvious, the -1 penalty is needed for reaching the target in the

minimum amount of steps.

Policy

Intuitively, a policy is a strategy of acting in each of the states of the MDP. A

policy πd : S −→ A is deterministic if, for a given state, the action chosen is always

the same, i.e. a = π(s). Conversely, a policy πs : S × A −→ [0, 1] is stochastic if

the actions are chosen accordingly to a probability distribution, i.e. a = π(a|s).
The optimal policy π∗, either stochastic or deterministic, is the policy that

accumulates the highest total expected reward and therefore best achieves the

goal of the agent. The total expected cumulative reward can be usually defined in

two different ways: finite horizon and infinite horizon. In the first case, the total

cumulative reward is specified in terms of the expected sum of rewards accumulated

over a finite horizon of steps N when following the policy π. This is shown in

Equation (2.3).

Eπ[

N∑
t=0

Rt] (2.3)

where Rt is the instantaneous reward received at time-step t. Alternatively, we

can use the infinite horizon formulation, where we compute the expectation of the

sum of the discounted rewards obtained when following policy π for an infinite

amount of steps. This is shown in Equation (2.4).

Eπ[

∞∑
t=0

γtRt] (2.4)

where γ is the discount factor determining the importance of future rewards. If
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where γ is the discount factor determining the importance of future rewards. If
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the discount factor γ < 1, the sum converges to a finite value, i.e. a maximum

value of the reward function exists. Alternatively, in infinite horizon problems,

one has to shape the reward function to be bounded.

Finding the optimal policy is the purpose of any of the algorithm solving MDPs.

Value Functions

The value function V : S −→ R; (s) �−→ V(s), or value function4, evaluates the

quality5 of being in a state s ∈ S. Similarly to the value function, the action-value

function6 Q : S × A −→ R; (s, a) �−→ Q(s, a), evaluates the goodness Q(s, a)

of taking a specific action a ∈ A in a state s ∈ S. The estimation of the value

function is the fundamental mechanism used by most of the methods for solving

MDPs.

Formally, the value Vπ(s) of a state s can be expressed as the expected total

return under the policy π, i.e. the sum over all the possible rewards that are

collected from the current state s if the agent follows the policy π for an infinite

amount of time steps. This is shown in Equation (2.5).

Vπ(s) = Eπ[

∞∑
k=0

γkRt+k|St = s] for all s ∈ S (2.5)

where Rt is the instantaneous reward received at time-step t and γ ∈ [0, 1] is the

discount factor weighting the trust in the future rewards. The value function in

Equation (2.5) can be rewritten as:

Vπ(s) = Eπ[Rt + γRt+1 + γ2Rt+2 + ...|St = s]

= Eπ[Rt + γVπ(s′)|St = s]

↓ by definition of expected value

=
∑
s′∈S

T(s′, s, a)(R(s, a) + γVπ(s′))

=
∑
s′∈S

p(s′|s, a)(R(s, a) + γVπ(s′))

(2.6)

where the value Vπ(s) corresponds to the sum, over all possible next states s′ ∈

4Sometimes referred to as state value function.
5The quality is defined by a single scalar value.
6Sometimes referred to as state-action value function.
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S, of the instantaneous reward R(s, a) summed to the discounted value function

γVπ(s′) of the next state s′ and weighted by the transition probability T(s′, s, a)

of going in a certain s′ when following the policy π is state s.

The optimal policy π∗ is the one that achieves the highest expected reward in

the future, and the value function is a way to estimate the expected future reward

for a given policy. Thus, for all s ∈ S, the value Vπ∗
(s) of state s under the optimal

policy π∗ is the highest value that can be obtained. Moreover, the optimal value

function V∗ satisfies the so-called Bellman Equation in Equation (2.7), i.e. the

value of a state under the optimal policy is equal to the expected return obtained

by taking the best action in that state. Solving the Bellman Equation for all the

states and actions results in finding the optimal solution of the MDP. However,

this is usually unfeasible in practice due to the high amount of computations and

storage memory needed7. Additionally, solving the Bellman Equation requires

perfect knowledge of the MDP transition and reward model, which is not often

available in complex problems.

V∗(s) = max
a∈A

∑
s′∈S

T(s′, s, a)(R(s, a) + γV∗(s′)) (2.7)

where the optimal value function, of a state s ∈ S, V∗(s) = Vπ∗
(s) under the

optimal policy π∗ is equal to the expected return obtained when the best action

in each state is chosen8.

From the optimal value function in Equation (2.7), it is possible to derive the

optimal greedy deterministic policy as:

π∗(s) = argmax
a∈A

∑
s′∈S

T(s′, s, a)(R(s, a) + γV∗(s′)) (2.8)

where optimal greedy deterministic policy π∗(s) is the policy always selecting the

action with the highest value of the state9.

Next to the value function, it is possible to define the action-value function

Q : S × A −→ R. Analogously to Equation (2.5), we can express the action-

value function with respect to expected reward obtained by following a policy π

7We return on this topic in Section 2.2.3.
8The best action is simply the action with the highest value.
9This is done by the function argmax(·).
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in Equation (2.9).

Qπ(s, a) = Eπ[

∞∑
k=0

γkRt+k|St = s,At = a] (2.9)

Moreover, the optimal action-value function Q∗ = Qπ∗
under the optimal policy

π∗ can be derived as in Equation (2.10).

Q∗(s, a) =
∑
s′∈S

T(s′, s, a)(R(s, a) + γmax
a′

Q∗(s′, a′)) (2.10)

where a′ indicates an action taken in the next state s′ From the optimal action-

value function Q∗ in Equation (2.10), it is possible to derive the optimal greedy

deterministic policy:

π∗(s) = argmax
a

Q∗(s, a) (2.11)

Eventually, by looking at the optimal value function V∗ (in Equation (2.7)) and

the optimal action-value function Q∗,in Equation (2.10), it is possible to deduce

their relation:

V∗(s) = max
a∈A

Q∗(s, a) (2.12)

Despite the equivalence of the optimal value function V∗ and optimal action-

value function Q∗, shown in Equation (2.12), in all the situations in which we

have no knowledge of the MDP model, i.e. when T and R are unknown, the

estimation of the action-value function Q is preferred to the estimation of the

value function V. This is because, unlike V∗(s) that requires the knowledge of

the successor states and their values when computing V∗(s′) (see Equation (2.7)),

the estimation of Q∗(s, a) can be directly done without any knowledge of the

environment dynamics, by simply selecting the action with the highest Q-value by

means of maxa′ Q∗(s′, a′) (see Equation (2.10)). We can derive the optimal policy

π∗, by simply taking the action for which the action-value function Q is maximum,

as shown in Equation (2.11).

2.1.2 Approaches for Solving Markov Decision Processes

The algorithms solving MDPs can be divided into two major categories based

on the amount of knowledge the agent has of the underlying process. The first

category includes all the algorithms that assume complete and perfect knowledge
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of the MDP model, i.e. the transition function T and the reward function R. This

collection of algorithms is often called dynamic programming. Because finding the

optimal value function requires an exhaustive search by looking at all the possible

future options weighted by their probability of occurrence, we look into finding

a good approximation of the value function that is computationally trackable.

Examples of dynamic programming algorithms are policy iteration [26], and value

iteration10 [21].

On the other side, the algorithms in the second category do not assume any

knowledge on the transition function T and the reward function R. Therefore, they

require interaction with the environment through the agent’s actions to collect

state transition and reward samples and estimate the value functions and policies.

Reinforcement Learning algorithms [1] belong to this category. Section 2.2 explains

and discusses this collection of methods and why they are so useful in practice.

Example 2.2: Optimal Value function and Policy for the Grid-

World

Consider the eight states MDP introduced in Example 2.2. The problem of

finding the optimal policy for reaching the target boils down to the problem

of finding the optimal value function, either V∗ or Q∗. The optimal greedy

policy can be then derived accordingly to Equation (2.8), if V∗ is estimated,

or to Equation (2.11), if Q∗ is estimated.

Suppose we have perfect knowledge of the transition function T and the

reward function R, it is possible to compute the optimal value function

utilizing any dynamic programming algorithm (see Section 2.1.2). Alter-

natively, suppose neither T nor R is known, the estimation of the optimal

value function can be done with any Reinforcement Learning algorithm

that can handle discrete state and action spaces.

How does the optimal value function look like? This is shown in Figure 2.3,

where each cell of the maze is colored accordingly to its value. The optimal

policy is then derived by simply choosing the action with the highest value,

as shown in Equation (2.11). It is evident that, in the states (0,2) and (0,1),

10Value iteration estimates the value function using the Bellman Equation (see Equation (2.7))
for all possible states of the MDP. Value iteration is guaranteed to find the optimal value function
if sufficient iterations are performed. After estimating the value function, the optimal policy is
derived using Equation (2.8).



24 2.1. THE SEQUENTIAL DECISION MAKING PROBLEM

of the MDP model, i.e. the transition function T and the reward function R. This

collection of algorithms is often called dynamic programming. Because finding the

optimal value function requires an exhaustive search by looking at all the possible

future options weighted by their probability of occurrence, we look into finding

a good approximation of the value function that is computationally trackable.

Examples of dynamic programming algorithms are policy iteration [26], and value

iteration10 [21].

On the other side, the algorithms in the second category do not assume any

knowledge on the transition function T and the reward function R. Therefore, they

require interaction with the environment through the agent’s actions to collect

state transition and reward samples and estimate the value functions and policies.

Reinforcement Learning algorithms [1] belong to this category. Section 2.2 explains

and discusses this collection of methods and why they are so useful in practice.

Example 2.2: Optimal Value function and Policy for the Grid-

World

Consider the eight states MDP introduced in Example 2.2. The problem of

finding the optimal policy for reaching the target boils down to the problem

of finding the optimal value function, either V∗ or Q∗. The optimal greedy

policy can be then derived accordingly to Equation (2.8), if V∗ is estimated,

or to Equation (2.11), if Q∗ is estimated.

Suppose we have perfect knowledge of the transition function T and the

reward function R, it is possible to compute the optimal value function

utilizing any dynamic programming algorithm (see Section 2.1.2). Alter-

natively, suppose neither T nor R is known, the estimation of the optimal

value function can be done with any Reinforcement Learning algorithm

that can handle discrete state and action spaces.

How does the optimal value function look like? This is shown in Figure 2.3,

where each cell of the maze is colored accordingly to its value. The optimal

policy is then derived by simply choosing the action with the highest value,

as shown in Equation (2.11). It is evident that, in the states (0,2) and (0,1),

10Value iteration estimates the value function using the Bellman Equation (see Equation (2.7))
for all possible states of the MDP. Value iteration is guaranteed to find the optimal value function
if sufficient iterations are performed. After estimating the value function, the optimal policy is
derived using Equation (2.8).
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the best action is move-up, while in (0,0) the best action is move-right.

Optimal Value Function Optimal Policy

Figure 2.3: Optimal value function and optimal policy for the grid-world.

2.1.3 Partially Observable Markov Decision Processes
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Definition 2.2: Partially Observable Markov Decision Process

A Partially Observable Markov Decision Process, or POMDP, is a tuple

〈S,A,O,T,Ω,R〉 where S is the set of states, A is the set of actions,
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T(s′, s, a) = p(s′|s, a) is the transition function, Ω : O × S × A −→
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[0, 1]; (o, s, a) �−→ Ω(o, s, a) = p(o|s, a) is the observation function and

R : S ×A −→ R; (s, a) �−→ R(s, a) is the reward function.

observation 
Ot

Ot+1

action 
At    

reward 
Rt

Agent  

Environment  

Figure 2.4: Agent-Environment interaction scheme for Partially Observable
Markov decision processes.

Often a single observation, even though usually high-dimensional, does not

contain enough clues to infer the state of the environment. For example, given

a sensor reading, it may not be possible to know the robot’s pose unequivocally

or distinguish between two or more different situations. This ambiguity makes it

difficult, or sometimes even impossible, to learn the optimal policy.

Because the state of the environment is not available anymore, the agent needs

to build its state representation, i.e. its belief on how the state of the environ-

ment looks like, either explicitly or implicitly, to be able to solve the POMDP.

In the most general formulation, the state of the agent at time t, i.e. Sa
t , can be

defined as a function f of the complete history of the observations coming from

the environment and actions taken by the agent, as shown in Equation (2.13).

Sa
t = f(Ot, Ot−1, . . . , Ot−n, . . . , O1, O0, At−1, At−2, . . . , At−1−n, . . . , A1, A0)

(2.13)

Because of the partial and noisy information received, even in the case of com-

plete history available, the agent’s state space Sa may not coincide with the en-

vironment’s state space S. However, a good state representation contains all the
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relevant information for optimally solving the task. The function f can be ei-

ther hand-crafted, learned using function approximators or recursively estimated.

SLAM algorithms commonly perform the recursive estimation of the belief [9]. For

example, the robot’s pose, i.e. its state 11, is computed at each time step given

the history of previous state estimates, sensor measurements, control actions and

the map of the environment, if available.

Example 2.3: Robot Navigation in Partially Observable Settings

An agent controlling a robot for navigating and exploring the rooms of a

building may receive multiple sensory readings (e.g. RGB camera images)

from the environment that are similar to each other (e.g. pictures of white

walls) but belong to different areas of the house or even different houses.

In this case, the MDP framework does not hold anymore, and the POMDP

framework has to be employed.

To solve this POMPD, intuitively, we need to find a good state represen-

tation for determining the robot’s pose unequivocally in the building. The

agent could rely only on observing the entire sequence of sensory readings

and actions taken. By using the complete history, the agent may infer

the state of the environment, i.e. the absolute location of the robot, and,

therefore, it can choose the optimal actions. This can be done through

learning methods or by maintaining a belief, i.e. a probability distribution

p(St|Ot:0, At−1:0), over the possible locations of the robot given the history

of observations and actions.

For more information on POMPDs, we refer the reader to [9] and [22].

2.1.4 Semi-Markov Decision Processes

Complex MDPs cannot and should not be tackled by brute force approaches by

recursively iterating over all possible states and actions. Real-world problems

are intrinsically structured and these structures can be exploited to simplify the

search for the optimal solution. In particular, we are interested in the extension

of the Markov framework dealing with hierarchically structured problems: the

11For the sake of simplicity, we consider only the pose of the robot as relevant information
for solving the task. However, there might be other relevant information in the state of the
environment we would like to estimate, such as the battery level or the obstacle locations.
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Semi-Markov Decision Processe, or SMDP, [27].

Example 2.4: Exploiting the Problem Structure

We want to find the optimal policy for driving a car from point A to

point B via the shortest path. Using the standard MDP approach, we can

define low-level actions such as accelerating, braking, steering and shifting.

We can solve this task in the original action space at the price of high

computational complexity. We may need thousands or millions of actions to

reach point B. However, we can also define high-level actions, such as drive-

straight, turn-left or turn-right, where each of these action is composed by a

combination of accelerating, braking, steering and shifting. These high-level

actions can have variable duration in terms of time steps. Intuitively, the

task in the new action space has a shorter horizon, and it can be optimally

solved with a sequence of only five actions. This is shown in Figure 2.5.

A

B

Figure 2.5: Policy with high-level actions.

Hierarchical approaches leverage on the concept of temporally extended or ab-

stract actions that reduce the complexity and the horizon of the problems by re-

placing (long) sequences of low-level actions. The theory introduced for MDPs can

be adapted to fit the SMDP framework by considering a random variable B ≥ 1

equal to the number of time steps that an abstract action aa requires to finish when

applied in state s and terminating in s′. Similarly to the MDP case, the transition

function T : S×S×Aa×B −→ [0, 1]; (s′, s, aa, b) �−→ T(s′, s, aa, b) = p(s′|s, aa, b)
returns the probability of transitioning to state s′ when the abstract action aa,

lasting b time steps, is taken in state s, where B is the set of all possible duration
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of the abstract actions. Analogously, the reward function R : S × Aa × B −→
R; (s, aa, b) �−→ R(s, aa, b) can also be adapted from the MDP case by considering

the time steps b of duration of an abstract action. We can formally define a SMDP

according to Definition 2.3.

Definition 2.3: Semi-Markov Decision Process

A Semi-Markov Decision Process, or SMDP, is a tuple 〈S,Aa,B,T,R〉
where S is the set of states, Aa is the set of abstract actions, B is the

set of all possible duration of the abstract actions, T : S ×S ×Aa ×B −→
[0, 1]; (s′, s, aa, b) �−→ T(s′, s, aa, b) = p(s′|s, aa, b) is the transition function

and R : S ×Aa ×B −→ R; (s, aa, b) �−→ R(s, aa, b) is the reward function.

The value function V : S −→ R for a SMDP can also be derived from the

value function in Equation (2.5). In Equation (2.14), we extend the value function

formulation under the policy π to take into account temporally extended actions

lasting b time steps.

Vπ(s) = Eπ[

∞∑
k=0

γkRt+k|St = s]

= Eπ[(Rt + γRt+1 + ...+ γb−1Rt+b−1) + (γbRt+b))|St = s]

=
∑

s′∈S,b

T(s′, s, π(s), b)(R(s, π(s), b) + γbV π(s′))

(2.14)

Moreover, we can define the optimal value function V∗(s) = Vπ∗
(s) as:

V∗(s) = max
aa

∑
s′∈S,b

T(s′, s, π(s), b)(R(s, π(s), b) + γbV ∗(s′)) (2.15)

The action-value function Q for a given policy π can be written as: (2.16).

Qπ(s, aa) =
∑

s′∈S,b

T(s′, s, π(s), b)(R(s, π(s), b) + γbQπ(s′, π(s′)) (2.16)

Eventually, the optimal value function Q∗(s, aa) = Qπ∗
(s, aa) can be defined as:

Q∗(s, aa) =
∑

s′∈S,b

T(s′, s, π(s), b)(R(s, π(s), b) + γb max
a′
a

Q∗(s′, π(s′)) (2.17)



30 2.2. REINFORCEMENT LEARNING

For more information on SMDPs, we refer the reader to [22].

2.2 Reinforcement Learning

In many cases, the model of the MDP is not known beforehand, and the only way

to learn the optimal policy is to interact with the environment and improve the

behaviour based on the experience collected. The experience, in Reinforcement

Learning, corresponds to the collection of samples of states, actions, next states

and rewards, i.e. the tuple (s, a, r, s′). Because the agent has no knowledge of the

underlying MDP model, i.e. T and R, the method for collecting the experience

samples is of crucial importance. A trade-off has to be found between exploring the

environment and collecting new, and potentially better, samples, and exploiting

the current optimal policy and collect higher rewards.

Algorithm 1 shows the general computational scheme that most Reinforcement

Learning algorithms use for learning policies and value functions12. In particular,

here we treat the case of episodic Reinforcement Learning, where M is the number

of training episodes13 of interaction with the environment and within each episode,

the agent executes at most N actions. Using the experience collected at each step

the estimations of the model of the MDP, T̂ and R̂, the value functions Q̂ or V̂

and of the policy π are performed14.

12This is also called training phase.
13We call episode a complete interaction-cycle with the environment that starts in an initial

state sinit and terminates when N actions are taken or when a terminal state is reached.
14We use the symbol ∧ when talking about the estimates to distinguish them from the true T,

R, Q and V.
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Pseudo-code 2.1: General Reinforcement Learning Loop

Algorithm 1: Adapted from [22]

for episode = 1, M do

Reset initial state sinit ∈ S;
for t = 1, N do

Choose action At ∈ A according to a policya;

Execute action At and observe reward Rt and next state St+1;

Update estimate of T̂, R̂, Q̂ or V̂ and π using (St, At, Rt, St+1)
b;

Set next state St+1 equal to current state St;

end

end

aThe choice of the action is discussed later in Chapter 2 and in Chapter 3.
bThe update rules for value functions and policies are discussed later in Chapter 2

and in Chapter 3.

2.2.1 Model-free and Model-based Reinforcement Learning

Many different Reinforcement Learning approaches exist, and all of them use the

same experience tuple (s, a, r, s′) to learn the optimal policy. However, the ex-

perience can be used in different ways. Here, it is essential to highlight a major

distinction among Reinforcement Learning algorithms concerning the use of the

experience: model-free and model-based methods.

Model-free methods use the experience samples to directly estimate value func-

tions, V or Q, and policies π without the need of any knowledge of the transition

and reward functions, i.e. without knowledge of the model of the MDP. These

methods have proven to be very successful in practice, but they are often data-

hungry and require many interaction samples to achieve good performances.

Model-based methods, on the other side, use the experience samples to estimate

the transition functions T̂ and the reward functions R̂ and use these models to

internally estimate value functions and policies without the need of further inter-

action with the environment15. These methods allow limited interaction with the

environment and higher sample efficiency compared to model-free methods. How-

ever, learning accurate models of the MDP is, in most cases, really challenging,

15For instance, by solving the Bellman Equations (see Equation 2.7) and (2.10)
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and, when the model deviates too much from reality, the policy learned is far from

the true optimal policy16 [10].

2.2.2 Value-based, Policy-based and Actor-Critic Methods

Another important distinction among Reinforcement Learning algorithms is made

by how the policy is predicted. If the policy is derived from the estimation of

the value function17, we talk about value-based methods, if the policy is directly

sought, we talk about policy-based methods and if both the value function and the

policy are explicitly estimated, we talk about actor-critic methods.

Value-based Methods

Value-based methods use the experience to estimate the value functions and con-

sequently derive the policy, for example, as shown in Equation (2.11). Because

the action-value function Q does not require knowledge of the MDP model and

explicitly evaluates the contribution of the actions on the return18, the estimation

of Q is often preferred to the estimation of V.

All the methods presented in this section evaluate and estimate the optimal

value functions. As discussed in the previous section, the optimal value function

can only be evaluated if the agent follows the optimal policy. However, initially,

the agent has no knowledge of the optimal policy and has to explore to collect new

samples and evaluate their return by following a sub-optimal exploration policy.

How can we estimate the optimal value function while following a sub-optimal

policy? To answer this question, two approaches can be followed: on-policy and

off-policy. On-policy approaches assume that the agent follows a nearly-optimal

policy that is used for exploration and exploitation. Usually, these methods use a

stochastic policy π(a|s) that is gradually updated at each iteration in the direction

of the optimal deterministic policy. Conversely, the off-policy approaches utilizes

two different policies: a target policy π that is improved at each iteration and a

behaviour policy πe that is used to collect the samples19.

A very popular exploration policy is the so-called ε-greedy policy. This is

16The policy is only as good as the estimated MDP model.
17This can be done, for example, using Equation (2.11).
18This is handy for control purposes since our ultimate goal is to find the best actions to solve

a given problem.
19The target policy is used for exploitation, while the behaviour policy is used for exploration.
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shown by Algorithm 2. When following an ε-greedy policy, the agent, at each time

step, chooses an action either accordingly to a random policy20 with probability

ε ∈ [0, 1] or from the policy π with probability 1− ε, where ε is a hyperparameter

of the policy. For ε = 0, the agent follows the greedy deterministic policy by

always selecting the action with the highest Q-value. In contrast, for ε = 1, the

agent follows a random policy and each action is randomly sampled from the

action space A. Therefore, the value of ε is chosen to balance exploitation and

exploration directly. The value of ε can be either chosen as a constant value, e.g.

0.3, or can be decayed throughout the training episodes accordingly to any decay

law, for example, a linear decay.

Pseudo-code 2.2: ε-greedy Policy

Algorithm 2: Adapted from [1]

for episode = 0, M-1 do

for t = 0, N-1 do

At ←−



a ∼ A with probability ε

a = argmaxa Q(St, a) with probability 1− ε
;

end

end

where a ∼ A indicates that the action a is randomly sampled from the action

space A.

The value function is defined equal to the expected return under a given policy,

see Equation (2.5). Thus, estimating the value functions boils down to estimating

the return under a given policy. Again, we present two categories of methods that

are very often used in practice: Monte Carlo and Temporal-Difference Learning.

Monte Carlo methods solve the problem of estimating the value function using

the average sample returns of the training episodes. In particular, in the sim-

plest case, the value function at ith-iteration V̂i(St) and the action-value function

20Choosing an action from a random policy is equivalent to sample an action from the action
space randomly A.
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Q̂i(St, At) an be estimated as in Equation (2.18) and (2.19) respectively21.

V̂i(St) ←− V̂i−1(St) + α[Gt − V̂i−1(St)] = (1− α)V̂i−1(St) + αGt (2.18)

Q̂i(St, At) ←− Q̂i−1(St, At) + α[Gt − Q̂i−1(St, At)] = (1− α)Q̂i−1(St, At) + αGt

(2.19)

where Gt is the return22 obtained from time step t to the end of the episode and

α is the learning rate, i.e. a constant parameter determining the magnitude of

the update. Monte Carlo methods need to wait until the end of the episodes to

make the value function updates because only then the return G is available to

the agent. Moreover, these methods usually suffer due to the high variance of

the return G. For more information on Monte Carlo methods, we refer the reader

to [1].

On the other side, we find Temporal-Difference Learning, or TD-learning, meth-

ods that do not require to wait the end of the episode to estimate the value func-

tion, but only until the next time step. Again, in the most simple case, the value

function at the ith-update V̂i(St) can be updated as in Equation (2.20). Similarly,

the action-value function Qi(St, At) can be updated as in Equation (2.21)23.

V̂i(St) ←− V̂i−1(St) + α[Rt + γV̂i−1(St+1)− V̂i−1(St)] (2.20)

Q̂i(St, At) ←− Q̂i−1(St, At) + α[Rt + γQ̂i−1(St+1, At+1)− Q̂i−1(St, At)] (2.21)

where the quantities Rt + γV̂(St+1)− V̂(St) and Rt + γQ̂(St+1, At+1)− Q̂(St, At)

are usually referred to as TD-error and indicated with δt. The TD-error deter-

mines the error on the current estimation of Q and the consequent direction and

magnitude of the update of the estimate.

After estimating the value functions, we ultimately want to derive the optimal

policy. For this reason, we focus from now on on the estimation of the action-

value function Q. We show here two popular TD-learning methods for control:

SARSA [28] and Q-learning [29].

21Remembering the definition of value function and action-value function Equation (2.5) and
(2.9) (see Section 2.1.1).

22The return is defined as Gt =
∑N−1

k=0 Rt+k or in discounted settings as Gt =
∑N−1

k=0 γkRt+k.
23Remembering the Bellman Equations in Equation (2.7) and (2.10).
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ods that do not require to wait the end of the episode to estimate the value func-

tion, but only until the next time step. Again, in the most simple case, the value

function at the ith-update V̂i(St) can be updated as in Equation (2.20). Similarly,

the action-value function Qi(St, At) can be updated as in Equation (2.21)23.

V̂i(St) ←− V̂i−1(St) + α[Rt + γV̂i−1(St+1)− V̂i−1(St)] (2.20)

Q̂i(St, At) ←− Q̂i−1(St, At) + α[Rt + γQ̂i−1(St+1, At+1)− Q̂i−1(St, At)] (2.21)

where the quantities Rt + γV̂(St+1)− V̂(St) and Rt + γQ̂(St+1, At+1)− Q̂(St, At)

are usually referred to as TD-error and indicated with δt. The TD-error deter-

mines the error on the current estimation of Q and the consequent direction and

magnitude of the update of the estimate.

After estimating the value functions, we ultimately want to derive the optimal

policy. For this reason, we focus from now on on the estimation of the action-

value function Q. We show here two popular TD-learning methods for control:

SARSA [28] and Q-learning [29].

21Remembering the definition of value function and action-value function Equation (2.5) and
(2.9) (see Section 2.1.1).

22The return is defined as Gt =
∑N−1

k=0 Rt+k or in discounted settings as Gt =
∑N−1

k=0 γkRt+k.
23Remembering the Bellman Equations in Equation (2.7) and (2.10).
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SARSA gets its name from the tuple (St, At, Rt, St+1, At+1) used to update

the Q̂(St, At), as shown in Equation (2.22).

Q̂i(St, At) ←− Q̂i−1(St, At) + α[Rt + γQ̂i−1(St+1, At+1)− Q̂i−1(St, At)] (2.22)

SARSA estimates, Q̂
π
(s, a) in on-policy fashion by assuming the agent is fol-

lowing the policy π, thus when estimating the value of the next state, At+1 is

chosen accordingly to the current policy π. The complete iterative procedure of

computation of Q̂ is shown in Algorithm 3 assuming the agent is following an

ε-greedy exploration policy. Assuming an ε-greedy policy, SARSA estimate of

Q̂ converges with probability 1 to the true optimal action-value function Q∗ if

all the state-action pairs are infinitely visited24 [1]. Moreover, if the ε of the ε-

greedy policy decays, then the policy converges to the greedy deterministic policy

π(s) = argmaxa Q̂(s, a).

24In practice, it is sufficient to iterate only for a finite amount of steps.
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Pseudo-code 2.3: SARSA on-policy TD-learning

Algorithm 3: Adapted from [1]

Set learning rate α ∈ (0, 1] and ε > 0;

Initialise the action-value function Q̂(s, a) = 0, for all s ∈ S and for all

a ∈ A;

for episode = 0, M-1 do

Reset initial state S0 = sinit ∈ S;
With probability ε select a random action At;

otherwise select At = argmaxa Q̂(St, a);

for t = 0, N-1 do

Execute action At and observe reward Rt and next state St+1;

With probability ε select a random action At+1;

otherwise select At+1 = argmaxa Q̂(St+1, a);

Update estimate of

Q̂(St, At) ←− Q̂(St, At) + α(Rt + γQ̂(St+1, At+1)− Q̂(St, At));

Set the current state St equal to the next state St+1;

Set the current action At equal to the next action At+1;

end

end

Q-learning is an off-policy TD-learning algorithm that estimates the action-

value function Q independently of the policy followed by the agent. The update

rule of the Q̂ is now slightly different from the SARSA case, as shown in Equation

(2.23), because it involves the greedy maximization over the actions of the value of

the next state, i.e. the policy that is assumed to be followed for the update is the

best policy. Q-learning converges with probability 1 to the optimal action-value

function if all the state-action pairs are infinitely visited.

Q̂i(St, At) ←− Q̂i−1(St, At) + α[Rt + γmax
a

Q̂i−1(St+1, a)− Q̂i−1(St, At)] (2.23)

In Algorithm 4, the iterative algorithm used for estimating the action-value func-

tion is presented, assuming the agent is following an ε-greedy exploration policy.
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end

Q-learning is an off-policy TD-learning algorithm that estimates the action-

value function Q independently of the policy followed by the agent. The update

rule of the Q̂ is now slightly different from the SARSA case, as shown in Equation

(2.23), because it involves the greedy maximization over the actions of the value of

the next state, i.e. the policy that is assumed to be followed for the update is the

best policy. Q-learning converges with probability 1 to the optimal action-value

function if all the state-action pairs are infinitely visited.

Q̂i(St, At) ←− Q̂i−1(St, At) + α[Rt + γmax
a

Q̂i−1(St+1, a)− Q̂i−1(St, At)] (2.23)

In Algorithm 4, the iterative algorithm used for estimating the action-value func-

tion is presented, assuming the agent is following an ε-greedy exploration policy.
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Pseudo-code 2.4: Q-learning off-policy TD-learning

Algorithm 4: Adapted from [1]

Set learning rate α ∈ (0, 1] and ε > 0;

Initialise the action-value function Q̂(s, a) = 0, for all s ∈ S and for all

a ∈ A;

for episode = 0, M-1 do

Reset initial state S0 = sinit ∈ S;
for t = 0, N-1 do

With probability ε select a random action At;

otherwise select At = argmaxa Q̂(St, a);

Execute action At and observe reward Rt and next state St+1;

Update estimate of

Q̂(St, At) ←− Q̂(St, At)+α(Rt+γmaxa Q̂(St+1, a)− Q̂(St, At));

Set the current state St equal to the next state St+1;

end

end

Policy-based Methods

In the value function-based methods, the policy is derived from the value function.

Conversely, policy-based methods25 try to directly learn the optimal policy without

the need of the value function. Despite the crucial role of the value functions in

Reinforcement Learning, sometimes, these are very hard to learn [1].

We focus in this section on the case in which the policy is parametrised, as

shown in Equation (2.24).

π(a|s;θθθ) = Pr{At = a|St = s;θθθt = θθθ} (2.24)

where θθθ ∈ Rd is the parameter vector of dimension d. A common parametrisation

in the case in which the action space is discrete and not too large is the soft-max

distribution:

π(a|s,θθθ) = eh(s,a,θθθ)∑
i e

h(s,ai,θθθ)
(2.25)

25The theory presented in this section assumes a discrete state and action spaces. However,
the theory can be easily extended to continuous state and action spaces.
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where e is the base of the natural logarithm, h(s, a,θθθ) ∈ R is the function determin-

ing the preference of taking action a is state s given the current parametrisation

of the policy θθθ. Alternatively, neural networks can be used to parametrise policies,

and we treat this topic in Chapter 3. In this framework, the goal is to find the

set of parameters θθθ that maximises the performance of the policy. We can do this

by ascending the gradient ∇ of the performance measure J(θθθ) with respect to its

parameter vector θθθ, as shown in Equation (2.26) for each new sample collected.

θθθt+1 = θθθt + α∇θθθt
J(θθθt) (2.26)

where θθθt+1 is the parameter vector after update t, α is the learning rate determin-

ing the magnitude of the update on the current parameter vector t and ∇θθθt
J(θθθt)

is the gradient of the performance measure J(θθθt) with respect to θθθt. Because the

goal of the Reinforcement Learning agents is to maximise the return at the end of

the run, we can define the performance measure J(θθθ) as:

J(θθθ) = Vπθθθ (s0) (2.27)

where Vπθθθ is the true value function under the policy πθθθ. Updating the policy

parameters θθθ with respect to the performance measure J changes the policy, con-

sequently affects the action taken in each state, and eventually the state distribu-

tion ρ : S → [0, 1]; (s) �−→ ρ(s) = p(s) . However, while it is possible to compute

changes in the action distribution and in the rewards received given a change of

the policy parameters, the effect on the state distribution is usually unknown26.

Usually, the state distribution ρ(s), with ρ(s) ≥ 0 and
∑

s ρ(s) = 1, is chosen

equivalent to the time spent in s. In the special case of on-policy algorithms, this

is often referred to as on-policy state distribution. The on-policy state distribution

can be defined as:

ρ(s) =
η(s)∑

s′∈S η(s′)
for all s ∈ S (2.28)

where η(s) is the average number of times the state s is visited in one episode

under the policy π.

How can we estimate the gradient of the performance measure under unknown

changes of the state distribution? This problem is solved by the policy gradient

26The environment’s dynamics is assumed unknown in Reinforcement Learning.
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Usually, the state distribution ρ(s), with ρ(s) ≥ 0 and
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s ρ(s) = 1, is chosen

equivalent to the time spent in s. In the special case of on-policy algorithms, this

is often referred to as on-policy state distribution. The on-policy state distribution

can be defined as:

ρ(s) =
η(s)∑

s′∈S η(s′)
for all s ∈ S (2.28)

where η(s) is the average number of times the state s is visited in one episode

under the policy π.

How can we estimate the gradient of the performance measure under unknown

changes of the state distribution? This problem is solved by the policy gradient

26The environment’s dynamics is assumed unknown in Reinforcement Learning.
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theorem [30]. The policy gradient theorem, shown in Theorem 2.1, analytically

expresses the gradient of the performance measure with respect to the policy pa-

rameters θ without the need of the derivative of the unknown state distribution

ρ(s), see Equation (2.29).

∇θθθJ(θθθ) ∝
∑
s∈S

ρ(s)
∑
a∈A

Qπθθθ (s, a)∇θθθπ(a|s;θθθ) (2.29)

Theorem 2.1: Policy Gradient

∇θθθV
πθθθ (s) = ∇θθθ

[ ∑
a∈A

π(a|s;θθθ)Qπθθθ (s, a)
]

=
∑
a∈A

[
∇θθθπ(a|s;θθθ)Qπθθθ (s, a) + π(a|s;θθθ)∇θθθQ

πθθθ (s, a)
]

=
∑
a∈A

[
∇θθθπ(a|s;θθθ)Qπθθθ (s, a) + π(a|s;θθθ)∇θθθ

∑
s′∈S

p(s′|s, a)Vπθθθ (s′)
]

=
∑
a∈A

[
∇θθθπ(a|s;θθθ)Qπθθθ (s, a) + π(a|s;θθθ)

∑
s′∈S

p(s′|s, a)∇θθθV
πθθθ (s′)

]

=
∑
a∈A

[
∇θθθπ(a|s;θθθ)Qπθθθ (s, a) + π(a|s;θθθ)

∑
s′∈S

p(s′|s, a)
∑
a′∈A

[

[∇θθθπ(a
′|s′;θθθ)Qπθθθ (s′, a′) + π(a′|s′;θθθ)

∑
s′′∈S

p(s′′|s′, a′)∇θθθθθθθθθV
πθθθθθθθθθ (s′′)

]]

↓ after repeated unrolling

=
∑
s′∈S

∞∑
k=0

Pr(s −→ s′, k, πθθθ)
∑
a∈A

[
∇θθθπ(a|s′, θθθ)Qπθθθ (s′, a)

]

(2.30)

where Pr(s −→ s′, k, π) is the probability of transitioning from s to s′ in

k steps under the policy πθθθ. If we now consider, the performance measure

defined in Equation (2.27), we can derive the policy gradient theorem in
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Equation (2.29).

∇θθθJ(θθθ) = ∇θθθV
πθθθ (s0)

=
∑
s∈S

( ∞∑
k=0

Pr(s0 −→ s, k, πθθθ)
) ∑

a∈A

[
∇θθθπ(a|s;θθθ)Qπθθθ (s, a)

]

=
∑
s∈S

η(s)
∑
a∈A

[
∇θθθπ(a|s;θθθ)Qπθθθ (s, a)

]

=
∑
s′∈S

η(s′)
∑
s∈S

η(s)∑
s′∈S η(s′)

∑
a∈A

[
∇θθθπ(a|s;θθθ)Qπθθθ (s, a)

]

=
∑
s′∈S

η(s′)
∑
s∈S

ρ(s)
∑
a∈A

[
∇θθθπ(a|s;θθθ)Qπθθθ (s, a)

]

∝
∑
s∈S

ρ(s)
∑
a∈A

[
∇θθθπ(a|s;θθθ)Qπθθθ (s, a)

]
(Q.E.D.)

(2.31)

where η(s) is the average number of time the state s is visited in one

episode under the policy πθθθ and ρ(s) is the on-policy state distribution

defined according to Equation (2.28). Therefore, the gradient∇θθθJ(θθθ) of the

performance measure J can be computed without the need of the gradient

of the unknown state distribution ρ(s).

The policy gradient theorem poses the condition that policy π(a|s;θθθ), despite
its parametrisation, must be differentiable with respect to its parameter vector

θθθ, i.e. ∇θθθπ(a|s;θθθ) exists for all s ∈ S, a ∈ A and θθθ ∈ Rd. Moreover, to ensure

enough exploration and collection of samples, the policy π(a|s;θθθ) ∈ (0, 1) is usually

stochastic.

REINFORCE [31] is one of the most widely-used Reinforcement Learning algo-

rithms leveraging on policy gradient theorem. Equation (2.29) can be rewritten in

terms of expectation to estimate the gradient of the policy given a set of samples.
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Equation (2.29).

∇θθθJ(θθθ) = ∇θθθV
πθθθ (s0)

=
∑
s∈S

( ∞∑
k=0

Pr(s0 −→ s, k, πθθθ)
) ∑

a∈A

[
∇θθθπ(a|s;θθθ)Qπθθθ (s, a)

]

=
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where η(s) is the average number of time the state s is visited in one

episode under the policy πθθθ and ρ(s) is the on-policy state distribution

defined according to Equation (2.28). Therefore, the gradient∇θθθJ(θθθ) of the

performance measure J can be computed without the need of the gradient

of the unknown state distribution ρ(s).

The policy gradient theorem poses the condition that policy π(a|s;θθθ), despite
its parametrisation, must be differentiable with respect to its parameter vector

θθθ, i.e. ∇θθθπ(a|s;θθθ) exists for all s ∈ S, a ∈ A and θθθ ∈ Rd. Moreover, to ensure

enough exploration and collection of samples, the policy π(a|s;θθθ) ∈ (0, 1) is usually

stochastic.

REINFORCE [31] is one of the most widely-used Reinforcement Learning algo-

rithms leveraging on policy gradient theorem. Equation (2.29) can be rewritten in

terms of expectation to estimate the gradient of the policy given a set of samples.

CHAPTER 2. MARKOV DECISION PROCESSES AND REINFORCEMENT
LEARNING 41

This is shown in Equation (2.32).

∇θθθJ(θθθ) ∝
∑
s∈S

ρ(s)
∑
a∈A

Qπθθθ∇θθθπ(a|s;θθθ)

= Eπθθθ

[ ∑
a∈A

Qπθθθ (St, a)∇θθθπ(a|St;θθθ)
]

= Eπθθθ

[ ∑
a∈A

π(a|St;θθθ)Q
πθθθ (St, a)

∇θθθπ(a|St;θθθ)

π(a|St;θθθ)

]

= Eπθθθ

[
Qπθθθ (St, At)

∇θθθπ(At|St;θθθ)

π(At|St;θθθ)

]
(a is replaced by At ∼ πθθθ)

= Eπθθθ

[
Gt

∇θθθπ(At|St;θθθ)

π(At|St;θθθ)

]
(Eπθθθ

[Gt|St, At] = Qπθθθ (St, At))

(2.32)

We can then compute the parameters update using stochastic gradient ascent, as

shown in Equation (2.33).

θθθt+1 = θθθt + αGt
∇θθθπ(At|St;θθθ)

π(At|St;θθθ)

= θθθt + αGt∇θθθ lnπ(At|St;θθθ)

(2.33)

where α is the learning rate chosen to scale the magnitude of the update of the

parameters. The whole REINFORCE algorithm is shown in Algorithms 5.
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Pseudo-code 2.5: REINFORCE

Algorithm 5: Adapted from [1]

Choose a differentiable policy parametrisation π(a|s;θθθ);
Set learning rate α ∈ (0, 1] ;

Initialise the policy parameter vector θθθ ∈ Rd;

for episode = 0, M-1 do

Reset initial state S0 = sinit ∈ S;
Select actions according to the policy π(a|s;θθθ);
Execute actions A0, ..., AN−1 and observe rewards R0, ..., RN−1 and

next states S1, ..., SN ;

for t = 0, N-1 do

Compute the episode return Gt ←−
∑T

k=t+1 Rk;

Update policy parameters according to

θθθt+1 ←− θθθt + αγtGt∇θθθ lnπ(At|St;θθθ);

end

end

Actor-Critic Methods

The third class of algorithms combines the benefits of the value function and

policy-based methods. Actor-critic algorithms learn either a policy, i.e. the actor,

acting entity, and a value function, i.e. the critic, assessing the actor’s performance

and adjusting the policy in relation to its performance. This approach allows the

reduction of the variance introduced by the return G by adding an explicit estima-

tion of the value function V̂ or the action-value function Q̂ via temporal-difference

learning. The policy parameters θθθ are adjusted with gradient ascent accordingly

to Equation (2.34) and (2.35) in the case the value function V̂ is estimated or

the action-value function Q̂ is estimated respectively. The value functions are

estimated using any of the value-based approaches discussed in previous section.

θθθt+1 = θθθt + α(Rt + γV̂(St+1)− V̂(St))
∇θθθπ(At|St;θθθ)

π(At|St;θθθ)

= θθθt + αδt
∇θθθπ(At|St;θθθ)

π(At|St;θθθ)

(2.34)
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Pseudo-code 2.5: REINFORCE
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θθθt+1 = θθθt + α(Rt + γV̂(St+1)− V̂(St))
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θθθt+1 = θθθt + α(Rt + γmax
a′

Q̂(St+1, a
′)− Q̂(St, At))

∇θθθπ(At|St;θθθ)

π(At|St;θθθ)

= θθθt + αδt
∇θθθπ(At|St;θθθ)

π(At|St;θθθ)

(2.35)

Deterministic Policy Gradient [32], or DPG, is an off-policy actor-critic al-

gorithm that employs the policy gradient theorem (Theorem 2.1) and adapts it to

the case of a parametrised deterministic policy a = π(s;θθθ). The DPG algorithm

can deal with continuous state and action spaces. However, in these situations,

finding the action with the highest Q-value is problematic as it requires an iterative

optimisation procedure27. The DPG algorithm uses a simple alternative to that

and adjust the policy parameters θθθ in the direction of the gradient of the action-

value function ∇θθθQ̂
π
(s, π(s′;θθθ)). Because state and action spaces are continuous,

the action-value function is also parametrised Q̂(s, a) = Q̂(s, a;www) where www ∈ Rg

is the parameter vector28.

Theorem 2.2: Deterministic Policy Gradient

Assuming an MDP in which p(s′|s, a), ∇ap(s
′|s, a), π(s′;θθθ), ∇θθθπ(s

′;θθθ),

r(s′, s, a), ∇ar(s
′, s, a) and ∇ar(s

′, s, a) are continuous in the parameters

and variables s, a and s′. This implies that ∇θθθπ(s
′;θθθ) and ∇aQ̂

π
(s, a;www)

exist and the deterministic policy gradient exists. Then:

∇θθθJ(πθθθ) =

∫

S
ρ(s)∇θθθπ(s

′;θθθ)∇aQ̂
π
(s, a;www)|a=π(s′;θθθ)ds

= Es∼ρ(s)[∇θθθπ(s
′;θθθ)∇aQ̂

π
(s, a;www)|a=π(s′;θθθ)]

(2.36)

where the learning of the parametrised action-value function Q̂(s, a;www) is

discussed in Section 2.2.3.

For the complete proof, we refer the reader to [32].

The deterministic policy gradient theorem is the limit-case of the policy gradi-

ent theorem in which the actions are chosen accordingly to a deterministic policy.

Moreover, policies and value functions can be approximated with linear function

approximators allowing the DPG algorithm to solve efficiently continuous state

and action space problems, such as inverted pendulum stabilisation, mountain

27We need here to find the maximum of a continuous function.
28The parametrisation problem is treated in Section 2.2.3
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car, and continuous bandit [1].

2.2.3 Approximating Value Functions and Policies

So far, the theory has been presented with the underlying assumption of a finite and

discrete state and action spaces. Most of the action-value functions Q estimated

throughout Section 2.1 and 2.2 (with the exception of the policy-based and actor-

critic methods), are none other than look-up tables of dimension |S| × |A|, where
|S| corresponds to the cardinality29 of the state space S and |A| to the cardinality

of the action space A. The so-called tabular approaches do not scale well if the

problems grow in complexity and the state and action spaces are high-dimensional,

as shown in Example 2.5. Additionally, these approaches cannot evaluate the

value of states or state-action pairs that are not present in the table, i.e. tabular

approaches do not generalise to unseen states or state-action pairs. Eventually,

because of the lack of generalisation, these methods require a long training time as

the value functions have to be individually evaluated for each state or state-action

pair of the table.

Example 2.5: Storing the Q-table in Memory

Suppose we solve an MDP using tabular Q-learning, where the state space

is 10-dimensional, continuous space, and the agent can choose from ten

possible actions. The first step for solving this problem is to find suitable

discretisation of the state space. We can partition each dimension of the

state space in x tiers and consequently generate x10 possible states. In

Table 2.1, we show the explosion of the size of the Q-table and the physical

computer memory required in this case.

How much physical memory does a Q-table require if float numbers of type

float32 are stored in it? Each real number of type float32 requires 4 bytes

of memory.

29The cardinality of a set corresponds to the number of elements of the set.
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Num. of tiers Num. of states Num. of actions Q-table size Memory required

2 210 10 210× 10 ≈ 10 kB

5 510 10 510× 10 ≈ 97MB

10 1010 10 1010× 10 ≈ 10GB

100 10010 10 10010× 10 ≈ 1010 TB

Table 2.1: Memory required to store a Q-table for different discretisation
tiers of the state space.

Only in MDPs with small state and action spaces, it is possible to apply

tabular approaches.

In many interesting real-world problems, especially in robotics, the state and

the action spaces are high-dimensional and continuous spaces that make impossible

the use of tabular approaches described so far for estimating the value functions.

Similarly to the case of the policy parametrisation in Equation (2.24), we can

parametrise the value function with a parameter vector www ∈ Rg and we denote it

with V̂(s,www). Independently of the choice of the parametrisation, we can update

the parameters www at each time step with (stochastic) gradient descent using the

samples obtained at time step t as:

wwwt+1 = wwwt −
1

2
α∇www[V

π(St)− V̂(St;wwwt)]
2

= wwwt + α[Vπ(St)− V̂(St;wwwt)]∇wwwV̂(St;wwwt)

(2.37)

where the parameter vector www is updated by minimising the prediction error be-

tween the true value of the state Vπ(St) and the predicted using the parametrised

value function V̂(St,wwwt). By minimising the prediction error, the estimate of the

value function tends to the true value function. Similarly to the policy parametri-

sation, the function parametrising the value function must be differentiable with

respect to its parameters www.

Equation (2.37) assumes that the true value function Vπ(St) is known before

hand and can be used to generate a fixed target value. However, in practice we

never know the value function a priori, thus we need to find a valid replacement

to Vπ(St). Similarly to what we have seen in Equation (2.18 and 2.20), driven by

the Bellman Equation, we can approximate the true value function Vπ(St) with
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the episode return Gt (see Equation (2.38)) or with the TD-error (see Equation

(2.39)).

wwwt+1 = wwwt −
1

2
α∇www[Gt − V̂(St;wwwt)]

2

= wwwt + α[Gt − V̂(St;wwwt)]∇wwwV̂(St;wwwt)

(2.38)

wwwt+1 = wwwt −
1

2
α∇www[Rt + γV̂(St+1;wwwt)− V̂(St;wwwt)]

2

= wwwt + α[Rt + γV̂(St+1;wwwt)− V̂(St;wwwt)]∇wwwV̂(St;wwwt)

(2.39)

The same approach can be used to approximate the action-value function

Q̂(s, a;www). For example, we show, in Equation (2.40), the update rule of the

parameter vector www when the TD-error is used in off-policy settings, since it is the

core principle of the algorithms in Chapter 3.

wwwt+1 = wwwt −
1

2
α∇www[Rt + γmax

a
Q̂(St+1, a;wwwt)− Q̂(St, At;wwwt)]

2

= wwwt + α[Rt + γmax
a

Q̂(St+1, a;wwwt)− Q̂(St, At;wwwt)]∇wwwV̂(St, At;wwwt)
(2.40)

Many function approximators exist and can be used to approximate value func-

tions and policies. However, here we focus on artificial neural networks [33], the

most widely-used non-linear function approximators in Deep Learning [34]. When

the artificial neural network is composed of multiple layers, we usually referred to it

as a deep neural network (see Section 3.1.4). When deep neural networks are used

in Reinforcement Learning, we usually speak of Deep Reinforcement Learning.
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tions and policies. However, here we focus on artificial neural networks [33], the

most widely-used non-linear function approximators in Deep Learning [34]. When

the artificial neural network is composed of multiple layers, we usually referred to it

as a deep neural network (see Section 3.1.4). When deep neural networks are used

in Reinforcement Learning, we usually speak of Deep Reinforcement Learning.

Chapter 3

Deep Reinforcement Learning

In this chapter, we focus on the use of artificial neural networks, or ANNs, as func-

tion approximators for value functions and policies. Firstly, a concise introduction

to ANNs is presented. Secondly, the Deep Reinforcement Learning algorithms used

in this thesis are introduced, followed by the discussion on the problem of state

representation learning for Reinforcement Learning. Eventually, the challenges of

Reinforcement Learning in robotics are explained and discussed.

47
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3.1 Artificial Neural Networks

3.1.1 Feedforward Neural Networks

Feedforward neural networks, or multi-layer perceptrons, [34] lay the foundations

of Deep Learning. Feedforward neural networks are a family of parametric models

used to approximate any unknown function f : X −→ Y;x �−→ f(x), mapping

an input x with dimensionality n to an output y = f(x) with dimensionality

m, by means of a parametric function f̂ such that y = f̂(x;www). The neural

network parameters www ∈ Rω are optimised, via a training set of examples and

gradient descent, to find the best approximation of f . An example of a two layers

feedforward neural network is shown in Figure 3.1.

xn

x1

x0
z0

z1

zh

̂y1

̂ym

w(1)
hn w(2)

mh

w(1)
10

w(2)
10

hidden layer

output layer

Figure 3.1: Two-layers feedforward neural networks with n inputs, h hidden neu-
rons andm outputs. The input and output are indicated with x, and y, the weights

of the network are indicated with w (e.g. w
(1)
hn corresponds to the weight of the

first layer connecting nth-input to the hth-hidden node) and the biases with the
subscript 0.

Assuming the feedforward network depicted in Figure 3.1 with n inputs, h

hidden neurons, or nodes, m outputs, a set weights and biases www, i.e. the pa-

rameters, and an activation function ξ(·), we can define the contribution of the
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ith-component of the input xi to the kth-component of the output yk as:

aj =

n∑
i=1

w
(1)
ji xi + w

(1)
j0

zj = ξ(aj)

ak =

h∑
j=1

w
(2)
kj zj + w

(2)
k0

yk = ξ(ak)

(3.1)

If the activation function ξ(·) is chosen linear, the output is a linear combi-

nation of the inputs. However, in most cases, the activation function is chosen

non-linear. Feedforward neural networks with non-linear activations are universal

function approximators [35]. Common activation functions are sigmoid, tanh, rec-

tified linear unit, or ReLU, and softmax. Usually the activations of all the hidden

layers are chosen to be the same and only the activations of the output layer differ

in relation to the type of output required, e.g. a probability value ∈ [0, 1] or a

bounded value ∈ [−1, 1].

These parametric models are called networks because they employ layer-wise

compositions of different functions, e.g. y = f̂(x) = f̂ (2)(f̂ (1)(x)) with f̂ (1)(x) =∑h
j=1 ξ(

∑n
i=1 w

(1)
ji xi + w

(1)
j0 ) and f̂ (2)(z) =

∑m
k=1 ξ(

∑h
j=1 w

(2)
kj zj + w

(2)
k0 ). The

amount of layers (f̂ (1), f̂ (2), etc) defines the depth of the neural network, while

number of neurons in each layer its width. If each neuron of a given layer is

connected to all the neurons of the successor layer, we call this type of layers

fully-connected or dense. The term neural, coming from neuroscience, is employed

because these networks are inspired by the functioning of human brains, where

each biological neuron receives signals from neighbouring neurons, computes its

activation and produces an output signal than is then broadcasted to adjacent neu-

rons. Eventually, the term feedforward is used because the input-output mapping

contains no form of signal coming from the output to the input.

Independently of the structure of the network, we need a way to learn the

parameters www, i.e. weights and biases, of the network to best approximate the

target and unknown function f , given a set of samples. We can do this by means of

gradient descent and back-propagation by choosing a suitable loss, or cost function

L. From now on, we indicate the loss function as L(www) to explicitly highlight the
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dependency of the loss on the parameters’ vector www. In particular, in Supervised

Learning settings1 given a training set of input data x(1), . . . , x(l) and target output

data y(1), . . . , y(l) and the set of predicted outputs ŷ(1), . . . , ŷ(l), where ŷ(i) =

f̂(x(i);www), we can compute the prediction errors of the neural network f̂ and

adjust the network parameters to minimise such errors. For example, a commonly

used loss function is the mean square error (MSE) loss, over the training set, as

shown in Equation (3.2).

min
www

L(www)

L(www) = 1

l

l∑
i=1

|| y(i) − f̂(x(i);www) ||2≈ Ex,y∼p̂data
|| y − f̂(x;www) ||2

(3.2)

where l is the number of data in the training set, y(i) is the i−th target output data,

f̂(x(i);www) is the predicted output given the input x(i), and we assume the input

and output data, x(1), . . . , x(l) and y(1), . . . , y(l) respectively, to be sampled from

the empirical distribution of the training set p̂data
2. At each training operation,

we compute the gradient ∇wwwL(www) with respect to the network parameters and

then back-propagate this gradient through each layer and neuron from output to

input. Computing the expectation over the whole training dataset Ex,y∼p̂data
is

usually expensive in terms of computations and hardware resources, thus usually

a random subset of data, i.e. a minibatch3, is randomly sampled and used to

train the neural networks. For more details on back-propagation and optimisation

methods for training deep neural networks, we refer the reader to [34] and [36].

3.1.2 Convolutional Neural Networks

Convolutional neural networks [37], or CNN, are neural networks specialised in

efficiently handling data with grid-like structure, e.g. RGB images (2D pixel grids)

or LiDAR readings (1D data grids). Convolutional neural networks inherit their

name from the mathematical operator that they employ in at least one of their

layers, i.e. the convolution.

1In Supervised Learning the set of output data is labelled by an expert, e.g. in classification
problems, in Unsupervised Learning no expert data is provided and we seek to cluster our input
data. In Reinforcement Learning we do not have any target and we are interested in finding the
best actions to achieve a given goal.

2For more information on the data distribution, we refer the reader to [34].
3The size of the minibatch b is usually way smaller than the size of the training set l.



50 3.1. ARTIFICIAL NEURAL NETWORKS

dependency of the loss on the parameters’ vector www. In particular, in Supervised

Learning settings1 given a training set of input data x(1), . . . , x(l) and target output

data y(1), . . . , y(l) and the set of predicted outputs ŷ(1), . . . , ŷ(l), where ŷ(i) =
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For example, given a sequence of 1D noisy sensor reading measuring the posi-

tion of a robot over time x(t) with t ∈ (−∞,∞)4, we would like to obtain a better

estimate of the robot position x(t) by averaging multiple measurements over time.

However, the contribution of past measurements should be dependent on the time

instant the measurements are obtained, and older measurements should be trusted

less than the newer ones. Therefore, to find a smooth estimate of the robot pose,

we need a weighting function ω(a) dependent on the age a of the measurements

we need to apply for each time instant t. The function ω is usually called kernel

or filter. This whole operation is called convolution and is indicated by ∗. If t is a
continuous variable, the smoothed position of the robot s(t) can be expressed as:

s(t) = (x ∗ w)(t) =
∫ t

−∞
x(a)ω(t− a)da (3.3)

In general, we deal with computers and sensors providing data at discrete time

steps, thus we can replace the integral from Equation (3.3) with the sum over all

time steps:

s(t) = (x ∗ w)(t) =
t∑

a=−∞
x(a)ω(t− a) (3.4)

We can also use the convolution operator over multi-dimensional inputs, but in

particular, we are interested in using convolutions for the special case of 2D inputs,

e.g. images. Given a 2D image I of size m×n and a 2D kernel K, the convolution

operation of sliding the kernel over the image can be defined as:

S(i, j) = (I ∗K)(i, j) =

m∑
i=1

n∑
j=1

I(m,n)K(i−m, j − n) (3.5)

After defining the convolution operator, we want to understand how it is used

in the convolutional neural networks and what are the advantages with respect to

feedforward neural networks. First, differently from feedforward networks that use

full connectivity of each input and output neuron, convolutional networks are an

example of sparse connectivity when the kernel size is smaller than the input data

size5. Convolution allows reducing the number of network parameters, the physical

4In principle, the time variable can be either continuous or discrete, but in practice, it is
always discrete due to the use of digital computers and sensors.

5For example, images can contain hundreds or millions of pixels, while the kernels have way
smaller dimensions. Kernels are used because we are interested in learning to extract meaningful
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memory required to store it and the number of computations for computing the

outputs.

In a convolutional layer of a neural network, we can identify three main oper-

ations:

• apply convolution to generate activations (see Figure 3.2)

• pass the activations through non-linear activation functions (e.g. ReLU)

• apply pooling to change (reduce) the shape of the output of the layer6

The trainable parameters of convolutional neural networks are the elements of

the kernels. These parameters can be learned with the same approach used by

feedforward neural networks by defining a loss function and adjusting the network

parameters according to its gradient with respect to the parameters, i.e. via back-

propagation. By learning the weights of the kernels, it is possible to identify

different features of the input data, for example, edges and shapes in the case of

2D images. Convolutional neural networks employ parameter sharing to reduce

the number of parameters with respect to feedforward neural networks. Multiple

kernels are slid with a certain stride length7 across the whole data grid to extract

different features. Figure 3.2 shows an example of convolution applied to an image.

As in the case of feedforward networks, multiple convolutional layers can be stacked

together. The more the convolutional layer is close to the network’s output, the

higher is the level of abstraction the learned features (e.g. from edges and colours

to more complex shapes).

The most widely-studied example of the use of CNNs is probably the problem

of classifying images. Given a training set of labelled images8 (e.g. a data set

containing images of dogs and cats and the correct labels), the neural network

has to learn to properly determine if the input images belong to one of the data

classes. Therefore, the network has to learn to extract the representative features

of each class to distinguish among them.

features in the images, such as edges or geometrical shapes, which generally occupy multiple
pixels.

6A common type of pooling operation, called max-pooling, outputs only the maximum value
of a rectangular neighbourhood. Pooling allows to progressively reduce the dimensionality of the
input data layer after layer.

7The stride is the parameter determining how much the kernel is shifted.
8The learning approach requiring manual labelling of the training data is called Supervised

Learning.
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of a rectangular neighbourhood. Pooling allows to progressively reduce the dimensionality of the
input data layer after layer.

7The stride is the parameter determining how much the kernel is shifted.
8The learning approach requiring manual labelling of the training data is called Supervised

Learning.
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Figure 3.2: Example of 2D-convolution with kernel with size 5 × 5 and stride
5. Original image can be found at: https://drive.google.com/file/d/

1GEjmhLB5T-kEcHtQMYsdIKrDKmD8fVaV/view?usp=sharing.

3.1.3 Recurrent Neural Networks

Recurrent neural networks [38], or RNNs, are the class of neural networks spe-

cialised in handling sequences of data with either fixed or variable length. RNNs

can be used in different contexts, for example, to map sequences to sequences

(e.g. natural language processing), sequences to a single output (e.g. partially

observable environment in Reinforcement Learning).

Similar to the case of feedforward networks, we can analytically define the

relation between the input vector x, the hidden state vector h and the predicted

output ŷ as:

at = Wht−1 + Uxt + b

ht = ξ(at)

ŷt = V ht + c

(3.6)

where W,U, V are the weight matrices and b, c are the bias vectors.

RNNs, as feedforward NNs and CNNs, are trained by defining a loss function,

either using target labelled data, as in the case of Supervised Learning or not,
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Figure 3.3: Computational graph of a recurrent neural network.

and by applying back-propagation. For more information on RNNs, we refer the

readers to [34] and [39].

3.1.4 Deep Neural Networks

Feedforward, convolutional, and recurrent layers can be and are usually stacked

together to improve the expressivity of the overall neural networks. When the

neural network model is composed of multiple layers, we usually referred to it as

a deep neural network.

Deep neural networks allow to reduce and often cancel out the need for tedious

data pre-processing and features engineering. For example, in Supervised Learn-

ing, the deep neural network learns to extract features and learns to classify the

data using the learned features.

3.2 Reinforcement Learning with Deep Neural Net-

works

In Chapter 2 (Section 2.2.3) we have discussed the necessity and the advantages

of using function approximators in Reinforcement Learning. When deep neural

networks are used in Reinforcement Learning for approximating value functions

and policies from raw data without hand-crafting the state vector, we usually
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speak of Deep Reinforcement Learning. In this section, we introduce and discuss

the algorithms used in later chapters of this dissertation.

The Reinforcement Learning principles, described in Chapter 2, still hold for

the case of Deep Reinforcement Learning. However, despite their great success,

neural networks bring into Reinforcement Learning several drawbacks such as

training instabilities9 and no, or limited, convergence guarantees.

In particular, when training neural networks, except in the specific case of

recurrent networks, we assume that each data point (tuple) is sampled from an

independent and identically distribution. This assumption is often referred to

in the literature as the i.i.d. hypothesis. Unfortunately, this is never the case

in Reinforcement Learning, where each sample comes from a temporally corre-

lated sequence of states, actions and rewards. Because each state is temporally

correlated to its predecessors and successors, the i.i.d. hypothesis does not hold

anymore!

To alleviate the problem of the training instability brought by the temporal

correlation of the samples, all the experience collected is stored in a memory

buffer D, i.e. a container of all, or most, of the experience tuples obtained by

interacting with the environment. When training the neural networks, we can

randomly sample mini-batches of data10 and we can reduce the training instability

of the networks. Moreover, thanks to the memory buffer, the interaction samples

can be used repeatedly, for example, to find the best fitting value function or

improve the policy performances. While the update of the neural networks can be

done using gradient ascent, for networks representing policies, and to the gradient

descent, for networks representing value functions, as shown in Equation (2.26) and

(2.37)-(2.39), this operation is not sample-efficient as, in the case of the methods

presented in Chapter 2, we use only the samples at the current time step to update

the networks and immediately discard them after. For these two reasons, Deep

Reinforcement Learning algorithms use a memory buffer to store all the experience

samples collected during the interaction with the environment.

9Common instabilities are divergence and oscillations of the approximated policies or value
functions from and around the optimal values or convergence to local minima.

10By randomly sampling the experience tuples, we break their temporal correlation.
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3.2.1 Deep Q-Network

Deep Q-Network [40], or DQN, is one of the first successful examples of a Deep

Reinforcement Learning algorithm. DQN is the stable extension of Q-learning to

deep neural networks. The DQN agents can learn optimal action-value functions

and derive optimal policies directly from high-dimensional raw input data, e.g.

RGB images, without any need of a hand-crafted and low-dimensional state vector,

even in continuous state spaces, e.g. robot pose in the 2D or 3D space. The DQN

agent, proposed in [40], could play seven different Atari games with performances

comparable to humans. A few years later, DQN was further improved [41] to play

all the Atari games with performances superior to human players in most of the

games. The three main elements of the outstanding success of DQN [41] are:

• approximation of the action-value function Q using a neural network

• experience replay buffer to break temporal correlation of the samples

• target network to generate a fixed Temporal Difference-target11 and increase

the training stability

In DQN, the action-value function Q, differently from the tabular approach

used by Q-learning, is approximated by a neural network, as shown in Figure 3.4.

In the simplest case, the neural network directly replaces the look-up table used

in Q-learning that inputs a state s and an action a and outputs the Q-value of the

state-action pair Q̂(s, a;www), wherewww is the parameter vector of the neural network.

However, usually a more computationally efficient approach is used and only the

state is fed to the neural network and the action-value function of all the possible

actions Q̂(s, a1;www), . . . , Q̂(s, an;www) is estimated.

The DQN algorithm makes use of a memory buffer to store the experience

samples12 and, consequently, train the network approximating the action-value

function using randomly sampled mini-batches from the memory buffer. This

mechanism is called experience replay. We can then update the parameters www

of the neural network as a simple supervised learning problem by minimising the

mean square error loss function between the true value function and the prediction

11From now on, we will refer to it as TD-target.
12The memory buffer contains a considerable yet limited number of samples, and it is usually

implemented as a First-In-First-Out queue. Therefore, old samples are gradually replaced with
the newest ones.
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Figure 3.4: Different ways of representing and estimating the action-value function
Q. On the left the tabular approach of Q-learning, where the Q is none other than
a look-up table. In the middle and on the right, the Q function is approximated
by a neural network.

of the network, as shown in Equation (3.7).

min
www

L(www)

L(www) = Es,a∼D[|| Q(s, a)− Q̂(s, a;www) ||2]
(3.7)

As shown in Section 2.2.3, we do not normally know the true Q-value of a state-

action pair, thus we employ an approximation by means of TD-error13. Thus the

loss function in Equation (3.7) can be rewritten as:

L(www) = Es,a,r,s′∼D[|| r + γmax
a′

Q̂
−
(s′, a′;www−)− Q̂(s, a;www) ||2] (3.8)

where Q̂
−

is the so-called target network used to compute the TD-target r +

γmaxa′ Q̂
−
(s′, a′;www−). The target network Q̂

−
(s′, a′;www−) is an exact copy of the

Q-network, but with parameters frozen at an arbitrary previous training iteration,

i.e. the gradient of the loss function does not flow through the target network.

Using a fixed TD-target greatly improves the stability of the training because the

network that is updated chase a fixed target rather that a continuously changing

13This is the exact same procedure used by Q-learning, see Equation (2.21) and shown in
Equation 2.40
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one14.

The complete Deep Q-network algorithm [41] is presented in Algorithm 6.

Pseudo-code 3.1: Deep Q-Network with Experience Replay

Algorithm 6: Adapted from [41]

Initialise the replay buffer D with capacity D;

Initialise the action-value function network Q̂ with random weights www;

Initialise the target action-value function network Q̂
−

with random

weights www− = www;

for episode = 0,M-1 do

Set episode initial state S0 = sinit;

for t = 0, N-1 do

With probability ε select a random action At;

otherwise select At = argmaxa Q̂(St, at;www);

Execute action At and observe reward Rt and next state St+1;

Store transition (St, At, Rt, St+1) in D;

Sample random mini-batch of transitions (Sj , Aj , Rj , Sj+1) from

D;

Compute target

yj =



Rj , for terminal Sj

Rj + γmaxa′ Q̂
−
(Sj+1, aj+1;www

−), otherwise
;

Perform a gradient descent step on L(www) = (yj − Q̂(Sj , Aj ;www))2

with respect to the network parameters www;

Update every C steps the target network Q̂
−
= Q̂;

end

end

3.2.2 Deep Deterministic Policy Gradient

So far, we have mainly shown algorithms where the agent can only select actions

from a discrete action set. However, in many cases, especially in robotics control

tasks (e.g. inverted pendulum stabilisation, control of a multi-joint robot arm),

the problems have a continuous state space and a continuous and high-dimensional

action space.

14This would happen if also the target would be affected by the gradient flow and not be fixed.
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Deep Deterministic Policy Gradient [42], or DDPG, can be seen as the ex-

tension of DQN15 to continuous action spaces when no explicit discretisation of

the action space is employed16. The DDPG algorithm also extends the DPG

algorithm (see Chapter 2, Section 2.2.2) to non-linear function approximators,

i.e. neural networks. As DPG, DDPG is an actor-critic algorithm that explicitly

optimises the policy π, or actor, with parameters’ vector θθθπ, and estimates the

action-value function Q̂, or critic, with parameters’ vector θθθQ̂. Similarly to DQN,

DDPG uses experience replay and target networks, with parameters’ vectors θθθπ−

and θθθ
Q̂

− , to stabilise the training of the neural networks. However, the update of

target networks is performed differently from DQN, where after a fixed amount of

steps, the target network is suddenly updated. In DDPG, the target networks are

slowly and smoothly updated using a weighted sum, governed by the parameter τ ,

of the critic and actor parameters θθθQ̂ and θθθπ, and the target-critic and target-actor

parameters θθθ
Q̂

− and θθθπ− , as shown in Equation (3.9).

θθθ
Q̂

− ←− τθθθQ̂ + (1− τ)θθθ
Q̂

−

θθθπ− ←− τθθθπ + (1− τ)θθθπ−

(3.9)

The critic network is estimated with the same procedure used by DQN by minimis-

ing the mean square error between the TD-target and the critic network prediction

(see Equation (3.7) and (3.8)). However, the TD-target is not evaluated with the

greedy maximisation that is not feasible for continuous action spaces, but by sim-

ply predicting the value of the next state and next action, chosen accordingly

to the target policy π−(s;θθθπ−). The actor network is instead updated using the

deterministic policy gradient theorem as in the DPG case.

DDPG uses a stochastic policy for exploration obtained by adding noise O to

the deterministic action selected by the policy π(s;θθθ), as shown in Equation (3.10).

a = π(s;θθθ) +O (3.10)

The noise O can be any random process, but usually, an Ornstein-Uhlenbeck

15A DQN agent selects at each time step the action that maximises the Q-value, which is
computationally expensive if the action space is continuous and requires an iterative optimisation
procedure.

16It is always possible to more finely discretised the action space at the price of the exponential
increment of the number of actions.
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process [43], or OU, is used to generate temporally-correlated exploration, which

is suitable for many physical control problems [42].

The complete DDPG algorithm is shown in Algorithm 7.

Pseudo-code 3.2: Deep Deterministic Policy Gradient

Algorithm 7: Adapted from [42]

Initialise the replay buffer D with capacity D;

Randomly initialise the critic network Q̂(s, a;θθθQ̂) with weights θθθQ̂ and

the actor network π(s;θθθπ) with weights θθθπ;

Initialise the target networks Q̂
−

and π− with weights θθθ
Q̂

− ←− θθθQ̂ and

θθθπ− ←− θθθπ;

for episode = 0, M-1 do

initialise a random process O for action exploration;

Set episode initial state S0 = sinit;

for t = 0, T-1 do

Select action At = π(St;θθθπ) +O;

Execute action At and observe reward Rt and next state St+1;

Store transition (St, At, Rt, St+1) in D;

Sample random mini-batch of transitions (Sj , Aj , Rj , Sj+1) from

D;

Compute target

yj =



Rj , for terminal Sj

Rj + γQ̂
−
(Sj+1, π

−(Sj+1;θθθπ−);θθθ
Q̂

−), otherwise
;

Update the critic network by minimising the loss:

LC(θθθQ̂) =
1
N

∑
j(yj − Q̂(Sj , Aj ;θθθQ̂))

2;

Update the actor network using the deterministic policy gradient:

∇θθθπJ ≈ 1
N

∑
j ∇aQ̂(s, a;θθθQ̂)|s=Sj ,a=π(Sj)∇θθθππ(Sj ;θθθπ)|s=Sj ;

Update the target networks:

θθθ
Q̂

− ←− τθθθQ̂ + (1− τ)θθθ
Q̂

−

θθθπ− ←− τθθθπ + (1− τ)θθθπ− ;

end

end
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3.2.3 Twin Delayed Deep Deterministic Policy Gradient

Twin Delayed Deep Deterministic Policy Gradient [44], or TD3, is an actor-critic

algorithm addressing the problem of overestimation of the action-value function

of DDPG by employing a second critic network17.

TD3 utilises two critic networks to estimate Q̂1(s, a;θθθQ̂1
) and Q̂2(s, a;θθθQ̂2

),

parametrised by θθθQ̂1
and θθθQ̂2

respectively, and an actor neural network π(s;θθθπ) to

approximate a continuous policy, parametrised by θθθπ. The policy πθθθπ
: S −→ A

is a deterministic policy mapping states to actions, but to guarantee sufficient

exploration during the training phase, noise ε ∼ N (0, σ), from a Normal distri-

bution N (0, σ) with zero mean and standard deviation σ, is added to the action

a ∼ π(s;θθθπ)+ ε. As in any other Deep Reinforcement Learning algorithm, the ex-

perience tuples (s, a, s′, r), collected through the interaction with the environment,

are stored in the memory buffer and used to update the neural network.

Similarly to DDPG, TD3 uses target networks for critics Q̂
−
1 , Q̂

−
2 and actor

π− with parameters θθθ
Q̂

−
1
, θθθ

Q̂
−
2
, and θθθπ− respectively.

While in DDPG, the Temporal Difference-error, or TD-error, y is computed

using the single target critic network (see Equation (3.11)), TD3 makes use of

both critic networks to reduce the overestimation generated by the use of a single

value function, as can be seen in Equation (3.12).

y = r + γQ̂
−
(s′, a;θθθ

Q̂
−) (3.11)

y = r + γ min
i=1,2

Q̂
−
i (s

′, ã;θθθ
Q̂

−
i
) (3.12)

where ã ∼ π−(s;θθθπ−)+ε, and ε ∼ clip(N (0, σ̃),−c, c), c a constant hyperparameter

of the algorithm. After computing the TD-error, the parameters of critic networks

are updated accordingly to Equation (3.13).

θθθQ̂i
←− min

θθθQ̂i

1

N

∑
(y − Q̂i(s, a))

2 (3.13)

As in DDPG, the actor is updated using the deterministic policy gradient theorem

and the gradient of the critic ∇aQ̂1(s, a) as shown in Equation (3.14). However,

17The use of a second critic was inspired by Double Deep-Q Network [45], or DDQN.
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in TD3, the actor is updated with a lower frequency than the critics.

∇θθθπ
J(θθθπ) =

1

N

∑
∇aQ̂1(s, a)|a=π(s)∇θθθπ

π(s) (3.14)

Eventually, the target networks are updated, as in:

θθθ
Q̂

−
i
←− τθθθQ̂i

+ (1− τ)θθθ
Q̂

−
i

θθθπ− ←− τθθθπ + (1− τ)θθθπ−

(3.15)

where τ is the hyperparameter controlling the speed of the updates.

The complete TD3 algorithm is shown in Algorithm 8.
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Pseudo-code 3.3: Twin Delayed Deep Deterministic Policy Gra-

dient

Algorithm 8: Adapted from [44]

Initialise the replay buffer D with capacity D;

Randomly initialise the critic network Q̂1(s, a;θθθQ1
) and Q̂2(s, a;θθθQ2

)

with weights θθθQ̂1
and θθθQ̂2

, and the actor network π(s;θθθπ) with weights

θθθπ;

Initialise the target networks Q̂1

−
, Q̂

−
2 , and π− with weights

θθθ
Q̂

−
1
←− θθθQ̂1

, θθθ
Q̂

−
2
←− θθθQ̂2

, and θθθπ− ←− θθθπ ;

for episode = 0, M-1 do

initialise a random process N for action exploration;

Set episode initial state S0 = sinit;

for t = 0, T-1 do

Select action At = π(St;θθθπ) +N ;

Execute action At and observe reward Rt and next state St+1;

Store transition (St, At, Rt, St+1) in D;

Sample random mini-batch of transitions (Sj , Aj , Rj , Sj+1) from

D;

Ãt = π−(s) + ε, ε ∼ clip(N (0, σ̃),−c, c) ;

Compute target

yj =



Rj , for terminal Sj

Rj + γmini=1,2 Q̂
−
i (s

′, ã;θθθ
Q̂

−
i
), otherwise

;

Update the critics networks parameters by:

θθθQ̂i
←− minθθθ

Q̂i

1
N

∑
(y − Q̂i(s, a))

2;

if t mod d then
Update the actor network using the deterministic policy

gradient:

∇θθθπJ ≈ 1
N

∑
j ∇aQ̂(s, a;θθθQ)|s=Sj ,a=π(Sj)∇θθθππ(Sj ;θθθπ)|s=Sj ;

Update the target networks:

θθθ
Q̂

− ←− τθθθQ̂ + (1− τ)θθθ
Q̂

−

θθθπ̂− ←− τθθθπ + (1− τ)θθθπ̂− ;

end

end

end
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3.2.4 Proximal Policy Optimisation

Proximal Policy Optimisation [46], or PPO, is an on-policy actor-critic Deep Re-

inforcement Learning algorithm based on policy gradient and trust-region optimi-

sation methods18, such as the Trust-Region Policy Optimisation [47], or TRPO.

PPO and TRPO jointly ascend the gradient of the policy ∇θθθJ(θθθ) (see Chapter

2, Section 2.2.2), while bounding its update within the trust-region. They aim

at improving the performance of the policy but also constraining each update of

the policy to the old one to prevent policy-collapsing19. Both algorithms estimate

policy and value function using neural networks.

TRPO aims at maximising the policy20 performance Jold(θθθ), while constraining

the update of the policy by means of the Kullback-Leibler, or KL, divergence21

between the parametrised policy π(a|s;θθθ) and the old policy πold(a|s;θθθold), i.e.
the policy parametrised by the parameter vector θθθold before the update. This is

shown in Equation (3.16).

max
θθθ

Jold(θθθ)

subject to DKL[πold(At|St;θθθold), π(At|St;θθθ))] ≤ ε
(3.16)

where ε is the parameters determining the maximum allowed change of the policy

and DKL is the KL-divergence operator, and DKL[πold(At|St;θθθold), π(At|St;θθθ))] =

E[log πold(At|St;θθθold) − log π(At|St;θθθ)]. The constrained optimisation problem,

shown in Equation (3.16), is usually reformulated in the form of a loss of function

LTPRO(θθθ) and then used to train the policy neural network. The KL-divergence

18Trust-region optimisation methods constrain the optimiser update, e.g. gradient de-
scent/ascent, to a fixed neighborhood, i.e. the trust-region, of the current solution for a monotonic
improvement.

19When updating the policy parameters, large update steps may ruin the performance of the
agent. Large updates increase the variance of the reward over training and the overall training
time as the agent needs additional training steps to recover a good policy.

20TRPO and PPO utilise stochastic policies in the form of probability distributions π(a|s;θθθ).
21The Kullback-Leibler divergence is a non-negative measure of the difference between two

probability distributions.
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becomes a penalty term in the policy gradient loss, as shown in Equation (3.17).

max
θθθ

LTPRO(θθθ)

LTPRO(θθθ) = E[Jold(θθθ)− βDKL[πold(At|St;θθθold), π(At|St;θθθ))]

= E[
π(At|St;θθθ)

πold(At|St;θθθold)
Â(St, At;www)− βDKL[πold(At|St;θθθold), π(At|St;θθθ))]

(3.17)

where Â(s, a;www) = Q̂(s, a;wwwQ)− V̂(s;wwwV) is the estimation of the so-called advan-

tage-value function emphasizing the advantage of taking action a is the state s,

and β is a scaling factor.

PPO replaces the KL-divergence, expensive to compute, with a simple clipping

of the magnitude of the policy update, as shown in Equation (3.18).

max
θθθ

Lclip(θθθ)

Lclip(θθθ) = E[min (
π(At|St; θθθ)

πold(At|St; θθθold)
Â(St, At;www), πε(At|St; θθθ)Â(St, At;www))]

with πε(At|St;θθθ) = clip(
π(At|St;θθθ)

πold(At|St;θθθold)
, 1− ε, 1 + ε)

(3.18)

where ε is the clipping coefficient determining the maximum accepted magnitude

of changes in the policy. PPO learns the advantage function by simply estimating

the value function V̂(s;www)22 and the infer the truncated advantage value function

as:

Â(St;www) = δt + γδt+1 + · · ·+ γT−t+1δT−1

δt = Rt + γV̂(St+1;www)− V̂(St;www)
(3.19)

where γ is the discount factor and T is the number of time-steps the policy has

run23.

The PPO algorithm is shown in Algorithm 9.

22The value function V̂(s;www) can be estimated using the approaches described in previous
sections.

23We typically choose T much smaller than the whole episode length.
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Pseudo-code 3.4: Proximal Policy Optimisation

Algorithm 9: Adapted from [46]

initialise the replay buffer D with capacity D;

Randomly initialise the critic network V̂(s;www) with weights θθθV and the

actor network π(a|s;θθθ) with weights θθθ;

for iteration = 0,M-1 do

Set episode initial state S0 = sinit ∈ S;
for t = 0, T-1 do

Follow policy πold(At|St;θθθ) ;

Estimate advantage function Â(St;www) ;

end

Update the policy parameters by maximising the loss

Lclip(θθθ) = E[min( π(At|St;θθθ)
πold(At|St;θθθold)

Â(St;www), clip( π(At|St;θθθ)
πold(At|St;θθθold)

, 1−
ε, 1 + ε)Â(St;www))] for K training epochs and mini-batch with size

M ≤ T ;

θθθold ←− θθθ ;

end

3.3 Representation Learning for Deep Reinforce-

ment Learning

Deep Reinforcement Learning has been used for solving decision making prob-

lems when the state of the environment is not directly observable24, and high-

dimensional observations are received by the agent (e.g. RGB images or LiDAR

readings) without the need for any form of hand-crafted feature engineering, i.e.

no need of prior knowledge of the environment or the task, and data pre-processing

to extract relevant features from the input data (see Figure 3.5). Deep Reinforce-

ment Learning algorithms can learn to directly map high-dimensional observations

(e.g. robot’s raw sensory readings), obtained through the interaction with the en-

vironment, to the actions by solely looking at the rewards received. The direct

end-to-end mapping from observation to action has successfully solved a huge

24We refer to the case of Partially Observable Markov Decision Processes presented in Section
2.1.3
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2.1.3
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variety of tasks, e.g. in video-games and robotics [41], [48], [49], [50] and [51],

but it usually requires a high amount of data, long training time and high-end

computational resources (e.g. multiple CPUs, and GPUs and abundant mem-

ory). Moreover, samples are not often cheap and easy to obtain, for example when

training on real robotics hardware.

Environment

observation 
Ot

Ot+1

action 
At    reward 

Rt

Agent  

Environment  

πQ̂

Figure 3.5: End-to-end Deep Reinforcement Learning scheme with deep neural
networks.

In many Deep Reinforcement Learning problems, the observation space may

have a dimensionality several orders of magnitude higher than the true underlying

state of the environment. For example, suppose an agent is controlling a ground

mobile robot to navigate to a given target location given RGB images of size

32× 32, the observation space has a dimensionality equal to 32× 32× 3 = 307225,

while the set of minimum information for solving a navigation task corresponds to

the pose of the robot, which has dimensionality equal to 3, i.e. (x, y, ϑ) respectively

position and orientation on the 2D-plane. With this in mind, can we do better

than learning end-to-end? Independently of the dimension of the observation, can

we enforce specific properties (e.g. dimensionality) of the agent’s state? Can we

incorporate in this process prior knowledge of the world and the task?

State Representation Learning [6], or SRL, is the name given to the process

of learning to encode the task-meaningful information from the high-dimensional

observations received by the agent into a lower-dimensional state representation.

The Reinforcement Learning agent then uses the learned state representation to

25An RGB image is composed of three channels: Red, Green and Blue. That is why, to
compute its overall size, we multiply by three.
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find the optimal policy and value function. This process is shown in Figure 3.6. In

contrast with Figure 3.5, here we aim at explicitly separating the learning of the

state features, using the neural network φe, with the learning of the optimal policy

and value function. High-dimensional data are usually very rich in information and

Environment

observation 
Ot

Ot+1

action 
At    reward 

Rt

Agent  

Environment  

π

Q̂
ϕ

Figure 3.6: End-to-end Deep Reinforcement Learning scheme with deep neural
networks.

features. Representing this data into lower-dimensional spaces helps to remove

irrelevant features, exploiting similarities and symmetries, and identify hidden

structures. The quality of the state representation is crucial for decision-making

and affects the performances and generalization capabilities of the Reinforcement

Learning algorithms.

In this section, we focus on the case in which the mapping from observations to

states is learned using a neural network φe, but without the use of labelled data26.

We make only use of the experience tuple (ot, at, ot+1, rt) collected through the

interaction with the environment.

3.3.1 Unsupervised Learning of State Representations with

Neural Networks

Accordingly to [6], three main methodologies can be followed to learn low-dimensional

state representations for Reinforcement Learning27 with neural networks, trained

26This is often the case in Reinforcement Learning in which labelled data is not present.
27For the sake of simplicity the theory presented discusses the case of deterministic environ-

ments, but this can be easily extended to the case of stochastic ones.
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in unsupervised or self-supervised28 fashion. In this section, for the sake of concise-

ness, we focus on the case of learning deterministic mappings from observations

to the agent’s states, but the methods proposed here can be adapted to deal with

stochastic mappings as well.

Independently of the chosen method29, the state representation should effi-

ciently compress the observation space, with minimum information loss, to a state

space with Markovian properties [52], i.e. the single state prediction ŝ needs to

contain enough information for choosing the best action without ambiguity. Ad-

ditionally, the state representation should also be able to generalize to unseen

observations with similar features and to be robust against perturbations of the

input data. Eventually, the state representation learning step often increases the

interpretability of the learned features and (partially) opens the black-box of the

Reinforcement Learning algorithms.

Learning State Representation via Auto-Encoders

The first class of methods relies on the observation reconstruction using, for ex-

ample, Auto-Encoders [53], or AEs. An AE is a neural network composed of

an encoder φe, with parameters’ vector θθθe, and a decoder φd, with parameters’

vector θθθd. The encoder maps the input data x to a low-dimensional30 latent or

abstract code h = φe(x;θθθe), while the decoder tries to reconstruct the input signal

x̂ = φd(h;θθθd) given the code h. The AE is trained by minimising the so-called

reconstruction loss31, e.g. the MSE loss between the original input and the recon-

structed one, as shown in Equation (3.20).

min
θθθe,θθθd

LAE(θθθe, θθθd)

LAE(θθθe, θθθd) =
1

b

b∑
i=1

[|| x(i) − x̂(i) ||2] = E[|| x− φd(φe(x;θθθe);θθθd) ||2]
(3.20)

28In state representation learning for Reinforcement Learning, the training data-set is com-
posed of experience tuples (ot, at, rt, ot+1) ∀ t. For example, we can use the next observation
ot+1 to create a target prediction to compute the loss of the neural network when fed with the
current observation ot. This procedure is often used when learning the forward or transition
model of the MDPs.

29The three approaches described above can be used, and are often used, in combination with
each other.

30This bottleneck is used to prevent to learn the trivial identity mapping from input to output.
31As in previous sections, we assume the existence of a training set of size l. The network is

trained by ramdomly sampling mini-batches of size b � l.
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where x is the original input data, and x̂ is its reconstruction using the AE.

In Deep Reinforcement Learning, we can use the encoder φe to map an obser-

vation o to a latent state variable ŝ = φe(o;θθθe) of lower dimensionality, and then

reconstruct the observation ô = φd(ŝ;θθθd) from the latent state variable ŝ in order

to compute the reconstruction loss in Equation (3.20). This is shown in Figure 3.7.

The latent state variables are then used to learn policies and value functions. AE

observation 
ot ϕdϕe

observation 
reconstruction 

̂ot

state 
̂st

Figure 3.7: Auto-Encoder for Deep Reinforcement Learning.

learning methods for state representation in Reinforcement Learning are proposed

in [50], [54], [55], and [56]. Many variations of AEs have been proposed in the

literature, such as Variational Autoencoders [57], or VAEs, for learning stochastic

mappings, and Denoising Autoencoders [58] for dealing with noise-corrupted input

data. For more information, we refer the reader to [34].

Learning State Representation via Learned MDP Models

When the relevant features to encode into the learned state space are not the most

salient features of our data32, AEs-only methods tend to fail in capturing good

state representations. Alternatively, it is possible to learn the state representa-

tion, i.e. learn the optimal parameters for the encoder network φe, by employing

auxiliary loss functions based on the MDP models, e.g. transition, inverse and

reward models, as shown in Figure 3.8. These models are trained by making full

use of the experience tuple (ot, at, ot+1, rt) collected through the interaction with

the environment.

The first auxiliary loss, shown in Equation (3.21), for training the encoder φe

makes use of the latent forward or transition model of the MDP, modelled by a

32Images may contain many features, such as background textures, that are not relevant for
learning the optimal policy, yet important for minimising the reconstruction loss.
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Figure 3.8: State representation learning for Deep Reinforcement Learning using
MDP models’ losses.

neural network with parameters’ vector θθθT̄. A latent transition model predicts the

next latent state ŝt+1 given the current latent state ŝt = φe(ot;θθθe) and action at

taken by the agent.

min
θθθe,θθθT̄

L̄T(θθθe, θθθT̄)

LT̄(θθθe, θθθT̄) = E[|| s̄t+1 − ŝt+1 ||2] = E[|| φe(ot+1;θθθe)− T̄(φe(ot;θθθe), at;θθθT̄) ||2]
(3.21)

where the target next latent state s̄t+1 = φe(ot+1;θθθe) is generated by encoding

the true next observation ot+1, while ŝt+1 = T̄(φe(ot;θθθe), at;θθθT̄) is the predicted

next latent state given the current observation ot and the action taken at.

Similarly, we can learn a latent inverse model, modelled by a neural network

with parameters’ vector θθθĪ, to predict the action ât connecting the current latent

state ŝt and the next latent state s̄t+1. An example of inverse model loss for

training the encoder φe is shown in Equation (3.22).

min
θθθe,θθθĪ

LĪ(θθθe, θθθĪ)

LĪ(θθθe, θθθĪ) = E[|| at − ât ||2] = E[|| at − Ī(φe(ot;θθθe), φe(ot+1;θθθe);θθθĪ) ||2]
(3.22)

Eventually, we can make use of a reward model to predict the next reward

given the current latent state ŝt and the action33 taken at. An example of reward

33The reward model may be only a function of the latent state ŝt.
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model loss is shown in Equation (3.23).

min
θθθe,θθθR̄

LR̄(θθθe, θθθR̄)

LR̄(θθθe, θθθR̄) = E[|| rt − r̂t ||2] = E[|| rt − R̄(φe(ot;θθθe), at;θθθR̄) ||2]
(3.23)

Forward, inverse, and reward models are often used together for learning state

representations coherent with the MDP underlying model as shown in Equation

(3.24). Similar loss functions for learning state representations for Reinforcement

Learning are used, for example, in [59], [60], [61], and [62].

min
θθθe,θθθT̄,θθθĪ,θθθR̄

ωT̄LT̄(θθθe, θθθT̄) + ωĪLĪ(θθθe, θθθĪ) + ωR̄LR̄(θθθe, θθθR̄) (3.24)

where ωT̄, ωĪ and ωR̄ are three scalar factors for scaling the contribution of each

individual loss.

Learning State Representation via Robotics Priors

When the underlying MDP model is fully or partially governed by the laws of

physics, such as in robotics, we may want to exploit such knowledge in the state

representation learning step. For example, despite being high-dimensional (e.g.

robot’s sensory readings), the robot’s observations are generated from true envi-

ronment states (e.g. robot’s true pose) that evolve according to specific physical

laws. We can encode such prior physical knowledge in the form of loss func-

tions and use them for training the neural network encoder φe in charge of the

observation-state mapping.

These loss functions, often called priors or robotics priors, allow the most

straightforward network architecture, as only the encoder φe is needed, as shown

in Figure 3.8. An example of prior loss is the so-called temporal coherence loss

introduced in [63] and shown in Equation (3.25).

min
θθθe

Ltemp(θθθe)

Ltemp(θθθe) = E[||∆ŝt||2] = E[||ŝt+1 − ŝt||2] = E[||φe(ot+1;θθθe)− φe(ot;θθθe)||2]
(3.25)

The temporal coherence loss enforces smooth and small changes in the learned state

space between pairs of consecutive latent states. The prior knowledge introduced
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model loss is shown in Equation (3.23).
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Figure 3.9: State representation learning for Deep Reinforcement Learning using
robotics priors.

by this loss function is the assumption that the true state space is smooth and

continuous. This property of the state space is true for any environment obeying,

for example, to physical laws such as in robotics.

The temporal coherence prior alone is not sufficient for learning an informative

state representation as the global minimum of such loss function is reached by

mapping each latent state to the zero vector. Therefore, to prevent the learning of

the trivial mapping, the causality loss has been introduced in [63], and it is shown

Equation (3.26). This prior utilised pairs of states, collected at different time

instants t1 and t2, with same actions at1 , at2 taken from such states, but different

rewards rt1 , rt2 received, and it is minimised when the two states predictions are

pushed apart in the latent space.

min
θθθe

Lcaus(θθθe)

Lcaus(θθθe) = E[e−||ŝt1−ŝt2 ||
2

] = E[e−||φe(ot1 ;θθθe)−φe(ot2 ;θθθe)||2 |at1 = at2 , rt1 �= rt2 ]

(3.26)

When the same actions at1 , at2 are applied in different states, we want our state

variations ∆ŝt1 = ŝt1+1 − ŝt1 and ∆ŝt2 = ŝt2+1 − ŝt2 to be similar in magnitude.

This prior is encoded into the proportionality loss, introduced in [63], and shown

in Equation (3.27).

min
θθθe

Lprop(θθθe)

Lprop(θθθe) = E[(||∆ŝt1 || − ||∆ŝt2 |)2|at1 = at2 ]
(3.27)

Eventually, to obtain an informative and coherent state representation, the

encoder φe is then usually trained by minimising multiple prior losses, as shown
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in Equation (3.28).

min
θθθe

ωtempLtemp(θθθe) + ωcausLcaus(θθθe) + ωpropLprop(θθθe) (3.28)

where ωtemp, ωcaus and ωprop are scaling factors for scaling the contribution of

each prior loss.

Many robotics priors have been proposed in literature and we refer the reader

to [63], [64], [65], [66] and [12] for more details.

3.4 Deep Reinforcement Learning in Robotics

In the previous sections, we have discussed the Reinforcement Learning framework

as a general way for solving sequential decision-making processes. Here, we want

to talk about Reinforcement Learning in the context of robotics and, in particular,

its challenges, or curses, and how to deal with them.

3.4.1 Challenges of Robotics Reinforcement Learning

Curse of Dimensionality

The first, and possibly most well-known, curse of Reinforcement Learning is the

so-called curse of dimensionality [21], i.e. the exponential explosion of states

and actions occurring when discretising high-dimensional continuous spaces. For

example, assuming a n-dimensional state space discretised into ten tiers or levels34,

the resulting number of possible states is 10n. This problem is even more acute in

robotics, where the state and action spaces are intrinsically continuous. According

to [10], three major categories of approaches are used in robotics to deal with

continuous state and action spaces individually or jointly:

• discretisation

• function approximation

• macro-actions

The most obvious solution is discretising state and action spaces and use one of

the tabular Reinforcement Learning approaches presented in Section 2.2.

34We can divide each dimension of the continuous state space into ten intervals.
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Example 3.1: Discretisation

Any continuous mobile robot navigation task can be represented as a grid-

world problem, where the robot is constrained to move along the imposed

grid and the agent’s actions are none others than move-up, move-down,

move-left and move-right. A low-level controller can be then used to

enforce the motion inside the grid cells. This is shown in Figure 3.10.
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Figure 3.10: Discretisation process.
In this case, the discretisation of the original 2-dimensional state spaces

into twenty-five tiers per dimension generates 252 = 625 possible states!

The second option is to directly deal with the continuous nature of the state

and action spaces using function approximators and, for example, one of the Deep

Reinforcement Learning algorithms discussed throughout Chapter 3. Moreover,

when dealing with high-dimensional inputs, such as vision sensory readings, e.g.

RGB images, methods employing function approximators need to be used to solve

the task. These methods can be further combined with the explicit learning of

low-dimensional representations, as presented in Section 3.3.

Eventually, it is possible to decompose the task in simpler and with shorter

horizon sub-tasks, that can be more easily solved, using macro-actions or options

[67].
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Example 3.2: Hierarchical Decomposition

An example of the use of macro-action is shown in Figure 3.11, where

the task of reaching the target can be hierarchically decomposed into

selecting the room to move in (high-level task) and then move to the

chosen room (low-level task). The decomposition allows better gener-

alization property since the low-level policy to move through a room,

once learned for a specific room, can be directly reused for any room.
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i i i i i
i i i i i
i i i i i
i i i i i

i i i i i
i i i i i
i i i i i
i i i i i
i i i i i

macro-actions

Figure 3.11: Task decomposition via macro-actions.

In the last decade, function approximators have often been employed in robotics

Reinforcement Learning to deal with high-dimensional observations and continu-

ous action spaces. However, the discretisation of the action space is often a viable

option. Additionally, due to the increasingly complex robotics applications, the

hierarchical decomposition of the tasks plays a significant role in efficiently solving

these problems with Reinforcement Learning.

Curse of Real-World Samples

The more the problem complexity grows, the more samples are needed for the

Reinforcement Learning algorithms to learn the optimal policy and value function.

Robotics problems usually have high complexity, therefore require many training

samples. However, robots are physical entities interacting with the real world and,

only through interaction with the world, samples can be collected. Unfortunately,

robots have costly and fragile hardware that is not normally meant for trial and

error.
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For example, consider the case in which Reinforcement Learning is used to

learn a navigation policy for a mobile robot. The agent’s actions are velocity or

torque commands for the actuators of the robot. During the initial phases of the

learning, the agent, for learning to avoid collisions with obstacles, has to experience

the negative reward obtain by colliding with obstacles. These repeated collisions

may damage the robot before the agent can adequately avoid obstacles. This

problem is usually referred to as the curse of real-world samples. When learning

is directly done in the real world, the Reinforcement Learning algorithms must

have high sample efficiency, i.e. the algorithms have to quickly infer the optimal

behaviour from a limited set of samples.

Alternatively, it is possible to rely on virtual simulators and physical engines

to gather samples without the need for real-world interaction, learn the optimal

behaviours using the simulated experience data and then transfer the optimal

policy to the real robots, i.e. transfer learning. This is shown in Figure 3.12.

Agent  

Simulated Environment (training)  Real Environment (testing)  

Agent  

Ot At    Rt Ot At    Rt

sim-to-real  

Figure 3.12: Use simulators to learn the optimal behaviour and then test the policy
on the real robots without further retraining.

Simulators allow performing experiments that are multiple factors faster than

the real-world counterpart. However, simulators use models that are only good ap-

proximations of the laws governing the world (e.g. physical laws) or require many

data samples to be sufficiently accurate (e.g. data-driven modelling). Suppose the

agent’s policy is trained using data coming from an inaccurate forward model, the

behaviour cannot be transferred to the real case without any re-training or adap-

tation [68]. Especially for intrinsically unstable dynamical tasks (e.g. inverted
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pendulum stabilisation), transfer learning is often a brittle approach [10] as minor

discrepancies in the modelling can produce significant differences in the response

of the system. Nonetheless, with increasingly complex problems, simulators play

a crucial role in robotics Reinforcement Learning. In the case in which simulators

are employed, the Reinforcement Learning algorithms have to be able to learn ro-

bust behaviours that can compensate for imperfect modelling (e.g. of robots and

sensing) and uncertainties, and that can therefore bridge the simulator-to-reality-

gap.

Curse of the Goal Specification

The goal of a Reinforcement Learning agent implicitly defines the reward function.

Suppose the reward function considers only the success or the failure, and the agent

receives the reward only at the end of the training episode. We talk in these cases

of sparse reward functions. Reinforcement Learning agents tend to require lengthy

training times when they rarely experience a variation of the reward received.

Alternatively, more informative reward functions can be used to speed up the

learning (e.g. reward functions considering side objectives for the agent). We

speak, in these cases, about dense reward functions and Reward Shaping [69], [70].

Example 3.3: Reward Shaping

For example, if we consider the navigation task in the grid world shown

in Figure 3.13 if the distance to the target is included in the reward

function, the agent can learn the optimal policy faster than in the

case of a spare reward penalising collisions with obstacles and reward-

ing reaching the target location. This happens because the agent can

constantly notice variations of the reward function for each action taken.
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Figure 3.13: Reward received by following the optimal policy in the case
of a sparse reward function (blue) and a dense reward function based on
the negative Manhattan distance from the agent’s current position and the
target location (red).

However, for complicated problems, the reward function grows in complex-

ity too, and trade-offs have to be found between the reward-complexity and the

task-complexity. Complex and high-dimensional reward functions with multiple

weighted objectives (e.g. avoiding collisions, minimising control inputs, reach-

ing a target, or smoothing the trajectories of the robot) usually present many

local-minima, i.e. flat regions of the reward function landscape corresponding to

sub-optimal behaviours, that Reinforcement Learning algorithms often find and

get-stuck into them.

In the case of expert demonstrations35 being available, it is possible to infer

the reward function from the observed optimal behaviour. This approach is know

as inverse Reinforcement Learning [71]. After learning the reward function, this

can be used to train the Reinforcement Learning agent to reproduce the expert

demonstration. Despite the success of inverse Reinforcement Learning in many

different scenarios (e.g. manipulation, navigation and legged-robot locomotion),

this approach is limited by the need for suitable expert demonstrations36. More-

over, many reward functions can be inferred from the same set of expert data,

making the optimal policy prone to learn sub-optimal behaviours.

35Data collected by a human operator manually controlling the robot is an example of expert
demonstration.

36For example, for inferring a suitable reward function for a legged-robot, it is usually not
enough to provide a sequence of observations of a dog walking. Because of the difference in the
geometry of the bodies, sub-optimal behaviour may be learned.
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Curse of the Prior Knowledge

Despite not being explicitly addressed as a curse, the use of prior knowledge in

Reinforcement Learning is usually a cause of debate. This dilemma is even more

emphasised in the context of robotics Reinforcement Learning, as robotics is tra-

ditionally a knowledge-based discipline.

Many forms of prior knowledge can be used in Reinforcement Learning, such as

using expert demonstrations and data to initialise policies and value functions and

directing the policy updates, smartly decomposing the task and shaping reward

functions.

In the case in which expert data are available, it is possible to employ the

so-called imitation learning [72] where the Reinforcement Learning policies are

trained with supervised learning to behave according to the expert demonstrations.

If the agent ends up in states where no expert data are available, it is either possible

to provide additional expert data for the new situations or allow the agent to

autonomously learn by trial and error, i.e. apprenticeship learning [73].

Alternatively, it is possible to inject expert knowledge by smartly initialising

policies and value functions such that sub-optimal behaviours can be immediately

achieved. Expert demonstrations and hand-crafted policies not only speed up the

learning but also allow to avoid exploring the whole state space by biasing the

policies around the expected37 good situations. However, because the policies are

usually improved in the neighbourhood of the expert policy, these methods tend to

find local optimal solutions and rarely global optimal ones. Moreover, for highly

complicated tasks, it is difficult, expensive or even impossible to provide complete

prior knowledge to the Reinforcement Learning algorithm beforehand.

For complicated problems, prior knowledge can be used to find the task’s hier-

archical decompositions into progressively simpler sub-tasks. This field of studies

is commonly known as hierarchical Reinforcement Learning [74]. Hierarchical Re-

inforcement Learning methods are founded on the theory of the SMDP, discussed

in Section 2.1.4. For example, consider the case of a mobile robot navigating in

indoor environments equipped with a robot arm to open doors to move to different

rooms. It is possible to simplify the problem by intuitively define two different

sub-tasks and sub-policies, namely navigate and open door, and an overall policy

37Given the prior knowledge.
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is simply choosing which of the sub-policies to actuate in the different situations38.

Eventually, the most straightforward way to incorporate prior knowledge is

to shape the reward functions that the Reinforcement Learning agents maximise.

Reward functions can be shaped based on environmental features (e.g. distance

to the target and obstacles in a navigation task), but also gradually made more

complicated the more the agent has learned (e.g. in a navigation task, we can

first only penalise collisions, then we can reward getting close to the target, and

eventually we can penalise the high accelerations or velocities) or shaped to pro-

mote exploration of the unknown. The latter form of reward-shaping strategy is

addressed in literature as curiosity-driven [75], [76].

While prior knowledge may be beneficial for solving specific problems, it may

be detrimental for others. When aiming at learning behaviours on real robots, it

is, in most cases, necessary to heavily rely on prior knowledge to make the learning

safe and sample efficient, even at the price of learning sub-optimal behaviours.

When relying on virtual simulators for training the Reinforcement Learning

agents, the boundary between using or not using prior knowledge and to what

extent is more blurred. In this context, we may completely avoid the use of any

prior knowledge and provide more data to the agents. However, this procedure

extends the training time and demands high computational resources that may

not always be available. On the other side, simulators allow extensive exploration

of the state and action spaces, thus the possibility to find global optimal policies

that the heavy use of prior knowledge may limit.

Therefore, we believe that loose forms of prior knowledge should be employed

when using simulators. With loose prior knowledge, we refer to all the information

that can aid the learning of good features and policies without constraining the so-

lution space with labelled data or models. For example, we consider the process of

enforcing properties of the learned state representation, such as dimensionality or

smoothness, and reward shaping forms of loose prior knowledge. These approaches

allow learning robust representations of the world that better incorporate the ac-

tual meaningful information for solving the Reinforcement Learning problems and

facilitate the transfer of the learning from the simulators to real-world robots39.

38The sub-policies can be further decomposed in increasingly simpler and smaller problems.
39Dear reader, we hope that you have enjoyed the reading so far and that you have learned

something new. In the following chapters of this thesis, we will show you the use of loose
prior knowledge in the context of robotics Deep Reinforcement Learning through our scientific
publications of the past few years.
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Chapter 4

Low-Dimensional State Representation

Learning with Reward-shaped Priors

In this chapter, we study the problem of learning an informative state representa-

tion for learning robust and transferable navigation policies for steering a mobile

robot to different target locations by only relying on its high-dimensional on board

sensors. We propose a self-supervised learning method for learning a mapping from

the observation space to a lower-dimensional state space by using loss functions

shaped to incorporate prior knowledge of the environment and the task. The op-

timal policy is quickly and efficiently learned using the samples from this learned

latent state space. We test the method on several mobile robot navigation tasks

in a simulation environment and also on a real robot. A video of our experiments

can be found at: https://youtu.be/dgWxmfSv95U.

This chapter includes an adaptation of:
Nicolò Botteghi, Ruben Obbink, Daan Geijs, Mannes Poel, Beril Sirmacek, Christoph Brune,
Abeje Mersha, and Stefano Stramigioli. Low-Dimensional State Representation Learning with
Reward-shaped Priors. International Conference on Pattern Recognition, 2021.

The Section Background and the Section Related Work were removed as treated in Chapter
2 and 3, and the notation adapted to be consistent with the notation introduced in this thesis.
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4.1 Introduction

Artificial intelligence, or AI, is the key ingredient to bring robots into everyday

life. Robots will be asked to accomplish many different and complex tasks, such

as navigation and exploration of unknown environments, objects manipulation

and human interaction. These challenges require the ability to extract meaningful

information or features from the data perceived by the sensors. Because of the

high complexity of the tasks, usually, multiple sensor modalities are employed.

The so-called observation space, i.e. the space containing what the agent can

observe of the environment through, for example, the robot’s on board sensors,

has a dimensionality much higher than the so-called state space, i.e. the space

containing the meaningful information for solving the task.

Traditionally, this leads to complicated manual preprocessing of the data, fea-

ture engineering, and coding of the task solution. Even though very successful,

feature engineering suffers from a lack of generalisability and reusability in differ-

ent contexts. For each new task, it is usually necessary a new preprocessing stage

and often the coding of a new solution.

State Representation Learning, or SRL, is the name given to the process of

learning and encoding the task-meaningful information from the observation space

to the so-called state space, i.e. the space containing only the task-relevant infor-

mation.The mapping from observations to states can be learned using supervised

learning methods using labelled data, i.e. the true value of the states. However,

these are difficult and expensive to obtain.

In this chapter, we specifically study the problem of learning a state represen-

tation using unsupervised or self-supervised learning approaches. However, to aid

the learning of a meaningful representation, we use the concept of priors intro-

duced by [77] and further developed by [63]. Using the priors, we model the prior

knowledge about the world that can be used to inject information into the state

representation learning process. For example, it is possible to phrase these priors

as loss functions for training neural networks. Here, we aim at incorporating the

reward function properties into the state representation learning problem through

the priors. We extend the concept of the priors to multiple sensor modalities1, to

multi-target navigation tasks and transfer learning from a simulation environment

to a real robot. The general framework proposed is shown in Figure 4.1.

1The use of multiple sensor modalities is a very common scenario in robotics.
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Figure 4.1: End-to-end framework combining State Representation Learning and
Reinforcement Learning.

4.2 Methodology

4.2.1 Proposed Approach

When the state of the environment is not directly observable, but only high-

dimensional observations are available to the agent, learning informative and

meaningful state representations is essential for effective and efficient decision mak-

ing. However, the mapping from the observation space, usually high-dimensional,

to the state space2, usually lower-dimensional, is not straightforward. We aim

at learning a valid state representation in an unsupervised fashion, using one of

the approaches described in Chapter 3, Section 3.3. However, we employ generic

domain knowledge to shape the state representation: the robotics priors [63].

With reference to Figure 4.1, the multi-modal observations are fed to the State-

net, in Figure 4.2, i.e. the neural network φe, parametrised by the parameters’

vector θθθe, in charge of encoding the important information from the data and

compressing them into a lower-dimensional state vector. The State-net design

was inspired by the architecture proposed in [78], where the features for each

sensor modality are separately processed to make independent state prediction

and eventually concatenated to obtain the final state prediction.

The state vector is then passed as input of the Q-net, in Figure 4.3, in order

to estimate the state-action value function that is then used to choose the optimal

action. DQN was chosen for its simplicity and popularity (see Section 3.2.1).

However, the method is not dependent on this choice, and any other Reinforcement

Learning algorithm can be used, both with discrete and continuous action spaces.

2Here, we recall that with state space we intend the space of important environmental infor-
mation necessary for learning the optimal policy using Reinforcement Learning.



88 4.2. METHODOLOGY

4.2.2 Reward-shaped Priors

Our approach builds upon the robotics priors introduced in [63] and aims at ad-

dressing the following research questions:

1. How can the reward function, through the priors, be used for shaping the

learning of the state representation?

2. How can the concept of priors be extended to multiple sensor modalities,

different environments, and multi-targets navigation problems?

3. To what extent can the representation, learned using the priors, in the simu-

lation environment be transferred effectively to the real robot without further

re-training?

The priors used in this work to train the State-net are listed below, where

ŝt = φe(ot;θθθe) corresponds to the state prediction given the observation ot, rt

to the reward received by taking action at in the true environment state st
3,

∆ŝt = ŝt+1 − ŝt and ∆rt = rt+1 − rt.

Simplicity prior : The task-relevant information lies in a space with dimen-

sionality much smaller than the sensory observations.

Temporal Coherence prior : State changes are slow and dependent only on

the most recent past. This property can be interpreted as an enforcement of the

Markov’s assumption.

L1(θθθe) = E[|| ∆ŝ2t ||] (4.1)

Reward Proportionality prior (new): Similar reward changes should induce

similar state changes, and these reward changes are the results of actions. However,

actions can be continuous or with different levels of abstraction (e.g. in the case of

Hierarchical RL), and the notion of similarity is difficult to define for those cases.

This new prior aims at clustering together state predictions with similar reward

variations independently of the action taken.

L2(θθθe) = E[(|| ∆ŝt2 || − || ∆ŝt1 ||)2
∣∣ | ∆rt2 ∼ ∆rt1 | ] (4.2)

Causality prior (new): Dissimilar rewards are a symptom of state dissimi-

larity. With analogous reasoning as before, the constraint to similar actions in the

3Here, the state of the environment is not available, therefore st is unknown.
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∣∣ | ∆rt2 ∼ ∆rt1 | ] (4.2)

Causality prior (new): Dissimilar rewards are a symptom of state dissimi-

larity. With analogous reasoning as before, the constraint to similar actions in the

3Here, the state of the environment is not available, therefore st is unknown.

CHAPTER 4. STATE REPRESENTATION LEARNING WITH
REWARD-SHAPED PRIORS 89

Causality prior of [63] is removed.

L3(θθθe) = E[e−||ŝt2−ŝt1 ||2 ∣∣ rt2 �= rt1 ] (4.3)

Reward Repeatability prior (new): Reinforces the similarity of states when

presenting the same reward variation, not only in magnitude but also in direction.

L4(θθθe) = E[e−||ŝt2−ŝt1 ||2(|| ∆ŝt2 −∆ŝt1 ||)2
∣∣ | ∆rt2 ∼ ∆rt1 | ] (4.4)

The overall loss function, in Equation (4.5), that is minimised and used for

training the State-Net is equal to the weighted sum of the different priors with the

addition of the L2-regularisation term.

min
θθθe

L(θθθe) = ω1L1(θθθe) + ω2L2(θθθe) + ω3L3(θθθe) + ω4L4(θθθe) + ω5Lreg(θθθe) (4.5)

where the weights of the single loss functions (in Equation (4.5)) were chosen equal

to ω1 = 3, ω2 = 15, ω3 = 15, ω4 = 15 and ω5 = 3 to balance the contribution

of the each individual term. This combination gave good empirical results, but

no optimisation procedure was run to find the best set of weights, and only grid-

search was employed. This means that the approach is not heavily affected by the

choice of the weights ω.

In Reinforcement Learning, the reward function is defined and, often shaped,

using on task-specific knowledge to allow the agent to learn optimal behaviours.

However, in the context of state representation learning, we argue that a task can-

not be efficiently learned if an informative representation has not been learned yet.

We believe that the best representation is the one that incorporates meaningful

information for solving the task. Therefore, it should not be learned independently

from the chosen reward function. The new priors, in Equation (4.2), (4.3), and

(4.4), were developed to achieve this goal: shaping the state representation using

not only the environment observations but also the rewards. In particular, the re-

ward variation from two states is used to impose the Markov’s assumption during

the observation-compression step. Ideally, we would like to obtain a regularised

state space that is Markovian. Given a Markovian state representation, any stan-

dard Reinforcement Learning algorithm can optimally solve the problem without

any memory structure by looking at a single state prediction.
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4.2.3 Neural Network Architectures and Training Regime

The State-Net, Figure 4.2, is an encoder network, i.e. neural network with output

dimensionality smaller than the input dimensionality. The samples from the two
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Figure 4.2: Architecture of the State-net.

sensor modalities are processed through two separate network branches, and they

are both used to make independent state predictions of dimension n. The two

predictions are concatenated and then fed through a final fully connected (dense)

layer that combines them to produce the final state prediction, again of dimension

n. The considerations on choice of the state dimensionality are shown in Section

4.4. The state predictions and the actions are then used to estimate the Q-values

using the neural network shown in Figure 4.3.
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Figure 4.3: Architecture of the Q-net.

As shown in [78], the state representation network should not be updated with

the same frequency of the Reinforcement Learning network due to the increase

in the instability of the learning process. Therefore, we normally train the Q-

net (Figure 4.3) at each training step, while we update only after a fixed number

of training episodes the State-Net (Figure 4.2). The frequency of the update of

the State-Net is chosen to be a trade-off between training too often and generate

instability and training too rarely and slow down the learning of the optimal policy.
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As shown in [78], the state representation network should not be updated with

the same frequency of the Reinforcement Learning network due to the increase

in the instability of the learning process. Therefore, we normally train the Q-

net (Figure 4.3) at each training step, while we update only after a fixed number

of training episodes the State-Net (Figure 4.2). The frequency of the update of

the State-Net is chosen to be a trade-off between training too often and generate

instability and training too rarely and slow down the learning of the optimal policy.
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Remember that, the optimal policy cannot be learned without an informative state

representation.

In the episodes right after the updates of the State-Net, the rewards achieved

by the Reinforcement Learning agent may drop due to the sudden changes of the

state representation. To avoid learning local optimal policies, we hold constant

the value of the ε of the ε-greedy exploration policy of DQN throughout the whole

training episodes.

4.3 Experimental Design

4.3.1 Mobile Robot Navigation with Camera and LIDAR

When autonomously navigating, mobile robots are usually equipped with multiple

sensors in order to be able to gather the highest amount of information in the

world and make possible decision-making. Commonly used sensors for perceiving

the world are RGB cameras and laser range scanners (LiDARs). Therefore, we

equipped our robot (TurtleBot 3 Waffle Pi) with a camera (FOV 60°) and a 2D

LiDAR (FOV 360°). The approach is first tested in different virtual environments

(see Figure 4.4), simulated with Robot Operating System (ROS) and Gazebo, and

later evaluated on the real robot (again TurtleBot 3 Waffle Pi).

4.3.2 Reinforcement Learning Algorithm Settings

The algorithm chosen is DQN with inputs the state predictions from the State-

Net and with output the Q-values, one estimate per action. The agent can choose

among 3 discrete actions: respectively, move forward, turn right, and turn left. To

study the effect of different reward functions on the state representation learned

with the new set of priors (Equation (4.1)-(4.4)), two different reward functions

are employed for solving the different navigation tasks:

• Reward function based on the distance between the robot and the target:

R(s, a) =





rreached, d ≤ dmin,

rcrashed, s = sts,

1− eη1d, otherwise.

(4.6)
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• Reward function based on the orientation of the robot with respect to the

target:

R(s, a) =




rreached, d ≤ dmin,

rcrashed, s = sts,

1− eη2θ, otherwise.

(4.7)

where d is the distance of the robot to the target, estimated using the odom-

etry information, θ is the robot orientation with respect to the target, dmin is

the minimum distance threshold below which the navigation target is considered

reached and η1 and η2 are scaling factors for the exponential functions. rreached

and rcrashed are respectively a bonus for reaching the target and a penalty for hit-

ting an obstacle, i.e. a terminal state sts. These two reward functions are common

choices for solving robots navigation tasks.

4.3.3 Navigation Tasks in Different Environments

We first compare the new priors with the ones from [63] in order to highlight

similarities and differences in the environment in Figure 4.4a. We then analyse

the choice of the state dimensionality as being a crucial aspect of the RL per-

formances. Furthermore, we study, through Principal Components Analysis, or

PCA, [79] and t-Distributed Stochastic Neighbor Embedding, or t-SNE, [80]4, if

the State-Net trained with the priors (Equation (4.1)-(4.4)) succeeds in encod-

ing the meaningful information for solving the navigation task. In the case of

the mobile robot navigation tasks proposed, this information corresponds to the

world’s physical properties such as, for example, the pose of the robot (x-position,

y-position, and θ orientation) and its distance to the target. Eventually, we test

our approach in environments with different topologies and features (e.g. different

colours of the wall or textures), shown in Figure 4.4b-4.4e, to validate the method.

We also again study the information encoded by that State-Net and to what extent

these are dependent on the environment topology.

4.3.4 Multi-targets State Representation

We perform experiments to evaluate the priors in a more complicated task: learn-

ing a state representation for multiple navigation targets. During training, at each

4These two techniques for dimensionality reduction allow us to visualise high-dimensional
data clusters in a 2-dimensional space, understand and explain the learned state representation.
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(a) Env-1 (b) Env-2 (c) Env-3 (d) Env-4 (e) Env-5

Figure 4.4: Simulation environments. The robot starting position is highlight by
green rectangles, while possible targets locations by red circles.

episode, a target is sampled from a uniform distribution. We slightly adapt the

observation vector to include the location (xg,yg coordinates) of the target. This

information is directly passed to the last dense layer of the State-Net.

4.3.5 Transfer Learning Experiments

Transfer learning is an essential element for deploying RL algorithms on real

robots, but it is usually limited by the simulation-reality gap, i.e. the difference

between virtual simulations and the real world. However, we argue that, if infor-

mative high-level features are extracted from the observations, the Reinforcement

Learning policies, trained on these features, gain robustness and can be transferred

from simulation to real without any undesirable training on the real robots.

4.4 Results and Discussion

4.4.1 Mobile Robot Navigation with Camera and LiDAR

Here, we analyse the influence of the different sensor modalities on the learned

representation. In particular, we compare the quality of learned representation

through the crash ratio and the total cumulative reward when camera and LiDAR

are used (Figure 4.5a and 4.5b), only the camera is used (Figure 4.5a and 4.5b) and

only the LiDAR is used (Figure 4.5a and 4.5b). When both sensors are employed,

the crash ratio is reduced (see Figure 4.5a) and the convergence speed is improved

(see Figure 4.5b). This aspect shows how the representation learned with the

priors can fuse the different sensor modalities to obtain the best set of features.

The complete video of the experiments in the simulation environment can be

found at: https://youtu.be/AdjltfA0_GQ.
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Figure 4.5: Crash ratio (4.5a) and cumulative reward (4.5b) obtained during
training using different sensor modalities.

4.4.2 Navigation Tasks in Different Environments

Comparison with Original Priors

The comparison with the priors, introduced in [63], is performed by comparing

the effect of the different learned state representations on the performance of the

Reinforcement Learning agent in the environment depicted in Figure 4.4a. For the

sake of a fair comparison, the training and testing environment is similar to the

one used in [63]. Furthermore, the same neural networks and hyperparameters are

used. In Figure 4.6, the crash ratio during training is shown when the proposed

priors and the original priors are used. As shown in Figure 4.6, the new set of

Figure 4.6: Crash ratio when the new priors and the original priors are used on
the same navigation task.

priors can improve the agent’s performances by reducing the average crashing ratio

and its variance during training. This improvement occurs because the new priors

enforce a state representation that better incorporates the properties of the reward

function that has to be maximised by the Reinforcement Learning algorithm. This

is further elaborated on in Section 4.4.2.
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Analysis of the State Dimensionality

The choice of the state dimensionality is crucial for the performance of the Rein-

forcement Learning algorithm. To validate this claim, we analyse the crash ratio,

i.e. the number of times an episode ends due to a collision with an obstacle over

the total number of episodes, in relation to the choice of the state dimension. This

choice corresponds to the choice of the output dimension of the State-Net. The

results are shown in Figure 4.7. It is possible to notice that if the state dimension
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Figure 4.7: Crash ratio of the agent with respect to the state dimension.

is chosen too small with respect to the optimal one, the encoding step loses much

important information due to the excessive compression. This is the case for the

state dimension equal to two and three. In those cases, the agent struggles to

reduce the collisions and, consequently, to improve the policy. On the other hand,

if the dimension is chosen too big, for example, equal to hundred, the agent’s per-

formances are slowed down due to the lack of compression and, to some extent, to

the curse of dimensionality. The agent, in this case, has to learn which information

has to be ignored.

We compare our approach with DQN using the true pose of the robot, x-

position, y-position and θ orientation, and end-to-end DQN using the raw obser-

vations directly (see Figure 4.8) in the environment in Figure 4.4a. As expected,

the agent observing the true state of the environment quickly learns the optimal

solution (blue line in Figure 4.8). However, the knowledge of the true environment

state is a limiting factor in many real-world scenarios. When the state represen-

tation, learned with the State-Net and the proposed priors, is combined with the

DQN (orange line in Figure 4.8) after a few updates of the State-Net, occurring

at episode 200 and 400 respectively, the policy converges to the optimal solution
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with a convergence rate very similar to the one using the true state of the environ-

ment. The policy learned directly on the raw observations (green line in Figure

4.8) cannot converge in the time window of 1200 episodes. This result proves the

effectiveness of the state representation learning using the priors. Compared to

the end-to-end approach, splitting the feature learning with the policy learning

greatly increases the sample efficiency of the Reinforcement Learning agent.

Through PCA, we study the actual dimensionality of the encoded state space

by counting the number of uncorrelated components. The method is tested for all

the environments in Figure 4.4. The results obtained are shown in Table 4.1. The

Environment State-Net output dim Nr. uncorr. components

Env-1 10 4
Env-2 10 4
Env-3 10 5
Env-4 10 4
Env-5 10 4

Table 4.1: Analysis of the state predictions dimensions in the different environ-
ments.

state representation learned with the priors is not dependent on the topology of

the environment (e.g. its shape) or the choice of the features (e.g. walls’ colors

or textures) as the number of uncorrelated component is consistently 4 in Env-1,

Env-2, Env-4 and Env-5 (see Table 4.1). This proves that the state representation

learning method proposed generalises well in different environments. Interestingly,

in Env-3, when an obstacle is present on the optimal trajectory towards the target,

the state representation can encode that information. This aspect is reflected in

the number of uncorrelated components, as a fifth one emerges. This again proves
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that the state representation learned with the new priors can encode the task-

relevant information.

In order to understand what kind of information the State-Net encodes in the

learned state space, we compare samples from the different principal components

with the important physical properties required in any navigation task: pose of

the robot (x, y, θ) and its distance to the target. The results of the correlation

analysis, for the environment in Figure 4.4a, are shown in Table 4.2. A correlation

x-position y-position orientation distance to target

Principal component 1 0.86 0.24 0.18 -0.14
Principal component 2 -0.28 0.68 0.7 0.8
Principal component 3 -0.32 -0.17 -0.37 0.22
Principal component 4 -0.1 0.19 -0.09 0.13

Table 4.2: Correlation analysis of the principal components and the physical prop-
erties.

exists between the true physical properties of the world and the encoded properties

by the State-Net. It is worth mentioning that we are not enforcing any explicit

disentanglement and independence of the state properties, as we are still in a

self-supervised learning framework.

Reward-shaped State Representation

To test if the reward signal, combined with the new priors, can be used to effectively

shape the state representation by encoding from the sensors information task-

specific knowledge, we analyse, using t-SNE, the state representations obtained

when the different reward functions, in Equation (4.6) and (4.7), are employed.

In particular, we analyse if the clustering of the state predictions is related to

the chosen reward function and, consequently, to the important properties of the

problem. In Figure 4.9, the clustering of the state predictions, when the reward

function in Equation (4.6) is used, with respect to the true distance from the target

(see Figure 4.9a) and orientation from the target (see Figure 4.9b) is shown. It

is possible to notice that when the reward function in Equation (4.6) is used, the

state representation can encode and cluster close together the predictions that have

similar rewards, i.e. similar distance from the target. When the same predictions

are overlapped with the true orientation (see Figure 4.9b), the clustering is less

effective, and the prediction samples with similar orientation are spread over larger
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Figure 4.9: Distance-based reward (a and b) and orientation-based reward (c and
d). Distance vs orientation clustering (t-SNE visualisation).

areas. This is expected since the state representation is not trained to cluster the

predictions with respect to the orientation. Analogously, the clustering of the state

predictions when the reward function in Equation (4.7) is used, with respect to the

true distance from the target (see Figure 4.9c) and orientation (see Figure 4.9d)

is shown. When the reward function in Equation (4.7) is used, the predictions are

correctly clustered with respect to the true orientation (see Figure 4.9d), but also

with respect to the true distance (Figure 4.9c). This is because the orientation

with respect to the target is computed using the distance from the target along the

x and y-axis. Thus, it is not completely independent of the distance. These results

prove that the state representation encodes task-relevant knowledge through the

reward information.

4.4.3 Multi-target Navigation

Here, we present the results related to multi-target navigation. In particular, we

analyse if the priors are suitable for learning a state representation capable of

differentiating between multiple navigation targets (two in this case). The results
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differentiating between multiple navigation targets (two in this case). The results
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are presented in Figure 4.10, where the state predictions are again analysed using

PCA (Figure 4.10a) and t-SNE (Figure 4.10b) . The state representation learned

can effectively incorporate the information of the different targets. It can cluster

the learned state space not only in terms of the reward in Equation (4.6) (this can

be noticed by looking at the smoothness of the colour gradient in the Figures) but

also with respect to the two targets (a clear division of the state samples).
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Figure 4.10: State representation learned for two different targets analysed with
PCA (4.10a) and t-SNE (Figure 4.10b).

4.4.4 Experiments in a Realistic Simulation Environment

and on a Real Robot

Eventually, the transfer learning experiments are presented. In particular, we

show, for a single navigation target, the trajectories followed by the real robot

after transferring the state representation and the policy learned in the simulation

environment 4.4d. The trajectories followed on ten different experiments, are

shown in Figure 4.11a. To assess the robustness of the state representation and

the policy learned in simulation to variations in the sensor reading, during the

experiments, we switched off the lights of the room, and after few seconds, we

switched them back on. In Figure 4.11a, the trajectories obtained are shown.

When the lights are off, the agent receives images from the camera which are very

different from the one it has been trained on. Therefore, it cannot immediately

find the key features to reach the target. However, the agent does not perform

random actions that would bring the robot to crash against an obstacle (purple

dots in Figure 4.11a). The agent starts a searching behaviour as it rotates around
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in search of the correct features. Once the light is turned on again (blue dots in

Figure 4.11a), the agent quickly recognizes the features and drives safely to the

target. This result can be interpreted as proof that the policy has learned robust

obstacle avoidance and navigation skills.
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Figure 4.11: Trajectories of the real robot (x-y plane) when the light is on (left).
The green rectangle corresponds to the starting location of the robot, while the
red circle corresponds to the target location. The blue dots are the trajectories
samples. Trajectories of the real robot when the light is off (right) indicated with

purple dots and when the light is turned on again (blue dots).

By extracting the meaningful features from the sensor data using the State-Net,

not only the agent learns the policy faster, but we can mitigate the simulation to

reality gap, and we can directly transfer the knowledge learned in the simulation

environment to the real robot without any further training on the real hardware.

The video of our real-world experiments can be found at: https://youtu.be/

mvQcxZ9tVZk.

4.5 Conclusions

This chapter proposes a new approach for the self-supervised learning of state

representations for Reinforcement Learning. The state representation is learned

using a new set of auxiliary loss functions, i.e. the reward-shaped priors. These

priors are shaped using the reward function to incorporate the task-relevant knowl-

edge in the state representation. From the tests on the different environments, the

state representation, built using the reward-shaped priors, can encode the essential

physical properties for solving different navigation tasks. Furthermore, the state

representation learned is not dependent on the topology of the environment or the

textures in it. The number of uncorrelated components in the state is consistently
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representation learned is not dependent on the topology of the environment or the
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equal to four. However, when an extra constraint is added in the environment, e.g.

an obstacle (see Figure 4.4c), the state representation grows an extra uncorrelated

component to encode information about the obstacle. The same happens in the

case of multi-target navigation tasks. Furthermore, the priors allow the fusion of

different sensor modalities, camera and LiDAR in this case. Eventually, the state

representation and policy learned in the simulation environment are successfully

transferred to the real robot without further retraining with real-world data.





Chapter 5

Low-Dimensional State Representation

Learning with Robotics Priors in

Continuous Action Spaces

Reinforcement Learning algorithms have proven to be capable of solving compli-

cated robotics tasks in an end-to-end fashion without any need for hand-crafted

features or policies. Especially in the context of robotics, in which the cost of real-

world data is usually extremely high, Reinforcement Learning solutions achieving

high sample efficiency are needed. In this paper, we propose a framework combin-

ing the learning of a low-dimensional state representation, from high-dimensional

observations coming from the robot’s raw sensory readings, with the learning of

the optimal policy, given the learned state representation. We evaluate our frame-

work in the context of mobile robot navigation in the case of continuous state

and action spaces. Moreover, we study the problem of transferring what learned

in the simulated virtual environment to the real robot without further retraining

using real-world data in the presence of visual and depth distractors, such as light-

ing changes and moving obstacles. A video of our experiments can be found at:

https://youtu.be/rUdGPKr2Wuo.

This chapter includes an adaptation of:
Nicolò Botteghi, Khaled Mustafa, Mannes Poel, Beril Sirmacek, Christoph Brune, Abeje Mersha,
and Stefano Stramigioli. Low-Dimensional State Representation Learning with Robotics Priors
in Continuous Action Spaces. International Conference on Intelligent Robots and Systems, 2021.

The Section Background was removed as treated in Chapter 2 and 3, and the notation
adapted to be consistent with the notation introduced in this thesis.
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5.1 Introduction

1Reinforcement Learning has shown to be able to learn complex behaviours directly

from high-dimensional input data, e.g. raw pixel inputs, in different domains such

as robotics [50], [51] and video-games [40], [48], [49]. Thus, Reinforcement Learning

has the potential to achieve high degrees of motoric and cognitive intelligence.

Learning from high-dimensional inputs, or observations, comes at the price of

low sample efficiency and high computational load. The problem of high sample-

efficiency of the algorithms is of crucial importance in robotics due to the cost of

real hardware and simulators [10], [81]. Unfortunately, simulators rely on math-

ematical models (e.g. physics) that approximate the real world. These approx-

imations make transfer learning a big challenge in many cases. This problem is

referred to, in literature, as the simulation-to-reality gap [10]. Moreover, when

aiming to solve real-world challenges, we must rely on raw sensory data, such

as RGB cameras or LIDARs sensors. Sensory data are often noisy, partial and

high-dimensional, and therefore it is difficult to deal with them.

The state space can be manually hand-crafted to contain only the relevant fea-

tures and consequently reduce its dimensionality to overcome the issue of learning

policies directly from raw observations and improve sample efficiency. While this

step is possible for simple tasks, designing the state space is a non-trivial chal-

lenge in real-world problems. Moreover, hand-crafted features are usually brittle

to changes in environments such as lighting conditions or non-modelled dynamics.

The robustness of feature extraction methods is especially critical in robotics Re-

inforcement Learning that heavily relies on virtual simulators to reduce the cost

of real-world samples. Therefore, we need methods for extracting task-relevant

features in robust and sample-efficient ways.

State representation learning [6] is the name given to all the methods learning

to extract informative and compact state representations from high-dimensional

observations to facilitate the learning of the policy of the Reinforcement Learning

algorithms. Instead of directly solving the problem of learning the optimal policy,

mapping observations to actions, it is beneficial, for sample-efficiency and robust-

ness of the learned policy, to first learn a low-dimensional representation of the

1Chapter 4 and Chapter 5 study the problem of state representation learning using the robotics
priors (see Section 3.3.1). However, while the method proposed in Chapter 4 utilises the reward
samples, in this chapter, we use the actions of the agent sampled from a continuous action space
to improve the quality of the learned representation.
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observations, i.e. the state representation, then learn the optimal policy directly

from such representation.

Robots live in spaces governed by physical laws. These spaces have a lower

dimensionality than the space of raw sensory observations. We can exploit such

knowledge and represent the sensory information into learned state spaces of low

dimensionality. Moreover, additional and general priors [77], i.e. prior knowledge,

of the world can be used to aid the learning of meaningful state representations,

such as smoothness of the state changes or the relation between action magnitude

and state changes. These priors can be used to shape the loss functions used

for learning such mappings. In the particular case of robotics, the authors of

[63] propose the so-called robotics priors, i.e. loss functions that are shaped to

incorporate physical knowledge of the world and used to constrain and steer the

learning of the state representation loosely. The robotics priors are means to learn

meaningful state representations in all the cases in which physical laws govern the

environment, and they consequently allow robustness and sample efficient learning

of the Reinforcement Learning policy.

This research proposes a framework for state representation learning and Re-

inforcement Learning to efficiently solve mobile robots navigation tasks directly

from raw sensory information. This framework is shown in Figure 5.1. Our re-
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Figure 5.1: Proposed framework combining state representation learning and Re-
inforcement Learning.
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search contributes to improving the sample efficiency of the Reinforcement Learn-

ing algorithm, increasing robustness and interpretability of the learned state fea-

tures, combining the use of deep learning with prior knowledge, and bridging the

simulation-to-reality gap. In particular:

• We study the problem of unsupervised learning, i.e. without the need for ex-

pensive labelled data, of meaningful and interpretable state representations

using the robotics priors in continuous state and action spaces. Continuous

action spaces allow smoother and more advanced trajectories, and therefore

should be preferred for robotics.

• We introduce a new set of robotics priors, i.e. loss functions for learning the

state representation, that exploits the underlying structure of continuous

action spaces for obtaining smoother and more informative state representa-

tions. The new loss functions do not only contain information of states but

also actions.

• Eventually, we show that the proposed framework allows the transfer of the

policies and representations learned in virtual simulation environments to

the real robot without further retraining using real-world data.

5.2 Related Work

The concept of robotics priors is introduced by [63] for solving the problem of

unsupervised learning of an informative state representation in the context of

simple robotics navigation tasks. In those experiments, the agent’s action space

is chosen to be discrete, and the mobile robot can only move forward, backward,

left or right at each time step. Furthermore, the robot is equipped with an RGB

camera with a field of a view of 300°.

In [12], the priors are adapted to incorporate the reward properties better,

improve the quality of the learned state representation and, consequently, the

quality of the learned Reinforcement Learning policy.

In [64], the authors propose the so-called position-velocity encoder for learning

a valid state representation. This work introduced new prior losses that exploit

the relation between the position and the velocity of the inverted pendulum, the
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cart-pole and the ball-in-a-cup problems. Using the position-velocity encoder, all

these different tasks can be efficiently learned from pixel inputs.

In [82], the original set of robotics priors [63] is evaluated in the presence of

distractors, i.e. disturbing visual elements such as shadows or randomly moving

backgrounds. When the domain randomisation is strong, the robotic priors strug-

gle to construct a coherent state representation. Therefore, the authors propose

the reference-point prior, using true state values, to regularize the learned state

space and mitigate such a limitation.

Eventually, in [83], the authors propose an approach for learning state represen-
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jectories.

Differently from all these approaches, we study the problem of learning state
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discrete action spaces. In our work, we study the problem of state representation

learning in continuous action spaces. Moreover, we aim at exploiting the structure

of the action space to improve the quality of the learned state representation and,

consequently, the efficiency of the policy learning.
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5.3 Methodology

5.3.1 Proposed Approach

We propose a framework for sample efficient end-to-end RL for solving different

robotics navigation tasks directly from high-dimensional sensory readings. The

framework is composed of two building blocks: first, a low-dimensional state rep-

resentation is learned from the observations, and then the optimal policy is learned

solely based on such state representation, as shown in Figure 5.1.

The state representation is learned in an unsupervised fashion by introducing a

new set of robotics priors. The robotics priors are a way to inject prior knowledge

into the state representation learning step by loosely constrain the learned state

space. Our work extends the concept of robotic priors to continuous action spaces

by exploiting the underlying structure of the actions into the encoding step of the

state representation learning.

For learning the optimal policy, we choose DDPG (see Section 3.2.2) as the

candidate RL algorithm for its ability to deal with continuous state and action

spaces. However, it is worth mentioning that the proposed approach is independent

of the specific RL algorithm and any algorithm that can deal with continuous

action space can be in principle employed.

With this work, we aim at addressing the following research questions:

• How can we take advantage of the underlying action structure of continuous

action spaces for learning the state representation using the robotic priors?

• To what extent can the priors, exploiting actions structure, be beneficial for

policy learning?

• To what extent can the learned state representations, using the proposed

priors, and the policies learned from such representations be transferred to

real robots without further re-training using real-world data?

5.3.2 Robotics Priors for Continuous Action Spaces

Continuous actions spaces have an underlying structure that we can exploit when

learning a low-dimensional state representation. In many situations, observation

changes and, consequently, agent’s state changes are directly related to the magni-

tude of the action taken. This simple concept can be exploited and used as a loose
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constraint when learning the state representation using the robotics priors. The

new set of robotics priors is presented below, where ŝt = φe(ot;θθθe) corresponds to

the state prediction of the encoder neural network φe, parametrised by θθθe, given

observation ot, at is the action and ∆ŝt = ŝt+1 − ŝt.

Simplicity prior : The task-relevant information lies in a space with dimen-

sionality much smaller than the sensory observations.

Temporal coherence prior (new): The temporal coherence prior, introduced

in [63], encodes the property that state changes are slow and states close in time

should also be close in space. However, this prior treats all the state pairs equally

and does not consider the magnitude of the action taken. In our approach, we

use the magnitude of the action at, connecting state prediction ŝt and next state

prediction ŝt+1, as weighting factor for the state distance ||∆ŝt||. In particular,

when an action with a large magnitude connects two state predictions, the loss

function does not enforce the states to be as close as when an action with a small

magnitude is taken. In this way, we can better exploit the structure of the smooth

and continuous action space. This intuition leads to the prior in Equation (5.1).

Ltemp(θθθe) = E
[(
‖∆ŝt‖e−α‖at‖

)2]
(5.1)

where the hyper-parameter α is used to weight the effect of the action magnitude

on the state difference.

Proportionality prior (new): The original proportionality prior [63] encodes

the heuristic that the state variation of two different state pairs should be similar

if the actions taken are similar. With similar reasoning to the case of the tempo-

ral coherence prior, in continuous action spaces, the similarity in states property

translates into an additional weighting factor dependent on the difference in mag-

nitude between the actions at1 and at2 . The action difference scales the need of

minimizing the state difference. The new proportionality prior is shown in Equa-

tion (5.2).

Lprop(θθθe) = E
[(
‖∆ŝt2‖ − ‖∆ŝt1‖

)2
e−β‖at1−at2‖

2
]

(5.2)

where hyper-parameter β is used to weight the effect of the action difference on

the state difference.

Repeatability prior (new): The repeatability prior reinforces the similarity

of states not only in magnitude but also in direction. In particular, if two different
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states are similar and similar actions are taken in each of them, the magnitude of

difference in the transition ∆st1 and ∆st2 should be limited. The new repeatability

is shown in Equation (5.3).

Lrep(θθθe) = E
[
‖∆ŝt2 −∆ŝt1‖2e−||ŝt2−ŝt1 ||

2

e−β||at1
−at2

||2
]

(5.3)

Causality prior (new): The temporal coherence and proportionality are ag-

gregating priors that tend to reduce the distance between the state predictions.

Therefore, to prevent the trivial mapping in which all the states are mapped to the

origin, we employ a contrastive loss pushing apart state predictions. We further

enhance the so-called causality prior, with an additional penalty dependent on the

action difference. This prior is shown in Equation (5.4).

Lcaus(θθθe) = E
[
e−||ŝt2−ŝt1 ||

2

e−β||at1−at2 ||
2
]

(5.4)

Total loss: The overall loss function that is minimised for learning the state

representation is shown in Equation (5.5).

min
θθθe

L(θθθe) = ω1Ltemp(θθθe) + ω2Lprop(θθθe) + ω3Lrep(θθθe) + ω4Lcaus + ω5Lreg(θθθe)

(5.5)

where ω1 = 1, ω2 = 1, ω3 = 1, ω4 = 2, ω5 = 1 and Lreg corresponds to the L2

regularization loss. The weights of the single loss functions are chosen by perform-

ing a grid search ∈ {1, 2, 3, 4, 5}. However, the method is not highly sensible to

the choice of the hyperparameters and other sets of weights may produce similar

results.

5.3.3 Neural Network Architectures

As shown in Figure 5.1, the framework includes two mappings: from observations

to low-dimensional state predictions and from state predictions to actions. Both

mappings are learned through neural networks. In particular, the SRL network,

in Figure 5.2, is responsible for the learning of the low-dimensional state repre-

sentation from the multi-modal sensory observations. The architecture is similar

to the one used in [12], where the sensor modalities are independently processed

by convolutional layers, flattened and merged through fully-connected layers to
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Figure 5.2: Architecture of the SRL network.

create the final low-dimensional state prediction of dimension five. The state di-

mension is chosen accordingly to the studies done in [12] and [83]. On the other

side, the RL networks, shown in Figure 5.3, composed of an actor mapping states

to actions, and a critic estimating the action-value function, are responsible for the

learning of the optimal policy. Both architectures present three fully-connected

hidden layers of dimension 512. The output layer of the actor generates the linear

and angular velocities set-point for the low-level controllers of the robot. We allow

only forward motion by limiting the linear velocity with sigmoid activation. The

output of the critic estimates the Q-value of the input state-action pair.
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Figure 5.3: Architecture of the RL networks.
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5.4 Experimental Design

5.4.1 Mobile Robot Navigation with Multiple Sensor Modal-

ities in Different Environments

We evaluate the proposed approach by studying the problem of learning to con-

trol a differential-drive mobile robot, equipped with an RGB camera (images of

size 32 × 24 × 3) and a 2D LiDAR (40 data points on the 360° range), to reach

various target locations without collision with obstacles in different environments.

Examples of environments are shown in Figure 5.4.

(a) Env-1 (b) Env-2 (c) Env-3 (d) Env-4 (e) Env-5

Figure 5.4: Examples of simulation environments.

Since investigating the applicability of transfer learning is one of the goals of

this work, we first experiment in virtual simulated environments using the ROS-

Gazebo platform, where we aim at learning the state representation and the opti-

mal policy. Then, we transfer the learned models to the real robot without further

training using real data. For the transfer learning experiments, we use the envi-

ronments depicted in Figure 5.4d and 5.4e. The robot used is the TurtleBot 3

Waffle Pi.

For all the experiments, we use a distance-based reward function, as shown in

Equation (5.6).

R(st, at) =




rreached, d ≤ dmin,

rcrashed, st = sts,

−ζ(dt − dt−1), otherwise.

(5.6)

where dt = ||px,yt − g||2 is the distance from the current position pt of the robot at

time t with respect to the inertial frame and the target’s location g expressed in

the robot’s coordinate frame, dt−1 the distance at time t − 1, rreached is a bonus

for reaching the target, dmin is the minimum distance threshold below which the

navigation target is considered reached, ζ is a scaling factor, and rcrashed is a
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penalty for reaching a terminal state sts, e.g. hitting an obstacle or reaching the

maximum number of steps in a single training episode. A distance-based reward

function is a common choice for solving navigation tasks [84], [16].

5.4.2 Baselines

We compare the proposed approach for learning the state representation with:

• The adaptation of original robotics priors introduced in [63] for continuous

action spaces, where the action equality is replaced with a similarity be-

tween the action pairs, i.e. two actions are similar if the difference of their

magnitudes is below a given threshold.

• The reward-shaped robotics priors proposed in [12].

• The robotics priors proposed in [83], where, for fairness of the comparison,

we remove the landmark prior that requires true state values.

• An Auto-Encoder (AE), where the latent code of the AE is used as an input

to the Reinforcement Learning networks.

For each environment, we collect a data set comprised of randomly generated tra-

jectories. We first learn a state representation of dimension five for each approach

by updating the SRL network for 20 epochs. In the AE case, the state dimen-

sion is set to 20, and the training lasts 200 epochs. Because our goal is to reach

any possible target in a given environment, at each training episode, we randomly

change the goal location and the starting pose of the robot to prevent getting

biased by the environment structure. Therefore, to inform the agent of the target

information, we concatenate the learned state predictions to the (x, y)-coordinates

of the target position. Eventually, for further training stability, the previous action

taken by the agent is also added to the complete extended state vector to improve

the smoothness of the resulting trajectories.

We analyse the quality of the learned state representations and the consequent

performances in terms of success ratio2 over the training of the RL agent when

fed with the learned representations, mean Ground Truth Correlatetion (GTC)

as in [85], mean K-Nearest Neighbour (KNN) as in [83], and mean Linear Recon-

struction Error (LRE). For fairness of comparison, the same SRL and RL networks

2The success is defined by the robot reaching the target without collisions.
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architectures are used for each method, with the exception of the AE, where a de-

coder network is added to reconstruct the input data from the latent code.

Additionally, we compare with the agent trained using the true state, i.e. the

pose of the robot. We concatenate the target position and the previous action

taken for fairness of comparison to the true pose.

5.5 Results and Discussions

5.5.1 Analysis of the Learned State Representations

In Figure 5.5, we show, through the plotting of the true states, i.e. the true robot’s

poses, and the first two principal components computed using PCA [79], of the

different state representations obtained when training the SRL network with the

different baselines in environment Env-1. Due to the additional regularisation

provided by the action terms in the priors (see Equation (5.1)-(5.4)), the learned

state space appears to be the smoothest and most coherent with the true state

space. Our approach achieves the highest mean GTC and LRE compared to other

methods and the third best KNN score, as shown in Table 5.1.

Approach mean GTC mean KNN (k=20) mean LRE

our 0.7318 1.8207 1.6289
priors in [63] 0.6971 1.8029 1.7032
priors in [12] 0.7002 1.8305 1.7022
priors in [83] 0.6508 1.8283 1.6405

AE 0.6266 1.7862 1.6415

Table 5.1: Quantitative evaluation of the different approaches in environment
Env-1.

These results mean that our approach better incorporates the properties of

the true state space3. In particular, the priors proposed in [12], in Figure 5.5c,

suffer from a slight lack of smoothness near obstacles due to sudden changes in the

rewards. The original priors, proposed in [63], in Figure 5.5d, by forcefully aggre-

gating states in which similar actions are taken, disrupt the intrinsic smoothness

of state and action spaces. The prior in [83] in Figure 5.5e, can achieve a good

3It is worth noticing that in the context of unsupervised representation learning without
labelled data, the first and second dimension of the learned state space may not correspond
necessarily to the x-position and y-position, but they may appear flipped (see Figure 5.5b).
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representation, even though less smooth when compared to our priors especially

around obstacles. By evaluation pairs of state predictions, our proportionality

prior (in Equation 5.2) and repeatability prior (in Equation 5.3) better regularize

all the transitions leading to a collision with obstacle, as it can be notice by the

clustering on the collision states in Figure 5.5b. Eventually, as expected, the AE,

in Figure 5.5f, learns the least interpretable representation. The latent states are

only aggregated based on similarities of the observations, and there are no guar-

antees that two consecutive yet different observations are mapped close to each

other.

5.5.2 Simulation Results

To assess the quality of the learned state representations in quantitative manners,

we compare the performance of the different RL agents when trained on such

representations. Figure 5.6 shows the success ratio over training of the agents

for the different simulation environments depicted in Figure 5.4a-5.4c. The agent

trained with the proposed method for state representation learning outperforms

the other baselines4 due to the smoother and more coherent state representation

that betters incorporates the properties of the true state space.

Furthermore, in Figure 5.7, we show the trajectories achieved after training

by our approach. The robot has to reach a set of targets in Env-2 and Env-3

based on the sequence labelled in the Figure. The agent can successfully reach a

sequence of different targets without collision with the obstacles.

5.5.3 Real-World Experiments

Eventually, we train the state representation and policy networks in the simulated

environments Env-4 and Env-5, depicted in Figure 5.4d and 5.4e respectively,

that resemble the real-world environments. Then, we directly transfer them to

the real robot without further retraining using real-world data. The learned low-

dimensional state representation can robustly extract the most important features

out of the sensory readings, and it can effectively reduce, if not cancel out the

simulation-to-reality gap. Moreover, we test the robustness of the learned model

4The state representation incorporates information about the robot’s pose, the obstacles and
the topology of the environment too, while the ground truth includes only the robot’s pose.
Because of that, the policies, trained on optimal low-dimensional state representations, may
achieve performance slightly superior to the ground truth.
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(a) True state values (b) Our Priors

(c) Priors in [12] (d) Adaptation of the priors in [63]

(e) Adaptation of the priors in [83] (f) Auto-Encoder

Figure 5.5: True state values (Figure 5.5a), and first two principal components
(Figure 5.5b-5.5f), obtained with PCA, of learned state representations for envi-
ronment Env-1 and target location in the bottom left corner (see Figure 5.4a).

against visual and depth distractors, such as lighting changes and a suddenly

appearing moving object on the robot’s path to the target. The complete video of

our real-world experiments can be found at: https://youtu.be/xujdA4b8-tY.
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Figure 5.6: Evolution of the success ratio over training in the different
environments. The solid line represents the mean and the shade area the

variance of the success ratio.
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Figure 5.7: Trajectory tracking in the virtual test environments.
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5.6 Conclusions

In this chapter, we presented an end-to-end Deep Reinforcement Learning frame-

work that explicitly separates the learning of a low-dimensional state representa-

tion, given high-dimensional observations, with the policy learning for continuous

state and action spaces. We show that we can exploit the underlying continu-

ous action structure by means of the new robotics priors, in Equation (5.1)-(5.4).

The new priors allow the learning of a smoother and more coherent representation

than the different robotics priors proposed in the literature. This translate into

a higher success ratio of the learned policies when trained in different simulation

environments. Eventually, the representations and policies learned in the simu-

lation environment can be successfully transferred to the real world without any

retraining using real-world data. The compression of high-dimensional observa-

tions into a low-dimensional state vector is the key element for transferring the

learned models in the simulation environment to the real world.
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Chapter 6

Low-Dimensional State and Action

Representation Learning with MDP

Homomorphism Metrics

Deep Reinforcement Learning has shown its ability in solving complicated prob-

lems directly from high-dimensional observations. However, in end-to-end settings,

Reinforcement Learning algorithms are not sample efficient and require long train-

ing times and quantities of data. In this chapter, we proposed a framework for

sample efficient Reinforcement Learning that takes advantage of state and action

representations to transform a high-dimensional problem into a low-dimensional

one. Moreover, we seek to find the optimal policy mapping latent states to la-

tent actions. Because now the policy is learned on abstract representations, we

enforce, using auxiliary loss functions, the lifting of such policy to the original

problem domain. Our results show that the novel framework can efficiently learn

low-dimensional and interpretable state and action representations and optimal

latent policies.

This chapter includes an adaptation of:
Nicolò Botteghi, Mannes Poel, Beril Sirmacek, and Christoph Brune. Low-Dimensional State
and Action Representation Learning with MDP Homomorphism Metrics. arXiv, 2021.

Parts of the Section Background were removed as treated in Chapter 2 and 3, and the
notation adapted to be consistent with the notation introduced in this thesis.
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6.1 Introduction

In the last decade, Deep Reinforcement Learning [1] algorithms have solved in-

creasingly complicated problems in many different domains, spanning from video

games [40] to numerous robotics applications [10], in an end-to-end fashion. De-

spite the success of end-to-end Reinforcement Learning, these methods suffer from

low sample efficiency and usually requires lengthy and expensive training proce-

dures to learn optimal behaviours. This problem is even more severe when the

true state of the environment is not observable, and the observation space O or

the action space A are high-dimensional. In end-to-end settings, due to the weak

supervision of the reward signal, Reinforcement Learning algorithms are not en-

forced to learn good state representations of the environment, making the mapping

observations to actions challenging to learn and interpret.

State representation learning [6] methods aim at reducing the dimensionality

of the observation stream by learning a mapping from the observation space O to a

lower-dimensional state space S̄ containing only the meaningful feature needed for

solving a given task. By employing self-supervised auxiliary losses, it is possible

to enforce optimal state representation and learn models of the underlying MDP.

When policies are learned using the abstract or latent state-space variables, the

training time is often reduced, the sample efficiency, the robustness, and gener-

alisation capabilities of the policies grow compared to end-to-end Reinforcement

Learning [62], [86] and [87].

While the problem of state representation and observation compression has

been extensively treated [6], only a few works have extended the concept of di-

mensionality reduction to the action space A. In this category, we find the works

done in [88], [89] and [90] where low-dimensional action representations are used

to improve training efficiency of the agents. In particular, the methods proposed

in [89] and [90] learn an action representation using self-supervised approaches.

In this paper, we study the problem of learning state and action representations,

in the context of Reinforcement Learning. In particular, with reference to Figure

6.1, we propose a unified framework composed of:

• An encoder neural network φe mapping observations to low-dimensional la-

tent states, trained by taking advantage of the MDP homomorphism metrics

(see Section 6.2.1). In this way, we can have guarantees on the optimality of

the policy learned using the latent state space S̄.
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• The learning of a latent continuous policy π̄ mapping latent states s̄ ∈ S̄ to

latent actions ā ∈ Ā.

• The learning of a deterministic action decoder δd, mapping then continuous

latent action space Ā to the original action space A.

Because the optimal latent policy is learned using state and action representations,

it is important to study if such a policy can be lifted to the original problem

while preserving its optimality. For this purpose, we employ the notion of MDP

homomorphism [91], [92].

atot

Agent

rt

Encoder ϕe

s̄t

Latent State

ActionRewardObservation

Decoder δdLatent policy π̄

āt

Environment

Latent Action

Figure 6.1: Proposed framework combining state and action representation with
Reinforcement Learning.

6.2 Background

6.2.1 MDP homomorphism

When learning representations of the original MDP, we would like to preserve

its structure to lift the optimal policies, learned given the representations, to the

original MDP by preserving their optimality. This can be done by the notion of

MDP homomorphism [91], [92].
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Definition 6.1: Stochastic MDP Homomorphism

(Adapted from [92]) A stochastic MDP homomorphism h from an MDP

M = 〈S,A,T,R〉 to an MDP M̄ = 〈S̄, Ā, T̄, R̄〉 is a tuple 〈f, gs〉, with:

• f : S −→ S̄

• gs : A −→ Ā

such that the following identities hold:

∀s,s′∈S,a∈A T̄(f(s′)|f(s), gs(a)) =
∑

s′′∈[s′]f

T(s′′|s, a) (6.1)

∀s,a∈A R̄(f(s), gs(a)) = R(s, a) (6.2)

where [s′]f is the equivalence class of s′ under Z.

Definition 6.2: Deterministic MDP Homomorphism

(Adapted from [87]): A deterministic MDP homomorphism h from an MDP

M = 〈S,A, T, R〉 to an MDP M̄ = 〈S̄, Ā, T̄, R̄〉 is a tuple 〈f, gs〉, with:

• f : S −→ S̄

• gs : A −→ Ā

such that the following identities hold:

∀s,s′∈S,a∈A T(s, a) = s′ =⇒ T̄(f(s), gs(a)) = f(s′) (6.3)

∀s∈S,a∈A R̄(f(s), gs(a)) = R(s, a) (6.4)

If Equation (6.1), (6.2) or (6.3), (6.4) are satisfied, the optimal policy π̄ of

the homomorphic image M̄ can be lifted to the original MDP M. Therefore, for

deterministic policies π(s) and π̄(f(s)) and a deterministic mapping f , we can

write:

π(s) = π̄(f(s)) (6.5)

In this work, we focus on the case of a deterministic MDPM = 〈O,A, T, R〉 (all
the details in Section 6.4) with deterministic transition function T : S ×A −→ S,
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state space S not observable, but Markovian observation space O. With reference

to Figure 6.3, we define f as the observation encoder φe : O −→ S̄ mapping

observations to latent states, and gs as the function ψe : S̄ × A −→ Ā mapping

latent states and actions to latent actions.

6.3 Related Work

6.3.1 Learning State Abstractions

The notion of MDP homomorphism was first introduced in [91], [92], [93] for

exploiting symmetries and similiaties in MDPs. In more recent year, the MDP ho-

momorphism metrics were used for learning low-dimensional state representation

in the context of Reinforcement Learning [62], [86], [87]. The MDP homomorphism

metrics are used as auxiliary loss functions for training neural networks. When

such losses approach zero, it is possible to prove that we have found a homomor-

phic image of the original MDP. When learning the observation to latent states

mapping, a contrastive loss [86], [87] is necessary for preventing the collapse of the

mapping. This problem is frequent when the reward function is sparse [62].

Many other state representation learning approaches for Reinforcement Learn-

ing have been proposed in literature [6] and most of them employ Auto-Encoder,

or AE, reconstruction losses to learn the mapping to the latent state. However,

in the context of Reinforcement Learning, where the main goal is only to use the

latent state information, the reconstructed observations are usually discarded by

making the decoder a non-required and additional complexity. Moreover, AE-

based methods tend to struggle to encode and reconstruct non-salient features,

and they are easily ”distracted” textures or background features. This means that

the encoder cannot select between salient and relevant-to-the-task features.

To overcome this problem, several approaches associate to the AE loss, a latent

transition loss, or a reward loss, an inverse model loss or a combination of those

[78], [94], [95], [96], [97]. In [86], a framework combining model-free and model-

based RL based on the learning of a state representation using multi-objectives

loss function is proposed. The collapsing of the state representation due to sparse

rewards is tackled by using two contrastive losses.

Eventually, we can find approaches for state representation learning that utilize

prior knowledge to shape the latent state space through auxiliary loss functions
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[63], [64], [12]. These methods have proven to be sample efficient and suitable for

all the situations in which a low-date regime is required and especially useful in

all the cases in which we have prior knowledge of the true environment space, e.g.

in robotics where physical laws govern the true state space.

6.3.2 Learning Action Abstractions

Action abstraction in MDPs has been first introduced in [67] where a hierarchical

decomposition of the policies is proposed to quickly learn skills and complicated

tasks by simplifying the policies search space. Here, the low-level policies, i.e. the

skill, are executed for a certain amount of steps. Only after their termination,

the high-level policies are allowed to act and choose another skill. Several meth-

ods have build upon the idea of temporal action abstraction namely the Option

framework [98], the Max-Q [99] and the Feudal networks [100].

In [88], the authors utilise prior information over the action space to embed it in

a low-dimensional continuous space and allow the generalisation of RL algorithms

when the original action space is highly discretised. In [90], the author proposed

a method for exploiting the action structure by learning a decoder mapping from

chosen low-dimensional continuous action space, in which the policy is learned, to

the original action space. This work is the most related to ours. However, we look

at the whole problem of state and action representation and their relation.

6.3.3 Learning State and Action Abstractions

Our work is related to [101], where state and action embeddings are learned in self-

supervised settings for improving the performance of the Reinforcement Learning

agent planning and acting in the learned embedding spaces. Differently, we do

not assume full state observability, but we aim at learning a low-dimensional state

representation from high-dimensional observations.

6.4 Methodology

In this work, we study the interplay between state abstraction and action ab-

straction. While on one side, state representation learning allows reducing the

dimensionality of the input space to exploit similarities and symmetries of the un-

derlying (not-observable) true state space and speed up the learning of the policy
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and value function, we argue that an action representation should do the same.

In particular, we aim at exploiting the underlying action space structure by rep-

resenting it into a low-dimensional continuous space.

With reference to Figure 6.2, we employ a state encoder neural network φe :

O −→ S̄, parametrised by θθθφe
, mapping the observation space1 O to a lower-

dimensional latent state space S̄, we learn a continuous latent policy π̄ : S̄ −→ Ā,

mapping latent states to latent actions, parametrised by a neural network with

parameters θθθπ̄, and eventually we map the latent actions back to the original action

space A by means of a decoder δd : Ā −→ A, parametrised by θθθδd . Morever, we

indicate with πi : S̄ −→ A the policy mapping latent states to actions2, and with

πo : S −→ A the policy, mapping states to actions, of the original MDP.

𝒪𝒪 �̄�𝒮

�̄�𝒜𝒜𝒜

ā = π̄(s̄)
a = πo(o)

ϕe

δd

a = πi(s̄)

Figure 6.2: Relation between observation, action, latent state, and latent action
spaces.

The policy π̄ is a latent policy, learned based on the latent state space S̄
and latent action space Ā, therefore, to guarantee its optimality and its lifting

to the original state space S and action space A, we use the notion of MDP

homomorphism. Herein, we formally study under which conditions an optimal

latent policy π̄∗ is equivalent to the optimal intermediate policy π∗
i and to the

optimal original policy π∗
o .

The proposed framework is self-supervised and does not need labelled data. We

only make full use of the experience tuple (o, a, r, o′) collected during the agent’s

interaction with the environment.

1We assume that the true state of the environment S is not directly observable by the agent.
However, the agent can perceive the world by means of high-dimensional observations. Simi-
larly to other the work in [87], we restrict to the case of Markovian observations, i.e. a single
observation contains enough information for retrieving a good state representation.

2We refer to the policy πi as the intermediate policy.



126 6.4. METHODOLOGY

6.4.1 State and Action Representation Learning

The computational schemes of the proposed framework are presented in Figure

6.3. Our approach combines two elements:

• learning of a low-dimensional state representation s̄ using the MDP homo-

morphism metrics

• learning of a low-dimensional action representation ā to represent the action

space A

such that, as shown in Figure 6.3a, encoding through φe the next observation o′,

obtained by applying action a given the observation o, is equivalent to the encoding

observation o through φe and applying the latent action ā.

o o′ 

s̄′ s̄

ϕeϕe

a

ā

ψe

(a)

o

ā

s̄ϕe

ψe

R̄

T̄

̂r

̂a

̂s′ 

δd

+
ΔT̄

ℒT̄, ℒc

ℒR̄

ℒδ
a

(b)

Figure 6.3: Computational schemes of the proposed framework.

Learning Low-dimensional State Representations

We aim at learning an MDP homomorphism M̄ = 〈S̄, Ā, T̄, R̄〉 of the original

MDP M = 〈O,A,T,R〉. Similarly to [62] and [87], the observation encoder φe

is trained by means of the MDP homomorphism metrics, in Equation (6.3) and

(6.4), and without the need of an observation decoder.

With reference to Figure 6.3b, we define a latent transition model T̄ : S̄×Ā −→
S̄, predicting the next latent state given a latent state-action pair, and a latent

reward model R̄ : S̄ × Ā −→ R, predicting the reward of a latent state-action pair.

Both mapping are learned with neural networks with parameters’ vector θθθT̄ and

θθθR̄ respectively.
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Firstly, the transition loss, in Equation (6.6), is used to enforce that transitions

T(o, a) in original MDP M correspond to transitions T̄(s̄, ā) in the latent MDP

M̄. Similarly to [87], [102], we model the transitions in the latent spaces as

T̄(s̄, ā) = ∆T̄(s̄, ā) + s̄.

LT̄(θθθφe
, θθθT̄, θθθψe

) = E[||s̄′ − ŝ′||2]

= E[||s̄′ − T̄(s̄, ā;θθθT̄)||2]

= E[||s̄′ − (∆T̄(s̄, ā;θθθT̄) + s̄)||2]

= E[|| φe(o
′;θθθφe)− (∆T̄(φe(o;θθθφe), ā;θθθT̄) + φe(o;θθθφe)) ||2]

= E[|| φe(o
′;θθθφe

)− (∆T̄(φe(o;θθθφe
), ψe(s̄, a;θθθψe

);θθθT̄)

+ φe(o;θθθφe
)) ||2]

(6.6)

where the target next latent state s̄′ = φe(o
′;θθθφe

) is generated by encoding the next

observation o′, while the next latent state prediction ŝ′ = T̄(s̄, ā;θθθT̄) is generated

from the encoding s̄ = φe(o;θθθφe) of the observation o, the action a, and the latent

transition model T̄(s̄, ā;θθθT̄).

Secondly the reward loss, in Equation (6.7), is used to enforce the same reward

function in the original MDP M and the latent MDP M̄.

LR̄(θθθφe
, θθθR̄, θθθψe

) = E[||r − r̂||2]

= E[||r − R̄(s̄, ā;θθθR̄)||2]

= E[|| r − R̄(φe(o;θθθφe
), ā;θθθR̄) ||2]

= E[|| r − R̄(φe(o;θθθφe), ψe(s̄, a;θθθψe);θθθR̄) ||2]

(6.7)

where r is the reward obtained by interacting with the environment and r̂ =

R̄(s̄, ā;θθθR̄) is the predicted reward using the learned reward model R̄(s̄, ā;θθθR̄), the

current observation o, and the action a.

Additionally, we used the hinge loss in Equation (6.8) to prevent the trivial

embedding in which all the latent states are mapped to the zero vector3 as this

3This is often the case when the rewards are sparse [87], [102].



128 6.4. METHODOLOGY

would not be an MDP homomorphism.

Lc(θθθφe
, θθθT̄, θθθψe

) = E[max(0, ε− || s̄′n − ŝ′ ||2])

= E[max(0, ε− || s̄′n − T̄(s̄, ā;θθθT̄) ||2])

= E[max(0, ε− || φe(o
′
n;θθθφe

)− (∆T̄(φe(o;θθθφe
), ā;θθθT̄)+

+ φe(o;θθθφe
)) ||2)]

= E[max(0, ε− || φe(o
′
n;θθθφe)− (∆T̄(φe(o;θθθφe), ψe(s̄, a;θθθψe);θθθT̄)+

+ φe(o;θθθφe
)) ||2)]

(6.8)

where ε is the hinge parameter governing the effect of the negative distance, and

o′n is a randomly sampled observation, not a successor of the observation o.

The total loss for enforcing the MDP homomorphism is shown in Equation

(6.9).

LMDP = ωT̄LT̄(θθθφe
, θθθT̄, θθθψe

) + ωR̄LR̄(θθθφe
, θθθR̄, θθθψe

) + ωcLc(θθθφe
, θθθT̄, θθθψe

) (6.9)

where ωT̄, ωR̄, and ωc are three constants weighting the contribution of the each

individual loss function.

Learning Low-dimensional Action Representations

Our second objective is to exploit similarities and structure of the action space A.

To do that we employ an action encoder ψe : S̄ × A −→ Ā, mapping latent states

and actions to state-dependent latent actions4, and an action decoder δd : Ā −→ A
mapping latent actions to the original action space (see Figure 6.3b).

In our work, we study the case of a discrete action space A, therefore, to train

latent model ψe and decoder δd, it is possible to use the cross-entropy loss5 in

4The action encoder can be solely chosen a function of the actions ψe : A −→ Ā.
5In continuous action spaces, it is possible to use simply the mean squared error loss between

the action and the predicted action using the models.
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Equation (6.10).

Lδ(θθθψe , θθθδd , θθθψe) = E[−
K∑
i=0

(ai log(âi))]

= E[−
K∑
i=0

(ai log(δd(ā;θθθδd)i)]

= E[−
K∑
i=0

(ai log(δd(ψe(s̄, a;θθθψe));θθθδd)i)]

(6.10)

where ai is the i-th component of one-hot encoded action a and âi is the i-th

component of the normalised logit corresponding to the predicted action â. A

similar loss function is employed in [90] and [101].

The Complete Loss Function

The total loss function that is minimised for training our neural network models is

shown in Equation (6.11) and it is equal to the weighted sum of the four different

losses shown in Equation (6.6)-(6.8), and (6.10).

min
θθθφe ,θθθψe ,θθθδd

,θθθT̄,θθθR̄

ωT̄LT̄(θθθφe
, θθθT̄, θθθψe

) + ωR̄LR̄(θθθφe
, θθθR̄, θθθψe

) + ωcLc(θθθφe
, θθθT̄, θθθψe

)+

+ ωδdLδ(θθθψe
, θθθδd)

(6.11)

It is worth mentioning that the action encoder ψe is affected by the MDP

homomorphism losses, in Equation (6.9), and the action decoder loss, in Equation

(6.10). In this way, we aim at learning an action representation that a) exploits

symmetries and b) allows reconstruction of the true action space.

6.4.2 Optimality of the Policies

In this section, we first study the relation between the latent policy π̄ : S̄ −→ Ā
and the policy πo : O −→ A. Then, we study the relation between the policy

π̄ and the intermediate policy πi : S̄ −→ A. Eventually, we study the relation

between πo and πi.
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Proposition 6.1: Equivalence of π̄∗ and π∗
o

Accordingly to [62], [67], [87], [93] when the loss in Equation (6.9) ap-

proaches zero, the MDP M̄ = 〈S̄, Ā, T̄, R̄〉 is an (approximate) homomor-

phism of the original MDP M = 〈O,A,T,R〉. The optimal latent policy

π̄∗ : S̄ −→ A can be lifted to the original MDP by preserving its opti-

mality. Therefore, with reference to Figure 6.2, the optimal latent policy

π̄∗ : S̄ −→ Ā is equivalent to the optimal policy π∗
o : O −→ A.

Proposition 6.2: Equivalence of π̄∗ and π∗
i

For all deterministic functions δd, the gradient ∇θθθπ̄
Jπ̄(θθθπ̄) of the perfor-

mance measure of the latent policy π̄ : S̄ −→ Ā is equivalent to the gra-

dient ∇θθθπ̄
Jπi

(θθθπ̄, θθθδd) of the performance measure the intermediate policy

πi : S̄ −→ A:

∇θθθπ̄
Jπi

(θθθπ̄, θθθδd) = ∇θθθπ̄
Jπ̄(θθθπ̄) (6.12)

Therefore ascending the gradient of π̄ is equivalent to ascending the gradi-

ent of πi. The complete proof is shown in Appendix A.

Proposition 6.3: Equivalence of π∗
i and π∗

o

As consequence of Proposition 6.1 and Proposition 6.2, an optimal internal

policy π∗
i : S̄ −→ A is equivalent to an optimal policy π∗

o : O −→ A. Thus,

an optimal latent policy π̄∗ for the MDP M̄ is equivalent to an optimal

intermediate policy π∗
i and to an optimal policy π∗

o for the original MDP

M.

6.4.3 Neural Network Architectures

For learning the latent policy π̄, any Reinforcement Learning algorithm that can

deal with continuous state and action space can be used. Here, we use TD3 (see

Section 3.2.3) with the implementation provided in [44]. Actor and critic networks

are composed of two fully-connected layers with 256 units with ReLU activation.

The output layer of the actor has tanh activation and outputs latent actions, while
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the critics have linear activation and output the Q-values of the state-action pairs.

The actor and a critic neural networks are shown in Figure 6.4.
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(b) Critic Model

Figure 6.4: Neural network architecture of the latent policy π̄ and the latent
action-value function Q̄

The encoder φe is composed of two convolutional layers, with 32 and 64 filters

of size 3 × 3 and 5 × 5 respectively, with ReLU activations, two fully-connected

layers, with 64 and 32 units, with ReLU activation, and a final fully-connected

layer with linear activation outputting latent states. The complete architecture

can be seen in Figure 6.5.
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Figure 6.5: Neural network architecture of the observation encoder φe

The transition model and the reward model share a similar architecture with

two fully-connected layers, with 64 and 32 units, and ReLU activation respec-

tively, and an output layer with linear activation, as shown in Figure 6.6. Similar

architectures are employed in [87].
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(b) Reward Model

Figure 6.6: Neural network architecture of the transition model T̄ and reward
model R̄.

Eventually, the action encoder comprises two fully-connected layers, with 64

and 32 units and ReLU activation. The output layer has tanh activation to bound

the latent action space in [−1, 1]. The action decoder has a similar architecture

except a softmax output activation to map latent actions to one-hot encoded action

of the original action space. A similar architecture is employed in [90].

6.5 Experimental Design

6.5.1 Grid-World

The grid-world can be seen as the simple mobile robot navigation problem, where

the agent has to navigate the robot to a target cell of the grid, and it is enforced to
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Figure 6.6: Neural network architecture of the transition model T̄ and reward
model R̄.

Eventually, the action encoder comprises two fully-connected layers, with 64

and 32 units and ReLU activation. The output layer has tanh activation to bound

the latent action space in [−1, 1]. The action decoder has a similar architecture

except a softmax output activation to map latent actions to one-hot encoded action

of the original action space. A similar architecture is employed in [90].

6.5 Experimental Design

6.5.1 Grid-World

The grid-world can be seen as the simple mobile robot navigation problem, where

the agent has to navigate the robot to a target cell of the grid, and it is enforced to
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Figure 6.7: Neural network architecture of the action encoder model ψe and the
action decoder model δd.

move along the underlying grid. At each training episode, the robot is randomly

spawned in different positions of the maze. Grid-worlds are used in [87], [102], [90],

and [101]. In our experiments, the agent can observe the maze through RGB

images of size 50×50. Examples of mazes and agent’s observations can be found in

Figure 6.8. For the grid-world experiments, we adapted the environments in [103]

and [102].

(a) 6× 6 maze - 1 object
(b) 14× 14 maze - 1

object
(c) 5× 5 maze - 1 objects,

3 distractors

Figure 6.8: Observations from different grid-world environments. The triangles
indicate the robots controlled by the agent, the squares the target positions, the
circles are visual distractors, and the arrows represent the different actions of the
agent.

We use for all the experiments a distance-based reward function, as shown in

Equation (6.13).
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R(s, a) =



rreached, s = sgoal,

−ηd, otherwise.
(6.13)

where rreached is a bonus for reaching the goal position, d is the Manhattan distance

robot-goal normalised over the number of cells of the maze, and η is a scaling factor.

Distance-based reward functions are a natural choice for robot navigation tasks.

We experiment in:

• 6 × 6 maze in which the agent has to steer a single robot (red triangle in

Figure 6.8a) to a target position (green square) by choosing among four

possible actions.

• 14 × 14 maze in which the agent has to steer a single robot (red triangle

in Figure 6.8b) to a target position (green square) by choosing among eight

possible actions.

• 5 × 5 maze in which the agent has to steer a single robot (red triangle in

Figure 6.8c) to a target position (yellow square) by choosing among four

possible actions per object. During the training of the policy, up to three

unseen distractors (circles) randomly move across the maze.

6.5.2 Mobile Robot Navigation

Secondly, we test our approach on a simple mobile robot navigation task with

continuous underlying state space. The mobile robot (Pioneer p3dx) is simulated

on VRep [104] using the PyRep interface [105]. The agent receives 48 × 48 RGB

images coming from an onboard camera, and its action space is composed of three

and eight different discrete actions.

The reward function is similar to the one used in the grid-world but with a

penalty for colliding with the walls. The complete reward function is shown in

Equation (6.14).

R(s, a) =





rreached, d ≤ dmin,

rcrashed, s = sts,

−ηd, otherwise.

(6.14)
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(a) Robot navigation task
(b) Example of
observation

Figure 6.9: The agent needs to steer the robot to the target (purple circle in Figure
6.9a) by relying on RGB images coming from an onboard camera (Figure 6.9b).

where rreached is a bonus for reaching the goal position, rcrashed is a penalty for

colliding with an obstacle, i.e. reaching a terminal state sts, d is the Euclidean

distance robot-goal, and η is a scaling factor.

6.5.3 Comparison of the Learned State Representations

To assess the validity of our approach, we qualitatively compare the learned state

representation of our method with:

• MDP-H: adaptation of the plannable MDP homomorphism framework pro-

posed in [87] in which we learn the state representation by means of the

auxiliary losses in Equation (6.6), (6.7) and (6.8), but without the action

representation module ψe and only using the true action a.

• D-MDP: adaptation of the Deep MDP framework proposed in [62] in which

we learn the state representation by means of the auxiliary losses in Equation

(6.6) and (6.7), but without the action representation module ψe and only

using the true action a.

• JSAE: adaptation of the joint state-action embeddings framework proposed

in [101].

• JSAE-C: Adaptation of the joint state-action embeddings framework pro-

posed in [101] with the addition of the contrastive loss, in Equation (6.8),

for preventing the trivial embedding in which all states are mapped to the

zero vector.
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For the fairness of comparison, we train all the neural networks using the same

data-set of samples collected through random interaction with the environments,

the same network architectures for state encoder φe, latent transition model T̄, and

reward model R̄, same learning rate, batch size, latent state space dimensionality,

and three random seeds.

The list of hyperparameters used is shown in Table 6.1.

Hyperparameter Value

Latent state dimension (dims̄) 10
Latent transition dimension (dims̄) 10
Latent action dimension (dimā) 5

Learning rate 0.0005
Batch size 256

Training Epochs 100
optimiser ADAM

Table 6.1: Hyperparameters of the experiments

6.5.4 Comparison of the Learned Policies

After learning the state (and action) representation, we aim at learning the optimal

policy given such a representation. We, therefore, compare, in terms of the average

number of steps the agents take over training, the performance of our approach,

learning a continuous latent policy given a fixed state and action representation,

with the performance of a Deep Q-Network agent [41], or DQN, mapping latent

states directly to actions. In the latter, the state representation is learned with

the method proposed in [87], but without the discretisation step employed by the

authors. The discretisation of the latent state space would limit the applicability

only to MDPs with underlying discrete state space. While this is true for the

grid-worlds in Figure 6.8, in the case of mobile robot navigation, in Figure 6.9, the

underlying state space is continuous.

Similarly to [106], we are interested in the best-performing agents; therefore,

we train each policy (TD3 and DQN) using ten different seeds, but we plot the

mean and the variance of the best three seeds per algorithm.

The list of hyperparameters used is shown in Table 6.2.
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Hyperparameter Value

Latent state dimension (dims̄) 10
Latent action dimension (dimā) TD3 5

Action dimension DQN 3,4,8
Learning rate DQN 0.0005
Learning rate Actor 0.0005
Learning rate Critic 0.0005

Batch size 64
optimiser ADAM

ε-greedy coefficient 0.25
Random noise σ 0.35

Table 6.2: Hyperparameters of the experiments

6.6 Results

6.6.1 Grid-World

Comparison of the Learned Representations

We first analyse the learned state representations obtained with the different ap-

proaches discussed in Section 6.5.3 by plotting the state predictions generated by

encoding a set of randomly collected observations of the different mazes. The

state representation learned in the 14 × 14 grid-world are shown in Figure 6.10.

Additionally, the learned state representation in the 6× 6 grid-world are shown in

Appendix B (Figure B.2).

Only our approach and the plannable MDP homomorphism framework [87]

can retrieve the underlying grid structure of the true state space. The Deep

MDP [62] can still retrieve a partial structure, while the JSAE struggles even with

the addition of the contrastive loss.

In Figure 6.11, we also show the learned action representations (Figure 6.11b)

and learned transitions ∆T̄ (Figure 6.11d) in the 14 × 14 mazes in Figure 6.86.

The latent transitions resemble the true transitions of the agent in the grid-world.

Comparison of the Learned Policies

In Figure 6.12, the performance of the two agents is compared for the different grid-

worlds. As soon as the state and action space grows, e.g. maze 14x14 with eight

6Again the results in the 6× 6 grid-world are shown in Appendix B (Figure B.1).
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Figure 6.10: First 2 principal components of learned state representations of the
14× 14 grid-world in Figure 6.8b. The color bar represents the reward.

actions, the latent policy outperforms the DQN policy in terms of convergence

speed to the optimal solution.
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Figure 6.10: First 2 principal components of learned state representations of the
14× 14 grid-world in Figure 6.8b. The color bar represents the reward.

actions, the latent policy outperforms the DQN policy in terms of convergence

speed to the optimal solution.
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Figure 6.11: First 2 principal components of the learned action space Ā and the
∆T̄ in the different grid-worlds in Figure 6.8a-6.8c. The color bar indicates the
different discrete actions.

6.6.2 Mobile Robot Navigation

Comparison of the Learned Representations

The learned state representations obtained with the different approaches are shown

in Figure 6.13. Similarly to the grid-world case, our approach can learn a valid

state representation resembling the underlying state space in terms of smoothness

and reward properties (i.e. distance to the target). This aspect can be noticed

from the state distribution and its colour gradient in Figure 6.13a. It is worth

highlighting the benefits of the contrastive loss (Equation (6.8)) for learning state

representations. Especially in the case of an underlying continuous state space,

such as in the robot navigation experiments, the methods employing a contrastive
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Figure 6.12: Average number of training steps. The solid line represents the mean
and the shaded area, the variance of the best performing three random seeds out
of ten.

loss tend to improve the quality of the learned representation, and this can be

noticed from Figure 6.13a, 6.13b, and 6.13e.

Comparison of the Learned Policies

In Figure 6.14, the performance of the two agents is compared for the different

action spaces. In both cases, the latent policy outperforms the DQN policy in

terms of the average success ratio over training.

6.7 Discussion and Future Work

We presented a framework for the self-supervised learning of state and action rep-

resentations for Reinforcement Learning for high-dimensional problems. Instead
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loss tend to improve the quality of the learned representation, and this can be

noticed from Figure 6.13a, 6.13b, and 6.13e.

Comparison of the Learned Policies

In Figure 6.14, the performance of the two agents is compared for the different

action spaces. In both cases, the latent policy outperforms the DQN policy in

terms of the average success ratio over training.

6.7 Discussion and Future Work

We presented a framework for the self-supervised learning of state and action rep-

resentations for Reinforcement Learning for high-dimensional problems. Instead

CHAPTER 6. STATE AND ACTION REPRESENTATION LEARNING
WITH MDP HOMOMORPHISM METRICS 141

30

20

10

0

10

20

30

7.5

5.0

2.5

0.0

2.5

5.0

7.5

10.0

12.5

3

2

1

0

1

2

3

4

5

4

3

2

1

0

1

R
e
w
a
r
d

(a) Our

30

20

10

0

10

20

30

2

0

2

4

4

2

0

2

4

5

4

3

2

1

0

1

R
e
w
a
r
d

(b) MDP-H [87]

2

1

0

1

2

3

0.75

0.50

0.25

0.00

0.25

0.50

0.75

0.6

0.4

0.2

0.0

0.2

0.4

0.6

0.8

5

4

3

2

1

0

1

R
e
w
a
r
d

(c) D-MDP [62]

0.06

0.04

0.02

0.00

0.02

0.04

0.06

0.08

0.03

0.02

0.01

0.00

0.01

0.02

0.03

0.04

0.02

0.01

0.00

0.01

0.02

5

4

3

2

1

0

1

R
e
w
a
r
d

(d) JSAE [101]

40

20

0

20

40

60

4

2

0

2

4

6

2

1

0

1

2

3

4

5

4

3

2

1

0

1

R
e
w
a
r
d

(e) JSAE-C [101]

Figure 6.13: First 3 principal components of learned state representations using
the samples from the environment in Figure 6.9. The color bar represents the
reward.

of learning the complex policy πo : O −→ A mapping the observation space O di-

rectly to the action space A, using self-supervised objectives (Equation (6.6)-(6.8),
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Figure 6.14: Success ratio over training. The solid line represents the mean and
the shaded area the variance of the best performing three random seeds out of ten.

(6.10)), we transform a (potentially) high-dimensional MDP M (either discrete or

continuous) in a homomorphic, continuous, and low-dimensional MDP M̄ in S̄
and Ā. The latent policy π̄ : S̄ −→ Ā is now a continuous policy, independent

of the dimensions of the observation space O and the action space A. There-

fore, the method scales well with the dimension of the underlying true state, the

observation space, and the action space. The latent policy can be quickly and effi-

ciently optimised by any policy gradient algorithm. Moreover, because the policy

is learned using a state representation, it is naturally more robust against noise,

disturbances, and untrained features (see Figure 6.12c).

The proposed framework learns state and action representations through learn-

ing the MDP dynamics (transition and reward models). The framework directly

combines model-free and model-based Reinforcement Learning. The learned latent

transition and reward model can be used for sampling and planning. The balance

between the use of the models, the real samples for exploration of the spaces and

optimisation of the policy is an interesting future direction.

The action encoder model ψe is trained to optimise two objectives (Equation

(6.9), (6.10)), however, similarly to [107], if priors are available, it is possible to use

them to shape the learned action space and consequently the whole state-action

representation.

We have only considered simple one-to-one mappings ψe and δd between actions

and latent actions. However, it is possible to learn high-level action representations

by learning many-to-one mappings. A sequence of actions is mapped to a single
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of the dimensions of the observation space O and the action space A. There-

fore, the method scales well with the dimension of the underlying true state, the

observation space, and the action space. The latent policy can be quickly and effi-

ciently optimised by any policy gradient algorithm. Moreover, because the policy

is learned using a state representation, it is naturally more robust against noise,

disturbances, and untrained features (see Figure 6.12c).

The proposed framework learns state and action representations through learn-

ing the MDP dynamics (transition and reward models). The framework directly

combines model-free and model-based Reinforcement Learning. The learned latent

transition and reward model can be used for sampling and planning. The balance

between the use of the models, the real samples for exploration of the spaces and

optimisation of the policy is an interesting future direction.

The action encoder model ψe is trained to optimise two objectives (Equation

(6.9), (6.10)), however, similarly to [107], if priors are available, it is possible to use

them to shape the learned action space and consequently the whole state-action

representation.

We have only considered simple one-to-one mappings ψe and δd between actions

and latent actions. However, it is possible to learn high-level action representations

by learning many-to-one mappings. A sequence of actions is mapped to a single
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latent action, and the latent action is consequently decoded into a sequence of

actions back. In this case, it is possible to rely on the semi-MDP [67] framework

to learn a semi-MDP homomorphism. This aspect may have an impact in all the

robotics applications with complex action spaces or in natural language processing.

Eventually, we have only considered the case of deterministic MDPs, but the

framework can be extended to stochastic MDPs. Moreover, we have restricted the

study to Markovian observation space so that we could rely on the MDP frame-

work. However an important future step is to bring this framework to partially-

observable MDPs (POMDPs), in which a single observation is not sufficient to

unequivocally determine the agent’s state. In this context, it is interesting to

investigate the use of recurrent architectures and transformers [108].

6.8 Conclusions

In this chapter, we proposed a framework for state and action representation

learning for Reinforcement Learning. Our approach transforms a given MDP

M = 〈O,A,T,R〉 into an homomorphic MDP M̄ = 〈S̄, Ā, T̄, R̄〉. The new MDP

M̄ has continuous state and action spaces, but it is easier to solve using any policy

gradient algorithms. We showed that the optimal latent policy π̄ for M̄ is opti-

mal for the original MDP M and that it can be efficiently and effectively learned.

The optimal latent policy converges faster than the DQN agent trained on a state

representation to the optimal solution as soon as the underlying true state and

action spaces grow in size and complexity.





Chapter 7

Towards Autonomous Pipeline Inspection

with Hierarchical Reinforcement

Learning

Inspection and maintenance are two crucial aspects of industrial pipeline plants.

While robotics has made tremendous progress in the mechanic design of in-pipe

inspection robots, the autonomous control of such robots is still a big open chal-

lenge due to the high number of actuators and the complex manoeuvres required.

To address this problem, we investigate the usage of Deep Reinforcement Learning

for achieving autonomous navigation of in-pipe robots in pipeline networks with

complex topologies. We introduce a hierarchical policy decomposition based on

Hierarchical Reinforcement Learning to learn robust high-level navigation skills.

We show that the hierarchical structure introduced in the policy is fundamental for

solving the navigation task through pipes and necessary for achieving navigation

performances superior to human-level control. A video of our experiments can be

found at:https://youtu.be/uyjSHulpGoI.

This chapter includes an adaptation of:
Nicolò Botteghi, Luuk Grefte, Mannes Poel, Beril Sirmacek, Christoph Brune, Edwin Dertien,
and Stefano Stramigioli. Towards Autonomous Pipeline Inspection with Hierarchical Reinforce-
ment Learning. Submitted to International Conference on Robot Intelligence, Technology and
Applications, 2021.

The Section Background was removed as treated in Chapter 2 and 3, and the notation
adapted to be consistent with the notation introduced in this thesis.
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7.1 Introduction

Pipelines networks are the fulcrum of the oil and gas industries and of gas and water

mains. These pipes must be periodically inspected to guarantee the safety and

proper functioning of the plants. However, inspection is usually a long, expensive

and tedious procedure that requires the shut-down of the whole plant and, in the

specific case of industrial pipelines, the removal of the insulation around the pipes.

With metal pipes, the inspection is currently performed from the outside using

ultrasonic or magnetic probes that measure the wall thickness. Unfortunately,

these inspection methods provide limited information about the state of pipes due

to very low resolution and noisy data and require the removal of the insulation.

Currently, Pipeline Inspection Gauges, or PIGs, are used to inspect the pipelines

from the inside. However, while PIGs do not require a full shut down of the plant,

they cannot be used to inspect networks with complex topologies, e.g. sharp

corners, T-junctions and vertical sections.

In the last two decades, inspection robotics has focused on designing new

robotic prototypes for in-pipe inspection. However, especially in the case of small

diameter pipes, the mechatronics of these robots is complex, costly and with

low operability [7]. While the design of these in-pipe robots has quickly pro-

gressed, many steps have yet to be taken to navigate and inspect complex pipes

autonomously. In-pipe inspection robots operate in highly constrained environ-

ments, with limited sensing equipment, without or with limited knowledge of the

pipeline-network structures beforehand and unpredictable situations due to the

contact dynamics and slippage as different fluids and media can be present in the

pipes during the inspection. Furthermore, these robots are often composed of mul-

tiple joints, and multiple actuators have to be simultaneously controlled, making

the design of an autonomous, robust and adaptable navigation system challenging.

Reinforcement Learning [1], or RL, has proven to be a valuable solution for

many robotics challenges and tasks such as mobile robot navigation, dexterous

manipulation through robotic arms, and bipedal robot locomotion [10]. However,

when the task requires the execution of a sequence of complex skills on a long

temporal horizon, Reinforcement Learning algorithms tend to struggle [109].

Hierarchical Reinforcement Learning, or HRL, takes advantage of the hierar-

chical policy decomposition to exploit underlying problem structures and simplify
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the learning of complex tasks. The hierarchical decomposition can be either de-

fined by using prior knowledge [67], [110], [111], [112], or can be automatically

learned during training [109], [100], [113]. While the latter category of algorithm

does not require expert knowledge for defining the hierarchy, the autonomous dis-

covery of the options often leads to sub-optimal policies if additional regularisers

are not used during the learning phase [111], [113].

We propose a Hierarchical Reinforcement Learning framework for autonomous

navigation of multi-actuated, complex robots for in-pipe inspection. This is shown

in Figure 7.1. In particular, we focus on the pipe inspection robot called PIRATE

Environment

atot

Agent

rt

Sub-policy

Action

Reward

Observation

Master Policy Sub-policy

Sub-policy

Figure 7.1: Proposed hierarchical Reinforcement Learning architecture for the
autonomous navigation of the PIRATE robot.

[114], but the approach can be easily adapted to many different snake-like pipe

inspection robots. The framework combines expert knowledge for determining the

hierarchy of the policies with simple auxiliary reward functions for ensuring the

optimal behaviour of the sub-policies. To the best of the authors’ knowledge, this

is the first time a robust and flexible control solution employing Reinforcement

Learning for the autonomous navigation of snake-like pipe inspection robots with

a clamping mechanism is presented. In this chapter, we aim at addressing the
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following research questions:

1. What is a good hierarchy for learning robust and generalisable policies for

the pipeline inspection robot PIRATE?

2. What are the benefits of such a hierarchical decomposition of the policy?

3. How do the learned policies compare to human-expert control?

7.2 Related Work

Exploiting structures and hierarchies is one of the most important challenges for

scaling Reinforcement Learning algorithms to more complex real-world problems.

A famous Hierarchical Reinforcement Learning approach is the so-called Option

framework [67], [98]. Options are temporally extended abstract actions corre-

sponding to the set of skills the agent need to learn in order to solve tasks. In this

framework, above the options, we always find a high-level policy, learning to select

the best option for the given context. Options can be either hand-crafted based on

prior knowledge, as in [110], [111], [112], or can be automatically learned during

training, as in the option-critic framework proposed by [113]. In the latter case,

however, regularization, e.g. entropy maximisation, has to be often employed to

prevent the learning of sub-optimal options.

A different approach is followed by HIRO [109], and FuN [100], where the

high-level policy does not select anymore which abstract action to actuate, but,

instead, determines abstract goals for the low-level policies. Similar to the option
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for locomotion, have modular and snake-like bodies, and clamp inside the pipes.

These three elements, when combined, allow the maximum flexibility of usage in

different pipeline structures with vertical sections, junctions and corners.

To the category of modular and snake-like robots belongs MAKRO [116], a

sewer inspection robot with an articulated body and multiple wheels. This robot,

however, cannot clamp itself in the pipes, which significantly reduces the range of

its usage. Another example is the robot proposed in [117] for inspection of urban

gas pipelines. The robot has complicated mechanics with many joints and wheels,

and it can clamp inside the pipe, allowing travelling even vertical sections. In [118]

a bio-inspired snake robot is designed and presented. However, while the control

principle is introduced, no actual test in complex pipes is shown. Eventually,

the PipeTron [119] and the PIRATE [114] are snake-like robots with wheel-based

locomotion and the ability to clamp inside the pipes. These features allow these

two robots to be very flexible in terms of the range of use and functionalities.

Differently from the previously cited works, KANTARO [120] employs wheels

for locomotion. Its body is simple, allowing easier movements through junctions

and reductions of the pipe diameters. The motion of this robot is, however, limited

to planar pipeline networks without vertical sections. A similar design is used in [7]

with the addition of a traction system for improving locomotion.

While the designs of these robots have greatly progressed in the past year, au-

tonomous inspection is still a big open challenge [116]. Especially for the complex

snake-like robots with clamping mechanisms, the control and navigation are very

complicated, and no fully autonomous and robust solutions for navigating complex

pipeline networks with sharp corners and vertical sections are yet present.

7.3.1 PIRATE Robot

The PIRATE robot [114] is designed to travel through pipes having different di-

ameters, vertical sections and sharp corners. The PIRATE robot has six actuated

joints J1,...,6 and six actuated wheels w1,...,6, as shown in Figure 7.2. The robot

is composed of two (inverted) V-shape sections (w1,2,3 and w4,5,6) that allow its

clamping inside the pipes. Each joint and wheel can be either controlled through

position or velocity set-points fed to low-level (PID) controllers running on em-

bedded boards. The robot is equipped with absolute encoders for measuring the
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Figure 7.2: Schematic drawing of the PIRATE robot. wi indicates the ith-wheels,
Ji the ith-joints and V the vision sensor.

joints and wheels’ rotation and with inertial measurement units (IMU) for mea-

suring acceleration and orientation. Moreover, the robot perception is enhanced

with cameras for visual inspection and with Light Detection and Ranging (LiDAR)

sensors for navigation.

7.4 Methodology

7.4.1 Reinforcement Learning for the PIRATE Robot

The Action Space

The action spaceA ∈ R12 is chosen to be continuous to be able to execute smoother

and more advanced manoeuvres. For this reason, the Reinforcement Learning

algorithm chosen is PPO, similarly to [112]. Each wheel w1,...,6 and each clamping

joint J1,2,4,5 are controlled using velocity commands, while the rotational joint J3

and the vision-sensor joint J6 are controlled using position commands, as shown

in Table 4.2. In our experiments, we found beneficial the position control of the

rotation joint J3 and the vision-sensor joint J6 for achieving more accurate motion.

These two joints are critical for the orientation procedure of the robot with respect

to corners1, and for their detection, respectively.

Control Mode velocity position
Action space J1,2,4,5, w1,...,6 J3, J6

Table 7.1: Control modes for the PPO policy, velocity corresponds to the velocity
control of the actuators, while position to the position control.

1Due to its mechanics, the PIRATE robot requires a specific relative orientation with respect
to the pipe corners in order to navigate through it.
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The State Space

We compare and analyse two alternative state spaces: the kinematic and the

visual. The kinematic state-set includes all the kinematic information such as

the positions qJ1,...,6 , orientations oJ1,...,6 and velocities vJ1,...,6 of the joints in the

space, the positions pw1,...,6
and velocities vw1,...,6

of the wheels in the space, and

the previous actions taken at−1. The visual state-set extends the kinematic one

with external perception, i.e. 3D depth images id.

It is worth mentioning that the absolute positions, orientations of the robot in

the space can be estimated, for example, by means of any Simultaneous Localiza-

tion and Mapping algorithm [121]. However, for the sake of simplicity, we assume

to have a good estimate available. Moreover, wheels and joints relative positions

and velocities can be measured using the onboard sensors (encoders and IMUs).

The Reward Function

For a generic inspection task, the goal is to inspect as much of the pipeline as

possible. Thus the reward function that the agent tries to maximise is proportional

to the forward distance travelled by the robot. The reward function is shown in

Equation (7.1).

R(s, a) = dt − dt−1 (7.1)

where dt corresponds to the absolute position of the robot at time-step t and dt−1

to the position at time-step t− 1 with respect to the origin of the chosen reference

frame. This reward function encourages the agent to drive the robot forward in

the pipeline.

7.4.2 Hierarchical RL and Policy Decomposition

While the task of learning to navigate might be easy for differential-drive mobile

robots, for complex multi-actuated robots in constraint environments, this is not

the case. In particular, moving through a straight section or a corner of the pipeline

networks requires complicated coordination of actuators over long sequences of

atomic actions. However, the high-level control is relatively straightforward, and

all pipe inspection robots share the same needs of either travelling through straight

pipes or moving through corners and junctions. We can exploit such a structure

by hierarchically decomposing the Reinforcement Learning policy into a Master
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Figure 7.3: Hierarchical decomposition of the policies.

policy and three sub-policies.

Master Policy and Sub-Policies

We introduce a two-level hierarchical policy architecture, inspired by the Option

framework [67], where the Master policy chooses which of the three sub-policies

to deploy to maximise the reward function, in Equation (7.1). Each sub-policy

corresponds to a specific skill the agent requires to navigate through the pipeline

networks, namely clamping and driving, and entering and exiting a corner, as

shown in Figure 7.3.

The Clamp Drive sub-policy is responsible for clamping the robot in the pipes

and drive through straight sections. Due to the robot’s mechanics, driving and

clamping are dependent actions, and the robot cannot travel any pipe without first

clamping its body in it. The Enter Turn sub-policy is in charge of driving the first

V-shape of the robot through the corner, while Exit Turn completes the turning

procedure and clamps the robot in the new pipe segment, as shown in Figure 7.4.

The turning procedure is the most challenging to learn. Thus we split this task

into two different skills.

The Master policy tries to learn to choose the correct abstract action, or skill,

for the circumstance. This policy receives observation only when a specific sub-

policy has finished its execution, i.e. after 30 time-steps or when an early stopping

condition is met (e.g. when the goal is reached) in our case. Because the Master

policy picks action with a lower frequency than the sub-policies, it is even more
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(a) Enter Turn

(b) Exit Turn

Figure 7.4: Motion of the PIRATE robot through a corner.

important that such policy receives good observations from the environment. Oth-

erwise, it is not able to choose the best sub-policy to enable. For example, if the

depth camera is pointing at the ceiling or the bottom of the pipe, and no clear view

of the pipe is present, the Master policy has no way to know if the robot is close

to a corner and what is its orientation. However, the hierarchical decomposition of

the task allows us to define auxiliary reward functions for each of the sub-policies

that can speed up the learning of the skills and consequently of the task. This is

discussed in Section 7.4.2.

Another advantage of the policy decomposition is the possibility to constrain

the action spaces of each sub-policy. This decomposition, again, allows learning

better policies more efficiently. The choice of the different action spaces is shown

in Table 7.2. While the Clamp Drive policy keeps the action space defined in

Table 7.1, while the Enter Turn and Exit Turn disable the front-wheels rotation

and back-wheel rotation respectively. These wheels are not needed for moving

through corners and junctions. Moreover, the control mode of joints is switched

to position control, except for joints J1 and J5 respectively2, for more accurate

manoeuvring.

Control Mode velocity position N/A
Clamp Drive J1,2,4,5, w1,...,6 J3, J6 -
Enter Turn J1, w1,2,3 J2,...,6 w4,5,6

Exit Turn J5, , w4,5,6 J1,2,3,4,6 w1,2,3

Table 7.2: Action space and control modes for the different sub-policies. velocity
corresponds to velocity control of the actuators, position to position control and
N/A if the actuator is not used by the sub-policy.

2The joints J1 and J5 need to hold the clamping of their V-shapes of the robot, and in our
experiments, we have discovered velocity control mode optimal for such task.
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This choice of hierarchy is driven by the nature of the task, the robot’s knowl-

edge, and the topology of the pipeline networks. However, it can be easily adapted

to different pipe inspection robots, given the similarities of tasks and mechanics of

such robots. The three sub-policies define three different high-level skills the agent

has to learn to navigate any pipe. In general, one could think of lower-level sets

of skills, such as, for example, two independent clamping and unclamping policies

for the V-shapes or one policy for actuating all the wheels independently of the

joints. However, this would be detrimental to the overall performance. Due to the

robot mechanics, most of the low-level atomic skills are dependent on each other,

e.g. if both V-shapes are clamped, the PIRATE robot cannot actuate the joint

J3. Thus the Master policy would need to learn an even more complex sequence

of commands. Moreover, with a finer discretisation of the skills, the Master policy

task would become more complex as it is harder to distinguish which skill to use in

each state. The proposed hierarchy trades off the task-complexity for the Master

policy and the sub-policy.

Auxiliary Reward Functions for the Sub-Policies

To specialise the sub-policy and to quickly learn the skills, we define a clamping

reward that promotes clamping by penalising the distance between the wheels:

Rclamping = −||pw1 − pw3 ||4 (7.2)

where pw1
and pw3

are the positions of the first and third wheel of the robot (see

Figure 7.2). This is particularly useful in the Clamp Drive policy.

Additionally, we employ a depth-camera reward for promoting the proper ori-

entation of the depth camera in the direction of the pipe axis to obtain richer

information about the pipe network. This is shown in Equation (7.3)

Rdepth = std(i) (7.3)

where std is the standard deviation and i is the depth image3.

3When facing a wall, the images contain points with similar distances, thus with low standard
deviation. Conversely, when properly aligned with the pipe axis, the images have higher standard
deviation.
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7.5 Experimental Design

7.5.1 Autonomous Navigation in Pipeline Networks

The goal of the experiments is to learn an optimal navigation policy for manoeu-

vring the PIRATE robot in an unknown a priori pipeline network. In this work,

we focus on the navigation problem in pipeline networks composed of straight sec-

tions and 90° bends with different smoothness, either 1D and 2D4. We assume that

the agent does not know the position of the end-point of the inspection mission,

but it can detect it once the robot reaches it. This scenario represents a generic

inspection mission. The robot has to autonomously navigate until a problem,

e.g. a crack or corrosion in the pipe wall and a consequent reduction of the wall

thickness, is found.

We train and test the agents in a static pipeline, i.e. the pipeline is not changing

over training nor testing. In a dynamic pipeline, i.e. the pipeline network is

randomly changing configuration in each training episode. The possible changes

occurring in the pipeline are changes in the direction of the corners and relative

distance among them.

7.5.2 Simulation Environment

We test the approach in the simulation environment V-REP [122] using a model

of the PIRATE robot. V-REP allows for realistic physical simulations and allows

learning transferrable policies to real robots [123]. Bullet physical engine [124]

is used. Moreover, the Ray framework and the RLlib library [125] are used for

developing the HRL framework. OpenAI Gym [126] support is available in RLlib,

and this is used to build the RL environment. OpenAI Gym provides a framework

to build a custom RL environment. RLlib communicates with V-REP by using

PyRep [105]. Furthermore, RLlib uses the TensorFlow library for building neural

network models. The PPO implementation of RLlib is used for training the agents.

7.5.3 State Space and Neural Network Architectures

We first study the effect of the two different state-sets, introduced in Section 7.4.1,

on the performances of a single PPO agent, with action space defined in Table 7.2,

4Pipe corners are classified by indicating the smoothness of the corner with respect to the
diameter of the pipe D.
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when trained on a static and a dynamic pipe configuration.

7.5.4 Hyperparameters Tuning

Three independent grid-search experiments are performed to find a good set of

hyperparameters. This is shown in Table 7.3.

Experiment 1 Experiment 2 Experiment 3
Learning rate Clip, Lambda, Entropy-coefficient Train-batch-size, Mini-batch-size

[1e-4,1e-5*,1e-6] [0.1,0.2*], [0.99*,0.95] , [0.005*,0.01] [500,1000*,2000], [300*,100]

Table 7.3: Hyperparameters ranges used in the grid-search experiments. * indi-
cates the value used in the experiments presented in the paper.

Network Architecture

In the case of the kinematic state-set, the policy and the value function networks

share a single fully connected layer of dimension 128 with tanh activation. The

features are then fed to two identical branches composed of two fully connected

layers of dimensions 128 and 64, respectively, with tanh activations. The output

layer for the policy network has the dimension of the action space, while it has

dimension 1 for the value function network. This architecture is shown in Figure

7.5.

Figure 7.5: Neural network architecture for the kinematic state-set.

When the visual state-set is employed, the depth images are initially separated

from the kinematic information of the state vector and pre-processed by two con-

volutional layers, with five and ten filters, respectively, of size 5×5, and stride two,

and by a fully-connected layer. These features, extracted from the depth images,
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are then concatenated to the other elements of the state vector and fed to the

same architecture used by the kinematic state-set. This is shown in Figure 7.6. A

similar architecture is successfully employed in [123].

Figure 7.6: Neural network architecture for the visual state-set.

In the case of the visual state-set, we also study the use of a recurrent architec-

ture, adding a single LSTM layer to the visual architecture, after the concatenation

of the features from the depth images and the other components of the state vector,

as shown in Figure 7.7.

Figure 7.7: Recurrent architecture for the visual state-set.
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7.5.5 Comparison of RL and HRL

To assess the value of the hierarchical policy architecture, we compare the single

PPO agent with the HRL agent trained proposed hierarchical approach on both

static and dynamic pipeline networks using the visual observation group.

Training Regime of the HRL Method

We test two different training approaches for the HRL architecture: simultaneous

optimisation of the four policies and independent optimisation of the policies. In

simultaneous optimisation, the Master policy and the sub-policies are optimised

at the same time in the same environment. In contrast, in the independent opti-

misation procedure, the sub-policies are first trained in specialised environments5

and, only once optimised, the master policy is trained.

7.6 Results and Discussion

7.6.1 Different Observation Groups

We first present the results obtained with the single PPO agent (SRL) with the

two different observation groups in the static and dynamic environments. For each

observation group, four independent experiments are performed, and the results

are shown in Figure 7.8.

While the visual state set is sufficient for completing the task6 of navigating

a three-junction pipe in the static environment, see Figure 7.8a, it is not enough

in the dynamic case in which the three junctions randomly change position and

orientation each training episode, as shown in Figure 7.8b. The agent observing

the depth images outperforms the one relying only on the kinematic information.

Thus, we can conclude that it is not possible to learn a policy that drives the robot

through the pipes by only looking at the kinematic information. Moreover, in the

dynamic case, the kinematic state-set generates catastrophic forgetting, as shown

in Figure 7.8b, where the performances of the policy start decreasing the more

the training goes on. Surprisingly, in the dynamic environment with only three

5For example, a specialised environment for the Clamp Drive sub-policy is composed of only
straight pipes.

6Considering the length of the pipes, a cumulative reward value above 35 means that the task
is solved.
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(a) (b)

Figure 7.8: Cumulative reward during training of the PPO policy with different
observation groups in the case of static environment (Figure 7.8a) and dynamic
(Figure 7.8b). The solid line represents the average cumulative reward, while the

shaded area its standard deviation.

junctions, even the visual state-set does not allow sufficient policy improvements

to reach the end of the pipe. The single PPO agent cannot learn a robust policy

to deal with a random pipe-network configuration. Eventually, the visual policy

with LSTM does not improve the performances either in the static case or in

the dynamic one. By including information on the positions and velocities of all

the wheels and joints and depth information about the pipe network, the state

vector already contains all the information needed to determine the state of the

environment and, consequently, choose the best actions.

7.6.2 Comparison of the RL and HRL Performances

We now present the results obtained using the HRL framework proposed in Section

7.4.2 in a dynamic five-junctions pipe network. In particular, we compare HRL

with pre-training of the sub-policies in different and specialised environments (HRL

VISUAL) with the joint optimisation of all the policies (HRL SIMUL), as described

in Section 7.5.5, and the single PPO (SRL VISUAL). The visual state-set is used

by all the agents. The average cumulative rewards obtained during training in

the five-junctions dynamic environment are shown in Figure 7.9a. Again, four

independent experiments are performed for each curve in the plot. Both HRL

agents outperform PPO, but while HRL VISUAL consistently solves the task, HRL

SIMUL struggles to achieve the same performance. The independent training of
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the sub-policies has a positive influence on the overall performances of the HRL-

agent.

After the training phase, the performances of the agents are evaluated in unseen

a priori environments. In Figure 7.9b, we show the evaluation in a challenging

and randomly generated pipeline with five junctions. We report in Table 7.4 the

distance travelled in meters by the different agents.

The single PPO agent (SRL VISUAL) can steer the robot only through the first

corner and cannot advance more. The second corner requires the use of the rotation

joint (J3) to orient the front V-shape of the robot in the correct direction, but the

PPO agent struggles to learn that. The proper re-orientation of the front is found

one of the critical and most challenging manoeuvres for advancing through the pipe

corners. The HRL agents perform better than PPO, but while the HRL with pre-

training (HRL VISUAL) can steer the robot through all the five junctions, the HRL

with simultaneous optimisation (HRL SIMUL) cannot make the robot escaping

the fourth corner. The fourth corner requires great precision and robustness for

each sub-policy, as it requires the re-orientation of the front modules of the robot

while travelling upside down. This manoeuvre is more challenging to achieve when

jointly training all the policies together. Again the policy with LSTM does not

seem to improve the performance compared to the non-recurrent policy. A video

of our experiments can be found at: https://youtu.be/H9IxZ1NYga4.

(a)

(b)

Figure 7.9: Comparison of HRL with sub-policy pre-training (red), HRL with
joint optimization of the sub-policies (blue) and single PPO agent (green). The
training results are shown in Figure 7.9a where the average reward (solid line)

and the standard deviation (shaded area) are presented. The evaluation pipeline
network is shown in Figure 7.9b.
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7.6.3 Comparison with Human Control

The PIRATE robot can be driven through the pipes by a human operator [114],

but only in the case of transparent pipes that allow the operator to see the robot

constantly. However, this operation is not practical in real scenarios when the

operators can only rely on onboard sensors to control the robot.

To show the benefits of the use of Reinforcement Learning for controlling such

pipe inspection robots, we try to manually control the robot in the same task

of navigating through the pipe in Figure 7.9b. For fairness of comparison, the

operator cannot see through the pipes and can rely on the same action space of

the RL agents (Table 7.1) and the information contained in the visual state-set,

i.e. depth-camera images and kinematic information.

When relying only on depth-camera images and kinematic information, a hu-

man struggles to complete the five-junctions task, in Figure 7.9b, even after many

trials. In Table 7.4 we record the best trails. It is worth mentioning that a human

operator may eventually solve the task for a fixed pipeline configuration. However,

in the general inspection settings, the pipe configuration can change depending on

the inspection task and can be even more complex. Thus, the human control of

the robot does not seem a viable solution in this context.

Method Dist. traveled (m)
SRL VISUAL 2.02
HRL SIMUL 4.83
HRL VISUAL 6.60∗

HUMAN 4.88

Table 7.4: Distance travelled in meters by different approaches in the evaluation
environment in Figure 7.9b. Only the HRL with pre-trained sub-policies (HRL
VISUAL) completes the task.

7.6.4 Transferring the Policies to the Real Robot

Because the experiments are conducted in simulated environments, the transfer of

the learned policies to the real robot is an important aspect that has to be further

investigated in future work.

The proposed HRL framework has proven to be robust against perturbations

of the observations, e.g. additive noise on sensory readings, and can generalize
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to different and untrained pipe configurations. Moreover, while earlier research

showed that policies, learned in virtual environments, relying on RGB images,

are troublesome to transfer to the real-world [127], in our experiments, the agents

only use a depth camera to perceive the environment and onboard sensory readings

(encoders and IMUs) to obtain information of the robot’s kinematic. Eventually,

the agents’ actions are position and velocity set-points for the robot’s actuators.

These set-points are then fed to low-level controllers that are in charge of tracking

such reference values. By avoiding direct torque control of the actuators and by

assuming well-tuned low-level controllers with similar performances to the one

present on the actual robot, the difference in the dynamics between simulation

and real-world is mitigated [10].

7.7 Conclusions

In this chapter, we presented a two-layers HRL framework for autonomous navi-

gation of the snake-like pipe inspection robot PIRATE in pipeline networks with

different topologies. We showed that the proposed hierarchical decomposition of

the policies is necessary for solving the navigation problem of such robots in pipes

with multiple junctions and with random configurations. The hierarchical decom-

position allows learning a robust set of skills, and it is crucial for the generalization

of the policy to unseen a priori pipeline networks. Moreover, with the proposed

decomposition, the Master policy can learn different inspection missions if re-

trained with a different reward function and without the need of retraining the

sub-policies. Eventually, when the sub-policies are pre-trained separately in spe-

cialised environments, the hierarchical framework outperforms human-controlled

operations.
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Reward Shaping





Chapter 8

Entropy-Based Exploration for Mobile

Robot Navigation: A Learning-Based

Approach

In this chapter, we study the problem of reward shaping for autonomous robot

navigation in unknown and indoor environments. We present a Deep Reinforce-

ment Learning-based path planner for mobile robots, through continuous velocity

commands, directly from raw sensory data for solving navigation tasks in different

indoor environments. Here, we focus on shaping the reward functions to achieve

faster training speed, better performances, and higher generalisation. We study

the problem of transfer learning of such policies, learned in a simulated virtual

environment, to a real robot without further retraining using real-world data. A

video of our experiments can be found at: https://youtu.be/QWRyocjQzzw.

This chapter includes an adaptation of:
Khaled Mustafa, Nicolò Botteghi, Beril Sirmacek, Mannes Poel, and Stefano Stramigioli. To-
wards Continuous Control for Mobile Robot Navigation: a RL and SLAM Based Approach.
International Society for Photogrammery and Remote Sensing Congress, 2019.
Nicolò Botteghi, Beril Sirmacek, Khaled Mustafa, Mannes Poel, and Stefano Stramigioli. On
Reward Shaping for Mobile Robot Navigation: A Reinforcement Learning and SLAM Based
Approach. arXiv, 2020.
Nicolò Botteghi, Khaled Mustafa, Beril Sirmacek, and Mannes Poel. Entropy-Based Exploration
for Mobile Robot Navigation: A Learning-Based Approach. Planning and Robotics Workshop
at International Conference on Automated Planning and Scheduling, 2020.

The Section Background was replaced with a concise introduction to SLAM, and the notation
adapted to be consistent with the notation introduced in this thesis.
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8.1 Introduction

Autonomous navigation in unknown and complex environments is an important

challenge for robotics. This problem is usually tackled using path planning al-

gorithms, such as potential field, cell decomposition, A*, or graph search [8], by

relying on representations of the environments: the maps. These maps are usu-

ally built using Simultaneous Localisation and Mapping, or SLAM algorithms [9].

However, in many interesting applications, a complete map of the environment is

expensive to obtain or difficult to keep up-to-date.

To avoid the need of the map, several map-less Reinforcement Learning-based

path planners have been proposed in the literature for solving target-reaching1

navigation tasks in unknown environments with static or simple dynamic obstacles

configurations [84], [128], [129], [130] and [131]. Even though very successful, these

planners do not exploit much of the important information stored in the maps.

On the other hand, a few approaches tried to combine the learning-based plan-

ners with maps and SLAM. In this category, we find the work in [132], [133]

and [134]. Here, the agent can observe the 2D-map of the environment, the robot’s

heading direction, the previously estimated pose and the actions taken to learn

the optimal policy. However, while observing the map helps the agent choosing

the best action, these methods suffer from the need to store the map information

during training and the deployment phase on real robots. The latter may be com-

putationally expensive and or not feasible for certain applications. Furthermore,

all the approaches in this category rely on a simple discrete action space, e.g.

move forward, move backward, turn left and turn right, that only allows coarse

movements.

Here, we present a Reinforcement Learning-based method for addressing the

problem of mobile robot navigation that tries to combined the best of the map-

less and map-based Reinforcement Learning planners worlds by relying on maps

only during the training phase for improving the performances of the planner, but

not during the testing and deployment phase. To do that, we shape the reward

function used to train the agent, using some of the information stored in the map

of the training environment. In [16] and [17], we improved the collision-awareness

of the Reinforcement Learning-based path planner by shaping the reward function

1The goal of the Reinforcement Learning agent in this context is to control and steer the
mobile robot to different target locations without colliding.
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with respect to the position of the obstacles in the map. However, better collision

avoidance is not enough when the environments grow in complexity and present

local minima. For example, when the robot is in a particular room, and the target

is on the other side of the wall. Therefore, in this chapter, we present and discuss a

new reward function, including the map’s entropy. This addition allows enhancing

the exploration skills of the planner and its ability to escape local minima of

navigation that are common in complex and realistic environments. The proposed

framework is shown in Figure 8.1.

state 
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action 
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reward 
Rt

Agent  

Environment  

2D grid map

LiDAR 
 

prev. action 
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zt |100
at−1 |2
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Figure 8.1: Proposed architecture for mobile robot navigation in unknown
environment combining Reinforcement Learning and SLAM.

8.2 Concise Introduction to Simultaneous Local-

isation and Mapping for Robotics

Simultaneous Localisation and Mapping, or SLAM, [9] is the given name for the

mathematical methods aiming at simultaneously building the map of the envi-

ronment and estimating the pose2 of the given sensor3 within it. Because of the

uncertainties in the motion and the sensor readings, the estimation of the map

and the pose translates into estimating a joint posterior distribution. In the case

2The pose includes position and orientation.
3We assume the sensor, used for observing the environment, is carried by a mobile robot,

therefore, the problem of estimating the sensor’s pose is equivalent to the problem of estimating
the robot’s pose.
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of the full SLAM problem, in Equation (8.1), the joint posterior probability of

the map and the complete trajectory, conditioned to the history of readings and

control actions, is estimated:

p(χ0:t,m|o0:t, a0:t−1) (8.1)

where χ0:t = χ0, . . . , χt is the sequence of robot’s poses4, m is the map, z0:t =

z0, . . . , zt is the history of observations coming from the sensor and a0:t−1 =

a0, . . . , at−1 the history of control actions estimated through the odometry read-

ings of the robot. The joint posterior, in Equation (8.1), is often expensive to

compute or even untrackable. In all the situations in which the computational

efficiency is more important than the accuracy of the estimates, for example, in

embedded applications with limited computational power, it is possible to solve,

instead, the online SLAM problem, where the posterior of the map and the current

pose is estimated, as shown in Equation (8.2).

p(χt,mt|z0:t, a0:t−1) (8.2)

where only the current pose χt is considered in the computations.

Even though many SLAM solutions have been proposed for decades, such as, for

example, the extended Kalman filter, or EKF, SLAM [135], the FastSLAM [136],

or the ORB-SLAM [137] algorithm, it is still an open and challenging problem due

to complexity of the estimation of the posterior distribution, especially in the case

of the full SLAM problem, which generally needed to be computed recursively,

accurately and in real-time. For more information on SLAM and probabilistic

robotics, we refer the reader to [9], while for a complete overview on the most

recent SLAM algorithm to [138].

8.2.1 Rao-Blackwellized Particle Filter SLAM

In our studies, we employ the Rao-Blackwellized particle filter, or RBPF, SLAM al-

gorithm [139] for solving the estimation problem of the joint posterior in Equation

(8.1). The RBPF approach [140] separates the estimation of the joint distribution

into the problem of estimation of the posterior of the robot’s trajectory and the

4The robot’s pose χ is often referred in literature as state.
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problem of estimation of the posterior of the map, as shown in Equation (8.3).

p(χ0:t,m|z0:t, a0:t−1) = p(m|x0:t, z0:t)p(χ0:t|z0:t, a0:t−1) (8.3)

where again χ0:t represents the robot’s trajectory, z0:t the set of observations,

a0:t−1 the control inputs and m defines the map of the environment. The factori-

sation allows to make the estimation of the joint posterior of map and trajectory

trackable by splitting the problem in two sub-problems easier to solve:

• Pose estimation with particle filter.

• Mapping with known poses.

Pose Estimation with Particle Filter

The posterior distribution of the robot’s pose p(χ0:t|z0:t, a0:t−1) is estimated by

applying a particle filter. Particle filters estimate the belief of the robot’s pose

with a finite set of N particles:

X = {χ(1), . . . , χ(2), . . . , χ(N)}, (8.4)

where each particle χ(n) represents the belief of what the robot’s pose may be at

time step t.

At each iteration of the particle filter algorithm, first, a new set of particles Xt,

with t the iteration number, is computed from the previous set of particles Xt−1

by sampling from a proposal distribution X, then a weighting factor w is assigned

to the particles in relation to their likelihood, as shown in Equation (8.5).

w
(n)
t =

p(χ
(n)
0:t |z0:t, a0:t−1)

X(χ
(n)
0:t |z0:t, a0:t−1)

(8.5)

A standard proposal distribution is the probabilistic motion model p(χt|χt−1, at−1)
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resulting into the following importance weighting update:

w
(n)
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p(χ
(n)
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p(χ
(n)
t |χ(n)
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=
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·
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(n)
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∝
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t−1, χ
(n)
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(n)
t |χ(n)

t−1, at−1)
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t ) · w(n)

t−1

(8.6)

where w
(n)
t is the weight of the particle n at the iteration t of the algorithm, w

(n)
t−1

is the weight of the particle n at iteration t − 1, η = 1/p(zt|z0:t−1, a1:t−1) is a

normalisation factor from the Bayes’ rule and m
(n)
t−1 is the map estimation at the

iteration t− 1 of the algorithm given the particle χ
(n)
t−1. In the case of the RBPF,

a map is built for each particle. In the chosen RBPF approach [139], a different

proposal distribution than the motion model is used to improve the accuracy of

the resulting estimations. The proposal distribution also includes the most recent

observation, and it is shown in Equation (8.7).

p(χt|m(n)
t−1, χ

(n)
t−1, zt, ut−1) =

p(zt|m(n)
t−1, χ

(n)
t )p(χ

(n)
t |χ(n)

t−1, at−1)

p(zt|m(n)
t−1, χ

(n)
t−1, ut−1)

(8.7)

Analogously to Equation (8.6), using the proposal distribution in Equation (8.7),

the importance weight of a particle is proportional to:

w
(n)
t ∝ p(zt|m(n)

t−1, χ
(n)
t−1, at−1) · w(n)

t−1 (8.8)

After assigning the importance weight to all the particles, we need to resample

them based on their importance weights5. To reduce the risk of not resampling

good particles and reduce the number of times this step is performed, a resampling

threshold Neff, determining when the resampling should take place, is introduced

[139]:

Neff = 1/

N∑
n=0

(w̃(n))2 (8.9)

5The higher the importance weight of a particle, the higher is its chance to be resampled.
Importance resampling is the probabilistic version of Darwin’s survival of the fittest theory [9].
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good particles and reduce the number of times this step is performed, a resampling

threshold Neff, determining when the resampling should take place, is introduced

[139]:

Neff = 1/

N∑
n=0

(w̃(n))2 (8.9)

5The higher the importance weight of a particle, the higher is its chance to be resampled.
Importance resampling is the probabilistic version of Darwin’s survival of the fittest theory [9].
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where w̃(n) is the normalised weight of the particle n When Neff < N the resam-

pling is performed.

Mapping with Known Poses

While it is clear to humans what a map is, how a computer represents maps may

not be straightforward. In general, a map is the list of objects present in the

environment and their poses. Two possible types of maps are commonly used by

SLAM algorithm: feature-based and location-based maps. Featured-based maps

store the locations of the features, or landmarks, in the environment. Features

can be, for example, the corner of the rooms or specific textures or objects. A

feature-based representation is used, for example, by EKF SLAM. Location-based

maps, instead, explicitly model each possible location of the world. Therefore they

include the feature locations and properties of the space, such as the occupancy of

such position. A commonly used location-based map representation is the so-called

occupancy grid map, in which a grid discretises the world, and each cell of the grid

is updated to be occupied if an object is present at such location, unoccupied if

the location is free, or unknown if no measurements have been recorded there yet.

Occupancy grid maps are often used in mobile robot navigation due to the easiness

of computing collision-free paths for the robots given this kind of representation.

The RBPF SLAM algorithm we utilize employs an occupancy grid map for

representing the world. After the estimation of the pose, we can eventually esti-

mate the posterior of the map p(m|χ0:t, z0:t). This step is usually called mapping

with known poses [141], as we assume that the trajectory estimated by the particle

filter χ0:t is assumed to be known and ideally corresponds to the true trajectory

followed by the robot. By making this assumption, the posterior probability of

the map p(m|z0:t, χ0:t) can be computed as the product of the posterior of each

individual cell mi of the grid, This factorisation is shown in Equation (8.10).

p(m|z0:t, χ0:t) =

M−1∏
i=0

p(mi|z0:t, χ0:t) (8.10)

where M is the total number of cells in the map. Occupancy grid map can be

easily built using LiDAR readings, as it easy to derive the occupancy properties of

the space withing the range of the sensor. For more information, we, again, refer

the reader to [9].
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8.3 Methodology

8.3.1 Proposed Approach

We propose a Reinforcement Learning-based path planning algorithm that exploits

the information stored in the map of the training environment to improve the

training speed, the generalisation and the robustness of the policy learned, but

that does not require the map at testing time for achieving higher computational

efficiency.

The Reinforcement Learning agent uses only raw sensory information zt, i.e.

LiDAR readings, the previously chosen action at−1 and the goal position g, for

determining the sequence of continuous velocity commands, linear and angular ve-

locities respectively, that the low-level robot’s controllers have to track for steering

the robot and reaching the target locations in environments with unknown obstacle

configuration. Differently from standard map-less Reinforcement Learning-based

motion planners, only during the training phase, we exploit the knowledge of the

environment stored in the map, built online using the RBPF SLAM algorithm, to

improve the training speed and navigation skills of the agent. The incorporation of

the knowledge stored in the map happens through the shaping of the reward func-

tion. Moreover, unlike approaches that employ only target-driven reward functions

(see Equation (8.11)) dependent on the distance to the target with the addition of

penalties for hitting obstacles, to aid the navigation in complex environments, we

proposed a new reward function including the distance to the obstacles and the

map’s entropy to encourage exploratory behaviours and, hopefully, escape local

minima.

8.3.2 Reward Function

The agent’s goal is control and steer a mobile robot through high-level velocity

commands. The robot must be able to reach the desired targets while avoiding

collisions with obstacles and escape local minima. To achieve these three objec-

tives, we propose a reward function equal to the weighted sum of three different

terms:

• Target-driven (TD) [84].

• Obstacle-awareness (OA) [131].
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• Map’s entropy (Entropy).

The TD term of the reward function, in Equation (8.11), is based on the Euclidean

distance from the robot’ current position to the target. In particular, this term

is proportional to the difference of the distance from the target at the previous

time step || χ(x,y)
t−1 − g ||2 and the distance from the target at the current time step

|| χ(x,y)
t − g ||2. Intuitively, the agent is positively rewarded if it gets closer to the

target and negatively if it gets farther away.

r1(st, at) =|| χ(x,y)
t−1 − g ||2 − || χ(x,y)

t − g ||2 (8.11)

where || χ(x,y)
t − g ||2 is the distance, or L2-norm, from the current position χt of

the robot at time t with respect to the inertial frame and the target’s location g

expressed in the robot’s coordinate frame.

The OA term of the reward function, in Equation (8.12) , includes a penalty

inversely proportional to the squared distance to the obstacles. In this way, the

agent is negatively rewarded if it gets closer to obstacles. It is worth to mention

that the distance to the obstacle is computed online using the LiDAR readings and

the position of the obstacles is not assumed to be known a priori. This term of

the reward function is activated once the distance to an obstacle, measured with

the LiDAR, is smaller or equal than 0.6m.

r2(st, at) =
1

d2t
(8.12)

where dt is the minimum distance measured given the array of LiDAR readings at

a give time instant t.

The third term of the reward function includes the map’s entropy and it is

shown in Equation (8.13). The map’s entropy corresponds to the sum of the

entropy of all the cell c in the map m, therefore it is a measure of the uncertainties

we have on the map’s estimate. The agent is positively rewarded if it reduces the

uncertainties in the map, therefore if it explores the environment by navigating

through open and unknown areas.

r3(st, at,m) =
∑
cf∈m

p(c) log p(c) +
∑
co∈m

(1− p(c)) log(1− p(c)) (8.13)

where cf corresponds to the unknown and unoccupied cells in the map and co to
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the occupied ones.

In addition, a sparse reward, rreached, is added if the agent reaches the target

within a predefined distance threshold and a penalty, rcrashed, if the robot either

collides with an obstacle or exceeds the maximum number of steps T in a sin-

gle episode without reaching any other terminal condition. Based on the above

considerations, the overall reward function R(s, a,m) in shown in Equation (8.14).

R(s, a,m) =




rreached, d ≤ dmin,

rcrashed, s = sts,

λTDr1(s, a)− λOAr2(s, a)− λHr3(s, a,m), otherwise.

(8.14)

where λTD, λOA and λH are scalar weighting factors for the three reward terms

r1(s, a), r2(s, a) and r3(s, a,m) used to balance their contributions.

8.3.3 Reinforcement Learning Algorithm

Because we would like to generate smooth navigation trajectories, we employ a

continuous action space. Therefore, we choose the DDPG algorithm (see Sec-

tion 3.2.2) as the candidate Reinforcement Learning algorithm for determining

the velocity commands, linear and angular velocities, of the robot to navigate to

different target locations without colliding with obstacles or getting stuck in local

minima. Again, it is worth mentioning that the Reinforcement Learning algo-

rithm represents the high-level controller of the robot. Once the agent’s actions

are determined, the robot’s low-level controllers execute each action by sending

the appropriate torque commands to each actuator.

The state vector st is composed by 100 LiDAR data-points zt uniformly dis-

tributed on a 360° range, the action chosen at the previous time step at−1 and

the current distance from the target position expressed in Euclidean coordinates

g. The state vector is 104-dimensional and it is shown in Equation (8.15).

st = [zt, at−1, g] (8.15)

It is worth mentioning that by not including the map m, or the complete sequence

of LiDAR readings z0:t and robot’s poses x0:t, in the state vector, we partially

violate the MDP modelling framework in which the reward function R is a function
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of the state of the environment. However, locally, the current LiDAR readings zt

are a good approximation of the map of the environment at time step t. Therefore,

because the agent has to select actions within the LiDAR readings range, we can

still hold the MDP framework without any reduction of performances.

Neural Network Architectures

The neural network architecture consists of mainly three parts: feature extraction,

policy, or actor, and critic networks, as shown in Figure 8.2. The feature extrac-
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Figure 8.2: The laser readings are pre-processed by the feature extraction block
consisting of three convolution layers. Only in the first fully-connected layer of
the network, the target information and the previous velocity commands are

fused with the LiDAR features.

tion block of the network is responsible for extracting features from the LiDAR

readings through three 1D-convolutional layers. Each 1D-convolutional layer has

eight filters, stride length two, ReLU activations and kernel sizes of five, three and

three, respectively. The convolutional layers are used to reduce the number of

parameters of the networks and achieve better generalisation in unseen environ-

ments. After the feature extraction block, we find the policy network. The policy

network comprises three fully-connected layers, of size 256-128-2 respectively, with

input the features extracted from the LiDAR reading concatenated with the pre-

viously chosen velocity commands and the target position, and output the linear

and angular velocities for the robot low-level controllers.

The linear velocity range is constrained in [0,1] to allow only forward motion,

while for the angular velocity, the range is constrained in [-1,1] to allow right and

left rotation. Thus, sigmoid and tanh activation functions are used respectively in
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the output layer, while the remaining layers employ ReLUs. Eventually, the critic

network, with architecture analogous to the actor, estimates the Q-values of the

state and action pairs using three fully-connected layers, respectively, with ReLu

activations and with linear activation at the output. The first fully-connected

layer of the critic additionally concatenates the current action at for the sake of

the estimation of the Q(st, at).

8.4 Experimental Design

8.4.1 Simulation Setup

The virtual 3D environment is built using the Robot Operating System, or ROS,

middleware and Gazebo simulator. The experiments are conducted on an Ubuntu

16.04 machine with an Intel Core i7-8550 CPU. The algorithms are written using

the OpenAI-ROS package provided by the ROS. The simulated robot is the skid-

steering Husarion. The robot is controlled through velocity commands that are

directly sent to the low-level controllers, with update frequency equal to 10Hz.

The agent control loop waits until the velocity set-points are tracked with an

error smaller than a given threshold. The feedback for the low-lever controllers is

provided by estimating the robot’s velocity from the encoder’s readings, i.e. the

odometry. Furthermore, the robot is equipped with 360° 2D-LiDAR for sensing

the environment.

8.4.2 Configuration of the RL and SLAM algorithms

For training the Reinforcement Learning policy and value function, we use the

ADAM optimiser [142]. The hyperparameters are chosen based on the ones used in

the original paper of the DDPG [143] and are shown in Table 8.1. The exploration

noise is chosen as an Ornstein-Uhlenbeck (OU) process with parameters σ = 0.2

and θ = 0.15, since these values have empirically shown good performances. Fur-

thermore, L2-regularization is included when training the critic network to prevent

overfitting and improve generalisation.

For simultaneously mapping the environment and estimating the robot pose,

we use the RBPF SLAM building an occupancy grid map, the gmapping SLAM

package is used [144]. A probability value is assigned to each cell based on whether
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Parameter Value

optimiser ADAM
actor learning rate 10−3

critic learning rate 10−4

L2-regularization coefficient 10−2

discount factor γ 0.99
target networks update τ 0.001

OU-noise σ 0.2
OU-noise θ 0.15
batch size 64

Table 8.1: DDPG hyperparameters for the experiments.

it is occupied, free or unknown accordingly to the LiDAR and odometry readings.

Similar to [145], the occupancy threshold value is chosen equal to 0.65, and if the

probability value of the cell is greater than this threshold, this cell is occupied or,

conversely, free otherwise. Based on the probability assigned to every grid cell,

the entropy of the map is calculated according to Equation (8.13). The complete

list of parameters’ values used for the SLAM algorithm can be found in Table 8.2.

Parameter Value

occupancy threshold 0.65
map update threshold 1.0

grid cell size 5 cm x 5 cm
LiDAR max. range 3m

Table 8.2: RBPF hyperparameters for the experiments.

8.4.3 Training and Testing

To validate the effectiveness of the approach, we compare the performance of the

path planner trained using the proposed reward function, in Equation (8.14), with

the performances of the path planner trained used only the TD reward term6, as

in [84], and one trained with the TD, and OA reward terms7, as in [131].

For a fair comparison, the same hyperparameters are used as well as the same

6This is equivalent to set the coefficients of the obstacle-awareness term λOA and the entropy
coefficient λH to zero in Equation (8.14).

7Again this is equivalent to set the entropy term λH to zero in Equation (8.14).
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neural network architectures. First, the three different Reinforcement Learning

(a) Env-1 (b) Env-2 (c) Env-3

Figure 8.3: The agents are trained in Env-1. Then, the performances of the
policies are evaluated in the unseen a priori environments Env-2 and Env-3. All

the environments are of size 4.5m×4m.

agents are trained in Env-1, shown in Figure 8.3a, and then tested in environment

Env-1 on the same set of 100 randomly generated targets. For each training

episode, the target location g and the initial pose of the robot p0 are sampled from

a uniform distribution to avoid biasing the policy toward a specific target, starting

location, and environment topology and improve the generalisation skills of the

planners. For the path planner trained using the reward function in Equation

(8.14), the map is also reset at the start of a new episode.

Furthermore, to assess the generalisation properties of the policies, we evaluate

the planners in a priori unseen environments: Env-2 and Env-3, in Figure 8.3b

and 8.3c respectively, again on the same set of 100 randomly generated targets.

Eventually, we compare the proposed learning-based agent with move base, the

dynamic window approach, or DWA, a path planner [146] of the navigation stack

in ROS. Differently from the proposed approach, move base requires the complete

map of the environment to be built beforehand to plan paths. Eventually, it is

worth mentioning that move base requires the tuning of several parameters to

achieve good performance.

8.4.4 Real World Experiments

Obtaining real data from robotic systems can be extremely difficult, costly and

time-consuming. For example, model-free Reinforcement Learning algorithms usu-

ally require a considerable number of training samples before convergence8. How-

ever, simulation with accurate models could potentially be used to reduce, or even

8We need more than 105 samples in the navigation problems under study
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to cancel, the cost of real-world interactions. For the real-world experiments, a

Clearpath Jackal differential drive mobile robot, Figure 8.4, is used as the mobile

robot platform. After training the agent in the simulated platform9 in Env-4 in

Figure 8.4: Clearpath Jackal mobile robot used in the real-world experiments.

Figure 8.5, the learned policy is transferred directly to the real robot in an envi-

ronment with similar topology without any extra tuning of the policy parameters

or further training using real-world samples. To evaluate the quality of the trans-

Figure 8.5: Env-4 is environment used for the transfer learning experiments.

ferred policy, different target positions are randomly chosen for the robot, and a

comparison is made between the travelled trajectory on the real and virtual envi-

ronments. Eventually, we evaluate the approach in environments with untrained

topology.

9It is worth mentioning that for these experiments, the Clearpath Jackal simulation model is
used instead of the Husarion one.
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8.5 Results and Discussion

8.5.1 Training and Testing

Training Results

To compare the training performances of the different agents, we study the collision

ratio in relation to the training episodes. The results are shown in Figure 8.6. The

3

Figure 8.6: Evolution of the collision ratio with the number of training episodes.
The solid line represents the mean value and the shade its variance. The amount
of collisions of the proposed approach Entropy+OA+TD decreases much faster

than the TD only and TD+OA reward functions.

agent trained only with the TD reward function (red line in Figure 8.6) struggles to

reduce the number of collisions during training, as it receives penalties only when

the collision has already occurred. Learning to navigate safely and away from the

obstacle is more challenging when only a sparse reward signal is used. When the

environment is fairly complex, the agent trained with TD and OA reward function

(yellow line in Figure 8.6), even though slightly superior, also struggles to improve

the policy. However, this is due to the environment topology and the local minima,

and it is discussed in detail in the following Section. Eventually, the agent trained

with the proposed reward function (see Equation (8.14)) achieves the best training

performances by reaching a collision ratio constantly smaller than 0.2 in only 3000

training episodes. This is because the entropy term pushes the agent to explore the

environment better and escape local minima more easily. Furthermore, throughout

the training, the agent trained with the proposed approach is the only one able
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to reduce the fluctuation in the collision ratio consistently. These fluctuations are

due to the random spawning of the robot and the target location at the beginning

of each episode. This is an additional sign of higher generalisation and robustness

of the proposed planner.

Testing Results

After training the three agents in Env -1, the learned policies are evaluated on the

same set of 100 randomly generated targets in each of the three environments. To

guarantee a fair comparison, the percentage of the successes crashes, and time-

outs10 is recorded and presented in Figure 8.7.

(a) Env -1. (b) Env -2. (c) Env -3.

Figure 8.7: Performance comparison in the different environments of the three
planners.

In the training environment Env -1, the planner trained with TD can reach

only 64% of the targets, and, in most of the failed episodes, it collides with an

obstacle, while the planner trained with TD and OA achieves better performances.

This planner can reach 76% of the targets and reduce the crashes compared to

TD only, from 32% to 3%. However, the enhanced obstacle-awareness, in the case

of complex environments with local minima, prevents the agent from colliding,

but it is not enough to prevent the robot from getting stuck in local minima until

the maximum number of actions is reached. This aspect can be noticed in the

increment of the timeouts with respect to TD only, from 4% to 21%. On the other

hand, the planner trained with the reward function in Equation (8.14) is the only

one that can achieve good performances and reaches the target in the 96% of the

episodes.

10We define timeout an episode ending with the maximum number of actions taken without
either reaching the target or colliding.



182 8.5. RESULTS AND DISCUSSION

The crucial aspect for any learning-based approach is the generalisation to

untrained situations, as we can not train and gather data for each possible scenario.

To assess the generalisation skills of the agents, we transfer the policies learned

in Env -1 to the unseen environments Env -2 and Env -3. Consistently with the

training results, the proposed approach outperforms the other two in terms of

success ratio, respectively 89% against 68% and 58% in Env -2 and 84% against

62% and 51% in Env -3, reduction of the collisions, 3% against 6% and 33% in

Env -2 and 7% against 13% and 36% in Env -3, and timeouts, 8% against 26% and

8% in Env -2 and 9% against 25% and 13% in Env -3.

For all three environments, we also record and analyse the average number of

steps per episode and the standard deviation as essential elements for assessing

the length and smoothness of the trajectories of the different agents. Table 8.3

presents these results and recaps what discussed in the previous paragraph. The

approach success ratio number of actions
% (mean ± std)

Env -1 TD 64 % 113.07±85.43
OA+TD 76% 84.56 ± 76.31

Entropy+OA+TD 96% 59.28±37.99
Env -2 TD 58 % 140.68±99.17

OA+TD 68% 131.34± 86.78
Entropy+OA+TD 89% 124.07±74.86

Env -3 TD 51 % 115.55±84.38
OA+TD 62% 76.32±67.48

Entropy+OA+TD 84% 57.14±40.39

Table 8.3: Performance assessment of the three planners in Env -1, Env -2 and
Env -3.

agent trained with the TD reward term learns overcautious behaviours and travels

away from the obstacles. This penalises the trajectories length, and it can be

noticed from the high average number of steps. When trained with TD and OA

reward terms, the agent can reduce the cautiousness and learn shorter paths in

terms of the average number of steps. However, when local minima are present,

as in Env -2, the planner often gets stuck in them, and its performances are not

much better than TD. Instead, the planner trained with the proposed reward

function can learn shorter trajectories with respect to the other two thanks to the

enhanced exploration granted by the entropy term. Even in unseen environments,
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the agent can escape local minima by effectively incorporating into the navigation

skills the exploration ones. The complete video of the experiments can be found

at: https://youtu.be/KxRPBX8npis.

Eventually, we compare the trajectories generated by the proposed path plan-

ner and the one generated by move base on the same set of targets (see Figure

8.8) that has to be reached in sequence in Env -1. Both planners can successfully

reach all targets. However, the total travelled distance required to complete the se-

quential task by the proposed planner is shorter, 14.7m compared to 16.3m, than

the one required by the move base. In addition, the path generated by move base

appears to be less smooth than the one generated by the proposed planner.
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Figure 8.8: A comparison between the proposed map-less motion planner and
the DWA planner of the ROS navigation stack.

8.5.2 Real-world Experiments

The efficiency of transferring the learned policy has been validated on different

targets, three of which are depicted in Figure 8.9. It can be noticed that the tra-

jectories do not perfectly overlap due to the differences that always exist between

the real world and simulations. Nonetheless, the robot can reach the targets

without colliding with the obstacles and following reasonably good trajectories.

This proves, once again, the robustness of learning algorithms against simulation

mismatches and noise. Moreover, even if the real environment does not match

precisely the simulated one, the policy is still robust enough to steer the robot

towards the target successfully. The complete video of the experiments can be

found at: https://youtu.be/qXLmpTUpHMA.
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(a) Target 1 (b) Target 2 (c) Target 3

Figure 8.9: A comparison of the generated trajectories by the simulated robot in
gazebo (visualized in red) and the real robot after transferring the learned policy

(visualized in green). The target is depicted by the black circle.

8.6 Conclusions

This chapter presents a Reinforcement Learning-based path planner for navigation

in unknown environments. The planner is trained by exploiting the knowledge

stored in the occupancy grid map, built online during training using the RBPF

SLAM algorithm. However, the planner does not rely on any map except the one

used during the training phase. In particular, we use the map entropy to shape the

reward function to improve the exploration skill of the agent to escape different

local minima. By learning better exploration skills, compared to a target driven

(TD) reward function and obstacle-aware (TD+OA) reward function, the agent

trained with the proposed approach outperforms the other two not only in the

training environment, the success ratio of 96% against 64% and 76% respectively,

but also in two different unseen environments, the success ratio of 89% and 84%

against 58%, 51% and 68%, 62% respectively. Furthermore, the agent trained

with the proposed approach achieves performances comparable, if not even slightly

superior, to the ones of move base, a DWA planner that requires the map of the

environment. Eventually, the policy is robust enough to be transferred to the real

robot without further retraining.
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Chapter 9

Curiosity-driven Reinforcement Learning

Agent for Mapping Unknown Indoor

Environments

This chapter proposes a Reinforcement Learning framework for navigating, explor-

ing, and mapping unknown environments. The Reinforcement Learning agent is in

charge of selecting the commands for steering the mobile robot, while a SLAM al-

gorithm estimates the robot pose and maps the environments. The agent, to select

optimal actions, is trained to be curious about the world. This concept translates

into introducing a curiosity-driven reward function that encourages the agent to

steer the mobile robot towards unknown and unseen areas of the world and the

map. We test our approach in explorations challenges in different indoor envi-

ronments. The agent trained with the proposed reward function outperforms the

agents trained with reward functions commonly used in the literature for solving

such tasks.

This chapter includes an adaptation of:
Nicolò Botteghi, Beril Sirmacek, Rob Schulte, Mannes Poel, and Christoph Brune. Reinforcement
Learning helps SLAM: learning to build maps. International Society for Photogrammery and
Remote Sensing Congress, 2020.
Nicolò Botteghi, Rob Schulte, Beril Sirmacek, Mannes Poel, and Christoph Brune. Curiosity-
driven Reinforcement Learning Agent for Mapping Unknown Indoor Environments. International
Society for Photogrammery and Remote Sensing Congress, 2021.

The Section Background was removed as treated in Chapter 2 and 3, and the notation
adapted to be consistent with the notation introduced in this thesis.
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9.1 Introduction

When the environments are unknown, efficiently constructing the maps by se-

lecting the optimal sequence of control actions is challenging. This problem is

commonly referred to in the literature as the active SLAM problem, in which not

only pose and map are estimated, but also the control actions are chosen in order

to explore the whole environment. The simplest solution one could think of is to

rely on pre-coded navigational directives based on landmark positions and specific

features, e.g. turn left when recognizing a particular landmark such as the corner

of a room. However, coding these directives is problematic if the environment is

not known beforehand or not static. These solutions are often brittle and struggle

to adapt to environments with different topologies.

Another approach for active SLAM is the so-called frontier-based exploration

[147]. This method relies on the identification of special navigational targets,

i.e. the frontiers, sitting in-between the known and unknown regions of the map,

selecting the most promising1 one and eventually navigate to it. Once the chosen

frontier is reached, the procedure is repeated until all the frontiers are visited, and

the map is complete. This approach is suitable mainly for occupancy grid-based

maps, where each cell of the grid corresponds to a portion of the environment. Each

cell of the grid map is either classified as free, occupied, or unknown. However,

the robot’s overall path to complete the map is usually not optimal in terms of

distance travelled, even if the closest frontier is repeatedly selected.

As in the case of path planning, Reinforcement Learning-based methods can be

used to select the control commands to steer the robot for fully exploring unknown

environments such that SLAM algorithms can reconstruct their maps. However,

the problem of exploratory navigation for constructing maps is more challenging

than the navigation-to-a-target problem. Because there is not an explicit naviga-

tion target, the Reinforcement Learning agent needs to learn to explore. Defining

a suitable non-sparse reward function is not straightforward in this case.

The problem of learning to explore, in the context of Reinforcement Learning,

can be tackled by reward shaping. The goal is to reward the agent for being

curious, i.e. to choose actions that allow travelling to novel or never-visited states

of the environment. This is usually referred to in literature as curiosity-driven

1The most promising frontier can be chosen in different ways, such as the closest frontier, the
most informative one or combinations of the two objectives.
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Reinforcement Learning [148].

In this chapter, we propose a Reinforcement Learning and SLAM-based frame-

work for efficiently exploring and building maps of unknown indoor environments

based on the robot’s onboard sensory readings and the information coming from

the SLAM algorithm, such as the pose estimate and the map’s completeness. The

proposed approach is shown in Figure 9.1. In particular, we introduce a curiosity-

driven reward function dependent on the novelty of the position visited by the

robot that allows fast learning of the exploration policy and its generalisation to

untrained environments. Additionally, the proposed reward function is indepen-

dent of the type of map, either feature-based or location-based map, built using

the SLAM algorithm.
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Figure 9.1: Proposed framework combining Reinforcement Learning and SLAM.

9.2 Related Work

Reinforcement Learning has been used in active SLAM for learning optimal explo-

ration strategies for steering a mobile robot, carrying sensors, in unknown envi-

ronments, and constructing their maps. In [149], Reinforcement Learning is used

to find the most informative trajectories to reach a set of given target locations

and to consequently, improve the quality of the map. However, differently from

our work, we do not assume a known set of navigation targets, but we rely only

on onboard sensor readings and information coming from the SLAM algorithm for

steering the robot into the unknown areas of the environments.
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AReinforcement Learning-based active SLAM architecture is proposed in [150],

where an agent is trained to explore the environments in order to build their maps

by relying on raw RGB-D sensor readings, a top-view image of the map, and a

bump sensor for detecting collisions. The approach relies on expert trajectories to

initialise the agent’s policy. Differently for them, we do not rely on expert data

and high-dimensional sensory reading, but only on LiDAR. Additionally, the focus

of our work is to design a reward function that encourages exploration.

A similar architecture is proposed in [151], where a Reinforcement Learning

agent is trained on depth images and range sensory readings for navigating with-

out collisions and constructs maps of different environments. The reward function

is shaped using multiple objectives and ultimately promotes moving forward to

free space. However, this reward function has no terms related to the map cover-

age, therefore the agent is not necessarily rewarded for exploring quickly and/or

choosing short trajectories.

In [19] and [152], the authors propose a Reinforcement Learning approach for

active SLAM that relies on 2D LiDAR readings and information coming from

the SLAM algorithm to select the best steering command, out of a discrete ac-

tion space, for a mobile robot to explore different environments. While we use

similar state space definition, we employ a continuous action space for obtaining

smoother trajectories. Both approaches focus on the shape of the reward function.

Differently, in our work, we propose a new curiosity-based reward function that

drastically improves the generalisation skills of the agent.

Eventually, the authors of [153] propose a hybrid Reinforcement Learning and

frontier-based exploration framework, where the agent is not directly choosing ve-

locity commands nor trajectories for the robot, but simply selects the frontier to

visit. An A∗-based path planner is then in charge of steering the robot to the

selected frontier. Despite the success, the method reduces, only slightly, the total

traveled distance by the robot with respect to the original frontier-based explo-

ration approach [154]. In our approach, we do not rely on the explicit computation

of the frontier, which may be computationally expensive. Moreover, visiting all

the frontiers may cause longer trajectories than necessary.

All these Reinforcement Learning-based approaches rely on random noise on

the action space to explore action space and, consequently, explore the environ-

ment. We believe that is not enough for fast learning and generalisation and we

employ a curiosity-based reward function. The proposed reward function may be
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beneficial to the performance of all the mentioned approaches.

9.3 Methodology

9.3.1 Proposed approach

We aim at solving the active SLAM problem using Reinforcement Learning to

select the best actions to explore indoor environments and construct their maps.

We assume this problem to have a finite horizon, i.e. we assume the existence

of a terminal state, reachable in a finite number of steps, corresponding to the

environment being fully explored and the map is fully constructed. The Rein-

forcement Learning algorithm chosen, i.e. DDPG (see Section 3.2.2), only relies

on 80 2D-LiDAR readings, the robot’s pose estimate coming from the RBPF SLAM

algorithm, the previous action taken by the agent, the percentage of the map to

be explored and the time steps left before the end of the episode. The time steps

left and the percentage of the map left before completeness help to make the al-

gorithm aware of the terminal conditions and consequently help the performance

and stability of the learning algorithms [155]. Moreover, these two assumptions

allow us to study and tackle the problem without the need for an explicit memory

structure in the Reinforcement Learning algorithm. The state vector st at a given

time instant t is shown in Equation (9.1).

st = [zt, χ
(x,y,θ)
t , at−1, ζ

¬
t , τ

¬
t ] (9.1)

where zt corresponds to the LiDAR readings uniformly spread on a 360° range,

χ
(x,y,θ)
t to the current pose estimate, i.e. x, y-position in the Cartesian plane

and the robot’s orientation θ, at−1 to the previous action taken by the agent, ζ¬t

to the remaining map percentage before completeness and τ¬t to the time steps

left before the end of the episode. The agent’s actions are continuous linear and

angular velocity set-points that are sent and tracked by the low-level controllers

on the robot.

9.3.2 Exploration by Reward Shaping

The exploration-exploitation trade-off is one of the biggest challenges in Reinforce-

ment Learning. The agent has to explore the environment to find higher rewards,
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but its ultimate goal is to exploit and collect the highest possible rewards. Espe-

cially in all the situations in which a sparse reward function is used, improving the

policy requires a long training time.

However, it is possible to formulate curiosity-based, or intrinsic, reward func-

tions that motivate the agent to explore uncertain regions of the state space, e.g.

states that are badly predicted, accordingly to a learned forward dynamical model,

as in [148] and [128]. These approaches drastically improve the convergence of the

algorithms and can solve sequential decision making processes with very sparse

reward functions. When policies are learned through such reward functions, these

tend to explore the whole state space indiscriminately, and they do not necessarily

focus on exploring more interesting areas. This may be a limitation in vast envi-

ronments. Moreover, suppose the environment is highly stochastic or random. In

that case, the forward model can only poorly predict the next state, and conse-

quently, the reward is not informative enough to allow good exploration and fast

policy learning [156].

Alternatively, the novelty can be defined in terms of reachability, i.e. how

many steps the agent needs to reach a specific state [76]. This approach stores a

particular sub-set of novel observations and compares them with the most recent

observation of the agent to determine the novelty of such observation. In their

approach, the authors use a neural network to determine if the current observa-

tion can be reached within the k-steps from any of the stored observations and

consequently generate a reward proportional to that distance. This method shows

significant improvements in terms of convergence speed with respect to the forward

model prediction and suffers less from the problem of environment stochasticity.

We propose an adaptation of the episodic curiosity reward introduced by [76]

for improving the exploration skills of the Reinforcement Learning algorithm in

the context of active SLAM, and we investigate its effect on the generalisation

skills of the trained agent to different environment topologies. We propose a

reward function that combines a bonus when the environment is fully explored

and the map is completed, a penalty when collisions occur and an intrinsic reward

promoting exploration of unknown locations. The propose reward function, named
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Curiosity, is shown in Equation (9.2).

R(s, a) =





rmap completed, if ζt ≥ C

rcrashed, if zt ≤ zmin

rct , otherwise

(9.2)

where rmap completed is the bonus given to the agent when the percentage of map

completeness ζt is above a threshold2 C, rcrashed is a negative penalty for getting

too close, accordingly to a fixed threshold zmin, to obstacles according the current

LiDAR reading zt and rct is the curiosity term to promote exploration.

To compute the curiosity-based reward, we first define a finite-size buffer E
with cardinality E containing novel robot positions χ

(x,y)
t , estimated via the SLAM

algorithm. A position is novel if it is at least at a distance k from all the other

positions visited, with k a parameter of our algorithm. If a novel position is found

during exploration, this is added to the novelty buffer. A graphical illustration of

the curiosity reward is shown in Figure 9.2.

novel position

new novel position

k k k

novel position novel position

non-novel position

y y y
x x x

Figure 9.2: Intuitive representation of the novelty circle with radius k.

At each time step of the algorithm, the curiosity reward term is computed by

averaging the sum of the Euclidean distance between the current robot position

estimate χ
(x,y)
t and all the novel position χ

(x,y)
1...E = χ

(x,y)
1 , . . . , χ

(x,y)
E in the novelty

2Due to small mapping errors, the map is rarely completed exactly at 100%. Therefore, we
set the map-completeness threshold to 93% to prevent never reaching such a condition.
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buffer, as shown in Equation (9.3).

rct =
α

E

E∑
i=1

d(χ
(x,y)
t , χ

(x,y)
i ) (9.3)

where α is a constant scaling the novelty reward term and controlling the urgency

in reaching novel positions, M is the number of elements of the novelty buffer and

d is the Euclidean distance operator. If rct is higher than a certain threshold for a

given position χ
(x,y)
t , then this is added to the novelty buffer.

If the buffer is complete and a new novel position is found, an old element is

randomly discarded. In this way, anything that is easily reachable by the agent

becomes quickly uninteresting since no further reward can be obtained from it,

while reaching positions further away from the known positions, i.e. at least distant

k, is encouraged. This reward drives the robot to unexplored areas by taking

advantage of the pose estimate from the SLAM algorithm. Moreover, because

only the pose estimate is used, the proposed approach is independent of the map

the SLAM algorithm is constructing by making the approach suitable for different

scenarios.

Positions close to the walls are not considered novel positions since this would

encourage undesired behaviours. A benefit of this is that the agent gains a natural

tendency to select actions keeping the robot in the middle of the rooms. The

choice of k is intuitively crucial for the fast learning of the Reinforcement Learning

algorithm. If k is chosen too small, any position can, in principle, become novel and

be appended to the novelty buffer. This choice would slow down the exploration

and consequently reduce convergence speed. On the other side, if k is picked too

large, the curiosity reward term tends to disappear because novel positions may

be too difficult to reach as too distant.

The complete algorithm used for computing the curiosity reward is presented

in Algorithm 10, where the outer loop iterates over the number of episodes and

the inner loop over the number steps allowed in an episode3.

3These two loops are the standard ones for any episodic Reinforcement Learning algorithm.
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Pseudo-code 9.1: Episodic Curiosity Reward

Algorithm 10: Episodic Curiosity Reward

initialise novelty buffer E with size E ;

for episode in M do

for t in N do

rtemp = 0 ;

for i in E do

if d(χ
(x,y)
t , χi) > k then

rtemp = rtemp + d(χ
(x,y)
t , χi);

else

rtemp = 0 ;

end

end

rct = α
E rtemp

end

end

9.3.3 Neural networks architecture

In the DDPG algorithm, both the policy and value function are approximated by

neural networks. In particular, the state vector is fed to the actor network, which

is composed of three fully-connected hidden layers with ReLU activations and 512

neurons each. Eventually, the output layer has dimensionality 2 and outputs the

linear and angular velocities for the robot. To constrain the velocities to feasible

values for the robot’s actuators, we use a sigmoid and a tanh activation for the

linear and angular velocity, respectively. In this way, we constrain the robot to

move only forward, but we leave the possibility to turn left or right.

The critic network is also composed of the three fully-connected hidden layers

with ReLU activations and 512 neurons each. However, while the state vector is

fed to the first hidden layer of the network, the action is only fed into the second

layer. The output layer has linear activation and a single output, i.e. the estimated

Q-value of the input state-action pair.
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9.4 Experimental Design

9.4.1 Setup

The experiments are performed using the Robot Operating System (ROS) and

the simulation platform Gazebo. Gazebo allows simulating robots, their dynam-

ics, realistic environments and sensors. In contrast, ROS allows communication

among all the elements of the simulation platform, e.g. robot and sensors, and

the learning algorithm. Additionally, ROS allows easy integration with different

SLAM packages and the gmapping package that is used in this research.

The learning algorithm is written in Python using the Tensorflow library for the

neural networks construction and training and OpenAI-gym for the Reinforcement

Learning environment.

9.4.2 Baselines

We compare the proposed reward function, in Equation (9.3), with three different

reward functions used in literature and in Equation (9.4)-(9.6). In particular, we

focus on the learning speed of the agents trained with different reward functions,

the length and quality of the trajectory after training, the percentage of map

completed and the generalisation to untrained environments.

We first compare with a sparse reward function, named Sparse:

R(s, a) =




rmap completed, if ζt ≥ C

rcrashed, if lt ≤ lmin

0, otherwise.

(9.4)

Then, we compare with the reward function based on the map completeness

gain, named Oracle, similar to the one adopted by [150]:

R(s, a) =




rmap completed, if ζt ≥ C

rcrashed, if lt ≤ lmin

ζt − ζt−1, otherwise.

(9.5)

Moreover, we compare with a reward function based on the entropy, named
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Information-gain, similar to the one used in [19]:

R(s, a) =




rmap completed, if ζt ≥ C

rcrashed, if lt ≤ lmin

Ht −Ht−1, otherwise.

(9.6)

where Ht is the map’s entropy at time t and Ht−1 is the map’s entropy at time

t− 1.

Eventually, all the learning-based approaches are compared with the frontier-

based exploration [147].

9.4.3 Training and Testing

We are interested in studying the effect of the reward function on the performance

and generalisation skills of the agents. To do that, we train the agents in a sin-

gle environment, Env-1, and evaluate their performances on two unknown ones.

The training environments is the Env-1, shown in Figure 9.3a, while the testing

environments, Env-2 and Env-3, are shown in Figure 9.3b and 9.3c respectively.

(a) Env-1 (b) Env-2 (c) Env-3

Figure 9.3: The training environment, Env-1, and testing environments, Env-2
and Env-3 used for training and evaluating the proposed approach.

The training environment Env-1, is based on a real 65m2 apartment from the

Dutch housing website funda [157]. Mapping the whole environment provides a

significant challenge since a random policy is not enough for exploring the whole

space and construct its map efficiently. The second and the third environments,

Env-2 and Env-3, have total areas of 68.5m2 and 75m2 and they are, again,

based on real apartments from [157]. These two environments are only used for

testing the generalisation capabilities of the trained agents, and no policy-learning

is performed here.
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The proposed approach is independent of the chosen mapping algorithm. How-

ever, in our experiments, we employ the RBPF SLAM algorithm [139] with occu-

pancy grid-based map, which is discussed in Chapter 8, Section 8.2.1.

We train each agent for the same amount of episodes on environment Env-

1 by employing two different training strategies. Firstly, the robot position, at

the beginning of each episode, is kept the same for the whole training process4.

Secondly, at the beginning of each episode, the robot is randomly spawned in one

of four possible starting positions. The parameters used in our experiments are

shown in Table 9.1.

RL and SLAM parameters Value

optimiser ADAM
actor learning rate 10−3

critic learning rate 10−4

discount factor γ 0.99
batch size 64

replay buffer size 106

novelty threshold k 1.8m
grid cell size 5 cm×5 cm

occupancy threshold 0.60
LiDAR max. range 10m
LiDAR min. range 0.2m

Table 9.1: Parameters of the experiments.

After training, each agent is tested in the unseen a priori environment Env-

2 and Env-3, and the map completeness and the trajectory length and quality

are recorded. For each testing environment, four different starting positions are

selected, and three experiments per position are performed.

9.5 Results and Discussions

9.5.1 Training Results

The map-completeness5, and the numbers of actions per episode of the different

agents during training are presented in Figure 9.4a and 9.4b. When only a single

4The chosen starting position is a point in the middle of the bottom-left room of environment
Env-1.

5Because we are employing different reward functions, the reward values obtained by the
agents are different. Therefore, we compare the training performances based on how fast the
map is completed.
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fixed starting position for the robot is chosen in each training episode, the agent

trained with the curiosity-driven reward function outperforms the other in terms of

map-completeness rate, by quickly converging after ∼ 150 episodes, and numbers

of actions compared to the other agents. The proposed curiosity-based reward

function quickly motivates the agent to choose actions that can steer the robot to

unseen locations of the environment, as far as possible from the known ones.

On the other side, when the robot is spawned at different starting locations, the

agent trained with the information-gain reward function, in Equation (9.6) and

the one trained with the map-completeness reward function, in Equation (9.5),

achieve performance comparable to the curiosity, if not even slightly superior, to

the proposed curiosity-based reward function in terms of map-completeness over

training. These two methods benefit the most from the random initialisation of

the robot’s position. However, when we analyse the number of actions taken in

each training episode, the proposed reward function reduces the actions taken at

a higher rate than the other reward functions. In this context, the sparse reward

function, in Equation (9.4), without a memory structure, e.g. a recurrent policy

network, does not converge to a good solution in the time span of 400 episodes.

9.5.2 Generalisation Results

We test how well the planners trained in environment Env-1 perform in the unseen

a priori environment Env-2 and Env-3. Additionally, we compare the learning-

based planners with frontier-based exploration. In Table 9.2, the generalisation re-

sults in environment Env-2 and the ones related to environment Env-3 are shown,

where we compare the planners by recording the average map-completeness and

trajectory length in twelve different runs for each planner with four possible start-

ing positions. The trajectories for all the runs are shown in Figure 9.5 and Figure

9.6 for the testing in environment Env-2 and Env-3 respectively.

Compared to the other agents, the one trained with the proposed reward

function achieves the highest map-completeness in both environments and travels

smoother and shorter paths than the others. It is worth mentioning that when

trained with the Sparse and Oracle reward functions, the agent never and rarely,

respectively, completes the maps, and they show a circling behaviour on the spot

with low velocity. Because we fix the maximum number of actions in an episode

to 500, the distance travelled by such planners is low.
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Figure 9.4: The training results in Env-1 when the robot starts each training
episode in the same position, Figure 9.4a and 9.4b, and when its pose is randomly
selected, Figure 9.4c and 9.4d. The Sparse corresponds to the sparse reward
function, the Oracle to the map-completeness reward function, the Information-
gain to the entropy based reward function and Curiosity to the proposed reward
function.

approach map-completeness % traj.length (m)
(mean ± std) (mean ± std)

Env-2 Sparse 55.86± 17.44 11.86± 3.35
Oracle 65.28± 18.53 15.89± 4.4

Information-gain 93.48± 8.94 24.31± 5.87
Curiosity 99.09± 0.65 17.65± 5.14
Frontier 98.45± 0.366 15.68± 3.6

Env-3 Sparse 37.08± 7.88 10.7± 2.25
Oracle 66.83± 11.29 18.87± 10.33

Information-gain 88.03± 6.54 18.78± 4.04
Curiosity 92.58± 6.69 25.23± 7.93
Frontier 99.15± 0.29 25.38± 4.08

Table 9.2: generalisation results in the untrained environment Env-2 and Env-3.

The curiosity-driven agent achieves performances comparable to the frontier

based explorations in terms of average map completeness and trajectory length.
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Figure 9.5: Evaluation of the trajectories of the agents trained with the different
reward functions in the environment Env-2.
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Figure 9.6: Evaluation of the trajectories of the agents trained with the different
reward functions in the environment Env-3.

However, it is worth mentioning that the proposed planner has higher computa-

tional efficiency than the frontier, where more operations have to be performed at

each time step, such as detecting the frontiers, choosing one accordingly to a pre-

determined criterium, and navigating to the frontiers without collisions. A short

video of our experiments can be found at: https://youtu.be/QPlEpUeg9h0.

9.6 Conclusions

The key element of the success of the approach is to transform the problem of

exploration of unknown environments into the problem of visiting novel locations

of the world and the map. This result is achieved by shaping the reward function

used to train the Reinforcement Learning agent to encourage its curiosity into

unseen locations and, consequently, features. The Reinforcement Learning agent,
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trained with the proposed curiosity-driven reward function, outperforms in terms

of generalisation to untrained environments, map-completeness, and trajectory

length and smoothness, the agents trained with commonly used reward functions

for such tasks. The proposed approach achieves performance comparable to the

frontier-based exploration method but with a lower computation cost. Moreover,

the approach is not limited to occupancy-grid maps but can cope with any map

representation and SLAM algorithm. This is because the algorithm for training

and testing only requires the robot’s pose estimate and the completeness of the

map.
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IV

Conclusions and Discussions





Chapter 10

Conclusions

Not all those who wander are lost.

J.R.R. Tolkien - The Fellowship of the Ring

In this thesis, we have broadly studied robotics Deep Reinforcement Learning

with different forms of prior knowledge.

We have efficiently and effectively combined the power of Reinforcement Learn-

ing, Deep Learning and prior knowledge. We have proposed several approaches

for dealing with the different aspects of Reinforcement Learning, such as state

representation learning, the joint learning of state and action representation, the

hierarchical decomposition of the actions, and reward shaping.

We have chosen the general yet crucial autonomous mobile robot naviga-

tion and exploration problems as the application domain. Here, the Reinforce-

ment Learning agent acts as the high-level controller that drives the mobile robot

through unknown environments by only relying on its on board sensory readings.

Because learning optimal policies directly on the real robot is infeasible due to the

fragility of the hardware and the long training times required, we have used virtual

simulators using approximated mathematical models of the world. Therefore, we

have sought optimal solutions that can bridge the simulation-to-reality gap.

203
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10.1 The Answers

Firstly, we have studied approaches for learning meaningful representations of the

unknown state space of the environment. In this thesis, we chose the road of

unsupervised learning methods, i.e. without the need for labelled data, which

makes the problem more challenging but more general and applicable, as labelled

data may not always be available or easy to obtain. However, we incorporate prior

knowledge into the state representation learning step. This challenge has led to

the following question and its consequent answer:

� How can one learn state representations by incorporating prior knowledge of

the environment?

By introducing prior knowledge into the loss functions, through the shaping

of their kernels, using knowledge of the world (e.g. physics), reward prop-

erties, and underlying structures of continuous action spaces, to guide the

learning of the meaningful state features and regularise the learned state

space1.

Secondly, we have studied the problem of jointly learning state and action rep-

resentations using the MDP homomorphism metrics to guarantee that the optimal

solution of the learned abstract MDP is the optimal solution of the original MDP.

This research has led to the following question and its answer:

� How can one jointly learn state and action representations by integrating

prior knowledge of state and action space?

By assuming an underlying low-dimensional structure of state and action

spaces, it is possible to transform a high-dimensional MDP into a low-

dimensional MDP by learning the mappings from observation space to latent

state space and from action space to latent action space with neural networks

in a self-supervised fashion. The optimal solution of the abstract MDP is

sample efficient to find and more robust to disturbances, such as unseen

beforehand features, and optimal for the original MDP2.

Thirdly, we have studied the problem of learning action abstractions under the

umbrella of Hierarchical Reinforcement Learning by defining the policy hierarchy

1The support to this answer is presented in Chapter 4 and 5.
2The support to this answer is presented in Chapter 6.
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using prior knowledge and leaving enough freedom to learn generic and general-

isable policies given the fixed hierarchy. We study this problem for the complex

snake-like pipe inspection robot PIRATE. These studies have led to the following

question and its answer:

� How can one learn optimal policies by exploiting prior knowledge of the prob-

lem structures?

By decomposing the policies using our knowledge of the problem, we can

exploit problem structures, and by learning from scratches the policies, we

can improve generalisation, flexibility, and learning efficiency of the overall

behaviour3.

Finally, we have studied the problem of reward shaping. Shaping reward func-

tions is one of the most studied problems in Reinforcement Learning as crucial

means for learning efficiency. Here, we have studied this problem in combination

with SLAM algorithms for navigation and exploration. We have shaped the re-

ward functions using the knowledge stored in the maps of the environments. For

autonomous navigation purposes, we have shaped the reward function using infor-

mation about obstacles in the map to reduce collisions and the map’s entropy to

reduce uncertainties and escape navigation minima. For autonomous exploration,

instead, we shape the reward function based on the novelty of the position vis-
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entropy, and novelty of the robot’s pose in the reward function, we can
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the learned policy4.

By studying all these different aspects of Reinforcement Learning, namely,

state, observation, and action spaces and reward function, we can answer the

main research question of this thesis:

3The support to this answer is presented in Chapter 7.
4The support to this answer is presented in Chapter 8 and 9.
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What is “good” prior knowledge for robotics Reinforcement Learning for a) im-

proving generalisation, b) sample efficiency, and c) robustness of the learned be-

haviours?

Good knowledge for robotics Reinforcement Learning is the prior knowledge of

the environment or the task that guides the agent to learn better representations

and policies without constraining its learning. We refer to this prior knowledge as

loose prior knowledge. This concept concretely translates into:

⇒ Shaping loss functions based on properties of the underlying state space (e.g.

physical knowledge) when learning state representations (Chapter 4 and 5).

⇒ Enforcing low-dimensionality of latent state and action spaces (Chapter 6).

⇒ Exploiting actions hierarchies when learning complex policies (Chapter 7).

⇒ Shaping reward functions based on known properties of the environment and

the task (Chapter 8 and 9).

10.1.1 The Implications

In Part I, we discussed the general Reinforcement Learning framework [1] (see

Figure 10.1a), widely applicable to sequential decision making process. Through-

out these studies, we have found out that such a scheme for end-to-end learning

can be further improved to increase sample efficiency, generalisation, exploitation

of problem structures, and accommodation of prior knowledge5. Therefore, we

proposed an adaptation of the classical Reinforcement Learning scheme proposed

in [1] to account for all these elements. This scheme is shown in Figure 10.1b.

Learned representations6 are the key elements of this framework. The scheme

combines sample-efficient learning of a low-dimensional state representation7, us-

ing a neural network φ, with an action abstraction9, learned using a neural network

δ, and with reward shaping, either through prior knowledge or coming from the

5The latter is crucial for robotics Reinforcement Learning.
6Such as the representation learned by the observation encoder φ and the action decoder δ in

Figure 10.1b.
7Throughout this thesis, we have focused on neural networks for modelling policies, value

functions8, state and action representations, but in principle, any other method for function
approximation could be used.

9Any action abstraction approach is suitable for the framework (either learned or set by prior
knowledge such as a hierarchical decomposition).



206 10.1. THE ANSWERS

What is “good” prior knowledge for robotics Reinforcement Learning for a) im-

proving generalisation, b) sample efficiency, and c) robustness of the learned be-

haviours?

Good knowledge for robotics Reinforcement Learning is the prior knowledge of

the environment or the task that guides the agent to learn better representations

and policies without constraining its learning. We refer to this prior knowledge as

loose prior knowledge. This concept concretely translates into:

⇒ Shaping loss functions based on properties of the underlying state space (e.g.

physical knowledge) when learning state representations (Chapter 4 and 5).

⇒ Enforcing low-dimensionality of latent state and action spaces (Chapter 6).

⇒ Exploiting actions hierarchies when learning complex policies (Chapter 7).

⇒ Shaping reward functions based on known properties of the environment and

the task (Chapter 8 and 9).

10.1.1 The Implications

In Part I, we discussed the general Reinforcement Learning framework [1] (see

Figure 10.1a), widely applicable to sequential decision making process. Through-

out these studies, we have found out that such a scheme for end-to-end learning

can be further improved to increase sample efficiency, generalisation, exploitation

of problem structures, and accommodation of prior knowledge5. Therefore, we

proposed an adaptation of the classical Reinforcement Learning scheme proposed

in [1] to account for all these elements. This scheme is shown in Figure 10.1b.

Learned representations6 are the key elements of this framework. The scheme

combines sample-efficient learning of a low-dimensional state representation7, us-

ing a neural network φ, with an action abstraction9, learned using a neural network

δ, and with reward shaping, either through prior knowledge or coming from the

5The latter is crucial for robotics Reinforcement Learning.
6Such as the representation learned by the observation encoder φ and the action decoder δ in

Figure 10.1b.
7Throughout this thesis, we have focused on neural networks for modelling policies, value

functions8, state and action representations, but in principle, any other method for function
approximation could be used.

9Any action abstraction approach is suitable for the framework (either learned or set by prior
knowledge such as a hierarchical decomposition).

CHAPTER 10. CONCLUSIONS 207

observation 
Ot

Ot+1

action 
At    

reward 
Rt

Agent  

Environment  

(a) Classical Reinforcement Learning framework.

Q̂

observation 
Ot

Ot+1

action 
At    

reward 
Rt

Agent  

Environment  

πϕ δ

intrinsic reward  
Rt,i

state representation 
̂st

abstract action 
aa

t

(b) Proposed robotics Deep Reinforcement Learning
framework.

Figure 10.1: Robotics Reinforcement learning.

learned representation10. This framework can potentially solve all the curses of

robotics Reinforcement Learning presented in Chapter 3, Section 3.4.

10The learned representations can be used to define curiosity-driven, intrinsic reward functions
that can improve the exploration and the learning efficiency of the algorithms.
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Discussions

Good research finds new answers, great research finds new questions.
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11.1 Robotics Deep Reinforcement Learning

In our journey towards autonomous robots, we have chosen the road of learn-

ing behaviours by interacting with the world using the Reinforcement Learning

paradigm. This learning approach does not usually require prior knowledge to

find optimal solutions but requires huge amounts of data (and patience). While

sample efficiency may not be a limiting factor in some contexts, this is a severe

drawback of robotics in which robots need to interact with the real world. The cost

of real-world samples is usually too high1 and the interaction is simply time inef-

ficient2. To overcome this issue, we have chosen to rely on virtual simulators and

physical engines that depend on mathematical models of the world. Simulators

allow safe and efficient learning3. However, it is not straightforward to transfer

what learned in the simulation to the real world due to the so-called simulation-to-

reality gap. This problem gets more severe and evident whenever the task grows in

complexity and uncertainties, for example, when the agent uses high-dimensional

observations, e.g. camera images, to learn the optimal policy. Visual features

are challenging to model in the simulated environment, e.g. due to shadows and

light reflections. Therefore, the policies learned on those features are difficult to

transfer to the real world.

In the context of robotics Deep Reinforcement Learning, one could then think

of (over)constraining the problems by adding and heavily relying on prior knowl-

edge. However, while prior knowledge is always available for simple tasks, it is not

realistic to think we can always know and pre-code optimal solutions beforehand.

Moreover, these constraints limit the power of Deep Reinforcement Learning and

function approximators, such as neural networks. Neural networks can represent

any function, and Deep Reinforcement Learning algorithms can learn any policy

in principle. However, there are no guarantees that the optimal solution or repre-

sentation can be found at all. It is clear that for sample efficient regimes, such as

the ones sought in robotics Reinforcement Learning, the prior knowledge, guiding

the learner, plays an important role.

Learning representations of the data is the key element for the success of Deep

Learning algorithms. When such a concept is brought into the Reinforcement

1Robots can break and wear, and they are usually composed of expensive hardware.
2Real-world experiments cannot be sped up and countless hours are needed.
3Simulators replace real-world interaction and can simulated reality several times faster than

real-time.
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Learning world, we usually speak of state, or action, representation learning. In-

stead of directly learning a policy from high-dimensional observations, it is possible

first to learn an explicit (low-dimensional) representation of the (input) data and

consequently feed such a representation to the Reinforcement Learning agent to

learn the optimal policy. Good representations, when learned, allow great ro-

bustness, generalisation and transferability of the learned policies. Representa-

tions are crucial for reducing the simulation-to-reality gap introduced by the use

of virtual simulators. Again, any representation of the input data can be learned

through a neural network. However, not every representation is meaningful for the

agent. This problem is even more acute in unsupervised learning settings, where

it is not straightforward to learn meaningful representations without any form of

supervision. In the context of unsupervised state representation learning, prior

knowledge can be used to guide the learning of the representation by enforcing the

regularisation of the learned space. Another advantage of using (low-dimensional)

representations is that the problems suddenly become more interpretable and un-

derstandable.

11.2 The New Questions

Based on our discoveries, many new questions have arisen for the future. In this

section, we try to concisely summarise the most relevant ones for the future of

Robotics Reinforcement Learning:

• Generalisation to unseen situations and meta-learning → we cannot simply

keep adding data to our dataset.

• Efficient exploration → we cannot solve challenging problems with random

exploration.

• Unifying model-free and model-based Reinforcement Learning → we need

extreme sample efficiency for solving complex problems.

• Scaling to real-world problems → we need to close the gap between current

Reinforcement Learning applications and real-world applications.
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11.2.1 Generalisation to Unseen Situations andMeta-learning

The meta-learning paradigm, often referred to as the learning to learn paradigm,

focuses on the learning of new skills for quick adaptation and better generalisa-

tion to different environments with limited, or no, extra data. In the context of

meta-Reinforcement Learning, this typically translates into the learning of poli-

cies that can generalise across different tasks and environments without complete

retraining from scratches. While policy generalisation is of crucial importance for

Reinforcement Learning agents, meta-learning ideas could and should be brought

to all the other elements of the agent (see Figure 10.1), namely the state and action

representations, but also, in principle, rewards.

For example, in the context of state representation learning, we showed, in

Chapter 4 and Chapter 5, that the agent can efficiently learn a representation for

a single environment, in which each wall has a different colour, and consequently

the optimal policy using such a representation. If now, after the training of the

representation and policy in a specific environment, we would change the colours,

or the position, or the shape of the wall, the agent is prone to fail, even when

the optimal policy is the same. Analogous examples can be found for action

representations and policies decomposition. It is clear that for further progressing,

learning not only general-purposes policies but also generic and adaptable state

and action representations is crucial to retain sample efficiency and robustness,

and to further improve generalisation across tasks and environments. Therefore,

we have formulated a new research question to tackle such a challenge:

� What is the role of meta-learning for the problem of state and action repre-

sentations learning in Reinforcement Learning?

Learned Priors

In Chapter 4 and 5, we introduced the problem of unsupervised state represen-

tation learning using the robotics priors. The priors are means to incorporate

prior physical knowledge into the loss functions for learning state representations.

However, priors may not always be available, nor easy to hand-craft in the form

of loss functions4, nor the same across different tasks or environments. In order to

seek generalisation, it is interesting to investigate the possibility of learning such

4Loss functions based on complex physical laws may have a complex structure and many
coefficients to tune.
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loss functions using first choosing their parametrisation and then learning such

parameters, given the data from the environments. These learned priors can then

be used to learn the state representation. This interesting research direction leads

to:

� To what extend one can learn the priors of the world into the form of loss

functions, and consequently learn generalisable state representations based

on the learned priors?

11.2.2 Efficient Exploration

Exploring better and more efficiently is still one of the big open problems of Deep

Reinforcement Learning and one of the major limiting factors for solving complex

problems. The method for collecting samples influences not only the learning of

policies and value functions but also the learning of the state and action repre-

sentations by creating biases in the data. In the latter case, the assumption of

having a set of randomly collected samples is often employed. This assumption is,

however, very restrictive in many complex scenarios.

Intrinsic reward functions, promoting an agent’s curiosity towards the un-

known and exploratory behaviours, play an important role in efficient Reinforce-

ment Learning. All these approaches use low-dimensional representations of the

observation to identify what is unpredictable or unseen beforehand5. However, it

is not clear what their contribution and applicability is when we explicitly learn

a state representation independently of the policy learning, and we train both

models from scratches.

� To what extent one can learn representations to learn better policies and

policies to learn better representation?

� What is the role of intrinsic rewards in this context?

11.2.3 Unifying Model-free and Model-based Reinforcement

Learning

In this thesis, we chose to focus mainly on model-free algorithms and to rely upon

simulators of the world to minimise the need for real-world interaction, which is

5Representations play a significant role also for exploring better and more efficiently.
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expensive, time consuming, and often infeasible. An exciting direction for future

work6 is one of combining model-free and model-based Reinforcement Learning to

exploit the best of both worlds, i.e. high sample efficiency, intelligent exploration,

and fast convergence. However, this road is hindered by the difficulties in learning

valid models of the underlying MDPs, or POMDPs, in the samples collection

approach and the generalisation of such models and policies to new tasks and

environments. Advances in representation learning, meta-learning and intrinsic

rewards play a crucial role in this framework.

� To what extend one can unify model-fee and model-based Reinforcement

Learning?

11.2.4 Scaling to Real-world Problems

Even in light of recent progress, complete Reinforcement Learning-based solutions

to real-world robotics problems still seem far ahead into the future, due to the

limited sample efficiency of the algorithms, and the consequent requirement of

more and more data, the limited amount of real-world interaction, and the limited

accuracy of virtual simulators. This issue is even more critical in the case of partial

observability, which is common in real-world problems. Even if huge amounts of

data are available, it is difficult to think that by only increasing the neural networks

capacity and depth, we would be able to solve every problem.

Solutions proposing hybrid approaches7, combining learning-based with prior

knowledge, often have better performances than pure learning-based approaches.

This is especially important in robotics Deep Reinforcement Learning, where we

want to limit the interaction with the real-world, and, consequently, we have lim-

ited numbers of samples available. However, the use of prior knowledge has to

be dealt with carefully! The world is continuously changing and efficient agents

have to be able to adapt to changes over their whole life time8. Prior knowledge

cannot cover all the changes, can constrain solutions too much and limit their

adaptability, and cannot solve problems we do not have yet solutions for. These

are the reasons for using learning algorithms, but, when available, in combination

6This is a consequence of the studies done in Chapter 6.
7For example, combining Reinforcement Learning and SLAM algorithm for mobile robot

navigation and exploration problems.
8The branch of machine learning studying the problem of life-long learning is called continual

learning.
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with loose prior knowledge9.

11.3 Final Thoughts

In this thesis, we investigated the problems of Reinforcement Learning in robotics

and how prior knowledge can be incorporated and exploited in the different aspects

of Reinforcement Learning, such as state representation, action representation, and

shaping of reward functions. What we learned here can be used to make further

progress in robotics Reinforcement Learning and, hopefully, to inspire and help

researchers at the beginning of their journey in this exciting research field. Our

thesis ends here, but our research, interests, and efforts in this field will not.

To conclude, we want to leave the reader with a final question for personal

reflection on the future of intelligent and autonomous robotics:

� Is not (reinforcement) learning the road to take?

9The concept of loose prior knowledge is discussed in Chapter 10.
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Equivalence Between Intermediate Policy and La-

tent Policy

Given the relation between the intermediate policy πi and the latent policy π̄1:

πi(a|s̄) :=
∫

δ−1
d (a)

π̄(ā|s̄)dā (A.1)

We can express the performance measure of the intermediate policy with as:

Jπi(θθθπ̄, θθθδd) =
∑
s̄∈S̄

d0(s̄)V
πi(s̄)

=
∑
s̄∈S̄

d0(s̄)
∑
a∈A

∫

δ−1
d (a)

π̄(ā | s̄)Qπi(s̄, a)dā
(A.2)

If we now take the gradient of the performance measure of the intermediate

policy, we obtain:

∇θθθπ̄
Jπi

(θθθπ̄, θθθδd) = ∇θθθπ̄


∑
s̄∈S̄

d0(s̄)
∑
a∈A

∫

δ−1
d (a)

π̄(ā | s̄)Qπi(s̄, a)de


 (A.3)

Using the policy gradient theorem [1] for the intermediate policy πi, we can

rewrite Equation (A.3) as:

∇θθθπ̄
Jπi

(θθθπ̄, θθθδd) =

∞∑
t=0

E

[∑
a∈A

γtQπi(S̄t, a)∇θθθπ̄

(∫

δ−1
d (a)

π̄
(
ā | S̄t

)
dā

)]

=
∞∑
t=0

E

[∑
a∈A

γt

∫

δ−1
d (a)

∇θθθπ̄

(
π̄
(
ā | S̄t

))
Qπi(S̄t, a)dā

]

=

∞∑
t=0

E

[∑
a∈A

γt

∫

δ−1
d (a)

π̄
(
ā | S̄t

)
∇θθθπ̄

ln
(
π̄
(
ā | S̄t

))
Qπi(S̄t, a)dā

]

(A.4)

Because latent actions are deterministically mapped to actions, Qπi(S̄t, a) =

1The proof is adapted from [90]
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ā | S̄t

)
∇θθθπ̄

ln
(
π̄
(
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]

(A.4)

Because latent actions are deterministically mapped to actions, Qπi(S̄t, a) =

1The proof is adapted from [90]

APPENDIX A. PROOF OF PROPOSITION 2 235

Qπ̄(S̄t, ā). Thus:

∇θθθπ̄
Jπi

(θθθπ̄, θθθδd) =
∞∑
t=0

E

[
γt

∑
a∈A

∫

δ−1
d (a)

π̄
(
ā | S̄t

)
∇θθθπ̄

ln
(
π̄
(
ā | S̄t

))
Qπi

(
S̄t, ā

)
dā

]

(A.5)

Eventually, the summation over a and the integral over δd(a) can by replace

by the integral over the domain of the latent action space ā. Therefore:

∇θθθπ̄
Jπi

(θθθπ̄, θθθδd) =

∞∑
t=0

E
[
γt

∫

ā

π̄
(
ā | S̄t

)
∇θθθπ̄

ln
(
π̄
(
ā | S̄t

))
Qπ̄

(
S̄t, ā

)
dā

]

=
∞∑
t=0

E
[
γt

∫

ā

Qπ̄
(
S̄t, ā

)
∇θθθπ̄

π̄
(
ā | S̄t

)
dā

]

= ∇θθθπ̄
Jπ̄(θθθπ̄)

(A.6)
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State and Action Representation Learned in a Grid-

world

The learned action representation and the latent transitions in the 6× 6 maze are

shown in Figure B.1.

1.0 0.5 0.0 0.5 1.0

1.0

0.5

0.0

0.5

1.0

0.0

0.5

1.0

1.5

2.0

2.5

3.0

D
e
c
o
d
e
d
 
a
c
t
i
o
n
s

(a) Maze 6× 6, latent actions
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Figure B.1: First two principal components of the learned action space Ā and the
∆T̄ in the 6× 6 grid-worlds in Figure 6.8a.

The learned representations in the 6× 6 grid-world are shown in Figure B.2.
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∆T̄ in the 6× 6 grid-worlds in Figure 6.8a.
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Figure B.2: First two principal components of the learned state representations
of the 6 × 6 grid-world in Figure 6.8a. The color of the state predictions is done
accordingly to the reward function in Equation (6.13).
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