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Abstract

This paper presents a TINA-based services platform
for deploying and provisioning of services, especially
services supporting dynamic communication processes
between individuals, such as required for distributed
teamwork. The paper gives an overview of the platform
architecture, and discusses two topics in more detail:
(1) the Distributed Software Component (DSC)
framework, which considerably facilitates the
development of components from which the platform is
built, and (2) some specific components of the
platform, which play a crucial role in service
management and deployment. In addition, a brief
evaluation of CORBA (Common Object Request
Broker Architecture) ORBs (Object Request Broker) is
given, based on the experience of using CORBA as the
underlying distributed processing environment for the
platform.

1. Introduction

Application demands are continuously evolving,
particularly in the area of distributed teamwork with
multimedia communication requirements. The
introduction of services that can support applications
should keep pace with the evolvement of application
demands. This requires a services platform, which
supports cost-effective development, deployment and
provisioning of manageable and customizable services
for multi-player (open) environments.

The MESH (Multimedia services on the Electronic
Super Highway) project was set up (in December
1996) to design, implement and demonstrate a
platform that could fulfil these requirements. It built
further on the results (ATM network technology,
proprietary service and network control, CSCW
services) of a predecessor project, Platinum [8, 11],
and it applied the principles, concepts and
architectures developed by TINA-C. Within MESH,
the Platinum services were validated through a number
of pilots, and the TINA business, service, and

computational models were adopted with minor
modifications for the MESH platform  [4]. The MESH
project was carried out by a Dutch consortium of
industries, research institutes and end-users. The major
partners involved in the development of the MESH
platform were Lucent Technologies, CTIT (Centre for
Telematics and Information Technology), Telematics
Institute and KPN Research.

This paper focuses on the discussion of two results
of the MESH project: (1) the Distributed Software
Component (DSC) framework, which is a
generalization and implementation of the TINA
computational object model, and (2) some components
of the MESH platform for supporting service
management and deployment, which comply with the
TINA service architecture and were developed using
the DSC framework. A part of the work on the DCS
framework has been done after the successful
conclusion (in November 1998) of the MESH project,
as a preparation to a follow-up project.

The remaining of this paper is organized as follows:
• Section 2 describes how the TINA architecture was

influenced by the MESH platform architecture.
• Section 3 describes the DSC framework, the

development environment it provides, how it is
used within the MESH project, and the extensions
that are considered within a follow-up project. At
the end of this section we also deliver a brief report
on the ORBs that we evaluated and share
experience about the particular implementation that
we use in MESH.

• Section 4 focuses on the service provisioning and
deployment (i.e., how arbitrary telecommunication
services can be selected and launched). We explain
how the subscription and service information
management is done in MESH. We will zoom in on
the subscription service that is used to configure
the user subscription profile for MESH, and the
service deployment service through which new
services can seamlessly be introduced into the
platform.
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• Section 5 contains some of our visions about the
future research and implementation that will be
carried out in the follow-up projects of MESH.

• Section 6 summarizes the conclusions about the
value of the achievements we have reached.

2. TINA influence on the MESH
architecture

The MESH platform is based on the
Telecommunications Information Networking
Architecture (TINA). This section briefly describes the
TINA architecture and its influence on the MESH
platform. A more extensive description of the MESH
platform can be found in [13].

The TINA architecture is modeled as a set of
collaborating components using the Reference Model
for Open Distributed Processing (RM-ODP) [3]. RM-
ODP was a joint effort by the ISO and ITU-T to
develop a coordinating framework for the
standardization of open distributed processing (ODP).
RM-ODP aims to achieve portability between
heterogeneous platforms, interworking between ODP
systems, and distribution transparency, i.e. hide the
consequences of distribution from both the application
programmer and user.

Figure 1 shows the relation between the RM-ODP
concepts. Within RM-ODP five viewpoints are
defined, namely the enterprise, information,
computational, engineering, and technology viewpoint.
The first three viewpoints can be applied on the
application; the technology and engineering
viewpoints are concerned with the infrastructure [9].
Also, the engineering viewpoint supports various
distribution transparencies. Distribution transparencies
are introduced to facilitate the computational modeler.

Technology viewpoint

Engineering viewpoint

Computational viewpoint

Information viewpoint

Enterprise viewpoint

FunctionsDistribution transparencies

Figure 1. ODP viewpoints, distribution
transparencies, and functions

TINA concentrates on the enterprise, information
and computational viewpoints. The TINA enterprise
model is presented in [1]. In this model various roles
are identified that interact based on contract profiles.
Typically, contract profiles state services that may be

executed, an agreed QoS-level, a security context and
process, etc. The roles important for the MESH
platform are service user, service subscriber, service
provider, and network provider.

The TINA architecture documents [10, 7] mainly
specify the information and computational viewpoints.
Together, the TINA architecture consists of four
distinct levels with information and computational
objects: access level, service level, communication
level, and connectivity level (see Figure 2).

2.1 Access session level

In the TINA architecture, all interactions between a
user and a provider are executed within the context of
a session. The architecture distinguishes between an
access session and a service session. The access
session is used for the authentication of the user and
the establishment of the terminal configuration used
during a service session. After the access session is
successfully completed, the user can start a service
session in which he can select one or multiple services
to use.

2.2 Service session level

At service level of the architecture, single or
multiparty service sessions can be controlled and
manipulated and stream bindings for continuous data
streams can be set up to communicate with
participating parties.
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Figure 2. MESH architecture overview

2.3 Communication session level

The components within the communication level
manage the communication network and control the
communication sessions. A communication session
provides a service-oriented view on the stream
bindings between the participants of the session.
Typically, the service session specifies a stream
binding to be set up between parties in terms of QoS
(quality of service) parameters and abstract medium
descriptions. The communication session encapsulates
the details involved with the process of matching the
terminal specific communication characteristics (such
as codecs, audio and video capabilities, etc.) upon the
requested QoS.

2.4 Connectivity level

The connectivity level manages the connectivity
network and controls the connectivity sessions. The
connectivity session hides the network technology
related details from the communication session and the
service session. An example of a connectivity detail is
whether a network supports unidirectional of bi-
directional connections. The communication session
models stream flow connections always as
unidirectional, while the connectivity session can
support multiple stream flow connections using only
one network flow connection depending on the
network capabilities. One connectivity session may
span multiple connectivity networks, provided special
resources that map connectivity details between
different connectivity networks are available. The
communication session is not aware of this.

3. The distributed software component
framework

The DSC framework [2] has been developed within
the MESH project with the goal to accelerate the
design and implementation of the MESH platform.
Frameworks have been described as a technology for
reifying proven software designs and implementations
in order to improve the quality of software [6]. The
DSC framework is a generalization and
implementation of the TINA computational object
model. CORBA (Common Object Request Broker
Architecture) was used as the underlying Distributed
Processing Environment (DPE) and the
implementation was done using the Java programming
language. The DSC framework is a concrete part of the
platform and can be seen as the infrastructure that
allows components to interact and collaborate.

An important benefit of the component model is
that it provides a higher level of abstraction compared
to the object model and that it enables flexible
software construction by combining and connecting

individual components. The goal is to create a
repository of multi-usable components that can be used
for component-based software development. Software
development then becomes the selection, adaptation,
and composition of components.

During the implementation of the MESH platform,
the use of this framework has resulted in a significant
productivity increase. The framework provides many
lower level services, which allows developers to focus
on high level tasks and responsibilities of the
numerous TINA service components from which the
MESH platform is built.

The following sub-sections discuss the features of
the DSC in more detail, the DSC development
environment, and experience with ORBs we have
used.

3.1 Distributed Software Components

Just as in the ODP model, components in the DSC
framework have one or more operational interfaces,
which allow access to the services the components
offer. In the DSC framework all operational interfaces
inherit operations from a common i_Operational
interface. In addition, each DSC must also provide a
single i_Component interface. This interface acts as
the root access point to the component, giving the
component a unique identity and through which
references to other interfaces can be obtained.

A client component, which wishes to use the
services of another component, must first obtain a
reference to the other component’s i_Component
interface. In the DSC framework, clients may obtain
i_Component interface references through the
CORBA naming service. Once the i_Component
interface reference is obtained, other operational
interface references can be retrieved using the
getOperational() operation.

The operational interfaces provide the service
specific operations implemented by a component. In
the TINA computational object model, a component
may have several operational interfaces, where each
operational interface is a group of closely related
operations. This allows different clients to have a
different perspective of a component. For example, a
component might support interfaces supporting
management services as well as interfaces supporting
control services.

Figure 3 shows a UML diagram of a component as
it is seen in the DSC framework, including the
mandatory i_Component interface and two
operational interfaces: i_A and i_B.
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Figure 3. i_Component and i_Operational
interfaces.

To fit into the framework, each component must
support a set of common services. These services are
available through the i_Component and the
i_Operational interfaces. The i_Component
interface provides a standard interface for common
services such as:
• property services, with operations to read and

define properties,
• component life cycle services, with operations

such as create, delete, suspend, and resume,
• configuration services, which provide operations

to support dynamic construction of compound
components,

• debugging services, with which all invocations on
an interface can be monitored.

In general, a property is an attribute of a component
or interface, which can be used to provide detailed
information about the component. A property has a
name, type, and value. Within the DSC framework
properties can have a component-wide scope or a
scope which is limited to an operational interface that
contains the property. Component-wide properties are
accessed through the i_Component interface.
Properties can be used as configuration variables, for
example to specify engineering attributes such as
concurrency policies, interface names, event
generation, component composition, etc.

All components the ability to be notified of or to
subscribe to events. For this reason each component
has a standard property named EventList, which
contains the list of events that can be generated by the
component. A client can register with the component
as observer for specified events. Clients can also list
the events in which they show interest in their
properties.

3.1.1 Compound components

To fit into the framework, each component must
support a set of common features. Components in the

DSC framework are the basic building blocks from
which complex systems can be constructed.
Compound components are constructed by aggregated
sub-components (arbitrary levels of nesting are
possible). Non-compound components form a unit of
distribution. They can operate on any physical node
within the network provided it is accessible through
the DPE. The distributed components can be located
through a naming server or through a reference hold
within other components.

A compound component is, from an external point
of view, similar to single component, i.e. presenting of
operational interfaces, properties, etc. One of the main
strengths of the DSC framework is the ability to
dynamically create such compound components. This
feature allows the dynamic construction of complex
components from simpler ones and stimulates the
reuse of basic building blocks.

component 1

i_A

i_B

i_Component

component 2

i_AA

i_BBi_BB

exported interface

i_Component

i_Operational

i_Operational

Figure 4. Compound component.

Compound (top-level) components present a single
i_Component interface and a single identity to the
external world. The i_Component interface is
provided by the top-level component. Client
components obtain operational interface references for
any of the sub-components through the i_Component
interface of the top-level component. The top-level
component also defines which properties, interfaces, or
events from sub-components are exported and visible
at the compound level. Figure 4 shows an example of a
compound component containing a single sub-
component.

Compound components are dynamically created or
destroyed through operations provided by the
i_Component interface of the top-level component.
These operations in the i_Component interface are (in
OMG IDL notation):

void addComponent(
 in i_Component c
);
void removeComponent(
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 in i_Component c
);
void exportOperational(
 in i_Component c,
 in string type
);

A compound component maintains a list of sub-
components. The operation addComponent() will
add the given sub-component reference to this list and
the operation removeComponent() will remove its
reference from the list. The operation
exportOperational() will add the given interface
to a list of externally visible interfaces, which is also
maintained by the compound component. Both these
lists are available as properties and can be queried
clients.

3.1.2 Component container

Each component in the DSC framework belongs to
a component container. The container is a specialized
compound component, which provides the run time
context in which components operate. In our
implementation, the run time context includes the Java
virtual machine and the Object Request Broker (ORB).
The container also controls concurrency policies, for
example creating a thread pool of configurable size to
allow concurrent access to the components within the
container. The container always has at least one
operational interface, i_Container (see Figure 5).
This interface is accessible by all components within
the container. The container component allows new
components dynamically to be added or removed. The
i_Container interface provides an operation to
create a new component instance of a given type
within the container.

3.1.3 Component downloading

To be able to create a new component instance, all
necessary byte codes (in case of Java) must be
available on the local machine. In our implementation
component byte codes are packaged and distributed in
the jar (Java archive) format. To create a new
component, the container will first examine a local
component repository for the availability of the
requested component and subsequently, if the
component is present, instantiate the component from
this repository if present. If the component is not
present in the local repository, the container will
contact the service provider and request all missing
component packages to be downloaded into the local
repository.

container

component

i_Container

i_A

i_B

i_Component

i_Component

i_Operational

i_Operational

Figure 5. Component container.

After the download is completed the components
can be instantiated. This process is completely
transparent to the end user. The download process
must take place within a secure context in which a
trusted relationship exists between the end user and the
service provider from which the components are
downloaded.

3.1.4 Component specification language

A component specification language can be used to
specify components. It can specify the initial topology
of compound components and list per sub-component
which of its interfaces are exported to the compound
component. The specification includes properties and
events that can be accepted or that fired from an
interface or component. Interfaces can be specified to
be dynamic, in which case a new object instance is
created per getOperational() request, or static in
which case a single object instance is associated with
the interface. Interfaces operations are not specified in
the component specification language; they are
specified separately in OMG IDL.

The following code is an example of the component
specification language. It specifies a compound
component named myComponent, which contains a
sub-component mySubComponent, which exports a
single interface, anExportedInterface. The named
component MyComponent further includes one
operational interface, i_interface1. This interface
accepts an event named myEvent of type short. The
component itself can also fire and accept one event.
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component myComponent {
  contains mySubcomponent {
    anExportedInterface
  }
  interface i_interface1 {
    accepts myEvent as short
  }
  accepts acceptedEvent as string
  fires firedEvent as octet
}

The component specification, combined with
interface IDL specifications, is used to generate source
code implementation templates, which a developer
must further complete.

3.2 Component development environment

Figure 6 shows the component development
process. During component development three
separate stages can be identified: (1) specification of
interfaces and events in OMG IDL, (2) specification of
components in the component specification language,
and (3) implementing the components behavior in any
language for which there exists IDL bindings. Note
that we used Java as an implementation language.

IDL
files

Component
spec. file

 Skeleton
Generation

Component
Skeleton files

Compiler

Component jar files

Developer modifies

ComponentComponent
repositoryrepository

(1) (2)

(3)

Figure 6. Component development process.

During the first stage all required and supported
(both static and dynamic) interfaces and all emitted
and accepted event types are specified in OMG IDL.

During the second stage, the component
specification language is used. Basically, it relates
interfaces and event types together to form a
component. In addition, information about component
composition, interfaces imported from sub-
components, properties and incoming and outgoing
events can be specified. A component skeleton
generation tool is developed, which processes OMG
IDL files together with component specification files
to generate a set of implementation skeleton files. The
generated Java files contain code to start the static
interfaces, to encapsulate components, export static
interfaces, and to set the specified properties. Also,

implementation skeletons, code needed to map events
to JavaBean events, and intermediate debug source is
generated per interface. All generated and modified
files are compiled using a Java compiler and the
resulting classes are collected in a jar file. A generated
jar file contains all required classes and resources
needed at run-time. Furthermore, some scripts are
generated to relieve the burden of managing the
CLASSPATH environment variable and to ensure that
eventually all Java class files are packed into the jar
file.

The last stage consists of implementing and testing
the behavior of the components. Except for the
previously generated scripts, implementation
skeletons, and debugging facilities, this stage is not
further automated. The debugging facilities can be
optionally activated per interface. They can be used to
gradually monitor all invocations on an interface or to
trace a sequence of invocations on subsequent
interfaces. The latter information can be graphically
presented. It is especially useful to verify the dynamic
behavior of the components with the message
sequence diagrams found in the design documents.

3.3 Evaluation of ORBs

During the first phase of the MESH project, it was
decided to use the Orbix C++ ORB. The developers
community was experienced in C++ and it was felt that
this would reduce the learning curve associated with
OMG technology. At that time, Orbix had a strong
market presence and many people were using Orbix
products to their satisfaction.

Soon, the project members decided to use the Java
language instead of C++. At that time Java was a rapid
emerging technology that promised rapid prototyping
through the vast number of emerging and publicly
available APIs. Also, Java’s integrated garbage
collector contributed to the rapid prototype experience.
As a result we had to choose an ORB that supported
Java binding; we decided to use OrbixWeb.

As the DSC framework matured and, consequently,
our experience with OrbixWeb grew, we found that we
had to rely on OrbixWeb-specific features to get the
job done. For example, generation of message
sequence diagrams and interface monitoring rely on
OrbixWeb Filters.

Meanwhile, the OMG Portable Object Adapter and
the OMG Interceptor specifications emerged. By the
end of 1998, it was decided that the DSC framework
should be able to support different ORBs. Currently,
we are working on support for VisiBroker (offered by
Inprise) and Orbacus (offered by Object Oriented
Concepts). The first goal is to have components
running on the vendor’s ORB interworking. In the near
future we foresee, as ORBs and specifications further
mature, component interworking between different
ORBs.
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4. Service provisioning and deployment

In MESH, a service is the capability of an entity
(the server) to perform, upon request of another entity
(the client), an act that can be perceived and exploited
by the client [5]. To build a platform that successfully
delivers services to a client, we have to take into
account  several aspects, in particular, service
availability and platform extensibility.

In MESH, availability of services to a user is
decided during the access session, when the user
authentication is performed and terminal
configurations are established, or when the user creates
his user record for the first time. The system is then
able to decide which services can be provided to this
user, depending on user supplied information such as
preferences, affiliations to a subscriber/domain,
permissions, terminal configuration, etc.

The services form the merchandise that service
providers offer to their clients. Considering the TINA
business model and the market versatility and
dynamics, it is very important to support extensibility
in the service platform, i.e. introducing new entities of
functionality. A clear, formal and straightforward
process of building and deploying new services, for
example by third parties, will greatly contribute  to the
success of a services platform. One major feature of
the TINA architecture that helps dealing with the
extensibility problem is the separation between generic
and specific service functionality. While the generic
part achieves compatibility of a service to the platform
and provides generic interfaces, the specific part
handles the new and specific functionality that the
service offers to the client.

The MESH platform required extensive design and
implementation effort in the area of service
provisioning. The following subsections focuses on
two particular parts of the MESH platform that we are
going to use as examples of application of the DSC
framework. At the same time we illustrate how
subscription and service information is managed and
how new services are being introduced dynamically as
a part of the lifecycle of the MESH platform.

4.1 Subscription and service information
management

The MESH platform, being user driven and service
centered, maintains a complex information model
regarding subscription information (e.g., users,
terminals, network assignment points) and service
information (e.g. service descriptions, service
contracts, etc.) This information model is depicted on
Figure 7 and is a simplified version of the information
model suggested by TINA in [14].

NAP Terminal

Subscriber

SAE

SAG

1..*1..*

SAGServiceProfile

Service
1..*0..* 1..*0..*

SubscriptionProfile
0..*0..*

0..*0..*

+describes

+contract

+restricts

ServiceContract

1..*1..*

User

Figure 7. UML class diagram representing the
subscription information model.

The most top-level entity in the subscription system
is the subscription assignment entity (SAE), which
specializes into user, network assignment point and
terminal. In this paper we restrict our scope only to
users. Several SAEs are grouped into subscription
assignment group (SAG), through which they can
share a common SAG service profile. The SAGs are
grouped into subscribers or domains, which are
allowed to contract services through service contracts.
The service contract contains information about the
association between a subscriber and a service. It
contains a subscription profile, which can be used as a
default service profile to all members of the particular
subscriber and represents a service configuration for
the particular subscriber. The service contract also
contains one or more of SAG service profiles that
specify restrictions on the service configuration for
members of SAGs.

The management of this information model is
concentrated in the subscription management core
component (SUB).

The SUB is implemented with compliance to the
DSC framework and makes use of its features, such as
dynamic aggregation of sub-components into a
compound component, containment, interface
exporting and bean packaging.

The SUB is contacted by the other MESH
components mainly during the access session, when
subscription and service information is retrieved to
assist proper authentication, user profile management,
service description, service contract lookup, etc.
During the service session, the TINA service factory
component [10] that is responsible for the service
components creation uses information from SUB to
retrieve information about a particular service and
locate its components.
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4.1.1 Internal decomposition

The SUB is a compound component that provides
interfaces to manage the subscription and service
information model for the whole set of services in the
service provider domain as defined in [10]. It contains
three types of sub-components: subscription
coordinator (SCoo), service contract manager (SCM)
and subscriber manager (SubM). The SCM and the
SubM are compound components themselves that
contain service contract object (SCO) components and
subscriber objects (SubO), respectively. The internal
structure (Figure 8) of the subscription component is
consistent with the information model. Several classes
of the class diagram of the subscription information
model map to types of sub-components in the internal
decomposition of the SUB. SubO sub-components
correspond to instances of the Subscriber class, SCMs
are instances of the Service class, and SCOs are
instantiations of the ServiceContract class.

SUB

Subscriber
Manager

Subscriber
Object

Subscription
Coordinator

Service
Contract
Manager

Service
Contract
Object

Figure 8. The internal structure of the
subscription component.

The SCoo sub-component is responsible for the
management of the other sub-components as well as
being a main control point for the functionality of the
whole SUB. It coordinates the subscriber management
and the service contract management. The SCoo also
implements interfaces that are exported outside the
SUB and through which other components can initiate
interaction with the SUB, i.e. create new subscribers,
contract services to a subscriber, list services, etc. The
SCoo uses the SubM sub-component for managing the
subscribers and the SCM sub-components to manage
the service contracts.

The SubM sub-component is responsible for the
management of a pool of SubO sub-components - one
per subscriber - that implement interfaces for
managing users, and subscription assignment groups
within a subscriber.

There is one instance of a SCM sub-component per
service in the provider domain. A SCM is responsible
for managing a pool of SCO sub-components, one per
subscriber, contracted to the particular service. Each

SCO implements interfaces for manipulating service
contracts and service profiles.

4.1.2 Database system independence

The SUB maintains a complex information model,
but it also provides persistence of this model. This is
achieved by using a database management system
(DBMS) to store component and object state.

The functionality for the database connectivity has
been implemented in a separate software component
called database management component (DMC). This
approach ensures independence of the SUB from a
particular database management system (DBMS) and
furthermore allows distribution of the workload (e.g.
the database management component can be run on a
dedicated machine). In the DMC we used the Java
database connectivity (JDBC) API to connect to a
DBMS and retrieve/store data in a generic way
through SQL statements. The DMC component is
implemented as a DSC software component.

The principal user of the DMC is the SUB
component (Figure 9).

SUB DMC
DBMS

The DMC contacts
the undelying

DBMS through the
JDBC interface

The SUB retrieves
subscription

related information
through the
database

management
component

Figure 9. Relation between the SUB and the
DMC component.

4.2 Subscription service

After the client software has been installed and
started on the user’s system, the user can start an
access session with the service provider, using
anonymous identification. Then, the user is able to run
a service that allows him to create a unique
identification and personal user profile. This
functionality is available through the subscription
service.

The subscription service complies with the generic
scheme of a service that is defined in TINA and
implemented in MESH. It consists of service generic
part and service specific part. The service specific part
contains functionality and a graphic user interface
(GUI) that allows the user to create a new user profile
in case of anonymous access or to edit the user profile
in case of named access to the MESH system. The
service specific part of the subscription service
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contacts the SUB component through its interfaces to
perform the necessary manipulations on the
subscription information model, such as creating a user
profile and activating new services that will become
immediately available to the user afterwards.

Figure 10 depicts the use cases of the two
operational modes of the subscription service.

User
Subscribe

+Anonymous

Edit User Profile

+Authentication Subscription

Service

Figure 10. The subscription service can be
activated in two operational modes.

The GUI of the subscription service is organized in
a wizard-like manner that guides the user step by step
through the subscription process.

The so designed and implemented subscription
service allows flexible introduction to the system.
Anonymous users can announce themselves to the
system, and then as named users can configure their
user profiles for use of particular services. The
functionality that alters their user information is in the
SUB component, which runs in the context of the
protected provider domain. The latter contributes to
the overall security of the system.

4.3 Service deployment service

As we have already mentioned, service
provisioning is not enough for the success of a services
platform. Such platforms should also provide means of
extensibility, e.g. development and deployment of new
services.

 The MESH platform (Release 2) supports
development of new services that can extend the
MESH platform. Based on the DSC framework,
special development tools have been implemented to
assist the developer during the service implementation
process. These tools will effectively create the service
generic parts of the service as well as templates for the
service specific parts, based on a set of component
specification files and IDL interfaces that the
developer has provided.

The services are implemented compliant with the
DSC framework. Several key features from the DSC
framework are essentially used during the service
deployment. The Java bean packaging makes the
binary code for the services to be most effectively
packed and compressed for wire transmission and

platform independence. Services based on the DSC
framework can be compound components. This way
the service functionality can be distributed in several
sub-components, which can be run over several
physical nodes if necessary.

Another aspect of the platform extensibility is the
actual deployment of the new service in the system.
Deployment should not have the following undesirable
effects:
• The system has to be shutdown every time a new

service is introduced.
• New services become incompatible with old

services or a clash between new and old versions
of the same service occurs.

In MESH, a special service deployment service has
been developed, which avoids these effects by
handling all necessary actions for dynamically
deploying a service.

The service deployment service has a broader
functionality than this, making it somewhat an
administration service for the MESH system, but we
will focus here on the particular service deployment
features.

Figure 11 depicts the use cases that describe a
deployment of a new service on the MESH system.

Service Developer
Deliver Service

System

Administrator

Service Deployment
Service (SDS)

New Service

Deploy Service

Figure 11. How a new service is deployed on the
MESH system.

The main actors in the deployment are the service
developer, the new service, the system administrator
and the service deployment service (SDS).

The service developer develops a new service using
the MESH DSC framework. The new service is
packaged and prepared for delivery by the service
developer. The service developer then delivers the new
service to the service provider.

The system administrator takes the new service and
uses the SDS to deploy the new service on the MESH
system. The new service is then immediately available
for usage by all clients that have rights/permissions to
use it.

The role of the system administrator can be fully
automated, but this is not a preferred solution
considering possible security complications coming
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from introducing potentially dangerous new services.
Thus it has been decided that a special user takes the
system administrator role. An appropriate graphical
user interface is offered to the administrator by the
service deployment service to assist during the
deployment process (see Figure 12).

Figure 12 The graphical user interface of the
service deployment service.

The SDS performs several actions during the
process of the platform extension with a new service.
Firstly, the binaries of the new service are transferred
to the master repository of the MESH system.
Secondly, the SDS updates the subscription and
service information for the new service by contacting
the subscription management component (SUB) and
creating an entry for the new service, creating service
profiles and contracting the service to
subscribers/domains. After this is done, all the users
that have permissions to use this service will be able to
use it.

There are several invisible processes that occur
when a user decides to start a service session with a
new service for the first time. The underlying
framework will detect that the service binaries that are
meant for the client are not present in the local
repository of the system and these will be downloaded
automatically from the master repository in the
provider. From then on the new service is not
unknown to the client software anymore and a service
session is started.

The straightforward service development process,
aided by the tools that have been developed in the
DSC framework and particularly for the service
development process, greatly improves the value of the
MESH platform. Third party developers can easily
extend the system, inserting new functional blocks
without compromising integrity.

The service deployment service provides the
functionality to alter the content of the service and
subscription information model, again through the
interfaces of the SUB, that runs in the secure context
of the provider domain. The human operator
(administrator) factor has been used for additional
control over the security aspects of the new platform
extension.

5. Future work

There are still a lot of open topics that have not
been cleared out and implemented in MESH. For
example, the problem for full or partial automatic
service deployment is a very complex problem that
will involve security issues, package signing and
authenticity verification schemes, version control and
many others. These problems will be tackled in the
follow-up projects – FRIENDS and AMIDST.

5.1 FRIENDS

The FRIENDS (FRamework for Integrated
Engineering and Deployment of Services) project aims
at delivering an architecture and a software platform,
which implements this architecture to support the
complete life cycle from development, exploitation
and usage of on-line services. The world of on-line
services is an ever-changing landscape where new
types of services emerge at a fast paste. New services
will pose new requirements to the platform. An
important design goal for the FRIENDS platform is to
anticipate the need for changes and extensions beyond
its original design. Hence, we seek a highly modular
approach, which allows such changes and extensions
to be made easily.

In addition, the platform seeks to shorten the time
interval between the specification of a new service and
its market introduction and actual use by end-users.
This too demands a highly modular approach where
new services can be created by combining and
adapting existing parts rather then developing new
services from scratch.

The FRIENDS project started in January 1999 and
has a duration of 2 years. The project partners are
Lucent Technologies, KPN Research, the Dutch
Telematic Institute, the Dutch National Organization
for Applied Scientific Research (TNO), and the Centre
for Telematics and Information (CTIT).

5.2 AMIDST

The AMIDST (Application of Middleware in
Services for Telematics) project aims at developing a
‘next generation’ middleware that exploits component
and agent technology to support dynamic service
composition and service provisioning for nomadic
computing. This project makes use of the knowledge
regarding TINA and component-oriented development
built up in the MESH project. AMIDST combines the
TINA approach with other (e.g., agent-based)
approaches in order to solve the difficult problems of
service, QoS and resource management for nomadic
application and wireless network environments.

The AMIDST work has been inspired by the
following vision:

• users will be increasingly nomadic, requiring
support for freely roaming both in the physical
world and information world,
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• there will be a multitude of service types, resource
types, and different QoS and price levels, which
have to be supported in a multiplayer (open)
environment,

• users will not be ICT experts and therefore need
simple access to personalized services provided by
an increasingly complex infrastructure,

• users will have dynamic application demands,
which should be supported by dynamic online
service creation and composition capabilities.
The AMIDST project started in July 1998 and has a

duration of 4.5 years. More information on the project
can be found in [15].

6. Conclusions

We have introduced and implemented the DSC
framework, which supports a component oriented view
of system design. It can be used to implement a TINA
computational object or computational object group.
The DSC framework provides a common collaboration
model supporting distribution transparency. The single
control interface hides the internal composition and
provides a standard common access point to
properties, events, and supported operational
interfaces. The ability to encapsulate components
within compound components provides specialization
of components through composition. Component
composition can even be done at run-time.

Components provide a high abstraction level,
allowing system architects to concentrate on system
level aspects rather than be concerned with low-level
details. We have shown that such a framework
provides a powerful technique to create distributed
communications architectures [12].

In our experience, the TINA architecture is
complex, extensive, and still immature. Several TINA
reference points are incomplete and others are not yet
specified, such as the LNFed and CSLN reference
points. However, during the design and
implementation efforts it proved to be conceptually
sound. In our opinion, the TINA access and service
levels are the most mature [12].

The DSC framework and support tools have played
a significant role in the implementation of the MESH
platform. It has accelerated the implementation process
through template generation and by providing a
comprehensive runtime environment which offers
many common services such as software downloading,
dynamic component composition, component
configuration, and distribution transparencies. It also
accelerated the testing and debugging process through
automated generation of test components and runtime
diagnostic services such as interface analysis and call
flow analysis.

Future work will expand the implementation of the
MESH platform in the following areas:
• large scale deployment with scalability, load

balancing and fault tolerance,

• accounting and billing services,
• service creation through component composition

and specialization with graphical software tool
support,

• new services for electronic commerce, medical
and educational sectors,

• service, QoS and resource management for
nomadic application and wireless network
environments.

A subscription service has been designed and
implemented that allows flexible introduction to the
system. Anonymous users can announce themselves to
the system, and then as named users can configure
their user profiles for use of particular services. The
functionality that alters their user information is in the
SUB component, which runs in the context of the
protected provider domain. The latter contributes to
the overall security of the system.

The straightforward service development process,
aided by the tools that have been developed in the
DSC framework and particularly for the service
development process, greatly improves the value of the
MESH platform. Third party developers can easily
extend the system, inserting new functional blocks
without compromising integrity.

The service deployment service provides the
functionality to alter the content of the service and
subscription information model, again through the
interfaces of the SUB that runs in the secure context of
the provider domain. The human operator
(administrator) factor has been used for additional
control over the security aspects of the new platform
extension.
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