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This thesis focuses on the automatic                              
image analysis of transperineal ultrasound                    
data. 2D, 3D and 4D transperineal ultrasound are         
used to investigate female pelvic floor problems. These 
problems have a high prevalence, but the understanding 
of pelvic floor (dys)function is still limited. The full potential 
of transperineal ultrasound analysis of the pelvic floor is 
limited by the fact that this analysis is still done manually; 
Making it time-consuming and observer dependent. This 
hinders both the research into understanding transperineal 
ultrasound and the clinical use of transperineal ultrasound. 
To overcome these problems we use automatic image an-
alysis in this thesis to ease the use of transperineal ultra-
sound in clinical practice and broaden our understanding 
of the pelvic floor mechanics.
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1. Automatische beeldanalyse van transperineale echobeelden is een belangrijke stap
voor het beter begrijpen van bekkenbodem problemen bij vrouwen - Dit proefschrift

2. De relatief eenvoudige analyse van het vlak van minimaal hiatale dimensies in een
3D transperineaal echobeeld kan met een paar eenvoudige stappen geautomatiseerd
worden aangeboden in de kliniek. - Dit proefschrift

3. Binnen de urogynecology zou beeldvorming een prominentere rol moeten krijgen in
de diagnositiek. - Dit proefschrift

4. Het is aan te raden om unsupervised learning toe te passen op grote (ongelabelde)
beelddatasets om zo inzichten te krijgen die voor de mens niet direct te zien zijn. -
Dit proefschrift

5. Bij prestatiebeoordeling binnen de universiteit ligt er te veel nadruk op meetbare
onderzoeksparameters, zoals publicatie productiviteit en citatiescores in plaats van
op grondigheid en kwaliteit. - Uitgewerkt in hoofdstuk 10

6. Zowel individuele als institutionele bezinning op het voornoemde thema is nodig om
waarheidsvinding als prioriteit te behouden in het dagelijks werk van een weten-
schapper. - Uitgewerkt in hoofdstuk 10

7. We moeten accepteren dat niet alle prestaties binnen de universiteit kwantificeer-
baar zijn. - Uitgewerkt in hoofdstuk 10

8. Het opleiden van promovendi tot volwaardige wetenschappers vereist van de begelei-
ders dat ze zich niet alleen inhoudelijk bezig houden met het onderzoek, maar dat
ze ook tijd nemen om de wetenschappelijke ethische dilemma’s te bespreken. -
Uitgewerkt in hoofdstuk 10

9. “Take the universe and grind it down to the finest powder and sieve
it through the finest sieve and then show me one atom of justice, one
molecule of mercy” - Death in The Hogfather door Terry Pratchett
De wetenschap is puur beschrijvend, zij zal nooit de waardes voor menselijk han-
delen kunnen definiëren.

10. In de samenleving focussen we veel op incidenten. Om deze te voorkomen worden
nieuwe regels opgesteld. Hierdoor verbureaucratiseerd de samenleving verder en
raken grote beleidslijnen ondergesneeuwd. Als samenleving moeten we accepteren
dat we niet alles kunnen vastleggen in regelgeving.
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Chapter 1

Introduction

In life, we like the support of our friends and family and we are aware of this
support. However, we hardly think about one of our biggest supports: the pelvic floor
muscles that keep our pelvic organs in place. It is only when this support fails that
we start noticing it was there all the time. As a society, it is beneficial if we start
paying more attention to the pelvic floor muscles, to broaden our understanding
of their (dis-)function. This potentially will help preventing and curing pelvic
floor problems. Although, both men and women can experience pelvic floor failure,
this problem mainly affects women. Therefore, this thesis discusses new ways to
automatically analyse female pelvic floor ultrasound data, allowing the study of
large patient populations, which will help in broadening our understanding of pelvic
floor (dis-)function. The first chapter of this thesis provides an introduction into
the pelvic floor (problems) and how they are studied. The chapter finalizes with
presenting the research goals that will be addressed in this thesis.

1.1 Anatomy of the pelvic floor

The female pelvic floor muscles, or levator ani muscles (LAM), are positioned in
the lower part of the pelvis [2], as visualized in Figure 1.1. They consists of the
puborectal (PRM), the illiococcygeal (ICM) and the puboviceral (PVM) muscle,
the latter has two distinct parts: the puboperineal (PPM) and puboanal muscle
(PAM). The muscles are attached to the pelvic bone, pubic symphysis, and together
they surround the urogenital hiatus (UH), which contains the urethra, vagina and
rectum.

The separate LAM parts have different attachments points and different orien-
tations [1–3]. They therefore play different roles in the pelvic floor. For example
the PRM is a sling surrounding the UH, therefore its role is to close the UH. This is
important for fecal continence, since it holds stool and, when relaxed, stool is able
to pass. It also keeps the anterior and posterior vaginal wall pressed together, which
prevents pelvic floor organs from ’falling’ through the vagina [2], i.e. preventing
pelvic organ prolapse. Other muscles, like the PVM and the ICM, are important
for lifting the pelvic floor. This is important since in upright position the pelvic
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Figure 1.1: The pelvic floor muscles, levator ani muscles, seen from below. The
gray transparent structure is the pelvic bone (pubic symphysis (PS)), to which
the puborectalis (PRM) and puboviceralis muscle (consisting out puboperinealis
muscle (PPM) and the puboanalis muscle (PAM)) are attached. The illiococcygeus
muscle (ICM) is attached to the coccyx. The external anal sphincter (EAS) and
the arcus tendinous levator ani (ATLA) are shown as well [1].

floor has to compensate the gravitational forces acting on the abdominal and pelvic
organs [2].

During delivery a baby passes through the LAM, causing the pelvic floor
muscles to stretch up-to three times their original length [4,5]. Since these muscles
have a cross-sectional area of less than 1 cm2 [6], they can easily be traumatized
during labor. This is the main reason why one-fifth to one-third of all women will
experience pelvic floor problems like pelvic organ prolapse and urinary or fecal
incontinence during their life [7–12], mostly after menopause [13].

Since mostly (multi) parous women are affected by these problems, it seems
that there is a clear mechanical problem caused by too much stress being applied to
the muscles during vaginal delivery. However, women who had a cesarean section
are also at a higher risk of experiencing these aforementioned problems [14] and
even nulliparous women still may experience complications [14]. Furthermore, the
LAM seem to recover to some extend after vaginal delivery [15], but problems can
(re-)emerge again after menopause [13]. Studies suggest that pregnancy causes
changes to the pelvic floor muscles [16–18]. However, why and how these changes
affect muscle functionality during and after pregnancy is not fully understood.

Pelvic floor problems are mostly diagnosed in clinical practice by physical
examination and standardized questionnaires [19]. Although this provides accurate
diagnostic input, necessary to determine a treatment path, it is difficult to determine
if the LAM are still in tact and functioning. Imaging of the pelvic floor might
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Figure 1.2: The acquistion of a 3D/4D transperineal ultrasound [20].

be beneficial to better examine the state of the LAM. Transperineal ultrasound
(TPUS) is one of the imaging modalities used to study the pelvic floor and is used
throughout this thesis.

1.2 Transperineal ultrasound

From the around 1980, ultrasound plays a growing prominent role for imaging in
the (uro-)gynecology [21]. TPUS is acquired by placing the ultrasound probe on
the perineum, as can be seen in Figure 1.2. It is easy to study the position and
movement of the pelvic floor organs, on 2D TPUS. However, studying the LAM
is hard, since 2D TPUS can only be acquired perpendicular to most of the LAM
subdivisions, visualizing only a small cross-section of most muscles. When the
probe is placed in line with the LAM, the visualization is blocked by the PS, since
ultrasound is mostly reflected on the bone-tissue interface. Therefore it was only
when 3D TPUS was introduced by the end of the last millennium [22], that it
became possible to properly study the LAM using ultrasound.

3D TPUS allowed, 2D analysis on cross-sections, of the ultrasound volume, that
are more in line with the orientation of the LAM [22]. The most used cross-section
is the slice of minimal hiatal dimensions (SMHD), Figure 1.3. This slice is manually
selected by estimating the plane that creates the smallest cross-section of the UH.
Since the PRM is the muscle closing the UH, it creates an cross-section in line
with the muscle fibers of the PRM. Therefore it can be used to analyse PRM
and examine whether or not the PRM is damaged, providing insights for clinical
decision making [23].

Not long after the introduction of 3D TPUS, it became possible to scan multiple
volumes within a few seconds (4D TPUS). This advancement made TPUS suitable
to visualize muscle functionality in vivo. Most women can contract their LAM
voluntarily, which closes the UH and lifts the pelvic floor organs if the LAM are
functioning properly. The LAM can also be stretched by performing a Valsalva
maneuver [24], which is a forced expiratory effort against a closed airway, raising
the abdominal pressure. If the LAM are functioning properly, they will be able
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Figure 1.3: Example of a transperineal ultrasound slice of minimal hiatal dimensions,
showing the pubic symphysis (purple), urethra (blue),vagina (green), rectum
(orange) and levator ani muscle group (red).

to compensate these forces resulting from this increase in pressure and keep the
pelvic organs in place. 4D TPUS helps studying LAM behavior in both the muscle
contraction and stretching case.

The LAM appear bright on TPUS, this can be surprising since muscle fibers
appear black on ultrasound, which makes most healthy muscles to appear on
ultrasound as mostly black with some white spots [25]. These white spots are
caused by the extra cellular matrix of the muscle fibers which does reflect ultrasound.
However, the LAM collagen concentration (one of the main component of the extra
cellular matrix) is much higher (9-11%) than that of the average muscle (< 3%) [6],
making them appear brighter than the surrounding tissue, as can be seen in
Figure 1.3.

1.2.1 MRI and endovaginal ultrasound

Other imaging modalities exist besides TPUS that can be used to visualize the
pelvic floor, which all have their distinguished advantages and disadvantages:
The first visualization modality is magnetic resonance imaging (MRI), which has
excellent soft-tissue visualization properties and its image quality is considered
superior to the more noisy appearance of ultrasound. Due to this advantage, the
separate LAM subdivisions were already successfully identified about 15 years
ago [26]. However, acquiring an MRI is expensive and time consuming, making it
not widely available for diagnosis.

The second imaging technique suitable for visualizing the pelvic floor is 3D
endovaginal ultrasound (EVUS). With EVUS an elongated probe is placed inside the
vagina, which makes a 360◦ scan from its surroundings also creating an ultrasound
volume. EVUS has the most of the same (dis-)advantages as TPUS compared
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to MRI. However, the image quality is better than TPUS, since the tissues of
interest are closer the scanning frequency of EVUS is much higher resulting in
a better resolution. Therefore the appearance of the LAM subdivisions was also
already successfully identified on EVUS around 10 years ago [27]. TPUS allows for
functional analysis like strain measurements [28,29]. Since there is a probe in the
vagina, in case of EVUS, the possibility of functional analysis is literally blocked,
since muscle contraction is blocked.

TPUS potentially is a goldmine full of information about the pelvic floor muscles.
Unfortunately, even though 3D and 4D data is available, the usually measured
parameters are limited to measuring length, width and area of the urogenital
hiatus (hiatal dimensions) and the PRM and mean echogenicity of the PRM
(MEP) [28,30–32]. Here the volumetric and time component are mostly ignored
and therefore we do not fully benefit from the full potential of TPUS, which also
limits the use of TPUS in clinical practice.

1.3 Motivation and research goals

The fact that pelvic floor problems are common in the female population and
understanding of these problems is still limited is addressed by DeLancey [33], in
2005, in his editorial. Here, he envisioned the joining of multiple disciplines to
better understand pelvic floor problems. By joining forces, he hypothesized, the
following two goals could be reached by 2025: 25% treatment improvement and
25% prevention of pelvic floor problems. In 2017 [34] DeLancey gave an overview of
the research advancements thus far, insights had been gained due to bio-mechanical
analysis of the pelvic floor. However, he had to conclude that this had not yet let
to any measurable improvement in both prevention and treatment.

Several causes for this can be identified from, seven years of personal experience
of working as an engineer in the field of uro-gynecology and from literature. Firstly,
although imaging techniques like TPUS are used in the field of urogynecology, they
are not recommended by the Dutch uro-gynecology society as standard clinical
practice [19], due to lack of evidence for their effectiveness. It is argued that
most evidence is provided by only one research group. This may create a vicious
circle: by not using the imaging modalities like TPUS, no evidence is created, thus
reinforcing the idea that no evidence exists. Also little experience is gained on
understanding what can be seen on these images.

Secondly, although pelvic floor problems can have a large negative impact on
the quality of life [35], they are not life threatening. Also, most women do not
feel comfortable talking about these complications. Therefore, these complaints
mostly go unnoticed in general society [36]. Thus, understanding and solving these
problems is mostly done by uro-gynecologists, who are aware of these problems
from their experience in clinical practice. However, they are not fully aware of the
advancements in other fields, for example medical image analysis. On the other
hand, investigators in other fields that might help speed up the research into pelvic
floor problems are largely unaware of the impact and prevalence of these problems.

Finally, although bio-mechanical analysis is performed in recent years [34], this
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is mainly based on manually labeled imaging data (mostly MRI) of a single or a
few women and thus does not generalize well to the total population. TPUS is the
ideal tool to collect large datasets and validate bio-mechanical simulations with in
vivo functional measurements of the LAM. In order to process these large datasets
to obtain functional information it is essential to automate the analysis.

1.3.1 GYNIUS

The GYNIUS (GYNecological Imaging using 3D UltraSound) project was started
with the goal to bridge the gap between uro-gynecology and other research fields and
to commence solving a few of the aforementioned problems. The project consists
of three pillars that work together to speed up the analysis and understanding of
pelvic floor problems. First, there is the clinical pillar based in the UMC Utrecht,
where the TPUS data acquisition and defining relevant clinical research questions
are the focal points. Second, an automatic image analysis pillar is situated at the
University of Twente, focused on developing methods for the automatic analysis of
TPUS data, to extend our understanding of the pelvic floor problems and to ease
the study of large patient populations. The third pillar, formed by the Radboudumc
Nijmegen, is focused on ultrasonic strain analysis to enable in vivo bio-mechanical
analysis of the LAM.

1.3.2 Automatic analysis of transperineal ultrasound images

The focus of this thesis is on the research goals of the second pillar. The main
goal is to investigate how automatic image analysis can be developed to ease the
use of TPUS in clinical practice and broaden our understanding of the pelvic floor
bio-mechanics.

The research path towards this main goal can be split into three goals. As
mentioned earlier, the use of even the 2D TPUS analysis is limited in clinical practice,
although research shows that this data already provides valuable information that
adds value to clinical decision making [37]. However, the process of selecting and
segmenting the SMHD and thus obtaining relevant clinical parameters is time
consuming. In order to ease the use of TPUS in clinical practice the first goal is
automating the current 2D TPUS measurement of minimal hiatal dimension.

The second goal works towards strain measurements of the LAM. Reliable
strain measurement of the LAM needs to be initialized with a 3D LAM segmen-
tation. This segmentation should be automatized as well to prevent new clinical
workload. Therefore, the second goal is defining a reliable manual 3D LAM seg-
mentation protocol and using the manual 3D segmentations to automate the 3D
LAM segmentation on TPUS.

The final goal originates from advancements in the field of automated image
analysis (which will be discussed in more detail in chapter 2). Unsupervised
automatic image analysis might provide new relevant information about the imaging
data, that is not easily found by human observation of the data. Therefore the last
goal is to apply unsupervised learning on the 4D TPUS data and investigate what
new insights this adds to our understanding of the data.
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Figure 1.4: Overview of the chapters of this thesis and their research topics. In
each chapter the automatic analysis of the transperineal ultrasound (TPUS) data
either focuses on 2D, 3D or 4D imaging parameters. Two datasets were available
for the analysis the older pregnancy dataset and the newly acquired GYNIUS
dataset. The methods used are either based on deep learning (DL) or on active
appearance models (AAM).

1.4 Guide to the thesis

Figure 1.4 shows the structure of this thesis. Two datasets were available for this
research. The first dataset contains TPUS data of approximately 250 nulliparous
pregnant women, during- and after pregnancy. The second dataset was acquired in
the context of the GYNIUS project and contains TPUS images of approximately
400 women that visited a tertiary clinic with a variety of pelvic floor complaints.
For the automatic segmentation of the data, active appearance models (AAM) and
deep learning (DL) networks are used. The details of the datasets and a general
introduction into the methods (AAM and DL) used in this thesis can be found in
chapter 2.

Chapter 3 and chapter 4 focus on the first research goal. Chapter 3 shows the
feasibility of automatic 2D segmentation of the PRM and the hiatus, which allows
us to automatically measure the hiatal dimensions and MEP. The training data
was obtained on the pregnancy dataset and consists of 2D segmented images of the
SMHD. The SMHD still needs to be selected manually in 4Dview (GE Healthcare,
Zipf, Austria), dedicated software for analysis of TPUS data. This software only
allows for the exportation of the projection of the data on the SMHD. The steps
required to obtain this slice could not be saved or exported. This prevented creating
training data for automatic selection of the SMHD. Software was developed for the
analysis of the GYNIUS dataset to save all steps in the manual analysis process.
This made it possible to automate the selection of the SMHD and automatically
obtain the hiatal dimensions from a 3D TPUS volume, as will be discussed in
chapter 4.
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The second goal of this study is studied in the chapters 5, 6 and 7. A manual
3D segmentation protocol for the PRM on the pregnancy dataset is established
in chapter 5. Using this protocol, training data is created to train automatic
segmentation algorithms (AAMs in chapter 5 and DL algorithm in chapter 6),
showing that automatic 3D segmentation of the PRM on TPUS is possible. Since
the GYNIUS dataset was acquired with a newer ultrasound machine, the image
quality was better. This enables the discrimination of all LAM subdivisions on
TPUS. Chapter 7 presents a manual segmentation protocol for all LAM subdivisions.

Chapter 8 discusses the insights gained from the unsupervised analysis of the
4D TPUS data. The muscle movement captured within the TPUS volume movies is
successfully classified as contraction or Valsalva. This thesis concludes, in chapter 9,
here a general conclusion of the results presented in the thesis is provided, combined
with an outlook towards future work.

Chapter 10 will not deal with the topic of automating TPUS analysis. In this
chapter, written in Dutch, we address some general scientific theses.
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Datasets and automatic
image analysis methods

This chapter discusses the details of the used datasetsand provides an introduction
into some of the automatic analysis methods used in this thesis. Some of these
methods will be discussed in more detail in this chapter as well: As some chapters
in this thesis (chapter 3, 4 and 5) are primarily targeted to a medical audience, the
automatic analysis methods are not covered in detail in these chapters.

2.1 Datasets

2.1.1 Pregnancy dataset

The GYNIUS dataset was obtained parallel in time with most of the work presented
in this thesis. Therefore the training and testing of some automatic analysis
alogorithms was performed on a older dataset: This pregnancy dataset is used for
analysis in chapter 3, 5 and 6 and contains transperineal ultrasound (TPUS) data of
280 nulliparous women. These women were recruited in a antenatal clinic between
2009 and 2011 and all signed informed consent forms. The Medical research ethics
committee approved the study.

To study the effect of pregnancy and first time delivery on the pelvic floor,
TPUS data was gathered at 12 weeks gestation, somewhere between 35-37 weeks
gestation and 6 months postpartum. Exclusion criteria were a medical history
pelvic floor problems like urinary and/or fecal incontinence, previous prolapse or
anti-incontinence surgery, connective tissue disease, neurological disorder and an
inability to perform a maximum Valsalva maneuver because of cardiac or pulmonary
disease [38].

The TPUS data was acquired with a GE Voluson 730 Expert (GE Healthcare,
Zipf, Austria) ultrasound system equipped with a RAB 4-8 MHz curved array
3D/4D ultrasound transducer. Women had to empty their bladder prior to acquisi-
tion and during acquisition they were in supine position. The ultrasound probe

19



2

20 CHAPTER 2. DATASETS AND METHODS

was covered with a condom. Most ultrasound settings were kept constant during
the acquisition of the dataset: volume angles 85◦ longitudinal and 70◦ transverse,
a temporal resolution 3 Hz, gain 15, power 100, harmonics mid, contrast 8, grey
map 4, persistence 8, enhance 3, depth 6 cm, fixed time gain compensation (all
buttons aligned in the center). Women were asked to contract their pelvic floor
muscles and preform a Valsalva maneuver, during a TPUS acquisition.

2.1.2 GYNIUS dataset

The GYNIUS dataset contains TPUS data of 410 women, which were acquired
between may 2018 and december 2019 in a tertiary uro-gynecological clinic. Women
were included when they had at least one pelvic floor problem, were above 18 years
old and willing to participate in the study by signing an informed consent form.
The Medical research ethics committee exempted the project form ethical approval
(reference 18/215), because TPUS was considered part of routine diagnostic proce-
dure and standard care. Women had to visit the clinic again, for some pelvic floor
treatments, after 3 months. More TPUS data was acquired,in this case, to track
treatment progress. This resulted in follow-up datasets of 214 women.

The data was acquired with a empty bladder and the women in supine position.
An Philips Epiq-7 machine with a X6-1 matrix transducer was used for the data
acquisition. The volume angle was 90◦ in both azimuthal and elevational direction,
post-processing filters were disabled, the volume scan rate was 2 Hz and the scan
depth was 9 cm. To allow full capture of the levator ani muscle (LAM), the
transducer was covered with a 2 cm thick gel pad, which created more distance
between the patient and the probe. TPUS movies were acquired for contracting
LAM and during a Valsalva maneuver.

2.2 Automatic medical image analysis

The field of medical image analysis started shortly after Röntgen discovered the
X-rays in 1895 [39]. The possibility of a non-invasive look inside the human body
added a new branch full of diagnostic potential to the field of medicine. Later other
medical imaging modalities like ultrasound and magnetic resonance imaging (MRI)
became available, each with their own distinct (dis-)advantages in their visualization
possibilities. After the invention of digital computers around 1940, speculation and
investigation began to the possibility these machines would open for automatic
medical image analysis [40]. Currently, the possibilities of automatic medical image
analysis have grown tremendously with active research fields like medical image
segmentation, registration, classification/diagnosis and motion analysis [41]. The
main focus of this thesis is on automatic segmentation of TPUS data, whereas,
chapter 8 focuses on unsupervised automatic TPUS analysis.

2.2.1 Automatic segmentation

Automatic segmentation on 3D ultrasound is challenging due to the noisy appear-
ance of ultrasound. This appearance arises due to specific sound-tissue interactions
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and is therefore informative for in analyzing tissue composition [42]. However, since
there are often not well defined borders between different organs on ultrasound,
the segmentation of structures can be complicated. Segmentation of 3D ultrasound
is already investigated other medical fields, for example cardiac ultrasound images.
We can transfer this knowledge to the pelvic floor [43].

A successful method for automatic segmentation was based on using of an
active appearance model (AAM) [43,44]. Therefore, we investigated the possibility
of automatic 3D segmentation on TPUS by adapting an AAM to the pelvic floor
data (see chapter 5). An AAM captures the variation in shape and texture present
in the training set. If the training set was chosen correctly, this knowledge allows
to automatically find the location of the muscles in a new ultrasound image. The
advantages of the AAM is that it performs already reasonably well with little
training data and the training is fast (aprox. one hour). The disadvantage is that
an AAM is very sensitive to variations that are not captured in the training set, in
other words, it does not generalize well to all the data.

New methods that only recently became popular for segmentation are deep
learning [45] algorithms, or more specific convolutional neural networks (CNN) [46].
Conceptually, deep learning mimics the way the brain learns. It therefore performs
well on tasks that humans perform well on, such as pattern recognition. As a result,
the method completely took over the field of image analysis, since usually humans
outperform computers on those tasks. The advantage is that these algorithms are
better able to generalize to new data and is insensitive to variations in position of
the object it needs to find. However, the training process needs a lot of training
data and takes a long time (multiple hours to days). We will further discuss both
AAM and deep learning in this chapter including, some implementation details of
the methods used for analysis in specific chapters of this thesis.

2.3 Active appearance models

AAMs model the typical variation in shape and texture of an object presented in
the training data [44]. The shape is described by a point distribution model, which
describes each shape by p points, with x, y, z coordinates. Each individual shape
can be described by the shape vector si = (x0, y0, z0, . . . , xp−1, yp−1, zp−1). Using
the shape points, t texture samples are obtained on corresponding points in and
outside of the object. The values are stored in the texture vector ti = (g0, . . . , gt−1).

The object can then be represented by its mean appearance (̄s, t̄) and its
eigenvector matrix (Φs,Φt), by applying principal component analysis (PCA) to
the shape and texture vectors of the training set. In this model space, every shape
and texture can be approximated by the parameter vectors (bs,bt):

s = s̄ + Φsbs, (2.1)

t = t̄ + Φtbt. (2.2)

To obtain appearance parameters, shape and texture are combined. Therefore bs
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and bt are concatenated into vector b;

bT = (bs
T |bt

T ) (2.3)

By applying PCA again appearance vector c is obtained:

b = Φcc. (2.4)

At last pose is modeled with seven parameters (one scaling, three rotation,
three translation) in vector m. In this vector, scaling and rotation are represented
by quaternions. Pose and appearance are then combined in parameter vector p,

pT = (cT |mT ). (2.5)

2.3.1 Training and Matching

To train the AAM perturbations are applied to the elements of p for the object in
the training set, deviating the model from the perfect parameterization. For each
of these perturbations the residual vector,

r(p) = ts − tm, (2.6)

can be calculated, with tm the current model texture and ts the sampled texture
at the location of the model in the image. By applying these perturbations, the
Jacobian of r(p),

J = ∂r/∂p, (2.7)

can be approximated. The pseudo-inverse of the Jacobian is used as an update
matrix R in the matching to update the model parameters, fitting the model
appearance to the unseen image.

The matching of the model to unseen data starts with placing the model mean
in the image. Following, the parameters p are updated by matrix R to minimize
rT r. The implementation of the the AAM in chapter 5 is based on the framework
described by van Stralen et al. [47]. To account for differences in puborectalis
muscle (PRM) position and size across patients, the matching is initialized at four
different locations in z-direction (mean position, +10mm, +20mm and -10 mm)
and with three different global scaling factors 0.75, 1 and 1.25. The best result of
the different initializations was determined independently from the ground truth
by selecting the result with the lowest rT r.

The point distribution model for the PRM was obtained by sampling the
skeleton of the 2D segmentation in the slice of minimal hiatal dimensions every
5◦ from the center of the two extremities. To approach a center-line in 3D, the
points sampled on the 2D center-line was corrected for z-offset. From these points,
surface points are placed on the 3D segmentation every 10◦ perpendicular to the
medial axis. Also, the two ends of the PRM are sampled from the two ends of the
skeleton, resulting in a point distribution model of 1442 points.
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Figure 2.1: A visualization of a perceptron with x1...xn the data points of the
input. This data is multiplied by the weights, w1...wn, and than summed. The
resulting value is fed into the activation function ζ, which results in output y

2.4 Deep learning

The idea of deep learning is relatively old [48], already in 1958 Rosenblatt [49]
presented the perceptron (Figure 2.1) to model the learning of the human brain.
Multiple percpetrons next to each other (creating a layer) or after each other
(creating multi-layers) can be used to make more complex network architectures.
These can represent more complex functions to go from a input x to output y, this
is called a neural network (NN). One of the main advancements was made when
Rumelhart [50] introduced back-propagation in 1986, being still used for training
a NN: A loss function can be defined to quantify the difference between the NN
output and the desired output. Back-propagation is used to calculate the loss for
each weight in the network that can then be adjusted accordingly.

An important step for automatic image analysis was the introduction of convo-
lutional neural networks (CNN) by Fukushima [51]. Here, the multiplication of the
input with the weights was replaced by a convolution of the input with a weight
kernel which is computationally less expensive and turned out to be extremely
powerful for automatic image processing. Even though these methods solved some
machine learning problems at the time they were introduced, their application
was still limited by their computational. This problem was solved by Krizhevsky
et al. [45] in 2012, they showed that deeper CNNs can successfully trained and
deployed using the computers graphics card (GPU) for the computations. Their
method won the ImageNet competition, an image classification competition, by
lowering the error rate from 25% to 16%. CNNs became the state-of-the-art in
most automatic image analysis task, quickly thereafter, in which case they often
perform on-par or better then humans.

However, CNNs do require a significant amount of labeled training data, to
perform specific image analysis tasks. This training data often has to be labeled
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Figure 2.2: The design of the 2D segmentation CNN. Convolutions (Conv.), with
stride 2 and kernel size 5, are applied to the input image in the encoding layers of
the network. Transposed convolutions, with stride 2 and kernel size 5, are applied
to the previous layer in the decoding part. For some layers the data from the
corresponding encoding layer is copied and concatenated with the decoding layer.
The filter size of both encoding and decoding layer is mentioned above the specific
layer.

manually and is therefore not always available, especially in the medical context.
Therefore un- or semi-supervised learning can be investigated in an attempt to
bypass this problem [52]. A point of consideration, especially in the medical context,
is the fact that it is not easily understood what the network has learned. Attempts
to get more insight have been made [53], however this is still a developing research
field of ongoing research.

2.4.1 2D segmentation convolutional neural network

The state-of-the-art network for 2D segmentation is considered to be U-net [54].
This is a deep auto-encoder network that contains skip-links from the encoder to
the decoder part of the network. The encoding part allows for extracting features
on multiple spatial levels. The skip-links allow for a direct information flow on
each spatial level from the encoding to the decoding part of the network. As a
consequence, it is able to learn more global image features while maintaining spatial
details.

For the 2D segmentation in chapter 3 and 4 we use the CNN design presented in
Figure 2.2. This network was a first attempt in designing a deep learning network
with limited background knowledge. We applied it to a manual labeled 2D TPUS
dataset with excellent results. The network design is somewhat arbitrary, but when
U-net was trained on the same dataset, the training time became significantly longer,
yielding worse results. Although it is difficult to determine why this is the case,
some educated guesses can be made: The learning of the network seems to benefit
from larger training batches (we used 32). Since U-net is a deep network design, it
only allows for small training batches (max 8 on our system). Also, the acquisition
of the 2D TPUS data is standardized, therefore most variation in the TPUS data is
patient specific, like shape and intensity differences with little variation in position
and orientation, U-net, however, was designed for microscopic data of cells, in
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which there is more prominent variation. Lastly, the noisy appearance of ultrasound
might benefit form more contextual information captured with kernel size 5, in
contrast to the kernel size of 3 generally used. 3D urethra segmentation on TPUS is
also performed, with a network that incorporates different kernel sizes [55]. In this
thesis we do however not investigate these hypotheses since the CNN, presented in
Figure 2.2, obtained segmentation results that exceed human performance. Since,
the focus of this thesis is on obtaining successful automatic analysis of TPUS data,
we do not investigate these hypotheses.
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Chapter 3

Deep learning enables
automatic quantitative
assessment of puborectalis
muscle and urogenital hiatus
in plane of minimal hiatal
dimensions

Objectives To measure the length, width and area of the urogenital hiatus (UH),
and the length and mean echogenicity (MEP) of the puborectalis muscle (PRM),
automatically and observer-independently, in the plane ofminimal hiatal dimensions
on transperineal ultrasound (TPUS) images, by automatic segmentation of the UH
and the PRM using deep learning.

Methods In 1318 three- and four-dimensional (3D/4D) TPUS volume data-sets
from 253 nulliparae at 12 and 36 weeks’ gestation, two-dimensional (2D) images
in the plane of minimal hiatal dimensions with the PRM at rest, on maximum
contraction and on maximum Valsalva maneuver, were obtained manually and the
UH and PRM were segmented manually. In total, 713 of the images were used
to train a convolutional neural network (CNN) to segment automatically the UH
and PRM in the plane of minimal hiatal dimensions. In the remainder of the
dataset (testset 1 (TS1); 601 images, four having been excluded), the performance
of the CNN was evaluated by comparing automatic and manual segmentations.
The performance of the CNN was also tested on 117 images from an independent
dataset (testset 2 (TS2); two images having been excluded) from 40 nulliparae at

F. van den Noort, C.H. van der Vaart, A.T.M. Grob, M.K. van de Waarsenburg, C.H. Slump,
and M. van Stralen
Published in: Ultrasound in Obstetrics & Gynecology, volume 54, page 270-275, 2019.
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12 weeks gestation, which were acquired and segmented manually by a different
observer. The success of automatic segmentation was assessed visually. Based on
the CNN segmentations, the following clinically relevant parameters were measured:
the length, width and area of the UH, the length of the PRM and MEP. The
overlap (Dice similarity index (DSI)) and surface distance (mean absolute distance
(MAD) and Hausdorff distance (HDD)) between manual and CNN segmentations
were measured to investigate their similarity. For the measured clinically relevant
parameters, the intraclass correlation coefficients (ICCs) between manual and CNN
results were determined.

Results Fully automatic CNN segmentation was success- ful in 99.0% and
93.2% of images in TS1 and TS2, respectively. DSI, MAD and HDD showed good
overlap and distance between manual and CNN segmentations in both testsets. This
was reflected in the respective ICC values in TS1 and TS2 for the length (0.96 and
0.95), width (0.77 and 0.87) and area (0.96 and 0.91) of the UH, the length of the
PRM (0.87 and 0.73) and MEP (0.95 and 0.97), which showed good to very good
agreement.

Conclusions Deep learning can be used to segment automatically and reliably
the PRM and UH on 2D ultrasound images of the nulliparous pelvic floor in the
plane of minimal hiatal dimensions. These segmentations can be used to measure
reliably UH dimensions as well as PRM length and MEP.
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3.1 Introduction

In the last 5 years, deep learning has had an increasing impact on automating
the analysis of medical imaging data [46]. Deep learning is a class of computer
algorithms that mimics the learning of the human brain and performs well on
tasks formerly thought of as primarily human. For example, in image analysis,
convolutional neural networks (CNN), which are a type of deep learning, outperform
state-of-the-art algorithms [45,51,56]. In medicine, CNNs are used for diagnosis, for
example in discrimination between images of benign and malignant skin lesions [57]
and the detection of Alzheimers disease on magnetic resonance imaging (MRI) [58].
Segmentation can also be learned by CNN and was found to be successful in, for
example, segmenting brain structures on MRI and ultrasound [59] and segmentation
of the urogenital hiatus (UH) [60].

Transperineal ultrasound (TPUS) is used in the field of urogynecology to
diagnose and understand pelvic floor biometrics and problems. UH dimensions
[30,32] and mean echogenicity (MEP) [15,61,62] and global strain of the puborectalis
muscle (PRM) [28] provide information about PRM composition and function, and
are therefore parameters of potential clinical relevance [63,64]. These parameters are
measured manually, making them observer dependent and time consuming, limiting
their introduction into general practice. To automate these measurements, Bonmati
et al. [60] used a CNN for UH segmentation. We showed previously automatic
segmentation of the PRM [65] using active appearance models. However, this was
three-dimensional (3D) and the clinical relevance still needs to be investigated.

In this study, we aimed to segment automatically the PRM and UH in the plane
of minimal hiatal dimensions, using a CNN. In addition, we aimed to use these
segmentations to measure the corresponding relevant clinical parameters (width,
length and area of the UH, the length of the PRM and MEP) automatically and
to test the reliability.

3.2 Methods

3.2.1 Data

In this study, the dataset acquired by van Veelen et al. [38] was used. This dataset
contains three- and four-dimensional (3D/4D) TPUS data of 280 nulliparae at 12
and 36 weeks’ of gestation and 6 months postpartum. The data were acquired
using the GE Voluson 730 Expert ultrasound system (GE Medical Systems, Zipf,
Austria), using the RAB4-8L probe. During the examinations, the women were
asked to relax and contract their pelvic floor muscles and to perform a Valsalva
maneuver. Only data on the intact pelvic floor, acquired at 12 and 36 weeks’ of
gestation, were included in this study. In a previous study [62], ultrasound images
from the 253 women had been segmented manually in the plane of minimal hiatal
dimensions. A total of 1318 two-dimensional (2D) TPUS images in the plane of
minimal hiatal dimensions from these women were used in this study.

The ultrasound data were loaded into 4D View 7.0 (GE Medical Systems) and
rotated manually to obtain the plane of minimal hiatal dimensions which was then



3

30 CHAPTER 3. 2D SEGMENTATION DEEP LEARNING

Test set

Test set (TS2)

Training set Validation set Test set

Test set (TS1)

Exclusion

4 images

Exclusion

4 images

119 images
40 women

Dataset 1

1318 images
253 women

122 women
649 images

12 women
64 images

119 women
605 images

40 women
119 images

119 women
601 images

40 women
117 images

Dataset 2

Figure 3.1: Flowchart visualizing the division of the two datasets of transperineal
ultrasound images. The datasets are divided in training, validation and testset,
to train and analyze the performance of the convolutional neural network for
automatic segmentation of urogenital hiatus and puborectalis muscle.

exported as a 2D bitmap image. This was done for images obtained at rest, on
maximum pelvic floor muscle contraction and on maximum Valsalva. Afterwards,
the PRM and UH were segmented manually for further study [61, 62] and inter-
and intraobserver agreement were investigated [31]. These segmentations were used
in this study to train and test the CNN as follows: the dataset was split randomly
into a trainingset (122 women, 649 images), a validationset (12 women, 64 images)
and a testset (testset 1, TS1). Four images obtained on Valsalva maneuver in the
testset did not capture fully the PRM and were excluded, giving a total of 601
images obtained in 119 women (Figure 3.1). The trainingset was used to train
different CNNs. In order to decide which network performed best on these data,
the validationset was used. The best performing CNN was then applied to the
testset in order to analyze its performance independently.

The developed CNN was additionally tested on an independently acquired
dataset that contained TPUS images obtained at 12 weeks gestation in pregnant
nulliparae. This dataset was acquired using the same ultrasound system and
settings as those used to acquire the previous dataset [38], but was obtained and
processed by a different independent sonographer. The TPUS images of 40 subjects
were selected randomly (testset 2, TS2) and the PRM and UH were segmented
manually at rest, on contraction and on Valsalva, following the same procedure as
that used for the first dataset. Two images obtained on Valsalva maneuver did not
capture fully the PRM and were therefore excluded, giving a total of 117 images
obtained in 40 women (Figure 3.1). The remaining manual segmentations were
used as the gold standard for evaluation of the performance of the CNN.
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3.2.2 Convolutional neural networks

CNNs can learn to segment the PRM on TPUS images from example segmented
data [46]. They consist of a number of layers (which can be adjusted, creating
different CNN architectures), each filtering the previous layer and subsequently
creating a higher level of abstraction of the input image in the final layer, creating a
pixel-wise segmentation of the PRM. Within the layers, feature detectors are learned
(the kernels), based on the example training data. Sufficient and representative
data need to be provided during the learning phase to be able to generalize over
the input examples. During training, the output of the CNN is compared to the
desired output (the manual segmented gold standard) and the kernels are optimized
mathematically to minimize the error between the CNN output and the ground
truth segmentations for the trainingset only. After optimization, the CNN is tested
on an independent dataset that it has not seen before to evaluate its performance.
Figure 3.2 illustrates the training and testing phases. The used CNN is presented
in chapter 2.

3.2.3 Validation

To validate the performance of our trained CNN, it was applied to TS1 and TS2.
We first determined CNN segmentation success by assessing the completeness of the
segmentations, rejecting obvious errors when the CNN segmented only half or less
of the PRM. From the successful CNN segmentations, the UH height, width and
area, PRM length and MEP were calculated automatically. Figure 3 shows how
these parameters are defined in the plane of minimal hiatal dimensions. For these
measurements, mean, standard deviation(SD) and intraclass correlation coefficients
(ICCs) with 95% CI were calculated using Python and the ICCs were evaluated
according to the subgroup definitions of Landis and Koch [66]. The Bland Altman
method [67] was used to investigate the mean difference and limits of agreement
(LOA) between CNN and manual segmentations.

In order to analyze the similarity of the manual and CNN segmentations, the
Dice similarity index (DSI), mean absolute distance (MAD) and Hausdorff distance
(HDD) were calculated. DSI is a measure of overlap between two segmentations, X
and Y, calculated as follows:

DSI =
2 | X ∩ Y |
| X | + | Y |

(3.1)

Here, DSI = 0 indicates no overlap and DSI=1 indicates maximum overlap between
the segmentations. MAD is the average distance between the borders of the two
segmentations and HDD is the maximum distance between the two segmentations.

3.3 Results

After applying the trained CNN to both testsets (TS1 and TS2), the results were
checked visually. There were six (1.0%; three at rest, three on Valsalva) unsuccessful
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Figure 3.2: During training of convolutional neural network (CNN) for automatic
segmentation, image from trainingset is fed into CNN and output of CNN is
compared to manual segmentation of this image. If error is too large, CNN is
updated and process starts again. If error is sufficiently small, CNN can be tested on
testset of data that it has not seen during training. Quality of CNN segmentations
can thus be evaluated independently.
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b.a.

Figure 3.3: a. Transperineal ultrasound image of pelvic floor in plane of minimal
hiatal dimensions, in pregnant nullipara. b. Same image, showing parameters
measured in this plane: width (orange), length (purple) and area (green) of
urogenital hiatus and length (blue) and mean echogenicity of puborectalis muscle
(i.e. of red area).

segmentations of images in TS1 and eight (6.8%; two at rest, three on contraction,
three on Valsalva) in TS2.

In Figure 3.4, the automatic segmentations with the worst, median and best
results for PRM overlap are shown for each testset. Table 8.1 displays the results
for DSI, MAD and HDD between CNN and manual segmentations, providing an
indication of how similar the segmentations are. In Table 3.2, the performance of
the CNN in measuring the corresponding clinically relevant parameters is shown
in comparison to the manual measurements, showing ICCs, means, SD, mean
differences and LOA. The ICCs indicate good to very good agreement between
manual and automatic measurements.

Table 3.1: Dice similarity index (DSI), mean absolute distance (MAD) and Haus-
dorff distance (HDD) values between manual and convolutional neural network seg-
mentations of puborectalis muscle (PRM) and urogenital hiatus (UH) on transper-
ineal ultrasound in plane of minimal hiatal dimensions in pregnant nulliparae, for
testsets 1 (TS1) and 2 (TS2). Data are given as mean ±standard deviation.

DSI MAD (mm) HDD (mm)
UH PRM UH PRM UH PRM

TS1 0.94 0.73 1.19 1.23 3.68 4.85
±0.02 ±0.09 ±0.43 ±0.33 ±1.52 ±1.70

TS2 0.93 0.77 1.22 1.35 3.52 5.85
±0.03 ±0.06 ±0.43 ±0.36 ±1.18 ±1.69
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Figure 3.4: Convolutional neural network (CNN) automatic segmentation results
of urogenital hiatus and puborectalis muscle (PRM) on transperineal ultrasound
in plane of minimal hiatal dimensions in pregnant nulliparae for images in testsets
(TS) 1 and 2 , with minimum (min), median and maximum (max) overlap between
manual (red) and CNN (green) PRM segmentations. Yellow denotes overlap
between green and red lines
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Table 3.2: Comparison of manual and convolutional neural network (CNN) mea-
surements of length, width and area of urogenital hiatus and length and mean
echogenicity (MEP) of puborectalis muscle on transperineal ultrasound in plane of
minimal hiatal dimensions in pregnant nulliparae, for testsets 1 (TS1) and 2 (TS2).
Presented values are interclass correlation coefficient (ICC) with 95% confidence
interval (CI), mean ± standard deviation in cm (length, width), cm2 (area) or
arbitrary units (MEP) for manual and CNN measurments, mean difference (diff.)
= (CNN - Manual) and limits of agreement (LOA)

Urogenital hiatus Puborectalis muscle
Length Width Area Length MEP

TS1
ICC 0.96 0.77 0.96 0.87 0.95
(95% CI) (0.94-0.97) (0.65-0.84) (0.95-0.96) (0.64-0.93) (0.90-0.97)

CNN 4.86±0.85 4.03±0.45 14.47±3.68 11.54±1.70 141±21
Manual 4.93±0.85 4.17±0.55 14.63±3.83 12.08±1.76 138±21
Mean diff. -0.07±0.23 -0.14±0.31 -0.16±1.11 -0.54±0.74 3.1±5.8
LOA [-0.53,0.38] [-0.75,0.47] [-2.35,2.02] [-2.00,0.92] [-8.2,14.5]

TS2
ICC 0.95 0.87 0.91 0.73 0.97
(95% CI) (0.79-0.97) (0.71-0.93) (0.21-0.97) (0.00-0.92) (0.70-0.99)

CNN 4.46±0.68 4.00±0.42 12.97±3.01 10.64±1.42 119±25
Manual 4.31±0.70 3.88±0.47 11.90±3.06 11.68±1.42 114±23
Mean diff. 0.15±0.18 0.12±0.19 1.07±0.77 -1.03±0.57 4.2±3.5
LOA [-0.21,0.50] [-0.26,0.51] [-0.44,2.58] [-2.16,0.09] [-2.6,11.2]

3.4 Discussion

In this study, we developed a CNN for segmenting the UH and PRM in the plane
of minimal hiatal dimensions on TPUS images in pregnant nulliparae. From these
segmentations, we were able to measure UH and PRM dimensions. We showed
in both testsets that these automatic measurements have good agreement with
manual measurements.

Our results can be compared to the (semi-)automatic segmentation results
obtained for the UH, reported previously by Sindhwani et al. [68] and Bonmati et al.
[60]. With respect to overlap and distance measures, the automatic segmentations
in the current study performed similarly or slightly better. However, it should be
noted that Sindhwani et al. [68] explicitly also included avulsion patients, while
we included nulliparae with no known pelvic floor problems, which may positively
influence our results.

Automatic segmentation of the PRM in the plane of minimal hiatal dimensions
has, to the best of our knowledge, not been presented before. The MAD of the UH
and PRM segmentations are comparable and indicate only a few pixels mismatch
on average between manual and automatic segmentations. The maximum error,
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the HDD, was about 1-2 mm higher for the PRM than for the UH. This maximum
mismatch is typically found at the site of attachment to the pubic symphysis,
as this is the most difficult part in PRM segmentation, which is similarly the
case for volume segmentations on 3D ultrasound [65]. Therefore, the maximum
segmentation mismatch is expected to be higher for the PRM. The DSI values
were lower for the PRM than for the UH because DSI is sensitive to the shape of
segmentations; round segmentations (such as the UH) are more likely to have high
DSI values as compared with thin segmentations (such as the PRM) [65].

The reliability of the measured clinical parameters with respect to the UH and
PRM can be compared to the results obtained manually by Weinstein et al. [32] ,
van Veelen et al. [38] and Grob et al. [31]. The ICC and LOA values for the length,
width and area of the UH, when comparing computer and observer measurements,
are comparable to or better than those between manual observers [32, 38] . The
ICC and LOA values for MEP between automatic and manual measurements are
comparable to those between manual measurements [31]. Reliability of manual
measurements of length of the PRM has, to the best of our knowledge, never been
analyzed but, comparing the ICC values in the current study to those for manual
measurement of the PRM inner perimeter, which is comparable to PRM length [32],
suggests that the automatic measurements are slightly less reliable.

Of the 14 images that were excluded after the CNN segmented only half of the
PRM, the majority had poor image contrast. These mismatches can potentially
be filtered out automatically as they have a short PRM length. In principle, a
PRM length threshold can be defined and used by a human observer to check the
segmentation results. Alternatively, in future work, the model could be extended
with a discriminator network to check realistic PRM segmentations in all cases [69].

The large amount of data available in this study provides strong evidence for
the reliability of the presented method. The confirmation of these results in an
independent dataset (TS2) demonstrates its potentially wide applicability as each
dataset was acquired and segmented manually by different observers. This also
confirms that the performance is on a par with that of human observers.

This study has some limitations. The algorithm was trained using only data on
nulliparous women. As the complete dataset (including some postpartum patients
from the dataset of van Veelen et al. [38]) consists of mostly nulliparous data, the
number of TPUS images capturing an avulsion is relatively low. This selection
could introduce bias into the CNN, challenging the development of such a method
capable of dealing with avulsions, based on these limited data. Avulsion of the
PRM influences its appearance on TPUS and there is no complete agreement
between experts on the appearance of avulsions [23, 70–73]. Therefore, we decided
to focus on the intact pelvic floor by including only the data of nulliparae in our
trainingset. Now that we have shown that a CNN can detect reliably an intact
pelvic floor, the next step is to analyze women with PRM avulsion and retrain the
CNN.

Another limitation of this study is that the CNN was applied to the plane
of minimal hiatal dimensions, the selection of which is still a manual process.
Therefore, before our CNN method can be used in clinical practice, there are a
few steps that need to be taken. These include training the computer on selecting
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automatically the relevant frame in the movie (rest, contraction or Valsalva) and
finding the plane of minimal hiatal dimensions.

Furthermore, detection of a PRM avulsion or a wide levatorurethra gap as a
sign of an avulsion, as proposed by Dietz et al. [23], may make our results valuable
in clinical practice. Nevertheless, there is value in automatically filtering out images
with normal PRM and hiatal dimensions to limit the number of images that need
to be examined visually.

In conclusion, we have shown that, using deep learning, it is possible to segment
automatically and reliably the PRM and UH on 2D TPUS images of the nulliparous
pelvic floor in the plane of minimal hiatal dimensions. From these segmentations,
we could measure reliably the width, length and area of the UH, MEP and length
of the PRM. These results were confirmed in an independent dataset.
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Chapter 4

Automatic identification and
segmentation of the slice of
minimal hiatal dimensions in
a transperineal ultrasound
volumes

Objectives Automatic selection and segmentation of the slice of minimal hiatal
dimension (SMHD) in transperineal ultrasound (TPUS) volumes.

Methods The SMHD was manually selected and the urogenital hiatus (UH)
manually segmented in TPUS volumes of 116 women with symptomatic pelvic organ
prolapse (POP). These data were used to train two deep learning algorithms: the one
first provides an estimation of the position of the SMHD. Based on this estimation,
a slice is selected and fed into the second algorithm, which automatically segments
the UH. From this segmentation measurements of hiatal area (HA), anteroposterior
(AP-d) and coronal (C-d) diameter are produced. The mean absolute distance
between manually and automaticaly selected SMHD, the overlap (dice simularity
index (DSI)) between manual and automatic UH segmentation and the intraclass
correlation coefficient (ICC) between manual and automatic UH measurements
were measured on a testset of 30 TPUS volumes.

Results The mean absolute distance between manually and automatically se-
lected SMHD was 0.20 cm. DSI values between manual and automatic segmentation
were all above 0.85. The ICC values and 95% confidence interval between manual
and automatic levator hiatus measurements were 0.94 (0.87-0.97) for levator HA,
0.92 (0.78-0.97) for AP-d and 0.82 (0.66-0.91) for C-d.

F. van den Noort*, C. Manzini*, C.H. van der Vaart, M.A.J. van Limbeek, C.H. Slump and
A.T.M. Grob
*Both authors contributed equally to this work.
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Conclusions Our deep learning algorithms allow for reliable automatic selection
and segmentation of the SMHD in TPUS volumes of women with symptomatic
POP. These algorithms can be implemented in the software of TPUS machines,
thus reducing clinical training and analysis time and easing the examination of
TPUS data for research or clinical purposes.
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4.1 Introduction

Transperineal ultrasound (TPUS) is an imaging technique used to investigate pelvic
floor dysfunction [74] and enables 2D assessment of the urogenital hiatus (UH) and
levator ani muscle (LAM) [10,31,75]. The UH (which is measured as the levator
hiatal area (HA) on TPUS) is the opening encircled by the pubic bone and the
puborectalis muscle (PRM). It is the largest potential hernial portal in the female
human body. Pelvic organ prolapse (POP) is the herniation of the pelvic organs
through the hiatus [37], which is one of the most common pelvic floor dysfunctions.
An enlarged levator HA on TPUS is a sign of impaired pelvic organ support and is
associated with POP [75].

The LAM is the biggest muscle complex of the pelvic floor. The disconnection
of its most medial part from the insertion on the inferior pubic ramus can occur
during vaginal delivery and is called LAM avulsion [10]. LAM avulsion is associated
with POP and reduced pelvic floor muscle function [8, 10,77].

A crucial step for the assessment of both levator HA and LAM avulsion on
TPUS is the identification of the slice of minimal hiatal dimensions (SMHD), which
is performed as follows [76]. On the midsagittal slice one locates the shortest
line between the pubic symphysis and the anorectal angle: the SMHD is the slice
passing through this line, perpendicular to the midsagittal plane. On this slice,
levator HA and diameters can be segmented and LAM avulsion can be assessed.

The limitation is that the selection of the SMHD and UH measurements are
currently performed manually; meaning that the analysis is time-consuming and
that each observer needs to complete a learning curve to properly perform the
measurements [38]. In addition, even though previous studies showed good inter-
and intraobserver variability [78,79], there is still room for improvement.

A few papers have recently been published on the automatic segmentation of
the levator HA [60, 68, 80]. However, this automatic segmentation was based on
a manually selected SMHD, which means that the selection of the SMHD itself
still had to be done manually. Our aim is to use deep learning (DL) to develop a
tool which includes both automated SMHD selection and levator HA segmentation,
with the purpose to reduce analysis time and observer variability.

4.2 Methods

4.2.1 Data

The data used for the current study were collected as a subset within the GYNeco-
logical Imaging using 3D UltraSound (GYNIUS) project on the assessment of pelvic
floor contractility with TPUS, which was conducted at a tertiary urogynecological
clinic. Women were included in the GYNIUS project between May 2018 and
December 2019. The Medical Research Ethics Committee (MREC) exempted
the project from ethical approval (reference 18/215). All women signed informed
consent forms.

The TPUS was performed in supine position after bladder emptying. Women
were instructed to perform maximal pelvic floor contraction and maximal Valsalva
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maneuver according to the method described by Dietz [37]. A Philips Epiq 7G
machine was used with a X6-1 transducer covered with a 2 cm thick gel pad, and a
glove. The gel pad was used to create more distance between the transducer and
the woman, such that the LAM could be fully visible within the opening angle on
the coronal plane.

The HA was segmented manually by one observer (CM) at rest, maximal
contraction and maximal Valsavle in the plane of SMHD [81]. These segmentations
were performed using an in-home software tool, which was developed in MeVisLab
3.0.2 [82]. All steps for the selection of the SMHD were saved with this software
tool, which enabled the automation of the process: the position of the SMHD in
the 3D volume was saved, as well as the segmentation of the levator HA on the
SMHD.

4.2.2 Deep learning

DL is a set of (image processing) algorithms that try to mimic the learning of the
human brain, therefore they are called neural networks. After an important image
analysis competition was won with a large margin by a convolution neural network
(CNN) in 2012 [45], CNNs quickly became state-of-the-art for (medical) image
analysis which often resulted in human level performance [46] in tasks like image
segmentation or classification.

Segmentation CNNs are trained by providing them with manually labeled data.
During training, the CNN learns the patterns needed to perform the segmentation
task, by minimizing a loss function that is designed to quantify the performance
of the network. The more data (preferably a representative sample of the entire
population) is used during training, the better a CNN is able to generalize the
learned task to the entire population. As part of the training we use an independent
validationset to check how well it already performs on data that is not part of
the training, which is a measure of the generalization capabilities of the CNN.
The CNN is saved when it performs best on the validationset, i.e., when the loss
function has the lowest value on the validationset.

Subsequently, a testset is used to analyze how well the resulting CNN performs
on new (unseen) data (i.e., differently from the trainingset), as well as on data the
CNN is not optimized for (i.e., differently from both trainingset and validationset).
We have randomly assigned our data to either the training (104 patients, 381
frames, 337 2D slices), validation- (2 patients, 12 frames, 6 2D slices) or testset (10
patients, 30 frames, 30 2D slices).

4.2.3 Selection and segmentation pipeline

To automatically select the SMHD and segment the levator HA, we trained two
different CNNs that can operate in a pipeline to make the process fully automated,
see Figure 4.1. The first CNN is a SMHD-selection-CNN (SS-CNN), which has
the same network architecture as the one presented to automatically segment the
PRM in 3D on TPUS volumes (see chapter 6). This network processes the data
slice-by-slice, but ‘remembers’ inter-slice information, enabling full usage of the 3D
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SS-CNN

Input:

TPUS volume
Output: 3D

Probability map of

position SMHD

Fit plane through

probability map
Create image

on fitted plane

2DS-CNN

Input:

SMHD

Output:

Segmentation of SMHD

Figure 4.1: The pipeline used to select and segment the slice of minimal hiatal
dimensions (SMHD) in a transperineal ultrasound (TPUS) volume is shown in
three rows: A TPUS volume is fed in to the trained SMHD-selection- convolutional-
neural-network (SS-CNN). This SS-CCN provides a 3D probability map (depicted
in yellow) of the position of the hiatus on the SMHD in this TPUS volume. A
plane (red) is fitted through this probability map, which is used to create a 2D
image of the SMHD, provided that the SS-CCN correctly finds the hiatus. This
SMHD is fed into the trained 2D-segmentation-CNN, yielding the segmentation of
the urogenital hiatus (orange) on the SMHD. From this segmentation the area and
the anterior-posterior and coronal diameter of the urogenital hiatus are calculated.
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context. We used the same segmentation network for the estimation of the position
of SMHD. We trained this network on the sagittal slices, because their orientation
is also most important for the manual selection of the SMHD.

The labels of the hiatal segmentation are only one slice thick, which is too
thin, since a slight shift occurs when a different or the same observer selects the
SMHD in the same volume again. Therefore, it would be too strict to penalize all
other SMHD segmentation possibilities, except for the manual segmentation in the
trainingset. To compensate for this, we enlarged the segmentation mask to cover 5
slices by performing dilatation operation. The choice of 5 slices was arbitrary and
based on the assumption that the SMHD should be in the proximity of the manual
label.

We trained the network to maximize the overlap with this enlarged mask by
using the Dice Similarity Index (DSI) loss [83]. However, since overlap (DSI) is
not always the perfect indicator of a successful estimation of the position of the
SMHD, we also added a loss function that integrated the position of the SMHD
estimation with respect to the manual mask:
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(4.4)

L is the loss, M is the manual mask, E is the estimation of the network. x, y and
z are the data dimensions with their maximums X, Y and Z. DSL is the DSI-loss.

After training, the network provides estimates of the position of the hiatal
segmentation in 3D, which is often not a perfectly straight plane. Therefore, we
fit a plane (least-square-error) through the data points of the estimation and we
interpolate the 3D-data on this plane to obtain a 2D slice, which is the SMHD.

The second network is our 2D-segmentation-CNN (2DS-CNN), which we already
presented in our previous work on 2D SMHD segmentation of the PRM and levator
HA [80]. For the current study this network is trained (with DSI loss function) on
the manual selected 2D SMHD to perform levator HA segmentation. Based on the
output of this CNN we automatically measure relevant parameters like levator HA,
anteroposterior diameter (AP-d) and coronal diameter (C-d).
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Implementation

Both networks were implemented in Python (Tensorflow 1.15) on a computer
equipped with two Titan Xp graphics cards. The SS-CNN was trained for 50
epochs with a Dice loss, using the Adam-optimizer [84], with a learning rate of
10−5 and a dropout of 0.2, balancing between convergence rate and stability of the
process. The network trained on batches of 14 sequential slices for every training
step. We saved the best the network when it reached the highest DSI validation
loss. Subsequently this network was trained with the same hyper-parameters for
100 epochs using the customized loss of equation 4.4.

For training the 2DS-CNN the DSI-loss was used as well. The network was
trained for 2000 epochs with the Adam-optimizer and batches of 32. The learning-
rate was 5× 10−6 and the dropout 0.2.

4.2.4 Validation

The different steps of the pipeline are validated separately to ensure their proper
functioning. The functioning of SS-CNN and plane fitting is validated by measuring
the mean absolute distance (MAD) and the Hausdorff distance (HDD), i.e., the
maximal absolute distance, between the manual hiatal segmentation and the
automatically segmented SMHD of the testset. In addition, a non-quantitative
measure consists of visual inspection of the manual and automatic SMHD.

The 2DS-CNN is validated by applying the trained CNN to the SMHD of the
testset. The overlap between automatic and manual levator HA segmentation can
be quantified using the DSI:

DSI =
2 | X ∩ Y |
| X | + | Y |

. (4.5)

Here (X ∩ Y ) is the number of overlapping pixels of the two segmentations and
X and Y are the number of pixels of respectively both segmentations. A DSI of 1
represents maximum segmentation overlap and a DSI of 0 no segmentation overlap.

Lastly, the results of the complete pipeline are investigated by comparing the
manual and automatic measurements of levator HA, AP-d and C-d. We calculate
their intraclass correlation coefficients (ICCs) with 95% confidence interval (CI)
and these ICCs are evaluated according to the subgroup definitions of Landis and
Koch [66]. Furthermore, we create box plots to compare the distribution of both
manual and automatic measurements and calculate the mean and SD difference
between the manual and automatic measurements.

4.3 Results

Data of 116 patients was included in this study. The mean age was 59.5 years (SD
11.8) and mean BMI was 24.7 (SD 3.6). 114 women (98.3%) were vaginally parous
and 45 (38.8%) had a complete levator avulsion. Two women (1.7%) had a stage I
POP, 67 (57.8%) a stage II POP, and 47 (40.5%) a stage III POP. In some cases,
data of the same patient were acquired and analyzed more than once, resulting in
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Figure 4.2: The visual comparison of the manual and automatic SMHD selection
of the data from patient 1-5 of the testset.
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Figure 4.3: The visual comparison of the manual and automatic SMHD selection
of the data from patient 6-10 of the testset.
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Figure 4.4: Boxplot of the dice similarity index (DSI) between manual and automatic
segmentation and the mean absolute and Hausdorff distance between the manual
hiatal segmentation and the automatic detected SMHD. Boxes with internal lines
represent median and interquartile range (IQR), whiskers are range excluding
outliers (+) larger than 1.5 IQR from upper and lower quartile.

423 frames on which the 3D position of the SMHD was successfully saved (150 rest,
137 contraction, 136 Valsalva). The 2D segmentations were not always successfully
saved, resulting in a dataset of 112 women and 373 training images.

Figure 4.2 and Figure 4.3 show all manually and automatically selected SMHD
of the testset, which allows for visual comparison. The left side of Figure 4.4 reports
the box-plot of the DSI between manual and automatic 2D segmentation, whereas
the right side reports the box-plots of the MAD and HDD between the manually
segmented levator HA and the automatically selected SMHD. The average MAD
between manually and automatically selected SMHD is 0.20 cm.

To show the performance of the complete pipeline, the box-plots of the manual
and automatic measurements of levator HA, AP-d and C-d are presented in
Figure 4.5. The ICC values and 95% CI for these measurements are 0.94 (0.87-0.97)
for the HA, 0.92 (0.78-0.97) for the AP-d and 0.82 (0.66-0.91) for the C-d, which
are almost perfect results. The mean absolute difference between manual and
automatic measurements is 2.5 (SD 2.4) cm2 for levator HA, 0.37 (SD 0.33) cm for
AP-d and 0.38 (SD 0.46) cm for C-d.

4.4 Discussion

In this work we present a pipeline for a fully automated selection of the SMHD and
levator HA segmentation through which levator HA, AP-d and C-d are automatically
measured. The validation statistics comparing automatic and manual measurements
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Figure 4.5: Boxplots of the manual and automatic measurement of the anterior-
posterior diameter (AP-d), coronal diameter(C-d) and hiatal area (HA) on the
testset data. Boxes with internal lines represent median and interquartile range
(IQR), whiskers are range excluding outliers (+) larger than 1.5 IQR from upper
and lower quartile.

showed excellent agreement, which demonstrates high reliability of the automatic
pipeline.

The selection of the SMHD is difficult because the SMHD is not aligned with
any of the principal anatomical slice orientations (i.e., coronal, sagittal or axial
orientation). Automated selection of the SMHD has not been reported in literature,
yet. In the literature, there are several examples of slice detection methods for
other imaging tasks, like L3 slice detection in CT data [85, 86] or slice detection in
fetal ultrasound data [87–90]. Among these examples, the only method detecting
a slice that is not aligned with the principal anatomical slice orientations is the
one described by Li et al. [89]. Although their approach is different than the one
presented in this work, their results in terms of distance between manually and
automatically selected slices are comparable to ours, with our results being slightly
better (average mean absolute distance of 0.20 cm for our data vs 0.34 cm and
0.35 cm for theirs). However, we restrict the distance calculation to the area of the
manual hiatus segmentation, which is our region of interest, instead of calculating
the average between manual and automatic SMHD. This restriction may have a
slight positive influence on our results.

Only one automatically selected slice is more than 0.5 cm apart from the
manually selected slice (see MAD boxplot in Figure 4.4), which corresponds to
the Valsalva image of patient 8 in Figure 4.3. However, such distance had little
influence on the hiatal measurements. The clear outlier in the C-d measurements
(see Figure 4.5) is the C-d in Valsalva of patient 10 and can be explained by the
unclear borders of the automatically selected SMHD, which hindered a proper
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automated segmentation.
The overlap results of the 2DS-CNN are comparable to other (semi-)automated

methods presented in literature [60, 68, 80], which report average DSI values of
0.92-0.94 (0.93 for this study). The ICC of levator HA, C-d and AP-d measurements
between manual analysis and the fully automated pipeline are excellent comparable
to our previous results on automatic segmentation of levator HA, AP-d and C-d [80].
This indicates that automating the slice selection (SS-CNN) does not negatively
influence the segmentation results. The interobserver variability for the manually
performed measurements, reported in literature [30, 32, 38, 78], differ substantially.
Our ICC-values are higher than those reported in literature, proving the success of
the presented automated SMHD selection and segmentation pipeline.

The presented, fully automated pipeline requires a few seconds to process
a single volume. Therefore, it can be implemented in the software of TPUS
machines, which will make the analysis of TPUS data less time consuming and less
observer dependent, thus reducing clinical training and analysis time and easing
the examination of TPUS data for research or clinical purposes. Therefore lowering
barriers that clinicians might experience in using TPUS in their clinical practice.

The data of this study were acquired from patients with symptomatic POP,
which are more complex to analyse compared to data of women with intact LAM
and/or without pelvic floor dysfunction [38]. The due to its reproducibility our
pipeline is an excellent tool to standardize the UH measurements in complex patient
populations, making them less observer dependent. However, it should be noted
that the training data of the pipeline were obtained from manual analysis of a
single experienced observer. Therefore, it can be assumed that they are biased
towards the way this specific observer analyzes the data. Before implementation
in clinical practice, we recommend to add training data from multiple observers,
which would eliminate the personal bias in the network.

Even when the pipeline generates some errors, these can easily be identified
in clinical practice by a quick visual examination of the selected and segmented
SMHD. In these cases, manual analysis is recommended, which can also be used to
update the pipeline, making it more robust over time. The only step that still needs
automation is the selection of the correct frames (i.e., rest, contraction or Valsalva).
However, this is the least time-consuming step in the manual examination and,
based on previous results in literature [87, 88, 90], it can be expected that its
automation is feasible.

4.5 Conclusion

To conclude, we present a pipeline that reliably selects and segments the SMHD
and thus automates the analysis of the SMHD on TPUS data of women with symp-
tomatic POP. Implementing this pipeline in the software of TPUS machines will
make the analysis of TPUS data less time consuming and less observer dependent.
This will reduce clinical training and analysis time and ease the examination of
TPUS data for research or clinical purposes.
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Chapter 5

Automatic segmentation of
the puborectalis muscle on
three-dimensional
transperineal ultrasound

Objectives The introduction of three-dimensional (3D) analysis of the puborec-
talis muscle (PRM) for diagnostic purposes into daily practice is hindered by the
need for appropriate training of observers. Automatic segmentation of the PRM on
3D transperineal ultrasound may aid its integration into clinical practice. The aims
of this study were to present and assess a protocol for manual 3D segmentation of
the PRM on 3D transperineal ultrasound, and to use this for training of automatic
3D segmentation method of the PRM.

Methods The data used in this study were derived from 3D transperineal
ultrasound sequences of the pelvic floor acquired at 12 weeks’ gestation from nulli-
parous women with a singleton pregnancy. A manual 3D segmentation protocol was
developed for the PRM based on a validated two-dimensional segmentation protocol.
For automatic segmentation, active appearance models of the PRM were developed,
trained using manual segmentation data from 50 women. The performances of both
manual and automatic segmentation were analyzed by measuring the overlap and
distance between the segmentations. Intraclass correlation coefficients (ICCs) and
their 95% confidence intervals were determined for mean echogenicity and volume
of the puborectalis muscle, in order to assess inter- and intraobserver reliabilities of
the manual method using data from 20 women, as well as to compare the manual
and automatic methods.

Results Interobserver reliabilities for mean echogenicity and volume were
very good for manual segmentation (ICCs 0.987 and 0.910, respectively), as were

F. van den Noort, A.T.M. Grob, C.H. Slump, C.H. van der Vaart and M. van Stralen
Published in: Ultrasound in Obstetrics & Gynecology, volume 52, page 97-102, 2018.
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intraobserver reliabilities (ICCs 0.991 and 0.877, respectively). ICCs for mean
echogenicity and volume were very good and good, respectively, for the comparison
of manual vs automatic segmentation (0.968 and 0.626, respectively). The overlap
and distance results for manual segmentation were as expected, showing an average
mismatch of only 23 pixels and reasonable overlap. Based on overlap and distance,
five mismatches were detected for automatic segmentation, resulting in an automatic
segmentation success rate of 90%.

Conclusions This study presents a reliable manual segmentation protocol
and automatic 3D segmentation method for the PRM, which will facilitate future
investigation of the PRM, allowing for the reliable measurement of potentially
clinically valuable parameters such as mean echogenicity.
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5.1 Introduction

The levator ani muscles provide support for the pelvic organs. During vaginal
delivery, trauma to these muscles will occur in one-fifth to one-third of women [7,9].
This trauma weakens pelvic floor support and may cause problems such as pelvic
organ prolapse and urinary incontinence [8, 10]. During delivery, the part of the
levator ani muscle that surrounds the urogenital hiatus, the puborectalis muscle
(PRM), has to stretch to more than twice its original length and may therefore
sustain damage [4, 5].

It is not well understood why some women experience pelvic floor problems after
delivery while others do not. Some studies suggest that it might be due to changes
in muscle structure that occur during pregnancy, prior to delivery [16, 18, 61].
It is to be expected that these changes will be reflected in muscle functionality.
Recently, in studies that used three- and four-dimensional (3D/4D) ultrasound
imaging to visualize the PRM, new informative parameters of the PRM were
obtained; for example, hiatal dimensions [30,32], mean echogenicity of the PRM
(MEP) [31, 61, 62] and strain [28]. Hiatal dimensions and strain are related to, and
provide insight into the functionality of, the PRM. Early pregnancy MEP has been
shown to be related to mode of delivery [62].

However, in these studies parameters of the PRM were obtained manually, which
is time-consuming, hindering their introduction into clinical practice. Sindhwani
et al. [68] proposed a method to automate the measurement of hiatal dimensions.
However, these are static two-dimensional (2D) measurements, not exploiting the
full potential of 3D/4D ultrasound. Therefore, the aim of this work was to develop
an automatic segmentation method for the PRM in 3D transperineal ultrasound
images.

Active appearance models (AAMs), which require manually annotated training
data, have proved to be reliable in automatically segmenting structures in 3D
ultrasound (e.g. the left ventricle [47]). As 3D segmentation of the PRM on
3D ultrasound is, to the best of our knowledge, as yet unexplored, we present a
manual 3D segmentation protocol for the PRM on 3D transperineal ultrasound.
We assessed its reproducibility and used it to generate training data for an AAM.
The performance of the fully automatic AAM was then analyzed by comparing it
with manual segmentation.

5.2 Methods

5.2.1 Data

The data for this study were obtained from a dataset acquired by van Veelen et
al. [38] that consists of 3D/4D transperineal ultrasound data of the pelvic floor
from 280 nulliparous women with a singleton pregnancy who were scanned at
multiple time points pre- and postpartum. In the current study we focused on
scans acquired at 12 weeks’ gestation. The acquisition was performed using a GE
Voluson 730 Expert system (GE Medical Systems, Zipf, Austria), equipped with a
RAB 48-MHz curved-array volume transducer. The settings of the system were
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kept constant to minimize variation across acquisitions, since the main aim of this
study was to investigate the MEP. The acquisition started with the PRM at rest,
and then the women were asked to contract their PRM fully and, afterwards, to
perform a Valsalva maneuver, which results in a stretched PRM.

A dataset of 63 videoclips was selected randomly from the original dataset.
While selecting, videoclips were checked by an observer for the following inclusion
criteria: the PRM is contained entirely in the field of view; the symphysis is in the
field of view to allow measurement of the minimal hiatal dimensions; and image
quality is sufficient. Owing to the consistent ultrasound settings, some images
had poor contrast, insufficient for 3D delineation of the PRM. For the quality
criterion, two observers had to agree on whether or not image quality was sufficient
for inclusion.

Thirteen videoclips did not meet all the criteria and were discarded. Of these,
five did not fully capture the PRM in 3D, five did not capture the symphysis and
three were of poor image quality, thus 50 videoclips were included in the study.
From each of these, one frame in which the PRM was at rest was selected. A
randomly selected subset of data from 20 subjects was used to analyze the manual
segmentations.

The ultrasound clips were converted to DICOM in 4D View 9.0 (GE Medical
Systems). In-house developed software, based on MeVisLab 2.6.2 (MeVis Medical
Solutions, Bremen, Germany [82]), was used for selecting the frame with the PRM
at rest, manual segmentation using splines, AAM training and AAM matching.

5.2.2 3D segmentation protocol

The 3D segmentation protocol is an extension of an existing validated protocol
for 2D segmentation [31, 32]. To ensure optimal visibility of the PRM, the pro-
tocol starts with rotating to the slice with minimal hiatal dimensions (SMHD)
(Figure 5.1c.) [30], which allows browsing through the tomographic ultrasound
images [70].

2D segmentation of the PRM in the SMHD has been presented previously [31],
and is shown in Figure 5.1c. In slices close to the SMHD, the segmented shape
of the PRM is the same as in the SMHD; however, the segmented shape changes
in slices further away. Caudal from the SMHD, the segmented shape of the PRM
is detached visually from the symphysis, as shown in Figure 5.1b. The distance
between the segmented area and the symphysis will increase further, moving to
the caudal limit of the PRM. This caudal limit (Figure 5.1a.) is found by using
the midsagittal plane (Figure 5.1f.), in which the distinction between the PRM
and the external sphincter is much clearer than in the axial view.

Cranial from the SMHD, the posterior part of the PRM will disappear (Fig-
ure 5.1d.). So from here, the PRM needs to be segmented as two separate parts. It
is hard to determine the cranial boundary of the PRM. However, Singh et al. [91]
showed that there is sharp angulation between the PRM and the iliococcygeus
muscle. Therefore, the last cranial slice is the one before the PRM becomes indis-
tinguishable from its surroundings or before the areas that appear to be part of
the PRM start moving outwards (Figure 5.1e.).
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a. b. c.

d. e.

f. g.

Figure 5.1: Manual three-dimensional segmentation on transperineal ultrasound of
puborectalis muscle (PRM) (delineated) in different axial slices, from caudal to
cranial, showing: a. caudal limit of PRM; b. slice in which PRM is disconnected
visually from pubic symphysis; c. slice of minimal hiatal dimensions; d. slice in
which posterior part of PRM is out-of-plane; e. cranial limit of PRM; f. segmenta-
tion of PRM (green) in midsagittal slice, with red line showing how to determine
boundary between external anal sphincter and PRM; and g. position of slices a.e.
on midsagittal slice.
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Figure 5.2: Automatic (red) and manual (blue) segmentation of puborectalis muscle
in slice with minimal hiatal dimensions. The arrows indicate one measurement of
absolute distance between two segmetations. The green area is overlap between
segmentations.

5.2.3 Active appearance model

AAMs model the typical variation in shape and texture of an object presented
in training data [44]. When the manual PRM data are used to train the model,
it learns the natural variability in appearance of the PRM in 3D transperineal
ultrasound data. In new data (not present in the trainingset), this model can
be used to predict the position of the PRM. We used the AAM implementation
described by van Stralen et al. [47], with the leave-one-out method to train and
match (finding the PRM) the AAMs, to avoid training bias in their evaluation.
This means that we created 50 AAMs, using 49 manually segmented ultrasound
images for the training of one AAM and the last ultrasound image for matching.
Therefore, we could optimally use the manual segmentation data, both for training
and as ground truth to analyze the performance of automatic segmentation.

5.2.4 Validation

To validate the manual segmentation protocol, a randomly selected subset of 20
subjects had their ultrasound PRM segmented by a second observer as well as
by the first observer for a second time more than a month later. This allowed
for analysis of inter- and intraobserver performance. The performances of manual
and automated segmentation were compared. Statistical analysis was performed
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a. b. c.

Figure 5.3: Example of a manual three-dimensional segmentation in transperineal
ultrasound of the puborectalis muscle, shown from different angles, in sagittal (a.),
coronal (b.) and axial (c.) slices.

using SPSS v. 23 (SPSS Inc., Chicago, IL, USA) and Excel 2011 (Microsoft Office,
Microsoft Corp., Redmond, WA, USA). Means, standard deviations (SD) and
intraclass correlation coefficients (ICC) with their 95% confidence intervals were
used to compare MEP and volume acquired by observers and computer. ICC
results were classified according to the subgroups defined by Landis and Koch [66].

Although volume and MEP measurements are relevant parameters with which
to analyze the performance of manual and automatic segmentation, good agree-
ment of these does not necessarily mean good agreement in the positions of two
segmentations. Therefore, we used MeVisLab to calculate three other parameters
that better reflect agreement between segmentations; these were mean absolute dis-
tance (MAD), Hausdorff distance (HDD) and Dice coefficient (DSI). The absolute
distance is the minimum distance from one point on the segmentation to a point
on the surface of the other segmentation; an example is given in Figure 5.2. MAD
is the mean of all absolute distance measurements between two segmentations,
showing on average how far apart from each other the two surfaces are. The HDD
is the maximum absolute distance between two segmentations; this gives insight
into the maximum error made. DSI measures the overlap between segmentations,
and is calculated as:

DSI =
2 | X ∩ Y |
| X | + | Y |

(5.1)

where | X ∩ Y | is the volume of the overlap (depicted in Figure 5.2 as the green
area) and X and Y are the volumes of the segmentations that are being compared.
If there is no overlap between segmentations, DSI = 0; if there is complete overlap,
DSI = 1. Good agreement between segmentations is reflected in low MAD and
HDD values and in high DSI values.

5.3 Results

The resulting volume of a manual segmentation is shown in Figure 5.3. In Table 5.1,
mean (SD) and ICCs for MEP and volume for automatic vs manual segmenta-
tions,and inter- and intraobserver manual segmentations, are presented. ICCs
for comparison of automatic and manual segmentations for MEP and volume
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Table 5.1: Mean ± standard deviation (SD) of the mean echogenicity (MEP), in
arbitrary units, and volume (Vol.), in mL, of three-dimensional segmentation of
puborectalis muscle performed manually (by observer (Obs.)) and automatically
(by computer(Comp.)), manually by two independent observers and manually
twice by same observer ≥ 1 month apart, with corresponding intraclass correlation
coefficients (ICCs) and 95% confidence interval (CI).

MEP ICC Vol. ICC
(95% CI) (95% CI)

Obs. 1 vs. Comp. 0.968 0.626
(n=45) (0.941-0.982) (0.327-0.794)

Obs. 1 148± 16 9.4± 1.8
Comp. 147± 17 9.8± 2.6

Interobserver 0.987 0.910
(n=20) (0.962-0.995) (0.771-0.964)

Obs. 1 151± 20 8.5± 1.7
Obs. 2 153± 18 8.6± 2.1

Intraobserver 0.991 0.877
(n =20) (0.978-0.996) (0.694-0.951)

Obs. 1 (1) 151± 20 8.5± 1.7
Obs. 1 (2) 152± 19 8.8± 1.7

were, respectively, very good and good. Inter- and intraobserver ICCs for manual
segmentation showed very good agreement for both volume and MEP.

In Figure 5.4, DSI, MAD and HDD are presented in box-and-whisker plots.
The parameters that determine the distance between two segmentations, HDD and
MAD, correspond to only a few voxels mismatch. The DSI-values are moderate.
For automatic segmentation, five mismatches were identified based on high MAD
and/or low DSI; these appear as outliers in Figure 5.4. These subjects were not
included in the ICC analysis in Table 1, since measuring MEP and volume is
relevant only when automatic segmentation is successful. HDD, MAD and DSI
show that automatic segmentation is comparable with manual segmentation if the
mismatches are ignored.

In Figure 5.5, the mean of all manual segmentations is visualized, showing
average absolute distance between the manual segmentations and 45 successful
automatic ones. This shows which areas are the most complicated in segmentation.
These areas are the cranial and caudal limits of the PRM. Also, the site of
attachment to the symphysis was found to have a high distance between manual
and automatic segmentations.

5.4 Discussion

To measure 3D and 4D clinical parameters of the PRM on transperineal 3D/4D
ultrasound, automatic segmentation of the PRM is needed. In this study, we present
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Figure 5.4: Box-and-whisker plots of Dice coefficient, mean absolute distance (MAD)
and Hausdorff distance (HDD) for computer (Comp)- vs. observer (Obs)-derived
three-dimensional segmentation of puborectalis muscle (n = 50) and inter- and
intraobserver manual segmentations (n = 20). Boxes with internal lines represent
median and interquartile range (IQR), whiskers are range excluding outliers more
than 1.5 IQR from upper and lower quartile, and + are outliers.
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Figure 5.5: Mean of manual three-dimensional segmentations of puborectalis muscle,
color-coded according to average absolute distances between manual and successful
automatic segmentations (n =45).
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a reproducible manual segmentation protocol. AAMs trained using segmentations
obtained using this protocol provided promising results for automatic segmentation,
with results comparable with those of manual segmentation.

Since this is the first attempt at manual segmentation of the PRM on 3D
ultrasound, the results can be compared only with segmentation results of magnetic
resonance imaging or cadaver studies. The segmentation results of the PRM
obtained in such studies [4, 26, 92–95], show very similar shapes to the those
obtained in the current study, an example of which is shown in Figure 5.3. However,
some of these studies [4,93,95] show that there is a thin layer of muscle fibers from
other pelvic floor muscles running at the hiatal side of the PRM. These fibers are
also seen in endovaginal ultrasound studies [27, 96]. However, using endovaginal
ultrasound, one is able to scan at higher frequencies to visualize the PRM, since
it lies closer to the probe. On transperineal ultrasound, this layer of muscle fiber
cannot be distinguished from the PRM. This does not influence the performance
of automatic segmentation, but it may be of influence if this manual segmentation
protocol is used for functional investigation of the PRM.

The main reason for the AAM mismatches is feces in the rectum, in which case
the PRM appears darker and the feces white, and the algorithm therefore segments
the feces instead of the PRM. However, in 13 of the 50 images, of which only four
resulted in a mismatch using the algorithm, feces can be clearly seen in the rectum.
The last mismatch case was of a PRM that appeared very dark compared with
others in the training dataset. It is probable that these problems will be solved
with more training data.

Hausdorff distances and MADs are comparable with the data presented by
Sindhwani et al. [68] on 2D segmentation of the urogenital hiatus. The 3D-MEP
ICCs are comparable with the results for 2D MEP found by Grob et al. [31]. The
DSI, however, is much lower than the values reported for 2D segmentation of the
urogenital hiatus [68]. The first explanation for this can be found, on comparison
of the 2D and 3D cases, by approximating the volume of the PRM as a cylinder
(V = πr2h) and the area of the longitudinal cross-section cylinder plane as A = 2rh,
where r is radius and h is length. This shows that a mismatch in r has a larger
influence on V than on A. The second explanation is the shape of the PRM. As
it is a very long and thin structure, a small shift has a much larger impact on
the overlap than, for example, in the case of a spherical structure (or a 2D circle
approximating the hiatus).

The strength of this study is that it provides for the first time reliable manual
and automatic 3D segmentations of the PRM. This allows for measurements of
MEP and volume as clinical parameters, and might be a starting point for further
functional analysis. The segmentation method is based on methods that have
already been proved to be reliable in 2D [30–32]. Since the data were obtained
using a relatively old ultrasound system, even better results may be expected from
data obtained using newer systems. The data were acquired using the same settings
in order to measure reliably the MEP; this may have caused suboptimal image
quality in certain individual cases. The application of automated 3D segmentation
automates the measurement of MEP, a clinically valuable parameter [62]. Using
the full potential of the 3D/4D nature of the data, automating the measurements
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in 3D will likely improve reproducibility and sensitivity, as has been shown for
quantitative analyses in other domains (e.g. 2D vs. 3D functional parameters in
cardiac imaging [97]). Moreover, more complicated parameters, like volume, shape
and function of the PRM, are now open to investigation.

Anatomical validation of our manual segmentation protocol is ongoing and
further research, e.g. a cadaver study, may help us to improve the segmentation
protocol. Both automatic and manual segmentations were performed on data
from subjects with an intact pelvic floor (nulliparous and at 12 weeks’ gestation).
The described method may perform suboptimally for data of patients with PRM
trauma, since their data will have a different appearance and are not presented
in the training data. The segmentation protocol may need to be updated and
the training dataset of the AAM expanded with patient data. Currently, it is
not possible to determine automatically if automatic segmentation was successful,
e.g. for quality assurance, without the use of manual segmentation. However, in
clinical practice, the physician can be the one to determine the success of automatic
segmentation.

In conclusion, this study presents a reliable manual segmentation protocol
for the PRM on transperineal 3D/4D ultrasound of an intact pelvic floor. Fur-
thermore, it presents automatic segmentation of the PRM based on these data,
which has results comparable with those of manual segmentation; it also allows for
reliable measurement of MEP. Further studies using this method may improve our
understanding of the structure and (dys-)function of the PRM.
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Chapter 6

Recurrent U-net for
automatic pelvic floor
muscle segmentation on 3D
ultrasound.

Abstract: The prevalance of pelvic floor problems is high within the female
population. Transperineal ultrasound (TPUS) is the main imaging modality used
to investigate these problems. Automating the analysis of TPUS data will help
in growing our understanding of pelvic floor related problems. In this study we
present a U-net like neural network with some convolutional long short term
memory (CLSTM) layers to automate the 3D segmentation of the levator ani
muscle (LAM) in TPUS volumes. The CLSTM layers are added to preserve the
inter-slice 3D information. We reach human level performance on this segmentation
task. Therefore, we conclude that we successfully automated the segmentation of the
LAM on 3D TPUS data. This paves the way towards automatic in-vivo analysis of
the LAM mechanics in the context of large study populations.

F. van den Noort, B. Sirmacek and C.H. Slump
Submitted for publication

63



6

64 CHAPTER 6. AUTOMATIC 3D SEGMENATION DEEP LEARNING

6.1 Introduction

Even though pelvic floor related problems are common among women, both in
science and society, the severeness of the issue goes largely unnoticed. Around a
quarter (older than 20 years [11]) to one-third (older than 40 years [12]) of women
experience problems, like pelvic organ prolapse, urinary and fecal incontinence,
at some point in their live. Patients are often ashamed of their problems and
doctors often consider these problems as collateral damage to vaginal birth [35], a
consequence of the forces put on the pelvic floor during delivery. Even though this is
indeed one of the main risk factors, the problem is more complicated. Since in most
women these problems do not occur directly after delivery, but after menopause.
They might even affect women who have delivered via Cesarean section or who
never were pregnant [11, 98]. The problems occurring seem to be a result of an not
yet understood interplay between different factors, such as the (damaged) pelvic
floor muscles, ligaments, connective tissue, hormones and abdominal pressure [2].
Ultrasound is a convenient way to image the pelvic floor, because it is low-cost
and widely available. However, transperineal ultrasound (TPUS), is complicated
to interpret and research towards quantitative analysis is still in its early stages.
And while 4D data is available, most investigation is limited to manual 1D or 2D
measurements on specific volume frames [74,80].

Automated analysis of TPUS might be the key to better understand pelvic
floor problems. The main pelvic floor muscle complex, the levator ani (LAM),
appears bright on TPUS, due to the high collagen concentration in its extracellular
matrix [6]. Automating the segmentation of this muscle in TPUS volumes may
lead to a better understanding of its (dis)function and its relationship with pelvic
floor problems [65]. TPUS data is easily collected in clinical practice, so we can
analyze a statistically significant amount of data. Furthermore, since the data is
4D data (3D data as time series), we can obtain functional information from the
muscle.

Most of the 2D image segmentation problems could be solved successfully [46],
after the successful re-introduction of convolutional neural networks (CNN) into
the mainstream image processing community by Krizhevsky et al. in 2012 [45].
Especially U-net showed excellent results in most 2D segmentation applications [54],
since it simultaneously encodes the image data into relevant image features while
keeping spatial information to get accurate high resolution segmentations. However,
3D segmentation is more complicated since training full resolution deep CNNs
quickly runs into GPU memory problems. Furthermore, ultrasound data itself
presents additional challenges due to the scattering within most tissues it has a
noisy appearance. This makes it hard to discriminate borders between different
structures and presents high variability between different operators and machines
of different manufacturers [99], even for the LAM on TPUS [65].

In this paper we propose a new neural network architecture to for segmentation
of the LAM on 3D TPUS data. Our network architecture consists of 2D U-net [54]
with some convolution layers replaced by a convolutional long short term memory
cell (CLSTM) [100] to transfer 3D information between the slices. The background
section of this paper will provide an overview of the literature of TPUS ultrasound



6

6.2. BACKGROUND 65

segmentation and other relevant literature on 3D image segmentation. In the
methods section we will discuss our dataset and our proposed network design for
segmenting this dataset. In the results section we will present the training results
compared to traditional 2D U-net on this data, to show that the network learns
inter slice information due to the CLSTM. In the final section of this paper we will
discuss our results to end with a final conclusion.

6.2 Background

In this background section we will first discuss literature on segmentation on female
TPUS data. Secondly, we will discuss the approaches used for segmentation of 3D
image data. We will discuss in more detail the use of recurrent neural networks
(RNN): such as long sort therm memory cells (LSTM) and CLSTM, for 3D image
segmentation, since these methods are closely related to our approach. In the last
subsection we will focus on the challenges of the segmentation of the LAM on
TPUS data, in order to know what should be focused on in our network design.

6.2.1 Segmentation of transperineal ultrasound

Currently, few publications exist on automatic segmentation of structures on
female TPUS, when the writing of this paper is finalized. Segmentation of the
urogenital hiatus and the LAM on a specific clinically relevant slice (2D) was
successfully achieved with CNNs in two studies [60, 80]. We have performed
successful automatic 3D segmentation of the LAM using an active appearance
model (AAM) [65]. However, AAMs are prone to large texture and shape variations
within the data and therefore do not generalize well. CNNs became the state-of-
the-art for segmentation, however AAM still can be combined with deep learning
algorithms, where the AAM segmentation serves as initialization for the CNN [101].
The most recent paper on TPUS segmentation is by Williams et al. [55], segmenting
the urethra on TPUS, using a patched-based 3D CNN approach.

6.2.2 3D segmentation

The problem of 3D segmentation is more complex then 2D segmentation, as
briefly mentioned in the introduction. Deep network architectures like U-net [54]
or ResNet [102] proved to have superior segmentation results. However, often
the GPU memory is the limiting factor in the network design and the required
memory grows exponentially if the same architecture for 2D segmentation would
be expanded to 3D segmentation. Slice by slice 2D segmentation may be a solution
for 3D segmentation. However, successful 3D segmentation often requires more
contextual information than is available on a single slice.

Although this is not a review article we will provide a brief overview of some of
the solutions that are suggested to address these problems. One line of approach
are the 2.5D segmentation methods, which is the umbrella term for methods that
aim to maximize the contextual information in slice-by-slice or voxel classification
segmentation. In some of these approaches additional (usually 2) parallel [103] or
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orthogonal [104] slices are provided. Others use pre-processing to map surrounding
information into smaller samples [105]. Finally we mention the idea to train
multiple 2D segmentation networks for the three orthogonal image orientations
and combined these segmentations by a small 3D CNN [106].

Closely related to the 2.5D approaches are the patch-based methods. Here
the 3D volume is divided into small volume patches. These patches are used for
classification of the center voxel [59] or voxels [107] or for segmentation of the
complete patch [108]. The results of the voxel classification or segmentation of the
patches are then combined into a segmentation of the complete volume, usually
complemented by some post processing algorithms.

Another approach is multi-scale processing of the data, which also has several
ways it can be approached. For example, this can be achieved in a sequential
order where the data is down-sampled to a lower image size, yielding a low
resolution segmentation which is up-sampled to the original image size. Both this
coarse segmentation and the original image are then cropped into smaller (but full
resolution) image patches, which are fed to a secondary network in order to refine
segmentation [109]. Another possibility is a parallel method, where a certain region
of interest is fed to the network at full resolution, together with down-sampled
images of the surrounding area. This can be done at multiple resolutions and
area sizes. The various image-scales are used as input to separate branches of the
network and combined only at the final layers of the network [110,111].

6.2.3 Segmentation using RNNs

Finally, RNNs can be used in the training for 3D segmentation. RNNs are networks
that are trained to process sequential data, like for example language. There
are many types of RNN implementation, they all focus on remembering relevant
information in a sequence of data in order to properly preform the task they are
designed to do. RNNs can therefore also be used for segmentation, since evaluating
the image for example pixel-by-pixel or slice-by-slice also creates a sequential data
stream.

One of the most used RNN cell is the LSTM [112]. Besides remembering
relevant information it is also trained to actively forget irrelevant information.
There are several variants of the LSTM cell. Most LSTMs consists of an input gate
it, memory cell ct, forget gate ft, output gate ot and hidden state ht. Input data
xt can flow through a LSTM cell as follows [113,114];

it = σ(Wxixt +Whiht−1 +Wci ◦ ct−1 + bi) (6.1)

ft = σ(Wxfxt +Whfht−1 +Wcf ◦ ct−1 + bf ) (6.2)

ct = ft ◦ ct−1 + it ◦ tanh(Wxcxt +Whcht−1 + bc) (6.3)

ot = σ(Wxoxt +Whoht−1 +Wco ◦ ct + bo) (6.4)

ht = ot ◦ tanh(ct). (6.5)

The various weight matrices W and bias vectors b in these equations are the
trainable parameters of this LSTM cell. The activation functions σ and tanh are
the sigmoid and tangent hyperbolic function, ◦ denotes element wise multiplication.
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a.

b.

c.

Top

Bottom

Front Back

d.

Figure 6.1: a. and b. show examples of axial slices looking similar but requiring
different segmentation (red) based on 3D information obtained for the sagital
and coronal view, highlighting the necessity of 3D contextual information for the
segmentation of TPUS data. c. shows an example of a segmented LAM volume. d.
visualizes three orthogonal slices form the ultrasound volume (green: coronal, blue:
axial, red: sagital) and their orientation in the body. This examplifies the curved
apex shape of the TPUS data.



6

68 CHAPTER 6. AUTOMATIC 3D SEGMENATION DEEP LEARNING

The hidden and cell state are passed from one step in the input sequence to the
next.

Before CNN became state-of-the-art in segmentation, LSTMs were also used for
segmentation. A pixel is segmented by feeding the contextual pixels in a specified
order to a LSTM-RNN [115]. This is however not the most efficient way of training
in the context of image processing, especially when used for 3D segmentation.
Stollenga et al. [116] proposed a different training scheme incorporating convolutions
in the LSTM. Another approach to incorporate recurrency in CNNs is by sharing
feature maps between slices [117,118]. Almost at the same time, Shi et al. [100]
introduced the CLSTM cell, which differs slightly from the LSTM cell;

it = σ(Wxi ∗Xt +Whi ∗Ht−1 +Wci ◦ Ct−1 + bi) (6.6)

ft = σ(Wxf ∗Xt +Whf ∗Ht−1 +Wcf ◦ Ct−1 + bf ) (6.7)

Ct = ft ◦ Ct−1 + it ◦ tanh(Wxc ∗Xt +Whc ∗Ht−1 + bc) (6.8)

ot = σ(Wxo ∗Xt +Who ∗Ht−1 +Wco ◦ Ct + bo) (6.9)

Ht = ot ◦ tanh(Ct). (6.10)

Xt, Ht and Ct are 3D tensors, but by introducing the convolution (∗) the weight
matrices can be much smaller than needed in a conventional LSTM cell. This
makes it very suitable for the analysis of sequential image data, like movies or
slices of volume images, since deeper networks can be build.

Several approaches incorporating CLSTMs in CNNs have thus been suggested
for movie [119–121] or volume segmentation [122–125]. They are often based on
auto-encoder segmentation network designs, where a CLSTM is incorporated within
the network or applied after the network as a type of post processing. Some studies
use a U-net type network as their base network [120–122]. For example, Arbelle et
al. [120] incorporate the CLSTM in the U-net layers, showing good segmentation
result in microscopy movie segmentations. These studies prove that incorporating
of CLSTMs in CNNs benefits segmentation results in sequential image data.

6.2.4 TPUS segmentation challenges

3D segmentation of TPUS is a challenging task due to the noisy appearance of
the data. The boundaries of the LAM are hard to distinguish due to the noisy
appearance of ultrasound. Manual segmentation of this data is already challenging
and requires the possibility to rotate the volume to slices that are not in one
of the three standard planes and single slice segmentation requires anatomical
references from the other views [65]. To exemplify this, we provide two axial slices
(Figure 6.1a. and b.) which look similar, but have different segmentations due to
information from the coronal and sagital view. Therefore, we should incorporate
large context information in our network design. Furthermore, we should have a
deep network design: Low-level features are important for correct segmentation,
since high-level features, such as local intensity differences, are not reliable due to
the noisy boundaries.

Figure 6.1c. shows the volume of a complete 3D muscle segmentation, from
which can be observed that the LAM is a thin elongated structure (∼1 cm in
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Figure 6.2: Design of the recurrent-U-net. The input-size of a single image slice
is n by m. The arrows denote an operation like applied to the preceding network
layer. The convolution operations (orange) are performed with a kernel of 3x3
and result in the next layer with the filter depth denoted above the layer. The
convolutional long short term memory cells (CLSTM) get their information from
the previous image slice via their cell-state, which updates their 3x3 kernel used
for the convolution operation. The copy operation duplicates a layer from one side
of the network and concatenates it with another layer. The max pooling operation
down-samples the layer by applying a 2x2 kernel with stride 2 and only selects the
maximum value to the next layer. The last operation is the transposed convolution
(Trans. conv.) by which the data is up-sampled with a 3x3 kernel and stride 2.

diameter and ∼12 cm long [80]). This makes segmentation of the LAM challenging
for both manual and automatic segmentation, since a few voxels mismatch already
can account for a relatively large volume shift. Furthermore, the class imbalance
is large with only 0.5% of the voxels being muscle. The network training should
be optimized to compensate for this. The automatic segmentation is considered
successful if the segmentation accuracy is on par with manual segmentation accuracy
between human observers [65].

6.3 Methods

6.3.1 Data

The TPUS data used in this study originates from the dataset acquired by van
Veelen et al. [38]. Approval for this study was obtained from the Medical Research
Ethics Committee (MREC) of the UMC Utrecht and all women signed informed
consent forms. The data was acquired with a GE Voluson 730 Expert system (GE
Healthcare, Zipf, Austria) equipped with an RAB 4-8MHz curved array volume
transducer. The following measurement settings were used: volume angles 85◦

longitudinal and 70◦ transverse, a temporal resolution 3 Hz, gain 15, power 100,
harmonics mid, contrast 8, grey map 4, persistence 8, enhance 3, depth 6 cm, fixed
time gain compensation (all buttons aligned in the center). During the acquisition
participants were in supine position and the probe was placed on the perineum.
Before examination they were asked to empty their bladder.
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We have randomly selected TPUS data of 100 women from this dataset. Those
women were around 12 weeks’ pregnant and had not delivered before. We only
included data on which the pelvic floor muscle and the pelvic bone were fully
captured, since this is important for a successful manual segmentation [65]. In
order to use the ultrasound data it had to be converted to DICOM manually, using
4DView (GE Healthcare, Zipf, Austria), meaning that the volume size had to be
manually selected. This resulted in a variable output volume size of 215-230 by
235-250 by 140-150 slices in resp. the x, y and z direction.

We imported the data in MeVisLab (MeVis Medical Solutions, Bremen, Ger-
many [126]) to manually segment the LAM on a single volume-frame at which the
LAM was at rest (the movies captured muscle contraction and stretching as well).
The data was further processed in Python after segmentation, the data size was
made uniform by enlarging the volumes with zeros of a 256×256×154 volume, since
this was a convenient volume size for training. For training convenience, we used a
volume size of 256×256×128 for training with coronal and sagital slices, since the
ultrasound image shape is a curved apex the top and bottom never contain muscle
information (Figure 1 d.). The spatial resolution differs due to different depth
settings during acquisition, voxels are cubic and ≈ 0.5 mm along each dimension.

The dataset was randomly split into a training- (85 volumes), validation- (5
volumes) and testset (10 volumes).

6.3.2 Network design

As mentioned in the introduction, U-net [54] is the state of the art network for
2D segmentation. It gives a solution to the trade-off between spatial reduction,
to get more general image features, and keeping spatial information, in order
to get a spatially refined segmentation. The spatial down-sampling is obtained
by max-pooling in the encoding part of the network and spatial up-sampling is
obtained by a transposed convolution in the decoding part of the network. In order
to use the spatial information from encoding layers into the decoding layers, the
output from encoding layers was concatenated with the input to decoding layers,
with corresponding spatial resolution. A similar network design for 3D data, with
a reasonable input size would quickly run into memory issues.

To circumvent this problem and solve the challenges mentioned in section 6.2.4,
we choose a 2D U-net design for our network. In order to also extract the 3D
spatial information necessary for 3D segmentation we replace for every odd spatial
dimension the second convolution layer with a CLSTM layer, see Figure 6.2. This
creates a pathway to transfer 3D information from on slice to the next, in both
encoding and decoding branch on different spatial feature levels. To make the
training updates generalize over multiple slices, i.e. use a batch of several slices for
each training step, we had to make a trade-off in GPU memory usage. Therefore,
we did not incorporate a CSLTM layer on each feature level and only used half
of the filters normally utilized in U-net. The network design used in this paper is
referred to as the recurrent U-net (RU-net).
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6.3.3 Implementation

Three networks were trained the investigate the influence of spatial orientation
on the network. We also summed the results of the network, since it contains
information of all three networks this is expected to yield a slightly better result
compared to the individual networks. Furthermore, to show the effect of adding
CLSTM layers to a U-net we also train a standard U-net on the data in all three
orientations, to compare the results.

The networks were trained using the Python language (Tensorflow 1.15) on a
computer equipped with two Titan Xp graphics cards. The Dice similarity index
(DSI) loss-function [83] and the Adam-optimizer [84] (β1 = 0.9, β2 = 0.999) were
used for training. The loss function was masked so that it was only calculated
on voxels part of the TPUS image. The Rectified Linear Unit (ReLU) [127] was
used as activation function in the network and a sigmoid function was used for
the output layer. During training, a dropout with rate 0.3 was applied after each
convolution layer. The network trained for 100 epochs with a learning rate of
10−5, and was saved when the highest validation DSI was achieved. The training
data was randomized for each epoch. Each volume was processed in subsequent
batches of 14 slices, when training with axial slices, and 16 slices, when training
with coronal and sagital slices. To minimize the impact of the class imbalance and
to speed-up the convergence of the training, the batches containing muscle labels
were trained twice during a training step, until a validation DSI of 0.5 was reached.
Since U-net does not transfer any knowledge for one slice to the next one we also
randomized the slices for every training step of the U-net.

6.3.4 Testing

To test the results of the network we applied a threshold following the sigmoid
activation function of the output layer: Voxels with value ≥ 0.5 were assigned
to the muscle label, the others to the background. To investigate the success of
the segmentations we calculated the DSI, mean absolute distance (MAD) and
Hausdorff distance (HDD) between the network segmentations and the manual
labels. The data was cleaned by image dilation and erosion and small objects were
removed.

6.4 Results

The networks for different orientations were trained and Figure 6.3a.-c. show
box-plots with the MAD, HDD and DSI of the test results for RU-net and U-net for
the 3 different slice orientations and their mean, with and without post-processing.
Since the spatial resolution differs between volumes the distances are measured
in voxels instead of mm. The results reflect the fact that incorporating CLSTM
in U-net improves the segmentation results significantly. Figure 6.3d. shows the
training progress, DSI and DSI loss, of the network trained on coronal slices. Since
the network is trained with slice batches and not with different data batches, the
training and validation losses fluctuate for each training step. A moving average
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Figure 6.3: a.-c. show the boxplots of mean absolute distance, Hausdorff distance
and Dice simularity index (DSI) between the manual and network segmentations
for both recurrent-U-net (RU-net) and U-net. Boxes with internal lines represent
median and inter-quartile range (IQR), whiskers are range excluding outliers (+)
larger than 1.5 IQR from upper and lower quartile. Both networks were trained for
the three different spatial orientations (which means they are either trained with
axial, coronal or sagital slices) and the mean of the output of these networks is
calculated. The values between manual segmentation and the original output of the
network are shown in red, whereas the results after post-processing are displayed in
blue. d. shows the training and validation DSI loss and the DSI of the validation
data. A moving average with a kernel of 1 epoch is plotted over the data and used
to better visualize trends in the data.
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filter of 1 epoch is applied, to better visualize the training and validation trends.
Due to this fluctuation, the validation DSI and loss were checked after every training
step, therefore the total training time of 1 network was ∼ 50 hours. Deploying the
network to a single test sample takes ∼ 3 seconds.

Segmenting with RU-net on sagital slices preforms best as individual network,
which is surprising since, U-net performs worst on sagital slices. Still, U-net performs
relatively well on axial slices this is as expected, since manual segmentation is also
performed on slightly tilted axial slices, with some feedback of the sagital and
coronal view.

Individual RU-nets benefit from post processing, since there are small blobs
segmented in the image which are not part of the LAM. This benefits the MAD
and HDD, but barely influences the DSI, as can be seen in Figure 6.3a.-c. However,
combining the 3 orientation makes post-processing almost irrelevant. This makes
the results on average better than one individual RU-net, although the results are
very close to the sagital RU-net.

Visual inspection of the average RU-net results show that they mostly produce
smooth surfaces that resemble the manual segmentation. There are 2 exceptions
worth mentioning here, both having a DSI ≤ 0.6. The worst result correctly
segments the LAM ’legs’ but misses the ‘sling’, which seems to be due to the fact
that the ‘sling’ is almost outside image view. The other result correctly segments
the LAM volume, however the result is not smooth. No clear explanation can be
found when looking to the original image: It does not appear significantly different
from other TPUS images.

6.5 Discussion

In this study we show that the LAM can be successfully segmented on TPUS
volumes, by upgrading 2D U-net with CLSTM layers to transfer contextual infor-
mation between slices. The results are better than inter observer - and comparable
to intra observer results between manual observers [65]. Since the training data
was segmented manually by one observer, this means that the network was able to
learn the segmentation ’style’ of this observer. The results were also comparable to
the results achieved for the urethra segmentation on TPUS [55].

Our network solves the challenges stated in section 6.2.4. With the U-net
design of the network, we were able to capture both low and high level image
features of the slices. Replacing some convolutional layers in U-net with CLSTM
layers allowed for transfer of these features between slices to capture the 3D image
context. The training process was straightforward, it turned out that no data
sampling was required to compensate for the class imbalance: Training twice with
slice batches containing muscle data did slightly speed up the training, but did not
improve the final results. Finally, the results were on par with human segmentation
performance.

The quick deployment time of the network makes it suitable to apply in clinical
practice. From a clinical perspective it is also interesting to observe that sagital
RU-net achieved better results than coronal and axial RU-net. Since the sagital
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view seems to contain information relevant for 3D segmentation, investigate this
view more closely for clues that could aid manual segmentation.

One can debate on were to put the CLSTM layers in U-net (or simular networks).
We decided on putting these in both the encoding and decoding part of the network
at different spatial resolution levels. Others decidde to put it only on the encoding
or decoding part of the network [120, 121]. Since the results of our design are
already on par with intra observer results, which should be the upper limit, we
decided not to exhaustively test all possible options. The weaker segmentations are
more likely explained by a lack of training data: Since most LAM are not located
next to the edge there is not much training data on this.

We tested retraining the network from one slice orientation to the next. In
theory it is to be expected that most feature layers should be shared between the
networks. However, this did achieve better training results compared to a network
trained with random initialization. The training loss decreased quicker, however
due to the stochastic nature of the training, there seemed to be less chance on
a good validation result, before over-fitting occurred. We adopted the default
parameters for the Adam-optimizer, since changing them did not improve the
results. Successful training of the network was sensitive to the learning rate: small
changes would cause the network either to stop training after a few epochs, or to
have very poor learning.

The slices can be fed to the network in two directions, for example the axial
slices can be fed from top to bottom or from bottom to top (Figure 6.1d.). The
results did not change for sagital and coronal slices. However the axial slices had
to be fed from top to bottom. It seemed during training that the curved bottom
of the TPUS data and the shape of the LAM sling were closely related in shape.
Therefore, the network learned emphasizing the bottom curvature and corners, but,
since this does not contain relevant information, training was severely slowed down.
This problem can be prevented by not feeding the bottom part of the TPUS data,
instead we decided to change the order of the slices from top to bottom.

6.6 Conclusion

In this study we incorporated CLSTM layers into a U-net to segment the LAM
on 3D TPUS images. We showed that incorporating these layers improves the
segmentation success of U-net so that it is on par with human manual segmentation
performance. We can therefore conclude that we successfully automated the
segmentation of the LAM on 3D TPUS data. This paves the way towards automatic
in-vivo analysis of the LAM mechanics in the context of large study populations.
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Chapter 7

Appearance of the levator
ani muscle subdivisions on
transperineal ultrasound.

Background The levator ani muscle (LAM) consists of different subdivisions,
which play a specific role in the pelvic floor mechanics. The aim of this study is to
identify and describe the appearance of these subdivisions on 3-Dimensional (3D)
transperineal ultrasound (TPUS). To do so, a study designed in three phases was
performed in which twenty 3D TPUS scans of vaginally nulliparous women were
assessed. The first phase was aimed at getting acquainted with the anatomy of the
LAM subdivisions and its appearance on TPUS: relevant literature was consulted,
and the TPUS scan of one patient was analyzed to identify puborectal, iliococcygeal,
puboperineal, pubovaginal, and puboanal muscle. In the second phase, the five
LAM subdivisions and two reference structures, being the pubic bone and external
sphincter, were manually segmented in volume data obtained from five nulliparous
women at rest. In the third phase, intra- and inter-observer reproducibility were
assessed on twenty TPUS scans by measuring the Dice Similarity Index (DSI).

Results The median inter-observer and intra-observer DSI values (with in-
terquartile range) were: puborectal 0.83 (0.13) / 0.83 (0.10), puboanal 0.70 (0.16)
/0.79 (0.09), iliococcygeal 0.73 (0.14) / 0.79 (0.10), puboperineal 0.63 (0.25) / 0.75
(0.22), pubovaginal muscle 0.62 (0.22) / 0.71 (0.16), and the external sphincter
0.81 (0.12) / 0.89 (0.03).

Conclusions Our results show that the LAM subdivisions of nulliparous women
can be identified reproducibly on 3D TPUS data.

C. Manzini*, F. van den Noort*, A.T.M. Grob, M.I.J. Withagen, C.H. Slump and C.H. van
der Vaart
Submitted for publication
*Both authors contributed equally to this work.
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7.1 Background

The prevalence of pelvic floor disorders is high [11, 12], and the long-term effec-
tiveness of treatments relatively limited [128, 129]. This prompted DeLancey to
publish an editorial in 2005 in which a goal was set to achieve 25% reduction in
occurrence and 25% improvement in treatment success by 2025 [33]. In 2017 it was
acknowledged that measurable improvements were not yet achieved. However, the
scientific community was (and is) gaining the quantitative framework necessary to
spur the progress [34]. This framework includes pelvic floor (PF) biomechanical
analyses [130–133], which allows for obtaining insight into PF functionality and
understand the functional impact of PF damage. To perform biomechanical analy-
ses, computer simulations and measurements are produced from image data. This
implies that interpreting image data accurately is fundamental, if we want to draw
meaningful conclusions. Moreover, the functional consequence of LAM injury may
depend on the region of muscle being affected [3]. It is necessary to identify the
different LAM regions correctly, to assess these muscles in imaging studies.

The 3D appearance of the levator ani muscle (LAM) subdivisions of nulliparous
women have been described on magnetic resonance imaging (MRI) and endovaginal
ultrasound, respectively [26, 27]. To the best of our knowledge, this has not yet
been achieved with transperineal ultrasound (TPUS). Compared to MRI, TPUS
is less expensive and data acquisition is faster. The advantage is that a large
dataset can be easier collected, providing statistically robust results. Differently
from endovaginal ultrasound, TPUS can capture PF motion, thus providing the
functional information that is necessary to validate biomechanical analyses [28].

In 2018 we have published a protocol for reproducible 3D segmentation [65] for
the part of the LAM surrounding the hiatal area, without discriminating between
the different LAM subdivisions. During the last years, advancements in TPUS
hardware and software led to significant improvements in image quality. Therefore,
the aim of this study is to identify and describe the separate appearance of LAM
subdivisions on 3D TPUS of vaginally nulliparous women.

7.2 Methods

The ultrasound data used for the present study were collected as a subset within the
GYNecological Imaging using 3D UltraSound (GYNIUS) project on the assessment
of pelvic floor contractility with TPUS, which is conducted at our tertiary urogyne-
cological clinic. The data were acquired with a Philips Epiq 7G ultrasound machine,
which was connected to a X6-1 matrix transducer. The volume angle was 90◦ in
both azimuthal and elevational direction and probe the consists of 9212 elements.
Post-processing filters were set off, the scan depth was 9 cm. The resolution of
the image was 0.6 mm between the 229 sagittal slices, 0.4 mm between the 352
coronal slices and 0.3 mm between the 277 axial slices. In order to make the LAM
fully visible within the coronal opening angle, the transducer was covered with a 2
cm thick gel pad, which created a spacing between the patient and the probe. All
scans were performed in supine position with empty bladder, and ultrasound data
of nulliparous women at rest were selected for this study. The Medical Research
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Ethics Committee (MREC) UMC Utrecht exempted the project from approval
(reference 18/215), because the Medical Research Involving Human Subject Act
(WMO) does not apply, and all women signed a informed consent form.

We conducted the study in three phases: The first phase was aimed at gaining
familiarity with the anatomy of the LAM subdivisions. Initially, we consulted
relevant literature on the topic [2,26,27] to evaluate whether or not the definition of
the different subdivisions was consistent between authors in terms of nomenclature,
shape, and orientation. Having done this, we aimed at identifying on TPUS the
following LAM subdivisions: the puborectal muscle (PRM), the iliococcygeal muscle
(ICM) and the pubovisceral muscle, the latter consisting of the puboperineal muscle
(PPM), the pubovaginal muscle (PVM), and the puboanal muscle (PAM). For this
purpose, one TPUS was analyzed and the five LAM subdivisions were identified
using the following criteria [26]: a distinct and consistently visible separation
between a structure and adjacent structures and/or differing origin or insertion of
the muscle.

In the second phase of the study, the pubic bone (PB) and the external sphincter
(ES), used as reference structures, and the LAM subdivisions were manually
segmented on five TPUS scans. To perform the segmentations an in-house software
was developed in MeVisLab [82]. The following manual segmentation protocol was
used:

7.2.1 Reference structures

In order to have a ventral and dorsal reference the PB and ES were segmented first.
Analyzing the TPUS volumes on the axial plane in the caudal-cranial direction,
the PB is the first structure visualized, appearing hyperechoic at its boundaries
and hypoechoic internally, which makes it easy to recognize and segment it. For
a correct segmentation of the ES it is useful to identify its boundaries on the
midsagittal plane, where its separation with the LAM appears as a hypoechoic
line between two hyperechoic structures. Having done this, the coronal plane has
to be rotated perpendicular to the anal canal. The ES appears as a hyperechoic
circle on this plane, which surrounds a hypoechoic circle, being the internal anal
sphincter [134] (Figure 7.1).

7.2.2 LAM subdivisions

In the axial direction the most superficial LAM subdivision is the PPM, which
is a symmetrical hyperechoic structure attached ventrolaterally to the PB and
dorsomedially to the area between the anal canal and the vagina, where the perineal
body is located. To visualize the PAM, PRM and ICM, the axial plane must be
rotated to the plane of minimal hiatal dimensions [30] (Figure 7.2d.). In this
plane, from medial to lateral, the PAM, PRM, and ICM can be recognized as three
symmetrical structures, separated by a hypoechoic line. The PAM is located lateral
to the vagina, attaches ventrally to the PB, and dorsally to the fibers of the ES.
The PRM, located laterally to the PAM, attaches ventrally to the PB and passes
dorsally behind the rectum. Cranially from the plane of minimal hiatal dimensions,
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a. b.

c. d.

Figure 7.1: Midsagittal (a. and b.) and coronal (c. and d.) plane, without and
with segmentation. Panel b. shows the C-shape of the iliococcygeal muscle (ICM)
(blue), surrounding the puborectal muscle (PRM) (green). d. shows the round
shape of the external sphincter (brown). The red line in b. shows the position of
the coronal plane and in d. the position of the midsagittal plane (a. and b.).
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c. d.

e. f.

b.a.

Figure 7.2: Slices parallel to the plane of minimal hiatal dimensions (2.4 mm
between subsequent slices). The image without (left) and with segmentation (right)
is displayed for each slice. The slices are ordered in the caudal-cranial direction,
from a. to f. Slice d. shows the plane of minimal hiatal dimensions. Segmented
structures: the pubic bone (PB, grey), the puboperineal muscle (PPM, red), the
puboanal muscle (PAM, orange), the pubovaginal muscle (PVM, yellow), the
puborectal muscle (PRM, green) and the iliococcygeal muscle (ICM, blue).
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Figure 7.3: Flow chart showing the different study phases.

the most lateral part of the LAM appears highly hyperechoic. Here the ICM
attaches to the arcus tendinous levator ani (ATLA), a condensation of connective
tissue coursing along the surface of the obturator internus muscle [135]. The ATLA
cannot be separated from the ICM on TPUS and thus were segmented as a single
structure. From the attachments to the ATLA the ICM courses in the direction of
the coccyx, curving around the PRM. The PVM is a small hypoechoic symmetrical
structure between the PB and the anterior lateral edges of the vagina, medial to
the PAM (Figure 7.2). The appearance of PRM and ICM on the mid-sagittal plane,
and of PRM, ICM, and PAM on the coronal plane were used as a reference for the
segmentation on the axial plane (Figure 7.1). The slice-by-slice 2D segmentations
were used to produce 3D models in MeVisLab in order to visualize the structures
in their entirety.

The third phase of the study aimed at assessing the reproducibility of the
segmentation procedure. For this purpose, we use the five TPUS of the second
phase plus 15 new TPUS. The following four slices were selected in the ultrasound
volumes:

1. Minimal hiatal dimensions slice where the PAM, PRM and ICM are visible
(Figure 7.1d.);

2. An axial slice showing the PPM (similar to Figure 7.2a.);

3. An axial slice with the PVM (similar to Figure 7.2f.);

4. A slice perpendicular to the anal canal, where the circular structure of the
ES is visualized (Figure 7.1d.).
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Figure 7.4: 3D model showing the segmented structures: the pubic bone (PB,
grey), the external sphincter (ES, brown), the puboperineal muscle (PPM, red),
the puboanal muscle (PAM, orange), the pubovaginal muscle (PVM, yellow), the
puborectal muscle (PRM, green) and the iliococcygeal muscle (ICM, blue). a.
shows the view from caudal to cranial; b. shows the view from cranial to caudal.
In c. the model is disassembled to appreciate the single structures separately.

CM and FN performed independently the segmentation of the four slices for all
the 20 images, in order to assess inter-observer reproducibility. After more than
one week, FN repeated all measurements on the 20 TPUS, segmented in a random
order, to assess intra-observer reproducibility. We use the Dice Similarity Index
(DSI):

DSI =
2 | X ∩ Y |
| X | + | Y |

, (7.1)

to measure the intra- and interobserver overlap between segmentations. This
formula states that DSI is two times the overlapping area divided by the sum of
the area of segmentation X and segmentation Y; DSI=0 corresponds to no overlap
and DSI=1 to maximum possible overlap. In Figure 7.3 a flow-chart summarizes
the three study phases.
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Figure 7.5: Box-and-whisker plots of Dice Similarity Index for inter-(red) and
intraobserver (blue) overlap between segmentations of the puborectal (PRM),
the pubovaginal (PVM), the puboanal (PAM), the iliococcygeal (ICM) and the
puboperineal muscle (PPM) and the extrernal anal sphincter (ES). Boxes with
internal lines represent median and interquartile range (IQR), whiskers are range
excluding outliers more than 1.5 IQR from upper and lower quartile, and + are
outliers.

7.3 Results

The 20 patients included in the study presented with symptoms of overactive pelvic
floor confirmed by physical examination. The mean age was 39 years (range 19-68),
and mean body mass index 22.7 (range 17.0-29.0). None of them had vaginally
delivered before nor had any prior pelvic floor surgeries.

From literature research and visual examination of TPUS data we were able to
develop a manual segmentation protocol for the five LAM subdivisions. By applying
our protocol, we were able to segment all LAM subdivisions in the five TPUS
scans used for this purpose. The five 3D models let one appreciate the segmented
structures in their entirety, their spatial direction, and the spatial relation between
different structures (Figure 7.4 and Figure 7.6).

Figure 7.5 the shows a Box and Whisker plot of the inter- and intraobserver
DSI values of the 2D segmentations of 20 patients. All median DSI values of ES,
PRM, PAM and ICM were ≥ 0.7. This was also true for PPM and PVM in the
case of intra-observer overlap, whereas for the inter-observer the median DSI values
of PPM and PVM were below 0.7.
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a. b.

c. d.

Figure 7.6: 3D models of the four patients (a.-d.) not shown in the Figure 7.4 with
the Pubic bone (PB, grey), the external sphincter (ES, brown), the puboperineal
muscle (PPM, red), the puboanal muscle (PAM, orange), the pubovaginal muscle
(PVM, yellow), the puborectal muscle (PRM, green) and the iliococcygeal muscle
(ICM, blue). The view is simular to Figure 7.4a.
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7.4 Discussion

Our results demonstrate that the separate LAM muscle subdivisions can be identi-
fied in 3D TPUS images of vaginally nulliparous women.

In the literature, a DSI > 0.7 is described as excellent agreement [136, 137].
However, the DSI is influenced by the shape and size of the segmented structure:
small and/or elongated structures are more likely to have a lower DSI, because
a mismatch of a few pixels has relatively more influence. The DSI values of the
PRM, PAM, ICM and ES show good segmentation reproducibility (comparable
to previous results on the PRM [80])). The smallest structures (i.e., the PVM
and the PPM) are most of the time less than 5 mm thick. With voxel sizes of
around 0.5 mm, a 1-2 voxels mismatch produces already a relatively large overlap
mismatch, which can explain the lower DSI values. The DSI values of the PVM
and the PPM thus indicate that their identification is successful. However, in order
to obtain reliable segmentation of these small structures, a higher resolution would
be needed.

Our study has several strengths: Firstly, the 20 TPUS scans used were all
acquired by the same clinician; thus, reducing a potential source of variability.
Secondly, the segmentation protocol we have developed proved effective for all five
TPUS scans used for this purpose. Thirdly, to assess the reproducibility of our
results, we measure the actual spatial overlap between different segmentations,
i.e., a quantitative method, while in previous studies interrater reliability was
assessed by evaluating whether a muscle was visible or not [26, 27]. Using their
method, different observers can theoretically agree on the visibility of a muscle,
while recognizing two different structures. This would result in 100% agreement
when there is no actual agreement. This potential bias is avoided by calculating
the actual spatial overlap between different segmentations.

Due to technical limitations, mainly related to resolution, we were unable to
segment the most cranial structures of the PF, thus missing the upper border of
the ICM and the PAM. Additionally, we could not segment the most dorsal part of
the PAM and the PPM because of the presence of the perineal body in this area.
Therefore, our 3D models may suggest that these muscles end more ventrally than
expected. However, the spatial relations between different LAM subdivisions can
be fully appreciated.

The same observers performed first and third phase of the study (i.e., LAM
subdivisions identification and assessment of segmentations reproducibility). One
might thus object that the assessment of the reproducibility could have been
biased towards higher scores. However, no reproducibility assessment is possible
without prior identification of the structures of interest. In addition, the five LAM
subdivisions were reproducibly identified also on the TPUS volumes never analyzed
before the third phase of the study.

Having identified and segmented the different LAM subdivisions, TPUS-based
biomechanical analyses can be applied on intact LAM. Das et al. [29] used the
PRM segmentations from this study and successfully estimated 3D displacement
and strain of the PRM, which has not been reported in literature before. This
demonstrates that our work is an important step in the direction of TPUS-based
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biomechanical analysis of the pelvic floor function. Considering that the LAM
subdivisions of women with normal pelvic organ support have different fiber
directions, it was proposed that the functional consequence of LAM injury depends
on the region of muscle affected [3]. Therefore, the appearance of LAM subdivisions
on TPUS collected from vaginally nulliparous women can be used as a reference for
studies in vaginally parous patients to identify selective damage to single pelvic floor
structures. Margulies et al. [138] analyzed 14 MRI scans of women with unilateral
levator defect and identified the damaged portion as pubovisceral muscle. The
same study can be replicated on TPUS. If successful, TPUS-based biomechanical
analyses could be then performed to understand the functional consequences of
this and other types of damage and, eventually, implement appropriate treatment
strategies.

7.5 Conclusion

In conclusion, the LAM subdivisions were successfully and reproducibly identified
on 3D TPUS data of vaginally nulliparous women. This paves the way for in vivo
biomechanical analyses of the LAM which will enable a better understanding of its
(dys-)function.
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Chapter 8

Unsupervised convolutional
autoencoders for 4D
transperineal ultrasound
classification

Abstract Pelvic floor problems are common among the female population. 4D
Transperineal ultrasound (TPUS) can be used to investigate these problems and
get a more profound understanding of the biomechanics of the pelvic floor. TPUS
is easily acquired but labeling of the data is time-consuming. One of the features
present within the 4D TPUS data is muscle movement caused by either muscle
contraction of the women by performing a Valsalva maneuver. In this work we
train a convolutional autoencoder to compress TPUS frames into a Latent Feature
Vector (LFV) of 128 elements. We apply further dimensionality reduction to the
lfvs of a TPUS movie. We show that these latent feature vectors can be used to
analyse pelvic floor muscle movement within the TPUS movies. Furthermore, we
show that we can reduce the full 4D data to 2 features. Application of clustering
algorithms to the data in this 2D feature space show that our algorithm can classify
the 4D TPUS into contraction or Valsalva movement without supervision, yielding
a 91.2% accuracy.

F. van den Noort, C. Manzini, M. Hofsteenge, B. Sirmacek, C.H. van der Vaart and C.H.
Slump
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8.1 Introduction

Pelvic floor problems are common among the female population. These problems,
which can often be linked back to vaginal delivery, tend to (re-)appear after
menopause. Around one-third of all women above an age of 40 years report
pelvic floor problems like, pelvic organ prolapse, urinal or fecal incontinence [12].
Awareness and understanding about these issues is limited even among pregnant
women [36]. Clinical understanding of the problem grows by bio-mechanical analysis
of the pelvic floor muscles (levator ani muscles (LAM)) [34], which is in most studies
based on MRI data of a single women [130,133,139], which limits generalization to
the wider female population.

4D Transperineal ultrasound (TPUS) is another imaging modality used to assess
the pelvic floor for scientific and diagnostic purposes [74]. It has a few distinct
advantages over MRI: it is easy to acquire, cheap and therefore widely available,
making it easy to acquire large datasets. Furthermore, it is easy to capture pelvic
floor motion, which allows for in vivo function assessment of the LAM (e.g. strain
measurements [29]). However, strain measurement requires 3D labeling of the data,
which is time consuming and not introduced into clinical practice [74] (chapter 7).
Automation of the analysis is essential, in order to benefit from the large datasets
acquired by TPUS.

The state-of-the-art of automated image analysis method is deep learning (in
its different appearances), since AlexNet won the 2012 ImageNet competition by a
large margin [45]. Most image processing problems can be solved by deep learning
at human accuracy [48] when a sufficient large labeled trainingset is available.
However, solving the problem becomes more complicated when limited labeled
data is available, as often is the case in the medical context. Despite this, deep
learning still shows good results in the medical context [46] and for the present
context of segmenting TPUS, promising results were reported for 2D- [60, 80] and
3D data [55] (chapter 6). However, the networks should be trained and tested
on much larger labeled datasets in order to reliably use these results in clinical
practice to ensure that they generalize well over the entire population.

A different approach to automatic image analysis is unsupervised learning [140],
in which case no training labels are required. The unsupervised learning algorithms
are optimized during training to learn a lower dimensional feature representation
of the original data [52]. This feature representation can then be used as an
initialization for supervised learning or fed into a clustering algorithm to identify
clusters of data that are related to each other in the dataset [141]. The fact that
unsupervised learning does not require labels makes it on one hand very attractive,
but the lack of labels makes it difficult to control the learning of the algorithm.
This, however, can also be an advantage, since it might provide novel insight into
the data.

In this work we will explore unsupervised learning on TPUS data, since it is
easy to acquire large TPUS datasets, without the need for labeling. We will use
convolutional autoencoders (CAE) [142, 143] to learn a low dimensional feature
representation of a TPUS frame. A CAE is a convolutional neural network (CNN)
[51] that consists of two parts: The first part is the encoder, where the input data
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is compressed into a low dimensional latent space. The second part is the decoder,
which needs to reconstruct the input image using only the information from the
latent space.

The TPUS movies in our dataset contain one of two types of LAM movement
that start in the rest position: The first movement type is muscle contraction and
the second movement type is the Valsalva maneuver (forced expiration with closed
expiration). The latter maneuver raises the abdominal pressure and will therefore
stretch the LAM. Although this muscle movement seems to be a prominent feature
in the TPUS data (from the human perspective), it is in most cases not possible
to identify the state of the muscle from a single frame. Classifying the 4D TPUS
data into these movement is thus time consuming. Current clinical TPUS analysis
is performed on single frames [74]. Thus, automatic classification of the 4D TPUS
data and identification of whether the muscles are contracting or subject to the
Vasalve maneuver will ease clinical examination of the TPUS data. In this work
we investigate the possibility to achieve this goal using unsupervised trained CAE.

8.2 Methods

8.2.1 Data

The data used in this study was collected as part of the GYNecological Imaging
using 3D UltraSound (GYNIUS) project. Women, who visited a tertiary uro-
gynecological clinic with various pelvic floor problems, were included in the dataset,
from May 2018 till December 2019. The Medical Research Ethics Committee
(MREC) of the UMC Utrecht exempted the project from ethical approval (reference
18/215), because TPUS can be considered part of the routine diagnostic procedure
and standard care. All women signed informed consent forms.

A Philips Epiq-7 machine with a X6-1 matrix transducer was used for data
acquisition. The volume angle was 90◦ in both azimuthal and elevational direction,
post-processing filters were set off, the volume scan rate was 2 Hz and the scan
depth was 9 cm. The transducer was covered with a 2 cm thick gel pad, which
created more a spacing between the patient and the probe, allowing for capture
of the full LAM within the scanned volume. All scans were performed in supine
position with empty bladder. The patients were asked to contract their LAM and
to perform a Valsalva maneuvre. The maximum number of volumes that could be
captured in one movie was 22 frames, therefore both types of muscle movement
were recorded separately. The recording ended after a full contraction cycle (from
rest to contraction to rest) or at maximum Valsalva (from rest to Valsalva), since
Valsalva is performed slower than contraction.

The dataset was unsorted, meaning that there are no labels for the movies
indicating it contains a contraction or Valsalva maneuvre. However, there is
information available about the preferred acquisition order. For each patient,
the acquisition should preferably start with contraction. However, some women
confused Valsalva and contraction, making this this information prone to error. The
contraction video should be followed by a Valsalva video, however sometimes there
were more attempts to perform a proper contraction. We estimate the contraction
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and Valsalva video to be at the expected order in the data acquisition of a patient
around 90% of the time. We will use these ‘labels’ to investigate whether or not
the contraction and Valsalva movement captured is a prominent data feature that
can be detected via unsupervised learning.

A frame of the TPUS data has a size of 277×352×229 voxels but was cropped to
192×256×192 for training of the CAE. The outer part of the data does not contain
relevant pelvic floor information and the new size is more convenient to process
with a CNN. TPUS movies of 304 patients, with a variety of pelvic floor problems,
are used in this study. From these patients we selected the first and last frame and
two random in-between frames. The resulting dataset caused memory problems on
the external server used for the training of a CAE. Therefore we randomly selected
around one-third (790 frames) of this data to train a CAE. For 22 patients none of
the frames were used. These patients were kept separate as an independent testset.

4D TPUS movies having less than 22 frames were excluded from further
processing to make the analysis more uniform. This resulted in 345 4D TPUS
data of 180 patients. The testset consisted of 57 TPUS data, since we checked the
correct labels for the testset, after which we ended up with more than 2 TPUS
data for some patients.

8.2.2 3D convolutional autoencoder

Figure 8.1a. shows the design of the 3D-CAE used to compress a single TPUS
frame into a latent feature vector (LFV) and to provide a reconstruction of the
original frame as output. This design is based on a trade-off between network
depth, which improves the learning of the network, and the available GPU memory.
The CAE compresses a TPUS frame to LFV of 128 elements, which reduces the
dimensionality of the data with a factor 192×256×192

128 = 73728. A Swish-function was
used as the activation function, since this activation function works well for deeper
models on several datasets [144]. For the output layer we used a max-Rectified
linear unit (ReLU) [127], which is a ReLU with output 1 for values ≥1, in order to
scale the output between 0 and 1.

The network was trained with the following loss function (L):

L =
1

N

N∑
i=1

(x̂i − xi)2 + γ|
M∑
j=1

(y2j )− 1|. (8.1)

Here xi and x̂i are the i-th input- and output voxel value respectively, with N
being the total amount of voxels in the TPUS frame. The first part of the loss
function is the mean squared error loss, to minimize the difference between the
network input and output. The second part of the loss limits the LFV elements
y2j from becoming too large, where M is the size of the vector, being 128 for the
present network. The scaling factor between the two sides of the loss is γ, which
was set to be 10−3. The Adam optimizer [84] with a learning rate of 3× 10−4 was
used for training. Due to GPU memory limitations the network was trained with
only 1 TPUS frame per training step. Due to the large trainingset we only trained
for 20 epochs, which was sufficient for convergence and took around 15 hours on
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Figure 8.1: The design of the 3D convolutional auto-encoder (CAE) network
(a.) and the 2D-CAE (b.). The input is an image of size l×m×n or k×j. The
convolution layers apply a convolution using a 3×3(×3) kernel, the filter size is
mentioned above the layers. The max-pooling layer reduces the spatial resolution
of the data by a factor 2, applying a 2×2(×2) kernel with stride 2. The flatten layer
transforms the 4D data into a single vector, whereas the reshape layers preforms
the opposite operation. The fully connected operation (Fully conn.) in the center
of the network creates the latent feature vector of 128 elements in the 3D-CAE. In
the 2D-CAE, more fully connected operations are applied, the latent feature vector
consists of 2 elements. The data is spatially up-sampled in the decoding part of
the network by transposed convolution layers (Trans. conv.) that are applied using
a 3×3(×3) kernel and a stride of 2. The activation functions in the network are
the Swish function and the max-ReLU function for the output-layer.
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our setup. The validation loss was calculated after every 30th training step. The
model with the lowest reconstruction loss was saved and used for further analysis.

8.2.3 Dimensionality reduction

Using the 3D-CAE the 4D TPUS data can be compressed to 2D data having
a size of 128×22. This is already a significant dimensionality reduction, but to
further reduce the dimensionality of the data we apply principal component analysis
(PCA) [145]. This can be beneficial for analyzing the principal variance axes within
the dataset or within the movies itself. It can provide a better understanding of
the importance of the separate axes of the LFV, which can also be analysed by
investigating the covariance matrix. Focusing on the first principal axes of a LFVs
of a TPUS movie, we can analyze the movement present in the movie. We expect
the difference between contraction and Valsalva TPUS data to be most prominent
at maximum contraction and Valsalva. We therefore identify the frame with the
largest distance on the first principal axis to the first TPUS frame and select this
frame and its three subsequent frames for further analysis.

Dimensionality reduction can be applied as a post-processing step before ap-
plying clustering algorithms, with PCA we can discard principal axes with small
eigenvalues and thus reduce noise. To investigate if non-linear dimensionality
reduction serves this purpose, we trained an 2D-CAE (see Figure 8.1b.) on the 2D
latent feature data (of 4- or 22 frames), with almost similar design as the 3D-CAE,
to reduce this data to a LFV of size 2.

8.2.4 Clustering

Two clustering algorithms were used to identify clusters in the dataset that might
allow us to classify the contraction and valsalva TPUS movies: K-means clustering
[146] and Gaussian mixture modeling [147]. We apply this clustering to the full
latent feature space of 22- and 4-frames and to a reduced feature space, which was
lowered in dimension by either applying PCA or the 2D-CAE.

8.3 Results and Discussion

The 3D convolutional autoencoder was saved with a validation mean squared
error loss of 7.72 × 10−3. Figure 8.2 shows slices form a TPUS frame and its
reconstruction. Most small details are lost in the reconstruction, however the
general structure of the image is preserved. The clinical structures like the muscles,
bone, urethra, vagina and rectum are still recognizable and preserve their initial
shape. This information is thus successfully captured within the LFV.

Latent feature vector analysis

Figure 8.3a. shows the variance of the individual features in the LFV within
the trainingset of all frames and split into contraction and Valsalva frames. The
variance allows for identification of the prominent features in decoding contraction
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Original Reconstruction

Figure 8.2: Slices of two original TPUS frames (left) and their reconstruction by
the 3D convolutional autoencoder (right) are shown to allow visual examination of
the reconstruction results. The top row shows a image from the trainingset and
the bottom row a validation image.

and Valsalva movement. Most features show almost the same variance for the
complete dataset as for the Valsalva and contraction data. However, the features
with most variance (33, 47 and 50) also show significant difference in variance for
contraction and Valsalva data. Most notable is feature 47, which shows the most
prominent difference: Almost all variance on this element in the dataset seems
to be in Valsalva data, whereas the contraction data barely shows any variance
on this element. Feature 50 shows the largest opposite difference: the Valsalva
variance is around two-thirds of the contraction variance. Feature 33 likely captures
both movements since the variance of the complete dataset is larger than for both
individual movements.

In Figure 8.3b. the co-variance matrix of the LFVs. We will discuss the
correlations with the 3 most prominent features for which |Covariance| > 0.005.
Feature 33 has the most variance and is also negatively correlated with a few
features that have relatively high variance (features 47, 65, 66 and 111), there is
a positive correlation with feature 6. Feature 47 has in turn positive correlation
with feature 66, 111 and 124. Inspecting these features in Figure 8.3a. shows that
their variation in contraction data is low, this makes it a reasonable assumption
that these features (espacially 47, 111 and 124) capture variance that is present
in Valsalva movement. Since feature 33 is negatively correlated with most of
these features it therefore also captures Valsalva movement which strengthens the
hypothesis of it capturing both movements. Feature 50 has a positive correlation
with feature 66 and 119, and a negative correlation with feature 92.

It is noteworthy that some features (47, 82, 111 and 124) are dominated by
variance in the Valsalva data and tend to have almost no variance in the contraction
data. Although features, like feature 50, are more dominated by variance related to
contraction, they still also contribute significantly to the variance of the Valsalva
data. This can actually make sense from a clinical understanding of the images:
The LAM are a prominent element of the image and those are smoothly deformed
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Figure 8.3: a. The variance within the latent feature elements of all frames in the
complete trainingset (blue), the frames of contraction data (red) and of Valsalva
data (green). b. The covariance matrix of the latent feature vectors of all the
frames in the trainging set. c. PCA and K-means clustering are applied to latent
feature vectors of 4 frames (likely of maximum contraction or Valsalva) from each
TPUS movie in the trainingset. This plot shows the data points with respect to
the first two principal axes, together with the decision boundary of the K-means
clustering.
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Figure 8.4: Both plots display the inter-frame distance from a given frame with
respect to the first frame, on the first principal axis of a TPUS movie. Each line in
the plot represents a single movie of contraction (a.) or Valsalva (b.) in the testset.
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from contraction to Valsalva (with rest in between), which seems to be captured
most dominantly in feature 33. The deformation of these muscles due to movement
is likely closely related to differences in appearance of the muscle within different
women.

More image transformation occurs in the case of Valsalva. As mentioned,
the abdominal pressure is raised during Valsalva, causing the pelvic organs (e.g.
bladder) to descent and enter the TPUS field of view (especially in the case of
pelvic organ prolapse [75]). Since these objects are not (as prominent) in view
during rest and contraction, it is likely that the features dominated by a large
Valsalva variance capture this image change.

8.3.1 TPUS motion analysis

We applied PCA to the LFVs of the individual TPUS movies from the testset and
plotted the distance from the frames in the movie to the first frame on the first
principal axis, which represents on average 73% of the variance. The resulting
plots of contraction (a.) and Valsalva (b.) are displayed in Figure 8.4. Contraction
TPUS movies were recorded with the intent to capture the movement from rest
to contraction and back to rest again, since this process takes only a few seconds.
If the examiner notices that the process takes longer, the movie was stopped at
maximum contraction. Valsalva is performed slower and due to the maximum
recording limit of 22 frames, the procedure is to stop the recording at maximum
Valsalva.

These described patterns are visible in these plots: for contraction we see a peak
appearing over time after which the inter frame distance goes to almost back to
zero. Most of the Valsalva images slowly build up to their maximum at the end of
the movie. When these results are visually compared with muscle movement within
the TPUS movie, it appears to correlate very well with the clinical experts opinion
when the muscle starts moving and when maximum contraction or Valsalva occurs.
Not all patients are able to perform a proper contraction or Valsalva however,
but the attempts will still generate some movement. Therefore, it is difficult to
distinguish these attempts from proper contraction or Valsalva in these plots.

The possibility to identify maximum contraction and Valsalva is relevant for
automating the analysis of TPUS data. The current clinical manual analysis is
performed on the frames where the LAM are at rest, maximum contraction and
maximum Valsalva. In existing automating attempts this frame still needs to
be identified manually [60,80] (chapter 4). Recently, there has been a successful
method to measure LAM strain on TPUS data [29]. Since this still is a new
procedure, it is important to validate the measurement with manual identification
of maximum contraction of Valsalva. When deploying this strain analysis method to
a larger dataset, it can be beneficial to compare the results with our PCA movement
analysis. Only in the case of a large mismatch in maximal strain measurement and
this PCA identification of maximum contraction or Valsalva, an expert is necessary
to relabel the data, which significantly reduces the analysis time of the total dataset
for this expert.
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Table 8.1: The accuracy of K-means clustering (K-means) and Gaussian Mixture
models (GMM) in clustering contraction and Valsalva data in the training and
testset. The clustering algorithms were provided with data from the latent feature
vectors of respectively 22 and 4 frames. The clustering algorithms were either
applied to complete the latent feature vector space or to a reduced space when
PCA or the 2D convolutional autoencoder (2D-CAE) were applied. The highest
train and test accuracies are presented in bold.

22 frames 4 frames
Train Test Train Test

K-means 82.3% 82.5% 91.3% 57.9%
GMM 80.2% 86.0% 91.3% 91.2%

PCA K-means 82.3% 82.5% 91.6% 91.2%
GMM 80.6% 77.2% 91.9% 91.2%

2D-CAE K-means 80.6% 77.2% 91.9% 87.7%
GMM 80.9% 77.2% 91.0% 84.2%

8.3.2 Unsupervised classification

While deploying unsupervised classification to the trainingset, 24 TPUS data were
consistently mislabeled. These images were examined by an medical expert (CM)
and 14 turned out the be mislabeled. The other 10 were in principle labeled with
the correct maneuver, but were not well performed by the patient. We updated the
labels of our trainingset based on the experts judgment, making the labels more
reliable, but most labels of the trainingset are still only based on the acquisition
order. As mentioned before, the labels of the testset are completely verified by the
expert.

Table 8.1 shows the accuracy of the unsupervised classification, of Valsalva and
contraction TPUS movies, on the training and testset, after different dimensionality
reduction and clustering methods are applied to the LFVs of these movies. The
best results for unsupervised classification are obtained on the LFV of the 4 frames
with the most distance on the first principal axis to the first frame, with most
accuracies lying around 90%. Even though the best results on both test- (91.9%)
and trainingset (91.2%) are obtained after PCA is applied and GMM is used for
clustering, the results are comparable for all methods applied to 4-frame data. Only
K-means clustering applied to the full feature space of 22- and 4-frames performs
really poorly, it is unclear why this is the case. Applying PCA as a dimensionality
reduction method seems to be sufficient, whereas the 2D-CAE provides similar
but slightly worse results, especially on the testset. However, most percentual
differences on the 4-frame data only represent a few mis-classifications, which makes
it difficult to draw strong conclusions on the best methods. Since the 4-frame data
consistently outperforms the 22-frame data, we can conclude that it is beneficial
to select frames that likely to represent maximum contraction and Valsalva in a
movie.

In Figure 8.3c. the training data and decision boundaries are plotted after
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application of PCA and K-means clustering, to provide an insight in how the data
distributions appear. Most misclassifications lay closely to the decision boundary,
therefore these data-points are likely examples of weak contractions and Valsalva.
This idea is also reinforced by the experts opinion on the 24 consistently misclassified
datapoints.

8.4 Conclusion

In this work we presented a 3D-convolutional autoencoder to compress tranperineal
ultrasound frames into 128 element latent feature vectors. The information stored
in these LFVs proved to obtain relevant information to further analyse the muscle
movement present in the 4D TPUS data. Furthermore, it allowed for unsupervised
classification of 4D TPUS data into the contraction and Valsalva labels with high
accuracy. Applying the methods to medical and research TPUS datasets will
significantly reduce the labeling and frame selection time for experts.
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Chapter 9

Conclusion and outlook

In this final chapter we will assess the goals that were set in the Introduction and
provide an outlook on how to continue the work presented in this thesis. The main
goal of this thesis was to investigate how automatic image analysis can be developed
to ease the use of transperineal ultrasound (TPUS) in clinical practice and broaden
our understanding of the pelvic floor bio-mechanics. This main goal was then split
into three goals which will be discuss separately in this chapter.

9.1 2D transperineal ultrasound measurements

The first goal was automating the current 2D TPUS measurement of minimal hiatal
dimension. Working towards this goal we started in chapter 3 with automating
the segmentation of the puborectalis muscle (PRM) and urogenital hiatus (UH) on
the slice of minimal hiatal dimensions (SMHD). We trained a convolutional neural
network (CNN) on the pregnancy dataset to perform this automatic segmentation.
We analyzed both the overlap between manual and automatic segmentation and
the reproducibility of PRM and UH measurements. The results on the testset of
the pregnancy dataset and on a second dataset showed excellent segmentation and
measurement reproducibility, achieving human level performance. Both training-
and testset contained more than 600 images, which adds to the statistical reliability
of the results. There are however a few relevant limitations to this study; the
network was only trained on data of nulliparous women, so their pelvic floor
muscles are likely still intact. Also, the SMHD was still selected manually, which is
a significant part of the manual work required for the 2D TPUS measurements.

In chapter 4 we have addressed these limitations by training two CNNs to
perform the SMHD selection and the segmentation of the UH on the SMHD. The
data used in this chapter was obtained from patients with pelvic floor muscle
avulsion, which makes the segmentation task more difficult. After training the
CNNs, we investigated the distance between manual and automatic selected SMHA,
the overlap between manual and automatic UH segmentation and the reproducibility
of the UH dimension measurements. The results of the automation of both the
SMHD selection and the UH segmentation showed excellent reproducibility on the

99
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testset. The testset itself was small, consisting of only 30 TPUS volumes from 10
women. However, combining the insights obtained from the results of these two
chapters we can conclude that we were able to successfully automate the current
2D TPUS measurement of minimal hiatal dimensions.

9.1.1 Clinical implementation

A few steps need to be taken before the results of these chapters can be beneficial for
both clinical practice and research. Clinical implementation involves transferring
our advancements into software for the TPUS machine, where it can be to used
measure the hiatal dimensions automatically. Even though the trainingset in both
chapters contained images of more than 100 women it is better to train on more
patient data before implementation in the clinic, to make the results more reliable.
This will require time-consuming manual labeling, which however, can be reduced
by deploying our CNNs to new data. The results should be examined by an expert,
when the SMHD selection and segmentation is correct the automatic labels can
be used for the new trainingset. In case the automatic label is incorrect the data
should be manually labeled and added to the new trainingset, this manual update
will only be needed for a small portion of the dataset. This new trainingset can
then be used to retrain the network to make it more robust over time.

This strategy might also be useful in clinical practice in order to improve the
networks performance. The clinician needs to visually examine the segmentations
and provide manual labels if the selection and/or segmentation of the SMHD
was incorrect. Every once in a while, these labels can be used to retrain the
CNNs and make them more robust. Since it is possible to successfully automate
the measurement of hiatal dimensions automation of other 2D clinically relevant
measures, like the levator-urethra gap [23], should also be investigated.

9.2 3D transperineal ultrasound segmentation

The second goal of this thesis was defining a reliable manual 3D LAM segmenta-
tion protocol and using the manual 3D segmentations to automate the 3D LAM
segmentation on TPUS. The first step towards this goal is presented in chapter 5,
where a reproducible 3D manual segmentation protocol for a part of the levator
ani muscles (LAM) was developed and automated using active appearance models
(AAM). The TPUS data used for this protocol did not allow for discrimination of
the LAM subdivisions, but the segmentation mostly contained the PRM (which
name we therefore used in this chapter to define this segmentation). AAMs are
at present not the state-of-the-art in segmentation tasks anymore, therefore the
results of this chapter can be considered a proof-of-concept demonstrating that
manual and automatic 3D segmentation of structures on TPUS is feasible.

The next step towards the goal of 3D segmentation is presented in chapter 6. In
this chapter we show that automatic 3D segmentation is also feasible using CNNs,
which are currently considered state-of-the-art in segmentation tasks. Similarly to
chapter 5, the data used for training is from the pregnancy dataset, meaning that
the manual segmentations are obtained from women with intact PRMs and the
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discrimination between the LAM subdivisions is difficult. In chapter 7 we show that
the latter problem is solved by the use of a newer TPUS machine which was used
for acquiring the Gynius dataset. We defined in this chapter a reproducible manual
segmentation protocol for the LAM subdivisions. However, since segmenting all
subdivisions is an extremely time-consuming task (a few days per TPUS volume),
we were not able to acquire enough training data to automate this segmentation.

With respect to our goal, we can conclude that a reliable manual 3D segmenta-
tion protocol of the LAM subdivisions on TPUS could be defined. We also show
that automating 3D segmentation of TPUS data is feasible. However, we did not
yet automate the 3D segmentation protocol of the LAM subdivisions and neither
investigated the appearance of a damaged LAM.

9.2.1 Acquiring training data

Automating the LAM segmentation protocol will require more training data. To
make this training data generalize well to the complete female population we need
to investigate the appearance of the damaged LAM on TPUS, in order to obtain
proper LAM segmentations in case of muscle damage. Acquiring more training
data is significantly more challenging in the case of 3D segmentation due to the
long manual segmentation time. It is not feasible to acquire this training data
in a clinical setting. Therefore, we need to investigate the possibility to acquire
training data in a more efficient way, potentially by semi-automated methods.
Potentially, this time can be shortened by the use of virtual reality (VR) and
appearance models. The VR will help analyse the data more easily in 3D and the
appearance models can be used as initial guesses and can be tweaked within the
VR environment to fit the current data.

9.2.2 Clinical understanding

Another important step to further bring our results towards clinical implementation
is developing clinical understanding of the data obtained from 3D segmentation.
In contrast to the 2D segmentations, the 3D segmentations have not been used in
clinical practice and therefore its use still needs to be explored. There are a few
ways to approach this: The first attempt has been preformed by calculating muscle
strain from 3D segmentations of the PRM on the GYNIUS dataset [29]. Intuitively,
we can assume that this will provide us with valuable insights about the muscle
functionality, which is also supported by 2D strain measurements [28]. However,
statistically significant populations need to be studied in order to translate the
quantitative strain values to clinical insights.

Another interesting approach to obtain clinical insights from the 3D segmenta-
tions might be to analyse the structure of the tissue by quantitative tissue charac-
terization [148]. This can provide insights into the composition of the LAM, as was
already shown in 2D by measuring the mean echogenicity of the PRM [15,61,62].
However, this method is sensitive to the specific TPUS machine and settings. It is
worthwhile to investigate other quantitative tissue characterization methods [148]
for their clinical value when applied to TPUS data.
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Finally, investigating the shape of the LAM subdivisions might be of interest.
When manual segmentation data is acquired this data can also be used to create a
shape model. Creating shape models from patient with different pathologies and
analyzing how they differ from each other may provide useful insights into which
type of muscle damage can cause a certain type of pathology. This can be used
for further bio-mechanical modeling, hence broadening our understanding of these
pathologies and improving treatment methods.

9.3 Unsupervised analysis of transperineal ultra-
sound

Our final goal is to apply unsupervised learning on the 4D TPUS data and investigate
what new insights this adds to our understanding of the data. In chapter 8 we have
trained a CNN to compress TPUS frames into a 128 latent feature vector. These
latent feature vectors can be used for unsupervised classification of the TPUS
movies into contraction and Valsalva. This is useful in both research and clinic,
but does not radically change our understanding of the TPUS data. However, we
showed that unsupervised analysis of 4D TPUS can be useful for analyzing and
labeling the data.

9.3.1 Further analysis

The movement analysis explored in chapter 8 can be used to determine the frame of
maximal contraction and Valsalva. If we combine this within a TPUS machine with
the automatic SMHD selection and segmentation we can fully automate the process.
Then the software will automatically determine the minimal hiatal dimensions for
rest and maximum contraction or Valsalva. It might also be useful to investigate if
we can score the success of either contraction or Valsalva. This may be used to
train patients that should be able to contract their LAM or perform Valsalva, but
are not aware of this possibility. Furthermore, patients that can not contract their
LAM due to avulsion can potentially be detected this way.

To advance this work further we can also analyze the latent feature vectors
from different perspectives. The contraction and Valsalva movement seems to be
the main feature captured within the 4D data. However, it might be useful to
dismiss the elements of the latent feature vector that capture this movement from
the analysis and analyze if less prominent features capture subtle information that
can be useful for diagnosis, for example the stage of pelvic organ prolapse.

9.4 General conclusion

In conclusion we are able to automate the analysis of transperineal ultrasound using
deep learning and active appearance models; We automated the current 2D analysis
of the slice of minimal hiatal dimensions. We extended the analysis possibilities
of transperineal ultrasound by developing 3D manual segmentation protocols and



9

9.4. GENERAL CONCLUSION 103

automating the 3D segmentation. These segmentations can be used to measure
muscle strain which broadens our understanding of the pelvic floor bio-mechanics.
Furthermore, we show that unsupervised dimensionality reduction of transperineal
ultrasound data contains valuable information with potential clinical relevance.



9

104 CHAPTER 9. CONCLUSION AND OUTLOOK



10

Chapter 10

Van waarheid naar
beeldvorming en terug

“As you know the European Commission and Project reviewers promote the fact
that we disseminate the results of our projects also using social media. The main
indicator that is used to assess this action is the number of followers of the project
pages on the different social media. If you have a LinkedIn or Twitter account I
would like to ask you then to follow the social pages of (project name). It does not
cost much, but it will have an important impact for the review of our project. I
hope you can do it.” - Interne vakgroep mail (2020)

Stellingen:

1. Bij prestatiebeoordeling binnen de universiteit ligt er te veel nadruk op meet-
bare onderzoeksparameters, zoals publicatie productiviteit en citatiescores in
plaats van op grondigheid en kwaliteit.

2. Zowel individuele als institutionele bezinning op het voornoemde thema is
nodig om waarheidsvinding als prioriteit te behouden in het dagelijks werk
van een wetenschapper.

3. We moeten accepteren dat niet alle prestaties binnen de universiteit kwan-
tificeerbaar zijn.

4. Het opleiden van promovendi tot volwaardige wetenschappers vereist van de
begeleiders dat ze zich niet alleen inhoudelijk bezig houden met het onderzoek,
maar dat ze ook tijd nemen om de wetenschappelijke ethische dilemmas te
bespreken.

F. van den Noort, M. van den Noort
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Al sinds het begin van de mensheid vertellen we elkaar verhalen over de wereld
en hoe die in elkaar zit. Deze verhalen zijn belangrijk, omdat ze verwoorden hoe we
in het leven staan en waar onze focus ligt. Als wetenschappers houden we over het
algemeen niet zo van de grote verhalen. Enkel en alleen wanneer wij onze verhalen
kunnen staven met meetbare gegevens of kunnen afleiden uit wiskundige bewijzen,
durven wij te spreken over waarheid en iets te zeggen over hoe de werkelijkheid
om ons heen in elkaar steekt. Hoewel hier vanuit de wetenschapsfilosofie nog wel
wat op aan te merken is, zien wij als wetenschappers het vinden van waarheid
-en op die manier het verschaffen van een uitleg over hoe de wereld om ons heen
werkt- vaak als ons doel. Op de universiteit richten we ons dan ook op twee
dingen: het eerste is het doen van onderzoek, waarbij we proberen de werkelijkheid
in kaart te brengen volgens de wetenschappelijke methode. Het tweede is het
geven van academisch onderwijs, met als doel mensen op te leiden tot kritische
wetenschappers die uiteindelijk op hun beurt weer onderzoek kunnen doen of de
samenleving kunnen dienen met hun kritische blik.

Het verhaal van meetbaarheid dat de wetenschap gebruikt om de wereld om ons
heen te interpreteren, werkt ook door in de manier waarop wij de universiteit, en
onszelf, als academici benaderen en beoordelen. In de laatste decennia lijkt het dat
de universiteit als instituut onder grote druk is komen te staan; de grote hoeveelheid
boeken die recentelijk zijn verschenen rondom dit onderwerp doet dat in ieder geval
wel vermoeden (Verbrugge & Baardewijk, 2014; Zwaan, 2017; Runia, 2019; Cohen,
2020). Veelal wordt de toegenomen druk geweten aan een onverminderde stijging
in de toestroom van studenten, terwijl overheidsinvesteringen in onderzoek en
onderwijs achterblijven (Zwaan, 2017; Vennekens, 2019). En hoewel het vertrouwen
van Nederlanders in instituten zoals universiteiten hoog is, heerst er druk om aan
te tonen dat al het geld dat er is efficiënt en rechtvaardig wordt besteed. Deze druk,
die zowel een interne als externe oorsprong kent, zorgt ervoor dat de universiteiten
zich genoodzaakt voelen om prestaties te meten en te vergelijken met de verwachte
maat. Onderling worden universiteiten vergeleken door middel van rankings op
basis van onder andere citatiescores, promotieaantallen en onderzoeksproductiviteit
(THE World University Ranking, 2020). Vergelijkbare criteria worden gebruikt
voor de verdeling van het onderzoeksbudget binnen universiteiten en het toekennen
van grant proposals (Koier et al., 2016).

Zoals in de vorige alinea kort is genoemd, is er al sinds langere tijd een luide roep
vanuit de wetenschappelijke hoek om aandacht voor de negatieve gevolgen van het
gebruik van onderzoeksparameters in het beoordelen van prestatie binnen de weten-
schap. Het probleem van gebruikte onderzoeksparameters en statusindicatoren is
namelijk het volgende: de parameter correleert met de prestatie die men wil meten,
maar staat er zeker niet altijd mee in causaal verband. Zodra wetenschappers
en universiteiten erachter komen dat niet zozeer de prestatie van belang is, maar
de gemeten parameter, wordt er gezocht naar de meest efficiënte manier om zo
goed mogelijk te voldoen aan de parameter. Hierdoor wordt het mogelijk om in de
beeldvorming succesvol over te komen zonder dat dit daadwerkelijk het geval is.

Bij (junior) academici treden vergelijkbare mechanismen op; status wordt vaak
ontleend aan publicatieaantallen en de impactfactor van de journals waarin is gepub-
liceerd. Om te kunnen publiceren in high-impact-journals, is het een gegeven dat
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de onderzoeksresultaten voor een groot deel beoordeeld worden op nieuwswaarde.
Daarnaast zijn er publiciteitseisen die worden opgelegd door onderzoeksfinancier-
ingsorganen, waar we als wetenschappers dan maar het beste van proberen te
maken. Een voorbeeld hiervan is het citaat aan het begin van dit hoofdstuk. Het
citaat komt uit een mail die een van de auteurs recent via de vakgroepmaillijst
ontving. Het voorbeeld is exemplarisch voor de zojuist genoemde zoektocht van
veel wetenschappers om te voldoen aan opgelegde parameters, wat uiteindelijk ten
koste gaat van de focus op waarheidsvinding en integriteit.

De kritieken op het functioneren van de universiteit spitsen zich vaak toe op
het analyseren van het universitaire systeem en de perverse prikkels die dit creëert
door het gebruik van onderzoeksparameters (Verbrugge & Baardewijk, 2014; Runia,
2019; ScienceGuide, 2021). Deze kritieken zijn vaak goed onderbouwd en bevatten
relevante analyses die nuttig kunnen zijn voor beleidsmakers. Als individuele
wetenschapper kun je hier echter maar beperkt invloed op uitoefenen. Hierdoor
blijven veel wetenschappers achter met een gevoel van onmacht en voelen zich
gevangen in het systeem. Dit kan de individuele wetenschapper tot de conclusie
leiden dat er niks anders opzit dan maar mee te draaien in het systeem en zich
dus over te geven aan het regime van de perverse prikkels (ScienceGuide, 2021).
Deze handelingen gaan zelden over expliciete normen heen, maar dat hoeft niet
te betekenen dat ze niet bijdragen aan verergering van de problemen. In dit
hoofdstuk zullen we deze houding verder analyseren en kijken of er ook als individu
mogelijkheden zijn om het systeem te veranderen. Het systeem bestaat namelijk
niet alleen uit het management en haar regels, maar wordt ook gemaakt door haar
participanten en dat zijn wijzelf. Dit kan een aanleiding zijn om hier als collega’s
onderling over door te denken en te analyseren waar we veranderingen kunnen
afdwingen.

Omdat wij niet de eerste zijn die de hiervoor genoemde problemen signaleren
is er, sinds 2004, de ‘Nederlandse Gedragscode Wetenschapsbeoefening’ (VSNU,
2014). Hierin staat: “Aanleiding voor het opstellen van de gedragscode is de breed
gedragen overtuiging dat medewerkers aan instellingen die een maatschappelijke rol
vervullen, gehouden zijn aan een correcte uitoefening van hun taak. Regels voor die
correcte uitoefening dienen op schrift gesteld te zijn om ze te delen en er elkaar,
indien nodig, op aan te kunnen spreken.” Daarnaast staat hierin het volgende:
“De opstellers van de gedragscode zijn zich ervan bewust dat met deze code niet
alle problemen zijn beschreven. Er zijn grensgevallen en dilemma’s denkbaar of
bekend uit de wetenschapspraktijk, waar een code geen pasklaar antwoord op kan
geven. Onderzoekers worden aangemoedigd voorbeelden daarvan op te werpen en er
onderling over te discussiëren.”

Deze woorden ten spijt, hebben wij het idee dat de hierboven beschreven praxis
weinig toegepast wordt. In dit artikel willen we er een lans voor breken dit wél
te doen. Universiteiten doen hier wel een poging toe door het aanbieden van
PhD-introductiecursussen, waar de gedragscode wordt behandeld. Deze cursussen
kennen echter een aantal onvolkomenheden: de cursussen worden gehouden in
groepen met participanten die elkaar niet kennen, zijn van korte duur en vinden
veelal plaats aan het begin van het promotietraject. Op dat moment is de dagelijkse
onderzoekspraktijk nog nauwelijks doorleefd. Hierdoor verwordt de cursus tot een
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dor-theoretische behandeling van de gedragscode, in plaats van een levendige
discussie over dit onderwerp. Met als gevolg dat de meeste promovendi hier met
frisse tegenzin zitten: ze hebben wel wat beters te doen. Tevens is er het gevaar dat
voor begeleiders het gevoel ontstaat dat ze dit onderwerp niet hoeven te bespreken,
omdat het al behandeld is. Hun tijd is over het algemeen al zo beperkt.

De laatst genoemde reden is mogelijk de hoofdreden waarom we ons als weten-
schappers nauwelijks bezighouden met dit type discussie. De vraag is echter of
we hierdoor niet op de lange termijn meer tijd kwijt zijn. Een voorbeeld hiervan
is: het huidige universitaire systeem definieert de hoeveelheid publicaties als de
te optimaliseren parameter en wetenschappers worden daarop afgerekend bij het
aanvragen van subsidies of wanneer ze willen voldoen aan de promotie-eisen van
veel universiteiten. Dit nodigt uit tot het opknippen van papers in meerdere
publicaties. Op zich is dat niet strafbaar, maar iedereen voelt aan dat het beter is
dit niet te doen. Desalniettemin gebeurt het regelmatig. Naarmate meer mensen
een dergelijke trend navolgen, wordt de druk om hetzelfde te doen groter anders
kun je niet concurreren. Dat levert op verschillende niveaus netto meer werk op: we
moeten allemaal meer schrijven, meer editten, meer reviewen en meer papers lezen
om dezelfde informatie tot ons te kunnen nemen. Dit is een vrij algemeen voorbeeld,
maar iedere wetenschapper die wat langer meeloopt binnen de universiteit kan zijn
eigen voorbeelden geven. Toch hebben we het er maar zelden over en als we het er
wel over hebben dan wijten we het probleem aan het systeem.

Wanneer wij als wetenschappers de hierboven genoemde problemen wel concreet
willen gaan bespreken, om zo een ‘verhaal’ te kunnen vormen over de status van
onze universiteiten en vakgroepen, doen we er allereerst goed aan om toe te geven
dat wat ‘goed’ of ‘fout’ gevonden wordt in veel gevallen niet kwantificeerbaar
is. Ook in dit geval geldt, zoals reeds genoemd, dat het gemakkelijk is om de
verantwoordelijkheid neer te leggen bij hogere instanties die de prestatieparameters
instelden en deze nu gebruiken om ons te beoordelen. Maar als we eerlijk zijn,
moeten we toegeven dat het niet onredelijk is om publiek geld in ieder geval voor
een deel toe te kennen op basis van prestatieparameters, we willen immers zelf ook
dat geld en middelen zo eerlijk mogelijk worden verdeeld. Daarnaast is het vroegere
systeem ook geen wenselijk alternatief. In dit systeem, waar prestatieparameters
van minder groot belang waren, werd een groot deel van het onderzoeksbudget op
een ondoorzichtige manier verdeeld binnen select groepje wetenschappers met veel
macht en invloed (Runia 2019).

Uiteraard is het zo dat een wetenschapper die veel subsidies gehonoreerd weet
te krijgen over het algemeen gezien mag worden als een ‘goede’ wetenschapper.
Hetzelfde geldt voor een promovendus die veel artikelen weet te publiceren. Met
andere woorden, de parameters ‘subsidie honoratie’ en ‘artikel aantallen’ correleren
niet zelden met hetgeen we willen meten en weten. Er is naar ons inzicht echter
meer nodig dan meetgegevens om te kunnen voorkomen dat op een structureel
niveau de parameter wordt nagejaagd in plaats van hetgeen we wilden meten (d.w.z.
goede en integere wetenschap). De verantwoordelijkheid hiervoor ligt volgens ons
niet alleen bij de hogere instituten zoals de overheid of de universiteit, maar ook
bij individuele wetenschappers, vakgroepen en faculteiten. Deze stelling vereist
natuurlijk enige toelichting.
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Hoewel elke persoon gezien kan worden als een onafhankelijk opererende entiteit,
wordt een zekere mate van ons gedrag bepaald door de normen en waarden die
gelden in de groep waarbinnen wij opereren. Dit betekent dat wij gezamenlijk
als groep voor een groot deel bepalen wat de heersende cultuur is waarbinnen
gepresteerd wordt. Binnen een dergelijke cultuur heerst een idee, zij het soms
onuitgesproken, over wat goed is en wat nagestreefd zou moeten worden, maar
ook wat acceptabel is binnen de geldende regels en mores. Deze cultuur hoeft niet
overeen te komen met de geldende opinie binnen de maatschappij of de wetenschap
an sich, maar wordt uiteraard wel bëınvloedt door verwachtingen van buitenaf.
Wanneer weinig of niet wordt gesproken over de heersende cultuur binnen een
groep, zal de cultuur zich voornamelijk vormen naar de verwachtingen die zowel
van binnenuit als van buitenaf worden opgelegd. Oftewel, zonder inspanning van
binnenuit, wordt de weg van de minste weerstand gekozen.

In het geval van een vakgroep en individuele promovendi kan dit ertoe leiden
dat publicatiedruk leidend wordt, ten koste van kwaliteit en zorgvuldigheid. Het is
dan zelfs mogelijk dat er onderling begrip ontstaat voor dit gedrag, omdat iedereen
nu eenmaal verder wil komen binnen het systeem. Om dit tegen te gaan is intern
gesprek en bezinning op de heersende cultuur binnen een groep van vitaal belang.
Zodra hierover actief gesproken wordt, is het namelijk mogelijk om de cultuur
te vormen naar de ethiek van de mensen die onderdeel uitmaken van de groep.
Concreet betekent dit dat er op structurele basis gesproken zal moeten worden
over de prikkels die worden ervaren en over het hogere doel waarnaar gestreefd zou
moeten worden.

Het is te prijzen dat veel universiteiten deze verantwoordelijkheid proberen
op te pakken door middel van de integriteitscursussen die we al eerder bespraken.
Deze verantwoordelijkheid zou wat ons betreft echter veel meer genomen moeten
worden op kleinere schaal en structurele basis. Het lijkt ons een goed idee om te
beginnen de hiervoor genoemde problemen eerlijk en concreet te bespreken tijdens
bijvoorbeeld een vakgroepmeeting of retreat. Dit maakt de problemen tastbaarder
voor promovendi (en wellicht afstuderende studenten) en helpt gevorderde weten-
schappers scherp te blijven. Daarnaast is het makkelijker om samen oplossingen te
vinden voor concrete situaties dan wanneer je dit alleen moet doen. Alleen wanneer
deze gesprekken actief gevoerd worden, is het mogelijk om ervoor te zorgen dat
ook waarden als zorgvuldigheid en reproduceerbaarheid zaken blijven die op grote
schaal nagestreefd worden.

We mogen niet vergeten dat dit onderdeel is van de plicht die we hebben wanneer
we in het bezit zijn van een doctorstitel en dat het daardoor logisch is dat hier
aandacht voor is tijdens het promotietraject. Tijdens promotieplechtigheden wordt
dit op de Universiteit Twente als volgt geformuleerd: “Uw doctorstitel betekent dat
de samenleving op de kwaliteit van uw oordeel kan vertrouwen, dat u integer en
transparant handelt en dat U onafhankelijk communiceert over de resultaten en de
maatschappelijke relevantie van Uw werk. Waardeer de doctorstitel als een eervolle
onderscheiding en een welverdiend voorrecht, maar vergeet daarbij nooit de plicht
die zij U oplegt, jegens wetenschap en de samenleving.” Het verzaken van deze
plicht veroorzaakt dus niet alleen achteruitgang binnen de wetenschap, maar houdt
ook in dat men de belofte richting de maatschappij verzaakt.
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Samengevat hebben wij het volgende willen belichten. Allereerst is er gewezen
op het verhaal van meetbaarheid dat de wetenschap gebruikt om de werkelijkheid
te benaderen. Deze visie werkt uiteindelijk ook door op hoe wij onszelf zien en
beoordelen. Wij scharen ons bij de steeds groter wordende groep wetenschappers die
oproept om kwaliteit minder te beoordelen op basis van scores binnen de heersende
prestatieparameters. Als wetenschappers zullen we moeten accepteren dat niet
alles kwantificeerbaar is. Desalniettemin, denken wij dat het niet redelijk is om te
verwachten dat het mogelijk is om te waarderen zonder een vorm van prestatiepa-
rameters. Om ervoor te zorgen dat vitale wetenschappelijke eigenschappen, zoals
integriteit, zorgvuldigheid, reproduceerbaarheid en een kritische houding leidend
blijven binnen de wetenschap, is interne bezinning op structurele basis een vereiste.
Alleen dan kunnen we het onderlinge besef waarborgen dat het niet de titel of
een citatiescore is die ons kwalificeert als goede wetenschapper, maar hetgeen wij
uitdragen binnen onze professie. Vakgroepleiders en decanen zouden hierin primair
hun verantwoordelijk moeten nemen. Daarnaast, mag van promovendi verwacht
worden dat zij hier actief en serieus over nadenken. Uiteindelijk geldt dat, wanneer
wij de universiteit willen veranderen, we moeten beginnen bij onszelf.

Bibliografie

Cohen, F., “De ideale universiteit.”, Prometheus, 2020
Koier, E., Meulen, B. v. d., Horlings, E., & Belder, R., “Chinese Borden - Fi-
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Summary

This thesis focuses on the automatic image analysis of transperineal ultrasound
(TPUS) data. 2D, 3D and 4D TPUS are used to investigate female pelvic floor
problems. These problems have a high prevalence, but the understanding of pelvic
floor (dys-)function is still limited. The full potential of TPUS analysis of the
pelvic floor is limited by the fact that this analysis is still done manually, which
time-consuming and observer dependent. This hinders both the research into
interpretation of TPUS data and the clinical use of TPUS. To overcome these
problems we use automatic image analysis to ease the use of TPUS in clinical
practice and broaden our understanding of the pelvic floor mechanics.

Currently, one of the main methods used, to analyse the TPUS in both research
and clinical practice is manually selecting the slice of minimal hiatal dimensions
(SMHD) and measuring the dimensions of the urogenital hiatus and puborectalis
muscle in this slice. In the first chapter of this thesis we show that reliable automatic
segmentation of the urogenital hiatus and the puborectalis muscle in the SMHD
can be successfully implemented, using deep learning. In the next chapter we show
that deep learning can also be used to successfully automate the full process of
selecting and segmenting the SMHD, achieving human level performance.

4D TPUS is available in the clinical practice but by the aforementioned method
of selecting the SMHD the information used is reduced to length, distance and
gray-value measurements. Therefore, information stored within TPUS about the
volume appearance of the pelvic floor muscles and muscle functionality is not
analyzed. In the third chapter of this thesis we propose a reproducible manual
3D segmentation protocol of the puborectalis muscle. Furthermore, we show that
the manual segmentations resulting from this protocol can be used to train active
appearance models that can be used for reliable automatic 3D segmentation. Since
deep learning is the state-of-the-art for image segmentation we show its success in
this automatic segmentation task in the next chapter.

Data from a newer TPUS machine became available, during this study. On this
data it is possible to identify all subdivisions of the main pelvic floor muscle group,
the levator ani muscles. The protocol to identify and segment these subdivisions is
presented in the fifth chapter of this thesis.

All segmentations methods presented in this thesis rely on supervised learning,
which means that they require manual labels in order to learn their segmentation
tasks. To investigate patterns within the TPUS data that are available without
requiring manual labels we used unsupervised deep learning in the last chapter.
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Using a convolutional auto-encoder we compress 3D TPUS frames to a latent
feature vector of 128. Using these feature vectors, we show that it is possible to
discriminate with ∼90% accuracy between TPUS movies containing pelvic floor
muscle contraction or a Valsalva maneuver.

The segmentation results presented in this thesis are an important step to reduce
the TPUS analysis time and will therefore ease the study of large populations and
clinical TPUS analysis. The 3D identification and segmentation of the levator ani
muscle subdivisions help us to identify if they are still intact. This therefore is an
important step to better informed clinical decision-making.



Samenvatting

In dit proefschrift kijken we naar de automatische beeldanalyse van transperineale
echo (TPE). 2D, 3D en 4D TPE worden gebruikt om vrouwelijke bekkenbodem-
problemen te onderzoeken. Deze problemen komen vaak voor in de samenleving,
maar het begrip van het (dys)functioneren van de bekkenbodem is beperkt. Omdat
de analyse van TPE nog steeds handmatige gedaan wordt, kunnen we het volle
potentieel van TPE analyse nog niet benutten, omdat het tijdrovend en waarnemer
afhankelijk is. Dit belemmert zowel het onderzoek naar het begrijpen van TPE
beelden, als wel het gebruik van TPE in de kliniek. Wij gebruiken automatische
beeldanalyse om deze problemen aan te pakken, zodat TPE makkelijker gebruikt
kan worden in de klinische praktijk en we ons begrip van de bekkenbodemspieren
kunnnen vergroten.

Op dit moment wordt TPE voornamelijk geanalyseerd door handmatig het vlak
van minimaal hiatale dimenies (VMHD) te slecteren, zowel in de kliniek als voor
onderzoek. Op de VMHD worden dan de dimensies van de urogenitale hiatus en
de puborectalis spier gemeten. In het eerste hoofdstuk van dit proefschrift laten
we zien dat deep learning gebruikt kan worden om op een betrouwbare manier
automatisch de urogenitale hiatus en de puborectalis spier te segmenteren op de
VMHD. In het daarop volgende hoofdstuk laten we zien dat deep learning ook
gebruikt kan worden om het hele process van het selecteren en segmenteren van
het VMHD te automatiseren, waarbij de resultaten vergelijkbaar zijn met die van
handmatige segmentatie.

Hoewel 4D TPUS beschikbaar is in de klinische praktijk, wordt deze tot nu
toe vooral gebruikt om op de VMHD lengtes, afstanden en grijswaarden te meten.
Informatie over hoe de bekkenbodem spieren er in 3D uitzien en hun functionaliteit
wordt daardoor niet geanalyseerd. In het derde hoofdstuk van dit proefschrift
presenteren we daarom een reproduceerbaar, handmatig 3D segmentatie protocol
van de puborectalis spier. Bovendien laten we zien dat de handmatige segmentaties
die we met dit protocol kunnen verkrijgen gebruikt kunnen worden om active
appearance modelen te trainen die gebruikt kunnen worden voor betrouwbare
automatische segmentatie. Deep learning is op dit moment de gouden standaard
voor beeld segmentatie. Eaarom laten we in het volgende hoofdstuk zien dat we
dit ook succesvol kunnen gebruiken voor deze automatische beeldsegmentatie taak.

Tijdens de uitvoering van het onderzoek van dit proefschrift, kwam er een nieuw
TPE apparaat beschikbaar. Op de beelden van dit apparaat was het mogelijk
om alle onderdelen van de bekkenbodemspiergroep, de levator ani spieren, te
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onderscheiden. Het vijfde hoofstuk van dit proefschrift richt zich daarom op het
betrouwbaar indentificeren en segmenteren van deze onderdelen.

De methodes die in dit proefschrift aan de orde zijn gekomen zijn allemaal
afhankelijk van supervised learning, dit betekent dat handmatige labels nodig zijn
om de segmentatie taak te leren. In het laatste hoofdstuk gebruiken we echter
unsupervised learning om te bestuderen welke patronen er in de TPE data zijn die
we kunnen vinden zonder dat handmatig labelen van de data nodig is. We gebruiken
een convolutional auto-encoder netwerk om een 3D TPE beeld te comprimeren
tot een latent feature vector van 128 elementen. Door gebruik te maken van deze
vectoren kunnen we vervolgens met ∼90% nauwkeurigheid onderscheiden of een
TPE video een bekkenbodemspier aanspanning of een Valsalva maneuvre bevat.

De segmentatie resultaten die we in dit proefschrift bereikt hebben, zijn een be-
langrijke stap in het reduceren van de TPE analyse tijd. Dit maakt het makkelijker
om grote groepen patiënten te onderzoeken en TPE analyse toe te passen in de
kliniek. Het identificeren en segmenteren van de verschillende levator ani spieren
kan ons helpen te indentificeren of ze nog steeds intact zijn. De resultaten van
dit proefschrift zijn daarom een belangrijke stap in de richting beter onderbouwde
klinische besluitvorming.



Dankwoord

Aan het einde van dit proefschrift wil ik graag mijn dank uitspreken richting
iedereen die mij heeft ondersteunt de afgelopen jaren bij het tot stand komen van
dit proefschrift. Het is onmogelijk om zoiets te doen als een individu, collega’s,
familie en vrienden zijn hierbij van onschatbare waarde. Ik ben niet perfect en kan
problemen soms wat te rationeel en te direct benaderen, mocht ik daarbij mensen
gekwetst hebben dan wil ik daar graag bij deze vergeving voor vragen.

Allereerst wil ik beginnen met het bedanken van mijn promotoren en co-
promotor. Prof. dr. ir. C.H. Slump, Kees, ik realiseer me dat we inmiddels al
bijna 10 jaar aan elkaar vastzitten. Ik weet nog goed dat ik als bachelor student
bij je binnenstapte voor een bachelor opdracht. Je had me tijdens college met de
Radon transformatie overtuigd dat medische beeldvorming een mooi vakgebied
is (ironisch wel dat ik vervolgens nooit iets met CT heb gedaan). Daarna ben je
eigenlijk niet meer van me af gekomen. Ik wil je bedanken voor je nuchterheid,
humor, de vrijheid en het vertrouwen dat je me gaf als promovenda.

Prof. dr. C.H. van der Vaart, Huub, dank je wel dat je mee bent gegaan in het
avontuur om te kijken hoe we de analyse van transperineale echobeelden kunnen
automatiseren. Je zorgde er altijd weer voor dat ik niet te ver afdwaalde in allerlei
technisch interesante zijwegen, maar mijn focus hield op de kliniek. We begrepen
elkaar niet altijd helemaal, maar het Gynius project is toch bijna succesvol tot een
einde gekomen. Dank je wel voor je vertrouwen dat je in me hebt getoond door
op zoek te gaan naar geld voor een promotie traject en me aan te nemen op het
GYNIUS project.

Dr. A.T.M. Bellos-Grob, Anique, uiteindelijk ben jij degene die me verslaafd
heeft gemaakt aan dit onderzoek. De enige reden dat ik dit onderzoek als master
opdracht koos was dat het niet in de buurt van stromingsleer lag (daar was Michiel
al mee bezig). Jouw enthousiasme en oneindige energie zorgenden er echter voor
dat ik weinig anders kon dan van dit onderzoek gaan houden. Dank je wel voor
al de fijne gesprekken en de eeuwige bereidheid om op zoek te gaan naar hoe
we dit onderzoek verder kunnen brengen. Ik heb er alle vertrouwen in dat jij de
bekkenbodem onderzoekslijn binnen de UT met succes vorm gaat geven.

Graag wil ik mijn promotie commissie, prof. dr. ir. P.H.N. de With, prof.dr.
S. Manohar, prof. dr. ir. C.L. de Korte, dr. ir. F. van der Heijden en dr. B.
Sirmacek, bedanken voor de bereidheid mijn proefschrift kritisch door te lezen en
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in de oppositie deel te nemen aan mijn verdediging.

My work on the GYNIUS project was not possible without my collegues on
this project. First I would like to thank my postdoc supervisors: Marijn, je nam
spontaan de begeleiding van mijn master opdracht op je en hebt me behoorlijk op
weg geholpen met mijn promotie. Dank je wel daarvoor, je hebt me veel geleerd
over medische beeldvorming en zonder jou vraag ik me af of de 3D segmentatie van
de grond was gekomen. Beril, thank you so much for your support even after you
went to Sweden. You were there every week to discuss the details of deep learning
and for a nice chat. Since you are now back in Twente we will still see eachother
for sure.

Secondly, I would like to thank my PhD collegues. Shreya, thank you for your
participation in the Gynius project and your nice work on strain. I am really
impressed by the results. Unfortunately we were not able to collaborate as closely
last year due to corona. Claudia, grazie per il tuo appassionato atteggiamento
critico. È stato davvero fantastico lavorare con te. Ammiro molto la tua tenacia nel
compilare il nostro set di dati Gynius. Sei stato il primo medico che voleva davvero
partecipare alla segmentazione manuale. I nostri capitoli comuni sono certamente
dovuti alla tua disponibilità a riflettere e alla tua passione per la segmentazione e
la scrittura. Grazie anche per i momenti piacevoli di ricerca nella clinica Bergman
e a Twente. È un peccato che questo non sia stato più possibile a causa di corona
nell’ultimo anno. Sono molto felice di aver lavorato con te e che tu sia il mio
paranimfo.

At last the GYNIUS user committee: Chris dank je wel voor het kritisch mee-
denken en dat ik altijd gewoon bij je binnen kon lopen als je in Twente was. Judith
en Wilma, dank jullie wel dat jullie altijd aanwezig waren bij de gebruikers meetin-
gen. De input vanuit jullie praktijk was nuttig en ik vond het leuk dat jullie altijd
actief deelnamen aan de discussies. Marlies, dank je wel voor de vertegenwoordiging
vanuit Bekkenbodem4all. Je was altijd heel enthousiast en actief betrokken, ik heb
bewondering voor je kennis van het bekkenbodem onderzoek in Nederland. Kirsten
dank je wel dat aanwezig was om de uro-gynecologie te vertegenwoordigen binnen
het onderzoek. Liebe TOMTEC Leute, insbesondere Berhard, Niklas, George und
Marcus, vielen Dank für Ihr Engagement in der Beckenbodenforschung. Ich habe
bemerkt, dass Sie wirklich an der Untersuchung beteiligt waren. Sie haben immer
mitgedacht und ich habe Ihre Gastfreundschaft während der zwei Besuche in Un-
terschleiheim genossen. Vielen Dank für Ihre Gastfreundschaft und Ihr Engagement.

I would like to thank all my RAM colleques for the nice environment at RAM.
I really enjoyed the breaks and Vrimibo’s. I especially want to thank all the
members of ’the best office’, Elfi, Françoise, Gerjan, Hamid, Hengameh, Jornt,
Maaike, Marcel, Martijn, Momen, Rob, Stefan, Toon, Vincent. Thank you for the
nice atmosphere that always was present in the office. I hope I did not bother
you too much with my (political) discussions. Gijs and Hamid, thank you for
becoming involved in the pelvic floor project, I hope the grant proposal will succeed.
Ferdi, het was altijd leuk één week in het jaar het medische beeldvormingsvak te
begeleiden. Dank je wel dat onderdeel bent van zowel mijn bachelor, master als
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PhD commissie. Jolanda, dank je wel voor je ondersteuning. Je doet heel veel voor
RAM en je was er altijd om te helpen met problemen of om een praatje te maken
in moeilijke en blije momenten. Astrid, Jaimy, Maaike en Marije, dank jullie wel
voor jullie betrokkenheid tijdens de Kees-meetingen, het was vaak gezellig en we
hebben zeker lol gehad. Daarnaast wil ik ook alle gynecologen in Utrecht bedanken
voor het meedenken en de input en gezelligheid tijdens de wetenschapsavonden. In
het bijzonder Karlijn, Mariëlla en Kim wil ik bedanken voor hun bijdrage aan dit
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Ik ben dankbaar voor alle vrienden die sinds langere of kortere tijd met mij
optrekken. Het gaat een lang dankwoord worden als ik jullie allemaal presoonlijk
langs ga, daarom doe ik het iets algemener. Christel, Gerlinde, Heleen, Marian,
Matthea en Ruth ik ken jullie al heel lang en ik ben blij voor de diepe gesprekken
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vriendenschappen opgedaan GerwinGerwin en Liz, Ivor, Laurens en Maya, Jogchum
en Floor, Maaike en Klaas, Mathijs en Aline, Rolf en Froukje, Sandra, Tom en
Renske. Sommigen van jullie heb ik via Michiel leren kennen en we zijn uiteindelijk
heel close geworden. Tegen anderen heb ik gezegd dat ik eigenlijk al genoeg vrienden
had, maar dat heeft ze er niet van weerhouden toch bevriend te worden en dat
zegt volgens mij genoeg. Vanuit de kerk hebben ik in de loop der jaren ook veel
vriendschappen opgedaan, bijzonder om te zien dat deze over leeftijds categorieën
heengaan en hoe we over wezenlijke dingen kunnen praten, Aart-Jan en Joanne,
Agnes en Henk, Bastiaan en Lydia, Christa, Frank en Jacolien, Hans, Martien en
Yvonne, Tjapko en Hermien, Wiendelt en Marion, Wilbert en Laura. Daarnaast
ben ik de afgelopen twee jaar betrokken geraakt bij de CU Enschede. Arjan, Egbert,
Gerda, Gerrit, Hadassa, Henri, Huib, Jolanda, Jordy, Jurgen, Marnix, Moos en
Najib, dank jullie wel dat jullie mij de mogelijkheid geven om mijn politieke ei
kwijt te kunnen. Ik vind het leuk om zo samen bezig te zijn met de politieke
thema’s in Enschede. Als laatste Linda, wat bijzonder hoe onze vriendschap zich
de afgelopen paar jaar heeft ontwikkeld. Dank je wel voor je enthousiasme, liefde
en zorgzaamheid.

Als laatste wil ik graag mijn (schoon)familie bedanken. Jullie betekenen alle-
maal heel veel voor mij en dat weten jullie ook. Lieve papa en mama dank jullie
wel voor alles wat jullie voor mij gedaan hebben. Zonder jullie steun zou ik dit
proefschrift waarschijnlijk niet hebben afgerond. Lieve (en stomme) broertjes en
zusje(s) en met aanhanger(tje)s Gerhard en Marleen, Jenneke en Pieter, Tobias
en Linde, Marco en Nicolien, en Rik, dank jullie wel voor jullie gekkigheid en dat
we eigenlijk altijd oneindig lol en discussies kunnen hebben. Marco dank je wel
dat je paranimf wilt zijn en voor het toch op het laatste moment nog schrijven
van het gezamenlijke hoofdstuk, het was wat ambitieus voor twee mensen die niet
van schrijven houden. Lieve opa en oma, dank jullie wel voor jullie liefde en zorg.
Lieve, pa Ton en ma Marianne, dank jullie wel voor jullie gastvrijheid en steun
die ik de afgelopen 12 jaar heb ervaren. Jullie zijn echt tweede ouders geworden.
Lieve zwagers en schoonzussen, neefjes en nichtjes, Madelon, Xiander en Chiara,
Lianne en Dirk, Emma, Ilse en Sarah, Jeroen en Janneke, dank jullie wel dat jullie
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een tweede familie voor mij zijn geworden. Xiander, je bent nu al onder de indruk
van de universiteit, dus ik hoop dat we over een jaar of 15 ook bij jou proefschrift
verdediging kunnen zijn. Ik geloof dat je het kunt. Lieve Michiel, dank je wel dat
je er altijd voor me bent. We hebben veel meegemaakt en we kunnen altijd met
elkaar lachen en huilen. Dank je wel dat je me in leven hebt gehouden tijdens het
schrijven van mijn proefschrift. Ik hou van je. Als laatste dank ik God voor alles
wat Hij mij in mijn leven gegeven heeft. Hij is de bron waaruit ik leef en kracht
put.

“O Heer, onze Heer, uw handtekening staat prachtig onder heel de wereld.”
- Psalm 8, Psalmen voor Nu -
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