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ABSTRACT
We apply reinforcement learning to approximate the optimal prob-

ability that a stochastic hybrid system satisfies a temporal logic

formula. We consider systems with (non)linear continuous dynam-

ics, random events following general continuous probability distri-

butions, and discrete nondeterministic choices. We present a dis-

cretized view of states to the learner, but simulate the continuous

system. Once we have learned a near-optimal scheduler resolving

the choices, we use statistical model checking to estimate its prob-

ability of satisfying the formula. We implemented the approach

using Q-learning in the tools HYPEG and modes, which support

Petri net- and hybrid automata-based models, respectively. Via two

case studies, we show the feasibility of the approach, and compare

its performance and effectiveness to existing analytical techniques

for a linear model. We find that our new approach quickly finds

near-optimal prophetic as well as non-prophetic schedulers, which

maximize or minimize the probability that a specific signal temporal

logic property is satisfied.
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1 INTRODUCTION
Cyber-physical systems, like critical infrastructures, smart homes,

and electric vehicles, play an ever-increasing role in our daily lives.

Their dependability is of utmost importance to society and industry.

They combine discrete and continuous behavior in complex ways,

requiring hybrid modeling formalisms. Once we incorporate timed

events following general probability distributions, e.g. failures and

repairs, we are in the realm of stochastic hybrid models (SHM).

Nondeterminism is often used in SHM to model concurrency or

to account for underspecification. As a modeling feature, it is a stan-

dard part of most non-stochastic hybrid automata formalisms. In

contrast, stochastic Petri net models often resolve nondeterminism

through probabilistic choice as part of the model [8], since its com-

bination with (non-Markovian) probability distributions poses a

serious challenge when evaluating these models. Existing analytical
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approaches for SHM heavily rely on discretization and overapprox-

imation to reason about maximum reachability probabilities, i.e. the
worst-case resolution of nondeterminism to reach an unsafe state.

They discretize the state space [1, 14] or the support of random

variables [20], and face state space explosion.

Simulative approaches for SHM rarely address the optimal res-

olution of nondeterminism. Most statistical model checkers, e.g.

UPPAAL SMC [7] or PRISM [29], resolve nondeterminism prob-

abilistically as part of the analysis. A particular resolution of all

nondeterminism in a model is captured by a scheduler ; these tools
implicitly use the uniform random scheduler. While the Modest
Toolset’s [22]modes simulator [4] supports SHMwith linear dynam-

ics as well as lightweight scheduler sampling [32] to approximate

optimal schedulers, it provides the latter only for non-hybrid mod-

els [10, 12]. Hybrid Petri nets with general transitions (HPnGs) [19]

form a restricted subclass of SHM [39] with linear dynamics. Their

inherent nondeterminism was optimally resolved analytically in

[38, 42] via (non)prophetic [23] scheduling. The HPnG simulator

HYPEG [37] has recently been extended to support linear and

nonlinear differential equations in HPnG [36, 40], but again can-

not optimize over nondeterminism. An investigation of scheduler

classes for the (non-hybrid) model of stochastic automata showed

that history-dependent prophetic schedulers are the strictly most

powerful ones [11].

Our contribution is to bring optimization over nondeterminism

to SHM with nonlinear continuous dynamics and discrete nonde-

terministic choices by finding optimal memoryless prophetic or

nonprophetic schedulers through reinforcement.We use Q-learning

to learn the maximal reward that can be achieved for every nonde-

terministic choice. The result induces an optimized (but not neces-

sarily optimal) scheduler, under which we then simulate the SHM.

Our approach then either computes a confidence interval for the

probability that a certain STL formula is fulfilled, or uses hypothe-

sis testing to evaluate whether the simulated probability fulfills a

predefined threshold. While we always simulate the original con-

tinuous SHM, also during Q-learning, we only present a discretized

view to the learner itself so that Q-table and scheduler remain finite

objects. We describe this approach in detail in Sections 3 and 4.

We implemented the approach in two tools: as an extension to

HYPEG, and in modes. We show its feasibility on two case studies

in Section 5. One has linear and one has nonlinear dynamics. Both

are featured as a HPnG model for HYPEG and a stochastic hybrid

automata [14] model specified in Modest [20] for modes.

Related work. We focus on (nonlinear) continuous-time hybrid sys-

tems; the discrete-time view admits many other solutions (e.g. [6]).

The combination with general probability distributions and nonde-

terministic choices poses a challenging verification problem. Ana-

lytical approaches have various limitations: A recently proposed

discretization in time and space is for switched diffusions only [30].
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Pilch et al. [38] require piecewise constant derivatives and cannot

solve for complex prophetic schedulers. prohver [20] provides upper
(lower) bounds on maximum (minimum) probabilities only. Delta

reachability in ProbReach [46] does not support nondeterminism.

Stochastic SMT solving [15, 17] effectively works for nondeter-

ministic choices over initial values/parameters only, limiting the

types of schedulers that can be considered. All of these techniques

hardly scale as the number of abstract/symbolic states or choice

combinations explodes.

In this paper, we thus pursue a simulation-based approach. Sim-

ulation, however, is incompatible with nondeterminism as-is. For

(finite-state) Markov decision processes (MDP), this gap is bridged

by sampling schedulers [32] (which does not work well for contin-

uous-state models [12]) or by learning them [3, 26]. We follow the

latter idea of combining simulation and reinforcement learning. On

reinforcement learningwithMDP, variousmethods exist to improve

its behavior and performance for safety objectives (e.g. [24]), to

deal with unknown stochastic behavior [5, 25], and with linear-time

logic specifications (e.g. [5, 21, 45]).

We, however, focus on (infinite-state) stochastic hybrid systems

in continuous time. In the discrete-time setting, Lavaei et al. [31] re-

cently proposed a way to learn on an abstraction of the continuous

state space that provides guarantees on the error of the final results.

Other than that, learning for these systems—in particular in contin-

uous time—has not been well-explored from a formal perspective

w.r.t. the scheduler class being considered and the related (potential)

optimality of the result. Specifically, a variant of ProbReach com-

bines Monte Carlo methods for the stochastic hybrid part with the

cross-entropy method for nondeterminism [47], and the SMT-based

approach has been twisted to use simulation with decision trees

and AI planning algorithms to handle nondeterminism [13]. Both

limit nondeterminism to initial value/parameter choices again, and

thus the scheduler class. More generally, Geibel and Wysotzki [18],

for example, propose an algorithm that is applicable to this setting

“for it makes no prior assumptions” on these aspects, but use an

ad-hoc scheduler class and also caution that their use of function

approximation to deal with the continuous state space voids any

convergence guarantees. The methods evaluated in [33] face similar

issues. In contrast, we explicitly consider the difference between

prophetic and nonprophetic scheduling, and show eventual conver-

gence (Theorem 3.6 in combination with the known convergence

properties of Q-learning). The work of Junges et al. [28] is notable

in that it takes a formal approach that includes discretization of a

continuous environment as well as reinforcement learning; how-

ever they take a learned strategy as input and then proceed with

probabilistic model checking. Finally, Fulton et al. [16] provide

an overview of other interesting application challenges related to

learning in cyber-physical (i.e. hybrid) systems.

2 MODELS, SCHEDULERS, AND PROPERTIES
Our approach is agnostic to the specific modelling formalism as

long as it can be expressed in terms of the SHM and DES “interfaces”

that we define below. We then explain the class of schedulers and

properties that we focus on.

Algorithm 1: One simulation run of a DES

1 startExecution(𝑀 , Γinit, 𝑡max)

2 (finished, Γ, 𝐴Γ) = simulateInitialTrajectory()

3 while ¬finished do
4 𝑎 = chooseAction(Γ, 𝐴Γ)

5 (finished, Γ, 𝐴Γ) = simulateTrajectory(𝑎)

6 end

2.1 Discrete Event System
A discrete event system (DES) simulates an instance of a SHM with

continuous dynamics described by first-order ordinary differential

equations as follows:

Definition 2.1 (Stochastic Hybrid Model (SHM)). A stochastic hy-
brid model (SHM)𝑀 is in a state Γ ∈ 𝑆 , where 𝑆 is an uncountable

state space over 𝑛𝑐 ∈ N continuous variables 𝑥𝑖 ∈ R, 𝑖 ∈ {1, . . . , 𝑛𝑐 }
and 𝑛𝑑 ∈ N discrete modes 𝑚 𝑗 ∈ N, 𝑗 ∈ {1, . . . , 𝑛𝑑 }. For each
mode 𝑚 𝑗 , a system of first-order ordinary differential equations

¤𝑥 = 𝑓𝑗 (𝑡, 𝑥 (𝑡)), where 𝑓𝑗 is Lipschitz, describes the evolution of the

continuous variables over time. For a time-bounded evolution of

the model in state Γ without Zeno behavior, the specific semantics

of the SHM then induces finite numbers of 𝑛𝑡 ∈ N deterministic

events and 𝑛𝑟 ∈ N random delays. Each of them is associated with a

timer, which is initialized with zero and equippedwith an expiration

time that is either deterministic or sampled from the corresponding

continuous probability distribution. Timer 𝑥𝑖 has derivative 1 if the

corresponding jump or delay is active and 0 otherwise. All timers

induce actions in the SHM, which are collected in the finite set A.

The next action is 𝑎 = argmin𝑎′∈A (𝑒𝑎′ − 𝑥𝑎′), where 𝑥𝑎′ is the
current valuation of the timer and 𝑒𝑎′ its associated expiration time.

We write 𝐴Γ ⊆ A for the action set at state Γ ∈ 𝑆 . If |𝐴Γ | > 1, then

a nondeterministic conflict exists in Γ and if |𝐴Γ | = 0, only time can

pass. Executing one action then updates the state Γ according to

the specific semantics of the SHM.

The specific semantics of the SHM can be defined by e.g. stochas-

tic hybrid automata (SHA) [20] or HPnGs [19, 40]. This determines

A and the associated timers; these may e.g. be due to deterministic

transitions in a HPnG or the satisfaction of edge guards over the

continuous variables in an SHA.

Definition 2.2 (Discrete Event System (DES)). A discrete event sys-
tem 𝐷𝐸𝑆 (𝑀, Γ, 𝑡) groups a SHM 𝑀 , a state Γ ∈ 𝑆 of 𝑀 , and a

simulation time 𝑡 . It is initialized as 𝐷𝐸𝑆 (𝑀, Γinit, 𝑡max) with an

initial state Γinit and a maximum time horizon 𝑡max. The state

(Γ, 𝑡) ∈ Σ = (𝑆 × [0, 𝑡max]) of a DES consists of the state of the

SHM and the remaining simulation time 𝑡 .

Algorithm 1 induces one simulation run of the DES. The execu-

tion starts in the initial configuration of the DES. First the random

variables of𝑀 are sampled (line 1). The trajectories of the variables

of𝑀 are continuously updated and the remaining simulation time

𝑡 , included in the state of the DES, is reduced with derivative −1
(line 2). At a nondeterministic conflict, the system pauses, returning

the state Γ ∈ 𝑆 of the SHM and the conflict set 𝐴Γ . The system

stops when the simulation time bound is reached, i.e. when 𝑡 equals

0, represented by the Boolean finished. After a conflict, a selected
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action 𝑎 ∈ 𝐴Γ from the conflict set (line 4) is required as input

and the simulation of the trajectory continues (line 5). Such an

execution results in a discretization of time, with each conflict of

the DES corresponding to a discretization point between 0 and 𝑡max.

To resolve the conflicts, a scheduler can be specified which selects

one action from the conflict set 𝐴Γ .

2.2 Schedulers
Whenever a conflict occurs, a scheduler chooses among the actions

𝑎 ∈ 𝐴Γ in state Γ ∈ 𝑆 . Schedulers may map to discrete probability

distributions over the available actions:

Definition 2.3 (Discrete Probability Distribution). A discrete prob-
ability distribution ` : 𝑋 → [0, 1] assigns to all 𝑥 ∈ 𝑋 a probabil-

ity ` (𝑥) s.t. support(`) = {𝑥 ∈ 𝑋 | ` (𝑥) > 0} is countable and∑
𝑥 ∈support(`) ` (𝑥) = 1. The set of all probability distributions over

𝑋 is Dist(𝑋 ).

Schedulers can have different knowledge of the system when

choosing an action, resulting in schedulerswith different power [11].

While memoryless schedulers only see the current state Γ ∈ 𝑆 of

the SHM, history-dependent schedulers know the finite path that

has been taken until (Γ, 𝑡). Furthermore, schedulers with knowl-

edge on future random events, i.e. the sampled values, are called

prophetic schedulers [23]. Schedulers without that knowledge are
nonprophetic. For stochastic automata, we know [11] that prophetic

memoryless and history-dependent schedulers are equally power-

ful for unbounded reachability properties, which is not the case

for nonprophetic schedulers due to the memoryless scheduler be-

ing unable to deduce information on the random variables present

in the history. All else equal, prophetic schedulers are in general

more powerful than nonprophetic ones. We consider prophetic and

nonprophetic memoryless schedulers:

Definition 2.4 (Memoryless Nonprophetic Scheduler). A memory-
less nonprophetic scheduler for a SHMwith state set 𝑆 is ameasurable

function 𝔰 : 𝑆 → Dist(A) that maps every state Γ ∈ 𝑆 to a discrete

probability distribution with support(𝔰(Γ)) ⊆ 𝐴Γ . Let𝔖
𝑛
denote

this class of schedulers.

Definition 2.5 (Memoryless Prophetic Scheduler). A memoryless
prophetic scheduler for a SHM is a measurable function 𝔰 : 𝑆 ×
(R+)𝑛𝑟 → Dist(A) that maps every state Γ ∈ 𝑆 and assignment

of 𝑛𝑟 real positive values for future random events r to a discrete
probability distribution, with support((Γ, r)) ⊆ 𝐴Γ . This class of

schedulers is𝔖𝑝
.

The class of schedulers that map solely to Dirac distributions

is called deterministic (𝔖𝑐,𝑑
for 𝑐 ∈ {𝑛, 𝑝}). The above definitions

allow a wide variety of functions. For example, a function similar

to the Dirichlet function, which assigns probability 1 to an action

𝑎1 ∈ 𝐴Γ if the valuation of a continuous variable is rational and

otherwise to action 𝑎2 ∈ 𝐴Γ , is a valid scheduler. We limit ourselves

to piecewise-constant schedulers, which partition the state space

in a finite set of intervals where the scheduler remains constant

within each interval.This restriction is arguably practical, allowing

such schedulers to be reasonably implemented.

2.3 Statistical Model Checking
We now consider the DES a black box, hiding the simulation details.

A model checker monitors the state evolution of the simulation and

decides whether the system execution satisfies a formula in signal

temporal logic (STL) [34], which expresses linear-time properties

over the state of a hybrid model.

Definition 2.6 (Signal Temporal Logic (STL)). A signal temporal
logic (STL) property can be constructed from the context-free gram-

mar

Ψ ::= 𝑡𝑡 | 𝐴𝑃 | ¬Ψ | Ψ ∧ Ψ | Ψ𝑈 [𝑡1,𝑡2 ] Ψ

consisting of true (𝑡𝑡 ) and atomic properties (𝐴𝑃 ), which can be

negated and combined with a logical and or with a time-bounded

until-operator. An atomic property compares a function 𝑓 : 𝑆 → R
with the value zero: 𝑓 (Γ) > 0.

Note that STL as in [34] only supports continuous signals, i.e.

continuous variables in our context. Definition 2.6 allows referring

to discrete modes of the SHM; this can be mapped to continuous

signals. For the semantics of STL in the context of HPnGs, we refer

the interested reader to [41].

We now cover statistical model checking of STL properties via

multiple simulation runs. For each run of the DES with time bound

𝑡max, a property Ψ can be checked. Given a scheduler, 𝑛 simulation

runs result in a sequence of independent values 𝑝1, . . . , 𝑝𝑛 ∈ {0, 1},
each indicating whether the run fulfils Ψ. Each 𝑝𝑖 is a sample of

a Bernoulli distribution. The arithmetic mean 𝑝 = 1

𝑛

∑𝑛
𝑖=1 𝑝𝑖 is an

estimator of the actual probability 𝑝 of Ψ. A confidence interval

[𝑎, 𝑏] can be computed such that 𝑝 ∈ [𝑎, 𝑏] and 𝑏 − 𝑎 = 2𝑤 for a

given half width 𝑤 ∈ (0, 1]. For a given confidence 𝛿 ∈ [0, 1], it
is guaranteed that 100 · 𝛿 % of the computed confidence intervals

contain 𝑝 . The number of runs required depends on𝑤 and 𝛿 . For a

detailed explanation, we again refer to [41].

Since the probabilities are computed for a specific scheduler,

choosing prophetic or nonprophetic schedulers 𝔖𝑐
, 𝑐 ∈ {𝑛, 𝑝},

results in a range of possible probabilities [𝑝𝔖𝑐

min (Ψ, 𝑡), 𝑝
𝔖𝑐

max (Ψ, 𝑡)]
for a given formula Ψ. The interval’s bounds are the infimum,

respectively the supremum, over the probabilities induced by all

schedulers in that class, i.e.:

𝑝𝔖
𝑐

min (Ψ, 𝑡) = inf

𝔰∈𝔖𝑐
𝑝 (Ψ, 𝔰, 𝑡) and 𝑝𝔖

𝑐

max (Ψ, 𝑡) = sup

𝔰∈𝔖𝑐

𝑝 (Ψ, 𝔰, 𝑡),

where 𝑝 (Ψ, 𝔰, 𝑡) is the probability of the satisfaction of Ψ at time

point 𝑡 under scheduler 𝔰. We refer to these optimal probabilities

as minimum and maximum.

In addition to estimating a probability, statistical model checking

can also use hypothesis testing to decide whether the probability

that a specific STL property Ψ is fulfilled at time 𝑡 is bounded by a

predefined value 𝑝 . In our case this translates to checking whether

the maximal or minimal probability is bounded, i.e. 𝑝𝔖
𝑐

m (Ψ, 𝑡) ⊲⊳ 𝑝 ,
for ⊲⊳= {<, ≤, >, ≥} andm ∈ {min,max}. Different hypothesis tests
can be used, as discussed in [43]. In the following, we use the Azuma

test [44] which guarantees predefined errors of first (false positive)

and second (false negative) kind, even for small |𝑝 − 𝑝𝔖
𝑐

m (Ψ, 𝑡) |.
Potentially many SMC runs are required to obtain a result.
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3 Q-LEARNING FOR HYBRID SYSTEMS
Q-learning, which we summarize below, requires a finite state

space [48]. Since SHM induce an infinite state space, we propose

an abstraction which is obtained by discretizing the continuous

variables. We finally explain the interactions between discretization

and schedulers.

3.1 Q-learning
Q-learning is a reinforcement learning method, and hence learns

from experience, by rewarding the positive ones. Given a discrete

and finite state space S and an action space A, the learned func-

tion 𝑄 : S × A → R estimates the optimal action-value function

which judges how good taking a certain action at a given state is.

A predefined amount of training runs, also called episodes, is per-
formed which modify the Q-function for the occurring state-action

pairs. Initially, the Q-function is arbitrary for all (𝑠, 𝑎) ∈ S ×A. For

each training run the state 𝑠 ∈ S is set to its initial value, poten-

tially chosen from a set. Afterwards the system is simulated until

a terminal state is reached, which in our case always corresponds

to reaching the time bound. At each state 𝑠 ∈ S that requires a

decision, an available action 𝑎 ∈ A is selected which leads to state

𝑠 ′. Additionally a reward 𝑅 : S → R is defined as a function of 𝑠 ′.
𝑄 (𝑠, 𝑎) is then updated as follows:

𝑄 (𝑠, 𝑎) = 𝑄 (𝑠, 𝑎) + 𝛼

(
𝑅(𝑠 ′) + 𝛾 max

�̃�
𝑄 (𝑠 ′, 𝑎) −𝑄 (𝑠, 𝑎)

)
. (1)

The current value𝑄 (𝑠, 𝑎) is increased by the learning rate 𝛼 ∈ [0, 1]
times the sum of the reward and the potential reward from state 𝑠 ′,
which in turn is discounted by 𝛾 ∈ [0, 1], minus the current value

of the learning function. Note that the open interval of gamma is

relaxed to the closed range due to episodic learning. The potential

reward is determined as the maximum value of 𝑄 over all possible

actions.

Q-learning can use different policies to choose an action during

the training process. For example, the 𝜖-greedy policy chooses the

action which results in the maximum value of 𝑄 with probability

1 − 𝜖 and an arbitrary action otherwise [48]. Thus, every action

will be sampled infinitely often assuming an infinite number of

episodes, which ensures the convergence to the optimal action-

value function. Then taking the action with the maximum value

at a given state grants the optimal deterministic scheduler after

infinitely many runs [48].

3.2 Discretization of the state space
The state space 𝑆 of a SHM consists of continuous variables and

discrete modes. Considering the time bounded evolution of a SHM

with time bound 𝑡max, each continuous variable𝑥𝑖 ∈ R can only take
a bounded range of values before the time bound is reached, since

the variable evolution is Lipschitz continuous. This range naturally

has a lower bound 𝑙𝑥
𝑖
∈ R and an upper bound𝑢𝑥

𝑖
∈ R. To discretize

the state space w.r.t. 𝑥𝑖 , we split the interval [𝑙𝑥𝑖 , 𝑢
𝑥
𝑖
] into𝑘𝑖 intervals

which yields a finite set of (half-open) intervals. All intervals have

the same width and each interval is represented by one value that

lies inside that interval, w.l.o.g. the minimum value in the interval

is chosen. Hence, the set𝔛𝔦 (𝑘𝑖 ) = {𝑙𝑥
𝑖
+ 𝑗 𝑢

𝑥
𝑖
−𝑙𝑥

𝑖

𝑘𝑖
| 𝑗 ∈ {0, . . . , 𝑘𝑖 −1}}

is the discretized grid of the continuous variable 𝑥𝑖 with 𝑘𝑖 intervals.

Let kc ∈ N𝑛𝑐 be the vector containing all 𝑘𝑖 . Since the number of

continuous variables is finite, also the Cartesian product of their

discretized grids is finite: 𝔛(kc) = >𝑛𝑐
𝑖>0

𝔛𝑖 (𝑘𝑖 ).
To obtain a discretized state space, also the discrete modes must

be included. Each discrete mode𝑚 𝑗 ∈ N has an upper bound 𝑢𝑚
𝑗

and lower bound 𝑙𝑚
𝑗
due to the finite time horizon and excluding

Zeno behavior. Thus, the reachable state space of variable𝑚 𝑗 is

𝔇𝔧 = {𝑛 | 𝑛 ∈ {𝑙𝑚
𝑗
, . . . , 𝑢𝑚

𝑗
} ⊆ N}. The Cartesian product of the

reachable discrete state spaces is also finite: 𝔇 =
>𝑛𝑑

𝑖>0
𝔇𝑖 . The

finite discretization of the state space 𝑆 of the SHM can thus be

constructed as follows:

Definition 3.1 (Discretized State Space). The discretized state

space is the Cartesian product of the finite representation of the

continuous variables and the discrete modes:

S(kc) = 𝔛(kc) ×𝔇.

The relation between the state space and its finite discretized

representation is described by a mapping function:

Definition 3.2 (Map on Finite Discretized State Space). The func-
tion f = (𝑓1, . . . , 𝑓𝑛𝑐+𝑛𝑑 ) : 𝑆 → S(kc) maps the state space on the

finite discretized state space with v = (𝑥1, . . . , 𝑥𝑛𝑐 ,𝑚1, . . . ,𝑚𝑛𝑑 ):

𝑓𝑖 (v) =


𝑙𝑥
𝑖
+
⌊
𝑥𝑖−𝑙𝑥𝑖
Δ𝑖

⌋
Δ𝑖 , 𝑖 = 1, . . . , 𝑛𝑐 ∧ 𝑥𝑖 ∈ [𝑙𝑥

𝑖
, 𝑢𝑥

𝑖
],

𝑚𝑖 , 𝑖 = 𝑛𝑐 + 1, . . . , 𝑛𝑐 + 𝑛𝑑
∧𝑚𝑖−𝑛𝑐 ∈ [𝑙𝑚

𝑖−𝑛𝑐 , 𝑢
𝑚
𝑖−𝑛𝑐 ],

⊥, 𝑒𝑙𝑠𝑒,

where Δ𝑖 =
𝑢𝑥
𝑖
−𝑙𝑥

𝑖

𝑘𝑐
𝑖

is the interval size of 𝜒𝑖 ∈ 𝔛𝑖 (𝑘𝑐𝑖 ) and ⊥ repre-

sents ∅.

Prophetic scheduling requires knowledge of the random vari-

ables’ valuations. Thus, they must be included in the state space.

Due to the finite time horizon, lower and upper bounds 𝑙𝑟
𝑖
and

𝑢𝑟
𝑖
exist and ℜ𝑖 (𝑘𝑟𝑖 ) = {𝑙𝑟

𝑖
+ 𝑗

𝑢𝑥
𝑖
−𝑙𝑥

𝑖

𝑘𝑟
𝑖

| 𝑗 ∈ {0, . . . , 𝑘𝑖 − 1}} is con-
structed similarly to the other continuous variables for all 𝑛𝑟 ran-

dom variables. Note that this also applies to random variables with

unbounded support since only time bounded evolution is consid-

ered. With kr containing all 𝑘𝑟
𝑖
, 𝑖 ∈ {1, . . . , 𝑛𝑟 }, the finite grid of the

valuations of the random variables is

ℜ(kr) = >𝑛𝑟
𝑖>0

ℜ𝑖 (𝑘𝑟𝑖 ).

Definition 3.3 (Prophetic Discretized State Space). The discretized
state space for prophetic scheduling is the Cartesian product of the

discretized state space S(kc) and the finite representation of the

valuations of the the 𝑛𝑟 random variables ℜ(kr) with k = (kc, kr):

P(k) = S(kc) ×ℜ(kr).

The mapping function f𝑟 : 𝑆×R𝑛𝑟 → P(k) extends the mapping

from f in Definition 3.2 by mapping all valuations of the random

variables with 𝑗 = 𝑖 − 𝑛𝑐 − 𝑛𝑑 :

𝑙𝑟𝑗 +
⌊
𝑥 𝑗 − 𝑙𝑟

𝑗

Δ 𝑗

⌋
Δ 𝑗 , 𝑖 = 𝑛𝑐 + 𝑛𝑑 + 1, . . . , 𝑛𝑐 + 𝑛𝑑 + 𝑛𝑟

∧ 𝑟 𝑗 ∈ [𝑙𝑟𝑗 , 𝑢
𝑟
𝑗 ] .
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The presented discretization generates a MDP without rewards

since between states in the (prophetic) discretized state space tran-

sition probabilities are induced by the underlying SHM. It is possible

to compute these transition probabilities and then further analyze

the MDP, e.g. with value iteration [48]. However, this would not

only be computationally expensive and does not scale for more

precise discretizations, but more importantly the resulting MDP

only represents an approximation of the stochastic hybrid model.

Instead, we propose to statistically simulate the system as SHM

and whenever a nondeterministic decision is required, the current

state is mapped on the discretization where a scheduler is learned.

Hence, only the set of learnable schedulers is restricted—which

we further investigate in the following section—but the stochastic

hybrid behavior remains unaffected.

3.3 Influence of Discretization on Optimal
Schedulers

The discretization changes the information a scheduler can base its

decisions on. It restricts a scheduler’s preimage to S(k) ⊂ 𝑆 in the

nonprophetic case (cf. Definition 2.4) and to P(k) ⊂ 𝑆 × (R+)𝑛𝑟 (cf.

Definition 2.5) otherwise. Those classes of schedulers are denoted

𝔖𝑛
k ⊂ 𝔖𝑛

and𝔖
𝑝

k ⊂ 𝔖𝑝
, respectively.

Proposition 3.4. For𝔖𝑐 being either the prophetic or nonprophetic
schedulers, i.e. 𝑐 ∈ {𝑛, 𝑝}, an STL formula Ψ, and time bound 𝑡max,
we have:

• The maximum probability 𝑝
𝔖𝑐

k
max (Ψ, 𝑡max) computed over the

discretized scheduler class with parameter k is an underap-
proximation of 𝑝𝔖

𝑐

max (Ψ, 𝑡max):

𝑝
𝔖𝑐

k
max (Ψ, 𝑡max) ≤ 𝑝𝔖

𝑐

max (Ψ, 𝑡max). (2)

• Correspondingly, the minimum 𝑝
𝔖𝑐

k
min (Ψ, 𝑡max) is an overap-

proximation of 𝑝𝔖
𝑐

min (Ψ, 𝑡max):

𝑝
𝔖𝑐

k
min (Ψ, 𝑡max) ≥ 𝑝𝔖

𝑐

min (Ψ, 𝑡max). (3)

Proof. Since𝔖𝑐
k ⊂ 𝔖𝑐

, the following holds:

𝑝
𝔖𝑐

k
max (Ψ, 𝑡max) = sup

𝔰∈𝔖𝑐
k

𝑝 (Ψ, 𝔰, 𝑡)

≤ sup

𝔰∈𝔖𝑐

𝑝 (Ψ, 𝔰, 𝑡) = 𝑝𝔖
𝑐

max (Ψ, 𝑡max) .
(4)

The same reasoning leads to "≥" in the minimum case. □

As stated in the following proposition, different discretizations

change the amount of information lost in the discretization process:

Proposition 3.5. Given the prerequisites of Proposition 3.4, there
always exists a finer discretization k̃ > k (element-wise), which yields
a possibly better scheduler:

𝑝
𝔖𝑐

k̃
min (Ψ, 𝑡max) ≤ 𝑝

𝔖𝑐
k

min (Ψ, 𝑡max), and

𝑝
𝔖𝑐

k̃
max (Ψ, 𝑡max) ≥ 𝑝

𝔖𝑐
k

max (Ψ, 𝑡max) .

Proof. Choosing k̃ = 2(𝑖+1)kwith 𝑖 ∈ N, it holds that𝔖𝑐
k ⊂ 𝔖𝑐

k̃
due to the construction of the discretized state spaces in Definition

3.1 and 3.3. Due to the relation of the scheduler sets, the above

holds as in the proof of Proposition 3.4. □

Theorem 3.6 (Convergence). Given the prerequisites of Prop.
3.4, for element-wise k → ∞ the optimal probabilities are reached:

𝑝
𝔖𝑐

k
min (Ψ, 𝑡max) → 𝑝𝔖

𝑐

min (Ψ, 𝑡max), and

𝑝
𝔖𝑐

k
max (Ψ, 𝑡max) → 𝑝𝔖

𝑐

max (Ψ, 𝑡max) .

Proof. We show that for each arbitrary but firm 𝜖 > 0, there

exists a k such that

|𝑝𝔖
𝑐
k

max (Ψ, 𝑡max) − 𝑝𝔖
𝑐

max (Ψ, 𝑡max) | < 𝜖. (5)

Let 𝔰 ∈ 𝔖𝑐
be an optimal scheduler. Given a k′ such that Equation

5 does not hold, two states v1, v2 ∈ 𝑆 exists where f (v1) = f (v2)
but different distributions are required as 𝔰(v1) ≠ 𝔰(v2). The proof
of Proposition 3.5 provides the scheme for a k̃ = 2 · (𝑖 + 1)k with

𝑖 ∈ N which narrows the discretization grid. Since Q is dense in R,

there is always a k̃ such that f (v1) ≠ f (v2).
While there might be more vi with f (vi) = f (v1), which still

require different distributions of the scheduler function, the restric-

tion to piecewise constant schedulers ensures that the amount of

jumps is finite. Hence, the construction scheme can be applied itera-

tively, until a sufficient discretization is reached such that Equation

5 holds. The same reasoning holds for the minumum case. □

Note that the above proof does not hold for arbitrary schedulers

since an uncountable amount of jumps might prevent the iterative

process described above from terminating; then the discretization

scheme might never reduce the difference in Equation 5.

4 CONNECTION BETWEEN LEARNING AND
SIMULATION

We use Q-learning in the DES to learn optimizing schedulers where

the rewards depend on the satisfaction of a STL property. For a

specific learned scheduler, the probability that the STL property

holds can be approximated via a confidence interval, or a hypothe-

sis test can be used to decide whether this probability matches a

predefined bound.

4.1 Learning Optimizing Schedulers
The main idea of learning an optimal scheduler via simulation is

to give a reward to every training run after it reaches the time

bound specified in the STL formula. The reward depends on the

optimization goal and the validity of said STL formula. Figure 1

visualizes the sequence of one training run, which is explained in

the following. First, the model is simulated until a nondeterministic

conflict occurs. At this first decision the current state v1 ∈ 𝑆 is

mapped onto the finite discretized state space S(k) using the func-

tion f (cf. Definition 3.2). The mapped state is then stored together

with the action 𝑎1 that is chosen (e.g. via the 𝜖-greedy policy). In the

prophetic case, v1 ∈ 𝑆 × R𝑛𝑟 is mapped with f𝑟 on P(k). The fol-
lowing explanation covers the nonprophetic case; for the prophetic

case, we replace f with f𝑟 and S(k) with P(k).
The simulation continues with the original state for the chosen

action until the next nondeterministic conflict occurs. At the first

conflict the discretized state 𝑠1 = f (v1) ∈ S(k) and the taken
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start 1. decision 2. decision

· · ·

𝑡𝑚𝑎𝑥

update 𝑄 (𝑠1, 𝑎1) with
𝑠2 = f (v2)

update 𝑄 (𝑠𝑖 , 𝑎𝑖 ) with
reward

update 𝑄 (𝑠2, 𝑎2) with
𝑠3 = f (v3)

save mapped state 𝑠2 = f (v2) and taken action 𝑎2save mapped state 𝑠1 = f (v1) and taken action 𝑎1

Figure 1: Timeline of one training run. At each decision the current state is mapped onto the discretization grid and saved
together with the taken action. At the next decision 𝑄 is updated with the info of the subsequent state.

action 𝑎1 had to be stored, and the Q-value for this state-action

pair will be updated at the next decision, as the update depends on

the subsequent state. Hence, for all following conflicts, the Q-value

of the previous state-action pair must be updated in addition to

storing the state-action pair. The update of the Q-value is done

according to Equation 1. Note that it includes a reward, which stays

zero (𝑅 = 0) until the time bound is reached and the Q-value for the

previous decision is updated. With this last update, also the reward

is set depending on the optimization goal. When maximizing, it is

set to 1 if the training run satisfies the STL formula and to −1 if the
STL property is violated, and vice-versa if the goal is to minimize.

A series of training runs modifies the Q-values of the state-

action pairs; those occurring early during the training run are thus

rated implicitly via the reward of the final decision. Recall from

Section 3.1 that the scheduler is then obtained by choosing the

action with the largest Q-value. Q-learning guarantees convergence

to the optimal deterministic scheduler (modulo the discretization)

only for an infinite number of training runs, which is practically

impossible. Hence, two problems arise: the obtained schedulers are

not necessarily optimal within the considered class of schedulers,

and some states might not be explored yet.

On unexplored states, we employ a uniform distribution over

all available actions to improve the training process. While the

optimal scheduler with infinitely many training runs is always

deterministic, this is not necessarily the case when probabilistic

resolution is applied and the number of training runs is finite. The

obtained scheduler is hence randomized and denoted 𝔰
k,𝑛
𝑚 ∈ 𝔖𝑐

k, for

𝑚 ∈ {min,max}, 𝑐 ∈ {𝑛, 𝑝}, discretization k, and 𝑛 training runs.

To the best of our knowledge, it is impossible to provide guar-

antees on the quality of the learned scheduler for a finite number

of training runs. Instead, we reason on the quality of a learned

scheduler via the average probability and confidence intervals for a

STL property. This is obtained from a statistical STL model checker

with the original, non-discretized model and the learned scheduler.

In the following, we show that 𝔰
k,𝑛
𝑚 induces an (over- or un-

der-)approximation of the optimal prophetic or nonprophetic prob-

abilities, w.r.t. all scheduler classes.

Proposition 4.1. The learned (minimal or maximal) prophetic
or nonprophetic scheduler 𝔰k,𝑛𝑚 ∈ 𝔖𝑐

k, 𝑚 ∈ {min,max}, 𝑐 ∈ {𝑛, 𝑝}
after a finite amount of 𝑛 training runs induces an (over- or un-
der-)approximation:

𝑝 (Ψ, 𝔰k,𝑛
min

, 𝑡max) ≥ 𝑝𝔖
𝑐

min (Ψ, 𝑡max), and

𝑝 (Ψ, 𝔰k,𝑛
max

, 𝑡max) ≤ 𝑝𝔖
𝑐

max (Ψ, 𝑡max).

Proof. Since 𝔰
k,𝑛
𝑚 ∈ 𝔖𝑐

k, 𝑚 ∈ {min,max}, it holds that

𝑝 (Ψ, 𝔰k,𝑛
min

, 𝑡max) ≥ 𝑝
𝔖𝑐

k
min (Ψ, 𝑡max), and

𝑝 (Ψ, 𝔰k,𝑛
max

, 𝑡max) ≤ 𝑝
𝔖𝑐

k
max (Ψ, 𝑡max).

From Equation 2 and 3 in Proposition 3.4 the proof follows directly.

□

The convergence of Q-learning ensures that after infinitely many

training runs a deterministic scheduler is learned and

𝑝 (Ψ, 𝔰k,𝑛𝑚 , 𝑡max) → 𝑝
𝔖

𝑐,𝑑

k
m (Ψ, 𝑡max)

for𝑚 ∈ {min,max}. Hence, the convergence of Theorem 3.6 only

guarantees convergence towards the optimal deterministic sched-

uler, which might not necessarily be the optimal scheduler class.

Note that the optimality of this class of schedulers, i.e. memoryless,

piecewise constant, and deterministic, to the best of our knowledge

is an open problem outside the scope of this paper.

4.2 Hypothesis Testing
Proposition 4.1 guarantees that the learned maximal scheduler com-

putes an underapproximation 𝑝 (Ψ, 𝔰k,𝑛
max

, 𝑡max) of 𝑝𝔖
𝑐

max (Ψ, 𝑡max).
Correspondingly, the learned minimal scheduler computes an over-

approximation 𝑝 (Ψ, 𝔰k,𝑛
min

, 𝑡max) of 𝑝𝔖
𝑐

min (Ψ, 𝑡max). Thus, if a hypoth-
esis test returns true for

𝑝 (Ψ, 𝔰k,𝑛
max

, 𝑡max) ⊲⊳ 𝑝 for ⊲⊳∈ {>, ≥}, (6)

we conclude within the statistical error bounds of the test that

𝑝𝔖
𝑐

max (Ψ, 𝑡) ⊲⊳ 𝑝. (7)

In contrast, a rejection only holds for the current scheduler and it

is impossible to derive an argument for the optimal scheduler. The

same holds if hypothesis

𝑝 (Ψ, 𝔰k,𝑛
min

, 𝑡max) ⊲⊳ 𝑝 for ⊲⊳∈ {<, ≤}, (8)

is accepted. We then know that indeed

𝑝𝔖
𝑐

min (Ψ, 𝑡) ⊲⊳ 𝑝 (9)

holds within the statistical error of the hypothesis test.

Since we use the Azuma test which belongs to the third class

of tests, as defined in [43], the statistical error is guaranteed to

be bounded by the predefined errors 𝛼 (false positive) and 𝛽 (false

negative). Hence, we can bound the overall statistical error resulting

from discretization, learning, and statistical model checking by 𝛼 .

If hypothesis 6 or 8 is accepted, we conclude with statistical error

𝛼 that 7 or 9 hold, respectively.
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5 CASE STUDIES
We evaluate our approach on two case studies: First, in Section 5.1,

we consider a model of a tank, with linear dynamics. We thoroughly

discuss the results obtained for different parameter settings. In

Section 5.2, we showcase our model of a satellite running different

experiments in orbit. It is equipped with a constrained battery that

we model by the kinetic battery model, whose continuous dynamics

are nonlinear (described by a system of linear ODEs). To emphasize

the applicability on different concrete modelling formalisms that

instantiate the SHM interface, we implemented the approach in

two separately developed tools which work with different models.

Hence, for both case studies, we use a HPnG as well as a SHAmodel,

the latter specified in theModest language. Both tools deliver the

same results (up to statistical error), providing some assurance that

the implementations are correct.

For the HPnG models, we use the Java tool HYPEG as discrete-

event simulator [37] and statistical model checker [41]. We use

the state-space discretization proposed for HYPEG in [40] with

quantum 0.1, which provides approximate simulations for continu-

ous behaviour described by systems of linear ODEs. Note that the

time discretization proposed for non-stiff systems of ODEs in [36]

currently does not scale for a large number of training runs. We

refer to this implementation of our approach as HYPEG ML. To
support the Modest SHA models, we extended the modes tool [4]
with support for simulating nonlinear differential equations using

the time-discretizing integrators in the Apache Commons Math

library. When running our learning framework, our newmodes ML
always uses this new simulation implementation. We use the 5(4)

Dormand-Prince integrator [9] with amin. step of 10
−4
, max. step of

100, and abs. and rel. tolerance of 10
−4
. For the detection of events,

using root finding, we use convergence 10
−3

and a maximum check

interval of 1 for the tank and 10
−1

for the satellite. The parameters

for Q-learning are set to learning rate 𝛼 = 0.1, discount factor 𝛾 = 1,

and epsilon-greedy parameter 𝜖 = 0.15 for both tools. We indicate

the confidence level 𝛿 and the width𝑤 of the confidence intervals

as CI(𝛿,𝑤). Our experiments were conducted on two similar ma-

chines: the HPnG models ran on an Intel Core i5-8250U (4×1.6-3.4
GHz) system, theModest models on an i5-6600T (4×2.7-3.5 GHz),
both with 16 GB memory. Both tools are currently single-threaded

only.

5.1 The Linear Tank
The first case study models a linear tank. We compare the results of

our new approach to an existing analytic approach for HPnGs with

linear evolution. Our water tankmodel is based on the one from [42]

as shown in Figure 2. The maximum height of water in the tank is

20m and initially set to 4m. When it reaches 16m, one of two valves

draining the tank is activated nondeterministically. The model has

a constant inflow and two controllable linear outflows. One valve

reduces the height by 6mh
−1

and the other one by 4mh
−1
. Once

activated, the larger outflow is active for 2 h and the smaller one for

1 h. After being deactivated, the outflow is blocked for a uniformly

distributed time between 0 and 6 hours. When the water height

rises above 16 and both valves are not blocked, a nondeterministic

conflict occurs.

min

max

goal
activate

control

4 l h
−1

6 l h
−1

4 l h
−1

Figure 2: Tank with constant inflow and two controllable
outflows [42].

𝑃𝑐
tank

𝜙P
b = 20
x0 = 4

𝑇𝐶
inflow

𝜙T
c = 4

𝑃𝑑
choice

𝑇𝐶
valve_1

𝜙T
c = 6

𝑃𝑑
1_on

𝑇 𝐼
start_1

𝑃𝑑
1_ready

𝑇𝐷
stop_1

𝜙T
𝑑

= 2

𝑃𝑑
1_blocked

𝑇𝐺
restart_1

uniform[0, 6]

𝑇𝐶
valve_2

𝜙T
c = 4 𝑃𝑑

2_on

𝑇 𝐼
start_2

𝑃𝑑
2_ready

𝑇𝐷
stop_2

𝜙T
𝑑

= 1

𝑃𝑑
2_blocked

𝑇𝐺
restart_2

uniform[0, 6]

𝜙A
w = 16

𝜙A
w = 16

Figure 3: HPnG model describing the tank system.

A visual representation of the corresponding HPnG model is

shown in Figure 3. We refer the interested reader to [19] for a thor-

ough introduction to HPnGs. We draw discrete places as (solid)

circles and continuous places as double-outline circles. We use solid

black bars for immediate, grey filled bars for deterministic, single-

outline bars for general and double-outline bars for continuous

transitions. Solid arrows represent discrete arcs, double-outline

arrows indicate continuous arcs and double arrows test arcs. The

fluid in the tank is modeled by the continuous place 𝑃𝑐
tank

, being
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filled by the continuous transition 𝑇𝐶
inflow

. The two valves are rep-

resented by 𝑇𝐶
valve_1

and 𝑇𝐶
valve_2

, annotated with the rates of 6 and

4 meters per hour, respectively. The valves get enabled when the

corresponding discrete places 𝑃𝑑
1_on

respectively 𝑃𝑑
2_on

hold a token.

The two immediate transitions 𝑇 𝐼
start_1

and 𝑇 𝐼
start_2

, together with

the token in 𝑃𝑑
choice

, model a non-deterministic conflict, such that

a scheduler can decide which valve is activated. The immediate

transitions get enabled when the fluid level of the tank exceeds 16

liters, modeled by the connecting guard arcs. In case of choosing

𝑇 𝐼
start_1

and after the tank is drained for 2 h, the deterministic tran-

sition 𝑇𝐷
stop_1

moves a token to the place 𝑃𝑑
1_blocked

and the valve

is blocked for a random amount of time after deactivation. The

time is modeled by the general transition 𝑇𝐺
restart_1

. Additionally,

𝑇 𝐼
stop_1

puts back a token to 𝑃𝑑
choice

, such that the second valve can

get activated while the first one is still blocked. When 𝑇𝐺
restart_1

fires, a token is moved to 𝑃𝑑
1_ready

and𝑇 𝐼
start_1

can get enabled again.

The process of (de-)activating the second valve is similar, where

the probability distributions for the general transitions may differ

(not indicated in the figure). For comparison, a hybrid automaton

modelling the same system is shown in [42, Fig. 5].

Wemaximize the STL property that the fluid height 𝑥
tank

reaches

18m before time 𝑡max ∈ {7, . . . , 11}:

Ψ = 𝑡𝑡 𝑈 [0,𝑡max ] (𝑥
tank

≥ 18) .1

The probabilities obtained from the learned nonprophetic and

prophetic scheduler are compared to analytical results obtained for

history-dependent schedulers. While in general memoryless non-

prophetic schedulers are less powerful than their history-dependent

counterpart, this does not apply in this specific case study, since

all previously sampled and unused values are resampled before a

conflict occurs. Hence, no relevant history exist.

Validation and comparison. Table 1 shows the results obtained
for the linear tank model via HYPEG ML and modes ML for the

(non)prophetic case. For further validation, we compare with simu-

lation results for the uniform scheduler 𝔰
unif

, and with analytical

results according to [38] in the nonprophetic case and [42] in the

prophetic case. Both analytical methods are exact up to a numerical

error induced by multidimensional integration which is statistically

estimated to be at most 10
−4
. The analytical results lie within the

confidence intervals of our simulation-based approach except in

the 11 h prophetic scenario, which will be explained later in detail.

Using the ad-hoc uniform scheduler leads to significantly lower es-

timates, which illustrates the benefits of optimizing (non)prophetic

schedulers. The runtimes depend on the number of runs (simula-

tion and training, respectively) and the considered time horizon.

The runtimes in the analytical approach increase considerably with

the time horizon; it is impossible to analytically compute results

for larger 𝑡max. In contrast, our new ML approach scales better

and results for larger 𝑡max can easily be obtained. The training

times are not even doubled for HYPEG ML and modes ML. Despite
the differences in modelling formalism and the employed solution

method for the differential equations, the runtimes of HYPEG ML

1
We write 𝑥tank ≥ 18 as short-hand for the function 𝑓 (𝑥) = 𝑥 − 𝑐 in STL.
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Figure 4: Average probabilities (in blue) with CI(0.99, 0.02),
for the 8 h prophetic case in HYPEG ML after an increasing
number of training runs (x-axis). The maximum probability
(dashed line) is obtained via [42].

and modes ML differ only by a factor of ≈ 2, with modes ML being

slower here. In particular, both tools scale equally.

Number of training runs. The prophetic case required more train-

ing to match the analytical results since the discretized state space,

on which decisions are based, is larger than in the nonprohetic case.

For Figure 4, we used HYPEGML to compare the learned prophetic

schedulers after different amounts of training runs to the optimal

probability achieved by the analytic approach for 𝑡max = 8 h. The

mean of the confidence intervals after 100 to 20 000 training runs

increases with the amount of training from the uniform result until

the optimal probability is reached. Note that the mean surpasses

the optimal probability for some high numbers of training runs,

which can be attributed to the statistical error.

Influence of discretization. Recall that for 11 h the analytical re-

sult for the prophetic scheduler lies outside the confidence intervals

computed with HYPEG ML and modes ML. This is further investi-
gated in Table 2, which shows the effect of different discretizations

on the quality of the learned scheduler and the required number of

training runs in HYPEG ML. The results are computed using sched-

ulers obtained after 10
3
to 10

7
training runs. The discretization

truncates after {0, 1, 2} decimal places. Decisions not encountered

during training are resolved by a uniform distribution, possibly

resulting in randomized schedulers. This reflects in smaller simula-

tion times (SMC time) for a larger number of training runs, as fewer

random decisions have to be taken during individual simulation

runs. The results show that it is crucial to find a good combination

of discretization and number of training runs: a finer discretization

requires more training runs to learn a scheduler which comes close

to the optimal one while a coarse discretization may inhibit better

results. Note that the mean of the confidence intervals increases

with more training runs and the same discretization. The coarsest

discretization performs better with fewer training runs but is not

able to improve much with more training. A finer discretizations re-

quires more training runs such that all reachable states are explored

sufficiently.
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Table 1: Results for different amounts of training with uniform and (non)prophetic scheduling. Discretization truncates after
the first decimal place and CI(0.99, 0.02).

𝑡max 7 8 9 10 11

u
n
i
f
o
r
m 𝑝 0 0.43 0.60 0.60 0.68

modes [4] sim. time 0.3 s 3.0 s 3.1 s 3.3 s 3.1 s

sim. runs 270 16 230 15 940 15 870 14 330

n
o
n
p
r
o
p
h
e
t
i
c

HPnG [38]

𝑝max 0 0.5347 0.6264 0.6445 0.7375

runtime 0.0 s 4.5 s 12.9 s 20.5 s 52.0 s

HYPEG ML
5000 t. runs

𝑝max 0 0.54 0.63 0.65 0.74

trainingtime 0.8 s 0.8 s 1.0 s 1.3 s 1.3 s

sim. time 0.1 s 1.4 s 1.8 s 1.6 s 1.4 s

sim. runs 1000 16 503 15 468 15 123 12 671

modes ML
5000 t. runs

𝑝max 0 0.53 0.62 0.64 0.74

trainingtime 1.0 s 1.1 s 1.1 s 1.3 s 1.4 s

sim. time 0.2 s 2.7 s 3.1 s 3.3 s 3.0 s

sim. runs 270 16 510 15 620 15 240 12 790

p
r
o
p
h
e
t
i
c

Flowpipe [42]

𝑝max 0 0.6041 0.6488 0.6513 0.7555

runtime 0.2 s 1.7 s 9.2 s 55.0 s 2289.9 s

HYPEG ML
20000 t. runs

𝑝max 0 0.60 0.64 0.65 0.72

trainingtime 1.6 s 1.9 s 2.4 s 2.4 s 2.6 s

sim. time 0.1 s 1.3 s 1.3 s 1.4 s 1.2 s

sim. runs 1000 15 921 15 271 15 077 13 346

modes ML
20000 t. runs

𝑝max 0 0.60 0.64 0.65 0.74

trainingtime 3.0 s 3.4 s 4.1 s 3.9 s 4.0 s

sim. time 0.2 s 2.6 s 2.9 s 2.8 s 2.6 s

sim. runs 270 15 980 15 270 15 040 12 820

Table 2: Average reachability probabilities for prophetic scheduling at 𝑡 = 11 and CI(0.99, 0.02). Training/computation times and
number of simulation runs are provided for different numbers of training runs and discretizing at {0, 1, 2} decimal places.

training runs 1000 10 000 100 000 1 000 000 10 000 000

HYPEG ML
0 decimal

places

mean 𝑝max 0.702 0.716 0.719 0.720 0.715

train time 0.4 s 1.6 s 7.6 s 67.0 s 688.3 s

SMC time 1.9 s 1.5 s 1.2 s 1.2 s 1.1 s

SMC runs 13 895 13 494 13 418 13 384 12 564

HYPEG ML
1 decimal place

mean 𝑝max 0.700 0.726 0.747 0.748 0.745

train time 0.4 s 1.5 s 8.2 s 68.0 s 670.9 s

SMC time 2.0 s 1.4 s 1.2 s 1.1 s 1.1 s

SMC runs 13 927 13 201 12 540 12 512 12 625

HYPEG ML
2 decimal

places

mean 𝑝max 0.682 0.686 0.695 0.723 0.739

train time 0.5 s 1.8 s 8.0 s 68.5 s 679.1 s

SMC time 2.1 s 1.6 s 1.3 s 1.2 s 1.2 s

SMC runs 14 386 14 294 14 070 13 285 12 792

Hypothesis testing. Table 3 presents the results of the Azuma[44]

hypothesis test for the same number of training runs and discretiza-

tion settings as in Table 2. The hypothesis checked is

𝑃≥0.73 (𝑡𝑡 𝑈 [0,11] (𝑥
tank

≥ 18)) .

Recall that a rejection only holds for the currently trained sched-

uler, whereas an accept also holds for the optimal scheduler as dis-

cussed in Section 4.2. The training times are similar to Table 2. The

Azuma test requires more runs whenever the computed probability

lies close to the probability bound to decide whether a given hypoth-

esis holds. In return, the statistical error is bounded by 𝛼 = 0.05 and
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Table 3: Hypothesis test whether the probability of the tank being below height 18 until 𝑡 = 11 is greater than 0.73:
𝑃≥0.73 (𝑡𝑡 𝑈 [0,11] (𝑥tank ≥ 18) for a prophetic scheduler. Results, computation times and number of simulation runs are provided
for different numbers of training runs, discretizing at {0, 1, 2} decimal places, 𝛼 = 𝛽 = 0.05 and guess 0.745.

training runs 1000 10 000 100 000 1 000 000 10 000 000

HYPEG ML
0 decimal

places

𝑃≥0.73 false false false false false

train time 0.4 s 1.9 s 8.3 s 68.3 s 651.9 s

SMC time 215.6 s 663.8 s 758.5 s 1217.9 s 354.7 s

SMC runs 3 248 519 9 976 274 11 586 698 18 423 552 5 521 225

HYPEG ML
1 decimal place

𝑃≥0.73 false no result true true true

train time 0.4 s 1.6 s 7.8 s 67.1 s 669.4 s

SMC time 24.5 s 3354.4 s 936.4 s 431.8 s 606.1 s

SMC runs 354 284 50 000 000 14 101 368 6 566 772 9 147 820

HYPEG ML
2 decimal

places

𝑃≥0.73 false false false no result true

train time 0.4 s 1.8 s 8.3 s 69.3 s 682.5 s

SMC time 10.9 s 12.2 s 18.2 s 3381.7 s 934.6 s

SMC runs 145 612 174 717 270 462 50 000 000 13 792 904

𝛽 = 0.05 even for small |𝑝 − 0.73|. We specify a maximum number

of 50 million simulation runs, which in some cases is not enough

to arrive at a decision.

For the coarsest discretization, the hypothesis test always returns

false. In contrast, the hypothesis test for the discretization to one

decimal place returns true for the scheduler computed with 100 000

training runs, after not being able to terminate for a scheduler

computed with 10 000 runs.

Note that the experiments summarized in Table 3 are carried out

as independent computations, which required a varying number of

simulation runs. Hence, we performed 3 executions and display the

median. The SMC times linearly grow with the required number of

SMC runs, which is related to the difference between the computed

probability and the probability bound 0.73.

Using a heuristic could help to sequentially identify a parameter

setting (discretization and number of training runs), which leads to

the hypothesis being accepted. Note that a sequential computation

would require to adjust 𝛼 and 𝛽 to correct for the multiple tests.

5.2 The Satellite Case Study
As a second case study, we consider an abstract model of a satel-

lite inspired by [2], featuring nonlinear continuous dynamics via

its battery. To the best of our knowledge, no other approach can

optimize probabilities for such a model.

The satellite orbits the earth and performs experiments. It over-

flies the ground station every 15 hours; at this point, if it is idle, it

can receive two new experiment tasks. One experiment has a high

power demand (4Wh) and needs a short (Uniform[1, 4] distributed)

amount of time while the other takes longer (Exponential[
1

8
] dis-

tributed) but requires less power (0.5Wh). Initially, the satellite is

idle and will pass the ground station in 1 h. The satellite has a solar

panel which generates 1Wh of power when it is in the sun, which

is the case for 12 hours, followed by 12 hours of darkness. Initially

the sun shone already 6 h. The satellite has a battery which can

be charged and discharged and allows operation when the power

demand surpasses the generation of the solar panel. The battery is

modeled according to the Kinetic Battery Model (KiBaM) (cf. [27]),

which divides the battery in two wells: the available charge 𝑎 and

the bound charge 𝑏. The KiBaM incorporates two important non-

linear effects: A battery has less effective capacity if it is drained

with a high discharge rate, which is the rate-capacity effect. Some

usable charge is recovered if not or slowly discharged, which is the

reccovery effect. The capacity of the wells is given by the total capac-

ity 𝐶 = 60 and 𝑐 = 0.5 such that 𝑎max = 𝑐 ·𝐶 and 𝑏max = (1 − 𝑐)𝐶 .
The following ODEs describe the evolution of the wells over time,

where 𝐼 is the (dis-)charging of 𝑎, and 𝑝 the flow between the wells:

¤𝑎(𝑡) = −𝐼 + 𝑝

(
𝑏 (𝑡)
1 − 𝑐

− 𝑎(𝑡)
𝑐

)
, and

¤𝑏 (𝑡) = 𝑝

(
𝑎(𝑡)
𝑐

− 𝑏 (𝑡)
1 − 𝑐

)
.

(10)

Since a battery cannot overflow, the first ODE changes when 𝑎 =

𝑎max and −𝐼 ≥ ¤𝑏 (𝑡) to ¤𝑎(𝑡) = 0 until 𝐼 changes sign, while ¤𝑏 (𝑡)
remains the same.

The property of interest is whether the battery is drained before

the time horizon 𝑡max = 30, i.e. Ψ = 𝑡𝑡 𝑈 [0,30] (𝑎 = 0). The model

nondeterministically schedules the order of the two available tasks

after each communication with the ground station, which always

induces two new tasks unless the satellite is still busy processing

an earlier task.

Table 4 presents maximum and minimum probabilities for the

above STL property, obtained with HYPEG ML and modes ML
for prophetic, nonprophetic, and uniform scheduling. We see that

the results of both tools match well, i.e. the means lie within the

respective other’s confidence intervals. (Non)prophetic scheduling

improves the probabilities w.r.t. uniform scheduling, and prophetic

scheduling achieves the lowest/highest probability depending on

the optimization goal while nonprophetic scheduling does not reach

these probabilities, as expected. In this case study, a single train-

ing/simulation run is faster inmodesML by a factor of 2-3 compared

toHYPEGML. This stems partly from the state-space discretization

method, which induces more recomputations in the nonlinear case.
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Table 4: Average optimal reachability probabilities for (non)prophetic or uniform scheduling at 𝑡 = 30 (2 orbits) in the satellite
(CI(0.99, 0.01), discretizing to integers).

min max

prophetic nonproph. uniform nonproph. prophetic

HYPEG ML
100 000 t.

runs

𝑝 0.333 0.348 0.455 0.567 0.579

train time 233.9 s 224.6 s n/a 220.2 s 233.9 s

SMC time 155.7 s 137.3 s 151.7 s 145.0 s 152.6 s

SMC runs 58 960 60 186 65 825 64 842 58 960

modes ML
100 000 t.

runs

𝑝 0.329 0.345 0.458 0.566 0.583

train time 93.0 s 95.3 s n/a 86.9 s 82.8 s

SMC time 54.4 s 58.9 s 56.4 s 55.3 s 52.2 s

SMC runs 58 630 59 960 65 880 65 180 64 520

Furthermore, the encoding of the same conceptual model as HPnGs

and Modest/SHA may induce further performance variations.

6 CONCLUSION
We introduced reinforcement learning to SHM. We obtain memory-

less prophetic or nonprophetic schedulers for discrete nondetermin-

ism via Q-learning, using a discretized state-space view for learning

only. We restrict to piecewise constant schedulers and show that

the learned scheduler induces an approximation of the optimal

probabilities that converges towards the optimum of this scheduler

class when making the grid finer and letting the number of training

runs go to infinity. Statistical model checking then evaluates the

learned schedulers on the original model. We obtained promising

results with our approach both on HPnGs and Modest models,

building on the existing (non-learning) statistical model checkers

for both. The approach can easily be integrated into discrete-event

simulators for other stochastic hybrid models. The tradeoff between

accuracy and performance prevents identifying a discretization and

number of training runs in advance that allows to prove a given

hypothesis. Future work will investigate suitable heuristics. We

also plan to develop smarter discretizations that make the grid finer

at states reached with high probability, and to investigate the opti-

mality of the computed class of memoryless, piecewise constant,

deterministic schedulers in the (non)prophetic setting for SHM.
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