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Abstract—While real-time data and sophisticated 
Reinforcement Learning (RL) approaches are emerging, logistic 
organizations, in particular Small and Medium-sized 
Enterprises (SMEs), lack the tools and expertise to effectively 
identify whether (parts of) their business processes are suitable 
for using RL and adopt these approaches in their daily practice. 
This paper presents the results of our efforts to design, develop, 
test and implement a RL-based decision support platform based 
on the Open Trip Model (OTM) for the logistics industry . The 
main contribution of this paper is a potentially generalizable 
platform architecture and instantiation of the following main 
functional components: 1) a graphical user interface to access 
platform services, 2) APIs to automate the data collection based 
on the OTM, 3) an OTM compliant data storage, 4) a repository 
and tool for testing multiple algorithms and perform 
(hyper)parameter tuning, and 5) infrastructure provisioning to 
run and monitor agents. The platform is complemented with RL 
guidelines to transfer the platform, knowledge, and practices to 
SMEs. The platform architecture is validated with a panel of 
experts and demonstrated in use in a case study at a logistics 
services provider. The platform demonstration and case study 
contribute to increasing awareness of potential applications of 
RL in the logistics industry. The platform provides a foundation 
for empirical research and experimental development of RL 
approaches in logistics. Future research will focus on alternative 
and hybrid approaches, federated learning, and incorporating 
data sharing concepts as part of the envisioned federated data 
sharing infrastructure for the Dutch logistics industry. 

Keywords—reinforcement learning, platform, logistics, small 
and medium sized enterprises, SMEs, open trip model, OTM 

I. INTRODUCTION 

With the advent of Industry 4.0, emerging IoT 
technologies, and advancements in Artificial Intelligence 
(AI), the logistics industry is becoming a data and AI-driven 
industry. This is demonstrated by, amongst others, the broad 
adoption of sensor technology, the use of Automated Guided 
Vehicles (AGVs), intelligent sorting systems and robotized 
order picking, predictive demand, and capacity planning [1]. 

The availability of real-time (sensor) data and the 
advances made in modern AI enables computers not only to 
solve problems based on human instructions but also solve 
them autonomously [2]. Because of modern computer power, 
the availability of large amounts of data, and readily available 
software, AI is becoming increasingly interesting for logistic 
organizations that can now (partially) automate tasks that 
require some level of intelligence [1, 3]. 

According to McKinsey, the AI revolution is no longer in 
its infancy, but the majority of its economic and business 

impact is yet to come [3]. Innovators like DHL believe that AI 
is/will become an important part of the logistics industry and 
has the potential to "fundamentally extend human efficiency 
in terms of … quality, and speed by eliminating mundane and 
routine work" [1]. 

But although the importance of AI for logistics is evident, 
at least two major challenges are still to be addressed: 

1) Whereas supervised and unsupervised learning are 
matured, Reinforcement Learning (RL) applications are 
mostly in a phase of (academic) lab experiments, and scalable 
larger-scale industry implementations are scarce. The 
implementation of RL is not as straightforward as for 
supervised and unsupervised learning [4]. 

2) While real-time data and sophisticated RL 
approaches are emerging, logistic organizations, in particular 
SMEs, lack the tools and expertise [5] to effectively identify 
whether (parts of) their business processes are suitable for 
using RL for decision making and adopt these approaches in 
their daily practice [4]. 

Considering the challenges mentioned above, the main 
goals of our research are to: 

1) Design, develop, test and implement a RL-based 
decision support platform based on the Open Trip Model 
(OTM) and make it accessible to logistic SMEs.  

2) Complement the platform with RL guidelines to 
stimulate its adoption throughout the logistic SME 
community. 

To the best of our knowledge no general decision making 
platform architecture exists yet that embodies the ideas behind 
the hybrid intelligence paradigm and combines RL with a 
common data model and industry standards, in specific OTM, 
in order to achieve data and process interoperability and 
support a broad range of logistics decision making processes. 

For this study we adopted the Design Science Research 
Methodology (DSRM) of [6]. This established methodology 
is used in many of our research projects [7, 8] and contributed 
to the successful development, demonstration and evaluation 
of similar platform architectures [9, 10, 11]. 

Based on related and earlier work, the main contribution 
of this paper is a  potentially generalizable and dedicated 
platform architecture and instantiation of its main 
components. As mentioned earlier, the implementation is 
based on the OTM [12], an open-source, flexible data sharing 
model, that can contribute to standardization of RL models 
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and enhances their interoperability and use for the logistics 
industry (especially SMEs) as pluggable services. By means 
of platform demonstration and case study research, our 
research aims to increase the awareness of SMEs about the 
potential benefits of RL for data-driven logistics decision 
support and offer a starting point for the development of smart 
logistics applications. From a larger policy making 
perspective our work aims to contribute to data-driven 
logistics by combining advanced data analytics and RL based 
on the OTM as part of the federated data sharing infrastructure 
for the Dutch logistics industry [13]. 

The remainder of this paper is structured as follows. 
Section II continues by laying out the theoretical foundations 
relevant for this study and the related work. Section III is 
concerned with the methodology and provides a synopsis of 
the research design and methods. Section IV presents the 
stakeholders, their requirements, and describes the platform 
architecture and its main functional components. Section V 
demonstrates the use of the platform and contains the results 
and insights gained from the validation of the platform. 
Section VI discusses the results and findings in relation to 
literature. Section VII concludes the research by summarizing 
the main results, including limitations and implications, 
explaining the significance for theory development and value 
for practitioners, and positions future work. 

II. RELATED WORK 

This section provides a brief review of relevant academic 
literature and earlier related work.  

A. Reinforcement learning 
Most successful AI developments in the last decade 

revolve around the deep learning paradigm. More recently 
research also identified RL as an upcoming trend in AI [14]. 
RL gained momentum in October 2015, when DeepMind’s 
AlphaGo defeated the world champion in a game of Go. With 
RL an agent is trained using punishments and rewards, much 
like how humans learn in the real world [14]. Whereas 
supervised and unsupervised learning have been extensively 
researched, RL has attracted attention only recently. 

Literature connecting RL to practice, that goes beyond 
games towards an actual implementation in logistics is very 
scarce [4]. For example, [15] compares the performance of 
two traditional operations research heuristics with RL 
implementations for automated logistics decision making in a 
serious game setting. Most work that has been done 
concerning the use of (deep) RL for logistic applications is 
focusing on dynamic routing of robots, vehicles and AGVs 
(e.g., [16, 17]), item picking and placing by intelligent robots 
(e.g., [18, 19]), real-time order dispatching (e.g., [20], and 
inventory management (e.g., [21, 22]). 

Research on using machine and (deep) RL approaches for 
tackling hard combinatorial optimization problems (e.g., 
traveling salesman problem, knapsack) is emerging (e.g., 
combining neural combinatorial optimization with RL [23]). 
Bai et al. [24] review hybrid methods that are combining 
analytical techniques with machine learning tools in 
addressing Vehicle Routing Problems (VRP) and discuss the 
emerging research in regard to machine learning assisted VRP 
modelling and optimization. Bengio et al. [25] surveyed 
attempts to combine approaches to leverage machine learning 
to solve combinatorial optimization problems and propose a 
methodology to integrate approaches. 

B. Earlier and related work 
Previously in [8] and [4], we developed and tested a RL 

agent that is able to solve (a part of) the product allocation 
problem (i.e., “slotting”) for the Albert Heijn warehouses. The 
agent successfully learned how to allocate products according 
to the requirements prioritized by the company. Using 
intelligence amplification [26], warehouse employees were 
able to use the agent and increase their slotting performance. 
The model was tested in an experimental setting and validated 
using expert opinions. Our experiments led to a deeper 
understanding of where (i.e., in which business processes) and 
how to use such a RL agent. Furthermore the performance of 
the RL agent for a mid-size slotting problem was encouraging. 

Some earlier architecture work does exist and will be used 
as the starting point for the current research. A high-level 
architecture is proposed in our earlier work [5] and positioned 
as part of the Federated Data Sharing Infrastructure [13] for 
the Dutch logistics industry. More specific, a  single-agent 
decision support system architecture for logistics can be found 
in [27]. However, it does not use standards such as OTM and 
relies on data-driven discrete-event simulation models. In [28] 
the use of the OTM is evaluated for process mining in 

l ogistics. The main idea put forward is that the OTM’s data 
model can be effectively used for unified storage, integration, 
interoperability, and querying of logistic event data. 

III. METHODOLOGY 

This section provides a synopsis of the research design and 
methods used for our research. The DSRM is adopted for this 
study [6]. DSRM prescribes six different phases, as shown in 
Figure 1 on the next page. Next we explain how our work has 
been mapped to the different DSRM phases. 

The problem identification and define solution objective 
phases focus on the identification of industry use-cases and 
platform requirements elicitation. The suitability of applying 
RL for the automation of decisions within these processes will 
be carefully assessed. The use-cases will be further refined 
using the adoption method and process described in [4]. Wider 
contextual analysis is based on industry surveys and a 
literature review regarding technology adoption in SMEs [5]. 

In the design and development phase, based on the 
problem investigation and the literature review, the platform 
architecture is positioned and the functional components are 
described. The actual platform development work is divided 
into three development cycles, which will be described in 
more detail in section E. One use case is selected in this phase 
for demonstrating how to automate (a part of) the business 
process using RL. The platform will function as a testbed to 
conduct multiple experiments with different RL algorithms in 
order to get a  better understanding about their advantages and 
drawbacks in terms of performance and ease-of-use, starting 
with basic algorithms and scaling up from there. 

Subsequently, in the demonstration and validation phases, 
case study research is conducted at a  logistics service 
provider, and in a later stage at other SMEs. Following the 
development cycles, the work in these phases is also organized 
into three implementation cycles. The feedback from each 
cycle will serve as input for the next development cycle in an 
agile and action design research fashion. 

Finally, the communication phase is covered by this paper, 
and broader dissemination will be facilitated through (online) 
teaching materials, workshops, and other events. 
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IV. STAKEHOLDERS DESIGN

This section presents the stakeholders, their requirements,
the platform architecture, and its main functionalcomponents.

A. Stakeholders
Our stakeholders mostly belong to the Dutch logistics 

industry, including: shippers, transport operators, logistics 
services providers, (open) data providers and governmental 
organizations. In line with the onion diagram of [29], the 
stakeholders are assigned to different layers and roles. In 
Table I we present an overview of the stakeholders, their roles,
and we indicate the specific organizations that fulfilled these 
roles during the software development and implementation.

B. Requirements
Requirements are gathered and elicited based on 

workshops with the organizations mentioned in Table I, a  
literature review concerning information system use and 
technology adoption by SMEs [5], and industry surveys 
conducted in the Dutch logistics industry by Evofenedex, 
TLN and Beurtvaartadres [30, 31]. Table II presents an 
overview of the platform requirements. The scope of the 
requirements is limited to the business system and containing 
system. The wider environment perspective is assessed in a 
later stage with other involved SMEs. 

C. Layered view
The platform architecture is modeled using the ArchiMate 

modelling language [32]. Figure 2 depicts the layered 
architecture for the RL platform for SMEs. The platform 
offers the following main functional components:

1) Graphical user interface to access platform services:
to provide SMEs access to the platform, manual input/import 

data and provide decision support. This facilitates SMEs to 

instantly start using the platform and available RL agents.

2) API to automate the data collection based on the 
OTM: the use of OTM [12] by logistic service providers 

(LSPs) alleviates the problem of having to update the data 

sources manually. This increases the platform’s data and 

process interoperability and its usage on a broader scale with 

multiple actors.

TABLE I. STAKEHOLDERS AND THEIR ROLES.

Layer Stakeholder Role Represented by
Business 

system

User 

(normal 
operator)

Transport 

planner, business 
analyst

Emons

System admin 

(operational 
support)

(External) IT 

support 
employee

Emons

Support staff
(maintenance

operator)

(External) IT 
specialist

Emons

System 
integrator

(External) 
integration 

specialist

Bullit Digital, 
independent IT 

expert

Containing 
system

Purchaser CEO, 
Management, IT

Emons

Connected 

system(s)

ERP, WMS, 

TMS, FMS, 
board computers, 

IoT devices

SUTC

Technical 

management 
(R&D)

Product manager Research team,

Bullit Digital

Legal Book keeper Emons

Wider 

environment

Clients Shipper, 

Transport 
Operator, 

Logistics Service 
Provider

Emons

Suppliers Data providers -

Developers Software 
developer, data 

scientist

Bullit Digital

Financial 
beneficiaries

Infrastructure 
vendor, Reseller

-

Political 

beneficiaries

Standards bodies, 

branch 
organization

SUTC, 

Evofenedex

Regulators Customs, tax 

agency

-

Competitors Logistics 
platforms, EDI 

Brokers

Independent 
logistics IT 

expert

Substitute 

products

Data analytics 

tools, custom 
coding

-

Threat agent / 

enemy

Cyber criminals -

Fig. 1. Application of the DSRM, adapted based on [6].

Nominal
process
sequence

Problem 
identification

(Section I)

RL application are in 

mostly in (lab) 

experimentation 

phase. Scalable large-

scale RL industry 

applications are 

scarce. SMEs lack 

tools and expertise to 

assess suitable 

business processes 

and incorporate RL in 

daily operations.

Define solution
objectives

(Section II, IV)

Design, develop, test 

and implement a RL-

based decision 

support platform 

based on the OTM to 

make it accessible for 

logistic SMEs. 

Complement the 

platform with RL 

guidelines to 

stimulate broader 

industry adoption.

Design and 
development 
(Section IV)

Architecture 

viewpoints of the RL 

platform for SMEs 

based on ArchiMate 

specification. 

Iterative platform 

development.

Method for RL-

driven business 

process re-

engineering and RL 

guidelines.

Validation 
(Section V)

Expert panel 

consultation. Case 

study at logistics 

service provider. 

Prototyping and 

performance 

evaluation of a RL 

agent for smart 

tendering.

Demonstration
(Section V)

Realization and 

implementation of the 

platform’s main 

components and 

interfaces. 

Application of the 

method for RL-driven 

business process re-

engineering and RL 

guidelines for a

selected use case.

Communication
(Full paper)

Scholarly and 

professional 

publications. 

Teaching materials.

Dissemination of 

research results and 

findings during 

conferences and 

workshops.

Problem-
centered 

initiation of 
design science 

research

Design 
workshops, 

literature study 
and industry 

surveys

Architecture
modelling and

software
engineering

Instantiation
and case study 

at logistics 
service provider

Process iteration
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TABLE II.  PLATFORM REQUIREMENTS AND CONSTRAINTS. 

Stake-
holder 

Goal(s) ID Requirement(s) Constraint(
s) 

User Support 
operational 

processes 
and 

decision 
making 

U1 Enhance problem 
solving capabilities 

Time 

U2 (Partly) automate 

tasks related to 
decision making 

Efforts 

U3 Utility of the system 

in daily operation 

Efforts 

U4 Ease of use of the 
system 

Training 
efforts, IT 

knowledge 

U5 Time efficient to use Time 

U6 Non-invasive in use Change 

required 

System 
admin 

Manage 
users and 

system 
configurati

on 

A1 Administer users Time 

A2 Configuration of 
master data 

Parameters 

A3 Ease to understand 
the system 

functionality 

Training 
efforts 

Suppor
t staff 

Maintain 
the system 

and provide 
end-user 

support 

S1 Log transactions and 
events 

 

Resources 

S2 Monitor the 
performance and 

health of the system 
and integrations 

Supervision 
efforts 

S3 Ease to understand 

the full system 

Training 

efforts 

S4 Solve technical 

issues independently 

External 

assistance 
required 

System 

integra
tor 

Retrieve 

data from 
internal 

systems 
and connect 

to external 
parties and 

data 
sources 

I1 Connect systems 

and external parties 

Time, 

investment 

I2 Syntactic and 
semantic integration 

with different 
information systems 

Efforts 

I3 Technical 
connection with 

different protocols 
and internal 

infrastructures 

Efforts, 
external 

assistance 

Purcha
sers 

Cost 
effective 

solution 

P1 Positive and short 
return on investment 

Investments, 
resources 

Conne
cted 

system
(s) 

Interoperab
ility with 

external 
systems 

C1 Support 
interorganizational 

processes 

Change 
required 

C2 Harmonize 
(heterogenous) data 

formats  

Time, 
efforts 

C3 Documentation for 

external developers 

External 

support 
required 

Techni

cal 
manag

e-ment 
(R&D) 

Develop a 

platform 
for a broad 

group of 
SME users 

that adheres 
needs and 

specificatio
ns in the 

industry 

T1 Generalize use cases 

in logistics 

User needs 

T2 Standardize 
algorithms 

Efforts, IT 
knowledge 

T3 Compliant to 

industry standards 

Specificatio

n 

T4 Ensure data 

sovereignty 

User needs 

T5 Scalability Resources 

T6 Cybersecurity Framework 
used 

Legal Adherence 
of the 

organizatio
n with 

laws, rules 
and 

regulations 

L1 Compliant to laws 
and regulations 

Applicable 
law 

L2 Compliance to 

GDPR 

Efforts 

L3 Audit log and 
authorizations 

Supervision 
efforts 

3) OTM compliant data store: The platform stores SME 

data based on the OTM specification which will be the basis 

to develop standardized RL-agents. 

4) Repository and tool for testing multiple RL algorithms 
and perform (hyper)parameter tuning: we provide software 

developers a tool that is able to develop and test one or 

multiple RL algorithms and compare performance to identify 

the best performing ones for each type of decision problem. 

5) Infrastructure provisioning to run and monitor agents: 
this part of the platform will take care of the automatic 

provisioning, management, execution, and monitoring of RL 

agents and will be connected to the platform’s endpoints.  
The main functional components will be accompanied by 

RL guidelines and are compliant with the OTM specification. 
The layered view, presented in Figure 2, is kept on a high level 
of abstraction in pursue of potential generalization and to 
illustrate the platform usage in regard to its main components. 

D. Platform architecture 
The concrete platform architecture that is instantiated, 

shown in Figure 3, is derived from the layered view shown in 
Figure 2. It draws upon our previous work regarding the 
development of distributed service platforms, pluggable 
(micro) services, and incorporates functional and non-
functional requirements (in particular focusing on those 
specific for SME supply chains), including business and 
service models, application components and interfaces, data 
elements and concrete RL-agents. 

 

Fig. 2. Layered view of the RL platform for SMEs. 
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At the very core of the architecture is the SME end-user of 
the system, the transport planner and/or business analyst, 
having access to a repository of intelligent agents that 
encapsulate the most common and ready/easy-to-use 
functions concerning disruption handling, dynamic (re-) 
planning, smart tendering for empty milage reduction, 
condition monitoring and predictive maintenance.  

Such platform services would require minimal supervision 
and technical knowledge from the end-user and provide 
functionality based on the concept of intelligence 
amplification and symbiotic man-machine decision making 
[5, 26]. Thus, we aim at helping SMEs that are overwhelmed 
with new technologies and data, and have limited resources to 
analyze it, by providing them with the ability to get insights in 
overall performance factors, estimating potential disruptions, 
and compensating for such disruptions through efficient 
timely re-planning actions. Decision making a nd problem 
solving can be initiated manually and automated by 
connecting available systems to the platform via its APIs. 

To achieve the identified goals and requirements, the 
platform architecture is composed of a scalable infrastructure, 
including job orchestration to dynamically provision and 
assign computation power to RL agents, and a RL agent 
repository containing different agents as shown in Figure 3. 
The platform provides basic authorization services, foresees 
advanced data sharing based on iSHARE [33], and facilitates 
data exchange and storage based the OTM compliant APIs 
and data models. Furthermore, the platform keeps track of 
service consumption, the usage of computational resources 
and provides other generic platform services (e.g., reporting, 

business intelligence, monitoring) to facilitate broader data-
driven approaches for decision support and problem solving. 

E. Platform development 
The platform architecture is developed and implemented 

in three iterations. Table III summarizes the main features of 
each iteration and the relation to the platform functionalities.  

TABLE III.  DEVELOPED PLATFORM FEATURES PER ITERATION. 

Iteration Features Related functionalities 
1 - Front-end application 

- User management and API 
Keys 

- Real-time data exchange 
using OTM 

- Data collection and 
preparation 

- Data analysis and pre-
processing 

- ETL process for file import 

1) Graphical user 
interface, 2) OTM API, 

3) OTM Data 
warehouse 

2 - Agent repository 

- Agent selection wizard 

- Extension to connect with 
RL tool(s) 

- Agent development, training 
and testing 

- Agent deployment and 
evaluation 

4) Repository and tool 
for testing multiple RL 

algorithms and perform 
(hyper)parameter tuning 

3 - Provisioning of 
infrastructure  

- Automated provisioning 

- Job orchestration services 

- Execution and monitoring 
system 

5) Infrastructure 

provisioning to run and 
monitor agents 

 

 

Fig. 3. Architecture of the RL platform for SMEs. 
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The focus of the development lies on the realization of the 
core platform functionalities. The integration with external 
systems will take place based on the OTM API or ETL 
processes via file import in the graphical user interface. The 
authentication service is realized, however not (yet) connected 
to an iSHARE register. Furthermore, the accounting service is 
not fully realized and kept outside the scope of this paper. 

F. RL Guidelines 
Based on the developed method for RL-driven business 

process re-engineering from [4], the following guidelines are 
developed: 

1) Determine feasibility of RL: the method starts with the 

identification of suitable business processes and ideation of 

RL applications. This results in a RL-backlog. Prior to 

selection, the feasibility of RL should first be assessed by a 

subject matter expert in consultation with the stakeholders. 

2) Set performance expectations: prior to development, 

the expectations of involved stakeholders should be made 

explicit. This contributes to the evaluation in a later stage. 
3) Collect, visualize and explore the data: map the use of 

information systems in addition to the identified business 

process and collect available internal and external data. 

Visualizing and exploring the data contributes to better 

understanding of the RL use case requirements and 

setting/refining goals and expectations. 

4) Create the environment, the model and rewards 
system: determine the solution space based on the collected 

data and goals. Start small and design a task environment for 

validation by stakeholders. Adjust based on feedback and 

select the models, including rewards system and performance 

metrics, for the initial experiment with a subject matter 

expert. Create a small simulation environment for initial tests. 

5) Train and test one or multiple RL algorithms: run the 

model for initial training and store the results for analysis. 
6) Perform initial tests and tune (hyper)parameters: 

Evaluate the (intermediate) results based on the use-case 

requirements and model performance metrics. Adjust the 

model configuration and its (hyper)parameters and repeat the 

previous step until results satify the requirements and meet 

the desired performance. Share the test results with involved 

stakeholders for validation.  
7) Assess the business impact: evaluate the results based 

on the goals and expectations, set in step 2 and 4, and assess 

the use and impact of the RL-agent. Determine the need and 

efforts to re-engineer the business process. Develop the RL-

agent and prepare the implementation. 
8) Construct a fallback: ensure a fallback solution prior 

the actual implementation and actual use of the RL-agent to 

ensure the continuity of business processes. 
9) Monitor the performance of the agent: store 

performance metrics and periodically assess the use and 

impact of the RL-agent with involved stakeholders. 
10) Iterate to improve or adapt the agent: periodically 

retrain the model to assess improvement potential and update 

the agent based on user feedback and performance metrics. 

V. VALIDATION 

This section demonstrates the use of the platform and 
contains the results and insights gained from validation of the 
platform by an expert panel and case study research. 

A. Platform demonstration 
In the following subsections, the main functionalities, as 

described earlier in section C, will be demonstrated, described, 
and illustrated with screenshots of the developed artefacts. 

1) Graphical user interface: a web-based graphical user 

interface is created based on React [34]. The users, system 

support staff and the system admins are granted access to the 

system based on roles and basic authorizations (e.g., view, 

create, update and delete OTM entities). System admins can 

create API users for external partners, determine access rights 

and can import data using the file importer. Figure 4 

demonstrates the graphical user interface and file importer. 

2) OTM API: based on version 5 of OTM, all available 

operations are instantiated in API endpoints. System 

integrators are provided API documentation via  a separate 

developer documentation page as shown in Figure 5. 
3) OTM database: the entity relationship diagram, shown 

in Figure 6 on the next page, is created based on the OTM 

version 5 as the basis for storing data in a structured and 

standardized format. The database is instantiated using 

PostgreSQL [35]. Separate database tables are created for the 

static entities (e.g., actor, location, vehicle, transport order, 

consignment, trip, goods, sensor, route, constraint), dynamic 

entities (e.g., events, actions) and their associations. All OTM 

 

Fig. 4. Screenshot of the graphical user interface and file import.  

 

Fig. 5. Screenshot of the implemented OTM API and documentation.  
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entities are also accessible via the graphical user interface. 

Each SME has its own OTM compliant database. 

4) Repository and tool for testing RL algorithms: based 

on the earlier work and experience [4], we decided to 

continue the development work in Python and use Google 

Codelab Notebooks [36] to develop re-usable RL models. 

Notebooks also allow rapid prototyping and provisioning of 

computational power to run experiments with large datasets. 

Additionally, the Google AI platform is suitable for 

incorporating a broader range of data analytics techniques, 

visualizations, machine learning and operations research 

approaches. The envisioned RL-repository contains a 

collection of RL-agents. Additionally, notebooks can be split 

up into different steps and incorporate documentation to 

create a step-by-step explaination for users and developers.  

5) Infrastructure provisioning: in order to orchestrate and 

automate the provisioning of computation power, we 

developed a Kubernetes cluster. Kubernetes is a highly 

scalable open-source system for deployment automation and 

development of containerized applications [37]. 

B. Expert panel consultation 
An expert panel was composed, as shown in Table IV on 

the next page, to verify stakeholder requirements from a wider 
perspective and validate the platform architecture and its main 
functionalities. The expert panel meeting was organized 
online via Microsoft Teams due to government restrictions to 
meet in person. All panel members were positive about the 
platform’s goals and agreed that the graphical user interface is 
suitable for SMEs. The Excel importer relates well to current 
data use and available knowledge in SMEs and is an 

 
Fig. 7. Entity relation diagram based on OTM version 5.  
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interesting intermediate solution in between manual data entry 
and using APIs. The panel raised concerns regarding the 
current adoption of the OTM in the Dutch logistics industry 
and capabilities of logistics information systems to connect to 
APIs. The platform is expected to lower barriers to start 
experimenting with RL and increase adoption by a larger user 
group. The panel members doubt whether small enterprises 
are willing to invest time and efforts in such a platform. The 
panel emphasized that most SMEs are not ready for advanced 
data analytics and require guidance. Furthermore, the panel 
was positive about the connection of the OTM and iSHARE 
as part of the federated data sharing infrastructure, but argued 
that the digital transformation will require a long-term effort. 

TABLE IV.  COMPOSITION OF THE EXPERT PANEL. 

Expert Organi
zation 

Back-
ground 

Experience Motivation 

Senior 

policy 
maker 

SUTC Bachelor 

in 
Logistics 

and 
Economi

cs 

15 years in 

policy 
making and 

20 years in 
logistics 

Responsible for IT 

development in the 
industry, in specific 

standardization (incl. 
OTM, iSHARE) 

Project 
manag

er 

Evofen
edex 

Master in 
Supply 

Chain 
Manage

ment 

3 years at 
branche 

organizatio
n and 5 

years in 
logistics 

Responsible for 
digital 

transformation 
program for shippers 

and logistics services 
providers, consults 

organizations which 
are potential users 

Indepe

ndent 
IT 

expert 

Lambo

oij 
Logisti

ek 

Bachelor 

in 
Logistics 

Engineeri
ng 

13 years as 

independen
t IT 

consultant, 
6 years at 

branche 
organizatio

n and 10 
years in 

logistics 

Responsible for 

independent 
selection and 

implementation of IT 
solutions for 

logistics, experience 
in OTM 

implementations, 
consults 

organizations which 
are potential users 

 

C. Case study 
Case study research is conducted at Emons, a medium-

sized logistics service provider, to validate the platform and 
RL guidelines. A design workshop was organized to answer 
the question: How can Emons utilize AI to reduce empty 
milage? Table V provides an overview of the participants. 

TABLE V.  WORKSHOP PARTICIPANTS. 

Participant Organi
zation 

Background Experience System 
role(s) 

Director Emons Master in 

Business 
Economics 

28 years in 

logistics  

Purchaser 

IT Manager Emons Master in 

Business 
Informatics 

25 years in 

logistics 
and IT 

Support 

staff, 
purchaser 

Business 

process 
analyst 

Emons Bachelor 

Logistics 
Engineering 

7 years in 

logistics 

User, 

system 
admin 

Data scientist Bullit 

Digital 

Master in 

Business 
Information 

Technology 

5 years in 

IT 

Developer 

Researcher Univer

sity of 
Twente 

Master in 

Supply Chain 
Management 

3 years in 

academia 
and 10 

years in IT  

Technical 

managem
ent 

During a  one-day workshop, a total of 49 use-cases were 
ideated for applications of AI at Emons and 5 agents were 
conceptualized using a design canvas. 1 use case was selected 
based on mutual decision for a proof of concept to explore the 
use of RL and provide decision support for the order tendering 
process. The workshop followed the first and second RL 
guidelines and resulted in a RL-backlog and project plan for 
the selected use-case to be developed. 

Using the template agent from [4], a prototype RL-agent 
was developed for Emons to analyze tender files for 
interesting routes to reduce empty milage. A representative 
example file was shared with 903 tender lanes. The example 
file was imported and visualized according to the third RL-
guideline. The results were validated and provided the starting 
point to create the environment, model and rewards systems 
based on the fourth RL-guideline. Next, based on the fifth RL-
guideline, a  neural network was trained to learn to see possible 
routes using one-hot encoding. The agent randomly tries 
combinations of locations and the results are stored for each 
iteration. The agent performance is assessed using 3 criteria: 
1) the length of the trip, 2) the frequency of the trip, and 3) the 
ratio empty. Following the sixth RL-guideline, the agent was 
updated to remember the last 5 steps and the advantage actor 
critic algorithm is selected for training and simulation. Figure 
7 illustrates how the performance increases based on training 
and simulation. Table VI and VII present the results of 
respectively the initial untrained model and the tuned model.  

TABLE VI.  INITIAL UNTRAINED MODEL PERFORMANCE. 

Pick-
up 

Drop-
off 

New 
trip? 

Freq. Ratio 
util. 

Dist. 
score 

Freq. 
score 

Score 

15 26 no – – – – -20 

9 18 no – – – – -20 

13 1 yes 40 7,68 1,02 5,67 14,36 

1 25 no – – – – -20 

19 11 yes 25 5,68 2,62 3,54 11,86 

 -33,78 

TABLE VII.  TRAINED MODEL PERFORMANCE. 

Pick-
up 

Drop-
off 

New 
trip? 

Freq. Ratio 
util. 

Dist. 
score 

Freq. 
score 

Score 

22 1 yes 25 7,67 3,95 5,42 17,04 

1 9 yes 25 9,80 3,23 5,42 18,44 

12 7 yes 20 6,09 5 4,33 15,42 

7 9 yes 25 9,80 5 4,33 19,13 

12 1 yes 24 7,68 2,92 4,5 15,10 

 85,13 

 

Following the seventh RL-guideline, the business impact 
was assessed and the results were evaluated based on the goals 
and expectations of the proof of concept project. However the 

 

Fig. 7. Screenshot of the RL model performance based on simulation.  
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proof of concept is successfully delivered for this specific use-
case, the implementation is put on hold because of the efforts 
required to integrate the internal system, which was in the 
process of being updated to a newer version. This pilot project 
demonstrates the platform its use and the potential of RL. 

VI. DISCUSSION 

This section discusses the results and findings in relation 
to literature and related work. 

Prior studies have noted the importance of AI in the 
logistics industry. Whereas research regarding (un-) 
supervised learning is present and seems matured, little 
research was found regarding RL approaches. Several studies 
have shown the potential of RL and identified use-cases and 
scenarios, however most studies are conducted in (academic) 
lab environments. Empiric research in logistics and large-
scale implementations of RL remains scarce and much related 
work currently focuses on comparing established operations 
research techniques with machine learning and RL. Current 
research provides some examples of efforts to develop a 
broader approach, including a RL based decision support 
system, but to our knowledge do not address the need for 
interoperability in the heterogenous logistics business context. 
More specifically, none of the approaches is utilizing a 
common data model and/or industry standard such as the 
OTM to develop standardized use-cases and re-usable RL 
agents to foster broader adoption. 

Our related work contributes to building knowledge about 
real-life applications of RL in the logistics industry. The 
research, developed RL agent for slotting, and method for RL-
driven business process re-engineering at Albert Heijn 
provides interesting insights based on empirical research, 
concrete examples, tools, and best practices. Early work 
evaluated the use of the OTM for unified storage, integration, 
interoperability, and querying of logistic event data. Based on 
available literature, related and early work, this study lays the 
foundation for research about RL in the logistics industry and 
platform to develop standardized use-cases and re-usable RL 
agents for a broad group of SMEs in the logistics industry. 

Although much tasks can be automated, the case study 
shows that the most challenging remaining parts to automate 
are assessing the feasibility of RL and selecting the initial RL 
model and rewards system. This problem can be addressed by 
standardizing use-cases and providing template agents. 
However this can lower the efforts to develop RL approaches, 
it is not expected to eliminate the need for involvement of 
subject matter experts and might result in performance loss. 
The case study illustrates the importance of both RL-expertise 
and domain knowledge. Furthermore, there is a gap between 
the state of the art and the state of the industry in regard 
readiness for RL-approaches. Especially SMEs can benefit 
from a user friendly and non-invasive web-based user 
interface and utilize a file importer as stepping stone towards 
the use of APIs. Adopting data driven approaches like RL will 
most likely be a long-term endeavor for SMEs. 

While the current study focused on RL, many design 
alternatives exist, including hybrid approaches, that should be 
considered. Operations research methods generally assume a 
lot of knowledge beforehand about the system parameters, 
while RL does not or less and learns based on simulation and 
agent experience. The potential downside of RL is that it does 
not guarantee the quality of the solution, while operation 
research methods like (approximate) dynamic programming 

generally do. For large and real-world problems a solution is 
acceptable if produced in a reasonable amount of time. 
Finding (near) optimal policies using (approximate) dynamic 
programming is often computationally very intensive and 
takes time. RL can be faster compared to other approaches, 
especially in case of large size problems. Nevertheless, none 
of the discussed approaches are mutually exclusive. 

VII. CONCLUSION 

This section concludes the research by summarizing the 
main results and findings, explaining the significance of our 
contribution, indicating limitations and implications, and 
positioning future work. 

A. Summary of results and findings 
Building upon related and earlier work, the present study 

was designed to design, develop, test, and implement a 
platform for RL, based on the OTM, aimed at the needs of 
SMEs in the logistics industry. The results of research and 
development effort demonstrate the feasibility of such a 
platform. The expert panel consultation provides support, 
raises some concerns, and concrete points for improvement. 
The RL-guidelines support the process of conducting a proof 
of concept to evaluate the potential of RL and developing a 
RL-agent at Emons. The current case study provides initial 
support that the use-case for smart tendering is feasible for RL 
and illustrates the need to involve different stakeholders. 
Overall, this study strengthens the idea that RL, amongst 
similar and hybrid solution alternatives, is a  promising 
approach to achieve data driven decision support in logistics. 

B. Contribution 
The results and findings are of interest to both scholarly 

and practitioners. The main contribution of this paper is a 
dedicated, potentially generalizable, platform architecture. 
The study contributes to our understanding of the potential 
use-cases of RL in the logistics industry. These results add to 
the rapidly expanding field of RL and provide practitioners 
guidance in the form of architecture models and a concrete set 
of RL-guidelines. The platform provides a testbed for further 
empirical research, experimental development of RL agents, 
and comparison with alternative or hybrid approaches. 

C. Limitations and implications 
The scope of this study is limited in terms of application 

domain and depth of implementation. The OTM focuses on 
operational processes related to the planning and execution of 
transportation. The use of the platform requires all involved 
actors to adopt the OTM. Another limitation is that the case 
study is based on a single-case mechanism experiment and did 
not result in an actual implementation yet. Therefore the 
generalizability of the results is limited and requires caution. 
In spite of its limitations, the study certainly adds to our 
understanding of the potential of RL use-cases in logistics. 

D. Future work 
Considerably more work will need to be done in regard the 

RL-agent repository. Further experiments, using a broader 
range of RL-agents, can shed more light on the feasibility, 
performance and impact of (identified) use-cases. Therefore, 
a  broader implementation is planned at Emons. This 
implementation will a lso include alternative and hybrid 
approaches to compare the feasibility, performance and 
impact of RL-agents with solution alternatives. Additional 
case study research will be conducted at other SMEs to 
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compare and contrast findings. Additionally, the concept of 
federated learning can be applied among SMEs. Future 
research will focus on applying alternative and hybrid 
approaches, including federated learning, and incorporating 
data sharing concepts as part of the envisioned federated data 
sharing infrastructure for the Dutch logistics industry. 
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