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Message from the Chairs

Welcome to Duprovnik, Croatia, welcome to Kings Landing, and welcome to OSPERT’17, the 13th annual
workshop on Operating Systems Platforms for Embedded Real-Time Applications. We invite you to join us in
participating in a workshop of lively discussions, exchanging ideas about systems issues related to real-time and
embedded systems.

The workshop received a total of thirteen submissions, one of which was in the short-paper format. All
papers were peer-reviewed and ten papers were finally accepted. Each paper received four individual reviews.

The papers will be presented in three sessions. The first session includes four papers on real-time operating
systems. Four interesting papers on memory and feedback control will be presented in Session 2, while the third
session will present three compelling papers addressing topics in synchonization.

This year, we have two interesting keynotes by Dr. Moritz Neukirchner and Prof. Dr. Sergio Montenegro.
Moritz will share with us his insights on the future of the automotive software infrastructure whereas Sergio will
take us into space to tell us about space vehicles and how they are programmed.

OSPERT’17 would not have been possible without the support of many people. The first thanks are due to
Martina Maggio, Marko Bertogna and Gerhard Fohler and the ECRTS steering committee for entrusting us with
organizing OSPERT’17, and for their continued support of the workshop. We would also like to thank the chairs
of prior editions of the workshop who shaped OSPERT and let it grow into the successful event that it is today.

Our special thanks go to the program committee, a team of twelf experts from six different countries, for
volunteering their time and effort to provide useful feedback to the authors, and of course to all the authors for
their contributions and hard work.

Last, but not least, we thank you, the audience, for your participation. Through your stimulating questions
and lively interest you help to define and improve OSPERT. We hope you will enjoy this day.

The Workshop Chairs,

Marcus Völp Heechul Yun
University of Luxembourg University of Kansas
Luxembourg USA

Program Committee

Andrea Bastoni, SYSGO AG
Reinder J. Bril, Eindhoven University of Technology
Aaron Carroll Apple
Juri Lelli ARM
Shinpei Kato Nagoya University
Hyoseung Kim University of California Riverside
Guiseppe Lipari Scuola Superiore Sant’Anna
Daniel Lohmann Leibniz Universität Hannover
Mitra Nasri MPI Software Systems
KyoungSoo Park KAIST
Harini Ramaprasad UNC Charlotte
Rich West Boston University
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Keynote Talks

The Future of Automotive Software Infrastructure – Building adaptive dependable
systems

Dr. Moritz Neukirchner
Elektrobit Automotive GmbH

The automotive industry is undergoing significant change in the way software is structured, developed and
maintained throughout its lifecycle. The industry trends of autonomous driving, of open connectivity and of
electrification of vehicles call for platforms that provide enhanced compute power at lower hardware complexity,
while ensuring safe and secure operation and providing capabilities to easily and remotely change software after
deployment of the vehicle. This talk gives an overview of software architectures for next-generation vehicles
that enable adaptive and dependable software systems.

Dr. Moritz Neukirchner is a senior expert and lead architect for the AutoCore (Classic AUTOSAR) and
AdaptiveCore (Adaptive AUTOSAR) development at Elektrobit Automotive GmbH. His responsibilities include
the definition of overall architectural concepts for in-vehicle software infrastructure. He received his Diploma and
Ph.D. (both with distinction) in electrical engineering from the Technische Universität Braunschweig working in
timing analysis and runtime support for safety-critical real-time systems.

How to program space vehicles? Make it simple!

Prof. Sergio Montenegro
Aerospace Information Technology, Universität Würzburg

Prof. Montenegro has coordinated over 100 research projects in Fraunhofer Institute FIRST, he has headed
the Department for Avionics Systems of the DLR Institute for Space Systems in Bremen and now holds the chair
of Aerospace Information Technology at University of Würzburg. His research interests include dependable real-
time distributed control systems, specially for aerospace applications. His group has developed and maintains
the real time operating system RODOS, including its Middleware, which provides transparent communication
between software and hardware modules (It is implemented in hardware too), between modules running in the
same computer, or on different computers in the same satellite/UAV, or between modules (applications) running
on different satellites/UAVs and even between satellites/UAVs applications and ground segment applications.
RODOS is already running on several satellites and UAVs now in orbit and some others which will fly soon.
Now Prof. Montenegro and his group is moving the same concepts to drones (UAVs) and networks of UAVs and
even to under water autonomous vehicles and for Beehives monitorig.
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Shared Resource Partitioning in an RTOS
Eunji Pak∗ Donghyouk Lim‡ Young-Mok Ha∗ Taeho Kim∗

∗ Electronics and Telecommunications Research Institute (ETRI) {pakeunji, ymha, taehokim}@etri.re.kr‡ RTST donghyouk.lim@rtst.co.kr

Abstract—This paper presents a comprehensive shared re-
source partitioning implementation on an real-time operating
system (RTOS), Qplus-AIR. We also report the challenges when
integrating multiple resource partitioning mechanisms and con-
sideration while implementing those mechanisms on an RTOS
that has a different structure from general-purpose operating
systems. With the support of resource isolation of the RTOS, we
can host multiple applications simultaneously on a single system
without considering the mutual influences among the applications
and timing variability caused by shared resource contention.

I. INTRODUCTION

In multicore platforms, contention for shared hardware
resources is the major source of timing variability, which is
highly undesirable for real-time systems [15], [20]. Therefore,
an RTOS must deal with the resource contention properly
so that the worst-case execution time (WCET) of tasks stays
guaranteed and tightly bounded. This is especially important
for safety critical applications, such as avionics, that require
certification. A recently published CAST-32A position paper
[5] discusses the need of inter-core interference mitigation for
certifiable multicore based avionics system.

An isolation of shared resources, such as cache and memory,
has been studied extensively for predictable multicore real-
time systems. Most prior work, however, has been limited
to the single resource type (e.g., shared cache or memory
bus) and relatively fewer studies exist that demonstrate the
promising strength of combining resource partitioning mech-
anisms. Besides, most previous studies implemented resource
partitioning mechanisms on Linux and, to the best of our
knowledge, no RTOS currently supports such mechanisms.

In this paper, we present a comprehensive shared resource
partitioning implementation on a ARINC653 compliant RTOS,
called Qplus-AIR. Our resource partitioning implementation
on Qplus-AIR integrates a number of resource partitioning
schemes, each of which targets different shared hardware
resource (i.e., cache, DRAM banks, and memory bus). We
also report the unique challenges we encountered due to the
fact that the RTOS did not support Linux-like dynamic paging.

The rest of the paper is organized as follows. Section II
describes the baseline RTOS and the hardware platform, and
reviews related work. Section III presents the implementation
of resource partitioning mechanisms on the Qplus-AIR. We
also discuss challenges encountered during integration. Sec-
tion IV presents experimental evaluation results. Section V
concludes the paper with directions for future work.

II. BACKGROUND

A. Qplus-AIR

Qplus-AIR [12] is a ARINC653 compliant RTOS, devel-
oped by ETRI and commercialized by its spin-off company
RTST, for safety-critical systems. It has a certifiable package
for DO-178B level A, the highest design assurance level for
avionics safety.

Qplus-AIR complies with ARINC653 [1], the avionics
software runtime specification that requires spatial and tem-
poral isolation between simultaneously executing avionics
applications. As a result, multiple applications with various
safety-critical levels can be deployed on one system, and
can be executed independently without affecting each other.
ARINC653 support in Qplus-AIR is implemented in the kernel
level as a lightweight RTOS.

Since the first release, Qplus-AIR has been deployed to
various safety-critical industrial applications: flight control
computer of unmanned avionics vehicle or tiltrotor, nuclear
power plant control system, monitoring system for helicopter,
subway screen-door control system, and communication sys-
tem of self-propelled guns.

Safety-critical systems typically do not utilize virtual ad-
dress translation and dynamic memory allocation due to non-
determinism, and Qplus-AIR implements neither. The OS,
however, does use MMU to provide isolation between code
and data regions of an application and between multiple
applications. This makes spatial isolation robust in the system.

In the latest update, Qplus-AIR provides comprehensive
multicore processor support, including asymmetric multipro-
cessing (AMP) and symmetric multiprocessing (SMP) con-
figurations. SW platform for this work is Qplus-AIR AMP
system where multiple applications are deployed and executed
concurrently, as depicted in Fig.1.

Multi-core	Hardware	Platform

Qplus-AIR	Partition	Operating	System

ARINC	653	API,	POSIX	API

Core	1 Core	2 Core	3 Core	4

Partition	 Partition	 Partition	 Partition	

Time	/	Space	Partitioning

Network stack

Monitoring
Level	A

Application
Level	B

Application
Level	E

Application

Fig. 1. Qplus-AIR architecture (AMP)
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Fig. 2. P4080 hardware architecture

B. P4080 hardware platform

For hardware, in this work, we used PowerPC P4080
development board [4]. The PowerPC processor series is
widely used in avionics, aerospace, and automotive because
the hardware is robust against harsh temperature and pressure.

As shown in Fig.2, the P4080 processor includes eight
PowerPC e500mc cores, each of which has a private 32KB-
I/32KB-D L1 cache and 128KB L2 cache. The processor has
two L3 32-way 1MB caches with a cache-line interleaving
feature, and both caches are shared by cores. On the processor
there are two memory controllers for two 2GB DDR DIMM
modules, and for each DIMM module there are 16 DRAM
banks. The processor interconnects the eight cores and other
SoC modules such as L3 cache, system memory, and other
devices through the CoreNet coherency fabric, which is a high-
bandwidth switch that supports several concurrent transactions.

Each core has an L1 MMU for instruction and data as
well as a unified L2 MMU for memory management. Each
L1 instruction and data MMU consists of two subarrays:
one TLB for variable-sized pages (VSP) and another TLB
for 4KB fixed-sized pages (FSP). The L2 MMU contains a
64-entry TLB for VSP and a 512-entry TLB for FSP. The
L1 MMU is maintained entirely by the hardware as a cache
of the L2 MMU; the L2 MMU and replacement algorithm
are maintained completely in software. TLB entry locking is
supported for variable-sized pages.

The P4080 platform supports cache partitioning with per-
way granularity, with each way providing 32KB. Cache can
be partitioned through specific registers.

C. Related Works

Extensive research has been conducted to mitigate shared
resource contentions primarily by isolating resource accesses
from different cores. The studies aimed to improve predictabil-
ity in real-time systems by focusing on individual shared
resources in the system.

Several techniques have been proposed that aim to mitigate
interference on shared cache by manipulating cache allocation.
These methods are based on either page coloring or cache way
partitioning. Page coloring [19] manipulates memory address
to cache set mapping at the OS level to partition cache in a
set-granularity. On the other hand, cache way partitioning [18]
partitions the cache ways, with hardware support [2], [3], [4].

In [11], Kim et al. present a page coloring based coordinated
cache partitioning scheme, which addresses the memory co-

partitioning problem and the problem of limited number of
cache partitions. In [7], Chisholm et al., combine page col-
oring cache set partitioning and hardware assisted cache way
partitioning to enable fine-grained cache space partitioning in
the context of mixed criticality systems. Frequently accessed
pages are locked to prohibit eviction from cache in [13], and
this improves predictability of task execution time. Cache way
locking is exploited in [7] and [13] for cache partitioning.

Page coloring is also applied to partition DRAM banks. Yun
et al. [22] use page coloring to allocate disjoint memory banks
to applications running on different cores. Suzuki et al. [21]
coordinate cache and bank coloring scheme while considering
interactions between both.

Software-level memory bandwidth throttling mechanisms
have been proposed that use predefined [23] or dynamic
[8] per-core budgets to control interference in shared buses
(interconnects in some systems). Nowotsch et al. [16] propose
an way to estimate WCET that accounts for interference in the
system. Analysis complexity is reduced by applying resource
capacity enforcement schemes such as [8], [23].

III. SHARED RESOURCE PARTITIONING IN QPLUS-AIR

This section reports issues we encountered while imple-
menting and integrating resource partitioning mechanisms on
Qplus-AIR for resources including memory bus, memory
bank, and shared cache.

We henceforth refer to our implementations of memory
bus and memory bank partitioning mechanisms as RP-BUS
and RP-BANK respectively. We will also refer to set-based
and way-based cache partitioning as RP-$SET and RP-$WAY
respectively.

A. RP-BUS: Memory bus bandwidth partitioning

We implemented the bandwidth regulator [23] to mitigate
shared resource contention in memory bus as following.
Within RTOS, the bandwidth quota is assigned per core and
at a fixed time interval (period). When a core exhausts its
bandwidth quota within the current time period, an interrupt
is generated and the OS scheduler throttles further executions
at the core.

To generate an interrupt when a core exhausts its bandwidth
quota, we exploited the performance monitoring unit (PMU),
which exists in most modern hardware platforms. The RTOS
scheduler was modified to throttle task execution.

Challenges: RP-BUS does not have any conflicting require-
ments with other partitioning mechanisms, and it can be easily
integrated to the system. However, its execution frequency
needs careful planning because execution of RP-BUS incurs
interrupt overhead. If RP-BUS runs too frequently, overhead
becomes excessive; in contrast, if not run with sufficient
frequency, predictability is worsened.

B. RP-BANK: memory (DRAM) bank partitioning

To mitigate shared resource contention and maximize par-
allelism on memory banks, we implemented the bank-aware
memory allocation scheme [22]. In this scheme, OS manages

8



031 6718			17				16				15				14				13					12

banks channel
L3	cache	sets

L2	cache	sets

Fig. 3. P4080 memory address mapping

memory allocation in such a way that no application shares
its memory bank with applications running on other cores.

In most hardware platforms, the choice of memory bank
for data is determined by a subset of physical address bits. In
the P4080 platform, as shown Fig.3, the physical address bits
[17:14] determine the memory bank where data is stored. For
implementing RP-BANK, we modified memory allocator of
an RTOS that allocates physical memory for applications and
manages address translation from virtual memory to physical
memory. When memory is allocated to an application, the
[17:14] bits of physical memory address are first checked and
memory is allocated in such a way that memory banks are not
shared by applications running on other cores.

Challenges: When implementing RP-BANK, it is important
to note that bank allocation influences on cache allocation.
In the P4080 platform, memory bank for data is determined
by address bits [17:14] of physical address and cache set
is determined by [15:7] bits (Fig.3). There is an overlap
of [15:14] bits here, and manipulating these two bits for
partitioning memory banks has a side-effect of modifying
cache set allocation.

Let us consider a scenario where 16 banks are distributed
to 4 cores. Four banks could be assigned to core1: either bank
(0, 1, 2, 3) or bank (0, 4, 8, 12), where each number denotes
bank ID. In either case, banks are evenly distributed. However,
the L3 cache is shared in the former case whereas L3 cache
is partitioned in the latter. We experienced this unexpected
cache co-partitioning effect while implementing on the P4080
platform, and a similar problem may arise in other platforms
[21], [22].

C. RP-$: Last-Level Cache (LLC) Partitioning

For shared cache isolation, we implemented two alter-
natives, page coloring and cache way partitioning. Cache
division is set-based in page coloring and way-based in cache
way partitioning. Generally, page coloring is implemented
by modifying the OS memory allocator [19]. Way-based
cache partitioning [18] is usually implemented by exploiting
hardware-level support such as cache way partitioning [2], [4]
or cache way locking [3].

1) RP-$SET: set-based cache partitioning
We implemented page coloring to allocate disjoint cache

sets for each core. In this scheme, when OS allocates memory
space for a core, data is loaded to the disjoint cache sets
reserved for the core as well. In most processors, data location
in LLC set is determined by a subset of bits from the physical
address. There is a sequence of intersecting bits between the
physical page number and the LLC set index. Thus, it is
possible for the OS to assign disjoint cache sets to each core
by controlling virtual-to-physical address translation.

In P4080, as shown in Fig.3, L3 cache set is determined by
the address bits [15:7] in the physical memory address. The
[15:12] bits, which intersect with the physical page number,
can be exploited for assigning cache sets to each core.

Challenges: If not properly implemented, partitioning last-
level cache could make unintended changes on higher level
cache allocation. Location of L3 cache set is determined by
address bits [15:12] and L2 cache set by [13:6], so using
the intersecting [13:12] bits to partition L3 cache set has a
side effect of co-partitioning L2 cache, which must not be
partitioned.

Therefore, we added a rule during implementation that only
the [15:14] bits are allowed for L3 cache set partitioning, and
only up to 4 cores can be supported to use the L3 cache set
partition. If we adopt cache set partitioning for 8 cores, some
cache sets will end up shared by 2 cores.

2) RP-$WAY: way-based cache partitioning
We implemented RP-$WAY based on the cache way isola-

tion support by the P4080 hardware platform. Cache space for
each core was reserved by allocating disjoint cache ways. It
was implemented by configuring related system registers.

Challenges: Unlike RP-$SET, the cache for all of the 8
cores can be isolated by RP-$WAY on the P4080 platform.
The L3 cache is 32-way set associative and can be partitioned
to 32 parts.

On the P4080 platform, we could not integrate RP-$WAY
with RP-BANK or RP-$SET due to conflicting memory
allocation requirements: to implement RP-$WAY, memory for
each core has to be allocated sequentially so that hardware
support is applicable, however, to implement RP-$SET or
RP-BANK, memory allocation has to be interleaved. Since
most PowerPC chips are similar in design, such conflicting
conditions may be relevant to all other PowerPC chip models
for implementing an RTOS. On the other hand, cache par-
titioning based on cache way locking [3] allows integrating
RP-$WAY with RP-BANK or RP-$SET.

D. Challenges from the perspective of RTOS

We encountered a couple of interesting issues related to
paging while implementing and integrating the resource par-
titioning mechanisms on the RTOS. An assumption held for
both RP-BANK and RP-$SET is that OS manages memory
with paging. Most proper RTOSes deliberately avoid paging
[14] because timing predictability is worsened when a TLB
miss occurs within a paging scheme.

In the latest version of Qplus-AIR, memory is managed with
variable sized pages rather than with fixed 4KB-sized pages.
The area of code and data for applications and the kernel is
contained in one large page and the virtual to physical mapping
data is locked in the TLB, ensuring that all the mapping
data stays in the TLB. The size of data and code regions
is configurable by developers. In this way performance stays
within a predictable range.

There are various hardware aspects to consider for VSP
support. On the PowerPC platform, Qplus-AIR stores and
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locks mapping data in the TLB for VSP with support from
the e500mc cores; TLB for VSP supports 11 different page
sizes ranging from 4KB to 4GB with locking mechanism
for each TLB entry. Managing TLB entries is done by spe-
cific instructions, tlbre and tlbwe, that e500mc core supports.
Variable-sized pages are supported in most COTS hardware.
The PowerPC e6500 architecture supports 29 different page
sizes ranging from 4KB to 1TB [6] and ARMv7 architecture
supports 5 different page sizes [3]. With such support by many
hardware platforms, our approach should be easy to implement
in most cases.

In this work, we added a paging scheme with fixed-size
pages to the Qplus-AIR so that memory bank and cache
set isolation could be integrated. Application data and code
regions were paged with 4KB-size granularity. Thus, OS stored
mapping data in the page table and software-managed L2 TLB.
Note that mapping data is decided at application initialization
because dynamic memory allocation is disabled in Qplus-AIR.
We did not perform paging for the kernel data and code regions
for the sake of performance predictability of kernel execution.

Surprisingly, paging was observed to negate isolation effect
on data and code regions after integration. When we executed
an application with changing data size, increase in execution
time was much greater than the proportion of increase in data
size. This performance degradation is attributable to the MMU
architecture of the e500mc core.

In the MMU of e500mc core, L1 TLB is controlled in
the hardware-level as an inclusive cache of L2 TLB. With
increased data size for an application, L2 TLB is filled mostly
with data TLB entries and instruction TLB entries are evicted
from L2 TLB. To maintain the inclusive property, related TLB
entries in L1 instruction TLB are also evicted. Consequently,
even if the code size of the application is within the L1
instruction TLB coverage, L1 instruction TLB misses signifi-
cantly increased and performance degraded accordingly. This
performance degradation after paging scheme integration is not
specific to the P4080 platform. A few notable studies focused
on predictable paging [9], [17], [14] and COTS hardware
provides many features for implementing predictable paging.
The P4080 architecture supports software-managed TLB that
can be applied for TLB-related timing unpredictability. Some
processors support TLB locking [10] to improve predictability.

In this paper, however, we focus on resource partition-
ing methods, leaving predictable paging implementations for
future work. Note that the time overhead of paging in the
performance results is of the simplest paging implementation.

IV. EVALUATIONS

A. Evaluation Setup

The hardware platform of choice was P4080, which has
8 PowerPC cores. L3 cache, memory bus (interconnect), and
memory banks are all shared.

We use the following synthetic benchmarks: Latency is an
application that traverses a linked list to perform a read or a
write operation on each node. There is a dependency between
each node, and memory access request is made one at a time.

Bandwidth generates bursts of multiple memory requests by
accessing data in array, which does not have a dependency
between data elements. Stress on the memory system can be
controlled by adjusting accessed data size in both benchmarks.

We designed two benchmark mixes. The first mix was
configured to cause contention on all the memory resources
to evaluate each contention mitigation mean and integrated
one. Programs were loaded only on 4 cores to focus on
the promising strength of combining resource partitioning
mechanisms. In the second mix, all of the 8 cores were used
to show the limitation of RP-$SET, the restrictions on the
number of available cache partitions.

In the first configuration, Latency(LLC) was assigned to
core1; Bandwidth(DRAM/small) to core2 and core3; Band-
width(DRAM/large) to core4. Here, the other 4 cores were
kept idle. In the second setting, Latency(LLC) was assigned
to core1 and core2; Bandwidth(DRAM/small) to core3 through
core6; Bandwidth(DRAM/large) to core7 and core8.

Here, ‘LLC’, ‘DRAM/small’, and ‘DRAM/large’ enclosed
in parentheses after the name of benchmark as in bench-
mark(LLC), denotes the size of data applied to the benchmark.
When denoted by ‘LLC’, the data size is no greater than the
size of LLC divided by the number of cores in the processor.
This data size is chosen to ensure that every single memory
request makes an LLC hit and request does not propagate to
the main memory. When denoted by ‘DRAM/small’, the data
size is double the size of LLC and cache hit ratio ends up at 0%
and all of the requests propagate to the main memory. In case
of ‘DRAM/large’, with the increased data size, proportionally
increased memory requests are made and further pressure is
exerted on the memory system. We varied stress levels during
benchmark with the three types of data sizes.

For RP-BUS, we empirically set frequency period as 5ms
and allocated memory bandwidth as 1.2GB/s.

To measure the performance, we ran each application 100
times and calculated average memory access latency which is
directly related to the execution time of an application and
is a value that indirectly predicts the WCET. The result is
normalized to the best case when there is zero interference.

B. Integration of Resource Partitioning Mechanisms

The complete scheme has to be either (RP-BANK,
RP-$SET, RP-BUS) or (RP-$WAY, RP-BUS) because
RP-$WAY cannot be used together with either RP-BANK or
RP-$SET as we discussed in Section III-C. Performance of
each combination is depicted in Fig.4 and Fig.5.

In both charts, WORST denotes when performance is most
degraded due to interference whereas BEST, which is free of
interference. For WORST, a specific bank was requested for
access by all of the cores while cache and bus were shared;
BEST is the performance when the application executes with-
out sharing any resources.

1) Combination 1: RP-BANK, RP-$SET, and RP-BUS
Fig.4 depicts the performance when RP-BANK, RP-$SET,

and RP-BUS were integrated to the RTOS one by one.
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Fig. 4. Integration of RP-BANK, RP-$SET, and RP-BUS

As illustrated in Fig.4(b), integrating RP-BANK enhances
performance as all of the cores are enabled to access banks in
parallel.

The case of integrating RP-BANK and RP-$SET to the
RTOS as in Fig.4(c) shows that adding RP-$SET partitions
cache for each core enhances overall performance; the im-
provement was most prominent for the application on core1.
Latency(LLC) has data smaller than the size of LLC and
all of its data stayed in LLC with no interference. However,
in WORST, due to interference, data was evicted from LLC
and resulted in cache misses. With RP-$SET however, data
was not evicted by applications running on other cores, thus
performance was greatly enhanced. In addition, fewer accesses
to main memory were requested by core1 and this helped
performance on other cores.
RP-BUS was added on top of RP-BANK and RP-$SET to

implement memory system isolation. The result is shown in
Fig.4(d).

When all three resource partition mechanisms were used, the
performance of each core was at 97%, 78%, 79%, and 85% of
when there was zero interference; the worst-case performance
was 41%, 49%, 49%, and 92%, respectively.

The result illustrates that adoption of resource partitioning
schemes binds deadlines more tightly and prevents system
utilization degradation. For example, in case of Latency(LLC)
application running on core1, performance degraded to as low
as 60% of BEST due to the contention for shared resources,
and deadline had to be set at more than 1.67 times of BEST,
however, with resource partition schemes integrated to the
system, it only had to be set at 1.05 times.

Adopting the three resource partitioning schemes still left
some performance gap from the best case because the aggre-
gated memory requests by each core exceeded the resources
capacity. This cannot be addressed by a resource partition
mechanism but by increasing capacity of resources.

2) Combination 2: RP-$WAY and RP-BUS
Results for applying RP-$WAY in combination with

RP-BUS are shown in Fig.5. As in the previous case, partition-
ing resources produced performance that approaches best-case
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Fig. 5. Integration of RP-$WAY and RP-BUS

result.
RP-$WAY and RP-BANK cannot be used in conjunction as

discussed above, so memory bank isolation is inapplicable and
interference on memory bank is unavoidable. Nevertheless,
the performance is sufficiently competitive because memory
access is not concentrated to a bank since RP-$WAY allocates
memory to each core sequentially. This performance is fragile
though: worst cases could arise for memory bank accesses
depending on the application program behavior and this cannot
be handled adequately with the combination of RP-$WAY and
RP-BUS.

The main difference between the results shown Fig.4 and
Fig.5 is integration of paging (see Section III-D). Paging
is required to implement RP-BANK and RP-$SET; paging
overhead on RTOS degrades performance. Paging overhead
can be verified by comparing performance of RP-BANK and
RP-$SET in Fig.4(c) against RP-$WAY in Fig.5(b). Note that
scale of y-axis is identical in both Figures.

Paging overhead grows in proportion with data size. Data
size used in core1 was relatively small, and paging overhead
made negligible influence on performance. However, paging
overhead degrades performance of core2, core3, and core4.

C. Limitations of cache partitioning

The number of cache partitions created with RP-$SET on
the P4080 platform is 4 at most as discussed in Section III-C.
Therefore, when RP-$SET is used on an 8-core processor,
resource partitioning can be only partially effective as the
number of cores is bound by the number of possible cache
partitions.

Performance comparison for combination (RP-BANK,
RP-$SET, RP-BUS) against (RP-$WAY, RP-BUS) for 8-core
processor is shown in Fig.6.

In a benchmark that activated all 8 cores, Latency(LLC),
which is very susceptible to interference on shared cache, ran
on core1 and core2. After RP-$SET was added to the system,
interference was significantly reduced, but the magnitude of
improvement was not as great as when RP-$WAY was added.
With RP-$WAY, cache can be partitioned to 8 disjoint cache
spaces and distributed to each core.

11



0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1.0

1.1

(a)
WORST

(b)
RP-BANK
+RP-$SET
+RP-BUS

(c)
RP-$WAY
+RP-BUS

(d)
BEST

N
o

rm
a

liz
e

d
 P

e
rf

o
rm

a
n

c
e

core1
core2

core3
core4

core5
core6

core7
core8

Fig. 6. Comparisons between RP-$SET and RP-$WAY

RP-$SET can partition cache only up to 4 parts, and
application programs inevitably have to share cache space
with other cores. Therefore, interference is inevitable and
performance degrades consequently.

D. Summary: Issues & Limitations

This paper experimentally demonstrated that characteristics
of hardware and software layers have to be reflected when
integrating resource partition schemes on a system. The fol-
lowing points summarize our observation.

First, limitations on the P4080 platform allows cache par-
titioning only up to 4 parts when RP-$SET is used, thus
resource partitioning is efficient only up to 4 cores. On the
other hand, RP-$WAY allows cache partitioning up to 32 parts.
Similar restrictions may be observed on other platforms.

Second, cache way partition supported on the PowerPC
family, which includes P4080, poses a restriction on memory
allocation and this prevented us from combining RP-$WAY
with either RP-$SET or RP-BANK. Consequently it is more
relevant to implement RP-$WAY instead of RP-$SET for the
latest generations of PowerPC processors.

Third, paging is required for RP-$SET and RP-BANK on
RTOS but needs to be deterministic to prevent unpredictability
attributable to paging.

V. CONCLUSIONS & FUTURE WORK

To mitigate shared resource contentions, we implemented
and integrated multiple resource partitioning mechanisms on
top of an RTOS and presented our experience of imple-
mentation. Through evaluation, we observed that the per-
formance with resource partitioning was improved by up to
56% compared to the worst-case performance. Thus, we can
reduce pessimistic WCET estimation that causes low system
utilization.

As a part of our future work, we plan to: (1) implement
a predictable paging scheme that exploits hardware-level sup-
ports like software-managed TLB or cache locking mecha-
nisms in order to develop practical resource partitioning mech-
anisms for real-time systems, (2) test the resource partitioning
mechanisms with real-world applications and configurations,

especially on a mixed-criticality system that hosts multiple
applications with diverse criticality requirements.
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Abstract—Multi-core CPUs are a standard component in many
modern embedded systems. Their virtualisation extensions enable
the isolation of services, and gain popularity to implement mixed-
criticality or otherwise split systems. We present Jailhouse, a
Linux-based, OS-agnostic partitioning hypervisor that uses novel
architectural approaches to combine Linux, a powerful general-
purpose system, with strictly isolated special-purpose components.
Our design goals favour simplicity over features, establish a
minimal code base, and minimise hypervisor activity.

Direct assignment of hardware to guests, together with a
deferred initialisation scheme, offloads any complex hardware
handling and bootstrapping issues from the hypervisor to the
general purpose OS. The hypervisor establishes isolated domains
that directly access physical resources without the need for
emulation or paravirtualisation. This retains, with negligible
system overhead, Linux’s feature-richness in uncritical parts,
while frugal safety and real-time critical workloads execute in
isolated, safe domains.

I. INTRODUCTION

Despite the omnipresence of multi-core CPUs, manufacturers
of safety critical and uncritical products still tend to split com-
ponents with different levels of criticality to separate hardware
units. In such traditional mixed criticality environments, single
logical control tasks are strongly bound to dedicated physical
control units. Typical representatives of this architectural
approach range from automotive, where it is not uncommon
that a single car contains dozens to a hundred of different
control units [4], to industrial Programmable Logic Controllers
(PLCs), where critical logical control tasks are executed on a
different physical computing platform than uncritical Human
Machine Interfaces (HMIs). Consolidating such systems to
single hardware units is an architectural trend [4] that does not
only improve the maintainability of substantial and growing
amount of software, but also reduces the overall hardware
costs.

CPU virtualisation extensions can be exploited to create
execution environments that ease the port of existing legacy
payload applications into strictly isolated execution domains
that cannot interfere with each other in an unacceptable way.
Our approach relies on these widely available techniques
to statically partition hardware while reducing architecture
dependencies.

The Linux-based hypervisor Jailhouse, initially developed
by one of the authors (JK) and subsequently refined as open-

This work was partly supprted by the German Research Council (DFG)
under grant no. LO 1719/3-1

source software,1 is at the core of our architecture. It transforms
symmetric multiprocessing (SMP) systems into asymmetric
multiprocessing (AMP) systems by inserting “virtual barriers”
to the system and the I/O bus. From a hardware point of view,
the system bus is still shared, while software is jailed in cells
from where the guest software, so-called inmates, can only
reach a subset of physical hardware.

Jailhouse is enabled by a kernel module from within a fully
booted Linux system, see Figure 1. It takes control over all
hardware resources, reassigns them back to Linux according
to a configuration of the system, and lifts Linux into the state
of a virtual machine (VM). The hypervisor core of Jailhouse
acts as Virtual Machine Monitor (VMM). This scheme does
not fit into the traditional classification of hypervisors [8] – it
can be seen as a mixture of Type-1 and Type-2 hypervisors: It
runs on raw hardware like a bare-metal hypervisor without an
underlying system level, but still cannot operate without Linux
as a system aide to provide initialised hardware. Linux is used
as bootloader, but not for operation. Unlike other real-time
partitioning approaches (e.g., PikeOS [10]) that aim to manage
hardware resources and may forbid direct access by guest
systems, Jailhouse only supports direct hardware access. Instead
of using complex and time-consuming (para-)virtualisation [2]
schemes to emulate device drivers and share physical hardware
resources, Jailhouse follows an exokernel-like approach [7]
in that it only provides isolation (by exploiting virtualisation
extensions) but intentionally neither provides a scheduler nor
virtual CPUs. Only (few) resources that can, depending on
the hardware support, not yet be partitioned in that way are
virtualised in software.

For cost effectiveness, many industrial applications cannot
give up on the capabilities and feature-richness of Linux in their
systems, yet they face increasing demands to simultaneously
cope with safety or other certification requirements that are
difficult to achieve with Linux. Our architectural approach
fulfils these needs. However, we consider it also an ideal
framework to ease the integration of state-of-the art research or
experimental systems that solve a specific problem in a novel
way with industry-grade solutions based on Linux.

In this paper, we present:
• The architecture of Jailhouse, a fully functioning, non-

scheduling, real-time, statically partitioning, and open-
source hypervisor running on several architectures.

1Available at https://github.com/siemens/jailhouse under GPLv2.
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Figure 1. Activation sequence of the Jailhouse hypervisor. After Linux has loaded and started the hypervisor, an additional real-time operating system is
started in an isolated critical domain.

• The implementation of a non-trivial real-world mixed-
criticality application running as a Jailhouse guest.

• Advantages of deferred hypervisor activation.
• A quintessential microbenchmark of the interrupt system

on an Nvidia Jetson TK1

II. RELATED WORK

Embedded virtualisation substantially differs from common
enterprise, desktop or mainframe virtualisation [9], where the
technology has its roots. Many segments consider the consoli-
dation of services as major motivation. While hypervisors are
often optimised for high throughput and optimal performance
in the desktop and enterprise segment, virtualisation solutions
for real-time constrained embedded systems especially target
low latencies, deterministic computation cycles and maintaining
real-time capabilities [9, 10, 15, 20, 24].

Nevertheless, many embedded hypervisors adopt established
practices from classical virtualisation: overcommitting of
hardware, paravirtualisation [2] or emulation of devices, and
guest scheduling.

Crespo et al. present the XtratuM [5] embedded hypervisor.
Their approach focuses on design constraints given by avionic
guidelines and specifications. With memory management, clock
and timer management, interrupt management, a feature-rich
hypercall interface and an own scheduler, XtratuM is a full-
fledged hypervisor.

The PikeOS [10] real-time separation kernel approach allows
for executing different guest environments or native tasks. For
running guest operating systems, PikeOS uses paravirtualisation
and hardware-assisted virtualisation, but also allows direct
I/O access. To payload applications, PikeOS incorporates a
combination of time- and priority driven scheduling, and use
best effort scheduling for uncritical tasks.

To implement temporal and spatial isolation, hypervisors
do not always require the availability of all virtualisation
extensions. Pinto et al. [16] show an interesting approach
by exploiting the ARM TrustZone technology to run a real-
time operating system in parallel to Linux on a single CPU.
Their approach maintains real-time capabilities by using fast
interrupts (FIQs) only for real-time critical devices. In contrast
to regular IRQs, those interrupts arrive directly in the secure
world, where the real-time operating system and the hypervisor
execute. Normal interrupts arrive in the non-secure world,
which is isolated from the secure world. This approach only
isolates the non-secure from the secure world, and not vice

versa. Additionally, the TrustZone approach only allows for
the creation of two domains.

Quest-V [12] is an advancement of the Quest operating
system and similar to Jailhouse in several respects. It aims for
static hardware partitioning with minimum monitor activity.
In contrast to Quest-V, Jailhouse is a VMM only, and does
not implement any device drivers which drastically minimises
its code base. Quest-V relies on paravirtualisation schemes to
boot Linux kernel as guest.

Jailhouse, in contrast to all those systems, starts with Linux
(and exploits its capabilities to initialize most of the hardware)
and then uses deferred (or late) hypervisor activation [18] to
partition the hardware underneath the already running Linux.2

III. STATIC HARDWARE PARTITIONING

A. Jailhouse Philosophy

As is shown in Figure 1, activating the Jailhouse VMM is
done with the assistance of a Linux kernel module containing
the hypervisor (HV). After the HV startup code is executed by
each CPU, Linux continues to run as a virtual machine and
guest of Jailhouse, the so-called root cell.

The myriad of existing different hardware makes it hard or
even impossible for research groups with limited resources
to support them in their systems. Linux, on the contrary, is
an extremely powerful operating system concerning hardware
support. Jailhouse takes this advantage and hijacks Linux. The
untypical deferred activation procedure of the VMM has the
considerable practical advantage that the majority of hardware
initialisation is fully offloaded to Linux, and Jailhouse can
entirely concentrate on managing virtualisation extensions.
Similar to the exo-kernel [7] approach, Jailhouse is an exo-
hypervisor, with the difference that the skeleton is modeled
by the corpus, and not vice versa. The direct assignment of
hardware devices allows Linux for continuing executing as
before. Unlike other partitioning approaches (for instance, [12]),
Jailhouse does not require any specific device drivers except
for minimalist, optional debug helpers.

Jailhouse assumes that physical hardware resources do not
need to be shared across guests. To create additional domains
(called non-root cells), Jailhouse removes hardware resources
(e.g., CPU(s), memory, PCI or MMIO devices) from Linux and
reassigns them to the new domain. Therefore Linux releases

2To the best of our knowledge, Rutkowska [18] was the first who used this
technique to inject undetectable malware (i.e., a thin hypervisor) into computer
systems.
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the hardware if it has previously been in use. This includes
physical CPUs: the configuration of a partition consists at
least of one CPU and a certain amount of memory that is
preloaded by the root cell with a secondary operating system
or a bare-metal application.

Linux offlines selected CPUs and calls the hypervisor to
create a new cell by providing a cell configuration that describes
the assigned resources. Other resources, like PCI devices,
memory-mapped devices or I/O ports, can be exclusively
reassigned to the new guest as well. The hypervisor prevents
subsequent access to those resources from any other domain,
which prohibits inadvertent modifications. Non-root cells can
dynamically be created, destroyed (i.e., resources are assigned
back to the root cell) or relaunched.

Virtualisation extensions (See Ref. [1, 19, 21] for the four
major architectures ARMv7 with Virtualization Extensions
(VE), ARMv8, Intel 64-bit x86 with VT-x and VT-d support,
and amd64 with SVM support) guarantee spatial isolation: any
access violation, for instance illegal access across partitions,
traps [17] the hypervisor, which eventually stops execution.
Certain instructions executed by guests cause traps and must
be handled by the hypervisor.

Since Jailhouse only remaps and reassigns resources, the
ideal design conception is that – besides management – it
does not need to be active after setting up and starting all
guests, and only intercepts in case of access violations: “Look
Mum, no VM Exits!” However, hardware is not (yet) perfectly
suited for this approach, so on current hardware, the following
circumstances still require intervention by the VMM:

• Interrupt reinjection (depending on the architecture, inter-
rupts may not directly arrive at guests)

• Interception of non-virtualisable hardware resources
(e.g., parts of the Generic Interrupt Controller (GIC) on
ARM)

• Access of platform specifics (e.g., accessing Control
Coprocessor CP15 or Power State Control Interface (PSCI)
on ARM)

• Emulation of certain instructions (e.g., cpuid on x86)
The following traps are unavoidable, and not contrary to
our concept, as they only occur in case of jailbreak or cell
management:

• Access violations (memory, I/O ports)
• Cell management (e.g., creating, starting, stopping or

destroying cells)
These interceptions introduce overhead and latencies – vir-
tualisation, of course, comes at a cost [6]. In section IV
we exemplarily present the evaluation of one fundamental
microbenchmark, the additional latency of interrupts.

Despite the strict segregation of resources across guests,
Jailhouse still allows cells to share share physical pages. Besides
enabling inter-cell communication, the mechanism also allows
for sharing memory-mapped I/O pages, which, if desired, allows
for accessing hardware resources from within multiple domains.
Such concurrent access is, however, not arbitrated by Jailhouse
and needs to be addressed appropriately by the guests.

Figure 2. Concept of ideal hardware partitioning: while the system bus is still
shared, the Jailhouse hypervisor takes care that cells only access resources
within their scope (colored). Safe communication between domains is enabled
by shared memory.

Figure 2 shows a possible partitioned system layout for
three cells: the Linux root cell (green), an additional Linux
non-root cell (blue) and a minimalist real-time operating system
(red). Communication between cells is realised by shared
memory regions, together with a signalling interface. This
minimalist design requires no additional device driver logic
in the hypervisor. Depending on the hardware support, it is
implemented based on a virtual PCI device through Message-
Signaled Interrupts (MSI-X) or legacy interrupts. A guest may
use this device to implement a virtual ethernet device on top
of it. On systems without PCI support, Jailhouse emulates a
generic and simple PCI host controller. We chose emulation
in this case, as PCI provides a configuration space: The PCI
device identifies itself and its capabilities. This enables, if
supported, automatic configuration in guests, and the virtual
PCI host controller results in only six lines of code and does
not increase the overall code size3.

B. Support

The partitioning approach allows a safety-certified operating
system or a bare-metal application to run on a consolidated
multi-core system in parallel to Linux. It is worth mentioning
that despite the fact that Jailhouse supports four different
CPU architectures, which goes beyond what is provided by
many experimental or research systems, its minimalist approach
results in only a few thousands lines of code for the core parts.
This simplifies certification processes, but allows developers
to concentrate on important issues without spending time on
providing a never complete number of device drivers that are
required to make the system usable in realistic environments.
The simplicity of the core is a good basis for a formal
verification of the hypervisor, similar to the formal verification
of related system software [11].

Jailhouse comes with its own inmate library that allows
for running minimalistic demo applications. Several operating
systems apart from Linux are already available as Jailhouse

3https://github.com/siemens/jailhouse/commit/
7b9f373dcfc14a4951928c43ded9c02b9f1ac02c
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guests (L4 Fiasco.OC on x86 [3], FreeRTOS on ARM, Erika
Enterprise RTOS v3 on ARM64). We have successfully
ported the RTEMS real-time operating system for the ARM
architecture with very limited effort – modifications are mostly
required for platform specific board support. The simplicity
of porting systems suggests an opportunity to expose feature-
incomplete research approaches to realistic industrial use-cases
by combining them with an industrial grade base.

C. Practicability

To demonstrate the suitability of our approach especially
for practical use, we implemented a (mixed-criticality) multi-
copter control system. The requirements on such platforms are
comparable to many common industrial appliances: The flight
stack, a safety and real-time critical part of the system with
high reliability requirements, is responsible for balancing and
navigating the aircraft. Sensor values must be sampled at high
data rates, processed, and eventually be used to control rotors.
For a safe and reliable mission, the control loop must respond
deterministically. System crashes may result in real crashes
with severe consequences.

The flight stack runs in a Jailhouse cell, while uncritical
tasks, for example WiFi communication with a ground station
or camera tracking, can easily be implemented in an uncritical
part thanks to the available Linux software ecosystem. Critical
hardware components, e.g., SPI, I2C or GPIO devices, are
assigned to the critical cell. Our hardware platform is an
Nvidia Jetson TK1 with a quad-core Cortex-A15 ARMv7 CPU,
connected to a sensor board that provides accelerometers, GPS,
compasses and gyroscopes. Two cores are assigned to the
uncritical part, and two cores to the critical one.

The critical domain executes a second stripped-down Linux
operating system with the Preempt_RT real-time kernel exten-
sion. Ardupilot provides flight control, and does not require
modifications besides board support. This underlines that
existing applications can be deployed in a Jailhouse setup with
little effort, and that it is suitable for implementing real-time
safety critical systems mostly based on existing components.
Nonetheless, we needed to solve various issues that do not
arise on a purely conceptual level or with systems tailored for
very specific hardware, but endanger assumptions made in our
and similar approaches.

IV. EVALUATION

As mentioned before, the aim of Jailhouse is to minimise
the activity of the hypervisor. Though this would be possible in
theory, the sole existence of a hypervisor introduces additional
latencies [6] that do not exist without a VMM. For example,
shadow page tables may introduce additional memory access
latencies.

To evaluate and determine the (real-time) performance of
the hypervisor, several environmental conditions must be
considered. It is hard or even impossible to quantify the
hypervisor overhead with one single scalar. This results in
a set of microbenchmarks.

For all benchmarks, single-shot measurements do not allow
to draw any conclusions on the behaviour of the system. Mi-
crobenchmarks should be repeated under certain environmental
conditions, such as the actual existence of a hypervisor, and the
particular frequency of a certain measurement together with
the utilisation of other guests.

Due to the limited size of the paper, we will exemplarily
present the measurement of the interrupt latency in detail, and
describe other considerable measurements.

It is important to remark that such benchmarks do not
measure the overhead of the hypervisor, but the overhead of the
hypervisor when running on a specific hardware platform. Still,
those measurements allow to derive a trend of the performance
of the hypervisor.

a) Hypercalls: One typical benchmark for hypervisors
is the cost of hypercalls. In case of Jailhouse, hypercalls do
not need to be considered, as they are only used for cell
management purposes, and never occur in hot paths.

b) Shared System Bus: Different guests asynchronously
access memory, and memory or I/O access may be serialised
by hardware. Though starvation does not occur on supported
architectures, heavy utilisation of memory or I/O busses may
lead to significant slow downs of guests. While this problem is
well-known for SMP applications, its impact must be evaluated
when asynchronously executing multiple payloads that were
designed for single-core platforms.

c) Architecture-dependent Traps: Because of architectural
limitations, Jailhouse needs to emulate devices that are essential
for a hardware platform and that cannot be virtualised in
hardware (e.g., the interrupt distributor as part of the generic
interrupt controller on ARM architectures). Depending on the
utilisation of those devices, the impact of the hypervisor must
be analysed.

d) Interrupt Latency: Jailhouse supports two versions of
ARM’s Generic Interrupt Controller, GICv2 and GICv3 [13, 14].
Both implementations share the same architectural limitation:
Interrupts do not directly arrive at the guest. They arrive at
the hypervisor, and are then reinjected as virtual IRQs to the
guest. This leads to an overhead in the hypervisor, as it must
redirect the interrupt to the appropriate guest, followed by a
switch of the privilege level.

Our automated measurement setup consists of an Nvidia
Jetson TK1 (quad-core Cortex-A15 @2.32GHz) as target
platform, and an Arduino Uno for performing the actual
measurement.

To measure this latency, we compare the bare-metal latency
(i.e., the minimum latency without hypervisor) with the latency
when the hypervisor is present. The Arduino periodically
toggles a GPIO pin on the target board which causes an
interrupt. The only task of the non-root cell is to answer as soon
as possible to the interrupt by toggling another GPIO. Therefore,
we implemented a minimalistic guest that uses Jailhouse’s own
inmate library. To minimise code size for the response to make
it as fast as possible, the instructions for toggling the GPIO are
directly written in assembler in the interrupt vector table. The
measurement without hypervisor represents the bare minimum
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Table I
INTERRUPT LATENCY ON AN NVIDIA JETSON TK1 (IN µS)

VMM Freq Stress µ σ Max

off 10Hz no 0.45 0.02 0.50
off 50Hz no 0.45 0.02 0.50
on 10Hz no 1.26 0.07 2.81
on 50Hz no 1.25 0.04 2.94
on 10Hz yes 1.36 0.34 5.56
on 50Hz yes 1.35 0.34 5.38

latency achievable by the selected hardware platform. Latency
difference with and without hypervisor presence measures
the delay that is introduced when the hypervisor and other
guests asynchronously access the system bus. The Capture
Compare Unit of the Uno ensures a precise measurement at
a resolution of 62.5ns. To validate measurements, we verified
sample measurements with the latency manually measured by
an oscilloscope.

We repeat the measurement under several conditions (e.g.,
load is placed on other guests to measure the influence on the
shared system bus) and present the arithmetic mean as well
as the standard deviation and the maximum latency. Every
measurement runs for four hours, and was repeated with an
interrupt frequency of 10Hz and 50Hz to determine the role
of the frequency of the measurement. The stress parameter in
Table I describes if other guests are put under CPU, I/O or
memory load with the stress-ng benchmark.

Results can be found in Table I. The first two lines show
the minimum interrupt latency of the measurement without
the existence of the hypervisor. The difference to other
measurements denotes the overhead that is introduces by the
hypervisor.

The latency that is introduced by the hypervisor does not
significantly depend on the interrupt frequency, but on the
utilisation of neighbouring guests. This effect is caused by the
shared system bus: The hypervisor wants to access memory
that is required for dispatching the interrupt, while other guests
asynchronously access the same bus.

On average, interrupt latency amounts to ≈ 810ns, with
narrow deviation. Still, outliers lead to latencies of almost 5µs.
Compared to the cycle times of typical industrial communica-
tion bus systems, the maximum delay is acceptable for many
applications.

V. DISCUSSION

The minimalist design approach of Jailhouse results in a
manageable amount of source lines of code (SLOC). This is a
crucial factor for both, formal verification from an academic
point of view and system certification from an industrial point
of view.4

4We are aware of the problem that a substantial chain of software besides
the Linux kernel (e.g., UEFI firmware code, bootloaders etc.) is required for
the boot process, and needs to be considered in such certifications to some
extent. There are various possible approaches to address these issues that will
be discussed in future work.

Jailhouse, in total, consists of almost 30k SLOC for four
different architectures. This includes the hypervisor core,
example code, kernel driver, and userland tools and utilities.
Substantial parts of the code are architecture-independent.
The common critical hypervisor core code that is shared
across all architectures amounts to less than 3.4k SLOC.
Architecture dependent code amounts to ≈7.4k SLOC for
x86 and implements both, Intel and AMD, and ≈5.4k SLOC
for ARM (both, ARMv7 and ARMv8). Exemplarily, the whole
hypervisor core for ARMv7 sums up to ≈7.4k SLOC.

Many research systems are developed from scratch and spend
tremendous effort on re-implementing existing device drivers.
But still, missing device support is a major obstacle for their
practicability. More than half of Quest-V’s source lines of code
(≈70k SLOC of 140k SLOC) implement device drivers. With
almost 27k SLOC, XtratuM is more lightweight than Quest-V
and only implements basic drivers for debug output. Still, the
publicly available versions of Quest-V and XtratuM currently
only support the x86 architecture.

Jailhouse does intentionally not follow classical virtualisation
approaches, but its design does not generally eliminate the
use of those techniques. This opens the possibility to exploit
Jailhouse as an experimental systems platform that allows for
keeping focus on the actual problem instead of re-implementing
fundamentals from scratch. Jailhouse is an ideal platform
for investigating hardware and software behaviour under
AMP workloads. Furthermore, it provides a convenient and
comfortable environment for executing digital signal processing
(DSP)-like workloads on raw hardware.

Modern multi-core systems already provide enough physical
CPUs to make scheduling in hypervisors unnecessary for many
real-world embedded use cases. In fact, numerous essential
requirements on real-time embedded hypervisors [5], such
as real-time scheduling policies, efficient context switches,
or deterministic hypervisor calls, do not even need to be
addressed in a partitioned setup. Those requirements actually
reflect well-known issues of operating systems and should
not be duplicated in hypervisor space for embedded systems
with real-time requirements. As Jailhouse does not virtualise
CPUs, overcommit hardware or schedule partitions, there are no
expensive partition context switches or scheduling issues [23]
as they occur in other real-time hypervisors [10, 15, 16, 24].
Hypercalls are only used for management purposes and not
for moderating access to shared hardware.

Depending on the interrupt system and the architecture,
interrupts might arrive at the hypervisor. On such platforms, the
interrupt reinjection to guests is a frequent job of the hypervisor
that introduces unintended additional interrupt latencies. This
issue is already solved for 64-bit x86 architectures that support
Interrupt Remapping and will be solved in future ARM
architectures that implement the GICv4 [14] specification,
which is beneficial to our final goal, to end up in no VM
exits.

Nevertheless, there are unavoidable traps that are caused by
hardware design. On current ARM architectures, the interrupt
distributor must be virtualised. Varanasi and Heiser [22] assume
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that this is not expected to cause performance issues. During the
implementation of our demonstration platform we contrariwise
observed that Linux kernels with the Preempt_RT real-time
patch make heavy use of the interrupt distributor which causes
high activity of the hypervisor. Such issues should be addressed
by proper hardware design in order to be able to execute
unmodified guests,

VI. CONCLUSION AND FUTURE WORK

The static partitioning hypervisor technique is a promising
approach for embedded real-time virtualisation, as their ultimate
goal to minimise the interaction with guests defers all issues that
are introduced by typical paravirtualisation approaches back to
the operating systems of the guests, where they already existed
before. The driverless approach tries to fill the gap between
academic research systems and industrial practicability.

In comparison to paravirtualisation techniques, direct hard-
ware assignment to guests allows for running unmodified
legacy payload applications with no active hypervisor overhead.
The minimalist hypervisor core simplifies certification efforts.
By executing standard operating systems as guests, we also
minimised the effort that is required for porting existing legacy
payload applications. By implementing a complex demonstra-
tion platform, we successfully showed the practicability of
hardware partitioning.

While standard virtualisation extensions provided by current
hardware seem to suffice for a straight forward implementation
of our and many other approaches, real hardware presents a
number of limitations that can completely undermine the ad-
vantages and guarantees of partitioning and virtualisation-based
approaches. Our future work will address arising issues and
concentrate on evaluating the performance of the hypervisor.
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Abstract—Real-time applications require predictable and often
low-latency response times when reacting to external events. Real-
time operating systems allow applications to meet such timing re-
quirements, but they offer less functionality and fewer APIs than
a general-purpose operating system such as Linux. In this work,
we present a virtualization layer that enables predictable, low-
latency interrupt handling for Linux-based real-time applications,
even if Linux itself or unrelated applications cause heavy load.
The benefit of our approach is that developers can draw from the
rich feature set and powerful infrastructure provided by Linux,
but their applications can meet timing requirements as if they
ran directly on a real-time operating system. Our benchmarks
show a reduction of worst-case interrupt response times by more
than two orders of magnitude compared to standard Linux, and
by a factor of 3 on average.

I. INTRODUCTION

Many workloads, like for example those in control systems,
require both predictable execution times as well as low-
latency response to external events. To satisfy these demands,
the designers of such systems rely on real-time operating
systems (RTOS). Compared to general purpose operating
systems (GPOS) such as Linux, classical RTOSes are much
simpler and they often run just a single application on dedicated
hardware. This no-frills approach to system design provides
timing-critical applications with a predictable execution envi-
ronment and it can guarantee consistently low latency for event
processing. However, it also means that RTOSes offer a smaller
feature set, unfamiliar APIs, and even different development
tools than commonly used general purpose systems.

If a use case requires both real-time processing and the
rich functionality of a GPOS, one typically couples two
different computing systems, for example, via a common
memory. Alternatively, system designers can use a multi-core
system, where each of the two OSes runs on a different core.
In the multi-core setup, the two systems are not protected
from each other. Thus, a malfunctioning GPOS, or one
that has been compromised by an attacker, can negatively
influence the RTOS. A solution to this problem is to run the
real-time and the general-purpose software stacks in virtual
machines (VMs), with a hypervisor providing shared memory
for communication between the two isolated domains. However,
in all the architectures described above, the RTOS is separate
from the general-purpose system. An application scenario that
requires services of both OSes must be explicitly developed

as a split application without readily available mechanisms to
let the two components cooperate.

In this work, we aim to combine both worlds by tightly
integrating a real-time capable microkernel with a virtualized
Linux kernel running on top. In this system architecture, we
start real-time applications as ordinary Linux processes, but
let their threads execute directly on the microkernel. Spatial
isolation is still provided by Linux, but the microkernel can
enforce temporal isolation even if Linux is heavily loaded
or stops. This way, these programs can execute under real-
time guarantees of the microkernel, while their non-real-time
parts can benefit from the feature-rich environment offered
by Linux and the huge amount of software available for it.
This architecture builds on previous work on decoupling the
execution of user threads from the Linux kernel scheduler [1],
[2] in order to eliminate execution-time jitter caused by Linux
housekeeping tasks and concurrently running applications. In
this paper, we extend this mechanism to support interrupt
handling in user-level threads, thereby enabling predictable
and low-latency reaction to external events in Linux-based
real-time programs. Using two different hardware architectures,
we evaluate interrupt latency for both standard Linux on bare-
metal hardware and our virtualization-based architecture, where
events are handled by threads running decoupled from Linux.

The remainder of the paper describes the decoupling mecha-
nism and how to use both Linux and L4Re system calls. It then
evaluates interrupt latency characteristics, before we conclude.

II. SYSTEM ARCHITECTURE

A detailed description of the decoupling mechanism can
be found in [2]. In this paper, we only summarize how the
basic building blocks of our system architecture work together
and how they enable noise-free and predictable execution of
Linux-based programs. We then describe how we extended
the decoupled execution model to support predictable and
low-latency interrupt service routines in a Linux user-space
program.

A. Decoupling

The decoupling mechanism is based on the L4Re microkernel
system [3] and L4Linux [4], a paravirtualized Linux kernel that
runs on top of it. The L4Re microkernel can run unmodified
OS kernels in hardware-supported virtual machines. However,
L4Linux has been specifically adapted to run on top of L4Re
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as an unprivileged user-level application. A key property of
this tight integration is that L4Linux reuses address-space
and threading APIs of the underlying L4Re microkernel to
implement Linux processes and threads. In our previous work
on decoupled thread execution, we modified L4Linux such that
the execution state of a Linux user thread can transparently
migrate to a dedicated L4Re thread that is controlled directly
by the L4Re microkernel. Such a decoupled thread is running
in the same address space as the Linux process, but it is not
subject to scheduling decisions of L4Linux. Since a Linux
process’ address space is ultimately controlled by the L4Re
microkernel, it can exist on all cores of the system, not just
those known to L4Linux. Thus, by moving a decoupled thread
to a core on which L4Linux does not run, we drastically reduce
any disturbance and noise that Linux can cause due to in-kernel
housekeeping tasks or other Linux processes. Figure 1 shows
an architectural overview of this decoupling architecture.

L4Linux
Kernel

L4Re Microkernel

L4Re thread
context

(running)

Linux thread
context

(inactive)

Application
Address Space

Core 0 ...Core 1 Core N-1

Fig. 1. Decoupling architecture, with Linux thread context inactive in the
L4Linux kernel, while application code is executed as an L4Re thread on a
dedicated core under control of the L4Re microkernel.

Decoupled threads can still do Linux system calls. The L4Re
microkernel will forward these "non-L4Re" system calls to
L4Linux, which temporarily migrates the decoupled thread’s
execution state back to the original Linux thread context,
handles the call, and then resumes execution in the decoupled
thread. In this work we extend the decoupling mechanism to
also allow native L4Re system calls, such that a decoupled
thread can implement an interrupt service routine (ISR) that
will be invoked directly by the L4Re microkernel. The expected
benefit is that external events signaled by the interrupt can be
handled with consistently low latency.

B. Kernel Objects, Capabilities, and I/O Resources

L4Re is a capability-based system, where the microkernel
exposes entities such as address spaces, threads, or facilities
for inter-process communication (IPC) through an object-like
interface. An L4Re application can make use of a kernel object
only if it possesses a capability to name it. This is the case,
if the kernel-protected capability table that is associated with
each address space contains a pointer to the kernel object in
question. The application can then invoke the object by doing
a system call that specifies the corresponding index into the
capability table. Additional parameters passed to the invocation

system call indicate the type of operation to perform on the
object.

The L4Re microkernel also provides abstractions for hard-
ware devices. Specifically, it exposes hardware interrupts
through an Irq object. Thus, any L4Re application that
possesses a capability to an Irq object can implement an
interrupt service routine (ISR) in user-space. To do so, it needs
to attach a handler thread to the Irq, which can then wait
on it for incoming interrupts. In all but the simplest cases, the
application also must be able to talk to the hardware device
that generated the interrupt. This access is typically provided
by mapping the I/O registers of the device into the application’s
address space.

C. Passing Capabilities and I/O Resources

Since a decoupled thread is in fact a native L4Re thread that
is independent of the L4Linux scheduler, we can implement
an ISR in a Linux program using the same L4Re microkernel
primitives: The decoupled thread attaches to and then waits on
an Irq object directly, thereby achieving much lower latency
and more predictable response times than Linux can guarantee.
The problem to solve is how the decoupled thread of the Linux
program gets access to the resources it needs for that: the
Irq capability and the I/O memory pages of the device. Both
resources are already held by the L4Linux kernel, which is
also responsible for managing the virtual address space of all
Linux user processes. In L4Re, two cooperating programs can
voluntarily transfer object capabilities and memory mappings,
if they already have established an IPC channel through an
Ipc_gate. Unfortunately, a Linux user program is not aware
of running on top of L4Re and the L4Linux kernel. It can
therefore receive neither the Irq capability nor the I/O memory
mappings through this channel. However, as the creator of
all Linux processes, L4Linux possesses a capability to the
respective address-space objects (called Task). By invoking the
map operation on a process’s Task object, the paravirtualized
Linux kernel can map the I/O memory pages of a device
directly to the user program without its cooperation. The map
operation also allows L4Linux to pass capabilities to Linux
programs and is therefore a suitable mechanism to provide
them the resources needed to implement L4Re-supported ISRs.

D. Making Linux Programs Aware of L4Re

In practice, though, the L4Linux kernel still needs to know
which Irq and I/O resources to pass to which program (if
any). This decision should be made by the system designer or
the application developer who implements the ISR. A simple
and ad-hoc solution is to have L4Linux ioremap the device
register regions and then let the Linux user program request
this I/O memory by mmap’ing those parts of /dev/mem that
contain them. However, this approach is not desirable from
a security point of view. A minimally invasive and – from a
Linux application developer’s perspective – idiomatic way to
request I/O memory is to use the POSIX mmap system call
on a file descriptor pointing to a device node. For example, an
already existing Linux device driver could be extended to hand
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out its I/O memory regions via mmap. During this operation,
it could also map the Irq capability to the user program. New
device drivers should be written with user-space I/O in mind
from the start; investigating how our approach can be combined
with Linux UIO framework [5] is subject to future work.

In our prototype, we use a rather simple device for evaluation:
the periodic timer of the system. As the handling of the timer
event itself is done by the microkernel, we rather only need to
block in the microkernel using an IPC operation. Still we need
to read out the counter values of the timer and thus need to have
those accessible to user-level code. Luckily this is easy in our
prototype, as the timer’s counters can be read from user-level
directly when configured this way (TSC on x86, counter values
on ARM). On x86 we additionally need to know the compare
value of the timer which we can read with a specifically crafted
interface to read this particular MSR value. When waiting for
device interrupts, the code is basically similar, however we use
the IRQ capability to block on incoming interrupts.

III. EVALUATION

The main objective of this work is to assess the potential of
the decoupling approach for low-latency and predictable event
handling in a Linux-based user-space program. We therefore
focus our evaluation on the latency of waking a thread that
has been waiting for an incoming hardware interrupt; further
interaction with the device that caused the interrupt (e.g., to
obtain sensor readings) is not considered in this paper.

A. Hardware Setup and Interrupt Source

We perform our experiments on two different platforms: a
desktop system with an Intel CPU (quad-core Core i7-4770,
clocked at 2,993 MHz) and an embedded system based on
the ARM architecture (NXP Layerscape LS1021A-TWR board
with dual-core Cortex-A7, clocked at 1,200 MHz). Both systems
operate in 32-bit mode.

On the x86 system, we considered using the High Precision
Event Timer (HPET), because it is an independent device and it
is known when its interrupt will fire. However, it turned out that
the HPET’s interrupt latency is significantly higher than for the
local APIC (approximately 5µs vs 2µs, respectively). Based
on this insight, we decided not to implement an HPET driver
for L4Re that supports blocking on an Irq object. Instead
we chose to use the local APIC, which is already supported
as the system timer in both Linux and the L4Re microkernel.
The situation is similar on the ARM platform, where both
systems use the generic timer of the CPU. Since the system
timer’s interrupt also triggers wakeup of application threads
that requested to sleep until some timeout, we have a simple
and portable way to measure interrupt latency across OS and
hardware platforms: We just let the benchmark application
sleep until an absolute timeout that can be compared against
the time stamp counter of the CPU. A downside of using the
system timer for our experiments is that the kernel performs
some additional work before waking up the user-level thread. It
needs to program the next timeout, and remove all threads with
expired timeouts (just one in our case) from a queue. However,

the overhead to perform this small amount of in-kernel work
is negligible both in Linux and the L4Re microkernel.

B. Benchmark Configuration
We compare latencies for waking a user-level thread on bare-

metal Linux and on L4Linux, where the decoupled thread of
the Linux program blocks in the underlying L4Re microkernel.
On both hardware platforms, we run a version of L4Linux
that is based on Linux 4.10. All bare-metal Linux runs on the
x86 system use this version, too. On ARM, we had to use a
vendor-provided Linux kernel based on Linux 4.1 for reasons
explained in Section III-E. All Linux kernels were configured
with high-resolution-timers and PREEMPT.

We measure interrupt latency for a simulated real-time ISR.
On native Linux, we use cyclictest from the rt-tests suite [6]
to evaluate the timer latency. Cyclictest continuously measures
the wakeup latency after periodic timeouts. It records measured
latencies and summarizes them in a histogram. On L4Linux
with decoupled threads, we implemented a benchmark similar
to cyclictest, which uses an L4Re mechanism to sleep until
the timeout hits.

L4Re Microkernel L4Re MicrokernelLinux

L Linux4 L Linux4

App Application

Appli-
cation

Core 0 Core 0 Core 0 Core 1Core 1Core 1

Fig. 2. Thread handling in our benchmark configurations: The cyclictest thread
is either scheduled and woken by Linux running on bare-metal hardware (left),
it is a decoupled thread that share a core with L4Linux, or it is placed on a
dedicated core that L4Linux does cannot use (right).

All experiments are done both with and without a background
load in Linux. As a load generator, we use hackbench from
the rt-tests suite. Hackbench is a scheduler stress test, where
process or thread pairs send data back and forth between
them. Unless stated otherwise, we configured hackbench to
exchange 10,000 messages of size 10,000 bytes through
pipes (hackbench -s 10000 -l 10000). It thus creates
a high system load, which ideally should not increase response
time of the real-time work triggered by the interrupt. For
L4Linux, we also vary the placement of the decoupled thread
that runs the benchmark. We measure latencies when it is placed
on a dedicated core, as well as when it shares a core with
the L4Linux kernel. Note that in the latter case, the decoupled
thread has a static priority that is higher than for the virtual CPU
threads of L4Linux. See Figure 2 for all possible placement
and scheduling options (background load not shown for better
readability). In total, there are 12 different configurations, which
we evaluate in the following sections.

C. x86 – Bare-metal Linux
Figure 3 presents the results of the bare-metal Linux runs

on the x86 machine with the Intel CPU. The x-axis shows the
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Fig. 3. Cyclictest results on bare-metal Linux with and without load generated
by hackbench. The worst-case latencies are 6µs without load and 304µs with
load.

latency and the y-axis indicates the number of occurrences of
each latency. Cyclictest latencies without background load are
shown in blue, those with hackbench running in parallel are red.
Hardly visible in the diagram due to intentionally wide scaling
of the x-axis, the maximum latency without background load is
just about 6µs, with most of the measurements clustered around
2µs. With hackbench in the background, the maximum latency
increases dramatically by more than two orders of magnitude
to 304µs. The majority of latency values is between 15µs and
22µs, which is about three times as high as on the unloaded
system.

D. x86 – L4Linux with Decoupling

When we run the benchmark on L4Linux, with the decoupling
mechanism we described in Section II-A, we achieve much
lower latencies and significantly less variance. Figure 4
visualizes the results when the decoupled thread is placed on
the dedicated core of the quad-core CPU. The measurements for
running the decoupled thread on the same core as L4Linux are
shown in Figure 5. In this case it is crucial that the decoupled
thread runs at a higher priority than L4Linux under L4Re’s
fixed-priority scheduler. We changed the scale of the x-axis to
just 3µs for better readability.
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Fig. 4. Cyclictest results on x86 running L4Linux with and without load
generated by hackbench. The decoupled thread runs on a different core. The
worst-case latencies are 1.1µs without load and 2.4µs with load.
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Fig. 5. Same setup as shown in Figure 4 however the decoupled thread runs
on the same core as L4Linux. The worst-case latencies are 1.2µs without load
and 2.5µs with load.

For both the dedicated-core and the shared-core config-
urations, we observe on an idle system a maximum timer
latency of slightly more than 1µs. The majority of observed
latencies cluster around 0.7µs, which is about a third of what
we measure with bare-metal Linux. When loading the system
with hackbench as described previously, the maximum timer
latency increases to approximately 2.4µs, irrespective of the
placement of the decoupled benchmark thread. The majority
of latencies are at around 1µs on the dedicated core, and
about 1.7µs when the L4Re-aware cyclictest replacement (see
Section III-B) shares a core with L4Linux.

The results demonstrate that our decoupling approach is
highly effective for reducing average and tail latencies. They
also indicate that the L4Re microkernel has a more efficient
interrupt-to-wakeup path than Linux. As for the increased
latencies under load, we suspect that they are the result of
cache and TLB misses. The difference is more pronounced in
the shared-core configuration. This could be attenuated in a
dual-socket system, where no caches are shared [1]. However,
this would also significantly increase the cost of the system.

E. ARM – Bare-Metal Linux

Since our decoupling mechanism also works for the ARM
port of L4Linux, we repeated the experiments on that platform.
We chose an NXP Layerscape 1021A-TWR system with a dual-
core ARM Cortex-A7 CPU and attempted to build a vanilla
Linux 4.10 kernel for it; Linux 4.10 is the version we used
on x86 and also the one on which the latest L4Linux with
decoupling support is based on. Unfortunately, we did not
succeed in finding a kernel configuration where the generic
ARM timer of the CPU could operate in high resolution
mode; instead it only supported a resolution of 10 ms, which
is prohibitively inaccurate for our experiments. We therefore
installed the vendor-supplied kernel, which did not have this
problem. This kernel from NXP is based on Linux version 4.1
and has the real-time patch-set applied applied to it (“Linux-
rt”); our ARM build of L4Linux is still based on Linux 4.10.
Using different kernel version is acceptable in our benchmark
setup, because threads decoupled from L4Linux run on the
L4Re microkernel, which is completely different anyway.
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The next problem we encountered was that cyclictest reported
incorrect results due to a bug: The load generated by hackbench
caused response time jitter that was so high that an integer
overflow occurred in cyclictest’s measurement logic. We could
prevent the bug from triggering by changing the message-
size parameter of hackbench (-s 100 instead of -s 10000).
However, even with the reduced load, we can see from Figure 6
that bare-metal Linux suffers from extremely high interrupt
latencies on this ARM platform. Cyclictest reports latencies of
up to 147ms, which is why we have to use logarithmic scale
for the x-axis.

F. ARM – L4Linux with Decoupling

To evaluate L4Linux with decoupled threads on the ARM
platform, we reverted the hackbench parameters to those we
used for the x86 runs. The results are shown in Figures 7 and 8
for dedicated-core and and shared-core placement, respectively.
We observe results that are a vastly different from the bare-
metal configuration on the NXP-provided Linux kernel. When
the decoupled thread with our L4Re-aware version of cyclictest
runs on its own core, we measure a maximum latency of 5.1µs
for the wakeup. When it shares a core with the L4Linux kernel,
the highest latency we observed is 31µs. This increase over
the dedicated-core configuration is relatively larger than on
the Intel platform. We believe that this is due to shared-cache
usage, especially of the L1 caches.

G. Summary of Evaluation Results

The evaluation of our decoupling mechanism with regard
to interrupt latency shows that our approach of putting a fully
independent scheduler in charge of time-critical ISRs is highly
beneficial. By decoupling user threads from Linux’s scheduling
regime, we can significantly improve their response time to
external events. While the difference on x86 is about two orders
of magnitude, on the ARM platform, the difference can be
even larger with over four orders of magnitude.

IV. RELATED WORK

We are not the first who aim to combine the properties of
an RTOS with the rich feature set of commodity, off-the-shelf
general-purpose environments. There is related work in both the
real-time community and in the context of high-performance
computing. In principle, there are two approaches to improve
the responsiveness of user programs. Either one enhances the
operating system such that its interrupt latency improves, or
latency-sensitive programs are run next to the general-purpose
operating system, with only a loose coupling for data exchange
between the two worlds.

An example for the first approach is the real-time Linux
project. Most of their enhancements have been merged into
the mainline Linux kernel [7]. Other work aims to separate
latency-constraint programs from the rest of the general-purpose
operating system, for example, Xenomai [8] and RTAI [9]. Both
follow a co-location approach, where they hook into the low-
level interrupt handling to branch execution away to low-latency
handling routines. There has also been work to evaluate the use

of additional protection through address spaces for real-time
work [10].

More recent work focuses on using virtualization techniques
to improve isolation. For example, Xen-RT [11] added real-
time schedulers to the Xen hypervisor [12]. The ability of
hypervisors to provide temporal as well as spatial isolation
is also used to separate execution of the real-time and non-
real-time workloads. Examples are Jailhouse [13], which uses
virtualization technology to assign different cores in the system
to different operating systems. Another example is Xtratum [14]
and there are also commercial systems such as Greenhill’s
Integrity. These approaches cannot provide developers with a
tightly integrated system architecture as we do with L4Linux
and decoupling.

The high-performance community also aims at running
their applications with predictable performance such that,
for example, bulk-synchronous programs do have to wait
unnecessarily on global barriers [15]. This becomes increasingly
important as the core-count increases on the path to Exascale
systems. IBM’s BlueGene systems are a prime example of
noise-free execution. All nodes of the system are controlled by
a compute-node kernel (CNK) that only runs one application.
They suffer from no interference as there are no other activities
on the nodes. However, BlueGene is a proprietary system
that is no longer available anymore. Other projects such as
McKernel/IHK [16] and mOS [17] aim to build systems with
similar properties, but on standard hardware with x86 and ARM
processors. They inject so-called light-weight kernels into Linux
that take control of most of the cores and memory. We have
also been pursuing this approach in the HPC context [1] with
L4re and L4Linux.

V. CONCLUSION

In this work, we have combined the microkernel-based
L4Re system and L4Linux, a paravirtualized variant of the
Linux kernel, into an operating system that enables low-latency
interrupt handling from Linux user-space applications. The key
property of our system is that it decouples timing-sensitive
threads of a process from the Linux scheduler by executing
their code in a separate thread directly on the L4Re microkernel.
Application developers can use all features and APIs of Linux
for non-real-time work as needed. With the extensions to
decoupling that we described in this work, they can also
write interrupt service routines that register directly with the
microkernel in order to respond to external events with low
latency. The majority of the wakeup times we measured for
decoupled threads on L4Linux are at least 3 times shorter than
on bare- metal Linux. Maximum latencies are reduced by two
orders of magnitude and more when there is heavy system
load caused by other processes running in parallel.
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Fig. 6. Cyclictest results on bare-metal Linux on ARM with and without load generated by hackbench. The worst-case latencies are 56µs without load and
146,500µs with load. Note that we use a logarithmic scale for the x-axis in this figure.
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Fig. 7. Cyclictest with L4Linux results with and without load generated by
hackbench. The decoupled thread runs on a different core. The worst-case
latencies are 2.2µs without load and 5.1µs with load.
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Fig. 8. Same setup as shown in Figure 4, however, the decoupled thread runs
on the same core as L4Linux. The worst-case latencies are 3.9µs without load
and 31µs with load.
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Abstract—Future cyber-physical systems (CPS) are distributed
embedded real-time systems that will rely on multi-core hard-
ware support and that will be gradually exposed to mixed-
criticality demands. Additionally, CPS environments will require
support for different kinds of context sensitive reaction behavior.
Therefore, hitherto existing and well-established static system
configurations have to be extended by the concept of dynamic
reconfiguration.

This paper proposes a concept allowing for support of dy-
namic reconfiguration via migration of software components
and processes, based on the operating system (OS) layer. The
concept hereby relies on two distinct pillars: temporal isolation
via partitioning of software components to physical cores with
respect to their criticality and adaptation via OS-based support
for migration decision and migration execution.

The suggested concept will be implemented prototypically on
a real-time operating system (RTOS), based on the L4 Fiasco.OC
microkernel. Migration timing behavior will be evaluated based
on a hybrid simulator approach, likewise combining a virtual
CPS test environment and physical control devices, executing
the operating system.

I. INTRODUCTION & MOTIVATION

CPSs are distributed embedded real-time systems which are
subject to mixed criticality levels. In general, criticality levels
are addressed via separation (e.g. one software functionality
per hardware device). Safety-relevant applications thereby
mark the highest criticality level that can be found exemplarily
within the domains automotive, avionics and industrial au-
tomation. State of the art safety guarantees are given by phys-
ical separation of software components, resulting in hardware-
based spatial and (partial) temporal isolation. Embedded multi-
core platforms allow for coexisting and parallel execution
of software components. Placing software components with
different criticality onto the same hardware device results
in mixed-criticality systems which are configured statically
(planned off-line at design-time).

Current trends like autonomous driving and industry 4.0
require future CPSs to support different kinds of context
sensitive reaction behavior - a demand that cannot be handled
in its entirety by traditional static configurations. One type of
context sensitive reaction behavior is made up by dynamic

reconfiguration via migration of software-based components
at run-time. To a certain degree, in semi-statically configured
systems, dynamic reconfiguration can already be addressed via
mode-switch [1], [2] mechanism, based on a set of precalcu-
lated (off-line) schedules that are substituted at run-time or
by hardware-supported redundancy [3]. Due to the number of
possible schedules for a given task set (NP-complete problem),
the precalculation of an optimal solution (guaranteeing run-
time timing requirements by at the same time being resource
efficient) under all circumstances is not feasible.

A well established technique for (on-line) run-time adap-
tation can be found in data centers, where dynamic recon-
figuration is already addressed in form of virtual machine
migration to allow for efficient resource management, fault
tolerance/availability and scalability. As specific CPS domains
(e. g. automotive area) require (future) embedded systems to
increase in performance, further examination of these concepts
with regard to a possible technology transfer seems promis-
ing [4]. This leads to the research question: to which degree is
it possible to apply known migration mechanisms to resource-
constrained and (hard) real-time systems, taking spatial and
timing constraints into consideration?

II. DESIGN ASSUMPTIONS

In order to allow for software-based migration, first of
all a homogeneous run-time environment (RTE) shall be
established. Due to the given timing constraints induced by
an embedded real-time system, traditional middle-ware ap-
proaches might not be applicable in any case. We hereby
suppose support for migration to be integrated directly on the
operating system layer which in our case will be reflected by
a real-time operating system (RTOS). We hereby propose a L4
microkernel based operating system as a small and minimalist
base for a flexible run-time environment [5].

Regarding migration, we propose enhancing the operating
system by two mechanisms: migration decision and migra-
tion execution. Relevant data required for decision-making
(analysis and planning phase) will originate from a run-time
monitoring component - an approach motivated by concepts
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already applied within the area of data centers [6]. Execution
includes relevant functionality to support snapshot creation,
data transfer/communication and enforcement of a process to
be migrated.

We assume that the system under study may lose its ability
to adapt (e.g. failure of adaptation components) but will still
remain operable. The concept of a microkernel in general
guarantees that defective user-land components won’t affect
the residual (operating) system. Therefore, in our opinion,
the concept of adaptation seamlessly fits onto the microkernel
architecture.

III. OPERATING SYSTEM CONCEPT

The design of an adaptive operating system within the
distributed embedded real-time domain underlies stricter re-
quirements than data centers do. Keeping up a system’s real-
time capability is of highest priority. By utilizing a multi-
core platform for separating software components on distinct
cores, we want to address required temporal isolation rather
than improving a system’s performance as a whole. Of course,
we are well aware that just allowing for concurrent execution
won’t guarantee complete temporal isolation, as further shared
hardware resources (e.g. system buses or caches) will also
affect the timing behavior of each single core. Therefore,
occurring (negative) influences induced by side-effects orig-
inating from these shared resources will have to be examined
separately. We additionally assume a mixed-criticality back-
ground and therefore physically map software components of
different criticality level to corresponding cores (partitioning).
Regarding dynamic reconfiguration we will apply a stepwise
approach, beginning with benchmarking of inter-device mi-
gration for lower-critical components and processes. Further
optimizations will then focus on coping with harder timing
constraints which apply for higher-critical components.

A. Partitioning

The proposed mixed-criticality multi-core mapping will
rely on a partitioned scheduling approach [7]. Each core
is managed by a separate real-time scheduling policy (e.g.
Fixed Priority Preemptive [FPP] for higher-critical and Earliest
Deadline First [EDF] for lower-critical processes). Basic idea
is to execute both higher (red colored) and lower (light gray
colored) critical components together with the adaptation logic
(dark grey colored) on the same RTE (Figure 1). The multi-
core based partitioning hereby also helps to avoid additional
migration-induced system overhead by separating adaptation-
related components from core system components.

One option to address the aforementioned side-effects,
induced by additional shared resources, might be a
multiprocessor-based physical separation of high critical com-
ponents from low critical and adaptation related components
(Figure 2). This design decision might already be supported in
current SoC concepts (e. g. Xilinx Zynq UltraScale+ MPSoC)
[8]. Thereby, RTE-based migration would only affect the lower
critical parts.

Fig. 1. Mixed-criticality deployment on same RTE (automotive example)

B. Migration Support

Operating system support for component and process
migration has to comprise both areas: migration decision and
migration execution (Section II).

1) Migration Decision: In order to migrate software com-
ponents and processes between different hardware devices,
at first a potential target device has to be identified based
on a global on-line schedulability analysis (global planning).
This can be done either by asking each individual device
specifically [4] based on a local on-line schedulability anal-
ysis (admission control) [9], [10], [11] or by calculating a
global decision centralized or decentralized based on aggre-
gated monitoring data. Both local and global decision-making
components thereby rely on a real-time capable run-time
monitoring component, running on each device [12], [13].

2) Migration Execution: The enforcement of migrating a
software component or process can be split into five distinct
phases: snapshot creation and serialization on source device,
transfer to, deserialization and checkpoint restore on target de-
vice. As suitable point in time for triggering snapshot creation,
we propose the context switch that is affecting the process to
be checkpointed. As a Process Control Block (PCB) will be
saved automatically by the OS during a scheduler preempt,
our proposed checkpointing component will have to extend the
existing mechanism by creating a copy of the corresponding
memory region. Compared to the residual phases, we perceive
the duration of memory checkpointing of a component/process
as the most critical factor considering the retention of real-time
behavior. Checkpointing duration is affected by a snapshot’s
granularity (full, partial or incremental memory dump) and
implementation of sequential (single-core based stop/start) or
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Fig. 2. Mixed-criticality deployment with separate hardware unit for high
critical components (automotive example)

parallel (multi-core based copy-on-write) processing, with or
without dedicated hardware-support (e.g. co-processor/FPGA
based). Snapshot storage relies on a proactive approach, which
is based on a migration decision to transfer snapshot data
to the identified target device and keep it in memory. On
the target device, the snapshot data will be restored and the
component/process has to be synchronized into the running
local schedule.

IV. IMPLEMENTATION

The proposed operating system components will be imple-
mented prototypically based on a L4 microkernel (Fiasco.OC1)
and the Genode Operating System Framework2, which acts in
form of a software abstraction layer (SAL) for various kernels
and already provides sufficient platform and driver support.
The underlying commercial off-the-shelf hardware platform is
based on the ARMv7A architecture, represented in form of a
TI OMAP4 Cortex-A9 dual-core processor (Pandaboard ES).
Ongoing development progress can be traced within the open
source project ArgOS Research3.

V. EVALUATION

Our testing environment will be based on a hybrid simulator
approach, allowing for the test of even hazardous situations, by
likewise combining the simulation of a CPS environment with
physical hardware devices. An automotive driving simulator
and a robotic simulator are integrated exemplarily. Sensor data
is provided by the simulators and will be sent to the physical
devices, which are executing the proposed operating system to
calculate necessary actuator output required for visualization

1https://os.inf.tu-dresden.de/fiasco/
2http://genode.org/
3https://github.com/argos-research

purposes. Our first test case will realize an autonomic parking
scenario, whereby the failure of the parking component is
captured via migration (fault tolerance scenario). The second
test case will address efficient resource management within
a production line, where depending on the order situation,
software components will be migrated between control units
(energy saving scenario) in order to steer either more or less
of the participating robotic actuators.

VI. NEXT STEPS

Basic migration decision making tests will start based on a
local on-line schedulability analysis approach. First migration
execution benchmarks will concentrate on snapshot granu-
larity, utilizing a shared memory based single-core stop/start
mechanism. Besides the dual-core based Pandaboard ES, the
operating system shall be extended to support an additional
quad-core platform (Figure 1), the NXP i.MX6 based UDOO
board.
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Abstract— We consider memory and network bandwidth 

regulation policies (MemGuardXt and NetGuardXt) extending 
the current state-of-the-art (genuine MemGuard). Our algorithms 
support a) dynamic adaptivity by using exponentially weighted 
moving averages prediction and b) a guarantee violation free 
operating mode for rate-constrained traffic which is important for 
supporting mixed criticality on distributed embedded systems. 
The proposed algorithms implemented as GNU/Linux kernel 
modules (in x86 and ARM v7/v8) differentiate rate-constrained 
from best effort traffic and provide a mechanism for initializing 
(before the first period or later asynchronously) and dynamically 
adapting (at periodic intervals) guaranteed memory bandwidth 
per core or network bandwidth per connected (incoming or 
outgoing) network IP. By examining a mixed-criticality scenario 
with video traffic and soft real-time electrocardiogram analysis on 
a hospital media gateway (Zedboard with two ARM v7 cores), we 
show that simultaneous use of MemGuardXt/NetGuardXt enables 
fine-grain bandwidth regulation for improved quality-of-service, 
when MemGuardXt operates in violation free mode.  

Index Terms— bandwidth regulation, best effort, memory 
bandwidth, multicore, network bandwidth, rate-constrained. 

I. INTRODUCTION 

Memory and network bandwidth management policies can 
improve communication-intensive memory-bound applications 
running on distributed embedded multicore systems-on-chip. In 
particular, memory bandwidth management schemes can 
allocate memory resources to applications in a fair manner, 
avoiding local saturation or monopoly phenomena, while 
network bandwidth regulation can apply packet monitoring and 
control to avoid filling the network capacity and more 
efficiently utilize available budget. Moreover, by combining 
these policies with CPU bandwidth scheduling, functionality 
already provided by the Linux kernel, it is possible to develop 
a holistic approach to system resource management. 

While previous research on bandwidth regulation has relied 
on specialized hardware to successfully manage shared 
resources, e.g., at memory [1, 2, 3, 4] and network interface 
level [5], we concentrate on operating system support, without 
additional hardware. While in critical hard real-time operating 
systems used in space, transportation or medicine, it is 
obligatory for certification reasons to completely avoid 
interference, in less critical systems running Linux it is often 
enough to ensure that such disruptions are not harmful. Thus, 
current regulation policies in Linux manage interference so that 

critical application tasks in a mixed-criticality environment 
achieve a sufficient, predefined performance.  

Within this context, MemGuard [6, 7] performs memory 
bandwidth management at CPU-level by using hardware 
performance counters to monitor the number of last-level cache 
misses, or accesses via the memory interconnect. In this paper, 
we present an extension to MemGuard algorithm (called 
MemGuardXt) which a) supports a violation free (VF) mode 
for placing hard guarantees on the traffic rate, and b) improves 
prediction of future bandwidth requirements using 
Exponentially Weighted Moving Averages (EWMA). In 
addition, by improving code modularity, we allow the core of 
our MemGuardXt algorithm, defined as a self-contained IP, to 
be used in one or more Linux kernel module (LKM) instances. 
Relying on this methodology, we implement two LKMs: a) a 
memory bandwidth regulation module  running MemGuardXt, 
and b) a new network regulation module on top of netfilter 
(NetGuardXt) that uses a similar algorithm to MemGuardXt. 

We evaluate our LKMs in correlation to real-time using an 
actual mixed-criticality use case with two types of tasks: a) a 
distributed sembedded oft real-time electrocardiogram (ECG) 
processing application that we have developed by extending 
open source PhysioNet packages: WaveForm DataBase 
(WFDB), Open Source ECG Analysis (OSEA) and Waveform 
Analyzer (WAVE) [8, 9], and b) incoming best effort video 
traffic. Our evaluation on a hospital media gateway prototype 
(Zedboard with two ARM Cortex-A9 cores) focuses on how 
simultaneous fine-grain control of network/memory bandwidth 
via NetGuardXt/MemGuardXt can improve quality-of-service 
of the soft real-time ECG application, when MemGuardXt 
operates in VF mode, rather than in the Non-VF mode defined 
originally in MemGuard; for further comparisons with 
hardware MemGuard implementation, cf. [4] 

Section II details MemGuardXt/NetGuardXt extensions, 
including algorithm, methodology and implementation. Section 
III details our healthcare use case running on the home media 
gateway. Section IV summarizes our results, while Section V 
provides a summary and future extension. 

II. GENUINE MEMGUARD PRINCIPLES AND EXTENSIONS 

Genuine Memguard allows sharing guaranteed bandwidth 
over several cores using a dynamic reclaim mechanism. Using 
this mechanism, cores are allocated at the beginning of each 
period (period) part (or all) of their assigned bandwidth 

*This research has been co-financed through the EU FP7-DREAMS
project under Grant Agreement No. 610640. 
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(according to history-based prediction) and donate the rest of 
their initially assigned bandwidth to a global repository 
(called G). Then, during the period, a core may obtain 
additional budget from G based on past traffic demand 
(history) and residual guaranteed bandwidth. This self-
adaptive reclaim mechanism avoids over-provisioning, 
improves resource utilization and is similar to extended self-
adaptive Dynamic Weighted Round-Robin (DWRR) [10].  

Since guaranteed memory bandwidth within a period under 
worst-case (r_min) is much smaller than maximum attainable 
bandwidth (e.g., usually 20%), MemGuard allows best effort 
(BE), i.e., traffic in excess of r_min. Thus, once all bandwidth 
has been exhausted within a period, MemGuard supports two 
methods to generate BE bandwidth which refers to bandwidth 
used after all cores (i in total) have utilized all their assigned 
budgets, before the next period begins. First, it allows all cores 
to freely compete for guaranteed bandwidth, posing regulation 
until the end of the period. Second, it applies sharing of BE 
bandwidth proportionally to reservations. There is no explicit 
provision for best effort traffic sources. As long as r_min is 
not exhausted, genuine MemGuard allows sources with a 
zero reservation (or sources that have otherwise exceeded their 
reservation), to repeatedly extract guaranteed bandwidth from 
G, up to the configurable minimum allocation (Q_min). 

A. Genuine vs Extended MemGuard (MemGuardXt) 

The genuine MemGuard algorithm [6, 7] targets average 
instead of peak bandwidth reservation which limits its use in 
real-time applications. More specifically, a rate-constrained 
(RC) flow may steal guaranteed bandwidth from other RC 
flows and even exhaust the global repository, while other RC-
flows have not yet demanded their full reservation potentially 
leading to guarantee violations. Although genuine MemGuard 
supports a reservation-only (RO) mode that removes 
prediction and reclaiming and allocates to RC traffic 
sources their full reservation in each regulation period, this 
mode performs poorly, since it cannot retrieve budget from 
(r_min - ΣQi), if ΣQi < r_min. 

The proposed MemGuardXt algorithm provides a hard 
guarantee option (called Violation Free mode or VF) on the 
bandwidth rate, important for real-time applications. This 
extension, implemented in overflow_interrupt_handler, 
restricts reclaiming from G by one or more rate-constrained 
cores, if, as a result, it can lead to a guarantee violation for 
another RC-flow within the same period. More specifically, for 
VF mode, as shown in Figure 1, we first calculate the donated 
bandwidth to G, and then serve only from the remaining rate-
constrained bandwidth (and not the whole amount). 

 
Fig. 1. MemGuardXt VF mode, for state definitions also refer to Figure 2. 

Finally, notice that genuine MemGuard supports limited 
adaptivity for predicting memory bandwidth requirements 
(few periods). MemGuardXt supports a general EWMA 
scheme, which computes a weighted average of all past 
periods based on parameter (λ) which determines the impact 
of history. EWMA prediction is pre-calculated for each core 
when a new period starts using the formula:  
zt = λ*xt +(1-λ)*zt-1, where t>1, 0≤λ≤1 and z1=x1, 

where Zt is the predicted bandwidth for the next period 
(t+1), and xt is the consumed bandwidth from the core at 
the end of the current period (t). This formula better adapts to 
traffic perturbations between small bandwidth fluctuations 
and abrupt changes (e.g., periodic data sent from sensors), 
while its computation costs are similar to those in MemGuard. 

 
Fig. 2. MemGuardXt input parameters, system state, statistics and metrics. 

Unlike genuine MemGuard, our MemGuardXt module 
implementation on x86_64 and ARM platforms (32 and 64-bit) 
is modular, supporting multiple parallel instances. Its core 
functionality is implemented as a separate, self-contained 
package (.c and .h files) written in ANSI C. For example, as 
shown in Figure 2, MemGuardXt supports four data structures: 
● MG_INPUT data structure with input parameters i, Q_min, 

r_min, period, and VF; this info can be dynamically 
modified via debugfs and update action is taken when the 
next period starts.  

● MG_STATE with initial, current, predicted and total used 
bandwidth and a criticality flag (set to true for RC traffic 
and false otherwise) Qi[], qi[], Qi_predict[], ui[], 
and rc_flag[]. If left uninitialized, Qi for all cores 
automatically takes the value of r_min/i. MemGuard 
algorithm distinguishes between RC and BE cores using the 
rc_flag[] array which denotes the criticality level of each 
core. Notice that both RC and BE cores can consume 
guaranteed and generate best effort traffic. 

● MG_STATS related to EWMA prediction algorithm with zt, 
zt-1, xt, λ, previous_period (t-1), 
current_period (t), period_unit, and G; Notice 
that, if called from kernel mode, EWMA bandwidth 
prediction is implemented using integer numbers only 
(instead of double) for optimization. 

● MG_METRICS with number of interrupts, i.e., requests for 
reclaim, used bandwidth (from all cores), best effort 
bandwidth, and number of guarantee violations, i.e. cases 
where guaranteed bandwidth has been donated and already 
consumed by others; notice that if VF is set, then GV=0. 
The above data structures and functions are used from a 

LKM which provides the necessary monitors and actuators: 
timers, cache metrics and throttle mechanisms for 

30



MemGuardXt, or timers, bandwidth metrics and accept/drop 
functionality in NetGuardXt. Basic interactions between 
MemGuardXt LKM (left) and the core algorithm (right) are 
shown in Figure 3. During module insertion and removal 
(insmod/rmmod), kernel driver functions init_module and 
cleanup_module invoke core functions for initialization and 
memory cleanup. Periodically, Prediction_EWMA function is 
called to update the bandwidth consumed by each core, and 
periodic_timer_handler resets statistics and reassigns the 
estimated bandwidth per core. This info is extracted from 
MemGuardXt core by calling make_traffic from 
period_timer_callback_slave when the period starts and 
it is increased on the fly by asynchronous calls to 
make_traffic from memguard_process_overflow 
function of the LKM which also informs Prediction_EWMA 
that previously assigned bandwidth is already consumed. 

 
Fig. 3. MemGuardXt: LKM and core algorithm.  

B. NetGuard Extension (NetGuardXt) 

We have also developed an incarnation of Extended 
MemGuard as a LKM that uses custom netfilter hooks, the 
packet filtering framework built around Linux kernel 
sk_buff structure, to drop, accept or buffer packets. This 
module (called NetGuardXt) allows independent kernel-level 
monitoring and control of network bandwidth of incoming and 
outgoing network flows using two separate LKMs. Each such 
instance may independently define source/destination client IPs 
and bandwidth parameters, e.g., r_min, Qi. The module 
supports a similar API to MemGuardXt to provide network 
bandwidth regulation on Linux on x86_64 and ARMv7; our 

implementation on ARMv8 (64-bit Dragonboard 410c) has 
failed due to limited support of iptables/netfilter on Linux 
kernel 4.0+. While currently the period, number of traffic 
sources per interface and EWMA parameters can be set 
directly from the module, other parameters (r_min, Q_min, 
and Qi)can also be configured on the fly, separately for each 
flow direction (incoming and outgoing) using debugfs. For 
example, the command  
echo “7000 500 3000 4000 15000 500 5000 10000”  
   > /sys/kernel/debug/neτguard/netguard_config 
configures NetGuardXt outgoing traffic to {r_min, Q_min, 
Q0, Q1} = {7000, 500, 3000, 4000} bytes/period (and 
similarly for incoming traffic). 

 
Fig. 4. NetGuardXt: LKM and core algorithm.  

NetGuardXt provides instant and cumulative statistics of 
accepted/dropped packets or bytes per flow direction and 
connected client. Without focusing on Linux kernel details 
(network drivers, netfilter hooks, high resolution timers, 
debugfs etc), main concepts of NetGuardXt are as in Figure 4. 

Each packet destined to a network client (incoming or 
outgoing) can be counted and checked using bool 
make_rc_traffic function. Packet is sent (NF_ACCEPT) if 
this function returns TRUE. Otherwise, the packet is dropped 
(NF_DROP). Counters are reset at the end of each period via 
function period_timer_handler().  A high resolution 
timer (hrtimer) implements the period. Similar to 
MemGuardXt, the functions Prediction_EWMA_periodic 
and Prediction_EWMA_runtime are used to adjust the 
predicted bandwidth per client. When requested bandwidth 
exceeds the given “budget” overflow_interrupt_handler 
is called to reclaim unused bandwidth from the global 
repository where donations may occur. 

III. USE-CASE: HOSPITAL MEDIA GATEWAY 

To evaluate our kernel modules, we consider a realistic 
healthcare use case mixing non-critical processes related to 
patient entertainment with critical medical tasks associated 
with ECG analysis. This solution combines different types of 
processes sharing the same system and network infrastructure. 

A. Infotainment Functionality 

Our Hospital Media Gateway (HMG) solution addresses 
end user needs for infotainment by evolving the traditional 
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hospital entertainment system (called linear TV) located in 
each room to an on-demand distributed system. Thus, in 
addition to critical medical services related to healthcare data 
acquisition, analysis, privacy protection and continuous 
physiological monitoring of the overall health and well-being, 
HMG also involves as a core function transmission of non-
critical premium content for eventual consumption by patients 
located in different rooms.  With this new feature, a number of 
smart devices can act as video clients (using a wired network) 
with regard to content services, eliminating the need for a 
dedicated high-end set-top-box per each end device.  

B. Single and Multi-Room Scenario 

 
 
 
 

 

 
 
 
 
 
 
 
 
 
 
 
Fig. 5. A Hospital Media Gateway (HMG) in a multi-room scenario  

In the single room scenario, medical patient data from up to 
8 patients collocated in the same room who wear the 
STMicroelectronics BodyGateway device (BGW) is 
transmitted via Bluetooth to local room gateways. Patients 
may move around hospital rooms as long as the Bluetooth 
signal-to-noise ratio is acceptable (usually 100m range). 
Figure 5 demonstrates the platform architecture that maps 
each local gateway to a 32-bit ARM v7 Odroid XU4 board.  

A multiple room scenario is defined as follows. First, a 
wireless Bluetooth connection is used to transmit sensor data 
from multiple BGW devices in each room to a local room 
gateway. Then, this data is transmitted from each room 
gateway (32-bit Odroid XU4) to the HMG (32-bit Zedboard 
and eventually 64-bit ARM v8 Juno board) via the hospital’s 
wired network. In order to guarantee soft real-time of the 
critical healthcare application, we must consider end-user 
delays, i.e. from BGW device/driver to hospital media server 
for ECG analysis and visualization. Another important 
requirement is scalability of the healthcare infrastructure 
without affecting real-time. For example, the number of BGW 
devices (and resp. software processes) must scale with the 
number of monitored patients while the system is running.  

C. Soft Real Time ECG Analysis and Visualization  

Our soft real-time ECG analysis is based on open source 
software, in particular an automated medical decision support 

system which diagnoses health issues (non-fatal arrhythmias), 
providing information to physicians. This system is able to 
detect and classify the heart beat signal to identify alarming 
situations, annotating such critical cardiac events graphically 
in soft real-time along with the ECG signal.  

 
Fig. 6. The ECG analysis process. 

ECG analysis is initiated on the Zedboard (server) upon 
acquisition of the heart beat signal transmitted by the Odroid 
XU4 board. This signal is extracted by the BGW driver from 
raw data sent by the BGW sensor via Bluetooth and 
transmitted to the server at a maximum rate of 256 samples 
per sec. As shown in Figure 6, our ECG analysis  invokes our 
custom real-time extensions [11] of open source WFDB and 
OSEA software libraries whose main tasks are normalization 
of the input signal according to EC-13 standard, heart beat 
detection, and QRS classification. Finally, visualization uses 
WAVE, a fast XWindows application using the XView toolkit. 
WAVE supports fast, high resolution display of ECG signals at 
different scales, with asynchronous display of annotations via 
wave-remote function. It also handles remote access by Web 
browser, but this feature is not used in our tests. 

Conversion to an EC-13 compliant format uses WFDB’s 
wrsamp function which outputs two files: a standardized ECG 
signal “synth.dat” and an ASCII “synth.hea” file which 
contains info about ECG data stored in the previous file e.g., 
the total samples. Then, our custom real-time version of 
easytest algorithm (part of OSEA) a) dynamically changes 
the sampling rate to 200 samples/sec and b) performs 
automated on-the-fly EC13-compliant heart beat detection 
and classification as Normal or Ventricular using different 
types of filters (e.g., noise reduction, QRS, SQRS) and related 
computations; these computations especially focus on 
variability of the R-R interval in the QRS complex compared 
to a 3 min training signal (chosen depending on the patient’s 
age and sex). Annotations saved in “synth.atest” file, cf. 
[8, 9], indicate a very high positive predictivity (tested with 
MIT/BIH and AHA arrhythmia databases).  

IV. EXPERIMENTAL FRAMEWORK AND RESULTS   

We now study the effect of simultaneously performing 
memory/network bandwidth regulation (using MemGuardXt 
and NetGuardXt) on a hospital media gateway (Zedboard with 
two ARMv7 Cortex-A9 cores). We apply NetguardXt to 
regulate two types of incoming network traffic on the server: 
● Video-on-demand traffic arriving to Zedboard from an 

external server via an Ethernet router. Notice that data are 
saved locally, and eventually distributed to clients via 
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streaming; this case is also similar to video transcoding. 
Since video streaming creates insignificant memory traffic 
(1-2 MB/sec), we focus on incoming traffic. However, the 
same prototype has been used to control quality-of-delivery 
of outbound video traffic using NetGuardXt, see Figure 7. 

● ECG network traffic arriving to Zedboard via an Ethernet 
router from two BGW sensors connected to an Odroid XU4.  

Fig. 7. Regulating video streaming quality-of-delivery using NetGuardXt. 

ECG processing at the Zedboard involves running three 
processes on CPU0: a) a server process that opens 
independent TCP connections to receive ECG data from BGW 
devices connected to Odroid XU4, b) an initial consumer 
process that starts WAVE application for each connected 
client, and c) an animator process that uses our real-time 
extensions to ECG analysis (repositioning the initial training 
signal) to compute and asynchronously transmit the new 
annotated signal to WAVE (via wave-remote function). In 
addition, video-on-demand service runs on CPU1. Both CPUs 
are considered rate-constrained, and the following setup is used.  
● MemGuardXt configuration uses a fixed period=1 msec, 

i=2, λ=0.2, r_min=Q0+Q1=90MB/sec, Q_min=50KB/sec; 
the relative rate Q0/Q1 (for cores 0 and 1) is set by one of 
three scripts; since Zedboard does not provide a counter for 
last level cache (L2) misses, we disabled L2 cache. 

● Similarly NetGuardXt configuration uses a fixed period=1 
sec, i=2, λ=0.2, r_min=Q0+Q1=70KB/sec, and 
Q_min=1000KB/sec, while the relative Q0/Q1 ratio (for 
cores 0 and 1) is controlled dynamically by the same three 
scripts described below.  

● The three scripts (MG 25/65, MG 50/40, and MG 75/15) 
form the driving force behind our experiment. They first fix 
MemGuardXt Q0/Q1 ratio as 25/65 (first), 50/40 (second), 
or 75/15 (third script), and then periodically, every 20 sec, 
reconfigure the NetGuardXt Q0/Q1 ratio (for cores 0 and 1) 
always with the same sequence: {18/72, 16/74, 14/76, 12/78, 
10/80, 8/82}. Thus, each script runs for 2 minutes, gradually 
decreasing assigned network budget for ECG (and 
increasing that of Video), while keeping a fixed memory 
bandwidth ratio for both applications. VF mode is used by 
default for both guards; only in Figure 11, MemGuardXt is 
used in Non-VF mode. 

Selection of Q0/Q1 rates for MemGuardXt/NetGuardXt was 
based on initial experiments that evaluated performance of 
ECG processing and video-on-demand in isolation, in order to 

locate regions in the system parameter space where mixed 
criticality effects are interesting. For example, MemGuardXt 
condition Q0+Q1=90MB/sec was based on experimenting with 
memory bandwidth requirements when both ECG and video 
application run simultaneously without restrictions.  

 
Fig. 8. Dropped Bytes for ECG and Video (as percent of accepted ones) for 
the corresponding configuration script, i.e., ECG rate decreases every 20 sec. 

Figure 8, extracted from kernel logs, shows that gradually 
decreasing ECG network bandwidth via  NetGuardXt from 
18kB/sec to 8KB/sec (in 20 sec intervals), results in an 
increasing cummulative ECG drop rate and decreases the drop 
rate of video traffic. 

 
Fig. 9. Performance of MemGuardXt for MG 75/15 configuration; the vertical 
Axis units are in bytes for Used Bandwidth (Ui) and Best Effort. 

In Figure 9 we show corresponding MemGuardXt 
performance for MG75/15 case. Notice that in this case all 
MemGuard figures continue to scale well despite the 
decreased network bandwidth, i.e., TCP retransmissions due 
to drops at the incoming network interface (see Figure 8) 
appear to be manageable in real-time. Configuring TCP 
retransmission timeout options is interesting for ECG [12]. 

Figure 10 shows an execution trace at the server for MG 
75/15. While ECG server, consumer and animation 
processes (involving wrsamp and easytest) share CPU0, the 
video-on-demand service transferring files to zedboard for 
video streaming runs on CPU1. Although ECG network rate is 
reduced, results are similar. In addition, notice that up to 50% 
of the total execution time is spent by easytest to perform 
ECG filtering and asynchronous annotation, while server 
takes ~30% to save the transmitted ECG signal, and wrsamp 
takes ~20% to perform required signal conversions to EC-13 
standard. Small variations (< 20ms with rare spikes) are due to 
file locks at server and animation process. Figure 11 
shows the same graph for Non-VF MemGuardXt mode 
(similar to genuine MemGuard). For Non-VF mode, the server 
cannot meet soft real-time requirements due to guarrantee 
violations; we record ~75K violations for Q_min=1MB/sec. 
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Fig. 10. Delays at Home Media Gateway for MG75/15 script, VF mode 

 
 

Fig. 11. Delays at Home Media Gateway for MG75/15 script, Non-VF mode 

Finally, Figure 12 compares the amount of ECG data 
delivery from each of the two BGW devices to the animator 
(WAVE application). Notice that while for MG 25/65 
configuration, one of the BGW devices has completely 
stopped due to memory bandwidth starvation; in similar 
experiments, we have seen that instead both BGWs may lag. 
However, for MG75/15 configuration, the server is able to 
process traffic from both BGW devices in soft real time. 

 
Fig. 12. Real-time performance of ECG analysis for two BodyGateway pulse 
sensors (BGW1, BGW2). Two MemGuardXT configurations are compared. 

V. CONCLUSIONS AND FUTURE WORK 

System-level bandwidth management can differentiate 
among rate-constrained and best effort traffic sources in 
systems-on-chip. Our work extends existing memory 
bandwidth regulation policies (MemGuard) by providing 
improved adaptivity through EWMA prediction and a violation 
free operating mode for rate-constrained flows. Our 
implementation follows a highly modular approach, allowing 

MemGuard extensions (MemGuardXt) to be used in multiple 
instances. By applying this approach, we have designed a 
network bandwidth regulation LKM (called NetGuardXt) 
running over netfilter to control incoming or outgoing traffic 
per IP using a similar algorithm to MemGuardXt.  

We have studied MemGuardXt/NetGuardXt effects in  
correlation to real-time by examining a mixed-criticality use 
case on a hospital media gateway prototype (Zedboard with 
two ARM Cortex-A9 cores). The gateway runs soft real-time 
ECG analysis on one core (relying on our extensions of open 
source PhysioNet packages), and stores video-on-demand 
traffic for subsequent video streaming on the second core. By 
examining different NetGuardXt/MemGuardXt configurations, 
we have shown that fine-grain control of network/memory 
bandwidth can improve ECG processing, especially when 
violation free mode is used.  

Our future plans involve extending our prototype to use a 
more powerful ARM Juno board as hospital media gateway 
and a time-triggered TTEthernet switch. This platform would 
enable isolation among rate-constrained cores/IPs dedicated to 
ECG analysis, and best-effort cores/IPs used for video 
streaming. Another MemGuard implementation at the level of 
Linux scheduler would allow regulation of rate-constrained 
and best-effort memory traffic at process- instead of core-
level. This scheduling policy is currently being implemented 
on ARMv7 technology (Zedboard running Linux kernel 3.17).  
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Abstract—There is a trend to integrate into a common plat-
form several applications with different levels of criticality. The
hypervisors-based approach has been successfully experimented
in several EU Projects contributing and improving some relevant
challenges as temporal isolation, certification and other issues.
However, the interference produced in COTS systems due to the
use of the shared resources is one of the opened and unsolved
problems. In this paper, we try to contribute to achieving realistic
solutions to this problem. This paper proposes a feedback control
scheme implemented at the hypervisor level and transparent to
the partitions. The control scheme defines two controller types.
One type of controller is oriented to limit the use of the shared
resources, through the limitation on the bus accesses, of non-
critical cores. A second type measures the activity of a critical
core and takes actions on non-critical cores when the performance
decreases. The hypervisor uses a Performance Monitor device
that provides event counters that are configured and handled
by the hypervisor. The goal of the paper is to discuss the
control scheme and the hypervisor issues. The controller tuning
to guarantee deadlines of critical partitions is not discussed in
this paper.

Keywords-Hypervisor, Mixed-criticality systems, Feedback con-
trol.

I. INTRODUCTION

In real-time systems, or in a wide sense critical systems,
there is an increasingly important trend for using applications
with different levels of criticality where multiple compo-
nents with different dependability and real-time constraints
are integrated into a shared computing platform [1]. The
reasons behind the trend for mixed criticality are mainly non-
functional: reduce costs, volume, weight and power consump-
tion that can be found in a multitude of different domains
such as industrial control, airborne and automotive systems
and space avionics, only to cite the most notable ones. The
processing capability that multi-core embedded systems can
reach allows to join in the same hardware platform applications
with more functionalities or more applications. In both cases,
there is a need of integration of time-critical and non-critical
applications. This integration is known in the community as
mixed-criticality systems [2].

From a software architecture point of view, there is a trend
in using virtualization techniques to provide a partitioning
architecture under the temporal and spatial isolation. This

This work has been funded by the H2020 Euro-CPS, FP7- DREAMS,
Spanish National R&D&I project M2C2 (TIN2014-56158-C4-01/02) and
Generalitat Valenciana PROMETEOII/2014/031

approach was initiated in the avionics sector [3] and extended
to space [4]. Virtualization support for partitioning is provided
by hypervisors. Hypervisors are layers of software that exploit
the features of the hardware platform to establish independent
execution environments. This trend has been extended to the
hardware and, actually, most of the processors offer virtuali-
sation support by adding an additional level to the processor
operation mode.

Hypervisor based approach is a solution to implement
mixed-criticality system, especially on multi-core systems.
Basic properties of the hypervisor deal with the spatial and
temporal isolation of the software partitions running on top
of the hypervisor. A partition is defined as an execution
environment containing an application and its operating system
running on its own memory space. Hypervisor mechanisms
provide the services to virtualize the hardware resources to
partitions. The XtratuM hypervisor [5] is a bare-metal hyper-
visor for embedded real-time systems that has been extended
in several EU projects [6] [7] and it is currently being used
on several space missions.

One of the crucial points for the usage of multi-core
platforms in safety-critical system is the temporal isolation
property. The hypervisor can guarantee the exact and pre-
dictable allocation of resources to partitions. However, the
execution of a partition can be affected by the execution of
other cores, commonly known as interferences. This problem,
due to the use of shared resources, can affect the execution of
a critical partition jeopardising the execution in the specified
time. These interferences introduce an unpredictable factor in
the execution of a critical task and do not permit to estimate
an upper bound of the worst case execution time (WCET) in
a multi-core system introducing timing anomalies [8].

In this paper, we focus on the execution control of parti-
tioned mixed-criticality systems running on top a hypervisor.
We propose a scheduling control co-design solution with two
controllers at the hypervisor level. The rest of the paper is
organised as follows. Section II reviews the state of the art
of related techniques. Section III presents the performance
counters used by the hypervisor to implement the control.
In Section V, it is presented the hypervisor controller goals
and the mechanisms used. Section VI defines the scope of
the execution for the controllers. Section VII shows some
experiments using a multi-core processor board. Finally, in
Section VIII some conclusions and future work are elaborated.
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II. RELATED WORK

Different methods have been proposed or are pursued to
derive guarantees for the timeliness of sets of tasks in a parallel
workload setting when performance isolation is not given.
Techniques can be static or measurement-based. The static
analysis of a whole set of concurrently executed applications
may deliver a sound and precise guarantee for the timing
behavior. The problem is the huge complexity of this approach.
Measurement-based methods are in general not able to derive
guarantees, neither in the single-core nor in the multi-core
case.

Several works have pointed out the problems of shared re-
sources in multi-core systems. In [9], it is reviewed the impact
of shared buses, caches, and other resources on performance
and performance prediction. In [10], a bus protocol based on
TDMA-based memory arbiter jointly with a second, dynamic
arbitration layer facilitates the interference-free integration of
mixed-criticality applications.

In [11], a control of the running tasks accessing to shared
resources is presented. In [12], it is defined a memory guard
mechanism that regulates the memory accesses. It is a regula-
tion oriented mechanism that allocates a maximum bandwidth
usage per timeslots. In [13], it is proposed a distributed run-
time WCET controller that stops low-criticality tasks (running
on other cores) whenever it determines that their continued
execution could cause a high-criticality task to fail to meet a
deadline. In [14] a scheduling framework that uses perfor-
mance counters to derive an average memory request latency.

On the other hand, scheduling control co-design is a topic
that combines the scheduling of real-time tasks and feedback
control solutions [15] The goal of control scheduling co-design
is to control the use of resources in a computer system by
defining controllers that take actions on the task execution.
Several feedback controllers has been defined to deal with
different control variables: task rate optimization with deadline
constraints [16], feedback-based control of thermal manage-
ment and control of media tasks [17], memory as resource [18]
and adjusting the task periods in given intervals to minimize
the hyperperiod [19].

III. PERFORMANCE MONITOR COUNTERS

Current processors can provide some mechanisms to moni-
tor how the system is performing. They offer a set of counters
of events that can be read by the operating system or an
application. In the case of multi-core platforms, registers can
be global or per core.

The Performance Monitor (PM) is a device that implements
these mechanisms supporting execution profiling [20], that can
be found on the PowerPC T2080 multi-core processor on the
NXP QorIQ T2080RDB board used in this experimentation.
The T2080 processor includes four 64-bit e6500 cores and
multi-threaded implementations of the resources for embedded
processors defined by Power ISA. The e6500 core includes a
Performance Monitor (PM) that provides a set of performance
monitor counters (PMCs) per core for defining, enabling, and
counting conditions that can trigger the performance monitor

interrupt. Each core can configure up to six counters of 32 bits
that can account specific events.

Additionally, the T2080 provides hardware extensions for
virtualization and defines a hypervisor processor mode that
allows executing the hypervisor. The XtratuM hypervisor
has been ported to this platform and provides, using the
virtualization services, full virtualization to partitions. XtratuM
handles the PMCs to account specific events during the system
execution. Using the PM, XtratuM provides the ability to
count predefined events per core associated with particular
operations such as processor cycles, executed instructions, L1
and L2 cache misses, data and instructions bus accesses, etc.,
in order to measure the efficiency of the application running
on a core. Also, performance events can be restricted to guest
or hypervisor domain.

A threshold value can be defined to any counter to trigger
interrupts when a specified value is reached. Counters can be
enabled or disabled under hypervisor or application needs.

IV. HYPERVISOR SCHEDULING

XtratuM is a bare-metal hypervisor specifically designed
for embedded real-time systems that uses virtualization tech-
niques para-virtualisation or full-virtualisation depending on
the hardware support. The XtratuM hypervisor enforces to
logically divide software components in independent execution
environments (partitions) so faults are isolated and contained.
These software partitions are spatially isolated as well as tem-
poral allocation of processor resources to partitions. XtratuM
supports the concept of virtual CPU (vCPU). Virtual CPUs
are abstractions that model hardware CPU behaviour and are
managed in an analogous way but can be allocated to any of
the existing cores. XtratuM abstracts as many virtual CPUs on
the system as physical cores. Partitions can be mono-core or
multi-core (use one vCPU or several vCPUs). The allocation
of vCPUS to real CPUs is decided in the configuration file
where the global system is fully specified: hardware, devices,
scheduling plan, communication channels, etc. A partition
can be an application compiled to be executed on a bare-
machine, a real-time application with its real-time operating
system or an application running on top of a general purpose
operating system. Multi-core application will require a SMP
guest operating system and allocate several virtual CPUs to
the partition.

The software architecture in a multi-core partitioned system
is presented in Fig. 1. It shows a system integrated by five
mono-core partitions and one multi-core partition. In the
scheduling plan, the allocation of the vCPUs to real CPUs
is defined and showed in the figure. P0 and P1 are allocated
to the real CPU0, P3 and P4 to CPU1, P5 to CPU2 and the
two vCPUs of P6 to CPU2 and CPU3, respectively. All threads
in a partition are executed in the associated CPU. The SMP
partition will schedule internaly which threads are associated
to each vCPU and, consequently, in which real CPU will be
executed.

ARINC-653 [21] defines a cyclic schedule for partitions. In
a multi-core environment, the cyclic schedule can be extended
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Fig. 1: Partitioned architecture in multi-core platforms.

to all cores by allocating partitions to cores and defining a
cyclic schedule per core. XtratuM implements a multi-plan
cyclic scheduling for multi-core systems.

The generation of the cyclic schedule should consider the
impact on task execution due to shared resources such as bus
access, L2 caches, memory, etc. In Xoncrete tool [22], most of
these issues are modelled. In [23], a methodology to generate
cyclic schedule plans for multi-core mixed-criticality systems
is proposed. From a set of critical and non-critical partitions,
it performs a partition to core allocation and generates a cyclic
schedule for each core.

The number of cores is determined by computing the utilisa-
tion of each partition and performing an allocation of partitions
to cores using binpacking techniques. A final optimisation of
the allocation is performed using greedy techniques based on
the discrepancy of the core loads.

The plan generated achieves:
• All critical partitions are allocated to a subset of cores.

We use the term Critical Core (CC) to identify cores with
critical partitions.

• Non-critical tasks are allocated to another subset of cores.
These cores are considered as Non-Critical Cores (NCC).

• Each task in a partition has its own temporal window or
slot in a core.

• Slot duration of partitions takes into account the measured
worst case execution time increased by a factor (design
criteria) that models the interference.

In this paper, we assume that one core can allocate all
critical partitions while the non-critical partitions can use
several cores. However, the proposed controller scheme is also
compatible with the execution of non critical partition on CC.
Future work will open this issue to deal with multiple critical
cores.

V. GENERAL CONTROLLER SCHEME

The main goal of the controller ccheme is to limit the inter-
ference of Non-Critical Partitions (NCP) on shared resources
that can impact on the execution of Critical Partitions (CP).

CPs have to fullfil the temporal constraints and, as con-
sequence, no direct actions on them have to be performed.

However, NCPs can be limited by suspending their execution
during some intervals in order to benefit CPs.

The control scheme depicted in Figure 2 is proposed.

Fig. 2: General controller scheme

Initially, two cores are considered. Core 0 executes CPs
and Core 1 NCPs. We will refer to them as Critical Core
(CC) and Non-Critical Core (NCC). Two controllers have been
designed. The Non-Critical Core Controller (NCC-C) reads the
performance monitor bus requests of the NCC and compares
it with a specified reference of a number of bus requests. If
the reference value is reached the controller can take action on
the NCC. On the other hand, the Critical Core Controller (CC-
C) reads the performance monitor cycles and instructions of
the CC, computes the cycles / instruction (CPI), compares the
result with the reference of this relation and takes a decision
on the NCCs. The controllers are characterised by the inputs,
control algorithm and outputs.

The CC controller is an event-based controller that is started
when a number of instructions is reached (as result of the PM
interrupt) and computes the relation between the number of
cycles spent and the number of instruction (CPI). If the CPI is
higher than the reference, it suspends the NCC activity during
the rest of the critical partition execution. On the other hand,
the NCC controller is also event-based that is aweaked when
a reference value of the bus requests is reached. The action
is suspend the NCC activity until it is resumed by the other
controller.

As these controllers have to be implemented at hypervisor
level, it is relevant to understand the impact of the controller
on the Partition execution. Ideally, an event-based controller
permits to limit the controller activity only when a significant
event occurs. This is the case of the NCC-C that will only act
once during the partition control in an NCC. However, CC-C
requires samling periodically the number of instructions be-
cause of a lack of the performance monitor of the appropriated
counter. We found that the cycles per instruction (CPI) can be
used but it has to be calculated by the controller to take the
appropriated actions if any.

VI. CONTROLLER SCOPE

Let us assume that we have a system with four partitions
and two cores. P0 and P1 are critical and P2 and P3 are not
critical. All partitions can have internal tasks but only tasks in
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critical partitions have been considered according to the task
model defined in Section IV. For simplicity, only one task is
considered in the partition slot.

The controllers will be implemented at hypervisor level. In
order to specify its scope, a set of rules are formulated:

Rule 1: When the CC is inactive, its controller is disabled.
Rule 2: When a critical partition starts the slot, both con-

trollers (CC-C and NCC-C) are enabled. If the NCC
is inactive, the enable state remains and will start to
act when some activity in the NCC is scheduled.

Rule 3: When the CC-C takes the action to suspend the
NCC activity, the current partition and future parti-
tion slots are suspended.

Rule 4: When the NCC-C takes the action to suspend its
activity, the current partition is suspended. Future
slots will start at the specified time in the scheduling
plan.

Rule 5: When a critical partition finishes the slot, controllers
are disabled. If the NCC activity was suspended
during its execution, NCC is resumed.

Rule 6: The communications between cores is performed
through inter-processor interrupts (IPIs).

Rule 7: Decisions and actions taken by controllers have to
be as simple as possible.

Rule 8: Controllers should be event based and the number
of interrupts predictable.

In conclusion to these rules, the scope of the CC-C is the
slot duration in critical cores of critical partitions. Note that
if the scheduling plan includes non-critical partitions in the
critical core, the CC-C will not act during the slots of these
partitions. However, the scope of the NCC-C is inherited from
CC-C. In other words, NCC-C will act during the same scope
of CC-C.

Figure 3 shows a possible scenario where the scope of
the controllers is defined. It shows the scheduling plan (top)
and the controller activation intervals (bottom). A simulated
evolution of the performance parameters during the controller
scope is drawn.

Fig. 3: Controller scope

During the initialization of the hypervisor and identification
of the existence of two cores, two hypervisor threads (HT0 and
HT1) that will deal with each core are created and will run in
cores C0 and C1 respectively. At t0, HTO detects the slot start
of P0 and identifies (through the configuration file) that it is
critical. It enables both controllers and sets a threshold of the
number of instructions for P0 and enables the interrupt of the
PM. Also at t0, HT1 starts the execution of P2 and receives an
IPI from HT0 and enables the controller and sets the threshold
of the bus requests counter to a specified reference. In the
interval [t0, ti1], HT0 can receive several interrupts from the
PM when the number of instructions has been completed and
computes the slope of the execution (cycles/instruction). If the
computed value is in a specified range, no action is performed.

At ti1, as consequence of the interrupt received by HT1 from
the PM informing that the maximum number of bus accesses
has been reached, HT1 suspends partition P2, stores its status
and sets the core to suspended.

At t1, P0 slot finishes and HT0 executes the partition context
switch. HT0 stores the status of P0, sends an IPI to HT1 to
resume the core activity and identifies the next partition to be
executed P1. As P1 is critical, HT0 enables the controller, sets
the threshold of the performance monitor register and executes
P1. HT1 has received the IPI to resume the core activation,
analyses the scheduling plan to know which partitions have to
be executed (P3), recover its status, sets the core to active and
writes the NBR threshold.

At ti2, as consequence of the interrupt and computed value
(out of the specified range), the action taken by CC-C is to
suspend the execution of NCC (Core 1). HT0 sends an IPI to
HT1 to perform the action. HT1 suspends the current partition
(P3), stores its status, disables the controller and sets the status
of the core to suspended.

At t2, HT0 finishes the P1 slot, stores its status and sends
an IPI to HT1 to resume the core. HT0 reads the next slot
to be executed and detects that it will occur at t3. It sets the
timer to be awake at that time. HT1, as consequence of the
IPI, resumes the core activity by identifying in the scheduling
plan the partition to be executed (P3) and executes it. For the
next slots, the action at ti3 is to suspend the NCC, while at ti4,
HT1 receives the interrupt and suspends itself.

The previous scenario can be extended to multiple non-
critical cores. Each NCC has its own NCC Controller. Actions
taken by the CC Controller are applied to all NCCs. When CC
controller takes the decision to suspend NCCs activities, sends
IPIs to all of them in the same way that was detailed in the
two cores description.

VII. EXPERIMENTATION

This section describes the scenarios evaluated considering
the use of proposed controllers. Controllers use PM counters.
After a complete analysis of the more than 60 events available
in the PM of the platform used, we have selected three
events for the controller implementation. These events are:
PME PROCESSOR CYCLES that accounts the number of
cycles, PME INSTR COMPLETED that accounts the number
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Fig. 4: Controllers are not active

of instruction executed and BIU MASTER REQUESTS that
provides the number of bus accesses requested. All events
can be applied to the guest, hypervisor or both domains.
Depending on the domain, they count the selected domain(s)
processor cycles, instructions executed, or bus requests.

Each scenario has been executed on the T2080 platform
with one critical partition (CPart) and a range of 0 to 3 NCC
executing non-critical partitions. These NCCs are labeled as
dummy partitions and are executed in temporal windows that
can overlap with CPart partition in an interval. CPart starts
in all scenarios at time 0. The goal is to measure the response
time of this partition in isolation and with the interferences
from the dummy partitions. Four scenarios have been defined.
In SC1 controllers are not active. SC2 uses NCC-Cs while
SC3 defines the CC-C. In SC4 both types of controllers are
active.

A. Scenarios evaluation

In all scenarios, CPart is executed in core 0 which is con-
sidered the critical core while Dummy partitions are executed
in cores 1, 2 and 3 (non-critical cores). We will use DP
to refer to all Dummy Partitions and DPn when a specific
Dummy Partition is referenced.

Figure 4 shows the execution of the Scenario SC1. Time
measurements are performed in processor cycles but we
present it as time (processor frequency is 1800MHz) to
facilitate the plot representation. The x-axis represents the
time in milliseconds while the y-axis draws the number of
instructions of CPart. As it can be seen, if CPart is executed
without the interference of other partitions (identified in the
plot as Inst-0D), it finishes its computation at 278ms. When
CPart is executed with DP1 starting at 0 ms (Inst-1D in
the plot), the interference introduces a delay in the CPart
execution which requires 409ms to complete its number of
instructions (computation). Inst-2D shows the evolution of
CPart instruction when 2 DP are started at the same time
than CPart. In this case, CPart finishes its computation at
591 ms. Inst-3D plots the evolution of CPart when 3 DPs
are executed starting at time 0 ms completing its execution in
802 ms.

Figure 5 shows the evolution of CPart when local NCC-Cs

are activated. The plot of CPart in isolation is maintained in
the graphic for comparison purpose. When 1 DP is executed,
the NCC-C does not take any action. It means that the
number of bus accesses measured by Core 1 does not reach
its controller reference. Inst-2D shows the evolution of the
number of instructions of CPart when 2 DP have been
started at time 0 and 120 ms. In that case, NCC-Cs of Core
1 and 2 suspend the core at 426 and 477 ms, respectively.
Inst-3D plots CPart evolution when 3 DP are activated at 0,
120 and 220 ms. In that case, core suspensions are performed
at 413, 426 and 478 ms, respectively.
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Figure 6 plots the Scenario SC3 with CC Controller active.
As it can be seen, when DP1 is executed from time 0ms, the
controller performs the action at 205 ms suspending the active
NCC. When 2 DP are started at time 0 and 120 ms, the action
of suspending NCCs is taken at 245 ms. In the case of 3 DP
starting at 0, 120 and 220 ms, the control action is perfomed
at 252 ms.

What can learn from this experiment is the need of a better
controller tuning or parameter adjustment. The reference used
by the controller is a value (35 in this case) that should be
considered according to the deadline of CPart. The control
model and tuning is not the goal of this paper. It requires to
elaborate a model and adjust the parameter for each process.
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Figure 7 shows the execution of scenario SC4. DPs start its
execution at 0, 50 and 220 ms. CC-C performs a suspension of
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cores at 206, 130 and 122 ms, when 1, 2 or 3 DP are defined.

 0

 5000

 10000

 15000

 20000

 25000

 0  50  100  150  200  250  300  350  400  450

N
um

be
r o

f I
ns

tru
ct

io
ns

 (1
03 )

Time (ms)

Scenario 4

Inst-0D
Inst-1D
Inst-2D
Inst-3D

Fig. 7: CC and NCC Controllers are active

The conclusion of this experimentation is that: i) it is
possible to control the execution of critical cores, ii) it is
needed a characterization of CPart and DP to adjust the
references. The reference of NCC-Cs should limit the number
of accesses to the bus. So, an estimation of the number of
accesses in isolation restricted to the overlap interval with
critical partition is a good starting point to set the reference
that limits the bandwidth of the NCC.

The tuning of CC-C has to consider the number of control
points (increment of the number of instructions) and the
relation between cycles and instructions (CPI). These values
should take into account the way that CPart executes the
instructions.

VIII. CONCLUSION

In this paper, we have proposed a feedback control imple-
mented at hypervisor level that can control the execution of
the critical applications on a multi-core platform under the
hypervisor execution. The controller scheme and its scope
have been defined. The proposed scope permits that the control
is effective only when critical applications are executed. The
actions proposed to control the execution of critical applica-
tions are simple: suspend the execution of non-critical cores. It
has two motivations: hypervisor decisions must be extremely
simple in order to facilitate the future certification and to avoid
complex decisions that can increase the overhead.

Future work is focused on the controller tuning, and which
and how the partition parameters are included in the configu-
ration file of the system that allows to the hypervisor define
the appropriated references to the controllers.
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[15] K. Årzén and A. Cervin, “Software and platform issues in feedback
control systems,” in Cyber-Physical Systems. Pearson Education, 2017,
pp. 165–195.

[16] E. Bini and M. D. Natale, “Optimal task rate selection in fixed pri-
ority systems,” in Proceedings of the 26th IEEE Real-Time Systems
Symposium (RTSS 2005), 6-8 Dec. 2005, Miami, FL, USA, 2005, pp.
399–409.
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Abstract—As part of a globally networked infrastructure,
future embedded platforms in the Internet of Things (IoT),
automotive, robotics, smart production, etc. will need to become
much more flexible and easier to maintain or adapt over long
lifetimes. Nevertheless, those platforms must retain dependability
in harsh environments and throughout software and hardware
changes.

We present a holistic concept consisting of a microcontroller
(MCU) and a real-time operating system (RTOS), both co-
designed for dynamically composed hardware and software. The
mosartMCU is an OS-aware MCU that incorporates security
aspects as well as application-specific logic. MCSmartOS pro-
vides a dependable software platform that perfectly fits the
mosartMCU, supports dynamic software composition regarding
real-time and security, and can also be easily ported to other
embedded platforms.

I. INTRODUCTION

With the growing ubiquity of quickly expanding domains
(e.g., the Internet of Things (IoT), automotive, robotics, and
smart production), embedded computing platforms need to
become more flexible, in order to adapt to changing customer
needs, laws and regulations, different environments, etc. As
these systems become more present in our daily lives, we rely
on them in a number of (life) critical situations, such as health
monitoring or autonomous cars. Therefore, such embedded
systems must be dependable, i.e., they must provide certain
levels of availability, reliability, safety, integrity, confidential-
ity, and maintainability [1] for real-time and secure operation
without severe consequences in case of failures.

Being part of a networked system and the global IoT
infrastructure to be expected, future embedded platforms must
always be up to date in the long-run, and must, therefore, be
changeable and maintainable regarding provided functions as
well as security features – both in software and in hardware.
One challenge is that these platforms will concurrently run
multiple and independently developed software modules and
services on few processors or cores. Another challenge will be
the reuse of already deployed IoT devices for new or changing
applications. This complicates maintainability and security of
single devices as well as of the whole network, especially
when modules/services are dynamically composed at runtime.

Apart, software benefits a lot from highly specific hardware
support. Algorithms can be implemented in hardware, and
programmable logic (FPGA) even supports modifications after
deployment, further facilitating long-term adaptability and
maintainability of the computing platforms.

Consequently, the IoT will be composed of heterogeneous
devices, ranging from very small and simple single-core ar-
chitectures to much more complex, multi-core and many-core
processors, to tailored, application-specific integrated circuits
(ASIC/FPGA). A software platform, i.e. the OS or middle-
ware, in order to be largely deployed in IoT devices, must
therefore support simple portability to existing, upcoming, and
changing hardware architectures.

The named four aspects (dependability, dynamic composi-
tion, programmable logic, and portability) directly impact the
way in which software and hardware will be developed in the
future. In fact, the current state of the art in hardware and
software design is not able to cope with these challenges.
In this paper we present an envisioned holistic concept of
microcontroller and operating system co-design for dynami-
cally composed embedded systems: the mosartMCU is an OS-
aware microcontroller unit that will also offer tailored logic
extensions (e.g. on-chip peripherals or computational units)
to applications. MCSmartOS is an RTOS that will perfectly
fit the mosartMCU. Designed for portability to virtually any
embedded platform, it provides a dependable, yet dynamic,
software platform for embedded systems. Fig.1a shows an
overview of the mosartMCU and MCSmartOS architecture.

The remainder of this paper is organized as follows: Section
II and III introduce the main characteristics of the mosartMCU
and MCSmartOS, and review related work. In Section IV,
we present an evaluation platform and a proof-of-concept,
including preliminary results of our co-design approach.

II. THE mosartMCU
A. OS-Aware MCU Architecture

While traditional Microcontroller Units (MCUs) are still the
dominant computational units for embedded systems, Field
Programmable Gate Arrays (FPGAs) will be used in the
future to support MCUs that can be adapted at runtime to
dynamically changing requirements. Furthermore, applications
will contain computationally demanding algorithms that will
be shifted to hardware, e.g., for digital signal processing,
graphic processing, control algorithms, etc. Apart, traditional
MCUs are designed with no awareness about the software
running on it, specially about currently running tasks and their
requirements on resources, reactivity, synchronization, etc.
Thus, the hardware can not actively support the OS in fulfilling
its goals. Thus, many research projects have partially or
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Fig. 1. The mosartMCU and MCSmartOS modules

completely moved the OS functionality into the MCU [2]–[7],
successfully increasing predictability of software execution
times, but unfortunately also bounding the number of tasks,
events, and resources due to hardware limitations. In fact, these
limitations prevent the use of advanced and dynamic software
techniques which provide higher flexibility, such as dynamic
data structures or dynamic task loading.

To tackle these issues, we are building the mosartMCU,
a multi-core and operating-system-aware real-time microcon-
troller based on the open RISC-V architecture [8]. The code
base for the mosartMCU is the vscale1, an open source Verilog
implementation of the RISC-V instruction set architecture. It
implements 32-bit integer and multiplication/division instruc-
tions [9], and executes them in a three-stage pipeline.

The hardware modules shown in Fig.1a give an overview
of the mosartMCU. The OS awareness gives the MCU
knowledge about the RTOS and is able to directly modify
internal OS data structures, supporting an arbitrary number
of tasks, events, and resources. The interconnect enables
communication between cores and peripherals, which always
happens securely, as described in Section II-B. Additionally,
we provide ports for tailored logic, such as the spin wheel
peripheral (detailed in Section IV), for specific applications.
These logic modules can even be updated at runtime to adapt
to new requirements. However, keeping dynamic hardware
and software compatible to same interface specifications is
a big challenge. A common problem is the inconsistency
between hardware description files (Verilog HDL) and the
software sources (C/ASM) in terms of correct address and field
information within the registers. We will address this problem
by creating a tool to automate and synchronize the generation

1https://github.com/ucb-bar/vscale

of interface files for logic modules and software source files.
Another challenge regarding the new architecture design is

real-time capability and temporal predictability. Predictable
code execution will allow schedulability analyses which are
expected to be less pessimistic than current state-of-the-art
approaches. In this regard, the new architecture has to perform
equal or better than traditional concepts, but at the same time
eliminate disadvantages regarding e.g., security.

B. Security

Software attacks on today’s massively connected embedded
devices are very common, making them easily compromised
and behave maliciously, often jeopardizing the safety of their
users [10]–[12]. In order to protect sensitive tasks running on
these devices from potential adversaries, security mechanisms
are required to provide integrity, confidentiality, and availabil-
ity guarantees.

Many software-based and hardware-based security architec-
tures have recently emerged, isolating the execution of sensi-
tive operations on a wide range of devices (see Section II-C).
While in software-based concepts one is obliged to trust the
OS or at least its core functionality, hardware-based concepts
provide stronger security guarantees by rooting trust directly in
the processor (which is assumed to be protected from physical
attacks). By various means (e.g., strong memory isolation) this
allows to isolate applications even from an untrusted operating
system (potentially controlled by an attacker) and to verify
the authenticity of critical components through attestation.
Some architectures also protect from side-channel attacks, but
they rarely provide availability guarantees, which makes them
susceptible to Denial-of-Service (DoS) attacks.

Three essential isolation concepts will be provided by our
architecture: isolating tasks, isolating inter-process communi-
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cation (IPC), and isolating I/O devices. Memory access in the
mosartMCU will be mediated by a tailored memory protection
unit (MPU) managed by the MCSmartOS kernel. The role of
the MPU will be to protect the system and the tasks from
memory corruptions caused by faulty or malicious software
components. The MPU will be aware of a code/mode-specific
protection domain. When MCSmartOS is running in privileged
mode, it will have access to all memory regions. Beside,
multiple programmable address regions will be supported
for each user task, each with start/end addresses and access
permissions. Tasks will be isolated through restricted access
to only their own code and the data they own or share with
other tasks.

Even though tasks will be isolated from one another, they
will be able to communicate with each other through se-
cure and authenticated IPC mechanisms, like secure message
queues and secure shared memory. The kernel, after verifying
the trustworthiness of a task and based on access permission
knowledge, will check whether the communicating tasks are
allowed to share information with each other. Protecting
memory-mapped I/O devices from misuse or concurrent access
through coexisting tasks is another challenge which will be
achieved by jointly extending the hardware MPU and the OS
resource management mechanism. Kernel services will provide
exclusive access to device drivers, and device drivers in turn
will lock the I/O ports while in use, as shown in Fig.1b.

In order to further enhance security, the MPU can be
extended with another level of protection, where no other
software, including the kernel, can access and change the
memory of secure tasks. The main goal of this form of
protection is to avoid leakage of sensitive information from
secure tasks, especially the values stored in registers during
context switches in preemptive systems like ours. Since the
mosartMCU is a RISC-V based architecture with four privi-
lege levels, MCSmartOS can be designed to run at supervisor
level, leaving the most privileged machine level only for
trusted software. Here, we can take care of secure boot,
secure MPU management, secure interrupt handling, secure
IPC, and attestation mechanisms, confirming the correct state
of a software component to a local or remote party.

C. Related Work

Renesas [3], [13], offers an MCU with hardware support
for almost all uC/OS III [14] API calls. The interface to the
OS is reflected in memory-mapped registers, and the API
functions are called by reading and writing to these registers.
The scheduler, which is also implemented in hardware, always
executes the highest-priority ready task. The action on inter-
rupts is configurable, i.e., the hardware can select to wake up a
task, abort a waiting task, signal a semaphore, or set an event
flag. Thus, a task is notified by the IRQ and scheduled by
the hardware iff it has highest priority. Otherwise, the task is
inserted into a ready queue maintained by the hardware. This
concept is constrained by the limited number of tasks and
events which the hardware can handle due to static memory-
mapped registers. Silicon OS [4], FASTCHART [5], and SEOS

[7] are academic solutions that implement parts of the OS
in hardware. However, these implementations also limit the
number of tasks on the system.

By changing OS data structures from within the hardware,
our MCU will not limit the number of tasks and resources,
therefore remaining flexible for dynamic embedded systems.

In terms of security, many architectures have emerged which
implement all or only parts of their Trusted Computing Base
(TCB) in hardware, and all software components which are
part of the TCB rely on these hardware security features:
ARM’s TrustZone [15] splits the execution environment into
a secure and a non-secure world. Switching between the two
is controlled by a secure monitor. The Software Guard Exten-
sion (SGX) by Intel [16] uses new CPU instructions to put
sensitive information into a strictly controlled data structure
(enclave), which is completely isolated from other processes
and enclaves, but at the same time, it cannot communicate with
the outside world. In contrast, TrustLite [17] is an academic
security architecture designed for low-end embedded devices
that lack support for isolated execution. It enables the co-
existence of normal and secure tasks (trustlets) in a single
environment, and allows the untrusted OS to schedule them.
Tytan [18] is an extension of TrustLite, allowing dynamically
configurable tasks at runtime with real-time guarantees. Sancus
[19] is a minimal low-cost hardware-only security architecture
that allows deployment of protected software modules on
remote nodes and secure interaction with other modules they
choose to trust. Sanctum [20] is mostly software-based se-
curity architecture targeting low-cost devices which promises
strong isolation of concurrent software modules which share
resources. Our security approach will not support this strict
separation of tasks into secure and non-secure components.
Instead, it allows every task to be isolated. The MPU-based
protection allows us to isolate the OS from tasks and tasks
from each other. Apart, due to upgradable privilege levels in
hardware, we can even achieve further separation of tasks from
the OS.

III. MCSmartOS

As an extension of SmartOS [21], MCSmartOS will provide
basic OS features, including a timeline, events, resources,
interrupt handling, and a preemptive and priority-based sched-
uler for concurrent tasks with different real-time requirements.
Additionally, it will support inter-core communication when
running on a multi-core processor. Fig.1a shows how MCS-
martOS integrates into an overall embedded system.

A. Dynamic Composition

A common practice in embedded systems design is to select
one hardware platform and deploy it in several locations
with different software, due to the variety of requirements
(local legislation, customer demands, etc.). After system de-
ployment, changing requirements or found bugs and security
holes demand for software updates. Since the devices are
deployed in a huge number and sometimes in unreachable
places, remote updates are of utmost importance. With the
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increasing number of embedded systems and the diversity of
application fields, it is expected that many companies will
compete in providing hardware and/or software. Thus, there
will be several approaches for similar problems, and customers
will be able to choose software from different companies to
compose their overall system. Since the resulting systems will
consist of hardware and software from different providers,
and most companies will keep the internals secret, modular
development is necessary, so that a piece of software can be
implemented and integrated without having the full knowledge
about the final system. However, a modular approach might
also lead to a huge variant diversity, which makes the current
integration process very time-consuming, or even infeasible.
Therefore it is essential that the nodes themselves are able to
decide whether or not a module can be integrated.

MCSmartOS supports dynamically composed software, i.e.,
it is able to perform changes (module addition, update, or
removal) on the running software and assures that the system
will still be compliant with its initial requirements. In order
to support such capabilities, the system must offer dynamic
linking and loading, i.e. it must be able to allocate memory,
resolve symbol references, relocate modules and load them
to memory. Additionally, before changing the software, the
system must analyze the consequences of doing so and decide
whether the change is possible, based on the interoperability
between the module to be changed and the rest of the system.
To guarantee interoperability, the system must analyze if, after
any change, I) modules will still be compatible with each
other, that is, all linking dependencies will be satisfied; II) it
will remain consistent, i.e. all modules are isolated from each
other, and there is no risk of starvation or permanent deadlocks
through cooperation mechanisms or resource sharing; and III)
it will still be schedulable regarding real-time demands.

Therefore, modules must provide individual meta-
information about linking dependencies, periods, deadlines,
worst case execution times, priorities, resource usage, events,
etc. This meta-information is extracted from the source code
at compile time by OS-specific support tools. At runtime
MCSmartOS maintains an overall system meta-information
composed from the individual meta-information, thus allowing
for the checks named above before changing the system.

The interface between the kernel and binary files containing
software updates, illustrated in Fig.1a, shows that every binary
file must be analyzed by the kernel, to check the aforemen-
tioned interoperability criteria before the module becomes
part of the system. Once all criteria are fulfilled, the kernel
passes control to the dynamic linker for symbol resolution,
and finally the loader places the module in the appropriate
memory position before executing it.

B. Portability

In order to keep MCSmartOS portable, maintainable, and
simple to understand for application, middleware, and OS de-
velopers, we have developed an automatic make environment.
The project’s structure is designed as a collection of modules
divided into three branches: middleware, apps, and hardware.

MCSmartOS
apps
middleware

arch // on-chip peripheral drivers
kernel // operating system kernels
drv // off-chip peripheral drivers
libs // libraries without OS tasks
service // libraries with OS tasks

hardware

Fig. 2. MCSmartOS software structure and middleware types

The middleware modules are divided in types, depending
on the module’s characteristics as described in Fig.2. Arch
modules are processor-specific drivers, kernel modules contain
both processor-dependent and independent code, and the other
middleware types are processor independent.

While code portability makes it important to implement
CPU-specific code only for arch middleware and some kernel
modules, we allow, for any module, the implementation of
more specific versions by simply naming the implementation
directory according to different generalization levels:

• all: generic implementation, suitable for all architec-
tures.

• <cpu>: cpu-specific implementation, suitable for any
board with the specified CPU.

• <cpu>.<pcb>: board-specific implementation, suitable
only for the specified CPU on the specified PCB.

• common: parts of the module implemented as generic
code. This is not the complete module, but only a part
that can be generic, to avoid code replication.

When linking middleware with application code for a spe-
cific board, the make environment will automatically search
for the most specific version of each module. This enables
us to easily implement generic middleware (including kernel
modules) and later optimize them for specific architectures,
without modifying application code or the build environment.

Board support packages (BSP) and CPU-specific definitions
can be found in the hardware branch for all supported boards
and CPUs, respectively. They are used by the middleware to
abstract PCB-specific connections and CPU-specific character-
istics to give even arch middleware a common interface to the
next layer. Finally, the branch apps stores application code.

Fig.1c shows the structure and naming conventions for
the MCSmartOS’s portability concept on middleware and
inside the kernel. We divided the kernel into several modules,
and only those with direct access to hardware provide an
architecture-specific implementation. On the middleware side,
consider a module controlling one LED: to keep its code
generic, we abstract board connection (I/O port to LED), LED
connection (low or high active), and I/O pin configuration.
Therefore, the module will use drv.led, which is processor
independent and thus can not directly control the I/O ports.
Instead, it calls the arch.io API, which is designed to abstract
all architectures, to configure the pin and set it to high or low.
Finally, the architecture-specific implementation of arch.io
knows how to configure the pin as output and set it high/low.
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C. Related Work

Much work has been devoted to dynamic linking and load-
ing in embedded devices, mainly for wireless sensor networks.
SOS [22] supports it natively, but demands a reboot; Contiki
[23] is more flexible and does not need a reboot after the
update. FlexCup [24] extends TinyOS to support dynamic
loading. Nevertheless, to the best of our knowledge, there are
neither RTOSs with support for dynamic linking nor works
focusing on dynamically composing real-time systems, i.e.,
dynamically loading/unloading modules and making sure the
system will remain compliant with its original requirements.

A number of works try to provide more predictability in
software execution, specially for multi-core architectures, as
those introduce uncertainties such as inter-core communica-
tion, shared memories, true parallel execution, etc. Tabish et
al. [25] propose an approach to execute tasks only from core-
local scratchpad memory, successfully achieving temporal
predictability on task execution. Other works make an effort
to combine real-time execution with the full functionality of
General Purpose Operating Systems (GPOS), usually introduc-
ing a hypervisor or virtualization [26] layer. Apart, Borghorst
et al. [27] present a complementary approach to describe
hardware architectures in order to ease RTOS implementation
and porting processes, especially in multi-core environments.

Our approach avoids extra layers, and instead aims at
providing new features when (and if at all) demanded by
the application or user. While the functionality might change
at runtime, dependable execution is inherently provided and
guaranteed by the dynamic composition approach.

IV. EVALUATION PLATFORM

As test platform, we have developed a circular LED display,
composed of a Basys3 FPGA board (featuring a Xilinx Artix-
7 FPGA) and two specially developed extension boards. The
mosartMCU is implemented as a soft core on the FPGA
together with a peripheral specially implemented for the LED
display, as shown in Fig.3. The peripheral receives an image
and controls all outputs to the boards according to their current
speed and position. The MCU is operated by MCSmartOS and
runs a demo application that decodes and provides the image.

Each extension board has a 16-bit connection to the FPGA,
24 RGB-LEDs, and the components to control each color of
each RGB-LED individually, totalizing 3 · 24 = 72 control
lines. Consequently, the two boards feature 2 · 24 = 48 RGB-
LEDs. Additionally, the boards also feature hall sensors to
detect current rotation speed and angular position.

Considering that the rotation of the platform is not constant
over time, the LED control must be adapted to the current
rotation speed in order to display the image correctly, without
flickering or deforming it. Consequently, the data of each of
the 144 LEDs must be displayed in the correct time window,
which in turn depends on the current rotation speed and the
current board position.

In our tests, one image is composed of 256 pixels per RGB-
LED, resulting in 48 · 256 = 12288 pixels in total. As shown
in Fig.4, a PWM signal generates 4 different intensities for

FPGA

spinning wheel
peripheral

demo application

x 6LED control

Extension Board 1
x 6LED control

Extension Board 2

Fig. 3. Test Platform

0% 50% 75% 100%
brightness

PWM

pixel time
tpixel tpixel tpixel tpixel

Fig. 4. Four-pixel pattern

each color channel, resulting in 43 = 64 colors. We input
an external signal with frequency fin into the mosartMCU,
simulating the hall sensor’s signal with 4 magnets equally
distributed around the rotation path. The rotation frequency
fr is therefore fin/4, and the time tpixel for each pixel is

tpixel =
1

fr · 256
. (1)

In order to show reactivity to rotation speed variations, we
simulate a sudden change on fr from 100Hz to 12.5Hz. Fig.5
shows measurements taken directly at one LED when the
rotation speed changed. The bottom part of the figure shows
that, as soon as the new frequency is detected (i.e. in the next
falling edge), the pixel time tpixel is immediately adapted.

Since we can not control all LEDs at the same time (due to
a lack of control lines), we divided them into 6 groups of 4
RGB-LEDs each. These groups are updated one after another
for each pixel. Fig.6 shows the first, fourth and last groups
being updated for the same pixel. The first and last groups are
updated with a 3.2µs delay. This delay is always constant, and
independent from fr.

The presented platform already allows us to give a proof-of-
concept for our co-designed MCU and OS. We can show that
our system is already able to interface dynamic software and

t100Hz
pixel

t12.5Hz
pixel

f in

VledR1

Fig. 5. Pixel time adapted when fr changes from 100Hz to 12,5Hz
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Fig. 6. Group delay on pixel update

application-specific hardware while keeping real-time dead-
lines despite external interference. In the future, we will dy-
namically switch modules, simulate security attacks, and test
whether the system remains dependable in any circumstance.

V. CONCLUSION

We presented a holistic concept of MCU and RTOS co-
design for dynamically composed hardware and software for
future embedded systems, along with an overview on the
mosartMCU and MCSmartOS, showing their main concepts
on OS awareness, tailored logic, security, dynamic composi-
tion, and portability. Additionally, we presented an evaluation
platform for dependable embedded systems.
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Abstract
Embedded systems augmented with graphics processing units
(GPUs) are seeing increased use in safety-critical real-time
systems such as autonomous vehicles. Due to monetary cost
requirements along with size, weight, and power (SWaP)
constraints, embedded GPUs are often computationally im-
poverished compared to those used in non-embedded systems.
In order to maximize performance on these impoverished
GPUs, we examine co-scheduling: allowing multiple appli-
cations concurrent access to a GPU. In this work, we use a
new benchmarking framework to examine internal schedul-
ing policies of the black-box hardware and software used to
co-schedule GPU tasks on the NVIDIA Jetson TX1.

1 Introduction
Fueled largely by the burgeoning autonomous vehicle in-
dustry, the demands being made of safety-critical embedded
computers are growing at unprecedented rates. The mone-
tary cost requirements and size, weight, and power (SWaP)
constraints placed on embedded systems have resulted in
traditional microprocessors being hard-pressed to provide
the computing capacity needed for computation- and data-
intensive tasks, such as analyzing multiple video feeds. To
overcome the limits of traditional microprocessors, develop-
ers of autonomous vehicles are increasingly turning to spe-
cialized hardware such as graphics processing units (GPUs).

GPU manufacturers such as NVIDIA are embracing this
new use case, as evidenced by offerings such as the Jetson
TX1: a GPU-augmented single-board computer expressly
designed for embedded development [7]. Such a platform
meets the financial, SWaP, and computational requirements
of modern embedded systems. Unfortunately, less attention
has been given to the safety-critical aspects of autonomous
systems, as mainstream GPU manufacturers have not pro-
vided key information needed for certification.

On one hand, this is not unexpected given typical GPU use
cases: gaming and, increasingly often, throughput-oriented
high-performance computing. On the other hand, informa-
tion such as cache replacement policies, DRAM organization,
and job scheduling are essential for the accurate calculation
and verification of safety-critical temporal properties. In this
paper, we present a new experimental framework and some
results illuminating one of these topics: a selection of the

∗Work supported by NSF grants CNS 1409175, CPS 1446631, and CNS
1563845, AFOSR grant FA9550-14-1-0161, ARO grant W911NF-14-1-
0499, and funding from General Motors.

GPU’s scheduling rules. A framework like ours is necessary
for evaluating behavior of the GPU’s black-box components,
which includes hardware, closed-source drivers, and user-
level libraries.

Prior work and GPU co-scheduling. Due to the black-box
behavior of most GPUs, a significant body of prior work in
real-time GPU management has chosen to enforce exclusive
GPU access [2, 3, 4, 11, 12, 13]. These works, which only
allow a single task to execute at a time on a GPU, incur capac-
ity loss if a task does not require all GPU resources. This may
be acceptable on multi-GPU systems, but, on less-capable
embedded GPUs, all possible processing cycles should be
available to maximize performance. Other works have fo-
cused on subdividing GPU jobs into smaller, more man-
ageable chunks to improve schedulability [1, 3, 5, 15]. Of
particular note is a framework called Kernelet [14], which
subdivides GPU tasks into smaller sub-tasks that can be co-
scheduled. Kernelet, however, does not provide an in-depth
investigation into how co-scheduled tasks actually behave
aside from the observation that co-scheduling can lead to
performance benefits.

Prior work by our group investigated co-scheduling GPU
operations issued by separate CPU processes [8, 9]. In brief,
this work found that GPU operations requested from separate
CPU processes were co-scheduled via multiprogramming,
where the GPU would dedicate all resources to a portion
of a single operation and allow this portion to complete
before switching to a portion of a different operation. Given
this behavior, GPU operations from different processes are,
in a sense, never executed concurrently because operations
from different processes never have threads assigned to the
GPU at the same time. This limitation does not, however,
apply to GPU operations issued from multiple CPU threads
within a single address space. Because execution from a
single address is necessary to enable a GPU to truly execute
different operations concurrently, this context is our focus in
this paper.

Contributions. In this work, we present a new framework
designed to enable observing the way GPU jobs are sched-
uled. We use these observations to infer a selected subset of
(to our knowledge) undocumented GPU scheduling policies
for the NVIDIA Jetson TX1.

Organization. In Sec. 2 of this paper, we describe our test
platform and introduce terminology essential when describ-
ing GPU scheduling. We then describe our experimental
framework in Sec. 3, detail the scheduling policies we infer
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Figure 1: Jetson TX1 architecture.

in Sec. 4, and report our results in Sec. 5. Finally, we discuss
the future direction of this research and conclude in Sec. 6.

2 Background
Our test platform. We carried out our experiments on the
NVIDIA Jetson TX1, a single-board computer with a quad-
core 64-bit ARM CPU, an integrated CUDA-capable GPU,
and 4 GB of DRAM shared between the GPU and CPU.
As mentioned in Sec. 1, this platform is relatively inexpen-
sive, accessible, and geared towards embedded development.
Fig. 1 provides a high-level overview of the TX1.

CUDA programming basics. GPUs can be viewed as co-
processors that carry out work requested by a CPU process.
Our experiments focus on CUDA, which is an API used to
interact with NVIDIA GPUs. Requests made to the GPU via
CUDA typically complete asynchronously, meaning that a
single CPU process can enqueue multiple requests and must
explicitly wait for requests to complete.

We supply the following brief list of CUDA terminology
along with Fig. 2 to provide a few necessary definitions:

• CUDA kernel: A section of code that runs on the GPU.

• Thread block (block): A collection of GPU threads that
all execute concurrently and run the same instructions,
but operate on different portions of data. The number of
threads in a block and the number of blocks associated
with a CUDA kernel are specified at runtime.

• Streaming Multiprocessor (SM): The individual cores in a
CUDA-capable GPU are partitioned into SMs. On the
TX1, up to 2,048 threads can be assigned to an SM.
Threads within a single block will never simultaneously
execute on different SMs.

• CUDA Stream (stream): A FIFO queue of CUDA kernels
and memory-transfer operations to be run by the GPU. A
single CPU process or thread can attempt to issue concur-
rent GPU operations by placing them in multiple streams.

Fig. 2 summarizes the hierarchy of how CUDA programs,
kernels, and thread blocks are related. A CUDA program

Time

CPU

CUDA
Kernels

Thread
Blocks

CUDA 
Program

Total time

Kernel time

Block time

Figure 2: Diagram illustrating the relation between CUDA pro-
grams, kernels, and thread blocks.

consists of CPU code that invokes GPU code, which in turn
is contained in CUDA kernels. The execution of a kernel
requires running a programmer-specified number of thread
blocks on the GPU. Not shown in Fig. 2 is the fact that
multiple thread blocks from the same kernel can execute
concurrently if sufficient GPU resources exist. We refer to
the time taken to execute a single thread block as block time,
the time taken from the invocation to completion of a CUDA
kernel as kernel time, and the time taken by an entire CUDA
program (including CPU portions) as total time.

A full understanding of CUDA is not necessary to un-
derstand this paper, and details about issues of relevance to
us will be given in Sec. 3. In addition, this work focuses
exclusively on scheduling GPU code issued by a single CPU
process, so several important issues are beyond the scope of
this paper (such as GPU memory management). We refer
readers to one of our prior works [9] where we consider
some of these questions in more detail.

3 Experimental Approach
In this section, we provide an overview of our experimental
approach. We begin by delving into some open questions
about scheduling on CUDA-capable GPUs. Afterwards, we
describe the experimental framework we created for submit-
ting short, handcrafted scenarios to the GPU and monitoring
the GPU scheduler’s behavior.

Documented and undocumented CUDA scheduling be-
havior. The official CUDA documentation contains almost
no information about how CUDA kernels are scheduled,
apart from the facts that kernels within a CUDA stream com-
plete sequentially and that kernels from different streams
may run concurrently.1 However, the exact conditions for
when kernels from different streams will run concurrently,
or the default ordering of kernels from different streams, is
not explicitly stated and is likely to be hardware-dependent.
One semi-official presentation from 2011 [10] gives slightly
more detail, and states that kernels from different streams are
placed into a single internal queue in issue order, and that the
head of the internal queue may be allowed to run concurrently
with other kernels if sufficient resources exist. However,
this talk covered an older GPU architecture; notably, newer
NVIDIA GPUs contain multiple internal queues [6]. Fur-

1For example, this is the description of streams given in Sec. 9.1.2 of
the Best Practices Guide for CUDA version 8.0.61.
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thermore, our own prior work found that aspects of CUDA
programs as fundamental as memory access APIs were sub-
ject to undocumented changes between software updates [9].

In brief, the high-level documentation and evolving GPU
architecture have left us with the following two questions
about the Jetson TX1’s GPU scheduling: First, under what
conditions will two kernels from different streams be sched-
uled concurrently? Second, if multiple streams have pending
kernels that cannot be scheduled concurrently, how are the
kernels from different streams prioritized?

A new framework for examining GPU scheduling. To an-
swer these questions, we designed a new testing framework
that enables scenarios to be set up in which the issue order
and resource requirements of GPU kernels can be carefully
controlled.2 Additionally, we wanted the framework to gather
detailed scheduling information, have a modular interface
for supporting different GPU workloads, and have inputs
and outputs that facilitate scripting. The current framework
consists of approximately 2,700 lines of C and CUDA code
and is available online.3

Our framework is used by providing a configuration file
describing a particular scenario. In this paper, we use the
term task to refer to a CPU thread that issues GPU work.
All tasks in a scenario would share a single address space.
Configuration files specify how many tasks should run, how
many kernels each task submits to the GPU, how long each
kernel should run, the number of threads per block, and the
total number of thread blocks per kernel invocation. Release
order is configured by specifying an amount of time each
task must sleep before issuing GPU kernels.

After a scenario completes execution, the framework pro-
duces one output file per task, each of which contains a list
of the start and end times for every block in every kernel
submitted by that task. Additionally, the framework reports
the ID of the SM on which each block ran. By combining
this block-level information from all kernels and tasks in the
scenario, we can obtain a complete view of how the scenario
was scheduled.

In order to facilitate scripting, both configuration and out-
put files use the JSON file format, which is a commonly
supported plain-text format for serializing hierarchical in-
formation. All block timing and SM IDs are recorded on
the GPU itself, by reading the globaltimer and smid
registers available to CUDA kernel code. Our observations
only depend on the relative ordering of GPU times, which
eliminates the need to synchronize CPU and GPU time.
The globaltimer register, which maintains a count of
nanoseconds, was also used to implement our primary test

2Among other things, this requires our framework to be the only GPU-
using process. We experienced confusing and inconsistent results in some
early experiments, and later found that this was due to not disabling the X
window server. We did not have displays connected to the systems, so we
did not realize that X would start by default and consume GPU resources.

3https://github.com/yalue/cuda_scheduling_
examiner_mirror
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Figure 3: Structure of Streams and Primary Queue.

kernel, which spins in a busy loop until a user-specified num-
ber of nanoseconds has elapsed. The results we present in
Sec. 5 still hold for other CUDA kernels, but most of our
experiments involved the simple busy-waiting kernel so that
the we could easily control the kernels’ execution times with
minimal interference from co-scheduled work.

4 GPU Scheduling Rules
In this section, we present rules that, to our knowledge, gov-
ern how the TX1’s GPU scheduler assigns work from multi-
ple streams within a single CPU process to the GPU. For this
set of rules, the GPU scheduler consists of one FIFO primary
queue (per address space), and, as described in Sec. 2, one
FIFO queue per CUDA stream.4 This layout is depicted in
Fig. 3, which is explained in detail after presenting the rules
below.

According to our observations using CUDA version 8.0
and simple workloads being submitted from a single address
space, the following rules dictate the order in which kernels
execute on the GPU, and whether two or more kernels will
execute on the GPU concurrently:

A. A CUDA kernel is inserted into the primary queue when
it arrives at the head of its stream.

B. A CUDA kernel can begin execution on the GPU if
both of the following are true:

B1. The kernel is at the head of the primary queue.

B2. Sufficient GPU resources are available for at least
one block of the kernel.

4This structure becomes more complex if more hardware or CUDA
features (e.g. copies or stream priorities) are considered.
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C. A CUDA kernel is dequeued from the head of the pri-
mary queue if all of its blocks have either completed
execution or are currently executing.

D. A CUDA kernel is dequeued from the head of its stream
if all of its blocks have completed execution.

Summary of GPU scheduling rules. Rules A and D restate
the rule mentioned in Sec. 2 that kernels submitted to a
single stream are always handled in FIFO order. Rules A
and B1 imply that kernels submitted from multiple streams
will run on the GPU in the same order that they arrived at
the heads of their streams. Rule C is the rule that allows
concurrent execution of multiple kernels on the GPU. In
particular, the clause stating that a kernel is removed from the
head of the primary queue if it has no remaining incomplete
or unassigned blocks means that a second kernel can reach
the head of the primary queue while the previous kernel is
still executing. Lastly, Rule B2 determines whether a kernel
at the head of the primary queue can begin execution. We
provided Fig. 3, which we next describe in detail, as a visual
example of these rules’ applications.

Example of GPU scheduling rules. In Fig. 3, two tasks
each use two separate streams to submit kernels to the GPU.
In total, these two tasks submit five kernels, labeled K1-K5.
Each kernel may have multiple blocks, so kernel K1’s ith

block is labeled “K1: i,” and K3’s single block is labeled
similarly. In this example, all blocks of K1 and K3 (with
shaded boxes) are currently assigned to the GPU. K1 and K3
have therefore been removed from the primary queue (Rule
C), but are still present at the heads of their streams. Kernels
K4 and K5 are at the heads of their streams, so they have
been added to the primary queue (Rule A). Even so, neither
is able to begin executing because K5 is not at the head of
the primary queue (Rule B1), and insufficient GPU resources
exist for a block of K4 (Rule B2). When K1 completes, it
will be dequeued from the head of its stream (Rule D), and
K2 will reach the head of its stream and be added to the
primary queue (Rule A).

GPU resource requirements. Rule B2 encompasses in it-
self a fairly complex set of constraints. In official documen-
tation, the factors that determine the GPU resource require-
ments of a CUDA kernel are all condensed into a single
metric known as occupancy.5 A kernel invocation’s occu-
pancy is based on which of three GPU resources will be most
constrained by that particular kernel. The GPU resources con-
sidered in the occupancy calculation are GPU threads, GPU
registers, and shared memory.6 CUDA GPUs have other lim-
its on execution in addition to occupancy, such as a global
maximum number of kernels per GPU, but these limits are
usually fairly high. In this work, we focused on determining

5The official occupancy calculator can be found at http:
//developer.download.nvidia.com/compute/cuda/
CUDA_Occupancy_calculator.xls

6On a CUDA GPU, shared memory refers to a small region of low-
latency memory through which GPU threads can communicate.

rules governing thread resource requirements, but our ex-
perimental approach could also be used to investigate other
occupancy-related restrictions.

When considering GPU resource requirements such as
threads, it is imperative to remember that a CUDA GPU is
organized into SMs. As described in Sec. 2, each SM is asso-
ciated with a cluster of CUDA cores, and groups of threads
from CUDA kernels are assigned to SMs. On the TX1, the
maximum number of threads that can be concurrently as-
signed to a single SM is 2,048.7 Thread blocks are always
fully assigned to a single SM, so if only 512 threads are
available on each of the TX1’s two SMs, an incoming block
of 1,024 threads cannot be scheduled. We show scenarios
where this behavior can lead to unnecessary blocking at the
end of the next section, after our experiments to validate the
set of scheduling rules.

5 Evaluation
In this section, we present a sample of experimental results
that illustrate each of the rules in Sec. 4. All of these exper-
iments were carried out using the experimental framework
described in Sec. 3.

Interpreting the plots. For each experiment, we present
one or more plots showing the time at which thread blocks
were assigned to one of the TX1’s two SMs. In these plots,
each thread block is represented by a rectangle, with the left
edge corresponding to the block’s start time on the horizontal
axis, the right edge corresponding to its end time, and the
height proportional to the number of threads in the block.
Blocks are individually labeled with their associated kernel
followed by their block number. The plots are subdivided
into upper and lower halves representing the two available
SMs, and blocks are located in the half corresponding to the
SM on which they executed. Apart from SM assignment,
the vertical ordering of blocks may be arbitrary. Finally, all
blocks issued to the same stream will have identical shades
and patterns within a single plot.

Simple experiments corroborating Rules B1, B2, and C.
Our first, basic tests were carried out to simply verify that
co-scheduling can occur when multiple kernels are submitted
from different streams in a single address space, and that
kernels become eligible to run as soon as sufficient resources
are available. These experiments only required submitting
one kernel per stream, so the per-stream processing indicated
by Rules A and D is trivial in these cases. Results of this first
set of experiments are represented in Figs. 4 and 5.

Of these first two experiments, Fig. 4 represents the sim-
plest, optimal co-scheduling situation in which we released
kernels K1 and K2 at time t = 0s and kernels K3 and K4
at time t = 0.25s. Each kernel was released in a separate
stream, configured to run for the same amount of time, and

7This number can be calculated from the Compute Capabilites table in
the CUDA Programming Guide.
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Figure 4: Basic co-scheduling behavior.

Figure 5: Greedy behavior.

required two blocks of 1,024 threads. The kernels that were
released first, K1 and K2, were co-scheduled due to Rule B2
because each kernel only required half of the available thread
resources. This meant that whichever kernel came first was
fully assigned to SMs and dequeued from the primary queue.
K3 and K4 could not commence execution until one of the
first two kernels completed, freeing thread resources.

The second experiment, depicted in Fig. 5, illustrates the
greedy behavior required by Rule C. Kernel K1, requiring
few thread resources, was released at time t = 0s. Next,
kernel K2 was released at time t = 0.25s and began execu-
tion immediately. K2, however, required executing 16 blocks
of 512 threads, which exceeded the GPU’s capacity. Kernel
K3, requiring few thread resources, was released at time
t = 0.5s, but the scheduler did not allow it to execute until
K2 had no blocks left to assign to the GPU. In accordance
with Rule C, K3 was able to reach the head of the primary
queue and begin executing while the final block of K2 was
still completing.

Experiments corroborating Rules A and D. Our first set
of experiments supported our observations about the ordering
of kernels between multiple streams, but did not include
situations that can occur when multiple kernels are submitted
to a single stream. Our next set of tests illustrates the rules
pertaining to intra- and inter-stream ordering of kernels, and

Figure 6: FIFO ordering within a stream.

Figure 7: FIFO ordering within the primary queue.

therefore focuses on the additional constraints given in Rules
A and D. Situations arising due to these rules are illustrated
in Figs. 6 and 7.

Fig. 6 contains an example of how kernels within a single
stream are executed in FIFO order. In this figure, kernels K2
and K3 were issued to a single stream, and, in accordance
with Rules A and D, K3 did not begin execution until after
K2 completed. Furthermore, K2 required too many resources
to execute concurrently with K1, even though K1 was issued
in a different stream. This is in line with earlier observations,
but it still serves as an illustration where a kernel with very
low resource requirements is blocked not only by a predeces-
sor in its own stream, but also transitively by another kernel
from a different stream.

We provide Fig. 7 as a second illustration of Rules A and
D. Unlike in Fig. 6, the kernels in Fig. 7 were executed in a
different order from that in which they were issued. Kernels
K1 and K2 were issued back-to-back at time t = 0s into
the same stream, and kernel K3 was issued into a separate
stream at time t = 0.25s. Even though K2 was issued first,
K3 executed before K2 because Rule D prevented K2 from
reaching the head of its stream until K1 completed. Kernel
K3, on the other hand, reached the head of its stream and
entered the primary queue as soon as it was submitted.
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Figure 8: An SM assignment preventing concurrent kernels.

Figure 9: An SM assignment allowing concurrent kernels.

The impact of SMs on resource constraints. So far, our
experiments focused on illustrating the behaviors caused
by the scheduling rules, but, as noted in Sec. 4, Rule B2
about resource constraints requires considering the GPU as
a set of SMs. This, along with the restriction that threads
from a single block cannot be split across multiple SMs,
prevents concurrency in some situations. We conducted one
final experiment both to illustrate one such situation, and to
demonstrate how concurrency can be improved with minor
changes to issue order.

The first of two related scenarios is presented in Fig. 8. In
this figure, kernel K1, requiring 6 blocks of 512 threads, was
released at time t = 0s. Since nothing else was currently
executing, the GPU scheduler evenly distributed K1’s six
blocks across the TX1’s two SMs, leaving only 512 unas-
signed threads remaining on each SM. This meant that when
K2, requiring a single block of 1,024 threads, was released
at time t = 0.25s, it had to wait because neither SM could
hold 1,024 threads.

Fig. 9 contains the same two kernels as Fig. 8, but with
the two kernels released in the opposite order. Here, K2’s
single larger block was assigned to SM 0, and the GPU
scheduler distributed K1’s six blocks to fill up all remaining
thread resources. While this may not be a surprising result,
it illustrates a situation in which reordering kernels could
improve GPU utilization and reduce overall execution time.

We hope to infer a set of rules describing exactly how blocks
are assigned to SMs in future work, but for now it remains
an open question.

6 Conclusion
In this work, we presented only part of an ongoing effort
to force some undocumented GPU hardware features into
the open. We eventually hope to expand the set of rules
presented here to a point where it is possible to draw broader
conclusions about schedulability for task systems that share
a single GPU. The evaluation in Sec. 5 already contains
examples of non-work-conserving scheduling that can be
predicted or even mitigated with slight foreknowledge about
a task system, coupled with what we now know about the
GPU scheduler.

We hope that GPU manufacturers come to realize that
transparency is a valuable feature in an embedded system,
but the reality is that developers of autonomous systems
are not willing to wait. Therefore, it is our duty to not only
demand greater openness, but also to work towards making
these systems safer for those who are already using them.
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Abstract—Preventing race conditions or data corruptions for
concurrent shared resource accesses of real-time tasks is a
challenging problem. By adopting the resource synchronization
protocols, such a problem has been studied in the literature,
but there are not enough evaluations that consider the overhead
from the implementations of different protocols. In this paper,
we discuss our implementation of the Multiprocessor Resource
Sharing Protocol (MrsP) and the Distributed Non-Preemptive
Protocol (DNPP) on LITMUSRT. Both of them are released in
open source under GNU General Public License (GPL2). To study
the impact of the implementation overhead, we deploy different
synchronization scenarios with generated task sets and measure
the performance with respect to the worst-case response time. The
results illustrate that generally the implementation overhead is
acceptable, whereas some unexpected system overhead may hap-
pen under distributed synchronization protocols on LITMUSRT.

I. INTRODUCTION

When concurrent real-time tasks have to access shared
resources, ensuring the timeliness is a challenging problem.
To prevent race conditions or data corruptions, concurrently
accessing the same resource is prohibited by exploiting mutual
exclusion. That is, when a task has already been granted
to access a shared resource, any other tasks cannot access
the shared resource at the same time. To realize mutual
exclusion in operating systems, semaphores are widely used.
However, using semaphores introduces other problems, e.g.,
deadlocks and priority inversions. Towards this, many resource
synchronization protocols have been proposed to prevent such
problems caused by such shared (logical) resources.

In uniprocessor systems, the Priority Ceiling Protocol (PCP)
has been widely accepted and supported in real-time operat-
ing systems. Nowadays, multiprocessor platforms have been
widely used. There have been several resource synchroniza-
tion protocols proposed for multiprocessors. Specifically, in
a recent paper by Huang et al. [9], four sound protocols,
i.e., Multiprocessor Priority Ceiling Protocol (MPCP) [11],
Distributed Priority Ceiling Protocol (DPCP) [12], Distributed
Non-Preemptive Protocol (DNPP) [9], and Multiprocessor
Resource Sharing Protocol (MrsP) [6], have been discussed.

To schedule real-time tasks on a multiprocessor platform,
there are mainly three classes of scheduling algorithms: global,
partitioned and semi-partitioned algorithms. Brandenburg et
al. [5] have recently shown that global scheduling is prob-

ably not necessary for scheduling independent and implicit-
deadline sporadic (or periodic) tasks. Even though there al-
ready exist several resource sharing protocols, there is no
clear comparison among those protocols. One open problem
is the proper task partitioning algorithms suitable for differ-
ent multiprocessor resource synchronization protocols. The
resource-oriented partitioned fixed priority (P-FP) scheduling
proposed by Huang et al. [9] is pragmatically good for the
DNPP and DPCP. There are task partitioning algorithms for
the MPCP proposed in [10], but they are in general dominated
by the resource-oriented partitioned scheduling from [9]. As
for the MrsP, to the best of our knowledge, there is no specific
discussion for task partitioning yet.

The evaluations in the literature are still mostly based
on the theoretical analyses without considering the overhead
introduced by the real-world implementation. Due to the fact
that the induced run-time overhead is not negligible in some
protocols, a theoretically good protocol may perform worse
than other protocols that only need low overhead in the
real world implementation. Although Brandenburg et al. [4]
already considered the runtime overhead on the LITMUSRT

into schedulability tests statically, they did not consider the
MrsP and the impact of the task partitioning.

Among the above four protocols, the MrsP was proposed
in 2013 by Burns and Wellings [6]. It strikes a compromise
between short and long shared resource accesses. Specifically,
the MrsP has two important features: 1) it uses spin-lock to
handle short resources accesses preferably, and 2) it has a
helping mechanism to reduce the indirect blocking from the
long resources accesses. The helping mechanism enables a task
waiting to gain access to a resource to undertake the associated
computation on behalf of any other waiting tasks. However,
the helping mechanism makes the MrsP not easy to be im-
plemented and verified. To the best of our knowledge, before
this paper, there was only one implementation published by
Catellani et al. [7]. Their implementation has been included
as a stable version in Real-Time Executive for Multiprocessor
Systems with the latest version 4.11 [1]. Catellani et al. [7]
also presented their implementation on LITMUSRT. However,
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their implementation on LITMUSRT is not publicly available.1

To have a comprehensive performance evaluation on the
same basis as [4], in this paper, we still consider the in-
curred overhead on LITMUSRT. Based on LITMUSRT, we
release our implementation as a patch of the MrsP supporting
global multi-resources non-nested accesses, and discuss the
difficulties and the potential pitfalls during the implementa-
tion process in detail. To evaluate the performance of each
protocol with respect to the worst-case response time, different
resource synchronization scenarios are studied under different
protocols.
Our contributions:

• The difficulties of the implementation are discussed. We
release an executable version of the MrsP in [13] support-
ing non-nested multi-resources sharing on LITMUSRT.
The DNPP is also released by extending the original
DPCP implementation on LITMUSRT.

• We evaluate the real-world overhead of each routine in
synchronization protocols on LITMUSRT, i.e., migration,
context switch, and helping mechanism.

• The performance of four protocols (i.e., the MPCP, the
DPCP, the DNPP and the MrsP) are evaluated with
respect to the measured worst-case response time. Some
interesting case studies are shown to illustrate different
suitable scenarios of resource sharing among all the
considered protocols.

II. MULTIPROCESSOR RESOURCE SHARING PROTOCOL

In this section, we introduce the concepts of the MrsP briefly
and discuss the difficulties of the implementation. MrsP was
developed by Burns and Wellings in [6] and has the following
properties:

• All available resources are assigned to a set of ceiling
priorities. Each resource has one ceiling priority per
processor depending upon the priorities of tasks which
use it. For processor pk, the ceiling priority of a resource
is the maximum priority of all tasks allocated to processor
pk using that resource.

• For any resource, the priority of the task which requests
that resource is immediately raised to the local ceiling of
that resource.

• The sequence of accessing to a resource is handled in a
FIFO order.

• Every task waiting to gain an access of a resource must
be capable of undertaking the associated computation on
behalf of any other waiting task. Any cooperating task
must undertake the outstanding requests in the original
FIFO order. In the rest of the paper, we follow [7] to call
this property as the helping mechanism.

Overall, the interplay within the protocol among each
component is shown in Figure 1. From the right-hand side
of Figure 1, once a task requests a resource, it spins by

1Quoting the message from Prof. Enrico Mezzetti, “... the implementation
was based on the 2013.1 (now deprecated) version of LITMUS-RT.” Although
we received the courtesy source code from them, we are not able to execute
the protocol.
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Fig. 1: Overview of resource sharing scenarios under the MrsP

setting its priority level to the local ceiling priority in that
processor immediately. Such an operation can guarantee that
there is only one task in requesting the same resource from
that processor. In other words, this ensures that the maximum
number of jobs in the waiting queue of a resource is at most the
number of processors in the system. The waiting queue of the
corresponding resource is managed in FIFO order. Moreover,
all the tasks which are spinning on their processors are ready
to help the semaphore owner. Details of the implementation
are illustrated in the following subsections.

A. FIFO Spin Lock

We apply the ticket-based spin lock [14] in our imple-
mentation, which is a spin lock and can guarantee the FIFO
order for the requests of a shared resource. It consists of two
components, a ticket variable and a grant variable. Arriving
threads atomically fetch-and-increment the ticket and then
spin, waiting for the grant variable to match the value returned
by the fetch-and-increment primitive. At that point the thread
owns the lock and may safely enter the critical section. The
pseudo code example can be found in [14].

B. Spinning at Local Ceiling

Each resource on each processor has its local ceiling,
defined as the highest priority among all the tasks (on that
processor) that request that resource. The boosting of the
priority of the spinning task to the local ceiling can ensure
that there is at most one task on that processor requesting
the same resource, since the other tasks requesting the same
resource will be en-queued into the ready queue due to the
definition of the local ceiling priority. In our implementation,
the local ceiling priority is calculated by users and given to the
system statically. When one task finishes its critical section,
the priority will be lowered to the original one. In order to
ensure that the task can return back to the original status, the
processor and the priority information are saved in advance
before it can enter to its critical section.

C. Helping Mechanism

The helping mechanism allows a spinning task on a pro-
cessor to help other tasks on other processors. Since spinning
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wastes the available computation power, when it is possible,
helping other preempted tasks can improve the performance
of the system. In the MrsP, the tasks that can be helped are the
ones that are preempted but already own semaphores and have
entered their critical sections. A task is a semaphore owner if
the semaphore is currently locked by the task. In the original
design by Burns and Wellings, several rules were introduced
in Section VI in [6] to implement the helping mechanism of
MrsP. Furthermore, Catellani et al. explained in Section 3.3 in
[7] why implementing the helping mechanism is a challenging
task. Prior to this work, the helping mechanism in MrsP was
introduced by using itemized rules. In our view, these rules can
be summarized by two scenarios, defined as Pull and Push as
follows:

Push: In this case, the preempted semaphore owner can
migrate itself actively to the processor of the spinning task,
which is waiting for the semaphore. To have this situation,
there is a task τs spinning on its processor ms before the mo-
ment that semaphore owner τo of semaphore R is preempted
by another task on processor mo where ms 6= mo. When task
τo is preempted by a higher-priority task on processor mo, it
is migrated to the helper’s processor, i.e., ms in this case. The
τo’s priority will be set to a value which is one bit higher than
the priority of τs, in order to preempt the spinning task τs on
processor ms.

To successfully implement this mechanism, we need to
identify whether such a task τs exists or not. If there are
multiple tasks spinning for being granted to access semaphore
R, we have to decide one of them to be the helper. To find
out the helper for the semaphore owner τo, the FIFO order is
used. That is, among all the spinning tasks that are waiting for
R, task τo is helped by the task that is currently spinning on
its processor without being preempted by following the FIFO
order. Here are the details of our implementations:

• Once the scheduler() notices that the semaphore owner
is preempted on processor mo, the processor id of the
semaphore owner is set to a negative number.

• Then, the function finish switch() will mark the situation
and try to find a helper for the semaphore owner.

• A field current.next is used to point to the next task which
is requesting the same resource. This parameter is set
when it is getting the ticket, so that the helpers can be
sorted in a FIFO queue. The function finish switch() will
traverse the semaphore owner’s possible helper list, to
find out whether there is a task spinning at its processor
and ready for help.

The above explanation is the simplest case without further
preemption on a semaphore owner. In fact, a semaphore owner
may be preempted while it is helped by other tasks. If so,
the semaphore owner can be further helped by other spinning
tasks. In our implementation, we only check whether the
semaphore owner can migrate back to its original processor
(recall that each task under the MrsP is assigned to one
processor originally due to task partition) and continue to
execute or be helped by other spinning tasks. If the semaphore
owner cannot proceed to be executed, it will be en-queued

to the corresponding processor’s ready queue and the flag
sem owner preempted will be marked as one.

Pull: In this case, the semaphore owner τo of semaphore
R has been preempted on processor mo. After a while, one
task τs is released and spinning on another processor ms trying
to lock the semaphore. At that moment, the semaphore owner
τo was already en-queued to the ready queue on processor mo.
Therefore, the semaphore owner has become passive, and the
helper has to actively check whether the semaphore owner is
still executing or is already preempted. Once task τs finds that
the flag sem owner preempted is set to one, which indicates
that the semaphore owner has been already preempted, the
helper will get the run-queue lock from the processor where
the semaphore owner is located, and help the semaphore owner
τo to migrate to the processor ms.

Similarly, we also need to consider the situation if the next
semaphore owner is preempted during its spinning time. Once
the scheduler() notices the spinning task is preempted, the
parameter preempted while waiting will be set to one. When
the last semaphore owner releases the resource and the next
task is noticed to have been preempted while waiting, the
parameter sem owner preempted will be set to one, so that
the potential helper can make a help.

D. Implementation Overhead and Potential Deadlock

To achieve the aforementioned two techniques, i.e., ticket-
based spin lock and helping mechanism, we added several
elements into the rt params structure which is originally used
to define the property for each task, i.e., priority, period,
execution time, etc. In the rt params structure, the keyword
volatile was adopted on the ticket mechanism as well as other
variables which may be updated frequently. The usage of
volatile keyword can avoid the optimization on subsequent
reads or writes in compilation phase; otherwise, potential
errors like incorrectly reusing a stale value or omitting writes
may take place. To implement the semaphores under the MrsP,
we created a new structure named mrsp semaphore, in which
the operation atomic t supported by the standard Linux kernel
is applied to define the variables which may be read or written
concurrently, i.e., serving ticket, sem owner preempted. The
atomic operation can protect these variables from concurrent
accesses. However, using both techniques, i.e., the keyword
volatile and atomic operations, may cause significant run-time
overhead which also influences the performance of protocols.

Moreover, deadlock had occurred in our early implementa-
tion when we followed the standard usage of ceiling protocols,
in which the local resource ceiling was set as the highest prior-
ity of the task which requests the resource on that processor.
However, in the current scheduling strategy on LITMUSRT,
when two tasks have the same given priorities, the task with
the lower PID number has the precedence in the system on
LITMUSRT. This feature results in potential deadlocks, which
is illustrated in Figure 2.

Task τ2 is released at t0 and starts its normal execution.
It enters its critical section at t1, and the priority is raised
to the resource ceiling. Task τ1 is released at t2, and it can
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preempt τ2 even when they have the same priority under the
current scheduling strategy on LITMUSRT. At t3, τ1 requests
the resource which is held by τ2, but τ2 is already preempted
by τ1. Thus, deadlock occurs. To prevent this situation, we
have two choices: 1) set the ceiling priority a bit higher than
the real one; 2) change the rule of the judgment of scheduling
strategy for two tasks with same given priorities. If two tasks
have the same priority, the first coming task has the higher
priority. In our implementation, we use the second option.
By this modification, once a task starts the execution of its
critical section, it cannot be preempted by any tasks which may
request this resource in this processor. Therefore, no deadlock
will happen.

III. OVERHEAD COMPARISON AND DISCUSSION

To evaluate the overhead of our implementation, we follow
the latest work from Huang et al. [9] to compare four sound
protocols, i.e., the MPCP, the DPCP, the DNPP, and the
MrsP, with the real implementation on LITMUSRT. Since
all the implementations are based on the plug-in partitioned
fixed-priority (P-FP) on LITMUSRT, the overhead for some
common routines are the same, e.g., migration and context-
switch. The measured overheads on LITMUSRT are shown in
Table I (see Section IV for detailed setup). Except MPCP, other
three protocols suffer from the migration overhead. DNPP
reduces the context switch overhead comparing to DPCP. In
Table I, the help overhead is the additional effort needed by
the scheduler to support the helping mechanism when making
scheduling decisions under the MrsP (migration overhead has
not counted). Naturally, the MrsP also has the migration
overheads due to the helping mechanism.

Routine Migration Context Switch Help
Avg. Time 5.6 µs 1.5 µs <1 µs

TABLE I: Routine overheads among different protocols

Besides the implementation of the MrsP, which is discussed
in the previous session, the MPCP and the DPCP we used
are originally supported on LITMUSRT. However the DNPP
is not supported yet. To realize the DNPP, we add a pair
of non-preemptive flags named np enter and np exit for the
critical section in the user space, since the scheduler on the
LITMUSRT kernel supports non-preemptive executions if these
non-preemptive flags have been set to 1’s. Similar to the

non-preemptive protocols in uniprocessor system, once a task
in a critical section has started to be executed, it cannot
be preempted until it finishes under the DNPP. Although
the overhead of context switch is greatly reduced by using
non-preemption, the blocking time for each task may cause
higher blocking time than using the DPCP. For instance,
when one task with a lower priority enters to a long critical
section by which other high priority tasks cannot access shared
resources. In the DPCP, the maximum blocking time of a task
is dominated by the longest critical section among tasks which
require the same resource with lower priorities. Nevertheless,
the maximum blocking time of tasks under the DNPP is
decided by the longest critical section among other tasks even
without using the same resource in the same synchronization
processor.

Due to the different ways of handling waiting tasks,
these four protocols can be distinguished into two classes:
suspension-based and spin-based. Under suspension-based
protocols, e.g., the MPCP2, the DPCP, and the DNPP, tasks
waiting for a global resource suspend and are en-queued in
an associated prioritized global wait queue. A task blocked by
a global resource suspends and makes the processor available
for the local tasks. Under the spin-based protocol, the task
blocked by a global resource spins on that processor unless
there is another higher priority task coming. As a spin-based
protocol, MrsP has advantages on short resources accessing
with less context switch overhead; suspension-based protocols
have advantages on long resources accessing with full usage
of processor capability. For the fairness, we prepare these two
scenarios of resource usages as our case studies in Section V,
i.e., short and long resource accesses, to evaluate the benefits
of using different protocols on LITMUSRT.

IV. EXPERIMENTAL SETUP

The hardware platform used in our experiments is a cache-
coherent SMP consisting of four 64-bit Intel i7-5600U pro-
cessors running at 2.6 GHz, with 32k L1 instruction caches as
well as 32k L1 data caches, a 256k L2 cache, 4096k L3 caches
and 8 GB of main memory. We adopt the build-in tracing
toolkit to measure the overheads and collect the performance
data, which is an efficient low-overheads toolkit proved in [2].

A. Task Set Choosing

In this paper, we generated 7 kinds of periods and 40 tasks
in total. We defined the utilization for each task between 0.1%
and 10%. Due to the limitation of the build-in tracing toolkit,
we arrange the number of tasks with different periods for
an acceptable experiment duration by following the normal
distribution as shown in Table II. The priorities of tasks are
assigned under Rate-Monotonic scheduling, i.e., the shorter
the period is the higher the priority is. Once two tasks have
the same period, the task with the higher utilization has the
higher priority.

2Suspension-based and spin-based MPCP are both supported on
LITMUSRT. In this paper, we adopt the original suspension-based MPCP [11].
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Period (ms) 5 10 20 50 100 200 1000
# of tasks 2 5 8 10 8 5 2

TABLE II: The number of tasks with different periods

From the evaluation of [9], we can find that when the
total utilization varies from 120% to 280% for 4-processor
system, the performance for each protocol shifts rapidly. Thus,
in our experiment, we consider 5 different total utilization
from 120% to 280% and each step is 40%. In order to meet
all the aforementioned constraints, i.e., the total number of
tasks, the utilization for each task, total utilization, we adopted
arithmetic progression to generate the utilization for each task
in which a task with a higher priority has higher utilization.
For each task, the expected execution time emulated by the
rtspin tool is equal to the utilization multiplying the period
for each task. For each task, we adopted normal distribution
to vary the expected execution time for each task to emulate
the various execution time of jobs in the reality. We set the
average case execution time equals to 90% of the WCET and
best case execution time as 50% of the WCET. If the generated
execution time is out of the range between 50% and 100%
WCET, it will be set as the boundary value according to which
boundary it is close to.

B. Shared Resources Allocation

As discussed in Section III, different protocols have their
advantages on different resource synchronization scenarios.
For the fairness, we define two types of resource accesses with
the constant ranges: short resource access 0µs < Rshort 6
100µs; long resource access 200µs < Rlong 6 300µs. We
set the possible lengths of generated resource execution time
as a range of constant numbers rather than the percentage
of the execution times. If we set the resource accessing time
using percentage scaling, for those tasks with long generated
execution time, the execution time for the critical section will
be very large, which makes the system difficult to be scheduled
by any of the studied synchronization protocols.

However, if the generated resource access length is larger
than the execution time of one job, we still have to use the
percentage scaling: under single resource accessing, Rshort =
20%×execution time, Rlong = 80%×execution time; under
multi-resources accessing, Rshort = 20%×execution time,
Rlong = 30%×execution time. To the end, we choose the
following four resource access scenarios in the evaluation:

• R1 short: only one short resource is available and each
task requests it at most once.

• R1 long: only one long resource is available and each
task requests it at most once.

• Multi short: six short resources are available and each
task requests three of them.

• Multi long: six long resources are available and each
task requests three of them.
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Fig. 3: Analysis of the WCRT with total utilization 200%

C. Partition Algorithm

Since the four protocols considered in this paper are all
based on partitioned or semi-partitioned scheduling, the par-
tition algorithm could play an important role. Since we are
not aware of any efficient partition algorithm for all syn-
chronization protocols, we follow [9] and adopt its proposed
heuristic partition algorithm for the DPCP and the DNPP.
For the MPCP and the MrsP, the partition algorithm we used
can be described as follows: (1) sort all the tasks by their
priorities; (2) calculate the utilization for each processor, e.g.,
the total utilization is 200% and we have four processor, which
implies that the utilization for each processor is 50% if we
can perfectly partition the tasks; (3) allocate the tasks to the
processors, starting from the highest-priority task to the first
processor until the utilization of that processor reaches to the
value that we calculated on step 2, then allocate the next task
to the next processor. Please note that, if there is no such
processors that can hold the next task, then we assign it onto
the processor which has the lowest utilization.

V. RESULTS AND DISCUSSIONS

In this section, we conducted extensive experiments using
task sets generated in Section IV. We had results of 20 groups
for each protocol under different shared resources assumptions
and utilization settings, where all of them are feasible without
deadline misses. To evaluate the performance, we measured
the worst-case response time (WCRT) of the highest-priority
tasks during the experiments among different configurations.
In the real experiments, we expect that the WCRT should be
less than or equal to the summation of theoretical value and
run-time overheads. Under our configurations, the theoretical
value of WCRT of the highest-priority tasks under the DPCP
and the DNPP with the same experiment setting are the same.

Since the overall run-time overheads of the DPCP under P-
FP plugin on LITMUSRT have been proved to be fairly small
in [3, 8], the expected WCRT in the real experiments should
be a little bit larger than the value in theory. However, as
shown in Figure 3, we found that both the DPCP and the
DNPP had unexpected overheads so that the response time
was much larger than the theoretical value even running on
another AMD platform. Due to unknown system interference,
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we could not repeat the unexpected overhead with the same
settings in every round, so that we were not able to eliminate
the unexpected system overhead. Furthermore, we can find out
that those jobs with unexpected response times are really rare,
i.e., the possibilities are less than 0.01%. By filtering them,
the WCRTs over all the other 99.9% jobs under the DPCP
and the DNPP are still close to the theoretical values. In the
following evaluations, we applied those filtered values under
the DPCP and the DNPP for a more sensible comparison.

Figure 4 shows the performance evaluation under the four
protocols in terms of the WCRTs of the highest-priority tasks.
Intuitively, we can see that the performances of tasks have
not varied significantly under different utilization. Under the
DPCP and the DNPP, the tasks with the higher priorities
may only be blocked once for requesting one resource once;
under the MPCP, the most blocking time comes from the
executions for critical sections of lower tasks in the same
processor; under MrsP, it can be blocked at most four times for
requesting one resource once. With the same WCET settings
in single resource access scenarios, the tasks with the highest-
priorities under the DPCP and the DNPP indeed have the
lowest WCRT comparing to the other protocols. However,
under multi-resources assumptions, the results under the DPCP
and the DNPP cannot always outperform the others under the
MPCP and the MrsP, since the additional overhead of the
DPCP and the DNPP plays an important role under multi-
short resources accessing situation.

VI. CONCLUSION

This paper provides the publicly available implementation
of the MrsP and the DNPP on LITMUSRT, which is avail-
able on [13]. Throughout this paper, we can notice that the
induced run-time overhead of synchronization protocols is not
negligible but acceptable. However it is hard to come out the
conclusion which protocol has to be preferred for any specific
configuration in the limited spectrum of this study. We hope
that this work may encourage more discussions in the future.

ACKNOWLEDGMENTS

This paper is supported by German Research Foundation
(DFG), as part of the Collaborative Research Center SFB876
(http://sfb876.tu-dortmund.de/). The authors thank anonymous
reviewers for their suggestions on improving this paper.

REFERENCES
[1] RTEMS: Real-Time Executive for Multiprocessor Systems. http://www.

rtems.com/, 2013.
[2] B. Brandenburg and J. Anderson. Feather-trace: A lightweight event

tracing toolkit. In Proceedings of the third international workshop on
operating systems platforms for embedded real-time applications, 2007.

[3] B. B. Brandenburg and J. H. Anderson. An implementation of the
pcp, srp, d-pcp, m-pcp, and fmlp real-time synchronization protocols
in litmusˆ rt. In Embedded and Real-Time Computing Systems and
Applications. RTCSA 2008. 14th IEEE International Conference on,
pages 185–194. IEEE.

[4] B. B. Brandenburg and J. H. Anderson. A comparison of the m-pcp,
d-pcp, and fmlp on litmusrt. In International Conference on Principles
of Distributed Systems, pages 105–124. Springer, 2008.

[5] B. B. Brandenburg and M. Gül. Global scheduling not required: Simple,
near-optimal multiprocessor real-time scheduling with semi-partitioned

a) Utilization = 120% 

 

b) Utilization = 200% 

 

c) Utilization = 280% 

 

0

0.5

1

1.5

2

R1_short R1_long Multi_short Multi_long

0

1

2

3

R1_short R1_long Multi_short Multi_long

0

1

2

3

R1_short R1_long Multi_short Multi_long

DPCP DNPP MPCP MrsP WCET

R
e
s
p

o
n

s
e

 T
im

e
 i
n

 m
s
 

R
e
s
p

o
n

s
e

 T
im

e
 i
n

 m
s
 

R
e
s
p

o
n

s
e

 T
im

e
 i
n

 m
s
 

Fig. 4: Worst case response time of the highest-priority task
under different total utilizations

reservations. In Real-Time Systems Symposium (RTSS), 2016 IEEE,
pages 99–110. IEEE.

[6] A. Burns and A. J. Wellings. A schedulability compatible multiprocessor
resource sharing protocol–mrsp. In Real-Time Systems (ECRTS), 2013
25th Euromicro Conference on, pages 282–291. IEEE.

[7] S. Catellani, L. Bonato, S. Huber, and E. Mezzetti. Challenges in the
implementation of mrsp. In Ada-Europe International Conference on
Reliable Software Technologies, pages 179–195. Springer, 2015.

[8] F. Cerqueira and B. Brandenburg. A comparison of scheduling latency in
linux, preempt-rt, and litmus rt. In 9th Annual Workshop on Operating
Systems Platforms for Embedded Real-Time Applications, 2013.

[9] W.-H. Huang, M. Yang, and J.-J. Chen. Resource-oriented partitioned
scheduling in multiprocessor systems: How to partition and how to
share? In Real-Time Systems Symposium (RTSS), 2016 IEEE.

[10] K. Lakshmanan, D. de Niz, and R. Rajkumar. Coordinated task
scheduling, allocation and synchronization on multiprocessors. In Real-
Time Systems Symposium, RTSS 2009. 30th IEEE, pages 469–478. IEEE.

[11] R. Rajkumar. Real-time synchronization protocols for shared memory
multiprocessors. In Distributed Computing Systems, 1990. Proceedings.,
10th International Conference on, pages 116–123. IEEE.

[12] R. Rajkumar, L. Sha, and J. P. Lehoczky. Real-time synchronization
protocols for multiprocessors. In Real-Time Systems Symposium, 1988.,
Proceedings., pages 259–269. IEEE.

[13] J. Shi, S. Zhao, and K.-H. Chen. MrsP-LITMUS-RT. https://github.
com/kuanhsunchen/MrsP-LITMUS-RT/, 2017.

[14] Y. Solihin. Fundamentals of parallel computer architecture. Solihin
Publishing and Consulting LLC, 2009.

58



What are you Waiting for – Removing Blocking
Time from High Priority Jobs through Hardware

Transactional Memory

Benjamin Engel and Claude-Joachim Hamann
Operating-Systems Group

Department of Computer Science
Technische Universität Dresden

Email: 〈name〉.〈surname〉@tu-dresden.de

Abstract—Sharing resources in real-time systems has been
studied for decades and is very well understood for uniprocessor
systems with a plethora of different shared-resource access
protocols, like priority inheritance or priority ceiling based
protocols. With the addition of hardware transactional memory
(HTM) to recent CPUs we investigate the consequences of
making memory-based shared resources revocable. The benefit
of revocable resources is that a high priority task does not have
to wait or block on a lower priority task holding a lock. HTM
allows to keep changes to a shared resource local to one task
and at the end of a critical section to atomically commit the
entire state. Or, in case of contention, to roll back the entire
critical section and discard all changes done so far. We do not
use HTM to optimistically access shared memory and detect
contention. We still facilitate conventional locks, but make the
access abortable, i.e. the resource revocable. The downside is
that this is not work-conserving, lower priority tasks will have
to re-execute aborted critical sections, which adds more load and
thus increments their worst-case execution times. We trade an
increase of the overall system load for removing blocking times,
favouring higher priority jobs over lower ones, which we consider
reasonable in hard real time systems.

In our experimental evaluation we observed that, depending
on the system utilisation, some task sets are no longer schedulable
(up to 30%), but on the other hand that for up to 23% of all
task sets we can entirely remove all blocking times, with 4% of
the task sets becoming schedulable only when allowing resource
revocation. The maximum blocking time saved was about 20%
of the entire task sets execution time.

I. INTRODUCTION

Real-time systems are very well researched for decades.
The major two scheduler families use static or dynamic task
priorities, where rate monotonic scheduling (RMS) belongs to
the former and earliest deadline first (EDF) to the latter, but
there is a plethora of different alternative scheduling strategies.
In most practical systems tasks need to share resources, either
hardware devices like network, disk or other peripherals, or
memory to exchange data. There is for both, uniprocessor
and multiprocessor, again a multitude of different shared-
resource access protocols, well researched and understood, like
priority inheritance [1] and priority ceiling [2] based protocols.
With the increasing number of multi-core systems, even in
the embedded area, more protocols have been proposed and
evaluated, like MSRP [3] or FMLP [4]. All these protocols
share one common assumption, that resources are not revoca-

ble. Therefore a higher priority task Th that shares a resource
(or critical section) with a lower priority task Tl will wait
and block if it tries to access such a resource R, if it is
currently locked by Tl, prolonging Th’s worst-case execution
time WCET by the Tl’s WCET accessing said resource.

With the addition of hardware transactional memory
(HTM) to modern CPUs, this assumption is no longer necessar-
ily true. Shared-memory based critical sections can be revoked.
Therefore in this paper we investigate the question if applying
HTM to existing shared-resource access protocols yield any
benefits, and if so, what are the additional costs. As a starting
point we have limited ourselves to a very basic scenario,
namely periodic task sets with implicit deadlines, basic priority
ceiling as the protocol of our choice for controlling access to
shared resources and static task priorities, thus using a rate
monotonic scheduler. At the end of this paper we give an
outlook in how far some of this limitations can be lifted.

This paper builds upon our previous work [5], where we
applied HTM to mixed criticality systems. This first step was
a natural choice, since HTM allows to abort and discard work
that was partially done, rolling back to a previous state. In
mixed criticality systems this automatically happens when the
system changes from a lower into a higher criticality mode, so
aborting tasks is absolutely fine. However, in classic real-time
systems, this is not allowed, so whenever a critical section is
aborted for whatever reason, it has to be re-executed, which
adds overhead and negatively impacts worst-case execution
times and therefore schedulability. After having gathered ex-
perience in mixed criticality systems, we want to take the next
step and understand how HTM might impact classical real-time
systems with shared-memory-based critical sections.

The remainder of this paper paper is structured as follows.
In section II we lay the foundation for our approach by briefly
reviewing hardware transactional memory (HTM) on the one
hand and worst-case response time (WCRT) on the other,
before we present in section III a small hardware extension
to our HTM implementation in gem5 and modify the WCRT
computation in section IV, to compensate for re-execution
of aborted critical sections. We evaluate our approach in
section V, address limitations in section VI before we give
ideas for future research in section VII and conclude.
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II. BACKGROUND AND RELATED WORK

In this section we describe the building blocks we use for
our research, namely hardware transactional memory (HTM)
as a hardware extension found in modern CPUs and real-
time locking protocols, that control access to shared resources.
We also briefly point out current limitations, that need to be
addressed before we can use both to remove blocking times.

A. Hardware Transactional Memory

Taking the idea of transactions from databases and applying
it to parallel computing started in the 1980s and was driven
by Maurice Herlihy, Ravi Rajwar, and Nir Shavit. But it took
almost three decades until the first hardware was available.
In 2007 Sun announced its Rock processor [6], but it was
later cancelled. AMD’s Advanced Synchronization Facility
(ASF) was proposed in 2009, but it was never integrated into
publicly available CPUs. In 2011 IBM introduced the first CPU
featuring hardware support for transactional memory [7] to be
used in high-performance computing. Intel followed in 2014
by adding Transactional Synchronization Extensions [8] for
general-purpose desktop and server systems.

Until today, IMB’s implementation has the most elaborated
design, featuring multi-versioning L2, preemptable transac-
tions and fine-grained control when and how to abort on
conflicts. Therefore Blue Gene/Q is capable to keep multiple
transactions parallel in its shared L2 cache, which allows them
to abort or roll back a newer transaction if it conflicts with
an older one, in other words selectively aborting transactions.
Both, IBM’s and Intel’s HTM, use dedicated instructions to
mark the begin and end of an transactions. Memory writes
that are part of a transaction are buffered in a transactional
cache, in IBM’s case this is the shared L2 cache with multi-
versioning data, in Intel’s case the transactional state is kept in
the core-local L1 data cache. When a critical section ends, the
transaction either commits or aborts atomically, by writing the
entire change set to memory or discarding it completely. From
an outsiders point of view this happens atomically, resembling
a very large compare-and-swap.

The HTM implementation in current Intel CPUs allows
to nest transactions technically, but logically they are all
combined and flattened into the outermost transaction, so that
whenever one aborts, all abort together, Additionally trans-
actions are rather fragile, breaking on many external events,
most prominently on interrupts, and they are not preemptable.
Therefore we had to add a hardware extension to allow
preemption and selective abort of ongoing transactions, before
we were able to use to remove blocking times, which we will
describe in detail in section III.

B. Worst-Case Response Times

The worst-case response time (WCRT ) is often used when
testing task sets for schedulability. It is the time ri between
the release of a task Ti and it’s completion. At the beginning
of a hyper period the load on a system is maximal, so when
all tasks can be scheduled and meet their deadlines, the task
set is schedulable. The WCRT can be computed as follows:

ri = Ci +Bi + Ii

where Ci is the worst case execution time of a task, Bi its
maximum blocking time and Ii the worst-case interference the
task can experience from higher priority tasks preempting it
(see [9] for further details). Ii is the sum of all interference of
higher priority tasks:

Ii =
∑

∀j∈hp(i)

⌈
ri
Tj

⌉
Cj

where hp(i) is the set of all tasks with a higher base priority
than task i. Combining these two formula allows the computa-
tion of the worst-case response time iteratively. The estimation
of the WCRT is pessimistic, as it only gives an upper bound.
A given task set is schedulable, if ri < Di for all its tasks,
where Di is the deadline of task i.

When we use HTM to make memory-based shared re-
sources revocable, the blocking term Bi becomes zero, since
higher priority tasks never block. But lower priority tasks are
negatively affected, since if they were executing a critical sec-
tion, they have to restart it, doubling the worst-case execution
time of that resource. If revocation can occur n times, the lower
priority task can require n+1 times the original WCET until
it completes, since it has to re-execute over and over again. In
section IV we account for this by adapting the formula above
and discuss the consequences.

III. SELECTIVELY ABORTING TRANSACTIONS IN THE
GEM5 OUT-OF-ORDER MODEL

In [5] we added and evaluated hardware support in the
gem5 [10] cycle-accurate simulation framework to preempt
and resume ongoing transactions. This allowed us to use tighter
bounds on critical sections in a mixed-criticality (MC) setup.
In this section we will briefly recap our approach and then
describe the minor change we have to make to use HTM
in a non-mixed-criticality system. The fundamental difference
between mixed-criticality systems and conventional real-time
systems lies in the fact that in a MC system jobs can be aborted
and dropped when the system changes from a lower into a
higher mode. So it is perfectly fine to discard work already
done. This is not the case in a normal real-time system.

But to remove blocking times, we have to abort and reset
a critical section. When a higher priority task would block,
we abort that transaction, reset the affected lower priority task
to the beginning of its critical section and immediately grant
the lock to the requesting higher priority task. To do that we
need HTM-transactions do be preemptable (which we have
already done) and furthermore to be selectively abortable. We
will now review gem5 in general and highlight the necessary
details how to add selectively abortable transactions.

Gem5 is a modular simulation framework with various
CPU, memory, device and cache models. We choose the very
detailed Out-of-Order CPU model (O3CPU), which features
a 5-stage pipeline (fetch, decode, rename, execute, commit)
and also a detailed cache configuration with private L1 data
and instruction cache and a private unified L2 cache. Although
most modern CPUs also have a shared last level L3 cache, we
did not add it, since transactional state is kept in the L1D cache.
One level beneath is required for the simulation, but more
levels just add simulation overhead without adding further
benefits. We achieved transactional support in the O3CPU
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model by adding a transaction bit to the state of all cache
lines in the private L1 data cache, to distinguish between
transactional and non-transactional state. The MOESI cache
coherence protocol was adapted to react appropriately.

With a single bit we are able to tell transactional and non-
transactional state apart, but multiple concurrent transactions
are merged into a single one. To select one transaction to
be aborted, while the other continues, we have to add more
information to distinguish which cache line belongs to which
transaction. This can be achieved by adding a few more bits
to the state of a cache line. By adding three instead of just
one bit we can support up to seven concurrent transactions
(1-7), whereas the eighth possible state (0) denotes a non-
transactional cache line. When we start a new transaction with
XBEGIN, we add a transaction number, so that when at a
later point in time a higher priority job would block on that
particular critical section, we are now able to choose exactly
this one to abort using the XABORT instruction. The other two
instructions we previously added (XPREEMPT and XRESUME)
behave similarly when preempting or resuming transactions.

When the CPU decodes a XBEGIN, this instruction cannot
execute speculatively and it is also a memory barrier. Therefore
all preceding instructions have to retire first and pending loads
and stores must commit. The CPU has an internal bitmask
of transaction numbers in use, and a register containing the
currently active transaction. The bit in the mask is set and the
register is written with the new transaction number. Further-
more the CPU sends a packet to the cache controller to inform
it about the new transaction. The cache also holds a bitmask
which transaction numbers are live and the same register
with the currently active transaction number. All following
loads and stores will now be tagged with this number and
thus become part of the transactional read- or write-set. On
XEND the CPU send a HTM-commit-request to the cache,
which in turn either removes the transaction number from
all affected cache lines, thereby making them non-speculative,
i.e. commited, or invalides them in case the transaction was
aborted. Finally the result is sent back to the CPU.

The following code snippet highlights this behaviour. The
left side shows the normal uncontentded case, whereas on the
right hand side a high priority task encounters a lock that is
taken, aborts the critical section in question in the other task,
takes ownership of the lock and immediately enters its critical
section without having to wait.

lock(); if (lock.is_locked()) {
xbegin (2); // abort other task
// critical }
// section xbegin(7);
// code // crit. section
xend (); xend();
unlock(); unlock();

In case the critical section was revoked and thus the
transaction aborted, end_transaction will fail and the
lower priority task has to re-execute. The higher priority task
takes ownership of the lock and later unlocks the resource
once it finishes its critical section. Therefore the aborted lower
priority task has to re-aquire the lock, which is for simplicity
reasons not show in the code above.

T0

T1

0 5 10

Fig. 1: Blocking

T0

T1

0 5 10

Fig. 2: Revocation

Two threats T0 and T1 share a resource. White boxes depict executions
without locks, whereas filled boxes are critical sections. The left figure
shows the schedule with normal locking, on the right we use HTM
to revoke (striped box) and abort a critical section. Thus T0 does not
need to block, but T1 has to re-execute it, so its WCET in increased.

T0

T1

0 5

. . .

Fig. 3: Revocation

T0

T1

0 5

Fig. 4: Blocking

Aborting critical sections (left) can result in unbounded WCET, so
that task sets become unschedulable, although with locks they would
have been schedulable (right).

A final detail is the number of tasks that can be supported
by using 3 bits, which translates to 7 concurrent transactions
that can be held in-flight. Assume a low priority task T0 has a
shared resource with a higher priority task T1. Further assume
T0 started its transaction. If T1 would be released, it can
abort T0 and use it’s transaction number. So for two tasks
one transaction number is sufficient. Therefore with 7 numbers
available, we can sustain up to that 14 tasks.

IV. WORST-CASE RESPONSE TIMES WITH REVOCATION

As explained in section II-B the worst-case response time
(WCRT ) is often used in schedulability tests and is computed
as ri = Ci + Bi + Ii. A task’s worst case execution time Ci

is usually determined through either WCET analysis or if
this is not feasible through measurement, although the latter
is relatively unreliable. The blocking time of a high priority
job Bi can be removed, since resources are revocable. But the
affected low priority job now has to re-execute the aborted
critical section, which increases its WCET .

The following example illustrates this tradeoff. Given
is a task set with two periodic tasks, T0(1, 1, 5) and
T1(2, 2, 10), sharing a resource, where the parameters are
(WCET,WCETcrit, period). We have to distinguish be-
tween the execution time outside a critical section (WCET )
and the time spent within a critical section (WCETcrit), since
the latter is abortable and might require re-execution.

Figure 1 shows the expected schedule when executing this
task set with a rate monotonic scheduler with priority ceiling
as resource access protocol. At time 5 the second job of task 0
is released, and since it has a higher priority preempts T1. T0

runs for one time unit until it tries to enter it critical section,
which is locked by T1, so it blocks. T1 is scheduled, completes
and unlocks and finally T0 resumes and also completes and
unlocks. We will now calculate the WCRT for T0 and T1.
C0 = 1 + 1 (one unit outside, one inside its critical section).
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B0 = 2 (WCET crit of T1). I0 is zero, since T0 is the highest
priority task in this task set and is therefore never preempted.
Thus r0 = C0 + B0 + I0 = (1+1) + 2 + 0 = 4. The deadline
D0 = 5 and r0 ≤ D0, so this task is schedulable.

Similarly C1 = 2 + 2, B1 = 0, since there are no
lower priority tasks that can block T1. The difficult part is
I1 =

∑
∀j∈hp(i)

⌈
r1
Tj

⌉
Cj . We have only one other task, thus the

sum collapses into
⌈
r1
T0

⌉
C0, resulting in the iterative equation

r1 = C1 +B1 + d r1T0
eC0

r1 = C1 +B1 +

⌈
r1
T0

⌉
· C0 |r1 = 0

= (2 + 2) + 0 +

⌈
0

5

⌉
· 2 |r1 = 4

= (2 + 2) + 0 +

⌈
4

5

⌉
· 2 |r1 = 6

= (2 + 2) + 0 +

⌈
6

5

⌉
· 2 |r1 = 8

= (2 + 2) + 0 +

⌈
8

5

⌉
· 2 |r1 = 8

After 4 iterations r1 stabilises with WCRT for task 1 being
8. The deadline D1 = 10 and r1 ≤ D1, so this task is
also schedulable, which in turn means the entire task set is
schedulable.

In Figure 2 the same task set is shown, with the same
scheduler and resource access protocol, but the shared resource
is now revocable, using hardware transactional memory. Until
time 6 it is the same schedule, but then T0 won’t block, but
abort T1’s critical section, immediately take the lock without
blocking and complete one time unit earlier. Then T1 resumes,
has to re-execute the time depicted with horizontal stripes in
the picture (since this work has been discarded) and finishes
one time unit later than in the previous example. Since the
high priority task T0 doesn’t have to wait anymore for T1 to
complete its critical section, its blocking time B0 = 0 and
thus its WCRTr0 = 2. So T0 is guaranteed to complete 2
time units earlier than without HTM.

However, the time we save for T0 now has to be accounted
in T1’s schedule. We have to adapt the schedulability test
to compensate for re-executions of critical sections. Unfor-
tunately this turns out to result in an even more pessimistic
approximation then the previous formula. The interference
term Ii describes how often a given task Ti might be pre-
empted by higher priority tasks. In the worst case every such
interruption might abort an ongoing critical section, so we have
to replace Cj by Cj +WCET criti. In other words, in the
worst case a task has to execute its critical section n+1 times,
if it could be preempted n times, resulting in a significant
higher WCRT . Thus some task sets that are schedulable
with conventional locking are no longer schedulable when
we remove the blocking time, but add the additional load
by re-executing aborted critical sections. (wee Section V for

experimental results). The WCRT for a task with hardware
transactional memory to revoke shared resources is:

ri = Ci +Bi +
∑

∀j∈hp(i)

⌈
ri
Tj

⌉
(Cj +WCET criti)

With the given formula we can now iteratively compute r1.
With the given task set comprising only two tasks, C1 = 2 +
2, B1 = 0, since T1 can’t block on lower priority tasks and
the sum again collapses into

⌈
r1
T0

⌉
(C0 +WCET crit1). For

spacial reasons we skip here the individual steps, and only give
the result of r1 = (2+2) + 16 = 20. The deadline was D1 = 10
and since r1 > D1 this task is not schedulable, according to
this schedulability test.

Nevertheless, Figure 2 clearly shows that the task set is
schedulable, the worst case would be that T0’s second job
is released right before T1 leaves its critical section, so that
is has to re-execute two instead of only one time unit. But
even in this case, there is enough slack so that both tasks
would hold their deadlines. Another example shows that with
our non-work-conserving approach the WCRT can become
unbounded. Assume again two periodic tasks T0(0, 1, 2) and
T1(0, 2, 4) sharing a resource, as depicted in Figure 3. Both
basically consist of only one critical section and together lead
to a system utilisation of 1. It is trivially clear that T0 will
indefinitely abort T1, T1 will never finish and thus r1 = ∞.
Without revocation the resulting schedule is shown in Figure 4,
which is schedulable.

V. EVALUATION

To evaluate the benefits and associated costs of making
memory-based shared resources revocable using hardware
transactional memory, we created 10.000s of random task sets
and simulated their schedule. Each task set consisted of up
to 10 tasks with a maximal utilisation of up to 30%, 50%
and 70%. In a second step we randomly choose a task and
assigned to it a semaphore, so that some tasks share resources
with others. For n tasks, we allowed up to n semaphores to
be placed, but we removed those semaphores that are not used
by at least two tasks. This means that for some task sets we
observe a much higher contention, if many or even almost
all tasks share the same resource, whereas other task sets
distribute resource accesses more evenly among them. We used
a rate-monotonic scheduler, a periodic task model with implicit
deadlines and the priority ceiling protocol for accessing shared
resources. The task parameters (execution time and period)
were generated using the uunifast algorithm [11]. Tasks always
execute the first part outside of their critical section, followed
by their critical section. The ratio between running critical
(accessing shared resources) to uncritical (executing outside
of critical sections) is 1:4, 1:3, 1:2, and 1:1, with increasing
contention, when for half of the total execution time a task
holds his locks.

The first set of experiments show the impact of revoking
resources, as seen in Figure 5. When the targeted system
utilisation is 30% and tasks execute 4 times longer outside
of critical sections than within (plot ”0.3 1:4”), 93% of all
task sets are unaffected, i.e. their schedule with blocking or
with revocation is exactly the same. In only 3% resources
were revoked, but also for 4% of these task sets revocation
resulted in deadline misses. When increasing the system load
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Fig. 6: The additional load added to a system when revoking
resources and therefore forcing lower priority tasks to re-execute work
already partially done. The plot shows the average additional load in
percent, as well as the maximum. We did not plot the minimum, since
it was either zero or very close to it.

to about 50%, 78% of all task sets are unaffected. In 11% we
were able to successfully revoke locks held by lower priority
tasks, thereby elimination blocking times, but in another 10%
the tasks sets missed their deadlines, if we allowed revocation.
With an increasing contention (higher load, less time outside
critical sections), more and more schedules change, the per-
centage of task sets that we can execute without blocking times
increased, but so does the amount of task sets that become no
longer schedulable. Finally there are a few (1%-4%) tasks sets
that become schedulable with resources being revocable, that
would have failed their deadlines when they were to block.
Sporadic task sets with low to medium system load, where
tasks have very tight deadlines (slack less than their critical
section) cannot be scheduled by any scheduler that does not
support revocation.
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Fig. 7: The amount of blocking time removed in percent. Again we
plot only the average and the maximum, the minimum is of cause
close or equal to zero, similar to the plot above. The average is less
or equal to 1%, but for some task sets up to 23% of all execution
time was spent blocking, which was removed.
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Fig. 8: A scatter plot of 200 task sets showing the ratio of blocking
times saved divided by workload added. Please pay attention to the
logscale on the y-axis. The red line at y=1 indicate a 1:1 ratio of
removed blocking compared to added workload.

The next question was how much work is actually added,
when higher priority tasks can abort critical sections of lower
priority tasks, thereby forcing them to start again and re-
execute their resource access. Figure 6 shows our results. On
average both added work load and saved blocking times are
less or near to 1%, which increases with higher utilisation and
more contention, which is not surprising at all. The amount
of additional load of cause heavily depends on the particular
task set, for some we saw an increase of up to 17%. But this
additional overhead, if the task set remains schedulable, brings
the benefit of removing all blocking time from the system.
Whenever a higher priority task tries to take a lock that is not
free, it revokes that resource from its lower priority owner
and resets the task to the beginning of its critical section.
It is then immediately granted access. In Figure 7 we show
the total amount of blocking time removed from task sets.
The average blocking time was between 0% and 1%, but the
maximum blocking time that a task set contained was 23%.
Unfortunately there is no relation between the blocking time
removed and the additional overhead inflicted. For some task
sets removing only a few time units (0% - 1%) resulted in
significant higher additional work load. On the other hand
removing all blocking time from some task sets added basically
no significant overhead, so there is no obvious cost-benefit
tradeoff, as Figure 8 shows for a random 200 task set sample.
The amount of saved blocking time and the addidional added
workload does not really correlate.

This concludes our evaluation, we have shown that for
periodic task sets with implicit deadlines, a rate monotonic

63



scheduler and priority ceiling for accessing shared resources,
we can remove all blocking times at the cost of adding
additional workload for lower priority tasks. The removed
blocking time and the added workload are comparable, but not
directly dependent. Unfortunately some task sets do become
unschedulable, especially when the utilisation is already high,
since adding more load result in deadline misses for those task
sets. However, we also saw task sets that were not schedulable
under blocking became schedulable when resources can be
revoked. In the next section we will briefly discuss limitations
and how some of them may be overcome.

VI. LIMITATIONS

The basis of our approach is using hardware transactional
memory as a way to make memory based shared resources
revocable. Therefore all limitations of a particular hardware
implementation also limits our approach. The two major hard-
ware limitations are overhead and capacity of the transactional
buffer. Starting and committing an empty transaction, i.e.
with no memory state to commit, takes roughly 100 cycles,
depending on the CPU. If critical sections are very short, this
overhead get more and more prohibitive, but on the other hand
if a critical section is very short, the contention is expected
to be less severe, so conventional locks, even spinning locks,
might be the better choice. The second limitation is the amount
of transactional that the CPU can keep in flight, i.e. the size
of the transactional buffer. Intel did not reveal so far the
detailed implementation of their HTM implementation, but
developer and optimisation manuals as well as measurements
strongly indicate that the L1 data cache is used to buffer
transactional state. With its limited size of 32K, all concurrent
transactions (i.e. critical sections), need to fit in that cache.
Moreover L1D has only 4 ways, so data layout has to be
carefully chosen to avoid evictions when accessing the same
way more than 4 times, resulting in an unavoidable transaction
abort. But cache coloring is a well-known technique that can
be used to assign parts of a cache to specific tasks. For
resources that are not based on shared memory, a software
transactional approach might be suitable, if the resource itself
can be revoked, i.e. hardware devices that can abort and safely
re-execute commands.

VII. FUTURE WORK

We choose for the evaluation a periodic task model with
implicit deadlines, a rate monotonic scheduler and the priority
ceiling protocol. A sporadic task model with inter-arrival times
would be the very next step, choosing priority inheritance is
another, using an EDF scheduler is a third option for further
investigation. In our setup the decision when to revoke a locked
resource was purely based on the task’s priority, since we
wanted to remove all blocking time. But this is not necessarily
the best choice. The order which task can revoke which
resource from which lock holder is freely choosable, so for
instance a very low priority task with a long deadline might be
’important’ in the sense that once it has locked its resources, no
one shall be allowed to revoke it. For a given task set the policy
of revocation priority is orthogonal to scheduling priority. It
can even be decided at runtime. Image a slack-aware scheduler,
that can decide if there is enough slack to compensate the
inflicted re-execution, and only in these cases grant a task

the right to abort another one’s critical section. Taking this
approach even one step further, a task can note in the lock
when it acquired it and a higher priority task that would block
or revoke, can detect the progress already within that critical
section and decide whether to wait or revoke, depending on
the amount of progress already made.

VIII. CONCLUSIONS

In this paper we investigated the benefits of using hard-
ware transactional memory in classic real time systems with
memory-based shared resources. We have shown that by using
HTM’s roll-back feature we can revoke resources, thereby
removing all blocking time, but at the expense of adding load
to the system, since aborted critical sections need to be re-
executed. There is no clear benefit of our approach for all task
sets, since some, especially in high load setups, become un-
schedulable, although for up to 23% of all randomly generated
task sets we were able to entirely remove all blocking times,
and 4% of our task sets became schedulable only by allowing
resources to be revoked.

For hard real-time systems we argue it is an improvement
to favour high priority tasks and remove all their blocking
time, albeit we do so at the cost of lower tasks, that suffer
longer execution times, since they are forced to re-execute their
aborted critical sections.
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OSPERT 2017 Program

Tuesday, June 27th 2016
8:00 – 9:00 Registration
9:00 Welcome
9:05 – 10:00 Keynote talk: The Future of Automotive Software Infrastructure – Building adaptive

dependable systems
Dr. Moritz Neukirchner

10:00 – 10:30 Coffee Break

10:30 – 12:00 Session 1: The thing called RTOS

Shared Resource Partitioning in an RTOS
Eunji Pak, Donghyouk Lim, Young-Mok Ha and Taeho Kim

Look Mum, no VM Exits! (Almost)
Ralf Ramsauer, Jan Kiszka, Daniel Lohmann and Wolfgang Mauerer

What are you Waiting for – Removing Blocking Time from High Priority Jobs through
Hardware Transactional Memory

Benjamin Engel and Claude-Joachim Hamann

Migration of Components and Processes as means for dynamic Reconfiguration in Dis-
tributed Embedded Real-Time Operating Systems

Sebastian Eckl, Daniel Krefft and Uwe Baumgarten

12:00 – 13:20 Lunch

13:20 – 15:00 Session 2: Memory and the other thing

Network and Memory Bandwidth Regulation in a Soft Real-Time Healthcare Application
Miltos Grammatikakis, George Tsamis, Polydoros Petrakis, Angelos Mouzakitis and Marcello Coppola

Hypervisor Feedback Control of Mixed Critical Systems: the XtratuM Approach
Alfons Crespo, Angel Soriano, Patricia Balbastre, Javier Coronel, Daniel Gracia and Philippe Bonnot

A Co-Designed RTOS and MCU Concept for Dynamically Composed Embedded Systems
Renata Martins Gomes, Marcel Baunach, Maja Malenko, Leandro Batista Ribeiro and Fabian Mauroner

Inferring the Scheduling Policies of an Embedded CUDA GPU
Nathan Otterness, Ming Yang, Tanya Amert, James Anderson and F. Donelson Smith

15:00 – 15:30 Coffee Break

15:30 – 16:25 Keynote talk: How to program space vehicles? Make it simple!
Prof. Sergei Montenegro

16:25 – 16:45 Break

16:45 – 17:45 Session 3: Oh no, I got synch’ed

Implementation and Evaluation of Multiprocessor Resource Synchronization Protocol
(MrsP) on LITMUSRT

Junjie Shi, Kuan-Hsun Chen, Shuai Zhao, Wen-Hung Huang, Jian-Jia Chen and Andy Wellings

Predictable Low-Latency Interrupt Response with General-Purpose Systems
Adam Lackorzynski, Carsten Weinhold and Hermann Härtig

17:45 – 18:00 Wrap-up

Wednesday, June 28th – Friday, June 30th 2016
ECRTS main conference.
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