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Linking card sorting to browsing performance – are congruent municipal
websites more efficient to use?
Martin Schmettow and Jan Sommer

Department of Cognitive Psychology & Ergonomics, University of Twente, Enschede, The Netherlands

ABSTRACT
Card sorting is a method for eliciting mental models and is frequently used for creating efficient
website navigation structures. The present studies set out to validate card sorting by linking
browsing performance to the degree of match between the mental model and the navigation
structure. First, a card sorting study was conducted (n = 27) to elicit users’ mental model of
municipal websites. Second, performance was measured for a number of search tasks with
varying degrees of congruence with users’ mental model (n = 50). Analysis by linear mixed-effect
models suggests that the match between mental model and website structure has no effect on
browsing performance. We discuss possible reasons and consequences of the failure to validate
card sorting for designing navigation structures of informational websites.
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1. Introduction

Modern commercial or public websites hold thousands
to millions of information items. Organising information
in such a way as to let visitors intuitively find a particular
information is a ubiquitous challenge in information
architecture. Some even argue for a separate field of
Human-Information Interaction (Jones et al. 2006).

A common assumption is that navigation structures are
most efficient when content is organised congruent with
the common user’s mental model of the domain at hand.
Card sorting is a widely used method to elicit such mental
models and therefore usability designers commonly use it
in the process of creating navigation structures. The pre-
sent study set out to validate card sorting as an effective
means to create better navigation structures for municipal
websites.

Municipal websites have become a primary medium
for information about, communication with and services
of the local administration. Municipal websites are ubi-
quitous, and one may presume that all have more or
less similar content. However, there is no definitive
guideline available, yet, on how to design a navigation
structure for municipal websites.

One can think of several paradigms to structure
municipal websites. For example, the navigation struc-
ture could mirror a municipal administration’s organis-
ational structure. For employees this would be the most
intuitive design, perhaps. For example, cemeteries often

fall into the responsibility of departments concerned
with the environment, and one could group it with topics
like recreational areas (parks), nature conservation and
waste management. Presumably, many municipal intra-
net systems are organised around the organisational
structure. In contrast, most citizens would rather associ-
ate cemeteries with the ‘circle of life’, and would expect it
close to topics such as birth and marriage. However,
without further investigations, one can only make
guesses of how people’s mental model of municipal
affairs is organised.

Better than guessing the mental model is to empiri-
cally assess it, and this is precisely how card sorting is fre-
quently used. In essence, card sorting assesses the
strength of perceived semantic proximity within a set
of information items. The researcher can then create a
grouping structure for the information set, which pulls
semantically associated items close together. While this
appears logical and is frequently practised in the fields
of web design and information architecture, it has rarely
been systematically verified. The present study set out to
show whether users find information more efficiently the
more the navigation structure is structured according to
the mental model as elicited by card sorting.

1.1. Card sorting
Card sorting is an empirical method that helps under-
stand people’s mental model (or knowledge structure)
of a domain of concepts. Participants in a card sorting
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study are individually given a set of items and are asked
to group them by a personal or given criteria of simi-
larity. It is common to keep this rather vague, such as:
‘Group together, what you believe is similar’. In open
card-sorts participants arbitrarily create groups of
items, whereas in closed card-sorts categories are defined
beforehand. Furthermore, in hierarchical card sorting
participants are asked to further partition the groups
they made in a previous step, resulting in nested groups
of cards. Card sorting can be administered either phys-
ically or online as both ways seem to wield the same
results (Bussolon, Missier, and DelRussi 2006).

Card sorting has been applied in a variety of domains,
including user interface design (McDonald et al. 1986;
Pemberton and Road 2009; Tullis 1985), knowledge eli-
citation (Shadbolt and Burton 1990), requirements
engineering (Nurmuliani, Zowghi, and Williams 2004),
market research (Dubois 1949) and web design (Gaffney
2010). Many reported studies assume that mirroring the
mental model of users is a precondition for good usabil-
ity. For example, the Massachusetts Institute of Technol-
ogy libraries conducted an open card sort on their
website content as represented by a set of 106 cards
(Hennig 2001). In a subsequent reverse category survey,
participants were asked in which out of five categories
they would suspect to find a specific item from the web-
site. The results of these surveys were then used to group
and label content, thereby redesigning the website. In
another study at the University of Buffalo nine partici-
pants were asked to group 34 cards with user tasks on
university library websites (Battleson and Weintrop
2000). This study focused almost entirely on nomencla-
ture rather than organisation. In contrast, the Cornell
University used a card sorting study of its library website,
with focus lying more on the organisation of its help
topics than on terminology (Faiks and Hyland 2000).
Card sorting was found to be a highly effective and valu-
able method for gathering user input on organisational
groupings prior to total system design. Other studies
used card sorting as an evaluation tool for websites,
often in conjunction with other user-centred methods,
such as focus groups, questionnaire surveys, heuristic
evaluation, observation testing and label intuitiveness/
category membership testing (e.g. Ebenezer 2003; Turn-
bow et al. 2005). The broad applicability of the card sort-
ing method is further demonstrated by studies involving
children (Cassidy, Antani, and Read 2013; Pemberton
and Road 2009), participants from different cultures
(Petrie et al. 2011) and varying literacy (Kodagoda,
Wong, and Khan 2010).

Apparently, card sorting is commonly practised in the
process of designing software and websites. But, we are
only aware of two studies to validate the method, by

showing that usability improves when a system’s struc-
ture is congruent with what card sorting data suggest:
Nakhimovsky, Schusteritsch, and Rodden (2006)
restructured a list of frequently asked questions using
expert card sorts (but not end users). The restructured
system reduced time on task by one-third, error and
give-up rates were halved. Branaghan et al. (2011) rede-
signed the operator station of a military flight simulator
using card sorting. They compared the original and
improved designs and found 15% faster location of
items by trained instructors.

1.2. Analysing card sorts

Card sorting is an exploratory technique for eliciting
mental models in a qualitative manner. Nevertheless,
the research process entails an interim step of quantifi-
cation, when similarity measures between any two
items are created. The result is a similarity matrix,
which can be treated in many ways, ranging from purely
visual inspections to advanced statistical techniques.

1.2.1. The similarity matrix
Hudson (2005) demonstrates how a similarity score is
created from open, single-level card sorts. In such a
case, similarity is simply dichotomous – either a partici-
pant has grouped the two items together, or not. An
obvious measure for similarity is the number of times
two items had been placed in the same group (Wood
and Wood 2008).

In open, hierarchical card sorting, every participant
starts with one initial stack of cards, which are then suc-
cessively subdivided into groups, sub-groups and so
forth. In consequence, co-occurrence of items becomes
gradual, complicating matters for constructing a simi-
larity measure. Several measures of similarity have
been suggested for hierarchical card sorts. Dong, Martin,
and Waldo (2001) represented the nested grouping
structure as a tree-like graph and used the shortest
path between two items as a measure of their similarity.
Tullis (1985) used the level where two items merged for
the first time; the earlier two items are merged into one
group, the closer they are related.

As Harloff (2005) points out, both above measures are
problematic for card sorts that do not have the same
levels of division throughout. This can happen when
some participants refrain to divide a group any further.
Harloff (2005) proposes a generalisation of the above
measures that would standardise the range of values in
a card sorting study. Another frequently used similarity
measure for hierarchical card sorts is the Jaccard coeffi-
cient (Capra 2005; Harloff, Stringer, and Perry 2013;
Lewis and Hepburn 2010; Rorissa and Hastings 2005).
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For any two items a and b, the Jaccard coefficient ja,b is
constructed by counting the number of groups both
items are member of (intersection set), and divide by
the number of groups at least one item is member of
(union set):

ja,b = |A> B|
|A< B| , (1)

where A is the set of (nested) groups, item a is member
of, same for B and b. As can be seen from Equation 1,
ja,b = 0 when a and b do not share any groups at all,
and ja,b = 1 items when a and b are in the same lowest
level group. In a single-level card sort, the Jaccard coeffi-
cient will always take the values 0 or 1. With more group-
ing levels the granularity of the set of possible values for
ja,b increases. In a card sort with two levels (excluding
the top level that contains all objects), j can take the
values {0, 1/2, 1}, whereas with three levels it can
take values {0, 1/3, 2/3 , 1 }. This increase in granular-
ity represents the additional information gain in multi-
level, compared to single-level, card sorting.

1.2.2. Finding clusters
The similarity matrix represents the mutual semantic
proximity between any two items. In practice, one
often wishes to create an overarching organisation of
the domain at hand, such as aspects, factors, categories
or a hierarchical taxonomy.

Most authors suggest or use some sort of cluster
analysis for the purpose; less frequently factor analysis
(Capra 2005; Lewis and Hepburn 2010) or multidimen-
sional scaling (Lapena, Tobar, and Andrés 2009) were
applied. One of the simplest forms of cluster analysis is
agglomerative hierarchical cluster analysis (HCA). An
iterative algorithm operates on the similarity matrix, at
every step merging items or groups of items that are clo-
sest to each other. Results of HCA are typically rep-
resented as dendrograms, binary trees that represent
the merging steps (for illustrations, see Hudson 2005;
Coxon 1999, 63). Finally, in order to derive a taxonomy
the researcher has to decide on the number of clusters.
Several classic techniques exist to find an optimal cluster-
ing solution (see Milligan and Cooper 1985 for an over-
view), more modern approaches include boot strapping
(Auffermann, Ngan, and Hu 2002) and Bayes factors
(Fuentes and Casella 2009).

A positive side effect of the agglomerative clustering
algorithm is that it can be used to create a visualisation
of the similarity matrix itself, an ordered heatmap. A
heatmap is a graphical representation of a similarity
matrix where ‘warmer’ colours represent a stronger simi-
larity (preview Figure 2). The issue is that with an

arbitrary order of rows and columns (e.g. alphabetically)
the heatmap would just appear as a random mosaic.
Hudson (2005) demonstrates how to re-order heatmaps
in such a way that coherent ‘hot’ regions appear on the
diagonal of the heatmap (preview Figure 2). These
regions can readily be interpreted as semantic clusters.
Manually re-arranging items can become extremely
tedious for larger sets, but can be automated by recording
the order of iterative aggregation steps during HCA and
imposing this order onto the similarity matrix (Ling
1973). Compared to dendrograms, ordered heatmaps
have the particular advantage of conveying the full infor-
mation on similarity. Clusters can easily be identified at
the diagonal, but one can still see remaining ambiguities
as ‘warm’ off-diagonal spots.

1.3. Usability of navigation structures

Usability is generally understood as the effectiveness,
efficiency and satisfaction with which specific users can
achieve goals in particular environments (International
Organisation for Standardisation 1998). While effective-
ness represents the degree to which a user goal can be
achieved, for example in terms of the quality of infor-
mation, efficiency measures the effort relative to goal
achievement.

Virtually all public or commercial websites offer two
basic mechanisms to access content: a navigation struc-
ture, where users traverse links until the wanted infor-
mation is found, and a full text search function.
According to Katz and Byrne (2003), 60–90% of users
prefer browsing the navigation structure over the search
function for finding information. Therefore, a good navi-
gation structure is a key feature for web usability. Otter
and Johnson (2000) assume that ‘if the user has a poor
mental model of the hypertext system’s structure, then
it is likely that they will experience disorientation’ (12).
Smith (1996) was among the first to devise degradation
in browsing performance as measures for hypertext dis-
orientation (‘lostness’), assuming that disoriented users
would need more steps (more time respectively) to find
a certain item. Time on task and number of steps are per-
haps the most common efficiency measures in usability
research (e.g. Freudenthal 2001; Hornbæk 2006; Molich
et al. 2010).

1.4. Research questions

It appears logical that navigation structures are more effi-
cient to use if they are highly congruent with the mental
model. In the present study, we elicited users’ average
mental model of municipal websites in an open hierarch-
ical card sorting study. Partial navigation structures were
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re-constructed from five Dutch municipal websites. A
mismatch score was created, representing the degree of
displacement of an information item relative to the men-
tal model. In the main experiment we test whether a
good match between the website structure and the men-
tal model results in better performance. If it turns out
that browsing effort is well predicted by mismatch
scores, this can be taken as evidence for effectiveness of
card sorting for designing informational websites.

2. First study: card sorting

Two preconditions must be fulfilled for testing the
impact of congruency on browsing performance: first,
the mental model must be available. Second, we must
be able to devise search tasks that vary in match between
the mental model and structure. In the present study we
used data from a previously conducted card sorting
study on municipal websites. Subsequently, the
navigations structure of five municipal websites was re-
constructed, for the purpose of selecting search tasks
that vary in mismatch between mental model and navi-
gation structure.

Note that the original purpose of the card sorting
study was to assist in the redesign of a municipal website.
Reusing the data for the purpose here was an after-
thought, resulting in a minor discontinuity: the original
sample items were hand-picked from the respective web-
site, but only a subset was present on the five selected
websites for the subsequent experiment.

2.1. Methods

Twenty-seven students from the University of Twente
participated in the card sorting study (20 female, 7
male, age 17–23, mean age 20). Fourteen of the students
were Dutch, 13 were German. All participants showed
good command of the Dutch language as all foreign stu-
dents have to take a four-week summer course, before
being admitted to study. Furthermore, all participants
filled in a form of informed consent. Students partici-
pated as part of their course fulfilment. For the card sort-
ing study, 69 items were hand-picked from the website of
the Dutch municipality Enschede (enschede.nl) to
broadly cover the content of the website. Content tar-
geted at companies was deliberately excluded as this
was considered outside the experience of the participant
sample.

Cards were prepared to carry an item label, a short
description and synonyms, if applicable (see Figure 1).
Participants were individually given the stack of cards
and got instructions to sort them, with a maximum of
three levels.

After an initial screening, five Dutch municipal web-
sites (Enschede.nl, Nijmegen.nl, Utrecht.nl, DenHaag.
nl, Amsterdam.nl) were selected as they represented a
good variety of apparently different navigation struc-
tures. The initial 69 items were searched for on these
websites, with a subset of 35 being present on all 5 web-
sites (Appendix 1).

2.2. Data analysis and results

The purpose here is to create a variable, the mismatch
score, that represents the degree of discrepancy between
the mental model and the location of an item in a web-
sites navigation structure. The challenge is to choose a
representation for both structures that makes them com-
parable in an appropriate way.

One possibility is to represent both as hierarchically
nested categories. This would closely resemble the navi-
gation structures as elicited from the websites. The card
sorts could be transformed into a group of distinct item
sets by means of cluster analysis. Afterwards one could
apply a measure of discrepancy between two categoris-
ations (see Coxon (1999) for an overview on procedures
for measuring the discrepancy between grouping
structures).

However, this has two drawbacks: first, it would
involve arbitrary decisions on method of clustering and
on the number of clusters. Second, aggregating items to
clusters involves an information loss: whereas the simi-
larity matrix represents all n(n− 1) mutual semantic
proximities on a continuous scale, a flat taxonomy with
k categories only covers just n nominal membership
relations. For that reason, it was decided to create the
mismatch score directly from the similarity measures.
When a navigation structure matches the mental
model exactly, the similarity matrix representing the
mental model M is identical to a similarity matrix P
representing the navigation structure of a website.

The following two sections describe in detail how the
two similarity matrices were constructed, and how an
item-level mismatch score is created to select tasks for
the browsing experiment.

Figure 1. Example card with label, synonyms and description.
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2.2.1. Creating the ‘average mental model’
similarity matrix
The card sorts were hierarchical and participants were
allowed to stop dividing an existing group whenever
they wanted. As described in Section 1.2, this requires
the similarity measure to adjust for different depths of
the hierarchy, such as the Jaccard proximity score. To
represent individual mental models, for every participant
i an individual similarity matrix Mi was constructed
using the Jaccard score. Then, the individual matrices
are combined into the average similarity matrix M by
averaging the matrix cells across participants:

M[a, b] = 1
n

∑

i

Mi[a, b]. (2)

2.2.2. Creating the navigation structure similarity
matrices
Of the initial 69 items, 35 were present on all 5 websites.
The partial navigation paths for these 35 items were
manually re-constructed on all 5 websites, resulting in
one partial navigation structure per website. We con-
ceived that card sorting most often serves to create hier-
archical representations; therefore, only the main
navigation structures were regarded, ignoring any
cross-links. This resulted in a representation as nested
groups for a website w, from which a similarity matrix
Pw was constructed in the same way as the individual
similarity matrices Mi, again using the Jaccard score.
This resulted in five similarity matrices of dimensions
35× 35.

Figure 2 shows the mental model similarity matrix as
well as the five website similarity matrices as heatmaps.
As described in Section 1.2.2, items in all six heatmaps
have been re-ordered by means of an agglomerative clus-
ter analysis (HCA) on the card sorting results.1 Several
crisp groups become visible on the diagonal of the men-
tal model in Figure 2. For example, the bottom left group
contains all items related to traffic. The second cluster
from the bottom contains items related to recreational
activities, such as biking routes, cinema and shopping.
‘Warm regions’ that are not on the diagonal indicate
that an item is strongly associated with a second seman-
tic group. This is most apparent for the item ‘parks’,
which is associated with the traffic cluster and the recrea-
tion cluster. This most likely is an anomaly that hap-
pened because the original Dutch word ‘parken’ is a
so-called false friend for German speakers, as in German
the word means ‘to park (a car)’ (in Dutch: ‘parkeren’).

In order to ease visual comparison, the items of the
navigation structures have been put into the same
order as the mental model heatmap. All structures
seem to resemble parts of the mental model, but never

completely. For example, the ‘traffic’ cluster re-appears
for all structures, except for Utrecht.nl. The recreation
cluster is clearly identifiable for Amsterdam.nl and
Enschede.nl only. Two groups are identifiable on all
five websites: the top-right cluster (‘housing and renting’)
as well as the group containing life situations (‘marriage’,
‘divorce’, ‘birth’ etc.).

2.2.3. Creating the mismatch score
The main experiment will compare browsing perform-
ance at varying degrees of congruency with the average
mental model. For this purpose, an item-level mismatch
score was created from website similarity matrices Pw
and average mental model similarity matrix M. Item a
in a navigation structure can be considered a perfect
match to the mental model, when it has the same pos-
ition in both grouping structures. In such a perfect
case, the row for item a has equal similarity values in
the two similarity matrices M and Pw. On the contrary,
when a has been given a very unexpected place in the
navigation structure, the two rows would differ strongly.
Hence, a difference score da can be constructed by cap-
turing these differences. As the difference in similarity
scores can be negative as well as positive, it is convenient
to take the squared difference between the mental model
similarity scores M[a, ·] and the structure similarity
scores P[a, ·],

da =
∑

i=a

(M[a, i] − P[a, i])2. (3)

Generally, the mismatch score da is an indicator for
how well item a is in the ‘right neighbourhood’, as to
where the average user would expect it. A low mismatch
score results when the item a’s similarity vector (i.e. row)
is very similar in both matrices. This happens if items
being close to a in the mental model are also nearby in
the navigation structure, and if items being unrelated
in the mental model are located in very different parts
of the hierarchy. The process is illustrated in Figure 3
on a fictional example with four items. For the sake of
simplicity, mental model M is created from just one
card sort. M and P differ in whether A and D are placed
in one category. In result, both items receive a high mis-
match score.

To give an example from the current data set: in the
mental model the item ‘tariffs’ (TF) has strong similarity
with ‘parking license ’ (PL) and ‘parking for disabled’,
(PD) but is very dissimilar to ‘voluntary work’ (VW)
and ‘finding employment’ (FE). A website that groups
TF, PL and PD in a broad category ‘traffic’, and VW
and FE in a separate category ‘Work and employment’
would have moderate to high similarity scores for the
pairs TF-PL and TF-PD and low scores for TF-FE and
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Figure 2. Mental model heatmap (large) and heatmaps for the partial navigation structures of five municipal websites.
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TF-FE. This would result in a good congruency between
the TF row in matrices M and P. The congruency would
be strongest, if TF, PL and PD were in an even more
specific category, such as ‘parking’. Obviously, the stron-
ger the congruency is between M[TF, ·] and P[TF, ·],
the smaller dtariffs will be.

In total, 35 item mismatch scores were calculated for
each of the five websites, resulting in a total 175 mis-
match scores. This constitutes the candidate set for
search tasks in the subsequent experiment. The itemmis-
match scores ranged from 0.009 to 0.082, as shown in
Figure 4.

2.2.4. Selection of items
From the 35 items as displayed in Figure 4, 5 items were
selected on 2 criteria: strong variation in the respective
mismatch score and mutual dissimilarity (review
Figure 2). The items ‘taxation’, ‘demographic data’,
‘parking permit’, ‘getting married’ and ‘shopping hours’
were selected for the experiment (Figure 4). Item
‘parks’, although showing the strongest variance, was
excluded because of the apparent misinterpretation by
the German participants. In order to illustrate how low
and high mismatch scores correspond with concordance
and discrepancy between mental model and navigation
structure, we will now describe the best and worst
match for all selected items:

During the card sort ‘taxation’ was commonly
grouped together with items such as ‘permits’, ‘fees’
and ‘release from fees’ forming a ‘financial matters’ cat-
egory and in the vicinity of administrative items such
as ‘local council’ and ‘municipality’. Denhaag.nl scored
quite low on difference to the mental model with 0.43,
due to the fact that ‘taxation’ is grouped together with
items such as ‘permits’ and ‘fees’, forming a ‘financial
matters’ category just like in the card sort. Utrecht.nl

exhibited the largest mismatch score with 1.27. The
high difference on Utrecht.nl is explained by the fact
that even though ‘taxation’ is clustered with ‘permits’
on Utrecht.nl as well as the mental model, other items
such as ‘protest and complained’, ‘getting married’ and
‘getting divorced’ are grouped with it, too. In the mental
model such items are in quite distinct categories from
‘taxation’ (and all of the financial items for that part).

In the mental model ‘demographic data’ is clustered
together with ‘districts’, ‘about the city’, ‘city archive’,
‘general projects’ and ‘surveys’ in what might be cate-
gorised as a ‘general information’ cluster. Again, Den-
haag.nl exhibits a small mismatch of .47. This is
because ‘demographic data’ here is directly clustered
with ‘surveys’, as well as being in a higher order category
with ‘districts’ and ‘city archive’. On Utrecht.nl the two
(and even remotely close) closest items to it are ‘sports
grounds’ and ‘sport for special groups’ which are clus-
tered into a completely different category in the mental
model (a category best described as ‘leisure time’ with
items such as ‘museums’, ‘cinemas’, ‘sunday shopping’
etc.). This explains the extraordinarily high mismatch
of 1.95.

For ‘parking permit’ the card sort produced a cluster
with items such as ‘parking tariffs’, ‘parking space’,
‘bicycle parking’ and ‘disabled parking’. This ‘parking’
category is a subcategory of the ‘traffic’ category’, con-
taining items such as ‘traffic safety’, ‘public transpor-
tation’ and simply ‘traffic’. Nijmegen.nl was closest
here with a mismatch score of .52, as it clusters ‘parking
permit’ together with ‘parking tariffs’, ‘parking space’,
‘bicycle parking’, ‘disabled parking’ and ‘public transpor-
tation’ into a ‘parking’ category. In contrast, Amsterdam.
nl shows the largest squared difference (2.06) of all
search tasks. This is due to the fact that on Amster-
dam.nl ‘parking permits’ is clustered with completely

Figure 3. Calculation of the mismatch score: the Jaccard similarity scores are taken from design and average mental model (a) and the
squared difference is calculated (b). The mismatch score of an item is its sum of squared differences (c).
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different items such as ‘passing away’, ‘Social Support
Act’ and ‘permits’ in general, which can be seen as an
administrative category about permits and services the
municipality offers.

According to the mental model, ‘getting married’
should be put into a category with items such as
‘birth’, ‘divorce’ and ‘passing away’. This is what one
might call a ‘critical moments in life’ category. Den-
haag.nl formed quite the same category, only adding
items such as ‘elections’ and ‘driver’s license’ to the clus-
ter. This explains the lowest mismatch score (0.38) of
these 25 item-website combinations. Nijmegen.nl, how-
ever, elicited a difference score to the mental model of
1.51. This is because here ‘getting married’ is a very
ambiguous item, being clustered with ‘general projects’
as well as being in the vicinity of items such as ‘taxation’,
‘local council’, ‘surveys’ and ‘election’. The clustering of
‘getting married’ with these items seems rather random.

With regard to the card sort the item ‘shopping hours’
seems to be semantically related to items such as ‘sunday
shopping’, ‘museums’, ‘cinemas, ‘parks’ and ‘recreation
and tourism’. This category is best defined as ‘leisure
time’. A similar category can be observed on Amster-
dam.nl, where ‘shopping hours’ is clustered together
with items such as ‘sunday shopping’, ‘museums’, ‘cine-
mas’ and ‘parks’ as well. This leads to the second smallest
mismatch score (0.39) for all search tasks. Contrary to
this, a high mismatch (1.74) can be found on
Enschede.nl where ‘shopping hours’ are clustered with
‘local council’, ‘protest and complaints’.

3. Second study: browsing performance

In the first study, mismatch scores were obtained for
items on five websites, comparing navigation structures
to the mental model. In the present experiment, partici-
pants will be given information search tasks on the five
municipal websites. It is expected that participants will
find an item more efficiently when it is ‘in the right
place’, as expressed by a low mismatch score.

3.1. Methods

3.1.1. Participants
Fifty students (24 female, 26 male, age range 18–26,
mean age 21.5) from the same population as in the
first experiment participated under similar conditions.
Nineteen of them were Dutch, whereas 31 were of Ger-
man nationality.

3.1.2. Material
From the candidate set of 35 items, 5 items were pre-
viously selected that showed strong overall variation in

degree of mismatch between the 5 websites (see Figure 4):
‘taxation’, ‘demographic data’, ‘parking permit’, ‘getting
married’ and ‘shopping hours’. This procedure resulted
in a set of 25 search tasks, covering most of the range
of the mismatch score.

3.1.3. Procedure
At the beginning of each session participants were asked
to fill in the informed consent form. Following that, a
verbal explanation was given. Participants were told
that they would have to search five different items on
five different municipal websites. They got instructions
to only browse the websites, but not use the search func-
tion. Afterwards, participants were given an example by
the researcher to familiarise with the task. Following the
example, the search tasks were given one after another.
Every search task included a short description of the
item.

Familiarity with every website was checked verbally
before every experiment to prevent preexisting experi-
ence from interfering with performance results. None
of the participants showed preexisting knowledge, except
for six participants saying they had earlier visited
Enschede.nl, but did not consider themselves strongly
familiar with it. The experiment closed with a debriefing
of the purpose of the research.

3.1.4. Design
Combining 5 websites and the 5 chosen items, 25 search
tasks were constructed. The variety of search tasks mini-
mises the risk that confounding variables bias the results
and at the same time establish sufficient generalisability.
There are two complications, however: first, it is not
practically possible to let participants do all 25 search
task, as this would make the experimental sessions
utterly long. Second, it is not desirable that a participant
visits the same website twice, as this would certainly lead
to learning effects, compromising sequential indepen-
dence of observations. Similarly, participants should
not have to search the same item twice. To resolve
both issues, the experimental design was adopted as
suggested by Schmettow and Havinga (2013): every par-
ticipant was assigned a set of five search tasks in such a
way that every website and item is encountered exactly
once. The result is an incomplete, but balanced within-
subject design. Given the sample size of 50, in total 250
performance measures were obtained, 5 per subject, 50
per website, 50 per item and 10 per search task (i.e. web-
site-item combinations).

3.1.5. Measures
All sessions were recorded on video with Techsmith
Morae. By analysing the video recordings, time to
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completion and number of links followed on the websites
were taken as performance measures. For each search
task, the optimal path was determined from the website’s
homepage to the item, using only the main navigation
structure. If an item was not found within 4.5 minutes,
time was stopped and the task was aborted.

3.1.6. Data analysis
The experiment’s manipulated variable is the mismatch
score per search task. Besides that the experiment fea-
tures a complex repeated measures design: every website
was encountered several times, as was every item. For the
data analysis we regard participants, items, websites and
search tasks as samples from populations (as opposed to
treatments), and modelled them as random effects.
Therefore, a linear mixed-effects model2 was chosen for
the data analysis.

Furthermore, the number of steps to complete the
task was used as a measure for efficiency. Like is often
the case with count variables, the assumptions of classic

linear models (normally distributed residuals, linearity
and homoscedasticity) are violated. For that reason, a
Poisson regression was used instead, which is a member
of the family of generalised linear models (GLM) (Zuur
et al. 2009). Taken together, a Poisson-type generalised
linear mixed-effects model (GLMM) was used to
analyse the data. For analysing the relation between the
z-standardised mismatch score and the performance
measures, we used the MCMCglmm program of the
respective package (Hadfield 2010) as supplied in the R
system for statistical computing (R Development Core
Team 2011). The command is given in Appendix 2.

3.2. Results

Time-on-task and number of steps until the item was
found were collected as performance measures. As is
shown in Figure 5, both variables are linearly correlated
over a wide range. Therefore, it was decided to focus on
just one of the measures for the analysis. As count

Figure 4. Mismatch scores for 35 items on 5 municipal websites. Items have been arranged by variance of associated mismatch scores.
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variables are straightforwardly dealt with by Poisson
regression, we chose the number of steps as the measure
for effort.3

First, we screen the relation betweenmismatch score and
the number of steps to completion visually. In Figure 6 no
clear association is visible. The regression line suggests that
there is a veryweak increase at best, contrary to expectations.

Next, we construct a mixed-effects model, containing
the manipulated and control variables as fixed effects,
and the random effects. Optimal path length and nation-
ality of participants (Dutch or German) were included as
control variables. It is expected that longer optimal path
lengths lead to more steps until the item is found, as
more erroneous actions become possible. The participant
sample contained a number of native German speakers,
who perhaps have a disadvantage in finding information
on Dutch websites; hence, nationality was included as a
control variable. For better comparison of effect strength,
optimal path length and the mismatch score were z-
transformed for the analysis.

Barr et al. (2013) recommend to always keep random
effects maximal as to what is justified by the design. In
the present case, this first requires inclusion of the inter-
cept random effects for participants, items, websites and
the combinations of website and item. Second, slope ran-
dom effects were added for all within-subject predictors,
in this case optimal path length and the mismatch score.

Table 1 shows the regression results with the Poisson
coefficients on a logarithm scale. For interpretation it is
more convenient to interpret the exponentiated coeffi-
cients, which then express rates of change.4 Whereas a
Bayesian regression with Markov-chain-Monte-carlo
(MCMC) sampling yields the complete posterior

distribution, we limit our discussion to the posterior
means and the 95% credibility intervals. The posterior
mean of the mismatch score is minimally negative, indi-
cating that effort for finding the items decreases with the
mismatch score, contrary to what was expected. On the
original scale (browsing steps), a mismatch increase by
one standard deviation would result in reduction of
steps by 0.8%, which is completely negligible. The rather
narrow credibility limits indicate that with 92.5% cer-
tainty, the number of steps increases by less than 25%
when mismatch increases by one standard deviation.

Additional observations are that Dutch students could
complete the tasks with about 80% of the effort com-
pared to their German counterparts. As expected, the
effort to find an item also substantially increases with
the optimal path length, with an increase of 43% per
additional step.

4. Discussion

As Coxon (1999, 13) puts it ‘the two most basic prin-
ciples of category formation [… ] are (1) that they pro-
vide maximum information with least cognitive effort
and (2) that the perceived world comes as structured
information rather than as arbitrary or unpredictable
attributes’. In the present study we aimed at proving
the almost obvious, that congruency of the represen-
tation of the municipal domain on a websites with the
mental model would result in better browsing
performance.

Contrary to our expectations, the mismatch score was
hardly associated with browsing performance. Further-
more, the credibility limits of the respective parameter

Figure 5. Association between number of steps and mismatch
score.

Table 1. Regression results, showing posterior means of
coefficients, 95% credibility limits and type-I errors for fixed
effects, as obtained from the posterior density distribution.

Posterior means Credibility limits

Coef exp(Coef) 2.5% 97.5% p

Fixed effects
Intercept 1.796 6.03 1.5644 2.0164 .0002
Mismatch −0.0078 0.99 −0.2303 0.2222 .9328
Nationality (Dutch) −0.2297 0.79 −0.4204 −0.0280 .0180
Optimal path 0.3564 1.43 0.1202 0.5946 .0052

Design-level random
effects
Item 0.0025 <0.0001 0.0080
Website 0.0140 <0.0001 0.0589
Item:website 0.1456 0.0266 0.2954

Participant-level
random effects
Subject 0.0009 <0.0001 0.0043
Optimal path
(participant)

0.0066 <0.0001 0.0481

Mismatch
(participant)

0.0015 <0.0001 0.0094

Residuals 0.2492 0.1556 0.3411
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were rather tightly centred around zero. So, it can even
be rejected with considerable certainty that high mis-
match scores cause relevant additional browsing effort.

As the results were totally against our own expec-
tations, the following discussion will first centre around
issues with the present study, which could have intro-
duced strong systematic biases to obscured beneficial
effects of match between mental model and navigation
structures. Then, results of the mixed-effects regression
are explored more in depth for alternative explanations.
The final part of the discussion attempts to frame
additional, mostly anecdotal, findings from the study.

4.1. Critical method reflection

Alternative explanation for the null finding can be con-
sidered at various stages of the studies. In the following
we discuss three sources that could potentially have
obscured the expected effects: first, the card sorting
study could be invalid on several levels: (1) the selection
of items, (2) the procedure of sorting and (3) the sample
of participants. Second, the mismatch score could be
invalid or inefficient. Third, the response variable could
be inappropriate for the research question at hand.

4.1.1. Validity of card sorting results
Modern websites often contain hundreds to thousands of
information items, making it necessary to select repre-
sentative item sets for card sorting. For the present
study, sixty-nine items were initially collected from one
of the websites (enschede.nl) and used for the card sort-
ing study. The crucial question is whether this is suffi-
cient to elicit a valid mental model. Tullis and Wood
(2004) reached a conclusion that subsets of items are
valid if the participant sample is large enough (according
to their standards this is the case in the present study).
Precise (but only theoretically justified) recommen-
dations for item sample size are given by Miller (2011):
when informed item selection (opposed to random selec-
tion) is used, an item set of 69 should suffice to discover
twelve categories with near certainty. Our procedure
(selection from an existing website structure) qualifies
as informed election and to our observation, almost all
municipal websites have fewer than twelve main
categories.

For the experiment, 35 items were at the intersection
of all 5 websites, whereas 34 had to be discarded as task
candidates. This gives reason to suspect that the item
sample was not representative for the domain of munici-
pal websites. This could have confused participants in
the card sorting study up to a point as to distort the eli-
cited mental model. Furthermore, Branaghan et al.
(2011) used the complete set of items (of a simulator

operator console) and found an improvement by card
sorting. However, 88% (61) items were found on at
least 2 websites (Figure 7). It is therefore deemed unlikely
that the few items that occurred never or once (8)5 could
lead to an invalid average mental model.

The sample of participants can certainly be con-
sidered part of the target population. But, unlike the
flight simulator instructors in Branaghan et al. (2011),
they were not domain experts. If that were the reason
for failure to validate card sorting, it would render the
method inappropriate for almost all domains of casual
use, such as informational and commercial websites.

A special condition in our study is that part of the
sample was of German nationality, whereas items were
all taken from Dutch websites. Potentially, intercultural
differences exist in the mental model regarding munici-
pal topics, organisations and processes. For example,
Petrie et al. (2011) found such differences between Eng-
lish, Chinese and Indian participants regarding news and
museum websites.

If such differences exist in our sample, the average
mental model in both groups would differ considerably.
By virtue of the mismatch score, on examining whether
this could be the case: first, we created similarity matrices
for Dutch and German participants separately and com-
puted the item-level nationality mismatch scores. For
lack of an absolute standard, we compared these to
item-level mismatch scores (review Figure 4) grouped
by website. The violin plots in Figure 8 show the distri-
bution of mismatch scores. The nationality mismatch
scores are generally much lower than the mismatch
scores of the five websites. The median mismatch of web-
sites ranges from 0.0074 (Denhaag.nl) to 0.0155 (Nijme-
gen.nl), which is considerably higher than the median

Figure 6. Association between mismatch score and observed
number of steps to completion.
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nationality mismatch (0.0017). Moreover, 80% of
nationality mismatch scores are lower than the median
mismatch of the best matching website Denhaag.nl.

Regarding the procedure of sorting, we chose hier-
archical sorts in order to maximise the information
gain per participant. While hierarchical card sorting
has been treated extensively in the general card sorting
literature (Capra 2005; Harloff 2005; Harloff, Stringer,
and Perry 2013), little is known on the card sorting var-
iants professional information architects nowadays pre-
fer. Whereas hierarchical sorts are supported by several
card sorting programs,6 most commercial online card
sorting tools seem to not support it as of current. Pre-
sumably, the additional complexity of presenting sub-
groups of cards would compromise usability of such
tools and is therefore avoided. In contrast, the present
study used physical cards in a moderated setting,
where nested grouping adds little burden. The least one
can say is that, so far, no doubts have been raised by
other authors about the validity of hierarchical sorts as
compared to single-level sorts. In fact, the presumably
first reported study on the use of card sorting in
Human-Computer Interaction (HCI) was hierarchical
(Tullis 1985).

In conclusion, there is little reason to believe that the
sample of participants, the set of items or the choice of
card sorting procedures had introduced systematic bias
to invalidate the assessment of the mental model and,
in consequence, obscure an existing association between
mismatch and browsing performance.

4.1.2. Validity of the mismatch score
In the present study, the mismatch score was introduced
as a measure of discrepancy between any two similarity
matrices. It grounds on the Jaccard proximity score
that has frequently been used for hierarchical card
sorts where number of grouping levels may differ.
The Jaccard coefficient is one out of a large class of
non-correlation-based similarity measures for binary
data. While being the oldest of its kind it is still being
used frequently and gives similar results as its siblings
(Choi, Cha, and Tappert 2010). Therefore, it is deemed
unlikely that using a different similarity score would dra-
matically alter the results.

A trivial reason for the complete lack of co-variation
between mismatch and performance could be a lack of
variance in the variables of interest. Perhaps, all five navi-
gation structures and the average mental model were
practically very similar, rendering the observed differ-
ences in the mismatch score irrelevant. This would result
in a lack of co-variation because there simply is no vari-
ation in the predictor. Figure 2 speaks against the possi-
bility that designs were all too similar. Not one of the five
website heatmaps seems to fully reproduce the average
mental model and the deviations are rather idiosyncratic.
In addition, items were selected to maximise the variance
of the mismatch score. Arguably, the mismatch score
does not have a natural scale for which one could quan-
tify the impact of, let us say, a + 0.1 increase. But, it has
been illustrated in Section 2.2.4 what low and high mis-
match scores practically mean.

That being said, no other study is known to us that
employed the difference between similarity matrices in
the same or a similar way. In order to cross-validate
our findings, follow-up studies could use the difference
between categorisations as a mismatch score. For
example, one could ask experts to derive an optimal
navigation structure from a card sorting study and com-
pare this to existing or designed suboptimal structures.
Another option is to use entanglement scores for den-
drograms (Galili 2015). However, those only compare
complete structures, not placement of individual items.

4.1.3. Validity of the response variable
Browsing performance was measured by number of steps
and time to completion. Arguably, we assessed browsing
performance only by objective efficiency measures
(Hornbæk 2006). Other aspects of use such as cognitive
workload, satisfaction or the potential to induce FLOW
(Pace 2004) have been ignored. Perhaps, ill-structured
websites affect subjective efficiency only, without any
observable decline in task performance.

As both response variables were strongly correlated,
the data analysis with time-to-completion as a response

Figure 7. Frequency of occurrence of items on five selected
websites.

Figure 8. Distribution of mismatch scores: framing the discre-
pancy between Dutch and German participants.
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variable was not reported. It is imaginable that time to
completion captures different aspects of user perform-
ance, though. In particular, a not-so-well-structured
website may force the user to think harder before taking
the next step, resulting in longer completion times, but
not more steps. Factually, the same regression model
with logarithm of completion time as response variable
does not show any stronger association with the mis-
match score, either.

So-called ‘lostness’ metrics in some way or the other
regard the number of deviations from the optimal path
(Otter and Johnson 2000; Smith 1996). While we have
not right away used a ‘lostness’metric as a response vari-
able, the regression model included optimal path length
as a control variable, which is more or less equivalent.

Again, the argument could be made that there was
insufficient variation in the response variable to drive
the regression. As Figure 6 shows, there definitely was
strong variation in performance. The ratio of the first
and third quartiles is 1:3, the ratio of the 10% and 90%
quantiles is even 1:7.5, with a total range of 1 through
35 steps.

4.2. Additional data exploration

To our knowledge, the present paper is one of the few in
the field of HCI to use GLMMs. Therefore, a more in-
depth explanation seems appropriate, before exploring
the regression results in more detail.

4.2.1. Explanations on the statistical method
GLMMs simultaneously offer two extensions to classic
linear regression modelling: non-Gaussian outcome vari-
ables, such as counts (Poisson regression) and successes
in trials (logistic regression), and complex random
effects structures. Generally, GLMMs provide great flexi-
bility in choosing covariates and dealing with complex
research designs, and often outperform classic tech-
niques in terms of statistical power (Gueorguieva and
Krystal 2004).

In HCI it is commonly assumed that interaction per-
formance depends on attributes of design, as well as indi-
vidual properties of the user (Dillon and Watson 1996;
Egan 1988). In experimental HCI studies, a common
research design is to ‘cross’ a sample of users with a
sample of designs, and test certain assumptions
(Hassenzahl and Monk 2010; Schmettow and Havinga
2013; Tuch et al. 2012). In such situations, mixed-effects
linear models are a very effective statistical technique for
a number of reasons.

With linear mixed-effects models, repeated measures
on participant and design levels can simultaneously be
modelled as random effects (see Baayen, Davidson, and

Bates 2008, for an analogue situation in psycho-linguis-
tics). In the present study, each single observation
belonged to one participant, one website, one item and
one search task. In such a case one must assume that a
core assumption of the classic linear model is violated,
namely the independence of observations. For example,
observations belonging to one participant are not inde-
pendent, but correlated, as they are all effected by the
individual processing speed. In a similar way, obser-
vations belonging to one website are correlated as they
are all affected by design features that make the website
more or less efficient to browse. Ignoring correlations
between observations is a serious mistake, as it is a gra-
dual way of data duplication.

The classic way of dealing with such a situation is to
summarise responses on the respective level of repetition
(Clark 1973), which is inconvenient and limiting when
there are several levels. With random effects, one can
effectively deal with most conceivable situation where
observations are correlated due to repeated measures
on one sampling level. In the present case, the multiple
dependencies were dealt with by a multiple membership
or cross-classified random effects structure.7 Compared
to classic repeated-measures linear models, mixed-effects
models do not require balanced and complete data sets
(as long as missing values are at random). That was of
particular advantage in the present study, where incom-
pleteness was an issue as each participant completed just
a fraction of the tasks.

Another way to conceive random effects is that
through repeated measures it becomes possible to par-
tition the residual variance into meaningful components
(review Table 1). The gross variation due to a level of
sampling (participants, tasks, etc.) is represented by
intercept random effects. Furthermore, variation in how
individuals respond to a treatment can be captured as
slope random effects. Strong slope random effects indi-
cate that individuals respond differently to a treatment,
calling into question representativeness of the average
effect, and, in result, the generalisability of findings.
Both, strong intercept and slope random effects, indicate
the need for follow-up research, to the end of identifying
and measuring the unknown impact factors, hence turn-
ing them into fixed effects.

4.2.2. Sources of variation
Based on the above explanations on random effects, we
will now explore the regression results in more detail.
As to the fixed effects, very little variation is explained
by the mismatch score, whereas both control variables,
nationality and optimal path length, had the expected
impact: the number of steps was strongly dependent on
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the optimal path length and non-native Dutch speakers
had a significant disadvantage.

Further insight can be gained by inspecting the ran-
dom effects. Table 1 shows the posterior mean of the ran-
dom effects’ standard deviations. Regarding the design
level, a substantial random effect is that of search tasks
(i.e. the 25 combinations of website and item,
sd = 0.146). Seemingly, whether an item is easy to find
depends on the website where it is sought. Similar results
have been obtained by Schmettow and Havinga (2013),
who interpret this as a sign of disagreement of how
items are prioritised. Information architects seem to
make vastly different choices on which items they
place most prominently. In contrast, comparably little
variation is explained by items or websites alone.

The participant-level intercept random effect is negli-
gible, and that can be said with high certainty, as is
reflected by the narrow credibility intervals. Hence, the
general processing speed of participants had almost no
effect on browsing performance (except for nationality).
This is likely due to the rather homogeneous sample of
university students and would appear differently with a
more heterogeneous sample, for example one that
includes elderly participants (Freudenthal 2001).8 The
participant-level slope random effects reflect how dif-
ferently participants respond to treatment variables.
The impact of path length is rather uniform across
participants, as the slope random effects is rather
small compared to the respective fixed effect. The vari-
ation in response to the mismatch score is negligible,
and that for certain, as expressed by the narrow credi-
bility limits. In conclusion, the average effect of the
mismatch score is negligible with considerable cer-
tainty and this is highly uniform in the population
that was tested.

4.3. Alternative impact factors

The in-depth discussion of regression results suggests
that design-level factors other than the grouping struc-
ture must be liable for the strong differences in perform-
ance. We shall now discuss three possible impact factors:
depth versus breadth of the navigation structure, naviga-
tion path complexity and information scent.

4.3.1. Navigation path complexity
Navigation path complexity is a collective term for
design aspects known to affect browsing performance
(Puerta Melguizo, Vidya, and van Oostendorp 2012).
Gwizdka and Spence (2006) proposed that one could
assess the navigation path complexity by breaking it up
into three aspects: First, page complexity entails the num-
ber of possible choices as well as the visual design.

Second, page information assessment is the degree of dif-
ficulty to judge the relevance of the information on a
website related to the goal information. Third, navigation
path length is the number of navigation steps it takes to
reach a piece of information. If more navigation choices
have to be made, more relevance judgements result
during the search-tasks, which affects navigation per-
formance as measured by time performance, accuracy
and lostness (Puerta Melguizo, Lemmert, and van Oos-
tendorp 2006). These design aspects are outside the
scope of card sorting. Especially, card sorting does not
prohibit highly frequented items from ending up in a
long navigation path. Indeed, the strongest predictor in
our data was the optimal path length (shortest path
from homepage to item). The mere strength of this effect
is surprising, as the variable had a rather limited range
(1–4). Optimal path length is one aspect of navigation
path complexity. The longer it is, the more navigation
choices the user has to make. If more navigation choices
have to be made, more relevance judgements have to be
made during search-tasks, which affects navigation per-
formance as measured by time performance, accuracy
and lostness (Puerta Melguizo, Lemmert, and van Oos-
tendorp 2006). For example, the item ‘taxation’ was
often placed just one click from the homepage and
exerted much shorter finding times than ‘demographic
data’, which often had relatively long paths. In the suc-
cessful validation of card sorting for structuring menus
by Branaghan et al. (2011), path length did not play a
role as menus of the system had just one level.

4.3.2. Breadth versus depth
For modern public or commercial websites, often carry-
ing thousands if not millions of information items,
breadth versus width of navigation structure is a matter
of trade-off. Taking number of the main menu’s first-
level categories as an indicator for breadth, the examined
websites vary considerably. For example, enschede.nl
features eight categories, whereas Utrecht.nl has eleven.
The homepage of Amsterdam has seven first-level cat-
egories, but also exhibits the second-level categories
underneath, almost in the fashion of a sitemap.

There is unequivocal evidence that users perform bet-
ter with broad menus than with deep hierarchies. Larson
and Czerwinski (1998) tested the common belief that
menus should have no more than seven items, reflecting
the structure and limits of the human short term mem-
ory (known as Miller’s magic number, e.g. Baddeley
(1994)). They could not confirm their belief; instead,
users performed better with much broader structures.
In a study comparing elderly with younger participants
Freudenthal (2001) found that broad navigation struc-
tures are preferable as they put lower burdens on
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working memory. Katz and Byrne (2003) even rec-
ommend that top-level menus have up to 20 items in
order to increase the information scent. Interestingly,
Branaghan et al. (2011) opted for the narrower of two
structures when redesigning a simulator operator station
based on card sorting. However, this was not linked to
more depth, as there were no submenus.

However, for the hundreds or thousands information
pieces found on municipal websites it is deemed imposs-
ible to create a truly shallow hierarchy. Placing the right
information on higher levels, or even the homepage, is an
issue of prioritisation. While classic card sorting does not
apply for prioritising requirements, usability researchers
may resort to Q-sorting (Krueger et al. 2001), a variant of
card sorting that can replace Likert-type subjective jud-
gements (ten Klooster, Visser, and de Jong 2008).

4.3.3. Information scent
Information scent is another key factor of effective
hypertext navigation. It regards the categorisation of
objects by drawing specifically on the labels given to cat-
egories and hyperlinks. Finding of information is easiest
when link labels have strong similarity with the verbally
encoded information goal in the user’s mind. The scent-
based navigation and information foraging in the ACT
cognitive architecture simulation model is based on
information-foraging theory (Pirolli and Card 1999)
and latent semantic analysis (Landauer and Dumais
1997) and has been found to predict user performance
well (Fu and Pirolli 2007). Furthermore, Katsanos, Tse-
lios, and Avouris (2008) found strong congruency
between card sorting results and text classification by
latent semantic analysis.

We have not directly measured information scent or
explicitly observed foraging behaviour, but have seen
anecdotal evidence for information-foraging mechan-
isms: although the search task ‘demographic data’ on
DenHaag.nl had a very low mismatch score (0.47),
only 2 out of 8 participants found it within 4.5 minutes.
Perhaps, this is due to the low information scent of the
main category label, which was ‘News’. This headline
has no or hardly any semantic relation to ‘demographic
data’ and therefore a very weak information scent. As an
opposite example, the same item on Enschede.nl was
completed within a mean search time of 39 seconds. Its
search path ‘Enschede in development’ → ‘Enschede in
numbers’ → ‘demographic data’ can be guessed to
exert a much greater information scent.

Another example, confirming the importance of expres-
sive link labels, is the general ease of finding ‘taxation’ on
any of the websites. This particular item often had a direct
link on the front page of the websites (e.g. Enschede.nl,
DenHaag.nl, Amsterdam.nl) or a semantically fitting

path, for example, ‘Municipality’ → ‘Taxes and finance’
→ ‘municipality taxes’ on Nijmegen.nl. Still, a few of the
participants overlooked the direct link to ‘taxation’ and
instead searched through categories such as ‘Companies
and labour’ or ‘Business and employment’.

Such observations indicate that a well-designed navi-
gation structure fails to deliver when the wording is inap-
propriate. In favour of the card sorting method, one can
argue that good descriptors for the categories on a web-
site can only be established when there is a good struc-
ture. Furthermore, open card sorting can be of great
value for finding good labels. Asking participants to pro-
vide group labels might turn out to be the primary
benefit of card sorting studies.

5. Conclusion

The aim of this study was to validate the card sorting
method and explore to what extent it can be used to pre-
dict browsing performance on municipal websites. We
deliberately chose a research design that compared exist-
ing websites rather than experimental stimuli, as we
wanted to assess the relative contribution of card sorting
‘in the wild’. In contrast to our expectations, the con-
gruency with the users’ mental model was not linked at
all to observable benefits in browsing performance. Anec-
dotal post-hoc observations indicate the relevance of
impact factors already known in the literature, like infor-
mation scent and path complexity. Further research is
required to assess the benefits of card sorting in web
design and the relative strength compared to other
design-level impact factors. While card sorting gains
much of its popularity by its simplicity and low require-
ments in resources, future research also needs to show
the method’s effectiveness in comparison to more elabor-
ate techniques, such as text mining in combination with
latent semantic analysis (Landauer and Dumais 1997)
or multidimensional scaling (Schvaneveldt et al. 1985).

Notes

1. Note that the HCA was only run for the purpose of
creating the heatmap. No further results are based on
the results of the clustering.

2. See Galwey (2006) for an introduction and Gelman and
Hill (2007) for a comprehensive treatment.

3. We also conducted a linear mixed-effects regression on
log-transformed time-on-task, with very similar results.
The coefficient table is in Appendix 3.

4. For this reason the Poisson model is often referred to as
a multiplicative model.

5. The website enschede.nl underwent a redesign after the
card sorting study was completed. Seven items could not
be found again on the new design.
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6. Some tools supporting hierarchical card sorts are: Card-
Zort (http://www.cardzort.com/cardzort/index.htm),
xSort (http://www.xsortapp.com/) and uxSort (https://
sites.google.com/a/uxsort.com/uxsort/).

7. Note that in the present study, observations were also
classified for the combination of websites and items,
hence resulting in four separate random effects. Most
statistical software packages nowadays implement linear
mixed effects models with cross-classified random
effects; among those are: IBM SPSS (Heck, Thomas,
and Tabata 2010), MCMCglmm (Hadfield 2010) and
lme4 (Bates, Maechler, and Bolker 2011).

8. In such a case, one would certainly include fixed effects
for age, computer literacy, etc.
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Appendix 1. List of items

Dutch English

Belastingen Taxation
Bescherming Milieu Protection of the environment
Bevolkingscijfers Demographic data
Bezwaar en beroep Protest and complaint
Bioscoop Cinema
College van B and W Municipality
Fiets- en wandelroutes Bicycle and hiking routes
Fietsparkeren Bicycle garages
Geboorte Birth
Geld- en schuldproblemen Debt counselling
Gemeenteraad Local council
(Ver)huren van een woning Renting and letting
Invalidenparkeren Disabled parking places
Koopzondagen/ Koopavonden Sunday shopping
Kopen van een woning Purchasing a flat
Leerplicht Compulsory education
Leren en studeren Learning and studying
Musea Museums
Nationaliteit Nationality
Onderzoekspanel Surveys
Openbaar vervoer Public transportation
Parkeergelegenheden Parking spaces
Parkeervergunning Parking permit
Parken Parks
Recreatie en toerisme Recreation and tourism
Reisdocumenten Travel documents
Scheiden Divorces
Stadsarchief Municipal archive
Stadsdelen (urban) districts
Trouwen Getting married
Uitkeringen Assistance and support/payoffs
Verkeer Traffic
Wet Maatschappelijke Ondersteuning Social Support Act
Winkeltijden Shopping hours
Wonen met zorg op maat Assisted living
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Appendix 2. Statistical programs

The Poisson-type linear mixed-effects model was specified by the following command from the package MCMCglmm
(Hadfield 2010):

MCMCglmm (data = CSP, Steps ∼ zMismatch + Nationality + zPath, ## fixed effects
random =∼ Item + Website + Item:Website + Subject + ## intercept RE
us(zPath):Subject + us(zMismatch):Subject, ## slope RE
family="poisson", ## GLM family
pr=T, nitt = 1000000, burnin=500000, thin=100) ## MCMC sampling

The equivalent model specification for the lme4 package (Bates, Maechler, and Bolker 2015) is:

lmer ( Steps ∼ Nationality + zMismatch + Path + ## fixed effects
(1|Subject)+(1|Website)+(1|Item) + (1|Item:Website) + ## intercept RE
(zMismatch|Subject) + (zPath|Subject), ## slope RE
family=poisson, data=CSP)

Appendix 3. Regression results time-on-task

Regression results on log-transformed time-on-task, showing posterior means of coefficients, 95% credibility limits and type-I errors for
fixed effects, as obtained from the posterior density distribution.

Posterior means Credibility limits
Coef 2.5% 97.5% p

Fixed effects
Intercept 4.2061 3.8883 4.5097 <.0001
Mismatch .0369 −.3059 .3833 .8217
Nationality (Dutch) −.2815 −.4840 −.0693 .0093
Optimal path .3834 .0162 .7199 .0316

Design-level random effects
Item .0043 <.0001 .0082
Website .0163 <.0001 .0340
Item:website .3655 .1249 .6903

Participant-level random effects
Subject .0005 <.0001 .0014
Optimal path (participant) .0012 <.0001 .0036
Mismatch (participant) <.0001 <.0001 <.0001

Residuals .4916 .3909 .5974
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