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Abstract—Automatic localization and classification of envi-
ronmental sound events can provide great aid to many human-
centric IoT applications. However as many papers have men-
tioned, environmental sound events in daily life are complicated
and hard to classify especially when multiple sounds happen
simultaneously.

Unlike most works, which decompose and classify overlap-
ping signals using a unified model, we first decompose over-
lapping sound signals with a spectrogram-keypoint based lo-
calization algorithm. These located and clustered spectrogram-
keypoints are subsequently reused for sound source classifica-
tion. Our major contribution is the modeling of a global cost
function to synchronize the time-difference-of-arrivals (TDOA)
of each small spectrogram-keypoint and further locating the
sound sources by these clustered keypoints. With these clustered
keypoints, 2 different classification models are used to classify
the sound sources. Our experiments show that our solution is
both accurate and low-cost in terms of calculation effort.

I. INTRODUCTION

Human presence detection and activity recognition have
become a popular research topic which refer to identifying
the location, movement and action of a person based on in-
formation from on-body and the surrounding sensors. Indoor
human activity information is important because it can help
solve many real-life human-centric problems from health-
care to energy saving in smart buildings [1]. While numerous
sensors can be used for human activity recognition, one of the
commonly used is the audio sensors because human activities
are always accompanied by some sort of sounds.

Even though both audio localization and classification are
well investigated, most of the existing works treat them
as two isolated problems. Researches normally use multi-
channel inputs from microphone-arrays or audio-sensor-
network for sound localization and use mono-microphone
input for sound source classification.

Microphone-arrays is used for acoustic localization which
mainly use direction-of-arrival(DoA) to locate the sound
source location. These methods were initially used on single
sound source and achieved a high localization accuracy in
robotic applications [2]. Based on the DoA principle, some
researches worked on locating overlapping sound sources
with deep neural network(DNN) models. Most of these
algorithms mainly detect presence of sound source at a fixed
set of angles [3, 4].

Being obtrusive and expensive, microphone-array based
methods are normally designed for robots and are not
well suited for human-centric applications. On the contrary,
acoustic sensor networks are used to discreetly track human
activities by leveraging the time-different-of-arrival (TDOA)
of the sound sources. These solutions vary from using simple
localization energy-based threshold [5] to estimating the
TDOA and applying an audio event classification algorithm
[6] for sound classification. Sometimes TDOA is difficult to
estimate [7] thus, new algorithms are required to compensate
for these uncertainties.

Sound event classification models normally use mono-
microphone input, some of which are both robust and
efficient [8–10]. As an example, [8] uses Support Vector
Machine (SVM) to classify non-overlapping sound events
with mel-frequency cepstral coefficients (MFCC) and several
other frequency-domain features.

When the sound are complex containing overlapping
events, three different methods can be used:

I. The first method decomposes the signal based on matrix
factorization by reducing a matrix into its constituent parts
[9, 11]. Non-negative matrix factorization (NMF) [9] is used
to transform the input audio into four components, where
sound events are separated into different components for
recognition. [11] turned NMF to a supervised learning model
by treating the components as a coupled matrix factorization,
which automatically labels each component with the corre-
sponding class. NMF-based methods have some drawbacks
such as the high complexity when the number of samples is
large [9].

II. The second method extends the frame-based mod-
els for overlapping events through hierarchical models.
Hierarchical-SVM [12] and RNN [13] were used to train with
all kinds of framely-mixed audio events with overlapping-
labels. However this method is hardly scaleable since the
combinations of audio events can not be brute forced.

III. The third category is based on image-like features ex-
tracted from the Short Time Fourier Transformation (STFT)
spectrogram, given the spectrogram can be interpreted as an
image [14, 15]. This allows to classify overlapping events
with local spectrogram features where features are extracted
from the so called ’keypoints’ in the spectrogram. Com-
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Figure 2. Spectrograms of the sound received by different sensors

parative empirical studies in [15] showed that spectrogram
features and deep learning algorithms could outperform SVM
in noisy environments. The central idea of keypoints is to
characterizes a spectrogram by a set of independent local
features, where each feature represents a glimpse of the
local spectral information. The idea behind this method is
related to the researches about the human auditory system,
which may interpret sound based on the partial recognition
of features that are local and uncoupled across frequency
domain [16].

However, single-channel models exhibit the inherent
weakness in decomposing signals so that they could only
be used in very limited scenarios for simple events. Ad-
ditionally, despite the rich research in overlapping sound
processing, most algorithms are proposed for microphone-
arrays on robots that have sufficient resources.

To fill this gap, in this paper we describe, k-SpecNET,
a light-weight and scalable solution for both localization
and classification of overlapping indoor sound events using
audio-sensor-network. One of our major contribution is to
decompose overlapping signals through the TDOA based
localization process using spectrogram keypoints, which are
subsequently used for sound event classification. Through
the keypoints localization and decomposition process, the
complicated mixed-signal problem is largely simplified. The
intuition is that a sound event normally exhibits several
dominant and transient sub-bands which resembles a key-
point in the spectrogram and keypoints through travelling
will attenuate only in amplitude while preserve the same
frequency when captured by sensors placed at different
distances.

Our results show that k-SpecNET works well with ran-
domly mixed 2-events and is scalable for more overlapping
events.

The remainder of the paper is organized as follows:
Section II explains the Time Difference Of Arrival (TDOA)
based sound localization algorithms. Section III-IV describe
the methodology used for event localization and classifica-
tion. Section V describes the performance evaluation and
comparison with baseline models. We conclude this paper
with our open discussions in Section VI.

II. TDOA BASED LOCALIZATION

This section briefly explains the TDOA based localiza-
tion which is the basis of our sound event localization
method [17].

In a 2D space topology: let (x, y) be the unknown coordi-
nate of a sound source and let [(xm, ym)]Mm=1 be the known
coordinates of acoustic sensors, where M is the number of
acoustic sensors. Let τm be the relative time of arrival to
different sensors and let τ1 equals to 0 for simplicity. Let
rm be the distance of the sound source to sensor m, and v
be a constant speed of sound, we can write the distance as
a function of speed and time for m = 2, 3...M as:

rm − r1 = vτm − vτ1 = vτm (1)

The above Equation 1 can be transformed into:

vτm − vτ2 +
r21 − r2m
vτm

− r22 − r2m
vτm

= 0 (2)

Replacing r with x, y coordinates, for any m = 3, 4...,M
we will have:A3 B3

A4 B4

... ...
AM BM

× [ x
y

]
=

 C3

C4

...
CM

 (3)

Am =
1

vτm
(−2x1 + 2xm)− 1

vτ2
(2x2 − 2x1) (4)

Bm =
1

vτm
(−2y1 + 2ym)− 1

vτ2
(2y2 − 2y1) (5)

Cm = vτm − vτ2 +
1

vτm
((x21 + y21 − x2m − y2m)

− 1

vτ2
(x21 + y21 − x22 − y22) (6)

Based on Equation 3, the sound source coordinates (x, y)
are obtained by calculating the A,B,C vectors and then
solving the equation which yields an answer when M >= 4.
The unknown variable in Equation 3 is τm, thus the lo-
calization problem boils down to resolving τm. Figure 1
shows the sound wave of a door slam event received by
4 sparsely spaced acoustic sensors, the red dashed lines
show the calculated τ for each sensor. One typical method
to synchronize these τ values is through time-smoothing
together with cross-correlation [6].τ is then the point where
the cross-correlation of two signals reaches the maximum.

III. OVERLAPPING SOUND SOURCE DECOMPOSITION
AND LOCALIZATION

As described in Section II, locating a sound source can be
done through synchronizing the time difference τ of multiple
sensors. A simple time-domain cross-correlation algorithm
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can synchronize τ well with a single sound source but
can not work with mixed signals. However, mixed signals
can be distinguishable by applying STFT as illustrated in
Figure 2, which shows two overlapping events received by
4 microphones. One can easily find the start of a door
slamming event in each graph, a long (wide frequency) yet
narrow (short time) column. The other signal concentrated in
lower frequencies apparently corresponds to the voice bands.
While splitting the two events seems easy in this particular
case, it is generally hard when these events in spectrograms
overlap and are randomly-shaped.

We aim to tackle this problem by looking into every small
yet significant regions in the spectrogram, from which the
time-difference-of-arrival (i.e. τ ) is easier to be synchronized.
There are three steps in our sound source localization algo-
rithm:

A. Keypoint detection

The idea behind here is to find important transients in both
spectral and temporal domains, and cluster them to locate the
sound events. Our intuition behind keypoints are:

I. The small and power condensed keypoints are easier
to be synchronized than the entire signal. Since keypoints
are power peaks, they are noise-resistant and very likely to
be preserved in all nearby sensors. Although some highly
overlapping keypoints are difficult to be synchronized, the
synchronization can rely on neighbouring keypoints by ap-
plying a global model.

II. Keypoints can be used for sound classification as many
works have already proposed [14, 15]. Keypoints distribution
indicates the major frequency bands of an event. The key-
points variation over time and frequency also describes the
local Q-factor information of a small STFT region.

Mathematically, a keypoint is expressed as: Ki =
[si, fi, ti] where s = 1, 2, ..M and M is the sensors number,
f and t are the frequency and time. This three-element
tuple means one keypoint is detected at sensor s, time t
and frequency f . We define G as the spectrograms of all
sensors and Ki as the coordinate, so that G(Ki) represents
the amplitude of a keypoint.

Keypoints are detected at locations that are local maximum
across both frequency and time, which can be expressed as:

G(Ki) = G(si, fi, ti) = max(G(s, f, t), thr),

∀s, fi − h < f < fi + h, ti − w < t < ti + w
(7)

thrthrthr is a constant filter for background and microphone noise
so that no keypoints would be detected when no events
happen. hhh and www define the local area, height and the width
of a spectrogram. To clarify, in a STFT spectrogram of a
20 kbps sound with a window size 1024 of 3/4 overlap,
h = 10 and w = 6 represent a region of 400 HZ and 15 ms.
This region must be large enough to capture important shape
information and small enough to have sufficient selected
keypoints.

B. Keypoint synchronization and localization

We synchronize all keypoints through a two-step model.
For each step there is a different metric or cost-function that
reflects how good τ is. These two steps and corresponding
cost-functions are described below:

1) Cross-correlation cost: is a local cost which resembles
the single sound event synchronization process. A keypoint
should propagates to a nearby sensor at the same frequency
with time-delay τ , at which point the signal cross-correlation
should be the maximum.

Mathematically, we define the square-shaped region cen-
tered at keypoint Ki as R(Ki):

R(Ki) = {[si, f, t]},
f ∈ [fi − h, fi + h], t ∈ [ti − w, ti + w]

(8)

and we define its spectrogram as:

GR(Ki) = {G(p)}, ∀p ∈ R(Ki) (9)

Similar to single event TDOA, we search for τ in each
sensor that correlates GR([s, fi, ti+τ ]) with GR(Ki) most.
This results in the solution of τ using only local cross-
correlation cost:

τs,i = argmin
t

(ρ(GR(Ki), GR([s, fi, ti + t]))),

∀s 6= si, t ∈ {0, 1, ...Tmax}
(10)

, where τs,i is the sound arrival time at sensor s for
keypoint Ki, Tmax is the maximum of possible time arrival
difference, ρ is the Pearson correlation function [18] normal-
ized to (0, 1) so that smaller cost means more likelihood.

Figure 3. Joint probability of cross-correlation value and τ -
correctness

Synchronizing each keypoint independently based on
Equation (10) can not be perfect because of noise, multi-
path and highly-overlapped frequency bands. Through ex-
perimental data we can estimate the accuracy of using this
method through the joint probability of: P (τ true, costρ)
and P (τ false, costρ). costρ is the cross-correlation value
at any t-delay while τ true and τ false means if t is the
correct τ or not.

Figure 3 basically shows that if τ was to be 90% correct,
the corresponding costρ value from Equation (10) should be
smaller than 0.1. We next split all τs into 2 halves: the τ
with costρ value smaller than a the threshold C were directly
calculated in this step, the rest τ were to be determined by
the next step.
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2) Neighbour-likelihood cost: is a global cost which addi-
tionally measures the similarity of τ between a keypoint and
its neighbouring keypoints. The idea is that a sound event
is normally a connected shape in the spectrogram which
consists of many closely distributed keypoints with exactly
the same τ .

Let KNn be the nth (i.e. n=1∼4) nearest neighbour of
keypoint K, of which a neighbour is an already synchronized
keypoint. Here the distance between two keypoints is the
Euclidean distance of [f, t] in the spectrogram. Let the τ of
neighbour KNn be τn and we calculate the τ of K as:

τ =
1∑
n S

n

∑
n

τnSn (11)

Where Sn is our prediction of whether KNn and K share
the same τ :

Sn =

{
1, if KNn and K share the same τ

0, otherwise
(12)

As τn is the already known value calculated in the
previous step, the task boils down to predict the value of
Sn. Next we assign the τn of KNn to K and calculate the
costρ, which is denoted as costnρ and its value stands for the
local cost when Sn = 1. Let costdist be the distance between
KNn and K, it is natural to expect that the smaller costndist
and costnρ , the more likely KNn and K share the same τ
and thus are from the same sound source. In another word,
the binary Sn output is decided by the 2-dimension cost
[costndist, cost

n
ρ ], which can be well solved by a classification

model. We next train a linear regression model to solve this
problem with our data.

Figure 4. 2-dimensional global cost from an audio sample: neigh-
bours with costs below the dashed line incline to be the same event

Figure 4 shows an example of the two-dimension cost
[costdist(n), costρ(n)] from all the keypoints in a 2-event
audio recording. The green points indicate the neighbours
with Sn = 1 and red ones are the neighbours for which
Sn = 0.

One example of the entire keypoint synchronization pro-
cess is shown in Figure 5. The different color of makers
denotes the different sensors from which keypoints are
detected. Round dots stand for the original detected keypoints
as spikes in spectrograms. ’+’ markers stand for the τ
synchronized through the local cross-correlation cost and ’X’
markers are the rest τ which are synchronized through the
global cost.

Figure 5. An example of τ synchronization using cross-correlation
cost and neighbour-likelihood cost

Figure 6. Keypoints localization result

C. Keypoints Clustering

After τ of all keypoints are synchronized, we then clus-
ter the keypoints according to their physical locations to
determine the original events, under the assumption that
each event happens at a different location. Here we use k-
means [19] to cluster the keypoints. In our case, the event
number is the cluster number k whose center are the event
locations. Because the event number k is unknown, the
algorithm has to find the best k.

Our keypoints clustering algorithm consists of 3 steps:
I. Find the best cluster-number k with silhouette [20]

analysis from the k-means.
II. Filter out outlying keypoints and small clusters.
III. Re-calculating the cluster-centers as the final locations

of events with the filtered k and keypoints.
Silhouette analysis in step 1 is a method of interpretation and
validation of consistency within clusters of data based on a
so called silhouette value. Silhouette value measures how
similar an object is to its own cluster (cohesion) compared
to other clusters (separation). Similarity is measured based
on the distances to cluster centers. The k with the highest
silhouette value is chosen as the optimal cluster number,
indicating samples are closer to their own center and are
far away from other cluster centers.

Step 2 improves further keypoint location accuracy be-
cause unlike normally distributed random samples, keypoints
are normally bipolar distributed. Most of them are correct
and close to the event location. Some keypoints that cannot
be correctly synchronized, we consider them wrong, are
sparsely distributed elsewhere because of the significant error
in τ synchronization which is in small portion but inevitable.
In the location graph we use the ’distance-to-center’ criteria
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Figure 8. KP-CNN model for event classification

to filter them out. Let dci be the distance of point i to its
corresponding cluster center c, we use a threshold Dthr to
prune the outliers:

Discard Ki, if : dci < Dthr,∀i (13)

The threshold Dthr is a constant that denotes the maximum
localization error to tolerate. This error can be resulted from
noise, background sound or even the movement of the sound
source. Another approach to improve the result is to remove
the clusters which contain very few members, as they are
likely to be made up from falsely synchronized keypoints.
The cluster centers are re-calculated based on the remaining
keypoints indicating the final locations of the sound events.
One example of the clustering result is shown in Figure 6. It
can be seen that there are two events in this overlapping
sound which are decomposed and located (the red dots)
beside the real event locations (the blue stars) and it is
easy to filter out those outlying error-keypoints. Moreover,
decomposing the overlapping signal is the prime goal so that
we can actually tolerate the ”not so accurate” localization
results.

IV. SOUND EVENT CLASSIFICATION

After the event localization, we cluster the keypoints at
each event location and classify them into pre-defined activ-
ity classes. We adapt 2 frame-based classification models to
the keypoints classification task [21, 22]. We call the adapted
models KP-SVM and KP-CNN, of which the concrete steps
are described below:

1) KP-SVM: The frame-SVM [21] first cuts an audio
stream to short duration frames and extracts several time and
frequency domain features from each frame. The statistics i.e.
mean and variance are calculated from this feature array as
the final features. Similarly, we extract features by replacing
the short duration frames with keypoints. A feature set,
denoted as Fi, portraying the characteristics of the event
both in time and frequency domain, is extracted from each
keypoint:

Fi = {fi, Rolloff i, STEi} (14)

, where fi is the center frequency of the keypoint and
Rolloff i has two values in time and frequency domain
respectively. Spectral-rolloff, used in music information re-
trieval [23], represents the point where N% power are
concentrated below that frequency (normally N equals 90%).
We define time-rolloff as the time duration where N% power
are concentrated at the center. STEi (Short-time energy) is
a feature used in audio analysis that describes the energy of
signal [23].

The feature extraction schemes of the original frame-SVM
and the adapted KP-SVM is shown in Figure 7.

After Fi of each keypoint is extracted, the mean and
variance of all Fi is calculated as the event feature. This
event feature is then feed to SVM classifier to predict the
event type.

2) KP-CNN: Convolutional Neural Network (CNN) is
a class of deep neural networks [24], commonly used in
computer vision domain. It requires minimal pre-processing
compared to other image classification algorithms. Convert-
ing one-dimensional sound stream to a spectrogram allows
the use of CNN for sound processing applications such as
speech recognition [25] and environmental sound recognition
[22]. Figure 8 shows the architecture of our CNN-based
classification model, where the input is the incomplete spec-
trogram aggregated from the keypoints, while non-keypoints
part is padded with zeros and the silent frames are removed
from the incomplete spectrogram.

V. EXPERIMENTAL RESULTS

This section presents the experimental results with a
labeled audio dataset for the entire localization and classifi-
cation model. The dataset is split into 2 parts: training (70%)
and test (30%), five folds cross-validation is applied on the
training set.

A. Dataset

We selected 4 classes of the most common office envi-
ronment sound events: human (voice), footsteps, door slam,
bell. 100 samples from each class were recorded with a
mono-microphone 2m away from the sound source. These
original events are clear recordings of one event. We used
an indoor sound simulation [26] to create synthetic complex
sound events from the initial recordings. Three synthetic
levels were created with level number meaning the number of
overlapped sounds (leveln = synthetic(n)). For each level,
we randomly picked single events to create 1000 overlapping
events. Different complexity levels were created to evaluate
the performance of k-SpecNET in a noisy environment.
During the shuffling, we labelled each overlapping event with
its class and location.

B. Sound event decomposition and localization

Two metrics were used for evaluation of our method,
i.e. all-correct and partially-correct. Partially-correct means
at least one of the events is located correctly. We tolerate
a 0.5m error as there is no strict precision requirement
in our application scenario since the major objective is
to decompose overlapping events through the localization
algorithm. Meanwhile the baseline is only provided for signal
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Sound localization accuracy using clustered keypoints
Level-1 Level-2 Level-3

n=1 n=3 n=5 n=1 n=3 n=5 n=1 n=3 n=5
All correct 95.5% 98.2% 96.8% 87.1% 90.3% 89.8% 51.7% 56.9% 57.7%
Partially correct - - - 93.5% 95.8% 94.6% 64.1% 67.8% 70.1%
n = number of neighbours used to synchronize τ

Results of sound classification using clustered keypoints
Level-1 Level-2 Level-3

SVM CNN NMF LSF SVM CNN NMF LSF SVM CNN NMF LSF
accuracy 92.80% 95.50% - 94.70% 77.20% 85.10% 69.10% 60.80% 46.70% 61.70% - -
F1 92.20% 94.90% - 93.60% 75.30% 83.90% 66.40% 58.70% 43.90% 53.50% - -
complexity 0.61 4.3 - 0.32 0.71 8.1 18 0.35 0.79 10.5 - -
SVM = statistic-SVM model, CNN = spectrogram-CNN model, NMF = baseline: coupled-NMF, LSF = baseline: local spectrogram feature

TABLE I: Localization and classification results for overlapping sound events

decomposition (presented together with the classification
results) and not for localization as it is hard to find one
for our scenario. Most related works such as [3] and [4]
which propose to locate multiple human speaking sound
are designed for microphone-arrays of robotic applications.
Apart from the hardware difference, their algorithms are
basically based on the DOA(direction of arrivals) principle
hence would not work in our case.

Table I shows the results for three different complex-
ity level. Level here refers to the maximum number of
sound sources in an overlapping sound event. Results show
that when only two events are overlapped(i.e. level-2), the
accuracy jumps above 90% and drops significantly in all
experiments when three events are overlapped. We generate
the spectrogram by 20ms frame-length and 4ms hop-length.
The threshold C is 0.13 where roughly half the keypoints
are synchronized by local correlation-cost resulting in about
90% correct ratio.

Different neighbours-number n in keypoint-
synchronization is tested to find the best value in different
cases. Our experiments show that it is generally better to
synchronize τ with more neighbours in more complicated
cases (noisy environment). Moreover n = 3 is the best in
general to synchronize τ and with too many neighbours
also increases the algorithm complexity.

We also looked into the differences of performance be-
tween each sound class, as shown in Figure 9. These results
are all from the attenuation-correlation model and show that
bell sound is the best located while human voice is the
worst, this difference becomes especially obvious in 3-events
experiments.

C. Sound event classification

We choose the coupled-NMF algorithm in [11] and
LSF(Local Spectrogram Features) algorithm in [27] for the
baselines of overlapping sound event classification although
they only rely on one microphone input. The coupled-NMF
has turned the traditional unsupervised NMF model into a
supervised learning problem which can automatically label
the class of each sub-component. The LSF model also
depends on keypoints similar to us, it mainly detect events
based on the joint probability of spectrogram-keypoints and
event-class. While both the two baseline models decompose
and classify the overlapping sound in one complex model,
our classification model is lighter in complexity since it only
classifies the already decomposed signals.

Table I shows the results of overlapping event classifica-
tion for all models. The metrics consist of Accuracy, F1 score
and Complexity. All experiments run on the RaspberryPi-
3 on a single core in order to compare the complexity
through running time. The complexity is calculated as the
running time of classifying an audio sample divided by the
audio length, meaning that a realtime model should have the
complexity less than 1.0.

Of all models, KP-SVM runs the fastest while coupled-
NMF is the slowest. Both of our models outperform the base-
lines in classifying overlapped sound events with KP-CNN
as the best performer. The major advantage for our models
comes from the previous localization step which already
split overlapped signals into single events, thus, simplifying
the problem. Therefore our classification accuracy is quite
close to the localization accuracy. We didn’t provide the 3-
events results with coupled-NMF or LSF, as both models
are only designed for 2-events and the complexity increases
exponentially with more events overlapping. In terms of
complexity, our classification model is largely simplified as
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it only handles single sound input while the synchronization
algorithm contains straight forward calculations at large thus
costs slight overhead only.

Confusion matrix for KP-CNN in Figure 10 shows that
the performance of each class is equally good for single
event classification and significantly different for overlapping
events. Bell event is the most accurate, as its major frequency
bands are much higher than the rest and can be easily
identified. The good performance of classifying human voice
mainly comes from the long duration of speech sound, so that
many keypoints are able to be correctly located. Footsteps
and door sound are most likely to be misclassified, because
they have very similar frequency characteristics. However,
considering the location information we can differentiate
door and footsteps based on the sound location and room
topology, since doors are static objects. To better classify
the footstep sound we need to add harmonic features of a
long duration into the model input.

VI. OPEN DISCUSSION AND CONCLUSION

Automatic audio signal processing is still a hot research
topic in artificial intelligence. However, to reuse speech
recognition techniques in environmental sound recognition,
one of the major barriers is the impact of high overlapping
sound occurrence rate.

To tackle the sound overlapping issue, we deployed micro-
phones in room corners and use a novel sound localization
technique to decompose the overlapping sound events into
their sub-components. Apart from the good performance and
low complexity, this method is easily scaleable since it is
based on the sound propagation model, while single sensor
models are based on learning events from vast data of specific
classes.

In our experiments, 90% of events are correctly decom-
posed and located within 50 cm error. Needless to say, this
localization precision cannot be compared with microphone-
arrays techniques that can reach millimeter level precision.
However we chose not to further improve the precision since
our major concern is the classification of overlapped sound
events. In most cases, different sound events usually happen
meters away apart.

The located keypoints are fed to a CNN network, making
the algorithm more efficient from a complexity perspective.
In the future, we also intend to explore in more complicated
scenarios within crowded environments and more activities
as well as to continuously monitor crowd .
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