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Abstract 
 
Invention of XML as a universal standard for data representation triggered enormously 
wide efforts for its adaptation into almost every IT activity. Databases took one of the 
focusing places of the XML research.  
This paper investigates the development path of XML from its origins to its current place in 
distributed database systems. Through enumeration of features and analysis of the 
problems related to XML and distributed database systems it forms a platform for 
understanding the consequences of adopting XML to this area of IT. 
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1 INTRODUCTION 
"In their capacity as a tool, computers will be but a ripple on the surface of our culture. In 
their capacity as intellectual challenge, they are without precedent in the cultural history 
of mankind." - Edsger Wybe Dijkstra (1930-2002) 
And so they are. Pushed by various forces, including the famous "let me show what you 
need" reason, computers and computer sciences are today known by their tremendously 
paced advancements. There is also this common feeling that soon we will be on the brink 
of something big! How soon, and how big!?  
Dijkstra's statement is supported by the fact that hundreds of new abbreviations appear 
every year in technical sciences, especially related to computers. Those are mostly 
confusing and almost indistinguishable since the human language was not designed to 
handle quickly so many new things. But, we are where we are, and this paper is 
dedicated to one of those confusing, and usually meaningless three letter words. 
XML 
It appeared 6 years ago and became so rapidly popular that in short time every software 
developing company, pertaining to mean something in the computer world, placed XML 
word (or just X) in front of at least one of its products.  
Today, after 6 years of existing XML is still in the very focus of both commercial and 
scientific communities. There is no telling when will the hype calm down. XML came with a 
promise. Promise that everybody is now pursuing. XML will eventually either perish in the 
huge disappointment shadowed by better ideas, or it will mature and become just one of 
many reliable but forgotten parts of the human's technical infrastructure, or just something 
in between. 
This paper will try to present the reasons for XML's popularity, and follow XML's 
development path into one specific area. The area of distributed databases. 
Just as two heads know more than one, two databases "know" more than one. With 
Internet providing cheap data channels with reasonable quality, aspirations toward wider 
database cooperation grew. Hence the importance of distributed databases. With XML 
goals of distributed databases become one step closer ... or to be more precise ... are 
becoming one step closer. Unfortunately, the world is not Hollywood, and realizing new 
ideas take more than buying a ticket for a movie. The real struggle around XML and 
distributed databases will be presented in the following order.   
Chapter 2 will introduce XML and the reasons behind XML's invention. It will show how 
database data was initially placed on the Web, and what changed with the appearance 
of XML. Other benefits of XML and the list of major technologies that surround XML will be 
briefly discussed.  
Chapter 3 is dedicated to XML and databases. XML quickly entered the well established 
world of relational database management systems (RDBMS) and shook it well. It forced all 
big (and small) software vendors to immediately start developing databases that support 
XML. The problems and solutions involved in having database that works with XML are 
discussed in this chapter.  
Chapter 4 turns to XML databases placed in the distributed environment. Again 
dominated by relational databases, distributed databases gradually introduced XML to all 
parts of their architecture. The reasons and ways to use XML in distributed database 
architectures are presented in this chapter. 
Chapter 5 discusses a more specific part of the distributed XML databases - distributed 
XML query processing. It is shown that significant part of XML query processing can be 
developed as a buildup and modification of algorithms for relational distributed database 
query processing. 
Chapter 6 tries to provide a systematic view to the attractive research areas in the 
distributed XML query processing. It is followed by conclusion in Chapter 7 and list of 
references. 
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2 XML 
"XML arose from the recognition that key components of the original web infrastructure, 
HTML tagging, simple hypertext linking, and hardcoded presentation – would not scale up 
to meet the future needs of the web."   
 Jon Bosak [Bosa01] 

2.1 Data on the Web 
To better understand Jon's words, we must go 12 years in the past, in 1990. Tim Berners-Lee 
and Robert Cailliau invented World Wide Web and constructed first Web Server and Web 
Client. At its infancy Web was capable of transporting static HTML (HyperText Markup 
Language) documents from Web Server to Web Client using a set of Internet protocols. 

Web Server

Internet
(HTTP)

URL

HTML
Web Client

HTML
documents

 
Figure 1 - Basic Web Architecture 

Since Web kept vertical compatibility with all of its protocols for the last 12 years, we can 
switch to present tense instead refereeing to "those days". Figure 1 shows the basic Web 
architecture. Set of static HTML documents is accessible by Web Clients through the 
Internet. Documents are addressed using Universal Resource Locators (URL) and 
transported from Web Server to Web Clients upon request. HyperText Transfer Protocol 
(HTTP) built upon TCP/IP is used supporting this functionality. 
Textual data being transported is aimed at human reader only. Text in HTML documents is 
enriched with a fixed set HTML tags. HTML tags provide additional information used by 
Web Clients for formatting the output and for providing basic hypertext linking. It is thus 
said that formatting information and data is mixed and "hardcoded" within the HTML 
document. 
In 1993 HTML forms and CGI Scripts were introduced to Web (Figure 2). This enabled richer 
communication in the direction from Web Clients to Web Servers and hence richer 
interactivity.  

Web Server

Internet
(HTTP)

URL, HTML
Form data

HTML
Web Client

HTML

CGI
Script data

 
Figure 2 - HTML Form & CGI Script in Web Architecture 
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Through HTML Forms Web Client is able to communicate much more data towards Web 
Server than just a plain URL address (i.e. hyperlink). CGI enables a Web Server that 
received the data from the Client to invoke another application, namely the CGI script, 
and hand over the received data to it. CGI script is then responsible for using that data 



and for generating the HTML response (i.e. Web page) to be sent to the Web Client. This 
was the first way of putting "live" database data to the Web - the process known as Web-
to-database integration. CGI script is responsible both for querying/updating database 
data and preparing it for presentation on the Clients' side by hardcoding data with the 
HTML tags.  
Writing and maintaining CGI scripts from a scratch, in a dynamic environment like Web, 
proved to be an expensive job. New technologies were introduced to separate the data 
extraction and the data-formatting task. Simplified, the main idea of the majority of those 
technologies is to have HTML templates with special scripts inserted into them, defining 
what data should be placed instead in the resulting Web page. A specialized Server Side 
middleware, usually invoked just as any other CGI script or a Web Server Plug-In, is 
responsible for interpreting the HTML templates and generating the resulting Web page.  
Active Server Pages (ASP) were introduced by Microsoft and are supported by its Internet 
Information Server. Java Server Pages (JSP) were developed by Sun as a Java counterpart 
to Microsoft's ASP. Allaire Corporation came up with ColdFusion. One of the most popular 
solutions is the PHP developed as an open source project. 

2.2 Birth of XML 
No matter how advanced the way for designing and maintaining database-driven 
Website is, the outcome is always the same - it is the HTML document used both to carry 
the data and the rendering information to produce the human-readable view. The 
mechanism to transport data over the Web in a standardized, machine readable way, 
was needed to support new Internet applications.  
It is now the time to go back even farther, in 1974. It was then when Charles F. Goldfarb 
invented SGML and led a 12-year technical effort of hundreds of people to make it an 
international standard (ISO 8879). SGML is a markup language that describes the 
relationship between a document's content and its structure. SGML allows document-
based information to be shared and re-used across applications and computer platforms 
in an open, vendor-neutral format. SGML was used as a basis for developing HTML 
language to exploit previously mentioned properties. 
Even before the Web was invented, people were developing software systems that used 
SGML to store the data. One of them was Jon Bosak, who supervised the transition of 
Novell's NetWare documentation from print to online delivery in 1990 till 1994. That job was 
based on SGML. Jon was able to put 150.000 pages of documentation on the Web in 
1995, single-handedly and in short time, due to SGML. 
Obvious to the people working with SGML, SGML had the capability of solving the 
problem of the data representation on the Web. In May 1996, Jon Bosak was asked by 
W3C to implement his visions and put SGML on the Web. He became a leader of the Web 
SGML activity. During the course of the initial development of XML, SGML was simplified 
and adopted for the needs of Internet.  This work resulted in the first XML working draft in 
November 1996.  Extensible Markup Language (XML) 1.0 was proclaimed a W3C 
recommendation in February '98. James Clark, one of the participating developers, gave 
XML its name several months after the W3C's Web SGML activity started.  
Through XML the benefits of SGML became available to the whole Web users community. 
That was the start of the "Big Bang" of XML. 

2.3 Benefits of XML 
Relation between document's content and its structure can be found within each XML 
document. Tags similar to those found in HTML are used in XML, but now not to define 
formatting of the content (Figure 3). Instead, tags are used to associate the content to a 
semantic meaning related to the content, thus enabling the semantic identification of the 
parts of the text within XML document. XML document can further confirm to predefined 
schemas thus enabling the standardization of formats for data representation. XML deals 
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only with ways to structure and represent data on the Web. Main benefits will be 
described briefly. 
 
HTML 
<html> 
 <body> 
  <p> 
   <h2>Marko Smiljani&#263;</h2>  
   <h3>Twente Univ.<h3> 
  </p> 
 </body> 
</html> 

XML 
<?xml version="1.0" encoding="UTF-8"?> 
<person> 
 <name>Marko Smiljanić</name> 
 <employer>Twente Univ.</employer> 
</person> 
 
 
 

Figure 3 - HTML and XML containing the same data 

Separate presentation and data 
Benefits of not having to hardcode the formatting information into the Web pages is very 
popular with the need to support emerging Internet enabled devices. Mobile phones, 
Palm tops, PC-s, even some kitchen appliances [PCWo01] can nowadays show web 
pages. The web sites targeting the widest audience have to prepare different views over 
their data for each of the mentioned categories of Web browsers. Maintaining data 
consistency is automatic between those views by having data placed in XML documents 
or XML databases. 
Other XML based technologies like XSLT (see XML Technologies chapter) are then used to 
transform XML data into a format required by the targeting device. XML/XSLT approach is 
a good alternative to other technologies for Web-to-database integration. 
Enable data exchange 
As a standard built on the top of existing Internet protocols, XML was the first international 
standard that could transport pure data using existing Internet infrastructure. XML was thus 
immediately adopted as a standard for data exchange in several domains one of which 
is Enterprise Application Integration (EAI) [BizTalk]. XML is used for data exchange 
between applications in intranet or Internet environments. Further, XML is used in Business-
to-business (B2B) document exchange. XML is extremely simple to learn, yet powerful in its 
expressiveness. Business communities were drawn by these attributes to use XML for the 
data exchange.  E.g. EDI (Electronic Data Interchange), a long existing standard for B2B 
communication, is being replaced by XML based standards.  In order to use shared 
Internet resources, EDI is moving to XML. By adopting XML/EDI, the EDI community can get 
to share the cost of extension and future development [Brya98]. Oasis [Oasis] and 
UN/CEFACT [UNCEF] developed electronic-business XML (ebXML). ebXML represents an 
XML infrastructure to support business data exchange.  It doesn't define the vocabularies 
for specific business branches, but provides means for those vocabularies to be 
developed and used afterwards. Similar mission is the one of Microsoft's BizTalk Framework 
[BizTalk]. Companies register XML schemas to be used for data interchange.  
Repositories of those initiatives contain hundreds of XML schema definitions already used 
in different application domains. 
Store data 
XML can be used to store data in files or databases. Using XML documents in B2B data 
exchange or for making large Web sites opens the question of persistent storage of those 
XML documents. XML documents have to be stored and managed in some powerful and 
robust manner. This request is the driving force for today's development of XML databases. 
Support both document-centric and data-centric applications 
XML can be used in communities in which applications do not require strict data formats 
or data structuring. Those are the document-centric applications, like in newspaper 
publishing agencies where it is quite common to have "exceptions" in the documents 
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structure. Such documents are called semistructured. Being Extensible, XML handles 
encoding of those "exceptions" with ease. Opposing such applications are the data-
centric applications that deal only with XML documents that have a well known and 
precisely defined schemas. Majority of B2B applications fall in this category. 
Create new languages 
Wireless Markup Language (WML), used to markup Internet applications for handheld 
devices like mobile phones, is written in XML. Even HTML is being face-lifted to XHTML 
[W3C.5] to fulfill the XML well-formedness requirements. A range of technologies 
supporting XML also use XML based languages: XSLT, XML Schema, XQueryX [W3C.4, 8,9]. 

2.4 XML Technologies 
World Wide Web Consortium, founded by Tim Berners-Lee in 1994, represents the leading 
body for channeling and standardizing the development efforts in all areas concerning 
the Internet. To find all relevant XML Technologies managed in one place it is thus enough 
to visit the W3C Website [W3C].  
The existence of W3C provides for worldwide compatibility of Internet standards.  The 
principle by which W3C operates provides high robustness of delivered standards but as a 
consequence have rather long development life cycle. Industries, even those 
participating in W3C work groups, are always tempted to develop proprietary solutions in 
order to gain fast market advantage. Never the less, those proprietary solutions lie very 
close to the W3C working drafts.  Every vendor hopes to see his dialect of the solution 
becoming a standard. Latest examples of such developments are Web Services and XML 
Update mechanism. 
For the 8 years that the W3C exists, dozens of Internet related technologies were tackled 
by various W3C working groups. What follows it the short description of the several most 
important technologies, related to XML. Few were already mentioned in the leading 
paragraphs. 
XML - simple, generic and transportable 
XML [W3C.10] is the universal format for structuring data on the Web.  It is a simplified 
version of SGML. Tags are used to surround textual information and provide explicit 
semantic connotation. XML syntax is a very simple one, and it can be literally learned in 10 
minutes. Every other, more complicated and specific concept can be described using 
XML syntax.  XML can be transported over the Internet using the existing Web protocols. 
Those are the reason for XML's exploding popularity. 
DTD, XML Schema 
Document Type Definition (DTD)[within W3C.10] and XML Schema [W3C.8] are the 
languages used to define the structure of the XML document. When associated with a 
specific DTD or XML Schema, XML document can be validated. XML document is valid if it 
conforms to the structure and restrictions defined within DTD or XML Schema. XML Schema 
has a much richer set of datatypes and structural restrictions than DTD.  
XPath 
XML documents are structured as arbitrary nested hierarchical list of information elements. 
XPath [W3C.12] is a language that can be used to select a set of elements from XML 
document. XPath expression has a form of a navigating expression defining how to reach 
a set of element, usually starting from the root of the document. On the way of "following 
the path" predicates can be specified to filter selected sets of elements. XPath is used as a 
sub-part of few other XML standards. 
XPointer 
XPointer [W3C.13] is a language defined as an extension of XPath.  With XPointer it is 
possible to define XML elements that point to certain parts of other XML documents with 
even a finer granularity than XPath. 
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XInclude  
XInclude [W3C.14] is to XML documents the same as #include preprocessor directive is to 
C programs. The XInclude element is replaced with the content it points to, during the 
parsing of XML document. 
XBase 
Relative URIs [W3C.15] appearing in any XML document are resolved using the default 
base URI of the document. If merging of several different XML documents was done to 
compose that XML document, the problem of resolving relative URIs might appear. XBase 
describes this problem and provides XML syntax to explicitly handle this problem.  
XLink 
XLink [W3C.16] is an XML language that enables the definition of links between resources. 
It is basically the powerful extension of the simple <a href="..."> link in HTML. With XLink it is 
possible to define relations among more than two resources, associate metadata with a 
link, store links independently of the resources they link. 
XSLT 
Extensible Stylesheet Language Transformation (XSLT) [W3C.4] defines a language for 
transforming one XML document into a different textual representation, usually another 
XML document. XSLT is used to e.g. transform XML document to conform to a 
standardized XML Schema, or to transform XML documents to HTML document for the 
purpose of Web publishing.  
XML Query 
As XML is a data representation format, the need to have querying capabilities over XML 
documents lead to the development of languages that can be used to query XML. 
XQuery [W3C.17] is the today's de facto standard XML Querying language, even though 
it is till in the W3C Working Draft state. XML Querying languages are discussed in more 
detail in "XML DML" chapter on page 9. 
DOM/SAX 
To put order into the way that XML is handled in programming languages two sets of 
standard Application Programming Interfaces (API) became widely accepted.  
Document Object Model (DOM) [W3C.7], defined by W3C defines a programming 
interface for navigating through XML documents that are parsed and stored into the main 
memory. 
Simple API for XML (SAX) [SAX] is an XML API developed by dozens of members of the 
XML-DEV mailing list. Five months of public development resulted in a SAX 1.0 release in 
May 1998. SAX is an event-based processor of XML documents. It provides a 
transformation of the XML document into a stream of well-known procedure calls.  

2.5 XML's future 
XML has a list of nice features promising to keep it around for some time. How long will that 
time be, nobody can say with certainty.  XML is: 

• Extensible; enabling its usage in almost every conceivable application dealing with 
data, 

• International; XML supports UNICODE standard and therefore crosses the national 
language boundaries, 

• Supports both semistructured and structured data; by its explicit hierarchical 
organization and deep nesting provides a natural data organizing structure usable 
by different types of applications, both document and data-centric, 

• XML is well-formed; meaning that its structure, even if unknown, is defined following 
the rules that make it machine readable, 

• XML can be validated; XML schema can be defined and XML documents can be 
tested for conformation to such a schema, 
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• XML is being widely supported by a number of freeware or open source software 
tools, 

• XML largely conquered data representation heterogeneity on the Internet.  
In one sentence: XML makes it very simple to handle data on the Internet. Its evolution will 
certainly be an interesting one. 

 7



3 XML Databases 
Need to manage large volumes of XML data is the driving force for developing XML 
databases. Different types of applications using XML drive this force in several different 
directions. 

3.1 Why have XML databases? 
Note: 

The uses of XML are very diverse. Usually what stands for one type of 
application of XML doesn't fit the other. It is thus very hard to cover every 
aspect of XML's appliance in a paper shorter than a book. This chapter will 
follow the XML databases story by its most common path, thus skipping some 
less popular alternative solutions to the problems described.  

 
Case 1: XML documents are traversing the Web enabling data exchange between E-
commerce applications. Those applications need to log their communication and thus 
shortly end up with thousands of logged XML documents. Managers might want to 
analyze the content of such XML collection.  
Case 2: Websites can use XML documents to store the data to be published on the Web. 
The growth of the Website can be accompanied with the growth of number and/or size of 
XML documents. Additionally, some of those XML documents must be updated frequently. 
Case 3: News agencies can store all the news articles in XML documents. Editor might 
want to find the articles on previous elections in US that were the most referenced ones. 
In all the above cases large volumes of XML documents are used. Software tools are 
needed to help achieve the required tasks. 
Each XML document is a text document and can thus be stored using file system. 
Unfortunately, apart from storing XML files, file system does not provide any other 
functionality needed to manage XML documents. Besides, data contained within the XML 
documents can be dealt with at much lower or higher granularity levels than just one XML 
document as a whole.  
All those requests imply the need for sophisticated ways to manage XML data. 
Few classical definitions from Elmasri [Elma00] will relate those requests to the notion of 
database: 
Def 1. A database is a collection of related data. 
Def 2. A database management system (DBMS) is a collection of programs that enables 
users to create and maintain a database. The DBMS is hence a general-purpose software 
system that facilitates the process of defining, constructing and manipulating databases 
for various applications. 
Def 3. Database and DBMS software together are called Database System. 
 
Prefixing words database and data in the upper definitions with "XML" gets us to the 
definition of XML Database Systems - usually shortened to XML Databases. 
 
[Elma00] further specifies that DBMS must enable the: 

• Definition of database, involving specifying data types, structures and constraints for 
data to be stored in the database, 

• Construction of the database, involving the actual process of storing the data on 
the storage medium controlled by DBMS, 

• Manipulation of the database; such as querying to retrieve certain data and 
updating the database. 
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This chapter will provide overview of those features in current XML databases, though not 
in the same order. 

3.2 XML Data Model 
Data model adds a level of abstraction over physical storage mechanisms used by 
database. Data definition and manipulation is then done only through structures and 
operations defined by the database data model. 
Relational data model organizes data within tables - flat data structures. Relations defined 
within relational data model are materialized through pairs of identical values i.e. key - 
foreign key pairs. 
XML data model, on the other hand, is quite different. It stores data in the form of 
hierarchically structured, tagged text. XML element hierarchy can be arbitrarily deep and 
almost unrestrictedly interrelated. 
XML data model is defined within several documents. XML specification [W3C.10] 
precisely describes XML through the XML language grammar. XML Database must confirm 
to that grammar i.e. XML syntax. 
Abstract structures for XML documents have been developed in four different W3C 
specifications [Salm01]: XML Information Set model, XPath data model, the DOM model 
and the XQuery 1.0 and XPath 2.0 Data Model [W3C.11,12,7,3].  
To some extent, what ER model is to relational table [Elma00, page 41] the mentioned 
four data models are for XML documents. They can be used to model, what [Elma00] 
calls, the Universe of Discourse. 

3.3 XML DDL 
DTD - Document Type Definition 
As an SGML derivate, XML inherited the SGML's DTD - Document Type Definition language. 
Hence, DTD was the first Data Definition Language for XML.  
By using DTD [W3C.10] one can define the structure of the XML document. DTD can 
define (see Figure 4): 

• XML element names ("person"), nested children ("name") with cardinality, and 3 
XML element content types (ANY i.e. unknown, EMPTY and (#PCDATA) i.e. text), 

• Attributes ("age") of an XML element with their types and default values. 
 

<!ELEMENT person (name)> 
<!ATTLIST person  
   age CDATA #REQUIRED> 
<!ELEMENT name (#PCDATA) > 

Figure 4 - Simple DTD (it does not get much more complicated) 

Those and just few more "aiding" DTD constructs are not enough to impose more strict 
constraints on the XML's document structure and content. The efforts to develop another 
DDL started as soon as XML was invented.   
 
In [Lee00] six XML Schema languages are compared. DTD is characterized as the one 
with the "weakest expressive power" that "lacks the support for schema datatypes and 
constraints"  
XML Schema 
XML Schema W3C working group published on May 3rd 2001 the XML Schema 
recommendation. XML Schema is considerably richer XML DDL than DTD and among 
other has the following features [Lee00] not supported in DTD: 

• XML Schema is written in XML, 
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• Namespaces, 
• Approximately 30 built-in datatypes more than DTD, 
• User-defined datatypes, 
• Datatype definition by inheritance, 
• Datatype domain constraints, 
• Null value, 
• Unordered element sequences, 
• Better support for min/max occurrences of elements, 
• Uniqueness and key/foreign key declaration for attributes, elements and arbitrary 

structures. 
 
 <xsd:element name="people"> 
  <xsd:complexType> 
   <xsd:sequence> 
    <xsd:element name="person" minOccurs="0" maxOccurs="unbounded"> 
     <xsd:complexType> 
      <xsd:sequence> 
       <xsd:element name="age" type="xsd:int"/> 
      </xsd:sequence> 
      <xsd:attribute name="name" type="xsd:string" use="required"/> 
     </xsd:complexType> 
    </xsd:element> 
   </xsd:sequence> 
  </xsd:complexType> 
 </xsd:element> 

Figure 5 - part of the XSD (XML Schema Definition) 

Other DDL considerations 
[Salm01] analyzes what other features should an XML DDL language have to be able to 
support the needs of advanced XML database systems. Those include: 

• Document Types; They should include the means to define a set of possible 
operations on the documents falling in specific document type category, 

• Data Collections; XML Database DDL should allow the definition of collections of 
either XML documents, document parts or values that are not required to be a part 
of any document. Sequence, as defined in XQuery 1.0 and XPath 2.0 Data Model 
[W3C.3] goes in this direction.  

• Document Type Collections; The DDL of XML Database should support the definition 
of several document types over a single document collection. Separate 
applications might have different views over the same XML documents. 

• Document Indexing; XML Database DDL should provide ways to define indexes. For 
certain applications, it is important to have a XML DDL language constructs that 
can specify the index creation on specific parts of XML document e.g. elements. 
Those are usually data-centric applications for which the typical queries are known 
in advance. Document-centric applications often work with semistructured 
documents for which no strict schema can be defined. In those applications DDL 
might support the specification of more generic performance tuning parameters. If 
present, XML Schema can be used to make decisions on the physical XML storage 
and to support the access mechanisms for the XML data.  
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3.4 XML DML 
Data manipulation in databases consists of two activities; data querying and data 
updating. In relational databases SQL (Structured Query Language) is used to mange 
both querying and updating actions on database data. With XML situation is currently not 
so clear. For XML no Querying language is still proclaimed a standard and the same goes 
for language for updating XML data. It is expected that during the year 2002, XQuery 
[W3C.17] will mature into a W3C recommendation for XML querying language and that 
an update mechanism will be added to XQuery in following years (or months). 
At the moment many software vendors have their proprietary update mechanisms for 
XML. 
XML query languages 
A large group of top scientists in the field contributed to a paper [Fern99] written for W3C 
XML Query Working group "to highlight the database research community's experience in 
designing and implementing XML query languages" 
There it is identified that two different communities are contributing to the shape of XML 
query languages: 

• Database community; which is concerned with large repositories of data, 
heterogeneous data integration, exporting of new views over legacy data and 
transforming data into common data exchange formats, whilst 

• Document community; is concerned with full-text search, integration of full-text and 
structure queries and deriving different representation from one underlying 
document. 

XML query languages proposed by the database community were analyzed for common 
features. It was found that queries in those languages consist of tree parts: pattern clause, 
filter clause and constructor clause, marked respectively with boxes top-down in Figure 6. 
The natural language description of how this query is executed follows: first, the set of 
elements from the document "document.xml" matching the pattern in first box is 
established. Elements in that set are then filtered using the filtering expression in second 
box. Note that variable binding is established between $a variable and the value of 
<age> element. Finally, for each remaining element a new XML element ("<child>") is 
constructed as defined in the construction part (third box). 
 
CONSTRUCT <children> { 

 WHERE <people> 
     <person name=$n> 
      <age>$a</age> 
     </person> 
      </people> IN "document.xml", 

       $a < 16 
       CONSTRUCT  <child name=$n/> 
} </children> 

Figure 6 - XML-QL query (select children in the list of persons) 

The one language originating from document community - XQL, has different querying 
approach. Instead of pattern matching, XQL uses navigation instructions in the form of 
paths - very similar to those defined in W3C's XPath [W3C.12]. 
Figure 7 shows the XQL equivalent of the XML-QL query in Figure 6. Interpreted using 
common language the query executes as: in document "document.xml" visit all people 
elements and create the children XML element for each of them, and within those visit all 
person elements, for each of them create a child XML element, and then filter all those 
that have subelement age less than 16. Project only the @name attribute within the child 
element. 
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Document("document.xml")/people->children { 
               person->child [age<16] { @name }  
          } 

Figure 7 - XQL query 

Today's state of W3C's XQuery working draft is really the extended mixture of those two 
approaches. XPath is an integral part of XQuery standard and it alone can (and usually is 
nowadays) be used for simpler querying. In XQuery, XPath language is used for selecting 
parts of XML documents instead of the "pattern" approach mentioned previously. On the 
other hand result is constructed through variable binding and construction in the return 
clause like in the construction part of database community XML query languages. Filtering 
can be defined both in the XPath expressions and in the where clause of the XQuery. 
Figure 8 shows a simple XQuery query having the same result (see Figure 9) as the two 
previous - XML-QL and XQL - examples.  
<children> 
 { 
  for $b in document("document.xml")/people 
  where $b/person/age < 16 
  return 
    <child name={ $b/person/@name}/> 
} 
</children> 

Figure 8 - XQuery query 

<children> 
 <child name="Mark Landy"/> 
 <child name="Mary Kossmann"/> 
 <child name="Jerry McDouglas"/> 
</children> 

Figure 9 - XML output of previous queries 

When declared a recommendation by the W3C, XQuery will almost certainly become for 
XML what SQL is for relational data. For the time being, XPath is the most reliable language 
available for declarative querying of XML data. For now, developers are forced to use 
XML API like DOM to do complex data manipulation. 
Updates for XML 
The only certainly portable way to do updates in XML it is to access XML documents 
though DOM or SAX and programmatically perform the changes. The area of XML 
updates is still a widely open research question and no further discussion will be presented 
here.  Further planned W3C activities include the incorporation of updates in XQuery 
language to make it a complete DML language for XML.  Those updates will be done in a 
declarative manner, unlike with DOM or SAX. One approach to updating XML can be 
found in [Tata01]. 

3.5 Types of XML databases  
Data model, DDL and the DML are the bases upon which Database systems are built. 
Strangely, XML database were not initially built upon those bases. 
Relational databases, stuffed with data, were among the first that wanted to disclose their 
data as XML. Therefore first efforts were directed towards enabling this new functionality of 
relational databases. Hence comes one stream of XML database development - the XML 
Enabled Databases.  The idea of such databases is the development of middleware, or 
extension of existing databases in such a way that would enable publishing of relational 
data as XML documents, storing XML within relational databases and querying stored 
data through XML views over such data.  

 12



The other stream is the one of Native XML Databases that placed its efforts in building XML 
databases from the scratch, hoping to outperform XML Enabled Databases by fine-tuning 
the storage and indexing mechanisms to suite XML needs.  
The current practice is showing that there is no simple answer to this "who is better?" 
question. The answer is case dependent and is determined based on the intended 
application, again referring to differences between data-centric and document-centric 
applications. 
Other approaches to storing XML data, like storing XML in OODB will not be treated here. 

3.6 XML Enabled Databases 
Enabling relational databases to handle XML data faced three main problems: 

• Storing XML documents in relational database, 
• Publishing XML documents from data stored in relational database, 
• Querying XML views over relational data. 

Those will be discussed in somewhat different order. 
Publishing / querying 
Typical representative of XML Enabled Databases is the SilkRoute [Fern00, Fern01] system. 
Through SilkRoute the main principles of XML Publishing and XML Querying will be 
discussed. 
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Figure 10 - SilkRoute architecture (taken from [Fern00]) 

(1) Underlying RDBMS is already filled with data that should be published and queried as 
XML. In our example we will assume that there is just one database named PEOPLE and 
one table in it named PERSON with columns as follows: 
PERSON (ID, Name, Age, Employer) 

(2) In order to define how this data will be exposed as XML the SilkRoute's proprietary 
Relational to XML transformation Language (RXL) is used. 
from PERSON $p 
construct <people> 
     <person name=$p.Name> 
      <age>$p.Age</age> 
     </person> 
    </people>  

This RXL definition produces the output confirming to the XML Schema shown in Figure 5. 
(3) The Translator uses this RXL expression to: 
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• Generate a set of SQL queries (4) that will extract the necessary data from 
relational database. The task of RDBMS is to execute those queries and produce 
the answer in the form of the set of tuples (6), 

• Extract the XML template (5) that will be used to structure the relational data in the 
final XML output. 

(7) XML Generator fills the XML template (5) with received data (6), thus producing the 
final XML answer (8). 
(9) SilkRoute also supports XML querying of the views defined in RXL. The querying 
language supported is XML-QL. We can assume that the query (9) is the one shown in 
Figure 6. 
(10) Query composer is the most complex piece of SilkRoute's architecture. The Composer 
has to integrate the view definition (2) and the user query (9) defined over that view and 
to produce new RXL expression. When executing this composed RXL expression, the 
answer (8) is the answer to the user query (9). 
For our example the composed RXL expression is: 
from PERSON $p 
where $p.Age < 16 
construct <childern> 
     <child name=$p.Name/> 
    </children>  

The simple example presented here neither exposes the real complexity of the 
Composition and Translation algorithms nor the richness of RXL language. Explaining those 
is out of the scope of this paper and more details can be found in [Fern00, Fern01]. In 
[Fern01'] the Query Execution optimization techniques for SilkRoute are presented. 
Several papers of Jayavel Shanmugasundaram are focusing on the problems related to 
XML Enabled databases. In the middleware system XPERANTO [Shan01] the following 
approach is proposed. Instead of having proprietary language like RXL to define XML view 
over relational data, the default XML view approach is proposed. Figure 11 sketches the 
default XML view for the PEOPLE database with the table  
PERSON (ID, Name, Age, Employer). 
<db> 
 <person> 
  <row> 
   <ID>10</ID><Name>Mark Landy</Name><Age>12</Age><Employer>n/a</Employer> 
  </row> 
  ... other rows 
 </person> 
 ... other tables 
</db> 

Figure 11 - Default XML view over relational data in XPERANTO 

Over this default XML view an arbitrary XML view is defined using XQuery language. 
Moreover, such XML view can be again queried with XQuery. XPERANTO does both the 
XQuery composition and the translation to SQL queries. For details please refer to 
[Shan01]. 
Publishing 
In his paper [Shan01'] Shanmugasundaram thoroughly analyzes the techniques for the 
XML publishing of relational data. The special attention is paid on ways to do a 
computational pushdown, trying to make existing relational engine do as much work as 
possible to attain better performance. Relational engine extensions are proposed to 
support XML publishing. 
XML publishing task is separated the into three subtasks: 

• Data extraction 
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• Data structuring 
• Data tagging 

Those tasks can be performed in different ways. In transforming Relational to XML data, 
both hierarchical structure and tags have to be added to relational data. If done early in 
the process they are called early structuring/tagging and if done later in the process they 
are called late structuring/tagging. Another implementation decision is the choice on who 
will do the structuring/tagging. Those can be done inside or outside the relational engine. 
This creates a 3D space of alternative methods for XML publishing shown in Figure 12. 

 
Figure 12 - Space of Alternatives for Publishing XML (taken from [Shan01']) 

First the stored procedure approach is presented. In this approach procedures are 
embedded within SQL queries to generate XML output. Each stored procedure takes as 
arguments basic SQL data types (table attributes) or already formed subparts of XML 
document. By combining those arguments and framing them in new XML tags new - XML 
elements are produced. In order to generate lists of XML elements by concatenation a 
special XMLAGG aggregate function is added to the relational engine. XMLAGG 
concatenates the XML elements parts in a single CLOB (character large object). The 
"CLOB" is in turn the parameter of other stored procedures.  
This basic approach suffers from highly correlated nested SQL queries. Therefore, the 
methods to de-correlate nested SELECT statements is presented. This first method falls in 
the Early Structuring / Early Tagging XML publishing. 
In Late Structuring / Late Tagging publishing approach the exploitation of the so-called 
Outer Union is analyzed.  
By exploiting the sorting capabilities of relational engine the Early Structuring / Late 
Tagging is achieved again with modification of Outer Union Approach. Refer to [Shan01'] 
for more details. 
Storing 
Techniques for publishing and querying XML views over relational data are general 
enough to deal with any given relational schema. Nevertheless, the way data is stored in 
relational database greatly influences the performance aspect of XML publishing. 
Therefore, when it comes to storing XML documents in relational database, offered 
solutions mostly differ in the performance of XML publishing of that data. A whole range of 
techniques for storing XML data is available. 
In [Shcm00] a method for storing XML documents in a set of binary tables is presented. 
The binary table is created for every possible parent-child relation existing in the XML 
document. Figure 13 shows an example of applying this storage technique to a simple xml 
document. E.g the table named a-b-c (see right part c) of the Figure) is populated with 
pairs of IDs of XML elements <b> and <c> that are in parent-child relationship (but only if 
they are reached through <a>. 
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<a> 
 <b> 
  <c>text A </c> 
 </b> 
 <b> 
  <c>text B</c> 
  <d/> 
 </b> 
</a> 

a) 

<a> o1 
  <b> o2 
  <c>text A </c> o3 
 </b> 
 <b> o4 
  <c>text B</c> o5 
  <d/> o6 
 </b> 
</a> 

b) 

a-b = { <o1,o2>, <o1,o4> } 
a-b-c = { <o2,o3>, <o4,o5> } 
a-b-c-string =  
   { <o3, "text A">, 
     <o5, "text B"> } 
a-b-c-d = { <o4, o6> } 
 
 
 

c) 

Figure 13 - a) XML document, b) Element ID's, c) Contents of binary tables for the XML document a)  

Opposite approach to the previous one is the basic inlining technique proposed in 
[Shan99] in which as much as possible descendants are stored in a single table. Next 
example shows the principle for storing the data with this technique (Figure 14). 
XML DOCUMENT 
<collection> 
 <book> 
  <author> 
   <name> 
    <first>Mark</first> 
    <last>Twain</last> 
   </name> 
  </author> 
  <quantity>45</quantity> 
 </book> 
 <book> 
  <author>John Doe</author> 
  <address>Foo No 1</address> 
 </book> 
</collection> 
 
PART OF THE RELATIONAL SCHEMA 
BOOK (bookID, book.author.name.first, book.author.name.last, book.quantity, 
book.author, book.address) 
 
PART OF THE RELATIONAL DATABASE CONTENTS 
BOOK = { 
< ID1, "Mark", "Twain", 45, NULL, NULL >, 
< ID2, NULL, NULL, NULL, "John Doe", "Foo No 1"> 
} 

Figure 14 - Example of basic inlining technique for storing XML data 

In [Deut99] the STORED approach is presented. STORED uses data mining techniques to 
discover common structure in semistructured XML documents. Discovered structure is used 
to develop the relational schema for storing structured parts of XML document. Other, 
unstructured parts of the document are stored in semistructured repository based on 
overflow graphs. 
[Flor99] presents performance evaluation of alternative mechanism for storing XML in 
relational databases. 
Round tripping 
The case when XML documents are stored in a database and then recreated through 
XML publishing is called XML round tripping. The ideal round tripping is the case when the 
original and recreated XML documents are identical.  This is not the case in many XML 
enabled systems due to the loss of some information like order or whitespaces. Even the 
canonical representations of the original and recreated XML document often differ 



[Bour02]. General practice says that storing XML data in XML enabled relational 
databases is interesting for data-centric applications that do not care about exact round 
tripping.  

3.7 Native XML Databases 
Native XML database is often considered as a database being built "from a scratch". This 
definition based on development approach does not really correspond to the more 
precise definition of Native XML database given by XML:DB Initiative [XML:DB] 
 
Native XML database... 

• Defines a (logical) model for an XML document -- as opposed to the data in that 
document -- and stores and retrieves documents according to that model. At a 
minimum, the model must include elements, attributes, PCDATA, and document 
order. Examples of such models are the XPath data model, the XML Infoset, and the 
models implied by the DOM and the events in SAX 1.0.  

• Has an XML document as its fundamental unit of (logical) storage, just as a 
relational database has a row in a table as its fundamental unit of (logical) storage.  

• Is not required to have any particular underlying physical storage model. For 
example, it can be built on a relational, hierarchical, or object-oriented database, 
or use a proprietary storage format such as indexed, compressed files.  

 
Through this definition it can be understood that native XML databases are primarily 
distinguished from other databases by the fact that they work with data represented using 
XML data model in which XML documents is the fundamental logical data unit. The 
storage mechanism is completely disregarded as classification factor. Hence, one can 
notice that the definition of native XML and XML enabled databases actually do not lie in 
the same level of abstraction. While XML enabled databases are identified by their 
implementation, Native XML databases are defined through the data model they support.  
Quite similar definition of the native XML database can be acquired by prefixing the 
database and DBMS definitions of Elmasri presented in chapter "Why have XML 
databases?": 
Def 1. A XML database is a collection of related XML documents. 
Def 2. A Native XML database management system (NXDBMS) is a collection of programs 
that enables users to create and maintain a XML database. The NXDBMS is hence a 
general-purpose software system that facilitates the process of defining, constructing and 
manipulating XML databases for various applications. 
 
To conclude, Native XML database is a software system using XML DDL and XML DML to 
handle XML data.  
Since XML enabled databases use e.g. RDBMS to store XML, how do Native XML 
databases store the XML data? Though marked as "not important" for the definition of 
native XML databases this question is usually first to be asked (paradox?). 
Storage models 
How to store question corresponds to the question of the storage mechanisms used by 
relational DBMS i.e. what kind of information and how is it stored within the database files. 
The answer for native XML databases is that there are two groups of approaches 
[Bour02]: 

• Text-Based storage of XML data and 
• Model-Based storage  
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Text-Based storage stores XML documents "as-is", i.e. in a form of single textual unit. Text 
can be stored as a file in a file system or as a CLOB within a relational database or using 
some other mechanism to store text.  



Model-Based storage does not store XML document as text. Prior to storing any data on 
permanent media, XML document is modeled i.e. transformed into an internal object 
model representing the source XML document. This model is then saved. Selected XML 
modeling has to be rich enough to model all the elements of XML documents. DOM 
[W3C.7] is one of the possible choices for modeling XML. 
Querying & indexing 
Type of storage selected for XML documents greatly influences the retrieval e.g. 
reconstruction and querying of the stored XML documents. XML documents are 
characterized by their content and structure. This fact introduces two major types of 
queries that can be formulated for XML document: 

• Content Queries (e.g. find all the elements containing text "Moby Dick") and  
• Structure Queries (e.g. find all elements that are descendants of the current 

element).  
Single XML query can contain both Content and Structure filters. XML is often restructured 
either through XQuery of XSLT. The speed of query execution depends heavily on the XML 
storage method used.  
With text-based storage, retrieval of parts of XML documents is much faster than with 
model-based storage XML databases. This is due to the longer time needed to reconstruct 
the XML document if having its model. On the other hand, some operations like modifying 
the nesting order of the XML elements can prove to be faster with model-based storage 
approaches, since it is faster to apply such transformations on the model of XML 
document compared to textual representation of one. It is thus not possible to decide 
beforehand on the preferred approach for a generic application.  
In all XML storage approaches Indexes are used to speed up the retrieval of certain parts 
of XML documents.  
The classic index structure for keyword search is the inverted file. Inverted file is structured 
as a list of <word, document> pairs, denoting that a word can be found in a document. 
This technique is exploited in [Flor00] to support Keyword Search within XML Query 
processing. Separate inverted files can be used to index XML tags and textual content 
[Naug00]. 
[McHu99] presents a Query Optimization for XML relying on several types of indexes. The 
Lore system for storing semistructured data implements those indexes. XML documents are 
modeled as an Object Exchange Model (OEM) graph, which is Lore's original data model. 
Figure 15 shows the small part of Lore's OEM database, and the corresponding XML 
representation.  

 

 
 
<DBGroup> 
 <Member> 
  <Name>Jones</Name> 
  <Age>46</Age> 
  <Office> 
   <Building>Gates</Building> 
   <Room>252</Room> 
  </Office> 
 </Member> 
</DBGroup> 

Figure 15 - Part of an OEM database (taken from [McHu99]) and the corresponding XML 
document 
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 Indexes implemented and used in Lore are as follows: 
• Vindex, value index that supports finding all atomic objects with a given incoming 

edge label and satisfying a given predicate, 
• Lindex, label index that supports finding all parents of a given object via an edge 

with a given name. Please note that in OEM an object can have several parents. In 
XML that can be realized through the usage of reference mechanisms, 

• Bindex, edge index, that supports finding all parent-child pairs connected via a 
specified label, 

• Pindex, path index that supports finding all paths specified as sequences of labels. 
Another indexing technique for supporting the execution of XPath is presented in 
[Grus02]. XML elements are parsed and coupled with their pre- and post-order ranks 
within the XML tree. Relations between those ranks are mapped to relations between XML 
elements within XPath expressions. E.g. descendants of an element can be retrieved by 
fetching all elements with higher pre order and lower post-order rank. This approach can 
effectively use the existing commercial DBMSs and their indexing techniques. 
For other XML indexing approaches see [XIM]. 
Interesting application of mentioned indexing techniques is in Web search engines. It will 
ultimately lead to new and more precise techniques for searching the Web, accounting 
for both content and structure of the data. Current problem for this application is that 
majority of documents are placed on the web as semistructured HTML documents. Some 
systems are dealing with this problem like XWRAP - eXtensible Wrapper Generation System 
[XWRP] and Arneus [Arne]. 

3.8 Some issues in XML databases 
A number of problems are listed in [Salm01] and other sources related to features that 
XML databases should support to reach maturity. Some that were not already mentioned 
will be mentioned below. 
Multiple levels of validity 
Document validity as defined in XML is established by testing a conformance of an XML 
document to a specific DTD or XML Schema. At the same time XML standards allows the 
existence of schema-less XML documents. XML database should at least distinguish 
between three basic levels of validity: non-XML data, well-formed XML and valid XML 
documents confirming to application supplied XML Schema or XML Schema stored 
internally in the XML database. 
Entit ies and URI 
XML database must be aware that XML elements can refer to the entities outside the XML 
database in which they are stored themselves. This can violate the data independence 
by exposing some design decisions related to data placement. This is true if the user is 
forced to include the URI, for the purpose of locating the data, within the data retrieval 
query. 
Transformations 
XSLT [W3C.4] is commonly used to transform one XML document to another, which is of 
desired form (see "XML Technologies" on page 5). XML databases should be able to 
manage the XSLT programs and to execute those programs over XML documents. XML 
database should also allow the creation of arbitrary Query and/or Transformation scripts, 
thus enabling the complex XML document assembling. 

3.9 Commercial XML Databases 
Relational database vendors had to endorse XML very quickly in order to start competing 
for this expanding market. While database giants like Oracle, IBM and Microsoft 
developed front end XML layers for their relational databases some smaller firms focused 
their efforts in "from the scratch" development of native XML databases. 
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Storing XML in XML enabled DBMSs 
[Day01, Chen00, Bane00, Conr01]  
Oracle and its XML SQL Utility stores XML by mapping it to an object-relational model. 
Construction rules for such a model are as follows: Each nested XML element is mapped 
onto and object reference of appropriate type. Mapping rules are thus implicitly 
embedded in database model. The relational result is a collection of nested tables. 
IBM's DB2 provides two storing methods for XML through its XML Extender. XML column 
stores whole XML documents as DB2 column data. XML collection decomposes XML 
documents into a collection of relational tables. DTD corresponding to the stored XML 
document is stored within DTD repository and is related to the structure of relationally 
stored XML data via the Data Access Definition (DAD) file. XML Extender's tools support the 
creation of DAD file, which is then used to shred and store XML documents. 
Microsoft's SQL Server stores XML documents in three steps:  
1) A sp_xml_preparedocument stored procedure is invoked on source XML document, 
creating that way a memory stored DOM representation of the XML document, 
2) Mapping between relational table and XML paths to atomic elements of DOM tree is 
established. Using new row set function (similar to TABLE or VIEW) - OPENXML - DOM data is 
stored within relational tables, 
3) sp_xml_removedocument stored procedure removes DOM from the memory.  
XML retrieving and querying in XML enabled DBMSs 
Oracle XML SQL Utility employs "SQL to XML mapping" for XML retrieval. Chains of object 
references are exploited when answering to SQL queries over object-relational databases 
in order to produce nesting of XML elements in the final XML answer. XPath expressions 
can be nested within SQL queries thus enabling the usage of XPath as query sublanguage 
of SQL (see Figure 16). 
 
SELECT extractNode(e.cars_xml_column, '//factory[name="Peugeot"]') 
FROM car_data e; 

Figure 16 - XPath queries nested within SQL, Oracle 

IBM's DB2 [re]creates XML documents using dxxGenXML() stored procedure. Input 
parameter for this procedure is the DAD file described previously in storing paragraph. 
DAD file can be modified to support SQL querying thus generating arbitrary view over the 
stored data. 
Microsoft's SQL Server supports several ways of XML publishing.  Adding the FOR XML {RAW 
|AUTO | EXPLICIT} clause at the end of SQL query the result is presented as XML. Choosing 
between RAW, AUTO or EXPLICIT, the level of control over the structure of the XML output is 
selected. The bigger the control the more complicated is the language to specify the XML 
output structure. SQL Server has another tool called "Annotated Mapping Schemas" 
through which elements of XML Schema are annotated with relational fields used to 
supply the data.  SQL Server can execute XPath expressions over such annotated 
schemas. It first combines XPath query with the mapping schema and then generates the 
answer by materializing the transformed mapping schema. 
Native XML databases 
A long list of about 30 Native XML databases is available at [Bour]. Some are just result of 
research projects or open source projects, but also stable commercial products exist. List 
includes Xyleme that resulted from research described in [Clue01], TEXTML Server by 
IXIASOFT etc. Typical representative of commercial XML database is the Tamino XML 
Server, produced by Software AG [Tamino]. Tamino XML Server will be shortly described 
below. 
Figure 17 shows the Architecture of Tamino XML Server, a general purpose XML Database: 
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1) Native XML Data Store stores the XML data using proprietary "native" storage 
system, 

2) Data Map is a metadata repository for all the data managed by Tamino XML 
Server, Including DTDs, XML Schemas, Style Sheets and even mappings between 
XML and external legacy databases, 

3) XML Engine supports XQuery and full-text retrieval functionality, 
4) X-Tension is used for access to various external applications and for writing custom 

functionality enabling Tamino XML Server in meeting application specific needs, 
5) X-Node, provides access to existing heterogeneous databases with traditional data 

structures, regardless of database type or location. Tamino X-Node maps this data 
to XML structures, 

6) Enabling services surrounding Tamino XML Server include X-Port (direct 
communication with Web Servers), number of tools for development support like 
Tamino X-Plorer (querying tool for XML Server's data) etc, 

7) Manager and Security manager, take care of administration tasks; database 
creation, server start/stop, back up, restore, load, definition or modification of 
access rights for users or groups of users to data stored in the database.  
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Figure 17 - Architecture of Tamino XML Server 

 
All in all, a typical database - only using XML data model instead e.g. relational. 
The future of databases 
Panelists of Software Development Conference & Expo 2002 in San Jose tried to envision 
the future of software and databases. The discussion showed that future depends heavily 
on the XML's development path. If XML database technologies come close to the 
performance of today's relational databases the stronger the chances become for XML 
databases to overtake the lead. Until then, the mixed "SQL/XML" technologies will provide 
a stable ground for exploiting the best of both worlds. 
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4 Distributed XML Database Systems 
Nowadays, new kids are born not knowing that there once was a time when Internet 
didn't exist. Data was not shared among computers and people had to travel much more 
to get their data processed by some "intelligent" machine. 

4.1 Data Distribution, Data Integration and XML 
The true, worldwide connectivity of computers was achieved with the invention and fast 
growth of the Internet. But! Computers were "networked" before the Internet. Ranging 
from small LAN installments to long distance connections in form of WANs, Internet 
unaware computers sent and are still sending data - over copper, fiber optics and ether - 
to one another. 
Why are they doing it?  
The answer is both simple and a very complicated one - to communicate for the same 
reasons people do. To escape this tricky philosophical discussion the two important and 
non-trivial reasons for networking the computers will be discussed; one being data 
distribution and the other data integration. Both will be considered in the scope of 
database applications. 
Distribution 
Large mainframe computers used to be the central brains of the big enterprises. Failures of 
those could make the whole company stall until the revival of the fallen system. First 
obvious reason for distributing data over several computers was to increase reliability. 
Having a separate backup server attached to a mainframe makes a simplest form of 
data distribution.  
Main driving forces for having distributed computer systems include: 

• Lower costs; having distributed architectures made of hundreds of PC computers 
proves to be much cheaper and even more powerful the one mainframe systems 
serving hundred terminals [Koss01],  

• Increased scalability; adding a new network node is the easiest way to respond to 
extensibility needs of the company, 

• Increased availability; by replicating data over several network nodes data 
becomes closer to the end user and more resistant to system failures,  

• Distribution of software modules; a company can use several software systems 
installed on several networked computers and even parts of those systems can be 
distributed over different network nodes, 

• New applications based on distribution; computer supported collaborative work, 
tele-conferencing and electronic commerce are examples of those,  

• Market forces; the use of distributed technologies is nowadays a must for almost all 
companies in the IT businesses. Even the simplest products often include some form 
of Internet connectiveness (for registration, automatic updates, different 
notifications, commercials streaming, etc.)  that makes them distributed. 

Relational database systems have gone far in the distribution. A number of algorithms 
were developed to support the existence of distributed data and querying of such a 
data. Distributed DBMSs have to deal with things like [Koss01]: 

• Data replication, vertical and horizontal data partitioning, 
• Query rewriting & distributed query optimization,  
• Query shipping / data shipping, 
• Distributed catalog management, 
• Dynamic data placement,  
• etc.  
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Almost every aspect of DBMS' functionality is changed by the fact that the database data 
is distributed over several networked computers. 
Integration 
It is very hard to draw a precise line separating distribution and integration in the 
distributed computer systems. A company upgrading its information system with the 
modern distributed system usually has to integrate the existing legacy systems and their 
data with the new system's database - forming a unique system. 
While data distribution is done in some planned and orderly fashion, data integration 
often has to deal with problems of having multilevel heterogeneity originating from the 
fact that systems being integrated were developed by different vendors (system 
heterogeneity) and were used for different purposes (semantic heterogeneity). Federated 
Systems [Shet90] are used to integrate data available in autonomous and highly 
heterogeneous data sources. It is shown that syntax and semantic translations are needed 
to bring data from different databases to a common - integrateable level. The creation of 
such translators is one of the biggest problems in data integration. XML is bringing some 
relief in the field of data representation and is also seen as a possible tool that will support 
the conquering of other major semantic obstacles in this area. 
XML to distribute or XML to integrate 
XML is a "kid" that never heard for non-distributed computer systems. It was developed to 
support the growing need for data exchange over the Internet. XML can be considered 
as an enabling technology for the data exchange but it is also a new data model 
opening new ways for data structuring and manipulation. Today XML is still being used 
cautiously but the future promises to exploit XML in so many different ways that it is quite 
hard to state "The purpose of XML". 
If restricted to only distribution and integration in database applications today's state of 
XML is as follows: 

• Data Integration; XML was born on the Internet with the task of putting some order 
in the way the data is represented. This new "order" of XML is nowadays massively 
being researched for the ways to enable new methods of data integration - 
creating new views over existing data and generating new knowledge by 
combining the existing one. The ultimate Internet's future, the Semantic Web - World 
Brain, could one day be laid upon XML technology. Some, currently more 
achievable architectures and systems using XML for data integration will be 
presented below. 

• Data Distribution; XML is very young. Even the DML Language for XML is not 
standardized yet. First "real" XML database systems are just being released. As the 
XML databases get more mature it can be expected to see the same kind of 
distributed functionality provided by RDBMSs. Lot of interesting research problems 
exist in this field since many of those are not answered for the RDBMSs. 

While trying to catch up the performance of the RDBMS in the field of data distribution 
(and general data management), XML hopes to go much farther in the field of data 
integration than any technology so far invented. Data Integration through XML is 
nowadays consuming large portion or research community efforts. 

4.2 One Classification of Distributed Database Systems 
Today's state of the art distributed database systems are logically organized as multi-tier, 
component-based software systems. Typical generic approach is the three-tier 
architecture [Bers96] in which distinction between the following three tiers exists: 

• Database management tier 
• Process management tier 
• User Interface tier 
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Similar to this three-tier software architecture the three-tier data architecture for distributed 
database systems is proposed here. 

Data

Data

. .
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Figure 18 - Three-tier data architecture 

Three-tier data architecture is shown in Figure 18:  
• Tier shown on the right is the Data tier. It represents data stored in the distributed 

environment i.e. different computers and which is available through network 
infrastructure. Data tier will also be referred to as Data Source(s). 

• Middle tier is the Virtual View tier. The goal of virtual view tier is to hide the 
geographical and logical distribution of data among Data sources, by providing a 
new and unique view over that data. Virtual view is created corresponding to 
specific requirements of some application. There can be a lot of virtual views over 
single group of distributed data sources. 

• Tier on the left is the User Query tier. Through this tier user can ask ad-hoc queries 
over one or several virtual views.  

DBMSsApplication Server
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user

 
Figure 19 - Three-tier system architecture 

Figure 19 depicts how the responsibilities for handling the different tiers in the data 
architecture are appointed to different computer systems. Data is typically manage by 
one ore more DBMSs. Application server can run the software components responsible for 
maintaining and managing the virtual views over the distributed data. Client computer 
represents the entry point for the end-user of the system. Client is used only to present 
data to the user and to accept the query requests from the user. In some cases, parts of 
the query processing tasks can be directed to the client, but in general case client is more 
a communication than a processing device. 
All three tiers in three-tier data architecture have to handle data. Each tier needs to 
access the data in the previous tier and finally the user will access the data through user 
query (client) tier. Thus, each tier serves the data to the next tier. Data model used 
represent the data that is served from tier x to the tier x+1 is called here Access Data 
Model. Access data model will be used here to classify the existing distributed systems. 
The classification to be presented also considers the case when some of the data tiers do 
not exist. This case will be marked with N and added to the list of access data models.  
Access data models treated with this classification are: 

• Relational data model - R 
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• XML data model - X 
• Hybrid data model - H 
• Tier does not exist - N 

In this classification distributed database systems are said to be of the type Td,v,q defined 
by a triplet: 
Td,v,q = (d,v,q)  

where 
 d stands for data tier, 
 v stands for virtual view tier, 
 q stands for user query tier and 

 d,v,q ∈ {R, X, H, N} 

 
Example 1: 
Distributed database system being of type TR,R,R has RDBMs as data sources, Virtual View is 
defined using relational semantics and user can post SQL queries over such virtual view 
and get relational tables as answers. Today's leading commercial relational database 
systems all provide this kind of functionality. 
Example 2: 
In trying to classify the basic Web-to-database architecture shown in Figure 2 we first have 
to decide on the roles of certain elements in it. 

Web Server

Internet
(HTTP)

URL, HTML
Form data

HTML
Web Client

HTML

CGI
Script data

Data

Virtual
View

User
Query

 
Figure 20 - Three-tier data architecture elements in current Web-to-database systems 

The Web Server and Web Clients are surrounded by patterned ellipse in Figure 20 to show 
that this part of the Web-to-database architecture does not participate in the upper 
classification. Those are just parts of the technology enabling HTML and HTML Form data to 
travel between Web Client and Web Server. The real database data handling is a process 
placed behind the Web Server.  Data, as depicted in Figure 18 can be stored in one DBMS 
or a set of distributed DBMSs. Those databases can be both relational and XML databases. 
If having distributed database architecture, middleware (e.g. Application Server) can be 
involved in providing a virtual view management over distributed data. This virtual view 
can be relational or XML (or both). Finally, HTML Form data might be used to define an ad-
hoc query over such a virtual view.  Again this query can be formulated using XQuery 
(XPath) or SQL.   
Conclusion is that today's state of the art Web-to-database applications fall in the several 
types following the proposed classification. Designers of such systems are free to choose 
best data architecture for their application.  
It is expected that XML will be the desirable data model for the Web publishing purposes. 
This will in turn be the driving force pushing XML into all tiers of the three-tier data 
architecture, ultimately leading to the TX,X,X distributed database architecture behind the 
Web Servers. 
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Having tree tiers in the data architecture, each of which can have 4 possible states 
(R,X,H,N) there is a total of 64 possible combinations. Many of those are trivially rejected 
(like TN,N,N, TN,N,X, etc.) or are describing systems that do not really handle data (any of TN,?,? 
systems). 
Systems that do not have the virtual view tier (e.g. TR,N,R - look a the Figure 18 and cover 
the virtual view tier) are the distributed database systems that do not hide the distribution 
from the end user. User is capable of querying the data sources but has to handle the 
distribution on his own. Administrators of distributed database systems are sometimes 
placed before such data architectures. 
In the rest of the paper the special attention will be paid to the position of XML data within 
distributed database systems of different types. 

4.3 The dive of XML 
TR,R,R is a pure relational distributed database system. Today's commercial RDBMS products, 
like Oracle DBMS or Microsoft's SQL Server, have the possibility of defining the SQL views 
over distributed relational data. Those views can be queried using SQL. For more 
information on TR,R,R systems refer to [Özsu99, Koss01].  
The intention of this chapter is to show how XML is introduced as a data model into various 
tiers of the presented three-tier data architecture. 
Having to deal with relational and XML data within one distributed system requests that 
there exist a point in which the data model changes from XML to Relational and vice 
versa. At such point, change is usually done from relational to XML data model when 
publishing, and from XML to relational data model when storing, as already presented in 
XML enabled databases. 
Today, different research and commercial distributed systems place this point of data 
model change at different places. 
Systems with at least one X 
A problem with the classification approach used here is that one system can fit in several 
types of three-tier data architectures, depending on how it is used. Take for example 
Microsoft SQL 2000 Server. With it, one can define integrated view over distributed sources 
using SQL view definition and query that view again with SQL. This places it to TR,R,R type of 
distributed systems. However, this view can be used to annotate XML Schema and 
effectively transform it to an XML view over the same data [Conr01]. This possibility places 
SQL Server into TR,H,H distributed systems since both SQL and XML views can be queried with 
SQL and XPath respectively.  
Another case with SQL Server is the one when annotating XML Schema with distributed 
relational data sources one defines virtual XML view. In such a case the relational view 
does not exist and the system becomes TR,X,X. Data integration and data model switch is 
handled at the same time with this approach. 
Early efforts for publishing relational data as XML mostly led to the creation of TR,X,N systems 
which only provided tools for creation of XML view over SQL data, but had no querying 
possibilities over virtual views. One such system is the DXL system [Zwol02]. If equipped 
with adequate drivers for accessing various data sources DXL easily becomes TH,X,N system. 
Similar approach is the one using HyperQueries [Kemp01], again a TH,X,N system. XML 
documents are composed of real data but also contain so called virtual attributes. Part of 
the virtual attribute is the HyperQuery that defines how and where to "ask" for the true 
value of the attribute. Through this HyperQuery data can be requested from 
heterogeneous data sources. Some models for materializing the XML views are ALOS 
presented.  
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It is interesting to answer the question of the existence of TR,R,X type systems? It should be 
the one that does not provide XML virtual view and still enable XML querying. The obvious 
answer is that such a system cannot exist, since XML Querying can be done only over XML 
Views. Still, there is one XML enabled database that lies quite close to this type of systems. 
EXPERANTO [Shan01] uses default XML view over relational tables and actually no 
physical record of the XML view needs to exist in order to execute XQuery over it. 
Another system having the properties of TR,H,H (actually TH,H,H) is Agora [Mano01]. In 
[Mano01] Agora is declared as TH,H,X system - meaning that it integrates both XML and 
relational data using relational integration engine. The integrated view is also available as 
XML view and can be queried with XQuery. 
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Figure 21 - General architecture of the Agora data integration system (taken from [Mano01]) 

Figure 21 presents the architecture Agora. Agora is built around the LeSelect - which is a 
relational data integration engine. Agora will be briefly described using top-down 
approach. 

1. User accesses the system via unique XML user interface, knowing only the schema 
of the XML Virtual View. 

2. User can ask XQuery over such a virtual XML view. 
3. Such XQuery is first normalized, using rather complex set of rules, to determine if the 

XQuery will eventually be translatable to SQL queries. Normalization also brings 
XQuery to a form that leads to a simpler XQuery-to-SQL translation. 

4. The result of Normalization process is the Normalized XQuery query. 
5. Normalized XQuery is translated to SQL query over Virtual Relational Schema 

(Generic Schema). This is the point where the switch is made from XML to Relational 
Data model. Tagging information is extracted from XQuery and sent to the tagger 
(12) for XML answer construction later in the process. 

6. SQL query over virtual relational schema is the result of previous process. 
7. LeSelect relational data integration system takes over by first rewriting the SQL 

query over generic relational schema resulting in  
8. A set of SQL queries over real data sources. 
9. Those SQL queries are then executed over relational data sources and the answers 

are composed into the one corresponding to the SQL query over generic relational 
producing the Resulting tuples (11)  

10. In order to be able to integrate both XML data sources and Relational data 
sources, a special DOM (see chapter on DOM) Wrapper is provided, enabling the 
table-like access to the XML data. Agora is thus a TH,R,X system. 

11. Resulting tuples are sent to 
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12. The Tagger, which fills the tagging template with relational data, thus producing 
the final XML result. 

Compared to XML Enabled Databases, Agora can be called a XML enabled relational 
integration system.  
The biggest problem of Agora is the same one that goes for all XML Enabled Databases - 
the complexity issues related to transforming XQuery over virtual view to SQL queries over 
real data sources and its performance consequences.  
Systems with only X-s 
The short evolution of distributed database systems quickly led to the pure XML systems - 
systems that gave up on relational data, and what is even more interesting, gave up on 
the robustness of existing relational engines. 
All native XML databases (though only few really exist) can be treated as TX,X,X systems. 
One of young research projects involving TX,X,X type of systems is the Toronto XML Engine 
(ToX) [Rodr01]. ToX is a repository for XML data and metadata. It supports real and virtual 
XML documents. Real documents are stored as files or mapped into relational or object 
databases, depending on their structuredness. Virtual documents can be defined as 
queries over remote documents or views, or as queries over documents available in the 
system.  
Tukwila [TUKW] is a XML data integration system falling in the TX,X,X category of Distributed 
XML Systems. Tukwila maintains the mediated (virtual) schema over distributed data 
sources and has a query reformulation algorithm (called MiniCon) to provide efficient 
materialization of user's XML Queries over mediated (virtual) view. 
Another class of approaches is used for querying semistructured XML documents. It is 
based on pattern matching techniques. The targeted application of such approach is the 
construction of advanced Web Search Engine, since it is expected that more and more 
documents on the Web will migrate from HTML to XML. Pattern matching systems can be 
characterized as TX,N,X systems since they don't tend to provide virtual view over all the 
data available. Instead, user can define the XML Query in the form of the template of the 
desired XML answer. XML Engine is then responsible for doing a pattern match search over 
the XML document collection looking for parts matching the specified XML template. XML 
documents containing the requested template are returned and can be ranked by the 
quality of matching. One such apprioach is described in [Schi02]. Another TX,N,X 
approach is the one of Niagara system presented in [Naug00].  

 
Figure 22 - The Architecture of the Niagara System (taken from [Naug00]) 

Niagara combines the XML Query Engine with the Internet Search Engine to provide the 
user with the capability of querying the XML documents available on the Web. When 
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querying the Web with XML queries, Niagara Search Engine is used to find the XML 
documents containing the XML tags and the values specified in the User Query. XML 
documents found are then transported (or taken from the cache) to the Query Engine 
where they are further processed to get the final XML query results. 
It can be expected that pure TX,X,X distributed database systems will be increasingly 
important over the time, as more and more data gets available on the Internet through 
XML interfaces. Relational databases will be locked behind XML wrappers and eventually 
indistinguishable from native XML databases. In order to support data integration 
applications in such pure XML environments robust solutions to those integration requests 
will be needed. Sure challenge awaiting XML systems is the one of distributed XML 
updates. 
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5 Distributed XML Query Processing 
XML's prime habitat is Web and Web can be characterized as fairly unpredictable 
network of heterogeneous data sources. XML is seen as a future dominant data format of 
those data sources. Important part of XML research is and will thus be focused on the 
development of technologies for distributed XML query processing on the Web. XML data 
integration systems are currently one of the most interesting application domains for XML 
on the Web. Those deal with providing new views over existing Web data and enabling a 
user to query those views. At the moment, update problems in such systems are not 
broadly considered partly due to the fact that XML updates are not even defined on the 
language level. 
Web data integration research began several years before XML was developed. 
Techniques for extracting data from the HTML documents were considered as a part of 
the data integration systems. As HTML and XML have conceptually similar techniques for 
linking (i.e. referencing) the data in distributed environments, many techniques developed 
for HTML data integration are generally applicable to XML. Still, those techniques have to 
be extended to support XML language semantics that does not exist in HTML. Also, many 
techniques from classical distributed data querying can be applied to XML since they are 
beneficial regardless of what data model is being queried.   
This chapter will provide some insight in the problems existing around distributed XML query 
processing systems. Mostly the data integration systems in which integration is done over 
"a priori" distributed XML documents will be considered. By "a priori" it is meant that the 
documents were not distributed by the design of the system, but instead were created in 
a distributed environment without integration in mind.  
Other class of systems is the one in which XML data is distributed "by design". Those systems 
are usually liberated from semantic heterogeneity problems and XML schema definitions 
for all data sources exist and are available. At the moment there is no noticeable research 
separately targeting problems in such systems.  
Query processing on the web 
Query Processing has two major parts: 

a) Generation of the query execution plan and 
b) The execution of the plan, i.e. producing the result. 

Query processor can choose between different execution strategies and it is up to its 
query optimization and cost estimation algorithms to select the best one. As finding such a 
strategy is a NP problem [Yu97] many heuristic approaches are used to quickly find "one 
of the better" strategies. 
By placing query processing in distributed environment like Web, a number of features 
(and problems) to be considered is added to query optimization algorithms. Those 
include: 

• Different query processing capabilities of the data sources; data sources that 
provide the data for the data integration systems, can have very sophisticated 
query engines or can just be a file available through Web server without any query 
engine. The query engine of the integration systems should be aware of those 
capabilities when planning the execution of the query over the virtual view.  

• Unavailability of statistical information on the data sources; many optimizing 
techniques in conventional distributed databases rely on statistical information 
about the data in the system. Such information is usually not available for the XML 
data sources on the Internet. 

• Unreliable response times; data sources involved in the query processing can be 
dozens of Internet routers away from the distributed query engine. It is impossible to 
avoid frequent traffic congestions and the high delays of the parts of the data 
being shipped over the Internet.  
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• Data redundancy; data redundancy, if explicit, can provide a freedom of 
choosing between two data sources. On the other hand to produce a high quality 
answer to a user query, query processing systems should be able to detect 
redundant data arriving from different data sources and avoid duplicating. That is 
not a straightforward task. 

• Time to last vs. time to first element; "more classical" user wants to get the exact 
result of the query.  He wants to see the time for getting the last element of the 
result as short as possible. Other users might want to get first elements of the result 
quickly and are not interested in the complete result. Third way to present a result of 
a query is to present an "on demand" current state of the answer while query is still 
being executed.  

5.1 Classification of Distributed Query Processing 
Many features of distributed query processing are independent of data model being used 
in the system. Therefore, unless explicitly noted, distributed XML query processing and 
distributed query processing will be used interchangeably. 
Architecture of distributed query processing systems  
Figure 23 presents the general architecture of distributed query processing system. The 
network is composed of three nodes - A, B, C. Each of them has a data source (database) 
and possibly a query processor (QP) or a distributed query processor (DQP). QP is query 
processor that is capable of only querying local data and DQP is a query processor 
designed to query distributed data.  Those do not have to be the same at all three nodes. 
One of the nodes can be responsible for creating and supporting virtual view over the 
data in this network. A user can ask queries over such virtual view.  
Similar architecture was presented in the chapter "One Classification of Distributed 
Database Systems" (page 23).  There, differences between data models used by different 
parts of the system were considered in order to classify the systems. Here, the taxonomies 
for classifying the systems will be based mainly on different approaches distributed query 
processors (circles on the figure) have for processing the user query. Presented taxonomies 
are not orthogonal. 
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Figure 23 - General architecture of a Distributed Query Processing System 

Centralized vs. distributed processing of distributed query 
Query processing that is done by query engine, is composed of query planning and query 
execution. Same goes for distributed query processing. The number of places where query 
plan is calculated is the basis for the following classification.  
• Centralized; DQP A (see Figure 23) receives the user query over virtual view. It produces 
the complete set of instructions that will evaluate the users query in this distributed 
environment. Those instructions are sent to corresponding nodes that can only optimize 
the execution of their local queries. 
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In this scenario we have centralized distributed query processor, which is solely responsible 
for creating distributed query execution plan. However, the query execution that follows is 
also delegated to other query engines. 
• Distributed; distributed query processors can be built in such a way that user query 
execution plan is not calculated at one place. E.g. DQP A plans only the initial stages of 
the query execution using its local data and then sends the "rest" of the query to the other 
data sources involved, e.g. at nodes B and C. DQP B and DQP C then plan further 
execution of the rest of the query. DQP placed at the participating nodes can be either 
identical or different. In [Suci02] proposed distributed query algorithms are supported by 
equal DQPs at each node. 
Static vs. dynamic query processing 
• Static; once crated, the execution plan for the user query is executed until completion.  
• Dynamic; static approach to query processing is very vulnerable to unexpected events - 
like long initial delays in data arrival or general traffic congestions. There is a need to use 
dynamic query processing algorithms that can act upon the emergence of such events. 
In dynamic query processing, the query execution planner gets a feedback from the 
query execution engine on the status of the execution. If some delays are detected, 
query planner produces alternative plans for finishing the query processing or just reorders 
the actions that were planned for later execution. 
Data vs. query shipping 
• Data shipping; query execution can be planned in such a way that literally all the data 
from nodes B and C is being sent to the node A, where it is locally processed to respond to 
the user query. This is the extreme example of data shipping approach.  
• Query shipping; query execution planner A leaves as much as possible of the query 
processing tasks to the other data sources i.e. B and C, by sending them parts of the 
query. After finishing the query processing, nodes B and C send the results to the node A.  

5.2 Distributed XML Query Processing And Optimization Techniques 
Large number of features related to different elements of distributed query execution 
exists. Those features define the solution (search) space for the query execution planner. In 
query execution planning those features are combined to create the optimal execution 
plan. Several of those features and techniques considered by the XML research 
community will be presented below.  
Basic problems related to distributed query execution 
Those will be explained on WEBDIS, a system for distributed querying of Web documents 
[Gupt00]. In WEBDIS all the data sources are equipped with WEBDIS query servers running 
as daemon process that can access the HTML, XML or other types of data. Queries that 
WEBDIS can process resemble the one in the following example:  
"Starting from COMPUTER SCIENCE HOMEPAGE find all RESEARCH PROJECTS PAGES linked 
to it over maximum 5 links and return the PhD positions available."   
WEBDIS starts query execution at the user site following the initial execution plan. Sub 
queries are dispatched to other sites that then have their own plan generators. After 
executing the query each data source creates the queries to be dispatched to other 
data sources, through process called query rewriting. Execution plan is thus produced for 
each data source separately and in a distributed fashion. Such approach of distributed 
query processing has to deal with several issues: 

1. Query completion; query is migrating from one site to another without a control of 
the query issuer. To enable query completion monitoring, a special protocol is 
used, 

2. Query termination; user cancellation of the ongoing query can be dispatched to 
all active data sources. Simpler solution is the closure of the communication 
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sockets at user site, which will eventually bring all participating data sources to 
cease the query processing, 

3. Avoiding query recomputation; some data source can be faced with the same 
sub query within one user query execution. Mechanism to detect duplicated 
requests prevents repeated computation of such queries, 

4. Result returning; results can be sent to the user site directly from every site or by 
backtracking the path through which query was distributed.  

Dan Suciu proposed algorithms for distributed query evaluation on semistructured data 
[Suci02]. Algorithms are defined in a way that provides efficient query evaluation. 
Distributed query evaluation is said to be efficient iff: 

1. The total number of communication steps between the data sources is constant, 
i.e. independent on the data or on the query. A communication step can be a 
broadcast, or a gather, and can involve arbitrary large messages (but ...), 

2. The total amount of data transferred during query evaluation should depend only 
on (a) the total number of links between data sources, and (b) the size of the total 
result. 

Such - efficient - algorithms provide minimal communication between data sources. Even 
if several logical "jumps" (joins in queries) between data sources exist, execution is planned 
in such a way that that those data sources exchange data between each other just 
once. This does not come without a price. The centralized query planner has to know all 
the metadata on the participating data sources to plan the query. This places this method 
in quite a different application domain than the one of WEBDIS.  
Some distributed query processing applications have to handle two extreme requests: 
thousands of simultaneous and impatient users on one side and unaccountably huge 
number of data sources on the other. Those are Web search engines. The only feasible 
way to achieve the required performance is by massive "off line" data shipping (or better 
said, data pooling) from all the different Web data sources. Techniques known as Web 
crawling are used for this data gathering. Data from all the different Web data sources is 
being transferred to the centralized site of Web search engine, where it is parsed 
analyzed, indexed and even stored. It is all done with the user being "off line", i.e. not 
involved in that process. When asking a query the user of a search engine actually initiates 
local query processing over the indexes stored in the search engines' database.  
Fast Search & Transfer's (FAST) search and real-time filtering technologies are based on the 
foundation of the research undertaken at the Norwegian University of Science and 
Technology (NTNU) in Trondheim. Architecture of the FAST system is shown at [FAST]. 
Adaptable query processing 
Niagara [Naug00] and Tukwila [TUKW] are both data integration systems implementing 
dynamic techniques for distributed XML query processing.  Query execution engines are 
built to provide query execution adaptability.  
Adaptability can be defined as a special behavior of the query processor in which the 
execution plan of the query is changed during the course of its execution, responding to 
unexpected events.  In Tukwila a re-optimization is done on the level of query execution 
fragments - which are units of query execution. After each fragment is materialized, 
Tukwila compares the estimated and the achieved execution performance. If sufficiently 
divergent, the rest of the execution plan is re-optimized using the previous performance 
sub-results.  
Both Tukwila and Niagara implement (or plan to implement) intra-operator adaptability - 
operators implement by the query engine.  In Niagara operators are built in the way that 
provide non-blocking functioning. This means that those can process any data available 
at their input at any time. Faced with data delays, such operators can switch to 
processing other arriving data, and return to the original task when data becomes 
available. In Tukwila the collector operator is proposed for managing the data sources 
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with identical schemas.  Collector operator can dynamically switch between alternative 
different data sources when getting the necessary data.  
Scrambling (i.e. query plan modification) techniques presented in [Amsa98] propose the 
"scrambled" alternative execution plan when delays in arrival of data are experienced. As 
soon as those become available, the execution is continued at the point before 
scrambled plan was used. Scrambling is the rescheduling of the operators in the execution 
plan. It is important to note and take into account that scrambled execution increases the 
cost (CPU, I/O and memory usage) of the query execution. 
Processing of streaming data 
Large quantities of data traveling over the Web are said to be streamed from their source 
to their destination. Such streaming of data also takes place with the execution a 
distributed query on the Web. As the size of the data being sent between data sources 
and query processors can be very large, it is not efficient to first wait for all data to arrive, 
store it locally and then to do the processing. Instead, techniques for processing of the 
streaming XML data are exploited. 
In [Ives00] it is shown that a group of regular XPath expressions can be simultaneously 
executed over streaming XML data. The proposed X-scan processor uses state machine to 
detect the satisfaction of XPath expressions over incoming XML data. States of the state 
machine correspond to steps of the XPath queries and the input to the state machine is 
the data stream arriving from the input. The key challenges in this approach were to: deal 
with cyclic data, preserve the order of elements and remove duplicate bindings that are 
generated when multiple paths lead to the same data elements. To cope with those 
problems, X-scan engine parses the data, creates the structural index to enable fast IDREF 
to ID traversal and also maintains a "not-yet-seen" ID list.   
Joining can be also done between two or more simultaneously incoming streams of XML 
data. Techniques for joining the streaming data are based on non-blocking pipelined 
hash join algorithm. In this algorithm, data is arriving from two data sources from the 
network. Each data entity is first placed in the hash structure for that data source, and 
then the other hash is probed. As soon as the match is found the result tuple is produced.  
In order to cope with the memory overflow due to the hash size, other techniques 
involving data storage on the secondary storage medium are proposed. 
Some specifics of XML element joining are discussed in [Tufe02]. It is shown that Lattice-
Join of XML documents can be implemented as merge operation. 
Last, f irst and partial results 
Goals of query optimization can be different, depending on the application domain. It 
can be requested that: 

• Complete result is produced by the query engine, as quick as possible, 
• First elements of the result are produced quickly, while the delay in production of 

the others can be tolerated, 
• Complete result should be produced but the user can check the current status of 

the result i.e. the partial result. 
First case is the optimization of the time needed to return the Last element of the answer. 
This case corresponds to the classical query processing. In many applications, that can 
only use final and precise information (e.g. banking) this is the only way to do the 
processing and plan the optimization. 
In the Internet environment, many applications request quick production of the First 
element of the result.  Pipelined distributed dynamic query processors can quickly 
produce first results. Operators in the query execution tree run simultaneously producing 
results as soon as they get sufficient input.  
For long running queries, that need to produce the correct result, it is beneficial for the 
user to be able to see the partial result i.e. the current status of the processing. This 
approach is also applicable to queries over non-stop data streams (e.g. stock indexes). In 
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[Shan00] it is shown how to design query processors that deal with producing results for 
non-monotonic functions (e.g. sort, average, sum, ...)  
Some of the mentioned techniques are implemented within Niagara [Naug00] and 
Tukwila  [TUKW] projects. 
Classical optimization techniques 
A number of well-known query optimization techniques are also considered in XML query 
processing: 
• Selectivity; in XML, selectivity is defined as a number of elements returned by specific 
path expression over certain document. [Abou01] proposes techniques for creating 
statistical information about the data sources that facilitate query planner with ability of 
selectivity estimation. 
• Selection pushdown; selection pushdown as mentioned in [Ives00] is another 
optimization technique to be used with XML. The idea is to perform selections as soon as 
possible in the query tree, to reduce the number of elements going into e.g. join operators. 
• Incremental updates; instead of calculating the whole result, the materialized view is 
updated to reflect the changes in the data sources. 
• View querying; some queries can benefit from exploiting materialized views of previous 
queries.  
• Query containment; in systems with large number of similar queries, it is beneficial to find 
the common sub-queries and execute those just once. Materialized view is then reused 
among all the queries that contained the sub-query. One approach to processing 
Containment Queries is proposed in [Gala02]. 
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6 Research Directions in Distributed XML Query Processing 
The vision 
Technological revolution of the last century has been driven by the futuristic visions of the 
individuals and polished by the requests of ever-increasing number of users.   
• So, what is the vision that pushes the XML foreword?  
XML is pushed by the idea of creating a technology that will transform the Internet into a 
gigantic intelligent database. This Future Internet will provide precise answer to any 
question one might ask and even do that in ridiculously short time. Nice vision.  
The state 
• And, where is the place of XML in such a vision?  
The technology supporting such a vision will be highly layered. Starting from physical layer 
protocols all up to top layers dealing with AI problems of spoken natural language 
recognition and understanding. XML is targeted to be just one layer in this Future Internet. 
XML is aimed at providing standardized protocol (format) for data representation. As such 
it is made to be quite dumb and cannot even represent all kinds of data yet. It has no 
mechanisms to "understand" the data being XML-ized and cannot know what to do with 
it. However it is so useful and universal in representing textual data that at least its near 
future is quite secured.  
• So, what do we do with it? 
Even though XML is purely technical layer for data representation it is currently placed 
quite high in the layered structure of the Future Internet. At first it was topped with just an 
application layer. Those applications mostly used and still use it to exchange data over 
the Web. Nowadays, middleware components are developed for software developers to 
handle XML with greater ease. Also, protocols like Web Services, built over XML make it 
more distant from the top layers. Important part of XML is its query language XQuery, 
which exists in the same layer.  Also, XML Schema should be mentioned as a part of the 
XML suite.  Finally, all together they have to provide services to the upper layers of the 
Future Internet. That is what we do with it. We make it capable of servicing the upper 
layers. 
• But, what are those upper layers of the Future Internet? 
Well, that's the catch. They are not known yet! Database researchers are led by a 
reasonable hunch (and some practical demands) that XML and the Internet will respond 
well to the future if they are made as powerful as today's advanced distributed database 
systems. 
• Can we make them so powerful? 
Further research 
Of course we can ... try to do it. As you've seen in this material an army of researchers is 
already working on it. Problems are being solved and some solutions even improved. But 
the XML research space is still very wide but risky. It is wide because we don’t really know 
were Internet plans to go and if it can get there, and is risky for the same reasons. On the 
good side, XML research is not closed in any of its topics.  
Here are some extreme values along the different axes that influence the distributed XML 
querying applications. Those will help in understanding the broadness of the distributed 
XML research space. 
Consider that... 
• Schemas of XML data sources available on the Web can be (structuredness): 
a) Unknown i.e. totally semistructured or 
b) 100% defined e.g. using XML Schema 
• Number of different data source schemas can be (schema heterogeneity): 
a) Large, e.g. different for each data source participating in a query or 
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b) One - same for every data source, 
• Need to join between data sources can be a (relation definition): 
a) Need to join data from different XML data sources for which there is no a priori 
knowledge on existing relations, 
b) Need to join data with relations well defined and know, 
c) Do not join data at all. 
• Data source "intelligence" can be (data source processing power): 
a) Zero - data source can just return whole XML document without any processing, 
b) Extreme - data source can be assigned significant parts of the total querying process, 
• Query answers required by the users can be (answer quality): 
a) Approximate, partial or 
b) Exact, 
• Time allowed for getting the answer can be (answering speed): 
a) Unlimited (i.e. very very long) and 
b) Precisely defined and usually short like in real-time systems, 
• Number of participating data sources (and the same goes for number of users) can be 
(data source and user quantity): 
a) Very large but known or 
b) Very small but known or 
c) Dynamic e.g. unknown, 
 
The list presented surely does not cover every aspect of distributed XML applications. 
Listed axes are almost orthogonal, but practice shows that Cartesian product of proposed 
values produces many (currently) unreasonable combinations. E.g. real-time + unknown 
schemas + one user + million data sources + data sources have no processing power; 
doesn't look very realistic, especially for its real-time and one user restriction. Please note 
that the values given for each axis are the extremes, whether in practice there are many 
values in between. 
Most influential axis in the upper list is the first one mentioned, the one dealing with 
structuredness of the document. It splits the problem space in two quite separable areas. 
Those basically correspond to already mentioned document-centric and data-centric 
applications.  Figure 24 shows how the application space (and likewise the research 
space) is partitioned by first two axes. 

All apps.

Document
centric

Data
centric

Structured?
yesno

News
agency
intranet

Many different schemas?

Internet
search

Distributed
database

Federated
databases

no yes
yes

no

. . .       . . .       . . .      . . .
 

Figure 24 - Distributed XML application space fragmentation 

Each value for each axes brings problems that need solving. Those problems can also be 
classified in two major categories: 
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• Conceptual 
• Technical  

Technical problems are those mostly dealing with performance issues while Conceptual 
problems deal with achievability of the solutions. Before some of them are named, please 
note that conceptual problems deal with higher levels of abstraction and some can even 
be separated from XML research. 
Here are some of the actual questions listed by just one of the axes that introduced them: 

• Structuredness 
o How to detect structure in collections of semistructured XML documents? 
o How to index distributed semistructured XML documents? 
o How to define queries over distributed semistructured XML documents? 
o How to rank semistructured XML documents? 

• Schema heterogeneity 
o How to integrate heterogeneous schemas? 
o How to integrate data when their schemas are unknown? 

• Relation definition   
o How to define/identify relations between XML documents? 
o How to compare XML elements? 

• Data source processing power 
o How to do distributed query processing planning? 

• Answer quality 
o How to produce partial results? 
o How to produce best results first? 
o How to verify that results are correct? 

• Answering speed 
o How to keep statistics about distributed XML documents? 
o How to implement query processing operators and algorithms? 

 to process streaming XML data 
 to be non blocking 
 to use alternative data sources 
 to deal with data replication 
 to reuse common subqueries 
 to use already materialized views 

• Data source and user quantity 
o Parallel query processing algorithms. 
o Cluster architectures for distributed XML query processing systems 
 

 
A big group of problems exist that is related to XML updates. Those significantly scale up in 
distributed environments. There is no doubt that many other smaller and bigger (hopefully 
solvable) problems lay along the XML's way to its place in the Future Internet. 
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7 Conclusion 
This paper was written with the goal of creating a complete picture of the XML's place in 
the today's distributed database applications. It also identifies the related research 
problems.  
The reasons for conceiving XML were presented at the beginning of the paper, as was its 
broad applicability. Terms like: standard for data exchange, separation of presentation 
and data, tool for defining new languages etc. were associated with XML.  
Then, the approaches and the implications of database XML-ization were considered. 
XML enabled databases and native XML databases were treated separately and in more 
detail. It was shown that it is still not clear what kind of XML database will prevail in the 
battle for XML management. For now, when making an engineering decision on selecting 
between those two types of XML databases, one must consider application requirements. 
Two large groups of applications, data-centric and document-centric were mentioned. It 
was concluded that there is no unique globally satisfying XML database solution.  
Finally, focus was switched to distributed database systems dealing with XML. 
Classification was presented in the paper to slice up and consider separately the 
introduction of XML to different parts of distributed database architecture. Major 
approaches and challenges to efficient distributed XML query execution were also 
discussed. 
All in all, it was shown that XML is under test. Many people believe it will be replaced and 
forgotten in few years, while many more plan too build the future on it. Since I've spent 
months on reading about and building this paper on it, I wouldn't mind the latter. 
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