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ABSTRACT 

 

Building extraction from remote sensing images using 

convolutional neural networks (CNNs) has been an active 

research topic in recent years. Most results obtained by 

CNN-based algorithms, however, still have common issues 

with the precision of the delineation of building outlines and 

the separation of different buildings. Recently, efforts have 

been made towards the automation of building outline 

regularization. This paper employs a new instance 

segmentation framework named Hybrid Task Cascade (HTC) 

as baseline model, integrating detection and segmentation as 

a joint multi-stage processing. We further integrate 

regularization methods such as convex hull and Douglas-

Peucker algorithm to obtain accurately segmented edges. 

The method is tested on the crowdAI benchmark dataset by 

comparing with alternative state-of-the-art models (i.e., 

Mask R-CNN). The results show that our method achieves 

better instance segmentation results and improves the results 

in terms of geometric regularity of building segments. 

 

Index Terms— Building Extraction, Instance 

Segmentation, Boundary Regularization 

 

1. INTRODUCTION 

 

Automatic building extraction from high-resolution remote 

sensing images has been studied for many decades. It has a 

wide range of applications, including cadastral and 

topographic mapping, cartography, urban planning, and 

humanitarian aid. Thanks to the development of deep 

learning methodologies, specifically CNN-based algorithms 

[1], [2], together with the emergence of large amounts of 

earth observation images and training/reference data, 

building segmentation algorithms have made a significant 

leap forward [2], [3]. 

As key elements for geographic information systems 

(GIS), building outlines extracted from remotely sensed 

images are often converted from raster to vector polygons 

before being included into GIS databases. Although CNN-

based methods have demonstrated impressive performance 

in terms of classification accuracy in building semantic 

segmentation tasks, they still have common issues in 

extracting precise building shapes and outlines, often 

resulting in irregular edges and over smoothed corners. The 

polygons resulting from the vectorization of CNN-based 

results usually need substantial manual editing before being 

included in GIS layers of official topographic or cadastral 

maps. Moreover, semantic segmentation techniques based 

upon fully convolutional networks (FCNs) can only provide 

binary building masks, but fall short in distinguishing 

individual buildings, thus precluding the possibly of 

extracting additional characteristics at individual building 

level (e.g., roof type, building function). In contrast, 

building instance segmentation provides a segmentation 

mask on a per-object instance basis. However, several 

challenges make building instance segmentation a difficult 

task: overhanging vegetation, shadows, and densely 

constructed buildings result in difficulties in separating 

building objects. Thus, investigations towards the 

development of accurate and computationally efficient 

algorithms for building instance extraction are needed to 

meet the requirements of operational geospatial 

applications. 

In this paper, we aim to achieve accurate building 

instance segmentation and regularized boundary extraction 

jointly. We combine the idea of instance segmentation with 

the versatility of classical boundary regularization methods 

such as convex hull and Douglas-Peucker algorithm in a 

unified framework. We introduce the HTC instance 

segmentation network in the remote sensing community for 

building instance segmentation [4] and embed the 

regularization algorithm to the network, which will be used 

only during the inference stage. We tested experimentally 

our method on the crowdAI building instance benchmark 

dataset. 

 

2. RELATED WORK 

 

2.1 Building Extraction 

Building extraction from overhead images has been an 

active research field for past years [3], [5]. Recent efforts 

employing deep FCNs for semantic segmentation allow a 

great leap towards full automation of building segmentation 
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from a variety of remote sensing data. Marcos et al. [5] 

presented a deep structured active contours framework that 

predicts the energy function using an active contour model 

(ACM) to modify an initial instance polygon with learned 

geometric priors. Marmanis et al. [2] combined the 

information from edge detection to produce explicit class 

boundaries for building extraction based on DSM and high-

resolution remote sensing images.  

 

2.2 Instance Segmentation in Computer Vision 

Instance segmentation is a fundamental computer vision 

task that produces object detection, classification, and 

(pixel-wise) semantic segmentation simultaneously. 

Existing methods for this task roughly fall into two 

categories, namely one-stage, and two-stage instance 

segmentation. One-stage methods, e.g., PolarMask [6], 

model instances and represent masks with structured high-

dimensional vectors instead of a bounding box. They can 

achieve low calculation volume and faster-operating speed. 

Two-stage methods, e.g., Mask R-CNN [7], formulate 

instance segmentation tasks as the paradigm “detect then 

segment.” They usually can achieve better performance in 

terms of segmentation results. To further capture rich 

contextual information for discriminating objects from 

cluttered background, Chen et al. [4] proposed the HTC 

framework, which incorporates cascade and multi-tasking at 

each stage and leverage spatial context to further boost the 

instance segmentation accuracy. It achieves the state-of-the-

art performance on the MS-COCO dataset as compared to 

traditional methodologies [8]. 

 

2.3 Building Boundary Regularization 

The high resolution of recent optical remote sensing images 

has brought opportunities for precise extraction of ground 

objects from images. Limited by the accuracy of automated 

extraction algorithms, however, most initial results require a 

post-processing step such as shape refinement or 

regularization. In the context of recent research on building 

boundary regularization, Girard et al. [9] applied a novel 

CNN architecture which introduced the polygon boundary 

loss into the loss function. Zhao et al. [3] combined Mask 

R-CNN with boundary regularization following the 

workflow of initial modeling, hypothesis generation, and 

minimum description length (MDL) optimization. However, 

those methods have either strict format requirements for 

input data or are sensitive to post-processing algorithm 

parameter settings. This motivated us to further develop a 

unified framework for automatically delineating structured 

building outlines from remote sensing imagery. 

 

3. METHODOLOGY 

 

Our approach combines HTC and regularization algorithms, 

as illustrated in Figure 1. Given an input remote sensing 

image, HTC outputs segmented results for building 

instances. Regularization methods such as convex hull and 

Douglas-Peucker algorithms are integrated into the network 

for irregular boundary optimization during inference time.  

 

 
 

Fig. 1 Illustration of the proposed workflow. 

 

3.1. Hybrid Task Cascade (HTC)  

HTC is a multi-task and multi-stage hybrid cascade network 

that integrates a branch of semantic segmentation to enhance 

the spatial context. The main idea of HTC is to develop a 

cascaded framework that fully leverages the reciprocal 

relationship between detection and segmentation. An 

illustration of the network is shown in Figure 2. 

 

 
Fig. 2 Simple network structure diagram of HTC, Source [4].  F 

stands for CNN features from backbone network. RPN represents 

the region proposal network, which is used to generate anchors at 

different scales. M is the mask branch, B is the box branch, S is the 

semantic feature fusion branch and the number refers to the stage.  

 

A multi-stage cascade extension is added after the 

basic region proposal network (RPN), composed of a 

sequence of detectors trained with increasing IoU thresholds. 

This resampling procedure is designed to progressively 

improve the quality of hypothesis testing, as to guarantee a 

positive training set of an equivalent size for all detectors 

and minimizing overfitting. At each stage, both bounding 

box regression and mask prediction are combined in a multi-

tasking way. In addition, direct connections between the 

mask branches are introduced at different stages. Moreover, 

an additional semantic segmentation branch is added to the 

model to improve the spatial context e.g. for inferring the 

categories, scales. The overall design strengthens the 

information flow between tasks and across stages, leading to 

better refinement at each stage and more accurate 

predictions on all tasks. At the same time, the network 

structure has a significant effect on the separation of objects 

in the foreground and background. 

The overall loss function of the entire network is 

defined as: 

  seg

t

m ask

t

bbox

T

t

t LLLL  
1

 

where 
t

bboxL and 
t

maskL are the loss functions for the 

bounding box and the mask, respectively, predicted at stage 

t, segL is the cross-entropy loss for semantic segmentation 
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and the coefficients t  and  balance the contributions of 

different stages and tasks. We set the    = [1, 0.5, 0.25], T 

= 3 and  = 1 by following the original setting. 

 

3.2. Boundary Regularization 

To retrieve the regularized shape of the building, we convert 

the segmentation results from the first phase as an initial 

polygon and implement two classic shape regularization 

methods, namely the convex hull (CH) and Douglas-

Peucker (DP) algorithm. 

We first consider building boundary regularization as a 

CH problem since the rectangular building shapes are 

common in the applied dataset. CH algorithm aims at 

finding the smallest convex boundary containing all the 

points of a given set. Figure 3 shows an example of how the 

CH algorithm finds the convex region of a planar set of 

points P. In this experiment, we refer to the algorithm [10] 

with a complexity of O(N log N). It uses a stack to detect 

and remove concavities in the boundary efficiently. 

The DP algorithm, as an alternative, decimates a curve 

composed of line segments to a similar curve with fewer 

points. See details of the DP algorithm in [11]. 

 

 
Fig. 3 Illustration of CH algorithm workflow. 

 

4. EXPERIMENTAL RESULTS 

 

4.1. Datasets and Evaluation Metrics 
4.1.1. Datasets.  

We perform experiments on the crowdAI [12] dataset to 

validate our method. This large-scale RGB  satellite imagery 

dataset is split into 280,741 training tiles and 60,317 

validation tiles with the patch size 300× 300. Typical 

instance annotations are used to supervise box and mask 

branches, and the semantic branch is supervised by the 

Common Objects in Context (COCO) format annotations. 

 

4.1.2. Evaluation Metrics.  

We report the standard MS COCO measures, including the 

Average Precision (AP) metric, which averages the 

precisions across Intersection Over Union (IoU) thresholds 

from .50 to 0.95 with steps of 0.05. We also evaluate 

Average Recall (AR) to quantify the proportion of buildings 

detected with respect to the ground truth. In addition, AP(S, M, 

L) and AR(S, M, L)  are used to further measure the 

performance of the algorithm on detecting objects of 

different sizes. Specifically, ‘small’ (S), ‘medium’ (M) and 

‘large’ (L) represent area < 322, an area between 322 and 962 

and an area > 962 respectively, where the area is measured 

as the number of pixels in the segmentation mask. Both AP 

and AR are evaluated using mask IoU, which are evaluation 

metrics for segmentation masks.  

 

4.2. Implementation Details 

For a fair comparison, we used the ResNet-50-FPN as the 

backbone for all the networks during the implementation. 

They are re-implemented in PyTorch and MMdetection. For 

training, we use the Adam optimizer with batch size 4 and 

an initial learning rate of 0.00025 for 40 epochs. Weight 

decay and momentum are set to 0.0001 and 0.9, respectively. 

We performed all the training and testing on a single TITAN 

X GPU.  

 

4.3 Results and Discussion 
4.3.1. Assessment of different networks 

We first compare the instance segmentation results of Mask 

R-CNN and HTC separately. The results in Table 1 show 

that the HTC brings 2.3% and 2.0% gains over Mask R-

CNN in terms of average AP and AR, respectively. HTC 

outperforms Mask R-CNN in all AP and AR metrics 

proving its significant effectiveness on the separation of 

building objects in different scale.  

 
Tab. 1 Extraction results on the crowdAI dataset 

Method Mask R- CNN HTC HTC-CH HTC-DP 

AP 41.9 44.2 43.6 44.4 

APS 12.4 15.8 15.6 15.5 

APM 58.1 61.0 59.8 62.1 

APL 51.9 54.2 53.4 54.4 

AR 47.6 49.6 49.2 49.5 

ARS 18.1 20.3 19.7 20.8 

ARM 65.2 69.2 68.5 69.7 

ARL 63.3 65.7 63.4 66.1 

 

4.3.2. Assessment based on regularization results 

The output of instance segmentation and regularization 

results are shown in Figure 4. In general, the regularization 

methods produce a better representation of building 

footprints with more regular boundaries. The CH algorithm 

implements the generation of the outer polygon of the 

segmentation result. In contrast, DP performs better in terms 

of geometric regularity. As future work, we would like to 

explore whether imposing more geometrical constraints 

could further improve the results. 
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Fig. 4. Example results from different methods. (a) Images with 

the corresponding label (b) HTC segmentation result (c) HTC with 

CH regularization (d) HTC with DP regularization  

 

As shown in Table 1, the regularized results are not 

significantly different from the original results, and vary 

across indicators. Specifically, the results yielded by convex 

hull algorithm show slight decreases in all metrics. One 

potential reason is that such algorithm perform unexpected 

“smoothing operations” on complex inflection points 

without specific geometrical constraints. Besides, the results 

obtained by the DP algorithm show improvements in the AR 

and AP metrics of medium and large size objects. 

 

4.3.3. Discussion 

We select the HTC as our baseline model since it is 

designed to tackle the issues of deformation, occlusion and 

scale changes in visual objects; and isolation of objects in a 

cluttered context. Although HTC incorporates segmentation 

branches to improve the extraction and localization of 

spatial context, and performs well in instance-level building 

object delineation, there is still a gap with semantic 

segmentation in terms of extraction accuracy and recall. 

Besides, during the experiment, we found both of the CH 

and DP as classic regularization algorithms are very 

dependent on the initial segmentation results, and they 

usually show poorer performance on building objects with 

complex geometries. 

 

5. CONCLUSIONS 

 

In this paper, we introduce an unified framework for 

building extraction combining HTC instance segmentation 

with boundary regularization. Our experimental results 

show that HTC outperforms competing models (i.e., Mark 

R-CNN) in generating building instance segmentation task. 

The experiments using regularization methods also show 

improvements in terms of geometric regularity and accuracy. 

More complex designs including adding deformable 

convolution, applying multi-scale training and better 

backbones have the potential to improve performance. 

Targeted metrics for the evaluation of regularized building 

instance segmentation need to be further developed. 
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