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vAbstract

Wireless Sensor Networks (WSNs) are networks of tiny devices equipped with sen-
sors and wireless communication to observe an environment and to communicate
about these observations. For some applications the observations themselves are
the goal, all sampled data needs to be stored or transmitted to a central place in the
network that can offload the data, for example over the internet. For other applica-
tions, such as fire-detection and cold-chain quality control, the raw observations
are not critical, however, the detection of events on the network is (e.g. the house
is on fire). For this type of applications Machine Learning techniques are of inter-
est. In a typicalWSNMachine Learning algorithms can be trained to derive the
occurrence of an event from the abundance of data that can be observed, therefore
it is not necessary to write code for all relevant conditions and to perform complex
calibration. Historical data can be used to train the Machine Learning approach.

WSNs are a complex environment for application development. Many aspects that
are critical forWSN applications have little relevance in more common computing
environments. These aspects include: distributed computations, energy constraints,
strict memory limitations, dynamic network topologies, complexity of deployment
and physical inaccessibility of hardware. All of these factors make careful selec-
tion of algorithms and a suitable application architecture critical. However, most
Machine Learning research was not conducted with these aspects in mind and as
suchmanyMachine Learning techniques, in their basic form, are ill suited forWSN
applications.

This thesis demonstrates that the Naive Bayes classifier has a number of interesting
features forWSN applications, in contrast to Feed Forward Neural Networks and
Decision Trees. All three algorithms need a small amount of computational power
and require only a small amount of memory. Naive Bayes classifiers, however,
can be efficiently distributed, an aspect where Feed Forward Neural Networks are
severely limited. Furthermore, Naive Bayes works with meaningful partial results
that can be independently combined into a classification result. As a consequence a
Naive Bayes classifier trained for aWSN can remain functional even if nodes leave
the WSN and can be improved by adding nodes. Both Decision Trees and Feed
Forward Neural Networks, on the other hand, have a high dependency on input
reliability. Because of these factors the Naive Bayes classifier is a suitable algorithm
forWSNs.
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A challenge for any Machine Learning application onWSNs is the training of the
Machine Learning algorithm. For Naive Bayes supervised training can be applied
to gather statistics about the data which can be used for probability estimation. A
common approach for the supervised training of the Naive Bayes classifier is the
division of the input space of each feature, or partial observation, in a number of
intervals. Supervised training can then be applied to gather statistics about the dis-
tribution of the classes over those intervals. In order to limit the influence of noise
and statistical anomalies it is important that each interval contains a significant
number of observations, otherwise small variations in the training set can have
a large impact on the classification output. This means that simply dividing the
input space in equal portions is not an optimal solution. In this thesis we demon-
strate that unsupervised learning can be applied to create a suitable division of the
input space. Multiple unsupervised learning algorithms are evaluated: Kohonen
maps, K-means, P2 and a custom Self Organising Map. For those approaches, we
demonstrate that the P2 algorithm provides the most suitable division of the input
space. This thesis demonstrates that the application of unsupervised training allows
memory efficient training of very accurate Naive Bayes classifiers.

In order to provide meaningful knowledge about a classification problemMachine
Learning algorithms need to be trained by providing examples of the desired clas-
sification output. The distributed nature ofWSNs and, for some applications, the
inaccessible environment in which sensor nodes are deployed make this task far
from trivial. One approach is to train a generic classifier under lab conditions, with-
out taking into account the specifics of the location of deployment. In this approach,
location specific factorsmight have a negative impact on classification performance.
Deployment specific training is an alternative which can be performed in two ways:
online and offline. Online training means that desired classification outputs are
transmitted over the network to all the sensor nodes. With these examples, classi-
fiers are trained locally on the sensor nodes. Offline training means transmitting
the sampled sensor data to a central location where a classifier is trained for each
sensor node. After the training phase these classifiers are transmitted over the
network to each node.

Both of these approaches require transmitting a large number of messages, which
consumes a lot of energy. To overcome this challenge this thesis introduces QUan-
tile Estimation after Supervised Training (QUEST), an adaptive Naive Bayes classi-
fier. For QUEST a generic classifier is trained under lab conditions and deployed
to all sensor nodes. However, instead of disregarding the specifics of the location
of deployment, QUEST uses local observations and unsupervised training on each
sensor node to continuously adapt the classifier to the new environment. This
approach removes the communication required for training and has only a very
limited effect on classification performance. As such QUEST enables the efficient
deployment of a WSN and reduces the manual maintenance required in case of
battery depletion.



viiSamenvatting

Wireless Sensor Networks (WSNs) zijn netwerken van kleine apparaatjes, sensor
nodes, die een omgeving observeren door middel van sensoren. De sensor nodes
kunnen over deze observaties communiceren door middel van ingebouwde radio’s.
Binnen sommige toepassingen is het verzamelen van deze observaties het doel op
zich. In dat geval moeten alle metingen opgeslagen worden of naar een centraal
punt worden verstuurd waar de gegevens uit het netwerk gehaald kunnen worden.
Voor andere toepassingen, zoals brand detectie of kwaliteitscontrole in gekoeld goe-
deren transport, zijn de onverwerkte observaties van minder groot belang. Voor
deze toepassingen is het detecteren van gebeurtenissen het uiteindelijke doel. Ma-
chine Learning technieken kunnen worden toegepast voor deze detectie omdat
deze technieken getraind kunnen worden om gebeurtenissen af te leiden uit de
overvloed aan data die gemeten kan worden op eenWSN, zonder dat alle relevan-
tie condities voor het detecteren van zo’n gebeurtenis expliciet in programmacode
uitgedrukt hoeven te worden en zonder complexe calibratie.

WSNs zijn een complexe omgeving om applicaties voor te ontwikkelen. Veel as-
pecten die van kritisch belang zijn voorWSN applicaties zijn nauwelijks relevant
voor meer gangbare platformen. Aspecten waaraan gedacht kan worden zijn onder
andere: distributie van rekenkracht, beperkte accucapaciteit, strikte geheugens-
beperkingen, dynamische netwerktopologiën, de complexiteit van de installatie
van hetWSN en het fysiek onbereikbaar zijn van de gebruikte hardware. Al deze
factoren leiden er toe dat de keuze voor algoritmes en applicatiearchitecturen zorg-
vuldig moet worden genomen. Bij het meeste onderzoek op gebied van Machine
Learning zijn deze aspecten niet in overweging genomen. Dit heeft tot gevolg dat
veel gangbare Machine Learning technieken ongeschikt zijn voorWSN applicaties.

Dit proefschrift toont aan dat het Naive Bayes classificatiealgoritme een aantal in-
teressante eigenschappen heeft voorWSN toepassingen, in tegenstelling tot Feed
Forward Neural Networks en Decision Trees. Al deze drie algoritmes zijn niet re-
kenintensief en hebbenweinig geheugen nodig om toe te passen. In tegenstelling tot
Feed Forward Neural Networks echter, kan het Naive Bayes classificatiealgoritme
efficiënt gedistribueerd worden. Daarnaast werkt het Naive Bayes classificatiealgo-
ritme met betekenisvolle tussenresultaten die onafhankelijk gecombineerd kunnen
worden. Dit heeft tot gevolg dat het een Naive Bayes classificatiealgoritme wat ge-
traind is voor eenWSN kan blijven functioneren als er sensor nodes uitvallen en
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beter kanworden als er getrainde sensor nodes aan het netwerk worden toegevoegd.
Zowel Feed Forward Neural Networks en Decision Trees zijn voor hun betrouw-
baarheid erg afhankelijkheid van het blijven functioneren van individuele sensoren.
Deze factoren maken Naive Bayes bij uitstek geschikt voorWSN toepassingen.

Eenuitdaging voor iedere toepassingen vanMachine Learning technieken opWSNs
is het trainen van het Machine Learning algoritme. Het Naive Bayes classificatie-
algoritme kan getraind worden door middel van supervised learning. In dit geval
worden voorbeeldgegevens gebruikt om statistieken te verzamelen over deze ge-
gevens en daaruit kansschattingen af te kunnen leiden. Een veelgebruikte aanpak
voor supervised training van Naive Bayes is het opsplitsen van de invoerruimte
voor iedere gedeeltelijke observatie in een aantal aangrenzende intervallen. Op
basis van de voorbeeldgegevens worden statistieken verzameld over de verdeling
van iedere globale toestand over de invoerruimte. Om de invloed van ruis en sta-
tistische afwijkingen te minimaliseren is het van belang dat er voor ieder interval
een significante hoeveelheid observaties is, anders kunnen kleine verschillen in de
voorbeeldgegevens een grote invloed hebben op de classificatiebeslissing. Door dit
effect is het simpelweg verdelen van de invoerruimte in even brede intervallen sub-
optimaal. In dit proefschrift tonen wij aan dat unsupervised learning kan worden
toegepast om een geschiktere verdeling temaken. Een aantal unsupervised learning
algoritmes wordt geëvalueerd in dit proefschrift: Kohonen maps, K-Means, P2 en
een aangepaste versie van Self Organising Maps. Dit proefschrift toont aan dat van
deze methodes P2 de meest geschikte opsplitsing van de invoerruimte oplevert en
dat met behulp van die opsplitsing erg nauwkeurige Naive Bayes classifiers gemaakt
kunnen worden zonder afhankelijk te zijn van veel geheugen in het trainingsproces.

Om betekenisvolle kennis op te slaan over een classificatieprobleem hebben Ma-
chine Learning algoritmes voorbeeldgegevens nodig. DoordatWSN een gedistri-
bueerde omgeven zijn, met in sommige gevallen fysiek onbereikbare hardware, is
het verschaffen van deze voorbeeldgegevens aan alle sensor nodes in het netwerk
geen triviale taak. Een mogelijke aanpak is om een generiek classificatiealgoritme
te trainen in een laboratoriumomgeving. Hierbij worden echter locatiespecifieke ei-
genschappen genegeerd wat de nauwkeurigheid van de classificaties niet ten goede
komt. Het localtiespecifiek trainen van de classificatiealgoritmes op de sensor no-
des kan op twee manieren worden gedaan: on- en offline. Online trainen is het
versturen van voorbeeldgegevens over het netwerk naar iedere sensor node. Op
basis van deze voorbeelden kan iedere sensor node een lokaal classificatiealgoritme
trainen. Offline trainen houdt in dat iedere sensor node alle metingen, of obser-
vaties, over het netwerk verstuurd naar een centrale plek. Op die plek kan voor
iedere sensor node een classificatiealgoritme worden getraind. Afsluitend wordt
dan een getraind classificatiealgoritme verstuurd naar alle sensor nodes. Beide aan-
pakken vereisen veel netwerkcommunicatie, wat een significant verbruik van de
beschikbare accucapaciteit tot gevolg heeft.
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Om deze uitdaging op te lossen wordt in dit proefschrift QUantile Estimation after
Supervised Training (QUEST) geïntroduceerd. QUEST is een adaptieve implemen-
tatie van hetNaive Bayes algoritme. QUEST begintmet het trainen van een generiek
classificatiealgoritme in ideale laboratoriumomstandigheden. Dit classificatiealgo-
ritme wordt op iedere sensor node in het netwerk geïnstalleerd. Vervolgens past
QUEST, op basis van lokale observaties en unsupervised training, het classificatie-
algoritme aan aan de nieuwe omstandigheden. Deze aanpak zorgt er voor dat er
geen communicatie meer nodig is voor training met slechts een minimale impact
op de classificatienauwkeurigheid. Hierdoor maakt QUEST het uitrollen van een
WSN efficiënter en wordt de hoeveelheid onderhoud voor hetWSN gereduceerd
door een lager batterijgebruik.



x
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Abstract – Wireless Sensor Networks are a challenging platform for soft-
ware development. The distributed nature of Wireless Sensor Networks and
the specific set of constraints resulting from limited battery capacity and radio
transmission speeds limit the set of applications and algorithms that can be
applied. Furthermore, the amount of data that can be collected by a large
Wireless Sensor Network is significant. One important challenge for numerous
applications is to find the right balance between measuring and transmitting
enough data to allow the desired application to function reliably, and saving
enough energy to make maintaining the network feasible. In this thesis we de-
scribe a method that allows processing sensor data locally on aWireless Sensor
Network, and hence significantly reduces the energy required for deployment
and operation. In the lifetime of a Wireless Sensor Network, this method will
reduce the amount of required human interaction, increasing the odds that
a Wireless Sensor Network is an economically viable solution for real world
problems.

1.1 Background

The paradigm of Wireless Sensor Networks (WSNs) was proposed several decades
ago [13, 15]. In this time the desire to monitor a variety of environments using
cheap autonomous sensor nodes has not diminished. Unsolved technological and
economical challenges, however, have limited the incorporation ofWSNs in our
everyday life[31]. For many envisioned applications, there is no economically vi-
able combination of hardware and algorithms available[31]. And many challenges
remain on numerous areas [31], which makesWSNs an interesting field of research.
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1.2 Problem description

Many envisioned applications forWSNs are technologically feasible. Given a suf-
ficiently high budget, large battery packs can be combined with micro-controllers
and radios to form a network capable ofmosts tasks that are considered to be within
the scope of WSNs. Furthermore, using expensive components and/or frequent
maintenance by humans, the challenges posed by hardware reliability can be over-
come. However, taking into account the economical constraints, the challenges
become daunting. For most applications the limitations of the budget mean that
large battery packs are not an option, small batteries, low power radios and rela-
tively simple micro-controllers have to be used, which results in constraints on the
software running onWSNs.

The economical constrains are not only limited to the initial acquisition of hardware,
but continue throughout the life-time of the network. A network based on cheap
hardware that needs a lot of man hours to deploy and maintain also fails to be
economically viable. The Total Cost of Ownership (TCO) during the life-time of
a network needs to be considered. Algorithms working onWSN platforms need
to be designed with the TCO in mind. This immediately impacts the budget for
hardware for anyWSN solution. Also, the maintenance- and development-costs
have an impact, as a network on which a lot of man-hours need to be spend for
maintenance probably is not cost-effective.

The fact that most WSNs deal with a large number of battery operated devices,
implies that the topology of a WSN must be considered to be dynamic. Node
failure, for example due to battery depletion or hardware failure, is inevitable. This
dynamic nature ofWSNs makes the development of functionalWSN applications
even more challenging.

The combination of small batteries and low power radios mean that transmitting
all sampled data over the network is infeasible. As a consequence online processing
of the data is an interesting option. The complexity of the observations measured
by all nodes on the network means that for many applications it is not feasible
to implement exact rules to describe conditions of interest. Machine Learning
algorithms can be used to automatically apply complex labels to the observations
made by aWSN. A challenge for this approach is that in most Machine Learning
research the specific requirements ofWSNs were not considered.

This work focuses on the challenge of developing a Machine Learning method
that enables aWSN to automatically assign complex labels to a situation, based on
the observation of raw sensor data; in an economically viable and maintainable
manner. The assignment of labels to raw sensor data is of interest for numerous
applications, for example domestic fire detection [23, 25], vehicle detection [32]
and preventive maintenance [41]. Automatically assigning these labels reduces
the amount of human work needed to interpret the data and can reduce the time
needed to detect an alert condition.
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The requirements of economic viability and maintainability lead to the need to
minimise the total costs to deploy and maintain the network. One of the reasons
that a large fraction ofWSN related research is related to energy consumption, is
the fact that replacing batteries or complete sensor nodes can be complex, time
consuming and therefore expensive. A common finding in research on energy
consumption of WSNs is that energy used for radio communication makes up
a large fraction of the total energy used by the sensor nodes [18, 30]. Therefore,
minimising radio communication is a key aspect needed to achieve maintainability.

1.3 Approach and contributions

The complexity ofWSNs as a platform resulted in a shift from research on widely
applicable general purpose solutions to more application specific research [31]. It
is our firm believe that this approach makes sense. With this in mind the following
research questions have been formulated and investigated in this thesis. For each
question also a hypothesis has been formulated:

1. What is the minimum amount of communication needed for distributed exe-
cution of classification algorithms?
Our hypothesis is that algorithms that rely on operations that require in-
formation from multiple distributed sensors will have limited options for
efficient distribution. Furthermore, algorithms that provide flexibility in the
order in which data is processed and work with partial results that can be
independently combined will allow efficient distribution.

2. What is the influence of unreliable inputs on existing classification algorithms?
Ourhypothesis is thatmany algorithmswill show a severe performance drop
in scenarios with unreliable inputs. Algorithms that work with meaningful
partial results will suffer less from unreliable inputs since a partial result
that does not makes use of the failing inputs can be used as the classification
output.

3. Is online supervised training necessary for accurate classification onWSNs?
Our hypothesis is that online training is important to account for deploy-
ment site specific factors. However, we believe it is possible to adapt a generic
classifier using unsupervised training.

The main contributions of the research are:

1. Amemory efficient training approach to the Naive Bayes classification algo-
rithm, using unsupervised learning.

2. A two phase training approach for Naive Bayes classifiers that eliminates
the requirement of online supervised training onWSNs.

3. A demonstration of the feasibility of performing WSN experiments with
Commercial off-the-shelf (COTS) hardware.

4. A comparison of the theoretical limits on the efficiency with which several
classification algorithms can be distributed.
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5. A comparison on how the (un)reliability of inputs affects the classification
performance of a number of classification algorithms.

6. A publicly available dataset forWSN research.

1.4 Structure of this thesis

This chapter describes the problem description and thesis structure. Chapter 2
describes the related work surrounding this research.

Chapter 3 describes research investigating theminimumamount of communication
needed to apply a number of algorithms on data gathered by aWSN. This chapter
focusses on distributed execution of algorithms capable of automatically assigning
labels, or classifications, to input data. The investigated algorithms are Decision
Trees, Feed Forward Neural Network (FFNN) and the Naive Bayes classifier. We
investigate how much communication can be reduced relative to a scenario where
all raw sensor data is transmitted to a central location. The work presented in
Chapter 3 has been published in Procedia Computer Science [GJZ:3].

In Chapter 4 we compare the suitability of the three algorithms already mentioned
for Chapter 3 for a different aspect ofWSN environments. We focus on the dynamic
nature ofWSNs, more specifically we investigate the impact on the performance of
the algorithms when some of the inputs disappear or new inputs arrive. The work
presented in Chapter 4 has been published on the 2011 International Conference on
Mobile and Ubiquitous Systems: Computing, Networking, and Services [GJZ:2].

Based on the results of Chapters 3 and 4, Chapter 5 described a memory efficient
method to apply the Naive Bayes classifiers inWSN environments. The application
of unsupervised learning to probability estimation of Naive Bayes, results in effi-
cient and reliable Naive Bayes classifiers, suitable for the dynamic and distributed
nature ofWSNs. The work presented in Chapter 5 has been published on the Sixth
International Conference onMobile Ubiquitous Computing, Systems, Services and
Technologies [GJZ:4].

In Chapter 6 we extend the work presented in Chapter 5 into a method that re-
moves the complexity of supervised training in a deployedWSN. With this method
the only supervised learning takes place for a template classifier in a controlled
environment, each deployed node autonomously adapts this template to create a
suitable classifier for its location of deployment. The work presented in Chapter 6
has been published in MDPI Sensors [GJZ:5]

Chapter 7 provides a reflection on the combinedwork and its impact on the problem
investigated in this thesis. Furthermore, Chapter 7 provides suggestions for future
work.
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Abstract – Wireless Sensor Networks as a research area has received a lot
of attention over the last decades. Starting in the 1990’s, concepts and theories
emerged on the principle of networks of small devices equipped with sensors
and wireless transceivers. Moore’s law enabled the transition from theoreti-
cal applications such as smart dust to numerous real applications of Wireless
Sensor Networks. Currently the field of Wireless Sensor Networks provides a
broad spectrum of research material. In this chapter we highlight some of the
existing literature related to the work presented in this thesis.

In this chapter we describe the research area surrounding the work in this thesis.
In Section 2.1 we consider the history of the concept of Wireless Sensor Networks
(WSNs), in Section 2.2 we give a short summary of Machine Learning and finally
in Section 2.3 we focus on howWSNs are a challenging environment for the type
of Machine Learning applications addressed in this thesis.

2.1 The history of Wireless Sensor Networks

This section summarises the history ofWSNs.

2.1.1 The origin of Wireless Sensor Networks: Smart Dust and Sensor
Webs

Although wireless sensor nodes exist for a long period, the origins of the modern
WSN can be found in the 1990’s with the Smart Dust project [15] and the Sensor
Webs Project [13]. Both of these projects describe networks of small autonomous
devices equipped with a number of sensors to observe their environment and some
kind of wireless transceiver that allows these devices to communicate with each
other.
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The Smart Dust project was a project funded by the Department of Defense (DoD)
with the goal of developing distributed sensor networks build from autonomous
sensor nodes with a target size of 1mm3. In the original vision these nodes would
use optical line of sight communication. The Smart Dust project was mostly aimed
at military applications.

For the NASA Sensor Webs project research was conducted on sensor networks
used to observe and understand physical phenomena such as volcanic eruptions,
fires and floods. This project emphasised the autonomy of individual nodes and
the ad-hoc nature of the total network.

Many of the concepts introduced by these two projects still can be found inmodern
WSNs.

2.1.2 Wireless Sensor Networks

Continued improvements in hardware and the validity of Moore’s law brought
many of the futuristic visions of the Smart Dust and the Sensor Webs project into
the realm of reality. The possibilities of improved hardware opened up manyWSN
related areas of research leading to the current state of the field where there are
numerous influential conferences and journals onWSNs, such as SenSys [14], IPSN
[9], EWSN [6], IEEE Sensors Journal [7], MDPI Sensors [10] and IEEE IETWireless
Sensor Systems [8]. Over the years numerous surveys have been published to show
the progress made in the field ofWSNs. Influential surveys include [19] and [69].

Hardware

AWSN is a network of small autonomous devices with at least the following com-
ponents: one or multiple sensors, a transceiver, a micro controller. For all these
components technology has improved tremendously [68]. Pushed by the wide
spread adoption of smart phones various types of small sensors have become a
commodity [72]. Applications such as home automation have pushed the develop-
ment of cheap, low power transceivers, frequently integrated withmicro controllers
in a single packages [5].

A new enabling trend forWSN networks is the emergence of Internet of Things
(IoT) connectivity networks such as LoRaWan [53]

Algorithms and Applications

The distributed nature ofWSNs and the limitations on computing performance of
the hardware due to energy constraints means thatWSNs are a completely different
platform for software development than general purpose computers or even most
other embedded systems. This has resulted in the development of a variety of
algorithms and platforms to support the development and deployment ofWSNs.
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Since communication is an important part ofWSN applications a lot of research
has taken place on communication layers forWSNs [42]. In the last decade radio
chips based on the IEEE 802.15.4 standard have become the most common choice
forWSNs.

On top of the Media Access Control (MAC) layer many researchers have inves-
tigated algorithms for the network layer. For example ZigBee is a standard that
combines aspects from the network layer with the application layer on whichWSN
applications and home automation applications can be based.

2.1.3 Internet of Things

Progress in hardware and networking technology has lead to the vision of the IoT.
IoT is an evolution of the concept ofWSNs where the world is filled with connected
sensors and actuators in common appliances and environments [48].

2.2 Machine learning

In the early days of computer science, computer programs consisted of instructions
that were exactly specified by a software engineer. Evolutions in compilers and
computer languages have allowed programmers to solve problems on a higher level
of abstraction, where the exact hardware instructions that form the program are
hidden. This evolution has greatly reduced the complexity of software development
and enabled solutions to complex computational problems to be described in a
high level computer program. Improvements in computer hardware, however, also
mean that there are many computational problems that could be solved on current
hardware, that are very complex to solve in a computer program.

The field of Machine Learning develops and investigates methods that allow com-
puting systems to learn new solutions to computing problems without having to
write an exact solution in a computer program. ManyMachine Learning techniques
use a large amount of computing power to learn certain tasks based on examples.
Examples of machine learning applications are face recognition, IBMWatson [38]
and Deepmind, which powered AlphaGo [64].

Machine Learning techniques come in many forms. There are for example biology
inspired algorithms such as neural networks [25]. Neural networks are networks
of modeled neurons that are trained by providing samples of the desired output
for a given input. One approach for this training is the gradient descent method
where the output error is modeled as a mathematical function for which local min-
ima are discovered using the gradient of this function. Another group of biology
inspired methods are genetic algorithms where a large number of classifiers are
initialised using random parameters and the classifiers that perform relatively well
are combined to create new classifiers.

Many other Machine Learning techniques use statistics to empirically estimate
probabilities. The Naive Bayes classifier, for example, is based on these methods
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AsWSNs are complex systems with a large amounts of sensors, writing a computer
program that accounts for all input combinations is very complex. Thus, Machine
Learning is a field that provides interesting techniques for processingWSN data.
However, many state of the art Machine Learning techniques involve too much
computing power to be applicable forWSN applications. Less complex algorithms,
such as the Naive Bayes classifier, are suitable.

2.2.1 Decision making

One of the fundamental aspects of Machine Learning is the fact that it leads to a
program or algorithm making decisions without being explicitly programmed by
a human to make those decisions in the given circumstances. There are a number
of algorithmic approaches which are able to realise these decision making tasks.
Important types of decision making algorithms include: statistical approaches [73],
neural networks [25] and rule based approaches [56]. Statistical approaches aim to
estimate probabilities in order to select the decision that has the highest probability
of being correct. Rule based approaches define rules which are then used to make
the decision, for example a decision tree is a rule based approach. Neural Networks
are a type of algorithms inspired by nature that offer a large variation in supporting
decision making approaches.

2.2.2 Classification algorithms

A group of algorithms that could be viewed as a specific application of Decision
making is Classification algorithms. Classification algorithms are algorithms that
assign a certain label, or classification, to an input. An example where classification
is used is domestic fire detection. The goal in this application is, given a certain
combination of sensor inputs, to determine whether there is a fire present in a
house or not [23, 25]. Note that the algorithms described in Section 2.2.1 are also
suitable for classification tasks.

2.3 Challenges of Machine Learning onWireless Sensor
Networks

Originally Machine Learning andWSNs were separated fields. WSNs were used
to gather raw data for offline processing, Machine Learning could be used for this
offline processing. The challenges of executing a computer program onWSN hard-
ware are no factor in this scenario. Moving parts of the processing to the sensor
nodes, however, made the challenges ofWSNs relevant to what could and could
not be achieved using Machine Learning.

The use of classification algorithms onWSNs is not a new idea. For example, [47]
describes the detection of environmental events using bayesian classifiers onWSNs;
the work described in [54] describes a scalable method for collaborative event de-
tection onWSNs; fault tolerant classification is the subject of [51]; the feasibility of
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sound classification onWSNs is the subject of [60]. All these papers have in com-
mon that they propose classification algorithms or applications for classification
algorithms in the scope ofWSNs. Scanning the literature for the used classification
approaches, we can state that many different approaches have been proposed over
the years and in all of these applications the researchers were challenged by the
limitations imposed byWSNs. In the following sections we give a more detailed
discussion on these limitations.

2.3.1 Energy

WSNs consist of battery powered devices and for many applications longevity of
the sensor nodes is an important requirement [20, 66]. This rules out training
manymodernMachine Learning approaches such as Genetic Algorithms and deep
learning, since they require numerous training iterations on a deployedWSN. Fur-
thermore, the distributed nature ofWSNs and the fact that radio communication
requires a lot of energy provides challenges to any Machine Learning implemen-
tation. The amount of communication required between different parts of the
Machine Learning approach running on different nodes should be restrained to an
absolute minimum [40].

2.3.2 Communication bandwidth

Another distribution related challenge is the limited communication bandwidth
available on commonWSN radioradioss [18]. Under best case scenariosWSN ra-
dios have limited bandwidth, but in typical event detection applications where
multiple nodes might want to communicate at the same time, factors like collisions
and interference provide even stricter limitations [74].

2.3.3 Memory limitations

TypicalWSN nodes have a very limited amount of storage and working memory.
For many Machine Learning applications this is a serious challenge. Multiple al-
gorithms require a large dataset to be available during training. For example, a
common implementation of K-Means uses a training process with multiple itera-
tions over a dataset [50]. Genetic algorithms evaluate the performance of a large
number of classifiers over a common dataset [52]. These technologies are not feasi-
ble for online training on aWSN. The strict limitations ofWSN hardware need to
be carefully considered when selecting suitable algorithms forWSN applications.

2.3.4 Processing power

In order to conserve energy WSN nodes are equipped with limited low-power
CPUs. This means that computations, for example floating point calculations, can
be much slower than what developers are used to on general purpose PCs [2–4].
Especially the training phase of many Machine Learning algorithms is computa-
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tionally complex. This complexity might mean that online training, performed on
the network itself, is not feasible. The alternative, offline training on data sampled
by the network, requires the transfer of a complete training set over the network,
which requires a lot of energy, and thereby often is also not feasible.

2.3.5 Cross layer programming

In order to improve maintainability of code, most programs rely heavily on shared
components. Communication for many applications is structured in strictly sepa-
rated layers in order to provide a low maintenance general purpose platform. This
separation and the shared components greatly improve reusability of code. Each
layer, however, introduces some overhead, which is undesirable for resource con-
strainedWSN applications. Maintaining the network topology of aWSN requires
messages for route discovery, detection of neighbours, etc. By applying a strict
separation of all network layers, this communication would mainly be overhead.
Allowing application layer messages to piggyback on the messages needed for the
lower application layers, makes it is possible to reduce the overhead. During appli-
cation development, however, a programmer needs to account for details normally
hidden on the lower layers [31].

2.3.6 Accessibility of hardware

A challenge encountered in manyWSN deployments is that sensor nodes can be
deployed on inaccessible places [20, 66], or even unknown places in applications
such as the Smart Dust project. This has several consequences. First of all batteries
cannot be replaced which emphasises the need for energy efficiency. Furthermore,
all communication with such nodes is wireless. For Machine Learning applications
this means that supervised training requires a lot of communication, either to
transfer a dataset out of the network for offline training, or to provide supervised
examples to the network for online supervised training.

2.4 Conclusion

In this chapter, we discussed thatWSNs are a challenging topic that offers possibil-
ities for research in many directions. This chapter highlighted the general context
in which the research in the remainder of this thesis takes place: the application
of Machine Learning within the context ofWSNs. More specific related work is
discussed in the corresponding chapters.
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Abstract – The abundance of data that can be measured onWireless Sensor
Networks makes online processing or filtering necessary. In industrial appli-
cations for example, the correct operation of equipment might be the point of
interest while raw sampled data is of minor importance. Classification algo-
rithms can be used to make state classifications based on the available data.

The distributed nature ofWireless Sensor Networks is a complication that needs
to be considered when implementing classification algorithms. In this work,
we investigate the bottlenecks that limit the options for distributed execution
of three widely used algorithms: Feed Forward Neural Networks, Naive Bayes
classifiers and Decision Trees.

By analysing theoretical boundaries and using simulations for various net-
work topologies, we show that the Naive Bayes classifier is the most flexible
algorithm for distribution. Decision Trees can be distributed efficiently but are
unpredictable. The options for distributing Feed Forward Neural Networks
are severely limited due to their structure: each step in Feed Forward Neural
Networks combines information many inputs which requires the transmission
of large amounts of data.

The papers related to this chapter are [GJZ:2, 3].

Online processing is an important, but complex, task onWireless Sensor Networks
(WSNs) [19]. Even on smallWSNs, large amounts of data can be measured by the
sensor nodes (Simple micro-controllers can already acquire samples at rates in the
order of 10kHz[4], for example, for acoustic sensors [60]). This is more than what
can be sustainably transmitted using currentWSN hardware. The amount of data
that can be transmitted is limited due to the constraints on power consumption that
are needed for maintainable operation. However, for many applications this is not
a problem since the raw data itself does not need to be retrieved. E.g. for domestic
fire detection [23], the amount of carbon-dioxide in the air is not the important
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information but the presence of a fire is. Another example is found in logistics:
the state of the monitored products is of importance (e.g. the temperature of the
product never exceeded 7 20 ○C), while no human operator ever needs to see 10-bit
temperature readings.

There are many methods of online processing for WSNs, ranging from simple
schemes to compress the data that is transmitted over the network, to complex
event recognition algorithms that draw intelligent conclusions [43]. Especially this
last group of algorithms can significantly reduce of the amount of data that needs
to be transmitted. Drawing conclusions from the data with a program running
locally on theWSN nodes removes the need to transmit the raw sensor readings.
Considering the fact that the energy needed to transmit a few bytes of data can also
be used to perform a considerable amount of local processing [30], it is clear that
online intelligent processing is a promising area of research.

3.1 Problem description

The mapping of complex intelligent algorithms on a distributed computing envi-
ronment like aWSN is a challenging task. An important part of this challenge is
that a part of theWSN paradigm is to obtain reliability through the application of
multiple unreliable devices. In most traditional research for intelligent algorithms,
distribution of execution over multiple devices is of no concern [59]. This com-
plication maybe an explanation for the limited success of practical realisations of
intelligent algorithms onWSNs [31].

In this chapter, we investigate the suitability of several well known classification
algorithms for a distributedWSN. We investigate the complications related to dis-
tribution, specifically regarding the amount of data communication and the energy
consumption required for communication.

We limit our research to a comparison of three classification algorithms (Naive
Bayes classifiers, Feed Forward Neural Networks (FFNNs) and Decision Trees),
covering a wide range of algorithm types. An important selection criteria is that the
algorithms should be able to work within the constraints ofWSN hardware. Based
on the analysis of these problems, we identify the most favourable algorithm for
WSN architectures. The research in this chapter is limited to algorithms that assign
classification labels to observations for one instance of time, without considering
the evolution of data over time. This type of classification algorithms does not
require memory for historic data which makes them suitable given the memory
constraints ofWSNs.

This chapter is structured as follows. Section 3.2 describes the used algorithms and
the research method used in this chapter, Section 3.3 describes the achieved results
of the research presented in this chapter combined with an analysis. Finally the
chapter is concluded in Section 3.4.
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3.2 Method

In this section we describe the methods used to investigate the three algorithms
mentioned in Section 3.1.

3.2.1 Selection of algorithms

Asmentioned before, we havemade a selection of three classification algorithms for
our comparison. For the selection of these algorithms we had to take into account
that WSNs as a target platform limit the size of the memory and the amount of
computing power that can be used. These constraints reduce the type of algorithms
that can be selected. A second aspect of importance is that we want our compar-
ison cover a wide range of algorithms. This implies that, we want to investigate
algorithms that work in fundamentally different ways. By choosing algorithms that
represent different classes the conclusions can be seen in a broader perspective.

This led to the selection of three commonly used algorithms that are proven to
work onWSNs. They are: the Naive Bayes classifier, FFNNs and Decision Trees [23,
24, 28, 47]. Note that, these three algorithms are based on fundamentally different
principles: Naive Bayes is a statistical classifier, FFNNs are inspired by nature and
Decision Trees use a sequential script to make classifications.

Feed Forward Neural Networks

Analgorithm that is frequently used for recognition tasks is the FFNN algorithm[39].
FFNNs can be represented by directed acyclic graphs where the nodes without pre-
decessors are used to feed information into the network (the input layer). Nodes
without successors give the resulting output of the FFNN (the output layer). Each
node in the graph is a processing element (neuron) that combines its inputs and
generates an output.

Parameters that influence the neuron’s output include the weights assigned to the
inputs, the transfer function and the bias. Learning algorithms are used to auto-
matically adapt these parameters to generate a desired output for a given input
[58].

The simple structure of FFNNs makes them easy to implement and leaves some
options to investigate how the model works after the learning phase. An example
of the structure of a FFNN is shown in Figure 3.1.

Naive Bayes Classifiers

To determine an output, Naive Bayes classifiers use Bayesian statistics and Bayes’
theorem. The goal is to find, for a given observation E = (x(s1 , t), x(s2 , t), ...,
x(sn , t)) where x(s i , t) is the value of feature s i at time t, the probability P(c∣E)
that this observation belongs to a class c ∈ C. For example, C can be the set of
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classification labels {“fire”, “no fire”}, x(s1 , t) can be the output of a temperature
sensor at time t and x(s2 , t) can be the output of a CO sensor at the same time.
The output of the Naive Bayes classifier at time t then is a probability for the classes
“fire” and “no fire” given the output of the temperature- and CO sensor.

The probabilities P(c∣E) for c ∈ C are estimated using Equation (3.1) [73]:

P(c∣E) =
P(E∣c)P(c)

P(E)
. (3.1)

In this equation P(E∣c) is the probability of an observation given a certain class
c, P(E) is the overall probability of an observation, P(c) is the overall probability
of a class. In order to make a classification decision, the Naive Bayes algorithm
calculates P(c∣E) for each c ∈ C. The class with the highest probability is the final
classification, which forms the output of the classifier. As can be seen in Equa-
tion (3.1) the Naive Bayes classifier works by (estimates of) the inverse probability
P(E∣c) that given a certain class c a certain observation E is made. The algorithm
is called naive because of the assumption that all the inputs x(s i , t) have an inde-
pendent contribution to P(c∣E). This assumption allows P(c∣E) to be estimated
using Equation (3.2):

P(E∣c) =
n
∏
i=1

P(x(s i , t)∣c). (3.2)
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The most time and resource consuming part of the Naive Bayes classifier is the
computation of P(E∣c). Accurately estimating this probability is important for
the classification result. In current literature of pattern recognition and machine
learning, it is proposed that this probability can be estimated using standard data
distributions, such as the Gaussian or Poisson distribution [21].

Another approach is the use of histograms. Here, the input space is partitioned into
several intervals. For each interval the fraction of samples belonging to each class
is determined empirically. These fractions are used to determine the probability
that an input will fall in a certain interval given classification c.

Decision trees

Decision trees are classification algorithms that assign classes to observations based
on a sequence of decisions. Decision Trees evaluate discrete functions to make a
decision and to choose the next step in a tree shaped script[62, 71]. The input
of a Decision Tree can contain either continuous or discrete values. The output,
however, contains only discrete values. An example of a Decision Tree is shown
in Figure 3.2. Construction of a Decision Tree for classification can be done using
a training algorithm like ID3 and C4.5 [56]. Training algorithms use a dataset
to find a Decision Tree of minimal depth that performs the classification. The
number of nodes or depth of the Decision Tree should be minimised to reduce
time and memory complexities. The training algorithms are usually local search
greedy algorithms that result in a locally optimal Decision Tree.

3.2.2 Distribution

To investigate the suitability of the selected algorithms for distributed execution, we
start by analysing the data-flow between separable parts of the algorithms and the
consequences of these flows for distributed execution. For this, we first analyse a
scenario where the entire algorithm runs in a central location. This scenario would
require the transmission of all input data to this location. Subsequently, we look
for ways to improve on the energy usage of this scenario by distributing parts of
the algorithm over multiple nodes.

We identify separable parts of the algorithms by identifying the points in the algo-
rithms where data from multiple sources is combined. These points are of interest
because on these points data from those sources needs to be on the same place in
the network.

Based on this analysis, we model various distribution schemes for which we esti-
mate the energy consumption. These models are used to analyse both the total
energy consumption over the network and the maximal energy consumption of an
individual node. Using these models, we assess how suitable the three algorithms
are for distribution and what the involved energy costs are.

Our models are based the following assumptions:
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Figure 3.2 – An example of a Decision Tree
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1. The network consists of homogeneous nodes, producing equal amounts of
sensor data for each classification.

2. The energy used to transmit the conclusion of a classification is negligible
since, for classification into two classes, this only is one bit of data.

3. The network topology of theWSN is symmetrical in the sense that branches
have an equal numbers of nodes.

4. A final important assumption is that energy costs for processing are low in
comparison to communication costs.

Assumption 4 can be supported as follows. TheCC2420 radio, using a -10dBm trans-
mit power, uses 134.4nJ to transmit one bit of data. Receiving one bit of data costs
236.4nJ [30]. The average power consumption of instructions on an ATmega128L
micro-controller is roughly 5nJ [2, 30]. A ZigBee message header is at least 120
bit. If we consider a message with a pay-load of 32 bits the energy required to re-
ceive and transmit a message is 56.36µJ. Therefore, for the energy of a single small
message we can execute ±10000 instructions. As the algorithms considered in this
chapter all rely on simple computations that can be implemented using a low num-
ber of instructions, e.g. by using table lookups, we only consider energy used for
communication in this chapter.

For the network topology we consider the following three different topologies:

1. single hop topology (Figure 3.3).
2. star topology (Figure 3.5).
3. binary tree topology (Figure 3.6).

Another type of topology is the line topology (see Figure 3.4). The line topology
can be considered as a star topology with only one branch. As such the results in
this chapter can be used for the line topology, but it will not be handled separately.

3.2.3 Simulation

In order to provide figures on energy consumption for the three algorithms we
performed simulations in Matlab. For these simulations we used 126 nodes for the
single-hop and star topology. We used 127 nodes for the binary tree topology to
keep symmetry. In the simulations for the star topology we distributed the nodes
over 5 branches. For the tree topology, we distributed the nodes over a binary tree
of depth 7. We used the energy profile of a CC2420 radio transmitting on -10dBm
[30] as a parameter for the simulation. We calculated the energy costs for a single
classification based on all nodes in the network, where each node creates a sample
of 32 bits.

3.3 Analysis and results

In this section, we give the results of our analysis of the three algorithms. The used
symbols are summarized in Table 3.1.
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Figure 3.3 – Example of a fully connected single hop topology, the dark node is the network
sink

In this chapter we investigate distributing algorithms over aWSN. In order to dis-
tribute an algorithm it must be divided into parts. A distribution of an algorithm
is an assignment of its parts to one or multiple nodes of the network. This means
that distributing an algorithm is to find a program p(n i) for each node n i ∈ N
where each part of the algorithm a i ∈ A is part of the program of at least one node:
p(n1), . . . , p(nn) ∣ (⋃ p(n ∈ N)) = A. The goal is to find the distribution that
result in the smallest cost for the network.

The costs for theWSNs can bemeasured in energy consumption and can be defined
in different ways. Minimising the total summed energy consumption E of all the
nodes on the network is a good option when maximising the time until an node
on average runs out of energy is the goal. Minimising the maximal energy usage of
an individual node emax is a good option when minimising the time until the first
node fails is the goal. The best option is application dependent. Thus we consider
both options.
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Figure 3.4 – Example of line topology, the dark node is the network sink

3.3.1 Baseline distribution performance

As a starting point for the analysis of the three algorithms, we use the most simple
way to implement a classification algorithm on aWSN: sending all sampled data to
a central node nc and running the complete classifier there (p(nc) = A, p(n i ∣n i ≠

nc) = ∅). In a single-hop network, this would mean that all the nodes send their
data, and the sink receives all data. This would lead to the energy consumption of
Ebase = (r + t)(∣N ∣ − 1)d and the maximum energy usage for an individual node
would be emax = e(nc) = r(∣N ∣ − 1)d.
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Figure 3.5 – Example of star topology, the dark node is the network sink

Symbol Meaning Unit
N = {n1 , . . . , nn} Sensor nodes
H(n i , n j) ∈ N Hops from n i to n j

nc ∈ N Node with min(µ(H(nc , n ∈ N)))
A = {a1 , ..., am} Parts of the algorithm
p(n i) ⊆ A Program on n i ∈ N
s Number of branches in topology
l Depth of tree topology
E Total energy usage J
e(n i) Energy usage of n i ∈ N J
emax max(e(n i)∣n i ∈ N) J
d ∈ N Data sampled per node (bits)
db Data in a partial result (bits)
r Energy for receiving a bit (J/bit)
t Energy for transmitting a bit (J/bit)

Table 3.1 – The symbols used in this chapter
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Figure 3.6 – Example of tree topology, the dark node is the network sink

For line, star and tree topologies the energy consumed by nc remains the same.
Nodes on the path to nc , however, send and receive additional data i.e. they have to
forward data from nodes that are further away from nc . The transmission of locally
sampled data has a contribution of td for each node, regardless of topology. The
amount of data that needs to be forwarded, however, does depend on topology. For
the star topology each node has to forward the data for all nodes that are further
from nc in the same branch, this means that the energy required for forwarding
data is (r + t)( ∣N ∣−1s −H(n i , nc))d. For a node n i ∈ N where n i ≠ nc this results in
a total of: e(n i) = td + (r + t)( ∣N ∣−1s −H(n i , nc))d.

For a binary tree topology a sensor node has to forward data from all its branches.
This means the energy required for forwarding is (r + t)(∑l−H(nc ,n i)

j=1 2 j)d. For
a node n i ∈ N where n i ≠ nc this results in a total of: e(n i) = td + (r + t)
(∑

l−H(nc ,n i)
j=1 2 j)d.

In both the star topology and the binary tree topology emax is still consumed by
nc .
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By summing the required energy for individual nodes in the different topologies we
can derive Ebase . In a star topology, the total energy consumption would be Ebase =

∑
∣N ∣−1

s
j=1 (r + t) jsd and for a binary tree topology the overall energy consumption

would be Ebase = ∑
l
j=1(r + t)2 j jd.

The above analysis would completely ignore all options for distributed computation
and would send all data directly over the network. Clearly, this is not the optimal
solution. However, we use this approach as a baseline from where we look for
improvements for the compared algorithms.

3.3.2 Feed Forward Neural Networks

In FFNNs, data is combined by neurons. Each neuron in the input layer combines
the data of all the sensors into an output, each neuron in the second layer combines
each of these outputs into another output and this continues until the output layer
combines its inputs in the classification result.

This structure of a simple FFNN presents an immediate problem for distribution:
all the neurons in a layer are connected with all neurons in the adjacent layers. This
means that, if the execution of one layer is distributed over n nodes, all data from
the previous layer needs to be received by these n nodes. Note that the central node
nc is the cheapest node to receive all data, since its average hop count to the other
nodes is lowest. This implies that there is no scenario where one node has to receive
all data that is more energy efficient in total energy usage than the baseline scenario.
Therefore, the FFNN algorithm cannot use less energy than the baseline scenario.

Furthermore, for the baseline scenario, we have shown that emax = r(∣N ∣−1)d. This
value can also not be improved on, as all nodes running parts of the input layermust
receive all data from the other nodes, resulting in the same energy consumption
emax as in the baseline scenario. In the case of a distributed FFNN, however, the
nodes running part of the input layer also need to transmit their own data, thereby
exceeding the emax from the baseline scenario.

3.3.3 Naive Bayes

The structure of the Naive Bayes algorithm provides better means for distribution
than that of FFNNs. We show this by rewriting Bayes’ theorem. Combining Equa-
tions (3.1) and (3.2) results in the following formula for the probability of a class
c:

P(c∣E) =
P(c)
P(E)

n
∏
i=1

P(x(s i , t)∣c). (3.3)
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In a scenario where there are two classes (C = {c1 , c2}), the Naive Bayes algorithm
selects the class with the highest probability as the output. For example class c1 will
be chosen in the case that P(c1∣E) > P(c2∣E). This comparison can be rewritten
using Equation (3.3) into:

(∏
i

P(x(s i , t)∣cq)
P(x(s i , t)∣c2)

)
P(c1)
P(c2)

> 1. (3.4)

The first part of Equation (3.4) is a multiplication of fractions P(x(s i ,t)∣c1)
P(x(s i ,t)∣c2) for each

input x(s i , t). A very straightforward step is to move the calculation of these frac-
tions to the sensor nodes providing the inputs. Assuming that the fractions use
the same amount of bits as the sensor values, this does not provide any immediate
communication benefits. The improvement can be found in the fact that all the
individual fractions are multiplied. The order in which the multiplications take
place is not of importance. This implies that each sensor node can calculate the
fractions of its local inputs and multiply those into one local value. This would
result in each node only having to send one local fraction, instead of fractions for
all the sensors. Compared to the baseline scenario of Section 3.3.1, this would mean
that each node only has to send one value per classification, instead of one for each
sensor per classification.

In the single-hop scenario, a further reduction in overall communication using the
same sensor data is not possible. In order to be used in the final result, data from
each node has to flow in the direction of a node where the final classification is
made. This means that each node has to send data at least once, and that data has
to be received at least once. This is exactly what happens if all nodes combine their
data locally and send the resulting value to nc . Therefore, further improvement
without changing the algorithm is impossible.

If we call the number of bits in a local Bayes fraction db , the total amount of energy
used for theNaive Bayes classifier in the single-hop scenario is E = (r+t)db(∣N ∣−1).
The central node receiving all the data still uses the highest amount of energy,
namely r(∣N ∣ − 1)db . Both numbers are, using regular values for db significantly
less than the baseline values. In general we believe that values of db will be similar
to d.

In topologies other than single-hop, however, each node can multiply its own local
fraction with all received fractions and send this value in the direction of the central
node nc . In this way, each node still only has to transmit one message, and each
message only has to be received once, meaning that the overall energy consumption
is the same as for the single-hop scenario. For the star-topology, the central node
has to receive one message for each branch, leading to emax = rsdb . For the binary
tree topology, the node that uses the most energy is not the central node, but nodes
that are neither root nor leaf. These nodes have to receive two messages and send
one, leading to emax = (2r + t)db .
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3.3.4 Decision tree

The derivation of the energy consumption for the optimal distribution of a Deci-
sion Tree is less straightforward than that for the other algorithms. This is caused
by several factors. First of all, the structure of a Decision Tree is dependent on
the training phase, making a general solution harder to prove. Second, for each
classification only a part of the tree is used. This means that whether specific sensor
data is used or not is dependent on the readings from other sensors. E.g. in Figure
3.2, sensor reading 3 is only used if sensor reading 1 is greater than 0.05.

A straightforward way to run a Decision Tree on a WSN would be to run each
decision node on the sensor node equipped with the corresponding sensor. In
this way, only one bit of information has to be sent for each decision made. This
would lead to the situation where the number of messages is limited by the depth
of the Decision Tree and the hop distance between the used sensor nodes. E.g. in
Figure 3.2, a classification starts on the sensor node equipped with sensor 1 (ns1).
If the reading of sensor 1 is greater than 0.05 a message is sent to the sensor node
equipped with sensor 3 (ns3). This sensor node determines the classification output
and sends the output to node nc . The amount of messages in this scenario depends
on the hop distancesH(ns1 , ns3) and H(ns3 , nc).

Further improvement is possible when another sensor of the sensor node running
the current decision node is used deeper into the Decision Tree. E.g. in Figure 3.2,
if sensor 1 and sensor 4 are part of the same sensor node. The decision value for
sensor 4 could piggy-back on the messages sent down the Decision Tree, to the
sensor node equipped with sensor 2. This would save the sending and receiving
of one message for each time this node is reached. On the other hand, it adds
overhead to all intermediate messages.

Because of these mentioned factors, E and emax for the Decision Tree algorithm
cannot be calculated directly. The best case scenario is a Decision Tree of depth
one, where only one node (nd ) needs to send one bit of data to the sink. According
to our assumptions this amount of data is negligible meaning that E and emax are
zero. Decision trees with a higher depth can be far less efficient, in the worst case
a sequence of decision nodes jumps back and forth between the far ends of the
network. E.g. in Figure 3.2, sensor 1, 2 and 4 could all be part of different leave
nodes in a star topology.

Overall, the distribution performance of the Decision Tree algorithm is rather un-
predictable.

3.3.5 Simulation and summary

We performed simple simulations using the energy profile of a CC2420 radio set
to a -10dBm transmission power, networks of 126 or 127 nodes (depending on the
topology) and a sample of 32 bits for each node. Tables 3.2, 3.3 and 3.4 show both the
derived formulas for the energy consumption and the results of these simulations
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Single-hop
E emax

Baseline (r + t)(∣N ∣ − 1)d 1.483mJ r(∣N ∣ − 1)d 0.946mJ
FFNN (r + t)(∣N ∣ − 1)d 1.483mJ r(∣N ∣ − 1)d 0.946mJ
Bayes (r + t)(∣N ∣ − 1)db 0.374mJ r(∣N ∣ − 1)db 0.236mJ
Dec. Tree ≥ 0 ≥0nJ ≥ 0 ≥0nJ

Table 3.2 – Single-hop energy comparison for a network of 126 nodes sampling 32 bits each

Star topology
E emax

Baseline Ebase = ∑
∣N ∣−1

s
j=1 (r + t) jsd 19.28mJ r(∣N ∣ − 1)d 0.946mJ

FFNN Ebase = ∑
∣N ∣−1

s
j=1 (r + t) jsd 19.28mJ r(∣N ∣ − 1)d 0.946mJ

Bayes (r + t)(∣N ∣ − 1)db 0.374mJ rsdb 0.009mJ
Dec. Tree ≥ (r + t)H(nd , nc) ≥370.8nJ ≥ r + t ≥236.4nJ

Table 3.3 – Star topology energy comparison for a network of 126 nodes sampling 32 bits
each

on the given topologies. For these simulations, we used the method described in
Section 3.2.2: We have not taken overhead in messages into account, the given
energy figures are purely the energy used to transmit the bits of sensor data and
intermediate results.

The results for the Decision Tree algorithm are the best case scenario where the
entire classification can be done on a single node. In real life scenarios, such a
classifier will only be useful for trivial classification problems where the entire
classification can be based on the data sampled on a single node. For this scenario
aWSN probably is not the best solution. Furthermore, the correct operation of the
classifier depends on a single node.

The results in Tables 3.2, 3.3 and 3.4 show that the Naive Bayes classifier can be
efficiently mapped on different types of network topologies, resulting in data reduc-
tions of up to 98% in our simulations. This improvement makes the Naive Bayes
classifier a better choice forWSN implementations than the FFNN algorithm. This,
combined with the fact that the Naive Bayes classifier works well under error sce-
narios [GJZ:2] (which is discussed in detail in Chapter 4), leads us to the conclusion
that the Naive Bayes classifier is an algorithm that is exceptionally suitable forWSN
platforms.
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Binary tree topology
E emax

Baseline
l
∑
j=1
(r + t)2 j jd 18.25mJ r(∣N ∣ − 1)d 0.946mJ

FFNN
l
∑
j=1
(r + t)2 j jd 18.25mJ r(∣N ∣ − 1)d 0.946mJ

Bayes (r + t)(∣N ∣ − 1)db 0.374mJ (2r + t)db 0.005mJ
Dec. Tree ≥ 0 ≥0nJ ≥ 0 ≥0nJ

Table 3.4 – Binary tree topology energy comparison for a network of 127 nodes sampling
32 bits each

3.4 Conclusion

When looking into the options for distributing classification algorithms, FFNNs
are limited by the high amount of data that flows between different parts of the
algorithm. Regarding communication, the most efficient approach is to run the
complete algorithm on a central node. In many circumstances Decision Trees re-
quire the least amount of communication, making them the most energy efficient.
Decision trees, however, have several drawbacks. If there is a bad match between
the network topology and the structure of the Decision Tree a lot of data has to be
sent back- and forward through the network, resulting in higher energy costs. Fur-
thermore, the sequential nature of Decision Trees make the algorithm vulnerable
to node failures.

The order in which parts of the Naive Bayes classifier are executed is very flexi-
ble and therefore can be perfectly adapted to the network topology. This makes
the behaviour of the Naive Bayes classifier very predictable, even without a-priori
knowledge. Given the fact that mostWSNs are dynamic systems where individual
nodes can fail or can be replaced (see also the detailed discussion in Chapter 4)
shows that the Naive Bayes classifier, of the three compared algorithms, is the most
suitable to use onWSNs.

With respect to the problem of classification onWSNs in general, we believe that
careful consideration of the compatibility of the structure of algorithms withWSN
topologies can prevent complications during implementation. Some existing algo-
rithms like the FFNN have inherent problems when combined withWSN architec-
tures.
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Abstract – Practical realisations of classification algorithms on Wireless
Sensor Networks are complicated due to various aspect. One aspect of Wireless
Sensor Networks is that reliability is obtained through redundancy. This redun-
dancy is necessary due to the fact that individual sensor inputs and nodes are
susceptible to hardware failures, communication failures and battery depletion.
This aspect is not taken into account in general Machine Learning research. In
order to demonstrate the effects of input and node failure on classification al-
gorithms, we have compared three widely used algorithms in multiple error
scenarios. The compared algorithms are Feed ForwardNeural Networks, Naive
Bayes classifiers and Decision Trees.

Using an experimental dataset, we show that the performance under error
scenarios degrades less for the Naive Bayes classifier than for Feed Forward
Neural Networks and Decision Trees.

The papers related to this chapter are [GJZ:2, 3].

In Chapter 3 we highlighted the benefits of online processing in Wireless Sensor
Network (WSN) applications. As explained, WSNs are challenging and dynamic
platforms that have major differences to traditional computing platforms. In this
chapter we extend the comparison of Feed Forward Neural Network (FFNN), Naive
Bayes classifiers and Decision Trees from Chapter 3 to account for anotherWSN
specific challenge: the fact that inputs for which a classifier was trained can fail over
time for various reasons e.g. battery depletion or hardware failures.

4.1 Problem description

Implementing complex intelligent algorithms for WSNs, is a challenging matter.
The reliability of inputs is not taken into account in traditional research onMachine
Learning algorithms [59]. ForWSNs, however, correctly handling input failures is
a key requirement.
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In this chapter, we investigate the problems related to the reliability of inputs for
three widely used classification algorithms: FFNNs, Decision Trees andNaive Bayes.
The analysis of these problems identifies the algorithm that handles the effects of
the reliability of individual inputs onWSNs best.

The scope in which we position this research is limited to algorithms that assign
classifications to a single observation, without considering the evolution of the
observations over time. This limitation is realistic for manyWSN applications due
to the memory constraints ofWSN hardware.

Furthermore, the research presented in this chapter considers global events. Global
events are events that are detected by cooperation of all sensor nodes participating
in the classification task. Example applications where such events can occur are net-
works distributed over a small area, e.g. for the monitoring of industrial equipment
or cold-chain management, or applications with events that can be observed in a
large area, e.g. the monitoring of environments such as volcanos. The dataset used
in this chapter is related to the domain of cold-chain management. Cold-chain
management is an important branch of logistics where WSN technology can be
applied [34–36]. Situations to be monitored in cold-chain management include
the correct functioning of equipment like cooling cells and the human interaction
with this equipment. Pieces of machinery in cold-chains are usually not perfectly
isolated, which means that sensor readings can be influenced by other machines,
humans, etc.

4.2 Method

This section describes the method used to create the results of this research. This
section is divided into the description of the method used to gather the experi-
mental dataset (in Section 4.2.1), the description of the metrics used to compare
the algorithms (in Section 4.2.2), the description of the process used to train the
classifiers (in Section 4.2.3 and the description of the experiments on the effect of
the reliability of inputs (in Section 4.2.4).

4.2.1 Dataset

In order to investigate the influence of failing inputs we have collected a dataset
relevant to the application domain of cold-chain management. We have deployed a
WSN around the refrigerator in the social room of the Pervasive Systems research
group at theUniversity of Twente. The sensor nodes in theWSNare used tomeasure
temperature, light, acceleration, current and voltage on a number of locations in
the setup. A challenging aspect of this set-up is that realistic sensor interference is
provided by the coffee machine which is positioned on top of the refrigerator. This
interference makes this dataset relevant to industrial applications where all kinds
of equipment cause interference in sensor readings.
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Conditions of interest

In cold-chain management there are many types of events that can be observed
in the sensor readings. Some events are caused by the normal operation of the
equipment, some by human interaction with the equipment, others are caused by
interference from other equipment. In this research, we focus on the classification
of three different binary conditions for the refrigerator and coffee machine that fall
in these classes:

1. Is the cooling system of the refrigerator currently active? This is a frequent
and predictably occurring condition, without human interaction.

2. Is the coffee machine currently being used? This is a less frequent condition,
triggered by human interaction.

3. Is the refrigerator door currently open? This is the rarest situation in our
setup, also triggered by human interaction.

We chose these conditions because of the variation in event types they provide. The
frequency in which these conditions occur differs in orders of magnitude. Further-
more, there are partly human-triggered, and partly automatically initiated condi-
tions. The fact that the twomachines are situated in the social corner of our research
group, resulted in frequent and uncontrolled human interaction. Another aspect
of these conditions, is the expected correlation between sensor readings. Opening
the fridge door, for example, results in vibrations on the fridge door. These vibra-
tions are also observed by the acceleration sensor on the coffee machine, but to
a lesser extent. As such, these factors together provide a realistic and challenging
environment in which to do classification.

Set up of the experiment

To detect the state of the fridge door, coffee machine and fridge we used Sun SPOT
[16] sensor nodes (See Figure 4.1). Sun SPOTs come equipped with a number of
sensors [17]. We used the 3D accelerometer, the light sensor and the thermometer.
Furthermore, we equipped one of the Sun SPOTs with additional sensors to mea-
sure the current through and voltage over the refrigerator and coffee machine. The
coffee machine and refrigerator were combined on one power outlet. The current
and voltage of this outlet were measured.

Table 4.1 show the placement of the sensor nodes and the sample rates used in our
experiment. We chose this placement to get relevant and redundant information
for the three conditions of interest.

The sample rates were chosen based on the type of sampled data. For example, light
and temperature are mostly influenced by relatively low frequency phenomena,
increasing the sampling rate above 10Hz does not add significant extra information.
Furthermore, the sample rates are limited by hardware capabilities. For example,
current and voltage samples could only be stored reliably at a rate of 160Hz.
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Figure 4.1 – A Sun SPOT wireless sensor node
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Power outlet - - - 160Hz 160Hz
Inside fridge door 10Hz 10Hz 100Hz - -
Outside fridge door 10Hz 10Hz 100Hz - -
Back coffee machine 10Hz 10Hz 100Hz - -

Table 4.1 – Sample rates for various sensors
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To get a complete dataset, without the risk of losing samples due to unreliable
wireless communication, we connected all the Sun SPOTs to a central computer
using USB cables. The collected data was stored on the computer using a MySQL
database. Although this means that our experimental setup was noWSN in a strict
sense, data collection was more reliable and resulted in a better dataset as base for
our research. When needed in future work, the effects of wireless communication
can be introduced in simulations.

Labeling of the data

All human interactions with the coffee machine and refrigerator were recorded
using two webcams and the open-source motion detection application “Motion”
[57]. Using the captured videos and the data streams from the sensors, we manually
labeled the three conditions of interest for a period of roughly two weeks.

Data features

Since we are targetingWSN architectures, there is a limit to the number of classifi-
cations that can be made per unit of time. Therefore we preprocessed the data to
reduce the sample rates. For this research, we chose a 1Hz frequency.

The risk of reducing the sample frequency is a loss of information. In order to keep
valuable information in our dataset, we split the sensor streams intomultiple feature
streams. An example of a feature is the Root Mean Square (RMS) value of a signal
over the last second. For voltage and current, this provides a meaningful indication
of the power consumed. A good selection of features can make classification more
straightforward.

In this research, we have used the following features for the various sensor streams.

3D Acceleration (for three sensor nodes) 1. Peak magnitude after subtracting the
influence of gravity on the acceleration measurements. 2. Magnitude of the
resampled signals.

Light (for three sensor nodes) 1. The first derivative of the low pass filtered signal,
at a cut-off frequency of 1Hz. 2. The resampled value of the low pass filtered
signal, at a cut-off frequency of 1Hz.

Temperature (for three sensor nodes) 1. The first derivative of the low pass fil-
tered signal, at a cut-off frequency of 1Hz. 2. The resampled value of the low
pass filtered signal, at a cut-off frequency of 1Hz.

Voltage (for one sensor node) 1. RMS value of the last second.

Current (for one sensor node) 1. Peak value of the last second. 2. The RMS value
of the last second.

Using these features for the nodes shown in Table 4.1, resulted in 21 new streams.
These 21 streams were used as input for the classification algorithms.
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Symbol Formula Meaning
n f a l se Number of false negatives
ntrue Number of true negatives
p f a l se Number of false negatives
ptrue Number of true positives

sensitiv ity p true
p true+n f a l se

A metric for how well a classifier can detect
the presence of a condition.

speci f icity n true
n true+p f a l se

A metric for how well a classifier can detect
the absence of a condition.

PPV p true
p true+p f a l se

Ametric for howaccurate the results arewhen
a classifier detects the presence of a condition.

NPV n true
n true+n f a l se

Ametric for howaccurate the results arewhen
a classifier detects the absence of a condition.

FPR 1 − speci f icity The False Positive Rate

Table 4.2 – Definition of the symbols used for ROC analysis

4.2.2 Metrics

Rating the performance of classification algorithms is not a straightforward task.
Calculating the classification accuracy alone does not necessarily give a good indi-
cation for how well a classifier discriminates between classes. For example, when
99% of the samples are of class c1, an accuracy of 99% can be achieved by always
classifying samples as class c1. A more complete insight in classification perfor-
mance can be given by calculating the sensitivity, specificity, Positive Predictive
Value (PPR) and Negative Predictive Value (NPR) for a classifier. The sensitivity is
a metric for how well a classifier can detect the presence of a condition. The speci-
ficity is a metric for how well a classifier can detect the absence of a value. The PPR
is ametric for how accurate a classifier is when it detects the presence of a condition.
The NPR is a metric for how accurate a classifier is when it detects the absence of a
condition. The formulas for these metrics are given in Table 4.2. However, it still
remains to say which metric is the most important, which in general is not obvious.

In order to make a direct comparison between classifiers, we have used a technique
coming from Receiver Operating Characteristics (ROC) analysis [37]. In ROC anal-
ysis, a plot is made of the sensitivity on the Y-axis versus the False Positive Rate
(FPR) on the X-axis. The FPR is defined as 1 − speci f icity.

Each classifier leads to a point in this plot based on its FPR and its sensitivity.
The line y = x is called the no discrimination line (see Figure 4.2). Classifiers
for which their point lies on this line are not able to discriminate between the
different classes. The distance from this point to the no discrimination line is a
metric that gives a good indication how well a classifier can discriminate between
two classes regardless of a possible bias between the classes. This method has been
used frequently [27, 37, 61, 65].
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Figure 4.2 – The distance to the no discrimination line is an indicator for classifier perfor-
mance

The goal of the research presented in this chapter is to investigate the impact of
failing inputs on various classification algorithms. To demonstrate this impact we
investigate the influence of failing inputs on the distance to the ROC center line
for classifiers. Absolute values of the distance to the ROC center line are very
specific for individual classification problems, in order to make values comparable
between the different experiments we have normalised all values with regard to a
baseline. For each experiment the baseline is the distance to the ROC center line
for a classifier operating with all available inputs. In the remainder of this chapter
we present values relative to the baseline. This allows us to directly compare the
relative performance penalty for failing inputs for the experiments for the three
algorithms. The experiments where we used this approach are described in Section
4.2.4.
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4.2.3 Classifier training

In this research, we have trained classifiers using the three selected algorithms:
Naive Bayes, FFNNs and Decision Trees. We did this for each of the three condi-
tions: The state of the refrigerator door, the state of the refrigerator compressor
and the state of the coffee machine. This resulted in a set of nine trained classifiers.
The classifiers were trained over a training set and their performance was assessed
using a verification set.

The training sets were selected at random from the complete dataset. The only
non random aspect of the training set selection is the ratio between samples with
positive and negative labels. For FFNNs and Naive Bayes, this ratio was changed to
ensure a sufficient representation of both classification options.

The size of the training-set was 10000 samples for all the training runs, except
for classification of rare conditions. In our case, we had to reduce the number of
training samples for the “fridge open” classifications, because of the limited number
of positive samples. The size of the verification set was roughly one million samples
and was formed by all remaining data.

For each algorithm, the trainingwas repeated 20 times and the classifier performing
the best during verification was selected. These nine classifiers are used for the
remainder of this chapter.

4.2.4 Robustness

For application inWSNs, classification algorithms should keep working without
intervention when at some point one or multiple sensors fail. In case of sensor
failure, some loss of performance is expected to be unavoidable, but the impact
should be as small as possible for suitable algorithms.

To investigate the impact of sensor failure on the three classification algorithms,
we analysed the importance of the 21 features for the nine selected classifiers. We
created rankings of the 21 features in order of influence on the classification result
for each classifier.

⋅ The ordering of the importance of the features for the FFNN algorithms was
done by calculating the weight of each input throughout the FFNN starting
from the classification output back to the point where the feature stream
enters the FFNN.

⋅ For Naive Bayes, we ordered the features based on for which feature the
distribution of the classes over the input space least resembled an uniform
distribution.

⋅ The feature ranking for the Decision Tree algorithm was made based on the
purity of the split made by each decision node, weighted over the probability
of the node being used in a classification.



41

4.
3–

Re
su
lt
s

Figure 4.3 – Sensor readings for "door open" event inside fridge door

Using these rankings, we ran the classifiers in scenarios with an increasing number
of failing inputs. We started by running the algorithms with all features as input
and continued by dropping the most important feature until just the least useful
feature was left.

4.3 Results

This section describes the results gathered during this study.

4.3.1 Dataset

Data was gathered using the experimental setup over a period of two weeks. Using
the video results and Matlab scripts, the three conditions of interest were labeled
and the feature streams were produced. Figures 4.3 and 4.4 show an example of
the measured data where the fridge is opened. Note that this event is observed by
multiple sensors.

As expected, the frequency of occurrence of the three different conditions are in
different orders of magnitude. The “fridge running” condition occurs in 23.7% of
the time, the coffee machine is on in 0.65% of the time and the fridge door is open
in 0.05% of the time.
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Figure 4.4 – Sensor readings for "door open" event for the power sensor

4.3.2 Robustness

Figures 4.5, 4.6 and 4.7 show the performance of the algorithms in various sce-
narios. The value on the y-axis is the performance relative to the baseline (this is
the scenario where all features are enabled) as described in Section 4.2.2. On the
x-axis we show the number of feature streams that was disabled to simulate an error
scenario.

⋅ When using a FFNN classifier, it can be seen that more then one failing
feature has a severe impact on the performance.

⋅ The performance of the Decision Tree algorithm already shows a large drop
when a single feature is dropped. This effect can be explained by the way this
algorithm works. Decision Trees, unlike FFNNs and Naive Bayes classifiers,
do not combine multiple results into an answer where all the inputs have a
small influence. Only a subset of the inputs are used for sequential binary
decisions. If one of those inputs is left out, entire parts of the Decision Tree
become unreachable.
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Figure 4.5 – Classification performance for "Fridge running" events

⋅ The Naive Bayes classifier performs quite well, up to a certain number of
dropped features. Depending on the condition that is being classified, sev-
eral important features can be dropped without large effects on the classifi-
cation performance.

Summarizing, the Naive Bayes classifier handles the error scenarios best.

4.4 Conclusion

When looking into the effects of unreliable inputs, FFNN and Decision Tree clas-
sifiers show clear drawbacks compared to the Naive Bayes classifier. The high de-
pendence on individual inputs and the inherently discrete nature of Decision Trees
make this algorithm sensitive to input failures. Although Naive Bayes is also influ-
enced by sensor failures, the results of this chapter combined with the results of
Chapter 3 show that Naive Bayes has the best structure forWSN architectures.

With respect to the problem of classification onWSNs in general, we believe that
careful consideration of the compatibility of algorithms withWSN architectures
can prevent complications during implementation.



44

C
hapter

4
–
Input

reliability

Figure 4.6 – Classification performance for "Door open" events

The dataset created for this research may have some value on its own. It was created
in an uncontrolled environment and was labeled for events visible on multiple
sensors. This makes it an excellent resource for simulations based on real data.
Therefore, we believe that it can be valuable for other researchers. The dataset is
made publicly available [75] and it is suitable for simulation of classifications made
by small groups of sensor nodes. The dataset was manually labeled to provide a
ground truth for training experiments. One aspect that needs to be considered to
determine the applicability of this dataset is the fact that the dataset contains a very
limited number of samples for some of the labels (e.g. door open).
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Figure 4.7 – Classification performance for "Coffee machine " events
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Abstract – In the previous chapters it was demonstrated that the Naive
Bayes classifier is an algorithm suitable for online classification on Wireless
Sensor Networks. In this chapter we investigate a new technique to improve
the Naive Bayes classifier while maintaining sensor network compatibility. We
propose the application of unsupervised learning techniques to enhance the
probability density estimation needed for Naive Bayes, thereby achieving the
benefits of binning histogramprobability density estimationwithout the related
memory requirements. Using an offline experimental dataset, we demonstrate
the possibility of matching the performance of the binning histogram approach
within the constraints provided by Wireless Sensor Network hardware. We
validate the feasibility of our approach using an implementation based on
Arduino Nano hardware combined with NRF24L01+ radios.

The papers related to this chapter are [GJZ:4, 5].

Chapters 3 and 4 showed that the Naive Bayes classifier has interesting properties
for application in Wireless Sensor Network (WSN) environments: It is robust in
the presence of sensor failure and allows for efficient distribution. In this chapter
we research new methods to improve the classification performance of the Naive
Bayes classifier within the constraints given byWSN platforms.



48

C
hapter

5–
N
aive

Bayesand
unsupervised

learning

5.1 Problem description

The characteristics ofWSN platforms limit the type of algorithms that can be used
on them. Both memory and computational power are very limited [70], and the re-
liability of individual nodes further complicates matters. The Naive Bayes classifier
is a classification algorithm that can be executed on simple hardware [67]. Fur-
thermore, its performance with regard to robustness against input reliability issues
and distributed execution make it an interesting algorithm forWSN applications
[GJZ:2, 3].

As presented inChapter 3, theNaive Bayes classifier uses uses Bayesian statistics and
Bayes’ theorem to find the probability P(c∣E) that a given observation E = (x(s1 , t),
x(s2 , t), ..., x(sn , t)) belongs to a class c, where x(s i , t) is the value of feature s i
at time t. This probability P(c∣E) is estimated using Equation (3.1) [73], which is
given by:

P(c∣E) =
P(E∣c)P(c)

P(E)
.

The class with the highest probability is the final classification. A class c can, for
example, be the class of samples where there is a fire and x(s i , t) can be the output
of sensor s i on time t.

The Naive Bayes classifier, can be implemented in multiple ways. Some approaches
are unsuitable for WSN hardware, while others show poor classification perfor-
mance in certain circumstances. The goal of the research presented in this chapter
is to create a Naive Bayes implementation that can run within the constraints given
byWSN hardware, provides excellent classification performance and has limited
overhead when operating on a distributed platform such as aWSN.

In this chapter we focus on one important aspect of Naive Bayes: the probability
distribution of the different classification outputs, for example “fire” or “no fire”,
over a feature space, for example temperature: P(E∣c). Note that if the probability
distribution of all classes is known a-priori for all different sensors, implementing
Naive Bayes is straightforward. In realistic situations, however, the exact distribu-
tion often is complex or unknown and needs to be estimated empirically.

An existing solution for this empirical estimation is to divide the input space for
each input value, for example raw sensor measurements or features derived from
sensormeasurements, into fixedwidth intervals. The distribution of the classes now
can be empirically determined for each interval by counting the amount of samples
for each class. A drawback of this approach is that the distribution of the intervals
in the input space does not necessarily reflects the probability distribution of the
features. E.g. we may get intervals for which there are only a very limited number
of samples, or no samples at all, which reduces the reliability of the output of the
Naive Bayes classifier. We call this approach fixed width histograms. An example of
a distribution that is not properly matched with a fixed width histogram is shown
in Figure 5.1.
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Figure 5.1 – A fixed width histogram can have intervals with a limited number of samples

An alternative to fixed width histograms is to divide the input space into intervals
that each contain the same number of samples, without regarding to which class
samples belonged. After the determination of the intervals this algorithmworks the
same as fixed width histograms. The distribution of the classes over the intervals is
determined for each input value by counting the number of samples in each interval
for each class. We call this approach binning histograms. An example of a corre-
sponding distribution that is properly matched by a binning histogram is shown
in Figure 5.2. A drawback of binning histograms is that in order to determine the
intervals (bins) a large dataset needs to be sorted for each feature to determine the
interval borders that will lead to intervals with the same number of samples. Where
for application on a large central computer this may not be a problem, memory
requirements ofWSNs limit the applicability of online implementations of binning
histograms.

In this chapter we investigate a new approach to divide the input space for Naive
Bayes. In Section 5.2 we discuss this new approach and the experiments conducted
in order to validate its efficiency. Section 5.3 describes the results from the per-
formed experiments. Finally, the conclusion of this chapter is discussed in Section
5.4.

5.2 Method

This section describes the method used to investigate the research questions of this
chapter.
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Figure 5.2 – An example of a distribution that is properly matched by a binning histogram.
The input space is divided by a number of quantiles resulting in intervals with an equal
probability.

5.2.1 Proposed solution

In this chapter we investigate a method to achieve the classification accuracy of bin-
ning histograms with memory requirements comparable to fixed width histograms.
Our hypothesis is that unsupervised learning techniques, such as Self Organizing
Map (SOM) [39] andK-Means [44], are able to divide an input space into sufficiently
populated intervals to prevent the reliability issues of fixed width histograms with-
out the memory requirements of binning histograms. In this approach we use
unsupervised learning algorithms as a heuristic to estimate a number of quantiles
in the input space, which are then used as interval borders.

The p-quantile of a distribution is defined as the value below which 100p percent of
the distribution lies (e.g. the median is the 0.5 quantile). If we, for example, want
to divide a feature space into 7 intervals the borders lie on i1 . . . i6 where in is the
n
7 quantile. The division of the input space in quantiles is shown in Figure 5.2.

When the intervals are determined, supervised learning is used to count the num-
ber of samples for each class over each interval. The result of this unsupervised
learning is used to estimate the probabilities needed for Naive Bayes classification.
The procedure to apply unsupervised learning for the Naive Bayes classifier is sum-
marised in Algorithm 5.1.
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Algorithm 5.1: Naive Bayes based on unsupervised clustering
1 C ← {c1 , . . . , cn}, possible classification outputs
2 dt ← desired classification output at time t
3 ot ← actual classification output at time t
4 x(sn , t) the value of feature sn at time t
5 Et ← {x(s1 , t), . . . , x(sn , t)}, observation at time t
6 Ps(x)← the interval number sample x lies in for feature s
7 P̂(i , sn , cn)← the estimated probability ofP(sn) = i given dt = cn
8 P̂(cn)← the estimated overall probability of class cn
9 t ← 1
▷ Unsupervised phase

10 while ¬Unsupervised phase finished do
11 for s ← s1tosn do
12 updatePs with sample x(s, t) using unsupervised learning
13 end
14 t ← t + 1
15 end
▷ Supervised phase

16 while ¬Supervised phase finished do
17 for s ← s1tosn do
18 update the statistics used to determine P̂(i , s, cn) given dt and

Ps(x(s, t))
19 update the statistics used to determine P̂(cn) given dt

20 end
21 t ← t + 1
22 end
▷ Classification phase

23 while ¬Classification phase finished do
24 P̂(cn) = P̂(cn)∏sn

s=s1
P̂(Ps(x(s ,t)),s ,cn)

P̂(Ps(x(s ,t))) ▷ See Equation 3.1

25 ot ← c ∈ C ∣ (¬∃c∗ ∣ P̂(c∗) > P̂(c))
26 t ← t + 1
27 end
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5.2.2 Offline dataset

Using the same dataset as in Chapter 4, we investigated the performance of Naive
Bayes classifiers where the input space was divided using different methods. As a
control we have checked the performance with binning histograms and fixed width
histograms. Furthermore, we investigated two different unsupervised learning
algorithms: SOM [39] and K-Means [44]. These algorithms were chosen because
of their suitability for WSN implementations. We do not claim that these two
algorithms are the best choice for the division of the feature spaces, but they are
well known and suitable to demonstrate the validity of this approach.

K-Means is a clustering algorithm that determines k points in the input space that
serve as a cluster head. New observations are assigned to the cluster head that is
closest. The cluster heads are updated to be the mean of all observations assigned
to the cluster. For our approach, each interval is represented by a cluster.

SOMs are a type of neural network, where the neurons are connected in a grid.
Each neuron is assigned a location in the input space. For each observation the
closest neuron is selected. The location of the selected neuron is moved to have a
shorter distance to the observation. The distance the neuron is moved depends on
the distance to the observation and a decay function. The neighbouring neurons on
the grid are alsomoved, but to a lesser extent. In this way the neurons arrange them-
selves over the input space so that areas with a high number of observations have a
higher concentration of neurons. For our approach, each interval is represented by
a neuron.

To compare the different classifiers in multiple situations, we used the same metric
as in 4.2.2: the distance to the Receiver Operating Characteristics (ROC) center line
[27]. In ROC analysis, a plot is made of the sensitivity on the Y-axis versus the False
Positive Rate (FPR) on the X-axis. Sensitivity and FPR are explained in Table 5.1.

Each classifier leads to a point in this plot based on the FPR and the sensitivity. In
this plot (Figure 4.2), the line y = x is called the no discrimination line. Classifiers
for which the performance lies on this line are not able to discriminate between the
different classes. The distance from this point to the no discrimination line is an
indication of how well the classifier can isolate the classes. A complete explanation
of this approach can be found in Section 4.2.2.

In each training run we trained the classifiers using 5000 samples from each class,
or in case a class was rare then we used the maximum amount of samples we could
take without using more than half of the total samples of a class for training. We
used this limit to ensure that there was enough data, not used during training, to
validate the performance of the classifier.

For the K-Means algorithm we used the implementation provided by Matlab and
for the SOM we created a custom implementation. We chose to implement the
SOM algorithm ourselves so it could also be used for the experimental validation
described later in this section.
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Symbol Formula Meaning
n f a l se Number of false negatives
ntrue Number of true negatives
p f a l se Number of false positives
ptrue Number of true positives

sensitiv ity p true
p true+n f a l se

A metric for how well a classifier can detect
the presence of a condition.

speci f icity n true
n true+p f a l se

A metric for how well a classifier can detect
the absence of a condition.

FPR 1 − speci f icity The False Positive Rate

Table 5.1 – Definition of the symbols used for ROC analysis

The dataset used in this chapter is the same that was used in Chapter 4. We trained
classifiers for each of the different states combined with the different approaches
for interval determination. The different states are:

1. Refrigerator on/off.

2. Refrigerator door open/closed.

3. Coffee machine on/off.

We repeated these experiments for different numbers of intervals to determine the
influence of the number of intervals on the performance of the classifiers.

5.2.3 Experimental verification

Next to the experiments with the offline dataset, we aimed to verify these results
using an experimental implementation to demonstrate that the proposed solution
can be implemented given the constraints ofWSNs. The chosen platform for this
experiment provided all the complications found onWSNs. More specifically, we
implemented our approach on a platform with a cheap 8-bit microcontroller, a low
power radio and a network topology where nodes could have a hop-distance of at
least three.

On this platform, we demonstrated the feasibility of implementing an unsupervised
learning algorithm to determine histogram intervals within the given constraints.
Furthermore, we demonstrated that these intervals can be used as a base for a
Naive Bayes classifier running on such a network. We used the distribution scheme
proposed in Chapter 3 to make multiple sensor nodes collaborate in a distributed
Naive Bayes classifier.

We chose a classification task for which we could easily provide automatic training
information: the presence of people in an office. The capability to detect this kind
of information is useful for many home-automation and safety applications.
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As a platform for our implementation, we have used the Arduino Nano [1] board.
Arduino is a cheap platform for experimentation with electronic circuits. The Ar-
duino Nano is equipped with an ATmega328 micro-controller[3], which has a lim-
ited set of 8-bit instructions and 2KB of SRAM (see Table 5.2). We consider these
specifications a realistic representation ofWSN hardware.

For the radio, we have attached a NRF24L01+ [11] to the Arduino Nano (see Ta-
ble 5.3 for a summarised specification of this radio). The NRF24L01+ is a low
power 2.4Ghz radio that is well supported on the Arduino platform. We used the
RF24Network library [12] to create a tree topology with amaximumhop distance of
four. The topology of our network is shown in Figure 5.3. Also, the types of sensors
with which each node is equipped are shown in this figure. The root node in this
network is where all data is combined in a final classification. Each node transmits
a combination of its local estimations and that of its children to its parent.

We deployed the ten sensor nodes around an office, using magnets to attach the
nodes towhite-boards and beams in the ceiling. This allowed for quickmaintenance
and deployment. All nodes were equipped with LM35 temperature sensors and
photo transistors to act as light sensors. Three nodes were equipped with ultrasonic
range finders, three other nodes with humidity sensors. Finally two of the nodes
were equipped with Passive Infra-Red (PIR) motion sensors to provide training
information about the presence of movement in the office. A photo of one of the
sensor nodes is shown in Figure 5.4.

Note that each node was equipped with at most three sensors that were used by
the Naive Bayes classifier, the PIR sensors were just used as training feedback. We
sampled each sensor at an (arbitrary) rate of 5Hz, and distilled three features from
each sample stream, namely, the average value over the last second, the peak value
over the last second and the slope over the last second.

We have chosen to implement SOM as the unsupervised algorithm because this
method tends to divide the input space in equally populated partitions, making
the expected results similar to the binning algorithm. For this, each node trained
a SOM for each feature derived from each sensor, meaning there were up to nine
SOMs per node. Every SOM was based on four neurons, this number was a result
of the memory constraints of the Arduino Nano.

For the distribution scheme, we used the method proposed in Chapter 3, meaning
that each node had to send a single message to its parent in the network topology
for each classification. Furthermore, we let the network make one classification
each second.

Due to battery and storage constraints we expect that it is not feasible to store a
significant amount of data with which the performance of this installation can be
analysed over a longer period of time. The goal of this experiment is to analyse
the memory usage of this implementation and to visually validate that the network
improves it classification performance over time.
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Figure 5.3 – Network topology in an office
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Figure 5.4 – Sensor node

Type ATmega328
Clock speed 16Mhz
Program memory 32KB
SRAM 2KB
EEPROM 1KB

Table 5.2 – Specifications of an ATmega328 microcontroller [3]
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Type NRF24L01+
Band 2.4Ghz
Data rate 2Mbps
Voltage 1.9-3.6V
Current <13.5mA

Table 5.3 – Specifications of an NRF24L01+ tranceiver

5.3 Results

In this section we describe the results gathered with the presented approach.

5.3.1 Offline results

Figures 5.5 to 5.7 show the results of our tests on the offline dataset. As mentioned,
in addition to the fixed width histogram approach and the binning histogram ap-
proach we also tested the K-Means algorithm and SOMs.

⋅ Figure 5.5 shows the result for the classification of the refrigerator on event.
This event was the most common in the used datasets, these results were all
obtained using 10000 samples. It is clearly visible that for a low number of
intervals fixedwidth does not performwell, the unsupervised learningmeth-
ods however are able to approach the performance of binning histograms.
For a higher number of intervals the performance of SOMs gets worse.

⋅ Figure 5.6 shows the result for the classification of the coffee machine on
event. This event occurred less frequent then the refrigerator running event.
The amount of positive samples limited our training set size to 5703 samples.
Once again we see that for a low number of intervals the performance of
the unsupervised learning methods closely matches binning histograms.
The performance of fixed width histograms is closer to the performance of
the other approaches. Except for SOMs, all approaches have an improved
performance when the number of intervals is increased.

⋅ Figure 5.7 shows the results for the classification of the refrigerator door
open event. This event was the rarest in our dataset. The amount of positive
samples limited the training set size to 435 samples. The results in this exper-
iment are similar to the other experiments, the difference in performance
between SOMs, however, is higher than in the other two experiments.

5.3.2 Experimental verification

We have analysed the memory profile of the WSN deployed in the office setting
described in Section 5.2.3. A code analysis of our implementation showed that our
implementation uses:

⋅ 10 bytes of memory per sensor to buffer the sample data
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Figure 5.5 – Refrigerator running performance

⋅ 16 bytes per SOM

⋅ 32 bytes to store each Bayes histogram.

Given a typical node in our setup has three sensors with three features per sensor,
our algorithmuses 462 bytes ofmemory. Each node uses the available flashmemory
to periodically store the trained classifier.

We let our experimental setup run for a couple of days, where each node used its
local sensors to create a SOM of its input space and used the feedback from the
two PIR sensors to train its Naive Bayes classifiers. Due to storage and battery
constraints, we did not gather exact result of the accuracy of this deployment. We
observed the network over a period of time where the classification output was
visualised by a LED on the root node. We manually recorded wether the networks
classification output matched the real presence of people in the office. The network
was able to run for several days before the batteries were depleted. During this
time our record showed a gradual improvement in classification performance as
the training proceeded, a clear sign that our approach works as intended.
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Figure 5.6 – coffee machine performance

5.4 Discussion and conclusion

In this section, we discuss the results provided in the previous section.

As shown in Figures 5.5 to 5.7, binning histograms clearly give a better performance
than the fixed width histograms. Only with a large amount of intervals, the perfor-
mance of the fixed width histograms starts to improve. This is a clear indication
that careful selection of the interval borders can result in improved classification
performance.

For the detection of the refrigerator on event, both unsupervised learning algo-
rithms show performance similar to the binning histogram approach and far su-
perior to the fixed width histogram approach, especially with a low number of
intervals. For the two rarer events, K-Means shows results similar to the binning
approach, our SOM implementation, however, shows less favourable results with a
larger number of intervals.

This result can be explained by the way the Matlab version of K-Means is imple-
mented. In Matlab K-Means works with an iterative process repeating the training
until a nearly optimal result is achieved. Our SOM implementation, however, uses
each sample only once, which is more realistic when consideringWSN implemen-
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Figure 5.7 – Refrigerator open performance

tations. Given a large enough training set both solutions will converge on a correct
partitioning, which explains the results for the refrigerator running event. For
smaller training sets, it seems that the SOM has not yet converged to a stable so-
lution which explains the decreased performance for these two events. The lower
performance that can be seen for higher number of intervals can be explained in a
similar way: the higher the number of intervals, the lower the number of samples
that is used to train each interval. We expect that if enough samples are used for
training, binning histograms, K-Means and SOMs show the same behaviour.

For practical implementations, a dependency on a high number of training samples
is not problematic. Each sensor node only uses its local data to create the SOM,
therefore each node can gather the information needed to create its SOM without
using its radio. This means that the energy needed to create the SOM is small and
given enough time the correct interval borders can be determined.

One observation can be made for all events: when using a low number of intervals,
unsupervised learning algorithms allow the implementation of much better Naive
Bayes classifiers. This reduction in the number of intervalsmeans that this approach
can be implemented using even lessmemory than the fixedwidth interval approach.
For practical applications the number of intervals needs to be carefully selected. If
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the number of intervals is too low, the accuracy may be low since the classifiers will
not use enough information from the signal. If the number of intervals is too high,
the accuracy may be low since the distribution of the classes will be determined
using a very low amount of data.

Our experimental implementation shows that our proposed solution is possible
within the memory and computational constraints of WSN hardware. Our im-
plementation runs on a simple micro controller with 2KB of RAM and an 8-bit
instruction set. The used SOM algorithm automatically creates a suitable partition-
ing of the input space for each sensor. Given proper training data, we expect that
the performance shown in the offline tests can be achieved in real life.

Using our current implementation we could only visually check if the network was
performing the desired task. As a demonstration that the algorithm worked as
desired, this was sufficient, especially considering that we did not investigate the
optimal learning method for the SOM.

In this chapter, we have demonstrated the merits of using unsupervised learning
algorithms to determine histogram borders for Naive Bayes. This approach can
result in a significant improvement of the classifier over the traditional fixed width
histogram approach, both on performance and on robustness. When given enough
training data, this approach matches the performance of the binning histogram
approach, without excessive memory or computational requirements. It should be
noted that it is important to use enough data to train the unsupervised learning
algorithms. Otherwise, the unsupervised algorithm may not have converged to a
stable state and undesirable results are possible.

We have demonstrated the validity of our offline results with an implementation
on a realisticWSN platform. Next to the validation of our approach, our implemen-
tation demonstrates that the Arduino platform is an accessible platform forWSN
experiments. The fact that our implementation was based on cheap and readily
available components makes us recommend this approach for other research on
WSNs.
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Abstract – In continuation of Chapter 5 where we applied unsupervised
learning for the Naive Bayes classifier, this chapter introduces QUantile Esti-
mation after Supervised Training (QUEST), an adaptive classification algo-
rithm for Wireless Sensor Networks that eliminates the necessity for online
supervised learning. The challenge addressed by QUEST is the complexity of
online supervised training. Training a deployed sensor network requires a lot
of communication and often an impractical amount of human involvement.
QUEST is a hybrid algorithm that combines supervised learning in a controlled
environment with unsupervised learning on the location of deployment. Using
the SITEX02 dataset we demonstrate that the presented solution works with a
performance penalty of less than 10% in 90% of the tests. Under some circum-
stances it even outperforms a network of classifiers completely trained with
supervised learning. As a result, the need for on-site supervised learning and
communication for training is completely eliminated by the presented solution.

The papers related to this chapter are [GJZ:4, 5].

Chapter 5 introduced the concept of improved Naive Bayes classifiers using quan-
tile estimation. In this chapter we introduce QUEST, which stands for QUantile
Estimation after Supervised Training. QUEST is a versatile classification algorithm
for Wireless Sensor Networks (WSNs) which aims to combine the advantages of
unsupervised learning with the accuracy of supervised learning. The main advan-
tages of unsupervised learning algorithms forWSNs are that there is no need for
human involvement, which saves valuable man-hours [21] and the fact that there
is no dependency on wireless communication, as learning is done based on local
samples which saves energy.

The mixture of supervised and unsupervised learning by itself is not a new idea.
For example, in [29] it is applied for time series forecasting. Note that for many
applications the clustering of data using unsupervised learning does not provide
meaningful information without supervised labeling of the clusters. The contri-
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bution of this chapter is a scheme where unsupervised learning is not only used
to create clusters which are used in an supervised learning setting, as in [GJZ:4]
and Chapter 5, but the continuation of unsupervised learning in a deployed sensor
node to adapt an existing classifier to the particular environment of the deployed
sensor node.

The division of an input space into areas of interest using unsupervised learning
is one of the key principles used in [GJZ:4] and Chapter 5. Some examples of
the many algorithms in this area are Kohonen networks [46], Self Organizing Map
(SOM), and the P2 algorithm (see [22, 45]), which is a heuristic to estimate quantiles.
However, there are numerous other approaches, see e.g. [49, 63].

In Section 6.1 we describe the problem addressed with QUEST. The principles be-
hind QUEST and the experiments used to show its efficiency are shown in Section
6.2. Section 6.3 gives the results of these experiments. The conclusions of this
chapter are presented in Section 6.4.

6.1 Problem description

Processing data using online classification algorithms is a challenging task [43].
In order to get correct classifications, first training data is needed. Using this data,
supervised learning can be applied in twoways: online learning and offline learning.
For offline learning the sensor nodes send their measurements to a central location
where individual classifiers are trained for each sensor node. After the training
phase these classifiers are deployed on the sensor nodes.

Online supervised learning works the other way around: each node trains a clas-
sifier with its own local data. Instead of transmitting the data, the desired classifi-
cation outputs or labels are sent to all of the sensor nodes. Each sensor node uses
these outputs to update its own local classifier.

Considering that wireless communication requires a lot of energy [18], the initial
training process can deplete a significant part of the available energy of the sensor
nodes. For example, if we were to apply online learning on a sensor network of
n sensor nodes over a period of t seconds with a sample rate of f Hz the nodes
would have to receive a total of t f n messages containing the desired classification
output on their location. The resulting communication needed to train the sensor
network for the concrete dataset we use in this chapter [33] would be over 13 million
messages. Under the assumptions that the network topology allows all nodes to
directly receive the messages without intermediate hops and that the training takes
one week. More complex network topologies would require a multitude of this
number of messages.

Furthermore, training data needs to be representative for the relevant situations the
classifier might encounter, which complicates training [21]. For example if sensor
readings for a classification problem are influenced by environmental conditions,
proper online trainingmight require a network to run in trainingmode for a year in
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order to account for all seasonal effects. Another drawback of supervised learning,
is the possible need for human interaction. If a human needs to train the network
by labelling the desired outputs, this requires expensive man-hours. Furthermore,
due to variations in hardware and deployment locations, this complicated process
may need to be repeated every time a sensor node needs to be replaced or installed
in a new environment. As a consequence the maintenance of a WSN using a classi-
fication algorithm over a long period of time is often highly impractical.

The use of classification algorithms onWSNs is not a new idea. For example, [47]
describes the detection of environmental events using bayesian classifiers onWSNs.
The work described in [54] describes a scalable method for collaborative event de-
tection onWSNs. Fault tolerant classification is the subject of [51]. The feasibility of
sound classification onWSNs is the subject of [60]. All these papers have in com-
mon that they propose classification algorithms or applications for classification
algorithms in the scope ofWSNs.

All in all, we can state that many different approaches have been tried over the
years. In this chapter we focus on the Naive Bayes classifier [73], a well known
classification technique, that has been used for sensor networks in other research,
see e.g. [2–4, 26].

6.2 Method

In this section we describe our proposed solution inmore detail and describe the ex-
periments performed to verify its efficiency. The working of the QUEST algorithm
is described in Section 6.2.1, Section 6.2.2 describes the experiments performed
on a real-life dataset and Section 6.2.3 describes the experiments performed using
simulated data.

6.2.1 Proposed Solution

In the following we introduce QUEST, a classification algorithm that combines
supervised learning with unsupervised learning in a way that enables efficient de-
ployment of a classification algorithm on aWSN.QUEST is based on the principles
behind the Naive Bayes classification [73] which was also used in Chapter 5.

In the following section we clarify our proposed solution using a simple simu-
lated classification problem. The inputs are generated by drawing samples from
a distribution consisting of two Gaussian distributions representing two possible
classification outputs: c1 and c2. An example of such a distribution is shown in
Figure 6.1. This figure is a stacked area chart which shows a probability density
function, where the gray area represents c1 and the white area represents c2.
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The basic functionality of Naive Bayes classifiers is that they process input values,
which are raw sensor measurements or features derived from those measurements,
and automatically assign a classification, or label, to those input values. An example
of a derived feature can be a frequency component derived from a Fast Fourier
Transformation (FFT) of the output of a vibration sensor. An example of the output
of the Naive Bayes classifier can be “fire” or “no fire”, or “vehicle present in the
detection range”.

To create an outputNaive Bayes classifiers use Bayesian statistics andBayes’ theorem
which is given by:

P(c∣E) =
P(E∣c)P(c)

P(E)
.

A more detailed description of of Naive Bayes is given in Section 3.2.1.

Accurately estimating the probabilities used in Bayes’ theorem is important for the
classification result. One approach is to model the inputs using standard data dis-
tributions, such as the Gaussian distribution [21]. Another approach is to divide
the input space into separate parts for which the probabilities are estimated based
on supervised learning. For each part of the input space the fraction of samples
belonging to each class is determined empirically. These fractions are used to de-
termine the probability P(E∣c) that an input will fall in a certain interval given a
classification c. This approach is described in detail in Chapter 5.

In Chapter 5 we already presented an approach to efficiently train a Naive Bayes
classifier for WSN applications. This approach works in two steps. The first step
is to divide the input space for each feature using unsupervised learning. The
second step is to empirically estimate the distribution of each class of observations
over these intervals. These distributions are what the Naive Bayes classifier uses to
determine the classification output. The result of the second step for an example
distribution (shown in Figure 6.1) is shown in Figure 6.3. Once again in this figure
the gray areas represent output c1 and the white areas represent output c2. This
algorithm has already been described in Algorithm 5.1.

QUEST is developed with the method of Chapter 5 as a starting point. The first
improvement is an improved selection of the unsupervised learning algorithm.
The methods used in Chapter 5 provide a functional division of the input space for
the Naive Bayes classifier. The goal of the unsupervised learning algorithm is to
divide the input space by estimating quantiles so that each interval between two
neighbouring quantiles has the same probability. The reason for this goal is that
with equally populated intervals, the chance that an estimated probability for a class
in an interval has a large error compared to the actual probability becomes smaller.
In our example figures we use a division of the input space in seven intervals for
which the borders lie on i1 . . . i6 where in is the n

7 quantile (see Figure 6.2). For
QUEST, we have selected an unsupervised learning algorithm that aims to learn
the correct quantile estimations.
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Figure 6.1 – Example distribution that is used in the offline phase.

Unsupervised quantile estimation can be done in several ways. The approach used
in Chapter 5, which is a modified version of the Kohonen network algorithm [46],
gives estimates which are roughly correlated with the quantiles. Other options are
the regular Kohonen network algorithm or the P2 algorithm [45].

With QUEST we solve a problem that was left unsolved by Chapter 5. Where the
approach of Chapter 5 allows for memory efficient training of Naive Bayes classi-
fiers, online or offline supervised training still requires a lot communication. In
this chapter we propose a solution where unsupervised learning is not only applied
before supervised learning, but also after supervised learning to adapt a trained
classifier. In the first phase, which we call the offline phase, a single classifier is
trained using the described process from Chapter 5 but with an improved quantile
estimation algorithm. The data which is used to train this classifier should be care-
fully selected to be a good representation for the complete classification problem.
This data can e.g. be generated in lab conditions where various conditions that can
be encountered in the real world are created. The already mentioned Figures 6.1,
6.2 and 6.3 show this process on an example distribution created by two gaussian
distributions, one for each class. The results of the two steps of this algorithm are
the knowledge needed to implement aNaive Bayes classifier trained for the example
data. The classifier resulting from this data is pre-loaded on all sensor nodes.

In the second phase, which we call the online phase, each node of a deployed net-
work uses the unsupervised learning heuristic from step one to update the quantiles
and thereby the division of the input space. Next to that, the classifier contributes
to the classification output of the overall network. We expect that at first the net-
work will not perform very well, since each node uses a classifier which was trained
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Figure 6.2 – The input space (x-axis) is divided in seven intervals for which the borders lie
on i1 . . . i6 where in is the 1

n quantile. The quantiles are estimated using an unsupervised
learning heuristic.
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Figure 6.3 – The distribution of classes (possible outputs), is empirically estimated for each
quantile.
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Figure 6.4 – A different data distribution encountered by a sensor node running QUEST,
the original distribution is shown as dashed lines.
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Figure 6.5 – Initially the distribution of the quantiles for the classifier does not match the
new distribution.
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Figure 6.6 – QUEST applies an unsupervised learning heuristic to update the quantiles to
match the modified distribution.

for a sensor node deployed under different circumstances. These different circum-
stances may have influence on the data distribution. E.g. variations in temperature,
distance to the observed phenomenon, hardware, etc. may have a negative impact
on the classification performance. An example of a possible modified distribution
is shown in Figure 6.4, where the original distribution is shown as dashed lines and
the new distribution of the classes is shown as gray and white areas stacked on top
of each other. The pre-loaded data for the classifier trained in the offline phase in
this case does not match the data distribution for the new circumstances very well
(see Figure 6.5).

To handle these variations each node continues with the unsupervised learning.
This leads to updates of the quantile estimations to match the sensor readings for
the location onwhich the sensor node is deployed. By providing unlabelled samples
the intervals will gradually change to reflect the new conditions, resulting in the
data shown in Figure 6.6.

Figure 6.7 gives an overview of the mentioned phases of QUEST and Algorithm
6.1 summarizes the working of QUEST in pseudocode. In the remainder of this
section and Section 6.3 we describe experiments and results to give more details
about the way QUEST works.
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Algorithm 6.1: QUEST updates the unsupervised clustering of the feature
space after deployment
1 t ← 1
▷ Offline unsupervised training phase

2 while ¬Unsupervised phase finished do
3 for s ← s1 to sn do
4 updatePs with sample x(s, t) using unsupervised learning
5 end
6 t ← t + 1
7 end
▷ Offline Supervised training phase

8 while ¬Supervised phase finished do
9 for s ← s1 to sn do

10 update the statistics used to determine P̂(i , s, cn) given dt and
Ps(x(s, t))

11 update the statistics used to determine P̂(cn) given dt

12 end
13 t ← t + 1
14 end
▷ End of offline phase, each node is now deployed with the

trained classifier
▷ Online unsupervised training phase

15 while ¬Online unsupervised phase finished do
16 for s ← s1 to sn do
17 update localPs with sample x(s, t) using unsupervised learning
18 end
19 t ← t + 1
20 end
▷ Classification phase, can run in parallel with the online

unsupervised training phase
21 while ¬Classification phase finished do
22 P̂(cn) = P̂(cn)∏sn

s=s1
P̂(Ps(x(s ,t)),s ,cn)

P̂(Ps(x(s ,t))) ▷ derived from Equation

(3.1)

23 ot ← c ∈ C ∣ (¬∃c∗ ∣ P̂(c∗) > P̂(c))
24 t ← t + 1
25 end
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Figure 6.7 – Block diagram of the phases of QUEST
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6.2.2 Experiments on real data

Real life dataset

For experiments using a real life dataset, we chose a different type of dataset than
the one used in Chapters 4 and 5. The reason for this choice is that the dataset
used in Chapters 4 and 5 has a very limited number of samples for some of the
classes. As stated in Section 5.4 we expect that given more samples the result of the
unsupervised learning will stabilise. To account for this factor we have searched for
an existing dataset that provides a large number of samples and ground truth labels
that can be used in the training phase of the classification problems. We selected the
SITEX02 dataset [33]. This dataset provides seismic and acoustic sensor readings
for experiments with different types of vehicles which drove through an area where
a sensor network was deployed. The sensor network was build using 22 WINS NG
2.0 sensor nodes [55]. The size of the target area is approximately 900x300m2. In
this dataset ground truth location information on the vehicles is provided based
on GPS trackers placed on the vehicles. The exact details of the sensors were not
provided in [33] but are of limited importance for this work.

Two different type of vehicles were used in this dataset namely, the Dragon Wagon
(DW) and the Assault Amphibian Vehicle (AAV). The dataset contains nine runs
for the AAV vehicle through the target area and 11 runs for the DW vehicle. The
seismic and acoustic sensor readings are both processed into features using FFTs.
Each sample stream was divided into 50 frequency bands for which the intensity
was recorded once each second. The result is a dataset with 100 features, each with
a sample rate of 1Hz.

For this chapter we assigned the samples to one of the following classes: 1. DW
within the detection radius, 2. AAV within the detection radius and 3. no vehi-
cle within the detection radius. For the detection radius we have experimented
with several values, namely 50m, 75m, 100m and 125m. These values influence the
training of the classifier in two ways. First a larger radius means that a node has to
detect a vehicle over a longer distance, which is more complicated since acoustic
and seismic signals fade over distance resulting in a lower signal to noise ratio. On
the other hand a larger detection radius means that the dataset contains more sam-
ples with a vehicle in the detection radius, which means that the classification can
be based on more information.

To label all the samples in the dataset, we used the recorded vehicle positions and
the given node coordinates. The deployment of the nodes of the network can be
seen in Figure 6.8. Figure 6.9 shows the node locations, vehicle traces and the
detection range. It can be seen that a lot of overlap is present.
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Figure 6.8 – Google maps view of the SITEX02 network deployment

Feasibility study based on correlation

QUEST is based on the assumption that the probability distribution over the inter-
vals determined for a single node is related to the distribution determined for all
other nodes. ForQUEST, we adapt the quantile estimations in the online phase, the
probability distribution of the classes over the intervals is not changed during the
online phase. If that assumption is correct we would expect to observe a high corre-
lation between the class probabilities in corresponding intervals between classifiers
for different sensor nodes that were trained using supervised learning.
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Figure 6.9 – Detection areas for a radius of 100m and vehicle traces, grid size is 20m
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We have verified the validity of this assumption by training classifiers for each
sensor node of the SITEX02 dataset separately, using quantile estimation and su-
pervised training. For these classifiers, we compared the probability distribution
for each interval for each feature with the classifiers trained for other nodes. For
each sensor in the dataset we have determined the correlation between these values.
The results of this experiment is shown in Section 6.3.1.

Performance compared to regular Naive Bayes

In order to further demonstrate the validity of our approach in a WSN application
we performed simulations to determine the accuracy of QUEST compared to regu-
lar Naive Bayes. We simulated a scenario where the nodes collaborate to determine
whether the vehicles in the SITEX02 dataset are in the detection range of each in-
dividual node. This means that for each instant for which there are measurements
each node makes a classification if there is a vehicle in its range, based on its own
measurements and information given by the other nodes.

Fusion model A challenging aspect of the SITEX02 dataset is that the events are
not global. If a vehicle is in the detection range of one node, it is not necessarily
in the detection range of another node. Regular Naive Bayes classification fuses all
input probabilities using multiplication. This approach is not suitable to combine
the classification outputs of multiple nodes from the SITEX02 dataset. When a sin-
gle node correctly determines that the probability of a vehicle being in its detection
radius is zero, other nodes still need to be able to detect the presence of the vehicle.
A multiplication by zero would prevent that.

In order to take the relation between detection areas in account we created a fusion
model. In this chapter we have chosen to use a simple model based on the distance
between sensor nodes. In the selection of this approach we did not try to achieve
the best classification result possible, but merely aimed for a reasonable solution
that allowed us to demonstrate the performance impact of QUEST compared to
regular Naive Bayes.

For the fusion method we have chosen a weighted sum where the influence of each
node was determined using Equation (6.1). In this equation S f (n,C , t) is the fused
classification score for node n and classification-class C at time t. For example
S(i ,C , t) can represent the local score of detecting a Dragon Wagon at time t for
node i. The weight w(n, i) of the contribution of node i for the result of node n
is determined based on the distance d(n, i) between the nodes n and i and the
detection radius r.

S f (n,C , t) = ∑
i
w(n, i)S(i ,C , t)

w(n, i) =

⎧⎪⎪
⎨
⎪⎪⎩

0 d(n, i) > r
r−d(n , i)

r d(n, i) ≤ r
(6.1)
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Baseline Using the described fusion method we compare the performance of
our approach to the performance of a network completely trained with supervised
learning. The performance of the network trained completely with supervised
learning is called the baseline in the remainder of this chapter. In this way, the
baseline performance gives a measure of the accuracy that can be achieved using
Naive Bayes classifiers on the given classification problem.

The baseline was trained using a randomly selected training set consisting of 10% of
the available data. Using these trained classifiers and our fusion model, we assessed
the performance of the classifiers using the distance to the Receiver Operating
Characteristics (ROC) center line [27, 37, 61, 65]. This method was also used in
Chapter 4, where a complete description is given.

Summarized, the distance to the ROC center line is a metric that gives a good
indication how well a classifier can discriminate between two classes regardless
of a possible bias between the classes. This metric is preferable to, for example,
accuracy since for heavily biased classification problems a high accuracy can be
reached without actually having a meaningful classifier. For example, when 99% of
the samples are of class c1, an accuracy of 99% can be achieved by always classifying
samples as class c1.

Experiment To compare our approach to the baseline we conducted 22 experi-
ments, one for each sensor node from the dataset. In each experiment, we used
supervised learning to train a classifier for a single node, with a dataset of 10% of the
available data for that node. Next we used unsupervised learning to adapt 21 copies
of this classifier. For each copy, we used a training set with 10% of the data from
another single sensor node from the dataset. Finally, we compared the performance
of the 21 classifiers for each experiment to the performance of the classifier for the
baseline. We calculated the relative change in the distance to the ROC center line
for each classifier. By averaging the performance results of the classifiers for each
experiment we demonstrate the relative performance to the baseline for each of the
22 experiments. Figure 6.10 shows the procedure for one of the 22 experiments.

Furthermore, we have investigated if there is a clear relation between the location
of a sensor node and how suitable it is to provide the supervised data from the
offline phase. If the suitability is highly location dependent we expect that the
best performing experiments are the result of an offline phase with sensor nodes
that are in close proximity. If there is no clear relation between the performance
of the experiment and the location of the sensor node and QUEST shows good
performance, this is an indication that all nodes learned a similar classification
strategy which can be adapted by QUEST.
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Figure 6.10 – Block diagram of the procedure to compare the performance of QUEST to
complete supervised learning. The QUEST classifiers are based on supervised training of a
single node.
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6.2.3 Experiments on simulated data

Next to the experiments on real data we also performed a detailed investigation of
the properties of QUEST using simulated data. These experiments are described in
this section. The use of simulated data has the advantage that this data can be ma-
nipulated in order to conduct experiments using specific variations in parameters.

For the experiments using simulated data we use samples drawn from a mixture of
Gaussian distributions (GaussianMixtureModel). Wehave conducted experiments
using various numbers of features and output classes. Each sample consists of
a value for each feature, where each feature value is drawn from a mixture of n
Gaussian distributions where n is the number of classes. Each experiment is setup
in the samemanner. First, we simulated the offline phase using a specificmixture of
Gaussian distributions. Then in the online phase we modified this mixture in some
specific way and investigated how well the presented approach is able to deal with
these modifications. The modifications where based on a number of parameters
which are described in this section.

Comparing quantile estimation heuristics

A key part of the QUEST algorithm is the quantile estimation heuristic. There are
multiple algorithms that can perform this task. For the application onWSNs low
memory usage and low computational complexity are key aspects. Based on these
factors we have selected the P2 algorithm [45], Kohonen networks [46] and the cus-
tom Self OrganisingMap (SOM) described in Chapter 5. These three algorithms do
not require the storage of a large number of samples in memory and do not require
complex computations. The goal of these algorithms for QUEST is to accurately es-
timate the needed quantiles. To determine the accuracy of the quantile estimations
we have conducted experiments using a distribution with a known Cumulative
Probability Density Function (CPDF). This implies that for each estimated quantile
we can calculate the corresponding CPDF value and compare it with the desired
value; e.g. CPDF value of the estimated 0.5 quantile should be close to of 0.5. To
determine the quality of the estimated quantiles we use the Root Mean Squared
Error (RMSE) of the quantile estimations over multiple training iterations. We have
repeated this experiment for multiple distributions and plotted the average RMSE
over multiple unsupervised training iterations. The results of this experiment are
shown in Section 6.3.2.

Accuracy evolution over training iterations

In our proposed solution, we expect the classification output of sensor nodes to
have a low accuracy at the beginning of the online phase. This low accuracy would
be the results of the quantile estimations not matching the data distribution in the
new environment. During the online phase a sensor node should adapt its quantile
estimations, thereby improving the classification accuracy.



80

C
hapter

6
–
A
daptive

naive
Bayesclassifiers

To verify this effect we have performed an experiment where we trained a classifier
for an initial sample distribution. After this training phase we changed the data
distribution by using different means and standard deviations for the gaussian
distributions for each feature for each class. We ran experiments over a number of
iterations. For each iteration we generated a sample to train the quantile estimators
and a number of samples to estimate the accuracy of the classifier after training. We
expect that the accuracy of the classifier over the iterations increases until a certain
threshold is reached. Repeating these experiments multiple times and calculating
the average accuracy and determining the relative accuracy compared to a classifier
trained with supervised training for the new distribution, gives valuable insight
in the performance of QUEST. The described test procedure is summarised in
Algorithm 6.2 and the results of this experiment are shown in Section 6.3.2.

Algorithm 6.2: Procedure used for the simulation of QUEST to evaluate the
accuracy evolution over training iterations
1 ns ← number of samples used for supervised learning
2 nu ← number of samples for initial unsupervised learning
3 na ← number of samples used for accuracy determination
4 tsuperv i sed(c, d , n)← Train classifier c with n labeled samples from class
distribution d

5 tunsuperv i sed(c, d , n)← Train classifier c with n unlabelled samples from
class distribution d

6 dist()← generate an initial random class distribution
7 modi f y(d)← generate a modified distribution from d
8 classi f ier()← generate an untrained classifier
9 clone(c)← create a copy of classifier c

10 accuracy(c, d , n)← accuracy for classifier c for distribution d over n
samples

11 ar , i ← the accuracy of the classifier for repeat r after iteration i
12 for r = 1 to repeats do
13 d1 ← dist()
14 d2 ← modi f y(d1)
15 c1 ← classi f ier()
16 c1 ← tunsuperv i sed(c1 , d1 , nu)

17 c1 ← tsuperv i sed(c1 , d1 , ns)

18 c2 ← clone(c1)
19 for i = 1to iterations do
20 c2 ← tunsuperv i sed(c2 , d2 , 1)
21 ar , i ← accuracy(c2 , d2 , na)

22 end
23 end
24 µ i ← a1, i . . . anr , i
25 {µ1 , . . . , µn i}▷ Result
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Impact of the increased overlap between classes

There are multiple ways in which the modified distribution can differ from the orig-
inal distribution. One of the factors that can differ is the overlap between the class
distributions. Overlap between class distributions for a feature is a range of feature
values for which multiple classes are possible. When there is more overlap between
classes, the classification problem becomes more complex since it is harder to dis-
tinguish between the classes. We expect that the absolute accuracy of QUEST will
drop with larger overlap, but that the drop in accuracy is comparable to classifiers
using fully supervised training.

In order to demonstrate this effect we have performed multiple experiments where
we limited the distance between the means of the gaussian distributions for the var-
ious classes. A larger distance between two classes means less overlap. We repeated
each experiment for each distance a number of times and calculated the mean ac-
curacy (both absolute and relative) compared to classifiers that were trained using
supervised learning. As the unit of distance between two classes we used the largest
of the two standard deviations of the distributions. This metric was chosen since
the amount of overlap between two gaussian distributions has a high correlation
with this metric and this metric easily can be changed between experiments. The
procedure for this experiment is summarised in Algorithm 6.3 and the results of
this experiment are shown in Section 6.3.2.

Impact of changed bias between classes

Another way in which the modified distribution can differ from the original dis-
tribution is the bias (the difference in frequency with which both classes occur)
between the classes. We expect these variations to have a large negative impact
on the performance of QUEST. Large variations in the frequency in which classes
occur have a strong impact on the location of quantiles on which QUEST is based.

We have conducted experiments on the above mentioned effect by running experi-
ments where we allowed increasing variation in the frequency with which the two
classes were selected. We expect that a larger variation in the distribution results in
a decreased performance, both absolute as well as relative to classifiers trained using
fully supervised learning. Algorithm 6.4 summarises this procedure in pseudocode
and the results of this experiment are shown in Section 6.3.2.

6.3 Results

This section describes the results of the conducted experiments to demonstrate the
usability of the QUEST algorithm.
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Algorithm 6.3: Procedure used for the simulation of QUEST to evaluate the
effect of increasing the distance between class distributions
1 dist(δ)← generate an initial random class distribution with δ as the
maximum distance between class distributions in standard deviations

2 modi f y(d , δ)← generate a modified distribution from d with δ as the
maximum distance between class distributions in standard deviations

3 classi f ier()← generate an untrained classifier
4 clone(c)← create a copy of classifier c
5 accuracy(c, d , n)← accuracy for classifier c for distribution d over n
samples

6 ar ,δ ← the accuracy of the classifier for repeat r and distance δ
7 a∗r ,δ ← the accuracy of the original classifier for repeat r and distance δ
8 for r = 1 to repeats do
9 δ ← 0

10 while δ ≤ maxdel ta do
11 d1 ← dist(δ)
12 d2 ← modi f y(d1 , δ)
13 c1 ← classi f ier()
14 c1 ← tunsuperv i sed(c1 , d1 , nu)

15 c1 ← tsuperv i sed(c1 , d1 , ns)

16 c2 ← clone(c1)
17 c2 ← tunsuperv i sed(c2 , d2 , 1)
18 ar ,δ ← accuracy(c2 , d2 , na)

19 a∗r ,δ ← accuracy(c1 , d1 , na)

20 δ ← δ + del taincrease
21 end
22 end
23 µ i ← a1, i . . . anr , i

24 µ∗i ← a∗1, i . . . a∗nr , i
25 {µ0 , . . . , µmaxde l ta}▷ Result
26 {µ∗0 , . . . , µ∗maxde l ta}▷ Supervised result for comparison
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Algorithm 6.4: Procedure used for the simulation of QUEST to evaluate the
effect of variations in the bias between classes
1 dist(σ)← generate an initial random class distribution with σ as standard
deviation in the fractions with which classes occur

2 modi f y(d , σ)← generate a modified distribution from d with σ as
standard deviation in the fractions with which classes occur

3 classi f ier()← generate an untrained classifier
4 clone(c)← create a copy of classifier c
5 accuracy(c, d , n)← accuracy for classifier c for distribution d over n
samples

6 ar ,δ ← the accuracy of the classifier for repeat r and distance δ
7 a∗r ,δ ← the accuracy of the original classifier for repeat r and distance δ
8 for r = 1 to repeats do
9 σ ← 0

10 while σ ≤ maxstd do
11 d1 ← dist(σ)
12 d2 ← modi f y(d1 , σ)
13 c1 ← classi f ier()
14 c1 ← tunsuperv i sed(c1 , d1 , nu)

15 c1 ← tsuperv i sed(c1 , d1 , ns)

16 c2 ← clone(c1)
17 c2 ← tunsuperv i sed(c2 , d2 , 1)
18 ar ,σ ← accuracy(c2 , d2 , na)

19 a∗r ,σ ← accuracy(c1 , d1 , na)

20 σ ← σ + stdincrease
21 end
22 end
23 µ i ← a1, i . . . anr , i

24 µ∗i ← a∗1, i . . . a∗nr , i
25 {µ0 , . . . , µmaxstd}▷ Result
26 {µ∗0 , . . . , µ∗maxstd}▷ Supervised result for comparison
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6.3.1 Results of experiments using real life data

Results of the feasibility study based on correlation

As described in Section 6.2.2, we have verified the assumption that the distribution
of classes over the intervals used by Naive Bayes is correlated between classifiers
trained for modified classification problems. In Figures 6.11 and 6.12 we show,
for each baseline classifier for each sensor node, the correlation of the probability
distributions over the intervals compared to all the other baseline classifiers. It
is clear that the majority of nodes show a high correlation with the other nodes,
which is a promising result since this indicates that QUEST should be able to adapt
these classifiers. However, there are a few exceptions: e.g. node 6 shows a very
low correlation, but this, combined with other results from the remainder of this
section lead us to the conclusion that this node might be malfunctioning.

Performance compared to regular Naive Bayes

In this section we give the results of the experiment where we compare the perfor-
mance of QUEST with regular Naive Bayes which is described in detail in Section
6.2.2. Figures 6.13 and 6.14 show the results of these experiments. These figures have
a column for each sensor which shows shows the classification performance of the
sensor network if each node starts the online phase with the classifier trained for
that node. The values are the relative performance compared to the performance of
the baseline (fully supervised trained classifiers). The fact that the average relative
performance is close to one is an indication that the performance of our approach
is very similar to complete supervised learning.

To provide further insight, in Figures 6.15 and 6.16we show amap of the vehicle runs
through the target area on which we have visualised the values from Figures 6.13
and 6.14. In these figures the best node for that experiment is completely green, the
worst node is completely red. As can be seen there is no clear clustering of suitable
and unsuitable nodes. Overall most sensor nodes show an excellent classification
performance compared to the baseline.

6.3.2 Simulation using generated data

Comparing quantile estimation heuristics

In Figure 6.17 we show the results of the experiment in which we compare the ac-
curacy of various approaches for quantile estimation that was described in Section
6.2.3. As can be seen for all three algorithms (P2 algorithm, Kohonen networks
and the custom SOM) the RMSE value improves significantly in the beginning of
the experiment and then converges to a certain accuracy threshold. For the P2
algorithm this threshold is lower than for the other two algorithms. Based on these
results we have selected the P2 algorithm for the other experiments in this chapter.
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Figure 6.11 – Correlation of class distributions forAAV over intervals for the nodes specified
on the x-axis with all other nodes trained using supervised learning. High correlation is an
indication that the classifiers work in a similar manner.

Accuracy evolution over training iterations

In Figures 6.18 and 6.19 we show the result of the experiment to determine how
the accuracy of quest improves during training which was described in Section
6.2.3. The black line shows the average accuracy over 1000 experiments over the
different iterations. The dashed lines show the plus one standard deviation line and
the minus one standard deviation line. Figure 6.18 shows the absolute accuracy and
Figure 6.19 shows the accuracy compared to a classifier that was completely trained
using supervised learning for the modified distribution. Each repeated experiment
was conducted using a different randomly generated pair of distributions. Care was
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Figure 6.12 – Correlation of class distributions forDW over intervals for the nodes specified
on the x-axis with all other nodes trained using supervised learning. High correlation is an
indication that the classifiers work in a similar manner.

taken to ensure that the distributions of the different classes had sufficient overlap
to prevent the classification problem from becoming trivial. In Figure 6.19 it is
clearly visible that QUEST approaches a near optimal accuracy for the classification
problem used in this experiment.

Impact of the increased overlap between classes

Figures 6.20 and 6.21 show the result of the experiments on the effect of increasing
the overlap between the classes, which was described in Section 6.2.3. As expected,
Figure 6.20 shows that if classes have a larger overlap, this has a negative impact on
the classification accuracy. In Figure 6.21 we can see that this effect is strongly re-
duced whenwe compare the accuracy to a classifier that was trained using complete
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Figure 6.13 – Relative performance for QUEST classifiers for AAV vehicles compared to
fully supervised trained classifiers.

supervised training. The explanation for this is that it is in generalmore complicated
for classification algorithms to distinguish between classes with a higher overlap.
Therefore, the large impact on accuracy shown in Figure 6.20 is mostly due to the
increased complexity of the classification problem and not due to QUEST.
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Figure 6.14 – Relative performance forQUEST classifiers forDW vehicles compared to fully
supervised trained classifiers.

Impact of changed bias between classes

The results of the experiments on the effects of a changed bias (the frequency with
which the different classes occur) are shown in Figures 6.22 and 6.23. These figures
show the expected decrease in performance described in Section 6.3.2. Both the
absolute values shown in Figure 6.22 as the relative values shown in Figure 6.23
show that a larger variation in the bias between classes (e.g. one of the classes occurs
much more frequent after the modification than before) has a negative impact on
performance.
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Figure 6.15 – Spatial visualizations of performance of the network when a node is used for
the offline phase for the QUEST algorithm with grid size is 20m
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Figure 6.16 – Spatial visualizations of performance of the network when a node is used for
the offline phase for the QUEST algorithm with grid size is 20m
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Figure 6.17 – Accuracy of the QUEST algorithm when using different quantile estimation
heuristics over multiple iterations
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Figure 6.18 – Evolution of absolute accuracy of QUEST classifiers during the online phase
over 200 samples. The black line is the average accuracy, the dashed lines are the plus and
minus one standard deviation.



92

C
hapter

6
–
A
daptive

naive
Bayesclassifiers

0 20 40 60 80 100 120 140 160 180 200
Iteration

0.0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9
1.0

Re
la
tiv
e
ac
cu
ra
cy

Figure 6.19 – Evolution of relative accuracy of QUEST classifiers during the online phase
over 200 samples. The black line is the average accuracy, the dashed lines are the plus and
minus one standard deviation.
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Figure 6.20 – Influence of increasing the distance between the data distributions of the
output classes on the absolute accuracy. The black line is the average accuracy, the dashed
lines are the plus and minus one standard deviation.



93

6.
3.2

–
Si
m
ul

at
io
n
us
in
g
ge

ne
ra

te
d
da

ta

0.0 0.2 0.4 0.6 0.8 1.0 1.2 1.4 1.6 1.8
std distance

0.0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9
1.0

Re
la
tiv
e
ac
cu
ra
cy

Figure 6.21 – Influence of increasing the distance between the data distributions of the
output classes on the relative accuracy. The black line is the average accuracy, the dashed
lines are the plus and minus one standard deviation.
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Figure 6.22 – The effect of the variation of the frequency with which classes occur between
the offline phase and the online phase on the absolute accuracy. The black line is the average
accuracy, the dashed lines are the plus and minus one standard deviation.



94

C
hapter

6
–
A
daptive

naive
Bayesclassifiers

0.00 0.05 0.10 0.15 0.20 0.25 0.30
std distance

0.0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9
1.0

Re
la
tiv
e
ac
cu
ra
cy

Figure 6.23 – The effect of the variation of the frequency with which classes occur between
the offline phase and the online phase on the relative accuracy. The black line is the average
accuracy, the dashed lines are the plus and minus one standard deviation.

6.4 Discussion and conclusion

The validity of the principle behind the QUEST algorithm, is clearly demonstrated
in Figures 6.18 and 6.19. These figures show that a QUEST classifier can bemodified
for a new classification problem using unsupervised learning. Furthermore, the
results In Section 6.3.1 demonstrate that QUEST also works on a real-life classifica-
tion problem. If we consider the accuracy of the achieved classifications, QUEST is
clearly able to adapt a general classifier trained for one situation to a new situation
resulting from different circumstances. Figure 6.19 shows that the performance can
closely match the optimal level in a simulated environment. Furthermore, Figures
6.13 and 6.14 show that QUEST classifiers also can closely match the performance
of supervised learning in real-life classification problems. In 90% of the tests shown
in Figures 6.13 and 6.14 the decrease in performance is less than 10% when com-
pared to full supervised learning. For some nodes, the network performance is
even better compared to the case that each node uses a classifier resulting from an
offline phase on its own local supervised training data.

However, there is some reason for caution, Figures 6.13 and 6.14 show that some
nodes may not provide suitable data for the offline phase. The exact reason why
some nodes work well and others do not is not directly clear from the results. Pos-
sible causes could be that a node is deployed on a location where the distinction
between classes in less clear. Another option is that node 6 malfunctions, either by
providing erroneous sensor values, or timestamps.
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Figures 6.15 and 6.16 do not show a clear spatial relation for the nodes that work
well and the ones that do not perform that well. In practice, however, this is not
necessarily a problem. The offline phase can be run in a controlled environment,
allowing the classifier for the offline phase to be better trained than the ones used
in this dataset. If node 6 is indeed malfunctioning and removed from the results
more than 95% of the tests have less than 10% performance penalty.

Another reason for caution is the effect which a changed bias between output classes
has on the performance of the classifiers. Figures 6.22 and 6.23 demonstrate the
negative impact of a large change in class bias. It is our believe, however, that for
the majority of applications these effects will be minimal. For fire detection for
example the classification “fire detected” will probably remain a rare classification
for which the sensor readings are positioned in the highest and lowest quantiles.

All in all, the results presented in this chapter demonstrate that the application of
QUEST enables the deployment of a WSN that requires no on-site communication
for training andminimal transmission of data during operation. As such we believe
QUEST is a valuable contribution to the field of Wireless Sensor Networks.
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In this thesis we researched online classification on Wireless Sensor Networks
(WSNs). Classification is the process of automatically assigning classes or labels
to input data and is by itself an interesting area of Machine Learning. Many dif-
ferent classification algorithms have been successfully applied to a wide variety of
problems. Applying classification algorithms onWSNs, however, implies a num-
ber of challenges not present in regular computing environments. The distributed
nature ofWSNs and the implications of working with battery powered devices in
inaccessible environments leads to many challenges, which are addressed in this
thesis.

A well known classifier that is suitable for application onWSNs is the Naive Bayes
classifier. The Naive Bayes classifier is a classifier that works by calculating the
probability of several classes using Bayes’ theorem. This classifier is called ‘naive‘
since its application in general violates one of the principles of Bayes’ theorem,
namely that the inputs are independent. In practice, however, Naive Bayes is a
straightforward classification algorithm that performs well on a wide variation
of classification problems. One of the aspects that make Naive Bayes suitable for
WSN implementations is that partial results for all the individual inputs can be
combined in any order and combination, which is a relevant property given the
dynamic topology of a typicalWSN. It allows each node to combine its local results
with the results of sensor nodes upstream in the network topology. Thereby, it
allows for communication schemes in which information needs to be transmitted
and received only once, minimising the communication overhead. Furthermore,
the partial results can also be used to perform classifications, which allows a sensor
network to stay functional even if sensor nodes fail, are removed or added.

A key aspect of the Naive Bayes classifier is the determination of the inverse proba-
bility. In general, classification is looking for the most probable class given a certain
input. Bayes’ theorem formulates how to determine this probability from the prob-
ability of a (partial) observation given a certain class. A common approach to
determine these inverse probabilities for partial observations is to divide the input
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space for each input into a number of intervals and empirically determine the prob-
ability of each interval for each possible output class. For example for domestic fire
detection the interval [40 ○C, 50 ○C]may have a probability of 0.3 for the class “fire”
and the same interval can have a probability of 0.1 for the class “no fire”.

The risk of this approach is that for intervals with a low overall probability small
variations in the empirical probability determination can lead to large changes in
the classification score for the various possible outputs. An existing approach that
mitigates this problem is to divide the input space based on bins that hold an equal
number of samples. This approach, however, is not suitable forWSNs due to the
memory requirements for storing and processing a sufficiently large dataset from
which a reliable estimation of the correct interval positions can be made. We have
demonstrated that it is possible to achieve comparable classification accuracy by
determining the interval locations using unsupervised learning methods.

The distributed nature ofWSNs complicates the online training of classifiers. Pro-
viding all sensor nodes with the desired classification output for a longer period of
time is undesirable both due to the battery requirements for such a task and the hu-
man interaction needed to provide the example output labels. We have introduced
a new method that does not have a need for online training certain classification
problems. We have moved the supervised training to an offline phase performed
before network deployment, based on a representative setting in a controlled envi-
ronment. Each node is loaded with the information from this phase. After network
deployment the presented approach enters the online phase in which each node
performs both an unsupervised learning taks that updates the classifier to the partic-
ularities of the location on which the node is deployed, as well as the classification
task. The performance of this method is comparable to that of expensive online
supervised training.

7.1 Recapitulation

In Chapter 3 we investigated the possibilities for distributed processing of three
classification algorithms suitable forWSNs. An analysis of the data flows from the
inputs of the algorithms to the output showed that Feed Forward Neural Networks
have limited options for efficient distributed processing. Naive Bayes and decision
trees on the other hand allow efficient distribution where a limited amount of data
needs to be shared between sensor nodes.

Chapter 4 compares the same algorithms as used in Chapter 3 on their ability to
remain functional when one or multiple inputs fail. The research in this chapter
highlights some interesting properties of the Naive Bayes classifier with regard to
WSNs. The fact that a classification output can be calculated from a combination of
an arbitrary set of independent inputs means that removing and adding inputs is
possible without the need for any new training. The classification output with some
removed inputs is equal to the output from a classifier that was trained without
those inputs to begin with. This fact makes Naive Bayes very suitable forWSNs.
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A way to improve the training efficiency for Naive Bayes is investigated in Chapter
5. In this chapter unsupervised learning is applied to improve the empirical deter-
mination of the probability distribution for the different classification outputs. The
proposed solution uses unsupervised learning to divide the input space into a num-
ber of intervals. These intervals are used to empirically determine the probability
distribution. When compared to the existing approach of binning, where the best
division of the input space is empirically determined, our solution shows similar
classification performance, without having memory requirements which are not
realistic in practice.

Building on the work of Chapter 5, Chapter 6 introduces a method that allows
aWSN running a Naive Bayes classifier to be deployed without requiring online
supervised learning or individualised offline learning. In this approach classifiers
are trained in two phases. The first phase is an offline phase where a classifier is
trained under controlled conditions. During deployment, this classifier is shared
between all sensor nodes. After deployment each sensor node applies unsupervised
learning to adapt the classifier to the particularities of the location of deployment
and then starts with classification.

7.1.1 Research questions

In this section we review the research questions posed in Section 1.3:

1. What is the minimum amount of communication needed for distributed exe-
cution of classification algorithms?
Our hypothesis was that algorithms that combine information from multi-
ple distributed sources in different parts of the information flow will have
limited options for efficient distribution. The results of Chapter 3 verify this
hypothesis. Feed Forward Neural Networks (FFNNs) cannot be efficiently
distributed due to the use of many intermediate results where all previous
inputs or results are combined. Decision Trees and Naive Bayes classifiers,
however, are better suitable for distribution.

2. What is the influence of unreliable inputs on existing classification algorithms?
One of our hypothesis was that many algorithms will show a severe perfor-
mance penalty for unreliable inputs. This hypothesis is verified in Chapter
4. FFNN and Decision Trees demonstrate a large performance penalty in
case of failing inputs. The other hypothesis regarding this research question
was that algorithms that work with meaningful partial results will suffer less
from unreliable inputs. This hypothesis is verified by the fact that Naive
Bayes shows a much better robustness against failing inputs in the experi-
ments presented in Chapter 4.

3. Is online supervised training necessary for accurate classification onWSNs?
Our hypothesis was that online training is important to account for deploy-
ment site specific factors, but it is possible to adapt a generic classifier using
unsupervised training. We have demonstrated this effect in Chapter 6.
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7.2 Contributions

Themain contributions of this thesis are:

1. A memory efficient training approach to the Naive Bayes classifier, using un-
supervised learning
Chapter 5 presents an efficient training approach for Naive Bayes classifiers.
This approach improves the accuracy that can be achieved with Naive Bayes
classifiers within the constraints ofWSNs by combining unsupervised- and
supervised learning.

2. A two phase training approach for Naive Bayes classifiers that eliminates the
requirement of online supervised training onWSNs
In Chapter 6 we introduced a two-phase training approach that allows a
distributed Naive Bayes classifier to be deployed on aWSN without the re-
quirement of online supervised training. This approach eliminates the need
of a phase that would usually require a significant amount of wireless com-
munication and thereby limit the battery capacity available for the actual
application of theWSN.

3. A demonstration of the feasibility of performingWSN experiments with Com-
mercial off-the-shelf (COTS) hardware
Chapter 5 demonstrates that it is feasible to use cheap off the shelf hardware
as a platform for WSN experiments. Using Arduino hardware combined
with cheap NRF24L01+ functional wireless sensor nodes can be build.

4. A comparison of the limits on the efficiency with which a number of classifica-
tion algorithms can be distributed
Chapter 3 investigates the efficiency limits of a number of classification al-
gorithms when distributed on a WSN. This chapter demonstrates severe
drawbacks for the application of FFNN classifiers forWSNs. Naive Bayes
and Decision Trees provide better options for efficient distribution.

5. A comparison on how the reliability of inputs affects the classification perfor-
mance of a number of classification algorithms
Chapter 4 presents an extensive investigation on how the dynamic nature
of WSNs affects the classification performance of a number of classifica-
tion algorithms. Experiments on the effects of failing inputs highlight the
suitability of Naive Bayes classifiers forWSNs.

6. A publicly available dataset forWSN research
For Chapter 4 we created a publicly available dataset for WSN research.
Labeled datasets forWSN research are not widely available. This limits the
repeatability of experiments and provides barriers for newWSN research.
A publicly available labeled dataset therefore is a valuable contribution to
WSN research. This dataset can be found at [75].
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7.3 Future work

The final result of this thesis is a versatile and practical classification algorithm
forWSN applications. There is, however, space for future research. This section
describes a number of areas in which further research could be done.

7.3.1 Other datasets and classification problems

In the research presented in this thesis we have used two datasets [33, 75]. Collecting
and finding suitable datasets to validate WSN research is a challenging task. In
order to further investigate the situations in which the solutions we have proposed
work well and where they do not, it would be interesting to run simulations using
multiple datasets for a variety of classification problems. For example a dataset in
which seasonal changes have a greater impact could provide valuable insight.

Repeating the experiments performed in this thesis with a number of different
datasets would help to further validate the results we have presented. Publishing
online repositories with labeledWSN datasets would be beneficial for the entire
field ofWSN research.

Section 6.3.1 shows that not all sensor nodes are suitable to be used in the offline
phase of QUEST. Although for this experiment this was probably the result of a
malfunctioning node, it is possible that there are classification problems where
QUEST will not work. A full investigation into the types of changes sensor nodes
can encounter when deployed on a different location will provide valuable insight
in when our approach is suitable and when there might be complications.

7.3.2 Peer training

If the future work described in Section 7.3.1 results in classification problems that
are not suitable for QUEST, different approaches have to be considered. When on
site supervised training of sensor nodes is necessary, it is interesting to investigate
if the supervised learning can be performed by sensor nodes that are already de-
ployed and trained. In this way the knowledge present in aWSN is propagated over
multiple “generations”. Only the first generation needs to be trained by a human
supervisor. Sensor nodes installed or replaced later can be trained by the already
trained sensor nodes. If this approach is feasible, it would significantly reduce the
required human maintenance.

7.3.3 Permanent adaptability

As shown in Figure 6.18 the performance of QUEST approaches a certain threshold.
Part of this result is caused by the fact that the applied unsupervised learning algo-
rithms use decaying learning factors to reduce the learning effect after a growing
number of training iterations. This means that after a large number of training iter-
ations the quantile estimations will become almost static. An interesting approach
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could be to impose a certainminimumvalue on the learning factor to preserve a cer-
tain amount of flexibility. For dynamic classification problems that vary due to, for
example, seasonal influences we believe this could result in increased classification
accuracy.

7.3.4 Time aspects

In this thesis we have focussed on classifications that aremade for an instant in time,
without regarding previous state. The evolution of a system over time, however,
can contain relevant information. For example, a temperature reading of 20 ○C
can be quite normal for a sensor node deployed outside. If the temperature during
the winter, however, was 0 ○C a sudden rise of 20 ○C might be a strong indication
that a relevant event has occurred. An investigation in the possibilities to use this
information in the methods we have proposed might lead to interesting findings.
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105Acronyms

A AAV Assault Amphibian Vehicle

C COTS Commercial off-the-shelf
CPDF Cumulative Probability Density Function

D DoD Department of Defense
DW Dragon Wagon

F FFNN Feed Forward Neural Network
FFT Fast Fourier Transformation
FPR False Positive Rate

I IoT Internet of Things

M MAC Media Access Control

N NPR Negative Predictive Value

P PIR Passive Infra-Red
PPR Positive Predictive Value

Q QUEST QUantile Estimation after Supervised Training

R RMS Root Mean Square
RMSE Root Mean Squared Error
ROC Receiver Operating Characteristics

S SOM Self Organizing Map

T TCO Total Cost of Ownership

W WSN Wireless Sensor Network
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