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A B S T R A C T
Objective: To identify which specifications and approaches to
model selection better predict health preferences, the International
Academy of Health Preference Research (IAHPR) hosted a predictive
modeling competition including 18 teams from around the world.
Methods: In April 2016, an exploratory survey was fielded: 4074 US
respondents completed 20 out of 1560 paired comparisons by
choosing between two health descriptions (e.g., longer life span
vs. better health). The exploratory data were distributed to all
teams. By July, eight teams had submitted their predictions for
1600 additional pairs and described their analytical approach.
After these predictions had been posted online, a confirmatory
survey was fielded (4148 additional respondents). Results: The
victorious team, “Discreetly Charming Econometricians,” led by
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Michał Jakubczyk, achieved the smallest χ2, 4391.54 (a predefined
criterion). Its primary scientific findings were that different models
performed better with different pairs, that the value of life span is
not constant proportional, and that logit models have poor pre-
dictive validity in health valuation. Conclusions: The results dem-
onstrated the diversity and potential of new analytical approaches
in health preference research and highlighted the importance of
predictive validity in health valuation.
Keywords: discrete choice experiments, EQ-5D, health preference
research, QALY.

Copyright & 2018, International Society for Pharmacoeconomics and
Outcomes Research (ISPOR). Published by Elsevier Inc.
Introduction

Crowdsourcing is the process of obtaining services, ideas, or
content by soliciting contributions from a large group of people
rather than by relying on a single person or a handful of
collaborators. By gathering the ideas of multiple independent
teams, such a communal endeavor fosters greater creativity and
tends to achieve a wider range of possible solutions and per-
spectives. The International Academy of Health Preference
Research (IAHPR) hosted a predictive modeling competition
designed on the premise that the community of health prefer-
ence researchers is diverse in modeling expertise and perspec-
tives [1]. Instead of relying on convention, peer review, or
theoretical assumptions, the competition described in the
present article produced a diversity of analytical approaches by
striving for greatest predictive validity.
Health preference research (HPR) is a scientific enterprise:
specifications are devised, hypothesized, and tested. Its mantra,
“choice defines value,” refers to the importance of choice evidence
to understand the value people place on health and health care
[2]. Nevertheless, by convention within HPR, researchers typically
conduct just one preference study, estimate just one analytic
specification, and promote its implementation without confirma-
tion. It seems misguided to ground health policy decisions on
preliminary evidence acquired and presented from the perspec-
tive of a single team. More troubling is the approach of research-
ers who estimate multiple specifications and cherry-pick their
results (as in data mining) [3]. In clinical trials, analysis plans
must be formally registered before collecting and examining the
data [4], and the results are typically confirmed by multiple teams
before putting them into practice. For this purpose, the IAHPR
launched the Health Preference Study and Technology Registry
ociety for Pharmacoeconomics and Outcomes Research (ISPOR).
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(hpstr.org). HPR teams can post their analytical plans on this
registry before data collection.

In addition to demonstrating a diversity of analytical
approaches, this competition was designed to promote scientific
rigor in HPR by having multiple teams compete and then judging
the winner on the basis of confirmatory, rather than exploratory,
results. To our knowledge, this is the first predictive modeling
competition in HPR. Improving the understanding of how people
make choices in experimental settings is particularly important
in HPR, because health is not bought and sold openly. Therefore,
to understand the value of various attributes thereof, health
preference researchers conduct surveys using such elicitation
techniques as paired comparisons [5].

For the predictive modeling competition reported here, data
on paired comparisons from an exploratory survey were dis-
tributed to multiple teams so that each team might apply its own
modeling specifications independently. Using its findings, each
team submitted predictions for a second, confirmatory set of
paired comparisons. After their predictions had been posted
publicly, a confirmatory survey was fielded and the teams’
submissions were ranked in accordance with their predictive
validity (smallest to largest χ2). Although the competition has
only one winner, this crowdsourcing endeavor was also designed
to yield benefits more generally to the HPR community: by
promoting greater understanding of the merits underlying alter-
native modeling specifications, promoting the importance of
predictive validity in HPR, and demonstrating the diversity of
analytical approaches among HPR researchers.
Methods

Team Registration

In March 2016, Drs. Craig and Rand-Hendriksen distributed an
announcement inviting all interested teams to participate in
the predictive modeling competition [1]. By April, 18 teams had
registered using a brief form on the IAHPR Web site (no
exclusions) that asked five questions pertaining to 1) condi-
tional agreement for teams; 2) the names of the team and team
leader, and the number of co-investigators; 3) the names of the
co-investigators; 4) experience; and 5) invoicing. By May, all
registered teams had received the exploratory data and a
sample submission. By July, 8 of the 18 teams had submitted
their forms and predictions and were paid $2500 (see Appendix
in Supplemental Materials found at http://dx.doi.org/10.1016/j.
jval.2017.09.016). In September, the victorious team received a
small trophy at the 2016 EuroQol Plenary in Berlin and lead
authorship of this article in concordance with the Vancouver
criteria [6].
Fig. 1 – Example of a pa
Task and Pair Selection

The design of the paired comparisons (see Fig. 1 for an example)
was largely based on the recent protocols for the valuation
technology developed by the EuroQol Group (EQ-VT) [7]. The
wording differed from the EQ-VT in four ways: 1) Because
it was designed to elicit preferences, not judgments, the
competition survey instrument asked “Which do you prefer?”
instead of “Which is better?” 2) The labels “A” and “B” were
dropped, because they might imply rank; 3) The differentiating
attributes and numbers were bolded; and 4) Each description
included the timing and duration of problems (e.g., “Starting
today, [x] years with health problems: [health state] then die ([x]
years from today)”).

The set of 1560 pairs in the exploratory survey was based on
the 196 pairs in the EQ-VT. Every pair had two health descrip-
tions, each of which included five problems based on the five-
level EuroQol five-dimensional questionnaire (EQ-5D-5L; mobility
[MO], self-care [SC], usual activities [UA], pain/discomfort [PD],
and anxiety/depression [AD]). Each problem was characterized as
being at one of five possible levels (none [level 1], slight,
moderate, severe, and unable/extreme [level 5]). As a shorthand
notation, the five problems are standardly characterized as a
vector of five numbers (e.g., Fig. 1 includes 33333). The problems
based on the 196 pairs of the EQ-VT (and 4 ancillary pairs) had
durations in four different temporal units (days, weeks, months,
and years), creating 800 efficient pairs.

In addition to the 800 efficient pairs, 760 time trade-off (TTO)
pairs of identical structure were included. In TTO, pairs are
distinguished by having one health description that involves no
health problems (i.e., 11111) and a longer life span (e.g., Fig. 1),
like a conventional TTO task. To select the TTO pairs, 38
descriptions were selected from the efficient pairs, included
durations in four different temporal units, and paired with five
durations with no health problems (38 × 4 × 5 ¼ 760). Forty of the
TTO pairs included “immediate death.”

The set of 1600 pairs in the confirmatory survey included 800
efficient pairs as well as 800 TTO pairs (including 40 with imme-
diate death). These choice sets were created using a similar
process, albeit with some important differences. Unlike the pre-
vious set, which was based on the 196 EQ-VT pairs, the process
began by selecting health descriptions that commonly occur in
clinical data and limiting the candidate set of pairs to just these
empirically observed combinations. The motivation for emphasis
on prevalent outcomes is that health preference estimates are
commonly applied to summarize health outcomes captured in
clinical trials as a means to better inform medical recommenda-
tions and resource allocation decisions (e.g., cost-utility analyses).
After combining the problems in these prevalent descriptions with
durations to create a candidate set, a software package (Ngene
[ChoiceMetrics, Sydney, Australia]) was used to select a subset of
200 pairs by D-efficiency, which were combined with the four
ired comparison.
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Table 1 – Respondent characteristics by completion and compared with 2010 US population*.

Characteristic Complete Dropout vs.
complete
P value

Exploratory vs.
confirmatory

P value

US 2010
Census

(%)Dropout, %
(no.)

(N ¼ 990)

Exploratory,
% (no.)

(N ¼ 4074)

Confirmatory,
% (no.)

(N ¼ 4148)

Age (y)
18–34 25.66 (254) 27.12 (1105) 28.21 (1170) 0.22 0.55 30.58
35–54 38.59 (382) 36.25 (1477) 35.68 (1480) 36.70
≥55 35.76 (354) 36.62 (1492) 36.11 (1498) 32.72

Sex
Male 42.83 (424) 49.39 (2012) 50.53 (2096) o0.01 0.30 48.53
Female 57.17 (566) 50.61 (2062) 49.47 (2052) 51.47

Race
White 77.58 (768) 82.18 (3348) 80.54 (3341) 0.02 0.11 74.66
Black or African

American
16.36 (162) 11.73 (478) 12.73 (528) 11.97

American Indian or
Alaska Native

0.51 (5) 0.56 (23) 0.48 (20) 0.87

Asian 2.83 (28) 2.82 (115) 3.01 (125) 4.87
Native Hawaiian or other

Pacific Islander
0.40 (4) 0.59 (24) 0.39 (16) 0.16

Some other race 2.32 (23) 2.11 (86) 2.84 (118) 5.39
Two or more races 2.06

Hispanic ethnicity
Hispanic or Latino 12.02 (119) 12.03 (490) 12.30 (510) 0.90 0.71 14.22
Not Hispanic or Latino 87.98 (871) 87.97 (3584) 87.70 (3638) 85.78

Educational attainment
among aged 25 y or older
Less than high school 2.42 (24) 1.91 (78) 2.10 (87) 0.96 o0.01 14.42
High school graduate 43.84 (434) 43.27 (1763) 45.20 (1875) 28.50
Some college, no degree 11.11 (110) 12.20 (497) 8.87 (368) 21.28
Associate’s degree 6.97 (69) 7.44 (303) 5.67 (235) 7.61
Bachelor’s degree 29.19 (289) 27.91 (1137) 30.30 (1257) 17.74
Graduate or

professional degree
3.43 (34) 3.61 (147) 3.71 (154) 10.44

Refused/Don’t know 0.10 (1) 0.07 (3) 0.07 (3) –

Household income
≤$14,999 5.35 (53) 4.52 (184) 4.44 (184) o0.01 o0.01 13.46
$15,000–$24,999 7.07 (70) 5.65 (230) 5.74 (238) 11.49
$25,000–$34,999 8.59 (85) 8.27 (337) 8.20 (340) 10.76
$35,000–$49,999 14.75 (146) 15.34 (625) 12.85 (533) 14.24
$50,000–$74,999 20.51 (203) 21.23 (865) 21.79 (904) 18.28
$75,000–$99,999 12.83 (127) 15.56 (634) 14.05 (583) 11.81
$100,000–$149,999 12.63 (125) 13.21 (538) 15.41 (639) 11.82
≥$150,000 6.67 (66) 7.51 (306) 9.81 (407) 8.14
Refused/Don’t know 11.62 (115) 8.71 (355) 7.71 (320) –

⁎ Age, sex, race, and ethnicity estimates for the United States are based on 2010 Census Summary File 1. Educational attainment and
household income are based on 2010 American Community Survey 1—Year Estimates. Unlike the US Census, the American Community
Survey excluded adults not in the community (e.g., institutionalized) and describes income by the proportion of households, not adults.
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temporal units to create 800 efficient pairs [8,9]. To select the TTO
pairs, 40 descriptions were selected from the efficient pairs. Each of
the TTO pairs was shown with four temporal units, creating an
additional 800 confirmatory pairs. A full description of the process
of pair selection was included in the rules of the competition and
distributed before team registration [1]. All pairs are shown in the
Appendix in Supplemental Materials.

Health Preference Survey

Between March 21 and April 6, 2016 (exploratory), and between July
25 and August 26, 2016 (confirmatory), 8222 US adults aged 18 years
and older were recruited from a nationally representative panel to
participate in a 25-minute online survey. The survey instrument
had four components (see Appendix in Supplemental Materials):
screener, health, paired comparison, and follow-up. The screener
captured the respondent’s consent and demographic and socio-
economic characteristics (Table 1). Respondents who passed the
screener (i.e., who consented and did so within demographic
quotas) were asked to complete the health component, including
a five-level question on general health, the EQ-5D-5L, and a visual
analogue scale (range of worst to best, 0–100) on general health.
After viewing three examples of paired comparisons, each respond-
ent completed 10 efficient pairs followed by 10 TTO pairs. In the
follow-up component, respondents were asked “How would you
describe this survey?” and offered eight adjectival statements
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(Table 2) shown in random order with three response options (Not
true, Sometimes true, and Often true).

Besides their fielding dates, the only differences between the
exploratory and confirmatory surveys were the pairs. The order
of the pairs was randomized at the respondent level, and the two
alternatives within each pair were randomized horizontally at
the respondent level (i.e., left and right) such that the shorter life
span was either always on the left or always on the right. Each of
the 3160 pairs had approximately 50 responses following 18
demographic quotas (all combinations of two genders, three age
groups, and three race or ethnicity groups) to promote concord-
ance with the 2010 US Census. Screenshots of the survey instru-
ment are provided in the Appendix in Supplemental Materials.
Econometric Analysis

To aid in the interpretation of the results, the respondents are
described in terms of their demographic and socioeconomic
Table 2 – Response behavior, lexicographic preferences,

Exploratory, %

Response behavior
Always left or always right 0.34 (
Mixed 99.66 (

Lexicographic preference
Always shorter life span 0.69 (
Mixed 95.14 (
Always longer life span 4.17 (

Survey description (ranked by proportion)
Interesting, thought-provoking, and eye-opening

Not true 10.75 (
Sometimes true 44.11 (
Often true 43.47 (

Challenging, tricky, tough, and difficult
Not true 22.21 (
Sometimes true 50.93 (
Often true 25.14 (

Weird, unusual, bizarre, odd, and strange
Not true 29.06 (
Sometimes true 44.99 (
Often true 23.93 (

Depressing, sad, scary, and distressing
Not true 30.83 (
Sometimes true 45.97 (
Often true 21.33 (

Morbid, morose, dismal, bleak, grim, and somber
Not true 31.81 (
Sometimes true 44.48 (
Often true 21.89 (

Ridiculous, implausible, and unrealistic
Not true 53.17 (
Sometimes true 35.13 (
Often true 9.89 (

Enjoyable, amusing, entertaining, and fun
Not true 56.70 (
Sometimes true 31.76 (
Often true 9.72 (

Unclear, vague, and nebulous
Not true 56.77 (
Sometimes true 34.46 (
Often true 6.92 (
characteristics. The data were assessed for differential dropout
and differences between the exploratory and confirmatory
surveys using χ2 tests. Respondents are also described in terms
of their response behaviors (e.g., always choosing the left
option), lexicographic patterns in the paired-comparison
responses (e.g., always choosing a longer life span), and their
follow-up descriptions of the survey. Regardless of how they
responded to the survey, all respondents were included in the
analytical sample.

To simplify the analysis, each team received only the
paired-comparison responses of the exploratory survey, and
not also the respondent characteristics. As part of the submis-
sion form, the teams were explicitly asked whether this exclu-
sion made the modeling more difficult (see the Appendix in
Supplemental Materials). Using these preference data, the teams
independently estimated their models and submitted predic-
tions for the pairs in the exploratory and confirmatory surveys,
ranging from 0.000 to 1.000 (see the Appendix in Supplemental
Materials).
and survey description.

(n) (N ¼ 4074) Confirmatory, % (n) (N ¼ 4148) P value

14) 0.48 (20) 0.33
4060) 99.52 (4128)

28) 1.66 (69) o0.01
3876) 91.88 (3811)
170) 6.46 (268)

438) 9.81 (407) 0.30
1797) 44.31 (1838)
1771) 44.67 (1853)

905) 23.41 (971) 0.51
2075) 50.36 (2089)
1024) 25.12 (1042)

1184) 27.12 (1125) o0.01
1833) 44.17 (1832)
975) 27.34 (1134)

1256) 29.39 (1219) 0.03
1873) 45.40 (1883)
869) 23.79 (987)

1296) 29.77 (1235) 0.02
1812) 44.62 (1851)
892) 24.37 (1011)

2166) 51.95 (2155) 0.35
1431) 36.31 (1506)
403) 10.51 (436)

2310) 55.91 (2319) 0.56
1294) 32.98 (1368)
396) 9.88 (410)

2313) 57.52 (2386) 0.93
1404) 34.28 (1422)
282) 6.92 (287)
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To characterize the fit of each team’s predictions, the χ2 was
computed:

∑
K

k¼1
yk−pk
� �2 � Nk

yk � 1−yk
� � :

In this formula, Nk is the sample size (e.g., 50 responses), pk is the
team’s prediction, and yk is the sample proportion for the kth pair
of K pairs. If a sample proportion was unanimous ð yk¼1 or 0Þ, the
weight, Nk � yk � 1−yk

� �� �−1, was replaced with the Berkson
weight, 4�N3

k � 2� Nk−1ð Þ−1, resulting from (e.g., for yk¼0)
replacing yk with half of the smallest possible positive proportion,
2Nkð Þ−1: [10]. Although the team with the smallest χ2 on the basis
of the confirmatory survey wins the competition, the χ2 of the
confirmatory survey (y-axis) is plotted against that of the explor-
atory survey as an indicator of differential fit.

To illustrate which predictions are rejected by the data at a P
value of 0.01, an immediate form of the binomial test was run for
each pair and team prediction. For the victorious team, this
concordance between the predictions and the confirmatory
responses is shown in a scatterplot in which the red dots
represent rejections (Fig. 2). When the confirmatory responses
on any pair reject a prediction, this suggests poor predictive
validity (Table 3). We also calculated the Lin concordance
between predictions and sample proportions as an absolute
measure of concordance [11].

To facilitate comparison of fit across pair subsets, reduced χ2

(i.e., χ2 divided by the number of pairs within a pair subset) was
estimated by team, survey (exploratory or confirmatory), tempo-
ral unit, difference in survival (immediate death, half or less, or
more than half), and pair type (efficient or TTO) [12].

Model averaging is sometimes used to combine information
from various models/approaches and to reduce the variance of
the resulting prediction (if the models are uncorrelated). To
further verify the benefits of crowdsourcing, in the analysis of
the final χ2 we included the average of all the produced models.

The sample proportions in the confirmatory study were
subject to stochastic uncertainty; the true probability of selecting
a given alternative in the general population may result in
various sample proportions via binomial distribution. To separate
the luck of a team from the quality of its model, we generated
multiple (10,000) bootstrap confirmatory samples (for each con-
firmatory pair k, generating bootstrap y⁎k using a binomial dis-
tribution with Nk trials and a probability of success yk.). For each
bootstrap sample, we calculated the χ2 statistics and determined
Fig. 2 – Predictions and confirmatory results for Discreetly
Charming Econometricians.
the winning team. We then calculated the 95% confidence
intervals for the χ2 using the percentile method and calculated
the proportion of bootstrap samples in which a given team was a
winner.

The bootstrap approach, in addition, allows estimating the
expected performance of the perfect model—the one knowing the
true probabilities of selecting a given state in each pair. Such a
perfect model would still not result in χ2 being 0 because of the
stochastic randomness of the actually observed proportion, and
we estimated the expected χ2 to assess how close the competing
teams got to the perfect model.
Results

Among the 13,974 US adults recruited by email for the study (i.e.,
survey visits), 12,123 (87%) completed the screener, 9,212 (66%)
were selected to participate in the study (i.e., consented and were
quota-sampled), 8,721 (62%) completed the health component,
and 8,222 (59%) completed the paired comparisons (median 18.26
minutes; interquartile range 13.52–27.02). The 990 respondents
who dropped out during the health or paired-comparison com-
ponent more often were female, black or African American, or
reported “Refused/Don’t know” for household income compared
with respondents who completed the components (Table 1; P o
0.01). Although there were no significant differences in respond-
ents’ demographic characteristics, the exploratory and confirma-
tory samples had small differences in education attainment and
household income (absolute difference o5%). The analytical
samples had higher educational attainment and household
income compared with the US 2010 Census.

Table 2 presents patterns in the response behaviors (P o 0.01).
Few respondents (o0.5%) chose only left or only right. Some
respondents (o2%) always chose the shorter life span, and others
(5%) always chose the alternative with the longer life span. These
behaviors and lexicographic preferences were slightly less prev-
alent in the exploratory survey compared with the confirmatory
survey (o3% difference). On the basis of the reported descriptions
of the survey, most considered the survey to be “interesting,
thought-provoking, and eye-opening” (90%) and “challenging,
tricky, tough, and difficult” (78%). Less than half considered the
survey “ridiculous, implausible, and unrealistic,” “enjoyable,
amusing, entertaining, and fun,” or “unclear, vague, and nebu-
lous.” The descriptions of the exploratory and confirmatory
surveys were similar, except that a few additional respondents
(o3% difference) indicated that the confirmatory survey was
“weird, unusual, bizarre, odd, and strange.”

Figure 3 shows the χ2 for the confirmatory and exploratory
surveys by team. Among the eight teams, χ2 ranged from 908.78
to 5587.42 for the exploratory survey and from 4391.54 to 8028.86
for the confirmatory survey. Among the eight teams, Discreetly
Charming Econometricians, led by Michał Jakubczyk, submitted
the predictions with the lowest χ2 of the confirmatory survey
(4391.54). Their predictions also had the fewest number of
rejections and the highest concordance as measured by the
Lin ρ, suggesting that their analytical approach clearly had the
greatest predictive validity.

Table 3 presents the reduced χ2 by team, survey, and pair
types. Seven of the eight teams had the most difficulty predicting
preferences in “years” and the least difficulty doing so in “weeks.”
The teams’ predictive validities differed greatly for dead pairs
(pairs including immediate death) and were more similar for life
span pairs (i.e., where a shorter life span was paired with a longer
life span). All teams predicted the TTO pairs better than the
efficient pairs in the exploratory survey, but this was not the case
for the confirmatory survey.



Table 3 – Predictive validity, rejected predictions, and reduced χ2 by temporal unit, life span, and pair type.

Survey and team Predictive
validity

Rejected
predictions* (%)

Reduced χ2†

Temporal unit Ratio of life spans Pair type

χ2 Lin
ρ

Days Weeks Months Years Immediate
death

Half or
less

More
than half

Efficient TTO‡

Exploratory (N ¼ 4074)
Discreetly Charming

Econometricians
908.78 0.98 0.06 0.54 0.46 0.71 0.62 0.14 0.50 0.73 0.73 0.44

Occam’s Barbershop
Quartet

2415.13 0.94 3.40 1.57 1.44 1.53 1.66 1.03 1.43 1.75 1.78 1.32

Basta! 3267.00 0.93 5.96 2.06 1.90 2.23 2.19 0.81 1.79 2.62 2.67 1.52
Fedora 3569.92 0.92 4.17 2.22 1.84 2.56 2.53 1.01 1.93 2.89 3.18 1.36
Preferential Treatment 3704.80 0.91 6.99 2.80 1.81 1.88 3.01 5.67 2.31 2.25 2.45 2.11
Marginal Choices 3391.08 0.92 3.33 2.14 1.74 2.44 2.38 1.49 1.82 2.72 2.94 1.36
Super Stochastic

Fantastic
4150.17 0.92 6.22 2.60 2.33 3.18 2.54 0.58 2.24 3.40 3.88 1.42

Pio Pio 5587.42 0.89 9.36 3.22 2.59 4.77 3.75 0.79 2.74 4.96 5.38 1.74
Confirmatory (N ¼ 4148)

Discreetly Charming
Econometricians

4391.54 0.87 8.38 2.63 2.42 2.64 3.30 5.13 2.35 3.13 3.29 2.04

Occam’s Barbershop
Quartet

4874.75 0.85 10.25 2.76 2.66 2.71 4.06 5.05 2.66 3.43 2.81 3.19

Basta! 5005.13 0.84 12.13 3.15 2.88 2.90 3.58 2.14 3.10 3.22 3.72 2.55
Fedora 5697.52 0.82 11.44 3.15 3.11 3.00 4.98 6.14 3.13 3.97 3.12 3.89
Preferential Treatment 6279.42 0.82 13.63 2.09 2.41 3.15 8.04 14.43 3.75 3.53 3.11 4.23
Marginal Choices 6924.78 0.78 15.25 3.85 3.40 3.89 6.17 9.70 3.81 4.69 4.32 4.05
Super Stochastic

Fantastic
7292.12 0.78 14.69 4.67 3.47 4.65 5.44 3.52 4.40 4.82 5.28 3.86

Pio Pio 8028.86 0.77 18.44 4.08 3.12 4.45 8.43 1.85 4.80 5.49 6.21 3.93

TTO, time trade-off.
⁎ Rejected prediction is the proportion of pairs where the team’s prediction was rejected by the data at a P value of 0.01 on the basis of an immediate form of the binomial test (e.g., red dots in
Fig. 3).

† Reduced χ2 is the χ2 divided by the number of degrees of freedom (a.k.a. mean square weighted deviation). For this table, we divided by the number of pairs; therefore, reduced χ2 may be
interpreted as the mean of weighted squared error across the pairs.

‡ The TTO pairs exclude those pairs including immediate death, which are shown in the column titled “Immediate death.”
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Fig. 3 – Exploratory and confirmatory χ2 by team.
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Table 4 presents the results of the bootstrap analysis, that is,
the assessment of the impact of the randomness of the con-
firmatory results on the (fixed at the time of submission) teams’
predictions. First, the χ2 values increase substantially, resulting
from high probability of obtaining at least some y⁎k¼0 or 1 in
bootstrap samples and using high Berkson weights. This means
that the actual baseline results were the result of quite some luck
that no 0s or 1s occurred. Second, Discreetly Charming Econo-
metricians still won irrespectively of luck, because their predic-
tions were the best in more than 90% bootstrap samples.
Interestingly, theirs beat the average model, which is better than
any other in the competition. Third, one cannot expect the final
χ2 to be close to 0. Because of the randomness of the whole
process, in the present competition even knowing the true
probabilities could only yield a χ2 of about 1800.

Comparison of Analytical Approaches

Table 5 presents the teams’ analytical approaches on the basis of
their submission forms (see the Appendix in Supplemental
Materials). The submission forms enabled teams to describe their
own process or rationale for model selection, and this, as we see it,
may be of greater importance than the models and estimation
Table 4 – Bootstrap analysis of the teams’ predictions qu

Team χ2 (confirmatory
data)

Me
χ

Discreetly Charming Econometricians 4391.54 726
Occam’s Barbershop Quartet 4874.75 774
Basta! 5005.13 767
Fedora 5697.52 893
Preferential Treatment 6279.42 969
Marginal Choices 6924.78 10,44
Super Stochastic Fantastic 7292.12 10,97
Pio Pio 8028.86 11,57
Average of the above models 4622.04 772
Perfect (actual confirmatory sample

proportions)
0 183

CI, confidence interval.
techniques themselves. Across the teams, the most prevalent soft-
ware packages used were R (R Foundation for Statistical Computing,
Vienna, Austria) and Stata (StataCorp, College Station, TX). Four of
the eight teams built from the Stata code provided in the example
(Fedora), which was a Zermelo-Bradley-Terry model with a power
function to relax the constant proportionality assumption. Three
teams did not estimate values on a quality-adjusted life-year (QALY)
scale, which gave them greater flexibility in their analytical
approaches. The use of a separate model for the immediate death
pairs was particularly advantageous (Table 3), which suggests that
such pair evidence may not fit well within the QALY concept.

Discreetly Charming Econometricians stratified the pairs with
and without immediate death and estimated a model in each
stratum by minimizing χ2. Using the dead pairs, the probability of
preferring immediate death was modeled using a linear regres-
sion with eight coefficients: a constant, the number of severe
problems, the number of extreme problems, whether UA was
severe or worse, whether PD was severe or worse, and three
variables representing life span in days, months, or years. The
predicted probabilities ranged within the [0,1] interval; hence, no
further nonlinear transformation was applied. Additional varia-
bles were estimated and assessed by cross-validation and logical
consistency; the final model, however, is parsimonious compared
with the other teams (i.e., eight parameters). Looking at the
confirmatory results, the reduced χ2 of this dead-pair model
(5.13) is higher than the reduced χ2 for all other pair types, which
suggests room for improvement.

Discreetly Charming Econometricians won this competition
because of their model of the nondead pairs. In this model, they
did not apply a sigmoidal cumulative density function (CDF) (e.g.,
logit or probit); instead, they used a Cauchy CDF, 0.5 þ arctan(r)/π,
which is similar to the half Cauchy CDF, 2 × arctan(r)/π, and a
Zermelo-Bradley-Terry CDF, 1/(1 þ r) [13]. Each of these three
functions belongs to a class of ratio- or angle-based CDF. For
example, the half Cauchy CDF can be approximated by the
function 1/(1 þ r0.81), which is similar to the Zermelo-Bradley-
Terry CDF. The competition clearly showed the dominance of the
ratio- or angle-based CDF over the sigmoidal or linear CDF.

The Cauchy regression model had 39 dummy variables (d) and
2 count variables (T):

r¼ ∑
7

i¼1
αi ∑

5

j¼1
βjdA,i,j−βjdB,i,j

� �
þ∑4

t¼1γtdt∑
7
i¼1αi∑

5
j¼1

βjdA,i,jTA−βjdB,i,jTB

� �
þ∑4

t¼1δtdt ln TA=TB
� �þλtdt TA−TBð Þ:
ality.

Bootstrapped confirmatory samples results

an
2

Median
χ2

95% CI for χ2 % Samples model
wins

6.36 7236.21 6628.23–8103.47 93.1%
2.83 7724.62 7187.04–8461.71 3.2%
2.10 7644.40 7112.23–8431.23 3.6%
4.89 8919.29 8232.97–9717.49 0.0%
0.32 9678.19 8858.64–10,665.00 0.0%
0.63 10,423.14 9606.87–11,407.14 0.0%
5.63 10,940.99 10,018.14–12,193.53 0.0%
7.89 11,534.25 10,683.86–12,753.82 0.0%
1.84 7709.87 7105.46–8550.33 0.1%
1.93 1826.62 1668.17–2015.20 Not included

(100% if included)



Table 5 – Summary of analytical approaches.

Team Statistical
software

Cumulative
density function*

Time
specification

Brief summary of purpose and innovations†

Discreetly
Charming
Econometricians

R Cauchy, linear Multiple This team did not strive to understand choice at all;
instead, they optimized their model selection to
achieve the smallest χ2. Key innovations include
their nearest-neighbor approach and use of a
separate model for “immediate death” pairs.

Occam’s
Barbershop
Quartet

R Zermelo-Bradley-
Terry

Power function This team estimated values on a QALY scale. Key
innovations include their use of shared parameters
for dimensions and levels (parsimony) and inclusion
of interaction terms.

Basta! R Linear Multiple This team strictly ignored the QALY concept. Key
innovations include their stepwise approach and
creativity in variable selection and understanding of
behavioral heuristics.

Fedora Stata Zermelo-Bradley-
Terry

Power function This team estimated values on a QALY scale. At the
start of the competition, the model and its code
were distributed to all teams as an example. The
model had no further innovations.

Preferential
Treatment

Stata Zermelo-Bradley-
Terry

Power function This team estimated values on a QALY scale. Its key
innovations include constraining the power to be
0.45 and inclusion of interactions for pits and
deviations from full health.

Marginal Choices Stata Zermelo-Bradley-
Terry

Power function This team estimated values on a QALY scale. Its key
innovations include the inclusion of 10 parameters
in the power function to further relax the constant
proportionality assumption.

Super Stochastic
Fantastic

Stata, Python Logit Multiple This team did not estimate values on a QALY scale. Its
key innovations include the estimation of separate
models by temporal units and interaction terms (224
parameters).

Pio Pio Stata Probit Multiple This team estimated values on a QALY scale. Its key
innovations include a heteroskedastic model,
interaction terms, and a separate model for
“immediate death” pairs.

QALY, quality-adjusted life-year.
⁎ For reference: linear, P ¼ A − B; logit, P ¼ exp(A)/(exp(A) þ exp(B)); Zermelo-Bradley-Terry, P ¼ A/(A þ B); and Cauchy, 0.5 þ arctan(A − B)/π.
† The summaries are based on each team’s submission form (see the Appendix in Supplemental Materials).
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For i ¼ 1 to 5, dA,i,j is a dummy variable that equals 1 if the
description A has problem i at level j. For i ¼ 6 and 7, dA,i,j is a
dummy variable equal to 1 if description A has problem i−-4 at
level j and the problems are expressed in months or years. For t ¼
1 to 4, dt is a dummy variable equal to 1 if the temporal unit is
days, weeks, months, or years, respectively. TA is the life span for
description A in the temporal unit.

This Cauchy regression model has 24 parameters, but 2 were
constrained. The seven αi ’s are parameters that measure the
importance of problems. The five βi’s are parameters that meas-
ure the relative importance of levels (with β1 constrained to 0 and
β5 constrained to 1). The remaining 12 parameters, γt, δt, and λt,
adjust for the life span and its temporal unit. In total, the
victorious model had 30 parameters (8 in the dead-pair model
and 22 in the TTO- and efficient-pair models).

Compared with the victorious model, the four teams that used
the Zermelo-Bradley-Terry model (Occam’s Barbershop Quartet,
Fedora, Marginal Choices, and Preferential Treatment) performed
worse on predicting the TTO pairs, but generally predicted better
on the efficient pairs. Likewise, the teams that used a sigmoidal
CDF (Super Stochastic Fantastic and Pio Pio) did worse on
predicting the TTO and efficient pairs, but better on predicting
the dead pairs. On the basis of these results, the best analytical
approach may be to estimate a Cauchy model to predict TTO
pairs, a Zermelo-Bradley-Terry model to predict the efficient
pairs, and a linear or sigmoidal model to predict the dead pairs.
Nevertheless, this ignores the primary purpose of this valuation
study: to estimate EQ-5D-5L values on a QALY scale.
Discussion

The purpose of this competition was not to conclude that a
specific model should be promoted as universally the best, or as
true in some deeper sense. The main objective was to get as many
model specifications as possible out in the open so that their
strengths and weaknesses could be discussed (see the Appendix
in Supplemental Materials). The competition successfully pro-
moted the importance of predictive validity in HPR and showed
the diversity of analytical approaches and perspectives within
the HPR community. This competition has drawn attention to
critical problems with specific econometric issues and modeling
approaches (e.g., logits and constant proportionality) as well as
disseminated a public data set and code so that students and
scientists who are new to the field have a better understanding of
the challenges of health preference modeling.
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One important observation is that different approaches and
models were successful in different types of pairs. A possible
interpretation of this fact is that respondents do not enter the
task with a clear preference structure and that the task induces
its discovery or even generates it. Being faced with different types
of choices, the respondent may focus on different attributes or
cognitive processes. Knowing implications may facilitate the
merge of preference evidence across pair types without the need
to assume that one captures preferences necessarily better than
another.

It is difficult to state why the model by Discreetly Charming
Econometricians has won overall (or why any other model has
not). That would require understanding its relative advantages in
the three types of pairs (and also depends on the composition of
pairs in the confirmatory study, e.g., there were only a few
immediate death pairs). That, in turn, would require adding/
removing parts of this model, to see which element drove the
result. Moreover, to avoid hypothesizing after the results are
known, it would be best to confirm its merits in a repeated
process of collecting exploratory data, modeling, and verifying
predictions. Still, we present our intuition here.

First, Occam’s Barbershop Quartet (second place) and Fedora
(fourth place) used a single model, and that might be an
imperfect compromise across pair types. Second, constant pro-
portionality was rejected by all models that relaxed this assump-
tion. Third, the effect of time may differ by problems, which
complicates the construction of a value set for health states.
Fourth, the behavioral attributes, such as pair sequence and left-
right orientation of health descriptions, were not used by any of
the teams. Fifth, no evidence of overfitting (i.e., increasing the fit
to the exploratory data up to the point that a random noise is
being modeled instead of true relationship, which results in
worsening predictions) can be seen in the results (i.e., the relation
in Fig. 3 is not U-shaped). Finally, the victorious model can most
likely be immediately improved, by separately calibrating its
parameters to TTO and efficient pairs and by using a sigmoidal
CDF for the dead pairs.

Where are the QALYs? As the largest health valuation study
ever conducted, with 8221 respondents, this study was inten-
tionally overpowered so that it could demonstrate differences in
modeling approaches. Instead of focusing only on predictive
validity, the competition could have asked teams to submit
preference weights on a QALY scale on the basis of preset criteria
(e.g., an award for the best value set). Two of the four leading
teams (first and third place) intentionally did not estimate
preference weights on a QALY scale, because it detracted from
their primary objective (i.e., reducing χ2). The other two leading
teams (Craig and Rand-Hendriksen) have since combined forces
to produce a US value set for the EQ-5D-5L building from the
competition results. This value set will be published separately
and may have a greater impact on the field than the competition
itself (i.e., outcomes research).

This project faced some challenges related to an unexpected
aspect of the competition design. All 18 of the registered
teams openly agreed with the amount of compensation ($2500),
the rules of the competition, and the time frame for its deliver-
ables. χ2 was selected from the set of all possible valid measures
of fit as the primary means of assessing predictive validity
for the competition. Knowing that they would be ranked by their
χ2, each team had an incentive to submit values that minimized
predictive error on the pair probabilities. Nevertheless, 10 of the
18 teams dropped out after receiving the exploratory data
because 1) their intended approach performed poorly (e.g., logits),
2) the attributes involved unexpected complexities common to
health valuation (e.g., different temporal units), or 3) team
leaders had to attend to unexpected personal or work
commitments.
When the competition was announced, some researchers
expressed concern about the inherent advantages of teams
involved in administering the competition. To avoid potential
conflicts of interest, Benjamin M. Craig distributed his submis-
sion (i.e., form, predictions, code) to all teams before accepting
any other submissions. His submission served as an example and
allowed him to review the submissions of others without provok-
ing concern that he might then modify his own. But his example
may, in turn, have contributed to the decisions of some teams to
drop out and may also have induced the unintended conse-
quence that four of the eight submissions applied a similar
analytical approach to modeling, reducing analytic diversity.

Among the 10 teams that dropped out, some researchers who
specialized in identifying subgroups or individuals with distinct
preferences (i.e., preference heterogeneity) expressed deep reser-
vations after seeing the data, stating that predictive validity is an
inherently flawed objective. From their perspective, preference
data must be individually cleansed of respondent behaviors and
traits before they can be properly interpreted as preferences. If
one assumes that preferences are inherently latent, the predic-
tion of confirmatory preference data is critically confounded by
underlying unobservable factors. Furthermore, the selection of
the χ2 as the measure of fit was arbitrary (as any other measure
would be) [14,15] and an added source of debate. The fact that 10
teams dropped out after agreeing to the rules and examining the
data exemplifies the diversity of analytical approaches and
perspectives in HPR as well as a limitation of this competition.

Apart from its latency, we further recognize that preferences may
be heterogeneous and that this competition tells us little about
predicting preferences of specific individuals or variability within and
between individuals [2]. Each team predicted preferences of the
general population in aggregate and without access to data on
respondent characteristics. A future competition may assess which
models are suitable for individual prediction (i.e., predicting choices,
not proportions). Likewise, further analyses may examine behavioral
patterns, such as order effects (left-right), sequence effects (first-last),
or inertial effects (e.g., choosing A over B may increase the likelihood
of A over B in the subsequent pair).
Conclusions

The conclusions of this study are scenario- and sample-dependent. If
the attributes and levels used and the configurations of the scenarios
were different, the teams may have approached the task differently.
Furthermore, the extrapolation of the modeling approaches to other
scenarios depends on their similarity to this one. For example, we
found that different approaches and models were successful in
different types of pairs. Therefore, each has a potential justification
for extrapolation and the victorious approachmay not be appropriate
in all scenarios, which is a motivation to repeat this competition in
another context.

Also, it is important to acknowledge the potential biases in
panel-based surveys, which is particularly challenging for exper-
imental studies [16]. In this study, low socioeconomic status is
rare in online panels and associated with dropping out and with
nontrading behavior (e.g., always choosing the alternative on the
right or with the longest life span). Lexicographic response
patterns may be attributable to preferences, inattentiveness, or
greater cognitive difficulty. In this study, 78% reported that the
survey was “challenging, tricky, tough, and difficult.” Therefore,
even if online panels were able to recruit a sufficient number of
participants with low socioeconomic status (external validity),
the responses may not reflect their actual preferences (internal
validity). Furthermore, it is reasonable to expect that the explor-
atory and confirmatory data may differ because of seasonal or
other unobservable changes in the panel. These limitations
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should be balanced against the feasibility of controlling such
biases and its potential implication for the competition results.

Predictive validity may not be the ultimate goal in HPR for
multiple reasons. First, choices in hypothetical tasks may poorly
concord with preferences in real life. Nevertheless, modeling health
preferences captured in experimental settings is instrumental to
enhancing understanding what people value and prioritize in terms
of health and health care. Because of ethical considerations, no other
method is available to substitute for a well-designed experiment (e.g.,
quality vs. quantity of life). This project focused on predictive validity
as a measure of how well the researchers in the field understand
health preferences as reported in experimental settings. Second,
predicting hypothetical choices does not have the same practical use
as predicting real-world events such as the weather or elections.
Predictions of real-world events may be judged in terms of their
accuracy. This competition showed that analysts were able to predict
what they were asked to predict in experimental settings (i.e.,
validity, not accuracy); therefore, its findings should be interpreted
with greater caution and humility. Third, the model of the victorious
team, Discreetly Charming Econometricians, outperformed all other
teams’ models in terms of predictive validity, but its predictions
cannot be (at least immediately) translated into values on a QALY
scale for use in cost-utility analyses. The predictions of the team in
the second place, Occam’s Barbershop Quartet, led by Kim Rand-
Hendriksen, produced QALY values and this practical advantagemay
be worth the reduction in predictive validity. HPR needs models that
reveal the underlying structure of preferences at the level of
individuals, subgroups, and overall. From amore general perspective,
this competition has shown that crowdsourcing for econometric
modeling may be both useful and charming.
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