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1. ABSTRACT

Time Series (TS) of multispectral images enable monitoring of many physical phenomena, ranging from hazard
assessment to agricultural monitoring. One of the main limitations in the processing of multispectral images is
caused by missing information due to cloud occlusions. In the literature, many cloud restoration approaches have
been proposed. However, these approaches are usually computationally intensive. In this context, deep learning
architectures such as the Long short Term Memory (LSTM) classifier, proved to be robust to the presence of
clouds in the TSs. However, there are no studies in the literature that analyze in detail the robustness of LSTM
to clouds. In this paper, we aim to analyze the effects of the cloud coverage on the LSTM classification accuracy
by considering: (i) different amounts of clouds in TSs, (ii) the use of zeros values to represent the detected
clouds, and (iii) the use of restored images obtained by simple linear temporal gap filling. The obtained results
show that the capability of the LSTM to handle the cloud coverage depends on: (i) the length of the TS, (ii) the
position of the cloudy images in the TS, and (iii) the cloud representation values.

Keywords: Long Short Term Memory (LSTM), automatic classification, deep learning, multi-temporal
analysis, image restoration, remote sensing.

2. INTRODUCTION

European Space Agency’s Sentinel-2 and NASA’s Landsat satellites every year provide huge amount of mul-
tispectral images with high spatial and temporal resolution. These dense Time Series (TSs) of multispectral
data can be used for a wide range of applications enabling multi-temporal monitoring of physical phenomena.
Nevertheless, one of the main challenges in their exploitation is related to missing information often caused
by cloud occlusion and less frequently by sensor failure. To cope with this problem in some applications only
cloud free images are considered, thus reducing significantly the number of data available. For this reason, many
cloud restoration techniques have been proposed in the literature. By properly recovering missing information,
almost all the images in the TS can used. However, to obtain reliable cloud restoration results, sophisticated and
usually computationally intensive techniques should be used1.2 Thus significantly increases the computational
complexity of the preprocessing part.

Recent studies pointed out that, multitemporal deep learning architectures, such as the Long Short Term
Memory (LSTM) classifier, are able to handle the presence of clouds. Rußwurm and Körner proposed a convo-
lutional recurrent layers for multi-temporal land-cover classification of TSs of Sentinel-2 images.3 By performing
the visual interpretation of the internal gate activations (over a sequence of cloudy and cloud free data), the
authors verified that LSTM is able to discriminate clouds as a noise, without the need of any preprocessing
step. Nevertheless, apart from this qualitative evaluation, no quantitative analysis of LSTM robustness to cloud
coverage was given.4 Sharma et al proposed a patch based LSTM for land-cover classification.5 The authors
first detected cloud/shadow pixels by using the f-mask algorithm. Next, they mitigated the cloud/shadow effects
on the classification results by masking cloudy pixels with zero values. This choice allowed them to regulate the
input gates of the LSTM, in order to dismiss the cloud information.5 However, similarly to,3 no quantitative
analysis has been carried out to assess the capability of the network to handle different amounts of cloud cover-
age. Moreover, none of the above mentioned work, investigate the role of the clouds position within the TS as
the final results.

In this paper we focus the attention on the robustness of LSTM classifier, (which is one of the most promising
deep learning architectures for classification of dense TS of images) to cloud coverage. This is investigated by
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quantitatively assessing its effectiveness in handling different amounts of cloud coverage under different TS
lengths. In greater detail, we analyze the effect of the cloud coverage on the classification maps produced by
LSTM considering: (i) different amounts of clouds in the TS, (ii) the use of zeros values to represent the detected
clouds, and (iii) the use of restored images obtained by simple linear temporal gap filling (i.e., average of the
spectral values acquired in the previous and following cloud-free images in the TS). It is worth noting that by
representing cloud values as zeros, we investigate the possibility to regulate the input gates of the LSTM in order
to dismiss the cloud information. Moreover, as the temporal profile plays a key role in TS classification, we study
the role of cloud positions within the TS.

3. STUDY ON THE ROBUSTNESS OF LSTM TO CLOUD COVERAGE

In this section, we present the theoretical details about LSTM, followed by the description of the network
architecture considered in the experimental analysis part.

3.1 Long Short-term memory network

Recurrent neural networks (RNN) have been used with a great success for many applications dealing with
sequential data, such as speech recognition, robot control and video tagging. LSTM is a special type of RNN,
which has been proposed to overcome the problem of the vanishing gradient on long data sequences.6 In
particular, by using a forget gate’s vector, LSTM has a better control of the gradients values at each time step,
thus avoiding the gradient vanishing in a long TS. LSTM is able to catch the temporal dependency of sequential
data, since the network is using feedback loops connected to their past decisions. Thus, the network has a state
and makes decisions on the basis of the network output from the previous input (xt−1), the current input (xt)
and the previous hidden state (ht−1).

The scheme of the LSTM cell is presented in Figure 1. The cell state is marked as a straight line on top with
letter C. The data which flow into the LSTM are regulated by the input, forget and output gates. Let Wi, Wf ,
and Wo be the learnable weights and bi, bf , and bo the biases for the input, forget and output gate, respectively.
The three gates of the LSTM can be described as follows:

• forget gate (f) - It controls the information coming from the previous cell state Ct−1 and the one
provided by the current input (xt). The output of this gate ranges from 0 (discard information) to 1 (keep
the information). This gate is described by the following equation:

ft = σ(Wf · [ht−1, xt] + bf ) (1)

where σ is the sigmoid function.

• input gate (i) - It updates the cell state. First, the sigmoid function decides which values from previous
cell state Ct−1 and current input (xt) have to be updated. Then, the tanh function determines the rescaling
factor. The computed value is added to the LSTM cell state. The input gate can be described by the
following equations:

it = σ(Wi · [ht−1, xt] + bi) (2)

Ĉt = tanh(WC · [ht−1, xt] + bC) (3)

• output gate (o) - It decides the new hidden state. The previous hidden state and the current input
are passed through the sigmoid function. Then, the output is multiplied by the current cell state passed
through the tanh function to decide the information kept by the hidden state. The gate can be described
by the following two equations:

ot = σ(Wo[ht−1, xt] + bo) (4)

ht = ot ∗ tanh(Ct) (5)

The weights associated with each gate are trained by a recurrent learning process.
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Figure 1. Illustration of the LSTM cell. The internal structure of the LSTM cell is represented, which contains the input gate, the
forget gate, and the output gate.

In this work, we are considering a sequence-to-label classification task. The LSTM is trained on a TS
of optical multispectral images to generate land-cover maps. In particular, the considered multi-layer LSTM
network provides the classification result at pixel level. After testing different LSTM architectures, we decided
to use LSTM network made up of two layers, each of 400 hidden units, a fully connected layer and a softmax
function, which generates the probability distribution.

3.2 Assessment to cloud robustness

In this work, we aim to analyze the effects of the cloud coverage on the LSTM classifier accuracy. In greater
details, we first investigate the role of the TS length on the LSTM classification accuracy. This is done by
considering TS made up of 10 and 30 Sentinel 2 images (see Figure 2b). Then, we analyze the robustness of the
classifier to cloud coverage by comparing the classification map obtained using the cloud free TS and the TS
where cloudy images are introduced. We considered different rates of fully cloudy images within a TS (ranging
from 10% to 40% of the TS length) and. For each of cloudy images, we analyzed different representations of
cloudy pixels:

• simulated clouds, which values were taken from real cloudy pixels in the Sentinel-2 images;

• zeros values;

• restored values (linear temporal gap filling). The restored pixels are computed as an average of the spectral
values acquired in the previous and following cloud-free images in the TS. If clouds are present in the first
or last image in TS, the second or the one before last image are considered, respectively.

It is important to point out that when clouds are represented by zeros or restored values a cloud detection
step is required as the cloudy pixels have to be detected. This increases the computational complexity of the
preprossessing part and can introduce detection errors in the problem. In our experiments we use simulated
data, and thus neglecting the effects of possible cloud detection errors.

We analyzed the impact of cloudy image position in the TS on the obtained land-cover map since the temporal
profile plays an important role in the land-cover classification task. Also in this case we considered different clouds
representations values. It is worth noting that in order to mitigate any possible effect of clouds and shadows
already present in the TSs, we detected them and excluded from our analysis. We classify only the TS with
simulated clouds, and thus we are able to control the experimental set-up. In greater detail, we inserted in the
cleaned TS the different representations of fully cloudy images.
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(a) (b)
Figure 2. The considered study area: (a) Sentinel-2 RGB image on 30.03.2019; (b) the considered TSs made up of 10 and 30 images.

4. DATA SET DESCRIPTION

In order to test the capability of the LSTM to handle cloud coverage, we classified a TS of Sentinel-2 images
acquired over Aquidauana, Brasil in 2019. In particular, we considered the T21KXT Sentinel-2 tile. Figure 2a
show the Sentinel 2 image acquired on the 30th March 2019 over the considered study area. The images were
atmospherically corrected by using ESA’s Sen2Cor.7 The following Sentinel-2 spectral bands were considered as
features in input of the LSTM classifier: blue (B2 - 490 nm), green (B3 - 560 nm), red (B4 - 665 nm), the four
vegetation red edge (B5 - 705nm, B6 - 740 nm, B7 - 0.783 nm and B8A - 865 nm), NIR (B8 - 842 nm) and the
two short wave infrared (SWIR) (B11 - 1610 nm and B12 - 2190 nm). A nearest neighbor (NN) interpolation
technique was used to match the 20 m bands to the 10 m bands. The spectral outlier detection and removal was
performed by discarding the reflectance values higher than the 0.999 quantile and lower than the 0.001 quantile
of each spectral band. All the images considered in the experiments have cloud coverage smaller than 15%. In
order to mitigate any possible effect of clouds and shadow present on the image, they have been detected by
using Sen2cor mask and discarded from the quantitative evaluation.

The considered classification task aims to detect 8 land-cover types, namely: “Evergreen broadleaves,” “De-
ciduous broadleaves,” “Shrub cover,” “Cropland,” “Herbaceous Vegetation Aquatic,” “Bare areas,” “Built-up
areas” and “Open water permanent”. In our analysis, we are considering a training set composed of 8105 samples
selected by photo-interpretation. The results are evaluated as the agreement between the classification maps
obtained by using the cloud-free TS of images (i.e., cloud-free map) with the maps obtained when simulated
clouds are introduced in the TSs.

The LSTM model was trained with the following hyperparameters: (a) 5 epochs; (b) Adam optimizer with
an initial learning rate set equal to 0.001 and the weight decay of 0.0001; and (c) mini-batch size of 128. The
cross-entropy loss function calculated by comparing the predicted and the ground truth class probabilities8 is
used at each training step to adjust the model weights.

5. EXPERIMENTAL RESULTS

In this section we present first the results obtained when accessing the robustness of the LSTM to cloud coverage
by considering different rates of cloud images (10 - 40%) in TS characterized by different lengths (10 and 30
images). The results are evaluated both from the quantitative and qualitatively view point. Then, we present
the analysis performed to assess the impact of the cloudy image position in the TS on the classification results
obtained.
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5.1 Analysis of the robustness of the LSTM to the amount of clouds in the TS

Table 1 and ?? present the % of the land-cover map agreement obtained by comparing the result achieved on the
cloud-free TS and those by considering cloudy TS characterized by different cloud percentages (10 - 40%) on the
TS made up of 10 images and 30 images, respectively. Whereas, Table ?? and 2 present the standard deviation
of five independent experiments of land-cover map agreement presented in Table 1 and ??, respectively. For each
experiment three different clouds representations have been considered: (i) simulated cloud, (ii) represented with
zero values, and (iii) restored cloud by linear interpolation. Since the cloud position in the TS has an impact on
the LSTM accuracy, the results reported in the table are the average of five independent experiments where the
posterior of the clouds has been randomly determined.

From the land-cover map agreement obtained, it turned out that the LSTM is able to generate a land-cover
map very similar to the one obtained with a cloud free TS when simple linear interpolation cloud restoration step
is applied. In this case, land-cover map agreement is very high for all the considered cases, e.g., 94% even when
the 40% of images in the TS of 30 images are covered with clouds (i.e., 12 cloudy images out of 30). One can also
conclude that when clouds are represented with zeros values, on average the LSTM performs better than when
the simulated clouds values are kept. For example, when cloudy images are the 10% of the TS, the agreement
between the cloud free and the cloudy maps is 77% and 44% when clouds are detected and represented with
zeros and with their original values (no detection), respectively. This indicates that by assigning zero value to
clouds, LSTM is able to mitigate the effect of the input cloud information.

This quantitative evaluation is confirmed by the qualitative analysis which can be performed by checking the
land-cover maps reported in Figure 3. The results presented are the ones obtained by inserting the 20% of cloud
coverage in the TS of 30 images. Figures 3a, 3b, 3c and 3d present: the cloud-free map, the map obtained with
simulated clouds, the map obtained with zero clouds and the map obtained with restored clouds, respectively.
The black areas represent the clouds present in the original TS, which where removed to perform the evaluation.
Both the zeros and the simulated clouds land-cover maps are heavily affected by the presence of clouds. In
particular, even if only 6 images out of 30 present cloud coverage, the obtained classification map for simulated
clouds is strongly corrupted. Hence the high values of spectral reflectance for clouds lead to the classification of
most of the image pixels as the “Built-up areas” class (see Figure 3b). This is because “Built-up areas” class
has a spectral signature very similar to the clouds. By masking the clouds as zeros, the results obtained are
strongly improved (see Figure 3c). However, the phenological trend of the “Cropland” class is confused with the
multi-temporal trend of the “Deciduous broadleaves” vegetation. In contrast, the land-cover map obtained with
the considered simple cloud restoration achieves very strong agreement with the original cloud-free map.

5.2 Analysis of the robustness of LSTM classifier to the position of the cloudy
images in the TS

Figures 4 and 5 show the land cover map agreement accuracy obtained between the cloud-free map and the
one obtained when one fully cloudy image is introduced at different positions in TS of 10 and 30 images,
respectively. Also in this experiment, we considered the three cloud representations. Similarly to the previous
analysis, the results show that the network is very stable (for both TSs with 10 and 30 images) when the simple
clouds restoration technique is applied. Moreover, also in this case, the use of zero values with respect to the
high reflectance values of the simulated clouds strongly mitigates the effect of the cloud coverage in the TS.
As expected, LSTM is more robust to the presence of cloud noise when longer TSs of images are considered.
However, from the results obtained, one can observe that the network is more sensitive to the clouds occlusions
when they are present at the beginning (see Figure 4 for all the clouds representation) or at the end of the TS
(see 4 and 5 for both the zeros and the simulated clouds). This can be attributed to the temporal profiles of
classes (e.g., grassland vs bare soil or vegetation), which play a crucial role in the TS classification.

6. CONCLUSION

The obtained results demonstrate that the capability of the LSTM to handle the cloud coverage depends on: (i)
the length of the TS, (ii) the position of the cloudy images in the TS, and (iii) the cloud representation values. In
the experiments, we considered TS of 10, 20 and 30 images, by inserting a percentage of cloudy images ranging

Proc. of SPIE Vol. 11533  115331O-5
Downloaded From: https://www.spiedigitallibrary.org/conference-proceedings-of-spie on 03 Nov 2022
Terms of Use: https://www.spiedigitallibrary.org/terms-of-use



(a) (b)

(c) (d)

(e)
Figure 3. Classification maps obtained considering the TSs made up of 30 images where the 20% of cloud coverage has been inserted.
The classification maps have been generated by using the: (a) cloud free TS; (b) TS with simulated clouds values; (c) TS with clouds
set as zeros; and (d) TS with restored clouds. The black areas are the clouds present in the TS that have been discarded from the
analysis.
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Table 1. Land-cover map agreement between the cloud-free classification map and the one obtained with the cloudy TS by considering
10%, 20%, 30% and 40% of cloudy images in the TS of images made up of 10 images. Reported results are the average of five
independent experiments.

Land-Cover Map Agreement

% cloudy images 10% 20% 30% 40%

Simulated Clouds 47.20 20.22 16.76 8.77

Zero Value Clouds 70.66 48.50 21.79 12.19

Restored Clouds 95.31 89.47 89.24 86.41

Table 2. Land-cover map agreement between the cloud-free classification map and the one obtained with the cloudy TS by considering
10%, 20%, 30% and 40% of cloudy images in the TS of images made up of 30 images. Reported results are the average of five
independent experiments.

Land-Cover Map Agreement

% cloudy images 10% 20% 30% 40%

Simulated Clouds 43.64 10.77 5.49 4.62

Zero Value Clouds 77.09 51.51 29.09 16.87

Restored Clouds 96.82 94.95 94.34 93.75

Figure 4. LSTM accuracy for a three considered cases, when a fully cloudy image is included in the TSs. The x-axis indicates the
position (date) of the cloudy image (from 1st up to the 10th position of the TS).
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Figure 5. LSTM accuracy for a three considered cases, when a fully cloudy image is included in the TSs. The x-axis indicates the
position (date) of the cloudy image ( from 1st up to the 30th position of the TS).

from 10% to 40% of the TS length. It can be noticed that when clouds are restored with very simple and fast
linear temporal gap filling, the map agreement between the cloud-free and the cloudy map is very high and stable
regardless of the percentage of cloud coverage in the considered range. Moreover, when clouds are represented
as zero the classifier performs better than when the simulated clouds values are used. This indicates that by
assigning zero value to clouds, LSTM is able to mitigate the effect of the input cloud information. However, one
should also notice that when clouds are represented by zeros or restored values, first cloud detection algorithm
should be applied. Hence, increasing the computational complexity of the preprocessing part. In contrast, by
representing clouds with their original values no preprocessing step is needed, and thus computational cost of
this solution is comparably low. Finally, the impact of the position of the cloudy image in the classification result
depends on the TS length. As expected the longer the TS is, the smaller is the impact of the position in the
TS. As a future developments, we plan to consider longer TS of images, and to perform more extensive analysis
on the effects of the cloud position, by introducing more clouds in the TS. Moreover, we aim to investigate the
impact of the cloud coverage on the different land-cover classes.
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