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Summary

Rapidly growing cities and populations are increasingly posing
problems for sustainability in city development. To address this, in-
formation extraction from remote sensing images is indispensable
to assessing the current state of urban areas. Data collection on the
urban environment at different levels of spatial detail is greatly aided
by remote sensing technology. In urban areas, buildings are the most
prominent and distinctive type of man-made structure and physical
feature. Extraction of building objects from earth observation data
has traditionally relied on manually constructed feature sets and ex-
pensive airborne photogrammetry and Light Detection and Ranging
(LiDAR) data. Such data, however, do not allow a generic autonomous
city modeling procedure. The research described in this dissertation
investigates and develops deep learning based methods for geomet-
ric building features extraction and modeling from high resolution
remote sensing images.

First, an improved Convolutional Neural Networks (CNN) plus Re-
current Neural Networks (RNN) workflow has been developed for
extracting accurate vectorized building outlines from remote sens-
ing imagery. The CNN part serves as an image feature extractor,
while the RNN part decodes the sequence of polygon vertices. This
study upgraded state-of-the-art feature extraction by introducing the
global context and boundary refinement blocks and adding the chan-
nel and spatial attention modules. Both helped to improve the effect-
iveness of the detection module. This framework also introduced
stacked convolutional Gated Recurrent Units (conv-GRU) that pre-
serve the geometric relationship between vertices and accelerate in-
ference. The workflow was tested on two open source benchmark
datasets. Results show that our method significantly improves the
regularized building outline delineation results of various shapes in
complex scenes. This is a leap forward towards full automation in
building outline mapping from remote sensing images.

Second, a Graph Neural Network (GNN) based method was de-
veloped that extracts vectorized building rooflines and structures in
an end-to-end trainable way. It consists of a Multi-task Learning Mod-
ule (MLM) designed for geometric primitives extraction andmatching,
and a GNN based Relation Reasoning Module (RRM) to reconstruct
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Summary

the roofline structure. By introducing global geometric line priors by
means of the Hough transform, thismethod has been able to enhance
geometric feature extraction. The residual Graph Convolutional Net-
works (Res-GCN) proved to be efficient and suitable for tackling the
vanishing gradient problem that occurs in GNNs. It resulted into
an increased detection accuracy. The method was evaluated on the
standard Vectorizing World Building (VWB) dataset and a custom En-
schede dataset. The new method provides an increase of 0.6/1.3 and
1.2/2.1 formsAP and FH on two data sets using only half of the train-
ing time with respect to comparing methods, which indicates the
sufficiency for reconstructing the planar roof structure.

Third, a vision Transformer structure is introduced, called Roof-
Former, that optimizes the extraction efficiency and accuracy of the
roof structure. This structure comprises an image encoder and edge
node initialization, image feature fusion with an enhanced segment-
ation refinement branch, and edge filtering and structural reasoning
module. An enhanced feature pyramid module is added to make
the image encoder flexible to multi-scale learning, in the meantime
reducing resource consumption during training. In addition, the col-
laborative segmentation refinement branch ensures the consistency
of spatial and topological relations. Experimental results on the VWB
and Enschede datasets show that this structure improves the existing
state-of-the-art methods.

Finally, an Unsupervised Domain Adaptation (UDA) method for
height estimation ofmonocular remote sensing images was developed
that addresses the limited access to normalized Digital SurfaceModel
(nDSM) data. This method consists of an image translation stage
and a representation learning stage. Mismatched semantic distribu-
tion across domains is addressed by enhancing the generator’s se-
mantic robustness. A multi-task training network enables spatially
fine-grained representation learning for height estimation and se-
mantic segmentation. Experimental findings on the ISPRS bench-
mark and Enschede datasets show that this method has advantages
over comparable methods and achieves similar results as supervised
learning. This work has a wide range of prospects for applications
based on elevation information such as large scale 3D city modeling.

To summarize, this thesis presents the development and applic-
ation of efficient, robust and scalable deep learning methods for ex-
tracting geometric models of buildings from high resolution remote
sensing images. Key challenges included polygon prediction directly
from raster images and estimating 3D information from 2D images.
In this way, the dissertation contributes to obtaining effective solu-
tions for image-based 3D building reconstruction in large-scale and
complex application scenes.
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Samenvatting

Snelgroeiende steden en bevolkingsgroepen vormen in toenemende
mate problemen voor de duurzaamheid van stadsontwikkeling. Om
dit aan te pakken, is informatie-extractie uit aardobservatie beelden
onmisbaar teneinde de huidige staat van stedelijke gebieden te beoor-
delen. Het verzamelen van gegevens over de stedelijke omgeving op
verschillende niveaus van ruimtelijk detail wordt enorm geholpen
door aardobservatie technologie. In stedelijke gebieden zijn gebouwen
het meest prominente en onderscheidende type van door de mens
gemaakte structuren en fysieke objecten. Het extraheren van ken-
merken van gebouwen uit aardobservatie gegevens is traditioneel ge-
baseerd op handmatig geconstrueerde functiesets en dure luchtfo-
togrammetrie en LiDAR gegevens. Dergelijke gegevens laten echter
geen generieke autonome procedure toe voor hetmaken van stedelijke
modellen. Het onderzoek dat in dit proefschrift wordt beschreven,
heeft zich gericht op de ontwikkeling van gebaseerde methoden ge-
baseerd op diepe neurale netwerken voor het extraheren en model-
leren van geometrische bouwkenmerken vanuit aardobservatie beelden
met hoge resolutie.

Eerst is een verbeterde workflow voor convolutionele neurale netwerken
(CNN) samen met recurrente neurale netwerken (RNN) ontwikkeld
voor het extraheren van nauwkeurig gevectoriseerde gebouwcontouren
uit aardobservatie beelden. Het CNN-deel dient voor de extractie
van beeldkenmerken, terwijl het RNN-deel de reeks polygoonhoek-
punten decodeert. Deze studie heeft de bestaande standaard ex-
tractie van kenmerken verbeterd door het introduceren van de glob-
ale context en van meer verfijnde informatie over de randen van
een gebouw, waarbij kanaalmodules en modules voor ruimtelijke
aandacht zijn toe gevoegd. Deze hielpen om de effectiviteit van de
detectiemodule te verbeteren. Dit raamwerk heeft ook gestapelde
convolutionele omheinde recurrente eenheden (conv-GRU) geïntro-
duceerd, die de geometrische relatie tussen hoekpunten behouden
en de gevolgtrekking versnellen. Deze procedures zijn getest op twee
publieke gestandaardiseerde gegevens bestanden. De resultaten tonen
aan dat onze methode de geregulariseerde resultaten van de con-
touren van gebouwen van verschillende vormen in complexe scènes
aanzienlijk verbetert. Dit is een sprong voorwaarts in de richting van
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volledige automatisering bij het maken van overzichtskaarten van ge-
bouwen op basis van aardobservatie-beelden.

Als tweede werd een op het grafische neurale netwerken (GNN) ge-
baseerdemethode ontwikkeld die gevectoriseerde daklijnen en struc-
turen van gebouwen op een end-to-end trainbare manier extraheert.
Het bestaat uit een meervoudige taak leer module (MLM), ontworpen
voor het extraheren en matchen van geometrische primitieven, en
een op GNN gebaseerde relatie redenering module (RRM) om de dak-
lijnstructuur te reconstrueren. Door globale geometrische lijnpri-
oriteiten te introduceren door middel van de Hough-transformatie,
heb ik de extractie van geometrische kenmerken kunnen verbeteren.
De residuele grafische convolutionele netwerken (Res-GCN) bleken
efficiënt te zijn en geschikt voor het aanpakken van het verdwijn-
ende gradiëntprobleem dat optreedt in GNN’s. Het resulteerde in
een verhoogde detectienauwkeurigheid. De methode is geëvalueerd
op het standaard Vectorizing World Building (VWB) gegevensbest-
and en een aangepast Enschede bestand. De nieuwe methode zorgt
voor een stijging van 0, 6/1, 3 en 1, 2/2.1 in de msAP en FH op de
twee gegevensbestanden en heeft slechts de helft van de trainingstijd
nodig. Dit geeft de kracht aan bij het reconstrueren van de vlakke
dakconstructie.

Als derde is een beeld transformatie structuur geïntroduceerd,
genaamd de dakformatie, die de extractie-efficiëntie en nauwkeur-
igheid van de dakconstructie optimaliseert. Deze structuur omvat
een initialisatie van de beeld codering en van de lijn-punt combin-
aties, fusie van beeldfuncties met een verbeterde verfijning van de
segmentatie en het filteren van lijnen en een structurele redener-
ing. Er is een verbeterde piramidemodule toegevoegd om de beeld
codering flexibel te maken voor leren op meerdere schalen, terwijl
het verbruik van hulpbronnen tijdens de training wordt verminderd.
Bovendien zorgt een samenhangende verfijningstak in de segment-
atie voor de consistentie van ruimtelijke en topologische relaties. Ex-
perimentele resultaten op de VWB- en de Enschede bestanden laten
zien dat deze structuur de bestaande standaard methoden verbetert.

Ten slotte is een ongecontroleerde domein adaptatie (UDA)-methode
ontwikkeld voor het schatten van de hoogte van monoculaire aardob-
servatie beelden die de beperkte toegang tot de gegevens van digitale
oppervlakte modellen (DSM) aanpakt. Het bestaat uit een fase voor
beeldvertaling en een fase voor het leren van de representatie. Als
de semantische verdeling over domeinen niet coherent is, dan wordt
deze aangepakt door het verbeteren van de semantische robuustheid
van de generator. Eenmeervoudig trainingsnetwerkmaakt het ruimtelijk
fijnkorrelig leren van representatie mogelijk voor het schatten van
hoogtes en voor semantische segmentatie. Experimentele resultaten
op de VWB- en Enschede bestanden laten zien dat dezemethode voor-
delen heeft ten opzichte van vergelijkbare methoden en dat deze
vergelijkbare resultaten oplevert als begeleid leren. Dit werk biedt
een breed scala aan perspectieven voor toepassingen op basis van
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hoogte-informatie, zoals grootschalige 3D-stadsmodellering.
Samenvattend presenteert dit proefschrift de ontwikkeling en toe-

passing van efficiënte, robuuste en schaalbare methoden op basis
van diepe neurale netwerken voor het extraheren van geometrische
modellen van gebouwen uit aardobservatie beelden met hoge resolu-
tie. De belangrijkste uitdagingen waren het rechtstreeks voorspel-
len van polygonen uit rasterafbeeldingen en het schatten van 3D-
informatie uit 2D-afbeeldingen. Op deze manier draagt het proef-
schrift bij aan het verkrijgen van effectieve oplossingen voor 3D-
reconstructie van gebouwen vanuit aardobservatie beelden in grootsch-
alige en complexe toepassingen.
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nectivity between lines (blue). . . . . . . . . . . . . . . . . . . . 60

4.6 (a) Raw remote sensing images of study area. (b) Sample
input RGB image patches and their corresponding planar
graph annotations. . . . . . . . . . . . . . . . . . . . . . . . . . 62

4.7 (a) Left: Study area of Enschede. Right: Overlay of high
resolution ortho image and vector outer & inner rooflines.
(b) Prepared date set . . . . . . . . . . . . . . . . . . . . . . . . 64

4.8 Illustration of sAP metric. The blue line segment is the
reference segment, the green one is the predicted segment,
and the gray represents the distance from the endpoints.
See main text for descriptions. . . . . . . . . . . . . . . . . . . 65

4.9 Comparative evaluations against competing methods on
VWB data set. From left to right: Image, Reference, L-CNN,
HAWP, conv-MPN and RSGNN. . . . . . . . . . . . . . . . . . . . 69

xiii



List of Figures

4.10 Comparative evaluations against competing methods on
Enschede data set. From left to right: Image, Reference,
L-CNN, HAWP, conv-MPN and RSGNN. . . . . . . . . . . . . . . 70

4.11 Noisy local features aggregate globally by learning filters
in the Hough domain. From the left to the right: (a) Input
feature map with discontinuous lines. (b) Output of the
HT layer. (c) Result after filtering in the Hough domain. (d)
Output of the IHT layer, which receives the filtered Hough
map as input. As can be seen, the lines are now visible. . . 71

4.12Model performance using different layers of Res-GCNs in
the RRM. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72

4.13 Example results of failure cases. . . . . . . . . . . . . . . . . . 72

5.1 The overall architecture of Roof-Former, which consists of
three steps: 1) Image encoder and edge node initialization
(yellow); 2) Image feature fusion with enhanced segmenta-
tion refinement branch (blue); and 3) Structural reasoning
with Transformer decoders (green). . . . . . . . . . . . . . . . 78

5.2 Illustration of the proposed AFFM. . . . . . . . . . . . . . . . 81

5.3 Sample results on the Enschede dataset (first two rows)
and VWB datasets (the third and fourth row). . . . . . . . . 85

5.4 Sample reconstruction results of building objects based
upon our extracted roof structure and nDSM. . . . . . . . . 86

6.1 Integrating semantic segmentation and height estimation
to assist in the understanding of remote sensing scenes.
Unsupervised height estimation can be performed using
image representations simultaneously learnt from the afore-
mentioned objectives while keeping structural/semantic in-
formation. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

6.2 Overview of our proposed method. Stage A: Image transla-
tion network DCGANwhich learns twomappingsG : S → T
and F : T → S. The GAN loss (green) ensures that trans-
lated images correspond to the correct image domain. The
NCE and Robustness loss (orange) enable the created false
image patch (red rectangle) to resemble its genuine input
image patch (orange rectangle) while being distinct from
other patches (blue rectangles). Stage B: Multitask repres-
entation learning networks. It is the same used for both RS

and RT . The cross-task attention module (CAM) is located
between the layers of all decoders to enhance the cross-
task interactions between two decoders. . . . . . . . . . . . . 94

xiv



List of Figures

6.3 GANusing robustness loss-assistedmultiscale contrast learn-
ing. This is a detailed illustration of the GAN network,
in specific the part supervised by PatchNCE+Robustness
Loss in 6.2. By ensuring the translated output invariant
to modest feature space fluctuations of the inputs, our
method promotes semantic robustness. At a particular scale
level k, the data flow represented by the semantics in the
blue box is that of Lk. In total, there are K losses, each of
which corresponds to one of the K levels in the generator. 97

6.4 Architecture of the cross-task multi-embedding attention
module in Stage B of the network. The CAM module re-
fines the target feature F l

d by comparing it to the reference
feature and outputs the feature F l

od
. . . . . . . . . . . . . . . . 99

6.5 Illustration of training and inference progress. (a) In the
training phase, our model is trained by iteratively updating
image style translators and height estimators, i.e. freezing
the module with dashed lines while updating the module
with solid lines. (b) In the inference phase, the framework
takes benefits of both height estimation networks RS and
RT obtained from bidirectional generators from the train-
ing phase to improve the quality of prediction results. . . . 101

6.6 (a) Raw remote sensing images of study area. (b) Sample
image tiles and corresponding height and semantic labels. . 102

6.7 Transfer results of four scenes from the source domain
(Potsdam) to target domain (Vaihingen). From left to right:
(a) Source image (b) CycleGAN (c) GcGAN (d) CUT (e) our
method (f) Image from the target domain. . . . . . . . . . . . 106

6.8 Transfer results of four scenes from the source domain
(Potsdam) to target domain (Enschede). From left to right:
(a) Source image (b) CycleGAN (c) GcGAN (d) CUT (e) our
method (f) Images from the target domain. . . . . . . . . . . 107

6.9 Transfer results of four scenes from the source domain
(Enschede) to target domain (Potsdam). From left to right:
(a) Source image (b) CycleGAN (c) GcGAN (d) CUT (e) our
method (f) Images from the target domain. . . . . . . . . . . 107

6.10 Sample height estimation results of the Vaihingen dataset
where Potsdam is used for training. From left to right: (a)
Image (b) Direct transfer (c) CycleGAN (d) GcGAN (e) CUT (f)
AdaptSegNet (g) DADA (h) Our method (i) Full train results
(j) nDSM label. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 110

6.11 Sample height estimation results of the Enschede dataset
where Potsdam is used for training. From left to right: (a)
Image (b) Direct transfer (c) CycleGAN (d) GcGAN (e) CUT (f)
AdaptSegNet (g) DADA (h) Our method (i) Full train results
(j) nDSM label. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 110

6.12 Qualitative results of the semantic segmentation results on
Enshcede dataset. From left to right: (a) Image (b) Lable (c)
Source only (d) Our method. . . . . . . . . . . . . . . . . . . . . 111

xv



List of Figures

6.13 Reconstruction samples on the Enschede dataset. . . . . . . 113

xvi



List of Tables

3.1 Data catalog of open cities dataset. . . . . . . . . . . . . . . . 35
3.2 Results on the crowdAI dataset. . . . . . . . . . . . . . . . . . 39
3.3 Results on the Open Cities dataset. . . . . . . . . . . . . . . . 39
3.4 Comparisonwith instance segmentation plus post processing

algorithms. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
3.5 Comparison with deep snake algorithms. . . . . . . . . . . . 43
3.6 Effect of each component. Results are reported on crowdAI 44
3.7 Ablation studies of backbone network on crowdAI. . . . . . 45
3.8 Ablation studies of detection module on crowdAI. Differ-

ent components are added independently. . . . . . . . . . . . 46
3.9 Ablation studies of recurrent cells on crowdAI. Different

components are added independently. . . . . . . . . . . . . . 46

4.1 Example of McNemar’s test contingency table. . . . . . . . . 66
4.2 Evaluation results of different roofline extraction methods. 67
4.3 McNemar’s test results for the compared methods. p-value

for the specific pair is shown in each cell. . . . . . . . . . . . 67
4.4 Comparison using different backbones. . . . . . . . . . . . . 71

5.1 Ablation study for the components of Roof-Former, evalu-
ated with vertex or edge F1 scores. . . . . . . . . . . . . . . . 83

5.2 Quantitative results on the VWB dataset and the dataset. . . 84

6.1 Quantitative results of image translation. We show FID
score for all tasks. . . . . . . . . . . . . . . . . . . . . . . . . . . 108

6.2 Method comparison on the ISPRS benchmark and the En-
schede dataset. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 109

6.3 Qualitative results of the semantic segmentation task. The
method is trained on the Potsdam dataset and tested on
the Enschede dataset. The value for different classes is
reported by pixel accuracy. . . . . . . . . . . . . . . . . . . . . 111

6.4 Ablation studies under different training and network set-
tings. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112

xvii





List of Nomenclatures

Abbreviations

AFM Attraction field map
AFFM Attentional feature fusion module
ALS Airborne lidar scanning
AP Average precision
AR Average recall
BAG Addresses and buildings databases
BCE Binary cross-entropy
BRB Boundary refinement block
CAB Channel attention block
CAM Cross-task attention module
CH Convex hull
CRF Conditional random field
CNN Convolutional neural networks
COCO Common Objects in Context
conv-GRU Convolutional gated recurrent units
DA Domain adaptation
DP Douglas-Peucker
DNN Deep neural networks
DSM Digital surface model
DTM Digital terrain model
EO Earth observation
FCN Fully convolutional networks
FID Fréchet inception distance
FFN Feed forward network
FLOPS Floating point operations per second
FPN Feature Pyramid Network
FPS Frames per second
FPT Feature pyramid transformer
GAN Generative adversarial networks
GCB Global context blocks
GCN Gated convolutional networks
GHU Gradient highway unit
GIS Geographic Information Systems

xix



List of Nomenclatures

GRU Gated recurrent unit
GSV Google street view
HT Hough Transform
IDW Inverse distance weighting
IHT Inverse Hough transform
IoU Intersection over Union
LiDAR Light detection and ranging
LSTM Long short-term memory
LoD Level of detail
LoI Line of interest
MLE Maximum likelihood estimation
MLM Multi-task learning module
MRF Markov random field
nDSM normalized digital surface model
OA Overall accuracy
OAM Open aerial map
OBIA Object-based image analysis
OSM Open street map
PatchNCE Patch noise contrastive estimation
POI Points of interest
PoLiS Polygons and line segments
PWConv Point-wise convolution
ReLU Rectified Liner Unit
Res-GCN Residual graph convolutional networks
RF Random Forest
RMSE Root mean squared error
RNN Recurrent neural networks
RPN Region proposal network
RRM Relation reasoning module
RSGNN Roof structure graph neural networks
SAB Spatial attention block
SAE Stacked autoencoder
SAR synthetic aperture radar
SDG Sustainable development goal
SOTA state-of-the-art
SVM Support vector machine
TOP True orthophoto
VGI Volunteered geographic information
VHR Very high resolution
VWB Vectorizing world building
UDA Unsupervised domain adaptation
UN United nations

xx



Symbols

Symbols

ai Area of an image object
Cn outputs of different stages of backbone

network
⊗ matrix multiplication
⊕ element-wise addition
C feature map channel number
H feature map height
W feature map width
σr ReLU activation function
MC(F ) the channel attention weight
F ∈ RC×H×W feature map of CAB
FC the output feature map of the CAB
MS(FC) the spatial attention weight
FS output feature map of the SAB
t time step
xt input tensor at time step t
yt output feature tensor at time step t
ht hidden state at time t
zt an update gate of conv-GRU
rt reset gate
σs the sigmoid function
hl
t(i, j) feature vector defined at the location (i, j)

W, Wl
r, W

l
z 2D-convolutional kernels

Lcls the classification loss
yi (either 0 or 1) the class of the anchor
pi the predicted probability of the class
Lbox the regression loss
(x∗

g, y
∗
g , w

∗
g , h

∗
g) the predicted coordinates of the box

λ hyperparameter for loss
aj ∈ A, j = 1, ..., q vertex on polygon A
bk ∈ B, k = 1, ..., r vertex on polygon B
(1/2q), (1/2r) normalization factors for PoLiS metrics

calculation
tT Training time
tI Inference time
G Graph
V Vertices
A adjacency matrix
Z node-level output
D the number of input features
N the number of nodes
Fm the number of output features per node
O a junction offset map
J junction likelihood map

xxi



List of Nomenclatures

b location bin of image
b the location of b’s center
p the location of a vertex
θ ∈ [−π, π) the rotation angle of the coordinate trans-

formations
d distance between p and p′

l line segment
v ∈ V̂ vertex

e
(0)
v embedded semantic feature of vertexv

g
(0)
v embedded geometric features of the ver-

tex v
Φ a two-layer perceptron
Ψ a linear projection
G groupings of geometric representations

of vertices
E groupings of semantic representations of

vertices
A diagonal matrix
H line segment features
λoff and λmsk trade-off parameters for offset and mask
ϑL a threshold represents the strictness of

the sAP
χ2 χ2-distribution
H0 and H1 null hypothesis for McNemar’s test
Pi patch size of the i − th stage in Trans-

former
S domain S
XS image set of domain S
YS height and semantic labels of domain S
G : S → T mappings from domain S to T
F : T → S mappings from domain T to S
Genc and HX embedding of input X
RS and RT representation learning networks
v,v+ and v− lower-dimensional vectors for “query”,

“positive” and “negative” samples
τ hyper-parameter to regulate and optim-

ize the gradient descent convergence
{Gk} generator G, K layers
τk random perturbation
ϕh linear projections
F l
d(i) height branch feature

F l
s(i) semantic branch feature

A(i) attention score
ρ a scaling factor for attention function

maps

xxii



1Introduction

1



1. Introduction

1.1 Background

Urban dwellers currently constitute 54% of the global population.
This would be expected to reach 60% by the year 2030. Such un-
precedented growth necessitates efforts to achieve the broad ambi-
tion of “inclusive, resilient and sustainable cities,” presented in the
United Nations (UN) Sustainable Development Goal 11 [127]. In de-
veloping countries, high urbanization rates and uncontrolled urban
sprawl often lead to challenges such as inefficiency of transport sys-
tems, degradation of the environment, growth of informal settle-
ments, and a proportion of the population living in deprived condi-
tions [123, 115, 33, 48]. Detailed and up-to-date information about
urban infrastructure, population density, and building information
will be beneficial for the mapping, monitoring and maintenance of
living urban spaces and the planning of future ones [30].

1.1.1 Urban information extraction and deep learning

Remote sensing technologies and multi-source earth observation
(EO) data have long been utilized for the provision of rich area-wide
information on urban information, including land use and building
features from global to local scales [140]. For more than 30 years,
machine learning has been fundamental to the analysis of EO data,
and its significance has only continued to increase [35, 34]. The EO
community has been searching for efficient algorithms to automate
the extraction of information from various sources of remote sensing
data, andmodels, going back to the earliest investigations in artificial
neural networks and statistical techniques. The demand for more
precise and scalable information extraction techniques and tools has
increased along with advancements in sensor technologies and the
availability of voluminous data.

In recent years, the advent of deep learning methods has offered
robust and intelligent methods for different computer vision tasks.
This is largely driven by significant advances in the architectures of
deep Convolutional Neural Networks (CNNs) [69, 70]. It is able to
discover features in multiple levels of representations automatically.
Specifically, the lower level depicts the primitive features of pixels
(e.g., spectral properties), and the higher level involves more abstract
representations. The authors in [83] extended the original CNNs
structure to enable dense prediction by pixels-to-pixels Fully Convo-
lutional Networks (FCN), which hasmade a qualitative leap forward in
semantic segmentation research. On this basis, the encoder-decoder
architecture is the most commonly used for general semantic seg-
mentation tasks [109, 10]. Most state-of-the-art (SOTA) architectures
are obtained by exploiting multi-scale feature and image context by
maintaining high resolution and fusing features fromdifferent stages
of the model [150, 57].
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1.1. Background

Deep CNN has also extended its application in remote sensing and
shown important implications in image classification, object detec-
tion, and change detection [176, 86]. Typical deep learning architec-
tures applied in remote sensing images analysis include deep belief
networks [25], stacked autoencoders (SAE) [26], and CNN [164]. In
contrast with conventional methods that employ spectral or spectral-
spatial features for semantic feature description, a significant ad-
vantage of deep learning methods is that it can adaptively learn dis-
criminative features from images [89]. Features generated from deep
CNNs are efficient in representing high-level semantic information of
object and context relationships in remote sensing images. There are
broadly two strategies to exploit the CNN models for remote sensing
image classification: 1) fine-tune a pre-trained CNN, and 2) fully train
CNN from scratch. The first strategy utilizes deep features treating
CNN models as feature extractors and employs conventional classi-
fiers, such as support vector machine (SVM) and random forest for
classification [98, 6]. These methods are suitable for classification
tasks of a small amount of data. The second strategy, also known
as end-to-end training, is adapted to interpret remote sensing im-
ages by conducting dense semantic labeling without using additional
classifiers or post-processing [99]. Apart from two dimensional (2D)
image analysis, deep learning based three dimensional (3D) scene
understanding has also become increasingly feasible with the rapid
development of 3D scene understanding in recent years [161, 85].
Meanwhile, a great many benchmark datasets have been proposed
such as the ISPRS benchmark dataset [110], AID [146], RSI-CB [72] to
promote the rapid development of related fields. The combination of
deep learning with powerful computing infrastructure and massive
EO data sets opens up tremendous opportunities for geospatial ap-
plications. There has been a performance gap between automated
workflows and the requirement for accurate and trustworthy inform-
ation imposed by practical applications, but this is beginning to be
bridged by cutting-edge deep learning methods.

1.1.2 Building extraction from remote sensing image

Buildings are the most prominent man-made structure and geo-
graphical features in urban areas [170]. Accurate and up-to-date
building information plays a vital role inmany applications, e.g. urban
planning, and environmental monitoring. Building extraction is an
essential task for urbanmodeling and has been investigated formany
years using a range of remote sensing technologies such as optical re-
mote sensing image [96, 149], laser scanning data [68], digital surface
model (DSM) [16] and synthetic aperture radar (SAR) images [112].
Despite the development of sensor technology and data resolution,
precise building extraction has been a long-term challenging task be-
cause of the complex and heterogeneous appearance of building ob-
jects in mixed backgrounds.
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Traditionally, major methods tried to recognize buildings from
optical image using spectrum, texture, geometric, shadow, and more
sophisticated features, empirically designed features [80, 167]. Sim-
ultaneously, the study has also been put forward by the incorpor-
ation of novel segmentation algorithms [54] and machine learning
classification methods such as Support Vector Machines (SVM) [126]
and Random Forest (RF) classifiers [95]. The empirical feature design,
however, has been shown to solve only specific problems with spe-
cific data and is far from a general automatic building extraction
procedure.

Recently, deep learning methods have been extensively applied to
building extraction tasks. General building extraction corresponds
to different tasks, including building detection and building segment-
ation. Themask representation is widely used for building extraction
in two mainstream pipelines: the building semantic segmentation
[4, 157] and the building instance segmentation [168, 148, 61]. The
former formulates the problem of building extraction as a pixel-wise
binary classification task and the latter leverages the advances of de-
tected bounding boxes of buildings to directly extract building mask
for each instance. Notably, the application of pixel-based building
semantic and instance segmentation greatly eases the feature design
and has shown promising results. There is a common issue that res-
ults obtained through these frameworks are always with irregular
and noisy boundaries, which requires manual editing for practical
applications. This has prompted scholars to focus on extracting reg-
ularized building boundaries.

Traditional studies have mostly used morphological algorithms
or physical rule based methods [103, 147]. To obtain regularized
building outline, post-processing methods including graph model
e.g., Markov random field (MRF), conditional random field (CRF), or
geometric morphological algorithms are usually added after a gen-
eral segmentation network. Recently, deep learning based methods
are also developed towards geographically-regularized object seg-
mentation and extraction from remote sensing image [144, 131]. In-
stead of acquiring structured building outlines by ‘segment, vector-
ize and regularize’, researchers worked on developing CNN-based
methods that are capable of outputing vectorial semantic labeling of
the image directly [44, 28, 74].

1.1.3 Building reconstruction and 3D modeling

Compared with 2D building outline information, 3D buildingmod-
els are able to provide more essential information for digital twin
construction, urban planning, population density analysis, and dis-
aster management. The level of details (LoD), a notion that con-
veys the complex nature of the models and their level of abstraction
from the real world, is vital when describing the acquisition of three-
dimensional building models and the metadata of current models.
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1.1. Background

Five LoDs are specifically defined in the CityGML 2.0 standard from
the Open Geospatial Consortium. Buildings are the primary focus
of the concept, which is intended for several thematic types of ob-
jects. The geometric and semantic complexity of the five described
instances increases. Considering the technical means and data ac-
quisition, scholars from remote sensing and photogrammetry mainly
focus on the construction of LoD0-LoD2 models. To transition from
2D to 3D GIS, LoD0 represents footprints and, if needed, roof edge
polygons. Extruding a LoD0 model yields the coarse LoD1 prismatic
model. A simplified roof shape and the ability to model the object’s
parts in various semantic classes are features of the LoD2 model (e.g.
roof, wall).

The majority of 3D building reconstruction techniques fall into
one of three groups: data-driven, model-driven, or hybrid methods.
Buildings are regarded as individual components of roof planes in
data-driven methods by considering the geometrical relationship of
points, lines, and surfaces from DSMs and point clouds. In model-
driven methods, the most suitable fitting model and the best para-
meters are chosen by comparing buildings DSMs or point clouds
with 3D building models in the model library. Both of the aforemen-
tioned methods—model-driven methods, which compute the model
parameters and reconstruct the 3D model, and data-driven methods,
which also extract the geometric features (line, plane) of the building
model-have been combined in hybrid methods.

Many methods exist for detecting and reconstructing 3D building
models from airborne photogrammetry and LiDAR data, but few on
optical remote sensing images. Optical remote sensing images have
great potential due to its low cost, global coverage, and high acquis-
ition frequency. The pipeline for image data-driven reconstruction
typically consists of four steps: 1) buildings are identified through
image classification, 2) 3D information at the pixel scale is extrac-
ted; typically, DSM and digital terrain model (DTM) are created by
stereovision; 3) geometric features are extracted, typically edges and
planes, and finally 4) the geometric features are assembled to create
condensed polygonal meshes that adhere to the LoD2 CityGML form-
alism. The three initial steps still need research investigations, even
though the final step has been examined in earlier works and is now
mature.

There are a number of technical limitations with optical remote
sensing images that prevent researchers from automatically extract-
ing geometric features and creating compact and detailed building
models. By recovering geometry and semantics simultaneously and
utilizing geometric atomic regions instead of conventional pixels, ex-
isting studies have shown that buildings can be modelled with a
LoD1 representation with images at 0.5m resolution. Reconstruct-
ing LoD2 models from the most recent generation of very high resol-
ution (VHR) optical images would, however, now present a significant
challenge.
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1.1.4 Height estimation from remote sensing images

Obtaining depth information has been studied long in computer
vision [169]. Numerous methods for gathering 3D information or
depth values from a scene are generally classified as active or pass-
ive methods [39, 117]. Due to the relatively low cost of data acquisi-
tion, the passive methods have been the preferred methods and con-
tinue to produce good results in depth estimation. Recent years
have seen an increased research interest in 3D information infer-
ence and reconstruction using monocular vision algorithms [14]. Es-
timating depth from a single image, however, is often referred to
as an ill-posed problem because it does not conform to the tradi-
tional geometric matching solution rules. Traditional monocular im-
age depth estimation mostly uses random field methods to obtain
contextual and geometric features in the image, and then infer the
depth value [12]. With the advancement of deep learning algorithms,
various algorithms including convolutional neural networks (CNN)
and GAN-based algorithms have achieved good performance in mon-
ocular depth estimation tasks with a sufficient amount of annotated
data [39, 169]. For such a task, the contextual information is useful,
and includes occlusion, interposition, texture gradient, and texture
variations. Common strategy casts the depth estimation problem as
a regression problem which only needs RGB channels to perform the
estimation at test time.

Generating height data has also long been a focus of photogram-
metry and remote sensing. Height information of buildings is usually
obtained through supplemental data like LiDAR or DSM, and it can be
achieved based on stereo matching as well. Those data, however, are
usually costly and rarely available, especially in developing countries.
As a result, by leveraging strong learning ability of CNN, it is neces-
sary to obtain 3D information from a single aerial image whereas
the monocular case often arises in practice. Motivated by monocu-
lar depth estimation, the authors in [92] first addresses the height
estimation from the single remote sensing image using an encoder-
decoder structure. The authors in [42] produce DSM from single aer-
ial images through the conditional generative adversarial networks.
While thesemethods improved depth estimation and DSM generation
significantly, however, these methods are still fully supervised learn-
ing and are therefore still limited by acquiring height labels. Some
recent methods have investigated self-supervised depth estimation
from stereo image pairs or video sequences by view reconstruction
[49, 87]. Those data, however, may not always be available for all
study areas especially in the field of remote sensing. The reliance on
training data greatly limits the use of monocular vision algorithms
for optical image-based height estimation tasks.
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1.2 Problem statement

Although intensive studies have beenmade towards urban inform-
ation extraction, specifically building extraction and modeling, chal-
lenges are still faced to implement a (semi-) automatic geometric fea-
ture extraction and modeling of buildings at city scale using VHR
remote sensing image for practical use. The core challenges in this
process include extraction of fine-grained building vector structures
(regularized outline and roof structures) from complex rasterized
remote sensing images, acquisition of height information from mon-
ocular image. The specified problems are:

• Regularized building outline extraction as vector format
CNN based methods enable the possibility of producing super-
ior building masks from VHR remote sensing images. But by
concentrating primarily on the high-level semantics, thesemeth-
ods hardly generate correct building shapes. As a result, irreg-
ular polygons are produced as a result of flaws and artefacts
introduced by the segmentation model throughout the entire
pipeline. Some works, such as multi-scale feature fusion and
geometrically aware learning with the aid of attraction fields or
edge constraint, concentrate on reducing the boundary uncer-
tainties of building maps. Their results, however, either cannot
be trained end-to-end or are not satisfactory for accurate poly-
gonal mapping of buildings. A significant amount of work in
building outline delineation is still required to reach a level for
practical use.

• Planar roof structure extraction from complex remote sens-
ing image
Data-driven building modeling can generally better reflect the
real scene. For this group of methods, one generally assumes
that a building is composed of neighboring planar structures.
The reconstruction of the roof structure is a crucial step in gen-
erating LoD2 building models. In this instance, corresponding
points of the roof planes are extracted using point cloud or
image-based segmentation techniques, and the topology of the
roofs is then analyzed to reconstruct a full building model. The
extraction of geometric features mainly includes the explora-
tion of extracting structures such as lines, points and planes
[177, 173]. In remote sensing, traditional methods and CNN
based methods have been introduced to extract point and lines
elements [18, 132, 153]. Most recently, researchers encode both
internal and external feature lines to reconstruct an arbitrary
topology of building roof structure [166, 93]. Those methods,
however, rely highly on preliminary processing (e.g., corner de-
tection) and not end-to-end trainable. Such phased methods
to processing is computationally expensive and inefficient in
training and inference. The main challenge of the roof struc-
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ture extraction task lies in the inference of a graph structure
with an arbitrary topology. In addition, it becomes more chal-
lenging comparing with indoor architecture vectorization since
the optical remote sensing images does not follow any geomet-
ric assumptions like the Manhattan-World assumption due to
the foreshortening effects [93].

• Height information acquiring
Height information is another key piece for 3D building model-
ing. Dense matching based methods are generally used to ex-
tract height information from LiDAR point cloud data or multi-
view images. Such datasets, however, are not always available.
Single-view optical images thus can become themain data source
for extracting height information at a relatively lower cost. There-
fore, in the absence of other auxiliary data sources, estimating
building height information from monocular images would be
a promising research direction (e.g. LiDAR and stereo images).
Estimating height from monocular images, however, is difficult
due to ambiguity in converting intensity or color to height [5].
The deep network architectures are generally composed of en-
coding and decoding parts. Various visual cues, including ob-
ject size, texture, context, occlusion, and orientation helps infer
depth from monocular images. The use of prepared training
data such as reference nDSM data, however, is an important
requirement under supervised learning setting. Little research
has been done to date to address this data dependency problem
in this task. In this context, it is necessary to further invest-
igate the transferability of deep learning methods and to try
to reduce the dependence on labeled samples by using other
learning strategies to improve their effectiveness in large area
applications.

1.3 Research objectives and questions

The main objective of this dissertation is to develop efficient, ro-
bust and scalable deep learning based methods to extract and recon-
struct geometric building models from VHR remote sensing images.
To this aim, the following specific objectives and questions are ad-
dressed.

1. Develop a method to extract regularized building outline from
complex urban environments of VHR remote sensing images.

Research question: How to predict regularized building outline
using an end-to-end trainable workflow?

Research question: How to enhance the effect of deep networks
while keeping high computation efficiency?

8
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2. Develop a method to directly predict vectorized building roof
structure from input VHR remote sensing images.

Research question: How to extract planar roof structure using
end-to-end deep network?

Research question: How to effectively learn structural regularit-
ies of target objects with global structure reasoning?

3. Develop a deep learningmethod to infer normalized DSM (nDSM)
from monocular remote sensing image.

Research question: How to use transfer learning strategies to
reduce labeled data dependence in monocular image height estima-
tion?

Research question: How to improve the effect of unsupervised
domain adaptation using extra semantic information ?

1.4 Thesis outline

This thesis is structured into six chapters. In addition to the intro-
duction, synthesis chapters the four technical chapters which focus
on the above objectives. They are based on International Scientific In-
dexing (ISI) journal articles and conference papers that are published
or being submitted.

• Chapter 1 presents the research background, the research gap,
the research objectives, and the outline of this dissertation. Sub-
sequent chapters are targeted at these objectives and address
the corresponding questions.

• Chapter 2 presents an introduction to deep learning, providing
the basic concepts and different models.

• Chapter 3 explores how to extract regularized building outlines
from VHR remote sensing images using end to end trainable
deep learning network. The CNN and RNN introduced in Chapter
2 are mainly applied in this chapter.

• Chapter 4 introduces a graph neural networks based parsing
method to accurately and robustly detect vectorized building
rooflines from VHR remote sensing images in an end-to-end
trainable way. The method developed in this chapter involves
the CNN and GNN introduced in Chapter 2.

• Chapter 5 builds upon and improves the method in Chapter 4,
which proposes a transformer based method for roof structure
extraction from remote sensing images. LoD2 models of build-
ing objects are then constructed.

• Chapter 6 presents an unsupervised domain adaption based
method which directly generates nDSM from single-view remote
sensing image with the guidance of semantic labels. City-scale
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LoD1 building models are then built combining building out-
lines and the generated nDSM. In this chapter, CNN and GAN
introduced in Chapter 2, are studied in detail.

• Chapter 7 synthesizes the work, and draws conclusions for each
research objective with reflections on current research trends
and recommendations for future work.
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2. Background of Deep Learning

In recent years, deep learning has developed rapidly. It achieved
great success in a wide spectrum of applications ranging from initial
image processing to high-level data understanding and knowledge
discovery. Traditional machine learning models were powerful in
handling structured data, but these models highly depend on the
performance of the feature engineering phase. Deep learning-based
methods are a big step forward, as they commonly employ hierarch-
ical architectures to automatically extract feature representations of
raw data for different tasks. In this section, I briefly review the rel-
evant deep learning concepts and I present essential elements of the
theory. I also introduce some recent advanced methods that are rel-
evant for visual data processing and remote sensing image analysis.

2.1 Basic concepts

The main principle of deep learning models is to encode input
data into effective feature representations for target tasks. The fun-
damental building block of deep learning is the Perceptron, a single
neuron in a Neural Network (Fig. 2.1). Given a finite set of m inputs
(e.g. m words or m pixels), we multiply each input by a weight (θ1
to θm), then we sum up the weighted combination of inputs xi, add a
bias θ0 and finally pass them through a non-linear activation function
g. That produces the output ŷ.

ŷ = g

(
θ0 +

m∑
i=1

xiθi

)
(2.1)

The bias θ0 allows increases the flexibility of the function and im-
proves the fit of the neurons. Then, the purpose of activation func-
tions is to introduce non-linearities into the network. Non-linearities
allow the network to better approximate arbitrarily complex func-
tions. The learning of the perceptron is to solve for the parameters
θi and bias θ0 based on the given x and the corresponding y. The pre-
diction of the perceptron is to solve for y given x using the trained
model with determined θi and θ0.

Based on this, deep neural networks are a stacking of multiple per-
ceptrons (hidden layers) to produce an output zk,i = θ

(k)
0,i +

∑dk−1

j=1 g (zk−1,j) θ
(k)
j,i .

Each layer accepts the information from the previous and passes it
on to the next one (Fig. 2.2).

2.1.1 Training a Neural Network

We take the autoencoder as an example of how a deep learning
framework works: it first maps input data to a latent represent-
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Figure 2.1 Illustration of perceptron.

Figure 2.2 Deep neural network.

ation via a trainable nonlinear mapping and then reconstructs in-
puts through reverse mapping. The reconstruction error is usually
defined as the Euclidian distance between inputs and reconstruc-
ted inputs. Parameters of autoencoders are optimized by gradient
descent-based optimizers, such as stochastic gradient descent [108]
and Adam [66], during the backpropagation step. Weights start out
as random values, and the network learns to adjust the weights based
on any errors in the prediction that the previous weights resulted in.
Once we have the trained network, we can use it for predicting the
output for the similar input.

A pattern is the weighted combination of many inputs (images,
parts of images, or other patterns). Consequently, the training phase
consists of the estimation of themodel’s weights (also known as para-
meters). In practice, the training aims to optimize a specific objective
function. When it comes to prediction tasks, this objective function
is usually called the loss function and measures the cost incurred
from incorrect predictions. The loss function decreases as the model
predicts results close to the label value.
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Figure 2.3 Illustration of gradient descent method. Adopted from:
https://ruthwik.github.io/machinelearning/2018-01-15-gradient-descent/

In the presence of input data, we calculate an empirical loss that
measures the total loss over our entire dataset:

J(θ) =
1

n

n∑
i=1

L
(
f
(
x(i); θ

)
, y(i)

)
(2.2)

Since the loss is a function of the network weights, our task it to
find the set of weights theta that achieve the lowest loss:

θ∗ = argmin
θ

J(θ) (2.3)

The training purpose is to find theminimum value of this loss and,
thus, the value of the weights. The loss is minimized by applying the
gradient descent method (Fig. 2.3). The gradient direction indicates
the direction to take in order to maximize the loss function. So, we
take a small step in the opposite direction of the gradient and we
update weights’ values accordingly using this update rule:

θ ← θ − η
∂J(θ)

∂θ
(2.4)

η is the learning rate and determines how large is the step we take
in the opposite direction of our gradient.

The network first forwards propagates to get the output and com-
pare it with the real value to get the error. Then, backpropagation is
used to compute the gradient of the loss function with respect of a
given vector of weights.

2.1.2 Supervised learning and unsupervised learning

Most popular deep learning models fall under the category of su-
pervised deep learning; i.e., they need labeled data sets to learn ob-
jective functions. One big challenge of supervised learning is a gener-
alization ability, i.e., how well a trained model performs on test data.
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Therefore, it is vital that training data truly represent the actual data
distribution so that they can handle all the unseen information.

Unsupervised learning, on the other hand, refers to the class of
methods where the training data do not contain labels. For instance,
in classical data analysis, principal component analysis can be used
to reduce the data dimension, followed by a clustering method to
group similar data points. In deep learning generative models, au-
toencoders, variational autoencoders, and GANs are some of the pop-
ular techniques that can be used for unsupervised learning [67, 46].
Their primary goal is to generate output data from the same distri-
bution as the input data.

2.1.3 Regularization

Ideal machine learning models should be able to both learn rep-
resentations from training data and successfully generalize to test
data that has not been seen previously. Similar to other ”classical”
machine learning algorithms, deep neural networks are susceptible
to overfitting.

In machine learning, several methods are aimed directly at minim-
izing test error, and these strategies are known collectively as regu-
larization. Regularization is a stratergy that constrains the optimiza-
tion problem to discourage complex models. A great many forms of
regularization are available to the deep learning practitioner: L2 reg-
ularization, dataset augmentation, early stopping, and dropout [31,
116]. Using rotational and/or translational permutations, the data
augmentation technique increases the number of training samples.
L2 regularization limits the capacity of models by adding a para-
meter norm penalty to the objective function. Dropout is the pro-
cess of randomly dropping out some proportion of the hidden neur-
ons in each iteration during the training phase. Dropout samples
several network designs during training, forming an ensemble of
networks, which improves deep networks’ generalization on unseen
data. Early stopping, which consists in stopping training before we
have a chance to overfit. The network calculates the loss in the train-
ing and test phase relative to the number of training iterations. It
stops learning when the loss function in the test phase starts to in-
crease.

2.2 Deep learning models and state of the art

This section will briefly describe five architectural paradigms that
have been widely used for vision tasks and also in this thesis. Some
of the latest relevant methods and concepts will also be presented.
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Figure 2.4 Illustration of Convolutional Neural Networks. The above is a
simple diagram, and the below is a detailed example of a specific network.

2.2.1 Convolutional Neural Networks

CNNs are feed forward neural networks that use a spatial-invariance
trick to efficiently learn local patterns, most commonly, in images.
With the success of AlexNet in the 2012 ImageNet Large Scale Visual
Recognition Challenge [69], CNNs have attracted worldwide attention
and are now used for many image understanding tasks, such as im-
age classification, object detection, and semantic segmentation. The
residual neural network (ResNet) [53], DenseNet [58] and HRNet [134]
are themainstreamCNN architectures. Theirmain feature concerned
the idea of connecting not only neighboring layers but any two lay-
ers in the network by using skip connections. This helped reduce
information loss across layers, mitigated the problem of vanishing
gradients, and facilitated the design of deeper networks.

Encoder-decoder architectures like FCN and U-Net [83, 109], are
build on the encoding step to generate a high-dimensional output
via a decoding step by upsampling the compressed representation.
It has an autoencoder-based architecture that uses skip connections
to concatenate features from the first layer to the last, the second
to the second last, and so on; this way, it can obtain fine-grained
information from the initial layers to the end layers and make pixel-
wise predictions.

2.2.2 Recurrent Neural Networks

RNNs are networks that have cycles and therefore have “state
memory”. They can be unrolled in time to become feed forward net-
works where the weights are shared. Just as CNNs share weights
across “space”, RNNs share weights across “time”. This allows them
to process and efficiently represent patterns in sequential data.
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Figure 2.5 Illustration of encoder-decoder structure. The above is a simple
diagram; the below is a detailed example of a specific network.

Figure 2.6 Illustration of Recurrent Neural Networks.

Their main building blocks are recurrent units, which take the
current input and output of the previous state as input (Fig. 2.6).
They provide state-of-the-art results for processing data of variable
lengths, including text and time-series information. Their weights
can be replacedwith convolutional kernels for visual processing tasks.
Many variants of RNN modules have been developed, including Long
short-term memory (LSTM) and Gated Recurrent Unit (GRU), to help
learn patterns in longer sequences [56, 29].

2.2.3 Generative Adversarial Networks

As proposed by [46], generative adversarial networks (GANs) are
among the most popular and exciting inventions in the field of deep
learning. GANs are a framework for training networks optimized
for generating new realistic samples from a particular representa-
tion. In its simplest form, the training process involves two networks.
One network, called the generator, generates new data instances, try-
ing to fool the other network, the discriminator, that classifies im-
ages as real or fake. This simple mechanism is responsible for most
cutting-edge methods for various applications, e.g., generating artifi-
cial photo-realistic images and videos, super-resolution, and text-to-
image synthesis.
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Figure 2.7 Illustration of Generative Adversarial Networks.

2.2.4 Graph Neural Networks

Except for well-structured image data, there is a large amount
of unstructured data in real life, e.g., knowledge graphs and social
networks, that cannot be directly processed by a deep CNN. Usually,
these data are represented in the form of graphs, where each node
indicates an entity and edges delineate mutual relations.

The graph neural network (GNN) has also proved to be successful
in dealing with structured data [139]. Specifically, using the termin-
ology of graphs, nodes of a graph can be regarded as feature de-
scriptions of entities, and their edges are established by measuring
their relations and distances and encoded in an adjacency matrix.
Once a graph is constructed, messages can be propagated among
nodes by simply performing matrix multiplication. Accordingly, [71]
proposed graph convolutional networks (GCNs), which are character-
ized by utilizing graph convolutions. Moreover, the units in residual
GNNs (Res-GCN) [172] have been shown to obtain achievements in
learning from graphs.

2.2.5 Beyond the basics

There are several important and most recent concepts in deep
learning that are not directly represented by the architectures above.
Examples include Variational Autoencoders, ideas of “memory” in
Neural Turing Machine context, Capsule Networks, and in general,
ideas of attention, transfer learning, meta-learning, Transformers
and methods in reinforcement learning. In addition to the new meth-
ods, there are many new applications in the remote sensing field
along with the technological evolution for instance, Quantum Com-
puting, Neural architecture search strategies, and computing secur-
ity. The latest research showed that AI methods are increasingly
used to extract information and analytical data from the continu-
ously growing stream of remote sensing data. The challenges spe-
cific to remote sensing tasks: e.g. methods for solving real-world
remote sensing tasks, Explainable AI methods for remote sensing
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data, are expected to further stimulate the development of effective
methodologies.
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3Regularized Building Outline
Delineation

This chapter is based upon: Zhao, W., Persello, C. and Stein, A., 2021. Building out-
line delineation: From aerial images to polygons with an improved end-to-end learning
framework. ISPRS Journal of Photogrammetry and Remote Sensing, 175, pp.119-131.

21



3. Regularized Building Outline Delineation

Abstract

Deep learning methods have exhibited remarkable performance
in building outline delineation from very high resolution (VHR) re-
mote sensing (RS) data. This study presents an improved method
for predicting the outline of a regularized building in vector format
using an end-to-end deep learning network. The core concept of
our method is to predict the position of key building vertices and
connect them sequentially. The proposed method is based upon
PolyMapper. The efficiency of the detection module is enhanced
by introducing global context and boundary refinement blocks, as
well as channel and spatial attention modules. In addition, stacked
conv-GRU is introduced to further retain the geometric link between
vertices and accelerate inference. The method was evaluated us-
ing two large-scale VHR remote sensing building extraction datasets.
Both COCO and PoLiS measures exhibit superior performance when
compared to those of Mask R-CNN and PolyMapper. Specifically,
this method achieve absolute improvements of mAP 4.2 in mask
mean average precision and mAR 3.7 in mean average recall com-
pared to PolyMapper. In addition, the qualitative comparison demon-
strates that our method considerably improves the segmentation of
instances of structures with varying shapes.

Key words: Building outline delineation; Polygon Prediction; Con-
volutional Neural Networks; Recurrent Neural Networks; Optical re-
mote sensing imagery
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3.1 Introduction

Obtaining accurate locations and outline shapes of buildings is
important for cadastral and topographic mapping, with applications
in urban planning and humanitarian aid [47]. Manual extraction of
buildings from optical images is extremely time consuming and ex-
pensive in large scale applications. Various groups of methods, in-
cluding pixel-wise segmentation, building-wise segmentation, and struc-
tured building footprint delineation have been developed to achieve
automation [96, 138]. However, due to the complexity of VHR-RS im-
ages, the results obtained by automated techniques are still not sat-
isfactory for real applications and the direct inclusion in Geographic
Information Systems (GIS).

Conventional methods for automatic delineation of building foot-
prints usually start with extracting features (e.g., spectral, spatial,
textural), followed by traditionalmachine learning classificationmeth-
ods (e.g., Support Vector Machines, Random Forest) [167, 126]. Their
generalization ability to other areas, however, is difficult due to the
empirically designed features. The recent development of convo-
lutional neural networks (CNNs), has promoted a new round of re-
search studies toward automated image analysis and understanding
[69, 106]. Representation learning through deep networks allows for
multilevel abstractions in semantic image analysis. This results in
a performance that goes well beyond traditional manual feature en-
gineering in many different RS applications [176]. [83] extended the
original CNNs to enable dense prediction by a pixels-to-pixels classi-
fication. By exploiting multiscale features and image context, differ-
ent semantic segmentation methods for building extraction were ap-
plied by [4, 113]. Instance segmentation has been proposed by [52],
combining object detection and semantic segmentation to achieve
pixel-wise delineation of each individual object instance. Following
this approach, [61] have obtained building-wise segmentation, show-
ing promising results in separating building objects and providing
opportunities for extracting building-specific characteristics.

Although pixel-based segmentation methods are generally per-
forming well in building outline delineation in terms of standard ac-
curacy assessment metrics, their output often shows irregular edges
and overly smoothed corners. This is mainly caused by shift and spa-
tial invariant characteristics of a CNN architecture that is designed
for high-level semantic feature abstraction, rather than for precise
localization and delineation of objects spatial details [113]. Also,
the imbalance between building content and boundary label pixels
causes CNNs to produce inaccurate building edges. Several stud-
ies utilize additional operations to strengthen building boundaries
or use graph neural network methods to enhance learning of local
structure. However, spatial continuity and shape regularity of build-
ing boundaries are still often neglected. Missed detection may still
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persist along the building boundaries caused by polygon simplifica-
tion techniques. Besides, graph neural network does not explicitly
consider the influence of morphological characteristics of the build-
ing. As a result, the raster output needs to be converted into a vec-
tor format and edited with substantial manual work before being
included in GIS layers.

Regularized building outline delineation from optical RS imagery
has long been studied [103, 138]. Studies on building polygon delin-
eation usually require additional data sources, for instance, airborne
lidar scanning (ALS) or public GIS data, or post-processing for accur-
ate locating the boundary features [47, 73]. Recently, [44] developed
CNN-basedmethods that are capable of producing vectorial semantic
labeling of an image directly, whereas contour-based methods were
introduced by [28]. Nevertheless, these methods still have problems
in producing regular edges, sharp corners, and handling occlusions
since they either highly depend on careful curve initialization or suf-
fer from the typical drawbacks of parametric curves.

Directly predicting polygons, i.e., ‘automatic annotation’, aims to
identify the polygons or curves that best fit the object boundaries in
semi- or fully automatic ways. These annotation methods have been
developed gradually from graph cuts to CNN-based architectures [1].
[22] predicts the contour points sequentially using a CNN plus recur-
rent neural network (RNN) architecture named PolygonRNN, with a
CNN serving as an image feature extractor, and the RNN decoding
one polygon vertex at a time. Motivated by the success of these re-
cent works, [74] developed an end-to-end deep learning architecture
named PolyMapper, which is able to learn and delineate the geomet-
rical shapes of buildings and roads directly in vector format from
a given overhead image. They integrate the Feature Pyramid Net-
work (FPN) detection module [76] on top of PolygonRNN, thus remov-
ing the need to manually annotate bounding boxes surrounding the
objects of interest. However, PolyMapper still has problems in pre-
dicting complex shapes caused by deficiencies of elementary feature
extraction and object detection modules, and besides, the convolu-
tional Long Short-Term Memory (conv-LSTM) module is computation-
ally expensive.

Our study aims to accurately and automatically delineate regular-
ized building outlines from VHR-RS imagery. We develop a end-to-
end trainable CNN + RNN architecture, where the CNN takes as input
an RS image and extracts key points of building outlines, which are
fed sequentially to the multi-layer RNN decoder. Finally, the RNN
produces a vector representation for each object in a given image.

Following the research line of previous works [22, 74], we intro-
duce several modifications to such a scheme to further improve its
performance and applicability in an operational scenario. The key
contributions of our paper are the following:

• We have systematically upgraded the building instance segment-
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ation module. We integrated global context blocks (GCB) in the
backbone network to enhance the model’s capability to capture
long-range dependency. We introduced a Boundary Refinement
Block (BRB) to enhance the extraction of boundary features. We
also improved the detection module by combining the channel
and spatial attention block.

• We embedded stacked convolutional Gated Recurrent Units (conv-
GRU) to accelerate reasoning and alleviate the vanishing gradi-
ents problem in recurrent networks.

• We applied Common Objects in Context (COCO) measures and
the polygons and line segments (PoLiS) metric [77, 7] to evaluate
the building outline prediction results. This way, we assess the
precision of our method from the perspectives of pixel-based
location accuracy and geometric shapes similarity.

3.2 Methodology

Our framework integrates building instance segmentation and vec-
torization into one end-to-end learning system, which provides sig-
nificant advantages to pixel-wise labeling methods for obtaining reg-
ularized polygon results. Departing from PolyMapper, we have sys-
tematically upgraded the feature extractor, the detection and recur-
rentmodules, tomake the frameworkmore robust to complex scenes.
The full model is shown in Figure 3.1. The CNN encoder first pro-
duces general multi-level features of the image. An object detection
module is then integrated to detect individual object instances in the
form of bounding boxes. We apply the region proposal network (RPN)
structure enhanced by feature pyramids network, which can exploit
multi-scale, pyramidal hierarchy of CNNs. The bottom-up network
then generates an enhanced boundary feature together with the pre-
dicted first vertex of the building polygon. Once the images with
individual buildings are generated, the recurrent decoder is applied
to exploit visual attention at each time step and generate a sequence
of 2D vertices. Finally, the closed polygon is produced by the RNN
following a particular orientation. The framework returns the struc-
turally coherent representation building polygons.

Our method is able to directly predict polygons from images, in-
stead of explicitly labeling image pixels. The multi-task framework
loss is combined from CNN backbone, detection module, and RNN
parts, where the detection loss consists of a cross-entropy loss and a
smooth L1 loss for anchor classification and regression, respectively.
The CNN loss refers to the log loss for the mask of boundary and ver-
tices, and the RNN loss is the cross-entropy loss for the multi-class
classification at each time step. In the following, we describe our
network architecture in detail.
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Figure 3.1 Overview of our framework. (a) Building instance segmenta-
tion module, which includes CNN feature extractor and detection module.
G and B stand for global context block (GCB) and boundary refinement block
(BRB), which are illustrated in Figure 3.2. A stands for attention block, which
is explained in Figure 3.3. (b) Building outline polygon prediction module,
which is a RNN decoder combined of a two-layer stacked conv-GRU with skip-
connection from one and two time steps before.

3.2.1 Building instance segmentation

This section describes building instance segmentation module,
which contains a feature extraction and a building detection module.

a. Feature extraction
This module contains an enhanced CNN backbone network and a
bottom-up network composed of boundary refinement blocks, which
fuse information from the previous layers aiming at capturing both
low-level and high-level boundary information.

i. CNN encoder
A CNN encoder network, also called backbone network, performs as a
multi-level feature extractor of the image, maintaining the structure
of that signal and is sensitive to local connectivity. In our framework,
the backbone encoder is shared for both building detection and ver-
tices localization in order to save computing overhead. Thus, we aim
to design a powerful and efficient backbone to extract more inform-
ative features to achieve better performance. We conducted several
experiments with different commonly used backbone networks in
our study (section 3.3.4). Based upon the baseline backbone network,
we introduce non-local mean operations for capturing long-range de-
pendencies within the backbone network [136]. Non-local means is
a classical filtering algorithm that allows distant pixels to contribute
to the filtered response at a location based upon patch appearance
similarity. Here we introduce GCB [19], which benefits from both a
simplified non-local operation with effective modeling on long-range
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dependency, and the squeeze-excitation block [57] with lightweight
computation. This operation is equivalent to obtaining a receptive
field as large as the feature map size in a more efficient manner,
which allows for effective fusion of global information and semantic
feature enrichment.

The detailed architecture of the GCB is illustrated in Figure 3.2(a).
Specifically, the GCB consists of (a) a context modeling module which
aggregates the features of all positions together to form a global con-
text feature; (b) a feature transform module to capture the channel-
wise interdependencies. Besides, a normalization layer is added in-
side the bottleneck transform (before Rectified Liner Unit (ReLU)) to
ease optimization, as well as to benefit generalization; (c) a fusion
module to merge the global context feature into features of all pos-
itions. With this design, the GCB can be applied in multiple layers
to better capture the long-range dependency. We denote the output
of different stages of our backbone as Cn for outputs of different
stages of ResNet backbone. We added GCB to last residual blocks of
C2 ∼ C5 with a bottleneck ratio of 16.

(a) GCB (b) BRB

Figure 3.2 The detailed structure of GCN and BRB. The feature maps are
shown as feature dimensions, e.g., C × H × W denotes a feature map with
channel number C, height H and width W . ⊗ denotes matrix multiplication,
⊕ denotes broadcast element-wise addition.

ii. Boundary refinement block
During the segmentation, it is possible that buildings are confused
with the background category of a similar appearance, especially
when they are spatially adjacent [162]. We therefore introduce a
Boundary Refinement Block (BRB) (Fig. 2(b)), which amplifies the dis-
tinction of features between building boundaries and surrounding
features. The first component of the BRB block is a 1 × 1 convolu-
tion layer, which is used to unify the channel number and combine
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the information across the channel. A basic residual block refines
the feature map. BRBs are then embedded into a bottom-up network
to enlarge the inter-class distinction of features. The structure can
learn the accurate semantic boundary with polygon supervision by
simultaneously obtaining accurate edge information from the lower
level feature and semantic information from the higher level feature.

We refer to the output feature map of this module as the com-
bined features, which involve backbone features, enhanced boundary
information, and vertices features. Final feature maps of each build-
ing object are cropped and aligned with corresponding bounding box
by RoIAlign [52].

b. Building detection and instantiation
The role of the detection module is to partition the image into indi-
vidual building instances. It allows us to compute separate polygons
for all buildings. Polymapper integrates FPN, which is a classical two-
stage framework for object detection to the framework. Specifically,
FPN builds a feature pyramid upon the inherent feature hierarchy
in CNN by propagating the semantically strong features from high
levels into features at lower levels.

Predicting the target objects in RS imagery remains a challenge
due to the complex background and extreme variation of scales and
texture. Motivated by recent works on attentionmechanism [57, 143],
we hypothesize that both spatial-wise and channel-wise recalibration
of merged feature maps can improve current pyramid layer detec-
tion. Hence, we integrate an attention module into each stage of FPN
to enhance pyramid features by weighting the fusion feature map.
The attention module starts by modeling the feature dependency of
the feature maps in each pyramid level and further learns the feature
importance vector to recalibrate the feature maps to emphasize the
useful features. The attention module mainly consists of two parts:
channel attention block (CAB) and spatial attention block (SAB) (Fig-
ure 3.3).

i. Channel attention block
The CAB focuses on enhancing features along the channel of each
pyramid level. It first explicitly models the dependency of features
along the channel and learns a channel-specific descriptor through
the squeeze-and-excitation method. Then, it emphasizes the useful
channels for more efficient global information expression of feature
maps in each pyramid level. The CAB is as follows:

FC = σ (MC(F )⊗ F )⊕ F, (3.1)

where σ is ReLU activation function; ⊗ is element-wise dot product;
⊕ is element-wise addition; MC(F ) ∈ RC×1×1 is the channel atten-
tion weight; F ∈ RC×H×W represents the input feature map and FC

represents the output feature map of the CAB. Concretely, in the
CAB, the spatial dimension of the input feature is first compressed
bymax-pooling and average-pooling simultaneously. Then the gener-
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Figure 3.3 Diagram of attention block (refers to module A in Figure 3.1),
which mainly consists of two parts: channel attention block (CAB) and spatial
attention block (SAB). The intermediate feature map is adaptively refined
through our module at every stage of the feature pyramid.

ated max-pooling features and average-pooling features are forwar-
ded to a shared network, producing the channel attention map Mc.
The shared network is composed of a multi-layer perceptron (MLP)
with one hidden layer. The size of the hidden activation layer is set
to RC/r×1×1 for reducing parameter, with r equal to 16.

ii. Spatial attention block
Similar to the CAB, the SAB enhances the features along with the spa-
tial location of each pyramid level, which emphasizes the effective
pixels and suppresses the ineffective or low-effect pixels. The SAB
process is as follows:

FS = σ (MS(FC)⊗ FC)⊕ F (3.2)

whereMS(FC) ∈ RC×1×1 is the spatial attention weight; FS represents
the output feature map of the SAB. In the SAB, the feature map is
produced by the max-pooling and average-pooling processes along
the channel axis. These two produced maps are concatenated and
a convolution layer is applied to reduce the dimension. Finally, a
sigmoid function is added to generate spatial attention weight.

In summary, the channel attentionmodule focuses on “which chan-
nel” to learn from the combined heterogeneous features. The spatial
attention module focuses on “which area” to learn from the com-
bined feature maps. This attention-based feature enhancement can
automatically explore the importance of features at different levels
to effectively solve the heterogeneous problem across the channel di-
mension and further recalibrate the importance of each pixel location
across the spatial dimension to approach interesting areas rapidly.
Thus, it improves the ability of the detection module to distinguish
between buildings and backgrounds.

3.2.2 Building outlines prediction

Extraction of regularized building boundaries is traditionally achieved
by vectorizing the pixel-wise segmentation results and manually re-
fining them. Such a workflow is usually time consuming and tedi-
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3. Regularized Building Outline Delineation

(a) Video motion prediction

(b) RNN vertices prediction

Figure 3.4 (a) A sample RNN architecture for video motion prediction. A
sequence of images is given as input to the network. The extracted fea-
ture maps inside the recurrent unit is given to a stacked conv-GRU layer to
propagate the long-term memory from video clips for poses regression. Fig-
ure revised from [50]. (b) Keypoint sequence prediction produced by RNN
for buildings. At each time step t, the RNN takes the current vertex yt and
previous vertex yt1 as input, as well as the first vertex y0, and outputs a con-
ditional probability distribution P (yt+1 | yt, yt−1, y0).

ous. The regularity is obtained as a result of the proposed frame-
work that predicts the positions of building keypoints (vertices) and
connect them in a sequential manner. Contrary to pixel-wise classi-
fication methods, edges between the extracted keypoints will result
in straight lines, and thus buildings will be delineated according to
polygons of regular shape. The RNN is applied tomodel the sequence
of vertices in the polygon outlining the building. In addition, inde-
pendent regression loss functions are used to ensure the extraction
of the correct locations of boundaries and vertices, obtaining regu-
larized building outlines in vector format directly.

An RNN is a powerful representation of time-series data, as it
carries more complex information about previously observed data
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3.2. Methodology

by employing linear and non-linear functions. It can also effectively
capture typical shapes of objects. Therefore, RNNs have been widely
used in temporal image processing, such as video motion prediction
and video object detection (Figure 3.4(a)).

In contrast to [22] and [74] who employ conv-LSTM in their mod-
els, we propose to leverage stacked conv-GRU [11]. On the one hand,
conv-GRU can preserve the geometric relationship coming from the
previous frames; on the other hand, it has similar performance to
LSTM but with a reduced number of gates, thus lower computational
cost. Convolutional recurrent units convert gated architecture to a
convolutional one and replace dot products with convolutions in or-
der to process images. A conv-GRU (single layer) computes the hid-
den state ht given the input xt according to the following equations:
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z ∗ xl
t +Wl
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t +Ul

z ∗ hl
t−1

)
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(3.3)

where zt is an update gate that decides the degree to which the unit
updates its activation. rt is a reset gate. σ is the sigmoid function.
h̃t is a candidate activation which is computed similarly to that of
the traditional recurrent unit in an RNN and ∗ denotes a convolu-
tion operation. In this formulation, model parameters W, Wl

r, W
l
z

and U, Ul
r, U

l
z are 2D-convolutional kernels. Our model results in a

hidden recurrent representation that preserves the spatial topology
hl = hl

t(i, j), where hl
t(i, j) is a feature vector defined at the location

(i, j).
The new state hl

t is a weighted combination of the previous state
hl
t−1and the candidate memory h̃t. The update gate zt determines

how much of this memory is incorporated into the new state. Using
convolution, the ‘visual memory’ representation of a pixel is determ-
ined not only by the input and the previous state at that pixel, but
also its local neighborhood. Bymaking use of convolution operations
and temporal variation in continuous frames, our model is therefore
capable of characterizing spatio-temporal patterns with high spatial
variation in time.

As illustrated in Figure 3.4 (b), we construct a two-layer RNN with
stacked conv-GRU cells with a kernel size of 3 × 3, and 16 channels
which output a vertex at each time step. The vertex prediction is
formulated as a classification task and the model is trained with the
cross entropy loss. At each time step t, our stacked conv-GRU re-
ceives as input a tensor xt that concatenates multiple features: the
CNN feature representation of the image yt−1 and yt−2, i.e., a one-hot
encoding of the previously predicted vertex and the vertex predicted
from two-time steps ago, as well as the one-hot encoding of the first
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3. Regularized Building Outline Delineation

predicted vertex y0. The output yt is encoded as a D × D + 1 grid,
where D×D dimensions represent the possible vertex positions and
the last dimension corresponds to the end-of-seq token that signals
that the polygon is closed.

Notably, the first vertex of the polygon is predicted in the previous
skip feature module after the enhanced boundary to help the RNN
determine the starting point. In this way, the next vertex of a polygon
is always uniquely defined by giving a previous vertex and an implicit
direction. Together with combined features, the one-hot encoding of
the first predicted vertex y0 is also taken as input at each time step.
This acts as an end signal indicating the polygon goes back to the
starting vertex and reaches a closed shape.

During implementation, the resolution of RNN input features was
downsampled to 28 × 28 to satisfy memory bounds and to keep the
cardinality of the output space amenable. The maximum length of a
sequence (number of vertices) when training is set to 30. In the infer-
ence phase, the beam search procedure is used to select the starting
and following vertices. Beam search is a heuristic graph search al-
gorithm, which is used to keep the higher quality nodes at each step
of depth expansion in large graph space.

3.2.3 Loss functions and implementation details

The total loss of our model is a combined loss from the detection
module, CNN, and RNN, respectively. The detection loss consists of
a cross-entropy loss for anchor classification and a smooth L1 loss
for anchor regression.

L
(i)
cls = − (yi log (pi) + (1− yi) log (1− pi)) (3.4)

f(x) =

{
1
2x

2, |x| < 1
|x| − 1

2 , otherwise
(3.5)

L
(i)
box = f

(
x∗
g − xg

)
+ f

(
y∗g − yg

)
+f
(
w∗

g − wg

)
+ f

(
h∗
g − hg

) (3.6)

where Lcls is the classification loss, yi (either 0 or 1) is the class
of the anchor, pi is the predicted probability of the class. Lbox is the
regression loss of the bounding box, where (x∗

g, y
∗
g , w

∗
g , h

∗
g) denotes the

predicted coordinates of the box. The superscript i denotes the i-th
anchor, λ denotes a self-defined parameter when training. In addi-
tion, the weighted logarithmic loss is used to remedy the imbalance
of the positive and negative samples for the mask of boundary and
vertices in the CNN part separately. The cross-entropy loss is adop-
ted in the RNN part for the multi-class classification at each time
step.

32



3.2. Methodology

The overall CNN + RNN model is trained end-to-end, and the over-
all loss function takes the form of multi-task learning. This essen-
tially helps CNN to be fine-tuned to object boundaries, while the RNN
learns to follow these boundaries and exploit its recurrent nature to
also encode priors on object shapes. We train our model using the
Adam optimizer with a batch size b = 4 and an initial learning rate
of λ = 0.0001. Weight decay and momentum are both set to 0.9. The
total iteration number was set as 1,600,000. The network was imple-
mented using Tensorflow 1.15. We performed all the training and
testing on a single TITAN X GPU.

3.2.4 Evaluation Metrics

The prediction results of different methods are evaluated and
compared using different evaluation criteria.

a. COCO measurement
We first report the standard Common Objects in Context (COCO)
measures mean Average Precision (AP) and mean Average Recall (AR)
over multiple Intersection over Union (IoU) values. IoU is defined as
the area of the intersection divided by the area of the union of a
predicted mask and a ground-truth mask.

IoU =
ROIP ∩ROIG
ROIP ∪ROIG

(3.7)

Specifically, AP and AR were averaged over ten IoU values with
thresholds from .50 to 0.95 with steps of 0.05. Averaging over IoUs
rewards detectors with better localization. Thus, an AP was calcu-
lated as Equation 3.8.

AP =
AP0.50 +AP0.55 + . . .+AP0.95

10
(3.8)

In addition, AP(S,M,L) and AR(S,M,L) were used to further measure
the performance of the algorithm on detecting objects of different
sizes. Specifically, small, medium and large represent an area <322,
an area between 322 and 962 and an area >962 respectively, where the
area is measured as the number of pixels in the segmentation mask.

b. Polygons and line segments measurement
Although the COCO metric is very indicative of the outcome assess-
ment and allows for a fair comparison with other instance segment-
ation algorithms, the indicator is still raster-based, which can not
fully reflect and evaluate the effectiveness and advantages of vector-
based prediction methods. Thus, we introduce the polygons and line
segments (PoLiS) metric, which accounts for shape and accuracy dif-
ferences between the polygons [7].

Specifically, PoLiS is designed to compare building polygons and
line segments and fulfill the mathematical conditions for a metric. It
is expressed as:
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3. Regularized Building Outline Delineation

Figure 3.5 PoLiS distance p between extracted building A (orange)and ref-
erence building B (blue).

p(A,B) =
1

2q

∑
aj∈A

min
b∈∂B

∥aj − b∥

+
1

2r

∑
bk∈B

min
a∈∂A

∥bk − a∥
(3.9)

where the distance between polygons A and B p(A,B) is defined as
the average of the distances between each vertex aj ∈ A, j = 1, ..., q,
of A and its closest point b ∈ ∂B on polygon B, plus the average of
distances between each vertex bk ∈ B, k = 1, ..., r, of B and its closest
point a ∈ ∂A on polygon A. (1/2q) and (1/2r) are normalization factors
to quantify the overall average dissimilarity per pair of detected and
reference polygon.

As shown in Figure 3.5, the distance between A and B is marked
with solid black lines. The arrows represent the direction in which
the distance is computed, and the gray (solid or dashed) connec-
tions between the points show an intermediate step in computing
a distance, i.e., an underlain Euclidean distance between points. The
PoLiS metric is defined for polygons and not for point sets; thus, the
connections between the points (the blue and orange lines) are es-
tablished. The dotted light-blue lines demonstrate one alternative
way to connect point set B into a polygon, which shows the PoLiS
accounts for the shape of the outline. In sum, the PoLiS metric ac-
counts for positional and shape differences by considering polygons
as a sequence of connected edges instead of only point sets.

In practice, we first filter the predicted building instance results
with mask IoU > 0.5 to find the corresponding ground truth and
prediction object pairs. Later, the overall mean value of the metric
for objects in all tiles and dataset are computed. The smaller the
value represents the higher the similarity between the predicted and
true polygons.
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Table 3.1 Data catalog of open cities dataset.

City Scene count Resolution AOI area (sqkm) Building count Average building size (sqm)

Accra (acc) 4 2 cm 7.86 33585 84.84
Dar es Salaam (dar) 6 7 cm 42.90 121171 99.20
Kampala (kam) 1 4 cm 1.14 4056 53.14

- (mon) 4 7 cm 2.90 6947 150.71
- (nia) 4 10 cm 0.68 634 47.43

Pointe-Noire (ptn) 2 20 cm 1.87 8731 72.73
Zanzibar (znz) 13 7 cm 102.61 13407 120.83

3.3 Experiments and Results

3.3.1 Datasets

In order to verify the performance and robustness of the algorithm
under large-scale and different source data sets, two challenging VHR
remote sensing benchmark datasets, namely crowdAI and Open Cit-
ies are selected to evaluate the proposed method. The two datasets
cover large areas over many cities in different regions (US and Africa),
and the images are in different spatial resolutions with unpredictable
scene complexity.

a. crowdAI dataset
The crowdAI dataset is a large-scale RGB satellite imagery dataset
which has a spatial resolution of ~30 centimeters [91]. The training
set consists of 280,741 images with ~2,400,000 annotated building
footprints. The test set contains 60,317 images with ~515,000 build-
ings. Typical instance annotations are used to supervise box and
mask branches, and the semantic branch is supervised by the COCO
format annotations [77].

b. Open Cities dataset
The Open Cities dataset is supported by the Global Facility for Dis-
aster Reduction and Recovery (GFDRR). The aerial imagery data con-
sists of drone imagery from 10 different cities and regions across
Africa. The spatial resolution varies from 2cm ∼ 20cm. The original
dataset has been divided into tier 1, and tier 2 subsets depend on
the quality of labels (e.g., how exhaustively an image is labeled and
how accurate the building footprints are). We select tier 1, which has
more complete labels as our dataset and separate them into train-
ing and validation dataset. Original images are cropped into 1,224 ×
1,224 tiles, with 100 pixel overlay between each other, and the total
volume of the prepared dataset is 91.8 GB. The summary of the data
list and details can be found in Table ??. Example images and the
corresponding label is shown in Figure 3.6.

c. Data preparation
The annotation files of Open Cities are in GeoJSON format, which,
like shapefile, are the most commonly used vector data format in
geo-domain. In order to advance the automated process and com-
pare it with other instance segmentation algorithms, we developed
an automated data processing script. Taking the commonly used
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3. Regularized Building Outline Delineation

raster remote sensing images, e.g., .tiff, and corresponding vector
labels, e.g., .shp, .geojson, as input, the script can automatically pre-
pare a COCO format dataset by cropping, annotating and splitting.
In addition, the prediction results can be converted into shapefile or
raster tiles after finishing the training and prediction. To this end,
our framework can build an automatic workflow for building outline
delineation from data preparation to final deployment.

3.3.2 Design of different components

Since the designed framework is a multi-task one, optimization
of a single module does not necessarily ensure improved model per-
formance. We, therefore, performed extensive ablation experiments
based upon the baseline model.

a. Backbone network
Instead of VGG-16 used in PolyMapper, we utilize ResNet as our baseline
model [53]. The residual module of the ResNet is highly effective in
alleviating the degradation problem raised by deeper networks. It
has five stages that can extract the features from high and low stages
to refine the final encoder information. Besides, we also test Efficient-
Net [121], which uses a compound coefficient to scale up CNNs in a
more structured manner. This reduces the number of trainable para-
meters while maintaining high accuracy. The comparing results are
shown in Table 3.7.

b. Detection module
We adopted several ways of improving the effectiveness of the detec-
tion module. The simplified diagrams of their structures are shown
in Figure 3.7. We mainly focus on improving the detection module
following the two-stage detector scheme since they are usually more
flexible and accurate comparing with one-stage detectors.

i. Path Augmentation
We added an extra path augmentation based upon FPN referring [81]
to shorten the information path between lower layers and topmost
feature (shown in Figure 3.7 (b)). The idea was to further enhance the
localization capability of the entire feature hierarchy by propagating
strong responses of low-level patterns.

ii. Balanced Feature Pyramid
We applied a balanced feature pyramid to strengthen the multi-level
features using the same deeply integrated balanced semantic fea-
tures through rescaling, integrating, refining, and strengthening (Fig-
ure 3.7 (d)). This was motivated by the work presented in [101], de-
signed to strengthen original features. In this manner, each resolu-
tion in the pyramid obtains equal information from other resolutions,
thus balancing the information flow and leading the features more
discriminative.

iii. Inception-block
We introduced a sub inception block [24] into the FPN lateral connec-
tions aiming to capture more image context at multiple scales. As
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(a) Image tile.

(b) Sample reference data.

Figure 3.6 Example drone image tile and labels of Open cities dataset.
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Figure 3.7 Comparison of implemented different enhanced feature pyr-
amid networks, which represents (a) FPN [76], (b) Path augmentation [81], (c)
Inception module [24], (d) Balanced feature pyramid [101], (e) Mask guided
[52], respectively. Each feature map upward has a spatial sized scaled down
by two by default. Dotted lines represent interpolation operations, meaning
that they can be upsampling, downsampling or shortcut depending on the
respective feature map sizes. Each solid black line is an independent convo-
lution.

described in Figure 3.7 (c), the encoded and decoded features are
integrated into the enhanced feature by one inception block.

iv. Mask-guided RPN
We added an extra mask prediction head to RPN to build a mask-
guided RPN. The idea is referred from instance segmentation work
[52], and it aims to suppress the background clutter with additional
supervision. As shown in Figure 3.7 (e), the multi-level FPN features
are normalized into the same spatial size by taking the simple up-
sample and downsample operations, followed by predicting anm×m
mask from each RoI using an FCN. The FCN consists of 4 consecutive
convolutional layers and one deconvolutional layer. This allows each
layer in the mask branch to maintain the explicitm×m object spatial
layout.

c. Recurrent decoder
Apart from stacked conv-LSTM and stacked conv-GRU, we tested Causal-
LSTM and Gradient Highway Unit (GHU) [137]. Specfically, we first
embedded the Causal-LSTM tomake the RNNmodule ‘deeper in time’.
The temporal and spatial memories in the cells are connected in a cas-
caded way through gated structures in such cells. This is inspired by
the idea of adding more non-linear layers to recurrent transitions,
increasing the network depth from one state to the next. Thus, we
hypothesized that it then becomes better capable of capturing the
shape of the object and making coherent predictions even in ambigu-
ous cases such as shadows and saturation.

In addition, the GHU is embedded to alleviate the gradient propaga-
tion difficulties in deep predictivemodels. The GHUworks to capture
long-term and short-term time-step dependencies separately. With
quickly updated hidden states, it builds a quick alternative route
from the very first to the last time step similarly with skip connec-
tion built-in CNN. We modify and integrate them into the two-layer
RNN.

38



3.3. Experiments and Results

3.3.3 Results and discussion

a. Comparison with state-of-the-art methods
We compared our model to state-of-the-art instance segmentation
method Mask R-CNN [52] and original PolyMapper. Specifically, we
keep the backbone and detection module of Mask R-CNN setting the
same with our baseline model, which is ResNet-101 and FPN, for a
fair comparison.

i. Quantitative analysis
Table 3.2 and 3.3 show quantitative comparison of our method with
the other two methods reported in COCO and PoLiS metrics. Regard-
ing the crowdAI dataset, our method achieves 47.4 mAP and 55.8
mAR, which outperforms Mask R-CNN and PolyMapper in all mAP
and mAR metrics, especially for the later ones. It demonstrates that
there is a higher proportion of buildings detected by our approach
with respect to the ground truth. Our method works significantly
better in delineating small and medium size buildings and achieves
higher precision at all scale levels. In addition, the results on PoLiS
distance indicate that the results obtained through our method have
a lower overall average dissimilarity per polygon. It indicates our
results yield superior positional accuracy and shape similarity by re-
ferring to ground truth comparing with the other two methods.

Table 3.2 Results on the crowdAI dataset.

Method mAP APS APM APL mAR ARS ARM ARL PoLiS

Mask R-CNN 41.9 12.4 58.1 51.9 47.6 18.1 65.2 63.3 3.064
PolyMapper 43.2 19.7 56.8 53.4 52.1 30.3 65.5 65.9 2.333
Our method 47.4 23.5 60.4 60.7 55.8 33.5 69.5 71.2 2.189

Table 3.3 Results on the Open Cities dataset.

Method mAP APS APM APL mAR ARS ARM ARL PoLiS

Mask R-CNN 35.6 5.4 28.4 46.6 44.6 7.6 37.7 57.1 20.435
PolyMapper 36.3 7.3 25.5 47.9 44.8 7.0 34.7 58.3 18.901
Our method 37.8 8.1 28.0 48.2 46.9 9.3 37.2 58.6 17.778

For the Open Cities dataset, our method still outperforms Mask
R-CNN in all AP and AR metrics except APm, which refers to medium
buildings. We hypothesize that the slightly lower performance ob-
served for medium buildings is due to the number of buildings at
this scale predominate in the tiles with the cropping size we selec-
ted. The resizing at the beginning of the network leads to a loss of
spatial information of densely arranged objects with complex roofs
material. Thus vertex location may be blurred. Our method still
performs better than PolyMapper. Besides, our results also show a
lower value in the PoLiS metric, which suggests the results are more
accurate and similar compared to the reference data.

39



3. Regularized Building Outline Delineation

Figure 3.8 Sample data and results of crowdAI dataset. From top to bot-
tom are (1) Image tiles with ground truth label. (2) Mask R-CNN results (3)
PolyMapper results (4) Our method results.

ii. Qualitative analysis
Figure 3.8 allows a visual comparison of the results obtained by the
three considered methods and the reference data on the crowdAI
dataset. As compared with the pixel-wised based Mask R-CNN, the
other two methods are able to generate more compact and regular-
ized representations. In addition, our results are superior in terms
of object integrity and accuracy compared to Polymapper under the
same training conditions. Figure 3.9 provides finer results compar-
ison of three methods for an example building. The result of the
pixel-based method Mask R-CNN is rather irregular. Our method en-
ables us to delineate building instance with a complex shape more
accurately compared with PolyMapper.

Figure 3.10 shows qualitative results on the Open Cities dataset.
Our algorithm still enables accurate extraction of buildings of differ-
ent sizes and shapes in complex scenes, despite the dense arrange-
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Figure 3.9 Results comparison for example buildings with complex shape.
From left to right: (1) Mask R-CNN (2) PolyMapper (3) Our method.

Figure 3.10 Sample data and results of Open cities dataset. From top to
bottom are (1) Image tiles with ground truth label. (2) Mask R-CNN results
(3) PolyMapper results (4) Our method results.

41



3. Regularized Building Outline Delineation

ment of buildings and the wide variation in roofing materials. In
summary, our model can well outline the buildings with a variety of
shapes and sizes in a given VHR remote sensing image and provide
accurate geometrical details.

b. Comparison with segmentation plus post-processing
We further compare our method with instance segmentation plus
post processing methods, including convex hull (CH) and Douglas-
Peucker (DP), respectively. Those methods are usually used to sim-
plify and refine the results in terms of geometric regularity of build-
ing segments. In practical, we specifically refer to the algorithms
introduced by [114] and [37], and we integrate them into the mask
prediction module in the Mask R-CNN, which will be applied during
referencing period.

The quantitative results are shown in Table 3.4, which indicates
that our methods still perform better in both AP and AR. The out-
put of different methods is shown in Figure 3.11. Among them, the
CH algorithm implements the generation of the outer polygon of the
segmentation result. In contrast, DP performs better in terms of
boundary outline simplification based upon pixel-based segmenta-
tion results. But overall, ourmethod produces better representations
of building outlines with better geometric regularity. In addition, we
found both of the CH and DP as classic regularization algorithms are
very dependent on the initial segmentation results, and they usually
show poorer performance on building objects with complex geomet-
ries.

Table 3.4 Comparison with instance segmentation plus post processing
algorithms.

Methods mAP mAR PoLiS

Mask R-CNN + CH 42.6 47.5 2.568
Mask R-CNN + DP 43.6 48.9 2.435
Our method 44.5 53.0 2.189

c. Comparisonwith Deep snake automatic annotation algorithm
Recent studies in automatic annotation take a different approach to
optimize and replace RNNs for outlining the objects [1]. The key
idea is to approximate the contour outlining an object by deforming
an initial contour to the object boundary, either using GCN or active
contour methods. [104] proposed a learning-based snake algorithm,
named deep snake, which introduces the circular convolution for ef-
ficient feature learning on the contour and regresses vertex-wise off-
sets for the contour deformation. We also compared our method
with Deep snake on the crowdAI dataset.

The qualitative and quantitative comparison results for the two
methods are shown in Figure 3.12 and Table 3.5, respectively. Al-
though the results of deep snake can reach a higher value of the
COCO evaluation metrics, our method reaches a higher value of the
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Figure 3.11 Example results from different methods on crowdAI dataset.
From top to bottom are (1) Image with ground truth label (2) Mask R-CNN +
CH (3) Mask R-CNN + DP (4) Our method.

Table 3.5 Comparison with deep snake algorithms.

Methods mAP mAR PoLiS

Deep snake 45.1 54.5 2.678
Our method 44.5 53.0 2.189
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Figure 3.12 Example results from different methods on crowdAI dataset.
From top to bottom are (1) Deep snake [104] (2) Our method.

PoLiS metric, which indicates more regular object shapes with finer
geometric details. The combination of geometrical constraints with
the aforementioned deforming methods to improve the efficiency of
the framework is a promising future research direction.

d. Ablation studies
With the proposed method, we achieve 4.2 mask mAP and 3.7 mAR
absolute improvements compared to the original PolyMapper. We
first list all steps used to achieve the performance. We also perform
extensive ablation studies on different components designed for all
modules involved in the framework, as described in 3.2.2. We selec-
ted ResNet-101 + FPN as our baseline model. All the experiments
were carried out on the crowdAI dataset with an iteration number of
605k. In addition, we calculated the training time (tT ) (500 iterations)
and the inference time per image (tI ) for each set up of the ablation
study to investigate the trade-offs in terms of accuracy and compu-
tational efficiency.
i. Effect of each component
To analyze the importance of each component, backbone, detection
module and RNN decoder are sequentially added to the model to val-
idate the effectiveness. Meanwhile, the improvements brought by a
combination of different components are also presented to demon-
strate that those components are complementary to each other.

Table 3.6 Effect of each component. Results are reported on crowdAI

GCN BRB EFPN stacked conv-GRU mAP mAR Gain tT (s) tI (s)

- - - - 34.1 43.3 - 300.06 0.39
✓ 35.4 45.2 1.3/1.9 309.65 0.40
✓ ✓ 36.3 46.2 0.9/1.0 315.05 0.42
✓ ✓ ✓ 37.0 46.5 0.2/0.3 330.16 0.52
✓ ✓ ✓ ✓ 37.9 46.9 1.4/0.4 323.97 0.48
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As shown in Table 3.6, GCN improves the baseline method by 1.3
mAP and 1.9 mAP. This benefits from effective modeling of long-
range dependency with attention pooling for context modeling, and
addition for feature aggregation. It shows that the overall feature
extraction ability of the backbone has been enhanced by adding mes-
sages communication between distant positions. In addition, BRB
also improves the performance of 0.9 mAP and 1.0 mAR, respect-
ively. BRB enhances the learning ability for boundary features and
further guides the detection of corner points, avoiding incomplete
detection of the geometry.

Besides, enhanced FPN with attention module brings a slight in-
crease to both mAP and mAR to the overall performance. The atten-
tion module enhances the feature expression and further improves
object detection accuracy by weighing the features in each pyramid
level and adaptively utilizing the object’s context information. The
utilization of two attention modules has made the detection mod-
ule focus on capturing discriminative semantics and locating precise
positions.

Moreover, the stacked conv-GRU module also improves the over-
all performance by 1.4 and 0.4. It indicates that the simpler and effi-
cient stacked conv-GRU cells leverage the convolution operations to
enforce sparse connectivity of the model units and share parameters
across the input spatial locations.

Table 3.7 Ablation studies of backbone network on crowdAI.

I. Backbone mAP mAR tT (s) tI (s)

VGG-16 27.8 39.9 291.09 0.38
EfficientNet-B4 34.1 42.9 298.45 0.42
ResNet-50 33.5 42.6 295.15 0.39
ResNet-101 34.2 43.3 300.06 0.42
ResNet-152 35.6 44.5 340.20 0.53

Referring to the training and inference speed metrics, we observe
that each additional module increases the time accordingly, but there
is no substantial difference in the overall rate. These results indic-
ate that these components are complementary to each other and
improve the performance from different perspectives towards the
baseline model and original PolyMapper.

ii. Comparison with different backbone networks
Experiment results related to a different selection of backbone net-
works are presented in Table 3.7. Compared with VGG-16 applied in
original PolyMapper, networks with residual blocks clearly improve
overall performance. Besides, we found that a deeper backbone net-
work helped to improve accuracy further. Moreover, we believe that
the framework can consistently bring non-negligible performance
even with more powerful backbone networks. Although EfficientNet
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improves the processing speed compared to the ResNet family, the
overall accuracy is slightly inferior. We speculate that this is because
the compound coefficient parameter involved in the network is not
suitable for direct transfer into our datasets.

iii. Comparison with different detection module
The quantitative results generated by different structures are shown
in Table 3.8. Among them, only Mask-guided and path augment-
ation design achieves some improvement in results. Nonetheless,
the runtime costs of these two structures, especially for the mask-
prediction branch in all these models, are relatively huge. In contrast,
the implementation of Balanced Feature Pyramid leads to decreas-
ing in both mAP and mAR. It suggests that the refining step does
not really help to enhance the integrated features in our case. We
hypotheses that semantic information of object features at a differ-
ent level has been diluted during the integrating and recalling. The
results on the inception block also show a slight decrease in both
metrics.

Table 3.8 Ablation studies of detection module on crowdAI. Different com-
ponents are added independently.

II. Detection mAP mAR tT (s) tI (s)

FPN 36.3 46.2 300.06 0.39
+ Path augmentation 36.4 45.8 310.34 0.42
+ Balanced Feature Pyramid 34.3 44.4 320.16 0.47
+ Inception block 36.0 45.6 332.78 0.49
+ Mask-guided 36.6 46.3 382.75 0.64
+ Attention module 37.0 46.5 330.16 0.52

iv. Comparison with different RNN cells
As we can see from Table 3.9, the stacked conv-GRU improves the
overall performance with a reduced number of gates, thus fewer
parameters comparing with the conv-LSTM applied in the original
architecture. In addition, the average tT /tI of stacked conv-GRU on
the crowdAI dataset for 500 iterations is lower than the other two
models, showing its advantage in efficiency. It indicates the novel re-
current structure with stacked conv-GRU performs well to preserve
spatial connectivities at different time stamps, and it effectively alle-
viates the exploding gradients problem in recurrent networks.

Table 3.9 Ablation studies of recurrent cells on crowdAI. Different compon-
ents are added independently.

III. RNN cells mAP mAR tT (s) tI (s)

conv-LSTM 37.0 46.5 300.06 0.39
conv-GRU 37.9 46.9 292.38 0.32
Causal-LSTM + GHU 37.1 46.3 368.58 0.52
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The Causal-LSTM and GHU show similar performance with ori-
ginal conv-LSTM but with much higher computational cost. One po-
tential reason is that the numbers of the hidden state channels have
strong impacts on the final prediction performance. The original pa-
per proposes a 5-layer architecture. However, we only constructed a
2-layer structure considering the size of the network itself and the
complexity of the Causal-LSTM structure, but the fact that even this
has increased the computational cost considerably.

3.4 Conclusion

In this work, we investigated an improved end-to-end learning
framework for regularized building outline extraction in polygon format.
The overall workflow of our method is based upon a CNN + RNN ar-
chitecture, with a CNN serving as an image feature extractor, and the
RNN decoding one polygon vertex at a time. Given the input VHR RS
image, our method can automatically generate topological results.

This framework turns the traditional multi-step workflow, includ-
ing feature extraction, semantic segmentation, vectorization, and shape
refinement, into an improved end-to-end deep-learning architecture.
This is a leap forward towards full automation in building outline
mapping from remotely sensed imagery. Moreover, since the build-
ing objects are delineated as independent object instances, they can
be further analysed to extract additional characteristics such as roof
type and building function, allowing for more detailed mapping, 3D
reconstruction, and planning applications. In the context of the big
earth observation data era the method has a great generalization po-
tential in application scenarios such as automated, accurate mapping
and updating.

Following the work of PolyMapper [74], we introduced several
improvements including enhancements in the backbone, detection,
and recurrent module. Apart from COCO metrics, we also applied
the PoLiS distance metric to evaluate the results by considering po-
sitional accuracy and shape differences between the polygons. Our
results on two open source benchmark datasets demonstrated a high
accuracy in delineating building outlines considering both quantitat-
ive and qualitative criteria. Our method shows high performance in
areas where the buildings are regular in shape and sparsely arranged
(e.g., urban areas of North America and China). Performance could be
further improved in scenarios where the arrangement is more com-
pact, and the roofing material complex (e.g., in informal settlements
or slums). Another challenging situation is with large townhouses
with complex shapes, which is typical for many European cities.

For future work, we plan to improve the framework from the fol-
lowing perspectives: 1) bringing light-weight models to the backbone
or detection module; or 2) applying uniform optimization for multi-
task learning, such as bringing uncertainty into multi-task loss func-
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tion; or 3) introducing 3D information to further enhance the effect-
iveness of extraction.
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4Planar Roof Structures
Extraction based on Graph
Neural Networks

This chapter is based upon: Zhao, W., Persello, C. and Stein, A., 2022. Extracting
planar roof structures from very high resolution images using graph neural networks.
ISPRS Journal of Photogrammetry and Remote Sensing, 187, pp.34-45.
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Abstract

Roof structural information is crucial for developing accurate 3D
representations of buildings. These are utilized in numerous applic-
ations requiring knowledge of the roof type and shape. Automated
extraction of the roof structure from remote sensing photos is diffi-
cult due to scene complexity and the vast number of roof top vari-
ants. This study presents a quick and efficient parsing method for
extracting vectorized building rooflines and structures from very
high resolution remote sensing images in an end-to-end trainable
way. Two components comprise our Roof Structure Graph Neural
Networks (RSGNN) method: 1) a Multi-task Learning Module (MLM)
intended for geometric primitives extraction and matching, and 2) a
Relation Reasoning Module (RRM) based on a Graph Neural Network
(GNN) to reconstruct the roofline structure. RSGNN is compared with
state-of-the-art computer vision methods on two data sets: the vec-
torizing world building data set and a custom data set collected in
Enschede, Netherlands. It gives an improvement of 0.6/1.3and1.2/2.1
for msAP and FH on two data sets while training for just half as
long. In addition, a thorough ablation research was conducted to
further evaluate its robustness. In qualitative and quantitative eval-
uations, RSGNN automatically develops a planar roof structure that
outperforms competitive methods.

Key words: Planar roof structure extraction; Graph neural net-
work; Optical remote sensing image; Deep learning
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4.1 Introduction

The roof is a key part of a building, and its top surface consti-
tutes the foundations for many applications requiring knowledge of
the roof type and geometry. Detailed (3D) building models are of
great interest to many applications, such as construction, manufac-
turing, urban planning, and installation of solar panels. Although
many research efforts have already been devoted to reconstructing
building models and extracting roof structures [153, 156], develop-
ing automated and robust building modeling techniques remains a
challenging task.

Various types of remote sensing data, including monocular or ste-
reo images, digital surface models (DSMs), or point clouds collected
using different platforms, have been used to extract building models
and detailed roof structures [32, 9]. Among these, different modal-
ities of laser scanning data are mainly employed as the high-density
point clouds are excellent at capturing surface geometric features.
Compared with high resolution image, however, light detection and
ranging (LiDAR) data is considerably more expensive to acquire and
often suffers from noisy, incompleteness, or low-density of the point
cloud [156]. By contrast, optical images have a primary advantage
in that they enable rapid and non-selective mapping of large areas.
Traditional image-based roof structure extraction methods are rarely
studied due to the varying building roof configurations and image
characteristics, for instances, lighting conditions, insufficient resol-
ution, and geometric distortions. This is a remarkable direction be-
cause of the promising improvements in sensor technology and im-
age resolution.

Roof structure extraction is a higher-level task compared to build-
ing outline delineation (see Figure 4.1). It aims at detecting line and
junction elements, together with their connections, as a topological
combination. In contrast to low-level geometric primitives extraction
tasks such as point and line detection, it requires inferring a graph
structure with an arbitrary topology. Moreover, structured roof geo-
metry usually has to be converted to vector representation consider-
ing subsequent applications like architectural modeling and analysis,
digital mapping, and 3D modelings. In this way, it is a high-level re-
construction task akin to the floorplan vectorization and wireframe
parsing [8]. Conventional roof structure extraction methods usually
involve multiple complex steps including feature extraction, morpho-
logical operations, and format conversion. Thus, they are limited to
areas with few buildings and cannot scale up to large urban areas.

The emergence of deep neural networks (DNNs) has brought re-
volutionary improvements not only to the detection of low-level prim-
itives but also the integral understanding of high-level geometric
structures. End-to-end trainable methods have shown remarkable
performance in natural image planar graph reconstruction tasks [173,
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4. Planar Roof Structures Extraction based on Graph Neural Networks

Figure 4.1 Comparison of different tasks in building modeling. From left
to right: (a) Building object. (b) Outline delineation. (c) Structured planar
graph reconstruction.

159]. To the best of our knowledge, such ideas have not yet been
introduced into the reconstruction of roof structures from remote
sensing images. The trend towards integrating optical remote sens-
ing images and deep learning methods shows a large potential to
pursue efficient, generic, and accurate extraction of large scale roof
structure in urban scenes.

In this study, we focus on the automatic extraction of building
roof structure from high resolution remote sensing images. We aim
to directly predict a vectorized building roof structure in an end-to-
end learnable way. The key contributions of our paper are the fol-
lowing:

• To develop an end-to-end learning roof structure parsing frame-
work that transforms roofline extraction into a planar graph
structure reconstruction task. Such a framework combines prim-
itive detectors with relationship inference based upon graph
neural networks (GNN). Such a design results into a robust solu-
tion for detecting vectorized rooflines while also considering
contextual information of line segments.

• To introduce global geometric line priors through the Hough
Transform (HT) into the deep network, enhancing the geomet-
ric feature extraction. In addition, we introduce residual graph
convolutional networks (Res-GCN) [71] for the roof structure re-
construction to tackle the vanishing gradient problem in GNN.

• To construct a custom roof structure data set of the city of En-
schede, The Netherlands. The data set is built based upon the
open-source national Basisregistratie Adressen en Gebouwen
(BAG) data and ortho aerial images released by the Dutch ca-
daster. Compared with other existing works, this data set dif-
fers both in image resolution and complexity of the building
roof structure.

Key Register Addresses and Buildings
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4.2 Related works

4.2.1 Building rooftop extraction from RS data

Recently, there has been a growing interest in the extraction of
building outline/footprint in a regularized vector format [74, 113,
170], but little attention has been paid to the extraction of detailed
building roof structures. Rooftop structure extraction helps to im-
prove the understanding of remote sensing images and greatly con-
tributes to 3D urban modeling applications.

Research on building roof extraction is highly related to research
on building reconstruction at the urban level. 3D building models
are usually generated either manually or automatically using model-
driven, data-driven, or hybrid methods. Extensive review and com-
parison of related works can be found in [51, 135]. Current meth-
odologies and algorithms can be classified into the following three
groups: 1) LiDAR-based; 2) image-based, and 3) multi-source data
based. LiDAR data have gained popularity because of fast pulsa-
tion and accuracy in capturing 3D geo-referenced spatial informa-
tion about building top regions at a high point density [153, 8]. For
image-based methods, aerial or satellite images are employed as a
single data source for building extraction through auxiliary inform-
ation, such as shadow and perceptual grouping based upon region
boundaries obtained from line detection [60]. To make the best use
of the characteristics of different data modalities, hybrid methods
integrating both LiDAR and optical images are proposed in [9, 3].
LiDAR can provide highly accurate scene geometry, but its scans are
costly to collect and produce low-resolution geometry. Aerial and
satellite imaging provides the best trade-off for spatial coverage and
overall resolution for large-area scene analysis. Since multi-view im-
ages maybe unavailable, single-view image scene understanding and
geometry modeling are essential issues to address. This paper wants
to build an automated process for building roofs extraction based
upon single-view optical remote sensing images, which in turn could
provide essential information for deriving 3D building models.

4.2.2 Geometric primitives extraction from images

The extraction of geometric features (or primitives) is commonly
focussing on fundamental structures such as points, lines, and planes
[173]. Those elements provide salient and robust information about
the global geometry of the scene. They are the foundation for applic-
ations like computer-aided design, geographic information systems,
and 3D scene reconstruction. Points and straight lines are tradition-
ally extracted using a perceptual grouping of low-level cues i.e., im-
age gradients [38, 132]. More recently, DNN-based methods have
been introduced for this task [151, 160] showing promising results.
In remote sensing, Cote et al. [32] presented a method for extract-
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ing 2D rooftops based upon corner detection, selection and energy
minimization. Zhao et al. [170] developed an end-to-end learning
framework to extract key roof vertices and derive regularized build-
ing outline polygons using a convolutional neural network (CNN) +
recurrent neural network (RNN) architecture. The development of
automated methods to extract vectorized structures from raster im-
ages is a research line that has recently emerged in the remote sens-
ing field [119, 170].

Junctions and associated line structures are commonly coupled
in image scenes, and knowledge about their connectivity is more
critical for higher-level vision tasks. Wireframe parsing has recently
emerged to detect meaningful and salient line segments and junc-
tions jointly [59], while end-to-end trainable DNN-based workflows
have shown remarkable performance [173, 160]. The main challenge
of the wireframe parsing task lies in the inference of a graph struc-
ture with an arbitrary topology. Methods based upon observational
information or statistical learning can assist in the task of geometric
feature extraction in artificial scenes. It becomes more challenging
though when dealing with outdoor architecture vectorization from
optical remote sensing images since the data do not follow a specific
geometric assumption [93].

Existing studies on building extraction from remote sensing im-
ages either represent a building as a set of pixels [113] or a polygon
[119, 170], limiting the output to a building external boundary as a
segment. To reconstruct an arbitrary topology of building roof struc-
ture that encodes both internal and external feature lines, Nauata et
al. [93] present a CNN based method to detect geometric primitives
and infer their relationships. The 2D roof architecture vectorization
problem is initially transformed to facilitate the inference of a planar
graph from a remote sensing image. A similar approach was pro-
posed by [166]. In their method, they suggested the use of convo-
lutional message-passing network (conv-MPN) architecture to recon-
struct roofline structures. However, these proposed methods are
strongly dependent on preliminary processing, such as corner detec-
tion, and they cannot be trained in an end-to-end manner. Moreover,
these multi-stage approaches are computationally expensive and per-
form inefficiently when it comes to training and inference. Recent
works in wireframe parsing have made considerable achievements.
On the basis of such accomplishments, the objective of this study is
to perform direct predictions of vectorized building roof structures
in an end-to-end learnable manner.

4.2.3 Graph neural network

GNNs collectively aggregate information from graph structures
and they can effectively cope with non-Euclidean data [71, 172]. GNN
canmodel inputs and/or outputs consisting of elements and depend-
encies, thus effectively aggregating information from the construc-
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ted graph structure. Specifically, the model aims to study a function
of features/signals on a graph G=(V , A). There are two inputs for
the graph: 1) a feature description xi for every node i, outlined in a
N×D feature matrixX. WhereN denotes the number of nodes andD
represents the number of input features, respectively; 2) a represent-
ative graph structure described in the form of an adjacency matrix A.
An adjacency matrix is a N ×N matrix with elements either equal to
0 or 1. Adjacency matrices can represent the existence of edges that
connect the node pairs through the value in the matrices. Output is
a node-level output Z, being an N × Fm feature matrix, where Fm is
the number of output features per node.

Since our task is to reason about the connection relation between
edges, which requires a combination of spatial and semantic inform-
ation, it is natural to use GNN to implement the reasoning task. Both
[93, 166] use the idea of graphical relations for reasoning, requir-
ing handcrafted objectives and structural constraints in a complex
integer programming optimization formulation. In this work, we for-
mulate building rooflines as a sparse graph and enable connectivity
inference. We seek to infer a graph of arbitrary topology that en-
codes line features. This view allows us to accurately encode the
more heterogeneous connection relation interest to decide which line
segments are connected.

4.3 Methodology

Our roofline extraction framework aims to achieve end-to-end
trainable and efficient parsing while taking the connection of the
key geometric primitive into account. To this end, we develop a
GNN-based roofline extraction method (Figure 4.2) that consists of
the following two modules: 1) a Multitask Learning Module (MLM)
and 2) a Relation Reasoning Module (RRM). The input RGB image
first passes through a shared backbone network for deep feature
extraction. Thereafter, a multi-head deep convolutional network sep-
arately extracts key vertices and line segments. Before sparse graph
construction on line candidates with junctions as graph edges, two
branches were created, namely the set of line segments and junc-
tion proposals. Subsequently, the GNN-based RRM structure aug-
ments the lines and vertices’ features with their context. Therefore,
it is used to capture relations between line segments and then sub-
sequently used for final roofline prediction. The entire line segments
in an image can be defined as a graph G=(V , and A) where V is the
subset of the unordered line segments, A is the adjacency matrix de-
scribing the connectivity among line segments. If two line segments
vk and vl have a common endpoint, then Akl = Alk = 1, and other-
wise they are zero. Based upon the sparse graph constructed by line
segment proposals, a graph neural network is applied to predict the
graph G from the input image I.
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Figure 4.2 Overview of our framework. (a) Multi-task learning module
(MLM) comprises a backbone network, primitives extraction module, and
proposal refinement module. After that, proposal couples are constructed
as a sparse graph. We then introduce a (b) Relation reasoning module (RRM)
to simultaneously update the semantic and geometric features. Finally, a
multi-layer perceptron is used to classify foreground or background line seg-
ments.

4.3.1 Multi-task learning module

The MLM takes the image I as input to generate an initial es-
timation of junctions and line segment properties. To accomplish
this, we develop a multi-task convolutional network consisting of
two components, namely, a backbone network for feature extraction
and a geometric primitives prediction component, which separately
extracts junctions and line segments.

a. Backbone Network
The stacked hourglass network [94] with relatively high efficiency
and effectiveness was chosen as the backbone, aiming to extract se-
mantically meaningful features for the subsequent geometric primit-
ive extraction. Input images are resized into square-shaped patches.
First, the input patches are downsampled twice in the spatial resolu-
tion by the stacked hourglass network with the use of two 2-strided
convolution layers. Subsequently, the feature maps are constantly
enhanced by several hourglass components with intermediate super-
vision imposed on the output of each component. However, a more
complicated backbone could improve the extraction accuracy of the
whole framework, but may deduce then operational efficiency. This
notion will be discussed in detail later in our ablation study.

Recent work applied prior knowledge into deep networks to im-
prove built-in geometric information andminimize reliance on labeled
data [78]. Motivated by this, a trainable HT block on lines was in-
troduced into the network to retrieve the building roofline features.
Then, we applied a block which is composed of Hough transform
and inverse Hough transform (HT-IHT). Such block is designed to
combine extracted image local features and global linear features
by integrating the HT on a residual branch. As illustrated in Fig-
ure 4.3, the preceding convolutional layer’s input feature maps learn
local edge information and are merged on a residual branch with line
candidates discovered in the global Hough space. The input feature
maps are channel-wise transferred to the Hough domain and con-
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Figure 4.3 Structure of the HT-IHT block. The input feature map 128×128×
256, comes from the previous convolutional layer in different stages of the
backbone network. It is first transformed to the Hough domain channel-
wise through the HT layer. Then, the feature maps are filtered by a 1D
channel-wise convolutions. We added another two following 1D convolutions
to merge and reduce the number of channels. By applying an IHT layer, the
features are transformed back to the image domain, and concatenated with
the original input as the output.

verted into numerous HT maps through the HT layer. Thereafter,
the results are filtered using one-dimensional channel-wise convolu-
tions. Subsequently, two one-dimensional convolutions are applied
to merge and reduce the channels. The IHT layer converts the out-
put back to the image domain. When applying for unique lines in
an image, the deep Hough transform performs order-agnostic in the
parametric and feature spaces; thus, it is considerably parallelizable.
We then use the HT-IHT block as a substitute for the backbone net-
work’s hourglass blocks; the HT-IHT block contains only half of the
parameters.

b. Geometric primitive extraction
After passing through a shared backbone network, two sub-networks
for junction and line segments proposal extraction are added. This
network design is based upon [160], which adapts [59] and [159] for
junctions and line segments detection, respectively. Together with
the backbone network, the entire junction prediction sub-network
structure is similar to an encoder-decoder FCN. The encoder takes
the whole image as an input and produces aW ×H grid of high-level
feature maps with the backbone networks. The decoder then uses
the feature descriptors to make junction predictions. The feature
maps are first divided into Wb ×Hb bins, as illustrated in Figure 4.4
(a).

Whether or not a junction is present in each bin is predicted by
the neural network. If it is present, then the neural network also pre-
dicts the location of the junction within that bin. Lastly, the neural
network generates an offset map O and a junction likelihood map J.
J and O are represented as follows for each bin b:
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Figure 4.4 Illustrations for representing junction and line segments in im-
age patches. (a) The junction is located by detecting the confidence degree
in the ij − th cell and measuring the relative displacement to the center of
that cell. (b) (1) Region partition map generation. (2) A selected line seg-
ment (marked blue with two red endpoints) and one of the distant points p
in the support region (in green). A 2D vector field AFM can be generated by
reparameterizing all points in the image. (3) Taking p as an example, a new
normalized representation can be obtained through mapping and transform-
ation. (4) Line segment can be fit from AFM by using a squeezing unit.

J(b) =

{
1 ∃i ∈ V : pi ∈ b

0 otherwise
(4.1)

O(b) =

{
(b− pi) /Wb ∃i ∈ V : pi ∈ b

0 otherwise
(4.2)

where b is the location of b’s center and p is the location of a vertex.
The subscript i ∈ V points to the junction index in image space.

For the prediction of J and O, a network head that consists of
two 1 × 1 convolutional layers is applied to transform the feature
maps. The prediction of J is a binary classification problem, and
the prediction of O is a regression problem. The offset vector in
O(b) is normalized by the bin size, and we define the range of offset
bounded by [−1/2, 1/2) × [−1/2, 1/2). Duplicates around correct pre-
dictions are removed by using non-maximum suppression. In this
work, non-local maximum pixel values in a 3 × 3 neighborhood on
the junction map are suppressed by using a max-pooling operator.
The top K junction positions that have the highest probabilities in
the correct-predictions junction likelihood map is the final output of
the junction proposal network.

For accurate line segment extraction, the key is to find their ap-
propriate representations. In this work, we adopt a global region
partition based representation that describes line segments using a
4D vector field map. The core idea is to create a dual representation
of line segments using a geometric reparameterization to recover the
line in a closed form. Each line segment is defined by its geometry
model with two end-points. The method can be considered as an
expansion-and-contraction operation between one-dimensional line
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segments and two-dimensional regions in a projection vector field.
The process consists of three major steps.

1) Region partition map generation (Figure 4.4 b-(1)), where a 2D
line segments map is first parsed into a region-partition map. This
means that each pixel is assigned to one and only one line segment
according to the point-to-line segmentation distance function. As a
result, images are divided into multiple partitions, and pixels are all
associated with one segment from a region.

2) The attraction field map (AFM) (Figure 4.4 b-(2)) is then com-
puted, where each pixel p in a partition region is denoted by its attrac-
tion (projection) vectors between the pixel and its projection point
p′ on the geometry line segment. As is illustrated in Figure 4.4 b-(3),
point p in the support region of the line segment l is re-parameterized
as

p(l) = (d, θ, θ1, θ2) , (4.3)

where d is the distance between p and p′ , θ ∈ [−π, π) is the rotation
angle of the coordinate transformations and θ1 and θ2 are the angles
between point p line joining the two endpoints and the normal. With
this representation, any point in the region on or outside the line
segment can create a displacement vector with the projection points
on the line segment and the two endpoints. In this way, each point
is capable of recovering line segments in a closed form effectively.

3) Squashing the partition regions of AFM back to line segments
with a squeezing unit (Figure 4.4 b-(4)). Given an AFM, a line proposal
map is first computed by projecting the pixels of the support region
for a line segment into pixels near the line segment. Then, a squeez-
ing unit uses iterative and greedy grouping algorithms to fit the line
segments.

The task of the line segments sub-network is to predict the corres-
ponding AFM for the input feature map and generate candidate line
segments from it. A distance residual map is computed by the net-
work as an additional supervised signal for learning the positions of
line segment. This map can eliminate many nuisance factors in the
data. Hence, the joint encoding of distance and angle displacements
can effectively decouple the attractive field to ideally restore closed
form line segments. We refer [159] for more further details.

Junction and line segment proposals are individually computed
from different branches. The next step is to discover useful align-
ment between initial line and junction proposals. A simple matching
strategy is used to achieve this goal. The corresponding line segment
proposal will be retained if two endpoints are matched with two junc-
tion proposals within a certain Euclidean distance. Here we define
threshold τ = 10. A junction proposal failed this matching will be
removed after refinement. After matching, we coupled the junctions
and line segments, which will be verified using the RRM further. Fi-
nally, we built a candidate graph Ĝ = (V̂ , Â) including the remaining
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Figure 4.5 After proposal refinement, line segments (red) and junctions
(green) are coupled. Line segment proposals are constructed as a sparse
graph. The vertex set (orange) V̂ comprises line segments, adjacency matrix
Â encodes the connectivity between lines (blue).

endpoint candidates and line segment, where V̂ stands for vertex set
comprising line segments, and Â is adjacency matrix encoding the
connectivity.

4.3.2 Relation Reasoning Module

Based upon the candidate graph Ĝ, we introduce the GNN-like
RRM on the top of Ĝ. In a graph neural network, each vertex is as-
sociated with a line segment proposal and connected to other line
proposals according to adjacency matrix Â. Line segment features
are then applied as inputs and global reasoning is performed through
message passing. Thus, a final context-aware representation for each
line proposal is obtained. Then, a binary label is predicted for each
graph vertex to verify whether the line segment is in the foreground
(Figure 4.5).

Two sets of line segment features are initially extracted for encod-
ing of their semantic and geometric properties. Line of interest (LoI)
pooling was applied for semantic features. The number of sampled
points are denoted by Np, the pooling stride is denoted δ, and the se-
mantic feature of vertex v ∈ V̂ is denoted by x̂S

v ∈ RNp·D/δ. In terms
of the geometric features, we concatenate the line central point’s co-
ordinate pĈ with the shift vector ŝ denoted as x̂G

v .
With the input features, the vertex representations of the graph

neural network are first generated by embedding the geometric and
semantic features of line segment: g(0)v = Ψ(x̂p

v) , e
(0)
v = Φ(x̂s

v) , v ∈ V̂

where g
(0)
v and e

(0)
v ∈ Rd are the embedded geometric and semantic

features of the vertex v. Φ represents a two-layer perceptron, and Ψ
is a linear projection.

The geometric and semantic representations that are used to cap-
ture context information are updated in parallel by performing two
different message passing procedures in the graph. Our graph con-
volutional network first compiles the features from all the vertices’
neighborhoods, then performs a nonlinear transformation on the ag-
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gregated features to update vertices. Afterward, multiple layers of
these graph convolutions are stacked to capture the long-range con-
text.

Res-GCN [71] was proposed as a way to correct the vanishing
gradient problem in GNN. The residual GCN block is used to com-
pute the messages within each layer and update the features of the

vertices. Let G =
[
g1, · · · , g|V̂|

]
and E =

[
e1, · · · , e|V̂|

]
be the groupings

of geometric and semantic representations of the vertices. Their em-
bedding in the l + 1 layer is updated as follows:

G(l+1) = ϕ
(
D̃− 1

2 ÃD̃− 1
2G(l)W (l)

g

)
+G(l),

E(l+1) = ϕ
(
D̃− 1

2 ÃD̃− 1
2E(l)W (l)

s

)
+ E(l)

(4.4)

where σr is the rectified linear unit (ReLU) function, A = Â+ I, D is a
diagonal matrix with D̃ii =

∑
j Ãij ·W (l)

s andW
(l)
g are the the lth layer’s

weight parameters.
n residual GCN blocks are stacked to update the geometric and se-

mantic features of the vertices, which are applied to generate the fi-
nal line segment representation: H =

[
G(n), E(n)

]
∈ R|V̂|×2d. Finally, a

multi-layer perceptron is applied for the classification of foreground
or background line segments on the basis of the updated line seg-
ment features H . By adding a sigmoid function, the final score for
each line segment is generated.

4.3.3 Loss function

The proposed method is trained end-to-end combining the loss
functions of MLM and RRM

L = LMLM + LRRM . (4.5)

The MLM loss LMLM includes the loss terms for the line segments
(LLS), junctions (LJunc), and vertices (LV er), respectively,

LMLM = LLS + LJunc + LV er. (4.6)

The channel-wise l1 norm is used to compute the loss of line seg-
ments. LJunc calculates the weighted sum of losses from the junction
offset map and the junction mask map

LJunc = λoff · J ⊙ L(O, Ô) + λmsk · L(J , Ĵ ), (4.7)

where Ô and Ĵ denote the predicted offset map and mask map, re-
spectively. The⊙ represents the element-wise product. λoff and λmsk

are trade-off parameters for offset and mask, that we set to 0.40 and
6.0, respectively. We compute LV er based upon the sampled LoIs by
using binary cross-entropy loss in the verification unit.
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Figure 4.6 (a) Raw remote sensing images of study area. (b) Sample input
RGB image patches and their corresponding planar graph annotations.

The loss term LRRM is defined for the final outputs from the mul-
tilayer perceptrons (MLPs) of the RRM. We classify the line segments
by using the binary cross-entropy loss.

4.4 Experiments

4.4.1 Data sets

We perform experiments on a benchmark data set [93] and a cus-
tom data set so as to verify the performance and robustness of our
method. The two data sets cover large areas over different regions,
and the images are in different spatial resolutions with varying scene
complexity.

a. Vectorizing world building (VWB) data set
The vector world building (VWB) data set [93] is a part of the Spa-
ceNet public data set with a spatial resolution of ∼ 30cm. 2D planar
graphs of building roof structure are annotated for 1010, 670, and 321
buildings from the cities of Atlanta, Paris, and Las Vegas, respectively.
Each cropped and resized image patch is with the size of 256×256 con-
taining one single building instance. The entire data set is separated
into 1601 patches for training and 400 for testing. Figure 4.6 shows
original remote sensing images and sample building annotations.

b. Custom Enschede data set
To further validate the effectiveness of RSGNN, we produced a cus-
tom data set. We selected a part of Enschede, the Netherlands, as our
study area. The extent and distribution of tiles are shown in Figure
4.7 (a). The high resolution true ortho image was part of an experi-
mental test set created by the Dutch cadaster (Kadaster) from data of
the Beeldmateriaal initiative. The aerial images have a spatial resolu-
tion of 8cm. Instead of manually labelling image patches, we seek for
a way to automate the processing of annotations, which will help to

https://opendata.beeldmateriaal.nl/

62



4.4. Experiments

better leverage large open-source geographic data (e.g., Open street
map, Google map images, and institutional data) for scaling up our
method to other areas. In this study, we used the public available
BAG data set for the corresponding vectorized annotations. BAG is
one of the important vector data of basic registration that is publicly
available in the Netherlands. The data includes buildings and the ac-
commodations that are located therein, as well as berths and pitches.
This data is updated daily.

We performed some pre-processing operations on the raw data
set, removing small area objects (≤ 15m2), merging adjacent objects
of the same type/appearance, and matching correction of the refer-
ence image. We annotated important inner rooflines to the original
building outlines according to LoD 2.0 models. We prepare data
processing scripts that take as input high-resolution remote sens-
ing images (raster data), external boundary lines and internal roof
lines (vector data), and automate processes such as projection trans-
formation, cropping, and annotation. In the end, we have 3648 image
patches (2924 for the training set and 724 for the test set), each with a
size of 512× 512 pixels. The sample patches are illustrated in Figure
4.7(b). To this end, our method can automate the preparation and
processing of the data set, which facilitates the extension to other
experimental areas.

4.4.2 Evaluation Metrics

The output results of the considered methods are evaluated and
compared using different evaluation metrics. We compute heat map-
based (pixel-wise) precision (P ), recall (R), and f1-score (F ) for each
of the corner, edge, and region primitives as done in previous works
[93, 166]. We also introduce structural Average Precision (sAP ), a
metric defined on vectorized wireframes.

a. Precision and Recall of line heat maps
Line segments of the parsing results and the test data are first ras-
terized into a confidence heat map. The FH and APH are computed
based upon running a bipartite matching that treats each pixel inde-
pendently as a graph node.

b. Structural average precision for line and junction
Reference [173] suggested a new evaluation metric called sAP be-
cause heat map-based metrics do not penalize for overlapping lines
and do not properly evaluate wireframe connection. sAP is defined
to as the area under the precision recall curve computed from a
scored list of the detected line segments on all test images.

Inspired by the mAP metrics commonly used in object detection,
for each reference line segment l = (x1, x2), the set of parsed line
segments, each of which l̂ = (x̂1, x̂2) overlaps with it, are first filtered

https://www.pdok.nl/
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Figure 4.7 (a) Left: Study area of Enschede. Right: Overlay of high resolu-
tion ortho image and vector outer & inner rooflines. (b) Prepared date set

samples: image patches and their corresponding planar graph
annotations.

on the basis of the different thresholds

min
(i,j)
∥x1 − x̂i∥2 + ∥x2 − x̂j∥2 ≤ ϑL, (4.8)

where (i, j) = (1, 2) or (2, 1), and ϑL is a threshold represents the
strictness of the metric (Figure 4.8). The first step is to rescale the
predictions and references to a 128×128 resolution for the evaluation.
We set the threshold ϑL to 5, 10, 15 and then present the correspond-
ing results, which are denoted by sAP 5, sAP 10, and sAP 15, respect-
ively. Figure 4.8 shows that if no sets of parsed line segments overlap,
then the line segment can be considered a false negative (FN ). If mul-
tiple candidates are present in the set, then the highest verification
classification score is counted as a true positive (TP ). The remain-
ing candidates will be counted as false positives (FP ). A parsed line
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Figure 4.8 Illustration of sAP metric. The blue line segment is the reference
segment, the green one is the predicted segment, and the gray represents
the distance from the endpoints. See main text for descriptions.

segment that does not belong to any reference line segment will also
be counted as an FP . sAP can then be computed. The overall per-
formance is denoted by the average value of the sAP with different
thresholds, denoted by msAP . Similar to msAP definition, the vJ is
defined as values for the distance between a predicted junction and
a reference, which are pre-set as 0.5, 1.0, and 2.0.

c. Statistical significance
We employed the McNemar’s test [36] to analyze the statistical signi-
ficance of the proposed method performance gain compared to the
other methods. This test is a paired non-parametric or distribution-
free statistical hypothesis test, and it checks whether or not the dis-
agreement in the predictions obtained by the two models is statistic-
ally significant.

This test applies a 2× 2 contingency table shown in Table 4.1. To
conduct the evaluation rigorously, we refer to the idea of sAP metrics
and compare only the number of TP line segments and ground truth.
Hence, given a binary classification test, a and d count the samples
predicted/missed by both models; b and c count those predicted by
one by missed by the other. McNemar’s test statistic equals:

χ2 =
(b− c)2

b+ c
(4.9)

We set the null hypothesis H0 : pb = pc versus the alternative
hypothesis H1 : pb ̸= pc, where pb and pc denote the probability of oc-
currences in the b and the c cell, respectively. We set the significance
level equal to α = 0.05, meaning that the two models are significantly
different if p is below 0.05.

4.4.3 Implementation details

In contrast with previous studies [93, 166], RSGNN can be trained
end-to-end without the need for a separate preparatory extraction
phase. During the training and testing, the input pictures are scaled
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Table 4.1 Example of McNemar’s test contingency table.

Model 2 positive Model 2 negative

Model 1 positive a b
Model 1 positive c d

to 512 × 512. For the Hourglass network, we set 2 for the number of
stacks. The depth of each module and the number of blocks are set
as 4 and 1, respectively. The output of a feature map has the size
of (128, 128, 256). We feed the intermediate feature map into line and
junction prediction heads. Thereafter, we set Np = 32 middle point
features along with each line segment for the LoIPool layer, resulting
in a 128 × 32 feature for each line. The RRM first takes the flattened
feature vector and embeds the semantic and geometric features to
the same size of 256. The feature is then updated by stacking mul-
tiple Res-GCN blocks. Finally, two-layer MLPs with hidden layers of
32 are used to classify each line segment.

Our method is trained for 100 epochs using the Adam optimizer
on a single GTX 2080Ti GPU device with 12 GB memory. The batch
size is set to 6 for training and 1 for testing. The learning rate and
weight decay rate are set to 4 × 10−4 and 1 × 10−4, respectively. We
divided the learning rate by 10 at each twenty-fifth epoch.

4.5 Results and discussion

We compared our model with three competing methods: L-CNN
[173], HAWP [160], and conv-MPN [166].

4.5.1 Quantitative analysis

Table 4.2 summarizes the results and comparisons on the VWB
and Enschede data sets. RSGNN achieved better performances on
most metrics. Especially for the msAP , it outperforms conv-MPN by
0.6% and 1.3% on the VWB benchmark and the Enschede data set,
respectively. For different thresholds of sAP , our algorithm outper-
forms L-CNN and HAWP by at least about 2 percentage points, show-
ing the accuracy of recognition for different sizes of line segments.
Besides, RSGNN also outperforms other comparison algorithms in
most heat map based metrics. The accuracies of L-CNN and HAWP
are relatively lower as they are designed mainly for indoor wireframe
parsing tasks. Compared with these two methods, RSGNN results
outperform in all metrics. This indicates that while we draw on the
advantages of end-to-end fast inference of these frameworks, the in-
troduction of GNN’s in the framework has a good improvement on
vector graph structural integrity. RSGNN stays behind conv-MPN on
the msAP J and APH , since the competitive method uses Faster R-
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Table 4.2 Evaluation results of different roofline extraction methods.

Method VWB data set Enschede data set
sAP 5 sAP 10 sAP 15 msAP msAP J APH FH sAP 5 sAP 10 sAP 15 msAP msAP J APH FH

L-CNN 27.5 29.6 30.7 29.3 29.5 52.0 55.2 38.6 42.7 42.9 41.4 40.6 56.4 57.7
HAWP 29.4 31.5 32.1 31.0 31.1 54.5 58.7 39.4 44.8 45.7 43.3 42.1 58.7 59.2

conv-MPN 32.4 34.1 36.1 34.2 35.7 58.5 60.3 40.7 46.7 48.2 45.2 43.0 62.8 61.5
RSGNN 31.6 35.3 37.5 34.8 34.6 57.8 61.5 41.3 46.6 48.6 46.5 43.8 62.4 63.6

CNN to pre-extract the junctions, while RSGNN does not require a
pre-processing step.

In terms of the training cost, conv-MPN is GPU memory intensive
because 3D feature volumes are used. A single NVIDIA TitanX GPU
with 24GB memory is used for all the experiment, and two TitanX
GPUs is applied for training conv-MPN (t = 3). It suggests that such
exhaustive search training is costly. Conversely, the speed of RSGNN
is roughly twice that of conv-MPN yet requires only one-fourth of the
GPU memory. This finding demonstrates the effectiveness of our
designed graph neural network module in inferring planar graphs of
building roofline structures.

In addition, Table 4.3 shows McNemar’s test comparison between
the proposed method and other comparison methods on the VWB
data set. All the values of the test results are below 0.05, which con-
firms that the difference in accuracy between the proposed method
and state-of-the-art methods is statistically significant for each pair
of compared methods.

Table 4.3 McNemar’s test results for the compared methods. p-value for
the specific pair is shown in each cell.

L-CNN HAWP conv-MPN RSGNN

L-CNN 1.0000 - - -
HAWP 0.0264 1.0000 - -
conv-MPN 0.0001 0.0000 1.0000 -
RSGNN 0.0015 0.0142 0.0000 1.0000

4.5.2 Qualitative results

Figure 4.9 and 4.10 show representative planar graph reconstruc-
tions by RSGNN and alternative methods on two data sets. RSGNN
can retrieve complex roofline structures of buildings without depend-
ing on any hand-crafted constraints or preliminary vertex detection.
The connection relationships between line segments can be recon-
structed properly for complex roof structures. L-CNN and HAWP per-
form poorly on the results in terms of positional accuracy and com-
pleteness. L-CNN network also results in many short line segments.
By contrast, HAWP produces a relatively finer detection result, but
some incorrectly connected line pairs still exist. This may be caused
by inaccurate junctions and line predictions. Also, the heuristic com-
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bination algorithm also leads to sub-optimal results. Conv-MPN has
good visualization results, but its success relies on corners detec-
tion and line feature sampling, which might be prone to the missed
junction and nearby texture variation. Besides those proposed com-
pleters methods, RSGNN is able to detect line segments in complic-
ated and low-contrast environments with a trustable connection rela-
tionship between line segments. Meanwhile, with the addition of the
HT block, the network becomes more sensitive to the linear details
of the building rooftop, given the combination of local and global
image information.

4.5.3 Ablation studies

a. Ablation study on different backbone networks
To further push the performance of RSGNN, we also employ the re-
cent HRNet [118], and Higher-HRNet [27] as our backbone networks.
These methods are originally designed for human pose estimation
tasks and use more complex architecture design. For example, HR-
Net starts with a high-resolution sub-network (performing convolu-
tion on high-resolution feature maps) in its initial stages and gradu-
ally adds some low-resolution sub-networks. Similarly, Higher-HRNet
integrates feature pyramid into the HRNet, and aims to make the pre-
diction at a higher resolution to reserve the features of small objects.
Both of them are designed to preserve more high-resolution details,
and they have state-of-the-art performance in many vision tasks re-
lated to geometric element detection.

We conducted a comparative experiment on the VWB data set. Be-
sides accuracy, we use the frames per second (FPS) for efficiency eval-
uation (the higher, the better). FPS defines how fast deep model pro-
cesses video or images and generates the desired output. We com-
pute the FPS for different methods under the same setting for fair
comparisons. The batch size is set as 1, and a single CPU and GPU
are used.

As shown in Table 4.4, we found the tested two complex backbone
networks perform better in terms of accuracy. By changing the back-
bone from hourglass to HRNet, we can get another 0.8 points gain
without sacrificing too much speed. However, the FPS of hourglass-
based method is better than that of the methods using complex back-
bone structures. This proves that our framework has room for fur-
ther extension.

b. Ablation study on HT blocks
We evaluate the benefit of applying convolutions in the Hough do-
main. Moreover, we experimented with adding HT blocks to differ-
ent backbones, and the results are shown in Table 4.4. The results
demonstrate a certain degree of accuracy improvement, indicating
that applying convolutions in the Hough domain is beneficial. The
addition of the HT-IHT block versus the use of 3×3 convolutions res-
ults in a higher value. Adding more convolutions for merging and
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Figure 4.9 Comparative evaluations against competing methods on VWB
data set. From left to right: Image, Reference, L-CNN, HAWP, conv-MPN and
RSGNN.
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Figure 4.10 Comparative evaluations against competing methods on En-
schede data set. From left to right: Image, Reference, L-CNN, HAWP, conv-
MPN and RSGNN.
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Table 4.4 Comparison using different backbones.

Methods msAP FPS

Hourglass 34.3 15.4
+ HT block 34.8 13.5

HRNet 35.4 10.8
+ HT block 35.6 10.2

Higher-HRNet 35.7 9.6
+ HT block 35.8 9.0

Figure 4.11 Noisy local features aggregate globally by learning filters in
the Hough domain. From the left to the right: (a) Input feature map with
discontinuous lines. (b) Output of the HT layer. (c) Result after filtering in
the Hough domain. (d) Output of the IHT layer, which receives the filtered
Hough map as input. As can be seen, the lines are now visible.

reducing channels slightly improves the metrics. However, we use
these convolutions for practical reasons rather than to improve the
performance.

Local operations in the Hough domain are related to global oper-
ations in the image domain. Filtering in the Hough domain is locally
conducted over the offsets for each angle direction. In this method,
channel-wise 1D convolutions are performed in the Hough domain
over the offsets. Figure 4.11 presents an example where the input
feature map lines are noisy and discontinuous.

c. Ablation studies on different layers of Res-GCNs
We also evaluate our RRMwith different layers of Res-GCNs. We show
the msAP on the VWB test set from two to seven layer Res-GCNs
in Figure 4.12. The best performance is achieved with three layer
Res-GCNs. The performance of deeper Res-GCNs shows a gradual
decrease as the number of layers increases. It suggests that deeper
GNN does not imply higher sAP . Due to the deepening of the number
of model layers, it may lead to learning difficulties or even overfit-
ting.

In another ablation research using CNN, MLP, and GCN, we added
CNN layers to the CNN backbone and substituted GCN with MLP in
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Figure 4.12 Model performance using different layers of Res-GCNs in the
RRM.

Figure 4.13 Example results of failure cases.

our proposed RRM to maintain the same layers and feature dimen-
sions. Results turn out that GCN has an increase of 2.3% in sAP, while
MLP and CNN only achieve 0.8% and 1.4%, respectively. We find that
Res-GCN, which effectively aggregates with context information, can
improve line segment extraction.

4.5.4 Discussion

Our method is not perfect. Figure 4.13 shows failure examples.
The main failures come from missing line segments in remote sens-
ing images with complex roof structures. If no building line segment
is detected, the subsequent relational inference is also affected to
some extent. This is our disadvantage compared to previous stud-
ies [166]. But on the other hand, since the RSGNN is an end-to-end
trainable network, we have a large improvement in computational ef-
ficiency. In addition, we believe that the current framework of this
study needs to go beyond straight and regularized lines and regard
other types of curved object boundaries in complex scenes.

Further, we believe that there is still much to analyze and explore
from a data perspective. There are mainly two reasons for the bad
results. The first is the data noise in the high resolution remote
sensing images, as well as poor background contrast and complex
roof structure. Second, the way of labeling and accuracy of the ref-
erence data have impacts on the learning effect of the model. For
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example, in the Enschede data set, the official BAG vector data and
ortho-photographic images do not precisely match in some areas. In
addition, because we do scaling for each image patch during pre-
processing, tiny changes alongside the outline area make it harder
for the model to learn ultimately. Also, we only labeled the key eave
lines, but most of the complex roofs have other linear structures.
These are the areas that need to be optimized in future data sets.

4.6 Conclusion

In this work, we proposed an end-to-end learning framework named
RSGNN for planar roof structure extraction in polygon format. Given
the input VHR remote sensing image, RSGNN can automatically ex-
tract the planar roof structure of the buildings.

Our framework combines primitive detectors and GNN-based re-
lationship inference. We introduce applying the Hough transform
modules to exploit geometric priors for improving line feature detec-
tion. Besides, we introduce Res-GCN to tackle the vanishing gradient
problem in GNN. The results on two data sets show that our methods
perform better than competing models in both qualitative and quant-
itative evaluations. RSGNN provides an increase of 0.6/1.3 and 1.2/2.1
for msAP and FH on two data sets against state-of-the-art methods
using only half of the training time, respectively.

We consider this work a step forward with respect to state-of-
the-art methods for building outline extraction in vector format, and
potentially the basis for 3D building modeling from remote sensing
image. Our workflow promises to enable richer architectural model-
ing and analysis for broad urban visualization and planning applica-
tions.

We plan to improve the framework from the following perspect-
ives for future work: 1) introducing multi-source data fusion to im-
prove the extraction of complex roof structures. 2) extending the
framework of predicting single building roof structure to the patch
scale.
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5Roof Structure Vectorization
Using Transformer

This chapter is based on: Zhao, W., Persello, C., Lv, X., and Stein, A., Vectoriz-
ing Planar Roof Structure from High-resolution Remote Sensing Images Using Trans-
former, in IEEE Geoscience and Remote Sensing Letters, (submitted)
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Abstract

Grasping the roof structure of a building is a key part during build-
ing reconstruction. Directly predicting the geometric structure of the
roof from a raster image to a vectorized representation, however, re-
mains challenging. This paper introduces an efficient and accurate
parsing method based upon a vision Transformer we dubbed Roof-
Former. Our method consists of three steps: 1) Image encoder and
edge node initialization, 2) Image feature fusion with an enhanced
segmentation refinement branch, and 3) Edge filtering and structural
reasoning. The vertex and edge heat map F1-scores have increased
by 2.0% and 1.9% on the VWB dataset and by 1.5% and 0.7% on the
Enschede dataset, respectively, when compared to HEAT. Addition-
ally, qualitative evaluations suggest that our method is superior to
the current state-of-the-art. It indicates effectiveness for extracting
global image information and maintaining the consistency and topo-
logical validity of the roof structure.

Key words: Roof structure extraction; very high resolution re-
mote sensing; Transformer; geometry reconstruction
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5.1 Introduction

The creation of comprehensive 3D building models requires ac-
cess to roof structure information. Such models are useful in applic-
ations such as building energy modeling, and urban planning [15].
Different types of remote sensing data, including monocular or ste-
reo images, point clouds, or digital surface models (DSMs) has been
utilized to extract geometric building outlines and roof structures
[153, 170]. The procurement of 3D spatial data and the making of
accompanying 3Dmodels, however, are expensive, particularly when
carried out over large areas. By contrast, low-cost and broad cov-
erage are the anticipated advantages for roof structure extraction
based upon optical remote sensing images.

As a topological collection of fine-grained geometric elements of
building roofs, roof structure combines line and junction elements
with their connections. Geometric feature (or primitive) extraction
from images is a fundamental task in computer vision. Convention-
ally, its extraction is carried out using perceptual grouping of low-
level cues, namely, image gradients [132]. The arrival of deep neural
networks has introduced groundbreaking advances not only in spot-
ting low-level primitives but also in providing the essential recog-
nition of high-level geometric structure. Notable performance have
been achieved in detecting lines, points, wireframe, and floor plan
with end-to-end trainable methods [160, 171]. So far, research has
scarcely examined automated extraction of the structured geometry
(outline and roof structure) from optical remote sense images be-
cause of the concerns brought about by scene complexity and the
large selection of roof top configurations.

In [93], a framework is introduced that firstly extracts essential
primitives and secondly their connections, while a structured planar
graph is finally obtained by assimilating all the information using in-
teger programming. In [166] and [171], methods based upon graph
neural networks is used to identify geometric primitives and infer
their connections in separated stages or in an end-to-end mode, re-
spectively. Existing methods, however, reveal several false positive
candidates in the extracted geometric primitives that are not posi-
tioned in buildings. Additionally, they often drop adjacency relation-
ships among the primitives.

Notably, vision tasks havemade significant utilization of the Trans-
formers’ sequence-to-sequence model [21]. Initially, it denotes both
the input features and output targets as visual tokens that engage in
global interactions with one another via the Transformers’ attention
mechanism. Specifically, [21] DEtection TRansformer (DETR) framed
the dilemma of object detection as a sequence-to-sequence predic-
tion problem. Following that, it enabled straightforward forecasting
of a set of objects based upon the learned object queries in tandem
with the context feature sequence. Following DETR, [158] proposed
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a network- LinE segment TRansformers (LERT) to direct predicting
line segments from tokenized image features, thereby facilitating the
process of line segment detection. This framework is then expanded
to restructure a planar graph representing an underlying geometric
structure- Holistic Edge Attention Transformer (HEAT) [23]. These ef-
forts demonstrate the promising application of Transformers in geo-
metry structure reconstruction. Issues concerning the effective and
efficient extraction of global image features persist, however, due to
insufficient single-scale feature maps and high computational costs.

Figure 5.1 The overall architecture of Roof-Former, which consists of three
steps: 1) Image encoder and edge node initialization (yellow); 2) Image fea-
ture fusion with enhanced segmentation refinement branch (blue); and 3)
Structural reasoning with Transformer decoders (green).

To efficiently extract roof structure from very high resolution re-
mote sensing images, we introduce the Roof-Former, a Transformer
network for planar roof structure extraction. First, we include a Pyr-
amid Transformer into the backbone. Second, we add a collaborat-
ive branch of semantic segmentation into primitive extraction. The
Roof-Former guarantees the consistency of spatial and topological
relations of the extracted primitives within the roof structure. We
sum up our contributions as follows.

1) We performplanar roof structure extraction using Transformers,
based specifically on HEAT [23]. Our method combines tokenized en-
tity modeling, primitive detectors, and relationship inference.

2) We introduce an enhanced feature pyramidmodule to the Trans-
former, as a distinction to the original HEAT. It makes the image
encoder flexible to learning multi-scale features while reducing the
resource consumption during training.

3) We add a collaborative segmentation refinement branch to the
existing framework, which ensures the spatial and topological rela-
tions of the extracted primitives within the roof structure by jointly
learning the building masks. Different modality features are effect-
ively fused based upon an Attention Feature Fusion Module (AFFM).

We evaluated the proposed method on two roof structure recon-
struction benchmarks. The quantitative and qualitative evaluation in-
dicates that ourmethod outperforms all comparingmethods, demon-
strating more effective global structural reasoning.
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5.2 Methodology

The overall architecture of Roof-Former is established on the basis
of HEAT. It identifies vertices and categorizes edge candidates between
vertices in an end-to-end manner (Figure 5.1). The model infers vec-
torized planar graphs (i.e., vertices and edges) representing a roof
structure given a 2D raster image. The proposed Roof-Former com-
prises three modules: 1) Image encoder and edge node initializa-
tion, 2) Image feature fusion with enhanced segmentation refinement
branch, and 3) Edge filtering and structural reasoning.

5.2.1 Image Encoder and Edge Node Initialization

Using an image of size H × W × 3 as input, we acquire the im-
age feature map from a backbone with reduced dimension. To cre-
ate spatial relations, positional embeddings are concatenated with
image features. Distinct from HEAT, we present an enhanced pyr-
amid structure into the Transformer framework, namely, a Feature
Pyramid Transformer (FPT). Our backbone contains four stages that
yield feature maps in varying scales. There is a consistent design
throughout all stages, consisting of a patch embedding layer and
Li Transformer encoding layers. Following a pyramid structure, the
output resolution of the four stages gradually decreases from high
with 4-stride to low with 32-stride. Pi denotes the patch size of the
stage i. We principally ensure an even division of the input feature
map Fi−1 ∈ RHi−1×Wi−1×Ci−1 into Hi−1Wi−1

P 2
i

patches at the beginning

of stage i. Afterward, each patch is flattened and projected to a Ci-
dimensional embedding. In conjunction with the linear projection,
the form of the embedded patches is observed as Hi−1

Pi
× Wi−1

Pi
× Ci.

The dimensions and width in the latter are Pi times less than the
input.

Each of the Li encoder layers in the Transformer encoder’s stage i
is made up of an attention layer and a feed-forward layer. We utilize a
linear spatial reduction attention layer to replace the encoder’s multi-
head attention layer. It takes a query Q, a key K, and a value V as
input and returns a refined feature. It uses average pooling before
the attention operation to decrease the spatial dimension (i.e., h×w)
to a fixed size (i.e., Pi×Pi). A linear computational and memory cost,
such as a convolutional layer, is thus gained by the FPT employing
linear spatial reduction attention. Following the produced feature
maps of varying scales or channels in numerous stages, the model
can enhance the performance in downstream tasks.

In the vertex detection network, we judge the pixels as the vertex
candidates of the Transformer nodes. To minimize memory costs,
each 4 × 4 super-pixel is assigned as a node in our network instead
of a pixel in the 256×256 image space. Each node’s fcoord is built with
an additional Multilayer perceptron (MLP) by summing the coordin-
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ate features of the 16 pixels that make up a super-pixel. When the
fusion of image features is complete, a ConvNet decoder transforms
the 64×64×256 feature maps into the final 256×256 confidence map.
Convolution layers, upsampling layers, and a final linear layer for
confidence map generation make up the ConvNet decoder. To yield
the final vertex detection results, we apply non-maximum suppres-
sion to the confidence map. As a result, each pair of vertices func-
tions as an edge candidate and becomes a Transformer node, with
the feature fcoord initialized by the 256-dimensional trigonometric po-
sitional encoding. The vertex detection model undergoes combined
training with edge classification.

5.2.2 Image Feature Fusion with Enhanced Segmentation
Refinement Branch

An identical procedure applied in HEAT is first used. Initially, we
utilize a deformable attention method [175] to inject image features
gained in the first stage into each edge node. We generate sampling
sites around an edge as well as their attention-weights for image fea-
ture fimg aggregation at each level l(= 1, 4) of the feature pyramid
in the image encoder. We decided on an 8-way multi-head atten-
tion strategy. To boost the object accuracy for the large-scale roof
structure mapping, we include an additional semantic segmentation
branch along the Transformer. We then produce the semantic bin-
ary label using building outline in the building segmentation branch.
After the backbone network, we convert the backbone feature into
the embedding features of vertices and of segmentationmaps. Changes
in various embedding features are made to forecast vertice heatmap
and the segmentationmask for the segmentationmap of the building
polygons. For the mask branch, two convolutional neural networks
are traversed using the shared feature maps extracted from the back-
bone network. The sigmoid activation function is used in the output
layer to get the aided segmentation map.

We introduce an attention feature fusion module (AFFM) that ag-
gregates geometric primitive structure priors via the usage of seg-
mentation branches to enhance feature fusion across tasks (Figure
5.2). We add to it the efficient attention mechanism to enrich the
feature fusion of mask and edges at both global and local scales. By
establishing opposing spatial pooling sizes, channel attention can
be selectively executed at distinct scales. To keep the weight as light
as possible, the local context is simply tacked onto the global con-
text inside the attention module. A local channel context aggreg-
ator, named point-wise convolution (PWConv), relies only on point-
wise channel interactions at each spatial position. Using the bottle-
neck structure as below, we may calculate the local channel context
L(X) ∈ RC×H×W , hence conserving the parameters.
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L(X) = B (PWConv2 (δ (B (PWConvi(X))))) (5.1)

where B denotes the Batch Normalization and δ denotes the Rectified
Linear Unit. Given the local channel context L(X) and global channel
context g(X), the refined feature is obtained as:

X′ = X⊗M(X) = X⊗ σ(L(X)⊕ g(X)) (5.2)

where M(X) indicates the attentional weights, ⊕ the broadcasting
addition, and ⊗ the element-wise multiplication.

Figure 5.2 Illustration of the proposed AFFM.

The feature mapsX and Y and now taken into consideration. The
AFFM is expressed as follows using the multi-scale channel attention
module M :

Z = M(X ⊎Y)⊗X+ (1−M(X ⊎Y))⊗Y (5.3)

where ⊎ the initial feature integration and Z denotes the fused fea-
ture. For the sake of simplicity, this paper utilizes element-wise sum-
mation as the initial integration.

After fusing these features, the network can applymask-level guid-
ance to limit the scope of candidate primitives. Additionally, the
AFFM is used to combine the edge candidates with the aided seg-
mentation map in order to generate line proposals. When decid-
ing whether or not to keep a primitive, the aided segmentation map
is fused with the candidate primitives from the primitive detection
branch. This is performed by taking the primitive’s location and state
relative to other features in the image. Once the retrieved candidate
primitives satisfy the segmentation layer’s range, they are activated.
They will be otherwise suppressed.

5.2.3 Edge Filtering and Structural Reasoning

After integrating image and mask feature with edge node, we gen-
erate a fused feature by integrating a conventional add-norm layer
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and a feed-forward network (FFN), as in the original Transformer. Fol-
lowing that, we eliminate unsuited candidates by putting f through
a 2-layer MLP followed by a sigmoid function and generating a con-
fidence score. Top-K candidates are kept, whereK is three times the
number of vertex candidates.

Two weight-sharing Transformer decoders are used to categorize
every edge candidate as either correct or not. Each edge candidate is
modeled as a node and assigned the fused feature f by the image
feature decoder. An 8-way multi-head attention mechanism is incor-
porated into the network’s six layers of self-attention, edge image
feature fusion module, and feed forward network. The geometric
decoder accurately possesses the same architecture and shares the
weights without using image information. It is used to enhance the
global geometric reasoning and performance of the image-aware de-
coder. We use the same masked training and iterative inference as
in the original work.

5.3 Experiment and results

5.3.1 Dataset and Evaluation Metrics

We performed experiments on two datasets [93, 171] to verify
the performance and robustness of our method. The images in the
two datasets have differing spatial resolutions and levels of scene
complexity, and they cover vast areas in distinct locations.

1) Vectorizing world building dataset (VWB): The VWB dataset is a
part of the SpaceNet challenge 2 with a spatial resolution of ∼ 30 cm.
The entire dataset contains 2001 patches in total. We separated them
into 1601 and 400 for training and testing, respectively. The image
patches are with the size of 256× 256 pixels.

2) Enschede dataset (ENS): The dataset covers a part region of
Enschede, the Netherlands. The ortho aerial images are with a spa-
tial resolution of 8cm. The prepared dataset has 3648 image patches.
There are 2924 and 742 patches, with a size of 512× 512 pixels, for the
training and testing, respectively.

We applied two evaluation schemes for evaluation, including pixel-
wise and vector-wise metrics. Specifically, We compute a heat map
based average precision (APH ) and an F1-score (FH ) for each of the
vertex and edge primitives. We also apply the mean structural Aver-
age Precision (msAP ), a metric defined on vectorized wireframes for
both vertex and edges [171]. We also apply floating point operations
per second (FLOPS) to measure the computing performance of each
method.
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Table 5.1 Ablation study for the components of Roof-Former, evaluated
with vertex or edge F1 scores.

FPT Segmentation branch AFFM GFLOPs � FH
V FH

E Gain

- - - 6.3 87.1 76.2 -
✓ - - 3.8 87.3 76.8 0.2/0.4
✓ ✓ - 5.2 88.4 77.6 1.1/0.8
✓ ✓ ✓ 5.5 89.1 78.1 0.6/0.5

5.3.2 Experimental Setup

The PyTorch environment was used for all studies. All training
and testing were carried out on a single GTX 2080Ti GPU with 12
GB of memory. The loss balancing weights for the three edge Binary
cross-entropy (BCE) losses all equal 1.0, while the vertex prediction
BCE weight equals 0.05. The Adam optimizer is used to train our
model. We set an initial learning rate as 2e−4, and a weight decay
factor of 1e−5. For the last 25 epochs, the learning rate decays by a
factor of 10. Our network is trained for 400 epochs. Roof-Former can
be trained from end to end without the requirement for a separate
preparatory extraction phase.

5.3.3 Results and Evaluations

We compared our method against four competing methods: Con-
vMPN [166], HAWP [160], RSGNN [171], and HEAT [23]. Each model
was trained and evaluated using the same split.

a. Ablation studies
We conducted multiple ablation experiments on the VWB validation
set to demonstrate the efficacy of the proposed method. Based upon
the baseline module HEAT, we added different components progress-
ively. Table 5.1 evaluates the three components on vertex and edge
detection reported on the F1-score. The metrics in the last row of the
table confirm the contributions of the components, which enhance
the metrics consistently.

Results show that the FPT significantly reduces the computation
overhead (GFLOPs) of the model by 39%, while keeping the detection
accuracy. Results also show that the framework can benefit from
the segmentation refinement branch, resulting in more accurate pre-
dictions. Additionally, the performance improved by 0.6% and 0.5%
when using AFFM. It indicates that the geometric structure learning
process can be enhanced by effective segmentation and feature fu-
sion.

b. Quantitative analysis
Table 5.2 shows the experimental results. Roof-Former surpasses all
the competing methods on all the presion and F1-scores. Specifically,
compared to HEAT, our method has greatly enhanced the vertex and
line segment outcomes, and the vertex and edge heat map F1-scores
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Table 5.2 Quantitative results on the VWB dataset and the dataset.

Datasets Methods msAPV msAPE APH
V FH

V APH
E FH

E

VWB

ConvMPN 35.7 34.2 78.0 78.8 57.0 58.1
HAWP 31.1 31.0 90.9 85.2 76.6 72.1
RSGNN 34.8 34.6 89.6 85.7 76.4 75.7
HEAT 41.6 40.3 91.7 87.1 80.6 76.2
Ours 43.1 42.4 92.3 89.1 82.3 78.1

ENS

ConvMPN 43.0 45.2 63.6 61.3 62.8 61.5
HAWP 42.1 43.3 62.7 59.6 63.7 62.7
RSGNN 43.8 46.5 66.1 67.6 66.2 65.0
HEAT 46.6 48.2 69.3 69.7 65.8 68.8
Ours 48.1 49.3 70.4 71.2 67.3 69.5

have risen by 2.0 and 1.9 points on the VWB dataset, respectively. The
msAP for vertices and edges is 43.1 and 42.4, respectively, which is
higher than the HEAT and other methods. The results indicate that
our method also increases the geometric accuracy.

Non-Transformer methods rely predominately on image features
and does not acquire global geometric reasoning across query nodes,
resulting in a large number of false edges and building reconstruc-
tions that do not resemble buildings. Among the competing meth-
ods, HEAT achieves compelling F1-scores for the vertices and the
edges. RSGNN exhibits higher edge metrics but poor vertex precision
compared to HEAT. HAWP and ConvMPN perform poorly across the
board. One potential reason is that the methods frequently generate
an excessive number of extraneous vertices or entirely misses sec-
tions of the graphs. ConvMPN provides competitive results for the
pixel-based vertex precision on VWB dataset, but performs poorly on
the other metrics. The performance gap is especially noticeable for
edges, which involve high-level geometry reasoning.

c. Qualitative analysis
Figure 5.3 provides the qualitative comparisons. The reconstruction
quality of Roof-Former is easily noticed to be superior to competing
methods and closer to reality, which is true even when massive and
complex buildings are considered. Carefully scrutinizing the struc-
tures, Roof-Former is particularly effective at determining global in-
formation and maintains the overall prediction consistency and geo-
metric validity (e.g., less hanging edges, not distracted by background
buildings). It can be easily observed that the addition of the building
segmentation branch can significantly increase the accuracy of roof
structure extraction.

ConvMPN results contain narrow triangles, self-intersecting edges,
and colinear edges. Their shortcoming originates from their method
of separately inferring the edges. Their edge metrics are significantly
less rigorous than ours, which entails further global structure reas-
oning. Planar graphs are vulnerable to being disrupted by duplicate
parts andmissing crucial vertices formethods like HAWP and RSGNN.
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Figure 5.3 Sample results on the Enschede dataset (first two rows) and VWB
datasets (the third and fourth row).

Our method is able to improve planar reconstruction accuracy by
exploiting both image information and geometric patterns using an
effective Transformer framework.

5.3.4 Discussion

a. Adaptability and limitation
There are still somemajor failures of our methods. First, our method
fails to recover from vertices overlooked by the vertex detector. Ab-
sent vertices result in absent incident graph structure or degraded
geometry. Second, our method adopts a piece-wise linear structure
and cannot deal with curved buildings. Third, our method may be-
come less effective when transferring our method to oblique, relat-
ively low-resolution satellite images. In addition, the segmentation
outcomes are strongly reliant on the quality of the reference data.
Future research will explore Generative adversarial networks (GANs)
to improve instance data augmentation and more effective training
processes to improve the proposed method.

b. Application case on 3D modeling
Our results can be used as a basis for large-scale 3D city reconstruc-
tion. To show this, we selected four extracted 2D roof structure of
the Enschede dataset for testing. We obtained the height values of
the roof primitives from the nDSM data, and then performed the re-
construction with reference to the method of [107]. The sample res-
ults are shown in Figure 5.4. Based upon this, we can extend the
algorithm to a wider range of modeling and applications.
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Figure 5.4 Sample reconstruction results of building objects based upon
our extracted roof structure and nDSM.

5.4 Conclusion

This paper introduces an improved planar reconstruction method
for vectoring 2D roof structure directly from a single image. Our
method is built upon HEAT, and is enhanced by applying a feature
pyramid Transformer and introducing a collaborative branch of se-
mantic segmentation into primitives extraction. Comparedwith HEAT,
the vertex and edge heat map F1-scores have risen by 2.0% and 1.9%
on the VWB dataset, and 1.5% and 0.7% on the Enschede dataset, re-
spectively. Qualitative evaluations also demonstrate that ourmethod
makes improvements over the existing state-of-the-art. The compu-
tation cost result indicates that our solution successfully addresses
the problem of excessive computational overhead.
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6Semantic-aware Unsupervised
Domain Adaptation for Height
Estimation

This chapter is based upon: Zhao, W., Persello, C. and Stein, A., 2022. Semantic-
aware Unsupervised Domain Adaptation for Height Estimation from Single-view Aerial
Images. ISPRS Journal of Photogrammetry and Remote Sensing, (under review)
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Abstract

Traditional acquisition of height data to generate normalized di-
gital surface models (nDSMs) of very high spatial resolution is time-
consuming and expensive. Height estimation by means of optical
remote sensing images is a more efficient and timely way to do so.
Recent studies employed supervised learning methods. State-of-the-
art computer vision methods, however, overlook semantic consist-
ency during remote sensing image translation and neglect multi-task
correlations for specific task learning. To address these problems,
this paper proposes a semantic-aware unsupervised domain adapt-
ation method for height estimation. The method consists of image
translation and multitask representation learning for height estim-
ation. We tested the transferability of our method from the ISPRS
Postdam data set to the Vaihingen data set and a custom dataset
of Enschede. In the image translation task, our method improved
the the Fréchet Inception Distance (FID) metric by at least 12.8% and
12.1% on the two datasets, respectively. In the height estimation task,
our method achieved RMSEs of 3.257m and 3.875m, which are at
least 0.603m and 0.072m lower than the compared unsupervised al-
gorithm, and achieved competitive results with the supervised learn-
ing algorithm. Our results show the advantages of the proposed
method in height estimation and image translation as compared to
alternative strategies. We conclude that adding semantic supervision
improves height estimation from single-view under unsupervised do-
main adaptation. It also alleviates the problem of limited access to
nDSM data for training the method. We will release the code once
the paper is accepted.

Key words: Height estimation; Unsupervised domain adaptation;
Generative adversarial network; Semantic consistency; Optical remote
sensing imagery
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6.1 Introduction

Obtaining elevation information is vital when exploring fine-grained
3D structures of ground objects [5]. Stereo image pairs, and Light
Detection and Ranging (LiDAR) laser-scanning technology are com-
monly used to provide 3D information [117]. The data products thus
generated like normalized digital surface models (nDSM) and digital
terrain model (DTM) are widely used for localization, mapping, and
3D object modelling [17, ?, 170, 171]. Acquisition of very high res-
olution nDSM using those methods requires high computational re-
sources and laborious fine-tuning. Althoughmany open source point
cloud datasets are becoming publicly available, only a few countries
can afford to generate those. As a consequence, many countries and
parts of the world are not covered by such data.

Depth estimation has been studied since long in computer vision
and the related results have been widely used in applications such as
3D reconstruction and autonomous driving [39, 117]. Image-based
monocular depth estimation has the advantage of lower cost data
acquisition as compared to stereo methods. Estimating depth from
a single image, however, is often referred to as an ill-posed problem
because it does not conform to the traditional geometric matching
solution rules. Relative methods need the use of monocular depth
signals such as object size, perspective, occlusions and textures. Tra-
ditional monocular image depth estimation methods mostly use ran-
dom field methods to obtain contextual and geometric features in
the image, and then infer depth values [12]. With the advancement
of deep learning methods, various methods including convolutional
neural networks (CNN) and generative adversarial networks (GAN)
based algorithms have achieved good performance in this task with
a sufficient amount of annotated data [39, 169, 154]. Some recent re-
mote sensing studies tried to adopt deep learningmethods for height
estimation from a single-view aerial or satellite image [92, 42, 5]. The
objective of height estimation is to estimate the relative elevation
value of each pixel on the image. Height estimation networks, how-
ever, are capable of producing accurate predictions by learning rep-
resentations that relate the appearances of remote sensing image
scenes and objects to their height information in 3D space. Most
studies have so far utilized fully supervised learning, relying greatly
on training data and making predictions in the same experimental
area. This limits the transferability and application scope of the al-
gorithms as a large number of pixel-level labels are needed.

Transfer learning utilizes the knowledge contained in the source
domain S to discover a solution to the problem in the target domain
T [105, 125]. In transfer learning, unsupervised domain adaptation
(UDA) bridges the domain gap between source and target data us-
ing a method pretrained on the source domain to produce compet-
itive results on unlabeled target data. Earlier efforts on deep adapt-
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ive works focused on feature space alignment by learning domain-
invariant representations through minimizing the domain distribu-
tion discrepancy (e.g., maximum mean discrepancy) between source
and target domains [?, 97]. Recent methods have attempted adapta-
tion in pixel space using a variety of generative methods. An alternat-
ive strategy is to directly transform the target image to a source style
image by means of unpaired image-to-image translation [174], for in-
stance based on GANs [46]. As a result, such UDA usually consist of
two phases, the first one is GAN-based image-to-image translation
network and the second phase involves task-specific learning. Nu-
merous UDA have a clear benefit on pixel-wise prediction tasks in
remote sensing images derived from multiple data sources [62, 84].
This strategy, however, is still in its initial stage. Some problems have
not been fully addressed for UDA concerning the unique characterist-
ics of remote sensing images. For instance, studies attempt to ignore
the scale difference of RS images, focus more on image-level transfer
than on the adaption of feature space and output space [122, 142].

To address the limited access to nDSM data, we propose to use
UDA for height estimation of monocular remote sensing images un-
der unsupervised learning settings. To the best of our knowledge,
no study has explored these strategies for this particular task. Re-
mote sensing images exhibit a number of domain features, including
a wide range of imaging modalities, multi-scale objects, color sat-
uration, and potentially arbitrary shooting angles. Therefore, this
presents additional difficulties for UDA, such as ensuring the se-
mantic consistency during unpaired image translation and the qual-
ity of transfer learning in complex scene settings.

Regarding the first challenge, the majority of network architec-
tures used for remote sensing UDA are based upon image-to-image
translation methods [174, 64], while they usually exclude explicit ex-
amination of the semantic mismatches between domain S and do-
main T . Forcing matching distributions between the translated and
target images with misaligned semantic statistics may only result in
spurious solutions in which semantics are transformed to match the
target semantic statistics. Some scholars have introduced regulariz-
ation terms to adaptively reweight the adversarial losses or applied
the cycle consistency constraint to alleviate the issues caused by the
large variations in class distributions between S and T domain [84,
142]. They, however, either need additional supervision, pretrained
models or are restricted (dataset-specific) and prone to artifacts. A
recent adversarial self-supervised contrastive learning method [102]
for unpaired image-to-image translation utilizes a patch-based, multi-
layer Patch Noise Contrastive Estimation (PatchNCE) loss to optimize
mutual information between corresponding patches of input and out-
put images, and it achieves superior performance. We follow this
line to achieve better contrastive adversarial learning that improves
semantic robustness for remote sensing image translation.

In addition, most methods cannot produce satisfactory results as

90



6.1. Introduction

compared with supervised learning methods although considerable
progress has been made in UDA. The main reason is that prior work
typically consider adapting knowledge of one target task while neg-
lecting any multi-task correspondences. Contemporary methods in
computer vision have sought to address this shortcoming by means
of the use of cross-domain knowledge learning [49, 65, 111]. Those
works show that the additional depth regression task helps in se-
mantic segmentation and vice versa. In remote sensing, a DSM and
a DEM are generated simultaneously during the production of the
ortho-images by means of aerial photography and interpretation. Be-
sides, the relative elevation value of each pixel is highly correlated
with the semantic category in height estimation. Thus, we hypothes-
ize that most semantic classes of ground objects fall under a finite
height range e.g., buildings in the same area have similar elevation,
and the task dependencies persist across domains. In addition, we
identifymore open image classification datasets with semantic labels
than datasets with nDSM labels, and the coverage of open source
data like open street map is broader. Therefore, we are motivated
to use land cover information to assist training of UDA. As a result,
we propose a method for enforcing consistency in height estimation
between the two domains that exploit semantic labels as privileged
information during training phase 6.1.

Figure 6.1 Integrating semantic segmentation and height estimation to as-
sist in the understanding of remote sensing scenes. Unsupervised height
estimation can be performed using image representations simultaneously
learnt from the aforementioned objectives while keeping structural/semantic
information.

In this study, we aim to achieve an height estimationmethod from
single-view orthophotos using semantic-aware UDA. This method is
composed of two stages: the image translation stage and the repres-
entation learning stage. Perceptually comparable content is mapped
to content with strong semantic similarity at the first stage. At the
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second stage, semantic information is leveraged to improve monocu-
lar height estimation. In general, DA models are modified to adapt
to new data spaces (multimodal), related tasks (multitask), or subtle
changes in probability distributions. In this article, we aim to find the
DA solution for changes in different spatial locations where the im-
ages were collected using similar sensors. The changes in the nature
of data as well as their resolution, however, are not considered in
this research.

Our contributions are summarized as follows:

• We propose a semantic-aware UDA for height estimation using
single-view orthophotos. The first stage image translation net-
work bridges the gap between source and target domain; the
second stage is for semantically-guided height estimation.

• We propose a new image style transfer network, named Dual
Consistency GAN (DCGAN). It is built based upon the CUT, and
combines contrast learning incorporating multi-scale feature
space perturbations in generators considering the semantic ro-
bustness. We also extended one-sided translation mapping to
two-sided employing the idea of mutual information maximiza-
tion.

• Our method improves height estimation via the use of semantic
class guidance. For this purpose, we apply a cross-task fea-
ture fusionmodule within a cross-task architecture that fully ex-
ploits the implicit semantics representations for learning height
features.

We tested the transferability of the method from the ISPRS Postdam
data set to the Vaihingen data set and a custom dataset of Enschede.
Our results are superior as compared to those of alternative state-
of-the-art (SOTA) methods in terms of both image translation and
height estimation.

6.2 Methodology

Our point of departure is that we have access to a source do-
main S image set XS , a source label set YS that includes both height
and semantic labels, and an unlabeled target domain T image set
XT . Our objective is to reliably predict the nDSM for each image
in the target domain. To accomplish this task, we propose a UDA
comprised of two main major stages: A) a bidirectional image trans-
lation network DCGAN, which aligns the distribution of the source
and target images, and B) a multi-task representation learning net-
work that exploits semantic labels to provide extra supervision on
the target domain height estimation. Figure 6.2 shows the overview
of our method.

Specifically, at stage A, DCGANperforms an unpaired images style
transfer by means of a bidirectional mappings G : S → T and F :
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T → S. DCGAN has two generators G, F as well as two discrimin-
ators DS and DT . The encoders and decoders of the generators
are denoted by Genc, Fenc and Gdec, Fdec, respectively. Further, HS

and HT represent the embedding extracted by the corresponding en-
coders. In this paper we define ’embedding’ as a low-dimensional
manifold representation of the vector extracted from an image or
patch. DCGAN is trained under the constraints of adversarial loss,
PatchNCE loss, robustness loss and identity loss.

At stage B, we train two height estimate networks, RS and RT ,
using the original source data (XS) and the translated data, respect-
ively. The network in the Stage B is the same used for both RS and
RT . In this way, we consider translations from both directions. These
two models are complementary, since RS has a clean training set XS

but a noisy test set F (XT ) resulting from translation model, and vice
versa for RT . We also use the semantic label from source domain as
additional constraint during training phase. A cross-task attention
module (CAM) is applied to guide the height feature learning through
cross-task interactions.

6.2.1 Stage A: Image translation

The primary issue with unpaired image-to-image translation is
that the adversarial loss is severely under-constrained, i.e., there are
several potential mappings between the two domains, resulting in
training instability. We intend to use cycle consistency [174], which
trains the relationship between the two domains to be a bijection,
and contrastive adversarial learning [102], which employs a patch-
based, multi-layer contrastive loss to maximize the mutual informa-
tion between corresponding patches of the input and output images.
In addition, our aim is tomaintain semantic robustness such as scene
geometry and semantics of the source image during style transfer
that may be affected by the intrinsic instability of adversarial train-
ing. To do so, we augment the input images with multi-scale fea-
ture space perturbations. As a result, the final objective of training
DCGAN is guided by the adversarial loss, robustness loss, and iden-
tity loss.

a. Adversarial loss
The first component is the adversarial loss. We first train to match
the marginal distributions of translated and target images. To begin,
we train two style transfer networks, G and F , that bridge the gap
in a bidirectional flow between S and T . We use an adversarial min-
max strategy to optimize the network G in order to create translated
image that are indistinguishable from the source image xs [46]. The
discriminator DT is then taught to tell the difference between the
translated image G(xs) and the image xt sampled from T , and vice
versa for F and DS . The adversarial losses are expressed as:
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Figure 6.2 Overview of our proposed method. Stage A: Image translation
network DCGAN which learns two mappings G : S → T and F : T → S. The
GAN loss (green) ensures that translated images correspond to the correct
image domain. The NCE and Robustness loss (orange) enable the created
false image patch (red rectangle) to resemble its genuine input image patch
(orange rectangle) while being distinct from other patches (blue rectangles).
Stage B: Multitask representation learning networks. It is the same used for
both RS and RT . The cross-task attention module (CAM) is located between
the layers of all decoders to enhance the cross-task interactions between two
decoders.

LGAN (G,DT , S, T ) = Ext∼T [logDT (xt)]

+ Exs∼S [log (1−DT (G(xs)))]
(6.1)

where the aim of G is to translate images G(xs) that are similar to
those in T , while DT discriminates between translated samples G(xs)
and real samples xt. For the mapping F and its discriminator DX , a
comparable adversarial loss is introduced:

LGAN (F,DS , S, T ) = Exs∼S [logDS(xs)]

+ Ext∼T [log (1−DS(F (xt)))]
(6.2)
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b. Multi-scale contrastive learning with robustness loss
The second component is a robustness loss constraining the gener-
ator G to preserve the desired semantics during translations. Our
solution uses a novel multi-scale semantic robustness regularization
solution that handles semanticmismatch that occurs during unpaired
image translations. Consistent translation is the primary goal, i.e.
the content of the same semantics does not become content of sev-
eral different semantics. To include it, we modified our method us-
ing contrastive learning, based on [102].

Contrastive learning seeks tomaximizemutual information between
matching patches of both input and output. It employs the InfoNCE
loss [128] to train an embedding that connects related patches of
input and translated images, a “query” and its “positive” example;
and also separates unrelated patches “negatives” when necessary. As
shown in Stage A of Figure 6.2, we define the red patch of G(xS) as
a query sample, and the blue patch in xS is its “positive” sample.
The un-related yellow patches are the “negative” samples. Then the
query, positive, andN negative patches at each scale level aremapped
to lower-dimensional vectors, and denoted as v,v+ and v−, respect-
ively. The aim of patch-wise contrastive learning is to match cor-
responding input-output patches at a specific location in the fea-
ture space. The distances between the query and other instances
are scaled by a temperature parameter τ and passed as logits in a
(N + 1)-way classification problem. The τ is a parameter used to reg-
ulate and optimize the gradient descent convergence, in this case, to
induce the model to better learn hard negatives. The cross-entropy
loss is computed (Eq. 3), which represents the probability of select-
ing positive examples over negatives.

ℓ
(
v, v+, v−

)
= − log

[
exp (v · v+/τ)

exp (v · v+/τ) +
∑N

n=1 exp
(
v · v−n /τ

)] , (6.3)

where τ identifies the temperature parameter for adjusting the
distance between the query and other examples.

In unsupervised image-to-image translation, one-sidedmapping with
single adversarial loss is under-constrained, while two-sided map-
ping learns the reversemapping from the target domain to the source
domain to constrain the mapping and improve the robustness [174].
Based on [102], we improved the performance of features representa-
tion learning by extending one-sided mapping structure to two-sided
mapping and by adding the semantic robustness loss as an addi-
tional constraint. This is shown in Figure 6.3, which is a detailed
diagram for the upper part of unidirectional flow of Stage A (Figure
6.2). For generator G, K layers, denoted {Gk}, including the input
layer G1 as an identity function are selected from Genc. Then we have
G = GK+1 ◦GK ◦ · · · ◦G1 as the entire network, where G1 and GK+1 de-
note the first input and the last layer, respectively. Gji = Gj ◦ · · · ◦Gi+1
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is defined as a forward propagation via (j − i) components of G. For
instance, Gx = GK+1

1 (x). For a sample image xS , the Genc and HS are
used to extract features. Each feature represents a single patch in-
side the image. We consider the patches to be embedded within a
stack of features {zk}K =

{
Hk

S

(
Gk
enc (xs)

)}
K
, where Gk

enc is the out-
put of the k-th selected layer. We also denote the spatial locations in
each selected layer as p ∈ {1, . . . , Pk}, where Pk is the number of spa-
tial positions in each layer. As a result, for each query of G(xS), we
refer to its “positive” feature as zpk ∈ RCk and all other feature “neg-

ative” as z
P\p
k ∈ R(Pk−1)×Ck , where Ck is the number of channels in

each layer. Our goal is to associate the input and output (translated)
image at the patch level, and to train two generator encoders that
extract domain-invariant characteristics from input images at differ-
ent scales. During training, Eq. 3 is optimized such that the feature
Gk

enc(Gk1 (G(x))) remains close to Gk
enc(Gk1 (x)). As a result, the patch-

based multi-layer PatchNCE loss for mapping G : S → T is denoted
as:

LPatchNCE S
(G,HS ,HT , S) = Ex∼S

K∑
k=1

Pk∑
p=1

ℓ
(
ẑpk, z

p
k, z

P\p
k

)
. (6.4)

For the reverse mapping, we use Fenc and HY to extract features
from the target domain T . Then for the translated image G(xs) be-
longing to domain T , we use the benefits of dual learning and em-
ploy a distinct embedding in domain T . A second stack of features
is provided by {ẑk}K =

{
Hk

T

(
F k
enc(G(xs))

)}
K
. A similar PatchNCE loss

is applied to guide this translation.
In addition to the original PatchNCE Loss, we increase the robust-

ness of the semantic label of objects by making the translated out-
put insensitive to modest feature space alterations in the inputs. We
describe the perceptual variations specified in our idea of semantic
robustness as random perturbations in the output spaces of Gk and
Gk

enc as domain-invariant features. Next, we increase the robustness
of the semantics by minimizing the loss Lrobust = 1

K

∑K
k=1 Lk, where

Lk = Ex

[
1

∥τk∥2
∥Gk

enc

(
Gk1 (x)

)
−

Gk
enc

(
Gk1
(
GK+1
k

(
Gk1 (x) + τk

)))
∥2
] (6.5)

In Eq. 5, τk refers random perturbation which is sampled as a vec-
tor individually for each coordinate of the feature maps translated
by Gk. To obtain τk values, we first project a standard multivariate
Gaussian random variable on the unit sphere and then enlarge it with
its magnitude sampled uniformly in [10−7, 10−1]. Lk is the distance
between the extracted semantics at scale level k from the input im-
age and the semantics of the corresponding translated image when
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Figure 6.3 GAN using robustness loss-assisted multiscale contrast learn-
ing. This is a detailed illustration of the GAN network, in specific the part
supervised by PatchNCE+Robustness Loss in 6.2. By ensuring the trans-
lated output invariant to modest feature space fluctuations of the inputs,
our method promotes semantic robustness. At a particular scale level k, the
data flow represented by the semantics in the blue box is that of Lk. In total,
there are K losses, each of which corresponds to one of the K levels in the
generator.

the feature space of the input image xS is perturbed (Figure 6.3). To
increase the computational efficiency of this method, we introduce
noise into the feature one scale at a time during each gradient up-
date.

c. Identity loss
In order to prevent generators from unnecessary changes, we utilize
an identity reconstruction loss Lidt [120] that strongly regularizes
the geometric semantics during style transfer.

Lidentity (G,F ) = Exs∼S [∥F (xs)− xs∥1]
+ Ext∼T [∥G(xt)− xt∥1]

(6.6)

The full objective for the bidirectional style transfer is as follow,

L (G,F,DS , DT ,HS ,HT )

= λGAN (LGAN (G,DT , S, T ) + LGAN (F,DS , S, T ))

+ λNCE (LPatchNCES (G,HS ,HT , S) + LPatchNCET (F,HS ,HT , T ))

+ λRobust (LRobustS (G,HS ,HT , S) + LRobustT (F,HS ,HT , T ))

+ λidt Lidentity (G,F )

(6.7)

where λ are trade-off parameters.
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6.2.2 Stage B: Multi-task representation learning

The objective of Stage B is to train robust models RS and RT for
height estimation in the target domain. The RS is trained using im-
ages and label from S, while RT is trained in a supervised way using
the reference label in the source domain YS and translated G(XS),
which is obtained in the Stage A. Due to the fact that our task-specific
DA employs both images from the source domain XS and a style-
transferred images G(XS), both RS and RT are critical backbones for
resolving the issue of semantic inconsistency. Semantic information
is exploited to assist learning of height information. To do so, we
construct a multi-task feature fusion architecture that learns cross-
modality between two heterogeneous feature representations during
training. Specifically, we adopt a shared-encoder architecture with
two separate decoders, one for height and one for segmentation, and
we train both tasks jointly. To refine height features in a semantically
consistent way, we introduce a cross-task attention module (CAM). It
determines the similarity between reference and target characterist-
ics using several representation subspaces andmakes efficient use of
the cross-modal interactions between the heterogeneous representa-
tions. The CAM modules are situated in the middle of each decoder
layer and make use of data from the other decoder. To allow bidirec-
tional feature augmentation, we employ two CAM modules concur-
rently.

The attention functionmaps a query and key-value pairs to an out-
put as vectors. The output is a weighted sum of the values, with each
value’s weight determined by the query’s compatibility with the key
[130]. As shown in Figure 6.4, the CAMmodule first performs a pixel-
wise operation on the two feature maps F l

d(i) from height branch
and F l

s(i) from semantic branch to calculate the cross-task similarity,
where l represents the scale and i is the spatial index of each index.
Linear projections ϕh(h = 1, ..., H) are applied to transform the input
feature from the original dimension C to a C ′ representation sub-
space to calculate the cross-task similarity. The refined feature is
computed by a cross producting the attention score A(i) as follows:

F l
d(i)

′ = ρ
(
Ah(i)

)
× ϕh

v

(
F l
d(i)

)
(6.8)

where

ρ
(
Ah(i)

)
=

eA
h(i)∑

h′∈H eAh′(i) (6.9)

and

Ah(i) =
ϕh
k

(
F l
d(i)

)T · ϕh
q

(
F l
s(i)
)

√
C ′

(6.10)

ρ is a scaling factor that normalizes the input. Each of the three
distinct linear embeddings serves as the query (ϕq), key (ϕk), and
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value (ϕv) functions. F l
d is the input for the key and value embed-

dings, while F l
s is the input for the query embedding. For height

estimation, this imposes significant attention scores A(i) on specific
height features that are consistent with semantics, allowing it to in-
directly employ semantic region knowledge. This module is bidirec-
tional, and semantic feature F l

s can simultaneously operate as the tar-
get. The CAM module calculated the attention score using features
from both tasks.

Figure 6.4 Architecture of the cross-task multi-embedding attention mod-
ule in Stage B of the network. The CAM module refines the target feature F l

d

by comparing it to the reference feature and outputs the feature F l
od .

Motivated by multi-head attention module [130], we use multiple
linear projections to obtain the similarity of feature vectors travers-
ing distinct representation subspaces. The refined feature map F l

d

′

is projected to the original dimension C and fused with the original
feature map F l

d. Then the final output F l
Od

is created by applying

two convolution layers on concatenated feature maps
[
ϕw

(
F l′

d

)
, F l

d

]
.

F l
Od

then becomes the input to the l + 1st layer height decoder. As
a consequence, the CAM enforces high attention scores on semantic-
ally consistent height features, allowing them to indirectly employ
semantic region knowledge implicitly.

Two complementary multi-task representation networks RS and
RT are trained in the Stage B, respectively. They with a shared en-
coder architecture to enhance the interacting learning of both tasks.
The entire network is trained with labels only from the source do-
main. In specific, the RS is trained using images XS and label YS ,
while RT is trained using the reference label in the source domain
YS and translated G(XS), which is obtained in the Stage A. We apply
l1 loss for height estimation task, which we minimize the l1 distance
between the predicted height ỹts and ground truth depth ys:
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Lt−height (RT , G) = ∥ys − ỹts∥ (6.11)

Besides, we train a complementary height estimator RS directly
on XS with the l1 loss.

Ls−height (Fs) = ∥ys − ỹss∥ (6.12)

The full depth estimation loss is expressed as:

Lheight (RT , RS , G) = Ls−height (RS) + Lt−height (RT , S) (6.13)

Similarly, we used the cross-entropy loss LCE for semantic seg-
mentation training. We use a shared encoder and two distinct de-
coders, one for depth and one for segmentation, and train both tasks
simultaneously. The semantics loss LCE is calculated with the seg-
mentation label, and it optimizes height feature maps with semantic
guidance. The CAM further enables cross-modal interactions between
two task-specific decoders. Then, the loss function of the Stage B is
obtained as follows:

Lmulti = Lheight + β · Lsemantic (6.14)

where beta regulates the smoothness factor’s relative strength and
we set as 0.001. As a result, we can obtain the overall objective as
follows:

L (G,F,DS , DT ,HS ,HT )

= λGAN (LGAN (G,DT , S, T ) + LGAN (F,DS , S, T ))

+ λNCE (LPatchNCES (G,HS ,HT , S) + LPatchNCET (F,HS ,HT , T ))

+ λRobust (LRobustS (G,HS ,HT , S) + LRobustT (F,HS ,HT , T ))

+ λidt Lidentity (G,F )

+ λLmulti
Lmulti (RT , RS , G)

(6.15)

We set λGAN = 1, λNCE = 2, λRobust = 1.5, λidt = 1, and λmulti = 0.2.

6.2.3 Training and inference setting

Our proposed architecture is comprised of six sub-networks that
can be categorized into three groups: G and F for image translation,
Dt and Ds for discrimination, and Genc and Fenc for multi-task rep-
resentation learning. Each group’s networks share the same network
design but have different settings.

The method is trained in two-stage with an iteratively updating
manner. We first train a bidirectional image translation network (G
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and F ) following the training scheme of CycleGAN. We then finetune
the multi-task learning network based on Genc and Fenc from stage
A using semantic and height label of the source domain. As shown
in Figure 6.5 (a), we optimize G and F for seven epochs under the
supervision of Rt and Rs, and then train Rt and Rs for three epochs.
This procedure is repeated until the network converges.

In the training phase, both images of the source and target do-
main are used in stage A (image translation). In stage B (multi-task
representation learning), only the label of the source domain includ-
ing height and semantic label is used. In height estimation, we first
train two unidirectional networks and finetune in a bidirectional way.
Height estimation is trained with bidirectional flow wheras semantic
segmentation is trained with unidirectional flow.

To improve the robustness of GAN training and quality of height
estimation, we set our translation network as bidirectional, and we
can obtain two height estimate networks RS and RT during training.
As a result, we can generate the nDSM in the target domain dataset
using two ways during the inference phase: xT → R(T ) → ỹTT and
xT → F (xT ) → R(S) → ỹST (Figure 6.5 (b)). In the end, we obtain the
final prediction as the average of ỹTT and ỹST .

Figure 6.5 Illustration of training and inference progress. (a) In the training
phase, our model is trained by iteratively updating image style translators
and height estimators, i.e. freezing the module with dashed lines while up-
dating the module with solid lines. (b) In the inference phase, the framework
takes benefits of both height estimation networks RS and RT obtained from
bidirectional generators from the training phase to improve the quality of
prediction results.
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6.3 Materials and experiments setting

6.3.1 Datasets

To evaluate the effectiveness of our proposedmethod, we conduc-
ted extensive experiments on two ISPRS benchmark data sets and a
custom Enschede dataset. The three data sets cover different data
sources and geographic regions with varying scene complexity. In
this way, we thoroughly evaluate the robustness of domain adapta-
tion methods. The study area and sample data is shown in Figure
6.6.

Figure 6.6 (a) Raw remote sensing images of study area. (b) Sample image
tiles and corresponding height and semantic labels.

a. ISPRS benchmark datasets
The ISPRS benchmark datasets contain two known openly available
airborne image sets of Potsdam and Vaihingen cities. Both datasets
are composed of very high-resolution true orthophoto (TOP) tiles
and related nDSMs produced using dense image matching methods.
The Potsdam dataset contains 38 RGB images with a fixed size of
6000× 6000. The Vaihingen dataset includes 33 TOPs comprises near-
infrared, red, and green bands with 2000 × 2000 pixels. The original
ground resolutions of Potsdam and Vaihingen were equal to 5 and 9
cm, respectively. In addition, both datasets have annotations for six
ground classes: building, clutter/background, car, impervious sur-
faces, tree and low vegetation.

b. Enschede dataset
We selected an image from Enschede, the Netherlands, as our exper-
imental study area. The high resolution true ortho imagery was part
of an experimental test set created by the Dutch cadaster (Kadaster)
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from data of the Beeldmateriaal initiative. It is composed of Red,
Green, and Blue bands with 25 cm spatial resolution.

The DTM and DSM of the study area are derived from the Current
Elevation File Netherlands (AHN3). The AHN3 dataset was acquired
in the 3rd acquisition period (2014-2019), and its mean point dens-
ity equals 8− 10 points/m2. We applied the squared Inverse Distance
Weighting (IDW) interpolation method to process those data to the
spatial resolution of 0.5m. After that, the nDSM was obtained by sub-
tracting the DTM from the DSM, and sequently resampled to achieve
the same aerial image resolution.

In addition, we selected the Key Register of Large-Scale Topography
(BGT) as the land cover reference vector data for Enschede. BGT is the
detailed large-scale base map (digital map) of the Netherlands. The
location of all physical objects such as buildings, roads, water, rail-
ways and (agricultural) areas is registered in an unambiguous man-
ner. To ensure consistency of the semantic information of the mi-
gration experiment, we chose the road, building, water, plant and
ground as semantic label. All data of Enschede is publicly available
and can be downloaded from PDOK . We cropped orthophotos and
corresponding nDSM labels into patches of 512 × 512 pixels. In the
end, we have 3072 patches for training and 1024 for testing.

To assess the effectiveness of our method, we provide two cross-
domain experimental setting variations with different geographic loc-
ations and imaging mode. The Potsdam dataset serves as the source
domain. The Vaihingen dataset and the Enschede dataset serve as
target domains.

6.3.2 Implementation details

For the image translation network, [174] and [102] serve as basis
for our generator architecture. For training, we employ a ResNet-
based generator with nine residual blocks. We refer to the first half
of generators G and F as an encoder, denoted by the symbols Genc

and Fenc. The patch-based multi-layer PatchNCE loss is calculated
at each scale utilising characteristics from the encoder’s four layers.
Following [102], we sampled 256 random sites for each layer’s fea-
tures and use the two-layer multilayer perceptron to infer 256− dim
final features. Besides, we employ the same PatchGAN discriminator
architecture as in [174], which employs 70× 70 local patches and as-
signs a result to each patch. For example, the discriminator takes an
image from eitherDS orDT , downsamples it using five convolutional
normalization-Leakey ReLU layers, and generates a 30×30 result mat-
rix. Each element represents the categorization outcome of a single
patch. We set the momentum parameters β1 = 0.9, β2 = 0.999, and

https://opendata.beeldmateriaal.nl/
https://www.pdok.nl/
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α = 0.0001. The learning rate is set as 2e−6, and the batch-size to
B = 4.

For multi-task representation learning network, the depth and
segmentation network uses a typical encoder-decoder design with
skip connections as with [45]. ResNet-50 is used for both the shared
encoder and the posture network encoder. The distinction between
the height estimation and semantic segmentation networks lies in
the number of final layers, which defines the number of output chan-
nels. The proposed method is implemented by PyTorch and trained
on four NVIDIA 2080ti GPU, each with 12G RAM and 48G in total.

6.3.3 Evaluation Metrics

a. Image translation
We employed the Fréchet Inception Distance (FID) [55] to evaluate the
quality of images generated by the generator. Based upon the mean
and covariance, it quantifies the distance between feature vectors
derived for generated images and real images. A lower FID indicates
that the resulting image is of higher quality.

b. Height estimation
In order to assess the accuracy of the proposed method, various cri-
teria are introduced including the average relative error (Rel), average
log10 error (log10), Root Mean Square Error (RMSE), and the mean
normalized cross correlation (ZNCC). The ZNCC quantifies the spa-
tial correlation between output and ground truth, while the other
metrics measure the degree of absolute errors at each pixel in meters.
Wemaintained consistency with relevant research evaluation metrics
[39, 5].

Rel =
1

n

∑ |Hr −He|
Hr

, (6.16)

log 10 =
1

n

∑
logHr

10 − log
He|
10 , (6.17)

RMSE =

√
1

n

∑
(Hr −He)

2
, (6.18)

ZNCC =
1

N

N∑
i

1

σHrσHe
(Hri − µHr ) (Hei − µHe) (6.19)

where Hr denotes the reference height, He denotes the estimated
height, and N denotes the estimated pixel count. µ and σ are the
mean values and standard deviations of Hr and He, respectively. Ad-
ditionally, the ratio of the predicted height value to the reference
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height values is determined on the basis of three thresholds indic-
ated by i as follows:

% of Hr < max

(
Hr

He
,
He

Hr

)
= δ < 1.25i, i ∈ {1, 2, 3}. (6.20)

Eq. 13 selects the maximum of Hr

He
and He

Hr
, and counts the percent-

age of pixels in Hr that are below the threshold value δ. The closer
this maximum is to 1, the better are the results. These percentage
value parameters directly indicate the accuracy of the results.

We evaluated semantic segmentation results with the mean inter-
section over union (mIoU) and overall accuracy (OA).

6.4 Experiment results

6.4.1 Image Translation

We first compare the translation results with other state-of-the-
art image-to-image translation methods including CycleGAN [174],
GcGAN [40] and CUT [102] under two domain transfer settings.

Figure 6.7 and Figure 6.8 show the sample image translation res-
ults. Overall, our translation results can maintain the semantic and
geometric details of the original image well, while getting a better ap-
proximation to the style of the target domain image. As compared
to the results of Vaihingen dataset, the results for CycleGAN were
less favorable. Particularly, plant elements and other features such
as buildings, roads and low vegetation, have more misclassifications.
GcGAN is optimized, but has essentially the same issues. The images
of the Potsdam and Vaihingen datasets are composed of different
channels, one in RGB and one in NIRGB, thus causing visual color vari-
ations between the images. As shown in Figure 6.7, we can see that
the vegetation with red color dominates some of the images’ sensory
content of target domain images. Based on the results area high-
lighted with orange rectangles, CycleGAN and GcGAN focus more
on the overall image characteristics, which leads to the occurrence
of unsatisfied semantics transformation. Therefore the adaptation
method needs to compensate for this problem. Besides, the transla-
tion of the building object also presents a challenge for other meth-
ods, since the roof is likely to be translated as low vegetation. Our
method circumvents this problem by converting the roof to a color
consistent with the Vaihingen image. While cycle-consistency and
mutual information maximization share certain similarities, DCGAN
is much less restrictive.

Regarding the transfer from Potsdam to Enschede, and the in-
verse translation, the texture and geometric structure of some re-
gions of the image can vary between the domains considered due to
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the different resolutions. For example, in Enschede, road and build-
ing detail aspects are less clear than in Potsdam images. In addition
to CycleGAN, which gets relatively vague results, the difference in
translation results among methods is not obvious. This is mainly be-
cause both Potsdam and Enschede images have the same RGB band
composition. Despite the different geographical locations and resol-
utions, the urban morphology of the Potsdam and Enschede is relat-
ively similar. Therefore the domain shift between these two datasets
is not as large as the one between Potsdam and Vaihingen. Thus, the
difference in image characteristics is small. We then observed from
the results that our adaptation method compensates the aspect for
the resolution difference and obtains clearer and more semantically
accurate results than other methods.

Figure 6.7 Transfer results of four scenes from the source domain (Pots-
dam) to target domain (Vaihingen). From left to right: (a) Source image (b)
CycleGAN (c) GcGAN (d) CUT (e) our method (f) Image from the target do-
main.

The orange boxes indicate regions where our solution outperforms
competing methods. Although our method is not perfect in generat-
ing certain details of the image, the translated results have a more
robust appearance and content. The quantitative results in Tab. 6.1
shows that our method creates images of equivalent or higher qual-
ity to those produced by others, making them appropriate for Stage
B training.

6.4.2 Height estimation

We conduct qualitative and quantitative comparisons between our
proposedmethod and the aforementionedmethods. We extend those
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Figure 6.8 Transfer results of four scenes from the source domain (Pots-
dam) to target domain (Enschede). From left to right: (a) Source image (b)
CycleGAN (c) GcGAN (d) CUT (e) our method (f) Images from the target do-
main.

Figure 6.9 Transfer results of four scenes from the source domain (En-
schede) to target domain (Potsdam). From left to right: (a) Source image
(b) CycleGAN (c) GcGAN (d) CUT (e) our method (f) Images from the target
domain.
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Table 6.1 Quantitative results of image translation. We show FID score for
all tasks.

Methods Potsdam → Vaihingen Potsdam → Enschede Enschede → Potsdam

CycleGAN 135.2 104.7 83.6
GcGAN 91.3 89.5 75.3
CUT 68.6 70.9 61.8
Ours 59.8 62.3 57.6

image translation methods utilising the same encoder-decoder struc-
ture to combine low-level and high-level features via skip connec-
tions. We keep network and hyperparameters settings same to ours
for a fair comparison. Besides, we compared with ADAPTSegNet
[124] and DADA [133], which are SOTA unsupervised domain ad-
aptation networks for semantic segmentation. For the latter one,
the idea behind it is similar to ours, which simultaneously aligns
segmentation-based and depth-based information of the source and
target domain during training. However, this method is mainly de-
signed for semantic segmentation of natural scene images. We change
the setting of that network for height estimation. We also compare
our results with the results of supervised training (full train method),
and PLNet [152] using the target dataset labels. The PLNet is a height
estimation network, which applies a gated feature aggregation mod-
ule to refine features in a coarse-to-fine manner.

a. Quantitative analysis
Tab. 6.2 summarizes the experimental outcomes for the two data-
sets. Overall the full train method can achieve good results with
the value of 2.53 m and 0.82 for RMSE and ZNCC, respectively. It
reaches a competitive performance against other fully supervised
SOTA method with complex structure (PLNet) [152], and we take this
as a target line. Besides that, the numerical results indicate that
our method performs significantly better on all assessment meas-
ures. Our method We can see that CycleGAN has a significantly
lower height prediction accuracy. Indeed, it is a relatively simpli-
fied method that includes the image translation based on the cycle-
consistency requirement. Moreover, the DADA obtains an RMSE of
3.860 m on Vaihingen dataset, which is the lowest value among the
comparison methods. Our method achieves an RMSE of 3.257 m,
which decrease the value of 0.603 m. Additionally, our technique
achieves much higher accuracy in height estimate, as evidenced by
0.421, 0.586 and 0.827 for δ1, δ2, and δ3, respectively. Besides, a
higher ZNCC value of 0.827 is reached, which indicates that the res-
ults of our method have a higher spatial correlation with the label
data. In addition, our method reduces RMSE by 3.307 and 2.877 on
two datasets compared to the direct transfer model without image
translation, showing the effectiveness of using this scheme for do-
main adaptation.

Our method also achieves better results than other methods in En-
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Table 6.2 Method comparison on the ISPRS benchmark and the Enschede
dataset.

Dataset Methods Rel� log10� RMSE� ZNCC� δ1� δ2� δ3�

Vaihingen

Direct transfer [174] 3.631 0.483 6.564 0.415 0.124 0.256 0.381
CycleGAN [174] 2.754 0.405 6.121 0.456 0.175 0.280 0.403
GcGAN [40] 1.933 0.328 5.372 0.537 0.282 0.398 0.553
CUT [102] 1.461 0.267 4.265 0.632 0.286 0.516 0.634

AdaptSegNet [124] 1.402 0.275 3.935 0.705 0.288 0.520 0.651
DADA [133] 1.324 0.281 3.860 0.740 0.292 0.530 0.682
Our method 1.283 0.240 3.257 0.815 0.325 0.556 0.701
Full train 1.174 0.234 2.032 0.827 0.421 0.586 0.827

PLNet [152] 1.056 0.187 1.614 0.892 0.535 0.605 0.854

Enschede

Direct transfer [174] 3.563 0.547 6.752 0.410 0.112 0.213 0.317
CycleGAN [174] 2.980 0.485 6.387 0.460 0.135 0.247 0.356
GcGAN [40] 2.012 0.380 5.782 0.547 0.163 0.312 0.505
CUT [102] 1.706 0.323 4.635 0.682 0.154 0.318 0.501

AdaptSegNet [124] 1.643 0.307 4.214 0.671 0.208 0.379 0.551
DADA [133] 1.531 0.297 3.947 0.678 0.235 0.421 0.674
Our method 1.325 0.283 3.875 0.756 0.298 0.513 0.683
Full train 1.130 0.258 2.789 0.814 0.389 0.602 0.813

PLNet [152] 1.013 0.196 2.145 0.830 0.466 0.634 0.841

schede adaption scenarios. As seen in Tab. ??, our method improves
AdaptSegNet and DADA by approximately 0.339m and 0.072 m in
RMSE, respectively. This is credited mostly to the semantic align-
ment process, which has a direct effect on the generating activity,
as well as to the concurrent optimization of all method components.
The considerable gains in all indicators attest to our method’s superi-
ority. Overall the prediction error of Enschede is somewhat larger
than that of Vaihingen. This is mainly due to the lower spatial resol-
ution comparing with the Potsdam and Vaihingen datasets. This com-
plicates the task of height estimate since each patch spans a bigger
area of the region and so has fewer prominent height-related struc-
tures. More complex information of individual pixels may also cause
a lower absolute accuracy. To summarize, the findings of the meth-
ods are consistent on the two datasets, indicating that our method
performs better than the comparative methods at generating nDSM.

b. Qualitative results
Figure 6.10 and 6.11 illustrate the visualisation results for the height
estimation results on Vaihingen and Enschede datasets. The first and
last columns contain the original images and their associated label
maps, while the second and third last columns provide the height
outputs after full training as well as the proposed unsupervised do-
main adaptionmethod. As shown in Figure 6.7 for Vaihingen dataset,
our method exhibits a high visual quality, while the results obtained
by CycleGAN and GcGAN are poor. In addition, our visualisation find-
ings are more accurate than the results from the other comparison
methods in terms of comprehensive information, particularly for the
objects’ edges and contours. The details of the roof structure, veget-
ation and other objects are much closer to the ground truth. The em-
ployed semantic-aware training significantly improved the perform-
ance of the method.
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Figure 6.10 Sample height estimation results of the Vaihingen dataset
where Potsdam is used for training. From left to right: (a) Image (b) Dir-
ect transfer (c) CycleGAN (d) GcGAN (e) CUT (f) AdaptSegNet (g) DADA (h)
Our method (i) Full train results (j) nDSM label.

Unlike the image translation results, the results of height estima-
tion for the Enschede dataset (Figure 6.11) here are different, espe-
cially for the CycleGAN and GcGAN. Although their methods get bet-
ter translation results in image style sensory, the semantics between
different domains are not substantially aligned, causing the know-
ledge learned by the method in the source domain is not fully ad-
apted to the target domain. Our method is relatively similar to the
results obtained by full train, and it retains greater detail and is cap-
able of recovering the height information of small objects, such as
lower vegetation and houses.

Figure 6.11 Sample height estimation results of the Enschede dataset
where Potsdam is used for training. From left to right: (a) Image (b) Dir-
ect transfer (c) CycleGAN (d) GcGAN (e) CUT (f) AdaptSegNet (g) DADA (h)
Our method (i) Full train results (j) nDSM label.
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6.4.3 Domain generalization on semantic segmentation

To show that our formulation is not limited to height estimation,
we present experimental results for semantic segmentation. Specific-
ally, we use Potsdam as the source domain and adapt the model to
the Enschede dataset. We directly use the model trained in Potsdam
without adding additional training. According to the quantitative res-
ults in Tab. 6.3 and qualitative results in Figure 6.12, our strategy is
significantly less noisy than training only on the source domain data-
set and avoids misclassification owing to domain shift. All semantic
classes benefit significantly from adaptation, resulting in generally
more accurate semantic predictions. Regardless, certain categories,
such as the road and building classes, display more obvious gains.
This means that the encoder gains a more comprehensive under-
standing of the input target scene, both in terms of accurate categor-
ization and precise spatial identification of the various semantic com-
ponents. By utilizing complimentary information across tasks, our
multitask training strategy enhances model generalization.

Table 6.3 Qualitative results of the semantic segmentation task. The
method is trained on the Potsdam dataset and tested on the Enschede data-
set. The value for different classes is reported by pixel accuracy.

Methods Road Building Water Plant Ground OA mIoU

Source only 42.48 49.61 21.78 50.15 54.33 43.67 31.04
Ours 46.64 56.87 25.75 60.54 63.45 50.65 35.30

Figure 6.12 Qualitative results of the semantic segmentation results on
Enshcede dataset. From left to right: (a) Image (b) Lable (c) Source only (d)
Our method.
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6.4.4 Ablation studies

We conduct ablation studies in the Potsdam to Vaihingen setting
to identify the efficacy of each module in our proposed network. We
begin by defining a baseline method. On this basis, we confirm the
outcomes of two case studies.

a. Bidirectional training
Because our method is trained using bidirectional flow based on CUT
method, we name it Bidirectional + CUT, it consumes more memory
than the one-sided training method. We disable it to show the dual
setting’s effect. Other settings remain unchanged from the original.
As demonstrated in Tab. 6.4, despite the increase in efficiency, the
results are still inferior to those obtained using the dual setting, in-
dicating that the dual setting can acquire more accurate embeddings
for diverse domains and stabilize the training. In comparison, the
baseline method based on Fast-CUT gets comparable translation and
height estimate results while using less time and memory. As a res-
ult, this method can be used as a practical, lighter option in some
circumstances.

b. Semantic-aware training
In this experiment, we employ our encoder-decoder network for both
single-task and multitask height estimation training. By including
semantic segmentation into height estimation via a common encoder,
a decrease of 0.292 m RMSE is shown. By using the CAM module,
the baseline is substantially improved, with a decrease of 0.086 m
RMSE. The results indicate that our method of refining the height
representation using a semantic knowledge has resulted in highly
synergistic gains.

Table 6.4 Ablation studies under different training and network settings.

Methods RMSE Training time (hours)

One-side training 3.986 13.5
Bidirectional + Fast-CUT 3.548 17.6
Bidirectional + CUT 3.465 20.1

W/o semantic-aware training 3.635 23.2
+ Semantic-aware training 3.343 26.7
+ CAM (Proposed method) 3.257 28.5

6.5 Discussion

We are the first in the field to propose the use of semantic-aware
UDA for height estimation from orthophotos. Our main contribu-
tions include the addition of supervision of semantic information
in image translation and depth estimation tasks. We also designed
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comparative experiments and systematic ablation studies for a fair
evaluation.

There is still a lot of room for improvement in our method. Firstly,
for image translation tasks, we focus on improving the semantic ro-
bustness between translation tasks by introducing robustness loss,
which adds multiscale feature space perturbations of the inputs. Al-
though our method is not perfect in generating certain details of
the image, the translated results have a more robust appearance and
content. Considering the differences in image characteristics such as
wavebands and resolutions of different remote sensing data sources,
there are still many challenges in this task. The network’s perform-
ance is largely dependent on the generator G’s ability to accurately
simulate real data. To improve the generator’s performance, suffi-
cient training samples of relevant scenes with appropriate variety
must be supplied to the network. As a result, it is recommended
that training and test scenarios have comparable properties to en-
sure the proposed network’s success. Motivated by studies in mon-
ocular depth estimation, the structural properties of objects are also
important. Therefore, in the future we will consider introducing fea-
tures like gradient or normals in contrast learning based image trans-
lation.

In addition, for multi-task representation learning network, the
depth and segmentation network uses a typical encoder-decoder design
with skip connections as with [45]. ResNet-50 is used for both the
shared encoder and the posture network encoder. More advanced
design of networks such as [14] can be exploited to optimize per-
formance.

Figure 6.13 Reconstruction samples on the Enschede dataset.

Our method and results have a great application prospect for pho-
togrammetry and GIS applications (e.g., live 3D, digital twin). Based
upon our results, we performed LoD1 level reconstruction test exper-
iments. Specifically, we assume that the roof planes and footprint

113



6. Semantic-aware Unsupervised Domain Adaptation for Height Estimation

are vertically aligned. We intersect the BAG building outlines with
the generated nDSM results to obtain the height of each roof point
and then extrude the roof to obtain a 3D model. The model is stored
in .obj format. As can be seen in Figure 6.13, our method can ef-
ficiently obtain LoD1 models for a large-scale city area. Compared
with most of the existing methods, which require point cloud stereo
relative interpretation to obtain height information, our process is
more efficient and simple, which can be used as an alternative in the
future to assist applications in areas with limited data.

The height prediction accuracy obtained by this scheme is at the
meter level, while the original accuracy of the results obtained from
point clouds is usually at the centimeter level, thus further improve-
ments are still necessary. Our results are currently more suitable
for applications with less demanding accuracy requirements, such as
city modeling at the LoD1 level or being used as auxiliary data for im-
age classification and object detection. In addition, since our initial
target application is building model reconstruction, we chose nDSM
data as the label in this experiment. Therefore, if the method is dir-
ectly transferred to another region, cities with flat terrain should be
considered for selection. On the contrary, if the city itself has a relat-
ively large terrain elevation variation, it may lead to inapplicable res-
ults. Another point worth noting is that we selected high-resolution
aerial images for this experiment as a trade-off between data access-
ibility and result validation. In future studies, we intend to transfer
the method to less expensive and more accessible satellite imagery,
which will increase the application value of the method.

6.6 Conclusion

We presented a semantic-aware unsupervised domain adaptation
method for height estimation using single-view orthophotos to ad-
dress the high expense and difficulty of acquiring height data with
current methods. This dual-contrastive learning method tackles the
semantic robustness problem of remote sensing image translation. It
addresses mismatched semantic distribution across domains by en-
hancing the generator’s semantic robustness. A multi-task training
network enables spatially fine-grained representations learning for
height estimation and semantic segmentation. The improved rep-
resentation of this design revealed a large performance gain. Our
method improved FID by at least 12.8% and 12.1% on the two data-
sets in image translation task. In the height estimation, our method
achieved RMSEs of 3.257m and 3.875m, which are at least 0.603m
and 0.072m lower than the comparative unsupervised algorithm. The
experimental findings on three datasets suggest therefore that our
methodology achieves better results comparing with recent GAN-based
UDA and is effective for monocular height estimation tasks. Our
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7. Synthesis

7.1 Research findings and conclusions

This dissertation presents research that aims at developing deep
learning based methods to extract geometric building models at dif-
ferent levels of detail from VHR remote sensing images. The entire
workflow involves several key steps, including the extraction of build-
ing outlines and roof structures, and the estimation of nDSM based
upon single view images. The core problems of automatic raster-to-
vector conversion and inference from 2D images to 3D information
are addressed. All those mentioned steps are achieved by develop-
ing end-to-end deep learning methods. In this synthesis chapter, I
will discuss the conclusions, reflections and outlook by reviewing
the previous chapters and contemporaneous andmore recent related
publications.

7.1.1 Regularized building outline delineation

This first objective of delineating regularized building outlines
using end-to-end trainable networks is addressed in Chapter 2. Reg-
ularized building outline extraction is the basis for multiple applica-
tions such as cadaster mapping and 3D building modeling. Results
of pixel-based segmentationmethods often show irregular edges and
overly smoothed corners. This study has presented an automatic
workflow for extracting accurate vectorized building outlines from
remote sensing images. An improved method based upon PolyMap-
per [74] was introduced. The overall framework is based upon a CNN
+ RNN architecture, with a CNN serving as an image feature extractor,
and the RNN decoding one polygon vertex at a time. I upgraded fea-
ture extraction by introducing global context and boundary refine-
ment blocks and adding channel and spatial attention modules to
improve the effectiveness of the detection module. In addition, I
introduced stacked conv-GRU to further preserve the geometric re-
lationship between vertices and accelerate inference. Apart from
COCO metrics, this study applied the PoLiS distance metric to evalu-
ate the results by considering positional accuracy and shape differ-
ences between the polygons. Compared to the state-of-the-art meth-
ods, the proposed method produces polygons that are simpler and
more regular, exhibit from a better alignment with the observed data,
and thus require fewer manual corrections before practical exploita-
tion of the produced data.

This study concluded that the regularized building outline can
be obtained following the idea of automatic detection then delin-
eation. The main idea of the proposed framework is to learn to pre-
dict the location of key vertices of the buildings and connect them
in sequence. The introduction of conv-GRU, and an enhanced de-
tection module is able to improve the computation efficiency while
maintaining the higher detection accuracy. This framework turns
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the traditional multi-step workflow, including feature extraction, se-
mantic segmentation, vectorization, and shape refinement, into an
improved end-to-end deep-learning architecture. This is a leap for-
ward towards full automation in building outline mapping from re-
mote sensing image. Moreover, since the building objects are delin-
eated as independent object instances, they can be further analysed
to extract additional characteristics such as roof type and building
function, allowing for more detailed mapping, 3D reconstruction,
and planning applications. In the context of the big earth observation
data, the method has a large generalization potential in application
scenarios such as automated, accurate mapping and updating.

Current research on vector building outline extraction is divided
into two main categories. The first is semantic segmentation fol-
lowed by post-processing. Based upon the probability map produced
by a segmentation network, either the Douglas-Peucker algorithm
or the Minimum Descriptor Length method is proposed to vector-
ize and regularize the grid-based results [37]. A more recent and
representative method is Frame Field Learning (FFL) [43], generating
a frame field that encodes important boundary information along-
side the corresponding segmentation mask. In addition, Active Skel-
etonModel maximizes alignment of the contours with the frame field.
The second category emphasizes on directly learning a vector repres-
entation and is motivated by semi-automatic annotation methods in
the field of computer vision [1, 79, 75]. Such methods directly learn
the coordinates of key vertices in the image and optimize the differ-
ence between ground truth and predicted values by means of a loss
function. The methods designed in this dissertation fit well into the
second category, as they prioritize training efficiency at the expense
of some prediction accuracy. They are, however, typically more chal-
lenging to train and require multiple iterations during inference. In
addition, they struggle with complex building shapes. Methods in
the first category, however, still achieve better results in practical
applications. In the future, methods combining segmentation meth-
ods with vector primitive prediction may better utilize the different
levels of information in the images.

7.1.2 Planar roof structure extraction using graph neural
networks

The objective of the second study was to recover a vector repres-
entation of roof structure directly from optical remote sensing image,
thus enabling human post-processing or further computing applica-
tions. The roof is a key part of a building, and its top surface consti-
tutes the foundations for many applications requiring knowledge of
the roof type and geometry. Automated extraction of the roof struc-
ture from remote sensing images is a challenge because of scene
complexity and the large variety of roof top configurations. Thus
the second objective introduces a fast and cost-efficient method to
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extract vectorized building rooflines and structures in an end-to-end
trainable way. The method consists of two main modules: 1) a Multi-
task Learning Module (MLM) designed for geometric primitives ex-
traction and matching, 2) a Graph Neural Network (GNN) based Re-
lation Reasoning Module (RRM) to reconstruct the roofline structure.
This module disseminates global information through all of the ver-
tex embeddings and enhancing the distinctiveness of the descriptors.
The experiments results on two data sets show that the proposed
method perform better than competing models in both qualitative
and quantitative evaluations. The proposed method provides an in-
crease of 0.6/1.3 and 1.2/2.1 for msAP and FH on two data sets
against state-of-the-art methods using only half of the training time,
respectively.

This study concluded that the proposed method provides an ef-
fective mean for roof structure extraction using graph neural net-
work. Second, the introduction of global geometric line priors through
the Hough transform is able to enhance the geometric feature extrac-
tion. The residual graph convolutional networks (Res-GCN) on the
other hand, is efficient and suitable to tackle the vanishing gradi-
ent problem in GNN. I consider this work a step forward with re-
spect to state-of-the-art methods for building outline extraction in
vector format, and potentially the basis for 3D building modeling
from remote sensing image. In addition, the constructed dataset has
opened potentials for a new family of remote sensing image analysis
research.

This study pioneers the use of deep learning to learn geometric
primitives and topological structure from remote sensing images. It
builds on recent research on geometric feature extraction, such as
road lane detection, human pose detection and wireframe parsing
[173, 20, 82]. These geometric structures can be considered as geo-
metric primitives embedded in various physical objects. The auto-
mated extraction principles can therefore be applied to a wide range
of other applications, such as automatic driving and 3D reconstruc-
tion. Optical images with a rich color, gradient, and texture features
are more efficient in processing large scale geometric structure ex-
traction than point cloud data with unstructured, colorless 3D co-
ordinates, and thus can be used as a complement during refined 3D
building model reconstruction. It is foreseen that the research of
designing end-to-end deep learning networks for directly predicting
geometry structure from raw input data (point clouds or images) will
receive increased attention. Related methods should also consider
the computation efficiency, fidelity and simplicity of the generated
structures.

7.1.3 Planar roof structure extraction using transformer

The third objective, i.e. extracting roof structure using the latest
transformer framework was addressed in Chapter 4. To optimize
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the extraction efficiency and accuracy of the roof structure, a visual
Transformer structure was introduced. This method is developed
based specifically upon HEAT to perform planar roof structure ex-
traction. the proposed method combines tokenized entity model-
ing, primitive detectors, and relationship inference. The designed
method comprises 1) Image encoder and edge node initialization, 2)
Image feature fusionwith enhanced segmentation refinement branch,
and 3) Edge filtering and structural reasoning. Compared with the
original HEAT, this network introduces an enhanced feature pyramid
module to the transformer to make the image encoder flexible to
learningmulti-scale while reducing resource consumption during train-
ing. In addition, a collaborative segmentation refinement branch was
added to the existing framework, which ensures the spatial and topo-
logical relations of the extracted primitives within the roof structure
by jointly learning building masks. The experiment results on VWB
and Enschede dataset indicate that the proposed method makes im-
provements over the existing state-of-the-art methods.

This chapter concludes that the improved transformer basedmethod
has effective global structural reasoning ability, demonstrating feas-
ibility for complex roof structure extraction task. The Roof-Former
enables entities to generate accurate predictions based upon the in-
teraction of multi-scale encoded information, while also being aware
of the global architecture and communicating with other entities.
This framework also permits the utilization of spatial data connec-
ted with nodes. The aided segmentation map is used to reinforce the
vertex and edge primitives’ spatial structure. The generated planar
graph can more accurately depict the structural and topological re-
lationships between buildings, hence facilitating following tasks like
3D reconstruction and urban visualization.

Transformer based methods have received much attention in the
last two years. A transformer-based object identification system was
built using query-based object detection. Compared with the an-
chor box or anchor point-based CNN detection framework, the query-
based detection mechanism is more in line with the image-to-sets
paradigm: an element in the encoder represents an area on the image
(patch embedding), and an element in the decoder represents an ob-
ject (object embedding). The Image-to-sets paradigm is based upon
the exchange of information between regions, between regions and
objects, and between objects. Although the general concept of trans-
former based methods is simple and straightforward, the developed
methods show a slow convergence speed and a difficult expression
of position encoding. Recent studies are trying to combine convolu-
tional layers and transformers to improve the advantages of rotation
invariance [163, 145].

In this thesis, for instance, multi-object roof structure extraction
has not been implemented. According to preliminary tests, current
roof structure extraction methods for multiple-target extraction are
inadequate. Large-scalemulti-object roof structuremapping remains
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a challenging fine-grained structure pairing task, in contrast to single-
object roof structure extraction. It requires consideration of complic-
ated features of remote sensing imagery as well as the correspond-
ence and relationship between basic geometric elements and com-
plex building objects. Future research will be needed to investigate
the addition of multi-task branches such as mask and orientation
prediction and the associative embedding technique.

7.1.4 Height estimation using unsupervised domain adaption
method

The fourth objective of generating nDSM from single-view aerial
images was discussed in Chapter 5. Height information is a key ele-
ments for 3D building modeling. Traditional acquisition of height
data to generate DSMs of very high spatial resolution is time-consuming
and expensive. This study generated nDSM from a single view image
using unsupervised domain adaptation (UDA) stratergy to alleviate
the problem of limited access to nDSM data for different applications.
The method consists of image translation and multitask representa-
tion learning for height estimation. The main contributions include
the addition of supervision of semantic information in image transla-
tion and depth estimation tasks. The experimental findings on three
datasets suggest therefore that the proposed methodology achieves
better results comparing with recent GAN-based UDA and is effective
for monocular height estimation tasks.

This study concluded that the proposed semantic-aware UDAmethod
for nDSM simulation from single-view aerial images provides an al-
ternative solution for acquiring height data. The designed dual-contrastive
learning method tackled the semantic robustness problem of remote
sensing image translation. It addresses mismatched semantic distri-
bution across domains by enhancing the generator’s semantic robust-
ness. A multi-task training network enables spatially fine-grained
representations learning for height estimation and semantic segment-
ation. This method has a wide range of prospects for applications
based upon elevation information such as large scale 3D building
modeling. Compared with traditional point cloud and stereo image
methods, which are more expensive in terms of data acquisition and
production, this framework can be used as an alternative in the fu-
ture to assist applications in areas with limited data.

Transfer learning, an active research area, has excellent perform-
ance as it uses prior knowledge to improve training in the target
domain. The latest transfer learning methods aim to combine new
learning strategies, such as federal learning, semi-supervised learn-
ing, and attention mechanisms. There are several issues and chal-
lenges associated with transfer learning, such as the negative migra-
tion problem, which does not improve model capabilities but wor-
sens accuracy, and inter-domain measures that are excessively com-
plex and lack proper metrics.
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In remote sensing studies, transfer learning may be particularly
valuable. There is, however, a limited amount of training data (labeled
data) despite the fact that the volume of remote sensing data is large
and is rising exponentially. Therefore, it is desirable to investigate
how to better implement the idea of transfer learning in order to
apply the feature learning and generalization capabilities of deep
learning to a broader range of applications. Potential research dir-
ections include the construction of larger benchmark data (similar
to ImageNet), pretrain them to obtain initial parameters more suit-
able for remote sensing tasks, and optimising downstream tasks. In
addition, it is necessary to investigate corresponding transfer learn-
ing methods to cope with changes in data volume, resolution, and
spectra, and to deal with time series of images.

7.2 Reflections

Recent advancements in the availability of VHR remote sensing
images, coupled with efficient data acquisition and large area cover-
age, have led to an increase in their applications for automatic urban
information extraction, particularly for building feature extraction
and modeling at various levels of detail. Deep learning has emerged
as a powerful strategy for analyzing remote sensing data and led to
remarkable breakthroughs in all remote sensing fields. This thesis
mainly explored the construction of geometric building models with
different levels of detail based upon VHR optical images using ad-
vanced deep learning and computer vision methods. In addition to
the above conclusions, I will further discuss the reflections among
the research in the following aspects.

7.2.1 Building modeling scheme

In many remote sensing fields, the deep learning methods have
outperformed traditional methods. Different 2D tasks, such as build-
ing detection and segmentation, can be carried out sequentially on
various data sets using deep learning methods, and complete auto-
mation may be feasible. My studies have shown that deep learning
can not only extract 2D building outlines but also automatically gen-
erate roof segment lines from satellite or aerial images, which can
then be used to produce a 3D model of the building. Digital twins
and 3D building models are becoming more and more commonplace
worldwide. Given the complexity, diversity, and entangled complex-
ity of backgrounds in urban scenes, 3D building reconstruction re-
mains a difficult and unsolved task. Conventional techniques for 3D
building reconstruction have some constraints, including the inabil-
ity to effectively reconstruct buildings at the scale of an entire city,
handle noisy data, or reconstruct buildings at a neighborhood level.
With the advancement of photogrammetry technology, it is now com-
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mon practice to create LoD1 3D building models with a flat roof. Re-
constructing 3D building models at LoD2 with roof structures is still
a difficult task, especially when using free data sources like optical
remote sensing images. Although optical images have a higher res-
olution than ever before, image quality and relatively low resolution
frequently have high uncertainties.

Recent years, the emerging open-source 3D deep learning libraries
such as PyTorch 3D, Tensorflow3D, and the development of hard-
ware GPU technology are facilitating the 3D reconstruction and en-
able more research topics. Due to the availability of EO data, city-
scale automatic 3D reconstruction with deep learning methods will
be an important topic of research in the coming years, particularly
semantic 3D building models. Even region-agnostic global models
may be achievable with the use of huge volumes of data for deep
learning model training.

7.2.2 Geometric feature learning from images

Pixel-accurate image segmentation is an important research task
in computer vision. From the perspective of the user, however, this
is not the ultimate desired output for many applications. A full map-
ping pipeline typically starts with the conversion of an orthophoto
into a raster map with semantic meaning (semantic segmentation),
and is followed by processing steps like object shape refinement,
vectorization, and map generalization. My focus in this thesis is de-
veloping methods that directly generate polygon representations of
building objects using a vector representation from an input image.

Extraction of geometric features from images is a common vis-
ion task. For instance, the extraction of 3D surfaces from numer-
ous photos of a scene or the extraction of building footprints from
satellite images. Despite that these structures encompass chains or
areas of pixels in the input images, they are frequently turned into
sets of geometric primitives for further global analysis and efficient
storage. The construction of an end-to-end geometric structure auto-
mated extraction from raster to vector structure is a research line
that has recently emerged in the remote sensing field [170, 43, 171].
A promising direction is to directly learn a vector representation us-
ing an end-to-end trainable network. Methods that directly process
polygon parameters, however, are typically more difficult to train
and require multiple iterations during inference. Moreover they have
troubles dealing with complex building shapes, e.g. structures hav-
ing curved walls or holes in their shape. Recent studies extracted
building outlines using a polygonal partitioning of the space and
a discrete optimization. They delivered accurate and simple vec-
torized building rooftops [13]. [155] introduced a multitask learn-
ing network that produced pixel-wise segmentation, directional in-
formation about the building contours, and the mid-level attraction
fields of line segments. Generative models aim to synthesize struc-
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tures and evaluate their agreement with image data as an alternat-
ive to primitive detection. Future research can combine traditional
Delaunay triangulation techniques in order to extract features by
minimizing the Markov Chain Monte Carlo energy function and op-
timize the representation of geometric primitives in images.

7.2.3 Deep learning methods adaptability and transferability

Due to the limitations of data nature and methods, methods I de-
veloped work better in some specific scenarios. For instance, in the
building outline delineation task, the proposed method shows high
performance in areas where the buildings are regular in shape and
sparsely arranged (e.g., urban areas of North America and China).
Performance could be further improved in scenarios where the ar-
rangement is more compact, and the roofing material complex (e.g.,
in informal settlements or slums). Another challenging situation
is with large townhouses with complex shapes, which is typical for
many European cities. Similarly, the roof structure extraction meth-
ods show failure examples due to missing line segments in remote
sensing images with complex roof structures. In the future I want to
demonstrate the capability of our method to generalize and produce
accurate polygons on large scale data sets with a number of unseen
conditions.

Deep learning methods have shown promising results in remote
sensing image analysis. The differences brought by different spa-
tial location and different data sources, however, can cause many
methods to be limited to specific scenarios or even specific data
sets. In such cross-domain setting, the distributions of both train-
ing (referred to as labeled source data) and testing (referred to as
unlabeled target data) are more likely to be characterized with a spec-
tral shift, known also as data shift. Hence, methods are required to
effectively transfer the existing knowledge from the source domain
to target domain, which is known as domain adaptation (DA). The
most notable efforts include: (1) unifying the data representation,
for example via atmospheric correction, feature selection, or feature
extraction; (2) incorporating invariances in the classifier, for example
via synthetic (‘virtual’) examples or physically-inspired features; and
(3) adapting the classifier to cope with the shift among acquisitions,
for example via semi-supervised-inspired strategies or active learn-
ing [34]. In chapter five, an UDA method have been proposed for
height estimation task, although the proposed method can produce
comparing results with supervised learning based method, there is
still room for improvement with regard to a more general view of the
methodology. Future research can utilize more advanced domain ad-
aptation methods, such as unsupervised source selection scheme or
unsupervised pruning heuristic method [2, 100], with the capability
to generalize over a very large dataset and larger area.
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7.2.4 Data dependency of deep learning and open dataset

Despite recent achievements in deep CNNs, the identification cap-
ability of CNN models relies heavily on the quality and quantity of
the training data. Up to now, several public remote sensing images
datasets for classification and object detection have been proposed
for instance the ISPRS benchmark data set [110], Massachusetts data-
set [90], Inria dataset [88], Wuhan University (WHU) Building Dataset
[63] and SpaceNet dataset [129], crowdAI Mapping Challenge dataset
[91]. It is infeasible, however, to label sufficient samples for each
specific task considering that manual annotation requires high labor
intensity and is often time-consuming.

In order to advance automated experiment process and promote
the potential exploitation prospects of the developed methods, I try
to use open data in all tasks and use existing vector files to auto-
mate the annotation of datasets. Specifically, I developed automated
data processing scripts. Taking the commonly used raster RS im-
ages, e.g.,.tiff, and corresponding vector labels, e.g.,.shp,.geojson, as
input, the script can automatically prepare a required labeling format
datasets. In addition, the prediction results can be converted into
shapefile or raster tiles after finishing the training and prediction.
To this end, these frameworks can build different automatic work-
flows for building outline delineation and roof structure extraction
from data preparation to final deployment.

In addition, there are large quantities of publicly available RS and
Geographical Information Systems (GIS) data inmany countries provided
by their national mapping agencies. For instance, Het Actueel Hoo-
gtebestand Nederland (AHN), Basisregistratie Adressen en Gebouwen
(BAG), and Basisregistratie Topografie (BGT) can be freely downloaded
in the Netherlands. We also have access to virtually unlimited data
VHR remote sensing images from Google Maps, Open Aerial Map
(OAM) and other data repository platforms. Moreover, Volunteered
Geographical Information (VGI) platforms like OSM provided a prom-
ising source of massive, free labels together with rich and detailed
semantic information for remote sensing image analysis. Despite
some date errors like missed features, mismatched boundaries, data
collection, processing and updating can be undertaken automatically
and scales arbitrarily. By taking advantage of advances in the field
of deep learning and increasing availability of VHR earth observa-
tion data, highly accurate building modeling and urban information
extraction that function over large areas (i.e., entire countries) and
land types (i.e., urban, rural) can be achieved.

7.3 Recommendations

This dissertation has investigated the use of deep learning meth-
ods for geometric features of buildings from remote sensing images,
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and especially to solve the problem of polygon prediction directly
from raster images, and estimating 3D information from 2D images.
Many aspects of the methods could be improved, such as better util-
ization of multi-source EO data and extension of existing methods
to large areas and more application scenarios. The following recom-
mendations and open questions as follows.

7.3.1 Building modeling using multi-source earth observation
data

Optical image exhibits high potential with lower costs, a world-
wide coverage and a high acquisition frequency. The intent of this
dissertation is to maximize the processing power of automated big
data using deep learning and to further extend the limits of optical
image feature extraction and modeling. Using single optical remote
sensing image as input for producing compact and detailed build-
ing models in an automatic way, however,still has several technical
restrictions.

Airborne LiDAR point clouds methods are the mainstream large-
scale reconstruction scheme. By using widely available airborne LiDAR
point clouds, methods are generally able to recover desired geomet-
ric details of real-world buildings while ensuring topological correct-
ness, reconstruction accuracy, and good efficiency. This data, how-
ever, still has some no data gap problems due to occlusion. There-
fore, by combining the strengths of these two types of data, mul-
timodal learning framework can be a promising research direction.
For instance, GAN-based methods can be first used for point cloud
data complementation. Building meshes can then be reconstructed
by incorporating learnable implicit surface representation from the
image into explicit geometry construction.

In addition, the backscatter intensity of Synthetic Aperture Radar
(SAR) can be an important source for estimating building height. The
combination of such data and open source available satellite image
can also provide for the extraction of large scale urban 3D building
structures. Related results can be used for further analysis of the
urban environment, spatial planning, and land use projections.

7.3.2 Multi-task learning and consistency

Object recognition, depth estimation, and other problems fall un-
der the category of visual perception tasks in the context of remote
sensing image analysis. The predictions made from a single image
for multiple tasks are not independent, so they should be “consist-
ent,” according to means of initial data acquisition. More specifically,
because they are not independent of one another, the first predic-
tion domain and the second prediction domain impose some restric-
tions on one another that are frequently referred to as consistency
constraints. It has been suggested that since a multi-task network
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shares its representation, the predictions it makes may be automat-
ically cross-task consistent. In its most basic form, multi-task learn-
ing uses a shared encoder or representation for an input to predict
data from multiple output domains. According to recent research,
learning with cross-task consistency results in more precise predic-
tions and improved generalization to inputs that are not distributed
normally [165].

There are two potential future directions for the design of visual
learning framework in this context: (1) Outline a general, data-driven
framework for incorporating cross-task consistency into supervised
learning. (2) Use of self-supervised representation learning, a tech-
nique that aims to learn a general feature on a sizable, comprehens-
ive dataset and apply it to a variety of downstream tasks.

7.3.3 Uncertainty assessment

Uncertainty analysis is essential for the study of remote sensing
image analysis and also for the whole workflow of building geomet-
ric feature extraction. Several research gaps need to be filled. First,
uncertainty analysis appears to be in a relatively early stage of all
fields of deep learning based remote sensing image analysis. Com-
bining and integrating uncertainties collected during the main steps
in urban information extraction and building modeling is still insuffi-
ciently addressed. Second, deep learning models struggle estimating
uncertainty and are often taken blindly and assumed to be accurate,
sometimes leading to untrustworthy results [41]. Despite the prom-
ising results obtained by those deep networks, model interpretability
analysis and uncertainty assessment have been lacking, and recent
advances in probabilistic machine learning have not been incorpor-
ated [141]. It is, therefore, necessary to develop efficient, generaliz-
able deep learning frameworks for image based building modeling
tasks incorporating uncertainty assessment for the full workflow.

7.3.4 Integration with difference applications

3D building models appear to have been increasingly employed in
a number of domains and for a large range of tasks. My objective is
to develop a fully automated reconstruction method. One of my fu-
ture research objectives includes combining more widely available
low-resolution open-source EO data to construct building-focused
baseline datasets with multidimensional attributes that serve a vari-
ety of environmental, socioeconomic, and climatological studies on a
global scale. For instance, the automatic mapping of key urban roof
types from remote sensing images offers various application poten-
tials. It can be expanded to include green and photovoltaic roofs,
which contribute to the road map for lowering the carbon footprint
of cities. The integration of spectral and shape attributes along with
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other accessible EO data such as street view, POI, etc., enables infer-
ences about the building’s type and function.
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