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Abstract— CSL formulas and path-based reward variables are
two ways of specifying performability measures which depend
on a sequence of states in a CTMC. We present the new
logic pathCSL which combines ideas and advantages of both
approaches.

I. INTRODUCTION

The specification of path-based measures for continuous-
time Markov chains has turned out to be a convenient tech-
nique in performance, dependability and performability eval-
uation. The continuous stochastic logic (CSL) [1], [2] com-
prises, among others, next- and until-operators which allow us
to express simple path properties for CTMCs. Many important
performability measures can be expressed conveniently using
a CSL formula [3]. Model checking CSL formulas involves
well-known numerical procedures for CTMCs, namely steady
state and transient analysis. The expressiveness of CSL for-
mulas is restricted because of the relative simplicity of the
path operators. More flexible in the specification of paths
is the concept of path-based reward variables [4], in which
performability measures are expressed by means of reward
variables which depend not only on the state of a CTMC,
but also on the history, i.e., the followed path. Paths are
distinguished by finite automata, thereby taking into account
both state and transition labels.

The common feature of CSL model checking and path-
based reward variables is the ability to check/compute per-
formability properties that are based on paths in a labelled
CTMC. We present a synthesis of the two approaches. In our
logic pathCSL paths are distinguished by regular expressions
(or, equivalently, by a finite automaton) as it was the case with
path-based reward variables. We combine the model checking
algorithms for CSL and the idea of state-space support for
path-based reward variables to obtain a procedure that allows
us to use the flexibility of automaton-specified paths within
the comprehensive framework of model checking.

The rest of this extended abstract is organised as follows.
In Section II we introduce labelled Markov chains, whereas
syntax and semantics of the logic pathCSL are given in Section
III. Section IV describes the model checking procedure for the
new path formulas. The results are applied to an illustrating
example in Section V. Section IV presents conclusions.

II. LABELLED MARKOV CHAINS

A labelled Markov chain M consists of a set of states
S, the transition relation T ⊆ S × S, the rate function
Q : T → R>0 and two labelling functions, LS for states
and LT for transitions. States are labelled with elements of
the set AP of atomic propositions; transitions have labels

from an action set Act. A finite path in a labelled Markov
chain is an alternating sequence of states and action labels
σ = s0a0s2a1 . . . sn−1an−1sn, where (sk, sk+1) ∈ T for
0 ≤ k < n and ai = LT (si). Each state in a path has a
residence time r(sk). The completion time c(σ) of a path is
the sum over all residence times in states of the path. We
denote σ(t, t′) for the fragment of σ starting at time t and
ending at time t′ (t, t′ ∈ R, t ≤ t′ ≤ c(σ)). The state a path σ

occupies at time t is denoted σ@t.
PathM is the set of all paths of a labelled Markov chain

M; with PathM
s we denote those paths that start with state s.

An initial state s yields a probability measure Prs on paths
starting in s.

The transient probability that the Markov chain M is in a
given set of states S ′ at time t starting from s is

πM(s, S′, t) := Prs{σ ∈ PathM
s | σ@t ∈ S′}.

The steady state probability of a set of states S ′ having
started in state s is denoted πM(s, S′).

III. THE LOGIC PATHCSL

The logic pathCSL is an extension of CSL [2]. Syntax and
semantics look very similar. New in pathCSL is the use of
regular expressions for the description of paths.

A. Syntax

The logic pathCSL consists of so-called state formulas
which involve regular expressions. The syntax of state for-
mulas is inductively defined by

Φ ::= tt | ap | ¬Φ | Φ ∨ Φ | S./p(Φ) | P./p(〈α〉
≤tΦ),

where ap ∈ AP is an atomic proposition, ./∈ {<,≤,≥, >}
and p ∈ [0, 1]. α is a regular expression over the alphabet
Σ = {Φa | Φ state formula, a ∈ Act}, that is:

α ::= ε | Φa | αα | α + α | α∗ .

Note that the definitions of state formulas and regular expres-
sions are intertwined and can not be separated.

Most pathCSL formulas are also simple CSL formulas. Only
the inner part of the probabilistic operator P./p(〈α〉≤tΦ) is
new. It replaces the next- and the until-formulas of CSL. This
formula is valid, if the probability of all paths starting in a
given state, for which there is a time t′ ≤ t such that the path
before this time is accepted by the regular expression α, and
at time t formula Φ holds, meets the bound ./ p. Of course,
we have to clarify what it means when “a path is accepted
by a regular expression”. We will do this in the next section
where we present the formal semantics of pathCSL.



B. Semantics

The semantics of pathCSL is given in terms of a satisfaction
relation of states of a labelled Markov chain and formulas.
Whenever a formula Φ is valid in a state s, we write s |= Φ.
Up to the probabilistic operator, the semantics is exactly the
same as in CSL, that is (without further comment):

s |= tt ⇐⇒ s ∈ S

s |= ap ⇐⇒ ap ∈ LS(s)

s |= ¬Φ ⇐⇒ s 6|= Φ

s |= Φ1 ∨ Φ2 ⇐⇒ s |= Φ1 or s |= Φ2

s |= S./p(Φ) ⇐⇒ π(s, {s | s |= Φ}) ./ p

A state s satisfies then a formula involving the probabilistic
operator if the probability of all paths starting in s that satisfy
the path formula meets the bound ./ p:

s |=P./p(〈α〉
≤tΦ) ⇐⇒ Prs{σ ∈ PathM

s | σ |=〈α〉≤tΦ} ./ p.

In order to come to the satisfaction relation for path formulas,
we first relate paths of a Markov chain to regular expressions.

PathM(α) ⊆ PathM is the set of paths of M that are
accepted by a regular expression α. The inductive definition
PathM(α) is very similar to the definition of the language
L(α) [5] of α, as follows.

All paths consisting of only one state are accepted by the
regular expression ε:

σ ∈ PathM(ε) ⇐⇒ σ = s ∈ S.

Φa accepts paths that consist of a state satisfying Φ, the action
a and another state:

σ ∈ PathM(Φa) ⇐⇒ σ = s0as1, s0 |= Φ.

The concatenation of two regular expressions accepts a path
if we can divide the path into two fragments and each of the
fragments is accepted by one of the regular expressions:

σ ∈ PathM(α1α2) ⇐⇒ ∃t′ ∈ [0, c(σ)] :

σ(0, t′) ∈ PathM(α1),

σ(t′, c(σ)) ∈ PathM(α2).

For acceptance by the choice of two regular expressions, a
path has to be accepted by at least one of those expressions:

σ ∈ PathM(α1 + α2) ⇐⇒ σ ∈ PathM(α1)

or σ ∈ PathM(α2).

Finally, a path is accepted by the star of a regular expression
if it is accepted by some finite number of concatenations of
the regular expression:

σ ∈ PathM(α∗) ⇐⇒ ∃i ∈ N : σ ∈ PathM(αi).

A path satisfies the path formula 〈α〉≤tΦ if at some time before
t the path is accepted by α and the state at time t satisfies Φ:

σ |= 〈α〉≤tΦ ⇐⇒ ∃t′ ∈ [0, t] : σ(0, t′) ∈ PathM(α),

σ@t′ |= Φ.

C. Finite automata

Regular expressions are closely related to finite automata.
For each regular expression one can construct a finite automa-
ton accepting the same language, and vice versa. It therefore
is convenient to use automata instead of regular expressions
(and vice versa) in this setting.

A nondeterministic finite automaton (NFA) A =
(Z, Σ′, δ, Z0, F ) consists of a set of automaton states Z,
an alphabet Σ′, the nondeterministic transition function δ :
Z × Σ′ → 2Z , a set of initial states Z0 and a set of final
states F . In our case, Σ′ will be some finite subset of Σ,
the alphabet used for regular expressions. The finite set of
formulas occurring in Σ′ is denoted SF.

As it was the case with regular expressions, an automaton
can be used to accept a certain set of paths in a labelled
Markov chain M. For that matter, we extend the transition
function to δ̂M : 2Z × PathM → 2Z which works on sets of
states and paths of M (instead of single states and symbols
of Σ). We follow the same approach as for the definition of
the language L(A) of an automaton A. A path consisting of
a single state s does not trigger a transition in the automaton,
i.e.,

δ̂M(Z ′, s) = Z ′.

For a path starting with state s followed by an action a, we
collect all the successor states that arise if we follow transitions
where the formula part is satisfied by s and the action is given
by a.

δ̂M(Z ′, saσ′) = δ̂M
(

⋃

z′∈Z′

⋃

Φ∈SF
s|=Φ

δ(z′, Φa), σ′
)

The set of paths accepted by the NFA (denoted as PathM(A),
which is a subset of PathM) consists of those paths that leave
the automaton in at least one final state:

σ ∈ PathM(A) ⇐⇒ δ̂M(Z0, σ) ∩ F 6= ∅.

The result of the following proposition allows us to use regular
expressions and their corresponding nondeterministic finite
automata interchangeably:

Proposition 1:

L(α) = L(A) =⇒ PathM(α) = PathM(A)

We write Aα for an automaton that accepts the same set of
paths as α.

IV. MODEL CHECKING P./p(〈α〉≤tΦ)

For model checking the probabilistic operator we adopt
the method of Obal and Sanders [4] for evaluating path-
based reward variables. From a labelled Markov chain and
the automaton corresponding to the regular expression α, we
construct a product Markov chain where states are enhanced
with sets of automaton states indicating the current state of the
NFA. The actual computation of the probability of all those
paths then reduces to a simple transient analysis in a reduced
version of the product Markov chain.



A. The product Markov chain

For a labelled Markov chain M = (S, T, Q, LS, LT ) and an
NFA A = (Z, Σ, δ, Z0, F ), we define a product Markov chain
M×A = (S×, T×, Q×, L×

S , L×
T ), where S× := S × 2Z and

T× = {((s, Z ′), (s′, Z ′′)) ∈ S× × S× | (s, s′) ∈ T

and Z ′′ = δ̂M(Z ′, sLT (s, s′)s′)}.

A transition in the product Markov chain always corresponds
to a transition in the original Markov chain and to the step the
NFA makes when it receives the actual Markov chain state
and the transition action label as an input. Q×, L×

S and L×
T

are adapted from the original Markov chain by applying Q, L S

and LT , respectively, to the first component of state pairs in
the product Markov chain.

Each finite path σ = s0a0s1a1 . . . sn−1an−1sn in
the original Markov chain corresponds to a unique path
σ× = (s0, Z0)a0(s1, Z1)a1 . . . (sn−1, Zn−1)an−1(sn, Zn) ∈
PathM×A in the product Markov chain. The sets Zk are
defined by Zk := δ̂M(Zk−1, sk−1ak−1sk) for 0 < k ≤ n.
The residence times are taken from σ.

Since the product Markov chain keeps record of the be-
haviour of the automaton A, we can express the acceptance
of a path σ with σ× as follows:

Proposition 2: Let σ = s0a0 . . . sn and σ× =
(s0, Z0)a0 . . . (sn, Zn). Then:

σ ∈ PathM(A) ⇐⇒ Zn ∩ FA 6= ∅.

B. Computing the probability

For model checking the probabilistic operator in a given
state s, we must compute the following probability:

Prs{σ ∈ PathM
s | σ |= 〈α〉≤tΦ}.

As a direct consequence of Prop. 1 and Prop. 2, we can express
this probability also in the product Markov chain as follows:

Proposition 3:

Prs{σ ∈ PathMs | σ |= 〈α〉≤tΦ}

= Pr (s,Z0){σ
× ∈ PathM×Aα | ∃t′ ∈ [0, t] :

σ×(0, t′) = (s0, Z0)a0 . . . (sn, Zn),

Zn ∩ FAα
6= ∅, sn |= Φ}.

For the actual computation of this probability we follow an
approach that is also used for CSL model checking [2]. We
first observe that we can identify a set of “goal” states in the
product Markov chain, G := {(s, Z ′) ∈ S× | s |= Φ, Z ′∩F 6=
∅}. Whenever a path enters such a state before time t, we
know that the path formula holds. So, all G states can be
made absorbing because the evolution of a path after reaching
a goal state does not contribute to the satisfaction relation. In
contrast to goal states we have the set D of “dead end” states
from which there is no path to a goal state. To D belong
basically those states that have the empty set as automaton

component. D states can also safely be made absorbing: a
path entering a dead end will never satisfy the formula, so its
further evolution is not of interest. We write (M×A)[G∪D]
for the reduced product Markov chain where all G and all D

states have been made absorbing. G states and D states having
been made absorbing can be aggregated to single states G∗ and
D∗, respectively, resulting in a smaller reduced Markov chain.

The probability of all paths satisfying the path formula now
equals the probability of reaching a goal state in the reduced
product Markov chain before the given time bound t. Since
goal states are absorbing, they can not be left once reached, so
it suffices to consider the paths only at time t. This is exactly
the transient probability of being in a G state at time t:

Proposition 4:

Pr{σ∈PathM | σ |=〈α〉≤tΦ}=π(M×Aα)[G∪D]((s, Z0), G, t).

V. EXAMPLE

As an example, consider the following scenario. We have to
analyse a packet transmission device which receives packets
on an input channel, queues them in a finite buffer of size
n and sends them out again on an output channel. When
started, it passes through an startup phase during which it
can already receive and transmit packets; in parallel several
initialisation tasks are accomplished. The average duration of
the startup phase is 5 minutes. After completion of startup it
switches to normal operation mode. A simple labelled Markov
chain model for this device is given in Fig. 1. The states
of the Markov chain are labelled by the fill level B of the
queue and the current mode of operation (init or normal ).
Possible actions are in for the arrival of a packet, out for the
transmission of a packet and switch for the change from init
to normal mode. Packets arrive with a rate of 10 per minute.
The transmission of a packet takes (on average) 7.5 seconds
in init mode and 4 seconds in normal mode. The initial state
of the system is distinguished by a filled circle. Note that the
model abstracts from the initialisation procedure itself.
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Fig. 1. Labelled Markov chain M for the packet transmitting device.

Doing some tests with the real system, it is observed that
whenever the internal queue gets full in the startup phase, the
system somehow becomes unstable (a “polluted system state”
or fault). This unstability manifests itself when the device has
switched to normal mode: if now the queue becomes empty,
the system crashes (failure).



We want to know whether the probability of a system crash
(induced by a complete queue filling in the init mode) within
a given time t exceeds 10%.

The following regular expression describes the behaviour
that leads to a system crash. It accepts paths in which the
queue gets full in init mode and then empty again in normal
mode (for a set of action labels A = {a1, . . . , ak} we use
(Φ, A) as an abbreviation for (Φa1 + . . . + Φak)):

αcrash = (init, {in, out})∗(init ∧ B=n−1, in)

(tt, Act)∗(normal ∧ B=1, out)

We will check whether the pathCSL formula

P>0.1(〈αcrash〉
≤t
tt)

holds in the initial state of the labelled Markov chain.
Fig. 2 depicts an NFA Acrash which accepts the same set

of paths as the regular expression αcrash.

init, {in,out} tt, Act

normal ∧ B =1,

outin

init ∧ B=n−1,

Fig. 2. Automaton Acrash accepting the paths that lead to a system crash.

The combination of the labelled Markov chain and the
automaton results in the product Markov chain given in
Fig. 3. The initial state is again depicted by a filled circle.
The grey parts of the Markov chain will disappear when
making dead ends (first row) and the goal state (last row)
absorbing. Actually, they need not even be generated. The
single transition labelled in going from the second to the third
row leaves the system unstable. If the system enters normal
mode before this transition is taken, i.e., taking a transition
from the second to the first row, no system crash will occur.
The switch from init to normal mode can also occur while
the system is already unstable (transitions from third to fourth
row). The transition labelled out to the fifth row brings the
Markov chain into the single goal state, which indicates a
system crash.

Fig. 4 plots the resulting probabilities for different buffer
sizes n and increasing time bound t. For every combination
of n and t with a probability above 0.1, the initial state of our
original Markov chain satisfies the pathCSL state formula.

VI. CONCLUSIONS

In this extended abstract we presented an extension of the
logic CSL inspired by path-based reward variables. Formulas
in the new logic pathCSL allow for the detailed specification of
paths in a labelled Markov chain. The specification is given via
regular expressions or finite automata. Model checking these
path formulas uses simple transient analysis of the product of
the Markov chain and an automaton. Similar results have been
achieved independently by Kuntz and Siegle for a stochastic
extension of PDL [6].
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Fig. 3. Product Markov chain M×Acrash
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Fig. 4. Probability of the path formula for different buffer sizes n and time
bounds t.

A straightforward enhancement of pathCSL would be the
extension to a logic pathCSRL interpreted over Markov reward
models [7], which would allow for the specification of action-
based performability measures.
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