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Seline de Rooij, Borbála Hunyadi . . . . . . . . . . . . . . . . . . . . . . . 52

15 Decoder-only transformers for passive human activity recognition
Shervin Mehryar, Lin Fei Kang, Yue Fei, Shahrokh Valaee . . . . . . . . . . 53



16 Object Detection and Person Tracking in CathLab with Automatically Cali-
brated Cameras
Yingfeng Jiang, Renjie Dai, Jinchen Zeng, Rick Butler, Teddy Vijfvinkel,
Yanbo Wang, John van den Dobbelsteen, Maarten van der Elst, Justin Dauwels 57

17 Reliability of wireless intra-aircraft networks: A comparative analysis of IEEE
802.15.4 protocols
Berna Eraslan, Sonia Heemstra de Groot, Georgios Exarchakos, Ignas Niemegeers 58

18 Relative Affine Localization for Robust Distributed Formation Control
Zhonggang Li, Raj Thilak Rajan . . . . . . . . . . . . . . . . . . . . . . . 64

19 Tracking Rental Bikes in Smart Cities: a Multi-RAT Approach
Guus Leenders, Gilles Callebaut, Liesbet Van der Perre, Lieven De Strycker . 66

20 Embedded AI Enabled Air-Writing for a Post-COVID World
Koen Goedemondt, Jie Yang, Qing Wang . . . . . . . . . . . . . . . . . . . 67

21 Tensor-based Hemodynamic Response Estimation in Functional Ultrasound
Data
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Probabilistic Constellation Shaping Algorithms:
Performance vs. Complexity Trade-offs

Yunus Can Gültekin and Alex Alvarado
Information and Communication Theory Lab

Eindhoven University of Technology
Eindhoven, The Netherlands

{y.c.g.gultekin, a.alvarado}@tue.nl

Abstract—We review the recent advances in the design of
probabilistic shaping algorithms. We investigate the implemen-
tation complexity of these algorithms in terms of required
storage and computational power. We show that (1) the optimum
performance can be achieved via different algorithms creating a
trade-off between storage and computational complexities, and
(2) a significant reduction in complexity can be achieved via
the recently-proposed shift-based band-trellis enumerative sphere
shaping if a slight degradation in performance is tolerated.

Index Terms—Probabilistic Amplitude Shaping, Enumerative
Coding, Implementation Complexity.

I. EXTENDED ABSTRACT

Probabilistic amplitude shaping (PAS) [1] combines an
amplitude shaper with a forward error correction (FEC) code,
and achieves the capacity of the additive white Gaussian noise
(AWGN) channel [2], [3]. The function of the amplitude
shaping block is to generate the amplitudes of the channel
inputs while a systematic FEC encoder determines their signs
as shown in Fig. 1. Popular amplitude shaping algorithms
which are optimum for the AWGN channel include constant
composition distribution matching (CCDM) [4], enumera-
tive sphere shaping (ESS) [5], multiset-partition distribution
matching (MPDM) [6], shell mapping (SM) [7], etc. This
optimality is in the sense that the resulting channel input
distribution approaches the Gaussian distribution for large
shaping blocklength N and large constellation cardinality M .

The objective when designing an amplitude shaper is to
obtain a certain characteristic (e.g., fixed composition, small
average energy, small energy variation, low kurtosis, etc.) for
the channel input sequences with (1) low storage complex-
ity, and (2) low computational complexity. For the AWGN
channel, this objective is to obtain a (sampled) Gaussian-
like channel input distribution, i.e., the Maxwell–Boltzmann
(MB) distribution. CCDM, for instance, generates amplitude
sequences with a fixed composition which is obtained by
quantizing the MB distribution. On the other hand, ESS
and SM, both sphere shaping algorithms, generate amplitude
sequences such that the resulting signal space has an N -
spherical shape, which in turn indirectly induces an MB-like
distribution.

The work of Y.C. Gültekin and A. Alvarado has received funding from the
ERC under the EU’s H2020 programme via the Starting grant FUN-NOTCH
(ID: 757791) and via the Proof of Concept grant SHY-FEC (ID: 963945).
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Fig. 1. PAS block diagram. Red blocks are the focus of this paper.

For other types of communication channels, different input
distributions or signal space structures may be more advanta-
geous to improve performance. As an example, the nonlinear
interference generated during the propagation of the channel
input waveform over the nonlinear fiber channels has been
shown to depend on the fourth-order standardized moment of
the input distribution (i.e., kurtosis) [8], [9], or on the energy
variations in the input waveform [10], [11]. Accordingly, we
have recently proposed a modified version of ESS, kurtosis-
limited ESS (K-ESS), to generate shaped input sequences
with low kurtosis [12]. Then in [13], we have proposed
another modified version of ESS, band-trellis ESS (B-ESS),
to generate sequences with small energy variations. We have
demonstrated that K-ESS and B-ESS provide higher signal-to-
noise ratios (SNRs) and increased achievable rates concerning
uniform signaling and AWGN-optimal shaping.

On the practical side, a bounded-precision (BP) implementa-
tion method was proposed for ESS and SM in [14] to decrease
their high storage and computational full-precision (FP) com-
plexities, resp. This method can be applied to ESS, K-ESS,
B-ESS, and in fact, to any enumerative-coding-based shaping
algorithm. In [15], a finite-precision (FiP) implementation was
proposed for arithmetic-coding-based DM algorithms. This
technique can be applied to CCDM, MPDM, and in fact, to
any DM algorithm that has an underlying arithmetic encoder.
Then in [16], an on-the-fly (OtF) computation method was
proposed for ESS, creating a trade-off between its storage
and computational complexities. In [17], a logarithmic-domain
implementation was introduced for arithmetic-coding-based
CCDM such that high-precision multiplications and divisions
required in the algorithm are replaced with low-precision addi-
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Fig. 2. FER vs. SNR for 64-QAM at the PAS transmission rate of 4 bit/2-D.
All shaping schemes use a blocklength of N = 216. FEC is based on IEEE
802.11’s LDPC codes.

tions and subtractions. Finally, in [18], the implementation of
B-ESS was discussed and an OtF computation technique was
provided based on binary shifts such that the required storage
is independent of the shaping blocklength. The theses [19],
[20] provide a good overview of the implementation of DM
algorithms, while [21] provides a discussion on the complexity
of various shaping algorithms.

In this work, we investigate the performance vs. complexity
trade-offs of some of the above-mentioned shaping algorithms.
We show in Fig. 2 that the optimum performance can be
obtained with different algorithms from different parts of
the storage vs. computational complexity spectrum as shown
in Fig. 3. We also show that if a slight performance loss
is tolerated, our shift-based B-ESS has significantly-reduced
complexity concerning other enumerative algorithms.
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[4] P. Schulte and G. Böcherer, “Constant composition distribution match-
ing,” IEEE Trans. Inf. Theory, vol. 62, no. 1, pp. 430–434, Jan. 2016.

[5] Y. C. Gültekin, W. J. van Houtum, A. Koppelaar, and F. M. J. Willems,
“Enumerative sphere shaping for wireless communications with short
packets,” IEEE Trans. Wireless Commun., vol. 19, no. 2, pp. 1098–1112,
Feb. 2020.

[6] T. Fehenberger, D. S. Millar, T. Koike-Akino, K. Kojima, and K. Par-
sons, “Multiset-partition distribution matching,” IEEE Trans. Commun.,
vol. 67, no. 3, pp. 1885–1893, Mar. 2019.

[7] P. Schulte and F. Steiner, “Divergence-optimal fixed-to-fixed length
distribution matching with shell mapping,” IEEE Wireless Commun.
Lett., vol. 8, no. 2, pp. 620–623, Apr. 2019.

101 103 105 107 109

100

101

102

103

104

105

Shift-based
BP B-ESS [18]

FP OtF
ESS [16]

FiP CCDM [15]

BP ESS [14]

BP B-ESS [13]

FP ESS [5]

BP SM [14]

BP OtF
ESS [16]

FP SM [7]

Log-CCDM [17]

Computational Complexity [Bit Oper./1-D]

R
eq

ui
re

d
St

or
ag

e
[k

ilo
by

te
]

Fig. 3. Maximum computational complexity vs. maximum required storage
of amplitude shaping, modified and extended from [21, Fig. 12]. Size
of the markers are proportional to the corresponding blocklength N ∈
{216, 432, 648}.

[8] R. Dar, M. Feder, A. Mecozzi, and M. Shtaif, “Properties of nonlinear
noise in long, dispersion-uncompensated fiber links,” Opt. Express,
vol. 21, no. 22, pp. 25 685–25 699, Nov. 2013.

[9] T. Fehenberger, A. Alvarado, G. Böcherer, and N. Hanik, “On proba-
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Abstract—One major problem of wireless localization network
is to identify the nodes that transmit data packets, especially when
the localization system does not decode MAC addresses. In this
paper, the performances of multi-target tracking techniques for
RF fingerprinting are evaluated. The targets periodically transmit
802.11 Wi-Fi packets to a single receiver. The fingerprinting
feature considered is the Carrier Frequency Offset (CFO). The
local oscillator (LO) dynamics is included in the system model
which allows to take into account the CFO drift. Multi-target
tracking is performed by the Joint Probabilistic Data Association
Filter (JPDAF) and the Exact Neighest Neighbourd version of the
JPDAF (EN-NPDA) associated with a Kalman filter. Different
tracking scenarios are simulated to test the performance of
the algorithms and highlight their limits. An experiment using
Universal software-defined radios is performed to validate the
algorithms.

Index Terms—RF fingerprinting, Wi-Fi, CFO drift, JPDAF,
Kalman filter

I. INTRODUCTION

Uniquely identifying and tracking radio-frequency (RF)
devices is a key feature for wireless localisation networks.
MAC or higher layers-based device identification is widely de-
veloped but creates problems from a user anonymization per-
spective and is software-hackable [1], [2]. This motivates the
use of RF fingerprinting, which relies on inherent transceivers
imperfections caused by chip manufacturing tolerances, to
uniquely identify RF devices.

PHY-layer fingerprinting is mostly separated in two cate-
gories [1]: white-list fingerprinting, and unsupervised learning
strategies, which tend to lock on the data packet containing
the MAC ID, leading to limited performances [3]. RF finger-
printing algorithms that use the wireless protocols common
packet header rely on a few typical features, such as the
carrier frequency offset (CFO). In these algorithms, the CFO is
frequently assumed to be a static [4], [5] or random Gaussian-
distributed feature [6]. In reality, phase noise and random walk
frequency noise affect real local oscillators (LO), causing a
random drift of CFO over time [7]. One of the challenges
of using CFO for device fingerprinting is to handle the CFO
drift and the large noise that is typical of CFO estimates.
When multiple devices are emitting packets, the large CFO
noise makes it difficult to associate each packet to a given
target uniquely. One of the interesting aspects from a user

anonymization perspective of using CFO for fingerprinting
lies in the fact that it allows short-term device tracking while
preventing long-term identification .

In this paper, we study the performances of bayesian multi-
target tracking (MTT) algorithms for RF fingerprinting using
the CFO as a feature, as shown in Figure 1. Using MTT
algorithms allows to uniquely associate the CFO of a data
packet to a given device, while also taking into account the
dynamics of the CFO.

Fig. 1. RF fingerprinting using Bayesian techniques

Contributions : The contributions of this paper are sum-
marised as follows :

• we evaluate the performances of well known MTT algo-
rithms on various simulated tracking scenarios.

• an experiment is performed in order to validate the
MTT algorithms on data generated using Universal Soft-
ware Radio Peripheral (USRP) software-defined radios
(SDRs).

The main innovation of our work compared to the existing
literature lies in the inclusion of the LO dynamics into the
CFO-based fingerprinting framework.

The remainder of this paper is organized as follows. Section
II explains the CFO estimation and multi-target tracking
algorithms. The simulation results are discussed in Section III.
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Section IV presents the experimental results. Finally, section
V concludes this paper and presents future work.

II. ALGORITHM

A. System model

We consider a system with 1 to 10 targets transmitting
data packets to a single receiver, as shown in Figure 1.
Targets can appear and disappear from the tracking scene over
time. All targets transmit packets at the same time interval
comprised between 100 ms and 10 s. The received packets
are ”scanned” every 100ms - 10s corresponding to the target
packet transmission interval. It is assumed that during each
scan at most one packed from each target is received. Without
loss of generality, we consider 802.11 Wi-Fi packets, which
are composed of the legacy preamble followed by the payload.
A very small fraction of sent packets can be undetected and
there are no false-alarm data packets.
In the remainder of this section, the different parts of the
algorithm used to track the different targets will be presented
as follows. In section II-B, the CFO estimation method from
the legacy preamble is presented. Section II-C and II-D explain
the used tracking algorithms. Lastly, section II-E shows how to
deal with targets appearing and disappearing from the tracking
scene.

B. CFO estimation

The CFO ∆ω is estimated from the L-LTF field of the
legacy preamble. The L-LTF is composed of a 64 samples se-
quence, which has good correlation properties, repeated twice
and preceded by a 32 samples cyclic prefix (CP). Using the L-
LTF, a fine CFO estimation in the range [-156,25 kHz, 156,25
kHz] can be performed based on an auto correlation process,
which allows to detect repeated patterns in the received signal
r [8]. The auto-correlation AC is computed as follows:

AC(n) =

TL−LTF−1∑

m=0

r(n+m+ TL−LTF )r
∗(n+m) (1)

where TL−LTF is the L-LTF period equal to 64 samples.
Figure 2 shows the profile of the auto-correlation obtained
using the above equation. The second plateau that can be
observed, indicated as ACmax in Figure 2, corresponds to the
correlation between two L-LTF sequences.
The CFO can then be determined from this plateau as follows:

∆ω =
∠(
∑L

l=0 ACmax(l))

2πTL−LTFTs
(2)

where Ts is the sampling period and L is the length of the
plateau equal to 32 samples.

C. Joint Probabilistic Data Association Filter and Kalman
filtering

1) Kalman filter system model: In order to track the CFO
of multiple targets simultaneously, the Joint Probabilistic Data
Association Filter (JPDAF) and the Exact Neighest Neigh-
bourd version of the JPDAF (EN-NPDA) are used, both

Fig. 2. Auto-correlation profile between the 802.11 legacy preamble and a
copy of the preamble delayed of the L-LTF period.

associated with Kalman filtering. Accordingly, the evolution of
the CFO of each target is modelled by the classical Kalman
filter process and measurement equations (4) and (7) given
hereafter [9].
The state vector x comprises the CFO and the CFO drift ∆ω̇:

x =
[
∆ω ∆ω̇

]
(3)

Its evolution from time k−1 to time k is given by the following
equation:

xk = Fxk−1 + w (4)

where:
• F is the state transition matrix given by the following

expression:

F =

[
1 dt
0 1

]
(5)

with dt being the sampling interval.
• w is the process noise vector assumed to be Gaussian

with zero-mean and covariance Q defined as:

Q = f2
c

[
σ2
2dt+ σ2

3
dt3

3 σ2
3
dt2

2

σ2
3
dt2

2 σ2
3dt

]
(6)

with fc being the carrier frequency, σ2 = 5.51 · 10−18

and σ3 = 8.3 · 10−25. This expression comes form the
LO clock model given in [7] which includes the LO drift.
The measurement vector z is linked to the state vector as
follows:

zk = Hxk + v (7)

where:
• H is the measurement matrix given by:

H =
[
1 0

]T
(8)

• v is the measurement noise vector assumed to be
Gaussian with zero-mean and covariance R. The value
of R has been set experimentally, by calculating the
average variance of the estimated CFO of 100 successive
Wi-Fi packets received every 100 ms.
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2) JPDAF: The JPDAF is an algorithm that allows to
perform soft decision tracking. It assumes that the number of
targets to track NT is know.
It comprises 3 main stages described hereafter [10].

a) Prediction: In the JPDAF algorithm, all past information
about each target until time k − 1 is condensed in the
state estimate and in the estimated uncertainty covariance at
time k − 1 respectively denoted as x̂k−1|k−1 and Pk−1|k−1.
The estimated state vector, uncertainty covariance and the
innovation covariance S at time k are predicted using the
same equations as in the case of an ordinary Kalman filter:

x̂k|k−1 = Fx̂k−1|k−1 (9)

Pk|k−1 = FPk−1|k−1F
T +Q (10)

Sk = HPk|k−1H
T +R (11)

The estimated state vector and the estimated uncertainty co-
variance are respectively initialised as:

x̂0|0 =
[
z0 0

]T
P0|0 =

[
R 0
0 0

]
(12)

b) Determination of association probabilities: The sec-
ond stage of the JPDAF consists in computing the probabilities
that a measurement is associated to a given target. In order
to determine these association probabilities, all possible joint
association events are determined. This consists in all the
possible combinations of track-measurement associations such
that each measurement originates from at most one target and
each target is responsible for at most one measurement.
The probability of each joint association event Ak given the
set of measurements Zk is computed at time k as:

P (Ak|Zk) =
1

c

∏

j

fktj
(zkj

)τj
∏

t

(PD)δt(1− PD)1−δt (13)

where zkj
is the jth measurement, PD is the probability of

detection set to PD = 0.99999, τj is the measurement asso-
ciation indicator equal to 1 if the measurement is associated
with a track in the considered joint association event and 0
otherwise, δt is the track association indicator equal to 1 if
the track is associated to a measurement and 0 otherwise, c is
a normalisation constant and fktj

(zkj
) is the likelihood that

measurement j is associated to track tj given by:

fktj
(zkj

) =
e


−1

2

(zkj
−ẑ

tj
k|k−1

)2

S
tj
k




√
2πS

tj
k

(14)

where ẑ
tj
k|k−1 is the predicted measurement corresponding to

the target t associated with measurement j.
By summing all feasible association events where a given track
is associated to a given measurement Ajtk , the associations
probabilities are determined:

βjtk =
∑

Ak:Ajtk
∈Ak

P (Ak|Zk) (15)

where βjtk is the probability of the target t - measurement j
association.

c) Update: for each track, the state is updated by weighting
the innovations corresponding to each of the M measurements
Zk, denoted as υjk , according to the determined association
probabilities:

x̂k|k = x̂k|k−1 +Wkυk (16)

where vk is the weighted innovation given by

υk =
M∑

j

βjkυjk (17)

and Wk is the Kalman gain computed as

Wk = Pk|k−1H
TS−1

k (18)

Finally, the estimated uncertainty covariance is updated as:

Pk|k = β0kPk|k−1 + (1− β0k)P
c
k|k + P̃k (19)

where β0k is the probability that none of the measurements
are associated with the target,

P c
k|k = Pk|k−1 −WkSkW

T
k (20)

which is the covariance of the state updated with the correct
measurement and

P̃k = Wk(
M∑

j=1

βjkυjkυ
T
jk
− υkυ

T
k )W

T
k (21)

which represents the increase of the covariance due to uncer-
tainty of association.

D. EN-NPDA associated with Kalman filter

One well known undesirable effect of the JPDAF is that
track coalescence can occur when two or more track are close
to each other. This ”track merging” can lead to a high error
in state estimation and make fingerprinting difficult. In order
to avoid this problem, the EN-NPDA can be used.
The EN-NPDA is a variant on the JPDAF. The only change
introduced consist in setting the probability of all feasible
joint association events to zero except the highest one before
computing the association probabilities [11]. The EN-NPDA is
therefore a hard decision algorithm. Since RF fingerprinting
requires to uniquely associate each packet to a given track,
using a hard decision algorithm is suitable in this framework.

E. Track initiation and deletion

In the original JPDAF and EN-NPDA tracking algorithms,
the number of targets to track is assumed to be known and
constant. To deal with a variable number RF transmitters
which can appear and disappear from the tracking scene,
track management logic can be applied [12].
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1) Track initiation logic: At each tracking instant
k, measurements not associated to a track in the joint
association event with the highest probability are send to
the track initiation logic. Each of these measurements are
considered to originate from a tentative track. An EN-NPDA
algorithm determines which of these measurements are
associated with current tentative tracks. Measurements which
are not associated with any tentative tracks are considered
as starting points of new tentative tracks. When a tentative
track is associated to a measurement for Ni = 3 successive
tracking time instants, the track is confirmed and is send to
the main tracking algorithm.

2) Track deletion logic: When a confirmed track is not
associated with a measurement for Nd = 5 successive
tracking time instants, it is deleted.

A flowchart summarising the complete algorithm described
in section II is shown in Figure 3.

Fig. 3. Algorithm flowchart where Z are the measurements at time k, Zn are
the measurements not associated with a track and Tc are confirmed tracks.

III. SIMULATION

A. Simulation setup

Simulations have been performed in order to evaluate the
performances of the JPDAF and EN-NPDA algorithms. The
corresponding ground truth CFO are generated according
to the system model equations (4) and (7). The values of
different tracking parameters can be selected in a given range,
as shown in Table I, in order to simulate different tracking
scenarios described in the next section.

B. Simulations results

Three different scenarios have been simulated in order to
evaluate the performances of the tracking algorithms and
their limits. For each scenario, the performances have been
evaluated graphically by comparing the measured CFO, the
ground truth CFO and the CFO estimated by the JPDAF
and EN-NPDA algorithms. They also have been evaluated

TABLE I
SIMULATION PARAMETERS AND THEIR RANGE

Symbol Meaning Range
Ntracks Number of tracks 1 - 10
Lsimu Duration of the simulation 0 - 36000 s
∆ω0 Each track initial CFO -20 - 20 kHz
∆ω̇0 Each track initial CFO drift -10 - 10 Hz/s
Nsamples Each track number of samples 0 - 50000
dt Each track sampling interval 0.1 - 10 s
t0 Each track appearing time 0 - Lsimu s

numerically by two different metrics: 1) the association
accuracy which corresponds to the fraction of sent packets
correctly associated to a track in the feasible joint association
event with the highest probability; 2) the root-mean square
error (RSME) between the predicted CFOs and the ground
truth CFO.

1) Tracks appearing and disappearing from the tracking
scene: For this first scenario, a simulation comprising 4 tracks
with different slopes was performed for a duration of 600 s
with a sampling interval of 100 ms. As seen in Figure 4,
showing the obtained graphical results, tracks 2 and 4 exist
during the whole simulation while track 3 appears after 100 s
and track 4 is deleted after 400 s.
Several observations can be made from Figure 4 and Table II,
which presents the numerical results obtained for the different
scenarios : 1) track 3 was correctly detected at 100 s and
track 4 was correctly deleted after 400 s; 2) both JPDAF
and EN-NPDA give similar CFO estimation which is close
to the ground truth and has a low RMSE; 3) the obtained
association accuracy is high with both algorithms. The very
small fraction of packets that are not correctly associated
correspond to occasional outliers that are not assocaited to
any track.

TABLE II
SIMULATION NUMERICAL RESULTS

Track Association accuracy RMSE (Hz)
number JPDAF EN-NPDA JPDAF EN-NPDA

Scenario 1
1 0.998 0.998 19.785 19.799
2 0.997 0.997 35.766 35.175
3 0.998 0.998 18.507 18.389
4 0.998 0.998 48.128 47.632

Scenario 2
1 0.929 0.929 77.317 77.317
2 0.929 0.929 246.014 249.035
3 0.913 0.913 52.764 52.575
4 0.838 0.838 262.215 286.590

Scenario 3
1 0.580 0.587 111.761 77.076
2 0.447 0.447 39.978 42.262
3 0.473 0.477 49.49 28.964
4 0.615 0.620 124.675 69.799

2) Increasing the sampling interval: In this second sce-
nario, all parameters are the same as in the first one, except
the sampling interval which is increased to 10 s, which cor-
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Fig. 4. Scenario 1: simulated tracks and simulation results where zi is the
ith track measured CFO , xi is the corresponding ith track ground truth
CFO, x̂iJPDAF

and x̂iENNPDA
are the corresponding ith track CFOs

respectively estimated by the JPDAF and EN-NPDA.

responds to the maximal time interval between sent broadcast
packets in the Wi-Fi standard. As observed in Figure 5 and
in Table II, the RSMEs for both algorithms are larger than
in scenario 1 as both the algorithm have trouble to converge,
especially in the case of tracks with higher slopes. This leads
to smaller association accuracies than in scenario 1.

3) Tracks close to each other: In this last scenario, 4 tracks
that are initially very close to each other and then diverge are
considered. The simulation lasts 100 s with a sampling time
of 100 ms. Several observations and conclusions can be drawn
from the results presented in Figure 6 and Table II : 1) Track
coalescence can be observed for approximately 40 s in the
estimation made by the JPDAF; 2) Using EN-NPDA allows to
avoid track coalescence but introduces repulsion between the
estimations of different tracks; 3) The RMSEs are globally
higher that in scenarios with more distant tracks, especially
with the JPDAF algorithm; 4) Although the EN-NPDA allows
to improve the RMSE compare to the JPDAF, the association
accuracies obtained with both algorithms are very similar and
much lower than is the case of more distant tracks. This shows
that one of the main limits of the implemented algorithms is
that it does not perform well when the distance between tracks
becomes too small.

Fig. 5. Scenario 2: simulated tracks and simulation results

IV. EXPERIMENTAL SETUP AND RESULTS

A. Experimental setup

Our experimental setup is composed of 4 transmitters and
one receiver, all of which are Ettus USRP X310. As shown in
Figure 7, each transmitter is cable-connected to a RF adder,
which is connected to the receiver.
All the emitters transmit a data packet every 100 ms, at a rate
of 20 MSamples/s and at a carrier frequency fc of 2.55GHz,
which corresponds to the parameters of the WiFi standard. The
host PC records packets received by the receiver at fc at a rate
of 100 MSamples/s, for a duration of 10 min. The TCXO of
the USRP are used as LOs. To be able to only record actual
data packets and not the zeros received in between, an auto-
correlator is implemented directly in the FPGA image of the
receiver. In order to identify the sender of each received packet
for ground-truth purposes, the packets from each transmitter
have a unique payload.

B. Results

The raw experimental results and the results obtained when
applying the JPDAF and EN-NPDA algorithms associated to
Kalman filtering are shown in Figure 8. The numerical results
are presented in Table III. A few observations can be made:
1) the high CFO noise causes the CFO estimations of different
targets to overlap; 2) the CFO is not constant with time, but
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Fig. 6. Scenario 3: simulated tracks and simulation results

drifts at speeds of tens of Hz per minute; 3) the JPDAF and
EN-NPDA allows to track the CFOs from different targets
and associate each received packet to a given target with a
high accuracy. However, no significant difference is observed
between the JPDAF and the EN-NPDA in terms of association
accuracy.

V. CONCLUSION

This paper describes an RF multi-target tracking and finger-
printing algorithm which uses the CFO, assumed to be drifting,
as a feature. Simulation results show that the JPDAF and EN-
NPDA algorithms present very good performances when the

Fig. 7. Block-diagram of the experimental setup.

Fig. 8. Results where zi is the raw estimated CFO of the ith transmitter,
x̂iJPDAF

and x̂iEN−NPDA
are the corresponding CFO estimation obtained

with respectively with JPDAF and EN-NPDA associated with Kalman filtering

different tracks are well separated and packets are available
every 100 ms. The performances of the algorithm are strongly
degraded when tracks are close to each other. Increasing the
sampling interval causes slower convergence of the algorithm,
which decreases its overall performance. The algorithms are
evaluated on a experimental dataset, confirming the previous

TABLE III
EXPERIMENTAL NUMERICAL RESULTS

Track Association accuracy
number JPDAF EN-NPDA
1 0.873 0.873
2 0.861 0.862
3 0.952 0.951
4 0.953 0.952
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tendencies. As future work, we would like to consider multi-
target tracking algorithms such as multi-hypothesis tracking
in which a tree considering all track-target associations for
several tracking instants is constructed which allows to make
the track-target association decision after several tracking
instants.
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Abstract—The energy consumption of wireless networks is a
growing concern. In massive MIMO systems, which are being
increasingly deployed as part of the 5G roll-out, the power
amplifiers in the base stations have a large impact in terms of
power demands. Most of the current massive MIMO precoders
are designed to minimize the transmit power. However, the effi-
ciency of the power amplifiers depend on their operating regime
with respect to their saturation regime, and the consumed power
proves to be non-linearly related to the transmit power. Power
consumption-based equivalents of maximum ratio transmission,
zero-forcing, and regularized zero-forcing precoders are therefore
proposed. We show how the structure of the solutions radically
changes. While all antennas should be active in order to minimize
the transmit power, we find on the contrary that a smaller
number of antennas should be activated if the objective is the
power consumed by the power amplifiers.

Index Terms—massive MIMO linear precoders, power con-
sumption model, power amplifier efficiency.

I. INTRODUCTION

Information and communication technologies consumed ap-
proximately 100 TWh of electricity in 2021, which represents
the 6-7% of the world electricity demand [1]. About two
thirds of energy consumption come from the mobile networks,
where base stations (BSs) are accountable for the 80% of the
total consumption on average [2]. Therefore, it is important to
include realistic power consumption criteria into the design of
communication systems.

The current state of the art linear massive MIMO precoders,
e.g., maximum ratio transmission (MRT), zero-forcing (ZF)
and regularized zero-forcing (RZF) [4], are obtained under a
total transmit power constraint and not a total consumed power
constraint. Indeed, these precoders minimize the total transmit
power given that certain user requirements are satisfied. Im-
plicitly, the consumed power pcons is assumed to be linearly
proportional to the transmit power ptx, i.e.,

pcons = ptx/η, (1)

η being the power amplifier (PA) efficiency, which is assumed
to be constant. However, it is known that the actual PA
efficiency is not constant but depends on the ratio between
the output power and the maximum output power, i.e., the
back-off [5]. It is generally agreed that the PA causes most

losses in the transmitter [3], therefore its realistic behavior
needs to be taken into account. Given a BS equipped with M
antennas, and defining pm as the output power at the PA m,
the total transmit power is ptx =

∑M−1
m=0 pm. A more realistic

model of the efficiency of the PA of antenna m is given by
[6]

ηm = ηmax

√
pm
pmax

, (2)

where pmax is the maximal PA output power and ηmax is the
maximal PA efficiency, obtained for pm = pmax, which is,
e.g., around 78.5% for class B amplifiers. The model in (2)
has been shown to be accurate for many classes of amplifiers
when the output power is low [5]. The total consumed power
becomes

pcons =

M−1∑

m=0

pm/ηm =

√
pmax

ηmax

M−1∑

m=0

√
pm. (3)

Therefore, pcons presents a square root dependence on pm.
As a result, common designs that minimize the total transmit
power do not minimize the total consumed power. To the best
of our knowledge, few works have taken this more advanced
model into account for design precoders. The MISO case
has been studied in [6]. In [7], the problem was analyzed
in detail from the capacity point of view in point-to-point
MIMO, but only formulated for multi-user MIMO. No results
and interpretations were proposed in the latter case.

In this work, we study novel precoders that minizime the
consumed power subject to user performance criteria and a
maximal per-antenna otuput power constraint. Our contribu-
tion can be summarized as follows:

• We first show the expression of the consumed power
in terms of the precoding coefficients. In the multi-user
case, pcons corresponds to the L2,1 norm of the precoding
matrix. In the single-user case, it simplifies to the L1

norm of the precoding vector. These norms preserve
convexity, which allows to obtain efficient solutions, and
promote sparsity, which radically changes the structure
of the solution compared to the conventional precoders.

• We then derive the power consumption-efficient equiv-
alent of MRT precoder in the single-user scenario. The
closed-form solution, which was previously obtained in
[6], consequently saturates the antennas with the strongest

10



channel gains until the required SNR is achieved. The
gain in power consumption is evaluated varying the
number of BS antennas.

• Last, we investigate the power consumption-efficient
equivalents of ZF and RZF precoders in the multi-
user scenario. In this case, convex optimization solvers
allow to obtain the precoding coefficients. Compared to
conventional precoders, a smaller number of antennas
are activated. As the number of users grows, more an-
tennas are utilized, and the gain in power consumption
decreases.

A. Notations

Vectors and matrices are denoted by bold lowercase and
uppercase letters, respectively. Superscripts ∗, T and † stand
for complex conjugate, transpose, and conjugate transpose
operators. The symbols tr[·] and E[·] denote the trace and
the expectation operators, while ȷ is the imaginary unit. The
notation diag(a) refers to a diagonal matrix whose k-th
diagonal entry is equal to the k-th entry of the vector a. A zero-
mean complex Gaussian random variable with variance σ2 is
represented by CN

(
0, σ2

)
. A K × 1 all-zero vector is 0K ,

while IK is an identity matrix of size K. The (i, j)-th element
of A is indicated by [A]i,j . Last, A1/2 = B ⇐⇒ A = BB,
An = AA . . .A︸ ︷︷ ︸

n times

, and A−n = A−1A−1 . . .A−1
︸ ︷︷ ︸

n times

for n ∈ N+.

II. SYSTEM MODEL

A. Signal Model

We consider a massive MIMO system with M antennas
and K users. The symbol of user k is denoted by sk, it
has unitary power and different user symbols are assumed
uncorrelated. The symbols are linearly precoded so that the
transmitted signal x ∈ CM×1 is

x = WT s, (4)

where W ∈ CK×M is the precoding matrix and s ∈ CK×1

contains the transmitted symbols. The coefficient [W]k,m =
wk,m represents the precoding weight for user k at antenna
m. The received signal r ∈ CK×1 is

r = Hx+ ν, (5)

where H ∈ CK×M is the channel matrix, [H]k,m = hk,m

being the channel between user k and antenna m, and ν ∼
CN

(
0K , σ2

νIK
)

represents the thermal noise.

B. Consumed Power Model

Being the symbols uncorrelated and with unit power, the
transmit power at antenna m is

pm = E
[
|xm|2

]
=

K−1∑

k=0

|wk,m|2, (6)

and the total transmit power becomes

ptx =
M−1∑

m=0

K−1∑

k=0

|wk,m|2 = ∥W∥2F , (7)

where ∥·∥F is the Frobenius norm. Using the model in (3),
the total consumed power by the PAs can be expressed as

pcons =

√
pmax

ηmax

M−1∑

m=0

√√√√
K−1∑

k=0

|wk,m|2 =

√
pmax

ηmax
∥W∥2,1 , (8)

where ∥·∥2,1 is the L2,1 norm.

C. Channel Model

As channel models, we consider pure line-of-sight (LOS)
and independent and identically distributed (i.i.d.) Rayleigh
fading, which corresponds to non-line-of-sight (NLOS) sce-
narios1. For LOS channels, and assuming a uniform linear
array (ULA) with inter-antenna spacing of half a wavelength,

[H]k,m = e−ȷπ cos θkm, (9)

where θk is the user angle with respect to the array axis. In
NLOS channels,

[H]k,m = hk,m, (10)

where hk,m ∼ CN (0, 1) is the small-scale fading coefficient,
which is assumed uncorrelated to the other coefficients in H.

III. SINGLE-USER SCENARIO

When K = 1, the precoding matrix becomes a vector
w ∈ C1×M . Accordingly, the Frobenius norm simplifies to
the squared L2 norm, i.e., ptx = ∥w∥22, while the L2,1 norm
becomes the L1 norm, i.e., pcons = ∥w∥1. In the following, the
index k is omitted for clarity. Since no inter-user interference is
present, the main parameter is the signal-to-noise ratio (SNR),
defined as

SNR =

∣∣∣
∑M−1

m=0 hmwm

∣∣∣
2

σ2
ν

. (11)

The conventional MRT can be found by minimizing the total
transmit power under a received SNR constraint γ

minimize
{wm}

ptx = ∥w∥22

subject to

∣∣∣
∑M−1

m=0 hmwm

∣∣∣
2

σ2
ν

≥ γ.

(12)

While the objective function is convex, the constraint is not
convex. Anyway, we can consider

∑M−1
m=0 hmwm to be purely

real and positive as this would imply the multiplication by
a constant phasor (done at the receiver to perform coherent
combining) and would not change both the objective function
and the constraint. The problem becomes

minimize
{wm}

ptx = ∥w∥22

subject to
M−1∑

m=0

hmwm ≥ γ1/2σν ,
(13)

1We did not include the large-scale fading as we make a first comparison
between conventional and power consumption-efficient precoders, and we
consider low output powers compared to the PA saturation power.
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which is a convex problem and can be solved, e.g., exploiting
the Karush–Kuhn–Tucker (KKT) conditions. The well-known
MRT precoder is thus obtained, i.e., wMRT =

√
ptx h

∗/ ∥h∥2,
which achieves SNRMRT = ptx ∥h∥22 /σ2

ν , where h ∈ C1×M

is the channel vector.
The power consumption-efficient version of the previous

precoder, together with a maximal per-antenna power con-
straint (i.e., the PA output saturation power constraint), is

minimize
{wm}

pcons =

√
pmax

ηmax
∥w∥1

subject to
M−1∑

m=0

hmwm ≥ γ1/2σν ,

|wm|2 ≤ pmax ∀m.

(14)

The problem is convex, and therefore can be efficiently solved
numerically [8], [9]. Moreover, a closed-form solution can be
found through the KKT conditions by considering real non-
negative precoding coefficients. Indeed, when the optimization
variable is {gm = wmeȷ∠hm ∈ R, gm ≥ 0}, (14) becomes
differentiable. The optimal solution corresponds to pouring
power in the antenna with strongest channel gain |hm| until
saturation, then the second one, and so on until the target SNR
is achieved2. A similar result has been obtained in [6]. Defin-
ing K− and K+ as the sets of the antennas with the L−1 and L
strongest channel gains, we denote m̃ = argminm∈K+

|hm|.
The precoding coefficients are then given by

wMRT-eff.
m = e−ȷ∠hm





√
pmax if m ∈ K−

γ1/2σν−ζ
|hm̃| if m = m̃

0 otherwise,

(15)

where ζ =
√
pmax

∑
m′∈K−

|hm′ |. Therefore, the antennas as-
sociated with the M−L−1 channel gains remain inactive. This
represents a major difference with respect to the conventional
MRT, in which all the antennas are active provided that their
channel gain is greater than zero. The transmit power required
by the MRT is pMRT

tx = γσ2
ν/ ∥h∥22, hence, using (8),

pMRT
cons =

√
pmax

ηmax
γ1/2σν

∥h∥1
∥h∥22

. (16)

In the power consumption-efficient MRT, when no maximal
per-antenna power constraint is considered, all the power is
allocated to antenna m̂ = argmaxm |hm|. The transmit power
becomes pMRT-eff.

tx = γσ2
ν/|hm̂|2, and the consumed power is

pMRT-eff.
cons =

√
pmax

ηmax
γ1/2σν

1

∥h∥∞
. (17)

where ∥h∥∞ = |hm̂| is the ∞-norm of h. The power
consumption gain (PCG) is therefore

PCG =
pMRT
cons

pMRT-eff.
cons

= ∥h∥∞
∥h∥1
∥h∥22

. (18)

2Note that the problem can be unfeasible if the target SNR is not achieved
by setting all antennas to saturation.

For a pure LOS channel, |hm| = 1 ∀m, hence PCG = 1. If
γ is achieved, any power allocation gives the same result (the
first constraint in (14) reduces to

∑M−1
m=0 gm = γ1/2σν , which

directly fixes the value of the cost function). When |hm| varies
among the antennas, there is a gain in pcons.

IV. MULTI-USER SCENARIO

Let us define the SINR of user k as

SINRk =

∣∣∣
∑M−1

m=0 hk,mwk,m

∣∣∣
2

∑K−1
k′=0,k′ ̸=k

∣∣∣
∑M−1

m=0 hk,mwk′,m

∣∣∣
2

+ σ2
ν

. (19)

Given a target SINR γk for each user, the conventional
precoders can be found as a solution to

minimize
{wk,m}

ptx = ∥W∥2F
subject to SINRk ≥ γk ∀k.

(20)

The SINR constraints are not convex, but can be reformulated
as convex [10], and the problem can be solved numerically.
The power consumption-efficient precoders, together with a
maximal per-antenna power constraint, are designed by solving

minimize
{wk,m}

pcons =

√
pmax

ηmax
∥W∥2,1

subject to SINRk ≥ γk ∀k,
K−1∑

k=0

|wk,m|2 ≤ pmax ∀m.

(21)

It is known how the L2,1 norm promotes sparsity. Therefore,
similarly to what happens in the single-user scenario, one
can expect only a subset of BS antennas will be activated.
However, it is important to remark how, to be able to spatially
multiplex the K users, at least K antennas should be active.
More in general, a decrease in the PCG is expected when the
ratio M/K decreases.

A. Zero-Forcing
The ZF precoder is found by imposing zero inter-user

interference. Defining Dγ = diag (γ0, . . . , γK−1) as the
diagonal matrix contaning the required SNRs of the users,
the conventional ZF is found by solving

minimize
{wk,m}

ptx = ∥W∥2F

subject to HWT = D1/2
γ σν .

(22)

The above problem is convex and can be solved, e.g., using
the Lagrange multipliers method, obtaining

(
WZF

)T
= H†

(
HH†

)−1

D1/2
γ σν . (23)

The power consumption-efficient ZF precoder, whose solution
is denoted by WZF-eff., corresponds to

minimize
{wk,m}

pcons =

√
pmax

ηmax
∥W∥2,1

subject to HWT = D1/2
γ σν ,

K−1∑

k=0

|wk,m|2 ≤ pmax ∀m.

(24)
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This problem also has a convex formulation. However, it is
difficult to find a closed form solution, but it can be easily
solved numerically. To compare the two precoders, the PCG
is computed as

PCG = ∥WZF∥
2,1/∥WZF-eff.∥

2,1
. (25)

B. Regularized Zero-Forcing

The conventional RZF precoder design problem is3

minimize
{wk,m}

ptx = ∥W∥2F

subject to
∥∥∥HWT −D1/2

γ σν

∥∥∥
2

F
≤ ξ,

(26)

where ξ = σ2
ν tr

[
Dγ

(
1
σ2
ν
Λ+ IK

)−2
]

and the square matrix

Λ = diag (λ0, . . . , λK−1) contains the eigenvalues of HH†.
Using the matrix eigendecomposition, Λ can be computed
by solving HH† = UΛU∗, U being the matrix having the
eigenvectors of HH† on its columns. The problem at hand is
convex and its well-known solution is

(
WRZF

)T
= H†

(
HH† + σ2

νIK

)−1

D1/2
γ σν . (27)

The power consumption-efficient RZF is then given by

minimize
{wk,m}

pcons =

√
pmax

ηmax
∥W∥2,1

subject to
∥∥∥HWT −D1/2

γ σν

∥∥∥
2

F
≤ ξ,

K−1∑

k=0

|wk,m|2 ≤ pmax ∀m.

(28)

As for the ZF precoder, the problem is difficult to be solved
analytically, despite having a convex formulation. However,
numerical solvers can efficiently solve it. The obtained pre-
coder can be compared to the one in (27) using (25).

V. NUMERICAL RESULTS

The numerical experiments have been carried out using as
target SNR γk = γ = 10 dB, σν = 1 and no maximal
per-antenna power constraint. The constraint on pmax has
been removed for comparison purposes, as standard precoders
do not consider it. In the single-user scenario, only NLOS
channels has been simulated, as in LOS channels eq. (18)
looses significance. Instead, in the multi-user scenario, both
NLOS and LOS channels have been investigated.

In case of single-user systems, the results in terms of PCG
are shown in Fig. 1. The PCG increases with M , as expected.
Indeed, having no constraint on pmax, only one antenna will be
active in the power consumption-efficient precoder, regardless
of M . Note that having a large M is still important to
increase spatial diversity in the selection of the antenna with
the best channel gain. In the conventional MRT, instead, every
additional antenna will be used, and therefore the gain in

3We fixed the value of ξ by using the KKT conditions for problem (26)
such that to obtain the precoding matrix in (27). The proof is omitted for
space reasons.

pcons will be greater for larger numbers of BS antennas. For
M = 100 the PCG equals 2, corresponding to the 50% of
power saving. Considering the constraint on pmax, the PCG
is expected to decrease when pmax is comparable to γ. More
antennas will be saturated to achieve the SNR requirement,
and this will reduce the gap between the two precoders.
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Fig. 1. Power consumption gain as a function of BS antennas for single-
user case in NLOS channel, based on eq. (18). PCG was averaged over 104
channel realizations.

For multi-user systems, the power consumption-efficient
precoders also select a subset of the M antennas. Fig. 2
shows how, for a ZF precoder with M = 64 and two users
in a NLOS channel, only few antennas will have a non-zero
power. When eight users are present (Fig. 3), more antennas
will be activated in order to meet the SINR requirements
of the users and mitigate inter-user interference. Nonetheless,
the power distribution among the antennas varies significantly
with respect to the conventional ZF scheme. About half of
the antennas have pm ̸= 0 in the pcons-efficient ZF, while
all the antennas are utilized in the conventional ZF. Figure 4
illustrates the PCG as a function of M in NLOS channels. For
K = 2, the PCG is still significant, e.g., it is equal to the 35%
when M = 64. For eight users, instead, the PCG decreases
and, when M = 64, the power saving is around the 11%.
Differently from the single-user scenario, the introduction of
the constraint on pmax is here expected to have less impact
(especially for large values of K). Indeed, multiple antennas
have to be used in order to multiplex different users, thus their
power will less likely be set closer to saturation. In general,
in LOS channels the PCG values are lower and close to one,
i.e., no gain in power consumption. Similarly to the the single-
user case, in which the L1 norm and the squared L2 norm are
equivalent for unitary channel gains, the optimization on the
L2,1 norm and on the squared Frobenius norm gives similar
results.

VI. CONCLUSION

In this work, we conducted a first study on power
consumption-efficient equivalents of the common massive
MIMO linear precoders. A realistic expression of the power
consumption, which is proportional to the square root of
the transmit power, is first presented. The precoder design
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Fig. 2. Transmit power per-antenna for multi-user case with K = 2 in
NLOS channel. Conventional ZF (in red) and power consumption-efficient
ZF (in blue) are shown.
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Fig. 3. Transmit power per-antenna for multi-user case with K = 8 in
NLOS channel. Conventional ZF (in red) and power consumption-efficient
ZF (in blue) are shown.
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Fig. 4. Power consumption gain as a function of BS antennas for ZF precoder
in NLOS channel, K = 2 (in blue) and K = 8 (in red). PCG was averaged
over 103 channel realizations.

problems preserve convexity and can be easily solved numer-
ically. In NLOS channels for both single-user and multi-user
systems, the proposed precoders tend to activate few antennas
compared to the conventional precoders. In LOS channels,
given the same channel gains across both the antennas and
the users, there are no significant differences. For the single-
user scenario, a closed-form expression of the pcons-efficient
precoder is illustrated, and the gain in power consumption is
equal to 1.92 for M = 64. Moving to the multi-user systems,
the precoders design problem are first formulated and then
solved numerically for a fixed SNR. For M = 64, the gain
in power consumption varies from 1.54 when K = 2 to 1.12
when K = 8. The gap between the pcons-efficient precoders
and the transmit power-based precoders is not significant
when several users are present. However, the structure of the
retrieved solutions (e.g., Fig. 3) can provide further insights.
Indeed, the entire RF chain of the non-active antennas can
be turned off, and this will likely be associated with a higher
PCG. More advanced models, e.g., including the circuit power
consumption of each antenna, should be employed to have a
complete characterization of the problem [11]. Future works
also include numerical experiments considering the maximal
per-antenna power constraint for both conventional and power
consumption-efficient precoders. Non-linear distorsion terms
caused by the PA can also be included in the precoder design,
similarly to [12]. The analysis of multi-carrier systems would
be of interest too, and cell-free deplyoments certainly need to
be investigated.
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Abstract—Direction-of-Arrival (DoA) estimation of radio-
frequency (RF) transmitters can be achieved using virtual multi-
antenna arrays. The method relies on a mobile, single- or
multi-antenna receiver that captures successive messages from
a transmitter, thereby emulating a larger multi-antenna array.
However, two main challenges emerge from this technique:
1) Successive positions and orientations of antennas have to
be determined, meeting spatial Nyquist criterion; 2) the local
oscillator (LO) frequency offset between transmitter and receiver
adds a drifting phase component to the received signal on each
antenna of the array. In this paper, we focus on the observability
analysis of a dual-antenna system i.e. the ability to resolving the
direction-of-arrival (DoA) of a RF transmitter based on received
data with a moving dual-antenna system. We study the impact
of the LO frequency drift on DoA estimation, provide limiting
scenarios when observability could be lost and how dual-antenna
systems provide solution where single-antenna system cannot.

Index Terms—Direction of arrival, Observability, Virtual
Multi-antenna array, RF transmitter localization.

I. INTRODUCTION

Localization of transmitters and receivers using radio fre-
quencies (RF) is a key element in wireless communication [1],
[2]. In this context, direction-of-arrival (DoA) can be used as
metric to deduce a transmitter’s location. This can be achieved
through triangulation if multiple anchor nodes perform DoA
estimation [3]. Previous papers have investigated the concept
of virtual antenna arrays and how this can replace classical
multi-antenna arrays [4] [5].

As a starting point, single antenna systems have been
considered, showing limitations and performances achievable
with current mobile smartphones. In [4], the performance of
single-antenna system in DoA estimation was shown with
semi-circular trajectories. It also presented the compromising
Stop-and-Start (SaS) approach used to remove the contribution
of constant local oscillator (LO) frequency offset in the drifting
phase before AoA estimation.

Paper [6] addressed the problem of observability for a
single-antenna system with constant LO frequency offset.
It has shown that DoA could not be retrieved when the
receiver performs a uniform linear movement. This constitute
a significant restriction in our estimation algorithm for such
common trajectories. The research was then extended in [5]
to dual-antenna systems and proved the benefits of adding a
second antenna on such device for localization purposes.

In this paper, results of the observability analysis of a single-
antenna system from [6] are extended to dual-antenna systems.
This will allow to also consider lower-quality LOs, whose LO
frequency offset suffer from a linear drift. The contributions
of this paper are the following:

• Identify system configurations where the DoA is not
observable, both for single- and dual-antenna systems.

• Determine if the dual-antenna system can make a system
observable when a single-antenna system cannot.

• Provide simulation results that highlight the (non-
)observability of single- and dual-antenna systems.

Section II will define the mathematical background required
to perform an observability analysis. We will then illustrate
cases where some of the states can become hidden in a
measured signal and thus become indistinguishable. Some
of these scenarios will be simulated in Section III in order
to confirm our theoretical results. Finally, Section IV draws
conclusions on both systems in terms of observability.

II. OBSERVABILITY ANALYSIS

A. Concept of observability

Control system formalism describes the evolution of
physical systems by a set of differential equations [7]. The
model dynamics may have different levels of complexity from
e.g. non-linearities, noise, time-variance, etc. The state of a
noiseless system is supposed to be entirely determined by its
state variables which can be identified using measured data
[8]. This raises the notion of observability. It describes the
ability to infer states from measured signals [9] [10]. In a DoA
estimation system, this amounts to determine if the system
provides all necessary information to perform DoA estimation.

B. Case 1 : SISO with constant LO frequency offset

Without loss of generality, let us consider a single-antenna
’A’ moving in a 2D space along x-direction as shown in Figure
(1). It receives successive packets from the transmitter at
different time instants. Without loss of generality, we assume
the transmitter sends packets at regular time intervals with
period T0.
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Fig. 1. Single-antenna moving in a x-y plane at constant speed (Case 1).

The phase of the received packets will then change during
motion following the following discrete-time expression:

ϕA
k+1 = ϕk + 2π

(
f0,k +

cos(θk)

λ
vx,k

)
T0

+
2π

λ
cos(θk)

ax,k
2

T 2
0 (1)

where k = 1, 2, . . . N denotes the index of received packet
(N in total), T0 is the transmitting period, f0 is the LO
frequency offset between the transmitter and the receiver and
θ is the azimuth angle-of-arrival (AoA). Two contributions
can be distinguished, from frequency offset and motion. The
expression immediately shows that both speed vx and f0
induce a linear drift on received phase while acceleration ax
has a quadratic contribution.
Observability analysises can be performed on nonlinear sys-
tems such as those in control affine forms [10]:

∑
NL,a :

{
ẋ (t) =

∑r
i=1 fi [x (t)]ui

y (t) = h [x (t)]
(2)

If we consider that the LO frequency offset in 1 is constant,
the following continuous-time system is obtained:





ϕ̇A(x) =
2π

λ
vx cos(θ) + 2πf0 := ẋ1

ḟ0(x) = 0 := ẋ2

θ̇(x) = 0 := ẋ3

ẋ(x) = vx := ẋ4

v̇x(x) = ax := ẋ5

ȧx(x) = 0 := ẋ6

{
h1(x) = ϕA

h2(x) = x

(3)

where h1 and h2 denote measured quantities, namely ϕA and
x (we assume here that the receiver is able to estimate the
phase of the received signal ϕA and it’s relative position x).
The observability analysis can be performed using the non-
linear observability matrix O which is computed based on Lie
derivatives of measured data [10].

The 0th- order Lie derivative of the measurement function
is the function itself:

{
£0

fh1 (x) = h1 (x) = x1

£0
fh2 (x) = h2 (x) = x4

(4)

The 1st- order Lie derivative of the measurement function with
respect to fi is defined as





£1
fh1 (x) =

n=6∑
i=1

∂h1(x)
∂xi

· fi (x) = 2π
(
x2 +

cos(x3)
λ x5

)

£1
fh2 (x) =

n=6∑
i=1

∂h2(x)
∂xi

· fi (x) = x5

(5)
Lie derivatives capture orthogonality between system vector

field (3) and gradient of measured signals. Higher order Lie
derivatives are computed by accumulating first-order deriva-
tives. The next step is to construct the G matrix by stacking
the Lie derivatives until the (n− 1)-th order:

G
∆
=




x1

x4

x2 + 2π
(
x2 + cos(x3)

λ x5

)

x5

2π cos(x3)
λ x6

x6

O6×1




(6)

Finally, we compute the gradient of G to obtain the nonlinear
observability matrix O:

ONL1 =




1 0 0 0 0 0
0 0 0 1 0 0

0 2π −2π sin(x3)
λ x5 0 2π cos(x3)

λ 0
0 0 0 0 1 0

0 0 −2π sin(x3)
λ x6 0 0 2π cos(x3)

λ
0 0 0 0 0 1

O6×6




More specifically, the system is locally weakly observable if
O is full-rank. Here, ONL1

is full-rank and det(ONL1
) =

−4π2 sin(x3)
λ x6. It shows observability loss only when ax = 0.

This result can also be observed from equation (1) where f0
and θ are confounded in the linear term, meaning that θ cannot
be recovered from ϕA measurement when ax = 0. This will
be illustrated in Section III.

C. Case 2 : SISO with linear LO frequency drift

The previous case is extended by assuming a linear drift
of the LO frequency offset over time i.e. f0 = β0 + β1t
with β0, β1 ∈ IR. In discrete-time, the expression becomes
f0,k+1 = f0,k + ḟ0,kT0 and the system can be derived as
follows:
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ϕA
k+1 = ϕk + 2π

(
f0,k +

cos(θk)

λ
vx,k

)
T0

+ 2π

(
ḟ0,k
2

+
cos(θk)

λ

ax,k
2

)
T 2
0

f0,k+1 = f0,k + ḟ0,kT0

ḟ0,k+1 = ḟ0,k = β1

θk+1 = θk

xk+1 = xk + ẋkT0 +
ẍk

2
T 2
0

ẋk+1 = ẋk + ẍkT0

ẍk+1 = ẍk

(7)

with β1 ∈ R. Only one additional state has been added. In this
case, the LO frequency offset also has a quadratic contribution
on ϕA. The state-space model in time domain is then easily
derived:





ϕ̇A(x) =
2π

λ
vx cos(θ) + 2πf0 := ẋ1

ḟ0(x) = β1 := ẋ2

f̈0(x) = 0 := ẋ3

θ̇(x) = 0 := ẋ4

ẋ(x) = vx := ẋ5

v̇x(x) = ax := ẋ6

ȧx(x) = 0 := ẋ7

{
h1(x) = ϕA

h2(x) = x

(8)

The previous equation again assumes that the receiver is
able to estimate the phase of the received packets ϕA

and it’s relative position x. By applying identical rules as
in previous case, we obtain the following observability matrix:

ONL2
=




1 0 0 0 0 0 0
0 0 0 0 1 0 0

0 2π 0 −2π sin(x4)
λ x6 0 2π cos(x4)

λ 0
0 0 0 0 0 1 0

0 0 2π −2π sin(x4)
λ x7 0 0 2π cos(x4)

λ
0 0 0 0 0 0 1

O8×7




In this case, the system is no longer observable since
rank(ONL2) = 6. The rank deficiency of ONL2 is equal to the
dimension of the nullspace NO whose basis vectors indicate
the non-observable states [11] [12]. More precisely, non-zero
components in vectors correspond to states that spans the non-
observable subspace. In this case, it provides only one basis
vector q1:

q1 =
[
0 sin(x4)

λ x6
sin(x4)

λ x7 1 0 0 0
]

(9)

It means that x2, x3 and x4 (f0,ḟ0,θ) lie within the non-
observable subspace i.e. these states are hidden together in the
measured signals and are therefore non-observable. To support
this result, let us consider 2 different scenarios with the same
dynamics i.e. identical x, vx and ax but different AoA and
frequency offset profile i.e. θ and f0, as shown in Figure 2.

Fig. 2. Two configurations (β0, β1, θ) and (β∗
0 , β

∗
1 , θ

∗) providing the same
phase on received packets (Case 2).

Both state configurations differ from each other. The first
configuration has a frequency offset and AoA of (f0, θ), and
the second configuration has a frequency offset and AoA of
(f∗

0 , θ
∗). The goal is to identify if those two different scenarios

can provide exactly the same measured signals ϕA and x, in
which case it would be impossible to distinguish them. Since
both receivers have the same dynamics (i.e. the same x), this
amounts to only match up both phase profiles. By considering
θ = 90◦ in the first configuration and using first equation in
(7), we get:

ϕA
k + 2πf0,k T0 + 2π

ḟ0,k
2

T 2
0 = ϕA

k

+2π

(
f∗
0,k +

cos(θ∗)
λ

ẋk

)
T0+2π

(
ḟ∗
0,k

2
+

cos(θ∗)
λ

ẍk

2

)
T 2
0

(10)

It is sufficient to identify each term of the polynomials:
{

f0,k = f∗
0,k + cos(θ∗)

λ ẋk

ḟ0,k = ḟ∗
0,k + cos(θ∗)

λ ẍk

(11)

By injecting velocity and acceleration profile from (7), we end
up with only 2 linearly independent equations:

{
β∗
0 = β0 − cos(θ∗)

λ ẋ0

β∗
1 = β1 − cos(θ∗)

λ ẍ0

(12)

containing 3 unknowns (β∗
0 , β

∗
1 , θ

∗). It is obvious that this
set of equations is rank-deficient, implying an infinite number
of solutions. It means that for a given value θ∗, there is
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a corresponding profile of f∗
0 providing the same phase on

the received packets over time. All of the above confirm the
non-observability of the azimuth angle-of-arrival, an important
limitation of such common scenario with single-antenna sys-
tems. One solution would be to use the Stop-and-Start (SaS)
approach presented in previous papers, which estimates the
LO frequency offset at standstill, and then compensates the
LO frequency offset during receiver movement. This method
has proven to be successful, but it is quite restrictive since
it involves stopping the receiver for a few seconds. In the
following, we present a solution using virtual antenna arrays
based on dual-antenna systems, and show that this system
yields a fully-observable problem.

D. Case 3 : MIMO with constant LO frequency offset

A second antenna ’B’ is attached to antenna ’A’ with a
relative distance d. The system travels a straight line with a
constant acceleration as shown in Figure 3.

Fig. 3. Dual-antenna moving in a x-y plane (Case 3 and 4).

The state-space model can be written as:




ϕ̇A(x) =
2π

λ
vx cos(θ) + 2πf0

ḟ0(x) = 0

θ̇(x) = 0

ẋ(x) = vx

v̇x(x) = ax

ȧx(x) = 0

α̇(x) = 0





h1(x) = ϕA

h2(x) = ϕB = ϕA − 2πd

λ
cos(θ − α)

h3(x) = x

h4(x) = α

(13)

Two additional variables are measured in this scenario i.e.
ϕB , the phase of packets received by antenna B and α, the
angle w.r.t the x-direction. The computed observability matrix
ONL3

is full rank here. Ambiguity on the solution has been
removed by introduction of antenna B. In fact, the true AoA
can directly be retrieved by combining measured signals h1,

h2 and h4 in system (13). From there, it is possible to compute
the last unknown state f0 using the first state equation.

E. Case 4 : MIMO with linear LO frequency drift

The final case is for a MIMO receiver with a drifting LO
frequency offset. In this case, the state-space model can be
written as:





ϕ̇A(x) =
2π

λ
vx cos(θ) + 2πf0

ḟ0(x) = β1

f̈0(x) = 0

θ̇(x) = 0

ẋ(x) = vx

v̇x(x) = ax

ȧx(x) = 0

α̇(x) = 0

(14)

In this final general case, the system is also fully observable.
Since knowledge of α implies the knowledge of θ, rank
of system (12) becomes equal to space dimension and the
solution becomes unique. This important feature could also
be seen in reverse, i.e. orientation of the dual-antenna can be
retrieved based on the DoA measurement which means that a
full localization of the receiver is achievable with this system
(position and orientation).

III. SIMULATIONS

Several simulations have been performed to verify previous
theoretical results i.e.

• Case 1 : Single antenna with constant LO frequency at
constant speed.

• Case 4 : Dual antenna, with drifting LO frequency at
constant acceleration.

Fig. 4. Speed profiles among different considered cases. Recording of packets
starts at t = 15 s.

In all cases, we simulated a straight line trajectory of
≃ 7.5m traveled within 5 s. Packets have been recorded at
a period of T0 = 1ms during 10 s. Parameters for the LO
frequency offset have been set to β0 = 50Hz and β1 = −2.5
1/s² to be in the range of measured drift on USRP E312 SDRs
in our lab. The AoA has been set to θ = 90◦
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Distance between two antennas has been set to half a wave-
length with λ = 0.15m. We considered perfectly known IMU
data, with Timu = 1ms as sampling time such that to each
received packet corresponds a position of the antenna. Carrier
frequency has been set to 2 GHz and sampling frequency to
fs = 614.4 kHz. The MUSIC algorithm has been applied to
received packets to jointly estimate the azimuth angle and the
LO frequency offset.

The MUSIC spectrum for Case 1 is shown in Figure 5,
in the f0-θ plane. It can be seen that we have an infinity of
solutions spanning the f0-θ plane, indicating that the system
is indeed non-observable when the acceleration ax = 0.

Fig. 5. MUSIC spectrum - Case 1 : single-antenna straight-line trajectory
with constant f0 = 50 Hz and speed vx = 1.5 m/s.

Several slices of the MUSIC spectrum for Case 4 are shown
in Figure 6. The slices shown correspond to values that fulfill
equation (12). The peak corresponding to the correct AoA
is significantly higher than the other peaks, showing that the
system is indeed observable.

Fig. 6. MUSIC spectra - Case 4 : dual-antenna straight-line trajectory with
linear drifting f0 and linear speed (v0 = 1m/s, ax = 0.204m/s²)

IV. CONCLUSION

This paper presents how dual-antenna receiver can solve
limitations we face with single-antenna system in the purpose
of DoA estimation when using local oscillator that have
drifting LO offset. Table I resumes improvements with dual-
antenna in terms of observability.

TABLE I
RESULTS OF OBSERVABILITY ANALYSIS

List of non-observable states
f0 = β0 (no drift) f0 = β0 + β1t (drift)

Single-antenna θ if ax = 0 θ
Dual-Antenna - -

It shows that dual-antenna perfors better, reaching unique-
ness of the AoA solution thanks to the second antenna. In
fact, the system is always locally observable without any
restriction on the dynamics or profile of the LO frequency
offset. Moreover, since the AoA can immediately be retrieved
from the orientation in dual-antenna system, knowledge of the
AoA can also provide the orientation if the latter becomes
unknown. It would allow us to fully localize the dual-antenna
array i.e. the position and orientation, allowing for full 6D-
localization.
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Abstract—Auditory attention decoding algorithms attempt to
decode from brain signals to whom a person is listening, for
example using electroencephalography (EEG) recordings. These
algorithms are typically first trained in a supervised environment
for optimal performance [1], [2]. However, such supervised
training sessions are cumbersome and undesired in practice,
as they require a lot of time from the end user and they can
sometimes deliver incorrect ground truth labels [3]. Furthermore,
once the decoder is trained during such a supervised session, it
is fixed and its performance starts to drop over time due to
changes in brain responses, electrode impedances or listening
environments [4].

There is therefore a need for unsupervised training and
classification of auditory attention. State-of-the-art unsupervised
algorithms iteratively retrain a least-squares regression model
that reconstructs the attended speech from EEG signals. The
iterative procedure contains a feedback process in which the
classification decisions of the decoder obtained in the previous
iteration are used as labels to train a new decoder in the current
iteration [4], [5]. We show that an instantaneous instance of
this iterative feedback procedure can be used to reformulate the
attention decoding problem into a so-called Binary Quadratic
Program (BQP). The aforementioned iterative procedure leads
to solutions of this BQP that are biased by the initialisation and
converge to a local optimum.

However, by reformulating the unsupervised auditory attention
problem as a BQP, we can compare the iterative algorithm to
other BQP solvers, such as the heuristic diversification-driven
tabu search algorithm [6] and a globally optimal branch-and-
bound algorithm from CPLEX [7]. Both algorithms significantly
outperform the iterative algorithm, while we find no significant
difference between the tabu search and the more expensive
branch-and-bound algorithm.
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“Diversification-driven tabu search for unconstrained binary quadratic
problems,” 4OR, vol. 8, pp. 239–253, 1 2010.

[7] C. Bliek, P. Bonami, and A. Lodi, “Solving Mixed-Integer Quadratic Pro-
gramming problems with IBM-CPLEX: a progress report,” in Proceedings
of the Twenty-Sixth RAMP Symposium, (Tokyo), 2014.

20



Unraveling Finger Veins: An Improvement to
Unsupervised Finger Vein Recognition with a

Convolutional Autoencoder
Tugce Arican
DMB, EEMCS

University of Twente
Enschede, The Netherlands

t.arican@utwente.nl

Raymond Veldhuis
DMB, EEMCS

University of Twente
Enschede, The Netherlands
r.n.j.veldhuis@utwente.nl

Luuk Spreeuwers
DMB, EEMCS

University of Twente
Enschede, The Netherlands
l.j.spreeuwers@utwente.nl

Abstract—A Convolutional Auto Encoder(CAE) is capable of
learning data representations without using label information
which comes handy where it is hard to realise the label infor-
mation for large amount of data such as finger veins. However,
veins are fine structures such that they are not well reconstructed
by CAEs. In this work, a simple image enhancement step and
a dual-decoder convolutional auto encoder model are introduced
to asist a CAE in learning fine vein structures. The Equal Error
Rate of 1.38% achieved on UTFVP dataset indicates the potential
of the unsupervised approaches on finger vein recognition.

I. INTRODUCTION

Finger vein patterns are random structures appear under the
skin, which carry identity information to identify individuals.
Finger vein recognition is performed by comparing two finger
vein representations. This representation can be achieved in
several ways. One way to extract finger vein representations
is to directly extracting vein patterns from an image. Maximum
curvatures[4] and repeated line tracking[3] achieve robust vein
extraction results. Deep learning methods become popular
for finger vein recognition because of their generalisation
abilities and robustness against illumination differences and
translations. Researchers [5], [6], [8], [16] achieve state-of-
the-art recognition results on publicly available finger vein
datasets.

Vein patterns are captured under infrared light, which makes
difficult to collect large amount of finger vein data. Due to
lack of large finger vein datasets, researchers commonly prefer
pre-trained models for finger vein recognition. Hu et.al[10]
utilise a pre-trained VGG-16 model for finger vein recognition.
Evaluation results on a publicly available dataset indicate the
competitiveness of pre-trained models over classical methods.
Song et.al.[6] compare the performances of pre-trained VGG-
16 and ResNet-161 model for finger vein recognition. Authors
indicate that ResNet-161 model is superior over VGG-16 on
publicly available finger vein datasets. Tang et.al.[5] utilise
shallow layers of a pre-trained ResNet-50 model and train
additional convolution and fully connected layers on top
of it. Authors achieve state-of-the-art performance on some
publicly available finger vein datasets. Even though pre-trained

models achieve state-of-the-art performance on finger vein
recognition, finger vein images are less complex compared
to the dataset used to train those models. It is likely that
the feature space of a pre-trained model involves redundancy
for finger vein recognition task, which would likely to lead
erroneous finger vein matching.

Unsupervised learning methods do not need label infor-
mation in order to learn data representations, which comes
handy when it is difficult to realise the label information for
large amount of data like finger veins. In this work, Convolu-
tional Auto Encoders(CAEs) are selected as the unsupervised
learning method. The aim of a CAE is to reconstruct its
input though a compression and de-compression operations.
During these operations, CAE learns a representation of the
input, which can be used to compare finger vein images.
However, previous work[1] indicates that the vein structures
are lost during reconstruction, while CAE reconstructs the
global structures such as finger joints and illumination patterns
successfully. The vein patterns have low contrast with the
finger background, and they are sparse patterns. In this work,
an image enhancement method and a dual-decoding approach
are proposed in order to improve the vein contrast and the vein
contribution on CAE training, so that vein patterns are well
encoded in the latent vector in addition to the global structures.

II. RELATED WORK

Auto encoders learn input representations which could be
used in a recognition task. Yang et al.[12] show that the
representations learned by a de-noising convolutional auto
encoder are superior over PCA, and CNN on facial emotion
recognition. Bhaswara[13] investigate different type of auto
encoder models, including generative models, on extracting
facial features for a recognition task. The results of this
work indicate that auto encoders are able to extract pow-
erful features, while the generative models provide a better
generalisation of the facial features compared to a regular
AE. AEs can also be used to initialise classifier networks
when the amount of available training data is limited. Silva
et.al.[14] utilise a CAE as pre-training of a classification
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network. In this work, first a CAE is trained to learn lung
tumor representations. Later, the encoder part is transferred
as a pre-trainiend model, and a classifier layer is trained on
top of it. The results indicate that CAE as a pre-training step
could come handy where it is difficult to achieve large amount
of labeled training data. There are few work implementing an
auto encoder for finger vein recognition. Hou et.al.[9] propose
a shallow CAE model in order to extract finger vein features.
Later, those features are classified by a CNN model. Proposed
CAE + CNN approach outperforms classical approaches on
finger vein recognition. Later, the same authors proposed a
deeper CAE model[8] which outperforms their previous work.
Even though those works indicate the applicability of CAEs
on finger vein recognition, performance of the CAEs are not
compared against training based methods.

Even though there is literature showing that AEs can learn
data representations successfully, they tend to loose fine details
in the input data. Ghodrati et.al.[15] compare several loss
functions, such as Mean Square Error(MSE), Mean Absolute
Error(MAE), structural dissimilarity(DSSIM), and perceptual
loss, on MR image reconstruction. Authors achieve the best
reconstruction results with perceptual loss, while indicating
that MSE and MAE loss functions fail to reconstruct fine
textural information in the MR images. Ichimura[17] also
shows that high frequency details, like edges, are not well
reconstructed with pixel-based loss functions, such as MSE.
Author proposes a spatial frequency loss(SFL) component in
addition to MSE loss. The results indicate that the SFL compo-
nent is successfully recovered the high frequency information
which is lost with MSE. Previous work[1] implements a spatial
frequency loss component in order to reconstruct fine vein
details with a CAE. However, in this work, spatial frequency
loss is not successful at reconstructing fine vein details. Yet,
the authors show that global structures of a finger vein image,
such as joint shapes and bone structures, contribute to identity
information.

III. METHODOLOGY

A. Finger Vein Image Enhancement

Finger vein patterns appear as dark lines under infrared
illumination, where the surrounding tissues, such as muscles,
finger joins, and bones, are observed as bright regions(Fig.1).
Vein patterns are generally sparse and have a low contrast with
the surrounding tissues. Due to the low contrast and sparsity,
vein patterns are not well reconstructed by an auto encoder,
which indicates the vein patterns are also not well encoded on
the latent vector.

Fig. 1: Finger vein image captured under infrared light

In this work, a vein enhancement method is proposed in
order to improve the contrast of vein patterns, so that the auto
encoder properly learn vein representations. Figure 2 shows
the enhancement steps. First, the negative of a finger vein
image is taken in order to highlight the vein patterns, then this
negative image is passed though a blurring filter to remove as
much vein patterns as possible, so that the difference of the
negative and the blurred images highlights the vein patterns.
Later, the vein enhancement is completed by subtracting this
difference image from the input finger vein image. Beside the
vein enhancement, pixels above a threshold in the difference
image is zeroed out resulting with a vein image. Later, this
vein image is utilised by the dual-decoder architecture.

Fig. 2: Finger vein enhancement steps

B. Dual-Decoder Convolutional Auto Encoder
Veins are sparse patterns and they are dominated by bigger

structures, such as finger joints and bone structures. Pre-
vious work[1] claims that those bigger structures are well
reconstructed by an auto encoder, while the vein patterns are
severely lost during reconstruction. Beside this finding, the
authors conclude that those bigger structures contributes to
identity information. Hence, it is important to utilise both the
vein and the finger background information together.

In this work, a dual-decoder convolutional auto en-
coder(DDCAE) architecture is proposed in order to learn
the vein patterns and the other aforementioned structures
simultaneously. The proposed architecture(Fig.3) consists of
one encoder and two identical decoders. One encoder-decoder
path reconstructs the finger vein image including finger back-
ground, while the second one aims to reconstruct only the vein
patterns obtained at the enhancement stage. The decoders share
the same latent vector in order to force the encoder part to learn
both finger background and the vein features simultaneously.

Loss function of DDCAE combines the errors on finger vein
images and vein images(Eq.1). Mean Absolute Error(MAE)
loss is preferred while reconstructing the finger vein images
with background, while Binary Cross Entropy(BCE) loss is
utilised for vein pattern reconstruction. A hyper-parameter
called α controls the contribution of the finger vein image
and the vein patterns to training. The higher the α value, the
higher the contribution of the vein patterns.

L = (1− α) ∗ L1(inputimage, outputimage)+

α ∗BCE(inputveins, outputveins)
(1)
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Fig. 3: Dual-Decoder Convolutional Auto Encoder

IV. EXPERIMENTS

A. Dataset
Proposed DDCAE is evaluated on a dataset provided by

University of Twente(UTFVP)[2]. The dataset provides 1440
images from 60 subjects. For each subject index finger, middle
finger, and ring finger of both hands are captured in 2 sessions.
Region of interest(ROI) is extracted, and all ROI images are
re-scaled to 128x256 pixels(Fig.4). Contrast Limited Adaptive
Histogram Enhancement(CLAHE) is applied to enhance the
contrast of the veins at first place. First 20 subjects of the
dataset are used in training, while the remaining 40 subjects
are utilised for evaluation.

Fig. 4: Input ROI images

B. Dual-decoder CAE Architecture and Training
Tables I and II shows the encoder and decoder architectures,

respectively. Encoder part involves 7 layers of convolution,
batch normalisation, and ReLU activation function. Dimen-
sionality reduction is performed by only strided convolutions.
Output of the last layer of encoder is passed though a fulluy
connected layer with a output dimension of 512, which is
utilised as latent vector of the DDAE.

Layer Kernel size / Stride Output shape
(HxWxC)

conv(nk=16, BN, ReLU) 3x3 / 2 64x128x16
conv(nk=32, BN, ReLU) 3x3 / 2 32x64x32
conv(nk=64, BN, ReLU) 3x3 / 2 16x32x64
conv(nk=128, BN, ReLU) 3x3 / 2 8x16x128
conv(nk=256, BN, ReLU) 3x3 / 2 4x8x256
conv(nk=512, BN, ReLU) 3x3 / 2 2x4x512

conv(nk=1024, BN, ReLU) 3x3 / 2 1x2x1024
fully connected 2048 512

TABLE I: Encoder Architecture

Decoder networks are identical and the reversed version of
the encoder. In decoder, convolution layers are replaced with
transposed convolution layers.

Layer Kernel size / Stride Output shape
(HxWxC)

convT(nk=512, BN, ReLU) 3x3 / 2 2x4x512
convT(nk=256, BN, RELU) 3x3 / 2 4x8x256
convT(nk=128, BN, ReLU) 3x3 / 2 8x16x128
convT(nk=64, BN, ReLU) 3x3 / 2 16x32x64
convT(nk=32, BN, ReLU) 3x3 / 2 32x64x32
convT(nk=16, BN, ReLU) 3x3 / 2 64x128x16
convT(nk=16, BN, ReLU) 3x3 / 2 128x256x16

conv(nk=1, BN, ReLU) 1x1 / 1 128x256x1

TABLE II: Decoder Architecture

The model is trained with Adam optimiser with a learning
rate of 2x10−4 for 100 epochs. Batch size is set to 16.

C. Evaluation Metrics

Evaluation is done both in terms of reconstruction and
recognition. Accurate reconstruction of the input patterns
indicate that those patterns are encoded well in the latent
vector. Therefore, it is important for the DDCAE produces
visually appealing reconstructions of the vein patterns as well
as the finger background.

Recognition performance is measured by Area Under
Curve(AUC) and Equal Error Rate(EER) metrics. AUC mea-
sures the separability of classes. The higher the AUC, the
better the model decides the classes correctly. EER indicates
the proportion of the false accepted instances is equal to
false rejected instances. The lower EER, the better the model
classifies instances correctly.

V. RESULTS

A. Reconstruction

Visually convincing reconstructions of vein patterns and
the other structures indicate that those patterns present in
the latent vector. Figure 5 compares the reconstruction results
with varying values of the hyper-parameter α. It is observed
that when vein images are included in training(α > 0.0),
reconstructed images show more accurate vein patterns. More
over, with the increasing values of α vein patterns become
richer and more accurate in the reconstructed images.

Fig. 5: Reconstruction results (a) Input batch, reconstructions
(b) α=0.0, (c) α=0.5, (d) α=0.9
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Reconstruction results point out that double-decoder model
assists reconstructing fine vein structures accurately by utilis-
ing the vein patterns as an additional source of information.

(a) Genuine pair

(b) Imposter pair

Fig. 6: Image pairs

B. Recognition

Recognition is performed by comparing the encoding of two
finger vein images. In total, 720 genuine pair and 720 imposter
pair are evaluated. Cosine similarity is utilised as a similarity
metric of an image pair. Figure 6 shows samples of genuine
and imposter pairs. DDCAE achieves 0.997 AUC and 1.39%
EER with α=0.9. Table III indicates that DDCAE outperforms
the auto encoder approach proposed in the previous work.
Yet, DDCAE performs approximately 3 times worse than
maximum curvatures.

Fig. 7: Performance of DDAE with different α values

Figure 7 compares the performance of the model with
different α values. Even though smaller α values does not
affect the recognition performance, increasing values of α
significantly improved the EER. Furthermore, image pair sim-
ilarity histograms(Fig. 8) support this finding. Low α values
do not change the image pair similarities much. However, it
is observed that, when α is set to 0.9, imposter image pair
similarities are significantly decreased. It is also observed that
with a high α value, genuine image pair similarities are lower
compared to a lower α value. This would indicate that the
model encodes more vein structures, therefore it becomes more
sensitive to changes in the vein patterns.

VI. DISCUSSION

This work investigates whether an auto encoder reconstructs
fine structures like veins, so that the learned representation is

1LLR classifier

Fig. 8: Cosine similarity histograms of image pairs with
different α values

used for comparing finger vein images. For this purpose, a
vein enhancement method and a dual-decoder architecture is
proposed.

Both the reconstruction and the recognition results show
that when the contribution of the veins are increased(α > 0.8)
DDCAE is able to reconstruct and encode vein patterns as
well as the finger background. However, when α is low
values(α < 0.8), recognition performance is more or less
the same(Fig. 7). This finding would imply that the finger
background information is dominant, and it should be reduced,
and the vein information should be increased to extreme levels
during training.

Figure 8 shows that with higher α values both imposter
and genuine image pair similarity scores decreases. When the
genuine image pairs are investigated(Fig. 9), it is observed
that the decrease in the similarity scores is related to the
increasing accuracy of reconstructed vein structures. With low
α values, both the reconstruction involves more background
and less vein features(Fig. 9a). When α increases, the vein
structures are encoded more accurately(Fig. 9b), therefore,
cosine similarity becomes more sensitive to the changes in
the vein patterns.

Figure 7 indicates that recognition performance is almost
the same where α = 0.9 and α = 1.0. When α is set to 1.0,
the DDCAE is trained on only vein images. Even though it is
limited, the finger background still exists on the vein images,
only the contrast of the veins is higher compared to a finger
vein image. Figure 10 indicates that with α = 1.0 especially
the imposter image pair scores are significantly lower than α =
0.9. This findings imply that DDCAE can successfully encode
vein patterns in the latent vector, while supporting the findings
of [1] by showing that the finger background contributes the
identity information.

Model EER(%) AUC
DDCAE 1.38 0.997

Previous work[1]1 6.74 0.968
Maximum Curvature[4] 0.4 0.999

TABLE III: Performance comparison of DDCAE, previous
work and Maximum Curvatures
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(a) α = 0.0 (b) α = 0.9

Fig. 9: Comparison of reconstruction with (a) α = 0.0, (b)
α = 0.9

Fig. 10: image pair similarity histograms of α = 0.9 and α =
1.0

VII. CONCLUSION

This work investigates that whether AEs are capable of
reconstructing and encode fine structures like veins, so that
the representation can be used in comparing finger vein
images. For this purpose, a finger vein enhancement method
and a dual-decoder convolutional auto encoder architecture is
proposed. The proposed approach achieved 1.38% EER on
UTFVP dataset surpassing the previous work[1]. This result
indicates the potential of unsupervised learning methods on
finger vein recognition.

Beside showing that AEs are able to learn finger vein
representations, the results indicates that finger background is
dominant to vein structures, so in order to properly encode vein
information, the background information should be surpassed
to extreme degrees.
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Abstract—The performance of Biometric recognition systems
has improved of the past ten years. For application it is
necessary to know how well they perform in specific operational
circumstances. This requires performance evaluation based on
scientific principles.

The Data Management and Biometrics (DMB) group at the
University of Twente, frequently evaluates biometric algorithms
for third parties in the public and private sector. We have
encountered mismatches between the stakeholders’ interest and
what is being prescribed in standards and guidelines that apply
to biometric performance testing, and reporting of its results.

In this paper we show how standards and practice can be
better aligned. First we explore the problem through case studies,
and suggest solutions for the issues we find. Given these results
we propose a systematic approach to analysing and reducing
misalignment. Our goal is threefold:

• increase our own awareness whether biometric performance
evaluations are in line with applicable standards; i.e., learn
and further improve our testing skills

• Investigate whether the standards reflect the diversity in
forms and objectives evaluations have

• suggesting changes to standards so they align more easily
with practice and/or developing additional guidelines to
facilitate standardised practice in specific cases

Index Terms—Biometric testing, standardisation

I. INTRODUCTION

In recent years biometric devices and systems have come to
be commonly applied. Though initially mainly used in a secu-
rity and law enforcement setting, biometric applications have
become part of many people’s lives. Many service providers
- most notably banks - have started to use mobile apps that
use biometric verification of identity e.g. via fingerprint or
face recognition. This application of biometric recognition
tries to balance security with convenience; i.e.: using biometric
features for verification of identity is just as secure, but more
convenient than having to use some token - like a bank card
- and/or some secret key or password; you can forget to bring
your card, or fail to remember your key or password, but you
can never fail to take your biometric traits with you.

But how does your smart phone know it is your finger
pressing the button - which is also a fingerprint scanner? How
do vendors, developers, operators and ultimately users like
you, know an application of biometric technology actually
works as well as they would like it to?

To answer the last question first: applications of biometric
technology are tested - just as practically any technology is -

and the technical performance is one of the aspects the testing
covers.

The Data Management and Biometrics (DMB) group of
the University of Twente frequently participates in evaluations
of biometrics systems for third parties in the public and
private sector. We have encountered mismatches between
the stakeholders’ interests and what is being prescribed in
guidelines and standards for biometric performance evaluation
and reporting of its results (e.g. the operational conditions
differ from those implied by the standard). This mismatch is
our main motivation to investigate what causes it, and how to
re-align the practice with standards and guidelines.

Therefore our research questions are:
1) In what way do standards and guidelines mismatch with

the practice of biometric performance evaluation?
2) What additional guidelines can help actual evaluations

conform more closely with applicable standards?
3) What amendments or changes to standards would make

them match more closely with evaluation practice?

To provide some context, and provide an introduction into
the terminology of biometrics performance testing, next we
will explain how biometric technology works in general and
how the performance of said technology is evaluated.

All terminology in the following sections has been taken
from ISO standards 2382-37 [1], and 19795 parts 1 and 2 [2]
[3].

A. the biometric process

To explain how biometric technology works in general we
will use the example of smart phones’ fingerprint recognition
capability. The general biometric process is visualised in fig.1.

Many smart phones can be opened with a fingerprint. This
functionality uses the phone’s biometric recognition capabili-
ties for the mode of fingerprint. Biometric recognition is the
automated recognition of individuals based on their biological
and behavioural characteristics. The biological and behavioural
characteristics used in biometric recognition are called biomet-
ric characteristics. The mode formally is the combination of a
biometric characteristic a sensor type and a processing method,
but often just the characteristic is mentioned e.g.: fingerprint,
face, iris, gait etc.
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Fig. 1. Essential stages in a biometric system. Top part shows the stages during the enrolment phase, bottom part shows the stages during the operational
phase. Taken from [4] with permission from author

Before you can use your smart phone’s biometric finger
recognition capability, it will need to know what at least one
of your fingers looks like and store the necessary information
to recognise it later. When activating this capability you
therefore will be asked to put your finger on a sensor at
least once, so the phone can take an image of your fin-
gerprint - a biometric sample - which is then processed to
extract biometric features. A biometric sample is an analogue
or digital representation of biometric characteristics prior to
biometric extraction. Biometric extraction is the process of
extracting biometric features, which are numbers and labels
extracted from biometric samples and used for comparison.
These features are then stored on your phone as a biometric
template or turned into a biometric model; either will be
used as a biometric reference. The biometric reference will be
stored in a biometric reference database. This process - from
presenting the biometric sample to storing biometric reference
in the database - is called biometric enrolment.

When you subsequently use the biometric finger recognition
capability to open your phone, the finger scanner takes another
image of the finger you press down on it. This biometric
sample you offer for recognition, is called biometric probe,
and is also processed into biometric features and thus can be
directly compared to the biometric template using a biometric
recognition algorithm or applied to the biometric model. Both
the recognition algorithm or the model will output some
measure of similarity; a comparison score. The biometric
recognition algorithm now takes the comparison decision i.e.:
determines whether the biometric probe and biometric refer-
ence is of the same (biometric) source based on the comparison
score, and some decision policy like a score threshold (i.e. a
comparison score above this value indicates the same source,
below different source).

Though we explained this using a smart phone fingerprint
recognition capability as an example - a single-user process
- the process is essentially the same for any system for the
purpose of biometric recognition - i.e. a biometric system -
indifferent of the mode, or number of users.

The main difference is the number of templates enrolled
into the biometric reference database.

When the probe is offered as a claim of identity (i.e.,a
biometric claim) - and therefore is compared to a single
reference corresponding to that identity - then the process is
called biometric verification.

When the probe is offered with no claim of identity - and
is compared to all available references - and only enrolled
individuals can offer a probe, then the process is called closed-
set biometric identification.

When the probe is offered with no claim of identity - and
is compared to all available references - and individuals can
offer a probe without being enrolled, then the process is called
open-set biometric identification.

A set of a probe sample and an enrolment sample whose
features are to be compared is called a pair. If the known
ground truth indicates the samples originate from the same
individual, then this is a mated pair. If the samples do not
originate from the same individual it is a non-mated pair.
Each comparison between a probe and a reference is called a
comparison trial.

B. biometric evaluation

In a biometric evaluation one determines how well a biomet-
ric system meets functional and non-functional requirements.
Just as any technology, biometric systems are not perfect;
one should expect some errors will occur during biometric
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recognition. For this practical reason error rates are used to
communicate the performance of the biometric system.

For the purpose of this paper we will focus on so called
technology evaluations - i.e.: offline evaluations of one or
more algorithms for the same biometric mode using a pre-
existing or especially-collected corpus of samples. For this
type of evaluation we should assume the biometric samples
have already been captured; any errors that might occur during
the capture of the samples is not taken into account.

We will distinguish between basic errors directly resulting
from biometric recognition - the biometric errors - and errors
that result from supporting functionalities.

Starting with the basic system error rates:

a) failure-to-enrol rate: any failure in producing a bio-
metric reference from an enrolment sample counts as a failure-
to-enrol; this includes any failure to process the biometric
sample into features, and any failures in the process of pro-
ducing the biometric reference from said features or store said
reference into the biometric reference database. The proportion
of enrolment samples where enrolment fails is the failure-to-
enrol rate.

b) failure-to-acquire rate: Before any recognition can
take place, the probe must be captured, and its biometric
features need to be extracted. If, for any reason, capture or
extraction fails, this counts as a failure-to-acquire. The pro-
portion of initial attempts at capturing a probe and extracting
its feature that fails is the failure-to-acquire rate.

Note that for a technology evaluation the probe samples may
already have been captured. In such case the failure-to-capture
rate for the given corpus must be known for the failure-to-
acquire rate to be calculated correctly.

The basic biometric error rates are:

c) False match rate (FMR): If, for a non-mated pair,
the biometric recognition algorithm declares a match, this is a
false match. The proportion of non-mated pairs that have been
compared and result in a false match is the false match rate.

d) False non-match rate (FNMR): If, for a mated pair,
the biometric recognition algorithm declares a non-match, this
is a false non-match. The proportion of non-mated pairs that
have been compared and result in a false non-match is the
false non-match rate.

From these basic error rates, several specific error rates
result; which is relevant depends on the type of recognition
task - i.e., verification, open-, or closed-set identification.

For verification the following specific error rates are rele-
vant:

e) False reject rate (FRR): If for a pair of mated samples,
the true biometric claim is erroneously rejected, this is a
false reject. The proportion of mated pairs where the (true)
biometric claim is erroneously rejected is the false reject rate.

f) False accept rate (FAR): If for a pair of non-mated
samples, the false biometric claim is erroneously accepted,
this is a false accept. The proportion of non-mated pairs where
the (false) biometric claim is erroneously accepted is the false
accept rate.

Note that FRR and FAR only differ from the FNMR and
FMR in that they consider the decision to reject or accept the
biometric claim, rather than the individual match/non-match
decision, and account for the failure-to-acquire rate. If one
also accounts the failure-to-enrol and/or failure-to-acquire this
is called the Generalised FRR and FAR (GFRR/GFAR).

See ISO/IEC 19795-1 [2] section 9.5 for equations to
calculate (G)FRR and (G)FAR.

Next we will review related work and the existing standards
for biometric performance evaluation (section II), followed
by an overview of our preliminary case studies(section III),
discussion of the discrepancies of cases versus standards, and
our proposed approach to alignment (section IV. We end with
our conclusion(s) in section V.

II. RELATED WORK & STANDARDS

A. Early guidelines and evaluations

Though biometrics have been used in law enforcement
since the late 19th century, automated systems only became
feasible from the early 1980s, when automated fingerprint
identification systems (AFIS) were first deployed (e.g. [5]).

The FERET programme - which was run and funded by the
United States government during the 1990s - initiated research
into automated face recognition systems, and also tested the
performance of the resulting algorithms [6].

The Face recognition vendor test (FRVT) held in 2000
[7] - the first in a series of evaluations of commercial face
recognition technology - already notes advances in the few
years since the FERET program ended. It implicitly indicates
that systematic evaluation of biometric technology is a must
when government agencies are to deploy biometric systems
for law enforcement.

The Fingerprint Verification Competition also held in 2000
[8], states that it is a way for both commercial and academic
parties to compare performance of fingerprint recognition
algorithms and track the improvements of one’s own and
other’s algorithms.

Based on experience in evaluating biometric systems(i.e.
[9]), [10] is an early attempt to formulate general guidelines
for testing and reporting biometric performance.

Given the perceived need for systematic objective and
science-based evaluation of biometric performance, it made
sense to start standardising how biometric technology was
tested, and how to report the results.

B. ISO/IEC standards for biometric performance evaluation
and reporting

The International Organisation for Standardisation’s (ISO),
Joint Technical Committee one (JTC1), subcommittee 37
(SC37) on biometrics (and its working groups), has issued
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several standards and guidelines, relevant for our current
research, on:

• Harmonised biometric vocabulary in ISO/IEC 2382-37
[1]

• Principles and framework for biometric testing and re-
porting in ISO/IEC 19795-1 [2]

• Testing methodologies for technology and scenario eval-
uation in ISO/IEC 19795-2 [3]

• Evaluation of examiner assisted biometric applications in
ISO/IEC TR 29189 [11]

These standards have been developed further based on com-
ments from researchers and other stakeholders that apply them
to their results and products. The multi-part standard ISO/IEC
19795 has several parts that apply to specific application
areas (e.g. mobile devices), specific technology (e.g. multi-
modal biometrics) or focus of evaluation (e.g. variation of
performance across and between demographic groups).

We have compared the aforementioned standards to the
practice of evaluations we performed and/or took part in for
third parties. In the next section we will give an overview of
our findings.

III. CASE STUDIES

A. Case 1: Automated Fingerprint Identification System

1) Background: We supported a government organisation
(the stakeholder) in selecting the most suitable algorithm for
their Automated Fingerprint Identification System (AFIS) by
testing the performance of available algorithms using finger-
print and fingermark data available from the organisations own
data stores. The fingerprint data consists of sets of prints from
all available fingers (a so called ”ten-print card”) taken to
identify the individual (e.g. at arrest) in the course of a criminal
investigation. Each ten-print record contains the image files
of the fingerprints collected. The data store contained one or
more ten-print records of the same individual, depending on
the number of times fingerprints were taken.

The fingermark data contained latent fingermarks secured
at crime scenes in the form of digital image files. This store
contains both fingermarks that have been linked to an individ-
ual through matching with the ten-print, and fingermarks of
currently unknown source.

Additionally an algorithm for palm-mark identification
would be tested concurrently; the data had a similar structure
as fingermark and fingerprint data.

2) The test setup: The objective of this test was to evaluate
the matching performance of fingermarks and palm-marks
to three types of fingerprint records and one type of palm-
print records. The performance on the four record-type were
combined by weights that were decided on in conjunction
with the stakeholder based on the expected future use and
significance for daily operations.

To measure matching performance two custom metrics were
developed, to account for the role of human examiners in the
process, without having to involve actual examiners in the
evaluation process.

The collection of data for the test corpus faced some
technical difficulties which could impact the data quality. The
stakeholder therefore opted just to record the failures to enrol
and acquire, but not count them against the individual vendor’s
performance.

Vendors could apply to participate in the test. They vol-
unteered based on a description of the requirements of the
system, and a description of what would be required to take
part in the test. The test requirements included that the vendors
would estimate and provide the hardware necessary to:

• unpack the data from a standardised biometric data ex-
change format (and log any errors)

• enrol a given number of ten-print and palm-print records
(and log any failures)

• for (each of) a given number of probe samples:
– extract their biometric features (and log any failures)
– compare the features to all the fingers in all refer-

ences
– return a ranked list of the top-20 of matching refer-

ence identifiers with their comparison score
Vendors that took part were also required to have their own

personnel operate their hardware on site of the stakeholder.

The custom performance metrics then were calculated from
the ranked score lists for each type of reference record, and
then combined using the aforementioned weights into a single
summary performance metric. For the summary performance
metric values we calculated a 99% credible interval based on
a non-informative prior. Both per-type and summary perfor-
mance was communicated to the stakeholder for all vendors;
vendors received a report of their own performance only.

3) Main discrepancies: If we compare our contribution to
this test with the requirements stated in relevant standards,
some discrepancies stand out;

No reporting or documenting of some test details
The test report does not document or report,
• the test type; i.e., technology evaluation
• the comparison functionality; i.e, open-set identification
• whether meta-data was made available to the systems

under test
• whether the corpus of samples was appropriate for the

goals of the test
• any details on how the test corpus was gathered, com-

posed and validated, including failure-at-source (i.e.,
when samples were discarded before use in the test)

• the fact the test corpus was selected from the data
gathered using a system partially supplied by one of the
vendors taking part

General error metrics nor timing were calculated or reported
Though failures during enrolment and acquisition were

reported by the vendors, we have not calculated failure rates.
Consequently neither failure-to-enrol nor failure-to-acquire
was accounted for in the FRR or FAR. This is consistent with
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the intention of the stakeholder but not in accordance with
standards.

The basic biometric error rates for matching (FNMR/FMR)
were not calculated either, nor were FRR or FAR. The specific
derived performance measures we were requested to report do
not completely reflect standardised error rates either.

There was no timing of any of the processing or matching
tasks required of the vendors, and so no data on timing was
reported.

Other (potential) issues According to standards, the fact that
vendors have supplied, installed, and configured their hard-
ware is allowed. However, it is not entirely clear whether
the vendors were strictly prohibited to run the enrolment
and comparison tests, or whether this is just considered as
problematic.

B. Case 2: sequential verification and identification for border
control

1) Background: When large volumes of passengers need to
cross a border, even Automated Border Control gates (ABC
gates) can lead to congestion in specific areas and delays due
to possible biometric errors.

Besides simply increasing the capacity by adding more ABC
gates, some stakeholders, such as airports, airline operators
and vendors of security solutions, have proposed to redefine
the verification of identity of the traveller at a specific location
(i.e. the ABC gate) into a fluid transition from one area to the
next. This concept of a ”seamless” border, can be implemented
in different ways however.

In the implementation we tested, the seamless border has
two steps:

1) The outbound passenger enrols at a kiosk by verifying a
face image taken on site - the kiosk image - against the
physical or electronic photograph on a travel document
(s)he brought. If the kiosk image is verified against the
travel document image, it is enrolled in a temporary
reference database

2) When the traveller enters an area restricted to out-
bound traffic, images from CCTV-like cameras are used
to identify the traveller from the temporary reference
database; once identified (s)he can now proceed to the
gate.

2) The test setup: In this test three algorithms from two
suppliers were tested. The stakeholder, a large airport organi-
sation, provided us with a dataset of passport images, images
of volunteers taken in a kiosk and by a camera in a more-or-
less unrestricted setting - the camera image.

The test has two parts:

1) test verification capability i.e. the 1:1 comparison of
kiosk images against passport images; verify which
algorithms are able to achieve a FRR of at most 2.1%
at an FAR of 0.06%

2) Test identification capability i.e. the 1:many comparison
of the camera images against kiosk images; verify which
of the algorithms achieve a FNIR of at most 15% at a
FPIR of 0.4%

The tests were conducted separately and independently;

For part one, all kiosk images were compared to all passport
images and the FMR and FNMR calculated at all available
threshold score levels and plotted as a DET plot. Failure to
enrol was logged.

For part two, all camera images were compared to all kiosk
images and ranked by score. Identifications only counted as
true positive when only the corresponding kiosk image had
a score above the threshold; multiple kiosk images ranking
above the threshold score level results in false negative iden-
tification.

The FPIR and FNIR were calculated from the ranked scored
lists and a DET plot was constructed. Failure to generate a
template from the camera image was logged.

We determined whether the algorithms achieved the desired
FRR < 2.1% at FAR = 0.06% by determining FAR with a
99% credible interval with an upper limit of 0.06%, and verify
that the upper limit of the corresponding FRR 99% credible
interval is below 2.1%.

A similar procedure is taken for verifying that the FNIR
does not exceed 15% at an FNIR of 0.4%.

3) Main discrepancies: Again, some issues come to light
when we compare with relevant standards;

multiple experimenters & different test corpus
The application programming interface of one of the algo-
rithms under test proved to be prohibitively complex to use
for a single test. The stakeholder decided that the vendor of
the seamless border system - not the vendor of the algorithm -
who had the algorithm configured and working on its systems,
would execute the comparisons and transfer the result data to
us, partially delegating the role of experimenter. This execu-
tion by a potential stakeholder may already be problematic
according to standards.

After receiving the result data from the external , it became
clear that the number of images used for the test of the
particular algorithm was lower than the number used for the
other two algorithms. We could not ascertain which images
were missing, since the filename encoding was different for
the test corpus used by the system vendor.

Taken altogether, one algorithm was tested by a different
experimenter on a different test corpus, which makes the
intended direct comparison of results somewhat problematic.

failure rates & timing unknown or not calculated
The corpus of samples had been previously collected by, or
under supervision of, the stakeholder. Unfortunately no failure-
to-capture data had been recorded. Any failure to process any
of the images into templates (i.e. encoded sets of features
as created and used by the algorithm) were logged but no
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failure-to-extract, failure-to-enrol or failure-to-acquire were
calculated.

Timing was not logged, either in the data collection or
during the feature extraction or comparison tests.

Other (possible) issues
This evaluation was designed as two separate technology eval-
uations applied to the same algorithms. The given operating
points ( e.g. FRR @ FAR = 0.06%) will not reflect the
actual overall error rates of the two stages combined. For
an individual user the likelihood of rejection at the kiosk
is likely to be correlated to the probability of false negative
identification.

One might argue that the presentation of the results as
separate independent tests might give a unwarrantedly positive
impression of the expected performance of the combined
system.

IV. DISCUSSION & ALIGNMENT

Reflection on the discrepancies we discussed in section III
points to a few ways to improve our own approach, and
possibly contribute general lessons to the community. We
will first discuss those improvements and lessons, and then
propose and approach to incorporate learning into biometric
performance evaluation efforts.

A. lessons learned & solutions

In both case studies, we failed to calculate and report some
failure and error rates. The main motivation for not calculating
these rates despite available data, was practical: the stakeholder
involved was not primarily interested in these rates.

The direct and most simple solution to this discrepancy is to
simply calculate failure and error rates when data is available,
and report them in a standardised test report supplement if the
stakeholder is primarily interested in the ”custom” results.

The involvement of technology suppliers other than to
supply, install, and configure software and possibly hardware
is viewed as problematic; especially the involvement in the
execution of enrolment and comparison tests is considered
to be ”not done” (see e.g. [3], page 29). However, having
individual vendors execute their own implemented solutions
on their own hardware using a given test corpus and a clear
task description could become a standardised practice with
some guidelines and rules. The main issue is the prevention
of what is called ”gaming” in the standards we reviewed; the
practice of using test data to improve the system’s performance
during the test.

In the evaluation described in section III-A the suppliers of
the algorithms performed all tests themselves under supervi-
sion of the testing organisation (which was the stakeholder law
enforcement organisation). The hardware was confined to a
secure room and strictly run offline except for possible updates
before the tests were executed. Vendor employees signed an
agreement not to communicate any detail about the test during
the execution.

We believe that developing a standardised set of rules
governing access to system, data, and information, and ex-
pected behaviour of individuals involved, could bring the ”self-
test” by vendors into the scope of standardised biometric
performance testing.

On a more technical note, it is as yet unclear how to report
results of an evaluation like described in section III-B; combin-
ing the evaluation of two or more component systems should
be standard practice rather than merely at the convenience of
the tester.

B. a proposal for a systematic approach to alignment

The previous sections demonstrate it is possible to find ways
to improve our own expertise in biometric testing practices
and possibly to improve the alignment of standards with such
practices. However, the described improvements are rather
collected on an ad-hoc manner. We therefore propose the
following systematic approach to facilitate both these interests.

Case studies
To find out whether individual biometric evaluation efforts
were compliant with general and specific standards and guide-
lines we will analyse a number of such efforts that we took
part in. We will compare the practice with what the standards
prescribe, and find the gaps between the standard and its
application. At the same time we consider what changes to
the standard and/or additional guidelines would be required to
either make the standard more similar to practice or facilitate
the application of the standard.

We will develop tools to support this analysis.

Suggestions for changes and/or guidelines
Based on the degree of misalignment and the potential for
closing the gap, we will make proposals for re-alignment.
With suggestions to change standards we will work together
with international experts to maximise the support for these
changes. Suggested guidelines to help application of existing
standards will require a trade-off between the specific details
of each case, and the ability to generalise the lessons from
such case.

Application of proposals
Once we have a consistent set of proposals, we can apply
this to existing and new cases to see if the proposals are ”fit-
for-purpose”. If possible we would compare and contrast the
proposed changes with the existing situation.

Evaluation
The application phase will give us the data to evaluate whether
the proposals indeed helped re-align standards and practice.
Based on this evaluation we can refine our proposals and re-
iterate using new cases for input.

V. CONCLUSION

The goal of this paper was to investigate what misalignment
exists between standards and practice in biometric testing, and
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whether re-alignment would be possibly through either provid-
ing guidelines to further practical application of standards, or
changes or amendments to the standards themselves.

In preliminary case studies we found that;

• non-compliance with calculating and/or reporting stan-
dard performance metrics could be due to lack of inter-
est of the stakeholder; re-alignment is possible through
guidelines e.g. to routinely draft a standardised suplement
report with the standard metrics and results, independent
of what is reported to the stakeholder.

• though the supplier of an algorithm under test is allowed
to supply and configure the software and hardware it
is currently prohibited to have the supplier execute en-
rolment and/or comparison tests; Such ”self-tests” could
be brought into the scope of standardised testing by
providing prescribed measures and additional guidelines
to control the risks of ”gaming” and other issues.

• when testing the biometric performance of multiple com-
ponents of the same system it appears to be up to the
experimenter whether to estimate or report the expected
combined performance of said components; this could
be re-aligned by amending the standards or developing a
guideline so experimenters routinely notify stakeholders
of the potentially different performance of the component
combination.

Since case studies clearly support increasing our expertise in
biometric performance testing, and could benefit the broader
biometric community through improvements in standardisa-
tion, we proposed a systematic approach to alignment of
standards and biometric testing practice through a iterative
application of case studies, proposed re-alignment efforts,
application of said proposals and evaluation of the effect.

REFERENCES

[1] ISO/IEC, “IS 2382–37:2017: Information Technology – Vocabulary –
part 37: Biometrics,” international standard, International Organisation
for Standardisation, Geneva, CH, 2022.

[2] ISO/IEC, “IS 19795–1:2021: Information Technology – Biometric per-
formance testing and reporting – part 1: Principles and framework,”
international standard, International Organisation for Standardisation,
Geneva, CH, 2021.

[3] ISO/IEC, “IS 19795-2:2007: Information Technology – Biometric per-
formance testing and reporting – part 2: Testing methodologies for
technology and scenario evaluation,” international standard, International
Organisation for Standardisation, Geneva, CH, 2007.

[4] C. G. Zeinstra, Forensic Face Recognition: From characteristic descrip-
tors to strength of evidence. PhD thesis, University of Twente, Enschede,
The Netherlands, 2017.

[5] “Nec technical journal – looking back at nec’s history – nec’s
fingerprint identification technology is acclaimed worldwide.”
https://www.nec.com/en/global/techrep/journal/nechistory/nh02/index.html.
Accessed: 2022-05-19.

[6] P. Phillips, H. Moon, S. Rizvi, and P. Rauss, “The feret evaluation
methodology for face-recognition algorithms,” IEEE Transactions on
Pattern Analysis and Machine Intelligence, vol. 22, no. 10, pp. 1090–
1104, 2000.

[7] D. M. Blackburn, M. Bone, and P. J. Phillips, “Face recognition
vendor test 2000: evaluation report,” tech. rep., DEFENSE ADVANCED
RESEARCH PROJECTS AGENCY ARLINGTON VA, 2001.

[8] D. Maio, D. Maltoni, R. Cappelli, J. L. Wayman, and A. K. Jain,
“Fvc2000: Fingerprint verification competition,” IEEE transactions on
pattern analysis and machine intelligence, vol. 24, no. 3, pp. 402–412,
2002.

[9] T. Mansfield, G. Kelly, D. Chandler, and J. Kane, “Biometric product
testing; final report,” tech. rep., Centre for Mathematics and Scientific
Computing, National Physical Laboratory, Teddington, UK, March 2001.

[10] A. Mansfield and J. Wayman, “Best practices in testing and reporting
performance of biometric devices,” tech. rep., Centre for Mathematics
and Scientific Computing, National Physical Laboratory, Teddington,
UK, August 2002.

[11] ISO/IEC, “TR 29189:2015: Information Technology – Biometrics –
Evaluation of examiner assisted biometric applications,” technical report,
International Organisation for Standardisation, Geneva, CH, 2015.

32



Min-Path-Tracing: A Diffraction Aware Alternative
to Image Method in Ray Tracing

Jérome Eertmans
 

 

ICTEAM
UCLouvain

Louvain-la-Neuve, Belgium
jerome.eertmans@uclouvain.be

Claude Oestges
 

 

ICTEAM
UCLouvain

Louvain-la-Neuve, Belgium
claude.oestges@uclouvain.be

Laurent Jacques
 

 

ICTEAM
UCLouvain

Louvain-la-Neuve, Belgium
laurent.jacques@uclouvain.be

I. CONTEXT

Over the past decades, Ray Tracing (RT) has gained in-
creased interest in computer graphics [1]–[4] and telecom-
munication fields [5]–[8]. In both cases, RT offers accurate
solutions for problems that require the simulation of electro-
magnetic (EM) waves, including light, interacting with the
environment. Due to its high precision, but also its high
computational cost, RT is mainly used as a reference solution
when compared to stochastic or hybrid models, or by operators
that have greater computational power available. Generally
speaking, using a telecommunication terminology, RT’s goal
is to compute every possible path between two nodes, and
later apply appropriate physical wave propagation rules. In the
field of radiocommunications, the knowledge of those paths
can help to determine a channel model for communication
between those nodes, e.g., between base station (BS) and
user-equipment (UE). Then, the channel model can be used
to derive some important metrics, such as the delay, power
attenuation or interference level. A variety of RT implemen-
tations can be found, either with deterministic outcomes (e.g.,
Image RT) or stochastic (e.g., Ray Launching), as well as
hybrid versions that try to combine both methods to obtain
the best compromise: an accurate and deterministic solution
at a relatively low cost. However, regarding image based RT,
it seems that modern ray-tracers suffer from limitations on
both the number of diffractions and the type of geometries
they can handle, i.e., mostly planar surfaces (e.g., polygons)
[9].

II. CONTENT DESCRIPTION

In this paper, we describe Min-Path-Tracing (MPT), an
alternative to the image method that allows us to generalize
the path finding process, i.e., the computation of all possible
paths between two nodes, regardless of the type of geometries
of 3-D scene or the number of diffractions encountered along
the path. Our technique leverages, if available, the implicit
equations of surfaces and edges in the scene to construct
a minimization problem. Then, the paths coordinates—the
collection of path interaction points on each surface—are
obtained as solutions of this problem. As with the image
method, MPT is only concerned with finding the path between
two points that performs a certain list of interactions with the

environment. Our method does not take into account possible
obstructions that could be caused by other objects. This will
be the role of the "validation" step and will be discussed in
the paper. Even though our contribution is mainly focused
on the path finding problem, we provide many details on all
important steps in RT so that the interested reader can produce
a functional RT simulation from this document. The structure
of this work is organized as follows. First, we summarize the
main components of modern radiocommunications-oriented
RT engines and in which context our contribution takes place.
Next, we establish the problem we are solving by defining
appropriate mathematical objects. Since both MPT and the
image-based method first require defining a list of interactions,
we describe how we generate all possible lists using a directed
graph-based approach. Next, we detail how the image method
and our alternative work in practice, and we also provide a
basic Python implementation that is made available to the
reader in open access and shows on a simple example that
both methods yield the same solution. After, we summarize
the main steps of the computation of paths between the
BS and UE nodes in a single algorithm. Then, we compute
electric field contributions from different paths, in a simple
urban scenario, to highlight the importance of intermediate
and multiple diffractions in radiocommunications. Finally, we
discuss the differences between the image-based method and
the MPT method, and we give a few applications where our
method could be useful, as well as future prospects.

III. CONCLUSION

We presented MPT, a method that overcome the inherent
limitations of the image-based method in RT by both allow-
ing for any number of diffraction and arbitrarily complex
geometries. We also showed that multiple diffractions paths
can play an important role in radiocommunications and being
able to account for such paths is key. After, we discussed the
different pros and cons of our method, such as the difficulty to
compute diffraction coefficients in the situation where multiple
diffractions are chained [10], [11] or how we can obtain
implicit equations of every object in our 3-D scene. Finally, we
explained how one could extend MPT to handle ray refraction,
and other future improvements.
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Abstract—In this work, we describe a hardware-friendly simpli-
fication on recently introduced recursive projection aggregation
(RPA) decoding algorithm for Reed-Muller codes. Our simulation
results show that the proposed simplification has a negligible
error-correcting performance degradation while reducing the
computations by up to 67% for an RM(3, 7) code.

I. INTRODUCTION
Achieving high reliability in time-critical machine type

communication (MTC) for 5G and future beyond-5G networks
is an open research problem in the field of error-correction
coding. Among the linear block codes, Reed-Muller (RM)
codes have gained interest for MTC recently, as they achieve
the capacity for general symmetric channel under maximum-
liklihood (ML) decoding. However, ML decoding is not
practical due to its high computational complexity. Recursive
projection aggregation (RPA) [1] decoding is a more efficient
near-ML decoding method for RM codes. However, the
hardware implementation of RPA decoding is still challenging
due to its complexity and its recursive structure. In this work,
we describe a simplification of RPA decoding, called iterative
projection aggregation (IPA) [2] decoding that removes the
recursive structure of the RPA decoder, making it feasible for
parallel hardware implementation for time-critical applications.

II. RPA DECODING

RPA decodes a noisy vector y = x + w, where x is a
modulated RM(m, r) codeword with length of n and order
of r and w is Gaussian noise in three steps: 1) projection, 2)
recursive decoding, and 3) aggregation. In the projection step,
n − 1 different vectors with length of n/2 are generated by
combining elements of y in pairs. Each of those vectors is
recursively decoded using RPA with m − 1 and r − 1 until
r = 1, where ML decoding is done efficiently using the fast
Hadamard transform (FHT). The decoded codewords for r = 1
are recursively aggregated using a per-coordinate majority
voting to make an estimation for the transmitted codeword x.
These three steps repeat at every level of recursion until the
output of that level is identical to its input (i.e., no further
progress can be made) or a predefined maximum number of
iterations Nmax, which is set to ⌈m2 ⌉ in [1], is reached.

III. IPA DECODING

Having multiple iterations at each level of the recursion
destroys the potential parallel implementation of RPA algorithm
as depicted in Fig 1a. Our numerical simulation results showed
that most of the bit errors are corrected after the first iteration
of RPA decoding. Therefore, we introduced IPA that keeps
only the first iteration happening in the internal levels of the
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Fig. 1: Data-flow of one iteration of the RPA (a) and IPA (b) decoding
of an arbitrary codeword from RM(m, 3) code.
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Fig. 2: FER Comparison between IPA and RPA algorithms.

TABLE I: Comparison the number of FHTs required for IPA and
RPA without any early stopping condition

RPA IPA Reduction
RM(3,6) 7818 3906 50%
RM(3,7) 72009 24003 67%

RPA algorithm. The parallelism of the IPA compared to RPA
algorithm is depicted in Fig. 1. Besides, the IPA algorithm
requires a significantly smaller number of FHTs, which is used
to measure the computational complexity of the RPA algorithm.

IV. SIMULATION RESULTS

Fig. 2 shows the simulation results for RPA and IPA decoding
method for two RM(7, 3) and RM(6, 3) codes transmitted
over the additive white Gaussian noise (AWGN) channel. We
set Nmax = 3 and Nmax = 2 for RM(7, 3) and RM(6, 3),
respectively. We observe that IPA decoding has a negligible
degradation in frame error rate (FER) compared to RPA while
it reduces the required FHTs by 50% for RM(6, 3) and 67%
for RM(7, 3), as shown in Table I.
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Abstract

The introduction of the Internet of Things (IoT) has opened a new world of opportunities to develop a myriad of applications.
The fast-growing number of IoT edge devices that will be deployed is predicted to reach from 5-10 billion in 2020 up to
200+ billion in 2030 [1]. State-of-the-art IoT systems are optimized for ease of installation and operation, i.e., according to
the ‘fire and forget’ credo. To date, however, negative effects on the longer term of the massive deployment of IoT have been
seriously overlooked. The increasing e-Waste due to the fast-growing number of devices is already leaving its mark on the
environment. Thus, increasing the longevity of these devices becomes increasingly important. Most of the reported results that
claim a ‘green’ impact relate to the reduction of energy consumption [2], [3]. However, there are many more sides to this story
than energy consumption alone. The future IoT requires a novel architectural approach and raises research questions regarding
the design and operational procedures.

Longevity of IoT

Modular
design

Self-
diagnostics

Energy
efficiency

Autonomous
recharging

Figure 1: Holistic vision for the longevity of IoT

As shown in Figure 1, the longevity of IoT devices can be increased in a number of ways. A first strategy is the development
of a procedure for time synchronized operation. Especially in mesh networks, a reduction in energy consumption is achieved
when predefined time slots are used. This allows both sensor nodes and local sensor hosts to sleep for a given time, awaken
periodically to receive a beacon signal, and transmit the necessary data. This approach avoids continuous listening on the
wireless channel. Secondly, the reduction in wireless data traffic decreases the uplink time, hence the consumed transceiver
energy. Beside using the energy efficiently, we can make the future generation of IoT systems ‘smart’ by incorporating self-
deployable, self-diagnosing, and self-repairing systems. As a result, fewer devices will need to be replaced when something
goes wrong. A third strategy is the consideration of multiple wireless communication technologies (multi-RAT) and selecting
the most suitable wireless transceiver technology for each application [4]. Since saving energy is not always possible, another
way of increasing the longevity is to provide automated options for recharging the battery. A small drone with a wireless power
transfer (WPT) link can be used to recharge the IoT node [5]. Furthermore, e.g., in cities, IoT nodes can generate enormous
amounts of data. Transmitting all this data through a low-power wide-area network (LPWAN) is not possible and would
require huge amounts of energy. Therefore, an Unmanned Aerial Vehicle (UAV) extension, which can exchange huge amounts
of data, is required. Finally, when an intervention is required, i.e., when a software update or a self-repairing system can’t
provide a solution, a modular design can help to increase the longevity of IoT devices by enabling heterogeneity, upgradability,
and adaptability. Parts can be easily upgraded when approaching end of life (EOL), exchanged when becoming obsolete, or
even be replaced by parts with a different functionality. A wireless interconnection between parts is pursued, in which energy
harvesting and efficient communications between ‘modules’ still remain a major challenge. Especially with efficient wireless
interconnects, such a system becomes very suitable for the future ‘green’ IoT.
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Abstract—Distributed multi-agent systems (MAS) offer higher
robustness and scalability compared to single-agent systems em-
ploying centralized solutions. The challenge of learning unknown
environmental phenomenons can be regarded as learning a
hidden function, which can be modeled through non-parametric
methods e.g., Gaussian Processes (GP). Our main challenge is to
develop a distributed non-parametric model e.g., GP for environ-
ment monitoring. In this work, we specifically focus on developing
fully-distributed algorithm for GP hyperparameter optimization.
An example of hyperparameter set is θ = {sf , l1, l2} for a
squared exponential kernel, where signal variance sf indicates
the range of function, and the characteristic lengths l1, l2 indicate
the smoothness. We also develop an asynchronous version to
deal with heterogeneous processing time of agents. Assuming
that local datasets at agents are independent with each other,
we approximate hyperparameter optimization by maximizing
the sum of local Likelihoods. By further defining a unique θ
across the network, the problem can be regarded as a distributed
consensus problem. Alternating direction method of multipliers
(ADMM) with proximal θ update have been applied by Xie et
al. [1], which still requires a center computing unit for auxiliary
variable update. We propose a fully-distributed algorithm with
centralized update replaced by local consensus. In each iteration,
an agent collects auxiliary variables from neighbor agents, and
use their average in new iteration. Asynchronous behavior is
introduced by allowing fast agents to start new iterations without
collecting update from slowest agents. Our proposed algorithm
allows agents in the network to perform faster iterations and
thus saving time.

We perform simulations with artificially generated 2D GP field
under pre-defined hyperparameter setting. Noisy measurements
are randomly allocated to agents for distributed hyperparameter
optimization. Simulation results show that the optimal hyperpa-
rameters at agents converge to the expected values. See Figure
1.

In summary, we propose a novel fully-distributed asyn-
chronous GP algorithm for MAS monitoring an unknown en-
vironmental phenomenons. We show that our proposed solution
converges to the expected values in a fully-distributed manner,
in contract to previous methods which rely on a central station.
Convergence of the asynchronous version shows the potential of
extending such algorithm to other heterogeneous MAS.
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Fig. 1: (a) The background shows the underlying 2D scalar
field with intensity indicated by color bar. The black stars
represents the sampling positions. Agents are shown in red
dots, and the red line represents the communication link
between a pair of agents. (b) The figure shows the learning
process of hyperparameter set θ. The real hyperparameters are
l1 = l2 = 1 and sf = 5. The characteristic lengths converge
to l1 = 0.99 and l2 = 1.06, and the signal variance converges
to sf = 4.92, where the errors between converged and real
values come from the perturbations in the datasets.
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Abstract—Advancing the research in face applications is
limited by proprietary databases and increasing data pro-
tection regulations, synthetically generated databases may
provide a solution. In this work the GANformer, a hybrid
generative image model, is explored for this application.
While only trained for unconditioned face generation like
many other models, this works shows the potential of two
use cases. First, the unique implementation of the attention
is examined for the application of segmentation. Second,
real labeled faces are reconstructed in latent space to find
latent directions describing disentangled attributes. This
concept is brought in practice by augmenting neutral to
smiling faces, but could be applied on other expressions
and attributes as well. This work can be use as basis as
it opens up two directions for further research.

I. INTRODUCTION

The performance of neural networks used in computer
vision can increase logarithmically with the size of the
training data [1], however larger databases are often
not freely available. Common databases like VGGFace2
[2] (3.3M faces) are small compared to proprietary
databases such as the dataset used to train FaceNet [3]
(∼150M faces).

The generation of synthetic faces has made huge
leaps forward in the past couple of years, notably the
style based architecture of StyleGAN [4, 5] delivers
high quality faces. With conditional generation, genera-
tive models can create variations upon these synthetic
identities by controlling the output. In the work of
Colbois, Freitas Pereira, and Marcel [6] variations of
identities can be generated in an automatic manner using
StyleGAN2. A benefit of their exploit method is that it
can be done automatically and no additional training or
networks are needed.

Meanwhile a new machine learning type called trans-
formers was developed in the natural language process-
ing (NLP) field [7]. The transformer utilizes the attention
mechanism to enable interaction amongst each input
element on a global scale. Unlike of a local interaction
associated with the convolution operation, found in a.o.
StyleGAN.

The GANformer by Hudson and Zitnick [8] is a
hybrid generative image model, based on the style
based architecture of StyleGAN while incorporating

Fig. 1: Cherry picked examples of smile augmentations
on neutral faces using the GANformer.

transformers. Like many other transformer based works
it is unconditioned. Even so, the authors show additional
outputs in the form of attention maps with segmenting
behaviour. Unfortunately this is not shown in the case
of face generation, while the additional segmentation
information can yield a multi-purpose database. This
makes it an interesting candidate to explore further for
the sake of the creation of synthetic databases.

In this work the GANformer is explored and exploited
to gain a broader set of functions than the face generator
is trained for. Our main research question is: To what
extent can the GANformer be used for synthetic face
database generation? This will be answered using three
additional sub-questions:

• To what extent can we interpret the attention in the
synthesis network as a semantic segmentation of
the face?

• To what extent can we reconstruct existing identi-
ties from the latent space of the GANformer?

• To what extent can we control the smile expression
while maintaining the same identity?

II. RELATED WORK

A. Exploitation

One control method is exploitation. It has two key
ingredients: (1) projection that finds a latent vector that
yields a similar image and (2) manipulation in which
small changes in the latent space correspond to small
semantic changes within the same identity.

Shen et al. [9] showed that semantic attributes are
linearly separable in W . After generated faces are clas-
sified, the authors fit a linear support vector machine

1
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(a) Layer 7 (b) Layer 8 (c) Layer 9

(d) Layer 10 (e) Layer 11 (f) Output

Fig. 2: Examples of the attention maps for one generated
face using the default model. The rightmost bottom
figure is the resulting face, layer 7 - 11 resemble a facial
structure. Note that the resolution increases at higher
layers.

(SVM) to acquired latent directions that provide control
over the attributes. Colbois, Freitas Pereira, and Marcel
[6] improves this method by using the labeled dataset
Multi-PIE [10], containing 337 identities under 15 view
points, 19 illumination conditions with 6 different facial
expressions. Figure 7 shows an example of aligned faces.
As it is based on real faces, the projected identities
incorporate a scale that describes the local range of
an identity within the latent space. The GANformer
architecture is based on StyleGAN, which makes the
exploitation a viable solution to gain control. This averts
the resource intensive adjusting and training of a new
model.

B. GANformer

In another work the GANformer is proposed by
Hudson and Zitnick [8], a StyleGAN adaptation with
bipartite attention. In bipartite attention, attention is ap-
plied between two disjoint sets. The intermediate latent
vector w is broken down into m latent components.
With the use of bipartite attention, the style information
is propagated to the n image features. Each latent
component can model long range spatial interactions to
guide the synthesis process.

III. ATTENTION AND SEGMENTATION

This section will focus on answering the first sub-
question: To what extend can we interpret the attention
in the synthesis network as a semantic segmentation of
the face? To answer this question, the segmentation of
the attention maps are analysed. Besides that, additional
models with varying parameters will be trained from
scratch. An example of the attention maps is shown in
Figure 2.

Fig. 3: The approach for inspecting semantic segmen-
tation in attention maps, which is exported in each
attention layer. The correlation between the parse labels
and each latent component is determined. Only the
layers showing facial traits are used.

A. Methods

1) Segmentation
A qualitative analysis will investigate whether seg-

mented facial traits are present within the attention
maps. In addition, the correlation is determined between
the location of each active latent component and parse
labels which are determined by a face parser [11].
Figure 3 shows the approach.

2) Additional Models
To determine the robustness of the segmentation,

additional models are used. By retraining a model, its
repeatability on the segmentation is investigated. More-
over models with varying number of latent components
and their dimensions are trained, to study the effect on
the attention operation. These parameters have a direct
effect on the attention computation.

B. Experiments and Results

A pre-trained model is provided in [12], this will be
referred to as the default model. It should be noted that
the model parameters of this model are different with
regard to the model as described in the GANformer
paper [8].

1) Default model
With the default model 1000 faces and their corre-

sponding attention maps were generated. The first 100
were used in the qualitative analysis. For the correlation
between the latent components and parse labels the
whole set of 1000 samples was used. The attention maps
of layer 1 to 6 do not suggest any segmentation of facial
traits, while these are seen from layer 7 onward. There-
fore correlation between the active latent components
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Fig. 4: The probability map for some latent components
for attention layer 10. Each Pi indicates the probability
map for that layer component.

and the parse labels was only determined from layer 7
until layer 11.

The attention maps from layer 7 onward can be
roughly divided into two groups. In layer 7, 8 and
9, as shown in Figures 2a, 2b and 2c, only a few
latent components seem to be active that each attend
to segments of the face. The skin, hair, eyes and mouth
are noticeable as segments. In the highest layers 10 and
11 the attention map seem to focus more on details, in
line with the observation of [8].

Overall, the segmented facial traits are not perfect. In
some cases they are combined with other facial traits
in one latent component, making it hard to extract the
correct information. The segmentation can be improved
by combining the information of latent components,
such as taking the separation of background and skin
in layer 7, but using the detail of the hair and eyes from
layer 9. Another option is to use the raw probability
maps of each latent component, an example is shown in
Figure 4.

2) Additional models
As the default model suggests an opportunity for

segmentation, the additional models were (close) vari-
ants of this model. The training algorithm was kept
at default as provided in [12], except for the varying
model parameters. The models were trained on the
cropped and aligned FFHQ database [4] at a resolution
of 256x256. The general face quality is determined
using Fréchet Inception Distance [13], a common metric
which compares distribution between the 50000 samples
of training data and the generated data. A lower FID
describes a higher quality generation.

a) Repeatability
For the repeatability of the results three models with

the default parameters (16 latent components with a
dimension of 32) were trained for about 1 GPU week on
about 2500k steps. Their FIDs were respectively 12.2.
12.6 and 12.9, indicating that retraining results in a
similar general face quality.

The attention shows a similar behaviour, latent com-
ponents attend in a holistic manner onto the image
features.

It might be that the default model is trained for
deviating parameters, since the three trained models are
highly similar, while the model parameters are the same.

TABLE I: FID of each trained model variant at about
2500k steps with the respective number of latent com-
ponents and their dimension. For the models trained for
the repeatability the mean is displayed.

FID Latent Dimension
32 16 12 8

32 / 14.9 20.3 28.1
16 12.6 15.9 19.5 /
12 12.5 16.0 / /

# Latent
Components

8 12.4 / / /

Fig. 5: Example how the latent dimension influences
the number of active latent components and thus the
segmentation present.

With this assumption, the process does result in similar
attention behaviour. This may suggest that with knowing
the training parameters of the default model, its highly
informative attention can be acquired in a robust manner.

b) Varying Model Parameters
To study the effect of varying model parameters, eight

variants were trained as well on about 2500k steps.
The resulting FIDs for the trained models are shown in
Table I. The dimension of the latent components seems
to have the most significant influence on the quality of
the generated faces, a higher dimension seems to be
beneficial for the facial quality.

There is a clear distinction between models with
d = 32, versus a lower dimension of d = [12, 16]. An
example is shown in Figure 5. In the high dimensional
models only a small number of latent components is
active throughout the layers, attending in a holistic man-
ner on the face. On the contrary the attention maps of
d = [12, 16] seem to have more active latent components
in each layer, which provide a higher level of semantic
segmentation. None of the models seem to provide the
level of segmentation information of the default model.

The many active components in the d = [12, 16]
models are mandatory, as the same level of detail of the
d = 32 models has to be described within more latent
components, due to a smaller embedding dimension.
The results of the training in Table I supports this,
as a smaller dimension seems to negatively impact the
generation quality in terms of FID.
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C. Conclusion on Attention Maps

The attention mechanism does not provide a direct
means for segmentation, the attention layers are op-
timized to fool the discriminator, not to function as
a segmentation tool. Nevertheless the default model
does show segmented facial traits within several layers,
especially the background, the skin and hair have high
correlations.

IV. SEMANTIC CONTROL

In this section the method as presented by [6] is used.
An overview of the process is shown in Figure 6. The
process for synthetic identity generation, as used in this
work, consists out of three parts:

1) Expression faces of the Multi-PIE dataset [10] are
projected into the latent space to acquire labelled
latent vectors.

2) Using the labeled data for the each neutral-
expression pair, the corresponding latent directions
are computed.

3) Reference faces are created using random gener-
ated w latent variables, the faces are neutralized
with regard of their expression. Augmented faces
are determined by moving the reference face in
the direction of the computed latent directions.

Since a projector has not been implemented on
the GANformer, research is done to answer the sub-
question: To what extend can we reconstruct existing
identities from the latent space of the GANformer?
Using this data the third sub-question will be answered:
To what extend can we control the smile expression while
maintaining the same identity?

A. Methods

1) Projection
The GANformer is not provided with a projector like

the one implemented in StyleGAN2 [5]. However since
the GANformer is also a style-based architecture, the
StyleGAN2 projector was used as a base.

a) Subspace
It appeared that Wface ⊂ W such that Wface de-

scribes faces, but the base projector was unable to
retain the faces within this subspace. On the other hand,
the mapping network is able to map random vectors
z → w ∈ Wface. It was found out that Wface can be
roughly approximated, therefore an additional loss based
on the Mahanalobis distance was added to regularize the
projected latent wp, as shown in Equation (2).

The Mahanalobis distance was implemented such that
it determined the distance of the projected vector wp to
the distribution of the subspace, based on the mean µm

and its covariance of 10000 mapped latents, as shown
in Equation (1). The inverse covariance matrix S−1

m will

Fig. 6: The process to gain control over the latent
space. Real faces are projected into the latent space,
using either SVD or SVM the latent direction can be
determined to augment sampled faces. Inspired by [6].

scale the loss inversely proportional to the scale of the
approximated distribution.

DM (wp) =

√
(wp − µm)TS−1

m (wp − µm) (1)

LM = a ∗DM + b

where a = aw ∗ t

T

(2)

b) Projection of Real Faces
With a working projector real faces can be projected

that serve as training data for the latent directions. For
the projection of real faces, it is important that the
difference between the projected neutral and attribute
faces describe only that certain attribute, to acquire
disentangled latent directions. Therefore the projected
faces within an identity must have a similar identity.

The quality of the projected faces are validated using
FaceVACS 9.6, where 0.5 = 0.1% FAR. The score
between aligned and projected pairs, describe the perfor-
mance of the projector and the latent spaces complete-
ness. Whereas the scores between faces in an identity
describe the consistency of the projected faces and their
value as training data for the latent directions.

For benchmark purposes the method is applied on
StyleGAN2 as well. Note that this model is trained from
3x to 14x longer than the GANformer model.

2) Latent Directions and Exploration
The latent of the projected faces can be used to

explore the latent space and as a training set to deter-
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mine the latent directions. SVD is used for both the
exploration and finding latent directions, while a linear
SVM is used solely to find the latent directions.

U, S, V = SVD

(
X − µm√
dim(X)− 1

)

L ∼ N(0, 1)

w = USL+ µm

(3)

The classes within the latent space of the GAN-former
are not linearly separable. The SVD is used as a low
dimensional manifold to describe changes between neu-
tral and specific expressions. The first step all pairwise
vectors are determined, that is wi,neutral −wi,expression.
Then SVD is applied on these vectors, as shown in
Equation (3), where X are the vectors and µm the mean
of those vectors. By sampling L from a standard normal
distribution, multiple direction vectors are generated.
These can be added to the reference faces to find a
suitable expression variation. As additional parameters
the number of singular components can be adjusted
to acquire a more or less specific movement and the
resulting sample vectors of USL can be scaled with a
scalar. The multiple samples show variations around the
expression acquired by moving the neutral latent with
the mean.

In the SVM method, to goal is to fit a linear SVM
as a hyperplane between the neutral and the expression
class. The normal onto this hyperplane describes the
direction between the neutral and expression. The mean
of the distance between both classified populations to the
hyperplane, reflects the scale as in how much variation
can be applied while preserving the identity.

3) Generation of Synthetic Identities
The generation of synthetic identities is done in two

subsequent steps, generate reference faces and adding
augmentations. The reference faces are sampled by gen-
erating faces from Z, which return its mapped w vector
and the face itself. Neutralization is done by moving the
sampled latent towards the neutral direction along the
neutral smile vector, as done in [6]. Duplicate faces are
prevented by requiring a minimum embedding distance
of the faces using a pre-trained Inception-Resnet v2
model.

The second part consists out of generating the aug-
mented identities. The SVD method samples direction
vectors while varying the number of singular compo-
nents as mentioned before. For the SVM method each
attribute face is determined by adding the mean of the
latent direction, normal to the found hyperplane.

B. Experiments and Results

The default model as referred to Section III-B is used
for this section as well.

(a) (b) (c) (d) (e)

(f) Neutral (g) Smile (h)
Surprised

(i) Squint (j)
Disgusted

Fig. 7: Example of one aligned (upper) and projected
(GANformer middle, StyleGAN2 bottom) identity with
a neutral face and various expressions.

Fig. 8: The FaceVACS score distribution of the aligned
- projected pairs using the GANformer and StyleGAN2.

1) Projection of Multi-PIE Faces
The projection of the expression dataset resulted in

1095 alignment projection pairs with 208 identities
ranging from 2 to 8 expressions divided over 1 to 4
sessions.

a) Alignment Projection Pairs
The FaceVACS scores of the alignment and projected

pairs are shown in Figure 8, all the pairs are regarded as
non-mated. A projected identity is shown in Figure 7.

Only the neutral and smile expression seems to be
successfully projected in most cases. The model seems
to be unable to project open mouths and subtle details
as found in other expressions, which might be due to
underrepresented expressions in the training data.

While the projection of generated faces was very
successful, the projection of the Multi-PIE expression
faces under performs. The projection of generated faces
is a more trivial task as the optimal solution does exist
somewhere in the latent space. This does show that
the latent space of the GANformer has a rather low
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variability in faces it can generate. The next sections
will look specifically at the smile expression. As the
latents of the projected faces are the training data for
the latent directions and the majority of the expressions
but smile is not correctly projected.

b) Within Projected Identities
For the latent direction to be disentangled, the neutral

smile pairs need to be similar in identity. Note that this
is not a metric to asses the quality of the expression
itself, in some cases a smile face looks very neutral and
results in a high FaceVACS score. The FaceVACS scores
of the projected neutral - smile pairs shows a left-skewed
distribution with a mean of 0.86. It is noticed that the
variations of the subjects of the sessions such as hairstyle
can have a major impact on the resulting face. Note that
the aligned expression faces have a high similarity with
a mean of 0.990, despite the variation in expressions.

c) StyleGAN2
The projections of StyleGAN2 seem to be much more

similar to the aligned faces, as shown in Figures 7 and 8.
Nevertheless the majority is still considered as non-
mated. The score distribution of the projections within
the identities is similar that of GANformer, with a mean
of 0.86.

2) Latent Space Analysis and Generating Synthetic
Identities

a) SVD
The SVD method was used on the GANformer to

analyse the latent space around the face, moved with the
mean neutral smile vector. The neutral smile pairs with
various thresholds on their FaceVACS score were used
to determine the relevant SVD parameters. In all cases
the mean vector did not seem to transform the reference
face to a smiling face, neither was adding singular
components showing clear changes towards smiling.
Instead, by adding additional singular components the
face decayed quickly, as shown in Figure 9.

For StyleGAN2 the unfiltered mean vector was used,
which did seem to represent the smile direction. The
added singular components augmented attributes such
as hair style and skin colour, as shown in Figure 9.
This variation is likely due to the orthogonal property
of the SVD. The latent space of StyleGAN is linearly
separable, therefore any other direction induced by the
multiple neutral-smile vectors acts on other linearly
separable attributes.

The contrasting results between the models support
the fact that the latent space of StyleGAN2 is better
described. This is something that is seen throughout this
method. As the GANformer needs an additional loss to
retain the projector within Wface. In addition to that
the lack of completeness is shown with the fact that all
but neutral and smile are not projected correctly. It is
expected that with longer training the latent space will
be more fully described.

TABLE II: The mean FaceVACS score of 100 generated
neutral smile pairs per scale for each model

Scale 0.5 1.0 2.0 5.0
GANformer 0.99 0.98 0.96 0.77
StyleGAN2 0.97 0.95 0.89 0.37

b) SVM
In a linearly separable latent space, fitting a linear

SVM between the projected neutral and smile latents,
the normal onto the hyperplane describes the neutral -
smile latent direction. Finding a working latent direction
by filtering the latents was not trivial. A proper filter
was implemented by removing latents based on their
FaceVACS entry if their score was s < 0.9, resulting in
a fitting accuracy of 0.92.

The latent direction did seem to be oriented in the
neutral smile direction, causing smiles on neutral faces,
Figure 10 shows an example. In general the identities are
kept, but the neutralisation was not always successful.
In addition to this, latent direction is not completely
disentangled, the pose, hair color, eye direction, appear-
ance of glasses and teeth structure changes over the
augmentations. It should be noted that in some instances,
the latent direction did not change the expression at all.

The linear SVM on unfiltered projected StyleGAN2
latents was fitted perfectly and resulted in a representa-
tive latent direction, as shown in Figure 10. In contrast
to the GANformer, the neutralisation did work on all
samples. Like the GANformer, the latent direction was
not completely free of entanglement and male faces
got more feminine towards the smiling direction. It is
noted that the reference faces are closer to the smile
than the neutral face in the SVD method, as in SVM
mean distance from hyperplane is taken, rather that
the distance between the two populations in the SVD
method.

Table II show the mean FaceVACS score between
the neutral and scaled smile faces for both models.
While the GANformer shows a higher similarity, the
actual variety in smile is smaller than in StyleGAN2.
A higher scale is needed for the same variation in
smile. This small augmentation is likely due to the scale
acquired during the training of the latent direction. Some
projected neutral faces have slight smiles and while
some projected smile faces are very similar to the neutral
faces. Therefore the populations are closer to each other
and the inherent scale too small. While the filter filters
deviating identities to encourage disentangled data, this
does not guarantee a well defined neutral and smile pair
in terms of expression. In fact, it may even encourage
pairs that are too similar. Because of this, a higher scale
for the neutralization is needed as well, examples are
shown in Figure 11.

The neutral smile latent direction of the GANformer
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Fig. 9: The results of the SVD generation on one identity for both models. The augmentations are done on
the reference face using the mean vector and additional sampled singular components. The upper row use the
GANformer where the transformation with vector USL is scaled with 0.5. The bottom row uses StyleGAN2 and
has a scaling of 1.0.

Fig. 10: The results of the SVM generation on one
identity for both models.

Fig. 11: Effect of scaling the the distance for both
neutralisation and the smiling attribute on two generated
identities using the GANformer.

is not completely disentangled. One cause can be the that
the latent space has a limited separability and requires
more training. In addition to that, it may be that the
found latent direction is not optimal. As noted finding
a latent direction is not trivial, it is very sensitive to the
selection neutral smile latents.

The fact that a very specific set is needed is a
downside of the projection method. This method needs
to provide reliable results, such that the training set
for the SVM consists out of representative data. As
a recommendation for future research to improve this
method, a system that classifies the magnitude of the
smile and neutral expressions should be added. This can
advance this work in two directions. First, the current
training set is based on similar identities, but this still
allows mislabeled faces. The classifier may serve as an
extra quality control for a better latent direction. Second,
the current evaluation is done qualitatively and with

the use of FaceVACS. As shown some generated smile
and neutral faces are mislabeled. With the classifier the
expressions of the generated faces and the effect of the
scaling can be quantized, which leads in turn to a better
comparison between other models such as StyleGAN2.

To improve the separability of the latent space, the
model should be trained for more steps. This will
also improve the representation of under represented
expressions in the latent space, such as scream and
disgust.

C. Conclusion on Semantic Control

The first goal of this section was to evaluate whether
existing identities can be reconstructed from the latent
space of the GANformer. The projector on the current
model needs a regularization term, to retain the projected
latent in the subspace of faces, Wface. The FaceVACS
verification shows that none of the existing projected
pairs have the same identity. Nevertheless most neutral
and smile expressions are projected and the majority of
the projected faces within an identity do have the same
identity. Better projections can be acquired by more
training, providing a more versatile latent space.

The second objective was to investigate to what extent
the smile expression can be controlled while maintaining
the same identity. It is shown that projected latents are
noisy and need to be filtered. While the SVD method
works on StyleGAN2, neither the mean vector and added
singular components can construct smiling faces in the
GANformer. The variations by adding the orthogonal
singular components emphasizes the linear separability
and high descriptiveness of the StyleGAN2 latent space,
while the lack of in the used GANformer model.

The SVM method is, with a specific subset of pro-
jected latents, able to find a latent direction that controls
the neutral smile attributes. The scale is inherently small
due to the training set. Therefore a larger scale is needed
to find similar degree of change in expression as found in
StyleGAN2. The found latent direction is not completely
disentangled. The latent direction is likely not optimal,
in addition to that the latent space is only linearly
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separable to a certain extend. In some cases the latent
direction does not control the smile expression.

Two suggestions are provided. A classifier should be
used to classify the magnitude of the projected and
generated expressions, this improves the filtering and
makes the evaluation and comparison more explicit.
In addition to that, it is argued that the shortcomings
concerning the various expressions and entanglement
are mostly due to the lack of training. With further
training the latent space will likely head towards the
descriptiveness and disentanglement of the fully trained
latent space of StyleGAN2.

V. CONCLUSION

In this work the GANformer model is explored for
two uses in creating synthetic face databases, without the
need of training the model for the specific applications,
but general face synthesis instead.

First the attention is investigated on the use of
segmentation. This unique property makes this model
beneficial to use over well known models such as
StyleGAN2. The results show segmenting behaviour,
though more work is needed to put this into practice.
Suggestions for future work are to use multiple layers
and probability maps and to fine tuning model and
training parameters.

With augmentation multiple faces of the same identity
can be created, this requires generation based on a
condition. Using the reconstruction of faces to find latent
directions, it is seen that some control over the neutral
smile direction is gained. It is suggested to include a
expression classifier to improve and evaluate the process.
In addition to that the model should be trained longer
for a higher descriptiveness to include other expression
and to achieve a higher level of separability.

In both the segmentation and the smile augmentation
cases compelling results are shown and indicate the pos-
sibilities to use the GANformer for multiple applications
in synthetic face database generation. However further
work is needed in both objectives to acquire working
solutions and to create synthetic face databases.
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Abstract—Massive MIMO is a promising technology to enable a
massive number of Internet of Things nodes to transmit short
and sporadic data bursts at low power. In conventional cellular
networks, devices use a grant-based random access scheme to
initiate communications. This scheme relies on a limited set of
orthogonal preambles, which simplify signal processing operations
at network access points. However, it is not well suited for
Internet of Things (IoT) devices due to: (i) the large protocol
overhead, and (ii) the high probability of collision. In contrast
to the grant-based scheme, a grant-free approach uses user-
specific preambles and has a small overhead, at the expense
of more complexity at access points. In this work, a grant-free
method is proposed, applicable for both co-located and cell-free
deployments. The method has a closed form solution, which results
in a significantly lower complexity with respect to the state-of-the
art. The algorithm exploits the static nature of IoT devices through
the use of prior channel state information. With a power budget
of 1mW, 64 antennas are sufficient to support 1000 nodes with
200 simultaneous access requests with a probability of false alarm
and miss detection below 10−6 and 10−4, respectively.
Index Terms—cell-free, grant-free, initial access, internet-of-things,
massive mimo, random access

I. INTRODUCTION

In IoT networks, a high number of devices are connected.
However, only a handful of these devices are active at the
same time, resulting in sporadic uplink transmissions. In order
to serve these nodes, the active devices need to be detected,
prior to decoding the data. Due to this sporadic traffic and the
high number of IoT devices, allocating orthogonal preambles
to these devices would incur an unacceptable overhead. As the
network is unable to predict when these devices are active, an
adequate initial access scheme needs to be implemented. The
specificities of massive IoT, i.e., energy-limited, uplink focused,
and low-payload size transmissions, call for a tailored initial
access scheme.
Several multiple access techniques have been proposed for
massive IoT [1–5]. These techniques follow a grant-based
or grant-free approach, as illustrated in Fig. 1a and 1b, re-
spectively. In the former, the devices request access to the
network, prior to the communication. This is commonly done
by competing for a dedicated orthogonal pilot sequence. In the
latter approach, the devices are not required to request access
and other approaches to mitigate and resolve potential collisions
are implemented. An overview of different techniques can be
found in literature [6, 7].

The project has received funding from the European Unions Horizon 2020
research and innovation programme under grant agreement No 101013425.

Node BS

Random Preamble

Random Access Response

Connection Request

Contention Resolution

(a) A typical grant-based random
access scheme. If the same random
preamble is selected the devices are
required to resolve their collisions.

Node BS

Device activity 
detection and 
channel training

Uplink Data

(b) A grant-free random access
procedure. Prior to data, a unique
pilot sequence is transmitted for

device activity detection and
channel estimation.

Fig. 1: Grant-based and grant-free random access mechanisms.

Grant-based random access. Based on the random access
protocol used in long term evolution (LTE), Björnson et al. [8]
propose the strongest-user collision resolution (SUCRe) pro-
tocol, illustrated in Fig. 1a. Each active device requests a
dedicated and unique orthogonal pilot by transmitting a random
access pilot, with the possibility of using the same pilot as
another contending device. The base station estimates the
channel to each user based on the received pilots, after which
it responds with orthogonal precoded downlink pilot signals,
corresponding to the used pilots in the uplink. In case multiple
devices have used the same pilot, the downlink signal is
multicasted in a maximum ratio transmission fashion towards
these devices, causing the expected received signal strength to
be lower than expected. The (average) expected signal strength
can be determined at the device side thanks to the channel
hardening effect experienced in massive MIMO. Each device
can, hence, detect whether a collision occurred. In this protocol,
the strongest user is considered the winner and is scheduled for
communication using a dedicated and unique pilots sequence.
Other work has extended this technique by introducing, a.o., a
higher fairness among the contenders [9, 10].
Grant-free random access. In contrast to the grant-based ran-
dom access, in a grant-free scheme, the devices use preassigned
pilot sequences [11]. As shown in Fig. 1b, by skipping the grant
request and collision resolution, both the pilot and data are sent
in a single step. As mentioned earlier, the disadvantage of this
approach is that it is not possible to utilize orthogonal pilots
because the number of devices is much larger than the preamble
length, i.e., K � τp. The challenge in grant-free random access
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is device activity detection. Taking advantage of the sparse
nature of the activity of the devices, different algorithms have
been proposed to tackle this challenge through compressed
sensing techniques [12–15]. These algorithms perform well
because of the high number of access point (AP) antennas in
massive MIMO, facilitating device detection in massive IoT
networks.
Fengler et al. [16, 17] study the performance of several es-
timators to detect the active devices for a co-located massive
MIMO system. In [18, 19], this work is extended to the cell-free
case by considering different large-scale fading coefficients per
AP. They, however, were unable to directly use the proposed
algorithm of [17] and had to consider only the contribution of
the most dominant AP.
In this work, we consider the generic case where devices are
not scheduled, and they transmit whenever needed, i.e., they
are uplink-centric. As in conventional systems, we consider
that all devices are time synchronized and work in a time
slotted fashion. This can be easily achieved through downlink
synchronization reference signals. Because of the large number
of devices, providing orthogonal preambles to each user would
generate a too large pilot overhead, i.e., pilots of length K.
In this algorithm, a unique but non-orthogonal preamble is
randomly generated and assigned to each user. Similar to
key distribution in conventional low-power wide-area network
(LPWAN), this sequence is known by both the network and
the device, and is easy to implement. Based on prior channel
state information (CSI), the active devices are detected. In
case both the IoT node and APs are static, i.e., immobile,
the channel response will be static in time as long as the
environment is static as well. Hence, we can expect that the
previously estimated CSI can be used for a longer time period
than assumed in literature [20], given the static nature of the
devices.
The proposed approach has a lower complexity than the
techniques reported in literature. Our algorithm is evaluated
through numerical simulations. Next to conventional massive
MIMO, i.e., co-located massive MIMO, a cell-free deployment
is included in the investigation.
Notations: vectors are denoted by boldface lower case x and
matrices by boldface capital letters X. The superscript (·)H is
used to denote the conjugate transpose operation. The absolute
value is denoted by |·|. The Kronecker product is denoted by
⊗. The notation E {·} denotes the expectation of a random
variable. The set of complex numbers is denoted by the symbol
C. The uniform distribution bounded by the closed interval
between a and b is denoted by U[a,b]. The complex normal
and normal distribution with mean µ, standard deviation σ and
covariance matrix Γ is denoted by CN (µ,Γ), respectively. The
identity matrix In is a n × n square matrix with ones on the
main diagonal and zeros elsewhere.

II. MOTIVATION – RECURRENCE IN CSI
IoT – and more specifically LPWAN – technologies are often
put in the field with a deploy-and-forget strategy, where the
devices remain immobile afterwards. As such, we can expect

Inactive devices (K \ Ka) Active devices (Ka) Access points

0 200 400

0

200

400

(a) Co-located case N = 1.

0 200 400

(b) Cell-free case N = 32.

Fig. 2: Example of a simulation scenario with an area of 500×500 m2

for the case of 32 total base station antennas for a co-located (a) and
cell-free (b) deployment.

that the channel conditions are less time-variant than assumed
in theoretical models often assumed in literature [20, 21]. To
investigate the long-term behavior of the channel, a uniform
linear array (ULA), described in [22], is used to estimate the
channel of two static IoT nodes, shown in Fig. 3, over a time
period of more than 8 hours. This measurement campaign rep-
resents a typical IoT scenario where the base station or gateway
is located at an elevated height and the IoT devices are fixed in
place. As shown in Fig. 3b, during the experiment, movement
in the proximity of the nodes is present. Furthermore, the line-
of-sight (LoS) was sometimes blocked due to cars passing by,
as would be the case in real deployments.

(a) ULA at the balcony with Node 1 positioned right and
Node 2 left.

(b) Movement in the proximity of Node 2 during the
measurements.

Fig. 3: Measurement setup to study long-term channel behavior.

The long-term behavior is measured by taking the channel
correlation (Eq. 1) of the first channel estimate and the other
channel N measurements, i.e., δ1,j for j ∈ {1, . . . , N}.
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δi,j =

∣∣∣h̄H
i · h̄j

∣∣∣
∥∥h̄i

∥∥∥∥h̄j

∥∥ (1)

The observed channel correlations are depicted in Fig. 4a.
The empirical cumulative distribution function (eCDF) of these
correlation coefficients is shown in Fig. 4b. Fig. 4a illustrates
that most of the time the correlation coefficient is close to 1,
indicating that the channel is highly correlated with the first
estimate and thus can be considered static. It also shows that,
while in some occasions the correlation drops, the channel
quickly becomes again highly correlated with the first channel
instance. More than 90% of the measured channels1 have
a correlation coefficient higher than 0.9 over a window of
more than 8 hours. This demonstrates the potential of re-using
channel estimates in IoT contexts.2
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(a) Channel correlation with respect to the first channel
instance. Although the correlation sporadically drops, the
majority of the channel instances are highly correlated, as

shown in Fig. 4b.
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(b) The eCDF of the channel correlations. It indicates that
91% for Node 1 and 95% for Node 2 of the channel

correlations are above 0.9.

Fig. 4: Channel correlation over a full day (9h24-17h48) with over
10 000 channel instances.

III. SYSTEM MODEL

Two deployment strategies, i.e., co-located and cell-free mas-
sive MIMO, are considered, as shown in Fig. 2. The former
follows the conventional massive MIMO where all antennas are

1More specifically, 91% and 95% for Node 1 and Node 2, respectively.
2We use here the term “re-using” to indicate that we no longer operate in

a block fading model with independent channel realizations. Typically, these
blocks are considered in the order of 50ms.

located in one array, often spaced by half a wavelength. In cell-
free systems, APs are geographically distributed over the area
equipped with one or more antennas. In our study, we assume
single-antenna APs in the cell-free case. In the remainder of
the manuscript, we will use the term AP to denote the base
station (in the central case).
There are K devices, each trying to access the network with
a certain activity probability εa. To do so, each active device
k ∈ Ka sends a unique, non-orthogonal preamble of length τp,
known to the network. The pilot symbol of the preamble sent
by device k at pilot symbol t is denoted by sk,t. The vector of
received symbols at the M antennas of the APs at time t is

yt =
K−1∑

k=0

gksk,tγk +wt, (2)

where gk ∈ CM×1 is the known prior CSI of device k, γk
is an unknown complex scalar and wt ∈ CM×1 is additive
white gaussian noise (AWGN), distributed as ∼ CN

(
0, σ2I

)
.

The unknown complex scalar, γk =
√
ρkake

jφk , contains
the transmit power ρk, device activity ak ∈ {0, 1} and a
potential phase offset φk. The device-specific phase offset can
account for a carrier frequency offset (CFO), where the CFO is
considered constant over the preamble duration. By assuming
that all M antennas are perfectly synchronized, this offset is
only dependent on the device. In case the device is inactive,
γk will be zero. Defining the matrices of channel vectors and
pilot symbols at time t,

G =
[
g0, · · · ,gK−1

]
∈ CM×K ,

Dt = diag (s0,t, · · · , sK−1,t) ∈ CK×K ,

the received signal at the M base station antennas at time t can
be rewritten as

yt = GDtγ +w (3)
(4)

The matrix GDt ∈ CM×K is known at the APs as it consists of
the known CSI, G, and the transmitted preamble symbols from
the K devices, Dt. By stacking the τp consecutive yt ∈ ỹ, the
received signal becomes,

ỹ =




GD0

...
GDτp−1


γ + w̃ (5)

=



G

. . .
G







D0

...
Dτp−1


γ + w̃

=
(
Iτp ⊗G

)
Dγ + w̃

= Γγ + w̃,

where D =




D0

...
Dτp−1


 and Γ =

(
Iτp ⊗G

)
D ∈ CMτp×K .
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IV. DEVICE ACTIVITY DETECTION

A novel algorithmic solution is proposed to find the active
devices. After determining the active devices, conventional
detection techniques, e.g., zero forcing (ZF), can be used to
separate the devices in the uplink.
As soon as τp ≥ K/M and for well-conditioned channels and
pilot sequences, the matrix Γ will be of full rank K and γ can
be estimated by using a left pseudo inverse,

γ̂ =
(
ΓHΓ

)−1

ΓH ỹ (6)

= γ +
(
ΓHΓ

)−1

ΓHw̃.

This corresponds to the maximum likelihood estimate. Note
that, when Mτp � K, ΓHΓ is expected to become a diagonal
matrix because the device channels and unique preambles will
become orthogonal [20]. This can lower the complexity of the
inverse operation and allows for distributed processing.
A non-negative activity threshold γth,k is applied for each
device k. A device is considered active if |γ̂k| > γth,k. We
define the real-valued threshold as,

γth,k = v
√

SNRk

−1
, (7)

where v is chosen to have a desired probability of false
alarm and miss detection performance, as discussed in Sec-
tion V. The signal-to-noise ratio (SNR) of device k, SNRk, is
ρk ‖gk‖2 ‖sk‖2 /σ2, with σ2 the noise power.

V. SIMULATION RESULTS

The performance of the proposed scheme is explored for a co-
located and a cell-free system. An example of a simulation
scenario, with a co-located or cell-free AP deployment, is
shown in Fig. 2. The number of APs is denoted by N . The
default simulation configurations are summarized in Table I.

TABLE I: Simulation parameter set.

Parameter Symbol Default value

Number of devices K 1000
Number of APs N -
Number of total AP antennas M -
Area size A 500 × 500 m2

Device activity probability εa 0.01
Transmit power of the device ρ 1mW
Bandwidth B 125 kHz
Thermal noise σ2 −122.88dBm
Path loss β urban model[23]
Carrier Frequency fc 868MHz
Pilot sequence sk ∼ CN (0, 1)
Pilot length τp 40 symbols
IoT device height hk 1m to 4m
AP height hBS 29m
Phase offset φk ∼ U[0,2π]

Number of simulations Nsim 1000

We consider an area of 500 × 500m2 with 1000 devices.
The positions of the devices are randomly generated for each
simulation. The locations are kept constant among the different
scenarios in order to have a fair comparison. The locations of
the access points are generated in order to have, on average, a

uniform distribution of the AP positions, as shown in Fig. 2b.
For each simulation, a grid of size

⌈√
N

⌉
by

⌈√
N

⌉
is

generated of which N random positions are selected for the
APs. In case there is only one AP, the AP is located in the
center.
The device activity profile is generated randomly and inde-
pendently for each device with a probability εa = 0.01,
meaning that on average 10 devices are active simultaneously.
Or equivalently, the devices have an average duty cycle of
1%, which can be considered high [24] for the investigated
applications and hence represents a worst-case scenario. A
higher number of simultaneously active devices is simulated
by increasing the activity probability εa. All devices use the
same transmit power of 1mW. We assume the same bandwidth
as used in long-range wide-area network (LoRaWAN), i.e.,
125 kHz, and have adopted the thermal noise floor for a
125 kHz signal, i.e., σ2 = −122.88 dBm, at the receiver.
The channel between AP n and device k is modeled as
gk,n =

√
βk,nh, with βk,n the path loss and h the small-

scale fading independently and identically distributed (i.i.d.)
∼ CN (0, 1). The large-scale path loss follows the reported
model in [23] for an urban environment operating at 868MHz,
i.e., βk,n = 128.95 + 23.2 log10(dk,n) + χ dB with dk,n
the distance between device k and AP n and χ the shadow
fading∼ N (0, 7.8). For the co-located case, βk,n becomes βk.
In the proposed scheme, we consider that the channel G is
static in time. The pilot sequence is randomly generated from a
complex Gaussian distribution sk ∼ CN (0, 1), and is assumed
to be known by all APs. Each device uses a pilot sequence
of 40 symbols, respecting the requirement of τp being greater
than or equal to K/M . A random phase offset φk ∼ U[0,2π]

is generated to simulate a carrier frequency offset (considered
time-invariant over the simulation period).
1) Trading-off the probability of false alarm and miss detec-
tion: The receiver operating characteristic (ROC) is studied
based on the probability of miss detection and false alarm. False
alarm happens when a device is considered active, while it was
actually not transmitting. In contrast, a miss detection occurs if
a device was active but is undetected. As in [11], the probability
of miss detection is defined as the average ratio of undetected
devices to the number of active devices

Pmd = 1− E





∣∣∣Ka ∩ K̂a

∣∣∣
|Ka|



 , (8)

where Ka is the set of active devices and K̂a = {k|âk = 1,∀ ∈
[1,K]} denotes the estimated set of active devices. Note that
on average |Ka| = Ka. Similarly, the probability of false alarm
is the ratio of inactive devices considered active to the number
of inactive devices and is given by

Pfa = E





∣∣∣K̂a \ Ka

∣∣∣
K − |Ka|



 . (9)

The results presented in Fig. 5, 6, and 7, are scaled to the
lowest non-zero probability measurable, which depends on the
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number of nodes, active nodes |Ka| and number of simulations
Nsim. The minimum obtained probability of miss detection is
observed if only one device of all active devices is undetected,
i.e., 1/

(∑Nsim
i=1 |Ka,i|

)
≈ 1/(Ka ∗ Nsim). Equivalently, the

lowest false alarm is perceived when only one inactive device is
considered active, i.e., 1/

(
KNsim −∑Nsim

i=1 |Ka,i|
)
≈ 1/((K−

Ka) ∗ Nsim). For the default case with 1000 simulations, this
becomes on average 10−6 and 10−4 for the probability of false
alarm (Pfa) and miss detection (Pmd), respectively. A trade-off
can be made between the two probabilities by varying v in (7).
A lower v yields a lower activity threshold, resulting in more
devices considered active. This in turn lowers the probability of
miss detection, while increasing the probability of generating a
false alarm. In the simulations, the parameter v is swept across
the range [10−2, 105]. In the remainder of the manuscript, the
optimal threshold vopt is used to denote the choice of v yielding
the lowest probability of false alarm and miss detection. Due
to the limits imposed by the minimum probabilities observable,
there exists a region where no errors of false alarm and miss
detection, were observed.
In the following, the impact of varying the device transmit
power, area size and activity level on the device detection
performance is studied.

co-located 1mW co-located 10mW co-located 25mW
cell-free 1mW cell-free 10mW cell-free 25mW

10−4 10−2

10−6

10−4

10−2

100

Pmd

P
fa

(a) 32 base station (BS) antennas

10−4 10−2

Pmd

(b) 64 BS antennas

Fig. 5: ROC for 32 and 64 base station antennas for different transmit
power. By using only 64 antennas in a cell-free system, the IoT devices
can lower their transmit power to 1mW or 0 dBm.

a) Effect of the transmit power: The impact of the devices’
transmit power (1mW, 10mW and 25mW) when using 32
and 64 antennas is shown in Fig. 5. In the case of 128 antennas,
no false alarm or miss detection has been observed when using
the optimal threshold vopt for all three transmit powers. For
both 10mW and 25mW transmit power the cell-free and co-
located case, even with only 32 antennas, perform optimal. In
case of using 1mW transmit power, 32 antennas show not to be
sufficient. As of 64 antennas only in the co-located system, miss
detection and false alarm are observed, but the probabilities are
reduced by a factor of 100. This demonstrates that the transmit
power of IoT devices could be greatly reduced by moving to a
cell-free scenario, while still requiring only a limited number
of AP antennas.

co-located M32 co-located M64 co-located M128
cell-free M32 cell-free M64 cell-free M128

10−4 10−2

10−6

10−4

10−2

100

Pmd

P
fa

(a) 500 × 500m2 area

10−4 10−2

Pmd

(b) 1000 × 1000m2 area

Fig. 6: ROC for a 500× 500m2 and 1000× 1000m2 area. The cell-
free systems experience a lower performance degradation due to the
higher path loss (PL) of the 1000× 1000m2 area.

b) Effect of the area size: Fig. 6 illustrates the impact of the
area size on the performance of the initial access scheme for
a 500× 500 and a 1000× 1000m area size. The first obvious
effect is the degradation of the SNR due to a higher path loss
of the larger area, yielding a decrease in performance for all
scenarios. The cell-free system is less affected by the increase
in area size, as also observed in [11].
c) Effect of the activity level: Fig. 7 shows the impact of an
increase in activity probability from 0.01 to 0.2. The latter
implies that, on average, 200 devices simultaneously access the
network. Similar to previous observations, the cell-free systems
outperform the co-located networks. Despite this, even with
20% of the devices being active on average, the systems using
64 (cell-free) 128 (both cell-free and co-located) AP antennas,
do not detect any errors.

co-located M32 co-located M64 co-located M128
cell-free M32 cell-free M64 cell-free M128

10−4 10−2

10−6

10−4

10−2

100

Pmd

P
fa

(a) εa = 0.01

10−5 10−3 10−1

Pmd

(b) εa = 0.2

Fig. 7: The co-located system experiences more performance degra-
dation than cell-free systems when increasing the activity probability.
Even with 20% of the devices being active, the systems using 64
(cell-free) and 128 (both cell-free and co-located) AP antennas do not
detect any errors.3

3Notice that the x-axis is scaled differently as the minimal observable
probability of miss detection is lower for the εa = 0.2 case due to a
higher number of active devices, which is on average 200 opposed to 10 for
εa = 0.01.
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VI. CONCLUSIONS

A grant-free algorithm is proposed using prior CSI for initial
access in massive MIMO networks. It serves as a baseline for
the potential of re-using channel state information to support
massive and low-power IoT. The initial scheme has a closed
form solution, without the need for iterations, is scalable to a
large number of devices, and is robust to CFO.
The performance of the proposed algorithm is studied for
a conventional co-located and cell-free system. A trade-off
between the probability of false alarm and miss detection can be
made. The simulation results demonstrate that with only 1mW
of transmit power, 64 base station antennas, deployed in a cell-
free setup, will suffice to support a large area (1000 × 1000
m) and a high number of access requests (up to 200) and
still having a probability of false alarm and miss detection
below 10−6 and 10−4, respectively. Furthermore, the results
also indicate that we could greatly reduce the transmit power of
IoT devices by moving to a cell-free scenario, while requiring
only a limited number of total AP antennas.
In contrast to what is observed in [25], with our algorithm,
the performance of a cell-free topology performs better than a
co-located case. This is because we are able to exploit the full
channel state information and thus also the increase in channel
diversity due to the geographical distribution of the APs.
As an extension, the model and algorithm could be adapted to
include partial CSI, as opposed to perfectly knowing the full
channel state information. In addition, currently, single-antenna
APs are considered for the cell-free case. The simulations can
be extended by investigating the optimal number of APs for a
fixed number of total receive antennas.
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Abstract—Epilepsy is one of the most common neurological
conditions, affecting nearly 1% of the global population. It is
defined by the seemingly random occurrence of spontaneous
seizures. Anti-epileptic drugs provide adequate treatment for
about 70% of patients. The remaining 30%, on the other hand,
continue to have seizures, which has a significant impact on their
quality of life as they are constantly unsure when these seizures
will occur. Reliable seizure detection methods would thus have a
significant impact on the lives of these patients.

Despite ongoing research efforts involving academia and in-
dustry in large international collaborations, epileptic seizure
detection and especially prediction is still an unsolved problem.
The key to the solution could lie within ultralong-term, real-
life datasets that are currently being generated using wearable
sensors. However, due to the size of these datasets, conventional
learning techniques such as least-square support vector machines
(LS-SVMs) can become intractable.

Therefore, this work proposes the use of a recently developed
tensor network Kalman filtering approach for LS-SVMs (TNKF-
LSSVM) to detect epileptic seizures [1]. In the TNKF-LSSVM
algorithm, the dual problem of the LS-SVM is solved using a
recursive Bayesian filtering approach. This way the least-square
problem can be solved row-by-row using a Kalman filter, thereby
avoiding explicit matrix inversions, while also being able to
provide confidence bounds on the estimates. By making use of the
tensor-train format [2] to represent the matrices and vectors in
the Kalman equations, it is even possible to avoid the construction
of the (N + 1)× (N + 1) covariance matrix1.

To be able to apply the TNKF-LSSVM algorithm for seizure
detection there are still some issues that need to be tackled.
One such problem is that the TNKF-LSSVM only performs well
when the dataset is properly balanced, which is generally not the
case for seizure datasets. Furthermore, for the TNKF-LSSVM to
work efficiently for large scale problems the modes of the tensor-
trains representing the matrices and vectors should be as small
as possible, thus it must hold that N + 1 =

∏
i ni, such that

ni is ‘small’ for all i. To overcome both of these challenges we
propose using the SMOTE method to oversample the seizure
class, such that a balanced training set can be generated that
has good factorization properties.

Some preliminary results using a small subset of data from a
public EEG dataset [3] show that taking the above considerations
into account, the TNKF-LSSVM method can have performance
that is competitive with a regular LS-SVM. Where the TNKF-
LSSVM method has the benefit of scaling log-linearly with the
size of the dataset (in terms of memory usage) and can provide
an uncertainty estimate of the detection. Future work will need

1N is the number of data points in the training set and 1 is added for the
bias.

to show whether this scaling up works as expected for the entire
dataset.

Index Terms—tensors, tensor-train, Kalman filter, SVM,
seizure, epilepsy, detection
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ABSTRACT

Due to the prevalence of passive Wifi signals, recently re-
searchers have focused on using the Channel State Informa-
tion (CSI) for the purpose of activity recognition in indoor
applications. Many Machine Learning algorithms have been
proposed to this end that aim to address this issue by focusing
on the sequential property of time-series data. In this work,
we propose a Transformer-based architecture which in addi-
tion aims to take advantage of the spatial diversity inherent in
multi-antenna and multi-channel CSI data as input. Through
experimentation we show the benefits of proposed architec-
ture, particularly in indoor settings where the effects of envi-
ronment geometry, including line-of-sight versus non-line-of-
sight, matter most.

Index Terms— Activity Classification, Channel State
Information, Transformer Model, Machine Learning, Multi-
channel

1. INTRODUCTION

The prevalence of Wifi transmit-receive signals has in recent
years given rise to increasing research in emerging IoT ap-
plications. An area of interest is related to applications that
utilize the untapped and passive signals propagating through
open air. Already present in the environment, Channel State
Information (CSI) is one of the most promising sources of
such signals, essentially anywhere with a Wifi Access Point
(AP). The presence of many Wifi enabled devices, (e.g.
routers, smart TVs, etc), entails the following research ques-
tion: can smart devices use the signal in a non-intrusive way
to their benefit and provide useful service for their users?
This work focuses on classifying a user’s activity captured in
passive signal sources, in particular the multi-channel CSI,
using a Transformer architecture.

Traditionally, such applications have relied on direct com-
munication which consumes much needed bandwidth. Re-
cently, there has been a number of proposals to use CSI pack-
ets opportunistically for activity recognition [1, 2, 3, 4]. The
problem with such approaches is that the Wifi channel expe-
riences fast and non-predictible changes. This seeming short-

The authors acknowledge Huawei Canada for the financial support of
this project.

coming, as counter intuitive as it may seem, can be utilized to
the benefit of such systems.

According to a recent survey on algorithms for stationary
and single subject setup [1], classical machine learning algo-
rithms, such as Support Vector Machine (SVM), can be im-
proved using recurrent neural networks such as a Long Short
Term Memory (LSTM) network. In the multi-room scenarios
[5], Convolutional Neural Networks (CNN) plus LSTM clas-
sifiers that rely on spectogram analysis have shown promising
results in multi-class predictions task where the activity of the
subject can be different in different rooms. Transformers are a
type of neural networks that can capture temporal relations in
the input signal through the power of attention mechanisms.
While in the discrete and finite signal domains such as sen-
tence and word prediction, Transformers have been shown to
perform outstandingly, in the case of time-series signal the
research is pre-mature and on-going.

In this work, we propose a new application of Transformer
networks to the CSI data for activity recognition. Particularly,
we investigate and show analysis where diversity of signals
can prove useful. In Section 2, we provide the model and al-
gorithm to perform activity recognition (classification) based
on CSI input. The model can be trained using the Stochastic
Gradient Descent method, commonly used in training deep
neural networks. We derive mathematical expressions for the
update rules. In Section 3, we describe the experimentation
setting and environment geometry through which data for
training has been collected. Unlike previous research, we put
emphasis on location variations of subjects.

2. SYSTEM MODEL & ARCHITECTURE

The signal space behaviour of a communication channel is
well described by its Channel State Information (CSI) [6].
Among other effects, the CSI captures and represents the
effect of scattering, fading, and distance-related power at-
tenuation. Compared to RSSI, recent research shows that
CSI better embodies the subtleties related to location and
motion in indoor environments [7], known as spatial depen-
dencies. In a classical posture recognition setting, there are
mainly four components that make up the system, namely
data acquisition, preprocessing, feature extraction, and a final
classification stage. We formulate these steps for end-to-
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end training as follows. Let the collected CSI matrix be
H = [h1, · · · ,hN ] ∈ CN×K where N is the sequence length
corresponding to the time index and K the total number of
sub-carriers over a multi-antenna, multi-channel communi-
cation link. This taken as raw input can be used to perform
activity recognition, as described next.

2.1. Convolutional Signal Pre-Processing

We perform a pre-processing or filtering computation as a
first-step, in each sub-carrier with a sliding window to carry
convolution summation, in order to smooth out the collected
CSI. Let Wϕ be the learned parameter. Then the smoothing
formula is of the form:

Z = fϕ(WϕH+ bϕ), (1)

where f(.) is an activation function of choice and bΦ is
the bias term. In this case, the learning parameters are
Φ = [Wϕ,bϕ] for all sub-carriers. We note that this can
be viewed as a convolutional neural network pre-processing
step, where the set of parameters are kernel weights of a
fixed, often small, size, shared across all the sub-carriers.
Let Z = [z1, · · · , zN ] ∈ CN×K be the matrix of stacked
smoothed CSI data through the convolution operation.

2.2. Transformer (Decoder-Only) Architecture

We form the following transformations of the columns of Z
which correspond to sub-carrier frequencies of the CSI data.
Let Ψ = [Wq,Wk,Wv] ∈ CK×3K be a set of trainable
transformation parameters, adopting the notation in [8], we
take:

Q = WqZ, (2)
K = WkZ, (3)
V = WvZ, (4)

or in compact notation Q = [q1, · · · ,qN ], K = [k1, · · · ,kN ],
and V = [v1, · · · ,vN ]. Note that each column in Q, K, and
V corresponds to an expression that is a linear combina-
tion of all CSI sub-carrier data at a given time. We are
interested in normalized coefficients αi across sub-carriers
i ∈ {1, · · · ,K} computed as:

(α)ij =
1√
N

(KQ)ij∑K
j=1(KQ)ij

, ∀j ∈ {1, · · · ,K} (5)

where the notation ()ij refers to the j’th element of the i’th
row of its argument matrix. Note that (α)ij’s are in the range
[0, 1] and add to one across rows when viewed as a K × K
matrix. Essentially, the higher the value of j’th element in
αi, the more the influence of the j’th and i’th sub-carriers on
each other at a given time, which we consider important for
classification. In relation to the attention mechanism of [9],
we note that in this case, the index of time refers to signal
CSI at each time stamp rather than a word index. Similarly,

in order to ensure that the predictive blocks remain causal, we
impose a constraint on each of the matrices Wq , Wk, and
Wv to be lower triangular. We can then form the new CSI
vectors ‘with attention’ as:

ĥi = α⃗iV, (6)

for each i ∈ {1, · · · ,K}, where we have used the notation α⃗i

to view all the influences from other sub-carriers on the i’th
sub-carrier in a vector form. After this operation, we can write
in compact form Ĥ = [ĥ1, · · · , ĥN ] ∈ CN×K . In short, the
relation between the matrix of original CSI denoted by H and
the transformed matrix of CSI, denoted by Ĥ, becomes:

Ĥ = fΨ(H), (7)

where fΨ() is a multi-variable function parametrized by Ψ =
[Wq,Wk,Wv].

2.3. Linear Discriminant Classifier

The above development allows us to form a classifier given
Ĥ. With that, it’s the task of the recognition module to detect
the type of posture captured by the CSI data. By properly cap-
turing the information in the new CSI due to the movement of
the human body causing classifiable propagation effects, pas-
sive recognition becomes feasible in this setting. Formally,
given Ĥt as a column vector of features at instance t con-
sisting of K transformed measurements, we are interested in
predicting the activity class given by:

p(y = c|Ĥt; Θ) =
exp(θTc Ĥ

n)
∑C

j=1 exp(θ
T
j Ĥ

t)
, (8)

where y is the model prediction among C classes and T is
the transpose operator, θc denotes the weight corresponding
to the feature set of activity c in a linear model, and Θ =
[θ1, · · · , θC ] in compact vector notation. This formulation
lends itself to type of hypothesis thesis in which the correct
class can be predicted conditioned on the system parameters
and input. Indeed, in (8) other variations of the input and fea-
ture signals can be incorporated.

In this case, let fΘ(Ĥ) denote the vector function of like-
lihoods under all hypotheses. Therefore, the elements of this
vector function are precisely the ones from relation (8) and
its size is C. One mode of classification would be to choose
the element with the highest likelihood to be the prediction
from the model. Without any prior knowledge of the input,
this would correspond to the Maximum Likelihood estimate,
also known as the soft-max learning. More formally,

fΘ(Ĥ
t) =



p(y = 1|Ĥt; θt1)

...
p(y = C|Ĥt; θtC)


 , (9)

where Θt are the classifier’s learned parameters at time t.
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Fig. 1: System diagram of the proposed activity recognition
method.

2.4. Learning with Stochastic Gradient Descent

It must be noted that the proposed architecture in this paper
bears resemblance to that of (decoder-only) Transformer ar-
chitecture applied in machine learning and Natural Language
Processing (NLP). Similar to the learning process proposed
in [8], we define the following cross-entropy loss function:

LCE = − 1

N ′

N ′∑

i=1

log

(
p(y = ci|Ĥt; θ1 · · · θC)∑
j ̸=i p(y = cj |Ĥt; θ1 · · · θC)

)
,

(10)

where the summation is over N ′ data samples. The learning
rules corresponding to the parameters for the pre-processing,
the Transformer model, and the classifier head are given by:

Φ(t+1) ←− Φ(t) + λ
∂LCE

∂Φ
, (11)

Ψ(t+1) ←− Ψ(t) + λ
∂LCE

∂Ψ
, (12)

Θ(t+1) ←− Θ(t) + λ
∂LCE

∂Θ
, (13)

to obtain the parameters at epoch t+ 1, given the parameters
at epoch t, where λ is the learning rate. Automatic differen-
tiation libraries readily exist for computationally carrying out
updates in relations (11), (12), and (13). In summary, the pro-
posed architecture performs the following processing steps on
CSI, which is passively received. Any filtering and smoothing
such as denoising or Gaussian smoothing, which are necces-
sary as pre-processing, may be performed on the inputs.The
first step requires smoothing and filtering of the CSI data in
which a one-dimensional convolution layer is applied to the
original CSI. Next, the filtered CSI is transformed using the
attention mechanism in (7), in order to determine which car-
rier frequencies hold the most information about the activity,

capturing spatial and inter-frequency dependencies. The re-
sults of the last processing stage are passed through a linear
classifier given in (9), which then outputs the predicted cat-
egory for the human activity. The overall system diagram is
shown in Figure 1.

3. EXPERIMENTS
In this section, we provide experimental results and compare
the performance of the proposed algorithm with the state-of-
the-art. Our measurements are taken using two Asus AC86u
routers, each equipped with 3 antennas and 52 frequency
modes per antenna, resulting in K = 156 sub-carriers. In
our experiments, we consider a single subject in one of 6
different locations. The room is 8ft-by-18ft, with one trans-
mitter fixed in one corner while the receiver positions are
changed in parallel along the room, to capture the effect of
geometry. Overall 13,942 data points (3 seconds long at 0.02
sampling rate, i.e. N = 150) are collected from 5 classes
(“pickup”, “sitdown”, “standup”, and “walk”, and from an
“empty room”). We trained the algorithm described in [5]
with the settings of the authors on our dataset, named Spec-
CNN. Each is trained for 100 epoches, with 20% of data
held out for test on a computer with Tesla K80 GPU. Table 1
summarizes the results.

3.1. Accuracy & Effect of Diversity

As compared to a CNN based classifier’s accuracy of 81%,
the proposed architecture achieves a higher accuracy of
(87.83 ± 0.64)% as reported over all configurations of sub-
jects and receivers. Furthermore, the benefit from selecting
sub-carrier modes through the attention mechanism can be
seen when all 1 − 156 sub-carriers are used as opposed to
when 10%, 30%, 50%, and 70% of subcarriers are used. This
is deemed to be due to the network’s capability to attend to
sub-carrier CSI that contribute the most to the output of the
classifier, attesting to the capacity of network to incorporate
more data in order to improve its performance. In general,
increasing K does not imply increased performance as the
results show.

3.2. Accuracy & Environment Geometry

In order to investigate the effect of environment geometry, we
perform two types of experiments. In the first case, we com-
pare the effect of line-of-sight (LOS) including all data points
where the subject, transmitter, and receiver are along a direct
path, against the case when they are not (non-line-of-sight or
NLOS). Here, we report on three activities (“walk” and “no
activity” would be ambiguous). In general, it’s believed that
CSI data is very susceptible to environment changes. When it
comes to LOS versus NLOS, our results show that changes in
activities matter just as much — evident in drop in accuracy
in almost all other classes — when the subject is in NLOS.

Lastly, for each activity we compare the prediction accu-
racy as a function of distance. The models are only trained on
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Table 1: Classification accuracy on data collected using Asus Router model AC86u with 3 antennas and total of K = 152
sub-carriers. The classification accuracy results are shown when 10%, 30%, 50%, 70% selected at random, and all 1 − 152,
sub-carriers are used. The results for Line-of-Sight (LOS) and None-Line-of-Sight (NLOS) as well as for distances d = 12,
d = 14, d = 16, d = 18 feet between the transmitter and receiver are provided.

Proposed
Class 10% 30% 50% 70% 1-156 LOS NLOS d=12 d=14 d=16 d=18

No Activity 50.79 29.36 67.46 84.12 97.62 - - 98.52 98.25 98.26 100.00
pickup 62.54 24.34 47.19 82.77 86.33 93.96 84.63 85.38 85.84 96.21 72.83
sitdown 17.01 23.67 50.34 83.44 97.24 96.93 98.27 99.24 94.98 97.30 90.87
standup 50.23 84.33 97.23 72.58 88.94 97.20 87.00 90.12 87.10 77.36 85.38

walk 09.38 53.52 51.17 34.27 72.30 - - 74.78 75.56 80.70 56.86
Acc (%) 40.75 43.05 62.39 74.56 87.83 96.14 88.23 88.61 89.53 92.20 79.09

all data-points, however, we test the model when the two re-
ceivers are placed in parallel, at d = 12, d = 14, d = 16, and
d = 18 feet away from the transmitter. We notice that given
the geometry of the room, there are sweet spots where the ac-
curacy is highest and generally the accuracy diminishes when
the distance between the transmitter and receiver increases.
This accuracy is however necessarily not a linear function of
distance. For instance, at d = 14ft over all classes, the accu-
racy is the highest while there is a dip in accuracy for “pickup”
and “walk” at distance d = 12ft, bringing the overall accuracy
down. This demonstrates the susceptibility of the networks to
distance. For such settings, re-training for a few epochs in our
experience proves helpful to mitigate the effect of over gen-
eralization. Beyond 18ft, accuracy experiences a significant
drop expect for no activity (i.e. high false negative).

4. CONCLUSION
One of the main challenges in human activity recognition in
indoor applications using CSI data lies in the ability to utilize
spatial as well as temporal properties of signals due to en-
vironmental effects. In this work, we propose a Transformer-
based model that leverages these properties in order to achieve
desired performance in complex indoor settings where LOS
versus NLOS scenarios prevail. By combining all CSI and al-
lowing the attention mechanism in relation (7) to process all
sub-carriers simultaneously, the model is able to considerably
improve its performance where accuracies as high as 96% and
88% are achieved in LOS and NLOS settings, respectively.
With an overall accuracy of 87.83%, our model outperforms
the state-of-the-art in full room settings where transmitter and
receiver distances as well as subject locations may vary.
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Workflow analysis is a young research field that has been
gaining traction in recent years. Work in this field aims to im-
prove the efficiency and safety in operating rooms by analysing
surgical processes and providing feedback or support, where
observations are made and evaluated by algorithms rather than
human experts. For our study, we mount five cameras from
different angles in a Catheterization Laboratory (CathLab) to
observe and analyse Cardiac Angiogram procedures. To auto-
mate the classification of workflow and personnel activities, we
propose a pipeline that first automates the camera calibration
of the 5-camera network then detect locations of medical
equipment and track personnel activities.

One of the most common ways to calibrate camera networks
is to use coded targets or markers [1]. However, cameras
might accidentally move after the calibration, causing all 3D
data calculated wrongly, therefore, the cameras need to be
re-calibrated. The re-calibration can be time-consuming. An
alternative is to use techniques based on Structure from Mo-
tion (SfM) which exploit the image correspondences between
different views. But these are often difficult to establish when
there is limited overlap between different views. To address the
above limitations, we propose an automatic camera calibration
framework in the CathLab, which relies on Scaled-YOLOv4
[2] to detect fixed objects and uses automatic model based
on artificial neural networks to extract selected key-point
features from each image frame. Then point-correspondences
between the image frame and the 3D coordinates are used to
compute one calibration set. A RANSAC-based filtering and
aggregation algorithm is used to generate a robust estimate
of the extrinsic parameters of each camera. The calibration
framework is shown in Fig.1.(b).

For object detection, we apply the state-of-the-art method
Scaled-YOLOv4 [2], as it has extremely fast processing speed
and decent precision. However, we find Scaled-YOLOv4 still
has difficulties detecting transparent objects such as lead
shields In order to detect such objects, we propose an object
detection algorithm based on Scaled-YOLOv4 with an auxil-
iary Dice Loss. The Dice Loss [3] establishes the right balance
between objects and backgrounds automatically, making the
boundary of objects attract more attention and contribute
to more discriminative features. The proposed algorithm is
consequently more powerful in detecting transparent objects.
Moreover, Scaled-YOLOv4 is tailored for datasets of single

*Equal contribution

view without taking advantage of the information contained in
multiple views. In this work, we also design a filter following
the object detection algorithm to refine the bounding boxes
of objects by considering detection results from different
cameras. The full pipeline of our object detection algorithm is
shown in Fig.1.(a).

Multi-person tracking hinges on the accurate estimation
of 3D human poses from multiple views. Most previous 3D
pose estimation methods train their models directly on a 3D
pose dataset, however, such data is unavailable for the task at
hand. To solve this problem, we decompose 3D human pose
estimation task into two stages (see Fig.1.(c)), avoiding the
need to large amounts of 3D pose data: we fine-tune Scaled-
YOLOv4 and HRNet for 2D pose estimation in the first stage,
and use a matching algorithm [4] to match corresponding 2D
poses from multiple views and then reconstruct 3D poses in
the second stage. The proposed 3D human pose estimation
algorithm is orthogonal to the traditional multi-view tracking
algorithm, and hence can be integrated with them flexibly.
Once trained, our method can be easily generalized to different
Cathlabs.

Fig. 1: Diagram of the proposed pipeline: (a) Object detection
algorithm; (b) Automatic Extrinsic Calibration Framework; (c)
Multi-person tracking algorithm.
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Abstract—In recent years, the wireless networks for avionics
systems have been attracting the attention of researchers from
different fields, airline companies, and industries. Specifically, the
wireless avionics intra-aircraft communications (WAIC) aims to
increase efficiency and flexibility while decreasing weight, fuel
consumption, and maintenance costs compared to traditional
wired avionics systems. WAIC solutions must offer reliability and
latency values satisfying intra-aircraft application requirements
to take full advantage of wireless networks. However, there
are challenges such as limited resources, complex propagation
environments, interference, and security. In this paper, we have
analytically evaluated and compared the performance of rep-
resentative industrial wireless networks, WirelessHART, Time
Slotted Channel Hopping (TSCH), and Low Latency Determin-
istic Network (LLDN) using the mathematical model proposed
by Park et al. [1], in terms of the average deadline missing
probability per flight hour. This metric is derived mathematically
for each protocol and investigated for different application
classes.

Index Terms—wireless avionics intra-communications, indus-
trial wireless sensor networks, deadline missing probability

I. INTRODUCTION

Wireless communication is already used for non-avionics
intra-aircraft communication, e.g., to provide communication
and entertainment services to passengers. However, wire-
less communication for avionics or Wireless Avionics Intra-
Communications (WAIC) is still in the research stage. WAIC
has significant potential advantages over wired solutions: life-
cycle cost reduction, weight saving, flexibility, and safety. On
the other hand, several challenges need to be overcome to
meet the stringent reliability requirements imposed by avionics
applications: limited resources, complex propagation environ-
ment, interference, and security. In the EU-funded Advanced
Data and power Electrical NEtwork Architectures and Systems
(ADENEAS) [2], we are investigating WAIC solutions.

First of all, let us examine a conceptual topology for WAIC
shown in Figure 1 [3] for a passenger airplane. Wireless
devices (sensors and actuators) communicate exclusively with
a gateway in a star topology centered on that gateway. These
are connected via a wired backbone. In this paper we will
only consider sensor traffic, i.e., unidirectional traffic from
a sensor to its gateway in a star topology, illustrated in

This work is conducted under EU-funded Advanced Data and power
Electrical NEtwork Architectures and Systems (ADENEAS) project with
Grant agreement ID: 101006728

Figure 2. The failure of one device or link does not affect
the rest of the network. Devices can be added or removed
easily without affecting the rest of the network. Reliability
and latency requirements of applications are defined for this
simple and generic case.

Fig. 1. An example aircraft network [3]

Fig. 2. A star network

II. TRAFFIC MODEL

In [1], Park et al. proposed that a WAIC network should
support various avionics applications, generating three traffic
types: periodic, event-triggered, and event-triggered periodic.
For example, structural health monitoring and many engine
sensors periodically transfer data. Event-triggered traffic is
generated when an event occurs such as triggering a smoke
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sensor. Some applications transfer event-triggered periodic
data, which means that a periodic transmission of data is
started when a specific event occurs such as the lowering of
the landing gear [1]. We consider three different types of traffic
sources:

• periodic traffic sources which generate a packet with a
fixed interval, Td:

• event-triggered traffic sources which generate a packet
with probability pe in each Td

• event-triggered periodic traffic sources which generate
asynchronously a packet with probability ph when Td

is expired, then stay to generate periodic packets with
probability 1−pq in each Td. Otherwise, it does not have
a packet to transmit.

Let us denote the number of nodes with periodic traffic
Np,max, event-triggered traffic Ne,max and event-triggered
periodic traffic Nep,max. The total number of nodes is Nmax =
Np,max +Ne,max +Nep,max. Td is the time interval which is
the application deadline. When a device cannot transmit the
generated packet within the deadline, it discards the packet
and generates a new one in next sampling interval [1]. The
Gilbert Elliot model is used for burst noise binary channel
[4]. The intra-aircraft environment is dynamic and unreliable
so multiple transmissions will be needed. During flight hours,
multiple samples are collected after each deadline. The ex-
pected number of periodic nodes at the first transmission of
each j-th sampled data is dynamically updated as

Np(1, j) =Np,max + phNep(1, j − 1) + (1− pq)ph

×
j−1∑

k=0

Nep(1, k)(1− pq)
j−k−2 (1)

The expected number of event-triggered periodic nodes at
the first transmission of each j-th sampled data is dynamically
updated as

Nep(1, j) =Nep,max − phNep(1, j − 1)− (1− pq)ph

×
j−1∑

k=0

Nep(1, k)(1− pq)
j−k−2 (2)

III. RELIABILITY METRIC DERIVATION

The reliability requirements of the avionics applications
have been characterized by their Development Assurance
Level (DAL) [5], which, based on the safety assessment
process in DO-178B [6], distinguishes 5 classes and associates
a maximum failure rate per flight hour to each of them. These
are shown in Table I. The application must ensure that the
failure rate will be lower than the value in the table during real-
time operation. Failure is defined as the inability to receive the
message within the application deadline (worst case latency).
The deadline values for avionics applications vary between
10-1000 milliseconds (ms) [7]–[10].

The average probability per flight hour is a quantitative
metric, used for flight certification. It is normally calculated as
the probability of a failure condition occurring during a typical

TABLE I
DEVELOPMENT ASSURANCE LEVEL (DAL)

Level Failure Condition Failure Rate per Hour
A Catastrophic 10−9

B Hazardous 10−7

C Major 10−5

D Minor 10−3

E No effect NA

flight of mean duration divided by that mean duration. A
mathematical model is proposed by Park et al. [1] to evaluate
and compare the reliability of the network for WAIC. It is
assumed that the applications will generate data at periodic
intervals of length Td. Td can also be called as the deadline
of the transmission between one sensor and the gateway. For
a safe operation, the applications need at least one successful
transmission within a deadline, Td. Tdur is defined as the flight
duration in hours. Tdur must be greater than Td: Tdur ≫ Td.
Since beacon and ACK frames are relatively much smaller
than data frames, the effect of their frame loss is neglected.
Moreover, the packet loss probability, ploss, is assumed to be
constant and independent.

The total number of samples in the flight duration is

Nt =
Tdur

Td
(3)

The transmission time is shorter than the deadline of the
applications for multiple transmissions. The i-th transmission
time of the j-th sampled data is denoted as: Tcyc(i, j), and
Tcyc(i, j) < Td. Then, the maximum allowable number of
transmissions to delivery j-th sampled data, mj , satisfies

mj∑

i=1

Tcyc(i, j) ≤ Td (4)

Note that, i ∈ [1,mj ], and j ∈ [1, Nt].
The failure probability per flight hour Pf for each sample

is independent. If the expected number of failures is denoted
by Nf , Pf can be calculated as

Pf =
Td ∗Nf

Tdur
=

Td

Tdur
∗

Nt∑

j=1

P j
fmj

=
1

Nt
∗

Nt∑

j=1

P j
fmj

(5)

P j
fmj

denotes the deadline missing probability of j-th sampled
data

P j
fmj

=

mj∏

i=1

plossi,j (6)

where plossi,j packet loss probability of i-th transmissions of
j-th sampled data.

IV. PERFORMANCE ANALYSIS

In this section, we will investigate the failure probability
per flight hour of three industrial wireless networks, namely,
LLDN, WirelessHART, and TSCH. LLDN and WirelessHART
are presented by Park et al. in [1]. Table II illustrates a
summary of the characteristics of the protocols.
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A. WirelessHART

WirelessHART is a wireless implementation of the HART
(Highway Addressable Remote Transducer) protocol (IEC
62591), developed by the HART Communication Foundation
[11]. Each transmission and its corresponding acknowledg-
ment occur within a 10 ms time slot in a periodic communi-
cation superframe.

At the beginning of every superframe is dedicated slots
assigned to devices generating periodic traffic and event-
triggered periodic traffic. The rest of the slots of the super-
frame are shared by devices generating event-triggered traffic.
They compete to communicate using random access. Thus, the
length of the superframe will be the sum of the beacon length
Tbc, dedicated and shared slots, which is

Tcyc(i, j) = Tbc + (NΣ(i, j) +Ns(i, j))Ts (7)

where NΣ(i, j) is the number of dedicated time slots, Ns(i, j)
is the number of shared time slots of i-th superframe to
transmit j-th sampled data, respectively. Ts is slot duration.

The expected number of dedicated slots will be

NΣ(i, j) = p
(i−1)
loss Np(1, j) for i ∈ [2,mj ] (8)

and NΣ(1, j) = Np,max +Nep,max.
Since the retransmission of the failed data transmission

is not allowed at the same superframe, the expected failure
probability per flight hour of the dedicated slots is

Pf,d =

Nt∑

j=1

p
mj

loss

Nt
(9)

In the scope of this work, the failure probability of the
event-triggered traffic of the shared slots is not considered.
The number of shared slots is assumed to be constant and
assigned to event-triggered nodes such that Ns = Ne,max.

B. Low Latency Deterministic Network (LLDN)

IEEE 802.15.4e provides three Medium Access Control
(MAC) behaviors targeting time-critical applications: Deter-
ministic and Synchronous Multi-channel Extension (DSME);
Time Slotted Channel Hopping (TSCH) and Low Latency
Deterministic Network (LLDN) [12]. The LLDN superframe
is shown in Figure3.

Fig. 3. LLDN Superframe

Assume time slots are assigned to all devices Nmax in the
first superframe of each sampling interval and no management,
and no bidirectional time slots. Then, the expected length of
the superframe is

Tcyc(i, j) = Tbc + (NΣ(i, j) +NΣ,r(i, j))Ts + Tgack (10)

where NΣ(i, j) and NΣ,r(i, j) are the expected number of first
transmission slots and retransmission slots of i-th superframe
to transmit j-th sampled data, respectively. Tbc is the sum
of the beacon length. The expected number of retransmission
slots of the superframe is

NΣ,r(i, j) = plossNΣ(i, j) for i ∈ [2,mj ] (11)

where NΣ,r(i, j) = ploss(Np(1, j)+Ne(1, j)) are the expected
number of first transmission slots and retransmission slots of
i-th superframe to transmit j-th sampled data, respectively.
The expected number of first transmission slots after the first
transmission is

NΣ(i, j) = p
2(i−1)
loss Np(1, j) + p2(i−1)Ne(1, j) (12)

The data packet transmission in the superframe is successful
when either the first transmission attempt or the retransmission
is received. Hence, the expected failure probability per flight
hour is

Pf,d =

Nt∑

j=1

p
2mj

loss

Nt
(13)

C. Time Slotted Channel Hopping (TSCH)

TSCH uses fixed-size time slots and frequency (multi-
channel) hopping. In the frequency hopping mechanism, the
retransmission of the data packet is deferred to the next time
slot assigned to the same sender-destination pair of nodes on
a different frequency. It mitigates the effects of interference
and multipath fading at a considerable [13]. Hopping can
be performed over up to 16 channels Nchannels, yet some
channels can be left out that have low quality or to improve
energy efficiency. A wide synchronization number, Absolute
Slot Number (ASN), is a global value denoting the number of
time slots elapsed since the beginning of the network. Channel
offset is an integer value ranging from [0, Nchannels]. A link
between nodes is defined by channel offset and slot offset at
the data link layer. The function F can be defined as a lookup
table. Thus, the transmission channel frequency for each link
is

f = F [(ASN + channelOffset) (mod Nchannels)] (14)

A time slot is the sum of the transmission of a frame and its
acknowledgment, including encryption and decryption times.
A unit of dedicated and shared time slots is called the slot-
frame, shown in Figure 4. Shared slots offer contention-based
access, while dedicated slots offer guaranteed contention-free
access. The expected length of slotframe is

Tcyc(i, j) = Tbc + (NΣ(i, j) +Ns(i, j))Ts (15)

in which NΣ(i, j) is the number of dedicated time slots and
Ns(i, j) is the number of shared time slots.

TSCH standard does not provide any scheduling mechanism
for assigning time slots. Let us assume similar assumptions
with WirelessHART. The beginning of every slotframe is
assigned to dedicated slots, which are assigned to devices
having periodic traffic and event-triggered periodic traffic.
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TABLE II
COMPARISON OF PROTOCOLS

Protocol Frequency band Data rate Slot duration Topologies Advantages Disadvantages

WirelessHART 2.4 GHz (ISM) 250 kb/s 10 ms Star, mesh usability, inheritance,
collision free and deterministic fixed slot duration

LLDN 2.4 GHz (ISM) 250 kb/s 10 ms Star low, deterministic latency
no overhead due to turnaround time lack of flexibility

TSCH 2.4 GHz (ISM) 1.2-1000 kb/s 10 ms Star, mesh
time critical assurances
high reliability
more spectrum utilization

Fig. 4. TSCH Slotframe

They are followed by shared slots assigned to the event-
triggered traffic.

Let us denote the packet loss probabilities of channels as
ploss1 , ploss2 , ...., plossNchannels

. The probability of choosing
each specific channel is 1

Nchannels
. To have fair comparison

with LLDN and WirelessHart,

plossTSCH
=

1

Nchannels

Nchannels∑

n=1

plossn (16)

Frequency hopping is performed uniformly over all avaliable
channels in a rotating manner. Thus, we can assume ploss1 =
ploss and ploss2 = ploss3 = ploss4 = .... = plossNchannels

=
plosso , plosso is a generic variable. Thus, probability of packet
loss for TSCH;

plossTSCH
=

ploss
Nchannels

+
Nchannels − 1

Nchannels
plosso (17)

If there is only one channel, Nchannels = 1, that means
no channel hopping and plossTSCH

= ploss. This case will
be same as WirelessHART. If all of the channels have equal
packet loss probabilities, then plossTSCH

= ploss

Nchannels
.

At the beginning of the operation, all periodic and event-
triggered periodic nodes are assigned to dedicated slots at the
first channel. The expected number of dedicated slots is

NΣ(i, j) =
(
(plossTSCH

)
(i−1)

Np(1, j)
)

for i ∈ [2,mj ]

(18)
and NΣ(1, j) = (Np,max +Nep,max).

In the scope of this work, the failure probability of the
event-triggered traffic of the shared slots is not considered.
For dedicated slots, the number of shared slots of TSCH is
assumed to be constant and fully assigned to event-triggered
nodes such that for TSCH Ns = (Ne,max).

Since the retransmission of the failed data is not allowed in
the same slotframe, the expected failure probability per flight
hour of the dedicated slots is

Pf =

Nt∑

j=1

(plossTSCH
)
mj

Nt
(19)

V. RESULTS AND ANALYSIS

The failure probability per flight hour of each protocol
is compared for deadline and packet loss probability. This
approach could help to choose which protocol will be best
for a specific application having strict latency and reliability
requirements. The parameter values used in computations can
be seen in Table III.

TABLE III
COMPUTATION PARAMETERS

Parameter Symbol Value
Slot size Ts 10 ms

Number of periodic nodes Np,max 20
Number of event-triggered nodes Ne,max 2

Number of event triggered periodic nodes Nep,max 2
Event triggered probability pe 0.5

Event triggered periodic first probability ph 0.1
Event triggered periodic probability pq 0.1

Number of channels Nchannels 4

Figure 5 compares the performances of protocols for ploss =
0.1, markers show the closest values to DAL levels. When
the deadline is lower than 230 ms, LLDN offers the most
reliable operation for 24 nodes. As the deadline increases
above 230 ms, TSCH offers significantly less probability of
failure. It can even reach DAL A, at 330 ms. WirelessHART
performs better than LLDN when the deadline is above 310
ms. WirelessHART can reach DAL A, at 410 ms.

In Figure 6, the deadline is assumed to be 480 ms for
the same scenario. The failure probabilities are generally
increasing with packet loss probability. TSCH is the most
resilient one to packet loss probability. TSCH supports the
highest DAL levels with the assumption that one channel has
a higher packet loss probability than others. WirelessHART
shows better performance thank LLDN until ploss is smaller
than 0.41.

The scalability of the model in terms of the number of
nodes is observed. The number of nodes increased to 120
for ploss = 0.1. The number of nodes multiplied by 5 such
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Fig. 5. Failure probability per flight hour as a function of application deadline
for 24 nodes

Fig. 6. Failure probability per flight hour as a function of packet loss
probability for 24 nodes

that [Np,max, Ne,max, Nep,max] = [100, 10, 10]. The failure
probability per flight hour as a function of the application
deadline for scaled scenarios can be seen on Figure 7. Similar
results were obtained with an increase in deadline for the same
probability of failure values. When the deadline is below 1150
ms and between 1350-1450 ms, LLDN is the most reliable.
For other values, TSCH shows superiority over other protocols,
especially the one with plosso = 0. WirelessHART performs
better than LLDN when the deadline is above 1.8 s. TSCH
can reach DAL A at 1.65 s, and WirelessHART at 2.1 s.

Fig. 7. Failure probability per flight hour as a function of application deadline
for 120 nodes

In Figure 8, the deadline is assumed to be 2.4 s for the same
scenario. The failure probabilities are generally increasing with
packet loss probability. TSCH is the most resilient one to

packet loss probability. LLDN offers higher reliability than
WirelessHART when ploss ⩾ 0.35.

Fig. 8. Failure probability per flight hour as a function of packet loss
probability for 120 nodes

VI. CONCLUSION

This paper compares the performance of three representative
industrial wireless protocols, namely, LLDN, WirelessHART,
and TSCH for wireless intra-aircraft avionics applications.
Both TSCH and WirelessHART can offer all reliability levels
for avionics applications at different deadlines. Moreover,
TSCH and WirelessHART offer flexibility since while LLDN
supports only star topologies, they enable both star and mesh
topologies. For avionics applications requiring a very low
deadline, LLDN is the best protocol to use. However, when
the deadline is shown above a limit, TSCH and WirelessHART
offer higher reliability than LLDN. If a very low deadline is
not a primary concern compared to the reliability, TSCH is
the protocol showing the highest performance with its channel
hopping and resilience to interference. Channel hopping im-
proves the performance of TSCH over WirelessHART by the
assumption that the packet loss probability of one channel is
higher than others. The model can include the effect of beacon
and acknowledgment by extension. The failure probability for
different traffic types can be observed.
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Abstract—Multiagent systems have been widely researched
and deployed in the industry for their potential to collectively
achieve goals by distributing tasks to individual agents [1]–[4].
Formation control, one of the many applications of multiagent
systems, aims at steering agents into a stable geometric pattern
in space [3], [4]. There has been a variety of crafted distributed
controllers in literature based on different dynamics that agents
follow, and different variables that agents sense and control [5].
Affine formation control is brought to the spotlight where N
agents in RD converge to the target formation up to an affine
transformation [6]. A more general scenario of affine formation
control is the dynamic formation maneuvering problem where
the target configuration is time-varying and the agents need to
not only converge to the desired formation but also track the
maneuvering pattern. This problem is addressed in [7] where
a series of controller designs are introduced depending on the
dynamics of the agents.

One of the practical challenge for affine formation control is
the awareness of relative positions of the neighbouring nodes,
which may not be always available due to e.g. sensor malfunc-
tioning and environmental interference. Missing relative positions
entail an adverse impact on the control, which leads to a
suboptimal or even unstable formation. In this work, we present
relative affine localization (RAL) to estimate unavailable relative
positions from the known ones in dynamic affine formation
control settings. It is found that the global affine transformation
parameters over the network can be locally estimated through a
set of linear equations. As such, the missing relative positions of
the neighboring agents can also be localized and then employed
by the controller. We also conclude that in RD , D relative
positions for each agent are sufficient for localization in general.
Furthermore, a sequential Least Squares (SLS)-based adaptive
filter across time is also implemented on top of RAL to track the
underlying affine parameters and improve the performance. Fig.
1 shows the improvements in tracking error δ(t) when using RAL
and SLS-based filtering. We also study two practical scenarios
where the system is subject to a percentage of loss of relative
positions and out-of-service agents, respectively. As a result, RAL
is robust to these cases in terms of convergence and optimality. It
is worth mentioning that this method applies to all the controllers
introduced in [7] since they involve relative positions.

Index Terms—affine formation control, missing observations,
sequential Least Squares

This work is partially funded by the European Leadership Joint Undertaking
(ECSEL JU), under grant agreement No 876019, the ADACORSA project -
”Airborne Data Collection on Resilient System Architectures.”

(a)

(b)

Fig. 1. (a) is the graph representation of formation where the vertices denote
mobile agents and edges denote relative measurements. The time-varying
target formation will be an affine transformation of the spatial locations of
the vertices. (b) shows the mean tracking error δ(t) (difference of actual and
target positions) across time t in seconds when only 3 relative positions are
available per agent. The “reference” case is when all relative positions are
available. This figure shows that without RAL the formation only converges
suboptimally, but with RAL and SLS-based filtering the performance is much
improved.
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As cities ban polluting cars from city centers, bikes are
becoming ever more popular for traveling last-mile, short
distances in a commute towards the city center. The concept
of bike-sharing involves a collection of bikes, spread out
across a city. For customers of the bike sharing platform,
these bikes are freely available for rent - when not in use.
The two main problems, afflicting bike sharing concepts,
is the loss of or theft of bikes [1] and the limited energy
budget for tracking bikes. Traditionally, these bikes are being
tracked using a Global Navigation Satelite System (GNSS)
connection for localization, and a cellular 2G connection for
cloud connection. However, both technologies consume large
amounts of energy: which is troublesome for battery-operated
trackers. To mitigate power consumption, Croce et al. [2]
studied the applicability of LoRaWAN cloud communication
for rental bikes.

Our research, however, indicates several zones where Long
Range Wide Area Network (LoRaWAN) coverage is non-
existent or extremely unreliable. Underground parking lots
proof to be the most challenging environment for tracking
bikes. In this work, we propose a Multiple Radio Access
Technology (Multi-RAT) approach using both unlicensed (Lo-
RaWAN) and licensed (Narrowband IoT (NB-IoT)) Internet of
Things (IoT) technologies as both feature distinct advantages
regarding Quality of Service (QoS), cost and energy consump-
tion. As demonstrated in [3], NB-IoT features higher QoS
levels (including coverage, latency performance and payload
size). However, LoRaWAN excels in both energy efficiency
for small payloads and cost efficiency. Combining both NB-
IoT and LoRaWAN in a single IoT node, enables dynamic
switching between these IoT technologies depending on var-
ious circumstances. When combining multiple wireless IoT
technologies for the purpose of coverage enhancement, the
resulting service area is effectively the total of all individual
service areas combined.

As bikes are often left behind in underground parking lots,
coverage in these challenging environments is of paramount
importance. We studied coverage levels of both LoRaWAN
and NB-IoT in multiple underground parking lots in the city
of Bruges (Belgium). Our findings are summarized in Table I.
These indicate the superior performance of NB-IoT due to
the variety in Coverage Enhancement (CE) level, resulting in
a larger Maximum Coupling Loss (MCL). By boosting CE

TABLE I: Coverage performance comparison of LoRaWAN
and NB-IoT in underground parking lots. Both Received Sig-
nal Strength Indicator (RSSI) and Reference Signals Received
Power (RSRP) are signal level and quality indicators.

Level LoRaWAN NB-IoT

0 ✓(SF 12, -113 dBm RSSI) ✓(CE 0, -61 dBm RSRP)
-1 ✗ ✓(CE 2, -127 dBm RSRP)
-2 ✗ ✓(CE 2, -118 dBm RSRP)
-3 ✗ ✓(CE 1, -120 dBm RSRP)
-4 ✗ ✓(CE 2, -133 dBm RSRP)
-5 ✗ ✓(CE 2, -134 dBm RSRP)

levels, transmit power and packet repetitions are increased.

By combining both LoRaWAN and NB-IoT, energy can be
saved by using LoRaWAN connectivity when available. By
using confirmed messages, an IoT node can discern whether
LoRaWAN coverage is available. When no LoRaWAN cover-
age is available, the IoT node can switch to NB-IoT communi-
cation, to ensure successful delivery. In this manner, coverage
is drastically improved by only a slight increase in energy
consumption and cost: making the bike truly theft-proof.
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I. INTRODUCTION

Touchscreens and buttons had became a medium for virus
transmission during the COVID-19 pandemic. We have seen
in our daily life that people use tissues and keys to press
buttons inside elevators, on public screens, etc. In the post-
COVID world, touch-free interaction with public touchscreens
and buttons may become more popular.

Motivated by the rise of visible light communication and
sensing, we design a real-time embedded system to enable
touch-free fingertip writing of the digits 0–9 with only ambient
light and simple photodiodes. We propose an embedded deep
learning model to learn the spatial and temporal patterns in the
dynamic shadow for air-writing digits recognition. The model
is devised with a lightweight convolutional architecture such
that it can run on a resource-limited device. We evaluate our
model using the LightDigit dataset [1] and report the results
in terms of accuracy and inference time.

LightDigit dataset. It is a new air-writing digits dataset
collected by a researcher going through 70000 images in
the MNIST dataset [2] and replicating them with air-writing
and ambient light to obtain time-series information. The
dataset contains 20880 instances of air-writing digits 0–9.
Each instance has 500× 9 = 4500 samples (i.e., samples per
photodiode × number of photodiodes). For more details about
the LightDigit dataset please refer to [1].

II. EMBEDDED AI ALGORITHM

Data processing. The classification principle of our pro-
posed algorithm is image processing using a convolutional
neural network. Each instance in the LightDigit dataset is
compressed into a 50×9 image (see Figure 1 for illustrations).
Irrelevant samples in each instance are stripped from the
beginning and the end. A sample is considered relevant if the
variation of light across channels lies above a predetermined
threshold, i.e., a sample with all channels (almost) equally
lit will be removed. This is done to correct for different
writing speeds, as a user will generally not be writing for
the entire sampling time. Then, the samples are downsampled
either by averaging samples into one or by simply keeping
equally spaced samples, and removing the rest. In both cases,
50 samples are retained to form a 50×9 image. Finally,
the image is globally normalized, instead of each channel
independently. This is essential to compensate for continuously
lit or dark channel, which would otherwise significantly distort
the image.

0 1 2 3 4 5 6 7 8 9

Fig. 1: Converting each air-writing digit to a 50×9 image.
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x150
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Conv2D
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Fig. 2: Proposed model architecture which is optimized for
various sizes. Note that dense softmax is the output layer.

Deep learning model. Our deep learning model is shown
in Figure 2. It is based on the widely-used LeNet-5 architec-
ture [3]. The goal is to keep the model as compact as possible
while maintaining high accuracy. The final model contains
two convolutional layers with ReLU activation followed by a
max-pooling and dropout layer. The output of these layers is
flattened and fed as input to a dense layer which then connects
to the final output layer.

III. IMPLEMENTATION AND EVALUATION

We implement and run our embedded deep learning model
on the NUCLEO-H743ZI2 STM32 board. This MCU board
has an ARM-Cortex M7 CPU running at a maximum of 480
MHz, 1 MB SRAM and 2 MB flash. For detecting light, the
system uses a 4 × 4 grid of OPT101 photodiodes, which are
spaced 5 mm apart. They are sampled by the MCU through
two MCP3008 ADCs at 100 Hz. We create the model in
TensorFlow 2.0 and use TFLM [4] to port it the MCU. The
model parameters are automatically quantized to 8-bit integer
values, which decreases memory footprint as well as execution
time. The model hyperparameters are optimized using the
Hyperband algorithm [5] in keras tuner [6]. The amount of
filters, kernel size and number of dense nodes were especially
relevant. Rectangular kernels are found to perform best on this
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TABLE I: Evaluation results of the within-subjects scenario.

Parameters Dense nodes Size (kB) Accuracy Inference time (s) Inference time
CMSIS-NN (s)

5k 96 9.9 0.885 0.72 0.08
8k 112 13.3 0.913 1.60 0.17

11k 80 16.2 0.936 1.48 0.16
14.7k 128 20.3 0.926 2.20 0.22

dataset. Both reference kernels1 and CMSIS-NN [7] kernels
were used when for determining inference time. CMSIS-NN
is a deep learning library created by ARM consisting of highly
optimized kernels specifically for Cortex M processors.

The evaluation results are presented in Table I. We consider
a within-subjects scenario where we shuffle the data collected
from 24 participants and split into training (80%) and test
(20%). In addition, the training set is augmented with the
simulated data from LightDigit. We observe that by converting
the original time-series data from the LightDigit dataset to im-
ages and using a convolutional neural network with optimized
hyperparameters, the amount of parameters could be reduced
to 11k. After model quantization, this results in an embedded
deep learning model of only 16 kB. The achieved accuracy is
about 93.6% and the inference time using CMSIS-NN is only
0.16 seconds, running on the resource-limited ARM Cortex
M-7.

IV. CHALLENGES AND FUTURE WORK

Through experimenting in various different light conditions,
several major challenges were found which are listed below.

Clipping photodiodes. The OPT101 photodiodes are too
sensitive when connected with the standard 1 MΩ feedback
resisitor and start clipping around 600 lux, depending on the
spectrum of the captured light as the photodiodes respond
different to red, green and blue light. In bright conditions this
may cause the shadow area not to be dark enough, resulting
in loss of information. The sensitivity of the photodiode can
be reduced by using a smaller value feedback resistor.

Distorted shadows. Multiple light sources cause the shadow
cast by the users’ finger to become distorted. This is especially
problematic since it is impossible to train the model for every
possible configuration. We attempt to tackle this problem in
two different ways. 1) An algorithm is proposed to extract
hand movement from relative changes in the shadow, and train
a new model on this data. The purpose of this algorithm is to
more accurately model hand movement over the sensing area,
avoiding the problem of brightness differences and light source
distribution. 2) An autoencoder based deep learning approach
in order to reconstruct distorted images. Autoencoders have
been used successfully in image denoising to increase model
robustness [8] and image restoration [9]. We intend to experi-
ment with modifying images from the source dataset in such a
way, they can be used to train an autoencoder. The hypothesis

1In this context, kernel refers to the operations between tensors such as
convolution.

is that this autoencoder can then be used to increase robustness
in different lighting conditions.

Trigger sampling. For practical application, the system does
not yet have way to start sampling automatically. This is
intended to be solved by fitting the system with a APDS-9930
short range IR proximity sensor. When a user moves their hand
over the sensing area, the sensor will send an interrupt to the
MCU to trigger sampling.

V. CONCLUSION

LightDigit previously used a resource-intensive LSTM
model for classification, which is too heavy to run on MCUs.
By converting the time-series data to an image and using an
optimized CNN, the amount of parameters could be reduced
to 11k, resulting in a final model of 16 kB. Running on an
ARM Cortex M-7 the inference time is 0.16 seconds using
CMSIS-NN, while maintaining an accuracy of 93.6%. The
inference time is 9× faster compared to reference kernels. Due
to challenges resulting from variable light conditions, practical
application of this system will require a more robust model.
Since the inference time with current models is relatively fast,
future work will include experimenting with larger models and
more advanced preprocessing. We plan to experiment with
denoising autoencoders and creating an improved algorithm
to more precisely locate the finger of the user in space.
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ABSTRACT

Functional ultrasound (fUS) is an emerging technique that
provides high sensitivity imaging of cerebral blood volume
(CBV) changes. As increased metabolic demand of active
tissue induces changes in CBV, these changes reflect neuronal
activity in the corresponding brain area. The main advantages
of this technique are that it can image the entire brain with un-
precedented spatial (50-500um) and temporal resolution (10-
100ms), and that it constitutes a potentially portable solution,
as opposed to functional magnetic resonance imaging (fMRI),
the currently dominant modality in functional brain imaging.
The high resolution as well as the plane-wave illumination
lead to a large amount of raw ultrasound data per aquisition.

The fundamental challenge is that fUS only provides an
indirect measure of brain activity through the neurovascular
coupling; this system is the link between the local neuronal
activity and the resulting blood flow changes and has only par-
tially known dynamic and nonlinear characteristics. Moreover,
besides the activity of interest, fUS records a mixture of other
ongoing brain activity, physiological artifacts and noise.

The goal of this research is to develop tensor-based source
separation techniques in order to estimate the brain’s hemo-
dynamic response function (HRF) to stimuli and the activity
of interest by learning its nonlinear coupling with the fUS
signal. Tensors are a natural mathematical representation of
the obtained fUS data; e.g. 2D images over time, or 3D images
over time or across different subjects. The specific challenges
to solve include:

• Characterizing the HRF in terms of a (non)linear para-
metric model,

• Adapting functional image processing techniques so that
they can (a) act on high-dimensional data, exploiting the
low-rank property of the images, (b) incorporate a para-
metric model of the HRF and (c) perform efficient joint
decomposition of multiple images that are not acquired
simultaneously but pairwise share spatial characteristics,

• Improving the preprocessing stage of the tensor data:
current clutter-filtering techniques based on the singular
value decomposition act on unfolded (matricized) data,
destroying the spatial dependencies between neighboring
voxels in the images.
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ABSTRACT

For a network of mobile nodes, the problem of estimation
of relative kinematics, given pairwise distances between the
nodes, has received limited attention in literature. In this
context, relative kinematics includes relative position, relative
velocity and other higher order kinematic parameters defined
with respect to a common frame of reference within the
network. For numerous application domains in engineering,
the nodes are highly dynamic, making the estimation task
much harder. To solve the estimation problem uniquely,
conventional methods either require the positions of some
nodes of the mobile network to be known [2] or impose
rigid body constraints on the mobile network [3]. These
conditions limit the scope of proposed methods. Given a
network of mobile nodes and time-varying pairwise distance
measurements, we introduce a time-varying Grammian-based
data model under the assumption that the mobile nodes have
polynomial trajectories. Using the results in [4] and [5],
estimators are proposed to estimate the relative kinematic
parameters. Furthermore, we consider a scenario where the
nodes have on-board accelerometers and the mobile nodes are
holonomic. Under such assumtpions, the proposed data model
is extended to include these accelerometer measurements,
leading to improvements in relative kinematics estimation.
We conduct simulations to showcase the performance of
the proposed estimators, which show improvement against
state-of-the-art methods.

Results and Discussion: Simulations are carried out for
a network of 10 mobile nodes. In the comparison shown in
Figure 1, the mobile nodes are assumed to be moving with
constant velocity. The root-mean-sqaure-error (RMSE) of the
relative kinematic parameters show improvement against the
state-of-the-art (SOTA) in [3] for varying number of data
points used, denoted by K. Figure 2 shows the RMSE errors
on the relative kinematic parameters when the mobile nodes
are assumed to be moving with a constant acceleration and

This work is partially funded by the European Leadership Joint Undertaking
(ECSEL JU), under grant agreement No 876019, the ADACORSA project -
”Airborne Data Collection on Resilient System Architectures.”

This work is submitted to EUSIPCO 2022 [1].

Fig. 1. Constant velocity case - RMSE on the relative kinematic estimates
for varying K

Fig. 2. Constant acceleration case - RMSE on the relative kinematic estimates
for varying K with and without accelerometer measurements

each node is equipped with an accelerometer. The red curve
shows the RMSE on the relative kinematics using the extended
data model that fuses the accelerometer measurements with the
originally proposed data model, shown in blue. The fusion of
accelerometer measurements shows significant improvement
in RMSE for the relative kinematic estimates.
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Abstract—Loudspeakers are usually placed in an environment

unknown to the loudspeaker designers. Having knowledge on the
room acoustic properties, e.g., the location of acoustic reflectors,
allows to better reproduce the sound field as intended. Current
state-of-the-art methods for room boundary detection using
microphone measurements typically focus on a two-dimensional
setting, causing a model mismatch when employed in real-life
scenarios. Detection of arbitrary reflectors in three dimensions
encounters practical limitations, e.g., the need for a spherical
array and the increased computational complexity. Moreover,
loudspeakers may not have an omnidirectional directivity pattern,
as usually assumed in the literature, making the detection of
acoustic reflectors in some directions more challenging.

A smart loudspeaker system is considered, where a spherical
microphone array is located on the loudspeaker as well as a
computation module. It is possible to take advantage of the
presence of other sensing modalities like LiDAR to detect walls
more accurately. This could be done using point clouds that give
direct depth information and can be used to detect planes.

In the proposed method, a LiDAR sensor is added to a
smart loudspeaker to improve wall detection accuracy and
robustness. This is done in two ways. First, the model mismatch
introduced by horizontal reflectors can be resolved by detecting
reflectors with the LiDAR sensor to enable elimination of their
detrimental influence from the 2D problem in pre-processing.
Second, a LiDAR-based method is proposed to compensate for the
challenging directions where the directive loudspeaker emits little
energy. We show via simulations that this multi-modal approach,
i.e., combining microphone and LiDAR sensors, improves the
robustness and accuracy of wall detection.

α

βhor
Ra

(a)

df

βver

(b)

Fig. 1. The loudspeaker is modelled as a directive point source located at the
origin where the front is positioned at α = 0◦, i.e., in the positive horizontal
direction. The LiDAR sensor is also located at the origin, but its front is
directed towards the negative horizontal direction. We denote its Field-of-
View (FOV) by βhor × βver. A UCA containing M microphones surrounds
the loudspeaker and the LiDAR sensor at distance Ra. (a) Top view; (b) Side
view.
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Fig. 2. (a) Acoustic reflector detection performance using acoustic informa-
tion (Zaccà 2021) over 100 Monte -Carlo runs. For each angle α of the wall
normal vector the mean hitrate is shown for several SNR values at fixed
distance. (b) Acoustic reflector detection performance using the proposed
method. For reflectors coinciding with the LiDAR FOV, i.e., at angles 120◦
and 180◦, the detection rate at low SNR improves.
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Abstract—Extreme precipitation usually leads to substantial
impacts. Floods in the Netherlands, Belgium and Germany in
the summer of 2021 have caused loss of lives, destruction of
infrastructures, and long-term effect on economics. To avoid
such disasters, it is important to develop a reliable and accurate
method to predict heavy rain.

Nowcasting is an observation-based method, which uses
observations of the current state of the atmosphere to forecast
future weather conditions, with statistical and optical-flow
techniques, up to several hours in the future. Currently,
there are two main pathways in nowcasting. The first are
the conventional nowcasting methods, consisting of field-based
methods, object-oriented methods and analogue-based methods.
A number of these methods are included in PySTEPS, an
open-source framework considered the state of the art in
nowcasting [1]. Second, deep-learning models play a key role
in the nowcasting field due to their strong regression ability.
Various approaches to do nowcasting with Recurrent Neural
Network (RNN) and Generative Adversarial Network (GAN)
variants also lead to skilful predictions. Among them, DeepMind
introduced a GANs network with two discriminators and
convolution GRU as a generator [2]. This model can extract
both spatial and temporal features and outperforms PySTEPS
in overall performance. Nowcasting results from deep-learning
models and PySTEPS show that deep-learning nowcasting
methods lead to a lower bias and shorter processing time
than PySTEPS. However, current nowcasting models are only
sufficient for modelling normal weather conditions, but they
are not suitable for extreme weather conditions due to the
imbalance in the dataset. The imbalance originates from the
skewed distribution of rainfall, which predominantly has zero
rainfall and only few high-intensity amounts.

The focus of the study is on developing a deep generative
model for nowcasting and incorporating extreme event-related
conditions and constraints for better extreme rainfall forecasting.
The proposed model was inspired by previous research in visual
synthesis [3]. The model (shown in Figure 1) makes use of a
two-stage structure: the first stage is a Vector Quantization
Variational Autoencoder (VQ-VAE) which compresses the
original input into a low-dimensional latent space. The second
stage is an autoregressive transformer which predicts the future
weather map’s latent space. For better modelling of extreme
events, Extreme Value Loss (EVL) proposed in [4] is incorporated
with the proposed model. In addition, a memory module is
introduced for the transformer in the second stage to memorize
historical extreme events that happened in particular catchments.

The model was tested and validated on the KNMI radar

§Equal contribution

dataset from 2008 to 2021, which includes 5-min precipitation
accumulations over the Netherlands with a 1-km spatial resolu-
tion. The emphasis of the study is on 3-hour rainy events, and the
extreme events are defined based on the precipitation intensity
of 12 catchment areas across the Netherlands. Specifically, an
event is labelled extreme if one of the catchments has a 3-
hour precipitation amount that is among the top 1% of this
catchment’s historical 3-hour precipitation sums. The model
receives precipitation maps 30 minutes before the event as input
to predict the precipitation maps for the following 3 hours, with
a time interval of 30 minutes. The results are compared with
PySTEPS, GAN and RNN models from the literature based on
the Critical Success Index (CSI), Pearson Correlation Factor
(PCF) and Fractions Skill Score (FSS). In addition, to identify
whether extreme events are detected, the average precipitation
of particular catchments is compared.

Fig. 1. (a) Proposed model structure. (b) Example prediction of precipitation
intensity for 30, 60 and 90 min using nowcasting methods GAN, PySTEPS
and convLSTM [1], [5], [6].
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Abstract

Perfect encryption of a qubit state using the Quantum One-Time Pad (QOTP) requires 2 classical
key bits. More generally, perfect encryption of a 2n-dimensional state requires 2n classical bits.
However, almost-perfect encryption, with information-theoretic security, can be achieved with only
little more than 1 key bit per qubit. It has been shown that key length n+2 log 1

ε
suffices to encrypt

n qubits in such a way that the cipherstate has trace distance ≤ ε from the fully mixed state. In
this paper, we present a fast key expansion method to create a 2n-bit pseudorandom string which
is then used as a QOTP key. In this expansion we make use of 2n bits of public randomness which
are included as a classical part of the cipherstate. Our key expansion is a factor 2 faster than the
previous fastest scheme, while achieving the shortest known key length n+ 2 log 1

ε
.

1 Introduction

1.1 Encryption of quantum states
An encryption scheme is called perfect if the ciphertext reveals no information whatsoever about the
message that was encrypted. In the case of classical messages, the length of the key required to achieve
perfect encryption is at least the Shannon entropy of the message. The Vernam cipher [Ver18] (also
known as One-Time Pad, OTP) performs a bitwise xor of an n-bit message and an n-bit key; it
achieves perfect encryption for any probability distribution of the message.

An equivalent of the Vernam cipher exists for the encryption of quantum states [AMTdW00, BR03,
Leu02]. This is known as the quantum Vernam cipher, Quantum One-Time Pad (QOTP) or private
quantum channel. In order to perfectly encrypt any n-qubit state, the necessary and sufficient key
length is 2n bits. In its simplest form, QOTP encryption and decryption work by applying to each
individual qubit a Pauli operation from the set {1, σx, σy, σz}. The choice of Pauli operations consti-
tutes the key. For someone who does not know this key, the state after encryption equals the fully
mixed state regardless of the original state.

It is possible to get ε-close to the fully mixed state by a randomization process that takes fewer
than 2n key bits [HLSW04, AS04, DN06, Aub09, ŠdV17]. This is called approximate randomization
or almost-perfect encryption. The ‘ε-close’ property can be expressed as a distance with respect to
different norms, e.g. the 1-norm (trace norm) or the ∞-norm (maximum absolute eigenvalue). In
this paper, we consider only the 1-norm, since it expresses the indistinguishability of states and it is
a universally composable measure of security [Can01, BOHL+05, FS09]. Table 1 summarizes known
results on approximate randomization, including this work, focusing on the 1-norm.

Approximate randomization is related to quantum encryption with entropic security [Des09, DD10].
Entropically secure encryption needs assumptions on the adversary’s prior knowledge about the plain-
text. The approximate randomization scenario is the special case where it is known that Eve is not
entangled with the plaintext state, but no other assumption is made. In the current paper, we will not
consider entropic security in general.

Hayden et al. [HLSW04] showed that approximate randomization is possible with a key length of
n+log n+2 log 1

ε by using sets of random unitaries.1 Random selection and storage of unitary matrices
are very inefficient. Ambainis and Smith [AS04] introduced far more efficient schemes that work with a
pseudorandom sequence that selects Pauli operators as in the QOTP. In one of them, they expand the

1They also provide a result for the ∞-norm, with key length n + logn + 2 log 1
ε
+ log 134; unitaries are drawn from

the Haar measure. This was later improved to n+ 2 log 1
ε
+ log 150 by Aubrun [Aub09].
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Key length ℓ
Ciphertext

length Randomization process

[HLSW04] n+ log n+ 2 log 1
ε n qubits Random unitaries (non-Haar, e.g. Pauli)

[AS04] n+ 2 log n+ 2 log 1
ε n qubits Pseudorandom QOTP based on small-bias

sets. Key expansion takes O(n2) operations.

[AS04] n+ 2 log 1
ε

n qubits +
2n bits

Pseudorandom QOTP based on multiplication
in GF(22n). Key expansion takes ≈ 6n log3 n
operations.

[DN06] n+ 2 log 1
ε + 4 n qubits

Pseudorandom QOTP based on small-bias
spaces. Key expansion takes O(n2 log n) op-
erations.

[ŠdV17] n+ 2 log 1
ε n qubits Pseudorandom QOTP based on huge Com-

mon Reference String.

This paper n+ 2 log 1
ε

n qubits +
2n bits

Pseudorandom QOTP based on affine func-
tion in GF(2ℓ). Key expansion takes ≈
3n log3 n operations.

Table 1: Results on almost-perfect encryption of n qubits, with security definition in terms of the trace
distance: ∥cipherstate−fully mixed state∥1 ≤ ε. The listed complexity for the finite field multiplications
is based on the fastest known implementation and shows only the number of AND operations. (See
Section 3.3).

key using small-bias sets and achieve key length n+2 log n+2 log 1
ε . This scheme is length-preserving,

i.e. the cipherstate consists of n qubits. In another construction, they expand the key by multiplying it
with a random binary string of length 2n; this string becomes part of the cipherstate. The key length
is reduced to n+2 log 1

ε . Dickinson and Nayak [DN06] improved the small-bias based scheme of [AS04]
and achieved key length n+2 log 1

ε +4. Škorić and de Vries [ŠdV17] described a pseudorandom QOTP
scheme that has key length n + 2 log 1

ε , but they need an exponentially large common random string
to be stored somewhere.

In all the schemes that expand the key, the expansion can be done efficiently, with time complexity
O(n2 log n) or better, because these schemes are based on Galois field multiplication which takes
O(n log n) time (see e.g. Theorem 8.7 in [AHU74] and its corollary).

1.2 Contribution and outline
We modify the second scheme of Ambainis and Smith [AS04]. Instead of expanding the key by
multiplying in GF(22n), we append to the key an affine function of the key. The two parameters of
the affine function are drawn at random and become part of the cipherstate. The resulting encryption
scheme still has key length ℓ = n + 2 log 1

ε , which is the shortest length presented in the literature.
The cipherstate consists of n qubits and 2n classical bits.2 The key expansion is roughly twice as fast
as [AS04] because we multiply in GF(2ℓ) instead of GF(22n).

The outline of the paper is as follows. In Section 2.1 we introduce notation, and in Section 2.2
the desired ‘ε-randomizing’ security property is specified. The QOTP is briefly recalled in Section 2.3.
In Section 3 we give the details of our construction, the security proof and the complexity of the key
expansion. We conclude with a brief discussion in Section 4.

2 Preliminaries

2.1 Notation
Expectation over a random variable X is written as Ex. We denote the space of density matrices
on Hilbert space H as D(H). The single-qubit Hilbert space is H2. A bipartite state comprising

2We do not consider the additional 2n bits to be costly. Classical storage and transmission are ‘for free’ compared to
quantum resources.
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subsystems ‘A’ and ‘B’ is written as ρAB ∈ D(HA ⊗ HB). The state of a subsystem is obtained by
taking the partial trace over the other subsystem, e.g. ρA = trB ρAB. The identity operator on H is
denoted by 1H; we will simply write 1 when the Hilbert space is clear from the context. Similarly we
write τH for the fully mixed state 1H/dim(H), often omitting the superscript. Let M be an operator
with eigenvalues λi. The Schatten 1-norm of M is given by ∥M∥1 = tr

√
M†M =

∑
i |λi|. The induced

‘trace’ distance between states ρ, σ is ∥ρ− σ∥1.

2.2 Security definitions
We use standard definitions of encryption and ε-randomization.

Definition 2.1 (Encryption scheme) An encryption scheme with classical key space K, quantum
message space H and quantum ciphertext space H′ consists of a pair (Enc,Dec). Here Enc: K ×
D(H) → D(H′) is a (possibly randomized) algorithm that takes as input a classical key k ∈ K and a
quantum state φ ∈ D(H), and outputs a quantum state ω = Enc(k, φ) ∈ D(H′) called the cipherstate.
Dec : K×D(H′)→ D(H) is an algorithm that takes as input a key k ∈ K and a state ω ∈ D(H′), and
outputs a state Dec(k, ω) ∈ D(H). It must hold that ∀k∈K,φ∈D(H) Dec(k,Enc(k, φ)) = φ.

Note that Def. 2.1 allows the cipherstate space to be larger than the plaintext space, dimH′ >
dimH. We will be working with the special case where the cipherstate consists of a quantum state of
the same dimension as the input (n qubits), accompanied by classical information.

The effect of the encryption, with the key unknown to the adversary, can be described as a com-
pletely positive trace preserving (CPTP) map R : D(H)→ D(H′) as follows,

R(φ) =
∑

k∈K

1

|K|Enc(k, φ). (1)

Definition 2.2 (ε-Randomizing) Let ε ≥ 0. A CPTP linear operator R : D(H)→ D(H′) is said to
be ε-randomizing with respect to a norm ∥ · ∥ if

∀φ∈D(H)

∥∥∥R(φ)− τH
′
∥∥∥ ≤ ε. (2)

We say that R is completely randomizing if ε = 0.

Def. 2.2 is a slight modification of Def. 1.1 in [DN06]; the difference is that we allow dimH′ ̸= dimH.
It is important to note that randomization as specified in Def. 2.2 implies that R(φ) is practically

independent of any Eve who is correlated only classically with φ. Let ρEΦ denote the bipartite state of
Eve and the quantum ‘plaintext’ state. We write φ = ρΦ = trE ρEΦ. Without entanglement between
the E and Φ subsystems, the state is separable, ρEΦ =

∑
k pkρ

E
k ⊗φk. We write τ = τH

′
. Furthermore

Φ′ denotes the result of the operation R on the Φ subsystem, and we write φ′ = R(φ). Repeated
use of the triangle inequality, followed by (2) yields ∥ρEΦ′ − ρE ⊗ φ′∥ = ∥∑k pkρ

E
k ⊗ (φ′

k − φ′)∥
≤∑k pk∥φ′

k − φ′∥ =∑k pk∥φ′
k − τ + τ − φ′∥ ≤∑k pk∥φ′

k − τ∥1 +
∑

k pk∥τ − φ′∥ ≤ 2ε.
Just as the earlier works [HLSW04, AS04, DN06, ŠdV17] we will use Def. 2.2 (with the 1-norm) as

our security definition.

2.3 The Quantum One Time Pad (QOTP)
Let H2 denote the Hilbert space of a qubit. Let Z and X be single-qubit Pauli operators, in the
standard basis given by

(
1 0
0 −1

)
and

(
0 1
1 0

)
. For QOTP encryption of one qubit, the key consists of two

bits s, t ∈ {0, 1}. The encryption of a state φ ∈ D(H2) is given by XsZtφZtXs. Decryption is the
same operation as encryption. For someone who does not know the key, the state after encryption is
1
4

∑
s,t∈{0,1} X

sZtφZtXs = 1/2 for any φ. Hence the QOTP is completely randomizing.
The simplest way to encrypt an n-qubit state φ ∈ D(H⊗n

2 ) is to encrypt each qubit independently.
The key is β = (β1, . . . , βn) ∈ {0, 1}2n, with βi = (si, ti). In the rest of the paper we will use the
following shorthand notation for the QOTP cipherstate,

Fβ(φ) = UβφU
†
β where Uβ =

n⊗

i=1

XsiZti . (3)

It holds that 2−2n
∑

β∈{0,1}2n Fβ(φ) = 1/2n for any φ ∈ D(H⊗n
2 ).
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3 Our result on approximate randomization

3.1 The construction
We encrypt an n-qubit state φ ∈ D(H⊗n

2 ) using a key k ∈ {0, 1}ℓ where ℓ > n, and ℓ is an even integer.
We construct a pseudorandom sequence b ∈ {0, 1}2n by expanding k ∈ {0, 1}ℓ as follows. Two strings
u ∈ {0, 1}ℓ, v ∈ {0, 1}2n−ℓ are drawn at random. They are interpreted as elements of GF(2ℓ). Note
that 2n− ℓ < n. The string b is constructed by concatenating k with an affine function of k,

b(k, u, v) = k∥(uk + v)lsb. (4)

The subscript ‘lsb’ (Least Significant Bits) stands for taking the last 2n − ℓ bits of the string; in
the finite field representation, this corresponds to taking a polynomial in x modulo x2n−ℓ. In (4)
the multiplication and addition are operations in GF(2ℓ). Instead of (uk + v)lsb we can also write
(uk)lsb + v. The cipherstate is given by

Enc(k, φ) =
(
u, v, Fb(k,u,v)(φ)

)
(5)

with F the QOTP encryption as defined in (3) and b(·, ·, ·) as defined by (4). The parameters u, v are
a classical part of the cipherstate.

3.2 Security proof
Eve sees the parameters u, v but she does not know k. From her point of view the state of the qubits is

Ruv(φ)
def
=

1

2ℓ

∑

k∈{0,1}ℓ

Fb(k,u,v)(φ). (6)

Lemma 3.1 It holds that
EuvRuv(φ) = τ. (7)

Proof: We write EuvRuv(φ) = Eu[EkvFb(k,u,v)(φ)]. Next, EkvFb(k,u,v)(φ) = Eβ∈{0,1}2nFβ(φ) = τ . The
first equality follows from the fact that for any fixed u, the k and v together can create any string in
{0, 1}2n in precisely one way. The second equality is due to the fact that the QOTP is completely
randomizing. □

Lemma 3.2 Let f be any (possibly operator valued) function acting on {0, 1}2n. It holds that

Ekk′uvf(b(k, u, v))f(b(k
′, u, v)) = 2−ℓEβf(β)f(β) + Eββ′f(β)f(β′)− 2−ℓEkgg′f(k∥g)f(k∥g′). (8)

Here β, β′ ∈ {0, 1}2n, and Eβ stands for 2−2n
∑

β. Similarly, g, g′ ∈ {0, 1}2n−ℓ and Eg stands for
2ℓ−2n

∑
g.

Proof: We first look at the summation terms with k′ ̸= k. We write b(k, u, v) = k∥g and b(k′, u, v) =
k′∥g′. Consider k, k′ fixed. For every combination (g, g′) there are exactly 22ℓ−2n values of (u, v) that
yield (uk)lsb + v = g, (uk′)lsb + v = g′.3 This allows us to rewrite the summations as

∑

kk′:k′ ̸=k

∑

uv

f(b(k, u, v))f(b(k′, u, v)) = 22ℓ−2n
∑

kk′:k′ ̸=k

∑

gg′

f(k∥g)f(k′∥g′) (9)

= 22ℓ−2n
( ∑

kgk′g′

f(k∥g)f(k′∥g′)−
∑

kgg′

f(k∥g)f(k∥g′)
)
. (10)

Next we look at the k′ = k terms. The summation over k and v spans all the possible β’s. Hence we
can write ∑

k

∑

uv

f(b(k, u, v))f(b(k, u, v)) =
∑

u

∑

β

f(β)f(β). (11)

3When the two equations are added the v disappears and we get [u(k+k′)]lsb = g+g′, which has 2ℓ/22n−ℓ solutions u.
Then, at fixed k, k′, g, g′, u the solution for v is unique.
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Combining the k′ = k and k′ ̸= k parts we get
∑

kk′uv

f(b(k, u, v))f(b(k′, u, v)) = 2ℓ
∑

β

f(β)f(β) + 22ℓ−2n
∑

ββ′

f(β)f(β′)− 22ℓ−2n
∑

kgg′

f(k∥g)f(k∥g′).

(12)
In order to go from summations to expectations we divide (12) by a factor (2ℓ)322n−ℓ = 22ℓ+2n. □

Theorem 3.3 The randomizing map Ruv : D(H⊗n
2 )→ D(H⊗n

2 ) as described in (6) satisfies

∀φ∈D(H⊗n
2 ) Euv

∥∥Ruv(φ)− τ
∥∥
1
<
√
2n−ℓ. (13)

Proof: For any φ we have

Euv

∥∥Ruv(φ)− τ
∥∥
1

= Euvtr
√

(Ruv(φ)− τ)2 (14)
Jensen
≤ tr

√
Euv(Ruv(φ)− τ)2 (15)

Lemma 3.1
= tr

√
Euv[Ruv(φ)]2 − τ2 (16)

= tr
√

EuvEkk′Fb(k,u,v)(φ)Fb(k′,u,v)(φ)− τ2 (17)

Lemma 3.2
= tr

√
2−ℓEβFβ(φ)Fβ(φ)− 2−ℓEk[EgFk∥g(φ)][Eg′Fk∥g′(φ)]. (18)

In the last step we used Eββ′Fβ(φ)Fβ′(φ) = τ2. Next we use Fβ(φ)Fβ(φ) = Fβ(φ
2) and EβFβ(φ

2) =
τ tr (φ2), yielding

EβFβ(φ)Fβ(φ) = τ tr (φ2). (19)

Furthermore we write φ =
∑

abcd φabcd|eLaeRb ⟩⟨eLc eRd | where the index ‘L’ stands for the first ℓ/2 qubits4
and ‘R’ stands for the final n − ℓ/2 qubits; eL is a basis for the L subsystem and likewise eR for R.
The marginal state of the L-subsystem is given by φL = trR φ =

∑
ac(
∑

bd φabcd)|eLa⟩⟨eLc |. We note
that EgFk∥g(φ) = Fk(φ

L)⊗ τR, which gives

Ek[EgFk∥g(φ)][Eg′Fk∥g′(φ)] = EkFk(φ
L)Fk(φ

L)⊗ (τR)2 = τL ⊗ (τR)2 trL((φ
L)2). (20)

We substitute (19) and (20) into (18). Since the operator under the square root is diagonal, the tr
√· · ·

is readily computed and gives

Euv

∥∥Ruv(φ)− τ
∥∥
1
≤

√
2n−ℓtrφ2 − 2−ℓ/2tr (φL)2 (21)

≤
√

2n−ℓ − 2−ℓ (22)

<
√
2n−ℓ. (23)

In (22) we used trφ2 ≤ 1 and tr (φL)2 ≥ 2−ℓ/2. □

Theorem 3.4 Our scheme is ε-randomizing (Def. 2.2) with respect to the 1-norm when the key length
is set to ℓ = n+ 2 log 1

ε .

Proof: From the adversary’s point of view the cipherstate is Euv|uv⟩⟨uv| ⊗ Ruv(φ). We have to prove
that this is ε-close to the fully mixed state on the whole output space, i.e. to Euv|uv⟩⟨uv| ⊗ τ . We get

∥∥∥Euv|uv⟩⟨uv| ⊗ [Ruv(φ)− τ ]
∥∥∥
1
= Euv

∥∥∥Ruv(φ)− τ
∥∥∥
1

Th.3.3
≤
√
2n−ℓ. (24)

Substituting ℓ = n+ 2 log 1
ε into the final expression yields ε. □

4Here we use that ℓ is even.
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3.3 Complexity of the key expansion
We briefly comment on the complexity of our key expansion compared to [AS04]. Multiplication in
GF(2n) has time complexity O(n log n) [AHU74, Can89] whereas addition (subtraction) consists of
n XOR operations. Mateer [Mat08] introduced an improved version of Schönhage’s multiplication
algorithm [Sch77]. If m is of the form 3κ and κ is a power of two, then multiplication of two elements
in GF(22m) requires 17

3 m log3 m bit-AND operations and at least 52
5 m logm log(logm) + 3

2m logm −
3
2m + 11

2

√
m bit-XORs. If κ is not a power of two, then the number of ANDs slightly increases to

6m log3 m while the bound on the XORs stays the same.
Our key expansion consists of one multiplication in GF(2ℓ) and one addition in GF(22n−ℓ) or, since

ℓ asymptotically almost equals n, roughly speaking one multiplication and one addition in GF(2n).
With Mateer’s multiplication for general κ, this yields a total cost of 3n log3 n− 3n log3 2 ANDs and
≥ n log n{ 265 log log n

2 + 3
4} − n{ 265 log log n

2 + 1
2} +O(

√
n) XORs for our key expansion.

In [AS04] the ℓ-bit key k is multiplied by a string α ∈ {0, 1}2n, and the multiplication is in
GF(22n). If we write α = L||R and take ℓ ≈ n then this can be reorganized into the following steps:
(i) a polynomial multiplication k ·R without modular reduction; (ii) a polynomial multiplication k ·L
shifted by n positions, resulting in a polynomial of degree at most 3n, followed by GF(22n) modular
reduction; (iii) addition of the two above contributions. As we count two XORs per monomial that
needs to be reduced5, we see that the addition in step (iii) precisely compensates the missing reduction
in step (i). Furthermore the number of monomials that needs reducing in step (ii) is n, which is the
same as in GF(2n) multiplication. Hence the cost of computing k · α equals the cost of two GF(2n)
multiplications. Since in GF(2n) multiplication is much more expensive than addition, we see that our
key expansion is a factor 2 cheaper than [AS04].

4 Discussion
We get the same shortest key length ℓ = n+2 log 1

ε reported in other studies, but with a key expansion
that is twice as efficient as the fastest one [AS04] in the literature. It is interesting to note that the
security proof in [AS04] uses Fourier analysis and δ-biased families, and invokes Cayley graphs for
intuition, whereas our proof is more straightforward.

A small improvement to our scheme could be to draw the parameter u from {0, 1}2n−ℓ instead of
{0, 1}ℓ.

It would be interesting to see how our scheme behaves regarding entropic security [Des09, DD10].
This is left for future work.

Acknowledgements
We thank Tanja Lange and Dan Bernstein for discussions on multiplication complexity. Part of this
work was supported by the Dutch Startimpuls NAQT KAT-2 and NGF Quantum Delta NL KAT-2.

References
[AHU74] A.V. Aho, J.E. Hopcroft, and J.D. Ullman. The design and analysis of computer algo-

rithms. Addison-Wesley series in computer science and information processing. Addison-
Wesley Pub. Co, 1974.

[AMTdW00] A. Ambainis, M. Mosca, A. Tapp, and R. de Wolf. Private quantum channels. In Annual
Symposium on Foundations of Computer Science, pages 547–553, 2000.

[AS04] A. Ambainis and A. Smith. Small pseudo-random families of matrices: Derandomizing
approximate quantum encryption. In Approximation, Randomization, and Combinatorial
Optimization. Algorithms and Techniques, pages 249–260. Springer, 2004.

5With m = 3κ it is possible to use the trinomial x2m+xm+1 as the irreducible polynomial, which allows for efficient
reduction. If we depart from the 3κ form, irreducible polynomials of degree 5 may become necessary, which leads to
more costly modular reduction. It has been shown [BCP19] that irreducible pentanomials can be chosen such that no
more than three XORs are required per monomial reduction.

6

79



[Aub09] G. Aubrun. On almost randomizing channels with a short Kraus decomposition. Com-
munications in mathematical physics, pages 1103–1116, 2009.

[BCP19] G. Banegas, R. Custódio, and D. Panario. A new class of irreducible pentanomials
for polynomial-based multipliers in binary fields. Journal of Cryptographic Engineering,
9(4):359–373, 2019.

[BOHL+05] M. Ben-Or, M. Horodecki, D. Leung, D. Mayers, and J. Oppenheim. The universal
composable security of quantum key distribution. In Theory of Cryptography Conference,
pages 386–406. Springer, 2005.

[BR03] P.O. Boykin and V. Roychowdhury. Optimal encryption of quantum bits. Phys. Rev. A,
67(4):042317, 2003.

[Can89] D.G. Cantor. On arithmetical algorithms over finite fields. Journal of Combinatorial
Theory, Series A, 50(2):285–300, 1989.

[Can01] R. Canetti. Universally composable security: a new paradigm for cryptographic proto-
cols. In Symposium on Foundations of Computer Science, pages 136–145. IEEE, 2001.

[DD10] S.P. Desrosiers and F. Dupuis. Quantum entropic security and approximate quantum
encryption. IEEE Transactions on Information Theory, 56(7):3455–3464, 2010.

[Des09] S.P. Desrosiers. Entropic security in quantum cryptography. Quantum Information
Processing, 8(4):331––345, 2009.

[DN06] P.A. Dickinson and A. Nayak. Approximate randomization of quantum states with fewer
bits of key. In Quantum computing: back action, volume 864, pages 18–36. AIP, 2006.

[FS09] S. Fehr and C. Schaffner. Composing quantum protocols in a classical environment. In
Theory of Cryptography Conference, pages 350–367. Springer, 2009.

[HLSW04] P. Hayden, D. Leung, P.W. Shor, and A. Winter. Randomizing quantum states: con-
structions and applications. Commun. Math. Phys., 250:371–391, 2004.

[Leu02] D.W. Leung. Quantum Vernam cipher. Quantum Information and Computation, 2(1):14–
34, 2002.

[Mat08] T. Mateer. Fast Fourier transform algorithms with applications. PhD thesis, Clemson
University, 2008.

[Sch77] A. Schönhage. Schnelle Multiplikation von Polynomen über Körpern der Charakteristik 2.
Acta Informatica, 7(4):395–398, 1977.

[ŠdV17] B. Škorić and M. de Vries. Quantum Key Recycling with 8-state encoding (The Quantum
One-Time Pad is more interesting than we thought). International Journal of Quantum
Information, 15(03):1750016, 2017.

[Ver18] G.S. Vernam. Secret signaling system, 1918. US Patent 1310719.

7

80



Multi-Objective Game Theory for Multi-User
OFDM Integrated Radar Waveform Design

Guillaume Thiran
ICTEAM UCLouvain

Louvain-la-Neuve, Belgium
guillaume.thiran@uclouvain.be

Ivan Stupia
ICTEAM UCLouvain

Louvain-la-Neuve, Belgium
ivan.stupia@uclouvain.be

Luc Vandendorpe
ICTEAM UCLouvain

Louvain-la-Neuve, Belgium
luc.vandendorpe@uclouvain.be

I. RESEARCH GOAL AND CONTEXT

Differently from previous generations, future networks will
connect a massive number of nodes requiring several met-
rics to be characterised accurately. Due to the multiplicity
of nodes and metrics, allocating the radio resources is a
challenging problem, and the information exchange required
by centralised approaches might be incompatible with large
scale networks. Instead, each node can be modelled as a
selfish player optimising its own objectives, considering the
impact of the other players as fixed. The coupling between
the optimisation problems gives rise to interactions between
players, which will be studied to determine whether an
equilibrium point exists, and to design an algorithm reaching
it while being compatible with autonomous nodes.

II. STATE-OF-THE-ART

Stemming from Multi-Objective Optimisation (MOO) and
Game Theory (GT), Multi-Objective Game Theory (MOGT)
provides a framework to study the above problem. On the
one hand, it builds on MOO to study the equilibria of a
multi-objective game, named Pareto-Nash Equilibria (PNE),
by scalarising for each player their several objectives into
a unique one. Under convexity assumptions, such scalarised
objective is defined as the weighted sum of the objectives
[1], the weights translating the players preferences. On the
other hand, in the single-objective case, GT comes up with
sufficient conditions ensuring the existence of an equilibrium,
named Nash Equilibrium (NE), as well as its unicity. It also
provides sufficient convergence conditions for an algorithm
named the asynchronous Best Response Dynamics (BRD) [2]
which benefits from an extremely low signalling burden and
is therefore fully compatible with autonomous nodes. What is
lacking however is an equivalent of the single-objective GT
sufficient conditions for multi-objective games, valid whatever
the player preferences.

III. CONTRIBUTIONS

Filling the above gap, our work enables to study the prop-
erties of the scalarised game NE, equivalent to the PNE of the
multi-objective one, from a family of single-objective games
named the underlying games. These latter are obtained by
selecting for each player only one of its objective, the whole
family being build by considering all possible selections.

Guillaume Thiran is a Research Fellow of the Fonds de la Recherche
Scientifique – FNRS.

It is first shown that if all underlying games satisfy the ex-
istence conditions of [2], then any weighted sum scalarisation
of the multi-objective game also benefits from this property,
whatever the weights. Secondly, the equivalence between the
fulfilment of underlying games unicity conditions and the
fulfilment of the scalarised game unicity conditions whatever
the weights is obtained. Finally, studying the convergence of
the BRD, a similar statement is obtained: all underlying games
satisfy the convergence conditions if and only if this is the
case for the scalarised one whatever the scalarisation weights.

The above results enable to move from complicated
weighted sum objectives with a continuum of scalarisation
weights to a finite number of single-objective games. More-
over, many communication games have already been studied,
and one can thus benefit from this literature.

IV. COMPETITIVE RADCOM WAVEFORM DESIGN

To highlight the benefits of our approach, an OFDM multi-
user communication system with an integrated radar function
is considered, as represented in Figure 1. Each player has
two objectives, the communication throughput and the mutual
information between the radar echo and the target impulse
response. In this setting, we obtain conditions ensuring that
whatever the preferences of the players between the two
objectives, the BRD converges to a unique NE. These con-
ditions translate into limits on the communication and radar
interferences received from and emitted by players.

Fig. 1. OFDM integrated radar communication system. Both the commu-
nication and radar interferences of the first car are functions of the power
allocation of the second car.
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Abstract

Storing data on an external server with information-theoretic security, while using a key
shorter than the data itself, is impossible. As an alternative, we propose a scheme that achieves
information-theoretically secure tamper evidence: The server is able to obtain information
about the stored data, but not while staying undetected. Moreover, the client only needs to
remember a key whose length is much shorter than the data.
We provide a security proof for our scheme, based on an entropic uncertainty relation, similar
to QKD proofs. Our scheme works if Alice is able to (reversibly) randomise the message to
almost-uniformity with only a short key. By constructing an explicit attack we show that
short-key unconditional tamper evidence cannot be achieved without this randomisability.

1 Introduction

1.1 Delegated Storage

We look at the problem of Delegated Storage. Alice needs to store a large amount of data securely,
but she does not have enough storage capacity herself. The typical solution is to encrypt the data
and then store it on a remote (‘cloud’) server Eve. Since Alice has to remember the encryption
key, this key is necessarily smaller than the data (otherwise Alice could have just stored the data
herself). It is well known that information-theoretic security is possible only when the key is
at least as large as the entropy of the data. Hence it is obvious that in Delegated Storage the
confidentiality of the data cannot be guaranteed unconditionally, not even using quantum physics.
A computationally unbounded Eve will always be able to extract information about the data from
the (quantum) ciphertext.
We show that, somewhat surprisingly, it is possible in Delegated Storage to get information-
theoretic guarantees for a security property other than confidentiality: tamper evidence (tampering
detection). We present a quantum Delegated Storage scheme for classical data which makes it
impossible for Eve to learn anything about Alice’s data without alerting Alice, even if Eve has
unbounded powers of (quantum) computation, measurement, storage etc. Our scheme is close
in spirit to QKD, and in fact it is useful to imagine Delegated Storage as a sort of QKD where
Bob is ‘future Alice’ who retrieves and decrypts the stored cipherstate, and storage on the server
corresponds to travelling qubits. There are some subtle differences with QKD, however, namely
(i) the short encryption key, (ii) the availability of the ciphertext at the moment when Eve attacks
the qubits, and (iii) Bob’s inability to send any message to Alice. These subtle differences conspire
to necessitate a security proof that differs nontrivially from QKD security proofs, though many
well known ingredients can be re-used.

1.2 Related work

Several works have appeared on the topic of provable deletion of remotely stored data. Coiteux-
Roy and Wolf [1] introduced the task of Delegated Storage and provable deletion with a short-key
requirement for both tasks. However, they did not settle the question whether unconditional
tamper evidence is achievable. Independently, Broadbent and Islam [2] achieved information-
theoretic security for provable deletion using keys that are as long as the message.

1
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Lütkenhaus, Marwah and Touchette [3] use a form of Delegated Storage to store a fully-randomised
bit commitment on temporarily trusted servers, with the possibility of recall. They don’t require
a short key in their definition and use a key as long as the message in their protocol.
The verification process in Delegated Storage involves the measurement of a quantum state by the
verifier; the prover has to send this quantum state to the verifier. This is different from Provable
Deletion protocols and from Molina, Vidick and Watrous’s tickets variant [4] of Wiesner’s quantum
money, where the stored data is quantum but the communication between the prover and the
verifier is classical during the verification phase.

1.3 Contributions

We define Correctness, Security and Usefulness for Delegated Storage. Correctness means that,
in case of low disturbance of the stored quantum states, Alice should not get alerted and should
be able to recover the message. Security means that Eve cannot learn a non-negligible amount of
information about the stored message without alerting Alice. (This definition does allow Eve to
learn the full message while alarming Alice.) Usefulness means that Alice’s locally stored data is
smaller than the remotely stored message.
Let M be the data that serves as input to the protocol; M ′ the data returned by Eve; Ω ∈ {0, 1}
a flag that indicates if Alice notices disturbance (with Ω = 1 meaning that everything looks fine).
Let E denote Eve’s quantum ancilla. By ρ[ω=1] we mean the (sub-normalised) part of ρ that
corresponds to ω = 1.
ε-Correctness:

Eve behaves honestly =⇒ Pr[Ω = 1 ∧ M̂ = M ] ≥ 1− ε. (1)

ε-Security:
∥∥∥ρMTT ′E

[ω=1] − E
m
|m〉〈m| ⊗ ρTT ′E

[ω=1]

∥∥∥
1
≤ ε. (2)

Eq.(2) can be read as: “If Pr[Ω = 1] is negligible then we are making no demands. If Pr[Ω = 1]
is non-negligible then we demand that M is decoupled from Eve”. Note that security properties
formulated in terms of the 1-norm (or trace norm) are composable [5, 6, 7, 8] with other (sub-
)protocols.
Usefulness.
Let the message space be M and the key space K. We define the usefulness parameter Y ≤ 1 as

Y = |M|−|K|
|M| . A positive usefulness means that the amount of data that Alice has to store locally

is less than the message size.
We present Can’tTouchThis, our Delegated Storage scheme. As a first step Alice derives, in a
reversible way, an almost-uniform string M from the message µ. Our scheme requires that this
randomisation step is possible without the introduction of long keys; hence the entropy of µ must
be sufficiently high to allow for using an extractor, or Alice must know the distribution of µ with
sufficient accuracy in order to apply compression-based randomisation techniques. Then, Alice
extracts a one-time pad from a random string x; the x is encoded into qubits. She computes a
ciphertext by masking m with the one-time pad. She stores the ciphertext and the qubits on the
server. In between the qubits that contain x there are ‘trap’ qubits in random positions. When
Alice recovers the stored data, she inspects these trap states to see if they have changed.
We prove that our scheme satisfies the Correctness and Security properties. If ` is the message
length and β0 the bit error rate of the quantum channel, then asymptotically n = `

1−h(β0)
qubits

are required1, and Alice has to remember a syndrome of (asymptotic) size ` h(β0)
1−h(β0)

; the syndrome

is the main ‘key’ that she has to store locally. Can’tTouchThis allows the message to be longer
than the key only when 1− 2h(β0) > 0. This inequality is familiar in Quantum Key Distribution,
where it represents the condition for having positive key rate without two-way communication.

1h is the binary entropy function.

2
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We propose a method for recursively applying Can’tTouchThis. The syndrome is not stored
locally, but using Can’tTouchThis. The effect is that Alice has to remember a shorter key;
asymptotically the number of qubits stored on the server is n→ `

1−2h(β0)
. This expression too is

familiar from QKD, where it stands for the number of qubits required to generate a key of length `.
Our scheme needs a preprocessing step to reversibly transform the message µ into an almost-
uniform string m which then serves as the ‘message’ in the quantum part of the protocol. We
show that this need for a uniform input is not a deficiency of our scheme or our proof technique,
but in fact a fundamental requirement. We introduce an attack called Support which tries to
determine one bit: whether the plaintext is the one with the highest a-priori probability. We
consider delegated storage in general without preprocessing and lowerbound the advantage that
Support yields as a function of the key length and the min-entropy of the plaintext. This lower
bound serves as a kind of ‘no go’ theorem: In the case of a low min-entropy distribution that is
not known to Alice, our bound implies that the Security property cannot be achieved with a short
key.
For details we refer to the full paper [9].
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Index Terms—Side-Channel Attack, Masking Countermeasure,
Lightweight Cryptography, Leakage resilience

Security against side-channel attacks has been explicitly
mentioned by the NIST as a target in the ongoing standardiza-
tion process for lightweight cryptography. In this talk, we will
analyze the leakage resistance of 9 out of the 10 candidates
selected as finalists of the competition.

Our analysis follows two main steps:

First, we use a framework introduced by Bellizia et al.
in order to evaluate the high-level leakage properties of the
candidates’ modes of operations [1].1 This high-level analy-
sis allows us to observe that 6 candidates can only/mostly
rely on (expensive) implementation-level countermeasures. By
contrast, 3 candidates (namely Ascon, ISAP and Romulus-
T) have leakage-resistant features enabling so-called leveled
implementations, where different parts of the implementations
require different (more or less expensive) implementation-level
countermeasures.

Second, we investigate the hardware performances of these
3 leakage-resistant modes of operation and evaluate their
leveled implementation. For Ascon and Romulus-T, we protect
the Key Derivation Function (KDF) and Tag Generation Func-
tion (TGF) against Differential Power Analysis (DPA) with
Hardware Private Circuits (HPC), a state-of-the-art masking
scheme that jointly provides resistance against physical de-
faults and composability [2], [3]. For ISAP, the KDF and
KGF are based on a leakage-resilient PRF that embeds a
fresh re-keying mechanism such that they only require security
against Simple Power Analysis (SPA). The latter is natively
(and efficiently) obtained thanks to parallelism in hardware.

Gaëtan Cassiers and François-Xavier Standaert are respectively research
fellow and senior research associate of the Belgian fund for scientific research
(FNRS- F.R.S.). This work has been funded in parts by European Union via
the ERC project 724725 (acronym SWORD).

1 Excluding Grain-128AEAD, which cannot be captured with such a mode
vs. primitive granularity.

For all 3 candidates, the bulk of the computation contains
and internal re-keying mechanism. Hence SPA security (again
achieved with hardware parallelism) guarantees confidentiality
with leakage. This part of the implementation can even leak
in an unbounded manner if only integrity with leakage is
required.

We conclude that more than the quantitative comparison
of the finalists, the main criteria that should guide the NIST
in selecting a lightweight cryptography standard (if leakage
is deemed important) are qualitative. The limited relevance
of quantitative comparisons at this stage of the competition
follows from two facts. For ciphers that rely on comparable
countermeasures (like Ascon and Romulus-T), the perfor-
mance gap is limited and predictable from simple proxies
(and both are easier to protect than the AES). For ciphers that
rely on different countermeasures (like ISAP), we currently
lack (both theoretical and practical) tools that would allow a
definitive comparison (e.g., with masking). By contrast, these
three ciphers have different quantitative features, leading to a
at least two clear questions that could (and we think, should)
guide the final selection:

• Is confidentiality with decryption leakage wanted? Ascon,
ISAP and Romulus-T all reach the top of the hiercachy
in [4] for integrity with leakage (coined CIML2). The
leveled implementation of Ascon only provides confi-
dentiality with encryption leakages and misuse-resilience
(coined CCAmL1). The leveled implementations of ISAP
and Romulus-T can additionally provide confidentiality
with decryption leakages and misuse-resilience (coined
CCAmL2) at the cost of being two-pass (and can reach
CCAmL1 in a single pass).

• Flexibility or simplicity for the KDF and KGF? Ascon
and Romulus-T require DPA countermeasures like mask-
ing to protect their KDF and TGF. Implementing masking
securely is a sensitive process that requires expertise. But
it comes with a lot of flexibility: countermeasures do not
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always have to be deployed, different security vs. per-
formance tradeoffs can be considered and one can have
different security levels in encryption and decryption.
ISAP relies on a re-keying mechanism so that only SPA
security is needed for the whole implementation, which
is easy to obtain in hardware. But it has no flexibility
(the overheads of the leakage-resilient PRF have to be
paid even if side-channel security is not a concern).2

A slightly longer-term question relates to the choice between
permutations and Tweakable Block Ciphers (TBCs). While the
same leakage-resistant features can be obtained at somewhat
similar costs from permutations and sponges, these two build-
ing blocks come with some differences. On the one hand,
TBC-based designs seem more amenable to security analyzes
in the standard model [7], [8], while permutations currently
require idealized assumptions [9], [10]. On the other hand,
TBC-based schemes enable performing an inverse-based tag
verification that can leak in full [11] while permutation-based
schemes require masking [12] or additional computations [13]
for securing this part of their design against leakage.
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Université Libre de Bruxelles

1050 Brussels, Belgium
adelin.roty@ulb.be

Jean-François Determe
BEAMS-embedded electronics
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Abstract—Efficient spectrum occupancy measurement cam-
paigns mainly rely on wideband spectrum sensing capacities.
This paper focuses on the performance of compressive sensing
(CS) applied to spectrum sensing. We study a system comprising
several sensors endowed with CS-based measurement front-ends
installed in the area whose spectrum is to be monitored. Sensors
send their measurements to a central node that processes them
jointly to estimate global spectrum occupancy. Our main contri-
bution is to study the impact of a newly developed adaptation
of Simultaneous Orthogonal Matching Pursuit (SOMP). This
adaptation essentially assumes and leverages a common structure
shared by all signals seen by sensors, which is stronger than that
generally assumed by SOMP. We also study to what extent the
spatial distribution of sensors affects the reliability of spectrum
recovery. Our results show a significant increase in the probability
of correct recovery in comparison to using the basic, canonical
SOMP algorithm.

Index Terms—wideband spectrum sensing, sparse signal re-
covery, simultaneous orthogonal matching pursuit
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Abstract—This paper addresses the problem of implementing
robust and hyperparameter-free natural gradient variational
inference. Natural gradient methods are often employed in
variational inference strategies, which maximize a variational
lower bound on the model evidence. Generally, gradient-based
optimization algorithms require the user to pre-specify values
for hyperparameters such as step size and number of iterations.
Optimal values for these hyperparameters are problem-specific
and may significantly affect the algorithm’s performance. We
propose a model-aware optimizer that adaptively adjusts its step
size parameter. The proposed optimizer determines the necessary
number of iterations and evaluates the accuracy of the variational
approximation, compared to the actual posterior distribution,
using convergence diagnostics. We verify in this paper that the
proposed adaptive optimizer alleviates the fine tuning problem
with no manually initialized step size and a number of iterations.
The performance of the optimization results is reported using
the convergence diagnostics implemented within the proposed
optimizer.

Index Terms—Bayesian Diagnostics, Constrained Bayesian In-
ference, Exponential-family Distributions, Hyper-parameter Free
Optimization, Natural Gradient Variational Inference, Stochastic
Gradients

I. INTRODUCTION

WE address the problem of implementing robust and
hyper-parameter free natural gradient variational in-

ference. When exact Bayesian inference to find a posterior
distribution of a parameter is not tractable, an approximate
distribution for the posterior estimate is searched. Finding
this approximate posterior using optimization and through
variational calculus is known as variational inference [1].
Conjugate-computation variational inference (CVI) is a varia-
tional inference algorithm that uses stochastic gradients on the
non-conjugate term whereas using efficient conjugate compu-
tations on the conjugate term [2]. CVI is highly dependent
on the choice of hyper parameters, such as the step size
and the number of iterations. The optimal choice of these
hyper-parameters differs for each problem, so it requires fine
tuning, which is time consuming. This paper focuses on
developing an automatized optimizer by making modifications
to the CVI algorithm with already existing methods on the
variational inference literature and adding more heuristics to
the approaches when necessary. In this paper we will show:

• Limitations of vanilla implementations of the CVI algo-
rithm in Sec. II-C and how to address them in Sec. III.

• Methods to automate the inference process by auto-
matically determining proper step size and number of
iterations to prevent manual fine tuning in Sec. III-B and
Sec. III-C, respectively.

• How to evaluate the accuracy of our variational approxi-
mation in Sec. III-D.

II. CONJUGATE COMPUTATION VARIATIONAL INFERENCE

A. Variational Objective

In Bayesian inference, a model is specified as joint distri-
bution:

p(y, z) = p(y|z)p(z) (1)

where y stands for observations and z stands for latent
variables of the model. Having observed y, we can use the
Bayes rule to calculate the posterior distribution of latent
variables z as:

p(z|y) = p(y|z)p(z)∫
p(y|z)p(z) dz (2)

The problem is, the marginal likelihood term(∫
p(y|z)p(z) dz

)
might be intractable. This usually happens

when the prior term is not a conjugate prior to the likelihood..
p(z) is called a conjugate prior for the likelihood p(y|z) if
the posterior p(z|y) is in the same probability distribution
family as the prior distribution p(z) [3, Ch. 2].

A workaround would be to introduce another distribution
q(z) that will approximate the exact posterior p(z|y) [1]. Then
the marginal likelihood term can be rewritten as:

p(y) =

∫
p(y|z)p(z) dz =

∫
p(y|z)p(z)

q(z)
q(z) dz (3)

Using Jensen’s inequality [4], we obtain a lower bound on
the log-likelihood function, also known as the evidence lower
bound ELBO, given by the expression:

L[q] ≜
∫

log

(
p(y, z)

q(z)

)
q(z)dz = Eq

[
log

(
p(y, z)

q(z)

)]
. (4)

Our objective is to maximize L[q] with respect to our approx-
imate variational distribution q(z).

Note that ELBO L[q] is a functional, a function of functions,
in this setting, without further assumptions on q(z). In varia-
tional inference, we further assume a fixed-form variational
approximation qλ(z), parametrized by λ. Then, functional
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maximization problem reduces to maximization of a function
L(λ) with respect to its parameters. Thus, we are trying to
find optimal values for the parameters λ by the following
optimization problem:

max
λ∈Ω
L(λ) = Eq

[
log

(
p(y|z)p(z)

qλ(z)

)]

= Eq

[
log (p(y|z))− log

(
qλ(z)

p(z)

)] (5)

where Ω is the space of valid parameters [1].

B. CVI Algorithm

CVI method utilizes conjugate computations on the con-
jugate part of the model, whereas it computes the natural
gradients on the non-conjugate part of the model [2]. For
CVI, the variational approximation is chosen to be in the
minimal exponential family of distributions. A distribution
qλ(z) in the exponential family with natural parameters λ has
the probability density function of the following form:

qλ(z) = h(z) exp
(
ϕ(z)Tλ−A(λ)

)
(6)

where h(z) is the base measure, ϕ(z) is the sufficient statistics
vector and the A(λ) is the log-partition function. An exponen-
tial family representation is called minimal if the components
of the sufficient statistics vector are linearly independent [5,
Ch. 3] . We would assume that our prior distribution pλp(z)
is in the same minimal exponential family as the variational
approximation, with natural parameters λp. Thus, the conju-
gate part is the prior term pλp

(z), and the non-conjugate term
is the log-likelihood term p(y|z) . CVI algorithm updates the
parameters using a natural gradient descent approach:

λ← λ+ βĝ (7)

The natural gradient of the ELBO ĝ ≜ ∇mL is the
Euclidean gradient with respect to the expectation parameters
m ≜ Eq [ϕ(z)] and can also be computed as m = ∇λA(λ) for
minimal exponential family distributions. Calculating natural
gradients also give rise to local exponential-family approxima-
tions of the non-conjugate terms. Then, combining (5) and (7),
the natural gradient update for the CVI algorithm becomes:

λ← λ+ β [∇mEq [log (p(y|z))] + λp − λ] (8)

using the property that:

∇m

(
Eq

[
log

(
pλp(z)

qλ(z)

)])
= λp − λ. (9)

For more details about the derivation of (8), we refer the
interested reader to [2].

C. Considerations Using CVI

In CVI, the parameters of qλ(z) are updated using natural
gradients to optimize ELBO. Using such an approach comes
with practical considerations, such as:

• The update scheme does not take into account the con-
straints of the parameters by default. For example, the
precision parameter of a Gaussian distribution must be

positive-definite. Since there are no constraints on the
values of step size or the natural gradient vector can take,
this constraint may be violated in (8). The constraints are
addressed in Sec. III-A.

• Convergence of gradient-based methods are dependent on
the hyper-parameters, which are step size and the number
of iterations, and the optimal choice of these parameters
differ for different model specifications. CVI algorithm
does not offer any specification for these parameters.
Finding appropriate parameters for the step size and the
number of iterations are addressed in Sec. III-B and
Sec. III-C, respectively.

• After a given number of iterations, CVI algorithm does
not give information about the convergence of the param-
eters. A metric to evaluate the posterior approximation is
given in Sec. III-D.

III. ADAPTIVE OPTIMIZER DESIGN FOR CONSTRAINED
CVI

Our proposed optimizer addresses the problems mentioned
in Sec. II-C. We propose a modification to the CVI update
using existing methods in the variational inference literature
and adding more heuristics to the approaches when necessary.
The proposed optimizer is capable of initializing and updating
the hyper-parameters of the inference process, adapting to the
given model.

A. Handling Positive Definite Constraints of the Parameters

A modified version of the CVI update (8) is proposed in [6],
which is called the improved Bayesian Learning Rule (iBLR).
This update scheme handles the positive-definite constraints
of the valid parameter space when the approximation qλ(z)
attains a certain parameterization, which the authors call block-
coordinate natural parameterization(BCN). This modification
allows us to freely choose the step size parameter βt. For the
sake of completeness, we briefly summarize iBLR approach
below.

Let BCN parameters are denoted with λ and λ contains
blocks of parameters as λ = {λ[1], ...,λ[n]}. Let λai denote
the parameter at a−th entry of the i−th block parameter λ[i],
ĝci denote the c-th entry of natural gradient ĝi with respect
to λ[i]. Then, modified gradient ascent update takes the form:

λci ← λci + βtĝ
ci − β2

t

2

∑

ai

∑

bi

Γci
aibi

ĝai ĝbi (10)

where each summation is to sum over all entries of the i−th
block, Γci

aibi
:= 1

2∂mci
∂λai∂λbiA(λ) and mci is the c−th entry

of the expectation parameter m[i] := ∇λ[i]A(λ).
Note that (10) only differs from CVI update by the last

term −β2
t

2

∑
ai

∑
bi
Γci
aibi

ĝai ĝbi , which is to take the curvature
information in a Riemannian manifold into account. For some
of the BCN parameterizations, such as for the Gaussian
distribution, (10) can be efficiently applied. For the list of BCN
parameterizations in the exponential family of distributions,
their simplified update rules and the detailed derivation of their
update rules, see [6].
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B. Determining Step Size

In this section, a fast heuristic approach and an adaptive
method are presented to find an appropriate step size parameter
βt.

1) Inexact Line Search to Determine Step Size: To deter-
mine the step size, our optimizer uses an inexact line search
method, which is a heuristic approach. Note that inexact
line search inequality conditions used in Euclidean spaces
cannot be utilized directly since our parameter space induces
a Riemannian manifold. An adaptation of line search methods
to manifolds can be utilized, but the study of it is left for
future work.

Our heuristic approach searches for an appropriate step size
only for the first iteration to be computationally efficient.
Found step size is kept fixed throughout the optimization.

2) Adaptive Step Size: Adaptive step size approach is
based on [7], which is developed for stochastic variational
inference. Stochastic variational inference is used to scale
variational inference to models with large data sets by instead
of computing a batch gradient, a sample data from the data
set is used to calculate the gradient for its computational
efficiency. The proposed method determines the step size βt

such that it minimizes the expected distance between updated
parameters λt+1, where the update from λt to λt+1 is the
CVI update given in (7), and the updated parameters using
the whole batch λ∗, by minimizing the expectation of the
following cost function:

J(βt) = (λt+1(βt)− λ∗)
T (λt+1(βt)− λ∗) (11)

The cost function J is a function of step size βt through
λt+1 term and is a random variable since update from λt to
λt+1 includes the natural gradient term ĝt in (7). Thus, the
minimization is done for its expectation value E [J |λt], given
the current iterate λt. Minimizing the expectation yields the
optimal step size as:

β∗
t =

E[ĝt]TE[ĝt]
E[ĝtT ĝt]

(12)

and the expectations can be calculated using moving average
windows and they can be plugged in (12), to calculate βt

at each time step t. For the detailed derivation of the result,
see [7].

C. Determining the Number of Iterations

Convergence of CVI optimization scheme is highly depen-
dent on the number of iterations. Doing too many iterations
might result in unnecessary increase in the computation time,
whereas small number of iterations might result in premature
termination of the optimization process before convergence.
Unfortunately, there does not exist a specified number of
iterations, which is optimal for any optimization problem. But,
if the convergence of the parameters can be checked using
some diagnostics, we can come up with a stopping criteria
which will be used to terminate the optimization process.
In our proposed optimizer, a method based on tracking the

relative change of the variational objective L(λ), to determine
the stopping criterion is implemented.

This stopping criteria is similar to the Automatic Variational
Inference in Stan algorithm [8]. For a (optional) specified
number k ∈ Z+, the variational objective and the relative
change of variational objective is calculated. If one iteration
index at which the calculation occurred is T , then the relative
change for that step is calculated as:

∆LT = 100 ·
∣∣∣∣
L(λT )− L(λT−k)

L(λT−k)

∣∣∣∣ (13)

LT = Eq

[
log (p(y|z))− log

(
qλT

(z)

p(z)

)]
, (14)

and stored in a vector ∆Lvect = [...,∆LT−k,∆LT ]. Then,
the running mean and median of this vector is calculated and
compared to a threshold and the algorithm is terminated when
either of the criteria are satisfied.

Downside of this algorithm is that it can prematurely end
the optimization algorithm. This is shown with a simulated
example displayed in Fig. 1. The variational objective is Free
Energy, which is calculated as the negative of ELBO. As we
are using the relative change in the free energy, this algorithm
will be referred as ∆FE. Since there are no guarantees to
reduce the free energy in each step with a given step size,
simulated scenario involves an increase in the free energy
at first then it converges to a lower value after considerable
amount of iterations. The convergence algorithm ∆FE cal-
culates the relative change in the free energy and compares
the running mean and median to the threshold, which is set as
3%. Then, the algorithm would terminate prematurely, where
the termination point is shown with red dashed line in Fig. 1.

To solve this problem, we have defined a burn-in period
where the algorithm would not look for convergence until a
specified number of iterations are carried out or the initial
free energy decreases until a certain amount. With the latter
condition, the algorithm will not search for convergence before
the free energy decreases compared to the initial value, thus
skipping the points where the vanilla implementation would
prematurely terminate the optimization process.

D. Evaluating Variational Inference Using Generalized Pareto
Distribution

A diagnostic which can be used to assess the goodness of
the fit of variational distribution qλ(z) is fitting a generalized
pareto distribution to the largest importance ratios and looking
at the shape parameter k of the fitted distribution [9]. The
motivation to use such a diagnostic comes from importance
sampling literature [10, Ch. 9].

We treat our variational approximation qλ(z) as if it were
a proposal distribution in importance sampling. When the
proposal distribution qλ(z) is a poor approximation to the
target distribution p(z|y), the distribution of importance ratios
can have a heavy right tail [11]. Thus, checking if distribution
of importance ratios having a heavy tailed would indicate the
accuracy of our variational approximation.
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Fig. 1: A simulated example where ∆FE algorithm would
result in premature termination. The threshold is set as 3%
and the dashed line shows the termination point. Premature
termination prevents the algorithm to converge to a lower free
energy than the initial free energy.

A distribution used to model tails of another distribution
is generalized Pareto distribution. A generalized Pareto dis-
tribution with a shape parameter k has finite moments up
to the order 1/k. If the fitted importance ratios have more
than 2 finite moments, the convergence rate of the estimator
improves [11], then if we have k < 0.5, it can be concluded
that the variational distribution is close enough to the true
posterior. Empirical studies show the number of samples you
would need to have reliable estimators increases drastically
after k > 0.7 [11]. Thus, for the fitted values of 0.5 < k < 0.7,
the variational distribution can still be practically useful.

This diagnostic is used as follows in our optimizer: After
updating qλ(z) after a certain number of iterations, which can
be fixed or determined by a stopping criterion, S samples from
variational distribution are obtained and importance ratios are
calculated as:

rs(z) =
p(y|zs)p(zs)

qλ(zs)
(15)

where zs ∼ qλ(zs), i = 1, ..., S. Then, a generalized Pareto
distribution is fitted to M largest importance ratios, where M
is a function of S and fitted shape parameter k is reported.
If k > 0.7, the user is warned that the variational inference
may not have converged. For the negative values of k, it is
predicted that the importance ratios are bounded from above.
For detailed explanation of how to fit the generalized Pareto
distribution, we refer the interested reader to [12], and for more
details about the convergence properties of the generalized
Pareto distribution, we refer the interested reader to [11]
and [9].

E. Overall Algorithm

We have addressed the practical considerations of the vanilla
implementation of the CVI algorithm mentioned in Sec. II-C,
with the methods given in Sec. III. Using these methods,
we propose our adaptive optimizer in Algorithm 1 which
finds the appropriate step size using an adaptive step size
algorithm and tracks the relative change of the variational
objective to terminate the algorithm. Finally, the accuracy of
the approximation is diagnosed by fitting a generalized Pareto
distribution to the largest importance ratios.

Algorithm 1 Adaptive Optimizer for Constrained CVI using
Relative Change of Variational Objective

Define: Number of iterations of burn-in period: τ
Define: Mean threshold ϵ1
Define: Median threshold ϵ2
Define: Window size to evaluate the variational objective
W
Require: τ ,ϵ1,ϵ2,W
check = false
∆Lvect = []
for t=1,...,Tmax do

if t = 1 then
Compute F thr = L(λ0)

end if
Compute ĝ = ∇mL
Compute β via (12)
Compute λt via (10)
λ← λt

if t ≤ τ then
continue ▷ First additional heuristic

else if t mod W = 0 then
Compute L(λt)
if check = false and L(λt) ≥ F thr then

check = true ▷ Second additional heuristic
end if
if check = true then

Compute ∆Lt via Eq 13
Append ∆Lvect = [∆Lvect,∆Lt]
Compute mean m1 and median m2 of ∆Lvect

end if
if m1 ≤ ϵ1 or m2 ≤ ϵ2 then

break
end if

end if
end for
Sample zs, s = 1, ..., S from qλ(z)
Compute importance ratios rs, s = 1, ..., S via Eq 15
Fit generalized Pareto distribution to M largest importance
ratios and return shape parameter estimate k̂
if k̂ > 0.7 then

Warn user that variational inference may not have con-
verged.
end if
return λ
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IV. EXPERIMENTS

In this section, the experiment results on simulated examples
which investigate how the choice of step size and the number
of iterations affect the convergence of the variational distribu-
tion are shown. Motivation of using simulated examples is to
observe the behavior of the current algorithms with arbitrary
nonlinearities/functions to test their robustness.

A. First Experiment:Nonlinear Measurement Model

In the first experiment, the effect of the step size parameter
and the number of iterations is studied. The prior distribution
of the latent variable z is the Gaussian distribution. Observa-
tions y are also Gaussian distributed with known precision γ
and the mean parameter is a non-linear function g(·) of latent
variables z. The model is given as:

p(y | z) = N
(
y | g(z), γ−1

)
(16a)

p(z) = N
(
z | µp, S

−1
p

)
(16b)

The Gaussian prior and the measurement precision are set as:

µp = 0, S−1
p = 0.01, γ−1 = 0.01 ,

respectively.
The nonlinear expression g(·) is given as:

g(z) = −z3 · exp (−0.005 · |z|) (17)

A measurement ŷ = g(120) + ϵ, ϵ ∼ N (0, 1) is observed
and a variational approximation qλ(z), which is a Gaussian
distribution, of the true posterior p(z|ŷ) is calculated. The
selected variational objective to find qλ(z) is the free energy,
defined as the negative of the ELBO. Non-linearity g(z) is
selected such that g(120) evaluates to a large number, which
also tests numerical stability of the algorithms. For the given
nonlinearity g(·), the likelihood p(ŷ|z) has two local optima,
around z ≈ 120 and z ≈ 1716. Having a weak prior p(z), the
local variational approximation should converge to a Gaussian
distribution with mean around either of the local optima. The
posterior with mean value of 120 is the global optimum, since
it is closer to the prior, which has lower free energy than the
posterior with mean value of 1716, but the noisy estimate of
the expectation of the log-likelihood term makes it impossible
to distinguish the global optimum.

The parameters of variational approximation qλ(z) are op-
timized using both the CVI update rule with gradient descent
and Adam optimizers and the iBLR update rule. All optimiza-
tion schemes are tested with various number of iterations and
step size hyper-parameters. Step size parameters are set as
ssi = 10−i, i = 0, 1, ..., 10, number of iterations are set as
itrj = 10j , j = 1, 2, ..., 6 to cover a variety of hyperparameter
combinations. Then, for each point (ssi, itrj) in the hyper-
parameter space for all three update rules, we perform the
experiment with the same hyper-parameter configuration 10
times, and report the median value of 10 experiments.

Fig. 2 and Fig. 3 show the estimated posterior mean
parameter of the variational distribution qλ(z) using the iBLR
algorithm and the CVI algorithm with Descent optimizer,

respectively. Only the results that are in the vicinity of the
true posterior mean are shown in the figures, as failed cases
have arbitrarily large values and cannot be plotted on the same
graph. The results using CVI algorithm with Adam optimizer
are not shown since none of the 66 different configurations
of hyper-parameters yield a close approximation to the true
posterior mean.

As seen in Fig. 2 and Fig. 3, both iBLR and CVI algorithm
with Descent converge only for the cases where the step size
parameter is less than a certain threshold, which is 10−6 for
the iBLR case and 10−7 for the CVI case. Moreover, if the
user selects smaller step sizes, then the optimal number of
iterations varies.
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Fig. 2: Hyper-parameter sweep results using iBLR algorithm.
It is observed that using stepsizes larger than 10−6 yield in
algorithm to fail, whereas a certain number of iterations are
necessary if one uses very small step sizes, such as 10−10.
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Fig. 3: Hyper-parameter sweep results using CVI algorithm
with Descent optimizer. It is observed that using step sizes
larger than 10−7 yield in algorithm to fail, whereas a certain
number of iterations are necessary if one uses very small step
sizes, such as 10−10.

Fig. 4 shows the comparison of 3 optimization schemes with
a fixed step size of 10−7. It is observed that ADAM needs too
many samples for this problem to converge, which is more
than a million samples, whereas you would need much less
samples for the iBLR case and at least 100000 samples for
the CVI case to converge.

Fig. 2, Fig. 3 and Fig. 4 show how hyper-parameters affect
the inference performance. The optimal parameters varies with
every design choice, and finding suitable parameters requires
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Fig. 4: Comparison of three optimization schemes. It is
observed that the optimal number of iterations also changes
greatly depending on the optimization algorithm chosen.

tedious work. Our proposed optimization scheme relieves the
user of choosing step sizes and the number of iterations. We
used our proposed optimizer given in Algorithm 1 for the given
problem without any specifications on the initial step size or
how many iterations to perform. The step size is selected to be
determined by the heuristic based on the inexact line search
method in Sec III-B1 to see if the optimizer can propose
an appropriate step size for the problem. Initial step size is
determined as 7.62 · 10−6, which is an appropriate step size
according to the results of Fig 2, and the algorithm terminated
itself after 90000 iterations, converging to the value 120, which
is the mean parameter value minimizing the current variational
objective.

B. Second Experiment: Variational Message Passing

In the second example, variational message passing(VMP)
example introduced in [13] is studied. The model in [13] can
be formed using the same factorization in Eq. 16 with two
differences. First, the non-linear function g(·) is changed to
identity mapping, i.e., g(z) = z and we put a Gamma prior
on the measurement precision γ with the shape parameter a
and the rate parameter β. VMP example in [13] approximates
the posterior p(x, γ | y) with a variational approximation
q(x, γ). If we also assume mean-field factorization q(x, γ) =
qx(x)qγ(γ), the model is conditionally conjugate and VMP
algorithm updates the posterior parameters analytically. 5
observations are generated as:

yn = 15 + ϵ, ϵ ∼ N (0, 1) , n = 1, . . . , 5 (18)

Using VMP on the given problem setting resulted in the
posterior mean of z as µz = 14.938. We will take this result
as the ground truth and test our gradient-based algorithm’s
performance.

In the first experiment in Sec. IV-A, we have used our
heuristic line-search-based approach to find an appropriate step
size. In this example, we let our optimizer decide the step size
using adaptive step size algorithm mentioned in Section III-B2.

500 Monte Carlo simulations were performed and we cal-
culated the mean and variance of the estimate as µ̂z = 14.90
and σ2

µ̂z
= 0.40, respectively. As expected, the mean is in the

vicinity of the ground truth with a small variance value.

We also ran the algorithm using a fixed step size of 0.5
and 10−6 and we observe that even though we only needed
20 iterations using a step size of 0.5, we needed at least 106

iterations for the step size of 10−6. Even if the VMP model
is simple, it still shows how important the hyper-parameters
are for performance of the algorithm.

V. CONCLUSION

We illustrated the practical considerations of implementing
a natural gradient based variational inference optimization
and what can be done in order to automatize the hyper-
parameter tuning process, with their limitations. We proposed
an automated optimizer for conjugate computation variational
inference, which determines the initial step size, adaptation
of step size over the iterations and when to terminate the
inference procedure, along with diagnosing the accuracy of
the posterior approximation to the true posterior. Its working
principle can be improved by careful design of heuristics and
implementing more robust solutions from the literature. This
paper paves the way for a novel approach of gradient based
variational inference algorithms which has its own robust
convergence diagnostics and adaptive to the different types
of non-conjugate terms in the generative model.
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Abstract—The fingerprinting game is analysed when the coali-
tion size k is known to the tracer, but the colluders can distribute
themselves across L TV channels. The collusion channel is
introduced and the extra degrees of freedom for the coalition
are made manifest in our formulation. We introduce a payoff
functional that is analogous to the single TV channel case, and
is conjectured to be closely related to the fingerprinting capacity.
For the binary alphabet case under the marking assumption,
and the restriction of access to one TV channel per person
per segment, we derive the asymptotic behavior of the payoff
functional. We find that the value of the maximin game for
our payoff is asymptotically equal to L2/k22 ln 2, with optimal
strategy for the tracer being the arcsine distribution, and for the
coalition being the interleaving attack across all TV channels, as
well as assigning an equal number of colluders across the L TV
channels.

Index Terms—information hiding, information theory, security

I. INTRODUCTION

A. Collusion resistant fingerprinting

Fingerprinting, also known as forensic watermarking, is
a technique for tracing the origin and distribution of digi-
tal content. Before distribution, the content is modified by
embedding an imperceptible watermark, which is unique for
each recipient. When an unauthorized copy of the content
is released, the watermark in this copy reveals information
about the identities of those who created the copy. A tracing
algorithm (also called a decoder) outputs a list of suspicious
users. This procedure is known as forensic watermarking or
traitor tracing.

The most powerful attack against watermarking is the col-
lusion attack, where multiple users (the ‘coalition’) combine
their differently watermarked versions of the same content; the
detected differences partly reveal the locations of the hidden
marks and allow for an informed attack. Various collusion-
resistant codes have been developed, most notably the class of
bias-based codes, introduced by G. Tardos in 2003 [1], [2]. For
each watermarking symbol position the tracer first generates
a bias w ∈ (0, 1) drawn from a distribution fW and then
assigns to each user a watermark symbol ‘1’ with probability
w and ‘0’ with probability 1− w. Work on bias-based codes

This work has been accepted for publication by the 10th ACM Workshop
on Information Hiding and Multimedia Security IH&MMSEC’22.

includes improved analyses [3]–[9], code modifications [10]–
[12], advanced decoders [13]–[19] and generalizations [20]–
[23]. Bias-based codes achieve the asymptotically optimal
relationship n ∝ k2, where n is the sufficient code length,
and k is the coalition size.

An important result was finding the asymptotic saddlepoint
of the information-theoretic maximin game [10], [24], [25] in
the case of the Restricted Digit Model1 and joint decoding.

The saddlepoint is a pair (bias distribution fW , attack
strategy) such that it is disadvantageous for either party to
depart from their strategy. With increasing k, the solution
of the max-min game for the binary fingerprinting alphabet
gets closer to the combination2 (fW = 1

π
√

w(1−w)
, attack =

Interleaving). In the Interleaving attack the colluders output
the symbol of one colluder chosen uniformly at random.

Knowing the location of the saddlepoint allows the tracer
to build a universal decoder that works optimally against the
saddlepoint attack and that works well against all other attacks
too. What is usually not considered in studies of forensic
watermarking is that most pirate decoder boxes observed
in practice give access to multiple TV channels in parallel.
Hence, attackers have an additional degree of freedom that
has not yet been explored in the academic literature: which TV
channel to collude on at which point in time. The information-
theoretic maximin game has not yet been studied for multiple
TV channels attacks.

B. Contributions and outline

We study the information-theoretic maximin game for the
binary fingerprinting scenario with multiple parallel TV chan-
nels which are being attacked simultaneously by a set of
colluders under the Restricted Digit Model. We consider the
static case, as opposed to dynamic traitor tracing, i.e. we do
not allow the parties to adapt their strategy as a function of
symbols observed previously. We assume that each attacker
can tune into merely one channel, and furthermore we consider
only attack strategies in which the colluders take equal risk,
and all TV channels are treated as being equally important.

1In the Restricted Digit Model, colluders must output a symbol that has
been received by at least one of them.

2This fW is known as the arcsine distribution, fW (w)dw =
1
π
d arcsin(2w − 1).
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Under these restrictions we study the mutual information
I(Ŷ ; Ẑ, Ĉ|Ŵ ), which is a straightforward generalisation of
the single-channel figure of merit I(Y ;M |W ). Here the hat
indicates a vector in which each entry comes from one TV
channel; the Y is the colluders’ output, the M stands for the
coalition’s symbol tally in the single TV channel case, while
(Ẑ, Ĉ) represent the coalition’s symbol tally in the multiple
TV channel case, and W is the bias. Although the generalised
figure of merit looks simple, the multiple TV channel maximin
game is more complicated than the single TV channel case.
If a pirate is active in one TV channel, then this excludes
the possibility that they are active in another TV channel.
This exclusion causes a nontrivial dependence between the
TV channels, which complicates the analysis: it is not a priori
clear if the multi-channel attack can be treated as a set of
independent single-channel attacks.
• We find the solution of the maximin game for the k →∞

limit of the payoff function I(Ŷ ; Ẑ, Ĉ|Ŵ ), using the
same technique as Huang and Moulin [25]. The optimal
bias distribution for the tracer is the arcsine distribution,
and the optimal colluder strategy within each channel is
Interleaving. Moreover, it is optimal for the attackers to
spread evenly over the channels. Although the result is far
from surprising, the proof is less simple than one would
have hoped for. The proof needs some careful handling
of expressions with different orders in 1/k that arise
from different attack strategies for spreading out over the
channels.

• We present an alternative payoff functional, namely the
mutual information I(Ŷ ; X̂K|Ŵ ). Here X̂K stands for
the part of the code matrices in all the TV channels
that can potentially be tuned into by the coalition K.
We argue that the two payoffs have the same maximin
game asymptotically, and this leads us to conjecture that
the optimal strategies old for I(Ŷ ; X̂K|Ŵ ) as well, and
that the fingerprinting capacity asymptotically behaves like
L2/(k22 ln 2).

In Section II we introduce the multiple TV channels model
and the payoff function. In Section III we derive the maximin
solution for the asymptotic payoff. We discuss the alternative
payoff and fingerprinting capacity in Section IV. We sum-
marize and suggest future work in Section V. Before we
proceed, we introduce common notations used throughout the
manuscript.

C. Notation

Let m be the number of users; M ∆
= {1, 2, . . . ,m} the

index set for all users; X ∆
= {0, 1, . . . , q − 1} denote the q-

ary fingerprinting alphabet; n denote the code length; K ∆
=

{j1, . . . , jK} ⊂ M the index set of the coalition, where K is
the number of colluders; k is the nominal coalition size3; L
the number of TV channels; L ∆

= {1, 2, . . . , L} the index set
for all TV channels; L̃ the number of TV channels a user can

3In this work, we do not make a distinction between K and k, i.e. we
assume the real number of colluders is known to the tracer.

tune in to simultaneously; (·)K ∆
= {(·)j : j ∈ K}; vectors are

denoted by boldface letters; L−tuples are denoted by (̂·) ∆
=

((·)1, . . . , (·)L); |(·)| denotes the L1-norm of a vector or the
cardinality of a set, depending on the argument. We denote the
Kronecker delta by δ(i, j), which is equal to 1 when i = j,
and 0 otherwise. We use the following notation for asymptotic
relations: Let f(k) and g(k) be two functions defined on the
real numbers. f(k) = O(g(k)) if ∃c > 0, k∗ > 0 such that
f(k) ≤ cg(k), ∀k ≥ k∗. f(k) = o(g(k)) if f(k)/g(k) tends
to 0. f(k) = w(g(k)) if f(k)/g(k) tends to ∞. f(k) ∼ g(k)
if f(k)/g(k) tends to a non-zero constant. f(k) → g(k) if
f(k)/g(k) tends to 1.

II. CHANNEL MODEL

A. Channel law

In the single channel case [25], the tracer produces code-
words for m users in a random fashion. This is achieved
as follows: for each of the n segments a bias vector W
is drawn from a distribution fW chosen by the tracer, and
Xj ∈ {0, 1, . . . , q − 1} is assigned for user j according to a
categorical distribution with parameters {Wi}q−1

i=0 :

P(Xj = x|W = w) = wx. (1)

The users are assigned their codewords independently by the
tracer, and hence we also have:

P(X1 = x1, . . . , Xm = xm|W = w) =

m∏

j=1

wxj . (2)

Note that we do not include a segment index since this proce-
dure is repeated for all segments independently, hence produc-
ing the codewords {Xj}mj=1, where Xj = (Xj,1, . . . , Xj,n).

We now describe an analogous procedure for producing the
codewords of m users in the case of multiple TV channels. We
adopt the same notation as in the case of a single TV channel,
and one can recover the single TV channel description by
setting L = 1 in what follows. The tracer produces codewords
{X̂1, . . . , X̂m} with Xl

j ∈ {0, 1, . . . , q − 1}n denoting the l-
th codeword for user j. This is done by choosing L i.i.d bias
vectors at each segment, and each segment is independent of
other segments. That is, let Ŵi be the bias vectors at segment
i, then:

fŴ1,...,Ŵn
(ŵ1, . . . , ŵn) =

n∏

i=1

fŴi
(ŵi)

=
n∏

i=1

L∏

l=1

fWl
i
(wl

i) =
n∏

i=1

L∏

l=1

fW(wl
i),

(3)

For any l ∈ {1, . . . , L} and i ∈ {1, . . . , n}, {X l
j,i}mj=1 are i.i.d

and drawn from a categorical distribution:

P(X l
1,i = x1, . . . , X

l
m,i = xm|Wl

i = w) =
m∏

j=1

wxj
. (4)

The pirates receive codewords X̂K, and produce the output Ŷ,
where Yl ∈ Yn (we assume an RDM setting, i.e. Y = X ),
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according to a pmf pŶ|X̂K,Ŝ, where {Ŝi}ni=1 is the assignment
of pirates to channels at each segment, i.e. Sl

i is a random
subset of K that we assume is independent of X l

K,i. Let
L̃ be the maximum number of channels a single user can
simultaneously tune in to4, then for any segment i and TV
channel l, a realization sli is an assignment

sli : l 7→ 2K, (5)

that respects the following:

sli ̸= ∅, (6)
L⋃

l=1

sli = K, (7)

⋂

l∈L̃
sli = ∅, ∀L̃ ⊆ L, |L̃| > L̃. (8)

Equation (8) states that a single pirate can not be assigned to
more than L̃ TV channels. We further assume memoryless-
ness and no feedback of the collusion channel, which implies:

pŶ|X̂K,Ŝ(ŷ|x̂K, ŝ) =
n∏

i=1

pŶ |X̂K,Ŝ(ŷi|x̂K,i, ŝi), (9)

and in what follows, we drop the segment index on random
variables. In this work, we restrict to the case of each user
having access to only one of the TV channels at each segment,
i.e. L̃ = 1 (and so K ≥ L). In this case {sl}Ll=1 form a
partition of K, or more precisely, ŝ defines a weak ordering
of K where pirates assigned to the same TV channel are tied.
The size of the support for Ŝ (denoted by Ŝ) is then given
by5:

|Ŝ| = L!

{
K

L

}
, (10)

where
{
a
b

}
denotes Stirling numbers of the second kind. If

we instead disregard the identity of the colluders assigned to
each channel, and only keep their numbers, the support size
would shrink to6

(
K−1
L−1

)
. Furthermore, if we also disregard the

TV channel labels, the support size would become P (K,L),
which is the number of partitions of K into exactly L parts.
It is common in the literature to assume colluder symmetry,
i.e. all pirates share the risk equally. Furthermore, it is logical
to assume TV channel symmetry, i.e. all L TV channels are
equally important. Therefore in practice, finding an optimal
distribution over {ŝ} is the same as finding an optimal distri-
bution over P (K,L) partitions. Since L̃ = 1, i.e. {sl}Ll=1 are
disjoint, then we can simplify equation (9) by writing:

pŶ|X̂K,Ŝ(ŷ|x̂K, ŝ) =
n∏

i=1

L∏

l=1

pY l|Xl

Sl ,S
l(yli|xl

sli,i
, sli), (11)

4We assume pirates have the same accessability constraints as normal users,
i.e. access to the same hardware.

5
{K
L

}
counts the number of ways we can partition K into L non-empty

subsets, while the L! factor orders them across TV channels. Otherwise, it
can be viewed as putting K distinguishable balls into L distinguishable bins.

6It can be viewed as putting K indistinguishable balls into L distinguishable
bins, which can be easily proved using stars and bars.

i.e. colluders on different TV channels do not communicate
after being assigned. Applying TV channel symmetry to (11),
i.e. removing any bias towards a particular TV channel in the
pirates’ strategy (it is true for the tracer, i.e. {X l

K}Ll=1 are
i.i.d.), then we can write:

pŶ|X̂K,Ŝ(ŷ|x̂K, ŝ) =
n∏

i=1

L∏

l=1

pY |XS ,S(y
l
i|xl

sli,i
, sli). (12)

Given xs (a realization of XS), we define the tally vector m
as the following:

m
∆
= (m0, . . . ,mq−1), (13)

mα
∆
= |{j ∈ s : xj = α}|. (14)

Imposing colluder symmetry, we can write:

pŶ|X̂K,Ŝ(ŷ|x̂K, ŝ) =
n∏

i=1

L∏

l=1

pY |M(yli|ml
i), (15)

where ml
i is the tally vector received by the pirates assigned to

the l-th TV channel at segment i, and we assume pY |M abides
by the marking assumption. Note that unlike the single TV
channel7 case (L = 1), |Ml| = |Sl| ∆= Cl is a random variable,
which is the number of colluders assigned to attack TV
channel l. Another implication of the TV channel symmetry
condition is the following:

pCl(cl) = pC(c
l), (16)

i.e. the number of pirates assigned to attack different TV
channels must be identically distributed. This follows since
pĈ together with pY |M form the pirates’ strategy. Figure
1 showcases the process of producing the colluders outputs
across the L TV channels. Note that from colluder symmetry,
pŜ|Ĉ is specified by the rule:

pŜ|Ĉ(ŝ|ĉ) =





1(
k

c1,c2,...,cL

) , |sl| = cl, ∀l ∈ L

0, otherwise

, (17)

where
(

k
c1,c2,...,cL

)
is the multinomial coefficient.

Lemma 1. {Ml}Ll=1 are identically distributed.

Proof. 8

pMl(m) =
∑

w

pMl|Wl(m|w)fW(w)

=
∑

c

∑

w

pCl(c)pMl|Wl,Cl(m|w, c)fW(w)

=
∑

c

∑

w

pC(c)pMl|Wl,Cl(m|w, c)fW(w)

(a)
=
∑

c

∑

w

pC(c)pM|W,C(m|w, c)fW(w) = pM(m),

(18)

7In the single channel case this would be equal to K, which is usually
unknown but constant.

8Summations over w can be appropriately replaced by integrals in the case
of fW being a density.
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where in (a) we used the fact that pMl|Wl,Cl is a multinomial
distribution regardless of l.

Lemma 2. {Y l}Ll=1 are identically distributed.

Proof.

pY l(yl) =
∑

ml

pY l|Ml(yl|ml)pMl(ml)

=
∑

ml

pY |M(yl|ml)pM(ml) = pY (y
l),

(19)

where the equalities follow from Lemma 1 and TV channel
symmetry (pY |M is part of the pirates’ strategy).

.

.

.

.

.

.

.

.

.

Fig. 1: A schematic diagram that shows the watermarking/collusion
process. Arrows indicate drawing realizations from a pmf, while
straight lines indicate use of those realizations. White boxes cor-
respond to the tracer, while grey boxes correspond to the coalition.

B. Payoff functional

For any l ∈ {1, . . . , L}, we define the single channel payoff
as:

I(Y l;Ml|Cl = c,Wl)

c
=

I(Y ;M|C = c,W)

c
∆
= Ic(W, pY |M,C=c),

(20)

where equality follows from Lemma 1, Lemma 2, and
{Wl}Ll=1 being i.i.d. In analogy to the single channel case
[25], we define the multi channel payoff as the following:

Jk,L[fW, pY |M, pĈ ]
∆
=

I(Ŷ ; M̂|Ŵ)

k
. (21)

From here on, we restrict our attention to the binary al-
phabet case X = {0, 1} = Y , and we wish to evaluate
Jk,L[fW, pY |M, pĈ ] for this case. We define the random
variables {Zl}Ll=1 by:

Zl ∆
=
∑

j∈Sl

X l
j , (22)

which counts the number of 1s received by the pirates assigned
to the l-th TV channel. Equation (16) and Lemma 1 imply
that {Zl}Ll=1 and {Cl}Ll=1 are sets of identically distributed
random variables. Therefore, we can talk about Z and C with
no reference to a TV channel label. We also use the scalar bias

W instead of W, which is the probability of assigning a user
the symbol 1. Using this notation, we define the following:

pZ|C,W (z|c, w) ∆
= αz(w, c)

=

{(
c
z

)
wz(1− w)c−z, 0 ≤ z ≤ c

0, otherwise
, (23)

pZ,C|W (z, c|w) = pC|W (c|w)pZ|C,W (z|c, w)
= pC(c)αz(c, w), (24)

πz,c
∆
= pY |Z,C(1|z, c), 0 ≤ z ≤ c. (25)

Note that (Zl, Cl) is a sufficient statistic for determining
Y l, while (W l, Cl) is a sufficient statistic for determining
Zl, therefore we have the following (keeping in mind that
{W l}Ll=1 are i.i.d.):

pŶ |Ẑ,Ĉ,Ŵ (ŷ|ẑ, ĉ, ŵ) =
L∏

l=1

pY l|Zl,Cl(yl|zl, cl)

=

L∏

l=1

pY l|Zl,Cl,W l(yl|zl, cl, wl)

=

L∏

l=1

pY |Z,C,W (yl|zl, cl, wl),

(26)

pẐ|Ĉ,Ŵ (ẑ|ĉ, ŵ) =
L∏

l=1

pZl|Cl,W l(zl|cl, wl) =

L∏

l=1

αzl(wl, cl).

(27)

Lemma 3. pŶ |Ĉ,Ŵ (ŷ|ĉ, ŵ) =∏L
l=1 pY |C,W (yl|cl, wl).

Proof. See Appendix A

Lemma 4.

I(Ŷ ; Ẑ|Ĉ = ĉ, Ŵ ) =

L∑

l=1

clIcl(W,πcl),

πc
∆
= (π0,c, · · · , πc,c).

Proof. See Appendix B

Lemma 5. Ic(W,πc) coincides with the single channel payoff
for c pirates as defined in [25].

Proof. The pirate strategy consists of pĈ , as well as the vectors
{πc′}k−L+1

c′=1 . Note that Ic(W,πc) is independent of pĈ and
all {πc′ : c

′ ̸= c}, i.e. it only depends on fW and πc.

Lemma 6. 2 ln 2 c2Ic(W,πc) ≥ 4

[∫ 1

0

dw

fW (w)w(1− w)

]−1

.

Proof. This follows from Theorem 7 in [25].

III. ASYMPTOTIC THEOREM

We wish to obtain the asymptotic behavior of the payoff
given in equation (21) (for q = 2, L̃ = 1), as well as the
solution to the asymptotic maximin game in analogy to the
single TV channel case. For the single TV channel case [25],
this is referred to as the asymptotic saddle point value, which
is the limit of the maximin value of the payoff as the number
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of pirates is sent to infinity. This is also accompanied by the
asymptotic optimal strategies for both tracer and pirates, which
are the asymptotic solutions to the maximin game. However,
as this makes logical sense in terms of taking the limit of the
maximin game, this is usually not solved in the same way as
it is formulated. Instead of taking the limit of a sequence of
optimal payoffs (and optimal strategies), which is not possible
given no closed form solution exists for either, the payoff is
approximated for large number of pirates and solved in the
limit. This can be justified if the optimal payoff converges
uniformly in the limit, which is usually glossed over in the
literature. Nevertheless, we shall adopt the same approach and
write down an expansion of our payoff function. In analogy
to the single channel case, we make the following regularity
assumptions:

• For any c ∈ {1, . . . , k − L+ 1}, there exists a bounded,
twice differentiable function gc(x) for x ∈ [0, 1] with
g(0) = 0 and g(1) = 1 such that:

πz,c = gc

(z
c

)
, ∀z ∈ {0, . . . , c}, (28)

lim
k→∞

gc(x)
∆
= g(x), c ∈ w(1). (29)

Lemma 7. Let

G[gc(w)]
∆
= arccos [1− 2gc(w)] , (30)

J [gc(w)] ∆
= w(1− w) [G′(w)]

2
, (31)

J̄ [gc(W )]
∆
= EfW [J [gc(W )]] , (32)

where the derivative is w.r.t w, then we can write:

Ic(W,πc) =
1

c22 ln 2
J̄ [gc(W )] + o

(
1

c2

)
. (33)

Proof. This follows from Theorem 8 in [25].

Lemma 8. J̄ [g(W )] ≥ π2

[∫ 1

0

dw

fW (w)w(1− w)

]−1

,

with equality iff g(w) = gopt(w) given by:

gopt(w) =
1

2


1− cos



π

∫ w

0

dv

fW (v)v(1− v)∫ 1

0

dv

fW (v)v(1− v)





 . (34)

Proof. This is Lemma 7 in [25].

For q = 2, L̃ = 1, we can rewrite equation (21) as:

Jk,L[fW , pY |Z,C , pĈ ] = k−1I(Ŷ ; Ẑ|Ĉ, Ŵ ) + k−1I(Ŷ ; Ĉ|Ŵ )

= k−1
∑

ĉ

pĈ(ĉ)
L∑

l=1

clIcl(W,πcl) + k−1I(Ŷ ; Ĉ|Ŵ )

= k−1L
∑

c

pC(c)cIc(W,πc) + k−1I(Ŷ ; Ĉ|Ŵ ),

(35)
where the second equality follows from Lemma 4, and the
third equality follows from {Cl}Ll=1 having the same marginal,
as dictated by pĈ being symmetric under permutations (TV

channel symmetry), i.e. C denotes the number of pirates
assigned to any TV channel.

Lemma 9. Let

J̃k,L[fW , pY |Z,C , pC ]
∆
=
∑

c

pC(c)
c

k
Ic(W,πc), (36)

then an asymptotically optimal9 pC for J̃ must obey:

lim
k→∞

pC(c)k
α

cα
<∞, (37)

for some α ≥ 1, and J̃ optimally decays like 1/k2.

Proof. We know that c can at most grow as a fraction of k,
that is, the value q

∆
= c/k can only belong to [0, 1] in the limit.

That is, we can divide the summation in J̃ as follows:

J̃ =
∑

c∼k

pC(c)
c

k

(
1

c22 ln 2
J̄ [gc(W )] + o

(
1

c2

))

+
∑

c∈w(1)∩o(k)

pC(c)
c

k

(
1

c22 ln 2
J̄ [gc(W )] + o

(
1

c2

))

+
∑

c∈O(1)

pC(c)
c

k
Ic(W,πc),

(38)
where note that J̄ is bounded in the limit. For non-decaying
measure pC(c), we can see from (38) that the first term decays
like 1/k2, the second term decays like 1/kc where c is sub-
linear in k, and the last term decays like 1/k. Therefore if
pC(c) in the last two terms is not small enough in the limit, the
payoff will decay slower than 1/k2. Any strategy that assigns
asymptotically small enough measure in the last two terms
will hence produce a lower value for the payoff given large
enough k, nevertheless, the first term will always decay like
1/k2.

Lemma 10. EpC

[
C

k

]
=

1

L
.

Proof.

∑

c

pC(c)
c

k
=

1

L

L∑

l=1

∑

c

pC(c)
c

k
=

1

L

L∑

l=1

∑

cl

pC(c
l)
cl

k

=
1

L

∑

c1,...,cL

pC1,...,CL(c1, . . . , cL)
c1 + · · ·+ cL

k
=

1

L
.

(39)

Lemma 11.
∑

c pC(c)
k

c
≥ L, with equality iff pC(k/L) = 1.

Proof.

EpC

[
k

C

]
= kEpC

[
1

C

]
≥ k

1

EpC
[C]

=
1

EpC

[
C

k

] = L,

(40)

9An asymptotically optimal sequence of strategies for the pirates is one
that produces the lowest value for the payoff in the limit.
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which is an application of Jensen’s inequality to a strictly
convex function.

Lemma 12. Let α ≥ 1, then
∑

c∼k pC(c)
k

c
≥ L+ · · · , where

terms in ellipsis go to zero in the limit k →∞.

Proof. See Appendix C.

Lemma 13. For α = 1, p̃C(c)
∆
=

pC(c)k

c
, and up to o(1/k2),

we have the following lower bound for J̃:

J̃α=1 ≥
π2L

k22 ln 2

[∫ 1

0

dw

fW (w)w(1− w)

]−1

·

1 + L−1

∑

c∈w(1)∩o(k)

p̃C(c) +
4L−1

π2

∑

c∈O(1)

p̃C(c)


 .

(41)

Proof. For α = 1, all terms in J̃ become of order 1/k2, and
we can write:

J̃α=1 =
∑

c∼k

p̃C(c)

(
1

k22 ln 2
J̄ [gc(W )] + o

(
1

k2

))

+
∑

c∈w(1)∩o(k)

p̃C(c)

(
1

k22 ln 2
J̄ [gc(W )] + o

(
1

k2

))

+
∑

c∈O(1)

p̃C(c)
c2

k2
Ic(W,πc)

=
1

k22 ln 2

(∑

c∼k

p̃C(c)J̄ [gc(W )]

+
∑

c∈w(1)∩o(k)

p̃C(c)J̄ [gc(W )]

+
∑

c∈O(1)

p̃C(c)2 ln 2 c
2Ic(W,πc)

)
+ o

(
1

k2

)
,

(42)

where note that p̃C(c) =
pC(c)k

c
is bounded in the limit. We

can replace J̄ [gc(W )] in the first two terms by J̄ [g(W )], and
the remainder will still decay faster than 1/k2. That is, up to

o(1/k2), we have the following:

1

k22 ln 2

(∑

c∼k

p̃C(c)J̄ [g(W )] +
∑

c∈w(1)∩o(k)

p̃C(c)J̄ [g(W )]

+
∑

c∈O(1)

p̃C(c)2 ln 2 c
2Ic(W,πc)

)

=
1

k22 ln 2

(
J̄ [g(W )]

∑

c∈w(1)

p̃C(c)

+
∑

c∈O(1)

p̃C(c)2 ln 2 c
2Ic(W,πc)

)
≥

1

k22 ln 2

(
π2

[∫ 1

0

dw

fW (w)w(1− w)

]−1 ∑

c∈w(1)

p̃C(c)

+ 4

[∫ 1

0

dw

fW (w)w(1− w)

]−1 ∑

c∈O(1)

p̃C(c)

)

=
1

k22 ln 2

[∫ 1

0

dw

fW (w)w(1− w)

]−1

π2·

 ∑

c∈w(1)

p̃C(c) +
4

π2

∑

c∈O(1)

p̃C(c)


 ,

(43)
where the inequality follows from Lemma 6 and Lemma 8.
Finally, applying Lemma 12, we obtain the desired bound.

Lemma 14. For α > 1, we have the following lower bound
for J̃:

J̃α>1 ≥
L

k22 ln 2

[∫ 1

0

dw

fW (w)w(1− w)

]−1

π2 + o

(
1

k2

)
,

(44)
with conditions for equality being:

g(w) = gopt(w), (45)
lim
k→∞

pC(k/L) = 1, (46)

where gopt(w) is given by equation (34).

Proof. Note that in equation (42), for any choice of α > 1,
the second two terms will decay faster than 1/k2, while the
first term will dominate since it decays as 1/k2 for any value
of α. Therefore choosing α > 1 makes the contribution from
c ≁ k negligible in the limit, and so repeating the same steps
as in the proof of Lemma 13, we obtain:

J̃α>1 ≥ π2

k22 ln 2

[∫ 1

0

dw

fW (w)w(1− w)

]−1 ∑

c∼k

pC(c)
k

c
+o

(
1

k2

)

≥ π2L

k22 ln 2

[∫ 1

0

dw

fW (w)w(1− w)

]−1

+ o

(
1

k2

)
.

(47)
Conditions for equality follow from Lemma 8 and Lemma
11.

Lemma 15. α > 1, gopt(w) and p∗C(c)
∆
= δ(c, k/L) are

asymptotically optimal for J̃ .
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Proof. This follows directly from Lemma 9, Lemma 13, and
Lemma 14. Note that the lower bound for J̃α=1 given in
Lemma 13 is asymptotically larger than the lower bound
for J̃α>1 given in Lemma 14, and since gopt(w) and p∗C(c)
achieve this lower bound for J̃α>1, we conclude that the
optimal sequence of pirate strategies must have α > 1 with
its limit being (gopt(w), p

∗
C).

Lemma 16.
[∫ 1

0

dw

fW (w)w(1− w)

]−1

π2 ≤ 1, (48)

with equality iff fW is the arcsine distribution: f∗
W (w)

∆
=(

π
√

w(1− w)
)−1

.

Proof. This is Lemma 4 in [25].

Lemma 17. f∗
W is asymptotically optimal for J̃ .

Proof. From Lemma 14 and Lemma 15, the asymptotically
optimal fW is the maximiser of

L

k22 ln 2

[∫ 1

0

dw

fW (w)w(1− w)

]−1

π2,

which is f∗
W by Lemma 16.

Lemma 18. The payoff function J̃k,L has the following
asymptotic behavior:

max
fW

min
{π},pC

J̃k,L →
L2

k22 ln 2
, (49)

with asymptotically optimal strategies being (f∗
W , g∗, p∗C),

where g∗(w)
∆
= w is the interleaving attack.

Proof. This follows directly from Lemma 14, Lemma 15, and
Lemma 17.

We are now in a position to present the main result of
the work, concerning the asymptotic behavior of our payoff
function as defined in equation (35). To this end, we define
the following degenerate distribution:

p∗
Ĉ
(ĉ)

∆
=

L∏

l=1

δ(cl, k/L) =

{
1, ĉ = (k/L, k/L, . . . , k/L)

0, otherwise
,

(50)
which corresponds to the strategy where the pirates equally
populate the L TV channels.

Theorem 1. The payoff function in equation (35) has the
following asymptotic behavior:

max
fW

min
{π},pĈ

Jk,L →
L2

k22 ln 2
, (51)

with asymptotically optimal strategies being (f∗
W , g∗, p∗

Ĉ
).

Proof. From equation (35), we can see that

J = LJ̃ + k−1I(Ŷ ; Ĉ|Ŵ ),

and the minimum of I(Ŷ ; Ĉ|Ŵ ) is zero. For any fW and
g, this is achieved when Ĉ is deterministic, i.e. as in p∗

Ĉ
.

Optimality of (f∗
W , g∗, p∗

Ĉ
) follows from Lemma 18, as well

as the asymptotic value.

IV. ALTERNATIVE PAYOFF AND FINGERPRINTING
CAPACITY

The maximin game of our payoff given by equation (21)
(or equation (35) for the binary alphabet case) is a direct
generalization of the single TV channel payoff in [25], i.e. if
we set L = 1 for the maximin game, we recover the single TV
channel payoff that defines the fingerprinting capacity, which
is asymptotically equal to

(
k22 ln 2

)−1
in the binary alphabet

case [25]. Nevertheless, this is not the only generalization
that reduces to the single TV channel payoff when setting
L = 1. If we consider the payoff Rk,L

∆
= k−1I(Ŷ ; X̂K|Ŵ),

the maximin game will also reduce to the single TV channel
case when L = 1. This payoff is generally smaller than our
payoff Jk,L, and the difference term (up to k) is I(Ŷ ; Ŝ|X̂K) =
I(Ŷ ; M̂|X̂K), i.e. we can write:

I(Ŷ ; X̂K|Ŵ) = kJk,L − I(Ŷ ; Ŝ|X̂K)

= kJk,L − I(Ŷ ; M̂|X̂K) = I(Ŷ ; M̂|Ŵ)− I(Ŷ ; M̂|X̂K).
(52)

Rk,L could possibly have different asymptotic behavior com-
pared to Jk,L. However, since it can not be larger than Jk,L,
we can write (in the binary alphabet case):

max
fW

min
{π},pĈ

Rk,L →
N2

k22 ln 2
, (53)

for some N ≤ L. It is plausible that N is in fact equal to L,
and the asymptotic maximin games for both Rk,L and Jk,L are
identical. This is motivated by the fact that the difference term
I(Ŷ ; Ŝ|X̂K) extracts information about the choice of pirates
assigned to the different TV channels from their outputs Ŷ ,
and asymptotically we expect likely realizations of X̂K to be
insensitive to who the pirates choose to assign for the different
TV channels. That is, as long as they choose large enough
numbers of pirates to populate the TV channels, we expect
that knowing Ŝ will not be significant if we already know
X̂K. This of course hinges on the argument that the pirates
should assign large numbers to all L TV channels, which is
also in line of what one would expect. This leads us to the
following conjecture:

Conjecture 1. For the binary alphabet case, and L̃ = 1, the
payoff functional Rk,L given by:

Rk,L = Jk,L −
1

k
I(Ŷ ; Ŝ|X̂K) (54)

has the following asymptotic behavior:

max
fW

min
{π},pĈ

Rk,L →
L2

k22 ln 2
, (55)
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with optimal strategies

f∗
W (w) =

(
π
√

w(1− w)
)−1

,

g∗(w) = w,

p∗
Ĉ
(ĉ) =

L∏

l=1

δ(cl, k/L).

The payoffs Jk,L and Rk,L are the most natural general-
izations of the single TV channel payoff in [25]. Assuming
Conjecture 1 holds, then by Theorem 1, and Corollary 7
in [25], the asymptotic maximin value for both Jk,L and
Rk,L is the same as the asymptotic fingerprinting capacity
in the single TV channel case (L = 1). This prompts the
question of whether this holds also for any L, i.e. if our payoff
defines the fingerprinting capacity for multiple TV channels.
Since the pirates choose Ŝ independently of the watermarking
procedure, and once Ŝ is known the problem reduces to L
independent single TV channels that abide by the assumptions
used in [25], our direct generalization of the single TV channel
payoff can very possibly define the capacity (in the limit
k → ∞) in this case as its maximin value, and this leads
us to the following conjecture:

Conjecture 2. The binary fingerprinting capacity in the mul-
tiple TV channels scenario (with L̃ = 1) Cbinary

fp (k, L) has the
asymptotic behavior:

max
fW

min
{π},pĈ

Cbinary
fp (k, L)→ L2

k22 ln 2
(56)

with optimal strategies

f∗
W (w) =

(
π
√

w(1− w)
)−1

,

g∗(w) = w,

p∗
Ĉ
(ĉ) =

L∏

l=1

δ(cl, k/L).

V. DISCUSSION

We have shown that when k colluders attack L TV channels
simultaneously, the maximin value of the payoff defined in
equation (35) has the asymptotic value

(
(k/L)22 ln 2

)−1
with

asymptotically optimal strategies being

f∗
W (w) =

(
π
√

w(1− w)
)−1

,

g∗(w) = w,

p∗
Ĉ
(ĉ) =

L∏

l=1

δ(cl, k/L).

This is exactly the same as having L independent single TV
channels [25] with k/L colluders on each TV channel. This
is expected as the payoff is independent of the identity of the
pirates assigned to the TV channels, i.e. it is only sensitive to
the number of colluders assigned to the different TV channels.
The identity dependence is present in I(Ŷ ; X̂K|Ŵ ), namely
in the difference term I(Ŷ ; Ŝ|X̂K), which possibly lowers

the value of the payoff by virtue of allowing the identity of
the pirates assigned to a TV channel to be chosen uniformly
randomly given they know the numbers {cl}Ll=1.

We have presented arguments that strongly suggest that
this liberty the pirates enjoy, although it can be significantly
advantageous for finite k, does become of less value asymp-
totically and the asymptotic maximin games of I(Ŷ ; X̂K|Ŵ )
and I(Ŷ ; Ẑ, Ĉ|Ŵ ) are the same. It remains an open question
to prove Conjecture 1, which is left for future work. Further-
more, we have argued that our payoff does predict how the
fingerprinting capacity behaves asymptotically, and that it is
indeed plausible that its maximin value can be replaced by the
fingerprinting capacity in Theorem 1.

It is important to note that we have not used any saddle point
property of the payoff (c.f. [25]) as it is simply not needed.
That is, we make no claims of the maximin game yielding the
same value for the payoff as the minimax game (applicability
of Sion’s theorem) for any of the payoffs discussed in this
work. Although this is very possible, i.e. the strategies we
found could be an equilibrium point, one still needs to show
that the payoff considered is jointly convex in the pirates’
strategies, e.g. if future directions require solving the maximin
game numerically.

As other potential follow-up work, there remains the gen-
eralization to non-binary alphabet, the case where users can
tune in to more than one TV channel simultaneously, i.e.
L̃ ̸= 1, dynamic tracing, and perhaps most practically useful,
the study of decoders and score functions suitable for multiple
TV channel attacks. Furthermore, it would be also interesting
to consider relaxing the TV channel symmetry assumption as
one or more content channels might be of more of value to
the coalition.
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APPENDIX A
PROOF OF LEMMA 3

pŶ |Ĉ,Ŵ (ŷ|ĉ, ŵ) =
∑

ẑ

pŶ |Ĉ,Ẑ,Ŵ (ŷ|ĉ, ẑ, ŵ)pẐ|Ĉ,Ŵ (ẑ|ĉ, ŵ) =

∑

z1

· · ·
∑

zL

L∏

l=1

pY l|Zl,Cl,W l(yl|zl, cl, wl)pZl|Cl,W l(zl|cl, wl)

=
∑

z1

· · ·
∑

zL

L∏

l=1

pY,Z|C,W (yl, zl|cl, wl)

=

L∏

l=1

pY |C,W (yl|cl, wl).

(57)

APPENDIX B
PROOF OF LEMMA 4

I(Ŷ ; Ẑ|Ĉ = ĉ, Ŵ = ŵ)

(a)
= H(Ŷ |Ĉ = ĉ, Ŵ = ŵ)−H(Ŷ |Ẑ, Ĉ = ĉ, Ŵ = ŵ)

(b)
= H(Ŷ |Ĉ = ĉ, Ŵ = ŵ)

−
∑

ẑ

pẐ|Ĉ,Ŵ (ẑ|ĉ, ŵ)H(Ŷ |Ẑ = ẑ, Ĉ = ĉ, Ŵ = ŵ)

(c)
=

L∑

l=1

H(Y |C = cl,W = wl)−

∑

ẑ

L∏

l′=1

pZ|C,W (zl
′ |cl′ , wl′)

L∑

l=1

H(Y |Z = zl, C = cl,W = wl)

(d)
=

L∑

l=1

H(Y |C = cl,W = wl)

−
L∑

l=1

∑

zl

pZ|C,W (zl|cl, wl)H(Y |Z = zl, C = cl,W = wl)

(e)
=

L∑

l=1

I(Y ;Z|C = cl,W = wl),

(58)
where (a) and (b) follow from the definitions of conditional
mutual information and conditional entropy; (c) follows from
equations (26), (27), and Lemma 3; (d) follows by direct
computation; (e) follows from the definition of conditional
mutual information. Finally, it is straightforward to confirm
that

I(Ŷ ; Ẑ|Ĉ = ĉ, Ŵ ) =

L∑

l=1

I(Y ;Z|C = cl,W ). (59)

APPENDIX C
PROOF OF LEMMA 12

[∑

c′∼k

pC(c
′)

]−1∑

c∼k

pC(c)
c

k
=

1

L

[∑

c′∼k

pC(c
′)

]−1

−
[∑

c′∼k

pC(c
′)

]−1∑

c≁k

pC(c)
c

k
,

(60)

and so applying Jensen’s inequality, we get:

[∑

c′∼k

pC(c
′)

]−1∑

c∼k

pC(c)
k

c
≥

[
1

L

[∑

c′∼k

pC(c
′)

]−1

−
[∑

c′∼k

pC(c
′)

]−1∑

c≁k

pC(c)
c

k

]−1

,

(61)
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and if we multiply both sides by
∑

c′∼k pC(c
′), we arrive at:

∑

c∼k

pC(c)
k

c
≥


 1

L

[∑

c′∼k

pC(c
′)

]−2

−
[∑

c′∼k

pC(c
′)

]−2∑

c≁k

pC(c)
c

k



−1

(62)
or simply:

∑

c∼k

pC(c)
k

c
≥ L

[
∑

c′∼k pC(c
′)]2

1− L
∑

c≁k pC(c)
c

k

= L
[1−∑c′≁k pC(c

′)]2

1− L
∑

c≁k pC(c)
c

k

= L

[
1−∑c′≁k p̄C(c

′)
( c
k

)α]2

1− L
∑

c≁k p̄C(c)
( c
k

)α+1 ,

(63)

where we write p̄C(c)
∆
= pC(c)

kα

cα
, which is bounded in the

limit. For α ≥ 1 and c ≁ k, we have cα/kα → 0.
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Abstract—The emergence of wireless sensor networks (WSNs)
created the possibility to collect data and retrieve information in a
way that was previously unfeasible or impractical. Fundamentally,
WSNs consist of a multitude of spatially distributed sensor nodes
which are able to locally process and communicate their measured
data. Their usage has been adopted in a wide range of fields, such as
health monitoring, acoustics and environmental studies among many
others.

A specific task of interest is to find a filter which optimally fuses
the signals over the network through a linear combination, i.e., spatial
filtering. The filter is typically obtained as a result of an optimization
problem involving the sensor signal statistics, e.g., a least squares
problem or a (generalized) eigenvalue decomposition of the spatial
covariance matrix of the sensor signals. Although a centralized setting
– in which all the data acquired in the network is sent to a central node
for processing – could be considered as a straightforward solution,
it would create energy and communication bandwidth requirements
which are too burdensome for many practical settings, implying the
necessity of a fully distributed approach. Various algorithms have
been proposed describing distributed approaches for signal process-
ing, such as diffusion [1], incremental strategies [2] and consensus
[3]. However, most of these existing methods for distributed signal
processing make the assumption that the objective function f of the
problem can be written as

∑
k fk, where fk only depends on the data

of node k, which is not satisfied in various settings and especially in
the case of spatial filtering. Instead, the common attribute between
different spatial filtering problems is that the objective depends on the
optimization variable X solely through the fusion/filtering expression
XTy =

∑
k X

T
k yk, where yk corresponds to the signal measured

at node k, while Xk is the block of X filtering node k’s signal.
An illustrative example of the difference between the setting of
our problems of interest and the one of existing distributed signal
processing algorithms is given in Figure 1.

We propose the distributed adaptive signal fusion (DASF) algo-
rithmic framework for signal fusion and spatial filtering problems in
a distributed context. The main result is a generic iterative algorithm
which reduces the energy and communication requirements in the
WSN by only allowing the nodes of the network to communicate
fused (and hence compressed) signals between each other. When
spreading out the iterations over time (i.e., over different data
batches), the algorithm becomes adaptive to small changes in the
statistics of the observed signals and can therefore be used in tracking
applications as well. We show that the algorithm converges to the
optimal filter that corresponds to the solution of the centralized
filter design problem. This generic algorithm covers a wide span of
well-known spatial filter design principles as special cases, includ-
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XT

<latexit sha1_base64="g+ii36EGM1CEk2j8vW96I10ibsA=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPBiyep0LSFNpbNdtIu3WzC7kYopb/BiwdFvPqDvPlv3LY5aOuDgcd7M8zMC1PBtXHdb6ewtr6xuVXcLu3s7u0flA+PmjrJFEOfJSJR7ZBqFFyib7gR2E4V0jgU2ApHtzO/9YRK80Q2zDjFIKYDySPOqLGS3+55j41eueJW3TnIKvFyUoEc9V75q9tPWBajNExQrTuem5pgQpXhTOC01M00ppSN6AA7lkoaow4m82On5MwqfRIlypY0ZK7+npjQWOtxHNrOmJqhXvZm4n9eJzPRTTDhMs0MSrZYFGWCmITMPid9rpAZMbaEMsXtrYQNqaLM2HxKNgRv+eVV0ryoeldV9+GyUrvP4yjCCZzCOXhwDTW4gzr4wIDDM7zCmyOdF+fd+Vi0Fpx85hj+wPn8AToJjlc=</latexit>

XT
1

<latexit sha1_base64="4I5CRfy6JPan3R/uE3BPUoEGrH0=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mKqMeCF09SoamFNpbNdtIu3WzC7kYopb/BiwdFvPqDvPlv3LY5aOuDgcd7M8zMC1PBtXHdb6ewtr6xuVXcLu3s7u0flA+PWjrJFEOfJSJR7ZBqFFyib7gR2E4V0jgU+BCObmb+wxMqzRPZNOMUg5gOJI84o8ZKfrtXe2z2yhW36s5BVomXkwrkaPTKX91+wrIYpWGCat3x3NQEE6oMZwKnpW6mMaVsRAfYsVTSGHUwmR87JWdW6ZMoUbakIXP198SExlqP49B2xtQM9bI3E//zOpmJroMJl2lmULLFoigTxCRk9jnpc4XMiLEllClubyVsSBVlxuZTsiF4yy+vklat6l1W3fuLSv0uj6MIJ3AK5+DBFdThFhrgAwMOz/AKb450Xpx352PRWnDymWP4A+fzBzuPjlg=</latexit>

XT
2

<latexit sha1_base64="U6EeVDK7KtYtK1hgm6YLO4sZNpM=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KomKeix48SQVmrbQxrLZbtqlm03YnQil9Dd48aCIV3+QN/+N2zYHbX0w8Hhvhpl5YSqFQdf9dlZW19Y3Ngtbxe2d3b390sFhwySZZtxniUx0K6SGS6G4jwIlb6Wa0ziUvBkOb6d+84lrIxJVx1HKg5j2lYgEo2glv9W9eKx3S2W34s5AlomXkzLkqHVLX51ewrKYK2SSGtP23BSDMdUomOSTYiczPKVsSPu8bamiMTfBeHbshJxapUeiRNtSSGbq74kxjY0ZxaHtjCkOzKI3Ff/z2hlGN8FYqDRDrth8UZRJggmZfk56QnOGcmQJZVrYWwkbUE0Z2nyKNgRv8eVl0jiveFcV9+GyXL3P4yjAMZzAGXhwDVW4gxr4wEDAM7zCm6OcF+fd+Zi3rjj5zBH8gfP5Az0Vjlk=</latexit>

XT
3

<latexit sha1_base64="GZZqUfXN9gE7Q2HJCxcbvxkTqPc=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KomIeix48SQV+wVtLJvtpl262YTdiVBCf4IXD4p49Rd589+4bXPQ1gcDj/dmmJkXJFIYdN1vZ2V1bX1js7BV3N7Z3dsvHRw2TZxqxhsslrFuB9RwKRRvoEDJ24nmNAokbwWjm6nfeuLaiFjVcZxwP6IDJULBKFrpof1Y75XKbsWdgSwTLydlyFHrlb66/ZilEVfIJDWm47kJ+hnVKJjkk2I3NTyhbEQHvGOpohE3fjY7dUJOrdInYaxtKSQz9fdERiNjxlFgOyOKQ7PoTcX/vE6K4bWfCZWkyBWbLwpTSTAm079JX2jOUI4toUwLeythQ6opQ5tO0YbgLb68TJrnFe+y4t5flKt3eRwFOIYTOAMPrqAKt1CDBjAYwDO8wpsjnRfn3fmYt644+cwR/IHz+QMTuY2z</latexit>

XT

<latexit sha1_base64="+QeEwkSRvhTNWvBEcX1IP1vfAc0=">AAAB+XicbVDLSgNBEJz1GeNr1aOXwUTwFHZF1GPAi6cQwTwgWcLsbCcZMvtgpjcYlvyJFw+KePVPvPk3TpI9aGJBQ1HVTXeXn0ih0XG+rbX1jc2t7cJOcXdv/+DQPjpu6jhVHBo8lrFq+0yDFBE0UKCEdqKAhb6Elj+6m/mtMSgt4ugRJwl4IRtEoi84QyP1bLuL8IRZLQ5A0/KoPO3ZJafizEFXiZuTEslR79lf3SDmaQgRcsm07rhOgl7GFAouYVrsphoSxkdsAB1DIxaC9rL55VN6bpSA9mNlKkI6V39PZCzUehL6pjNkONTL3kz8z+uk2L/1MhElKULEF4v6qaQY01kMNBAKOMqJIYwrYW6lfMgU42jCKpoQ3OWXV0nzsuJeV5yHq1K1lsdRIKfkjFwQl9yQKrknddIgnIzJM3klb1ZmvVjv1seidc3KZ07IH1ifP/cSk0E=</latexit>

Nodes k

<latexit sha1_base64="F1cxg2DbqdcDqjNBpgVhYflzZuE=">AAAB+HicbVDLSgNBEJyNrxgfWfXoZTARPIVdEfUY8OJJIuQFyRJmJ51kyOyDmV4xLvkSLx4U8eqnePNvnCR70MSChqKqm+4uP5ZCo+N8W7m19Y3Nrfx2YWd3b79oHxw2dZQoDg0eyUi1faZBihAaKFBCO1bAAl9Cyx/fzPzWAygtorCOkxi8gA1DMRCcoZF6drGL8IhpXQRAy1ie9uySU3HmoKvEzUiJZKj17K9uP+JJACFyybTuuE6MXsoUCi5hWugmGmLGx2wIHUNDFoD20vnhU3pqlD4dRMpUiHSu/p5IWaD1JPBNZ8BwpJe9mfif10lwcO2lIowThJAvFg0SSTGisxRoXyjgKCeGMK6EuZXyEVOMo8mqYEJwl19eJc3zintZce4vStW7LI48OSYn5Iy45IpUyS2pkQbhJCHP5JW8WU/Wi/VufSxac1Y2c0T+wPr8ATjcktY=</latexit>

Time t
<latexit sha1_base64="hzUn/XlYGYsnz0Z7L6WQb4RXLLo=">AAAB+HicbVBNS8NAFNzUr1o/GvXoZbEI9VKSIuqx4MWTVLC10Iaw2W7apZtN2H0RYugv8eJBEa/+FG/+G7dtDto6sDDMvMebnSARXIPjfFultfWNza3ydmVnd2+/ah8cdnWcKso6NBax6gVEM8El6wAHwXqJYiQKBHsIJtcz/+GRKc1jeQ9ZwryIjCQPOSVgJN+uDiIC4yDMs6nv1uHMt2tOw5kDrxK3IDVUoO3bX4NhTNOISaCCaN13nQS8nCjgVLBpZZBqlhA6ISPWN1SSiGkvnwef4lOjDHEYK/Mk4Ln6eyMnkdZZFJjJWUy97M3E/7x+CuGVl3OZpMAkXRwKU4EhxrMW8JArRkFkhhCquMmK6ZgoQsF0VTEluMtfXiXdZsO9aDTvzmut26KOMjpGJ6iOXHSJWugGtVEHUZSiZ/SK3qwn68V6tz4WoyWr2DlCf2B9/gBSWZLo</latexit>

y1(t)
<latexit sha1_base64="7z9cFDdW2sseF1iJC+TTU6bLvME=">AAAB+HicbVBNS8NAFHypX7V+NOrRy2IR6qUkRdRjwYsnqWBroQ1hs920SzebsLsRYugv8eJBEa/+FG/+G7dtDto6sDDMvMebnSDhTGnH+bZKa+sbm1vl7crO7t5+1T447Ko4lYR2SMxj2QuwopwJ2tFMc9pLJMVRwOlDMLme+Q+PVCoWi3udJdSL8EiwkBGsjeTb1UGE9TgI82zqN+v6zLdrTsOZA60StyA1KND27a/BMCZpRIUmHCvVd51EezmWmhFOp5VBqmiCyQSPaN9QgSOqvHwefIpOjTJEYSzNExrN1d8bOY6UyqLATM5iqmVvJv7n9VMdXnk5E0mqqSCLQ2HKkY7RrAU0ZJISzTNDMJHMZEVkjCUm2nRVMSW4y19eJd1mw71oNO/Oa63boo4yHMMJ1MGFS2jBDbShAwRSeIZXeLOerBfr3fpYjJasYucI/sD6/AFT4JLp</latexit>

y2(t)
<latexit sha1_base64="pVK5Vd/dS8wcjwqZ3BaMd98tS1s=">AAAB+HicbVDLSsNAFL2pr1ofjbp0M1iEuilJFXVZcONKKtgHtCFMppN26OTBzESIoV/ixoUibv0Ud/6NkzYLbT0wcDjnXu6Z48WcSWVZ30ZpbX1jc6u8XdnZ3duvmgeHXRklgtAOiXgk+h6WlLOQdhRTnPZjQXHgcdrzpje533ukQrIofFBpTJ0Aj0PmM4KVllyzOgywmnh+ls7c87o6c82a1bDmQKvELkgNCrRd82s4ikgS0FARjqUc2FasnAwLxQins8owkTTGZIrHdKBpiAMqnWwefIZOtTJCfiT0CxWaq783MhxImQaensxjymUvF//zBonyr52MhXGiaEgWh/yEIxWhvAU0YoISxVNNMBFMZ0VkggUmSndV0SXYy19eJd1mw75sNO8vaq27oo4yHMMJ1MGGK2jBLbShAwQSeIZXeDOejBfj3fhYjJaMYucI/sD4/AFVZ5Lq</latexit>

y3(t)

<latexit sha1_base64="hzUn/XlYGYsnz0Z7L6WQb4RXLLo=">AAAB+HicbVBNS8NAFNzUr1o/GvXoZbEI9VKSIuqx4MWTVLC10Iaw2W7apZtN2H0RYugv8eJBEa/+FG/+G7dtDto6sDDMvMebnSARXIPjfFultfWNza3ydmVnd2+/ah8cdnWcKso6NBax6gVEM8El6wAHwXqJYiQKBHsIJtcz/+GRKc1jeQ9ZwryIjCQPOSVgJN+uDiIC4yDMs6nv1uHMt2tOw5kDrxK3IDVUoO3bX4NhTNOISaCCaN13nQS8nCjgVLBpZZBqlhA6ISPWN1SSiGkvnwef4lOjDHEYK/Mk4Ln6eyMnkdZZFJjJWUy97M3E/7x+CuGVl3OZpMAkXRwKU4EhxrMW8JArRkFkhhCquMmK6ZgoQsF0VTEluMtfXiXdZsO9aDTvzmut26KOMjpGJ6iOXHSJWugGtVEHUZSiZ/SK3qwn68V6tz4WoyWr2DlCf2B9/gBSWZLo</latexit>

y1(t)

<latexit sha1_base64="7z9cFDdW2sseF1iJC+TTU6bLvME=">AAAB+HicbVBNS8NAFHypX7V+NOrRy2IR6qUkRdRjwYsnqWBroQ1hs920SzebsLsRYugv8eJBEa/+FG/+G7dtDto6sDDMvMebnSDhTGnH+bZKa+sbm1vl7crO7t5+1T447Ko4lYR2SMxj2QuwopwJ2tFMc9pLJMVRwOlDMLme+Q+PVCoWi3udJdSL8EiwkBGsjeTb1UGE9TgI82zqN+v6zLdrTsOZA60StyA1KND27a/BMCZpRIUmHCvVd51EezmWmhFOp5VBqmiCyQSPaN9QgSOqvHwefIpOjTJEYSzNExrN1d8bOY6UyqLATM5iqmVvJv7n9VMdXnk5E0mqqSCLQ2HKkY7RrAU0ZJISzTNDMJHMZEVkjCUm2nRVMSW4y19eJd1mw71oNO/Oa63boo4yHMMJ1MGFS2jBDbShAwRSeIZXeLOerBfr3fpYjJasYucI/sD6/AFT4JLp</latexit>

y2(t)

<latexit sha1_base64="pVK5Vd/dS8wcjwqZ3BaMd98tS1s=">AAAB+HicbVDLSsNAFL2pr1ofjbp0M1iEuilJFXVZcONKKtgHtCFMppN26OTBzESIoV/ixoUibv0Ud/6NkzYLbT0wcDjnXu6Z48WcSWVZ30ZpbX1jc6u8XdnZ3duvmgeHXRklgtAOiXgk+h6WlLOQdhRTnPZjQXHgcdrzpje533ukQrIofFBpTJ0Aj0PmM4KVllyzOgywmnh+ls7c87o6c82a1bDmQKvELkgNCrRd82s4ikgS0FARjqUc2FasnAwLxQins8owkTTGZIrHdKBpiAMqnWwefIZOtTJCfiT0CxWaq783MhxImQaensxjymUvF//zBonyr52MhXGiaEgWh/yEIxWhvAU0YoISxVNNMBFMZ0VkggUmSndV0SXYy19eJd1mw75sNO8vaq27oo4yHMMJ1MGGK2jBLbShAwQSeIZXeDOejBfj3fhYjJaMYucI/sD4/AFVZ5Lq</latexit>

y3(t)

<latexit sha1_base64="GZZqUfXN9gE7Q2HJCxcbvxkTqPc=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KomIeix48SQV+wVtLJvtpl262YTdiVBCf4IXD4p49Rd589+4bXPQ1gcDj/dmmJkXJFIYdN1vZ2V1bX1js7BV3N7Z3dsvHRw2TZxqxhsslrFuB9RwKRRvoEDJ24nmNAokbwWjm6nfeuLaiFjVcZxwP6IDJULBKFrpof1Y75XKbsWdgSwTLydlyFHrlb66/ZilEVfIJDWm47kJ+hnVKJjkk2I3NTyhbEQHvGOpohE3fjY7dUJOrdInYaxtKSQz9fdERiNjxlFgOyOKQ7PoTcX/vE6K4bWfCZWkyBWbLwpTSTAm079JX2jOUI4toUwLeythQ6opQ5tO0YbgLb68TJrnFe+y4t5flKt3eRwFOIYTOAMPrqAKt1CDBjAYwDO8wpsjnRfn3fmYt644+cwR/IHz+QMTuY2z</latexit>

XT

<latexit sha1_base64="GZZqUfXN9gE7Q2HJCxcbvxkTqPc=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KomIeix48SQV+wVtLJvtpl262YTdiVBCf4IXD4p49Rd589+4bXPQ1gcDj/dmmJkXJFIYdN1vZ2V1bX1js7BV3N7Z3dsvHRw2TZxqxhsslrFuB9RwKRRvoEDJ24nmNAokbwWjm6nfeuLaiFjVcZxwP6IDJULBKFrpof1Y75XKbsWdgSwTLydlyFHrlb66/ZilEVfIJDWm47kJ+hnVKJjkk2I3NTyhbEQHvGOpohE3fjY7dUJOrdInYaxtKSQz9fdERiNjxlFgOyOKQ7PoTcX/vE6K4bWfCZWkyBWbLwpTSTAm079JX2jOUI4toUwLeythQ6opQ5tO0YbgLb68TJrnFe+y4t5flKt3eRwFOIYTOAMPrqAKt1CDBjAYwDO8wpsjnRfn3fmYt644+cwR/IHz+QMTuY2z</latexit>

XT

<latexit sha1_base64="F1cxg2DbqdcDqjNBpgVhYflzZuE=">AAAB+HicbVDLSgNBEJyNrxgfWfXoZTARPIVdEfUY8OJJIuQFyRJmJ51kyOyDmV4xLvkSLx4U8eqnePNvnCR70MSChqKqm+4uP5ZCo+N8W7m19Y3Nrfx2YWd3b79oHxw2dZQoDg0eyUi1faZBihAaKFBCO1bAAl9Cyx/fzPzWAygtorCOkxi8gA1DMRCcoZF6drGL8IhpXQRAy1ie9uySU3HmoKvEzUiJZKj17K9uP+JJACFyybTuuE6MXsoUCi5hWugmGmLGx2wIHUNDFoD20vnhU3pqlD4dRMpUiHSu/p5IWaD1JPBNZ8BwpJe9mfif10lwcO2lIowThJAvFg0SSTGisxRoXyjgKCeGMK6EuZXyEVOMo8mqYEJwl19eJc3zintZce4vStW7LI48OSYn5Iy45IpUyS2pkQbhJCHP5JW8WU/Wi/VufSxac1Y2c0T+wPr8ATjcktY=</latexit>

Time t
<latexit sha1_base64="8lovGlv521+j6yxbNJYmjrZNzIo=">AAAB+HicbVBNS8NAFNzUr1o/GvXoZbEI9VKSIuqx4MWTVLC10Iaw2WzapZtN2H0Raugv8eJBEa/+FG/+G7dtDto6sDDMvMebnSAVXIPjfFultfWNza3ydmVnd2+/ah8cdnWSKco6NBGJ6gVEM8El6wAHwXqpYiQOBHsIxtcz/+GRKc0TeQ+TlHkxGUoecUrASL5dHcQERkGUh1PfrcOZb9echjMHXiVuQWqoQNu3vwZhQrOYSaCCaN13nRS8nCjgVLBpZZBplhI6JkPWN1SSmGkvnwef4lOjhDhKlHkS8Fz9vZGTWOtJHJjJWUy97M3E/7x+BtGVl3OZZsAkXRyKMoEhwbMWcMgVoyAmhhCquMmK6YgoQsF0VTEluMtfXiXdZsO9aDTvzmut26KOMjpGJ6iOXHSJWugGtVEHUZShZ/SK3qwn68V6tz4WoyWr2DlCf2B9/gAyB5LT</latexit>

d1(t)

<latexit sha1_base64="djpHNx/mM1Xf+EGDMznKN23Ffx4=">AAAB+HicbVBNS8NAFHypX7V+NOrRy2IR6qUkRdRjwYsnqWBroQ1hs9m0SzebsLsRaugv8eJBEa/+FG/+G7dtDto6sDDMvMebnSDlTGnH+bZKa+sbm1vl7crO7t5+1T447Kokk4R2SMIT2QuwopwJ2tFMc9pLJcVxwOlDML6e+Q+PVCqWiHs9SakX46FgESNYG8m3q4MY61EQ5eHUb9b1mW/XnIYzB1olbkFqUKDt21+DMCFZTIUmHCvVd51UezmWmhFOp5VBpmiKyRgPad9QgWOqvHwefIpOjRKiKJHmCY3m6u+NHMdKTeLATM5iqmVvJv7n9TMdXXk5E2mmqSCLQ1HGkU7QrAUUMkmJ5hNDMJHMZEVkhCUm2nRVMSW4y19eJd1mw71oNO/Oa63boo4yHMMJ1MGFS2jBDbShAwQyeIZXeLOerBfr3fpYjJasYucI/sD6/AEzjpLU</latexit>

d2(t)

<latexit sha1_base64="ifMDK44v/ZtSV+52+NvOG6iv0P0=">AAAB+HicbVDLSsNAFL2pr1ofjbp0M1iEuilJFXVZcONKKtgHtCFMJpN26OTBzESooV/ixoUibv0Ud/6NkzYLbT0wcDjnXu6Z4yWcSWVZ30ZpbX1jc6u8XdnZ3duvmgeHXRmngtAOiXks+h6WlLOIdhRTnPYTQXHocdrzJje533ukQrI4elDThDohHkUsYAQrLblmdRhiNfaCzJ+553V15po1q2HNgVaJXZAaFGi75tfQj0ka0kgRjqUc2FainAwLxQins8owlTTBZIJHdKBphEMqnWwefIZOteKjIBb6RQrN1d8bGQ6lnIaensxjymUvF//zBqkKrp2MRUmqaEQWh4KUIxWjvAXkM0GJ4lNNMBFMZ0VkjAUmSndV0SXYy19eJd1mw75sNO8vaq27oo4yHMMJ1MGGK2jBLbShAwRSeIZXeDOejBfj3fhYjJaMYucI/sD4/AE1FZLV</latexit>

d3(t)

<latexit sha1_base64="4HlPRy6WJlNhGfvb690ru0ysahQ=">AAAB9HicbVDLSgNBEOyNrxhfUY9eBoMQL2E3iHoMePEkEUwMJEuYnZ1Nhsw+nOkNhCXf4cWDIl79GG/+jZNkD5pYMFBUddM15SVSaLTtb6uwtr6xuVXcLu3s7u0flA+P2jpOFeMtFstYdTyquRQRb6FAyTuJ4jT0JH/0Rjcz/3HMlRZx9ICThLshHUQiEIyikdxeSHHoBZk/reJ5v1yxa/YcZJU4OalAjma//NXzY5aGPEImqdZdx07QzahCwSSflnqp5gllIzrgXUMjGnLtZvPQU3JmFJ8EsTIvQjJXf29kNNR6EnpmchZSL3sz8T+vm2Jw7WYiSlLkEVscClJJMCazBogvFGcoJ4ZQpoTJStiQKsrQ9FQyJTjLX14l7XrNuazV7y8qjbu8jiKcwClUwYEraMAtNKEFDJ7gGV7hzRpbL9a79bEYLVj5zjH8gfX5A4uXkf4=</latexit>

d(t)

<latexit sha1_base64="+l+hx9tp7lG7DZxBLG9BywnTq/0=">AAACHnicbVDJSgNBEO1xjXEb9eilMQjxYJgJbseAF08SIRtkGXo6PUkzPQvdNUKY5Eu8+CtePCgieNK/sbMImvig4PFeFVX13FhwBZb1ZSwtr6yurWc2sptb2zu75t5+TUWJpKxKIxHJhksUEzxkVeAgWCOWjASuYHXXvx779XsmFY/CCgxi1g5IL+QepwS05JjnLZUEDgyHrYBA3/XS7igPJ6cT1ccNx+9UfpzByPG1Nxx2io6ZswrWBHiR2DOSQzOUHfOj1Y1oErAQqCBKNW0rhnZKJHAq2CjbShSLCfVJjzU1DUnAVDudvDfCx1rpYi+SukLAE/X3REoCpQaBqzvHp6p5byz+5zUT8K7aKQ/jBFhIp4u8RGCI8Dgr3OWSURADTQiVXN+KaZ9IQkEnmtUh2PMvL5JasWBfFIp3Z7nS7SyODDpERyiPbHSJSugGlVEVUfSAntALejUejWfjzXifti4Zs5kD9AfG5zc4W6Mt</latexit>X

t

||d(t)�
X

k

XT
k yk(t)||2
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Fig. 1. Comparison of the DASF framework setting for a 3−node network
(top) and the traditional consensus-type setting with separable objectives
(bottom) with corresponding example objective functions for the case of least
squares estimation.

ing principal component analysis (PCA), minimum variance beam-
forming, least squares regression, multi-channel Wiener filtering,
canonical correlation analysis (CCA), generalized eigenvectors, trace
ratio optimization, and more. The DASF framework covers several
existing distributed algorithms for such problems such as for linearly
constrained minimum variance beamforming [4] or PCA [5].
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Abstract—In this paper, we compare several com-
pressed sensing reconstruction algorithms on acoustic
data for potential implementation on Wireless Acoustic
Sensor Network (WASN) nodes with limited energy
budget. The energy consumption of four data driven
energy conservation methods are tested on a RISC mi-
croprocessor. Our results demonstrate that the CSRec
approach maintains high accuracy while the processing
time is low, that local compressed sensing is possible
but currently not feasible on WASN nodes and that
one time random sampling is three times more energy
efficient than other convenient methods.

Index Terms—Acoustic Monitoring, Compressed
Sensing, Low-Power Electronics, Microcontrollers, Sys-
tem Testing

I. Introduction

The rise of compact micro electromechanical system
(MEMS) microphones, high power budgets, large local
data storage and efficient processing enables remote, low-
power audio acquisition. A large number of Wireless
Acoustic Sensor Networks (WASNs) have been proposed in
the last decades, all with their own, application dependent
microphone and network topology. These applications
range from acoustic source localization [1], to automatic
recognition of environmental sound events [2] and ob-
jective noise nuisance monitoring [3]. Neglecting power
consumption in WASNs restricts the remote monitoring to
short events or limits the amount of mounting locations to
those with access to the power grid. To overcome the issues
of fixed sensor networks, a long device autonomy and low
sensor cost are of utmost importance [4]. In WASNs, the
focus lies on data driven energy conservation schemes as
acoustic sensing and processing consume significantly less
than communication operations [5].
A promising resolution to this problem is Compressed
Sensing (CS). CS enables improved data compression of
linear, non-adaptive measurements, with a number of
measurements much lower than the number of samples
by the classic theorem of Shannon-Nyquist. In the last
decade, intensive research permitted a wide variety of
applications with well-known examples such as the single-
pixel camera [6] and the improved acquisition time of
magnetic resonance imaging [7]. The applicability of CS
to audio signals can be found in [8], [9], [10]. [11], [12]
show the universality and lack of complexity on the sensor

side in a multi-sensor system, both for non-sparse and
sparse audio signals. In this paper, we proceed on this
previous research and implement several CS techniques
on energy-efficient RISC microprocessors. The scientific
contribution of this study is twofold. First, it constitutes a
comparison on speed, processor intensity and accuracy of
CS reconstruction algorithms for acoustic data. Secondly,
it researches the energy consumption of four data driven
energy conservation schemes at the WASN sensor side.
While the target definition has been described in Sec-
tion I, the following section presents an introduction to
the general CS algorithm and discusses its potential within
WASN. Multiple CS algorithms are tested on accuracy,
computational time and processor intensity through simu-
lations in Section III. In Section IV, the energy consump-
tion of four data driven energy conservation schemes is
measured on a low-power RISC microprocessor. Conclu-
sions and future work are presented in Section V.

II. Methods
A. The CS Problem

In this section, a brief mathematical introduction is
given. We refer to [6] for a more in-depth overview of the
CS problem. Fig. 1 visualizes the CS problem. Nyquist
rate sampling of the acoustic signal G(C) results in a one
dimensional discrete signal consisting of N elements: G [=],
= = 1, 2, ..., #. Any signal in R# can be represented in
terms of a basis of # x 1 vectors: {ψ8}#8=1. Transformation
to a certain domain is done using an # x # transformation
matrix 	 = [ψ1 |ψ2 |...|ψ# ]:

x = 	s (1)

with s an # x 1 vector that in the ψ-space has the same
representation of the signal x.
Currently, a full N-sample signal x is still required, the
complete set of transform coefficients B8 needs to be
computed and the  largest coefficients needs to be lo-
cated and encoded. Compressed sensing addresses this
sample-then-compress framework by directly acquiring a
compressed signal representation. The " x # measurement
matrix � reduces the amount of samples to " � #.
Substituting 	 in Eq. 1 gives:

y = �x = �	s = �s (2)
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Fig. 1: The CS problem visualized with measured signal
y of length M, measurement matrix �, transformation
matrix 	, K-sparse signal s and original signal x of length
N (left) and with the reconstruction matrix � (right) [6].

where � = �	 is an " x # matrix, called the recon-
struction matrix. Three conditions need to be met for
reconstruction of x with acceptable accuracy and less
samples than imposed by the Shannon-Nyquist theorem.

• The signal needs to be sparse. A signal is  -sparse if
it is a combination of only  basis vectors.  of the
# coefficients of s are nonzero. For the problem to be
solvable, " ≥  is required.

• � needs to satisfy the restricted isometry property
(RIP) [7].

• Incoherence requires the rows of � to not be sparsely
represented by the columns of 	 and vice versa.

Both the RIP and incoherence requirement can be
achieved with high probability by selecting 	 as a random
Gaussian matrix [6].

B. CS in WASNs
The WASN topology depicted in Fig. 2 consists of

two sides. Low-power, low-cost acoustic sensor nodes are
deployed across the area of interest. The captured data is
transmitted to a central gateway. Data driven energy con-
servation schemes perform local processing before energy-
expensive data transmission. On the other hand, complex
algorithms can increase the processing time, keeping the
sensor nodes awake for too long. The straightforward
implementation of CS at the sensor side makes it an attrac-
tive data compression scheme, finding a balance between
the paradoxical resolutions. Fig. 3 shows the CS standard
acquisition model for implementation at the sensor side.
The reconstruction model is implemented on the gateway
side. The potential energy gain is researched by comparing
the total energy consumption at the sensor side for four
cases:

1) Transfer all data. This is the worst case scenario in
terms of data transmission related energy consump-
tion.

2) CS with true random measurement matrix.
Out of the Nyquist sampled input data, M values
are randomly selected, resulting in the measurement
data H[<]. The random matrix � is fixed at ini-
tialization and known at the sensor and gateway
side. For correct reconstruction, both the value and
indices of M are transmitted to the gateway side,
resulting in a data transmission of 2M data elements.

Fig. 2: Wireless Acoustic Sensor Network as a star topol-
ogy with a central gateway and low-power, low-cost acous-
tic sensor nodes.
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Fig. 3: General CS acquisition and reconstruction model.

3) CS with one-time random measurement ma-
trix. The M indices are one-time randomly sam-
pled to bypass energy demanding implementations
of true random sampling in hardware or software.
These indices are shared between the two entities at
initialization and used at every sample event. The
transmitting data elements are reduced to M.

4) Local reconstruction. Sending the sparse vector s
and the related indices reduces the data elements
to 2K. In this case, not only the acquisition is
performed on the sensor, but reconstruction as well,
i.e. all matrices multiplications for reconstruction
are performed on every sensor node locally. At the
central gateway, only an inverse transformation is
performed to retrieve the reconstructed input signal.

Despite the substantial sample reduction to be obtained
through compressive measurements, we expect the Local
reconstruction approach to be less energy-efficient due to
the large number of matrix operations that need to be
performed on the RISC processor during reconstruction.
Still, energy consumption measurements will provide more
insights into the applicability of CS in battery-powered
WASN networks.
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C. Reconstruction Algorithms
From CS-measurements, the sparse estimation of the

original input signal can be obtained through CS re-
construction algorithms. The research driving factors in
this area are the ability to recover the original signal
from a minimal amount of measurements, noise robust-
ness, speed, complexity, performance guarantees, etc. [13].
In [14], six CS reconstruction approaches are classified: the
convex optimization, Greedy, thresholding, combinatorial,
non-convex optimization and Bayesian approach. This pa-
per does not consider the implementation of the combina-
torial approach as it requires noiseless and specific patterns
in the measurements. The remaining five approaches can
be split up in two groups. All are based on optimization
problems except for the Bayesian method, which is based
on probabilities. Table I gives an overview of the consid-
ered CS algorithms, as well as the corresponding approach
and complexity of each algorithm.
Various criteria assess the relevance of the sparse recovery
algorithms. For the audio application in this paper, we
considered three:

1) Accuracy: The accuracy of the algorithm is mea-
sured by the resemblance of the reconstructed signal
with the original signal.

2) Speed: We consider the computational time it takes
to estimate ŝ from the measurements y using recon-
struction matrix �.

3) Processor Usage: In combination with the speed
criterion, processor usage enables us to compare the
complexity of the algorithms. Parallel processing can
increase the speed but at a higher processing cost.

TABLE I: Overview of the CS algorithms and the corre-
sponding approach [14]

Algorithm CS Approach Complexity
L1Magic Convex Optimization ≈ $ (<2=3)
GPSR_Basic Convex Optimization ≈ $ (<2=3)
CSRec_SP Greedy (parallel) $ (<=.8C4A )
MFOCUSS Non-Convex Optimization ≈ $ (<2=3)
MSBL Bayesian $ (<2=)
TwIST Thresholding $ (<=.8C4A )
FPC_AS Convex Optimization ≈ $ (<2=3)

III. Compressed Sensing Simulation Comparison
In order to find the most suitable CS algorithm for im-

plementation on an energy-efficient microcontroller, com-
parative tests on the aforementioned four parameters are
conducted in a MATLAB environment.

A. Test Environment
The similarity of the CS algorithm is determined using

cross-correlation between the original and reconstructed
signals. In the literature, this is also known as Performance
Guarantees. To measure the processor intensity during
sparse recovery, the PerformanceCounter Class [15] from
the open source developer platform .NET is applied. It
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Fig. 4: Mean similarity between the original and recon-
structed signal after 100 iterations in function of the used
(M) to available (N) sample degree where N = 256 and M
is variable. The tested signal is composed of 4 sine waves.

monitors the percentage intake of the MATLAB process
on the processor1. The computational time of the sparse
representation ŝ from the measurements y is calculated as
the time interval in which the aforementioned processor
intensity lies above 10 %.

All measurements were conducted on a computer with
an Intel(R) Core(TM) i7-4720HQ CPU @ 2.6 GHz, 8GB
RAM and NVIDIA GeForce GTX 960M GPU.

B. Results
Fig. 4 shows the mean similarity between the original

and reconstructed signal in function of the used sample
degree "

#
where N is kept constant at 256 samples. The

original input signal consists of a superposition of four sine
waves with equal amplitude but random frequency in the
range of 0 kHz to 20 kHz, sampled at a sample frequency of
44.1 kHz. The advantage of this test signal is that we are
certain that it is sparse. In section IV, we use realistic au-
dio signals, but the simple superposition signal is sufficient
for this testing environment. The similarity shown is the
mean result of a Monte Carlo simulation of 100 iterations
at each sample degree "

#
. The CS algorithms MFOCUSS,

FPC_AS and CSRec_SP show the greatest similarity
to the original signal after reconstruction, especially for
lower "

#
. The original signal can already be reconstructed

with more than 70 % similarity when only 10 % of the N
available samples is used, and nearly completely when the
sample degree "

#
is 16 %.

The mean processor intensity and processing time of
various CS reconstruction algorithms are shown in Ta-
ble II. The mean values are the result of a Monte Carlo
simulation of 100 iterations. The test signal x consists of
a superposition of 16 sine waves with equal amplitude
but random frequency in the range of 0 kHz to 20 kHz.
The multiplication of the mean processor intensity and
processing time can be interpreted as a measure for the

1This also includes the overhead of the MATLAB program on top
of the algorithm execution.
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TABLE II: Comparison of reconstruction algorithms

Algorithm Acc. [%] Time [ms] Proc. Int. [%]

L1magic 60.00 130 33.45
GPSR_Basic 49.95 31 31.75

CSRec_SP 88.62 113 19.31
MFOCUSS 95.48 1761 31.89

MSBL 38.88 45054 28.03
TwIST 50.00 19 36.18

FPC_AS 90.25 491 40.20

required energy consumption of the CS algorithm. A CS
algorithm might take up a high amount of processor time
but could require only a fraction of computation time.
TwIST exhibits the smallest multiplication result, followed
by GPSR_Basic and CSRec_SP with respectively 1.6 and
3.4 times the multiplication result relative to TwIST.

In conclusion, the CS_Rec algorithm shows both a good
similarity to the original after reconstruction at low sample
degree "

#
as well as a low processor intensity in function

of the computation time. Hence, the CS_Rec algorithm
shows the best performance properties for implementation
on the energy-efficient microcontroller.

IV. Embedded Implementation
The energy consumption of the four data driven energy

conservation schemes presented in Section II-B is investi-
gated at the WASN sensor side through calculations and
practical measurements. A Vesper VM1010 MEMS micro-
phone and non-inverting amplifier circuit are connected
to the analog-to-digital converter of a Pearl Gecko micro-
controller. This microcontroller is equipped with a 32-bit
ARM Cortex M4 microprocessor and features an on-board
floating-point processor and true random number gener-
ator (TRNG). The ADC sample rate is set to 44.1 kHz
and a 1 s audio signal is used in each of the following
scenarios. Note that the implementation is considered for
a single sensor node. Increased energy consumption due to
for example packet loss are not considered in this paper.
The energy measurements of the four data driven energy
conservation are carried out as follows:

1) Transfer all data: the ADC fills a buffer of 44100
samples through Direct Memory Access (DMA). The
entire sample buffer is then transmitted over RF.

2) CS with true random measurement matrix:
after the buffer is filled by the ADC, a fourth of
the 44100 available samples is randomly selected.
The on-board TRNG is used to generate the random
indices. The selected samples are then placed in a
new data buffer and transmitted over RF together
with their corresponding indices. A CS algorithm can
be executed at the gateway side to reconstruct the
original signal.

3) CS with one-time random measurement ma-
trix: at initialization, the random indices are gen-
erated only once and shared with the gateway side.
After sampling, the same indices are used recurrently
to select one fourth of the 44100 available ADC

TABLE III: Energy consumption of the four data driven
energy conservation schemes for each level of the WASN
operation.

Energy consumption (mJ)

Sensing Computing RF Total
All 9.81 0 65.54 75.35

Random 12.69 0 24.52 37.21
One-time random 10.71 0 16.35 27.06

Local 10.82 2031 18.39 2060.21

samples. Again, the extracted samples are placed
in a new data buffer and transmitted over RF. The
corresponding indices do not have to be transferred
since they remain constant at all times and are
known at the gateway side. Hence, for this scenario,
the random index generation process is not included
in the energy measurement. A CS algorithm can be
executed at the gateway side to reconstruct x.

4) Local reconstruction: CS reconstruction is per-
formed locally on the Pearl Gecko microcontroller.
However, the entire ADC buffer cannot be processed
at once since RAM memory is limited to 256 kB.
Consequently, the buffer is divided into 256 frames
of # = 160 samples. From each frame, " = 40
samples are randomly selected based on a one-time
random measurement matrix, which is random for
each frame. Next, CS_Rec reconstruction is per-
formed on each frame using the M random samples.
The resulting  = 10 most significant coefficients
per frame and corresponding indices are saved in a
new data buffer and ultimately sent over RF. For the
energy measurements, only the first 25 frames are
estimated with CS_Rec. The energy consumption
corresponding to the reconstruction of all frames is
obtained through extrapolation.

Power measurements are performed through the Pearl
Gecko’s energy profiler available in Simplicity Studio. The
results are summarized in Table III and are provided for
each level of the WASN operation, i.e. sensing, computing
and RF transmission. The energy values for RF transmis-
sion are calculated based on the technical datasheet of a
TI CC1310 ultra-low power wireless MCU with sub-GHz
RF transceiver [16].

In the first three scenarios, the differences in total energy
consumption are mainly caused by RF transmission. The
CS scenario with one-time random measurement matrix
shows the lowest energy consumption. Since only one
fourth of the samples need to be transferred and the
corresponding indices are already known at both sides of
the communication, a reduction of 65 % with respect to
transfer-all-data scenario can be stated. In contrast to the
one-time measurement matrix scenario, random sample
indices are calculated in the random measurement case.
From comparison between the sensing energy consumption
follows that this random indices calculation only entails
a small increase in the total energy consumption. Conse-
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Fig. 5: Measured energy consumption of the CS_Rec com-
putation on the Pearl Gecko microcontroller for several
sample degrees "

#
and different frame lengths #. CS_Rec

is applied to a 1 s male voice audio signal.

quently, 80 % of the total energy increase (10 mJ) follows
from additional RF transmission of the indices.

When CS_Rec reconstruction is performed locally, the
total energy consumption is found to be two orders of mag-
nitude higher than all other cases. Although the CS_Rec
algorithm greatly reduces the elements to 2 per frame,
RF transmission still takes up about the same energy
budget as in the cases with random and one-time random
measurement matrices. This can be explained by the fact
that each significant component in  is represented by
a complex single floating-point number, which takes up 8
bytes in memory while a single ADC sample is saved as an
unsigned 2-byte number. This completely neutralizes the
energy gain by reducing the " = 40 random samples to
the  = 10 most significant components after reconstruc-
tion. From Table III it follows that the computation of
CS_rec is responsible for the huge increase in total energy
consumption. However, this only shows the case for one
specific set of #, " and  .

A more in-depth study into the energy consumption
of the CS_Rec computation on the Pearl Gecko mi-
crocontroller is shown in Fig. 5. The same 1 s male
voice audio signal is split into frames of different sam-
ple amount #. For each case of frame length #, the
energy consumption is measured at fixed sample degrees
"
#

= [10, 20, 30, 40, 50]%, where M is again the number
of randomly selected samples from #. The number of
significant components  taken after estimation is fixed at
one fourth of ", and is rounded up when this fraction does
not result in an integer. The energy consumption of the
CS_Rec computation is measured for the first 25 frames
and is extrapolated to a total of 44100/# frames.

The results in Fig. 5 show that the measured energy
consumption remains similar for sample degrees "

#
more

or less up to 30% irrespective of frame length #, except
for # = 160. For higher sample degrees "

#
, the energy con-

sumption increases significantly for larger frame lengths

#. In this case, a small frame length # helps to keep
the energy consumption as low as possible. However, the
lower #, the more frames that need to be reconstructed
and concatenated to approximate x. Hence, more spectral
leakage and thus noise will be introduced in the recon-
structed signal. Overall, the energy consumption of the
CS_Rec computation remains below 1 J for sample degrees
"
#

≤ 20 % irrespective of #. However, this still requires a
significantly larger energy budget compared to the other
three data driven energy conservation schemes.

V. Conclusions

In this research we compared different CS reconstruction
algorithms for RISC implementation. We show that the
CSRec reconstruction algorithm meets the quality re-
quirements for embedded implementation, namely a high
accuracy and low processing time. Practical measurements
show the possibility of implementing this algorithm on a
32-bit ARM Cortex M4 microprocessor. But even for small
acoustic data sets, the energy consumption of this method
is 30 times higher than conventional methods due to the
high local processing time and necessary power.
A second comparative study shows that the most suit-
able data driven energy conservation method with CS
implementation on the local WASN sensor node is the
one-time random sampling method. It is shown that this
method is three times more energy efficient than the
conventional transmit-all-data method as a result of the
smaller transmit data size. Due to the limited memory
on the microprocessor, the experimental results reported
here are only applicable for short audio signals (< 1 s).
For actual application in existing WASN, a more detailed
investigation should reveal the possibilities of this method
on longer audio snippets. To the full potential of local CS,
a more extended research should be performed on both the
local reconstruction optimization to decrease the spectral
leakage and on newer, lesser known CS algorithms. In
addition, this work only considered the data acquisition
and transmission for a single sensor-gateway pair. Future
work will exploit the spatial dimension of WSNs and focus
on signal correlations between multiple sensor nodes.
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I. ABSTRACT

In this work, we analyse a stochastic version of the primal-
dual method of multipliers (PDMM), which is a promising al-
gorithm in the field of distributed optimisation. So far, its con-
vergence has been proven for synchronous implementations of
the algorithm [1], [2]. Simulations have shown that PDMM
also converges if it is implemented asynchronously, having
the advantage that there is no need for clock synchronisation
between the nodes in a distributed network. Furthermore, a
broadcast implementation of asynchronous PDMM can be
derived, instead of the usual unicast implementation. This
broadcast implementation comes with a number of benefits.
For example, it is a lot simpler to implement and requires less
transmissions per iteration. Broadcast PDMM also lends itself
to an efficient privacy preservation method that was introduced
in [3].

In this paper, we analyse the convergence properties of
different implementations of PDMM. In order to perform
a rigorous analysis of a number of empirical findings, first
a general stochastic version of PDMM is introduced. This
general definition encompasses both asynchronous updating
and transmission losses. Next, a formal proof is derived for the
convergence of stochastic PDMM. This proof follows similar
steps to the ones taken in [4] and builds upon a previous
unfinished proof from [5]. The convergence proof makes use of
the fact that the sequence of auxiliary errors of PDMM forms
a non-negative supermartingale. By using Markov’s inequality
and Borel Cantelli’s lemma, stochastic PDMM can be shown
to converge almost surely to a bounded random variable that
is supported by the set of fixed points of the standard PDMM
operator. These points correspond to primal optimal points of
the optimisation problem in question. The only assumption
required for convergence is the fact that all edge variables
must have a non-zero probability of updating.

In the case of unicast PDMM, asynchronous PDMM and
PDMM with transmission losses can both be seen as specific
instances of stochastic PDMM and thus also converge almost
surely. Broadcast PDMM, however, requires each auxiliary
variable to be stored at two nodes. In the case of transmission
losses, a mismatch occurs between the two values stored for
the same variable. This mismatch causes the algorithm to reach
a fixed point that does not correspond to a primal optimal
solution. As long as the two versions of the same variable are
never mismatched, broadcast PDMM is equivalent to unicast

PDMM. This why asynchronous broadcast PDMM does con-
verge. With unicast PDMM, each auxiliary variable is only
needed at one node, which makes unicast PDMM inherently
robust against transmission loss and thus favourable when
compared to broadcast PDMM. In Fig. 1 simulation results
are given to show the difference in convergence behaviour
between unicast and broadcast PDMM in the presence of
transmission losses.
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Fig. 1. Experimental convergence results for distributed averaging in the
presence of transmission losses. Simulations are performed for a a random
geometric network with 30 nodes and asynchronous PDMM is used as
optimisation algorithm.
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Abstract

Highly accurate and reliable indoor 3D positioning of low power or even energy-neutral devices is becoming increasingly
important in new Internet-of-Things (IoT) related applications for the future digital society. Acoustic or ultrasonic based positioning
systems are an interesting candidate since these signals exhibit a relatively low propagation speed (343 m/s) allowing centimeter
accuracy to be achieved based on Time of Flight (ToF) measurements without high-speed and hence power hungry electronics [1].
Current Indoor Positioning Systems (IPSs) have good accuracy characteristics, but show a large variance and many outliers while
there is not enough reliability across the entire 3D space [2]. By advancing scattered arrays to increase the spatial diversity,
reverberation can be overcome to reliably and accurately locate many devices and moving objects [3]. Within this paper, the
influence of the number, selection and position of Micro-Electro-Mechanical-System (MEMS) microphone based anchor nodes
is investigated in a setup where a movable speaker, serving as mobile node, emits an ultrasonic chirp signal. Pulse compression
between the original and received chirp combined with a peak prominence algorithm provides ToF, and therefore ranging
information to support indoor localisation [4]. The distributed effect on the accuracy and reliability is tested via an Image
Source Model (ISM) shoebox simulation and could be expanded to a real-life measurement in an acoustically challenging testbed
called Techtile [5]. A Data Acquisition (DAQ) system is available in the testbed, ensuring that synchronisation for, in this case
Time Difference of Arrival (TDoA) measurements, is inherently present. Besides using traditional multilateration methods such
as simple intersections, Chueng or Gauss-Newton, physics inspired deep learning models [6], [7] could be an option to take
advantage of the difficult acoustic properties of the testbed.
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Abstract—Automatic Dependent Surveillance - Broadcast
(ADS-B) is a surveillance technology that is used extensively in
Air Traffic Control (ATC) applications. Aircraft equipped with
ADS-B transponders actively broadcast navigation information
such as position, altitude, and velocity, and thus ATC is able
to track aircraft continuously, even in regions not covered by
traditional radars. However, raw ADS-B messages are typically
contaminated with noise, which is typically mitigated using
model-based tracking methods to predict the trajectories. In
this work, we propose and evaluate the performance of several
filtering strategies for trajectory prediction on an existing open
source TrajAir aircraft data set and our own data set i.e., collected
by Delft university of technology (TUD). In our evaluation, we
observe the standard Kalman filter cannot accurately track the
aircraft trajectory, especially for sharply maneuvering targets. A
fading-memory filter tracks maneuvering targets but introduces
delay in estimates, and requires a trade-off between respon-
siveness and smoothness by target-specific parameter tuning.
The Kalman filter with augmented process noise also involves
similar trade-off and parameter tuning. Finally, the particle filter
performs the best during target maneuvers but admits more
noise during steady-state and increases computational cost. In
this paper, we present various filtering techniques, and study the
performance of these algorithms on the TrajAir and TUD aircraft
data sets.

Index Terms—ADS-B, Kalman filter, Particle filter.

I. INTRODUCTION

Automatic Dependent Surveillance - Broadcast (ADS-B)
is an surveillance technology that is used extensively in Air
Traffic Control (ATC) applications. Aircraft broadcast ADS-
B messages periodically with on-board Mode-S transpon-
ders, which include navigational information such as sur-
face/airborne position, airborne velocity, call sign, operational
status, etc. ADS-B enables ATC ground stations to track air-
craft continuously in regions that are not covered by traditional
radars, as its coverage can be greatly extended by ground-
based or space-based ADS-B receivers. It is considered to be
a key component of the future air transportation system and is
mandated both by EUROCONTROL [3] in Europea and FAA
[4] in the U.S. since 2020.

Prior to the introduction of ADS-B, ATC applications
heavily relied on the primary surveillance radar (PSR) and
the secondary surveillance radar (SSR). PSR provides slant
distance as well as aircraft’s azimuth information with respect

This work is partially funded by the European Leadership Joint Undertaking
(ECSEL JU), under grant agreement No 876019, the ADACORSA project -
”Airborne Data Collection on Resilient System Architectures.”

to the radar location, while SSR provides aircraft’s altitude and
identity. However, inherent limitations of PSR and SSR tech-
nology hinder further improvement in accuracy and coverage.
ADS-B is thus introduced to enhance situational awareness for
ATC controllers and pilots.

In this paper, we evaluate several model-based tracking
methods on aircraft ADS-B data set. Section II explains the
information provided by the ADS-B messages and data pre-
processing techniques used to extract the relevant data. In
Section III, we build theoretical foundations of our tracking
methods with state space models and a Bayesian frame-
work and introduce the standard Kalman filter under constant
velocity dynamics (CV-KF). We further explore advanced
filtering algorithms in Section IV, i.e., the Kalman filter with
augmented noise (AP-KF), fading-memory Kalman filter (FM-
KF), and the particle filter (PF) are introduced. In Section V,
these methods are applied to predict aircraft trajectories, and
a comparison between different methods and more comments
are provided. Finally, in Section VI we summarize the results,
with insights on future work.

II. ADS-B DECODING AND PRE-PROCESSING

Nowadays, most of the aircraft are equipped with an ADS-
B system. It is thus easy to acquire these ADS-B signals, and
thus data, using an appropriate reciever system. Furthermore,
an open-source package pyModeS1 [10] provides us compre-
hensive functionalities to decode these ADS-B messages. In
this section, we briefly look at message parsing, and the pre-
processing of decoded data and relevant assumptions.

A. Description of data set

In this paper, we work with two realistic ADS-B data sets.
The first data set is an open source data set called the TrajAir
dataset 2, contributed by the AirLab from the robotics institute
at Carnegie Mellon University. The other data set is collected
by the faculty of aerospace engineering (AE) at TU Delft [5],
which we call the TUD data set.

1) TrajAir data set: The TrajAir data set contains fully
decoded ADS-B messages. The data set is collected at the
Pittsburgh-Butler Regional Airport. In this data set, we have

1https://github.com/junzis/pyModeS
2https://theairlab.org/trajair/
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Fig. 1: TrajAir dataset: The left figure shows a snippet of processed aircraft trajectories and right figure demonstrates the left
traffic pattern and nomenclature for the runways at the airport [2].

the information about an aircraft’s status, including times-
tamps, geographical coordinates, velocity readings, track an-
gles, altitudes, and vertical rates at every valid time instance.
That is to say, the alternate transmitting behaviour of ADS-
B is not seen. Trajectories of landing or takeoff of a group
of aircraft are visualized in Fig.1. We can clearly see the
lobes for traffic patterns around this airport. The right part
of this figure shows the “Left Traffic” patterns. These patterns
are rectangular-shaped with left-handed turns relative to the
direction of landing or takeoff. Lighter color of trajectories
for lower altitude [2].

2) TUD data set: The TUD data set contains demodulated
(not decoded) ADS-B signals. The data set records about
15 minutes of air traffic near the region of Delft, covering
most part of the southern Holland. Every entry contains
timestamp, International Civil Aviation Organization (ICAO)
address, receiving power, garbling (True or False), cyclic
redundancy check (CRC) sign, and the 112-bit message string.
ADS-B broadcasts different types of messages alternately.
For position and velocity messages, which are of particular
interest in our application, the airborne transmitting frequency
is 2Hz. However, the TUD data set provides trajectories mostly
from commercial jets. To include more additional aircraft
trajectories, we use the TrajAir data set, which also contains
trajectories from light general aviation (GA) aircraft.

B. Decoding

In this section, we summarize the details of time of arrival
decoding, airborne position and airborne velocity decoding
from [1].

1) Time of arrival decoding: ADS-B is not designed to
contain any time of transmit information, but both data sets
timestamp received signals. So we associate aircraft positions
with time of arrival instead. Assumptions are made when we
replace time of transmit with the time of arrival. We assume
that for a sequence of messages, the time of propagation from
source to receiver is very short and approximately the same.
That means: 1) the aircraft does not travel a large distance
between two consecutive transmissions with reference to the
receiver; 2) there is no large difference in propagation time due

to multi-path. In this paper, these two assumptions generally
hold.

2) Airborne position decoding: A typical airborne position
message contains longitude, latitude, and altitude of an aircraft.
It is trivial to decode altitude but longitude and latitude are
encoded in Compact Position Reporting (CPR) format. We use
locally unambiguous position decoding for our own data set.
Locally unambiguous position decoding [1] requires a known
reference position. It should be close to the decoded position,
e.g., within a range of 180 nautical miles (NM). The advantage
is that from every piece of encoded messages we can decode a
position. Here we choose the faculty of Aerospace Engineering
building as the reference point.

3) Airborne velocity decoding: The airborne velocity mes-
sage reports velocity decomposed in East-West, North-South
and vertical directions. In the field of civil aviation, it is
common to compute the track angle without considering
altitude changes. It is trivial to decode the message itself. But
it is worth noting that only ground speed can be used in our
application. The ground speed of aircraft is the sum of the true
airspeed vector and the wind velocity vector.

C. Data pre-processing and formatting

After decoding, we reorganize the data into tables of
records. A record or a row in a table contains an aircraft’s
two-dimensional positions and velocity, associated with a
timestamp. The initial timestamp and positions are set to zeros
and other timestamps and positions in this table are calculated
with respect to this. A table contains consecutive records for
an aircraft. A ready-for-use table of a BOEING 737-4Z9 flying
over southern Holland is shown in Table I. The first available
position in the data sequence is set as (0, 0). Based on the
assumptions in section II-B, we assign messages received
within, say, one-second interval with the same timestamp.
Similar pre-processing is applied to the TrajAir dataset as well,
but with a finer step in time. This pre-processing technique
makes sure that for each time instance both the position and
velocity data are available.

1) Two flight scenes: We chose two typical flight scenes
from each data set respectively, which we refer to as Scene
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TABLE I: A snippet of fully decoded ADS-B data

Time(s) icao Px(m) Py(m) Vx(m/s) Vy(m/s)
0 4CA8AD 0 0 175.8 -143.9
1 4CA8AD 157.6 -129.0 175.8 -143.9
1 4CA8AD 241.1 -197.4 175.8 -143.9
2 4CA8AD 334.2 -273.6 175.8 -143.9
2 4CA8AD 412.9 -338.0 175.8 -143.9
3 4CA8AD 505.3 -413.7 175.8 -143.9
3 4CA8AD 594.7 -486.9 175.8 -143.9
4 4CA8AD 704.0 -576.4 175.8 -143.9
4 4CA8AD 764.6 -626.0 175.8 -143.9
5 4CA8AD 849.8 -695.8 175.8 -143.9

1 and Scene 2 in this paper. We use Xdata to denote raw
trajectories.

• Scene 1: This scene contains a trajectory of an jet liner,
which flew in linear motion for some time period, and
then made a lazy turn. The aircraft maintains cruising
speed and altitude in this period. The trajectory of the
aircraft is shown in Fig.2a.

• Scene 2: It contains the landing trajectory of a GA
aircraft. The aircraft made sharper turns and changed its
velocity frequently. Compared to that in Scene 1, this
trajectory exhibits more abrupt changes in states. This is
shown in Fig.2a.

(a)

(b)

Fig. 2: Two flight scenes. Scene 1 is from the TUD data set and
Scene 2 is from the TrajAir data set.

III. STATE SPACE MODEL AND KALMAN FILTER

Almost all existing tracking methods heavily rely on the
models of the aircraft motion. However, in our task, the precise
knowledge of aircraft dynamics is not assumed. Furthermore,
it is not computationally efficient to use a very sophisticated
model. Thus, we rely on simple dynamic models in this
application. It is then an important problem that how we can
mitigate the model mismatch caused by this oversimplification.

A. Kalman filter

The task of trajectory prediction can be considered as a
state estimation problem. It requires the algorithm to retrieve
signal of interest from noisy data and construct a reasonable
(regarding target dynamics) trajectory from available data. If
we consider a linear Gaussian state space model, then the
Kalman filter (KF) is an optimal filter. Here, the process and
the measurement equations are given respectively by

xk = Fxk−1 +wk−1 (1)
zk = Hxk + vk (2)

Here, the previous state xk−1 is transformed to the current
state xk by the process matrix F and corrupted by process
noise wk−1. The second equation, i.e., the measurement
equation describes how the system’s output zk is related to
internal states through measurement matrix H. In the set up
of the Kalman filter, we assume the noise to be white, zero-
mean Gaussian, and independent from each other, which can
be represented as

p(w) ∼ N (0,Q) (3)
p(v) ∼ N (0,R) (4)

The Kalman filter works in a recursive manner. At each
recursive step, it performs prediction and then correction, and
computes a factor called Kalman gain. This factor controls the
trade-off between prior knowledge and data.

We first define the initial state and posterior covariance
matrix, x0 and P0. x0 is simply set according to the first
available ADS-B record in a data sequence. Practically, we
fill all diagonal entries of P0 with positive values. According
to [6], whether the initial values are large or small, the filter
always converges.

For the prediction phase:

x̂−
k = Fx̂k−1 (5)

P−
k = FPk−1F

T +Q (6)

and the correction phase, we have

Kk = P−
k H

T (HP−
k H

T +R)−1 (7)
x̂k = x̂−

k +Kk(zk −Hx̂−
k ) (8)

Pk = (I−KkH)P−
k (9)

Here we use x̂−
k to denote the predicted state at the k-th step

while x̂k denotes the corrected state estimate at the k-th step.
Similar notations are used for P−

k and Pk. The matrix Kk is
the Kalman gain computed at the k-th step.
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B. Constant-velocity dynamic model

To ensure the smooth functioning of the Kalman filter, we
need to choose proper dynamic models. Commercial airlin-
ers usually maintain designated speed, heading, and altitude
during en route flying. The movement can be considered as
uniform linear motion. Therefore, a constant velocity (CV)
model is sufficient in most cases. We consider the CV model
in a two-dimensional space, with x and y representing two-
dimensional positions and ẋ, ẏ two-dimensional velocities.
The state vector is then defined as xk = [xk, yk, ẋk, ẏk]

T .
Given recursive time step δt, the process matrix F is given by

F =




1 0 δt 0
0 1 0 δt
0 0 1 0
0 0 0 1


 (10)

Note that in this task we define a set of states whose
measurements can be directly extracted from ADS-B data (i.e.,
positions and velocities), which is equivalent to set H as an
identity matrix.

C. Constant-velocity Kalman filter (CV-KF)

The constant velocity Kalman filter (CV-KF) is a Kalman
filter under the assumption of constant-velocity dynamics. The
pseudo code for CV-KF is presented in Algorithm 1.

Algorithm 1 The CV-KF filter

1: Input: x0, P0, sequence of data z1,k
2: Output: Sequence of state estimates x1,k, posterior co-

variance P1,k and Kalman gains K1,k

3: Initialize x0 and P0

4: For t = 1 to n do
5: Project xt−1 to x−

t

6: Project Pt−1 to P−
t

7: Compute Kt

8: Update x−
t to xt with Kt and zt

9: Update P−
t to Pt with Kt

10: end

The CV-KF is guaranteed to give optimal estimates under
the assumption of the linear model with white Gaussian noise.
However, real systems do not always fulfill these assumptions.
and non-linear dynamics cannot be ignored. Specifically, in our
application, when an aircraft is close to the airport, it must
follow certain arrival or departure procedures. The procedures
may require the aircraft to make a series of turns and pass
designated waypoints in order to align with the runway.

We evaluate the performance of CV-KF in the two scenes
from the TrajAir and TUD datasets respectively, which was
discussed in Section II-C1.

• Scene 1: The results are shown in Fig.3a - 3c, where
XCV−KF denotes the filtered trajectory by CV-KF and
Xdata the raw data points. Here, x, y are position
coordinates and ẋ and ẏ velocities. From Fig.3a and
Fig.3b we can observe that the filter diverges on position

estimates when the target performs a turn. Fig.3c shows
that the filter fails to estimate velocity.

• Scene 2: The results are shown in Fig.4a - 4c, where the
correction always lags the transition of states. It seems
that after the filter enters a steady state, it loses the ability
to track changes in the aircraft’s states.

(a)

(b)

(c)

Fig. 3: Scene 1: Predicted trajectory, position and velocity estimates
using CV-KF

The CV-KF fails mainly due to model mismatch, and thus
the assumed oversimplified model fails to capture the real
dynamics of maneuvering aircraft. Hence, we have to adapt
our algorithm to enable accurate tracking. A good algorithm
relies on both the model to capture dynamics and the filter to
fuse prior knowledge and data.Traditionally, more advanced
dynamical models have been proposed, however there is no
silver bullet to this problem. Alternatively, we can retain the
simplified CV-model but propose advanced filtering techniques
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to enable more accurate tracking.

(a)

(b)

(c)

Fig. 4: Scene 2: Predicted trajectory, position and velocity estimates
using CV-KF

IV. ADVANCED FILTERING ALGORITHMS

In this section we explore advanced filtering algorithms,
to overcome the limitations of the CV-KF discussed in the
previous section.

A. Augmented process noise Kalman fitler (AP-KF)

We now introduce the Augmented process noise Kalman
Filter (AP-KF). Recall that the posterior covariance matrix is
computed by

P−
k = FPk−1F

T +Q (11)

To augmented process noise is equivalent to increase the values
in diagonal entries of the Q matrix. Then for each step P−

k

will increase, as compared to that of the CV-KF. As mentioned

above, to remove the measurement noise as much as possible,
sometimes we set Q as zero. But AP-KF incorporates Q to
compensate for model mismatch [7]. The Kalman gain is now
given by Kk = P−

k H
T (HP−

k H
T +R)−1, and since H is an

identity matrix, and both P−
k and R are diagonal matrices,

the Kalman gain is reduced to

Kk = P−
k (P

−
k +R)−1

=




pk1

pk1+r1
pk2

pk2+r2
pk3

pk3+r3
pk4

pk4+r4


 (12)

where pki and ri refer to diagonal elements of P−
k and R,

respectively. It is then clear that every diagonal entry of Kk

increases as pki increases or as every diagonal entry of Q
increases. Thus the AP-KF increases the Kalman gain as com-
pared to the CV-KF, giving more weights to the measurements.
However, this benefit comes at the cost of admitting more
measurement noise. The extreme case is that the process noise
covariance is large enough such that the filter discards the
prediction and simply follows the measurement, which is not
desired, and hence this method requires the tuning of Q.

B. Fading memory Kalman filter (FM-KF)

The fading memory Kalman filter (FM-KF) is an alternative
method to augment the posterior covariance matrix. For older
prediction and measurement, we aim to increase the covariance
matrices by multiplying a factor greater than one, and let
the factor shrink (but always greater than one) for newer
predictions and measurements. Thus, the covariance matrices
at are revised to be

Q̃k = αK−2k+2Qk, k ≤ K (13)
R̃k = αK−2kRk, k ≤ K (14)

where K denotes the total number of time steps in the filtering
process.

After some mathematical manipulation, the final effect on
posterior covariance matrix is almost identical to that of
augmenting process noise [6]. The revised posterior covariance
matrix is given by

P̃−
k = α2FP̃k−1F

T +Qk−1 (15)

The implementation of a FM-KF relies on the hyper parameter
α. A larger α indicates that the ”memory” is shorter and the
filter is more able to track changes of target’s states. In our
application, a larger α gives the filter more flexibility to handle
maneuvers. However, in practise we have to tune α for every
given target, which is a limitation.

C. Particle filter (PF)

In Section III-C, we discussed the model mismatch i.e.,
discrepancy between the assumed linear model and the actual
nonlinear model. Moreover, precise knowledge of the sensor
noise model is not assumed. We do not know the statistics of
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the measurement noise, nor do we know if it is appropriate to
assume the noise to be Gaussian. Furthermore, we observe
that the process noise is not straightforward to model due
to external factors e.g., atmospheric disturbances. Therefore,
we need a filtering method that does not depend on the
restrictive assumptions of Gaussian linear state space models,
for example the particle Filter (PF) [12].

The particle filter is an instance of sequential importance
sampling (SIS), where we are interested in a general state
space model of the form

xk = fk(xk−1,wk) (16)
zk = hk(xk,vk) (17)

where for the kth time instance, fk(·) denotes the process
model, hk(·) denotes the measurement model, wk indicates
the process noise, and vk indicates the measurement noise.
Note that a Gaussian linear model is not assumed here. Under
the assumption that the Markov property holds, we have

p(xk|x1,k−1, z1,k−1) = p(xk|xk−1) (18)
p(zk|x1,k, z1,k−1) = p(zk|xk) (19)

We start with the sequential estimation of p(x1,k|z1,k) and the
estimation of the marginal p(xk|z1,k) will be a by-product.
Using (18) and (19), we can write

p(x1,k|z1,k) = p(zk|xk)p(xk|xk−1)p(x1,k−1|z1,k−1)

=
p(x1,k,z1,k)∫

p(x1,k,z1,k)dx1,k
=

p(x1,k,z1,k)
Zk

(20)

where Zk is the normalizing constant at the kth instant. The
posterior distribution is proportional to the joint distribution
in (20), and thus we approximate p(x1,k, z1,k) via a set of
generated particles. We define the weights of particles as

ωk(x1,k) =
p(x1,k, z1,k)

qk(x1,k)
(21)

where qk(·) is a proposal distribution. According to sequential
importance sampling [12], the recursive relation between the
current and past weights are given by

ωk(x1,k) = ωk−1(x1,k−1)
p(zk|xk)p(xk|xk−1)

qk(xk|x1,k−1, z1,k)
(22)

where we exploit (20), and we choose a proposal distribution
such that

qk(xk|x1,k−1, z1,k) = q(xk|xk−1, zk). (23)

Finally, the estimation is obtained by

p̂(x1,k|z1,k) =
N∑

i=1

W
(i)
k δ(x1,k − x

(i)
1,k) (24)

p̂(xk|z1,k) =
N∑

i=1

W
(i)
k δ(xk − x

(i)
k ) (25)

where N is the number of particles and W
(i)
k is the normalized

weight for the i-th particle at time k.

To combat the problem of degeneracy in practical use,
resampling may be used. However, resampling can also limit
parallel processing and cause sample impoverishment. Hence,
it is only performed when the following metric

Neff ≈
1

∑N
i=1(W

(i)
k )2

(26)

is smaller than a preselected value NT , which is typically
NT = N

2 . We now present the pseudo code of the particle
filter with SIS and resampling techniques.

Algorithm 2 The SIS particle filter

1: Input: N streams of particles from prior pdf p of x0

2: Output: N particles conformed to p(xt|z1,t)
3:
4: For i = 1 to N do
5: Draw x

(i)
0 ∼ p(x); initialize N streams.

6: Set W (i)
0 = 1

N ; All initial weights are equal.
7: end
8: For k = 1 to n do
9: For i = 1 to N do

10: Draw x
(i)
k ∼ q(x|x(i)

k−1, zk)

11: ω
(i)
k = ω

(i)
k−1

p(zk|x(i)
k )p(x

(i)
k |x(i)

k−1)

q(x
(i)
k |x(i)

k−1,zk)

12: end
13: For i = 1 to N do
14: Compute normalized weights W

(i)
k

15: end
16: Compute Neff .
17: If Neff ≤ NT ; NT preselected
18: Resample {x(i)

k ,W
(i)
k }Ni=1 to get {x̄(i)

k , 1
N }Ni=1

19: Set x(i)
k = x̄

(i)
k , ω(i)

k = 1
N

20: end
21: end

V. SIMULATION AND ANALYSIS

In this section we present the trajectory prediction results of
the advanced filtering algorithms discussed in Section IV, i.e.,
augmented noise Kalman filter (AP-KF), the fading-memory
filter (FM-KF), and the particle filter (PF). TableII lists some
notations we use in this section.

TABLE II: Notations for different filters

Filter Trajectory Position coordinates Velocities
AP-KF XAP−KF xAP−KF yAP−KF ẋAP−KF ẏAP−KF

FM-KF XFM−KF xFM−KF yFM−KF ẋFM−KF ẏFM−KF

PF XPF xPF yPF ẋPF ẏPF

A. AP-KF

As discussed in Section IV-A, we incorporate the Q matrix
with its diagonal entries filled with positive values σ2. In
the experiments, we set the noise power σ to 10. Results of
Scene 1 and Scene 2 are shown in Fig.5a - 5c and Fig.6a
- 6c respectively. For both the scenes, the AP-KF predicts
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the positions, velocities and generates smooth trajectories,
reasonably well. On the outset, it seems that the raw and
predicted trajectories are identical, however a closer look
reveals the filter do not completely follow the measurements.
We observe that the aircraft’s velocities are much harder to
track than positions. Comparing the velocity estimates in both
scenes, we find that augmenting process noise is a reasonably
good technique to track abrupt changes of states but may
not give as satisfying results when the target is in steady
state. In Fig.5c we observe that the estimates give many
small spikes while the aircraft seems to maintain a constant
velocity according the measurements. If we set a smaller noise
power by decreasing the stand deviation values of the noise
distribution, the magnitudes of these spikes will be smaller
but it impairs the filter’s tracking capability as well. There is
a trade-off between smoothness and agility. Making covariance
of process noise larger gives the filter more flexibility to
handle maneuvers at the cost of being more vulnerable to
disturbances.

B. FM-KF

A similar trade-off exists for the fading memory Kalman
filters since the two methods, as explained, are fundamentally
identical. More interestingly, FM-KF has a tunable parameter
α, which is set between 1 and 1.5 practically. A larger α
forces the filter to have a “shorter memory”. For Scene 1, α
is set to 1.05, and we observe in Fig.7a - 7c that while the
filter gives good position estimates, the velocity estimates are
notably lagging from the velocity values. In the case of Scene
2, we explore two values of α i.e., α = 1.2 and α = 1.5. The
results of Scene 2 are presented in Fig.8a and Fig.8c, where we
observe for a larger α, we have less lag and less smoothness in
the prediction. Hence, for the FM-KF the parameter α controls
the trade-off. A small α makes the filter to rely more on
past measurements, which makes the filter more stable and
generates smoother results. At the same time, the filter will be
less responsive. A large α, however, forces the filter to quickly
adapt to the changes of target’s states and admit more noise.

C. PF

The last set of results are produced for the particle filter,
which is shown in Fig.9a - 9c and Fig.10a - 10c, for Scene 1
and Scene 2 respectively. An important parameter to tune is the
number of particles initialized (N ). Unlike the Kalman filters,
PF relies on Monte Carlo simulation to sample from proba-
bility distributions of our interest. It starts from any arbitrary
initial distribution and gradually adjusts the distribution to be
more and more similar to real posterior distribution. So with
more initialized particles the filter can obtain more samples for
adjustment and gives a more precise approximation. See for
example, the Fig.10c, where not surprisingly, the prediction
with 20000 particles is smoother than that with only 5000
particles. Moreover, due to the extreme flexibility of PF, both
trajectories have no evident lag or deviation, which indicates
that PF effectively handles the model mismatch problem. PF is

(a)

(b)

(c)

Fig. 5: Scene 1: Predicted trajectory, position and velocity estimates
using AP-KF

also more robust, with better responsiveness and smoothness,
particularly in contrast to FM-KF.

VI. CONCLUSION AND FUTURE WORK

In this paper, we presented relevant knowledge of working
with ADS-B system and evaluated several target tracking
methods on realistic ADS-B data sets. These methods are
based on models of simplified flight dynamics. We discussed
the CV-KF algorithm and showed through experiment results
that it does not meet our requirements, due to simplified
Gaussian linear state space model assumption. To overcome
the limitation of CV-KF, we propose three improved methods,
namely the AP-KF, FM-KF, and PF. Simulation results show
that all three methods offer improvements as compared to
the CV-KF on trajectory, position and velocity estimation in
the two flight scenes. In particular PF outperforms the other
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(a)

(b)

(c)

Fig. 6: Scene 2: Predicted trajectory, position and velocity estimates
using AP-KF

solutions, since it overcomes the underlying assumption of
Gaussian linear state space models, of the Kalman filters.

The accuracy of PF for the prediction comes with the
cost of large memory and computational load, and hence
other non-linear filtering methods and non-parametric models
could be explored. In general, the use of only one dynamic
model creates a bottleneck for the tracking performance, hence
a multiple model approach or data-driven approaches could
yield more optimal results [11]. Furthermore, in this paper we
explored only a limited part of the data set i.e., 2 scenes,
and that from 2 flights, which is a limitation. Additional
experiments which use a large number of flights from both the
TrajAir and TUD data sets must be evaluated to investigate the
performance of the proposed solutions.

(a)

(b)

(c)

Fig. 7: Scene 1: Predicted trajectory, position and velocity estimates
using FM-KF
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Fig. 9: Scene 1: Predicted trajectory, position and velocity estimates
using PF
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Fig. 10: Scene 2: Predicted trajectory, position and velocity estimates
using PF
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Abstract—In multi-sensor systems, several sensors produce
data streams, commonly, at different frequencies. If they are let
running wild without synchronization, after a period of time, they
are likely to be disordered, presenting as simultaneous measures
that have been recorded at different times. That can be disastrous
in many data fusion applications. This paper is about their
temporal synchronization and ordering, so they can be coherently
fused. Some sensors do not have timestamps from which order
the streams, and even if they have, they may be not trustable for
different reasons. First, we define mathematically the problem of
multi-sensor data stream synchronization. Then, we handle the
problem of estimating the actual time of sensor measurement
using mean or median filters. Next, we address the issue of
reconstructing incoming sensor data streams according to the
estimated sensor measurement times while maintaining minimal
latency and synchronization error by employing an adaptive
stream buffering technique utilized in distributed multimedia
systems. In order to test our methods, we have recorded an
easy-to-use dataset with a radar and a lidar sensors without
timestamps. We define a synchronization event that is easily
identifiable by a human annotator in both sensor streams. From
this dataset, a suitable filter for timestamp estimation is selected,
and an analysis of the effects of the stream synchronization
algorithm’s parameters on buffering latency and synchronization
error is presented. Finally, the solution is efficiently implemented
on a FPGA.

Index Terms—multi-sensor, synchronization,

I. INTRODUCTION

For precise fusion of different sensors, measurements need
to be synchronized both temporally and spatially. This paper
aims to design a solution of the temporal synchronization
problem for multi-sensor data fusion applications.

Consider a system with multiple data streams provided by
different sensors. Probably, some of them have different mea-
surement frequencies. Even if they have the same data rates,
there may be drifts between their particular sensor timelines.
If they are let running wild without any synchronization, after

This work was supported by the PRYSTINE Project, funded by Elec-
tronic Components and Systems for European Leadership Joint Undertaking
(ECSEL JU) in collaboration with the European Union’s H2020 Framework
Programme and National Authorities, under grant agreement no. 783190.
This work is partially funded by the European Leadership Joint Undertaking
(ECSEL JU), under grant agreement No 876019, the ADACORSA project -
”Airborne Data Collection on Resilient System Architectures.”

a period of time, they are likely to be disordered, presenting
as simultaneous measures that have been recorded at different
times. That can be disastrous in many data fusion applications.

Particularly, this work has been motivated by the sce-
narios presented in two European projects: PRYSTINE and
ADACORSA. The PRYSTINE project addresses challenges
in automotive applications, while ADACORSA aims to enable
beyond-visual line of sight (BVLOS) for drone navigation. In
both these projects, the environment perception of the agent
(e.g., automotive or drone) is crucial and is achieved by sensor
fusion of on-board sensors e.g., cameras, radars and lidars.
In both scenarios, the temporal synchronization must to be
realized in real-time, with minimum latency, and low resources
(specially power). While data fusion involving cameras has
been more extensively studied, including its synchronization,
radar and lidar data synchronization and fusion can be more
challenging. The main reason is that camera images are more
easily understandable by the human annotators, allowing for
easier test and calibration mechanisms like chessboards. Our
consider system includes a radar sensor and a lidar sensor,
which provides two data streams without timestamps. The
streams are collected in a centralized processing system. The
module that collects the data streams withing the processing
system is the acquisition system, which can add a timestamp
on the data upon its arrival. The goal is to introduce a
synchronization module, just after the acquisition system, that
can correctly order the data streams, with a minim latency and
resource utilization, before the main data fusion or processing.

Since some sensors do not have timestamps from which
order the streams, and even if they have, they may be not
trustable for different reasons, first we need to estimate the
measurements timestaps. Therefore, the original problem is
divided into two: measure timestamp estimation, and real-time
synchronization of timestamped streams.

To better illustrate the problem we are trying to solve, Fig. 1
shows the synchronization problem for the two streams coming
from the radar and lidar sensors, and the same two streams
correctly synchronized by our solution.

The paper is structured as following: first, a related work
section highlighting the available solutions in the state of the
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Fig. 1. Synchronization events at given timestamps before (left) and after (right) synchronization.

art for both the timestamp estimation problem and the syn-
chronization problem. Then, in section III, we formulate these
problems mathematically, and present the solution algorithm.
Section IV describes the dataset collected for the experimental
results presented in the following section or results. Finally,
in VI, the hardware implementation is described, and in VII
the conclusions.

II. RELATED WORK

To address the issue of timestamping sensor measurements
in free-running sensor network systems, earlier, in simpler
multi-sensor systems, the timestamp on arrival at the acqui-
sition system was used as the true time of measurement for
fusion applications [1]. This approach completely overlooks
the possibility that the sensor data may be subjected to
delays and jitters during transmission and acquisition, causing
asynchrony between the measurements. In [2], a software
timestamping approach which aims to improve the timestamps
quality by reducing delays and jitters during acquisition, is
proposed. However, the the sensor data is still timestamped
after its arrival at the acquisition system and the data is
still subjected to transmission delays and jitters. Hence, these
solutions are not suitable for time critical applications where
timing misalignment cannot be ignored.

A popular approach is to employ hardware based times-
tamping for sensor measurements. In [3], a device is used
to attach a timestamp to each sensor data frame, before it is
transmitted to the acquisition system through the communi-
cation link. It has an embedded GPS receiver to get precise
UTC (Universal Time Coordinate) times for timestamping.
However, this approach cannot be applied to all senors as
it may require the sensors to be programmable and to also
have special interfaces. Similar GPS receiver based hardware
devices have been used for the synchronization of externally
triggered sensors, where the device precisely triggers the
sensors at the right instances [4], [5].

For free running asynchronous sensors systems without ex-
ternal synchronization support, the only timestamping that can

be done, is at the acquisition system. Approaches presented
in [6], [7] utilise these arrival times to estimate the true
sensor measurement times. All these solutions are software
timestamping based on linear Kalman filters to essentially filter
out delay jitters from arrival times while preserving the effect
of the internal sensor clock drift in the true measurement times.
However, the estimation procedures in these solutions are
software based and are not designed for real-time applications.

The problem of synchronizing streams of data has been
extensively investigated in the area of distributed multimedia
systems. A classical example of this scenario is the lip-sync
problem [8], [9], where audio and video streams need to be
accurately synchronized during play-out.

The problem of multimedia synchronization can be classi-
fied based on location, real-time requirement, type of syn-
chronization (within or between streams), purpose of the
synchronization protocol and availability of timing and net-
work information. Based on the real-time requirement of the
stream play-out, synchronization techniques are classified as
live or synthetic. The former deals with synchronizing live
data streams in real-time whereas the later deals with stored
media frames [10]. Here, only live synchronization solutions
are presented, as they are relevant to our problem.

Media synchronization is an end-to-end problem [11],
hence, based on the application, it can be addressed either
on the source [12], receiver [13], [14] side, or both [10], [15].
On the source side, a common solution is to attach timestamps
and sequence numbers to the transmitting frames [13], [14].
Other source-side techniques mainly consists of changing the
properties of the media streams. In some cases, the sources
can interleave streams into a single stream before transmission
as in [16], [17]. This solution succeeds in eliminating the
need for inter-stream synchronization, however, intra-stream
synchronization still needs to be addressed. In [17], [18], the
source changes the transmission rate of the streams depending
on the feedback received from the receiver on the network
conditions to prevent asynchrony. On the receiver side, buffer-
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ing techniques are commonly employed. The buffering time
can either be static based on a maximum jitter value or can
be made to vary depending on the network delays [19] and
the available buffer size [14]. Other receiver-side techniques
consist of dropping late arriving frames [10] or older frames
during buffer full conditions [19]. The dropped frames are
either left empty or interpolated [14].

For intra-stream synchronization, techniques that aim at
reducing the effects of jitter are used. This includes receiver
buffering techniques [19]–[21] to smooth the effects of delay
variabilities. For inter-stream synchronization, normally, mas-
ter/slave techniques are used, where one stream is set as a
master or reference and the rest as slave streams [20], [21].
At a certain point in time, the bottleneck stream, i.e., the
stream affected by the most delay is chosen as the master
or reference. Then, the play-out rates of slave streams are
adapted to maintain the correct temporal relations with the
master stream. In [20], dynamically switch master and slave
streams during run-time. However, it is necessary to first
remove the effects of network jitter by establishing intra-
stream synchronization between the frames before applying
inter-stream techniques [11].

Moreover, the complexity of the synchronization solutions
majorly depend on the nature of the timing of media frames
(as in periodic or non-periodic) and network information such
as delays and jitters. If the nature of frame generation is
non-periodic then timestamps of frame generation from the
source side is compared with the arrival timestamps at the
receiver to estimate jitter and buffer the frames accordingly
[22]. On the other hand, for periodic streams, arrival period at
the receiver can be compared with the period of the stream to
estimate jitters and also, inter-stream synchronization becomes
less complex than the non-periodic case. In certain systems,
assumptions can be made on the network delays and jitter
based on the network characteristics. If exact bounds on
network jitters are known then constant delay buffers at the
receiver would suffice to ensure both inter- and intra-stream
synchronization. Also, this eliminates the need for timestamps
from the source side. However, if the maximum bound on
jitters is too high, then the frames need to buffer for a longer
time, leading to large buffering latencies. Besides, in most
applications, an exact bound on jitters cannot be known. In
such cases, a tolerable synchronization error value is set and
the frames are buffered for lesser time. This leads to a trade
off between the quality and latency of the synchronization
algorithm. To overcome it, adaptive control based solutions are
proposed in [20], [21]. They consists of a control algorithm
which keeps the latency and quality at check by changing the
buffering delays during run-time according to the current jitter
conditions while maintaining a pre-set minimum latency and
synchronization error. Ideally the control algorithm makes sure
that the buffering delays are large enough to compensate for
the effects of jitter and stay within tolerable synchronization
error but not too large, to keep the latency minimum.

TABLE I
SYSTEM EVENTS AND THEIR TIMESTAMPS

Event Description Timestamp
e1 Radar measurement TR

mea

e2 Radar frame transmission starts TR
tr

e3 Arrival of radar frame at acquisition system TR
arr

e4 Lidar measurement TL
mea

e5 Lidar frame transmission starts TL
tr

e6 Arrival of lidar frame at acquisition system TL
arr

e7 Radar synchronization output TR
out

e8 Lidar synchronization output TL
out

III. MATHEMATICAL FORMULATION OF THE
SYNCHRONIZATION PROBLEM

To formulate the problem formally, we first define all the
events in the system, which includes the sensors radar and
lidar, and the acquisition system that collects the data streams
before processing. We introduce a synchronization module just
after the acquisition system. For each event, a timestamp is
assigned. Events and their corresponding timestamps are listed
in Table I. The events (e1, e2, e3) and (e4, e5, e6) occur in
a sequence. We define these sequences of events as: the radar
acquisition process (PR : e1 → e2 → e3), and the lidar
acquisition process (PL : e4 → e5 → e6). These processes
occur asynchronously and are independent of each other. There
are any relationships between the events of the two processes,
since, depending on the sensor sampling rate and the initial
start offset between the sensors, the order can change during
the run time.

The considered radar and lidar sensors do not have clocks
or any other mechanism to record the times of their events.
However, at the acquisition system, the arrival times of radar
and lidar frames (TR

arr and TL
arr) are assigned by a common

clock. A solution to this issue may be to connect external
clocks to record the event timestamps. However, this solution
is both expensive and unreliable since the triggering of an
event cannot be observed accurately from external clocks due
to distortions introduced by the interconnecting cables.

From the moment the sensors capture the measurements
to the point they arrive at the acquisition system, the sensor
data stream is subjected to various delays. These delays are
unpredictable and their magnitudes have no definite bounds,
leading to vastly varying arrival latencies. In addition, delays
are different for each sensor data stream resulting in measures
captured at different time being presented as simultaneous to
the fusion algorithm. A good understanding of the nature of
the delays along with the source of delay variability factors is
essential to formulate an efficient synchronization algorithm.
Some of the significant delays in the considered system are:

• Pre-rocessing delays: are delays that are incurred on
the sensors for modifying/processing the raw sensor
measurements. It includes delays due to on-sensor chip
pre-processing steps and packetization of sensor measure-
ments into appropriate format transmission. With respect
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to the model, these are the delays between events e1 and
e2 in the radar, and between e4 and e5 events in the lidar.

• Communication delays: are the delays experienced by
the sensor data during its transfer from the sensor to the
acquisition system. Depending on the size of the measure-
ments, a single sensor measurement can be broken down
into several packets/frames1. The delays due to queuing
of these frames, the physical transmission of the data,
all constitute communication delays. In the model, these
are the delays between events e2 and e3 in radar, and
between e5 and e6 events in the lidar.

We now define the term measurement latency, which refers
to the overall latency experienced by the kth sensor mea-
surement from its capture at the sensor to its arrival at the
acquisition system. Measurement latency (∆τR[k], ∆τL[k])
is given by:

∆τ [k] = Tarr[k]− Tmea[k]. (1)

Measurement latency is essentially an abstraction of all
the delays and their associated delay variability that a sensor
measurement is subjected to, and hence, can also be modelled
as:

∆τ [k] = d− δjitter[k] (2)

where δjitter[k] denotes the jitters in delays for the kth sensor
measurement and, d represent the expected value (mean) of
their respective sensor delays.

With events, timestamps, and delays of the system defined,
we now mathematically formulate the problem. On the top
level, we aim to maintain the same temporal relationships
between the measurements in which they were originally
recorded. We define two types of temporal relations in the
model:

• Intra-stream relations: refers to the temporal relation-
ship between the frames belonging to the same stream.
More precisely, the intra-stream relation is the time
difference between events of two consecutive sensor
measurements captured by the same sensor. The intra-
stream temporal relation between the [k − 1]th and kth

events of the same stream is:

∆T [k − 1, k] = T [k]− T [k − 1]. (3)

• Inter-stream relations: refers to the temporal relation-
ship between corresponding frames belonging to different
streams. It is the delay difference between events of two
corresponding measurements captured by different sen-
sors. The inter-stream temporal relation between between
the kth radar and lidar events is:

∆TR,L[k] = TR[k]− TL[k]. (4)

To meet our goal, we need to achieve:

1For simplicity, we associate each measurement with a single frame.

1) Intra-stream synchronization: to maintain the intra-
stream relationships in which the measurements were
originally recorded, the following condition must hold:

∆Tout[k − 1, k] = ∆Tmea[k − 1, k]. (5)

2) Inter-stream synchronization: analogously,

∆TR,L
out [k] = ∆TR,L

mea[k]. (6)

However, due to the jitter component of the delay factors,
disturbances are introduced into the temporal relationships of
sensor measurements as they arrive at the acquisition system.
Thus, we can expect

∆Tarr[k − 1, k] ̸= ∆Tmea[k − 1, k], (7)

and
∆TR,L

arr [k] ̸= ∆TR,L
mea[k]. (8)

Using (1), (2), and (3), we can view ∆Tarr[k − 1, k] as a
noisy version of ∆Tmea[k − 1, k]:

∆Tarr[k−1, k] = ∆Tmea[k−1, k]+δjitter[k]−δjitter[k−1]
(9)

where δjitter is assumed to be zero-mean white noise.
With this, a straightforward solution will be to re-construct

the sensor data streams at the acquisition system by buffering
accordingly to compensate for the effect of jitters on each
sensor frame. Unfortunately, in our concerned system, TR

arr

and TL
arr are the only timing information available. Therefore,

we formulate the solution into the following steps:
1) Estimate intra-temporal relations of measurements

(∆T̂mea[k − 1, k]) by filtering the observed ∆Tarr[k −
1, k].

2) Extract estimated timestamps (T̂mea) from temporal
relation estimates.

3) Buffer and re-construct the data streams. The main
objective here is to ensure that the incoming sensor
data is streamed out in real-time while maintaining time
synchronization.

As we do not have any measure or estimate of the mea-
surement latency, and since for us it is more important the
stream ordering rather than knowing the exact time of a
measurement, the arrival time of the first sensor measurement
at the acquisition system is assigned as estimator of the first
e1 and e4 timestamps

T̂mea[0] = Tarr[0], (10)

although a better estimate can be obtained if d is known or
estimated

T̂mea[0] = Tarr[0]− d. (11)

The timestamps extracted from the above method can be
inaccurate during the following two scenarios and have to be
corrected accordingly:

1) When the calculated measurement timestamp is greater
than its corresponding arrival timestamp (T̂mea[k] >
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Tarr[k]). It would mean that the measurement is cap-
tured in the sensor later than its arrival at the acquisition
system. Hence, the estimate is reset with (10) or (11)
using the current arrival timestamp.

2) When a frame is lost. In this case, the timestamp of
the next measurement can be wrongly associated to the
timestamp of the lost measurement. The observed cycle
time after a lost measurement is larger than normal
cycle times. Therefore, a threshold is set to detect lost
measurements (∆T̂mea[k−1, k] > Thlost), and T̂mea[k]
is reset like in the previous case.

After timestamp estimation, the implemented algorithm
is based on solutions presented in [20], [21], [23]. These
algorithms ensure intra- and inter-stream synchronization in
real-time by employing control-based adaptive buffering tech-
niques. With the estimates and arrival timestamps available,
the algorithm accomplishes synchronization by comparing and
equalising measurement latency of each sensor. The equaliza-
tion is carried out by piece-wise adjustment of buffering times
while meeting a set of Quality of Service (QoS) factors along
with a minimal overall latency. The QoS factors are:

• Maximum intra-stream phase distortion. Intra-stream
phase distortion (Intra-SPD), ∆ϕintra, is the difference
between the measurement latencies of two consecutive
frames of the same sensor stream. A maximum al-
lowable threshold on intra-SPD is set for each sen-
sor (Th.∆ϕintra). If the arrival of an incoming sensor
measurement does not fall within it, then, the frame is
considered to have arrived too late and thus, discarded.
Intra-SPD is calculated as:

∆ϕintra[k − 1, k] = |∆τ [k]−∆τ [k − 1]| . (12)

Since we do not know ∆τ [k], we use its estimator

∆τ̂ [k] = Tarr[k]− T̂mea[k]. (13)

• Maximum inter-stream phase distortion. Inter-stream
phase distortion (inter-SPD) is the difference between the
measurement latencies of two adjacent sensor measure-
ments belonging to different sensor data streams. Here,
adjacent sensor measurements refer to measurements
that have been most closely captured by two different
sensors. A maximum allowable threshold on inter-SPD
(Th.∆ϕR,L

inter) is set. Any frame arriving beyond it, is
discarded. Inter-SPD is calculated as:

∆ϕR,L
inter[k] =

∣∣∆τR[k]−∆τL[k]
∣∣ . (14)

Intra-SPD and inter-SPD quantifies the disruption in intra-
and inter-stream relationships, respectively.

The synchronization algorithm can be divided into two
schemes focusing on intra-stream and inter-stream synchro-
nization. On the top level, intra-stream synchronization is first
established by adaptive buffering and then inter-stream syn-
chronization is ensured by maintaining the buffering alignment
of different streams.

It occurs in two steps for every data stream independently:
1) output time decision, and 2) adaptive control algorithm for
buffering.

Output Time Decision: in this step, the output time of the
each sensor measurement (Tout) is decided. A virtual clock-
timer is employed on the acquisition system and the sensor
measurements are streamed out with respect to the its timeline.
The virtual timer can be set-back or advanced, thereby con-
trolling the buffering times. We define three output cases wait,
nowait and discard where the sensor measurement is buffered,
streamed out immediately and discarded, respectively. The
output case is decided by comparing the time of arrival of
the sensor measurement at the acquisition system, recorded
by the virtual timer, and the estimated time of its capture. The
virtual timer is initialised to the arrival time of the first sensor
data frame. The virtual timer value at current time is denoted
Tvt. The conditions for each of the output cases are:

• Wait case: if the arrival time of the incoming sensor
measurement (recorded by the virtual timer) is lesser
than the estimated measurement capture time, means that
the current measurement arrived earlier, compared to the
previous sensor measurement, and hence, it needs to be
buffered. The wait case condition for sensor frame k is

Tarr[k] ≡ Tvt < T̂mea[k]. (15)

In this case, the frame is buffered until the virtual timer
reaches T̂mea[k]. Therefore, the buffering time is

∆τbuffer[k] = T̂mea[k]− Tarr[k]. (16)

• Nowait case: the incoming sensor measurement is con-
sidered to arrive late if its arrival time (recorded by the
virtual timer) is larger than the estimated measurement
capture time. In this case, if its arrival time falls within the
intra-SPD threshold, the frame is streamed immediately.
The nowait case condition for sensor frame k is

T̂mea[k] < Tarr[k] ≡ Tvt < T̂mea[k] + Th.∆ϕintra.
(17)

• Discard case: if the incoming frame is too late that its
arrival time falls out of the maximum intra-SPD allowed,
it is discarded. The discard case condition for sensor
frame k is

Tarr[k] ≡ Tvt ≥ T̂mea[k] + Th.∆ϕintra. (18)

An adaptive control algorithm for buffering is employed to
keep the synchronization error versus buffering time latency
trade-off in check. The control algorithm keeps a count of
each of the output cases. At any point in time, the count
values of the wait, nowait and discard cases represent the
arrival distributions of the sensor measurements. Hence, based
on this values and certain pre-set thresholds, the algorithm
determines whether the sensor measurements are being under-
or over-buffered over the past window of time. Furthermore,
the algorithm setbacks or advances the virtual timer depending
on under-buffer and over-buffer conditions, accordingly.
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• Under-buffer case: if the the count of nowait or dis-
card cases is greater than its threshold (Thnowait and
THdiscard). Nowait and discard cases introduce synchro-
nization errors because the frames are not streamed out
at T̂mea. So, when under-buffering is detected, the virtual
timer is set-back to ensure higher buffering times and re-
duce the synchronization error. The set-back displacement
(∆T−

vt) is

∆T−
vt = (1−#wait/Thwait)max.∆Tvt (19)

where #wait is the count of wait cases, and max.∆Tvt

is the maximum shift allowed. Further, the count values
of nowait and discard are reset to 0.

• Over-buffer case: if the count of wait cases is greater
than its upper threshold and nowait and discard counts are
below a lower threshold (LThnowait and LThdiscard).
The virtual timer is advanced to reduce the latency of
future frames, and #wait is reset to 0.

∆T+
vt = (1−#nowait/Thnowait)max.∆Tvt (20)

Intra-stream synchronization is established by equalising
measurement latencies, thereby, ensuring that the offset be-
tween the virtual arrival time and the measurement capture
time of the sensor measurement is corrected. In a similar
fashion, inter-stream synchronization is established by further
buffering sensor measurements in order to align the virtual
timers of the two streams. Firstly, a reference sensor stream is
selected. The reference stream is the stream whose measure-
ment frames experience larger delays among the considered
sensor streams. It can be easily identified as the stream with
the smallest virtual timer value. This is because, considering
the larger measurement latency, the control algorithm would
have initiated set-back calibrations to the stream. Initially, any
arbitrary sensor stream can be set as the reference stream. We
denote the virtual timer value of the reference stream T ref

vt ,
and the follower one T fol

vt . Overall, the idea is to set-back
the virtual timer of the follower stream if the offset between
the streams is more than a tolerable bound of inter-SPD. The
inter-stream offset condition is

T fol
vt −T ref

vt ≤ Th.∆ϕref,fol
inter −max(Th.∆ϕref

intra, Th.∆ϕfol
intra).
(21)

This condition is checked every time a set-back or advance
calibration is performed on the reference stream. If the con-
dition is not satisfied, then the follower stream is set-back by
the difference between the two sides of the inequality (21).
In addition, any advance displacement of the follower stream
is cancelled to match with the slower buffering rate of the
reference stream.

IV. EXPERIMENTAL DATASET

To verify the accuracy of the temporal synchronization
solution, a moving Meccano contraption, as shown in Fig.
2 was set up to be used as a common target for both
the radar and lidar sensors. The device consists of a clear
and distinguishable target (the twin plates), which revolves

Fig. 2. Rotating device used as a common target of the sensors.

Fig. 3. Example frames of a synchronization event. Left: radar range-Doppler
map. Right: lidar depth map.

around a fixed axis at a constant speed. This setup ensures
that the position measurements obtained by both sensors are
distinguishable for comparison and that the spatial error in
the position measurement is negligible. Thus, the differences
in the positions of the target observed from the sensors are
solely due to the temporal errors.

The radar sensor is a 77GHz radar from RFBeam model
MR3003 RD. And the lidar sensor is a solid state lidar from
Hypersen model HPS-D160-U. Fig. 3 show the captured radar
range-Doppler map and lidar depth map of the rotating device.
The position of the revolving plates can be clearly observed
from both the range-Doppler map as well as the depth map.
To verify the synchronization, the observed positions of the
revolving plates by both the sensors are compared at the output
of the synchronization system. This setup, though simple, is
effective and sufficient enough to evaluate the correctness of
the temporal synchronization solution.

For our experiments, the sensor data acquisition and arrival
timestamping was performed on a Windows 10 based laptop
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TABLE II
MEAN AND VARIANCE OF THE OBSERVED CYCLE TIMES

Mean (ms) Variance (ms2)
∆TR

arr[k − 1, k] 99.998 2.25
∆TL

arr[k − 1, k] 109.315 0.9616

TABLE III
INTER-STREAM RELATIONS FOR DIFFERENT ESTIMATORS

Radar filter Lidar filter Average ∆TR,L
out (ms)

none none 52.709
mean (W = 16) mean (W = 16) 43.342
mean (W = 16) mean (W = 50) 44.711
mean (W = 16) median (W = 9) 27.390
mean (W = 16) median (W = 59) 28.742
median (W = 9) mean (W = 16) 47.042
median (W = 9) mean (W = 50) 47.685
median (W = 9) median (W = 9) 37.997
median (W = 9) median (W = 59) 37.892

with a 1Gb network interface. The radar data stream comes
from an Ethernet port and, the arrival timestamps for the
measurements are generated after the measurement is read
from the TCP/IP socket. Similarly, the lidar data stream comes
from a serial port and, the arrival timestamps are generated
after reading each data measurement from the serial port. The
time resolution of the timestamps is 1ns and stored as a 64bit
unsigned integers.

V. RESULTS

A population size of 5000 frames is used for calculation of
the statistical measures. The mean and the variance values of
the observed intra-stream relations are summarized in Table
II. Fig. 4 shows the observed intra-stream relations at arrival
for the radar and lidar sensors, and the estimators at measure
time obtained by different filters. The radar shows a repeating
pattern of alternating between two Gaussian distributions
with variances of 0.00045ms2 and 0.00046ms2 centered at
100.59ms and 99.40ms, respectively. The median filter is
not very effective in removing this high frequency details.
However, on the lidar, that shows a lot of outliers, the median
filter is more robust.

Fig. 5 shows the corrected inter-stream relation between
synchronization events with different combinations of filters,
and Table III their average. We need them to be preferably
smaller than approximately half the average cycle time of
the sensors (∆T [k − 1, k]) to prevent wrong association with
another sensor measurement.

The choice of appropriate Th.∆ϕR
intra, Th.∆ϕL

intra, and
Th.∆ϕR,L

inter parameters is based on the Intra-SPD and Inter-
SPD. They are set to 0.8ms, 1ms and 2ms, respectively, as
shown in Fig. 6 and 7.

The effect of window size (of the adaptive control buffering
algorithm) on the total number of setback and advance cali-
brations of the virtual timer is shown in Fig. 8. The ratio of
the output events (wait:nowait:discard) was kept constant as
(7:2:1). Next, we observed that the window size did not have

TABLE IV
OUTPUT CASES COUNTS FOR DIFFERENT THRESHOLD RATIOS

Th ratio wait nowait discard
1:7:2 739 4239 21
2:6:2 1807 3188 4
3:5:2 2196 2800 3
4:4:2 2424 2572 3
5:4:1 2098 2897 4
6:3:1 2647 2348 4
7:2:1 3548 1148 3
8:1:1 4296 700 3

significant impact on the number of wait, nowait and discard
output cases (Fig. 9). No noticeable trend in buffering latency
or synchronization error was observed, however, we cannot
expect robust results from smaller window sizes as they may
fluctuate the buffering process over small changes in the arrival
delay.

To analyse the effect of wait, nowait and discard thresholds,
results of buffering latency and synchronization error (inter-
SPD on nowait cases) with varying buffer control configura-
tions are shown in Fig. 10 and 11. The maximum calibrating
factor max.∆Tvt is set to the average delay variation observed
in the stream (average intra-SPD), which is 0.6ms and 0.3ms
for radar and lidar streams, respectively. This ensures a smooth
offsetting of timer reference. Keeping the window size to 100,
the total number of each output case for different threshold
ratios are presented in Table IV. There is a direct correlation
between the corresponding thresholds and the observed num-
ber of events. However, it is to be noted that the set threshold
do not hard guarantee the same ratio of events at output. We
can observe that with a relatively higher Thwait, buffering
latency increases and synchronization error decreases. This is
expected because the buffer control algorithm will frequently
hit the under-buffer condition due to lower Thnowait and
THdiscard and hence, increases buffering latency by setting
back the virtual timer. Overall, the increase in buffering time
also ensures lower synchronisation errors. Conversely, we ob-
serve that with lower Thwait, synchronisation error increases
and buffering latency decreases due to setting of over-buffering
condition leading to advance calibration of virtual timer.

VI. HARDWARE IMPLEMENTATION

The design consists of a buffer, virtual timer, filter, and
control block per sensor stream; and a common inter-stream
control. The buffers store incoming sensor data and eventually
streamed them out as AXI4 streams, according to the decision
of control block (based on the estimators provided by the
filter). First, the arrival time is recorded by the virtual timer
block. Next, the measure timestamp is estimated by the filter.
The estimated measurement timestamp is available 2 clock
cycle after the arrival of the sensor measurement. The control
block also checks the over-buffer and under-buffer cases and
sends appropriate setback or advance commands to the virtual
timer.
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Fig. 4. Observed intra-stream relations at arrival (grey) and estimators obtained by different filters (see legends) for radar (top) and lidar (bottom).

Fig. 5. Inter-stream relation (in ms) between synchronization events with
different combinations of filters.

The common inter-stream control block takes care of com-
munications between the streams and ensures inter-stream
synchronization. The timestamps are recorded as 64-bit un-
signed integers (which is standard for sensor measurement
timestamps). A precision of 30ns is used so that drift due to
sensor clock, if present, can be taken into account. The design
is fully parameterized.

TABLE V
RESOURCE UTILIZATION OF SYNCHRONIZATION BLOCK COMPONENTS

Component LUT FF DSP
Timer 233 136 0
Control 238 92 1
Inter-stream 295 133 0
Full designa 2105 1639 2
aExcluding buffers.

TABLE VI
RESOURCE UTILIZATION OF FILTERS

Filter Window LUT FF DSP
16 378 569 0
20 296 642 1

Mean 32 438 858 0
50 567 1183 1

100 1019 2084 1
128 1401 2588 0

9 462 443 0
Median 19 1072 624 0

59 2240 1345 0

Resource utilization of some components of the imple-
mented solution are presented in Table V obtained in Vivado
2018.3 for a Zynq ZC702 evaluation kit. Table VI shows the
resource utilization of different filters.
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Fig. 6. Intra-SPD and its threshold for radar (left) and lidar (right).

Fig. 7. Measurement latency of adjacent radar and lidar measurements and
the maximum inter-SPD threshold.

Fig. 8. Effect of window size on the number virtual timer calibrations.

Fig. 9. Effect of window size on the buffering output cases.
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Fig. 10. Box plot of buffering latency for different output cases thresholds.

131



{wait, nowait, discard} thresholds
{500,400,100} {700,200,100}{100,700,200} {300,500,200} {800,100,100}

0.0

0.2

0.4

0.6

0.8

1.0

S
y
n
ch

ro
n
iz

a
ti

o
n
 e

rr
o
r 

o
f 

n
o
w

a
it

 f
ra

m
e
s 

(m
s)

Fig. 11. Box plot of synchronization error caused by streaming-out immedi-
ately for different output cases thresholds.

VII. CONCLUSIONS

A temporal synchronization of sensor streams is proposed,
which is flexible and can be tuned to the right level of latency
versus synchronization error trade-off, according to the needs
of the application. For the particular application that triggered
this research, composed of 2 streams (radar and lidar), the
most optimal output case thresholds are (500, 400, 100) with
average buffering latency of 0.32ms and synchronization error
of 0.316ms. With a mean filter with window size of 16 for the
radar stream, and a median filter with window size of 9 for
the lidar stream.

We have recorded an easy-to-use dataset with a radar and a
lidar sensors without timestamps. The synchronization event
is easily identifiable by a human in both sensor streams. This
dataset is perfectly suited for other data fusion application
tests. Thus, it is currently on the process of being published.

Finally, an efficient hardware implementation of the syn-
chronization block have been developed, which has a low
resource utilization.

It is to be noticed that the acquisition of sensor measure-
ments was done on a machine with Windows10 OS, which
does not guarantee real-time requirements and can introduce
uncertain delays. Hence, the observed cycle times used in our
analysis are not representative of the cycle times observed
when sensor acquisition is done directly on hardware or on a
real-time operating system.
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Abstract—Detect-and-avoid is a crucial challenge in the au-
tonomous navigation of single or multiple agent systems. For safe
and reliable autonomous navigation in unknown and dynamic
environments, obstacles should be sensed using onboard sensors
and the trajectory should be adjusted accordingly. Additional
challenge is introduced in the case of multi-agent systems,
where the adjusted trajectory could introduce collisions between
agents, for example in satellite swarms in Low Earth Orbits
(LEO). The increasing amount of occupancy of the low orbit
and the presence of space debris gives high risk of damaging
satellites due to collisions. With communication between nearby
satellites, cooperative methods enable the avoidance of collisions
with dynamic obstacles while simultaneously finding an optimal
trajectory of the cooperative agents. Drone swarms equipped in
industrial settings encounter the challenge of navigating through
a dynamic environments in a similar way. The dynamic obstacles
are now other autonomous systems as well as humans, performing
tasks simultaneously.

In this work, we propose a detect-and-avoid method for multi-
agent system, where a distinction is made between cooperative
agents and non-cooperative agents, i.e., non-stationary obstacles.
A factor graph approach is used to simultaneously estimate the
state of both agent categories, followed by an optimal control
method in order to adjust the trajectory of the cooperative agents,
such that the non-cooperative agents are avoided. This method is
fully distributed employing an ADMM approach for consensus
on the control strategy.

In our poster, we would show through preliminary results
that inclusion of the non-stationary behaviour of objects by
distinguishing non-cooperative agents and cooperative agents,
decreases the risk of collision. Anticipating the trajectory of
the non-cooperative agents within the sensing region leads to
an improved trajectory in terms of average direction changes
compared to methods assuming stationary obstacles. Reaching
consensus between cooperative agents on the control strategy
has a similar effect on the average direction changes compared
to non-cooperative methods.
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Abstract—We typically search for images by keywords, e.g.,
when looking for images of apples, we would enter the word
“apple” as query. However, there are limitations. For example, if
users input keywords in a specific language, then they may miss
results labeled in other languages. Moreover, users may have an
image of the object they want to obtain more information about,
e.g., a landmark, but they may not know the name of it. In
such scenario, word-based search is not adequate, while image-
based search would be ideally suited. These needs drive us to
develop a purely content-based image search engine, meaning
that users can search images with an image as query. Motivated
by this use case with numerous applications, in this paper we
propose and validate an image query based search engine. The
image processing pipeline contains the following modules (Fig. 1):
feature extraction, approximate nearest-neighbour search and re-
ranking.

Fig. 1. Proposed pipeline. First, features are extracted from the query image.
Similarly, such features are also extracted from all images in the database.
These features are extracted only once, and are then stored for processing the
image-based queries. The feature extractor comprises a CNN, followed by an
aggregation layer, a whitening layer and an L2 normalization layer, which
can be trained end-to-end with various loss functions. The extracted features
are then forwarded to an approximate nearest-neighbour search module to
produce the initial ranking results, which are next refined by a re-ranking
module, generating the final results.

Feature extraction is the cornerstone of an image retrieval
system. In this paper, ResNet101 is selected as the backbone of
the extractor. In order to obtain more discriminative and compact
representations of the target image, GeM Pooling [1] is employed
as aggregation methods. After processing by the GeM pooling
layer, the feature maps are reduced to one global descriptor.
Besides the extraction procedure design, the optimisation of the
loss function also needs to be considered. Most work in image
retrieval considers pairwise (e.g., contrastive) or tuplewise (e.g.,
triplet-based, n-tuple-based) loss functions. Both methods train
the model by learning the corresponding distances between the
positive and negative and the target. However, these methods
show limitations in the cluster distribution when processing
hard positive images. In this paper, we applied the second-order
similarity loss [2] combined with above loss functions to optimize
clusters and explore better model learning mechanisms.

Once we obtain the feature vectors, the image retrieval
problem becomes a nearest neighbour search problem: finding
the relevant images is then finding the database vectors that
are close to the query vector. A trivial way is linear scan,
which has linear search complexity and may lead to unacceptable

*These authors contributed equally to the work
1Department of Microelectronics, Delft University of Technology
2School of Art, Design and Media, Nanyang Technological University
*Email: J.H.G.Dauwels@tudelft.nl

time costs when the database is very large. Therefore, approxi-
mate nearest-neighbour (ANN) search methods are proposed to
achieve sub-linear complexity, which mainly fall into two cate-
gories: compression-based and graph/tree-based. Compression-
based methods aim to encode the vector into a much more
compact representation, and graph/tree-based methods enable us
to calculate and compare distances between only a small portion
of the database vectors and the query vector. However, these
two types of approaches are usually not discussed and compared
together. Also, the possibility of combining them together has
not been fully studied. In this paper, we apply methods in
both categories, e.g., product quantization [3] and hierarchical
navigable small world [4], and explore how to get the best of
both worlds.

After the ANN search, the engine outputs the preliminary
results of top-K images. However, these results are not robust
when there are illumination and viewpoint changes in images.
Therefore, we need to implement reranking. The reranking
can be divided into two types: global and local feature based
reranking. The global feature represents an image with a single
feature vector. The global feature based reranking uses the global
features from the previous feature extraction to obtain more
representative features and implements reranking. By contrast,
the local feature represents an image with a multidimensional
feature matrix. The local feature based reranking extracts local
features of images, calculates the geometric similarity and imple-
ments reranking. The global feature based reranking is faster,
while the local feature based reranking can provide pixel-to-
pixel similarity analysis. However, previous researchers spend
little attention to reranking. Therefore, we propose and apply
accurate and efficient global and local feature based reranking
(Diffusion and SIFT) [5], [6] at a small speed cost.

The most important contribution of this paper is to provide
a fine-grained instance-level search engine that can be applied
in real-world applications. The system is highly modular and
therefore flexible, allowing for easier adaptation to requirements,
striking a balance between speed and accuracy. Extensive tests
on various datasets have shown that our pipeline achieves state-
of-the-art results across the public benchmarks with acceptable
time costs.
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The rise of ”Industry 4.0” relies heavily on automation and
data exchange: core parts of the Internet of Things (IoT)
revolution. This results in an increased demand for engineers
skilled in IoT development. Research shows that Science Tech-
nology Engineering Arts and Mathematics (STEAM) students
have limited experience in designing or implementing IoT
solutions [1]. To facilitate the need for more IoT related
education in STEAM oriented classrooms, we introduce a low-
entry learning platform for IoT applications: the Dramco Uno.

The Dramco Uno platform comprises an open-source Arduino
compatible microcontroller platform with additional Long
Range Wide Area Network (LoRaWAN) communication and
three generic sensors. In addition to the hardware platform, we
have developed clear and easy-to-follow learning materials for
enabling low-entry cloud connections1.

Since the arrival of the Arduino Uno, fast prototyping plat-
forms have gained traction in educational settings, maker
communities and research environments [2]. Supported by a
vibrant community, a plethora of libraries have been developed
for a large array of possible extensions. We capitalize on this
trend by making the Dramco Uno platform fully Arduino com-
patible: using the Microchip ATMEGA328P microcontroller
with additional on-board serial programming circuitry.

The Dramco Uno board extends the standard Arduino Uno by
including a LoRaWAN modem for wireless communication
(SX1276-based LoRa transciever) and several generic sensors:
temperature (Texas Instruments LMT85), light (Vishay BPW34)
and 3-axis motion (STMicroelectronics LIS2HH12). When
selecting components, careful consideration has been given
to low-cost and low-power components with straightforward,
low-entry interfaces. This results in a compromise between en-
ergy consumption and cost efficiency throughout the Dramco
Uno design. The Arduino power circuitry has been redesigned
to allow for low-power deep sleep operation. In deep-sleep, all
peripherals are powered down to achieve a power consumption
of only 25.85 µW, prolonging battery life dramatically as
opposed to the Arduino Uno boards.

To support low-effort application development, we provide
a comprehensive library for controlling power circuitry and

1Open-source hardware, firmware and learning materials are available at
dramco.be/uno

Fig. 1: Render of the Dramco Uno hardware.

interfacing with all peripherals. This library includes the
LoRaWAN Medium Access Control (MAC) interface.

The Dramco Uno is being used in various stages of the elec-
tronics/ICT engineering course at KU Leuven, Ghent. Firstly,
as introduction to electronics, students get to solder all through
hole components on their own Dramco Uno board. Secondly,
various programming and IoT sessions introduce students to
low-entry programming and IoT application development.
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ABSTRACT

Atrial Fibrillation (AF) is the most sustained arrhythmia in
the heart. On the surface electrocardiogram (ECG), AF is
characterised by the irregular RR intervals and by fibrillatory
waves or the absence of a P wave. Since AF is a progres-
sive disease, timely and correct detection is crucial for AF
treatment. Detailed insight into the areas of arrhythmia-related
electropathology can be obtained by analyzing high-resolution
(inter-electrode distance 2mm) electrograms (EGMs). How-
ever, these measurements are rather invasive. By integration
of high-resolution epicardial mapping data and surface ECG
data, we hope to learn how different stages of AF represent
themselves on the ECG. Eventually this can help to guide to
identify areas of electropathology as target sites of ablation
therapy on the less invasive ECG. A first step in this direction
is to learn how to reconstruct the ECG based on EGM
measurements. In practice, however, EGMs are only measured
at few atrial locations, not covering the complete atria. An
important question therefore is: How can we reconstruct ECG
based on the observations from a limited part of the heart?
To answer this question, we propose two methods. In the first
method, we increase the number of observations from a part
of the right atrium (RA) to the whole RA by synchronizing
EGMs that are measured at different moments in time based
on the local activation time (LAT). In the second method,
under the assumption that atrial EGMs measured at different
spatial areas are linearly related, the conductivity matrix is
estimated for the whole atrium which enables us to reconstruct
the ECGs from the limited observations. The second method
brings twofold benefits. First, the conductivity matrix can
be used as a novel diagnostic tool to detect AF as well
as areas of electropathology. Second, it provides a practical
solution to reconstruct epicardial potentials from ECGs, non-

This research was funded in part by the Medical Delta Cardiac Arrhythmia
Lab (CAL), the Netherlands.

invasively. The results show that method one increases the
reconstruction accuracy. Furthermore, the conductivity matrix
reveals the structural differences between sinus rhythm (SR)
and AF episodes which could be the first step to interpret the
underlying electropathology of AF.
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Abstract—This paper presents a wireless implementation of
the Carrier Sense Multiple Access/Non Destructive Arbitration
(CSMA/NDA) protocol using software-defined radios (SDR). The
CSMA/NDA is a broadcast medium allocation protocol that is
used in cabled industrial Control Area Networks (CANs), and
offers real-time performance of broadcast buses as it allows to
preempt collisions on the medium through an arbitration process.
CSMA/NDA relies on two properties of the physical medium: 1)
the ability to realize full-duplex transceivers and 2) a physical
implementation of dominant and recessive bits, both of which are
hard to achieve with wireless systems. So far, CSMA/NDA has
been limited to cabled network that rely on differential voltage
transmissions. In this paper we demonstrate that it is possible to
implement the CSMA/NDA protocol using On-Off Keying (OOK)
modulation with a wireless system. We provide a proof-of-concept
implementation of the CSMA/NDA protocol on a SDR testbed.

Index Terms—Wireless systems, CSMA/NDA, Controller Area
Network (CAN), software defined radios

I. INTRODUCTION

In order to avoid packet collisions in multi-emitter broadcast
wireless networks, different collision avoidance protocols are
used in wireless standards. The most well-known is Collision
Sense Multiple Acess with Collision Avoidance (CSMA/CA),
which allows emitters to detect collision when no acknowl-
edgement (ACK) frame is received from the receiver. However,
in heavily-loaded wireless networks, CSMA/CA comes with
a distinct waste of bandwidth usage, as collisions are only
detected when no ACK frame is received. The probabilistic
nature of CSMA/CA in most implementations also makes it
unsuitable for industrial real-time networks with hard latency
constraints.

One common real-time protocol for cabled broadcast bus
networks is the Control Area Network (CAN) protocol. The
CAN protocol has been adopted by many industries, and more
particularly by the automotive industry. The CAN protocol
offers many advantages like fast transmission speed, reliability
and robustness; therefore, it is commonly used in real-time
applications [1]. The CAN protocol relies on the Carrier Sense
Multiple Access/Non Destructive Arbitration (CSMA/NDA)
protocol, which offers significant advantages over CSMA/CA
in terms of latency and channel usage. However, design and
setup of traditional CAN buses can be demanding because of
physical wires. Wireless implementation of CAN buses intro-
duces new challenges such as data reliability, latency, power,

and cost. There has been some research on this area to reduce
these complications [2]. One of the main reasons that make
CAN implementations difficult for wireless transceivers is the
impossibility of realizing a full-duplex transceiver. Indeed,
the CSMA/NDA protocol requires a bit-by-bit comparison
between the transmitted signal and the signal read on the
communication bus. A second problem of the CSMA/NDA
protocol is that it relies on a dominant and recessive bit mech-
anisms, which is implemented using differential transmissions
in cabled network, but which is harder to realize in wireless
systems.

In this paper, we propose an adaptation of the CSMA/NDA
protocol for wireless transceivers, and demonstrate it’s feasi-
bilty on a software-defined radio (SDR) testbed. To overcome
the complexity of realizing a full-duplex transceiver, we pro-
pose to use On-Off Keying (OOK) during the arbitration phase
of the CSMA/NDA protocol, which allows to detect channel
usage, even without the use of a full-duplex transceiver.

II. CSMA/NDA PROTOCOL

A. CSMA/NDA protocol in CAN buses

Carrier Sense Multiple Access/Non Destructive Arbitration
(CSMA/NDA) is a protocol that is used in Layer 2 (Data Link
Layer) of Control Area Networks (CANs). The CSMA part
is similar to other CSMA protocols: if the channel is being
used, a node that wants to transmit will wait for the channel
to become available. If more than one node wants to transmit
once the channel becomes available, a collision will occur.

The NDA protocol relies on the concept of dominant and
recessive bits. If one node transmits a dominant bit and another
node transmit a recessive bit, the nodes will all see a dominant
bit on the channel. In the NDA protocol, each nodes that
wants to transmit starts by sending an arbitration field (which
is similar to the node ID). Each node will then do a bit-by-
bit comparison of it’s transmitted bits, and the bits the node
measures on the channel. If the node is sending a recessive
bit, but is seeing a dominant bit on the channel, it will detect a
concurrency and stop it’s transmission immediately. At the end
of the arbitration field (12 bits in the case of a CAN bus), only
one node should still be transmitting. An illustration of the
CSMA/NDA protocol with three nodes is shown in Figure 1.
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Fig. 1. Example of the CSMA/NDA protocol with three nodes on the bus.
At the end of the arbitration field, nodes 1 and 3 stopped their transmission,
and only node 2 is still transmitting.

In a CAN bus, the dominant bits are created by imposing
a differential voltage on the bus through two pair of CMOS
transistors, while recessive bits are set to a zero-differential
voltage through a pair of resistive dividers. In this paper, we
propose to use OOK to set dominant and recessive bits. The
additive properties of the wireless channel will make the On-
bit (dominant bit) visible to all nodes that transmit an Off-bit
(recessive bit).

B. CSMA/NDA protocol in wireless networks

Wireless transceivers have trouble implementing
CSMA/NDA because:

• a full-duplex transceiver is required to perform a bit-by-
bit comparison, which is difficult for wireless systems, as
the transmitted signals tends to blind the receiver in the
same time-frequency band;

• a dominant and recessive bit system needs to be imple-
mented, which is non-trivial for wireless transceivers.

Both of these problems are solved by using On-Off Keying
(OOK) modulation for the arbitration field, which implicitly
solves both problems. OOK modulation relies on sending a
pilot tone to indicate a high bit (on-signal), and to transmit
nothing for a low bit (off-signal). When one transmitters
transmits a high bit (on-signal) and another transmitter sends
a low bit (off-signal), the signal on the wireless channel will
be the high bit (on-signal) due to the superposition properties
of wireless channels. Therefore, OOK modulation inherently
implements a dominant and recessive bit transmission system.
The OOK modulation also solves the full-duplex transceiver
problem: when the transceiver is sending a low bit (off-signal),
it’s receiver is no longer blinded by it’s transmitted signal,
allowing for a bit-by-bit comparison of the transmitted and
received signal. When transmitting a high-bit, the transceiver’s
receiver is blinded by it’s own on-signal, but this does not
matter for the implementation of the CSMA/NDA protocol.

III. EXPERIMENTAL SETUP AND RESULTS

A. Experimental Setup

The devices used in our experiments are two USRP X310
SDRs [5] in order to implement communications and protocol
implementation, one OctoClock CDA-2990 Clock Distribution
Device [5] in order to maintain synchronization between

SDRs, one Gigabit ethernet switch in order to make connec-
tions between the PC and the SDRs. Wireless communication
between SDRs has been maintained using VERT2450 Vertical
Antennas [5]. Experiments have been conducted in real-time
on the host PC using the GNU Radio framework [4]. In each
USRP X310 SDR, one transceiver node has been created by
using two antennas. All relevant parameters of the setup and
simulation are given in Table I. Since all decisions are made
in real-time on the host laptop, the achievable latencies are
high and the resulting data rate is quite low. We want to
emphasize that this limit is not a fundamental limit of our
CSMA/NDA implementation, and could be solved by moving
to a full FPGA implementation, allowing for much higher data
rates. Figure 2 shows the experimental setup and Figure 3
shows the block diagram of CSMA/NDA implementation on
one Tx node used for experiments.

TABLE I
EXPERIMENTAL SETUP PARAMETERS

Parameter Value
Sampling Rate 196 kHz
Center Frequency 2.45 GHz
Bandwidth 196 kHz
Data Rate 1 kbps
Arbitration Field Length 4 bits

Fig. 2. Experimental setup

Fig. 3. Block Diagram of CSMA/NDA implementation on one transceiver
node

The CSMA/NDA protocol has been tested using randomly
generated bits whose first 4 bits are assigned as the arbitration
field and the rest are random bits (representing the payload).
In the arbitration field, the dominant bit has been decided as
’1’ and the recessive bit has been decided as ’0’. In order
to determine the data rate, generated bits have been first
interpolated; then, they have been transmitted with carrier
sinusoid of 2 kHz.
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After receiving bits from the Rx node, Tx nodes compare the
sent and received bits, if sent and received bits are equal, the
related Tx node continues transmitting; otherwise, it becomes
silent, i.e., it starts transmitting ’0’s. For this comparison, we
have used a custom block in GNU Radio. According to result
of the comparison, this block sends a command to the message
port of the USRP transmitter block. In order to make the USRP
transmitter block silent, it’s gain is set to 0 dB. As a result,
the contribution from the silent transmitter never disappears
but it is low enough to distinguish between recessive and
dominant nodes. We have used the Threshold block in the
GNU Radio block diagram in order to decide on bits according
to received waveforms. The value of a threshold is specific for
each receiver and the threshold is determined by activation
of two different transmitters one by one and exploiting the
received waveform.

B. Results

During experiments, four different arbitrarion fields are
utilized: [1 1 1 1] (1st highest priority), [1 1 1 0] (2nd highest
priority), [1 1 0 0 ] (3rd highest priority) and [1 0 0 0] (4th
highest priority). All possible two combinations of arbitration
fields scenarios have been tested and two of these tests will
be illustrated and explained.

In the first test, a bit stream whose arbitration field is
[1 1 0 0] has been sent from the Tx1. From Tx2, a bit
stream whose arbitration field is [1 1 1 0] has been sent.
Therefore, we expect Tx2 to continue transmitting; whereas,
Tx1 to become silent by setting its gain to 0 dB. In order to
validate both waveform addition and decide on the threshold,
first, two transmitters have been activated one by one. Then,
both transmitters have been activated simulataneously in order
to validate CSMA/NDA. Meanwhile, received waveforms on
Rx1 and Rx2 have been saved. Figure 4 shows received
waveforms on Rx1 when different Tx nodes are activated,
likewise Figure 5 illustrates received waveforms on Rx2.

As it can been seen from Fig. 4 and Fig. 5, between
0.1786 ms and 4.1786 ms, the Tx nodes send their arbitration
fields. The received waveform is a still sum (bit-wise OR) of
the transmitted waveforms. Therefore, after thresholding, both
transceivers detect the first four bits to be [1 1 1 0]. After
arbitration field decision, both transceivers start the operation
of comparison. During the comparison of sent and received
bits (between 4.1786 ms and 84.1786 ms), the transmission
continues; therefore, the effect of the custom block appears
after a while. During the comparison, waveforms coming from
transmitters are added; therefore, observed waveform is bit-
wise OR result of random bits. The elapsed time until the
recessive Tx1 node becomes silent is 84 ms. This is mainly
due to the full-software implementation, and this elapsed time
could become close to 0 on a full FPGA implementation. Since
the data rate is 1 kbps, after the 84th bit, the CSMA/NDA has
been successfully activated. Therefore, starting from 84.1786
ms (corresponds to 85th bit), the received bit stream is the one
from Tx2 which is the dominant transmitter. As an example for
validation of silence of Tx1, between 84.1786 ms and 85.1786

Fig. 4. Test 1: Received waveforms on Rx1 when different Tx nodes are
activated

ms, Tx1 transmits 1 but since Tx1 has already become silent,
we received 0 at the Rx.

In the second test, a bit stream with arbitration field is [1
0 0 0] has been sent from the Tx1; while, from Tx2, a bit
stream with arbitration field is [1 1 1 1] has been sent. We
have expected Tx2 to continue transmitting; whereas, Tx1 to
become silent by setting its gain to 0 dB since it is of a
lower priority. The similar procedures in the first test have
been followed and waveforms have been received. Figure 6
shows received waveforms on Rx1 when different Tx nodes
are activated, likewise Figure 7 illustrates received waveforms
on Rx2.

From Fig. 6 and Fig. 7, one can conclude that since [1 1
1 1] is the highest priority arbitration field and [1 0 0 0] is
the 4th, starting from 85th bit, the received bit stream is the
exactly one from Tx2.
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Fig. 5. Test 1: Received waveforms on Rx2 when different Tx nodes are
activated

IV. CONCLUSION

This work introduces a way of implementing CSMA/NDA
using On-Off Keying modulation on wireless transceivers. Our
SDR implementation shows that with OOK, waveforms can be
successfully summed at the any transceiver node; therefore it
possible to control the bit stream to be sent by interpreting the
received arbitration field information. This implementation has
been tested using two transceivers. Detailed bit-by-bit presen-
tation of CSMA/NDA protocol with our SDR testbed has been
explained with two different arbitration field scenarios. The
delay performance of the system has also been investigated.
When the testbed is fully moved to FPGA implementation,
performance of the protocol would be better.
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