
Self-Organizing
Logistics

Berry Gerrits



 
 

 
 

Self-Organizing Logistics 
Towards a unifying framework for automated 

transport systems 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Berry Gerrits 

  



 
 

Promotiecommissie 
 

Voorzitter / secretaris 

Prof. dr. T. Bondarouk Universiteit Twente 

 

Promotoren 
Prof. dr. ir. M.R.K. Mes Universiteit Twente 
Prof. dr. J. van Hillegersberg Universiteit Twente 
 

Co-promotor 
Dr. P.C. Schuur Universiteit Twente 
 

Leden 
Prof. dr. M.E. Iacob Universiteit Twente 
Prof. dr. M.W. Groll Universiteit Twente 
Prof. dr. A. Sencer Bogazici University 
Prof. dr. R.A. Zuidwijk Erasmus University Rotterdam 
Prof. dr. R. Elbert TU Darmstadt 
Prof. dr. I.F.A. Vis University of Groningen 
 
 
 
 
 
 
 

  



 
 

 
 

SELF-ORGANIZING 
LOGISTICS 

 
 
 
 

PROEFSCHRIFT 
 
 
 
 

ter verkrijging van 
de graad van doctor aan de Universiteit Twente, 

op gezag van de rector magnificus, 
prof. dr. ir. A. Veldkamp, 

volgens besluit van het College voor Promoties 
in het openbaar te verdedigen 

op vrijdag 3 maart 2023 om 14:45 uur 
 
 
 
 
 
 

door 
 
 

Berry Gerrits 
 

geboren op 9 september 1991 
te Hardenberg  



 
 

Dit proefschrift is goedgekeurd door de promotoren 
Prof. dr. ir. M.R.K. Mes 
Prof. dr. J. van Hillegersberg 
 
en de co-promotor 
Dr. P.C. Schuur 

 

 

 

 

 

 

 

Cover design en layout 
Berry Gerrits 
 

Printed by 
Ipskamp Printing 
 

ISBN 

978-90-365-5554-8 (print) 
978-90-365-5555-5 (digitaal) 
 

URL 

https://doi.org/10.3990/1.9789036555555 
 
© Berry Gerrits 2023, The Netherlands 

All rights reserved. No parts of this thesis may be reproduced, stored in a retrieval system 
or transmitted in any form or by any means without permission of the author. Alle 
rechten voorbehouden. Niets uit deze uitgave mag worden vermenigvuldigd, in enige 
vorm of op enige wijze, zonder voorafgaande schriftelijke toestemming van de auteur.  



 
 

 

 
 
 
 

“Angst is mar veur eben, spiet is veur altied.” 
- Daniël Lohues 

 

  



 
 

  



 
 

Contents 
 

Acknowledgements   

Glossary   

 Part I Introduction  

Chapter 1 Introduction 1 

Chapter 2 Literature Overview 21 

Chapter 3 Self-Organizing Logistics Typology 57 

Chapter 4 Methodological Simulation Framework 71 

   

 Part II Confined Areas  

Chapter 5 Autonomous Trailer Docking 111 

Chapter 6 Agricultural Mobile Robots 137 

   

 Part III Mixed-Traffic Operations  

Chapter 7 Autonomous Container Terminals 163 

Chapter 8 Extended Gates 191 

   

 Part IV Open Road  

Chapter 9 Truck Platoon Matching 231 

Chapter 10 Truck-Drone-Street Robot Deliveries 255 

   

   

 Part V Discussion and Conclusions  

Chapter 11 A Unifying Framework for Self-Organizing 
Logistics 

283 

Chapter 12 Guidelines for Self-Organizing Logistics 301 

Chapter 13 General Conclusions and Discussion 319 

   

Summary  337 

Samenvatting  347 



 
 

About the author  355 

List of academic work  357 

 Appendices  

Appendix I Classification of literature 362 

Appendix II Characterization of case studies using SOL typology 382 

   

 
  



 
 

Acknowledgements 
 
 
“Soms denk ik uren na en heb ik nog niks op papier, een andere keer bereik ik precies 

datzelfde in nog geen vijf minuten.” 
- Herman Finkers 

 
During the six years (2016-2022) it took to write this thesis, I accumulated a large debt 
to many colleagues, friends, family, and strangers who – every so often unknowingly – 
advised and helped with research and composition. 
 It is appropriate to start with Marion. Without her forgiving nature to cope with my 
many quirky traits and her ability to hear out (and mostly probably quickly forget) my 
bewildering number of diverging thoughts and rants on self-organization, this thesis 
probably would not have been finished.  
 I have benefited greatly from the unique environment that the University of Twente 
provided to conduct this research, giving both room for entrepreneurial activities and 
freedom to pursue challenging and innovative projects. I especially appreciate the future-
oriented and risk-taking perspective of Jos van Hillegersberg that enabled the start of my 
research. Without Jos, my research would not have started in the first place, and it is the 
mindset of people like Jos that is so important for pursuing creative and innovative 
research.  
 I am also indebted to Peter Schuur, whose whimsical mind, unmatched storytelling, 
seemingly limitless knowledge, and continuous encouragement always provided me with 
inspiration for creative and elegant solutions. I will always have fond memories of our 
many discussions, company visits, joint student supervisions, and informal get-
togethers. Peter singlehandedly sparked my interest in pursuing science and always put 
faith in my research capabilities, for which I will be ever grateful. 
 It is not exaggerated to say that this thesis would have never been completed without 
the remarkable work of Martijn Mes. His meticulous eye for detail and rigorous 
reviewing brought this thesis to a higher level. His insights helped to establish the 
proverbial glue that holds all chapters together. I also have very fond memories of our 
conference visits in the USA and Sweden.  

Many people helped with various aspects of this thesis. Olivier Maas designed several 
illustrations, Robert Andringa co-authored Chapter 6, and many expert colleagues 
assisted me in executing the work underlying many parts of the manuscript. They include 



 
 

Pleun Nagtegaal, Lejo Buning, Frans Tillema, Karel Kural, Robert Verschuren, Bastiaan 
Krosse, Emilia Silvas, Robbert Janssen, Tristan Smis, Robin Groenewegen, Stefan 
Yzewyn, Jelle Schepens, Jan Benders, Kees Lokhorst, and Wijbrand Ouweltjes. 

I am further grateful to my colleagues at Distribute and all the students who I had 
the privilege to supervise: Wout, Stijn, Joey, Erik, Tom, Annemiek, Jelle, Diederik, Stef, 
Thijs, Jiska, Yoran, and Yoren. I have benefited greatly from all your work and kindness. 

Lastly, I am indebted to my friends, family and fellow PhD-candidates who 
somehow always managed to endure my personality. 

 
 

Berry Gerrits 
Enschede, November 2022  



 
 

Glossary 
 
 

Acronym Description  Page 
MAS Multi-Agent System 4 
PI Physical Internet 8 
ERTRAC European Road Transport Research Advisory Council 8 
NL AIC Dutch AI Coalition 8 
SOL Self-Organizing Logistics 9 
KPI Key Performance Indicators 16 
SLR Systematic Literature Review 21 
AGV Automated Guided Vehicle 58 
TMS Transport Management Systems 92 
BDI Belief-Desire-Intent 96 
STA Sense-Think-Act 96 
AYT Automated Yard Tractor 111 
DC Distribution Centre 112 
DOT Department of Transportation 112 
DES Discrete-Event Simulation 122 
MTT Mixed-Traffic Terminal 163 
STS Ship-To-Shore 164 
ASC Automated Straddle Carrier 164 
ACT Automated Container Terminal 164 
TOS Terminal Operating System 168 
RTG Rubber Tyred Gantry 172 
FOV Field-Of-View 173 
MPC MultiPortalCrane 178 
VTT Vessel Turnaround Time 186 
VMS Variable Message Sign 187 
FCFS First-Come-First-Serve 172 
NDW National Road Traffic Data Portal 208 
4PL Fourth Party Logistics Provider 223 
CACC Cooperative Adaptive Cruise Control 232 
RoR Ring of Rotterdam 235 
FVM First-Viable Match 236 
BM Best-Match 236 
DA Degree of Autonomy 297 
DC Degree of Cooperativeness 297 



 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



 
 

 
 

  



 
 



1 

 Chapter 1 
Introduction 

 
This chapter is partially based on: M. Mes and B. Gerrits. 2019. “Multi-agent Systems”. 
In Zijm, H., Klumpp M., Regatierri., and Heragu S (eds). Operations, Logistics and Supply 
Chain Management. Lecture Notes in Logistics. 611-636. Springer, Cham.  
 
 

“If you want to have good ideas you must have many ideas. Most of them will be 
wrong, and what you have to learn is which ones to throw away.”  

- Linus Pauling 
 

 
 

To cope with the many challenges the logistics sector faces and to build future-proof and 
resilient logistics systems, there is an ongoing paradigm shift from centralised control of 
‘non-intelligent’ assets in hierarchical control structures, towards decentralised control 
of ‘intelligent’ assets in heterarchical control structures. This shift is motivated by the 
increasing complexity of global challenges, such as heterogeneous markets with high 
demand fluctuations, short product life cycles with high product variations, and pressure 
on logistics systems due to high customer expectations, such as short delivery times, 
delivery time reliability and delivery flexibility (Windt and Hülsmann 2007). Logistics 
companies want to streamline their logistics operations and aim for high resource 
utilization, efficient control methods, robust and changeable logistics processes, 
sustainable and circular product, whilst simultaneously being able to quickly and 
effectively react to changes, disturbances, and opportunities in the market. The rationale 
behind tackling these challenges, and to optimize and streamline logistics operations is 
not only motivated by trying to thrive in a competitive market, but also motivated by 
making a contribution to global sustainability goals such as decarbonization, human 
well-being, responsible consumption and production, and climate actions (Mes and 
Gerrits 2019; Quak et al. 2018). 

The shift from hierarchical control structures to heterarchical control structures 
enables assets to become intelligent. Intelligent assets could include raw materials, 

components or products, as well as transit equipment (e.g., pallets and packages) and 
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transportation systems (e.g., conveyers, trucks, and vehicles). Note that we specifically 
use the term asset and reserve the term actor to denote human individuals. By delegating 

control to assets, we enable autonomous behaviour, i.e., intelligent decision-making 
without external or central control (Bonabeau et al. 1999). Through cooperation with 
other assets (e.g., vehicles) or actors (e.g., drivers and operators), the system may be able 
to organise itself (Windt and Hülsmann 2007). That is, without external or central control 

(Pan et al. 2017) or maybe even without reference to the global objectives of the system 
(Camazine et al. 2003). In other words, a self-organizing system consists of autonomous 
assets, each with their own goal. In this thesis, we adopt the notion self-organization to 

describe such a system. Several similar terms exist throughout the literature, such as 
autonomous cooperation and control, self-management, and self-regulation (Windt and 
Hülsmann 2007). One of the aims of this thesis is to conceptualize and characterize the 
notion of self-organization in the logistics domain, with a specific focus on automated 

transport systems.  
The remainder of this chapter is structured as follows. Section 1.1 introduces the 

notion of self-organizing logistics and Section 1.2 provides background information on 
self-organization in biological systems. Section 1.3 provides an abridged version of the 
main characteristics of self-organization. Section 1.4 provides our research motivation 
and Section 1.5 presents our research design. This chapter closes with a thesis outline 
and a reader’s guide in Section 1.6.  

1.1  Self-organizing logistics 
Before discussing definitions and characteristics of self-organizing logistics in Chapter 2, 
we first provide a short introduction and brief history of the notion of self-organization. 
Without going in too much detail yet, we view self-organizing logistics as a way to cope 
with the complex, dynamic, and stochastic nature of the logistics sector and the resulting 
challenges discussed above. In such systems, automated decision-making and distributed 
control structures are combined. In combination with the ongoing trend of automated 
solutions in the logistics sector, such as automated driving, automated material handling 
systems, and robots, there is a natural stimulus to augment these automated systems with 

intelligent systems. We may do so by delegating control to automated machinery, to not 

only perform tasks automatically, but also autonomously. The distinction being that an 

autonomous asset is capable of decision-making without external command, through 
embedded intelligence and through cooperation with other assets, and observing the 
environment (Jedermann and Lang 2008). Other assets and the environment can be 
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perceived (e.g., collecting data through sensors) and can be influenced (e.g., through the 

actions taken based on the perceived information). This is also commonly referred to as 
the Sense-Think-Act paradigm in AI, and in agent-based systems (Padgham and 

Winikoff 2004). The transition from manual to automated systems thus enables us to 
design intelligent and autonomous logistics systems. That is, we typically do not deploy 
automated systems just for being automated, but we may also expect a more intelligent 
or robust system (or any kind of metric for that matter), compared to manually operated 
systems. The advancements in automation thus enables us to rethink how we design our 
logistics control systems to become more intelligent and autonomous.  

Motivated by the synergy between automated and autonomous systems, we discuss 
self-organizing logistics with a specific focus on automated transport systems. As argued 
above, automated solutions provide a natural incentive to make logistics systems more 
intelligent (i.e., through increased autonomy), paving the way towards self-organizing 
systems, and consequently may activate the benefits associated with such systems (e.g., 
robust, adaptive, and scalable). Note that although our focus is on automated transport 
systems, this does not entail that autonomy can only be applied in automated logistics 
systems. Manually operated systems may also benefit from increased autonomy, e.g., in 
systems where the decision latitude (or autonomy) of a person, group of persons, or 
entire organizations is delegated to an agent, representing the person or entity. Moreover, 
(degrees of) self-organization by humans is also exemplified by self-organizing teams in 
the workplace (i.e., no command by management), traffic systems in which traffic jams 
spontaneously form and disappear, and in social situations where humans form a line in 
a queue to implement a sense of fairness. These kinds of social and organizational 
systems are, however, out of scope in this thesis.  

Before discussing the main characteristics of self-organization in the context of 
logistics, we first provide a short introduction on where self-organizing systems originate 
from: nature. 

1.2  Self-organization in biological systems 
In biological systems, self-organization refers to global pattern-formation processes that 
emerge solely from interactions at lower-level components of the system, based only on 
local information. The absence of external directing influences is imperative to self-
organizing systems. That is, the behaviour or pattern that emerges is not imposed by 
external orders. To illustrate such behaviour, let us briefly focus on a well-known 
example: the ant colony. Studies on ant colonies show that complex structures can be 
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created at the colony level while the individual ants have no overview on how their work 
influences the colony as a whole (Franks 2009). A single ant has no powerful capabilities, 
however, when putting thousands or even millions of them together, the group 
collectively shows behaviour that far exceeds the capabilities of all the single ants put 
together. This so-called emerging or super additive behaviour can be defined as that the 

performance of the parts put together, exceeds the sum of the performances of the 
individual parts. Some have also called this a superorganism with collective (or 

distributed) intelligence. The intriguing beauty of such systems is that the collective 
intelligence emerges from the behaviour of all the individual parts. The colony as a whole 
lacks a control system by a central body and must therefore by self-organized. That is, 
there is no supervisory ant to guide the ants to places where they can find food or how to 

divide labour. Yet, through their collective intelligence they are able to locate adequate 
nest sites, find the correct food items and bring them home, establish territories, defend 
against enemies, and care for the helpless young (Hölldobler and Wilson 2009). 
Interestingly, due to the remarkable performance of the colony, early writers studying 
insect societies assumed that there must be some kind of central control (Barnes 1609). 
It was only after a surge of research from 1930 onwards, that the idea behind self-
organization was made explicit for the first time by Wilson (1971). Also, other social 
insects show self-organizing behaviour, including termites. Some specific species are able 
to build an immense and elaborately designed nest, which effectively operates as an air-
conditioning system to maintain a constant temperature throughout the nest (Lüscher 
1961). Moreover, honeybees are known to divide labour to speed up the collection of 
nectar. Older and stronger honeybees are charged with foraging, while younger workers 
process the nectar in the hive. This specialization increases the efficiency of the colony as 
a whole, again without central command. To maintain balance between the number of 
foraging and processing bees in a dynamic environment, in which nectar sources 
sometimes may be abundant and sometimes may be scarce, the honeybee deploys simple 
decision rules to recruit colony members to perform one of the two tasks more 
predominately. This is also known as the dancing behaviour of bees, including the 

intriguing waggle dance (Seeley 1995).  
These kind of emergent phenomena and self-organizing properties are studied by 

the field of complex (adaptive) systems, in both natural and artificial systems (Bar-Yam 
2020; Camazine et al. 2003). Moreover, the field of multi-agent systems (MASs) studies 
and applies the concepts of such natural phenomena to real-world problems where 
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centralized control might not be suitable (e.g., in dynamic and complex environments) 
or preferable (e.g., central control might not adequately reflect the interests and 
preferences of competing stakeholders). Other related, and somewhat overlapping fields, 
include biomimicry (emulation of methods from nature for the purpose of solving 
complex human problems), bio-inspired AI (algorithms and methods inspired by the 
natural world), and cooperative AI (algorithms and methods focused on promoting 
beneficial joint welfare). The interested reader is respectively referred to Passino (2005), 
Floreano and Mattiussi (2008), and Dafoe et al. (2020) for more details on these fields. .  

1.3  Main characteristics of self-organization 
Below we introduce the five main characteristics of self-organizing systems, as defined 
by Windt and Hülsmann (2007), to provide the reader a basic understanding of the 
specific traits of self-organizing systems, and to help digest the contents of the remainder 
of this thesis.  
 

Distributed decision-making 

Thus far we discussed decentral control structures as one of the main traits of self-
organizing systems. In logistics, control structures (or control hierarchies) are used to 
delineate on which layer, what type of decisions are made to control a logistics process, 
and how the different layers interact. Somewhat stylized, we can distinguish between 
decision-making on different levels as follows. Decisions with a wide or long-term scope, 
based on aggregate data, are executed on higher levels in the hierarchy, and decisions 
with a narrow or short-term scope, based on real-time data, are executed on lower levels 
in the hierarchy. We prefer to use the term distributed decision-making, or 

decentralization, as opposed to decentral decision-making, as the latter hints at a fully 
decentralized system without any central elements. In a distributed control system, some 

or all (i.e., a fully decentralized system) of the decision-making capabilities are 
distributed throughout the control hierarchy, typically to lower levels in the hierarchy, 
which we denote by the concept of decentralization. In other words, the more distributed 

a system, the higher the degree of independent decision-making by individual assets. 
Whereas self-organizing systems in biology are typically fully decentralized (or at least 
close to), we expect that self-organizing systems in logistics contain, in varying degrees, 
both central and decentral elements. Hence, we prefer to use the term distributed 
decision-making, also to underline that there is a spectrum between fully central systems 
and fully decentral systems.  
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Autonomy 

As discussed above, an asset is autonomous when it is able to make decisions without 
external or central command to pursue its goals. Autonomy can also refer to the 
responsibility of an asset for its own system design, direction and development. In the 
context of self-organizing logistics, the concept of autonomy is understood as 
autonomous decision-making. The autonomy of a system (or element of a system) should 

always be measured according to certain contextual conditions of the system, for example 
the scope and extent of decision-making power (Windt and Hülsmann 2007).  
 

Cooperation 
Interactions between assets are essential to self-organizing systems. When more control 
is delegated to lower levels in the hierarchy, (autonomous) assets are typically responsible 
for a small and distinct part of the system. The individual assets communicate with each 
other to request services, inform on decisions, or to request information. Through 
communication and cooperation, the system is able to perform on a system level. 
Although autonomy is typically considered as an important mean to establish decentral- 
or self-organizing systems, it is in fact cooperation that is the proverbial glue that holds 
all elements together in an effective manner. Indeed, autonomy is not a goal in itself. 
Rather, as exemplified by many intriguing systems from nature, systems tend to be more 
productive when work is performed cooperatively. Note that this thesis does not provide 
a deep dive on the notion of cooperation, but rather addresses cooperation as a necessary 
mean to establish self-organizing behaviour. 
 

Heterarchy 
Given the characteristics of distributed decision making and autonomy, a self-organizing 

system has a certain degree of heterarchy. A heterarchical system organizes individual 

assets such that they are not (permanently) dominated by a central entity. It is important 
to note that a heterarchy is not by definition the opposite of a hierarchy. In fact, each 
level in a hierarchical system can be composed of heterarchical groups, which contain 
constituent elements. The result being that many different control structures can be 
designed, and this is also in line with our use of the term distributed control. The 
transition from hierarchical to heterarchical systems can be somewhat counter-intuitive, 
as a well-defined hierarchy, tight control, and strict regulations are commonly viewed as 
favourable properties of an efficient logistics system. On the other hand, self-
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organization implies a certain letting loose of control, delegation of control to 

autonomous assets, and a degree of adaptability. These two seemingly opposed ways may 
be troublesome in designing and implementing self-organizing systems in logistics. 
However, the specific mechanisms for self-organization of a system can be tweaked or 
steered such that a system moves towards a desired configuration (Gershenson 2012). 
The relevance of such adaptions is also underlined by Choi et al. (2001, p. 351), who state 
that “imposing too much control in a complex system detracts from innovation and 

flexibility; conversely, allowing too much emergence can undermine managerial 
predictability and work routines”. 

 

Non-determinism 
The delegation of control within self-organizing systems may also result in a non-
deterministic system. In such systems, the (global) behaviour cannot be predicted over a 
longer period of time, or can only be partially predicted, even though the system 
configuration is known. That is, the exact output of a system cannot be predetermined 
based on the inputs. Such systems can thus also induce undesired or chaotic behaviour. 
On the other hand, such systems can show emergent behaviour (or spontaneous order). 
Such behaviour, if desired, may be hard to achieve otherwise (e.g., with central control). 

1.4  Research motivation 
Self-organizing logistics is viewed as a solution to cope with the challenges the logistics 
sector faces and as a mean to make logistics control systems more adaptable and resilient. 
This is also underlined by Wagner and Kontny (2017, p. 255) who state that “the main 

drivers for the development and implementation of self-organizing adaptive operation 

processes are the increase of flexibility while lowering costs in times of growing consumer 

demand”. Self-organizing logistics systems provide alternative control structures 
compared to what is currently adopted in practice (e.g., centralized). These alternatives 
provide interesting opportunities to tackle global challenges and to disrupt business as 

usual. It is important to note that self-organization is not the only approach for designing 

and controlling systems, but it “can be very useful in complex systems where the observer 
cannot a priori conceive all possible configurations, purposes, or problems that the system 

may be confronted with” (Gershenson 2007, p. 34). 

As discussed in Section 1.1, the trend of automated transport systems provides a 
natural stimulus to design control systems that are intelligent, autonomous, and 
ultimately, self-organized. The importance of this combination is also underlined by 
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many different councils and organizations. For example, in their roadmap for the future 
of logistics, the European Technology Platform ALICE, adopts the vision of the Physical 
Internet (PI) to support the transition to zero emission logistics (ALICE-ETP 2019). In 
this thesis, we argue that PI has a high degree of self-organization. Moreover, the 
roadmap identifies automated transport as a medium-term solution (2023-2030) to 
lower costs, to improve operational efficiency, and to lower emissions. ALICE also 
expects that automated planning and connected operations are important enablers of PI 
(ALICE-ETP 2020). In addition, the European Road Transport Research Advisory 
Council (ERTRAC) identifies self-organized, connected, and automated logistics as a 
“truly integrated transport system” in their road transport roadmap, in order to improve 

environmental safety and health for the benefit of the whole society (ERTRAC 2019). 
This council also views automated transport solutions, self-learning, and distributed 
intelligence as key enablers for their 2050 vision of connected, cooperative, and 
automated mobility. Furthermore, the Dutch AI Coalition (NL AIC) positions 
automated transport, cooperative mobility, and self-organizing logistics as important 
topics on their agenda for the future of transport in the Netherlands. NL AIC also 
underlines the importance of automated transport, digital twinning (simulation), hybrid 
or decentral control structures, and self-organizing logistics, in their road map towards 
sustainable, efficient, and reliable transport systems (van Ommeren et al. 2020). Lastly, 
DHL mentions AI, (outdoor) autonomous vehicles, PI, and digital twinning as relevant 
technology trends for the next five to ten years in their logistics trend radar (DHL 2022). 

Although self-organized, automated transport seems a promising concept, there is 
limited insight in how such systems can be applied and what the added-value is in terms 
of logistics operations. Moreover, there is an spectrum to be explored between non-self-
organizing and fully self-organizing systems. Different design choices may influence the 
self-organizing abilities of a logistics control system. Consequently, different designs take 
different places on the spectrum. Furthermore, one does not have to immediately 
transition from one end of the spectrum to the other end, when interested in self-
organizing logistics, but rather may take a stepwise approach to increase the self-
organizing abilities. Hence, the research problem addressed in this thesis is as follows:  

 
Currently there is limited insight into the notion of self-organizing logistics, how 

the spectrum of different degrees of self-organizing logistics looks like, and what 

the expected benefits of these different forms of self-organizing logistics are.  
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In this thesis, we aim to expose this spectrum and aim to contribute to the field of self-
organizing logistics, with a focus on automated transport systems. We explore the field 
of self-organizing logistics (SOL) from both a theoretical and practical point-of-view and 
expose the potential of the field to contribute to the global challenges the logistics sector 
faces. From a theoretical point-of-view, a clear and universal definition of self-organizing 
logistics seems to be lacking, complicating the ability to formulate and identify theories, 
methodologies, and applications. Moreover, due to the absence of a clear definition and 
demarcation of the field, self-organization is not always addressed as such, scattering 
research efforts and applications across many domains. Furthermore, the current 
literature lacks an endeavour to provide a systematic overview of self-organizing 
logistics, and thus there is limited insight in the field of SOL, and limited insight which 
research topics are open. This thesis aims to contribute to the field of SOL by (i) 
formulating a useful definition, (ii) providing a systematic overview on the literature 
related to SOL, (iii) establishing a typology of SOL to help categorize literature and 
system designs, (iv) establishing a SOL framework to quickly compare research efforts 
and identify areas for further research, (v) presenting six different use cases to illustrate 
SOL in combination with automated transport systems, and (vi) presenting guidelines 
for SOL to help practitioners understand how to design logistics control systems.  

The six use cases contribute to the practical value of this thesis, by providing several 
illustrations and alternative system designs for real-life systems. The use cases, the SOL 
framework, and the guidelines serve as a starting point for practitioners who are 
interested in SOL. By comparing their use case to the use cases presented in this thesis, 
they are able to draw parallels and get a sense of what self-organization may bring to their 
business. The guidelines present a concise overview of applicable designs for different 
logistics systems and aims to invoke critical thinking about possible design choices. 
Moreover, to operationalize the interest of practitioners and researchers in self-
organization, we propose a simulation framework that provides a step-based approach 
to perform a simulation study to analyse the potential value of SOL. Overall, this thesis 
revolves around three of the key trends identified above: automated transport, self-
organizing logistics, and simulation.  

1.5  Research design  
In this section, we present the design of our research. We discuss our research setting 
and scope in Section 1.5.1 and formulate our research objective and research questions 
in Section 1.5.2. We list our research contributions in Section 1.5.3. 
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1.5.1 Research setting 

In this thesis, we explore the field of self-organizing logistics (SOL) with a focus on 
automated transport systems. Automated transport may include the transportation of 
goods, the transportation of people, or the use of mobile robots. Note that we adopt the 
term automated transport and not autonomous transport. In our view, automated 
transport refers to the ability of a vehicle to perform a driving task automatically, without 
needing to rely on a human driver (i.e., self-driving or unmanned vehicles). This may 
present itself in various levels of automated driving, as classified by the widely used SAE 
J3016 taxonomy (SAE International 2021). To perform driving tasks automatically, a 
vehicle may also be required to perform autonomous decision-making, without external 

command (i.e., switch lanes or emergency braking). However, from a logistics point-of-

view, these kinds of decisions are not of interest. Rather, we focus on decision-making 
on a higher level, typically related to planning, scheduling, routing, fleet management, or 
battery management. When we discuss autonomous decision-making, we thus refer to 
decision-making related to logistics problems, and not to decision-making related to 
vehicular control (e.g., navigation). This focus is also motivated by the expectation that 
most of the value of automated vehicles will not come from solely driving automatically. 
Rather, because vehicles transition from manually operated to automatically operated, it 
enables the system to also make decisions autonomously (on a logistics level), and 
enables broader cooperative efforts (e.g., fair allocation of available transport capacity 
and facilitating social welfare). Both autonomy and cooperation are relevant when 
discussing self-organization. In this thesis we argue that self-organizing logistics is an 
interplay between autonomous decision-making and cooperative behaviour. The field of 
SOL is thus not an alternative to multi-agent systems, autonomous control, and other 
related notions (e.g., holonic-, decentral-, cooperative-, evolutionary-, and adaptive 
systems), but goes beyond that.  

1.5.2 Research objectives and research questions 
To advance the field of self-organizing logistics, the main research objective of this thesis 
can be formulated as follows: 
 

To conceptualize and characterize the notion of self-organizing logistics (SOL) 
and to explore its operational opportunities as enabler of autonomous cooperation 

and control of automated transport systems 
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Research questions 

In this thesis, we address this objective by answering a number of research questions. 
These research questions are formulated below.  

RQ 1 How to conceptualize the notion of self-organizing logistics?  

We study the academic literature on self-organizing logistics and related fields 
to specify the meaning of SOL. We deploy a structured literature review to 
identify and classify related literature. We collect various understandings of self-
organization and distil a rigorous definition of SOL, to establish a common 
conception of self-organizing logistics.  

RQ 2 How to characterize self-organizing logistics and compare research efforts?  

Based on the structured literature review, we examine the characteristics of SOL. 
We synthesize these findings in a descriptive framework for SOL, to provide a 
classification for papers and system designs, and to be able to easily compare 
research efforts.  

RQ 3 How to test the behaviour of different designs of self-organizing logistics 

systems for automated transport systems under a variety of circumstances?  
To analyse the behaviour and performance of automated transport systems 
compared to manually operated transport systems, in combination with 
alternative control structures, we develop a simulation framework. This 
simulation framework is validated by applying it to the use cases included in 
this thesis. By deploying simulation, we are able to test the effectiveness of the 
transition to automated transport and varying degrees of self-organization in a 
safe and controllable environment, before actual deployment.  

RQ 4 How can self-organization be applied to automated transport systems? 
To explore and illustrate the use of self-organizing logistics, we study various 
use cases. These use cases are selected such as to provide a broad understanding 
of possible application areas, different system designs, and varying degrees of 
self-organization. We use the descriptive framework from RQ2 to classify and 

position our use cases. 

RQ 5 How to unify the versatility of self-organizing logistics into a framework? 
Based on the findings of the previous research questions, we develop a 
framework to identify and compare research efforts and system designs in a 
simplified, two-dimensional matrix. This framework provides insight into the 
degree of self-organization of a logistics control system. It provides a common 
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understanding of SOL, without concretization, and allows for discipline-
specific interpretations in the context of automated logistics systems. Moreover, 
the framework identifies promising research directions for both researchers and 
practitioners.  

RQ 6 How to guide practitioners and researchers into selecting appropriate designs 

for self-organizing logistics control systems?  
The aim of this research question is to develop a set of generic guidelines that 
identifies the various design choices for self-organization, and the expected 
impact on the logistics control system, for different environments. The 
guidelines are based on the findings of the literature review and the insights 
gained from the use cases discussed in this thesis. The guidelines are presented 
alongside the characteristics of SOL (RQ2) and the SOL framework (RQ5). The 
guidelines serve as a starting point for practitioners and researchers to gain 
insight in how to design a (partially) self-organizing logistics system. 

1.5.3 Research contributions 

In the previous section, the main research objective and related research questions were 
stated. Concretely, these result in the following contributions of this thesis: 

• Providing a definition and characteristics of self-organizing logistics; 

• Reviewing and classifying the extant literature on self-organizing logistics; 

• Establishing a self-organizing logistics typology to identify, classify, and 
compare research efforts; 

• Establishing a simulation framework to guide the process of developing 
simulation models to study self-organizing logistics systems with a focus on 
automated logistics systems; 

• Study the use of automated vehicles in conjunction with (varying degrees of) 
self-organizing logistics for several real-life use cases; 

• Establishing a unifying framework of self-organizing logistics to provide a 
common understanding that allows for discipline-specific interpretations in the 
context of automated logistics systems;  

• Present a set of guidelines for self-organizing logistics as a starting point for 
practitioners and researchers involved in self-organizing logistics. The 
guidelines aim to help practitioners understand how to design logistics control 
systems to establish (partially) self-organizing systems, and the guidelines also 
aim to invoke critical thinking about different design choices. 
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1.6  Thesis outline and reader’s guide 
In this section, we outline the thirteen chapters of this thesis. The chapters are divided 
into five parts: 

• Part I Introduction (Chapters 1-4) 

• Part II Confined areas (Chapters 5-6) 

• Part III Mixed-traffic areas (Chapters 7-8) 

• Part IV Open roads (Chapters 9-10) 

• Part V Conclusions and discussion (Chapters 11-13) 
 

Parts II-IV contain in total six chapters, each describing a use case in relation to self-
organizing logistics and automated transport systems. These use cases are chosen 
strategically to cover the broad range of possible application areas of automated vehicles 
and self-organizing logistics. The use cases are assigned to separate parts of this thesis, 
based on their application area: confined areas, mixed-traffic areas, and open roads. This 
distinction is inspired by the ERTRAC roadmap for connected automated driving 
(ERTRAC 2019). Although this roadmap focuses on the technological developments and 
expected benefits of automated vehicular control within the abovementioned 

applications areas, we believe that the same application areas are also useful to discuss 
logistics control. Focusing on nomenclature, we prefer to use the term mixed-traffic 
opposed to the term hub-to-hub, as proposed by ERTRAC (2019). That is, hub-to-hub 

suggests automated transport between physically separated areas. This may result in a 
mixed-traffic situation, but may also result in a closed corridor between the hubs, 
effectively making it a confined area (i.e., only automated traffic is allowed). We therefore 
use the term mixed-traffic to distinguish between confined areas (automated transport 

only), mixed-traffic areas (both manual and automated transport, typically in small or 
highly controlled areas), and open roads (by definition mixed traffic, with little to no 
control). The outline of this thesis is presented in Figure 1.1. Below we introduce the 
contents of each chapter.  
 

In this chapter, we provided an introduction to self-organizing logistics as a mean to 

cope with the global challenges the logistics sector faces. We briefly summarized the role 
of self-organization in nature and addressed how biological systems provide inspiration 
to design intelligent, autonomous, and self-organizing logistics systems. We provided the  
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Figure 1.1. Thesis outline. 
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motivation for this research, the context in which we study self-organization, and 
formulated our research questions.  
 

In Chapter 2, we review the literature on self-organizing logistics and related notions, 

such as autonomous control, multi-agent systems, bio-inspired intelligence, physical 
internet, holonic systems, and distributed systems. We provide a definition of self-
organizing logistics and propose a scheme to classify relevant literature. We identify 
relevant research trends and insights, and this chapter provides the basis for our SOL 
typology (see Chapter 3), and our SOL framework (see Chapter 11).  
 

In Chapter 3, we propose a descriptive, list-based framework for self-organizing logistics, 
based on the insights from the review presented in Chapter 2. This framework can be 
used as a SOL typology and identifies fifteen elements related to SOL across four groups: 
system architecture, cooperativeness, autonomy, and features.  
 

In Chapter 4, we present a methodological simulation framework. This framework 

serves as a structured approach to develop simulation models to study self-organizing 
logistics. Due to the innovative nature of self-organization and automated transport 
solutions, simulation is a useful tool to study self-organizing and automated systems, 
without interfering with current operations. This chapter also serves as a general 
explanation of the simulation studies that are performed in Chapters 5 through 10 of this 
thesis. 
 

In Chapter 5, we present a use case on automated, agent-based planning for automated 
vehicles at a distribution centre, to automate the process of shunting trailers. We focus 
on a confined area of a distribution centre where the horizontal transport is performed 
by automated vehicles. We decompose a centralized planning system into functional 
agents, where each agent solves specific parts of the global problem and deploy 
simulation to verify our approach. We establish a certain degree of self-organization of 
automated shunting vehicles, by partially distributing decision-making capabilities to 
agents, in a hybrid control hierarchy. Our system illustrates an application of automated 
decision-making for a small fleet of automated vehicles in a real-life, single-stakeholder, 
confined environment, resulting in a lowly cooperative, and semi-autonomous planning 
system. 
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In Chapter 6, we present a use case of agricultural mobile robots. We present a design to 

transition from a non-cooperative to a cooperative fleet of manure cleaning robots. We 
establish interaction between manure collecting robots to form teams of various 
compositions to jointly clean dairy farms, in a similar approach to how snowploughs 
operate on highways. Using simulation, we assess the impact of cooperative behaviour 
on the planning and control of a small fleet of mobile robots, under a periodic cycling 
strategy and compare a homogeneous, non-cooperative fleet with a homogeneous, 

cooperative fleet of mobile robots in a confined, single-stakeholder environment, in terms 

of important dairy farm Key Performance Indicators (KPIs). 

In Chapter 7, we design an agent-based planning system for automated vehicles for the 
horizontal transport at brownfield container terminals. We focus on the transport of 
containers to and from the stackyard in parallel-oriented container terminals, including 
the coordination with ship-to-shore cranes, and the coordination between automated 
and non-automated vehicles. Similarly to Chapter 5, we decompose a centralized 
planning system into a system of functional agents, where each agent solves specific parts 
of the global problem, paying specific attention to the transition of either manual or 
automated terminals, to mixed-traffic terminals, where non-automated vehicles and 
automated vehicles share the same infrastructure. We deploy simulation to assess the 
impact of mixing automated and non-automated vehicles on congestion levels and 
terminal performance. Moreover, we establish a certain degree of self-organization by 
introducing dynamic rerouting to avoid deadlocks, and by dynamic scheduling to avoid 
sub-optimal schedules.  
 

In Chapter 8, we study a to-be-developed extended gate in the Port of Flushing, which 

serves as a buffer and decoupling area between the first-and-last-mile transport and the 
long-haul. Automated vehicles are deployed to transport containers to and from the 
extended gate and the terminals located in the port area. We design a mixed-traffic 
control system with varying degrees of separation and cooperation between manual and 
automated vehicles for the extended gate and assess the impact of these various systems 
on the efficiency and safety of the extended gate using simulation. Moreover, we explore 
automated first-and-last-mile transport between the terminals and the extended gate.  
 

In Chapter 9, we design an agent-based matchmaking system for truck platooning. We 
focus on matching for real-time platooning (matchmaking close before departure) and 
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opportunistic platooning (matchmaking whilst driving). We study a semi-automated 
driving solution for the open road at a truck stop in the Port of Rotterdam and the Ring 
of Rotterdam. To this end, we develop decentral matchmaking algorithms to self-
organize the planning of platoons in order to establish mutual agreement on the 
conditions and shared benefits of the platoon. We assess the impact of truck platooning 
on logistics performance indicators using simulation. Moreover, we explore the impact 
of standardization of communication protocols to establish platooning between different 
vehicle brands, enabling further cooperation between trucks. 
 

In Chapter 10, we assess the impact of deploying automated systems in the form of 
drones and street robots, to assist a human driver in the parcel delivery process in urban 
areas. We focus on a delivery van in a simplified neighbourhood with two types of 
parcels, under a synchronization approach to minimize the total makespan. We 
experiment with several scenarios: (i) the driver performs all deliveries, (ii) the driver is 
assisted by a fleet of drones, and (iii) the driver is assisted by a fleet of drones and street 
robots. Our synchronization approach aims to align the efforts of human delivery, drone-
delivery and street robot delivery. Moreover, we introduce a degree of cooperativeness 
and a degree of autonomy in the parcel delivery process for urban areas by establishing 
a cooperative, (semi-)autonomous, and self-organizing ensemble of delivery options. 
Using simulation, we assess the impact of augmenting the traditional parcel delivery 
process with automated and cooperative vehicles. 
 
In Chapter 11, we unify the findings of the literature review from Chapter 2 and the 

findings from the use cases from Chapters 5-10 in a two-dimensional self-organizing 
logistics framework. The framework is presented alongside the axes degree of autonomy 
and degree of cooperativeness and reveals four quadrants. The motivation of this 

framework is our aim to construct a unified theory and vocabulary of self-organizing 
logistics in a general setting (i.e., without concretization). The framework can also be 
used to position and compare the broad range of literature and designs of (partially) self-
organizing systems. Moreover, it aids in identifying promising research directions and 
allows for discipline-specific interpretations in the context of automated logistics 
systems.  
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In Chapter 12, we discuss our findings in a broader context and present a set of guidelines 

for self-organizing logistics. These guidelines serve as a starting point for practitioners 
and researchers interested in self-organizing logistics. It connects several notions related 
to self-organization and provides insights into how to control logistics systems in the 
light of self-organization, given certain system characteristics, such as openness 
(confined, mixed-traffic, or open road), number of assets involved, number of 
(conflicting) stakeholders, and environment dynamics.  
 

In Chapter 13, we summarize the main findings of our research and contributions. We 

close with an overview of open problems that, in our view, should be tackled to advance 
the field of self-organizing logistics.  

Reader’s guide  

This thesis can be read in different ways to accompany different readers. To attain to the 
readers interested in a specific use case, the chapters presenting a use case are structured 
such that they can be read independently from the rest of the thesis. To connect the use 
cases to the SOL typology presented in Chapter 3 and the simulation framework in 
Chapter 4, we highlight interesting aspects of the typology and framework per use case, 
but do not discuss this extensively to improve the readability of each chapter. To better 
understand the use cases with respect to SOL, we advise to first read Chapter 3. Readers 
who are particularly interested in the simulation aspects of one or more of the use cases, 
we advise to first read Chapter 4. For the readers who are mainly interested in self-
organizing logistics, we advise to first read Chapters 2 and 3. Afterwards, read the closing 
sections of Chapters 5-10. Each use case ends with a dedicated section to discuss the traits 
of that specific use case in relation to SOL. It thus discusses the use case in relation to the 
bigger picture of self-organizing logistics, connects the use case to the SOL literature, and 
discusses promising research directions to further expand the application of SOL. Lastly, 
read Chapter 11. Readers who are interested in the insights gained in this thesis should 
start with reading the guidelines presented in Chapter 12.  
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 Chapter 2 
Literature Overview 

 
This chapter is based on: B. Gerrits, M. Mes, and W.J.A. van Heeswijk. 2022. Towards 
Self-Organizing Logistics: A Literature Review. Forthcoming. 
 
 

“Life is what happens to you while you’re busy making other plans.” 
- John Lennon 

 

 
 

As discussed in Chapter 1, deploying self-organizing systems is a way to cope with the 
complex, dynamic, and stochastic nature of the logistics sector. In self-organizing 
systems, automated decision-making and decentralized (or distributed) control 
structures are combined. Such control structures may reduce the complexity of decision-
making, may require less computational effort, and are therefore faster, reducing the 
probability that changes during decision-making render the solution invalid. This 
chapter identifies and classifies research related to self-organizing logistics (SOL). We 
add to existing literature by conducting a systematic literature review (SLR) that provides 
insight into the field of SOL. The main contribution of this SLR is two-fold: (i) we identify 
several traits of SOL and combine these in a typology in Chapter 3, and (ii) based on the 
findings of the review, in combination with our own research discussed in Chapters 6-
10, we present a two-dimensional SOL framework in Chapter 11 to position and compare 
the broad range of literature, in an attempt to create order in the field of SOL, and to 
reveal promising research directions. 

2.1  Introduction 
As discussed in Chapter 1, the logistics sector faces many challenges related to their 
operations in dynamic, complex, and uncertain environments. From a mathematical 
point-of-view, we need to solve typical logistics problems (e.g., job-shop-scheduling and 
vehicle routing problems) to address these challenges on an operational level, where 
uncertainties and disturbances frequently occur. A commonly known characteristic of 
such problems is that the solution space cannot be exhaustively searched in a timely 
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fashion. This often has the effect that during the decision-making processes, information 
or the environment changes, resulting in an infeasible decision even before the execution 
of plans commence (Windt and Hülsmann 2007). This is for example true for typical 
job-shop-scheduling problems, which lead to non-polynomial problems and time-
consuming arithmetic operations to solve such problems. 

By deploying decentralized (or distributed) control structures, we may reduce the 
complexity of decision-making. These control structures require less computational 
effort, and are therefore faster, reducing the probability that changes during decision-
making render the solution invalid. This requires a shift from manual to automated 
decision-making, and from central-oriented control structures to decentralized or 
distributed control structures. While central control structures and global optimization 
methods may still be efficient in more stable environments – as from a systems 
perspective they can (theoretically) make better decisions by utilizing all available 
information – they are less suitable for dynamic and complex environments. This is 
because central control (i) typically requires a lot of information in advance, (ii) is 
sensitive to information updates, (iii) is not able to respond in a timely manner, and (iv) 
is not flexible enough to deal with changing environments and settings with multiple 
autonomous actors (Mes et al. 2007). 

By distributing decision-making capabilities among different (semi-)autonomous 
units, the system is less prone to a single point of failure and allows for quick responses 
to changes and disturbances through local decision making. As discussed in Section 1.3, 
such systems have limited or no supervisory control is required. However, absence of 
supervisory control may also lead to unintended or chaotic behaviour when relying solely 
on local decision-making and interactions.  

Recall from Chapter 1 that self-organization originates from biological systems and 
in that context refers to global pattern-formation processes that emerge solely from 
interactions at lower-level components of the systems. Moreover, the absence of external 
directing influences is imperative to (biological) self-organizing systems. That is, systems 
from nature organically adapt to changes in the environment, and artificial systems can 
benefit from exhibiting such adaptivity (Holland 1992). In summary, the prevailing 
elements of self-organization in biological systems seem to be: (i) absence of external or 
central control (i.e., autonomy), and (ii) local interactions that induce global behaviour 
(i.e., cooperative behaviour). As such, biological systems provide inspiration for 
designing logistics control systems, where external control is limited and decision-
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making is initiated through local interactions between autonomous assets, which we 
denote by self-organizing logistics (SOL).  

This chapter addresses the notion of SOL through a systematic literature review. A 
notion related to SOL is that of agent-based systems, which are widely applied in logistics 
through an abundant stream of literature, see, e.g., Caridi and Cavalieri (2004), Lee and 
Kim (2008), and Fiedler et al. (2019) for reviews. However, we are more broadly 
interested in the concept of SOL and aim to explore all types of self-organizing logistics 
and expose their features. Therefore, we review the logistics literature in a broad sense 
and do not focus solely on a specific solution method (e.g., agent-based systems). We do 
so by utilizing the systematic literature review methodology of Durach et al. (2017) in 
order to assess the state-of-the-art, to identify promising research areas, and to address 
the challenges that the logistics sector faces.  

There are many developments in the field of self-organization in logistics – or self-
organizing logistics (SOL) – but these are not always clearly visible within the literature. 
Academic works are sparsely distributed throughout various outlets and domains, as self-
organization is an interdisciplinary study that combines many different aspects, such as 
the delegation of control, emergent behaviour, and complexity theory. Moreover, self-
organization is not always addressed as such, as a clear and universally applicable 
definition of SOL seems to be lacking, complicating the search on theories, 
formalizations, methodologies and applications of SOL. The current literature lacks an 
endeavour to provide a systematic overview of SOL and thus there is limited insight into 
studies related to SOL and which research topics are still open. Therefore, we aim to 
provide the reader a comprehensive overview and deeper understanding of the 
applicability and features of self-organization within the logistics sector. We do so by 
presenting a descriptive framework that serves as a typology for SOL, further discussed 
in Chapter 3. Moreover, we unify the findings of the review and the use cases presented 
in this thesis, in a two-dimensional SOL matrix alongside the notions of autonomy and 
cooperativeness, allowing researchers to position and compare works related to self-
organizing logistics. This framework is further discussed in Chapter 11. 

Before conducting the literature review, we elaborate on the notion of SOL and 
related literature in Section 2.2. In Section 2.3, we present the systematic literature review 
process and present the acquired insights in Section 2.4. We close with conclusions in 
Section 2.5. 
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2.2  Related literature and research context 
Despite the lack of a structural review and analysis of SOL, the need and potential to shift 
from conventional approaches (e.g., global optimization) to methods leaning towards 
autonomy and self-organization, is underlined throughout literature. For example, 
Windt and Hülsmann (2007) mention that the logistics sector faces increasing 
complexity in decision-making processes and simultaneously faces high customer 
expectations, resulting in that centralized planning and control systems are no longer 
adequate to manage such complexity in a feasible manner. According to the authors, this 
characterizes a ‘paradigm shift’ from centralized control of ‘non-intelligent’ items to 
decentralized control of ‘intelligent’ items, for example regarding intelligent decision-
making in an ‘automatic stock control’ system. Moreover, ‘decentralized autonomous 
control’ intends to improve performance by coping with such complexity in a distributed 
and flexible fashion (Scholz-Reiter et al. 2011). This is also underlined by Wagner and 
Kontny (2017, p. 255) who state that “the main drivers for the development and 

implementation of self-organizing adaptive operation processes are the increase of 

flexibility while lowering costs in times of growing consumer demand”, and present a use 

case on automated and self-organizing data analysis to establish an adaptive supply 
chain. Moreover, the aforementioned elements are included in the work of Serugendo et 
al. (2005), who state that the absence of external control, decentralized control, and 
dynamic operations are important properties of self-organizing systems. Also, they 
provide characteristics of self-organizing systems, including endogenous global order, 
emergent behaviour, simple local rules, instability, adaptivity, and complexity. Lastly, 
Gershenson (2007, p. 34) notes that self-organization is not the only approach for 
designing and controlling systems, but it “can be very useful in complex systems where the 

observer cannot a priori conceive all possible configurations, purposes, or problems that the 

system may be confronted with”, and mentions traffic control, distributed robotics, and 
complex software systems as examples of such systems. Despite these early advocates of 
SOL, systematic analyses of SOL seem to be limited so far. 

As discussed in the previous section, the notion of self-organization originates from 
natural systems. In particular, the field of complex (adaptive) systems studies self-
organization and related emergent phenomena in both natural and artificial systems 
(Bar-Yam 2020; Camazine et al., 2003). However, given the scope of this thesis, the 
discussion of the related literature will be limited to self-organizing logistics (Section 
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2.2.1). Moreover, based on the analysis of the related literature, we provide a definition 
of SOL in Section 2.2.2. 

2.2.1 Self-organizing logistics 

One of the first papers that specifically uses the term ‘self-organizing logistics’ is the work 
of Bartholdi et al. (2010), who identify advantages and disadvantages of SOL, and provide 
a practical application for assembly lines. The authors denote logistics systems as self-
organizing when they “can function without significant intervention by managers, 

engineers or software control”, and view self-organization as a promising way to solve 

problems in logistics due to its ease of implementation, adaptivity, and minimal data 
requirements. In their approach to control assembly lines, the authors propose a simple 
rule stipulating that workers are no longer assigned to a single workstation, but rather 
workers are numbered. Each worker carries work forward from station to station until 
they are finished or when another worker takes over. In those cases, the worker walks 
back upstream and takes over the work of the first worker with a lower number. Under 
the assumptions that worker productivity can be modelled as a (walking) velocity, and 
that the work effort is spread continuously and uniformly along the line, the authors 
show that such an assembly line balances itself, when workers are sequenced from slowest 
to fastest. Their approach provides a robust solution when configured properly but may 
also show chaotic behaviour when this is not the case. The authors show that the 
decision-making processes of handovers to other workers, according to the principle 
described above, results in a self-organizing assembly line, where faster workers are 
eventually allocated more work. Moreover, in the work of Bartholdi and Eisenstein 
(2012), the same authors propose a ‘self-equalizing’ method of coordinating buses on a 
circular route such that they spontaneously equalize headways, without external control 
by managers or by the awareness of the bus driver. This is also an example of self-
organizing logistics. In an older paper, Bartholdi and Platzman (1989) address 
decentralized control of automated guided vehicles on a simple loop, focusing on 
elements like incomplete knowledge and autonomous decision-making, although not yet 
using the notion of self-organization. 

Next, Pan et al. (2017) further specify SOL, using the notions of openness, 
intelligence and decentralized control, but do not provide a practical application. In the 
view of these authors, a SOL system needs to (i) be open, such that actors (e.g., human 
individuals) or assets (e.g., vehicles) can freely join or leave the system, (ii) be intelligent, 
such that actors and assets in the systems are able to make decisions autonomously, and 
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(iii) have rule-based decentralized control with a system-wide common goal and 
individual-wide protocols. Similarly to Bartholdi et al. (2010), they view SOL as a system 
“without significant intervention of humans and without central control by software”. 

Interestingly, these authors explicitly mention the absence of centralized control in their 
definition of SOL. Moreover, Pan et al. (2017) expect SOL to have the following 
advantages: effective, efficient, agile, flexible, resilient, and sustainable.  

Furthermore, several authors discuss specific examples of SOL without addressing 
its definition, including: transportation (Hongler et al. 2010), order fulfilment (Reaidy et 
al. 2014), Physical Internet (Sallez et al. 2015), as well as emergent behaviour in supply 
networks (Choi et al., 2001), and parcel distribution (Quak et al. 2019). The latter adopts 
the same definition as Pan et al. (2017) and is one of the few papers combining 
autonomous robots with SOL but lacks a general approach to be useful within the 
broader domain of logistics. More general approaches focus on other areas, such as 
cyber-physical systems (Gershenson et al. 2019), reverse logistics (Jaaron and Backhouse 
2015), and city planning (Rauws et al. 2020). To the best of our knowledge, literature 
lacks an endeavour to structure the multitude of attempts using various forms of control 
delegation within logistics, being it denoted by agent-based systems, decentralized 
control, distributed systems, holonic systems, autonomous control, or self-organization. 
This chapter aims to fill that void.  

2.2.2 Definition of self-organizing logistics 
For the sake of this thesis, we adopt a practical definition of SOL to classify and review 
the available literature. Our definition builds upon the descriptive definition of SOL 
presented in Bartholdi et al. (2010), and the notions presented in Pan et al. (2017), and is 
as follows: 
 

Self-organizing logistics is a logistics control system in which decision latitudes are 

– at least partially – delegated to intelligent, autonomous assets through 

decentralization, to achieve some form of optimization. 
 
Note that we use the somewhat loaded term optimization. By this we do not necessarily 

mean optimization from a mathematical point-of-view (i.e., explore a solution space to 

find an optimum given an objective function), but rather take a practical approach and 
use the term to denote preferrable, non-trivial behaviour of the system.  
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From this definition we distil three notions on which SOL is built – logistics, 
decentralization, and intelligence – providing a starting point for our literature review. 

Logistics 

The self-organizing properties of the control system should relate to decision-making for 
(complex) problems in the logistics sector. The decision-making capabilities should (at 
least partially) rest at autonomous assets within the domain of logistics. These may 
include, amongst others, transportation resources (e.g., trucks, ships, delivery vans, cargo 
bicycles, drones, and automated vehicles), transportation units (e.g., containers and 
pallets), storage locations, or (mobile) robots.  

Decentralization 

Opposed to Pan et al. (2017), we do not rule out any form of central control. More 
specifically, we use the term distributed control, or decentralization, as opposed to 

decentral control, as the latter hints at a fully decentralized system without any central 
elements. In a distributed control system, some or all (i.e., a fully decentralized system) 
of the decision-making capabilities are distributed throughout the control hierarchy, 
typically to lower levels in the hierarchy, which we denote by the concept of 
decentralization. We argue that many systems inhabit at least some central or 
supervisory elements. Even a fully decentralized system in practice often has a central 
body that dictates the system goals or the decision-making rules for the autonomous 
assets. Even when this is not the case, autonomous assets may still benefit from some 
degree of centralized control, for example when (i) decentral units are not able to reach 
a mutual understanding, (ii) the established self-organization shows unintended or 
chaotic behaviour, or (iii) the system reaches a scenario in which the decision-making 
capabilities of the decentral units are no longer sufficient. More generally, we may see 
SOL systems in which decentralized decisions are based on centralized information, or 
centralized decisions are based on decentral information (e.g., decentral assets share part 
of their data). However, we exclude fully centralized decision-making (i.e., central 
information and central decision-making), as in that case all decision-making logic and 
power resides within a single system or stakeholder, typically deploying global 
optimization, which does not exhibit self-organizing behaviour.  
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Intelligence 

In order to establish autonomous behaviour and reach some form of optimization, the 
autonomous assets need to have a certain level of intelligence in order to make decisions 
autonomously. This may range from basic rule-based logic to self-learning units that 
adapt to their environment. Note that decision-making by autonomous assets is a 
characteristic of self-organizing systems, and thus, in our view, self-organization goes a 
step further than autonomous control (e.g., by being able to show emergent or 
unexpected behaviour). 

2.2.3 Research context and demarcation 

Before performing the systematic literature review based on the methodology proposed 
by Durach et al. (2017), we first need to identify a useful demarcation and select 
appropriate keywords for the search strategy. As a pre-processing step of our review (see 
also Figure 2.2), we first need to find related keywords. Recall that our focus is on self-
organization, logistics, and decision-making. We therefore first try to find relevant 
keywords for each of these focus areas.  

First, to find keywords related to self-organization, we consulted review articles on 
self-organization, using Scopus. We visualized the top keywords of the literature found 
by this strategy using VOSViewer (see Section 2.3.3 for details) and included relevant 

keywords in the search. We found that relevant papers are often connected to the 
following keywords: distributed control, decentralized control, decision, multi-agent, 
agent-based, and holonic. In our next step, we included the abovementioned relevant 
keywords using the OR operator and limited the search results to relevant domains, 
resulting in over 192,000 papers, of which roughly 2,000 reviews. Although the number 
of results is too large to manually review, we found useful keywords related to self-
organization from this analysis.  

Second, to find keywords related to logistics, we consulted review articles on 
logistics. From the keyword visualization tool, we found that the logistics domain is 
simply too broad for a comprehensible SLR on self-organization. Therefore, we limited 
our scope and decided to focus on the transportation domain as this aligns with the focus 
of this thesis.  

Lastly, we aimed to find keywords related to decision-making. We searched for 
papers that have at least one keyword from both of the following sets: (i) intelligent, 
adaptive, optimization or autonomous, and (ii) planning, routing, scheduling, algorithm, 
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decision support, decision-making or problem solving. After limiting this query to the 
domain of transportation, we found 516 review articles.  

Using this step-wise approach and by visualizing the top keywords of each of the 
three focus areas, we tried to obtain a search strategy free from bias and to balance the 
workload of reviewing the papers without limiting our focus too much. The search 
strategy for the keyword analysis and the final search strategy are further discussed in 
Section 2.3.3. 

2.3  Systematic literature review 
The goal of this chapter is to provide a state-of-the-art overview of the use of self-
organizing principles in logistics. We specifically focus on intelligent decision-making to 
control or optimize logistic operations, by analysing and synthesizing the extant 
literature and revealing promising research directions. This review adopts the Systematic 
Literature Review (SLR) methodology proposed in Durach et al. (2017), which consists 
of the following six steps: (1) define the research questions, (2) determine the inclusion 
and exclusion criteria, (3) determine search procedures, (4) select pertinent literature 
based on inclusion/exclusion criteria, (5) synthesize literature, and (6) report the results. 
These steps are discussed in dedicated subsections 2.3.1 to 2.3.6.  

2.3.1 Research questions and theoretical framework 

The first step of the SLR methodology of Durach et al. (2017) is to define the purpose of 
the SLR. Our goal is to get an overview and understanding of self-organizing logistics in 
the extant literature. Our aim is to address the following research questions: 

• Which decision-making mechanisms are used in self-organizing logistics? 

• How can these decision-making mechanisms be decomposed into logistics, 
decentralization and intelligence? 

• What is the state-of-the-art regarding decision-making in self-organizing 
logistics?  

• How to synthesize all elements related to self-organizing logistics in a 
descriptive framework? 

• How to classify, position and compare literature in the field of self-organizing 
logistics? 

2.3.2 Inclusion and exclusion criteria 
The criteria to select studies as well as the reasoning behind each criterion are presented 
in Table 2.1. 
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Table 2.1. Inclusion and exclusion criteria. 

Inclusion criteria  Reasoning 
Paper published between 1991 and 2021 
(available online included) 

 Papers published in the past thirty years 

Paper published as journal article, conference 
proceeding or book chapter 

 Focus on high-quality papers and maintaining a 
breadth of scientific publications 

Paper written in English  English is the dominant language in logistics research 
Paper investigating (semi-)autonomous 
decision-making in logistics 

 Focus of this research 

Paper’s subject area should be part of one of 
the following domains: Computer Science, 
Engineering, Mathematics, Decision Sciences, 
Business Management or Economics 

 Relevant academic fields for this research 

Exclusion criteria  Reasoning 
Paper does not specify a specific application  Focus on (practical) applications in logistics 
Paper addresses people transportation or 
public transit 

 Beyond the scope of this research 

Paper addresses ride sharing or navigation  Beyond the scope of this research 
Paper addresses only IT components  No focus on decision-making capabilities 
Paper addresses only (off-line) global 
optimization methods 

 No self-organizing properties are expected 

Paper is a duplicate of an earlier version  Avoid duplicates and only use the latest version of a 
paper. 

 

2.3.3 Search procedures 
Our search procedure consists of three steps: (i) determine the scientific database that 
serves as a source, (ii) define a list of relevant keywords, and (iii) construct a search query. 
The first step of the search procedure is to locate relevant literature in the field of logistics 
in a well-known scientific database. For this review, we select the Scopus database as it is 
one of the largest abstract and citation databases of the world (see 
https://www.elsevier.com/solutions/scopus). 

The second step is to define a list of keywords. As discussed in Section 2.2.3, we 
utilize a bibliometric study to find related keywords, not initially included by the authors. 
We deploy the visualization tool VOSviewer to analyse the relationships between 
keywords and identify the topmost frequent co-occurring keywords, comprehensively 
covering all aspects of our research problem. Based on this procedure and the application 
of multiple combinations of keywords, we aim to find an exhaustive list of relevant 
literature. Recall that in Section 2.2.3, we base our search query on intelligent decision-
making in logistics and found that the field is simply too broad for a useful survey, so we 
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limit ourselves to transport and routing. Using VOSviewer, we construct a bibliometric 

map based on the search query shown in Table 2.2, filtered on the 2000 highest cited 
papers. All keyword groups are combined using the AND operator in the search query. 
The bibliographic map is in shown in Figure 2.1. 

 
Table 2.2. Search strategy for keyword analysis. 

Keyword 
group 

Search query 

1 TITLE-ABS-KEY [transport* OR routing]  

2 

TITLE-ABS-KEY [Self-organising OR self-organizing OR cyber-physical OR Internet of 
Things OR Physical Internet OR multi-agent OR agent-based OR holonic OR 
distributed control OR decentralized control OR distributed decision OR decentralized 
decision]  

3 TITLE-ABS-KEY [intelligen* OR adaptive OR optimi*ation OR autonom*] 

4 TITLE-ABS-KEY [planning OR routing OR scheduling OR algorithm OR decision 
support OR decision-making OR problem solving]  

5 

NOT TITLE-ABS-KEY [biological OR biochemical OR animal OR cell OR psycho* OR 
drug OR clinical OR disease* OR hospital OR chemis* OR health-care OR health care 
OR healthcare OR thermo OR thermal OR lithium OR membranes OR graphene OR 
nanotechnology OR fluid dynamics] 

6 
LIMIT-TO [SUBJAREA , "COMP"] OR LIMIT-TO [SUBJAREA , "ENGI"] OR LIMIT-
TO [SUBJAREA , "MATH"] OR LIMIT-TO [SUBJAREA , "DECI"] OR LIMIT-TO 
[SUBJAREA , "BUSI"] OR LIMIT-TO [SUBJAREA , "ECON"] 

 
In the third step we build the final search query. After analysis of the bibliographic map, 
we found that many papers were related to transport, but not necessarily to logistics (e.g., 
ride-sharing and public transport). Therefore, we explicitly added the keyword ‘logistic’ 
to our search strategy. As a result, we found that some of the exclusion criteria (i.e., 
keyword group 5 in Table 2.2) were no longer required, as the final search query only 
brought papers relevant to logistics. The final search query for our SLR consists of six 
keyword groups and is shown in Table 2.3 

The first group limits our search to the field of logistics while the second group 
narrows this down to transport or routing. The third group consist of relevant keywords 
for self-organization and decentralization in general. The fourth group limits our search 
to only include papers that focus on intelligent or autonomous optimization, and the 
fifth group contains the decision-making problems we are interested in. The sixth group 
applies our inclusion criterion regarding relevant academic fields. All groups are 
combined using the AND operator.  
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Table 2.3. Final search strategy. 

Keyword 

Group 
Search query 

1 TITLE-ABS-KEY [logistic*]  
2 TITLE-ABS-KEY [transport* OR routing]  

3 
TITLE-ABS-KEY [Self-organising OR self-organizing OR cyber-physical OR Internet of 
Things OR Physical Internet OR multi-agent OR agent-based OR holonic OR distributed 
control OR decentralized control OR distributed decision OR decentralized decision]  

4 TITLE-ABS-KEY [intelligen* OR adaptive OR optimi*ation OR autonom*] 

5 TITLE-ABS-KEY [planning OR routing OR scheduling OR algorithm OR decision support 
OR decision-making OR problem solving]  

6 
LIMIT-TO [SUBJAREA , "COMP"] OR LIMIT-TO [SUBJAREA , "ENGI"] OR LIMIT-TO 
[SUBJAREA , "MATH"] OR LIMIT-TO [SUBJAREA , "DECI"] OR LIMIT-TO [SUBJAREA 
, "BUSI"] OR LIMIT-TO [SUBJAREA , "ECON"] 

2.3.4 Literature selection 
Based on the search query from Table 2.3, performed on February 9, 2021, we found 355 
papers relevant for our research problem. After screening the abstracts of these papers 
using the criteria from Table 2.1, 231 papers were selected for a full-text review. When 

Figure 2.1. Bibliographic map to identify keywords for final search strategy. 
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reviewing the full text, we paid specific attention to the applicability of the paper for our 
review and we again applied the exclusion criteria presented in Table 2.1. This resulted 
in the exclusion of 94 papers and finally, 137 papers were selected for review and analysis. 
All the steps of the literature selection process are shown in Figure 2.2. 

2.3.5 Literature synthesis and categorization 
We categorize the literature based on five criteria: (i) logistics, (ii) decentralization, (iii) 
intelligence, (iv) validation and maturity, (v) and the degree of self-organization. The 
first three criteria are equal to the notions on which we built our definition of SOL in 
Section 2.2.2. Moreover, we are interested in the validation and maturity of the 
approaches presented in literature. Lastly, we assess the degree of self-organization of 
each paper. All five criteria contain sub-criteria, as shown in the classification structure 
in Figure 2.3. How we use these criteria to classify the literature is further discussed in 
the remainder of this section. The 137 papers identified in this review are presented 
alongside the classification structure in Appendix I. The actual categorial analysis is 
presented in Section 2.4.1. We first discuss the five criteria below.  

Logistics 
The first group focuses on logistics and contains four sub-categories. First, the specific 
application area is addressed. During our review, we identified many different scopes and 
clustered these into 7 categories. For example, we found papers focusing on port logistics, 
container terminals, seaports and berth scheduling, and clustered these in the category 
Ports and Terminals. 

Abstract screening Screening of full texts

Papers identified
N = 355

Selected for 
full-text review

N = 231

Included in review 
and analysis

N = 137

Excluded
N = 124

Excluded
N = 94

Pre-processing phase to define keywords
(Section 2.3.3)

Reviews on 
self-organization

N = +/- 2000

Reviews on 
logistics

N = +/- 2600

Reviews on 
decision-making

N = 516

Set of useful 
keywords via 

bibliographic study

Final 
search query
(Table 2.3)

Figure 2.2. Steps in literature selection. 
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Figure 2.3. Literature classification structure. 

 
Second, the mode(s) of transport under consideration are identified and are assigned 

to one of 12 categories (e.g., trucks, trains, aircraft, and automated vehicles).  
Third, the size of the problem instance is considered. To create a categorial analysis, 

we identified four categories, depending on how many assets are included in the problem 
instance: small (1-10), medium (10-50), large (50-100) and very large (100+).  

Lastly, we identified which type of decision-making is considered. We clustered 
these in a commonly used typology in logistics, i.e., strategic, tactical, or operational 
decision-making. 

Decentralization 
The group of decentralization is split into four sub-categories: control hierarchy, 
delegation of control, degree of autonomy, and escalation levels. The first is used to 
classify the literature on control hierarchy (see Figure 2.4). We use three clusters to 
classify the control hierarchy: central, hybrid (proper- and modified hierarchical) and 
decentral (heterarchical). 
 

 
Figure 2.4. Control architectures (square = decision-making entity, circle = execution only). Adopted from Mes and Gerrits (2019). 

 
 

Logistics Decentralization Intelligence Validation and maturity SOL

Part of supply chain
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Decision-making capabilities

Environmental perception

Maturity

Case study

Genericity

Validation mechanism

Agent typology

SOL score

Self-organizing logistics classification

Centralized Proper hierarchical Modified hierarchical Heterarchical
(decentral)
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Second, the delegation of control is identified. This denotes which type of decisions are 
delegated for autonomous decision-making by the assets under consideration. Several 
clusters are identified. For example, velocity control and navigation are allocated to 
Vehicle Control and all decisions related to the planning and control of transport are 

allocated to Transport Planning. The third category denotes where the (autonomous) 

decision-making actually resides. For example, in a hybrid control hierarchy, decisions 
can be made centrally, decentrally, or a combination of both. The fourth category denotes 
whether there are any escalation mechanisms considered, for example, in certain 
scenarios a decentral autonomous unit may not be able to show useful behaviour and a 
central unit (or human supervisor) is asked for additional information, or the decision-
making is handed over to the central unit.  

Intelligence 
The intelligence group is divided into two sub-categories: decision-making capabilities 
and environmental perception. The first sub-category denotes the type of algorithm or 
heuristic being deployed to solve the problem at hand (e.g., agent-based or 
metaheuristic). The second sub-category denotes how the paper addresses the 
environmental perception of the autonomous assets (e.g., utilizing sensor data from IoT-
devices).  

Validation and maturity 
In this group, the validation and level of maturity of the literature is identified. We 
identify the genericity of the paper (ranging from low to high), which validation 
techniques are used (e.g., absent, simulation or real-life), and whether the paper includes 
a real-life or theoretical case study. Lastly, we assess the maturity of the paper (e.g., 
simulation, conceptual model, or pilot implementation).  

Self-organization 
The last category synthesizes the findings to assess the degree of self-organizing logistics. 
We are interested to which extent we are able to speak of SOL, based on the previous 
categories. We use a five-point scale to classify the literature: 0 – no autonomy or self-
organizing properties, 1 – very limited application of SOL, 2 – basic application of SOL, 
3 – advanced application of SOL, 4 – best examples of SOL. Additionally, as we will see 
in Section 2.4.1, the majority of the SOL literature uses the notion of multi-agent systems 
or agent-based modelling, hereafter simply referred to as MAS. During the review we 
found that the use of this notion differs significantly per paper and affects the degree of 
self-organizing logistics. Therefore, we classify the papers considering MAS using the 
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following typology: (i) the MAS is used as a decomposition method to break down a 
complex system, (ii) the MAS is used as a method to study the system in a simulation 
environment, i.e., agent-based simulation, (iii) the MAS is used to model already 
autonomous actors, i.e., collaboration between companies, and (iv) the MAS is used to 
delegate autonomous control to digital or physical assets. We expect that especially the 
latter two categories will play a role in SOL. 

2.3.6 Reporting of results 
The final step of the methodology of Durach et al. (2017) is reporting the results. We 
focus on a categorial analysis, which provides insights into the key aspects of SOL, 
alongside the elements of the classification structure presented in Figure 2.3. This 
analysis is presented in Section 2.4.1. 

2.4  Results and key findings 
The results rely on 137 articles included in the review, published between 1994 and 2021. 
83 papers were part of conference proceedings (61%), 47 were published in journals 
(34%) and 7 were book chapters (5%). Particularly for the conference proceedings, the 
included papers are spread out very thin over a wide range of different conferences, 64 
in total. Moreover, 36 different journals are included in the review. Based on our 
literature classification structure, we provide a categorial analysis in Section 2.4.1. In 
Section 2.4.2, we present the main insights of this review.  

2.4.1 Categorial analysis 

This section reports the findings of the categorial analysis from the literature review. We 
provide an overview of the classification of the papers alongside the classification 
structure presented in Section 2.3.5. The findings are presented in the following order: 
logistics (Table 2.4), decentralization (Table 2.5), intelligence (Table 2.6), validation, 
maturity, agent typology and SOL score (Table 2.7). The full categorization can be found 
in Appendix I. For every table, we briefly discuss two exemplary papers to highlight the 
use of self-organization for the decision-making process under consideration of those 
papers. 

From Table 2.4 we see that the majority of papers included in the review focus on 
transport (74) and particularly on trucks (68). 25 papers focus on internal logistics or 
material flow, in which often automated vehicles and robots are considered (16). 
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Table 2.4. Classification of papers regarding logistics. 

Logistics 

Category Value #  Category Value # 
Application area General transport 74  Decision type Strategic 4 

Internal logistics and material 
flow 

25   Tactical 17 

 City and urban logistics 14   Operational 114 
 General supply chains 8   Not 

specified 
2 

 Ports and terminals 7     
 Inter- and multi-modal 

transport 
7     

 Agriculture 1     
 Reverse logistics and spare 

parts 
1     

       
Mode of 
transport 

Trucks 68  Problem instance 
size 

Small 37 
Automated vehicles and 
robots 

16  Medium 36 

Aircraft 1  Large 12 
 Bikes 2  Very large 23 
 Delivery vans 4  Not 

specified 
29 

 Generic vehicles 7     
 Barges and vessels 8     
 Internal transport 4     
 Multimodal 6     
 Cars 2     
 Trains 4     
 Other 3     
 Not specified 12     

 
Over 80% of the papers focus on operational decision-making, which can be expected 
given the notion of self-organizing systems, where decision-making typically involves 
real-time or online problems. Moreover, the size of the problem instance is often not 
specified (29 papers). These are typically papers that have a low maturity (e.g., ideation 
phase) or do not provide a case study. Interestingly, many papers have a small or medium 
problem instance size. Given the decentralization aspect of SOL, it would be expected 
that particularly large problem instances benefit from SOL, yet such instances are rarely 
observed in the analysed papers. Further analysis shows that of the papers that deploy a 
central control hierarchy, 73% have a small or medium problem instance. For the other 
control hierarchies under consideration, the size of the problem instances is roughly 
evenly distributed (i.e., 50% small or medium and 50% large or very large). How self-
organization can aid decision-making in logistics is illustrated using two examples below.  



38 

First, to illustrate self-organizing decision-making in supplier/customers relationships, 
Berndt (2013) focuses on tactical decision-making in general supply networks and uses 
a self-organizing mechanism to aid decision-making regarding the order/delivery 
processes. The author models the supply network actors as autonomous agents and 
models the business relations between entities as either the role of a supplier or the role 
of a customer. Each agent has a different objective according to its role and is represented 
by a utility function and a selection method. The supplier aims to fulfil orders; if not all 
orders can be fulfilled, the supplier prefers regular customers due to their predictability. 
A customer agent has two objectives: (i) maximize the number of fulfilled orders, and (ii) 
minimize the number of receivers per message to ensure low communication efforts. The 
author shows through simulation that his approach autonomously decides upon 
relationships between suppliers and customers, without a priori assumptions about agent 
characteristics or negotiations, with near-optimal performance regarding customer 
satisfaction and fulfilment rates.  

Second, to support interdependent task planning, Ter Mors et al. (2004) present a 
framework for coordinating autonomous planning agents. They propose a coordination 
method that guarantees a solution to a joint planning problem whatever plans agents 
may have constructed independently, whilst respecting the autonomy of each individual 
agent and with limited information sharing. They apply their approach to a multi-modal 
planning problem with stand-alone planners that requires joint efforts of several 
planners that are dependent on each other. They compare their approach to other 
(centralized) planning systems, concluding that their approach only requires a fraction 
of computation time and outperforms the other systems with respect to plan quality. 

From Table 2.5 we see that roughly half of the papers (68) focus on a decentral 
control hierarchy, which is in line with the notion of self-organization. Moreover, many 
papers propose a hybrid control hierarchy (42), combining central and decentral 
elements. In biological self-organizing systems, central control is fully absent, but from 
this analysis it can be concluded that artificial self-organizing systems tend to include 
some central elements. Nevertheless, the (decision-making) autonomy resides in roughly 
70% of the papers (92) fully at the decentral level. Furthermore, the decisions that are 
delegated are mostly related to transport planning, which is in line with the part of the 
supply chain most papers focus on. Interestingly, only four papers include some form of 
escalation level (e.g., human involvement). The remainder of the papers fail to identify 
that autonomous control system may not adequately solve the problem at hand or may 
result in unintended or chaotic behaviour. From our perspective, this can be explained 
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in three ways: (i) the authors simply do not consider the possibility of this behaviour, (ii) 
the delegation of control is used as a decomposition method, or (iii) the decentral assets 
are strictly bounded in their autonomous decision-making by (rule-based) heuristics 
with predictable outcomes.  

 
Table 2.5. Classification of papers regarding decentralization. 

Decentralization 

Category Value #  Category Value # 
Control hierarchy 
 

Central 25  Where is the 
autonomy? 

Central 32 

Hybrid 42   Hybrid 10 
 Decentral 68   Decentral 92 
     Not specified 3 
Delegation of 
control 

Transport 
planning 

80  Escalation levels None 133 

 Routing 7   Active involvement 3 
 Intralogistics 7   Additional 

information 
1 

 Vehicle control 5     
 Resource 

scheduling 
5     

 Network design 4     
 Allocation 2     
 Manage processes 2     
 Multiple decisions 2     
 Other 5     
 No delegation 12     
 Not specified 6     

 
An example of the aspect of decentralization is presented in Jaaron and Backhouse 
(2015). The authors focus on reducing reverse logistics costs, caused by inefficiencies in 
forward logistics, by empowering employees to learn from and interact with customers 
to create informal learning on the causes of failures and unsatisfied customers. The 
authors recognize the added-value of self-organization when encountering random 
events and failures. These opportunities are achieved through decentralized, team-based 
informal structures that enable knowledge sharing and learning emergence. Another 
example includes the work of Feng et al. (2017), who propose a decentralized decision-
support system for hinterland transport. They argue that a centralized planning system 
can optimally coordinate all stakeholders regarding their schedules and resources but 
requires full cooperation from all stakeholders and undermines the autonomy of the 
decision-makers. Their decentralized approach enables every single party to preserve 
their autonomy and requires only limited information sharing.  



40 

Table 2.6. Classification of papers regarding intelligence. 

Intelligence 

Category Value #  Category Value # 
Decision-making 
capabilities 
 

Agent-based 64  Environmental 
perception 

IoT 20 
Exact method 18  Traditional IT 5 
Meta-heuristics 16  GPS 2 
Other heuristics 15  Geo-data 3 
AI-based 11  Sensors 2 
Simulation 
heuristics 

1  Physical Internet 6 

Not specified 12  Wireless networks 1 
     RFID and barcodes 6 
     Not specified 89 

 
From Table 2.6 we see that predominantly agent-based systems are used as a solution 
method for SOL. Further analysis shows that 90% of the agent-based systems have a 
decentral or hybrid control architecture. Interestingly, also exact methods are used quite 
often and are used in all types of control hierarchies. Further analysis shows that papers 
using an exact solution method have a low SOL score, whereas agent-based systems have 
a higher SOL score. This is further discussed at the end of this section. Moreover, 89 
papers do not address the environmental perception of the assets. If addressed, IoT-
devices are used most often (20 papers).  

As an example of intelligence in SOL, Yu and Haisheng (2020) present a method for 
path planning for automated guided vehicles based on deep reinforcement learning such 
that the vehicles have self-learning abilities to cope with unknown environments and 
have the ability to adapt to dynamic environments. Another example of intelligence in 
SOL is given by Van Heeswijk (2020), who presents an algorithm for smart containers to 
learn bidding strategies. The key notion is that bidding experiences are shared among 
containers, enabling them to jointly learn policies while retaining autonomous bidding 
capacity and safeguarding sensitive information. The study indicates that decentralized 
learning can yield high-quality negotiation policies, even in case of rudimentary IoT 
intelligence. Moreover, we scored the papers based on our view on how well the paper 
fits the characteristics of SOL, ranging from no self-organizing control to fully self-
organizing control (i.e., close to biological self-organizing systems). We found that six 
papers do not consider any form of local autonomy (e.g., fully centralized control), and 
23 papers have only a very limited application of SOL, i.e., only one or a few elements 
addressed in the paper can be considered as self-organizing. Most papers have a basic 
application of SOL (50), and 40 papers have an advanced application of SOL. Lastly, we 
classified 18 papers as ‘best of breed’ applications of SOL, showcasing the state-of-the-art 
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of SOL. Interestingly, papers with a high SOL score also tend to score high on the MAS 
typology. Some of the papers with high scores include Van Belle et al. (2011), who focus 
on bio-inspired coordination of cross-docking operations, Sun et al. (2010) who provide 
a novel approach for decentralized teams of autonomous robots for intra-logistics, 
Bartholdi et al. (2010) who deploy self-organizing assembly line workers, Feng et al. 
(2017) who focus on inter-organizational decision-making for transportation planning 
in a collaborative fashion, McKelvey et al. (2009) who take an electronic auction 
approach to facilitate interactions between smart parts and transportation firms, 
Carpanzano et al. (2014) who focus on reconfigurable transport systems for inbound 
logistics, and Berndt (2013) who shows that coordination based on mutual cooperation 
of autonomous agents in supply chain networks, can lead to self-organizing and near 
optimal performance. 

 
Table 2.7. Classification of papers regarding validation, maturity, SOL score and MAS typology. 

Validation and maturity 

Category Value #  Category Value # 
Maturity Simulation 99  Genericity Low 24 
 Conceptual model 13   Semi-generic 62 
 Numerical 

experiment 
4   High 46 

 Ideation 1   Very high 5 
 Deployed 5     
 Prototype 8     
 Development phase 1     
 Design phase 4     
Case study Yes (real-life) 47   Validation Yes (simulation) 88 
 Yes (hypothetical) 28   Yes (real-world) 9 
 No 58   Partially 5 
 Not specified 4   No 35 

SOL score and MAS typology 
Category Value #  Category Value # 
SOL score No autonomy (0) 6  MAS typology Not applicable 33 
 Very limited 

application (1) 
23   Decomposition 

method 
37 

 Basic application (2) 50   Agent-based 
simulation 

12 

 Advanced 
application (3) 

40   Modelling already 
autonomous actors or 
assets 

25 

 ‘Best-of-breed’ 
application (4) 

18   Delegation of control 
to physical assets 

30 
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2.4.2 Research trends and insights  
This section addresses the main insights of this review.  
 

1. Decision-making in logistics can be supported by the notion of self-

organization and benefits from autonomous decision-making, limited 

information sharing and adaptability.  
Throughout the literature, we found that self-organizing properties and self-
organization in general can aid decision-making in logistics in a wide variety of 
applications. Through the notions of decentralization and intelligence, logistics 
systems can become (more) self-organizing, resulting in comparable 
performance to centralized systems, whilst benefiting from autonomous 
decision-making, respecting stakeholder integrity, limited data sharing, 
improved scalability, increased adaptability and ease of implementation. On the 
other hand, self-organizing systems can inhabit emergent behaviour, which can 
limit predictability and thus may limit acceptance from a managerial 
perspective.  

2. Few papers address self-organizing logistics directly or compare multiple 

approaches. 
Although many papers address autonomous control systems, where intelligent 
decision-making is performed by (autonomous) assets, few papers directly 
address this as a self-organizing system. This may be caused by the 
interdisciplinarity of self-organization, combining elements from agent-based 
systems, decentralized control, and autonomous decision-making. Researchers 
may be more familiar with these latter notions and thus prefer to use them. 
Nevertheless, self-organization is a broad notion that can be helpful to structure 
and compare research efforts in logistics, as we will see in Chapter 3. Moreover, 
with very few exceptions, the current literature lacks endeavours to compare 
non-self-organizing and self-organizing systems in terms of important KPIs or 
other qualitative measures. 

3. SOL is most often applied at the operational decision-making level by using 

decentral or hybrid control architectures.  
When control regarding autonomous decision-making in logistics is delegated 
to lower levels in the control hierarchy, it is typically done on an operational 
decision-making level. This can be explained by the fact that self-
organizing/decentral systems are useful in stochastic environments where fast 
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and short-term decision-making is crucial for operational efficiency. To avoid 
the mathematical complexity of global optimization for operational decision-
making, decentral or hybrid control hierarchies are often used. This is in line 
with self-organization in nature, where local decision-making and mutual 
cooperation induce global behaviour. The use of hybrid control hierarchies can 
be explained by the fact that sometimes intervening from a central level (e.g., 
having an overview of the entire system) is beneficial for system performance, 
especially in single-stakeholder environments. Moreover, as SOL is an artificial 
self-organizing system, central elements are often used to avoid full 
decentralized control (i.e., not having any influence on the decision-making 

process or not being able to intervene when undesirable behaviour occurs). 
From a practical point-of-view, this seems realistic.  

4. Self-organizing logistics systems have semi-generic to highly generic nature.  
Throughout literature, most papers design self-organizing systems with a semi-
generic to a highly generic scope. This is promising for the wide applicability of 
self-organizing properties in the logistics sector but may lack the details and 
specifics required to adopt SOL in practice. 

5. SOL applications are often basic and lack maturity and case studies, which has 

not changed in recent years.  
Although 40 papers are classified as an ‘advanced’ application of SOL, the 
majority of the papers only has a very limited or basic application of SOL. It 
seems most authors only use a basic concept of self-organization or 
autonomous decision-making, which is also exemplified by the lack of case 
studies that the maturity of SOL is currently mainly on a simulation level. 
Moreover, this has not changed throughout the years. Therefore, in order to 
advance the field of SOL, more advanced SOL applications – based on real-
world case studies – are required, ultimately leading to adoption in practice. 
Especially the latter is vital to demonstrate the usability, readiness, and business 
case of SOL. 

6. The majority of papers use agent-based modelling but is often used as a 

decomposition method.  
Throughout the literature review, we found that agent-based or multi-agent 
systems (MAS) are often used as terminology. However, the term MAS is often 
used with different meanings and therefore we introduced a MAS typology, as 
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discussed in Section 2.3.6. Although agent-based systems are often associated 
with decision-making by autonomous assets, it is often merely used as a 
decomposition method. That is, a complex (central) problem is broken down 
into smaller problem-solving units (i.e., agents) to reduce the complexity of the 
system. However, these type of decomposition methods are often used in single-
stakeholder environments where the necessity of decentral control systems – 
apart from reducing mathematical complexity – is limited, as all information 
used for decision-making is available and owned by a single (central) entity. In 
our view, self-organizing systems thrive better in dynamic environments with 
multiple stakeholders and with limited insight into global information. In such 
a system, through interactions based on local information, decisions are made 
by autonomous assets to reach a state where all stakeholders are satisfied (e.g., 
sharing of resources between (competing) stakeholders).  

7. The IT-component, the human role, and escalation levels are largely neglected 

in the literature. 
An important aspect of self-organizing systems is the ability of local assets to 
obtain and process information from their (local) environment. However, how 
this is taken care of in SOL is seldomly addressed in the current literature. The 
same holds for the role of human (planners) and how and when they should 
intervene in the autonomous decision-making processes of the local assets (this 
is particularly relevant in hybrid control architectures). 

2.5  Conclusions  
This chapter presented the results of the developments regarding self-organizing logistics 
in academic literature. To this end, we deployed a systematic literature review, including 
an initial bibliographic study to identify the most relevant keywords related to self-
organizing logistics based on a theoretical framework. We identified 137 papers related 
to self-organizing logistics and classified these papers using a classification structure 
alongside the following notions: logistics, decentralization, intelligence, maturity and 
validation, and the degree of self-organization. Our review provides the following main 
insights: 

1. Self-organizing logistics is an interdisciplinary study across many domains and 
relates to other concepts, such as agent-based systems, autonomous control, and 
decentral systems. In general, a self-organizing logistics system is an artificial 
system, based on biological self-organizing systems, and is founded on 
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autonomous decision-making by assets (i.e., absent or limited external control), 
and the ability of lower-level components to cooperate (i.e., establishing useful 
local interactions). 

2. Self-organization can aid decision-making in a wide variety of applications in 
logistics and currently most papers focus on applications of operational 
decision-making. 

3. Few papers address self-organizing logistics directly or compare multiple 
degrees of SOL. 

4. SOL applications are often basic and lack maturity and case studies, which has 
not changed in recent years.  

5. Classifying and comparing literature related to self-organizing logistics is often 
difficult due to its interdisciplinarity and the different terminologies used.  

 
To resolve the latter, we propose a descriptive framework in Chapter 3 containing fifteen 
elements related to SOL. We invite authors in the domain of SOL, autonomous logistics 
control systems, and agent-based logistics, to use this framework as a typology to position 
and clarify their work.  

In Chapter 11, after discussing several use cases in relation to SOL, we propose a 
two-dimensional framework to compare literature regarding SOL alongside two 
dimensions: the degree of autonomy and the degree of cooperativeness. This framework 

provides four categories of SOL and presents a path towards self-organizing logistics, 
revealing directions for further research.  
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 Chapter 3 
Self-Organizing Logistics Typology 

 
This chapter is based on: B. Gerrits, M. Mes, and W.J.A. van Heeswijk. 2022. Towards 
Self-Organizing Logistics: A Literature Review. Forthcoming. 
 
 
“A theoretical perfect labour system would consist of a specialist for each labour role, 

with the role performed in proportions appropriate to the colony's needs.” 
- Bert Hölldobler and Edward O. Wilson 

 

 
 

In this chapter, we discuss the implications of our review presented in Chapter 2. We 
address the current difficulty to compare research in the field of SOL and propose a 
descriptive, list-based framework. This framework can be used as a typology in the 
domains of SOL, autonomous logistics control systems, and agent-based logistics. The 
typology identifies fifteen elements pertaining to SOL across four groups: system 
architecture, cooperativeness, autonomy, and features.  

3.1  Descriptive framework 
Based on the results of the review presented in Chapter 2, we find that classifying and 
comparing literature is often difficult in light of SOL. As self-organization is an 
interdisciplinary study across many domains and relates to many other concepts, such as 
agent-based systems, autonomous control and decentral systems, it is difficult to get a 
systematic view on what a paper specifically addresses, which control methods are 
deployed, and how it compares to other literature. Therefore, we propose a framework 
that affords an approximate analysis of self-organizing logistics. This framework is based 
on the findings of the review presented in Chapter 2, and is augmented with elements 
from both the complex systems domain as well as the logistics domain, to provide a 
holistic typology for SOL. Regarding the latter domain, we also make use of the work of 
Bartholdi et al. (2010), Pan et al. (2017), and Böse and Windt (2007), which all list several 
useful (and sometimes similar) properties of autonomous control systems in logistics. 
We include the notions ‘ease of implementation’, ‘adaptability’, and ‘data requirements’ 
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addressed by Bartholdi et al. (2010), and ‘openness’ and ‘intelligence’ from Pan et al. 
(2017). Moreover, the notions related to autonomous control, as introduced by Böse and 
Windt (2007) are included. These are: ‘control hierarchy’, ‘decision-making method’, 
‘location of decision-making’, and ‘data source’. Lastly, notions related to (biological) 
self-organization such as ‘the micro-macro effect’, ‘interactions’, ‘level of order’ and 
‘dynamism’ are included based on the work of De Wolf and Holvoet (2005). This list is 
augmented with important elements related to SOL, based on the findings of the review 
presented in Chapter 2.  

This framework also helps practitioners to properly design and engineer complex 
systems, such that the system is configured to the needs of the user. For example, a 
configuration may be expressed in the ability to show self-organizing behaviour, system 
predictability, data requirements, the location where decisions are made, and 
adaptability. We do not argue that one configuration prevails over the other, but rather 
provide insight into how systems can be configured such that they are suitable for their 
intended purposes. Moreover, the outcome of a system configuration (e.g., global system 
behaviour) is a complex function of its inputs. Therefore, there is no simple function that 
adequately maps the inputs of a system (e.g., control hierarchy, level of autonomy, and 
number of interactions) to an output that indicates the self-organizing behaviour of a 
system. Most definitely, different configurations may eventually lead to similar system 
behaviour and likewise, similarly configured systems may yield different (global) 
outcomes. Similarly to self-organization itself, in which global behaviour cannot be easily 
deduced by the behaviour of its components, the degree of self-organizing logistics is a 
complex, ill-understood function of the design and configuration of the system.  

The framework presented in Table 3.1 identifies fifteen different elements of SOL, 
across four groups: (i) system architecture (related to control hierarchy, decision-making 
and data structure), (ii) cooperativeness (related to local interactions and system 
openness) (iii) autonomy (related to autonomous control), and (iv) features (regarding 
to system outcomes such as predictability and ease of implementation). For each element 
we provide multiple values, indicating a range of values that an element can take. Note 
that these values are context-specific. That is, when using the SOL typology to describe a 
certain system, the scope and demarcation of the system at hand needs to be determined 
first. To exemplify, one of the elements in the typology is control hierarchy. Let us focus 
on an example of a routing problem for AGVs (Automated Guided Vehicles) in a 
warehouse. When a decision-making system is deployed in which AGVs autonomously 
decide upon their routing, possibly through cooperation with other AGVs, one may 
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characterize such a control system as decentral. However, when looking at the warehouse 

as a whole, the (autonomous) routing function of the AGVs is only a small part of all the 
logistics processes that take place in a warehouse. Therefore, when the other processes 
are taken into account and are controlled in a rather centralized manner, one may classify 
such a system as mostly central. For the typology to be useful in describing a system in 

relation to SOL, one thus has to take into account a relevant scope and demarcation and 
look at the system from this perspective.  

From Chapter 2, we found that many authors only include information on very few 
of the elements we propose in our framework. For future works, we invite authors to use 
this descriptive framework as a typology to help structure and compare literature on self-
organizing logistics. Moreover, when using this framework, it is immediately clear to a 
reader which specific setting a paper focuses on. To illustrate the use of this descriptive 
framework, we use the work of Bartholdi et al. (2010) alongside this framework by 
indicating the applicable value for each element using an asterisk. 

All elements shown in the framework relate in some way to self-organizing logistics 
and this collection is the result of insights gained from the literature review presented in 
Chapter 2, as well as elements captured from the complex systems domain discussed in 
Chapter 2. In the remainder of this chapter, we discuss the fifteen elements in more detail.  

Note that the framework consists of generic elements and values, not necessarily 
pertaining to self-organizing logistics or automated transport systems. We hypothesize 

that the framework presented in Table 3.1 is also applicable, or at least useful, in a broader 
context than SOL. However, in this thesis we use and discuss the framework in the 
context of logistics and automated transport systems.  
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Table 3.1. Descriptive framework for SOL. Asterisks indicate how we position Bartholdi et al. (2010). 

Group # Elements Values 
Sy

st
em

 a
rc

hi
te

ct
ur

e 1 Control hierarchy Hierarchical (central) 
Mostly hierarchical 
(hybrid) 

Mostly heterarchical (hybrid) Heterarchical (decentral)* 

2 
Decision-making 
method 

(Approximate) optimization 
techniques 

Rule-based* Learning 

3 
Location of decision-
making 

Central Mostly central Mostly decentral Decentral* 

4 Location of data Central Mostly central Mostly decentral Decentral* 

C
oo

pe
ra

tiv
en

es
s 

5 Interactions None 
Exchange of 
information 

Cooperation via direct 
communication* 

Cooperation through 
stigmergy 

6 Openness Closed Open to data* Open to other actors/assets Fully reconfigurable 

A
ut

on
om

y 

7 Delegation of control None Some Many* All 

8 Level of order 
No order 
(chaos) 

Lowly order 
(chaotic) 

Highly ordered 
(structured)* 

Too much order 
(complex) 

9 Micro-macro effect Absent Well-understood* Ill-understood Not understood 

10 Dynamism Static (in equilibrium) Mostly static Mostly dynamic* 
Dynamic (far from 
equilibrium) 

Fe
at

ur
es

 

11 Intelligence System intelligence Mostly system Mostly collective Collective intelligence* 
12 Predictability Low Medium High* Very high 
13 Adaptability Low Medium High Very high* 
14 Data requirements Low* Medium High Very high 
15 Ease of implementation Low Low-Med Med-High High* 
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3.2  Elements of self-organizing logistics 
This section describes the fifteen elements of the SOL typology. Each element is defined 
and described with a high degree of abstraction to enable universal application within 
the logistics domain. 

1. Control hierarchy 
The control hierarchy describes the interrelatedness of all actors and assets in the 
system, as well as the hierarchical relations between them. Recall that in Chapter 2 
we identified four types of control hierarchies: centralized, proper hierarchical, 
modified hierarchical, and heterarchical (decentralized). The values this element can 
take are thus based on these four control hierarchies. The hybrid control 

architectures are expected to be either proper hierarchical or modified hierarchical, 
depending on the degree of decentralization. Based on the works of Dilts et al. (1991) 
and Mes and Gerrits (2019), we describe the four control hierarchies below, together 
with their advantages and disadvantages.  

Centralized control. In a centralized control architecture, all decision-making 
capabilities, information processing, and databases are executed and 
maintained within one central entity. This central entity sends command to 
lower level (non-intelligent) assets and receives information updates from 
them. Based on this (complete) aggregate information of the system, global 
control decisions are made. Through the use of global information, the central 
controller is able to optimize the system as a whole, and the status of the system 
can be retrieved from a single source. However, this also requires 
communication between all (local) actors and assets and the central system. A 
sufficiently high frequency and minimal delays are required to maintain an up-
to-date view of the system. Moreover, the speed of decision-making is typically 
slower than in distributed systems, especially in large, multi-user systems. Also, 
the reliance on a central control unit (i.e., a single point-of-failure), and the 
limited modifiability and extensibility due to the complex nature of a single 
central controller can be seen as disadvantages of a fully centralized control 
hierarchy.  

Proper hierarchical control. This control hierarchy has multiple control units 
and a leader-follower relationship between the hierarchical levels. Each control 
unit has its own purpose and function, and a control unit can be seen as the 
leader of (a set of) followers and use aggregate information from the followers 
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for decision-making. The followers have no recourse but to comply to the 
decisions from the leader. At the top of the hierarchy of a (proper) hierarchical 
control structure is a central unit that commits all control units to a unified and 
coordinated course of action to achieve global goals. Aggregate decisions are 
thus made on the highest level and decisions becomes more fine-grained when 
they pass through the hierarchy to lower levels. This type of control architecture 
suffers less from the scalability and modularity issues as in central control 
hierarchies, as control units (i.e., vertical slices) can be added without 

influencing the (sub-hierarchy) of other control units. This may also improve 
redundancy as other control units can assume (some of) the tasks of a failed 
control unit. Moreover, this control structure ensures that the size, 
functionality, and complexity of each control unit is limited. Due to the division 
of control, the tasks that must be executed in real-time are aligned with the 
planning horizon and sphere of influence of the control unit. However, this 
control hierarchy also has its disadvantages. For example, the computational 
power of local controllers may be too limited, and unreliable (or failure of) 
inter-level communication results in immediate shut-down of all lower-level 
control units connected to that communication link. 

Modified hierarchical control. To overcome the limitations of proper 
hierarchical control, the modified hierarchical control structure was proposed. 
In this control structure, each level is designed to have some form of autonomy 
with respect to higher levels. The main difference between the proper and 
modified hierarchical control structure is the ability of control units to 
cooperate, thereby loosening the leader-follower relationship. For example, a 
leader (control unit) may ask another leader to process some of its jobs without 
asking for permission from the (highest) control unit. This proves to provide a 
more flexible and robust approach compared to the proper form. However, by 
adding horizontal collaboration, the complexity of the system increases, and 
additional information processing and intelligence is required at the level of the 
leaders.  

Heterarchical control. This control from is the exact opposite of centralized 
control, in which all decision-making capabilities and information processing 
is performed at the lowest level of the hierarchy. This results in full local 
autonomy and a cooperative approach to global decision-making. The concept 
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of decision-making based on global or aggregate information is absent in this 
control structure. The behaviour of the (global) system is fully determined by 
autonomous assets and their cooperation, based on local intelligence and local 
information. Advantages of this control hierarchy include: reduced software 
complexity, reduced coupling, and implicit fault-tolerance. However, without 
any supervisory control, autonomous control units may show (or learn) 
unintended or chaotic (global) behaviour.  

2. Decision-making method 
In every SOL system, decisions are made to achieve some sort of optimization or 
preferred behaviour. We isolate three decision-making methods: (i) (approximate) 
optimization techniques, (ii) rule-based, and (iii) learning. 

The first method is a classic approach in mathematics and operation research 
and aims to maximize (or minimize) an objective function. Although one can 
distinguish between difference types of optimization techniques, see e.g., the 
taxonomy of Roni et al. (2022), we cluster them in a single category. Examples within 
this category include, exact methods like brand-and-bound and dynamic 
programming (which solve to optimality), heuristics (which are typically problem-
specific and use a constant search rule to produce good solutions), and meta-

heuristics like evolutionary algorithms and swarm intelligence (which are problem-
independent and use an adaptive search rule based on feedback from previous 

decisions, also to produce good solutions).  

The second method consists of deploying (simple) rules to make decisions, 
without reference to an objective function. Typically these are priority rules or 
decision rules. Note that heuristic rules, for example Nearest Neighbour, can also be 

seen as a simple rule. However, we distinguish between these two (simple) 
approaches as we view heuristics as a method to find a solution to a pre-defined 

optimization problem and view a rule-based approach as simple logic without 

(explicit) reference to a global optimization problem. 
The third method relevant for SOL is learning. In such a decision-making 

method, an intelligent agent tries to learn which decisions are favourable to achieve 
a goal by interacting with its environment. The agent can thus change its behaviour 
over time when better courses of actions are learned, or when the environment 
changes. 
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3. Location of decision-making 

This element denotes on which level in the hierarchy the (majority of) decisions are 
executed. For simplicity, we assume that any information processing (if required 
before decisions can be made), is also done at this level. Depending on the size, 
scope, and demarcation of the system under consideration, decisions can be made 
on different levels of the hierarchy. This element gives a simple and overall view on 
where decisions are made in the control hierarchy. This can be further detailed by 
deploying diagrams or schemes. For the location of the decision-making, we 
distinguish between: (i) central, (ii) mostly central, (iii) mostly decentral, and (iv) 
decentral.  

4. Location of data 
This element denotes where the (majority of) data is obtained in the control 
hierarchy. For example, data from IoT-sensors (decentral) or data from an ERP 
system (central). We again distinguish between: (i) central, (ii) mostly central, (iii) 
mostly decentral, and (iv) decentral. This element combined with the previous 
element, correspond to the axes of the framework on logistics control structures 
introduced by Hopman et al. (2022). 

5. Interactions 
This element describes how the actors and assets in the system interact with each 
other and with the environment. First of all, there simply can be no interaction in 
the system. In the second variant, there is an exchange of information between (some 
of) the assets in the system. The third variant deploys cooperation via direct 
communication. That is, assets are actively working together in an explicit way. The 
fourth variant is an indirect form of cooperation through the environment. When 

the actions of a specific agent influence the environment, which also contain other 
agents, these actions may also indirectly influence the other agents, as these agents 
may respond to changes in the environment. An example from nature is the use of 
trail pheromones by ants. By secreting chemicals from the body, an ant influences 
the behaviour of other ants sensing these chemicals. There is thus no direct 
cooperation, but behaviour is influenced by the environment. This concept of 
indirect cooperation is also known as stigmergy (Theraulaz and Bonabeau 1999).  

6. Openness 

Openness denotes to which extent a system is open to external influences. That is, 
the system boundary may be unset and open such that individuals or other parties 
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(actors, assets, companies, supply chains, …) can easily join and leave the system 
(Ballot et al. 2014). By that, SOL systems become extendable and reducible to offer a 
certain degree of flexibility (Pan et al. 2017). We distinguish between four degrees of 
openness: (i) closed, (ii) open to data, (iii) open to other actors/assets, and (iv) fully 
reconfigurable. First of all, the system can be closed where everything is more or less 
pre-defined. Second, the system can be open to external data. During run-time, the 
system can benefit from external information to make better informed decisions 
(e.g., traffic information). Third, the system can also be open for other actors or 
assets to join (or leave) the system. Once the system is open to other actors and 
assets, the system can be fully reconfigurable. That is, an extreme form in which the 

system is open to any kind of change and may result in a completely different 
configured system than originally defined. Reconfigurability may be particularly 
important to cope with disruptions, i.e., the system self-reconfigures (Kim et al. 
2015). Moreover, it can lead to the rise and fall of systems through competition or 
natural selection.  

7. Delegation of control 
The delegation of control refers to how much of the decision-making power is 
delegated to lower levels in the control hierarchy. This depends on the scope and 
boundary of the system under consideration. We distinguish between: (i) none, (ii) 
some, (iii) many, and (iv) all.  

8. Level of order 
The level of order denotes an aspect of self-organization that captures to which 
extent decision-making is based on historical memory. A system becomes less 

ordered when it loses historical memory. A system with no order cannot be expected 

to show useful behaviour, but also a system with too much order can organize itself 
into conditions so complex that no useful functionality can be expected (De Wolf 
and Holvoet, 2005). We distinguish between four levels of order: (i) no order 
(chaos), (ii) lowly ordered (chaotic), (iii) highly ordered (structured), and (iv) to 
much order (complex).  

9. Micro-macro effect 
The micro-macro effect refers to properties, behaviours, structures or patterns on a 
global (macro) level that arise from interactions at a lower (micro) level of the 
system. Such properties are also referred to as emergents (De Wolf and Holvoet, 
2005). This element denotes whether such a micro-macro effect is present and if so, 
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how well it is understood. We distinguish between four variants of this effect 
relevant for SOL: (i) not present, (ii) well-understood, (iii) ill-understood, and (iv) 
not understood.  

10. Dynamism 

The notion of dynamism denotes the degree to which the system is prone to changes. 
In rapidly changing environments there needs to be a continuous dynamic for the 
adjustment of system behaviour in order to maintain operational efficiency. This is 
also denoted by a far-from-equilibrium system. A far-from-equilibrium system is 

more fragile and sensitive to changes in the environment, but also more dynamic 
and capable to react than a system in equilibrium (De Wolf and Holvoet, 2005). We 
distinguish between four types of dynamism: (i) static, (ii) mostly static, (iii) mostly 
dynamic, and (iv) dynamic.  

11. Intelligence 
Intelligence is used not as a measure of how intelligent a system is, but rather where 

the intelligence emerges. System intelligence is defined as intelligence that emerges 
from global decision-making, and collective intelligence is defined as intelligence that 

emerges from a group of (simple) agents that cooperate. We therefore distinguish 
between four types: (i) system intelligence, (ii) mostly system, (iii) mostly collective, 
and (iv) collective intelligence.  

12. Predictability 
The predictability of a system refers to which extent the behaviour of a system is 
according to expectations when the system is situated in some state. That is, do the 

actors and assets act in a manner that is expected when they are confronted with a 
certain situation. We distinguish between four levels of predictability: (i) low, (ii) 
medium, (iii) high, and (iv) very high.  

13. Adaptability 
The adaptability of a system refers to the degree the system is capable to adapt (or 
react) to changes in an efficient manner. These can be internal changes (e.g., failures 
of equipment) or external changes (e.g., surges in demand). This can also be referred 
to as flexible. In other terms, when a system has a high degree of adaptability or 
flexibility, it tends to be more robust or resilient. We distinguish between four 

degrees of adaptability: (i) low, (ii) medium, (iii) high, and (iv) very high.  
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14. Data requirements 

This element refers to how much data is required for the system to be able to make 
decisions. For example, when a centralized system requires (up-to-date) data from 
all subordinate levels in order to deploy some sort of global optimization technique, 
we may classify this as (very) high data requirements. On the other hand, when an 
agent makes decisions based on limited domain knowledge and local data only, we 
may classify this as low regarding data requirements. We thus again distinguish 

between four levels of data requirements: (i) low, (ii) medium, (iii) high, and (iv) 
very high. 

15. Ease of implementation 
This element refers to the (technological) ease of implementation of the (proposed) 
system. We thus do not mean implementation issues like regulatory issues (although 
relevant when deploying automated solutions) and managerial acceptance. Rather, 
we take the perspective of Bartholdi et al. (2010,) who state the ease of 

implementation relates to only establishing a process, without paying much 

attention to precision. When a system subsequently fine-tunes itself due to self-
organization, a system is easily implemented. On the other hand, when every actor 
and asset in the system needs to be rigorously defined, modelled, and maintained, as 
well as their interactions and inner workings, the system can be viewed as difficult 
to implement. Again, we distinguish between four levels (i) low (i.e., difficult), (ii) 
medium, (iii) high, and (iv) very high (i.e., very easy). 

 
As discussed in the beginning of this chapter, there is no single configuration (i.e., 
selection of values on all fifteen elements) that can be viewed as superior, nor is expected 
to outperform other configurations. That said, some configurations make more sense 
than others for certain applications, or from a logical or practical point-of-view. For 
example, a closed centralized system that adopts global optimization in a rather static 
environment, tends to be highly predictable and show no self-organizing behaviour. 
Also, deciding whether or not a system is self-organizing highly depends on the 
boundaries of the system, as this directly specifies what can be seen as external control 
and what not. 
 Lastly, we acknowledge that some discussion may occur when applying our SOL 
typology to a certain use case or system. For example, there may be a difference of 
opinion on classifying the predictability of a system, or whether a system is denoted as 
mostly decentral or fully decentral. Although there may not be a scientific procedure to 
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resolve such discussions for every element, this is also not the aim of our descriptive 
framework. We aim to provide a tool for researchers and practitioners to think about 
and describe their work in relation to SOL, using the fifteen elements presented. The 
values presented for each element serve as guidelines to expose the breadth of each 
element. When researchers use the SOL typology to describe their work, and if they feel 
that their system does not (precisely) relate to one of the mentioned values of an element, 
we invite them to interpolate (e.g., medium-to-high in terms of predictability). Maybe 
more importantly, when working in a team on SOL, it is paramount that there is a 
consistent view within the team on each element of the SOL typology. 

To put the SOL typology to work, we describe the use cases presented in this thesis 
(Chapters 5-10) alongside this typology. To improve readability, we highlight several 
aspects of the typology per use case which we find characteristic for that use case. A 
detailed overview of all use cases presented alongside the SOL typology is presented in 
Appendix II. In many of the use cases we experiment with different perspectives on SOL 
and thus multiple realizations of the SOL typology are presented, given the specific 
configurations of the system. In Chapter 11, we will synthesize the findings of the 
literature review, the SOL typology, and the case studies presented in this thesis, into a 
unifying framework for SOL alongside the notions of cooperativeness and autonomy.  

3.3  Conclusions 
In this chapter, we presented a typology for SOL. We identified fifteen elements related 
to SOL across four groups: system architecture, cooperativeness, autonomy, and features. 
These elements were identified based on the findings of the literature review presented 
in Chapter 2 and augmented with insights from the complex systems domain. We 
presented the fifteen elements in a descriptive framework that affords an approximate 
analysis of SOL. By utilizing our typology, researchers and practitioners can explicitly 
stipulate how their (self-organizing) logistics control structure is designed. Moreover, the 
typology enables us to quickly identify alternative system designs. We advise authors in 
the field of self-organizing logistics to use our typology to describe their approaches and 
system designs. In Chapters 5 through 10 we present various use cases on SOL and use 
the presented typology to describe the system for each use case. 
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 Chapter 4 
Methodological Simulation Framework 

 
 

“All things are difficult before they are easy.” 
- Thomas Fuller 

 

 
 

This chapter presents a methodological simulation framework for self-organizing 
logistics. The framework is used to systemically address the development of coherent and 
useful simulation models to study (aspects of) self-organizing logistics. Moreover, it 
serves as a guide for researchers and practitioners who want to operationalize their 
general interest in self-organizing logistics into focused and clearly demarcated 
simulation studies. It does so through a step-based approach, in which project goals, an 
appropriate level of detail and relevant simulation aspects for SOL are specified and 
aligned, resulting in a solid conceptualization for research-oriented simulation studies. 
This chapter also serves as a general explanation of the simulation studies that are 
performed in Chapters 5 through 10 of this thesis.  

4.1  Motivation 
Researchers or practitioners interested in the concept of self-organizing logistics (SOL) 
can utilize the SOL typology presented in Chapter 3 to systematically address all elements 
related to SOL in a descriptive manner. This typology is useful to demystify the notion 
of SOL by identifying the key concepts (i.e., the fifteen elements in the typology), to 
establish a common view when researching SOL. It thus serves as a tool to expose how 
logistics systems are (currently) designed and may be configured in relation to SOL. 
Moreover, it reveals opportunities to modify logistics systems into alternative designs or 
configurations, which may show more favourable behaviour, and, ultimately, to become 
more self-organizing.  
 When one has used the SOL typology (i.e., to describe the current logistics system 
design and configuration) and has identified possible deviations (i.e., alternatives to the 
current logistics systems), one may be interested in the implications of these alternatives 
on certain performance indicators. The nature of these performance indicators can be 
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quantitative (e.g., throughput, fill-rate and customer satisfaction), qualitative (e.g., 
predictability, serviceability and adaptability) or a mix of quantitative and qualitative 
(e.g., fault-tolerance and quality of service).  

To prospectively study the impact of alternative designs and configurations on these 
performance indicators, and to provide insight into complex logistics systems, one can 
deploy simulation (Davis et al. 2007). Opposed to real-life deployment, simulation 
enables us to systematically explore alternative designs and test changes in parameter 
settings under various scenarios to assess system performance in a controlled 
environment. Simulation is suited to analyse complex and large problems, which are 
common in logistics. Analytical models would require more simplifications to establish 
a closed-form solutions for such large and complex problems. Typically, to study highly 
complex systems, complex mathematical models are required, precluding any possibility 
of an analytical solution (Law 2015). Moreover, given the multi-dimensionality of SOL, 
the impact of different courses of action may be highly uncertain and therefore real-life 
testing is risky or may result in managerial disproval. Furthermore, given the innovative 
nature of (some applications of) SOL, e.g., the use of automated vehicles or drones, 
regulatory burdens may arise for real-life testing. Lastly, the system that we wish to study 
might not even exist yet (as we will see in several use cases in this thesis). Nevertheless, 
we may be interested to study the behaviour of a system before actual realisation. Hence, 
simulation is a safe and convenient alternative to study SOL, at the very least as an initial 
exploration to quantify the impact of SOL under various scenarios. 
 As SOL can be applied in a wide variety of situations, each with its own 
idiosyncrasies, an attempt to establish a framework such as common in software 
development (i.e., an abstraction providing building blocks with generic functionality), 
would be futile. On the other hand, several simulation methodologies have been 
introduced throughout the literature to assist in executing a sound simulation study by 
following a step-wise approach, typically on a rather high level of abstraction (e.g., collect 
data, determine model content, and program the model). These type of simulation 
methodologies, some of which discussed below, aim to provide a generic approach to 
designing any type of simulation.  

To guide researchers and practitioners to develop useful simulation models with a 
focus on SOL, we propose a combination of both typical software frameworks and 
simulation methodologies. We do so by building upon existing simulation 
methodologies (e.g., generic step-wise approaches) and add specific elements related to 
SOL (e.g., delegation of control, cooperative behaviour, and learning abilities). We thus 
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propose a framework containing a mix of simulation methodology (i.e., a structured 
procedure to perform a simulation study) and simulation modelling (i.e., develop 
simulation models with elements pertaining to SOL). Hence, we use the term 
methodological simulation framework, and for brevity refer to it as simulation framework. 

To elaborate, a simulation study is defined as the overall effort to design or analyse a 

complex system by deploying simulation. A simulation model is a representation of a 
system that serves as a surrogate of a real-world system. Note that the development of a 
simulation model is just part of a simulation study (Law 2015). 

Regarding simulation methodology, many approaches have been proposed in the 
literature. The prevailing methodologies in the current literature stream, judging by the 
number of citations, seem to be the works of Shannon (1998), Law (2015), and Robinson 
(2014). Each of these methodologies provide a high-level, step-based, and iterative 
approach to performing a simulation study. We briefly discuss these three 
methodologies. 

• Shannon (1998) includes both the construction of the simulation model and 
the experimental use of it for studying a problem and presents a twelve-step 
approach to guide the process of developing and using a simulation model. 
These twelve steps can be clustered into three phases: (i) the preparation phase 
(containing the steps problem definition, project planning, system definition, 

conceptual model definition, preliminary experimental design and input data 

preparation), (ii) the programming phase (the translation of the model in a 
simulation language), and (iii) the usage phase (containing the steps verification 

and validation, final experimental design, experimentation, analysis and 

interpretation, and implementation and documentation). 

• Law (2015) presents a ten-step approach to perform a simulation study. It starts 

with formulating the problem and planning the study, similarly to the first two 
steps of Shannon (1998). The next step is data collection and model definition, 
including determining the level of detail. In the third step, the validity of the 
assumptions document is checked. Step 4 contains the programming of the 
simulation (and its verification), similar to the programming phase of Shannon 
(1998). When the model is programmed, pilot runs are made for validation 
purposes in step 5 and the programmed model is checked for validity in step 6. 
Lastly, steps 7-10 include the usage of the simulation model: designing 

experiments (step 7), performing simulation runs (step 8), analysis of the output 
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data (step 9), and the documentation, presentation and usage of the results (step 
10).  

• Robinson (2014) presents a relatively high-level approach, and identifies four 

key stages in a simulation study, partially based on the work of Landry et al 
(1983). The four stages are: (i) conceptual modelling, (ii) model coding, (iii) 
experimentation, and (iv) implementation. Note that these four stages roughly 
resemble some of the steps presented in Shannon (1998) and Law (2015). For 
example, the stage ‘model coding’ is very similar to the programming phase in 
Shannon (1998).  

First, note that all these methodologies include similar steps, although sometimes named 
slightly different. Second, note that none of these methodologies include specifics 
regarding simulation modelling, as is common in software frameworks. Of course, these 

methodologies are not intended to provide specific solution directions, but rather aim to 
provide generic steps in performing a simulation study. Although useful, we also wish to 
include specific modelling approaches related to SOL to provide a more tailored 
approach, specifically intended to study SOL, with a focus on automated modes of 
transport. We therefore augment the (common) steps of these methodologies with 
specific modelling approaches related to SOL. Our simulation framework is thus focused 
on the preparation phase and the modelling phase of Shannon (1998), where mainly the 

latter is extended compared to the currently established methodologies. 
Due to the generic nature of the usage/experimentation steps of the methodologies 

presented above, we merge them into a single step, containing everything from 
verification & validation, to experimentation, and to dissemination. We invite the reader 
who is interested in details of using a simulation model, to study the relevant steps 

presented in either Shannon (1998), Law (2015) or in Robinson (2014).  
Our framework does not contain (software-specific) programming guidelines. 

Rather, it is a tool to guide and structure a simulation study and to design or analyse a 
SOL system for automated modes of transport using simulation. After performing the 
steps of the framework, a well-founded point of departure is established to program a 
focused and useful simulation model, using any type of (discrete-event/agent-based) 
simulation environment. Throughout the remainder of this chapter, we illustrate the use 
of the framework using a running example. By no means we aim to enforce a certain way 
of working regarding programming, documentation, or model layout when developing 
simulation models and leave this to the creativity and preferred ways of working of the 
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programmer(s) developing the model. Nevertheless, we do provide several pointers to 
ensure and exemplify the usefulness of the framework. Our simulation framework aims 
to provide the following benefits: 

• It provides a step-based approach to structure simulation studies on self-
organizing logistics for automated modes of transport. 

• It explicitly addresses the identification of elements pertaining to self-
organizing logistics, resulting in a clear and common understanding of the 
simulation model, including its abstraction, assumptions and limitations.  

• It aids in developing and structuring simulation models that are clearly linked 
to conceptual models, distinctly highlighting the elements of SOL, thereby 
aiding in improving understandability and closing the gap between simulation 
and deployment (e.g., a pilot implementation).  

4.2  Simulation framework 
The proposed methodological simulation framework contains six steps and is depicted 
in Figure 4.1. The first three steps are focused on the why, what and how of the simulation 

(project), similarly to the methodologies discussed in Section 4.1. These first three steps 
define the basis for which the simulation is conducted and although these steps may 
come across as straightforward, they should not be skipped or treated lightly, and as such 
are an important part of the methodology.  

These first three steps ensure that the outcomes of the simulation model are in line 
with the goals of the project and aids in building credible simulation models, by 
establishing a common understanding on why the simulation project is executed, what 

is included (and excluded) and how detailed the model is. These first three steps result in 

a document containing: (i) the research questions, (ii) the key performance indicators, 
(iii) the scope of the model, (iv) the model assumptions and limitations, and (v) the 
required level of detail. After this iterative three-step process, Step 4 defines the 
components of the simulation model. This step focuses on the actors involved, the assets 
deployed, the functions required, and the environment in which the system operates. 
Step 5 focuses on control and exposes the autonomy (e.g., decision-latitude) and the 

intelligence (e.g., algorithms or heuristics) of the actors and assets defined in the previous 
step, as well as their interactions, including their interactions with the environment. Step 
6 encompasses everything related to data, including data requirements for all actors and 

assets (i.e., data required to perform the tasks they are charged with), as well as data 
requirements for the simulation itself (e.g., input parameters and data for validation 
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purposes). Moreover, the processing of data (e.g., translation of data or triggers into 
actions) by all actors and assets, is described. Lastly, data storage is addressed. Both for 
the simulation model itself (i.e., storage of simulation data for numerical analyses) and 
data storage of the actors and assets (i.e., reading and writing to internal and external 
databases).  
 Steps 4-6 thus focus on the specifics of SOL regarding the building and programming 
of the model. After the model is built, it needs to be used in order to achieve the goals of 
the study. Based on the works of Shannon (1998) and Law (2015), Step 7 focuses on 
coding and experimentation. That is, the actual programming in a simulation 
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Figure 4.1. Methodological Simulation Framework. 
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environment, the verification and validation of the simulation model, experimental 
design, performing simulation runs, analysing the output data, and gaining insights from 
the results. Each step is further substantiated in separate sections in the remainder of this 
chapter. We first introduce our running example. 
 

 

Running example: three-sided platform for on-demand delivery 
 
To illustrate the use of our methodological simulation framework, we introduce a 
simple running example. Let us focus on a platform-approach for on-demand last-
mile delivery. In this so-called three-sided platform, interactions are established 

between customers, suppliers, and crowdsourced drivers. A customer places an 
order from a supplier via an online delivery platform, and the order is delivered by 
an ad-hoc driver, who connects the customer and supplier by performing a delivery. 
These types of platforms are on the rise, exemplified by Uber, Netflix, Airbnb, eBay, 
Just Eat Takeaway, Brenger, and Deliveroo. In these types of platforms, the suppliers 
have to pay a commission (typically per confirmed order) for promoting their 
products on the platform. The crowdsourced drivers deliver the products and in 
return are paid a wage (negative commission). The customers are typically free to 
use the platform, but sometimes need to pay a commission. 
 Given this example, we are interested in how we can apply self-organization on 
the driver-side of the platform to improve performance, increase resilience against 
sudden changes in the environment, and to outperform competitors. The bigger 
question being: can we build a system inspired by nature, e.g., ant colonies, to 
control a fleet of (crowdsourced) drivers, and how does it perform? Ultimately, one 
may wonder whether an autonomous, cooperative, and self-organizing pool of 
drivers and/or automated vehicles is able to show global behaviour such that the 
platform outperforms competing platforms, making the platform more attractive 
for suppliers, and thus more orders (and thus revenue) are to be shared amongst the 
drivers. To study possible system configurations, we deploy simulation. 

Step 1 Goal formulation 
The first step of a simulation project to study SOL, is to identify the goal(s) of the 
simulation. This step is also included in all the simulation methodologies discussed in 
Section 4.1. The starting point may be a general interest in SOL and by using the SOL 
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typology, some interesting design alternatives or configurations can be found. After 
deciding that simulation is the tool of choice to study SOL for a particular use case, the 
goal(s) needs to be clearly defined and endorsed by all people involved in the project. 
Involved people may include (a group of) researchers, programmers, managers, 
employees, branch organizations or other parties that are interested in SOL. The goal 
should answer the question why the simulation project is to be executed (i.e., the 

motivation), how it aligns with business or research roadmaps, and what kind of results 
or insights are to be expected from the simulation study. After establishing the (one-
sentence) goal of the project, several research questions need to be identified to ensure 
that the goal can be achieved. Moreover, a (preliminary) set of KPIs needs to be defined 
in order to measure the impact of SOL and these KPIs should align with the overall goal. 
In our experience, deploying simulation to study SOL can be divided into three different 
types, discussed on the next few pages. 

Type I. Establish a valid simulation model of the as-is situation.  
In this type of study, the stakeholders are interested in developing a simulation model 
that resembles their current way of working in a valid and credible way. This can be 
seen as a first study to familiarize the involved people with simulation and SOL and 
to identify or further refine possibilities of what one could achieve with SOL. At this 
point in time, the stakeholders may not be entirely clear on what SOL is and what 
simulation has to offer. To avoid a quickly diverging list of possible courses of action, 
they typically first start small with the most well-known situation. The focus is thus 
not on yet exploring the impact of design alternatives or configurations, but rather 
on establishing a valid simulation model. It goes without saying that the validity of a 
simulation model is always relevant in any study, but in these types of studies, this is 
the main focus. Also, from a practical point-of-view, these types of studies are 
relevant as they are typically limited in scope with a few unknowns (e.g., collecting 
data for the simulation is simplified as it only focuses on the current situation). This 
ensures that such a project can be carried out with a relative low budget and in a 
manageable time-frame and serves as a first step to explore the possibilities of SOL 
for a specific use case. After a successful (first) study, a follow-up study of Type II or 
Type III can be initiated to further study SOL. 

Type II. Establish insight in the to-be situation.  

Opposed to Type I, in this type of study one is only interested in the to-be situation. 

For example, an interesting design or configuration alternative is identified using the 
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SOL typology and a study is initiated to study its impact. Although this type has its 
limitations regarding a fair comparison of the current situation with the new 
situation, as the current situation is not explicitly studied, it is a type of study that is 
commonly found in practice. Typically, such a study is initiated when stakeholders 
are not interested in studying the current way of working (that is something they 
already know), but only want to allocate time and budget to exploring alternate 
situations (i.e., answer what-if questions). Also, one may need to resort to this type of 

simulation study when the system has not been built yet. As the as-is situation is not 

explicitly studied, the results of the simulation may be difficult to interpret as typically 
many elements are changed simultaneously. Nevertheless, one can compare the KPIs 
of the current way of working, with the new way of working, using the outputs from 
the simulation model. This is of course only possible when assuming that the 
simulation model is valid, and the system actually exists. As there are limited 
possibilities to compare the outputs of the simulation with the current real-world 
performance, validation remains an issue. Consulting experts may diminish the 
extent of this issue. Results of such simulation studies should be interpreted with 
caution, but can, at the very least, provide insight in the best-case performance or give 

a ball-park estimate.  

Type III. Compare the as-is situation with the to-be situation.  

Ultimately, a SOL simulation study should be of Type III, where both the as-is 
situation and the to-be situation are explicitly modelled. After establishing a valid 

simulation model of the as-is situation, the results of the to-be situation can be 

analysed in a credible manner. Moreover, one can make small adjustments (e.g., one-
factor-at-a-time) to study the impact of specific elements (e.g., a transition from a 
central architecture to a decentral architecture). These studies provide the most 
credible and valuable results, but also require the most effort in both time and money. 

 
Before starting any SOL simulation study, the type of study according to the classification 
above should be made explicit. This ensures that all stakeholders understand what can 
be expected from the simulation and accept the advantages and disadvantages. It is of 
course possible to, for example, start with a Type II project to try to create traction and 
enthusiasm, and after successful completion, intend to raise funds for a Type III project 
to ensure valid results (having the advantage that only the as-is situation remains to be 

modelled).  
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Running example: three-sided platform for on-demand delivery 

 
For our running example, a logical choice would be to select a Type III study, such 
that we can fairly compare the current system(s) in place with our (to-be-developed) 
bio-inspired, possibly self-organizing system. With such a comparison we also aim 
to provide insights for practitioners (i.e., the owners of the platform) in the 
(dis)advantages of our novel, bio-inspired approach. A goal of such a study could 
be: provide insight into the impact of different control hierarchies, degrees of 

autonomy, and degrees of cooperation on both the individual level (driver level) and 

the global level (platform level). KPIs could include: driver responsiveness, tardiness 

per delivery, number of drivers required, number of jobs performed per driver, 
revenue per driver, and total costs associated to the platform. We give some 
examples of specific (research) questions that may be relevant for such a study:  

• How to strategically position drivers to anticipate on future demand to 
minimize response time?  

• To which extent should drivers be allocated by the platform to specific 
suppliers, or should drivers be autonomous, deciding on their own what to 
do and responding to orders from the platform, or from their local 
environment?  

• How to make sure that the orders are allocated fairly to the drivers? 
• How to divide labour in an efficient manner in a heterogeneous fleet (e.g., 

cars, vans, scooters, and bikes)?  

• How to determine proper wages for drivers such that they do not leave, and 
join a competing platform?  

• Should drivers of the same platform be fully cooperative or does a degree 
of conflict improve performance (over the long-term)? 

• To which extent should drivers make decisions based on experience, and 
to which extent should they be flexible to adequately respond to previously 
unseen situations?  

• Should drivers learn on their own or should they share their insights with 
other drivers?  

• How does local decision-making by drivers influence the behaviour of the 
system as a whole?  
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 The system can be tweaked and configurated in many different ways and the 
impact on the KPIs mentioned above are uncertain. We thus deploy simulation to 
assess the impact of different design alternatives. 

 

Step 2 Scope and demarcation 

Having established the goal (and type) of the study, the next step is to bring focus by 
defining the scope and providing a useful demarcation. This should in line with the goal 
of the project. A proper scope helps to have a clear view on the focus on the simulation 
model and avoids drifting away from the main goal of the simulation, as defined in Step 
1. This step typically also involves determining what is included and excluded in the 
simulation. When starting a SOL simulation project, most probably, many different 
opinions and topics of interest exist at the different stakeholders involved. However, not 
everything should be executed simultaneously. Rather, a (small) well-scoped and 
properly demarcated simulation model (with its limitations and assumptions) is 
preferred over an ill-defined scope and trying to include everything simultaneously in 
the model. Moreover, a roadmap could be developed to guide the process of future 
developments, describing the steps on how the simulation model can be extended 
throughout time. It is also common that additional insights and new topics of interest 
emerge while working on a simulation project, and as such, roadmap development also 
requires a certain iterative approach to allow for newly acquainted insights.  
 

 
Running example: three-sided platform for on-demand delivery 

 
As can be derived from the goal and questions we posed in the previous step, our 
scope is focused around the (crowdsourced) drivers of the three-sided platform. We 
see a useful demarcation as follows: the system is demarcated by everything included 
in the pick-up-and-delivery process of the drivers. That includes the pick-up 
locations (i.e., the suppliers), the drop-off locations (i.e., the customers), the idling 
locations of drivers (may coincide with the supplier and customer locations but may 
also include the home of the driver), and the network connecting all suppliers and 
customers (i.e., the infrastructure the drivers use for transport). At this point in time, 
we do not limit ourselves to a specific mode of transport and aim to model drivers 
in such a way that the simulation can be parametrized to represent different modes 
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of transport (e.g., cars, vans, cargo bikes, regular bikes, scooters, drones, and robots). 
Moreover, we wish to have similar parameters to determine whether a mode of 
transport is human-operated or not (i.e., automated modes of transport), and to 
determine the power source (e.g., combustion engine, electric, hydrogen, or 
manually operated). In this scope, we exclude the internal operations of the pick-up 
locations and also exclude disturbances caused by traffic congestion or weather 
conditions. 
 

Step 3 Level of detail 
In Step 3, a first overview of the level of detail of the simulation model is defined. An 
appropriate level of detail needs to be determined such that it aligns with the goal and 
scope. To exemplify, one may focus on a broad exploration of SOL by comparing many 
different configurations. On the other hand, one may focus on a specific element of SOL 
(e.g., degree of autonomy) and study its impact. A broad exploration would most 
probably require less details than an in-depth study on a specific element. Therefore, a 
decision needs to be made how detailed the overall model should be in order to answer 
the research questions. This may already result in a draft on how detailed certain 
components of the system should be, which is further analysed in Step 4. Law (2015) 
presents several guidelines to determine the level of detail, partially based on Robinson 
(2004). First of all, common sense dictates that a simulation model should be sufficiently 
detailed to answer the research questions, but not more detailed than that. Second, the 
more detailed the model, the more knowledge and data are required to adequately model 
this level of detail. The level of detail should thus be consistent with the data available. 
Third, in virtually all simulation studies, time and money constraints are a major factor 
in determining the level of detail. Lastly, when the number of potential interesting factors 
is large, it may be beneficial to start with a ‘coarse’ simulation model or analytical model 
to determine which factors are the most significant. A more detailed model can then be 
built only focusing on the most significant factors.  
 After processing the first three steps, a simulation plan, in the form of a written 

document should be established. This document should contain at least the research 
questions, the KPIs, the scope, the assumptions, the required level of detail, and the 
limitations. This document can be extended with other project management topics, like 
planning, division of labour, and agreements on intellectual property. These latter topics 
depend on the specific requirements and needs of the simulation study at hand.  
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Running example: three-sided platform for on-demand delivery 

 
Our simulation model should be able to easily model different types of cargo (e.g., 
food, parcels, flowers, and groceries) and to be able to model different (automated) 
modes of transport (as discussed at Step 2). Given this rather broad exploration of 
(self-organization in) on-demand delivery, the level of detail should be limited, i.e., 
a ‘coarse’ model in terms of Law (2015). For example, we do not include technical 
specifications of a mode of transport, but rather suffice in modelling its speed, 
capacity, power train, and possible idiosyncrasies (e.g., a drone can utilize the sky to 
transport goods whereas bikes cannot). We do not model details pertaining to 
specific modes of transport. For example, the speed of a drone depends on the 
weather conditions (e.g., wind speed). As we exclude weather conditions and traffic 
congestion, we thus also do not require details on this. To further refine our model 
in subsequent studies, we may include such details. Moreover, we model the world 
as a simple grid and thus do not take into account a specific infrastructure the 
drivers should adhere to. The drivers can use Euclidean or Manhattan distances to 
travel from and to suppliers and customers. Typically, the drivers will travel in a 
straight line from origin to destination and the travel time is fixed but depends on 
the mode of transport deployed. Lastly, the customers are simply modelled as 
demand generators, i.e., based on a certain probability density function a customer 
is generated at some random location and places an order at a randomly selected 
supplier. When the customer is serviced, it is removed from the system. The 
suppliers are modelled as a physical location in the world without any internal 
functionality (e.g., fulfilling orders). The driver only needs to visit the supplier when 
a customer places an order at that supplier and thus not require any processing at 
the supplier or customer.  
 

Step 4 Component analysis 
In the fourth step, all components within the scope of the simulation project are 
identified. To study SOL, the most important components (i.e., the building blocks for 

the simulation) are the actors and assets involved, who typically have some sort of 
decision-latitude. Actors may include for example planners, drivers, users or customers. 
Assets may include automated vehicles, robots, conveyers, products, materials or stock. 
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These actors and assets perform some sort of function to control (part of) the logistics 

process. For example, an automated vehicle can be responsible for transporting goods, 
and a customer – amongst others – has the function of demand generation (i.e., the 
customer’s request invokes an order for the logistics system to process). Other functions, 
which may not be easily attributed to a specific actor or asset (e.g., a process), are also 
required to control the logistic system. For example, when deploying electric vehicles, 
the batteries need to be periodically charged. So, the function of battery management can 

be partially attributed to the charging station (asset), the vehicle (asset), and – if present, 
the driver (actor). All of these actors and assets play a role in the function of battery 
management. We thus explicitly include functions in this component analysis step, as 

otherwise some (important) parts of the logistics process may remain unidentified. 
For developing a simulation model, identifying these functionalities, either 

attributed to one or more stakeholders, or functionalities that are more or less stand-

alone, is thus an important part of understanding the logistics process. Identifying all 
actors and assets, including their functions as well as related (helper) functions, provides 
an overview of all components that should be included in the simulation. A useful 
approach to identify all components in a system is the Prometheus methodology, as 
presented by Padgham and Winikoff (2004). Prometheus consists of three phases: (i) the 
system specification phase, (ii) the architectural design phase, and (iii) the detailed design 
phase. To illustrate the use of Prometheus, Chapter 5 applies Prometheus to a use case 
on automated vehicles at a distribution centre. Although Prometheus is not specifically 
tailored to simulation modelling nor logistics control systems, the authors present a 
comprehensive methodology to specify and design agent-oriented systems. The term 

agent can be used interchangeably with intelligent asset (Padgham and Winikoff 2004), 
and thus this methodology can be useful to identify and specify the components of a self-
organising logistics system. A system consisting of multiple agents is commonly referred 
to as a multi-agent system (MAS). For a general introduction to multi-agent systems, we 
refer the reader to Wooldrigde (2009). 

Lastly, given the demarcation defined in Step 2, the environment in which the actors 

and assets operate, is also identified. For example, the environment may include a 
network of highways, the layout of a warehouse, or the stackyard of a container terminal.  

For the actors, assets, functions, and the environment, there are several design 
choices on how to incorporate them in a simulation model. To maintain a generic 
framework, we argue that actors and assets (and related functions) can either be modelled 
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as agents or as objects and is further discussed below. Afterwards, we discuss different 

modelling approaches for the environment. 

Actors, assets, and functions – modelled as either agents or objects 
When modelling actors/assets/functions in a simulation environment, we can 
distinguish between modelling them as objects or as agents. Although these may seem 

like separate modelling approaches, objects and agents actually share many 
characteristics. It is not our aim to provide an elaborate discussion on the semantics of, 
and differences between object-oriented programming and agent-based modelling, but 

rather aim to identify the most commonly mentioned properties of both agents and 
objects. Here we thus try to take a pragmatic approach to guide the reader in deciding 
when to model an actor/asset/function as an agent and when as an object. In our view, an 
agent or object does not necessarily correspond to real-world object (e.g., a pallet, vehicle 
or product), but can also correspond to an abstract entity (e.g., traffic control).  

An object can be considered as a passive collection of attributes and methods that are 

invoked through external command. Consequently, and agent can be viewed as an active 

object, extending it with characteristics such as autonomy, proactiveness and cooperation. 
Indeed, it seems that the lowest common denominator of agents is proactive objects 

(Parunak, 1998), clearly indicating the connection between agents and objects. On the 
other hand, a more visionary view on agents is summarized well by Parunak (1997): “In 

the ultimate agent vision, the application developer simply identifies the agents desired in 
the final application, and the agents organize themselves to perform the required 

functionality”. From a practical point-of-the-view, using agents opposed to objects as a 

modelling approach, probably lies somewhere between these two definitions. 
Consequently, most simulation models would require a combination of passive objects 

and active agents to adequately model the actors, assets and functions identified. 
To assist the reader in deciding on whether to model an actor, asset or function as 

an object or as an agent, we identify twenty characteristics of objects and agents that we 
deem most relevant, and are summarized in Table 4.1. These characteristics are based on 
the works of Padgham and Winikoff (2004), Wang (n.d.), Odell (2002), and Wooldridge 
(2009). Some of these characteristics are attributed to both objects and agents and some 
are only attributed to agents. To determine whether an agent or object is more suitable 
as a modelling approach, one may start with a simple question: “Does this 
actor/asset/function make decisions (i.e., selecting a course of action) in a self-induced 
(active) or externally-induced (reactive) manner?” If the answer is self-induced, then an 
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agent is probably more suitable, and otherwise an object suffices. To expand upon this 
simple question, one can ask the following question: “Does this actor/asset/function 
needs to be/have [insert characteristic from Table 4.1]?”. By collecting the answers to 

these questions, one can make a well-considered consideration on whether to use an 
agent or an object. It goes without saying that this is not an exact science and answers to 
these questions may change overtime. Therefore, one may decide to model an 
actor/asset/function as an agent, while actually many of the agent-specific characteristics 
are not (yet) being used. Typically, in software development, we start simple and make 
sure something is working, before adding complexity to the model. Therefore, an 
actor/asset/function may start out as an object at the beginning of the project and only 
after time it becomes more of an agent. Hence, we advise the reader to not focus too much 

on the semantics, but rather use this table to make informed decisions on the (type of) 
building blocks that are currently (or in the future) required to meet the goal(s) of the 
simulation project. The next few pages discuss the characteristics listed in Table 4.1.  

 
Table 4.1. Characteristics of agents and objects. Sources: (1) Padgham and Winikoff (2004), (2) Wang (n.d.), (3) Odell (2002), and (4) Wooldridge 

(2009).  

Characteristics Source(s) Agent Object 

Situated 1, 4   
Autonomous 1, 2, 3, 4   
Reactive 1, 3, 4   
Proactive 1, 3, 4   
Flexible 1, 2, 3   
Robust 1, 4   
Simple interactions 2, 3   
Social interactions 1, 2, 3, 4   
Ability to learn 1, 2, 3   
Rational 1, 2, 4   
Dynamic classification 2, 3   
Centrally organized 2, 3   
Decentrally- or self-
organized 

2, 3 
  

Predictable 3   
Unexpected or emergent 3   
Temporal continuity 2, 3   
Mobility 1, 2   
Small in impact 3   
Small in time 3   
Small in scope 3   
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Description of the characteristics of agents and objects 

• Situated 
Agents and objects are situated in some environment. Virtually all software can be 
considered to be situated in an environment, but agents are typically situated in 
challenging environments, which are often dynamic, unpredictable or unreliable.  

• Autonomous 
Agents can work independently of other agents, and their actions are not merely 
invoked through external command.  

• Reactive 
Both agents and objects need to be reactive, responding in a timely manner to 
external stimuli. Objects often only respond when asked for a response, whereas 
agents can respond to changes in their environment.  

• Proactive 
Agents should continue to pursue their goal(s) over time and these goals are 
persistent. 

• Flexible 
Agents can have a range of ways of achieving a certain goal, utilizing a different 
course of actions, should a plan fail.  

• Robust 

An agent must be able to overcome failure by continuing to achieve a goal despite of 
previous failed attempts (related to proactive and flexible).  

• Simple interactions 

Both agents and objects require to interact with other agents, objects, and/or the 
environment. The nature of these interactions can be simple, e.g., the exchange of 

messages.  

• Social interactions 
Interactions can also be more complex, resulting in more human-like behaviour, by 

utilizing performatives such as ‘inform’, ‘request’, ‘agree’ and ‘refuse’. Agents thus 
are able to establish social interactions, such as negotiation, arguing, bargaining, 
teamwork, cooperation, and forming alliances. 

• Ability to learn  
Whereas objects always respond in the same way when exposed to the same external 
command, agents can have the ability to learn on how it can select and adjust its 
actions to try to pursue its goal(s), based on feedback from previously taken actions.  
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• Rational 

In pursuing their goals, we expect agents to be rational. That is, they should make 
intelligent decisions that are not conflicting with their goals or intentions.  

• Dynamic classification 
When objects are created, they are created as an instance of a certain class, and it 

may never change their class as this is bounded by static inheritance. Agents can be 
more flexible and can have dynamic and multiple classes. 

• Centrally organized 
Objects are invoked through external command and can thus be seen as centrally 
organized. Agents can also (partially) rely on centralized processing or commands. 

• Decentrally- or self-organized 
Agents are able to show autonomous or self-interested behaviour, as some (or all) 
control is delegated to the agent, and this control may reside on a decentral level. 
Ultimately, an agent-based system may become self-organized when delegation of 
control and local interactions result in some form of global optimization.  

• Predictable 
As objects always respond in the same way when exposed to the same external 
command, their behaviour is predictable. Although agents may also show 
predictable behaviour, agents can also show unexpected behaviour (e.g., as a result 
of learning).  

• Unexpected or emergent behaviour 

An agent may show unexpected behaviour as it has some degree of decision-latitude, 
the contents of which may be unknown to one requesting an agent to perform a task. 
Moreover, as agents are autonomous and self-interested, they may perform actions 
without external command. When agents interact, they may behave differently as a 
group than as a single agent, as exemplified by many systems in nature. This may 
result in emergent behaviour and can have either a positive or negative outcome.  

• Temporal continuity 
Opposed to objects, agents continue to pursue their goals over time and address the 
implications of their actions over time.  

• Mobility 

Objects are defined within a specific part of a software system and remain so over-
time. Agents have the ability to enter, leave or move to a different system during 
run-time. For example, an agent may choose to join the system of a competitor. 



89 

• Small in impact 

Both agents and objects can be described as concise, both typically having small 
impact on the system as a whole. When an object is inaccessible, an exception is 
raised. However, when an agent is inaccessible or lost, the system can still continue. 

Similarly to how an ant is an almost negligible part of an ant colony. Or in a logistics 
context: when a supplier or buyer is lost, the supply chain can still continue.  

• Small in time 
Agents from nature (e.g., ants, bees, termites, and humans) have the ability to forget. 
For example, ant pheromones fade over time and our own memories fade. Such a 
property can be attributed to both objects and agents, albeit that it comes more 
naturally to (bio-inspired) agents.  

• Small in scope  
Objects typically only interact with other objects directly linked to them. Their scope 
can thus be classified as small. This is particularly true for agents, which typically 

only have limited domain knowledge, a limited neighbourhood which they can 
explore and influence, and base their actions on local knowledge. Hence, such a 
small scope can be true for both agents and objects, but the notion is more 
commonly used with agents.  

 

Environments – physical, digital, and external 

We distinguish between three types of environments: (i) physical environment, (ii) 
digital environment, and (iii) external environment. As the focus of this framework is on 
simulation (i.e., setting up a simulation study and to model elements pertaining to SOL), 
we do not elaborate on the nature of these environments. For example, one may 

distinguish between deterministic versus stochastic, fully observable versus partially 

observable, and discrete versus continuous. Although not irrelevant in describing a SOL 
system, e.g., agents can interact with the environment, for simulation purposes it suffices 
to define a model of the physical, digital and external environment. Moreover, 
characteristics of the environment (e.g., deterministic versus stochastic) in which the 
actors and assets operate, may be the result of the data that is fed to the simulation and 
not necessarily a design choice. Furthermore, the degree to which an agent can observe 
the environment can be modelled as an input parameter or as an experimental variable, 
and thus also not fixed by a design choice. Nevertheless, to get a sense of different types 
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of environments and characteristics, we refer the interested reader to Russel and Norvig 
(2010).  

The physical environment includes the physical layout or infrastructure of the 

system that should be included in the model. For example, a network of roads can be 
modelled when studying transport systems, or the physical layout of a container 
terminal, when studying harbours. This is also connected to the level of detail determined 
in Step 3. For example, a realistic road network may be required to align with the goal(s) 
of the project. On the other hand, a simple origin-destination matrix could also suffice. 
When building the simulation model, these decisions have severe impact on the effort 
required to (visually) represent the system. In many use cases, the physical environment 
also includes the locations and dimensions of real-life objects (e.g., machines, storage 
locations, or charging stations).  

As the contents of this thesis are focused on transport, we focus on modelling 
movements and storage, and distinguish between two types of building blocks. Note that 

it is also possible to omit (continuous) movements (e.g., when transportation time is 
negligible), and typically this implies that objects or agents spontaneously move from 
one location to another, based on some trigger. This may, for example, be relevant when 
modelling queuing systems. Nevertheless, when transport (possibly including storage) 
needs to be explicitly modelled, we distinguish between two types: 

• Fixed infrastructure 

The first type consists of pre-defined infrastructure that is required to 
realistically model the environment, e.g., a network of highways, guide-paths 
for AGVs, intersections, prescribed walking lanes in warehouses, rigid storage 
locations, waterways, runways, rails, conveyers, or stairs. Such building blocks 
can be either passive or active. Passive infrastructure is not interacted with by 

the agents and objects defined above but may still be required to visualize 
certain environments (e.g., trees, houses, and walls). On the other hand, active 
infrastructure is used by the agents or objects. For example, a storage location 

in a warehouse may be occupied by an SKU, a railway track can be used by 
trains, and a truck can use a road (segment) to move around in the environment. 
Typically, the fixed infrastructure is either explicitly modelled in the simulation 
or is generated at the initialization of the model. When the infrastructure is 
initialized, the layout of the environment typically does not change during the 
simulation run and all agents and objects need to adhere to this infrastructure. 
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Typically, such building blocks are already part of commercial simulation 

software. For example, transport can be modelled using Tracks (Plant 

Simulation), Railway tracks (AnyLogic), and Pathways (Simio). Storage 

locations can be modelled using the building blocks Store or Buffer (Plant 
Simulation), Storage (AnyLogic), and Station (Simio).  

• Open world 
In this type of environment, the agents or objects are not bounded by fixed 
infrastructure, but rather are allowed to freely move around in the environment. 
This is for example applicable to model the movements of free-ranging AGVs 
and drones. Moreover, objects (e.g., customers or supplies) can be also 
generated at random locations, not bound by any infrastructure (e.g., see our 
running example). Particularly when the infrastructure is irrelevant, or the level 
of detail (see Step 3) does not require to explicitly model infrastructure, such an 
open world can be useful to model movements and storage locations. Also, 
when movable units (e.g., AGVs) should be able to pick-up and drop-off goods 
at any given location, an open world environment is more suitable. We further 
distinguish on two types of open world: 

o Completely free. In this type of environment, the objects and agents 
are free to move and position themselves in any given location in the 
simulation model. Our running example uses such an environment. 
Note that not all (discrete-event) simulation environments allow for 
modelling such an environment. For example, Transporters in Plant 

Simulation must use a Track to move from one location to another. On 
the other hand, the agent-based simulation tool Netlogo allows for 

infrastructure-independent navigation in a grid-like environment, but 
with fixed step-sizes (i.e., one step in any of the eight wind directions, 
e.g., south-west, per event). Interestingly, Netlogo does not allow for 

modelling specific (fixed) infrastructure.  
o Partially free. In this type of environment, the objects and agents are 

not strictly bounded by infrastructure but are also not completely free 
to take any position. This can be relevant when objects are free to move 
around in a specific area, but when moving from one area to another, 
they should follow a specific route. Another example includes the 
modelling of AGV movements without specific guide-paths but with 
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fixed origins and destinations. Between the origin and the destination, 
the AGVs are free to choose from a predetermined set of waypoints. 
For example, an AGV may start at a machine to transport goods to a 
warehouse (destination). The route it may take between the origin and 
destination is free to be chosen by the AGV, possibly including other 
points-of-reference. To exemplify, the discrete-event simulation 

software tool Plant Simulation has the standard building block Marker. 

These markers are used to model specific points AGVs use to start and 
end their route. The route between the Markers is not explicitly 
modelled (as opposed to when using Tracks).  

Second, the digital environment comprises IT-systems that are explicitly modelled (i.e., 

within the scope and demarcation). This may for example include a Warehouse 
Management System (WMS) or Transport Management System (TMS). When these 
systems are included as building blocks, the questions remains whether to model them 
as an agent or as an object. Although this may be highly use-case specific, we expect that 
when the inner workings of an IT-system are (partially) modelled (i.e., it makes decisions 
based on triggers or on its own), it should be modelled as an agent. Table 4.1 can be used 
to guide the decision-making on whether to model an IT-system as an agent or as an 
object.  

Third, when systems are not explicitly included in the model, but do play a role in 

the behaviour of system (e.g., a new transport job is planned in the TMS), then there is 

some degree of interaction. We include these components in the external environment. 
That is, these components are not explicitly modelled, but only interacted with (e.g., 
provide triggers for the simulation to act upon). These components are thus typically 
modelled as a black-box, only focusing on the inputs and outputs of the component. 

Typically, this can be modelled as a simple object, only reading and writing data. It is also 
possible to develop an API, such that the external environment is actually external to the 

simulation software.  

Summary 
By explicitly distinguishing between the physical, digital and external environment, the 
model becomes more transparent on what is included and what not. Moreover, this 
improves flexibility and extendibility as, for example, the level of detail of the physical 
environment can be increased or decreased. Furthermore, components in the external 
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environment, first only modelled as a black-box, can at a later stage be explicitly 
modelled, integrating it in the core of the simulation. 

As this step invokes the process of clearly defining the actors, assets, functions, and 
the environment, it will most probably expose details previously unseen. It is expected 
that the first three steps need to be revisited at least once, in order to keep the project 
aligned.  

All in all, this step results in an ‘object and agent overview’, identifying how to model 
all relevant assets, actors, and functions. This overview also shows how the objects and 
agents connect with the identified environment(s). The decision on whether to model an 
actor, asset or functionality as an object or agent provides a base for further specifying 
the internal workings of each object and agent. This is further substantiated in Step 5. 

After Step 5, specific descriptors of each object and agent are added to the ‘object and 
agent overview’, specifying the functionalities, tasks, responsibilities, and internal 
workings of each object and agent.  
 

 
Running example: three-sided platform for on-demand delivery 

 
In our running example, we distinguish three components: the customer, the 
supplier, and the mode of transport. Obviously, the latter requires also a human to 
operate the mode of transport when it is not automated. As the mode of transport 
and the deliverer are clearly connected, we model them as a single component. A 
parameter may denote whether or not a mode of transport is unmanned. As 
discussed in Step 3, we model the customers and suppliers relatively simple and 
straightforward. Therefore, we model them as objects as we do not model them as 

having self-interested behaviour. In a different study, with different goals, the 
customers and suppliers could be modelled as agents, possibly because they show 

self-interested behaviour. The deliverers (i.e., modes of transport) are modelled as 
agents mainly because of their autonomy and learning capabilities. In crowdsourced 
platforms, the delivers have a high degree of decision-latitude (i.e., autonomy) to 
select jobs they are interested in and can join and leave the system at any time (i.e., 
mobility). Moreover, they may switch from one mode of transport to another during 
runtime (i.e., dynamic classification).  
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Our environment is modelled as a completely free, open world. Although in practice 
there is a fixed infrastructure that needs to be used, we omit this from our simulation 
model. Although this is a limitation to our model, we argue that the answers to the 
questions we are interested in are not dependent on the physical infrastructure. We 
therefore model a simple (rectangular) world, where customers and suppliers can 
be (randomly) generated at any given point and any given time, and deliverers use 
Euclidian distances to move around. The speed at which deliverers (or unmanned 
solutions) move through the world is fixed and depends on the mode of transport 
used. In this running example, we model the ‘platform’ as an external environment, 
which generates jobs for the deliverers.  
 

Step 5 Control analysis 
In this step the idiosyncrasies and specific elements of SOL are addressed. Recall that our 
definition of SOL as discussed in Section 2, includes autonomy, intelligence and 
cooperation. Therefore, they should have an explicit place in the simulation. Hence, in 
this step we define the autonomy of each agent (and to a lesser extent, each object), the 
intelligence of each agent and object, and finally the interactions between all components 
in the system (i.e., the agents, objects and the environment). The autonomy, intelligence, 
and interactions are discussed below in separate paragraphs.  

Autonomy 
For the purpose of building simulation models to study SOL, we aim to explicitly define 
the autonomy of each agent (and object), and simultaneously where each agent/object 

resides in the system hierarchy. As discussed in the previous step, objects are typically not 
characterized by autonomous decision-making, and therefore this part may be less 
relevant for objects. Nevertheless, for each agent and object we also need to define where 

it resides in the system hierarchy, to identify the structure of the system. This is relevant 
for both objects and agents. This is particularly relevant when a goal of the simulation is 
to study the impact of different control hierarchies (e.g., central versus decentral). Hence, 
in this step, defining several variants of the control hierarchy is also relevant when this is 

required by the goals of the study.  
 To guide the reader in deciding upon the autonomy of each agent, and to determine 
where it should reside in the control hierarchy, we propose the following two-step 
approach. 
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First, determine what the agent/object should do (i.e., its functionalities), and to 

which extent the agent is allowed to execute this functionality without (explicit) external 
command. We thus decide the scope and extent to which decision power is delegated to 
an agent/object. That is, the degree to which individual parts of the system are allowed 
to make independent decisions (Hülsmann et al. 2007), or in other words, the degree to 
which it can make decisions independent from external entities (Probst 1987). Note that 
an agent/object can have multiple functionalities, and for each of these functionalities the 
required autonomy should be defined. Furthermore, there is room between full 

autonomy (e.g., all functionalities are delegated) and no autonomy (e.g., a passive object). 
Indeed, depending on the use case, it may occur that some (part of the) functionality is 
delegated, but other parts are executed through external command (e.g., a central 
system), or are pre-programmed into an agent. Again, this illustrates that the distinction 
between agents and objects may not always be obvious. The analysis of this degree of 

autonomy of all agents and objects also relates to where each functionality is executed, 

i.e., the control hierarchy. 
Second, the control hierarchy is partially the result of the analysis of the autonomy 

of each agent and object. Although we may decide that an agent only has a limited degree 
of autonomy, this does not necessarily imply that the agent should be implemented on a 
central level. For example, a Traffic Control Agent which detects surrounding vehicles 

and deploys a simple rule to determine which vehicle has way, can be implemented on a 
decentral (e.g., vehicle) level. On the other hand, traffic control systems for highway 
monitoring are typically centralized, collecting information about the state of highways 
and making decisions on a central level (e.g., temporary lower speed limits). The control 
hierarchy is thus a design choice, and both central and decentral systems have pros and 

cons. For example, central systems may have access to global information in the system 
and can use this in decision-making, but this also requires information exchange between 
all agents and objects and the central system. When the connection to the central system 
is not always reliable or information is quickly outdated, this may lead to performance 
issues, as agents rely on a central command to execute tasks. The process of determining 
the autonomy of an agent and its place in the control hierarchy, is illustrated by our 
running example.  

As a final remark on autonomy and control hierarchy, we urge simulation engineers 
to not only explicitly describe the autonomy and control hierarchy on paper, but also 
during the implementation in a simulation software package. For example, when a 
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functionality is fully delegated to an agent, one should program this as a function that 
lives inside the agent, and not as a global function. The same goes for local and global 

data. Local data should be an attribute of an agent/object, and global data can be defined 
in global variables and data structures. Although this may seem trivial to some, failure to 
do so will result in a poor understanding of the simulation model.  

Intelligence 
After the autonomy of each agent is determined and the control hierarchy (or 
hierarchies, in case of an alternative design study) is established, the intelligence of each 
agent/object needs to be defined. We already defined what each agent/object should do 

(i.e., its function), and in this step we define how these functions are executed. 

Intelligence thus refers to how an agent/object aims to achieve its goal(s), by responding 
to external stimuli (either by other agents/object or the environment) and to internal 
stimuli (pro-active agents). We make this explicit by describing the logic of selecting a 
specific course of action from the available action alternatives (either pre-determined, 
rule-based or through learning), based on the available data (either local, global or both). 
In other words, we describe the inner workings of an agent or object. This part of Step 5 

of our simulation framework is by no means specific to SOL simulation studies, but is a 
common step in other simulation frameworks, as discussed at the beginning of this 
chapter. Nevertheless, this step is important as it defines the basis on how to program 
each agent and object. One may for example deploy flowcharts, state machines, or 
behaviour trees to describe the behaviour/logic of each agent and object. Also, the Belief-
Desire-Intent (BDI) paradigm (Bratman 1987) and the Sense-Think-Act (STA) 
paradigm are commonly used to describe the inner workings of agents. Further 
information on detailing the inner workings of agents can, for example, be found in the 
‘detailed design phase’ of the Prometheus methodology (Padgham and Winikoff, 2004). 
 This intelligence analysis may result in agents with different degrees of intelligence. 

Although we expect this is a common result in many practical cases, one may wish to 
more systematically address the different types of agents in the system, moving away from 

a single definition of agent (e.g., one agent being more advanced than the other). By 
establishing a nomenclature on types of agents, the communication and understanding 
between different stakeholders, programmers and users of the simulation may be 
improved. Without prescribing a particular classification, we underline the usefulness of 
distinguishing between simple and advanced agents, also due to perceived effort into 

modelling them in a simulation environment. To exemplify, one of the prevailing 
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classifications in literature is presented in Russel and Norvig (2010), who group agents 
in four classes, based on their intelligence. We briefly introduce these four classes and 
refer the interested reader for more details to Russel and Norvig (2010).  

1. Simple reflex agents 

These are the simplest kinds of agents, which select an action solely based on 
what can currently be observed using some rule.  

2. Model-based reflex agents 

These agents maintain some sort of internal state and select actions based on 
their perception, how the environment works, and how their actions affect the 
environment.  

3. Goal-based agents 
These agents aim to achieve a goal and select an action that they expect to give 
a desirable outcome to achieve this goal. 

4. Utility-based agents 
These agents use utility functions to measure their preferences among states in 
the environment and select an action that leads to the best expected utility.  

 
The behaviour of all of these types of agents can be improved by learning. The agents 
then use feedback from the environment to determine how an action is performed, 
according to some fixed performance standard, and learn over-time how they can select 
and adjust their actions to try to improve the performance. As stated before, it is not our 
intention to prescribe a certain agent classification, but we deem it useful to mention and 
exemplify the possibility of classifying agents and encourage the reader to determine 
whether such a classification is useful in their specific use case.  

Interactions 
This part of the analysis focuses on identifying and specifying the interactions between 
the agents, the objects and the environment. An integral part of SOL is the ability of 
agents to act upon changes in the environment and to communicate with other agents. 
For example, information can be exchanged, requests can be made, refusals can be sent, 
and coalitions can be formed. Also, objects interact with the system, but are typically only 
invoked through external command and return data or information. Nevertheless, both 
agents and objects, whether they are on a central or decentral level, interact with each 

other, the system, or the environment in some way. The system hierarchy that results 
from the first part of Step 5, already provides a base for identifying where interactions 
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occur. For example, when a decentral agent (also) makes use of global information, it 
requires some kind of connectivity (and thus interaction) with a central system.  
 To guide the specification process, we refer to the approach presented in Padgham 
and Winikoff (2004). The authors use standardized interaction/sequence diagrams to 
visualize agent-to-agent interactions and can easily be extended to visualize agent-to-
object interaction, and agent-to-environment interaction. Moreover, they develop 
interaction protocols based on Agent UML, but other types of notations such as UML 

activity diagrams, Petri nets or the Contract Net Protocol can be used to formalize 
protocols. Lastly, the language used by the agents to communicate with one another 

should be defined. For simulation purposes it may suffice to program communication 
without relying on specific standards, but when transitioning to a pilot (or real-life) 
implementation, a standardized communication protocol is recommended. For example, 
the FIPA-ACL protocol is a commonly used language. As we rely on the work of 
Padgham and Winikoff (2004) to specify the interactions in the systems, we do not 
further substantiate this process here, but refer the reader to Padgham and Winikoff 
(2004).  

Summary 
To summarize, this step of the simulation framework first identifies what each 
agent/object should do and to which extent it is allowed to perform this autonomously. 
After this analysis, the control hierarchy emerges. Second, the intelligence required for 
each object and agent is specified, and lastly the interactions between the agents, objects, 
and the environment is specified. We invite the reader to study the work of Padgham and 
Winikoff (2004), which offers many tools and best practices on designing agent-based 
systems.  
 The main result of this step of the simulation framework, is the identification of the 
system hierarchy (and possible variations to this hierarchy), and the analysis of which 

functionalities are executed where by which agents/objects. This should be further 
detailed by deploying flowcharts, state machines or possibly behaviour trees to capture 
the inner workings/intelligence of each agent and object. Moreover, specific agent classes 
can be identified based on the level of intelligence if such a classification is useful for a 
specific use case. Lastly, the interactions between the agents, objects and the environment 
should be identified. Although we base this detailing process mainly on the work of 

Padgham and Winikoff (2004), we aim to provide the reader an alternative to describing 
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the actors, assets, and functionalities involved, and the corresponding mapping to agents 
or objects. This optional step is substantiated below.  

Optional: component descriptors  

To explicitly address the autonomy of each agent and the resulting system hierarchy, we 
propose to use component descriptors, based on the template presented in Table 4.2. This 
template summarizes the findings from Step 4 and Step 5 for each component and is 
based on the agent descriptors proposed in Padgham and Winikoff (2004). Our template 

provides a more concise overview of each component (i.e., actors, assets, and 
functionalities) included in the simulation model, and additionally addresses the 
mapping of components to objects or agents), where they reside in the control hierarchy, 

which functionalities they contain (possibly subdivided into specific tasks), and their 
cardinality. The latter denotes how many of these agent types are in the system. An agent 

type can be viewed as the blueprint of an agent of which one or more instances run in the 

simulation. For example, when we deploy 𝑛𝑛 autonomous vehicles, we may have 𝑛𝑛 Vehicle 
Status Agents (i.e., the cardinality is one per vehicle). We may also have 𝑛𝑛 Collision 

Avoidance Agents, one per vehicle, or we may choose to deploy a single Collision 

Avoidance Agent, overseeing the entire fleet of 𝑛𝑛 vehicles (i.e., the cardinality is one per 

system).  
Note that an actor or asset can contain multiple functionalities, where each 

functionality is modelled as either an agent or object. As such, an agent type may describe 

a collection of functions, partially modelled as objects, and partially modelled as agents. 
Moreover, part of the functionality (or tasks) can be executed in different levels in the 
control hierarchy (i.e., a hybrid agent).  

This template thus can also be used as a consistency check. That is, if a functionality 
is allocated on a certain level in the control hierarchy and all its corresponding tasks are 
(or should be) allocated to a different level, an agent is most probably inconsistent. 
Moreover, if an actor or asset should be modelled as an agent (as identified in Step 4), 
but all (or many) of its functionalities/tasks are actually more resemblant of objects, then 

one may wonder whether this actor or asset is actually an agent. The outcomes of these 
consistency checks may require revisiting Step 4 of the simulation framework.  
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Table 4.2. Template for component descriptors.  

Component name Short name 

Component type Actor/Asset/Function 

Modelled as Agent or object 

Cardinality 1, …, n 

 Description Agent/object? (de)central? Agent 

class 

Functionality 1     
Task 1.1  
Task 1.2  
Task ….  

Functionality 2     
Task 2.1  
Task 2.2  
Task ….  

Functionality …     

Task …     

 
Although agent types are formed by combining functionalities (see Padgham and 

Winikoff, 2004), this grouping should be evaluated against the criteria of coupling and 
cohesion. At the risk of oversimplification, this evaluation can be encapsulated as follows: 

an agent can be viewed as coherent when it is easily described with a short sentence and 

an agent-based system should be loosely coupled, ensuring limited (mutual) 
dependencies and requiring limited awareness of other agents in the system. Although 
different (conflicting) reasons exist on how to allocate functionalities to agents, e.g., due 
to security or privacy reasons, this common-sense approach seems to provide a reliable 

base for the projection of functionalities onto agent types. Consequently, an agent should 
not be allocated too many functionalities, e.g., one or two functionalities per agent/object 
is in most practical cases probably sufficient. If agents (or objects) become too complex, 
one should reconsider to split an actor/asset/function into multiple objects or agents. 
That is, a (real-world) actor, asset or functionality is modelled as a collection of agents 
and/or objects in the simulation environment. Another reason to split an agent (or 
object) is when (part of) the functionality resides on different levels in the control 
hierarchy, as this may result in implementation issues.  
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Running example: three-sided platform for on-demand delivery 

 
As the delivery agents are key in our running example, let us focus on these agents. 
The delivery agents are able to make autonomous decisions. They are free to join 
and leave the system whenever they deem necessary, and they decide on their own 
whether or not to process an order in their neighbourhood, without any external 
control. The fleet of delivery agents can thus be classified as decentral. Second, we 
wish to experiment with the size of the neighbourhood, to assess how it impacts the 
self-organizing properties of the fleet. This may range from being able to only detect 
orders in the immediate surroundings to an unlimited neighbourhood size (i.e., 
global knowledge of the system). It goes without saying that the delivery agents have 
the functionality to pick-up and deliver goods from suppliers to customers. They 
may strategically position themselves in anticipation of future demand and may 
accept or decline orders based on their own preferences. Moreover, the delivery 
agents maintain a local database with their previous actions and their outcomes 
(e.g., revenue per order). This database can for example be used to decide where to 
go after an order had been processed. That is, the agent returns to a ‘preferred’ 
supplier in order to quickly respond to future orders, aiming to maximize its 
revenue. To avoid a system that relies too much on historic memory (as discussed 
in Chapter 3), we also include a variable that denotes the degree to which an agent 
‘forgets’. That is, a delivery agent has a fixed memory size (e.g., total profits per 
supplier of the previous 𝑥𝑥 orders) and thus we deploy a rolling horizon, where the 
oldest orders are forgotten first. Moreover, to further increase dynamism, the 
memory of each delivery agent also fades over time. That is, even though an order 
is in its memory, the profits associated with this order slowly declines over time. 
This should avoid that delivery agents are ‘stuck’ to a supplier that has left the system 
or is temporarily closed (i.e., no new orders are expected). As another experimental 
factor, we include cooperation with other delivery agents. The degree to which 
information is shared with other (nearby) agents is a variable, and through 
experimentation we try to find the difference between (the degrees of) cooperative 
and non-cooperative behaviour.  
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Step 6 Data analysis 

Step 6 encompasses everything related to data, including data requirements for all actors 
and assets (i.e., data required to perform the tasks they are charged with), as well as data 
requirements for the simulation itself (e.g., input parameters and data for validation 
purposes). Moreover, the processing of data (e.g., translation of triggers into actions) by 
all actors and assets, is described. Lastly, data storage is addressed. Both for the 
simulation model itself (i.e., storage of simulation data for numerical analyses) and data 
storage of the actors and assets (i.e., reading and writing to internal and external 
databases). 
 

 
Running example: three-sided platform for on-demand delivery 

 
Whenever an order is generated (i.e., a transport job from a supplier to a customer), 
the following information is required in the simulation: the coordinates of the pick-
up and drop-off location in the open world, the revenue associated with the order 
(e.g., based on the travel distance), and possibly an earliest release time and a due 
date. For sake of simplicity, let us omit the latter two from consideration. To 
generate an order, we require some kind of probability density function based on 
historical data from a multi-sided platform (e.g., Uber or Just Eat Takeaway). 
Moreover, we require data regarding the fleet of delivers. This includes the number 
of delivery agents, a list with the frequencies of the modes of transport (e.g., 20% 
cars, 50% regular bikes, and 30% electric bikes), and the speed of each mode of 
transport. As discussed above, we also use different parameters and variables to 
experiment with and (input) data related to these parameters and the values the 
variables can take are also required. Each delivery agent collects information on the 
processed orders and stores it in internal memory. As discussed, this memory fades 
over time and is partially overwritten at every order, after having processed 𝑥𝑥 orders. 
 

Step 7 Coding and experimentation 

After the six preparatory steps, in this step the actual coding of the simulation model 
occurs. After selecting a suitable simulation software package, the agents, the objects, and 
the environment needs to be included and programmed in the simulation software. 
Recall that our simulation framework in way no enforces a certain way of working 
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regarding programming, documentation, or model layout when developing simulation 
models and we leave this to the creativity and preferred ways of working of the 
programmer(s) developing the model. After the simulation model is finished (and most 
likely during development), verification and validation is required. Verification makes 
sure that the model does what we expect it to do, and validation makes sure that the 
model is close (enough) to reality. Afterwards, the experiments can be designed to study 
scenarios that are relevant to answer the research questions the model is intended to 
answer. After collecting the output data, analyses are made to translate the output data 
into useful insights. As these steps are by no means specific to a SOL simulation study, 
we refer the reader to the plethora of information on these subjects presented in Law 
(2015) and Robinson (2014). Lastly, the documentation of the model needs to be taken 
into account. The documentation ensures that other users are able to understand the 
simulation model and discusses the design choices, assumptions and limitations of the 
model.  
 

 
Running example: three-sided platform for on-demand delivery 

 
For our running example, we decided to use the open-source simulation 
environment Netlogo. This agent-based simulation environment allows for an open 
world and at every increment (denoted by a tick), the (custom-programmed) code 

in the model is executed. Moreover, Netlogo provides an easy-to-understand user-
interface in which input parameters and variables can easily be tweaked by using 
input boxes and sliders. Also, several outputs can be visualized during run-time. In 

this particular example we are interested in the following outputs: (i) the response 
time per order per supplier, (ii) the delivery time as seen by the customer, per 
supplier, (iii) the number of jobs per delivery agents, and (iv) the revenue per 
delivery agent. Based on these results, aggregate data can be obtained to describe the 
global performance of the system.  
 

4.3  An iterative approach 
The methodological simulation framework is an iterative approach, and most probably 
requires multiple iterations to establish a solid base to start building a simulation model. 
To exemplify, a certain level of detail is required in Step 3 to be able to answer the research 
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questions defined in Step 1. However, in Step 6 one realizes that the data required to 
realistically model this level of detail is not available and thus some reconsideration needs 
to be done. In another example, suppose in Step 5 one realizes that the internal workings 
(i.e., intelligence) of the current logistics system (e.g., ERP system) is difficult to 
comprehend and therefore nearly impossible to adequately model in a simulation 
environment, although this part is an important Asset, identified in Step 4. Moreover, 
one of the goals of the project was to identify how changes in the current ERP system 
(e.g., delegating some functionality from this centralized ERP system to decentral, 
autonomous agents) influences system performance. The several steps thus clearly do 
not align, and some steps needs to be reconsidered in order to avoid misalignment. Recall 
the graphical overview of our simulation framework, as shown in Figure 4.1. In this figure 
we include several feedback loops to illustrate the iterative approach.  

4.4  Simulation framework documentation 
Throughout the simulation framework several documents are generated and are 
summarized below: 

• Project plan (Steps 1-3) 

This document is generated before any simulation modelling or programming 
is performed. It contains the research questions, the key performance 
indicators, the scope of the model, the assumptions and limitations, and the 
proposed level of detail. Depending on the specifics of the project, also the 
planning of the project, required budgets, people involved, division of labour, 
intellectual property, and maintenance of the simulation model can be added.  

• Object and agent overview (Step 4) 

In Step 4 the actors, assets, functions, and the environment are identified. 
Depending on the characteristics required, they are either modelled as objects 
or agents. This step is summarized in an ‘object and agent overview’, containing 
all objects and agents, including the argumentation of certain design choices (if 
relevant). The relevant environment(s) in which these objects and agents reside 
are also included in this overview.  

• System hierarchy and functionalities (Step 5) 
This document visualizes the system hierarchy. That is, every agent and object 
is allocated to a specific layer of the hierarchy. Of course, some agents or objects 
can have functionalities on different layers. This document thus clearly 
stipulates where each agent, object and functionality lives. Although the specific 
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system hierarchy may be less relevant for simulation purposes (i.e., reality can 
be resembled in many different ways), a proper hierarchy creates a clear view 
for all stakeholders on how the system should be configured when the 
development stage goes from simulation to a pilot implementation. That said, 
and as discusses in the beginning of this chapter, we urge simulation developers 
to clearly distinguish the system hierarchy in the simulation software. For 
example, agent-specific data should be contained in local variables and central 
data should be contained in global variables.  

• Data overview (Step 6) 
This document contains all data that is required for the simulation. Ranging 
from input data, data for validation purposes, and data structures used in the 
model. See our running example for examples of data that could be included in 
such an overview.  

• Results and documentation (Step 7) 
Possibly the most important document is the reporting of the results. This 
document provides details on how the simulation model is used to answer the 
research questions that are posed in the project plan (see Steps 1-3). Moreover, 
the raw output data of the simulation is translated to aggregate information and 
insights useful for the stakeholders are derived from this information. This 
document should be the ultimate reference to the simulation model and thus 
should also include proper documentation on how to use the simulation, 
including documentation of the internal workings of the simulation model.  

The proposed methodological simulation framework described in this chapter is applied 
to the various case studies presented in this thesis in order to illustrate this structured 
approach to develop useful simulation models to study SOL. The case studies are 
discussed in Chapters 5-10. To improve readability of the use cases, we only highlight the 
noteworthy steps of our simulation framework in each use case. 

4.5  Selection of simulation package 
To construct simulation models (Step 7 of our simulation framework), we may resort to 
using specific simulation software packages opposed to using general-purpose 
programming languages (Law 2015). For the purpose of this thesis, we require two main 
features: (i) ability to model and experiment with different modes of automated 
transport, and (ii) ability to develop custom functionality to study (degrees of) self-
organizing logistics. To this end, we decided to use the software package Plant 
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Simulation, a discrete-event simulation tool developed by Siemens. Although other 

software packages such as Simio and Anylogic share many desirable features with Plant 

Simulation, we selected Plant Simulation as it (i) checks all boxes of desirable software 
features as listed by Law (2015), (ii) has specific libraries for production and logistic 
systems, (iii) allows for flexible modelling of automated transport systems, (iv) provides 
excellent opportunities for animation and visualization, and (v) provides an easy to use 
programming language to develop custom functionality. In Chapters 5 through 10, we 
use Plant Simulation to construct our simulation models.  
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 Chapter 5 
Autonomous Trailer Docking 

 
This chapter is based on: B. Gerrits, M. Mes, and P. Schuur. 2018. “An Agent-Based 
Simulation Model for Autonomous Trailer Docking”. In Proceedings of the 2017 Winter 
Simulation Conference, edited by W.K.V. Chan, A. D’Ambrogio, G. Zacharewicz, N. 
Mustafee, G. Wainer, and E. Page, 1324-1335. Piscataway, New Jersey: IEEE. 
 
 

“Greatness cannot be planned.” 
- Kenneth O. Stanley 

 

 
 

This chapter presents a simulation model of a generic automated planning and control 
system for the pick-up and docking of semi-trailers by means of Automated Yard 
Tractors (AYTs) in a collision- and conflict free environment. To support the planning 
and control of the AYTs, we propose a multi-agent system (MAS). The design of the 
MAS is intended as a decomposition method of a centralized planning system, into a 
system of functional and intelligent agents, where each agent solves specific parts of the 
global problem. We illustrate our approach using a case study at a Dutch logistics service 
provider, in a single-stakeholder environment, where the AYTs operate in a confined 
area. To evaluate the proposed system, we design an agent-based simulation model, 
which is set up in a similar way as the MAS. We establish a certain degree of self-
organization of AYTs, by partially distributing decision-making capabilities to agents, in 
a hybrid control hierarchy. Our system illustrates an application of automated decision-
making for a small fleet of automated vehicles in a real-life, single-stakeholder, confined 
environment, resulting in a lowly cooperative, and semi-autonomous planning system. 
We conclude with the verification and validation of the simulation model and discuss 
the deployment of AYTs, in combination with an automated, agent-based planning 
system, on the operationalizing of self-organizing logistics. 
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5.1  Introduction 
The past few years have witnessed an increased interest within the logistics sector for 
automated driving, particularly in (semi-)confined areas. For logistics service providers 
it yields an opportunity to shorten turnaround times, by decreasing waiting time and 
manoeuvring time at Distribution Centres (DCs) and thus to overcome possible 
problems with the driver’s DOT (Department of Transportation) rules. For a truck 
unloading at a distribution centre, there are various ways of implementing automated 
driving. We distinguish between two options once a (semi-trailer) truck arrives: (i) the 
truck driver is assisted in manoeuvring using an automated driving system or (ii) the 
semi-trailer is decoupled from the truck and an Automated Yard Tractor (AYT) takes 
the semi-trailer to the dock. This chapter focuses on the latter. Our aim is to design (i) a 
stable and robust automated planning and control system and (ii) an agent-based 
simulation model to evaluate this system. 

For the planning and control of transportation resources, in this case the AYT, we 
could resort to Operations Research (OR) based global optimization methods. However, 
these methods may be less suitable for real-time decision making in stochastic and 
dynamic environments, since they typically (i) require a lot of information in advance, 
(ii) are sensitive to information updates, (iii) are not able to respond in a timely manner, 
and (iv) are not flexible enough to deal with changing environments and situations with 
multiple autonomous actors (Mes, van der Heijden, and van Harten 2007). An 
alternative is to use a distributed planning approach in the form of a multi-agent system 
(MAS). A MAS consists of several independent and autonomous control units (agents) 
that pursue their own interests and interact with other agents and the environment. 
MASs are believed to be particularly suitable for real-time decision-making in dynamic 
environments (Mes, van der Heijden, and van Hillegersberg 2008). 

One of the key design challenges of MASs, is the configuration of the agents such 
that their self-interested behaviour yields a near-optimal solution for the network as a 
whole. In our case, the network is defined as a closed transportation network consisting 
of a fixed number of pick-up and drop-off (P/D) locations (i.e., a confined area). AYTs 
transport the goods (i.e., semi-trailers) between these locations using a certain track 
layout. The network is closed, so no AYT can enter or leave the system, even when idling. 
Similarly to Ebben (2001), such an automated transportation network is defined as a fully 

automated system for the transportation, loading and unloading of goods using AYTs, 
supported by a MAS that functions as a planning and control system. 
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In this chapter, we design a flexible simulation model for fully automated trailer docking 
systems, using agent-based control, which is suitable to analyse different kinds of DCs 
(and terminals), varying in size, layout and/or modality and to analyse different MAS 
designs and the resulting degree of self-organization. Picking up a semi-trailer and 
rearward docking is a complex task, which requires well-designed control systems 
depending on the semi-trailer characteristics, e.g., length, number of axles, and the 
degree of articulation. Automated docking is especially useful for relieving the truck 
driver of the even more demanding task of rearward docking a giga-liner, which has two 
articulation points instead of one compared to a standard semi-trailer. In the sequel, we 
use the term cargo to denote freight using any mode of transport that can be decoupled 
from the transporting entity. For example, semi-trailers and ISO-containers fall within 
this definition, but rigid trucks do not. Here, we specifically focus on the pick-up and 
docking of semi-trailers by means of AYTs in a collision- and conflict free environment 
in such a way that it yields a cost-effective, near-optimal solution. The AYTs within the 
system perform the following main actions: (i) pick-up arriving cargo that is decoupled 
from the truck, (ii) move the cargo to a predetermined location, (iii) perform rearward 
docking of the cargo into a loading dock, (iv) pick-up the cargo after the terminal has 
finished unloading/loading, and (v) drop-off the cargo at a predetermined location such 
that a truck is able to pick it up again. We validate the system using discrete-event 
simulation for a case study at a Dutch logistics service provider. 

The novelty of this research is the design and simulation of a comprehensive agent-
based AYT system capable of handling heavy and large cargo, particularly semi-trailers. 
Compared to existing research on agent-based AGV systems at container terminals, see, 
e.g., Henesey et al. (2009) and Hanwu and Yan (2010), this research not only considers 
the transhipment of goods, but also considers a cross-dock for the consolidation of cargo 
in a one-to-many and many-to-one fashion. This research can be extended to 
incorporate multimodal cross-docks and thus provides a generic solution to agent-based 
AGV systems for the handling of freight at any logistics hub. To the best of our 
knowledge, this particular topic has not been addressed in the literature before. 
Furthermore, existing agent-based simulation models do not provide the flexibility we 
are looking for. For example, the guide-path design is a strategic decision that impacts 
operational performance. We provide a simulation model in which both strategic and 
operational decisions can be evaluated simultaneously. Also, most agent-based 
simulation models in similar problem settings typically focus on one element of the 
system, such as routing (Srivastava et al. 2007), scheduling (Erol et al. 2012) or deadlock 
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avoidance (Fanti et al. 2015), whereas we provide a more integral approach to agent-
based AGV systems, by including all these elements. 

The remainder of the chapter is structured as follows. Section 5.2 presents our case 
study. In Section 5.3 we present our MAS and our approach to SOL. Next, in Section 5.4, 
we present the simulation model to analyse the proposed MAS. Our model is verified 
and validated in Section 5.5. The conclusions and directions for further research are 
presented in Section 5.6 and we close with a discussion in Section 5.7. 

5.2  Case description 
This study is motivated by the logistics service provider Rotra based in Doesburg, The 
Netherlands. Rotra aims to build a new multimodal cross-dock in Velp, The Netherlands. 
The terrain will feature a 15,000 m2 cross-dock with 150 loading docks as well as a 
container terminal. This location is a perfect pilot location to test the use of AYTs and a 
MAS for automated planning and control because (i) it is a confined area with no public 
roads (no regulatory restrictions), (ii) there is enough manoeuvring space, (iii) there is a 
possibility to extend the system to multimodal (road and water), and (iv) there are no 
design restrictions (the terminal has yet to be built). Including the industry partner Rotra 
within this research enables us to incorporate many practical requirements at an early 
stage of the design. To illustrate the use of the simulation framework presented in 
Chapter 4, the goal of this chapter is to study a to-be situation (Type II) and our 

application is clearly demarcated by the confined, outside area of the DC. For this area, 
we require a high level of detail regarding the layout, which is further substantiated in 
Section 5.3.4. Moreover, the component analysis step of the simulation framework is 
discussed in Sections 5.3.1 and 5.3.2, and the control analysis step is discussed in Section 
5.3.5. 

Using the case presented by Rotra, we focus on a truck terminal (i.e., a DC) where 
semi-trailers arrive and depart by truck and are handled at the DC by AYTs. The primary 
processes for the handling of semi-trailers at this DC are shown in Figure 5.1 (where 
trailer is shorthand for semi-trailer). 

5.3  System description 
Designing a MAS is an iterative process. Large-scale systems may contain agents in the 
hundreds operating at real-time, perceiving, communicating, negotiating, decision-
making and executing. Such a complex system has to be designed properly and thus a 
comprehensive and detailed MAS design methodology is required. Wooldridge (2009) 
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provides an overview of multiple methodologies. We decided to use the Prometheus 
methodology, since it is generally conceived as comprehensive, practical and easily 
implementable (Winikoff and Padgham 2004). Throughout the literature, Prometheus is 
used to design multi-agent systems, including systems that feature AGVs (Erol et al. 
2012, Wu et al. 2012). An important practical aspect is that the Prometheus Design Tool  
(PDT) is freely available. Moreover, it has built-in completeness and consistency checks. 
Prometheus is based on industry standards like case scenarios, UML sequence diagrams, 
AUML (itself an extension of UML) and the Rational Unified Process (RUP) (Padgham 
and Winikoff 2004). 

Recall that in Chapter 4 we introduced the Prometheus Method, and that it consists 
of the following three phases: (i) the system specification phase, (ii) the architectural 
design phase and (iii) the detailed design phase (Padgham and Winikoff 2004). In the 
following sections, we summarize the results of the different design phases for this use 
case. 

5.3.1 System specification 

During the system specification phase, we breakdown the overall goals of the system into 
smaller sub goals to elucidate which kind of behaviour and functionality is required to 
reach the goals of the system as a whole. In a sense, the (large) global system is 
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Figure 5.1. Primary processes of an Automated Transportation Network at a truck terminal.  
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decomposed into smaller chunks with specific functionalities. From this breakdown, we 
define the following (generic) grouping of functionalities: 

1. Demand Management. This functionality monitors inbound and outbound 

cargo, obtaining information about expected arrival and dispatch times and 
cargo properties. 

2. Park Management. This functionality assigns pick-up and drop-off locations 

to all cargo and AYTs. 

3. Vehicle Scheduling. This functionality decides which AYT should perform a 

transport job (i.e., pick-up of a semi-trailer and moving it to a specific location). 

4. Vehicle Routing. This functionality determines the route for all AYTs, such 

that each AYT can pick-up and drop-off cargo or empty semi-trailers. 

5. Conflict Resolution. This functionality monitors all AYT movements and 

makes sure there are no collisions and resolves conflicts. 

6. Battery Management. This functionality determines when and where AYTs 

should be refuelled or recharged. 
 
The system specification phase continues with scenario development. Every scenario sets 
out a state that can transpire and translates how the functionalities defined above should 
act upon this state. We define the following scenarios: (i) cargo arrival, (ii) cargo 
departure, (iii) empty cargo movement, (iv) AYT idle, (v) AYT low battery, and (vi) AYT 
conflict. The first scenario covers inbound cargo and the second outbound cargo. The 
third scenario occurs when empty cargo is moved to (or removed from) a dock. The 
fourth scenario occurs when an AYT starts idling and thus has to be parked somewhere. 
The fifth scenario occurs when an AYT has a low battery and thus has to be charged at 
the appropriate location. Note that charging can also be replaced by refuelling (in case of 
a combustion engine). The final scenario is one that can happen anytime during system 
run-time and thus also during other scenarios, namely AYTs that are in conflict. This 
could for example happen when two or more AYTs want to take the same route at the 
same time. Appropriate measures have to be taken when this scenario occurs such that 
congestion and system dead- or livelocks are avoided. 

5.3.2 Architectural design 

The architectural design phase defines the agents within the system based on the 
functionalities and scenarios defined in the previous design phase. In this phase we 
determine how agents interact with each other and which external connections are 
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required (e.g., with the environment). We employ a data coupling diagram to provide 
insight into the connections between functionalities based on the scenarios defined (see 
Figure 5.2). Directed links are shown between functionalities and data. Arrows pointing 
towards data indicate that data is written by the functionality and the other way around 
indicate the usage of data. Double-headed arrows indicate the usage and writing of data 
by the functionality. Bold arrows indicate important connections within the system. All 
data used and produced by the system must be somewhere in the diagram, including all 
external data sources. This also functions as a consistency check between the first two 
design phases. For brevity of writing, we do not show the internal capabilities of the 
functionalities in the data coupling diagram. 

The main external database required for the MAS is the Transport Management 
System (TMS). This TMS contains information about inbound and outbound cargo, 
cargo properties (e.g., consolidation information), where the cargo should go to at the 
DC (originating from the planning system) as well as client-specific information. The 
expected arrival time of inbound cargo is obtained using the board computer of the 
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transporting entity. From Figure 5.2 we see seven agents emerging. We further elaborate 
on these agents in Section 5.3.5. 

5.3.3 Detailed design 

The final design phase builds upon the agent descriptors defined in the previous phase 
and further specifies the behaviour of every agent. This includes all triggers the agent 
responds to, how it responds accordingly, and which agents it interacts with. This phase 
narrowly defines the external connections of the MAS as these contain many of the 
triggers the MAS responds to (e.g., new arriving transport or semi-trailer unloaded). An 

important part of this final phase is the outline of what kind of intelligence an agent 
should inhabit. For example, the Vehicle scheduling agent should contain some sort of 
scheduling algorithm or a set of rules, which ensures efficient and effective scheduling of 
AYTs. To show how the MAS fits within a psychical automated YT system, we employ 
the framework from Le-Anh and de Koster (2006). This gives us a solid theoretical 
framework on how to align the design of the MAS (that corresponds with the tactical and 
operational levels in the framework) with the design of a physical automated YT system. 
We first focus on the strategic level in Section 5.3.4 and connect the agents with the 
tactical and operational levels in Section 5.3.5. 

5.3.4 Guide-path design 
One of the key design issues is the design of the guide-path (or flow path). The guide-
path is a layout of trajectories that AYTs can follow by using, for example, wires or 
transponders in the ground connecting all P/D locations (i.e., loading docks and parking 
slots). The design of the guide-path layout can be done in various ways (Vis 2006) and 
has a direct impact on system performance (such as travel time, number of required 
vehicles and degree of congestion). Specifically, it provides bounds to where AYTs are 
able to drive. Due to the impact on system performance, the guide-path is an important 
input for our simulation model as we want to be able to study different designs (see 
Section 5.4.1) for our greenfield use case. As the layout of the DC and the locations of the 
P/D points are relatively straightforward, we fix these as input factors. The cross-dock in 
our case study will have a rectangular shape with 75 loading docks (P/D locations) at 
opposite sides. In this chapter, we focus on one side of the cross-dock to separate manual 
from automated traffic. The key design issue is to create a well-balanced trade-off 
between the space required for the layout and the most efficient way of manoeuvring, 
such that it can accommodate a multitude of vehicle configurations. 
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We use a unidirectional single loop to connect the main areas on the terminal and extend 
it with bidirectional arcs per P/D location to (i) remove the AYT and cargo from the 
single loop to lower congestion and (ii) form a guide-path for the rearward 
docking/parking manoeuvre. Since we deploy articulated vehicles (a combination of an 
AYT with a semi-trailer), we require manoeuvring space to (partially) straighten out the 
semi-trailer behind the AYT, before reversing. From here on we call this manoeuvring 
space before a dock or parking slot a crossroad. The crossroads facilitate rearward 
docking and parking manoeuvres and are thus by definition bidirectional arcs. This 
makes the entire system a mixed uni-bidirectional guide-path. Figure 5.3 exemplifies 
how the crossroads fit within the guide-path design and shows the overall design of our 
pilot location. 

At the Arrival/Departure Parking, truck drivers drop-off and pick-up semi-trailers. 
Here 𝑝𝑝 parking slots are available. From this point on, the AYTs take over the handling 
and use the guide-paths to dock, park, and move around semi-trailers. The cross-dock 
has 𝑛𝑛 docks and the parking opposite to it also has 𝑛𝑛 parking slots. The AYT parking is 
used for charging AYTs and parking when AYTs are idling and is strategically positioned 
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Figure 5.4. Crossroad designs: design 1 (left), design 2 (middle), and design 3 (right). 
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Figure 5.3. Guide-path design and layout of the pilot location. 
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between the main areas to decrease response time. The AYT parking has 𝑚𝑚 
parking/charging slots. There are multiple ways of designing the crossroads, three of 
which we discuss below. We limit our discussion of the crossroads to the area in front of 
the cross-dock with a parking area opposite to it (e.g., to temporarily park semi-trailers). 
Figure 5.4 shows three different crossroad designs. 

To illustrate a docking manoeuvre, it starts with an AYT transporting a semi-trailer 
at the top main road on the right-hand side of the dock. The AYT turns away from the 
main road facing south until the back of the semi-trailer is facing the dock. The AYT 
then backs up the semi-trailer until it is docked into the (un)loading area. When the AYT 
is decoupled, it can continue its path using the curve facing away from the cross-dock in 
western direction. When picking up a docked trailer, a similar manoeuvre is used. On 
the left in Figure 5.4 (design 1), we display a simple design where only a crossroad is 
incorporated and there is no possibility to move between the top and the bottom road 
(or vice versa). This limits the ability to take shortcuts and thus the entire length of the 
cross-dock has to be traversed before the AYT can switch between the main roads. 
Design 2 resolves this problem by adding two additional arcs (marked with an A) such 
that AYTs can move between the two roads at every P/D location. Design 3 further 
extends the ability to take shortcuts by adding an arc at every parking slot (marked with 
a B). The different designs can be analysed using the proposed simulation model (see 
Section 5.4). 

5.3.5 Agent intelligence 

Using the framework from Le-Anh and de Koster (2006), we finalize the MAS design by 
designing the intelligence of the agents such that they fulfil their design objectives. Since 
this chapter focuses on the evaluation framework and not on detailed design issues, we 
briefly describe the design for the seven agent types. 

• Demand Manager. This agent does not require complex algorithms, but instead 

provides the link between external systems (e.g., TMS) and the MAS. 
Nevertheless, it is essential that all data required is readily available and up-to-
date. 

• Parking Manager. We use a nearest-available rule for all parking areas. Arriving 

and departing semi-trailers are assigned to the first available (i.e., not occupied) 
parking slot. 

• Vehicle Scheduling Agent. This agent assigns AYTs to trailer movements. A 
common way of supporting assignment decisions in MASs is through the use 
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of an auction mechanism where agents compete for orders. The vehicle 

scheduling agent initiates a proposal when a new job enters the system via the 

demand manager (e.g., pick-up at cross-dock). All AYT agents evaluate this 

proposal and send back a bid. Based on a bid evaluation function the winner is 
announced. We use the auction mechanism as described in Mes et al. (2007). 

• Vehicle Routing Agent. The routing agent determines the shortest route the YT 
should take given the pick-up and drop-off location of the job. 

• Battery Manager. The battery management agent uses an opportunity charging 
strategy as defined in McHaney (1995). Whenever an AYT is idling it is sent to 
the AYT parking. The battery manager also monitors the battery level of all 

AYTs and asks the vehicle scheduling agent to schedule a charging job whenever 
the battery is below a certain threshold. 

• Conflict Manager. This agent is responsible for avoiding collisions, congestion, 

and deadlocks. We use a priority list to make stop-and-go decisions based on 
the current status of the AYT. When two or more AYTs want to use the same 
arc at the same time, the conflict manager evaluates which AYT has priority 

based on the current jobs the AYTs are processing and stops the AYT with the 
lowest priority. 

• AYT Agent. The AYT agent has an important role within the MAS as it feeds 

information about the AYT to the system (e.g., current position and battery 
level). It furthermore uses the bid calculating function as described above to 
respond to the proposals of the vehicle scheduling agent. 

 

Lastly, we summarize our design in correspondence with the SOL typology presented in 
Chapter 3. Although we acknowledge that different designs are feasible to control the 
logistics systems of this use case, we focus on a specific design due to the following. As 
our use case features a to-be-built location, we are interested in whether an agent-based 
approach is suitable in the first place. Therefore, experimenting with different designs of 
the MAS is an exercise for the future, only after establishing a sound understanding of 
whether MASs are suitable for autonomous trailer docking. We thus fix the different 
elements of the MAS design, as discussed in this section. In terms of the SOL typology, 
we thus focus on a confined area in which we deploy a hybrid control hierarchy, 
containing functional decomposed agents. Given the single-stakeholder environment, 
the decision-making and data-processing part of the system can be implemented in a 
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mostly centralized manner, with some agents requiring local intelligence, e.g., the AYT 
agent and the conflict manager. Moreover, regarding cooperativeness, we see 
interactions between the agents through information exchange and a system that is open 
to data (e.g., from the TMS and the AYT), but closed to other actors and or assets. The 
better part of the functionalities is delegated to function-specific agents, although they 
thus can be implemented in a rather centralized manner as there is only one stakeholder. 
We therefore see a clearly demarcated, highly structured system in a rather static 
decision-making environment, where we expect predictable behaviour and no micro-
macro effects (e.g., emergent behaviour). The description of this use case alongside the 
SOL typology is presented in Table 5.1. For a detailed overview of the SOL typology for 
all use cases presented in this thesis, we refer the interested reader to Appendix II.  
 

Table 5.1. Use case presented alongside the SOL typology. 

Element Value Element Value 

Control hierarchy 
Mostly hierarchical 
(hybrid) 

Micro-macro effect Absent 

Decision-making 
method 

Rule-based Dynamism Mostly static 

Location of decision-
making 

Mostly central Intelligence Mostly system 

Location of data Central Predictability High 

Interactions 
Exchange of 
information 

Adaptability Medium 

Openness Open to data Data requirements Medium 
Delegation of control Many Ease of implementation Med-High 

Level of order 
Highly ordered 
(structured)   

5.4  Simulation model 
To evaluate the proposed MAS, we use the discrete-event simulation (DES) software 
Plant Simulation. As stated by Law (2007), DES is suitable to model agent-based systems 
as in virtually all agent-based simulations state changes occur at a countable number of 
points in time. In our DES, the agents interact with other agents and the environment, 
following the design presented in Section 5.3. Although we focus on our case study, we 
provide enough flexibility in our model to tailor the simulation model to other DCs. Two 
important parts of our simulation model are (i) the modelling of a track system that 
resembles the guide-path design and (ii) incorporating the agent intelligence. In the 
following subsections we focus on these two parts. 
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5.4.1 Modelling the guide-paths 

We model the guide-paths using so called Tracks. These tracks allow moving units (i.e., 
AYTs) to travel from one node to another and are characterized by length, direction, and 
curvature. The complete guide-path is composed by a large set of connected tracks. The 
crossroads are modelled as bidirectional arcs and all other tracks as unidirectional. One 
of the challenges is building a flexible track system. Since we want to evaluate various 
physical designs, inserting entire track systems manually would require a copious 
amount of work. Therefore, we created a procedure (CreateTracks) that generates the 

whole guide-path layout using the given inputs. For our case study, these inputs consists 
of: the values of 𝑛𝑛, 𝑚𝑚, and 𝑝𝑝 from Figure 5.3, the distance between the docks, the distance 
between the parking slots, the length of the crossroads, the length of the parking slots, 
and the required distance between the cross-dock and the main road. 

The network creation procedure enables us to systematically assess various designs 
as discussed in Section 5.3.4. Moreover, different types of semi-trailers (i.e., normal-sized 
and giga-liners) require differently designed guide-paths. Even within a semi-trailer type, 
the guide-path may need to be adjusted based on the kinematic properties of the semi-
trailer (e.g., the number of axles) to realistically model vehicle behaviour. An example of 
the result of CreateTracks using five docks and design 2 from Figure 5.4, is shown in 

Figure 5.5. The tracks on the right side connect the cross-dock with the 
Arrival/Departure Parking and the AYT parking, see Figure 5.3. 

5.4.2 Modelling the MAS 
Another important part of the simulation model is the agent-based planning and control 
mechanism. We program the functionalities of every agent as described in Section 5.3.5. 
Communication between agents lies at the heart of a MAS. We capture the essence of 
communication without explicitly referring to a specific agent communication language. 
In a sense, the simulation model not only serves as a tool to analyse the physical design 
and MAS control, but also to validate the MAS software architecture. An overview of the 
simulation model, including the initialization and the communication between agents, 
is shown in Figure 5.6. In this figure the green rounded shapes are triggering events and 
the red rounded shapes are end events. The processes are depicted using rectangles. We 
use dotted lines to indicate when an agent has to wait for a triggering event that has not 
been included for ease of presentation. 
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5.5  Verification and validation 
The basis of the simulation model is the layout of the pilot location of our case study. 
Despite the fact that the pilot location has not been built yet, and thus no real-world data 
is available, we do employ validation techniques such as conceptual model validation, 
white-box validation, and black-box validation. Our graphics use 3D models of Rotra’s 
semi-trailers. The AYTs move over the guide-path and can hitch and unhitch semi-
trailers at the appropriate locations. The docks are modelled as transfer stations, which 
function either as an unloading station or as a loading station, based on the job at hand. 
Figure 5.7 shows a screenshot of the simulation model. We omitted the AYT parking 
from this screenshot to get a clearer view of the model. In this figure we see four deployed 
AYTs. The AYT on the left in the top frame is currently rearward docking a semi-trailer 
whereas the AYT in the centre of the same frame is currently rearward manoeuvring a 
semi-trailer to the parking opposite to the DC. On the right an AYT is transporting a 
semi-trailer along the bottom highway. In the bottom frame, we see an AYT driving 
rearwards to pick up an arriving semi-trailer and a truck on its currently dropping off a 
semi-trailer at the Arrival/Departure Parking. Also a truck without trailer is leaving the 
DC area. The remainder of this section describes the verification and validation of the 
simulation model and presents preliminary results. Verification of our model was done 
using (i) code debugging, (ii) model reviewing, (iii) providing demonstrations to the 

Figure 5.5. Result of the CreateTracks procedure using design 2. 
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stakeholders, (iv) comparing the assignment of the AYT to a semi-trailer with the actual 
AYT picking it up, and (v) watching the animation of the semi-trailers moving along the 
guide-paths. From this analysis, we conclude that the simulation is an accurate 
translation of the conceptual model. Validation of our model was done using the 
techniques described in Robinson (2014). We illustrate the validation process using the 
parking manager. As discussed above, the parking manager uses a nearest available rule 
to assign parking slots to semi-trailers. We validated this agent by running the model and 
checking whether the parking slot assignment corresponds with the nearest available 
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rule. Figure 5.8 shows the assignment of parking slots to (i) arriving semi-trailers at the 
Arrival/Departure parking and (ii) unloaded semi-trailers at the Empty Trailer (ET) 
parking. We expect from the Arrival/Departure parking that, initially, arriving semi-
trailers have a low parking slot ID because the time it takes for the AYT to pick-up the 
semi-trailer is shorter than the inter-arrival time of the arriving semi-trailers. At some 
point the system is full and semi-trailers are also starting to depart. This results in a 
mixture of arriving and departing semi-trailers at the Arrival/Departure Parking. We 
thus expect that the parking slot IDs will then be higher, also because there are more jobs 
at hand for the AYTs and thus the time it takes for the AYT to pick-up or drop-off a 
semi-trailer increases. From Figure 5.8 we conclude that this is indeed the case. For the 
ET parking, the nearest available slot is opposite to the dock where the semi-trailer has 
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Figure 5.7. Screenshot of the simulation model. 
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been unloaded. We thus expect that, under normal conditions, the parking slots are 
assigned opposite to the arrival dock. However, in case of increased utilization of the ET 
parking, only a few parking slots are available and thus the nearest available parking slot 
may be far away from the arrival dock. When the ET parking is full, the model waits until 
a parking slot becomes available and assigns this slot to the semi-trailer that has been 
waiting for the longest time, irrespective of its location. Hence, in case of high utilization, 
we expect major outliers. From Figure 5.8 we conclude that our expectations of the ET 
parking correspond with the results. We used similar procedures to validate the other 
agents. 

For experimentation purposes, we fix the guide-path so as to correspond to standard 
semi-trailer dimensions. Moreover, as for crossroads we choose design 2 from Figure 5.4. 
We perform several experiments considering varying numbers of AYTs. For every run, 
we performed ten replications each with 200 arriving and departing transports. The 
results are summarized in Table 5.2. The cycle time, shown in hours, consists of waiting 
time, (de)coupling time, and (un)loading time. The travel time is omitted as this is just a 
minor component of the cycle time. We see that the waiting time significantly decreases 
when three instead of two YTs are deployed. The waiting time at the ET parking shows 
less volatility as this also includes the time the semi-trailers wait for a loading job. We 
conclude from this analysis that at least three AYTs are required to reach an acceptable 
cycle time.  

 
Table 5.2: Simulation results (“hh:mm”). 

 3 AYTs 2 AYTs 
 Mean SD Min Max 95% Mean SD Min Max 95% 
Total cycle time 7:35 2:39 1:50 16:40 11:53 12:51 4:55 3:39 23:59 20:13 

Waiting for AYT at A/D 1:32 2:13 0:00 7:56 6:05 4:46 5:11 0:00 19:16 15:04 
Waiting for AYT at CD (arrival) 0:27 0:27 0:00 2:25 1:21 0:56 0:46 0:00 4:03 2:38 

Waiting at ET 2:58 2:22 0:03 14:34 7:47 4:11 3:53 0:01 22:01 12:23 
Waiting for AYT at CD 

(departure) 
0:40 0:32 0:00 2:29 1:44 1:03 1:00 0:00 4:01 3:11 

5.6  Conclusions and further research 
In this chapter, we designed an agent-based simulation model for the automated pick-up 
and docking of semi-trailers by means of autonomous yard tractors. Through a 
decomposition method we allocated functionalities to specific agent types as an approach 
to introduce autonomy, cooperativeness, and ultimately self-organizing properties. We 
presented various designs for the physical layout of our pilot location. Specifically, we 
elaborated on the guide-path design. To evaluate these physical designs as well as to 
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validate our agent-based control architecture, we proposed a simulation model that is 
flexible in the sense that the layout is generated on the basis of a small number of input 
parameters. We illustrated the use of our simulation model in validating the proposed 
multi-agent system using a case study at a Dutch logistics service provider. At the time 
of writing, field experiments are being executed to test automated rearward docking with 
a single vehicle in a confined area. This illustrates the interest from practitioners to adopt 
automated driving systems. However, as the current application is still limited in terms 
of integration, the implementation of the MAS is not yet relevant, and is scheduled to be 
tested when more vehicles need to be controlled in a more complex environment. 
Further research directions include (i) the experimental design of the simulation model 
to test the effectiveness of the proposed multi-agent system, (ii) finding more test-bed 
case studies to validate the genericity of the model (see for example Chapter 7, which 
presents a similar design), and (iii) examining the impact of the various semi-trailer 
characteristics on the size and form of the guide-path. 

5.7  Discussion 
Recall that in Chapter 1 we introduced that every chapter describing a use case, closes 
with a discussion section. In this chapter we presented a decomposition method. We 
discuss its general usefulness to control complex systems in Section 5.7.1. Moreover, this 
chapter introduced automated vehicles in combination with automated planning in a 
typically manually operated environment. This provides several stimuli towards SOL, 
which are discussed in Section 5.7.2. Section 5.7.3 discusses different control hierarchies 
for this use case and argues that simulation is a useful tool to provide insight in different 
hierarchies. Lastly, in Section 5.7.4, we discuss the limitations of the current approach 
and simulation and reveal several directions for further research regarding SOL. We close 
with an open question as a thought experiment for the reader. 

5.7.1 Unravelling complex systems 
In this use case we present the design of an agent-based planning and control system for 
automated vehicles using a decomposition method, and provide an evaluation using 
simulation. Recall that in a decomposition method, a global (complex) system is 
decomposed into smaller chunks of functionalities, whereupon they are allocated to (self-
interested) agents by grouping functionalities. Such a decomposition method is useful to 
unravel complex systems into components that can be better understood on their own. 
Although we acknowledge that the behaviour of the system as a whole is a (complex) 
function of all its components, it is a fruitful exercise to identify each component and to 
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expose how it serves the system beyond its own capacity. Together with exposing the 
interrelatedness of all components, this decomposition process serves as a useful starting 
point to design SOL systems. Recall that in our definition of SOL, the delegation of control 

to (semi-)autonomous assets plays a crucial role. Therefore, identifying each 
functionality, its role to the greater good, and how functionalities relate to each other, is 

the first step to unravel a complex system, and serves as a starting point to delegate 
control, hence a starting point for self-organizing logistics.  
 Let us revisit our decomposition process presented in this chapter, and discuss some 
of the design choices. Recall that in the use case presented in this chapter, the transport 
system is characterized by a confined, single-stakeholder environment, in which a small 
fleet of automated vehicles is deployed. Through decomposition, we designed seven 
agent types, each with a specific functionality, to control this automated transport 
system. As the system can be described as non-competitive (i.e., a single stakeholder), 
many of the agent types have been designed to have a cardinality of one (i.e., one instance 
of an agent type per system), with exception of the AYT agent. This agent represents an 

autonomous vehicle and given the nature that it is capable of making its own decisions, 
logic dictates that each vehicle should be represented by a separate agent. Although not 
necessarily designed to allow for competition within the fleet of vehicles (as each vehicle 
strives for the same goal), the design does allow more flexibility. For example, to add an 
additional automated yard tractor to the system, an extra instance of the AYT agent can 
be easily initialized during run-time. When AYT agents would have been aggregated into 
a single AYT agent, the agent would need additional programming to allow for an 
additional vehicle and this approach also does not allow for a potential heterogeneous 
fleet. Moreover, when each vehicle is represented by a separate agent and whenever such 
an agent fails, the remainder of the agents can still continue operations and a human 
operator may intervene to take over the failed agent (i.e., an escalation to external 
control). Representing each vehicle by a separate agent is particularly relevant when 
large(r) fleets are deployed. Planning and controlling such a fleet may no longer be 
feasible using a single (central) agent, as delays or failure in communication to the central 
system may result in invalid (aggregate) information on the status of the fleet. Besides 
the mathematical complexity to control a large fleet on a central level (e.g., calculating 
conflict-free routes), making decisions based on invalid or out-of-date information will 
probably render the solution moot before its execution. The cardinality of each agent 
may thus also depend on the scale of the system. 
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The other agent types are designed to have a cardinality of one due to the limited 

competitiveness in a confined, single-stakeholder environment. For example, the parking 

manager is designed to oversee the parking area at the DC, and by utilizing aggregate 

data on the occupancy of each parking slot, allocates slots to agents who request one. 
Assigning an agent to every parking slot would be illogical as this would make the system 
more complex while there is no need for competition or coordination between the 
parking slots. This could however be the case when the parking slots are owned by 
different companies. For example, when charging stations are deployed at every parking 
slot, e.g., on a public parking area. As several companies own (a set of) parking slots, 
there is competition between the companies and the allocation mechanism to assign 
parking slots to vehicles becomes competitive (i.e., due to the fees associated with 
charging a vehicle). In such a system, it seems logical to capture these competing interests 
by allocating an agent to every parking slot, or at least a separate parking agent per 
company involved. Moreover, the vehicle agents may benefit from this competition when 
the parking agents need to set competitive prices to solicit customers (i.e., vehicles that 

need to be temporarily parked and/or charged). More work is needed to study the impact 
of allowing cooperation/competition on the self-organizing properties of our agent-
based system. 

This discussion is similar for the demand manager who, in our design oversees all 
inbound- and outbound transports. This agent is designed as such, as the fleet of trucks 
belongs to a single company. Therefore, we do not allow for competition within the fleet, 
although some prioritizing can be given, e.g., via setting due dates. This also entails that 
preferences of the truck driver are not explicitly taken into account. This is something 
that may be relevant, even in a single-stakeholder environment. As the truck drivers were 
out of scope in our use case, they were not included as agents. However, when they are 
in scope, it would make sense to alter the design of the agent-system and include truck 
drivers as separate agents to capture their (competing) interests. Moreover, as the system 
is closed, there is no interaction between the automated vehicles and the trucks (i.e., the 

trucks and automated vehicles are physically separated). However, in a mixed-traffic 
situation (as discussed in Chapters 7 and 8), the trucks become part of the system, or at 
least become an external influence on the system. 

All things considered, the design of an agent-based system through functional 
decomposition depends on the type of environment (e.g., confined or open), the number 
of stakeholders involved, the scale of the system (e.g., number of vehicles deployed) and 
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whether or not allowing (possible) competitiveness (e.g., take into account preferences 
of truck drivers). 

5.7.2 From decomposition towards SOL 

The decomposition approach presented in this chapter, although merely a first step to 
design a self-organizing logistics system, gives rise to several stimuli in the transition to 
self-organizing systems. We discuss two of these stimuli.  

First, we introduce automated vehicles in a process that is currently a typically 
manually operated process. Replacing manually operated vehicles by automated vehicles, 
already has a certain natural degree of self-organization, as the transport of semi-trailers 

does no longer require manual labour or extensive monitoring. From the point-of-view 
of the (fleet of) vehicles, in a way, the absence of external control (i.e., no driver required) 
or supervisory control (e.g., in case of tele-operated vehicles), contributes to the notion 
of self-organization, or at the very least to the operationalization of self-organizing 
logistics. Although this automation provides various opportunities to increase 
operational efficiency (e.g., less dependency on the availability of manual labour, 
possibility to provide 24/7 shunting services, and faster turnaround times due to 
decreased waiting times), it also poses several (technical) challenges. For example, if we 
would expect the system to organize itself, the entire logistics process of trailer shunting 
should be accounted for. If we still require considerable (manual) external control, the 
(self-organizing) system as a whole becomes less worthwhile. To exemplify this issue for 
the use case presented in this chapter, consider the (de)coupling process of the semi-
trailer to the automated yard tractor. This process requires attaching or detaching a 
hydraulic line (to operate the brakes of the semi-trailer) and an electrical line (to provide 
current for the taillights). Although typically including quick connectors, this currently 
is still a manual process where the driver needs to leave the cabin to attach or detach these 
lines. If an automated yard tractor is unable to automatically attach and detach these 
lines, one would still rely on a manual intervention at every pick-up and drop-off 
operation. This may render the deployment of automated vehicles moot. A similar issue 
appears when opening and closing the doors of the semi-trailer, before and after 
(un)loading operations. Even though this use case employs a confined area, limiting the 
number of regulatory issues, these kinds of technical issues need to be resolved in order 
to facilitate the uptake of automated vehicles, and to deliver on the accompanying 
opportunity to deploy intelligent systems, as substantiated below.  
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Second, deploying automated vehicles also entails a certain expectation of intelligence. If 

we are able to automate the process of trailer shunting, including complex rearward 
manoeuvring, we may also expect that the vehicle inhabits some form of intelligent 
behaviour related to the process it is involved in (e.g., determining a route, charging the 
battery when nearly depleted, or avoiding collisions). Indeed, the transition to automated 
systems simultaneously invokes an opportunity for the logical transition to (the 
delegation of) automated planning and control, resulting in a higher degree of self-
organization. 

5.7.3 Appropriate control hierarchies 
The transition to automated systems and intelligent behaviour does not necessarily imply 
that the intelligence is pervasively distributed to the lowest levels of the system hierarchy 
(i.e., the vehicle-level in this specific use case). A reasonable alternative could be to deploy 
some agents on a central level and some agents on a decentral level, resulting in a hybrid 
control hierarchy. This is indeed the case for the design presented in this chapter. For 
example, the parking manager oversees multiple parking slots, and the demand manager 
oversees all in- and outbound transports. In an extreme case, all agents could live on a 

central level, for example in a single-stakeholder environment and in confined areas. In 
these kinds of environments there is no need to cope with competing interests of other 
stakeholders and they do not require the openness - typically associated with 

decentralized systems - to allow other actors or assets to easily join and leave the system. 
Moreover, when the number of actors and assets in the system is limited and the 
environment is rather static, the use of a centralized control hierarchy could be a viable 
option. In the use case presented in this chapter the main decentralized elements are the 
vehicle agents. However, given the small proposed size of the fleet (i.e., three vehicles) 
and the confined, single-stakeholder environment, we see little reason to implement 
these autonomous agents on a decentral level, but rather as separate instances of the AYT 

agent type, but instead executed on a central system. 

5.7.4 Revisiting the simulation 
Revisiting the simulation presented in this chapter, a current limitation is the inability to 
compare different control hierarchies (e.g., central versus decentral) and to quantify the 
impact on logistics performance. Instead, the goal was to focus on the to-be (agent-based) 

situation only, also motivated by the fact that the use case presents a greenfield terminal 
and thus the ability to reconsider the current ways of working and adopt a new way of 
working. Motivated by this (unique) situation, the stakeholders involved in this study 
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were not so much interested in projecting the current (centralized and manual) way of 
working on the new terminal, but rather wanted to gain insight in deploying a fleet of 
automated vehicles and using the agent-paradigm to plan and control this fleet 
accordingly. Consequently, the ability to fairly compare different systems (e.g., manual 
versus automated, or central versus decentral) is limited in the presented simulation 
model. This limitation was also encountered in the literature. Of all papers under review, 
only a few papers adequately exposed the differences and implications of a centralized 
versus a decentralized system using simulation. In our view, these kinds of fair 
comparisons should be studied more often and, in more detail, e.g., as-is versus to-be 

situations, opposed to only focusing on to-be. Although we understand that much of the 
interest and creativity lay at the to-be situation, the lack of a proper trade-off analysis may 

limit the understanding of the added-value of moving towards self-organizing logistics, 
and thus may also limit willingness of practitioners to adopt or even consider these kinds 
of systems.  

Nevertheless, we deem the results of this study to be useful as they (i) present an 
agent-based design based on a detailed design methodology, (ii) expose the 
idiosyncrasies of the transition from manual to automated yard tractors (e.g., the 
(de)coupling issue), (iii) provide an illustration of combining automated transport with 
automated planning and control in a practical application, and (iv) serve as an 
exploration in the journey towards intelligent, distributed, and ultimately, self-
organizing logistics systems. Moreover, the study exposes several interesting extensions 
and research directions. For example, the current scope of the agent-based system is 
rather narrow (i.e., it focuses only on the functionalities of the fleet of automated yard 
tractors). Extending the system to include functionalities from, for example, the internal 
workings of the distribution centre or including the (interests of) truck drivers (which 
are out of scope in the current design), may result in a more holistic, open, and 
cooperative system. Establishing such a cooperative system also resonates with the traits 
of self-organization in biological systems, where simple (local) interactions and 
cooperation between agents result in (emergent) global behaviour (as can be seen by 
social insects such as ants, bees, and wasps).  

However, such an extension may also result in competing interests (e.g., conflict). 
Whereas in the current system the agents all strive towards the same goal (i.e., an efficient 
shunting process), the inclusion of the internal workings of the distribution centre may 
result in conflicting interests (e.g., different employees with different working schedules). 
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Moreover, when truck drivers are included as agents, the number of agents in the system 
may increase significantly, and also result in an (open) multi-stakeholder environment. 
One can imagine that the truck driver agents would then compete for resources to 
minimize their turnaround time, as they would show, at least partially, self-interested 
behaviour. A revisit of the proposed control hierarchy would then be advisable, e.g., 
towards a more decentral approach to allow for a more open system, as well as to 

adequately address the (competing) interests of all agents involved. Indeed, studying the 
impact of the self-interested, (non-)cooperative behaviour of the resulting multi-
stakeholder environment is an interesting topic for further research. Of particular 
interest is the configuration of the system such that the self-interested behaviour of all 
agents results in an effective global system, without showing chaotic or unpredictable 
behaviour. 

We close this chapter with an open question. Ultimately, turning to practice, one 
may wonder: would those logistics service providers that adopt such an open, distributed 
(and perhaps even social) system, be able to streamline and optimize their processes in 

such a way that they will gain a significant competitive advantage over their competitors, 
resulting in a more profitable and sustainable business, with a higher fitness for survival 
in a competing market?  
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 Chapter 6 
Agricultural Mobile Robots 

 
This chapter is based on: B. Gerrits, M. Mes, P. Schuur, and R. Andringa. 2022. “A 
Simulation Model for Cooperative Robotics in Dairy Farms”. In Proceedings of the 2022 
Winter Simulation Conference, edited by B. Feng, G. Pedrielli, Y. Peng, S. Shashaani, E. 
Song, L.H. Lee, and P. Lendermann. Forthcoming.  
 
 

“Comparison is the thief of joy.” 
- Theodore Roosevelt 

 

 
 
Clean floors in dairy farms are of vital importance to mitigate risks regarding cow welfare 
and to avoid ammonia emissions. In modern dairy farms it is common to deploy manure 
cleaning robots to automate the cleaning task. In the current state-of-the art, robots 
operate in relative solitude with no coordination or cooperation within the fleet. We 
present a design to transition from a non-cooperative to a cooperative fleet of manure 
cleaning robots. We thus focus on the cooperativeness part of SOL. We establish 
interaction between manure collecting robots to form teams of various compositions to 
jointly clean dairy farms, in a similar approach to how snowploughs operate on 
highways. Using simulation, we assess the impact of cooperative behaviour on the 
planning and control of a small fleet of mobile robots, under a periodic cycling strategy 
and compare a homogeneous, non-cooperative fleet with a homogeneous, cooperative 
fleet of mobile robots in a confined, single-stakeholder environment. Special attention is 
paid to the impact of various team compositions and robot characteristics on team 
routing. The results look promising: the minimum cleanliness can be increased by 
deploying teams while simultaneously reducing the number of cow-robot interactions.  

6.1  Introduction 
The dairy farm industry faces many challenges regarding responsible food production. 
To feed a growing population in a sustainable way, the industry is challenged to reduce 
environmental impact, decrease resource usage, increase animal welfare, while 
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simultaneously intensifying productivity and improving human safety and quality of life. 
Animal welfare also has on influence on productivity and thus provides an economic 
rationale. For example, foot disorders caused by unhygienic environments (due to 
manure and urine eliminations of cows), cause economic losses due to less milk yield 
(Ettema et al., 2010). As such, cleaning the barn floor is of vital importance to mitigate 
risks regarding cow welfare. Moreover, clean floors reduce ammonia emissions (Galama 
et al., 2020), a strong contributor to fine particulate matter pollution and associated 
premature human mortality (Giannakis et al., 2019). 

To facilitate clean barn floors, manure cleaning robots are often deployed as a cost-
effective measure to reduce foot disorders compared to non-robotic solutions (Sagkob et 
al., 2011). Besides economic rationale, the investment in robotic systems is also 
motivated by increasing farm sizes, lack of skilled workers, technical progress and 
striving for a better quality of life (Bijl et al., 2007; Mathijs, 2004). There are two types of 
manure cleaning robots: (i) pushers (that remove manure through a slatted floor), and 
(ii) collectors (that collect elimination and dump it at specific locations). In this chapter, 
we focus on the latter type of robot. Although being commonly used in practice, these 
robots are often ‘pre-programmed’ and follow a static schedule and pre-determined 
routes. Particularly in larger barns, where multiple cleaning robots are deployed, robots 
are assigned to (non-overlapping) areas, without cooperation or coordination between 
the robots to (jointly) achieve their goal: a clean barn floor. Given the highly 
unpredictable nature of the environment they work in, it is a challenge to create robots 
that are able to interact with such an environment in real time. Efficient mechanisms for 
task allocation, ability to perform operations in parallel, and information exchange 
between robots, allow the design of flexible, robust and effective robotic systems (Krieger 
et al., 2000). Ultimately, a group of cleaning robots may even become self-organizing, 
similarly to workers in an ant colony, and show efficient and robust behaviour in 
unpredictable environments through cooperation. Opposed to the current state-of-the-
art, such self-organizing systems are expected to have numerous benefits, including the 
ability to cope with dynamic environments, reduction of decision-making complexity, 
less computational efforts, increased adaptivity, ease of implementation, and minimal 
data requirements (Bartholdi et al., 2010). As a first step towards self-organizing robotic 
systems, we focus on cooperative cleaning. We transition from solo-based cleaning to 
team-based cleaning, where multiple robots clean the barn as a team; similarly to how 
snowploughs jointly clean all lanes of a highway as a team in a single pass. Such an 
approach is also discussed in Hess et al. (2009), and applied for snow shovelling on 
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airports, with a specific focus on trajectory planning of the robots. Several other topics 
regarding cooperative cleaning have been studied in literature, although not applied to 
dairy farms. Interesting examples, which also deploy simulation, include cooperative 
control of unmanned vehicles to clean oil spills in oceans (Bella et al. 2021; Bhattacharya 
et al. 2011), multi-robot systems for the area coverage problem (Hofmeister and Kronfeld 
2001), cleaning of general areas by a swarm of robots (Altshhuler 2018), a bio-inspired 
approach for area partitioning of cooperating cleaning robots (Chatty et al. 2008), 
deadlock avoidance of cooperating cleaning robots (Luo and Yan 2002) and cooperative 
cleaning of residential buildings with multiple rooms (Costa et al. 2016).  

In this chapter, we study the effect of teamwork on robot productivity, barn 
cleanliness and, as a result, on cow welfare. We present a flexible and reusable simulation 
model to test the effectiveness of different strategies for cooperative cleaning robots in 
dairy farms. We thus focus on studying SOL in terms of increasing cooperativeness and 
leave the autonomy of the robots untouched. Although (discrete-event) simulation is 
widely used in other sectors, including manufacturing and logistics, the use of (discrete-
event) simulation in agriculture, and particularly in dairy farm robotics, seems to be 
limited. Some noteworthy exceptions include Pavkin et al. (2021) who focus on feed 
pusher robots, and Hyde and Engel (2002) who deploy Monte Carlo simulation to study 
the break-even point of robotic milking systems. However, simulation of cleaning robots 
(and more generally the analysis of these systems) is underexposed in the current 
literature stream. To the best of our knowledge, this is the first attempt to address the 
simulation of cooperative cleaning robots in dairy farms.  
 The remainder of this chapter is composed as follows. Section 6.2 provides a 
cooperative cleaning approach for manure collecting robots. In Section 6.3, we present 
our conceptual model. The corresponding simulation model is described in Section 6.4. 
The results are discussed in Section 6.5. The conclusions and directions for further 
research are given in Section 6.6. The chapter closes with a discussion in Section 6.7. 

6.2  Cooperative robotics 
We focus on team-based cleaning of dairy farms using manure collecting robots to 
increase barn cleanliness and increase animal welfare. This is a first step towards 
cooperative dairy farm robotics, and ultimately a self-organizing robotic system. For 
example, cooperativeness between cleaning robots and feed-pushing robots may 
establish additional insights into whether or not (many) cows are present at the feeding 
area. Based on this information, cleaning robots may decide to skip this area temporarily 
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when it is too crowded. Moreover, establishing interaction between the robotic fleet and 
the cows themselves (e.g., through location sensors), may enrich the decision-making 
process for cleaning robots to clean efficiently in both time and space. In this chapter, 
however, we focus solely on the interaction between cleaning robots and omit 
cooperativeness with other (robotic) systems. 
 To establish cooperative behaviour for manure collecting robots, we distinguish 
between three steps: team composition (strategic), team routing (tactical), and team 
manoeuvring (operational). Each of these steps are discussed in separate sections below. 
In terms of the SOL typology presented in Chapter 3, we thus focus on a cooperative 
system and leave the delegation of control (i.e., autonomy) untouched. That is, most 
decision-making is done on a central level and the robots are only augmented to make 
stop-and-go decisions to maintain the formation of the team. Regarding cooperativeness, 
we deploy a system with direct cooperation. In the current scope, the system is only open 

to other collector robots with no cooperation or information exchange with other robotic 
systems. With respect to decision-making for team-based cleaning, we deploy an 
(approximate) optimization technique for the routing strategy and deploy a rule-based 
system to maintain team formation (see the remainder of this section). This also 
illustrates that some elements in the SOL typology can take multiple values, depending 
on the scope and level of detail of the use case at hand. Given these characteristics, we 
expect that the behaviour of the system is predictable and no micro-macro effects are to 
be found. Lastly, given the ‘small’ change to the system compared to current practice (i.e., 
no cooperation), we expect that the system can be easily implemented, at least from a 
technological point-of-view. Although there are different design alternatives for this 
system (e.g., deploy learning robots or decentral control), we specially focus on a small 

change that can be easily implemented in practice and thus leave the majority of the 
system properties to the current state-of-the-art. Table 6.1 presents our design alongside 
the SOL typology, for both the current practice (non-cooperative) and the new 
cooperative approach.  

6.2.1 Team composition 

On a strategic level, the composition of the team(s) needs to be determined. For example, 
the size of the barn determines the number of cleaning robots required and therefore also 
the possibilities to form teams. Moreover, different sections of the barn may have 
different widths, as exemplified in Figure 6.1. The team composition determines the 
maximum area a team can cover in a single pass (i.e., their collective width). For example,  
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Table 6.1. Use case presented alongside the SOL typology. NC = non-cooperative, C = cooperative. 

Element Value Element Value 
Control hierarchy Hierarchical (central) Micro-macro effect Absent 

Decision-making 
method 

(Approximate) 
optimization 
techniques (NC/C), 
Rule-based (C) 

Dynamism Static (in equilibrium) 

Location of decision-
making 

Central (NC),  
Mostly central (C) 

Intelligence System intelligence 

Location of data 
Central (NC),  
Mostly central (C) 

Predictability 
Very high (NC),  
High (C) 

Interactions 
None (NC),  
Direct cooperation (C) 

Adaptability 
Low (NC),  
Medium (C) 

Openness 
Closed (NC),  
Open to data (C) Data requirements 

Low (NC), 
Medium (C) 

Delegation of control 
None (NC). 
Some (C) 

Ease of 
implementation 

Very high (NC), 
Med-High (C) 

Level of order Too much order   

 
let 𝑊𝑊𝑅𝑅  denote the width of a single robot and let 𝑁𝑁 denote the number of robots per team, 
then a team of 𝑁𝑁 robots can cover a maximum width of 𝑊𝑊𝑅𝑅𝑁𝑁. Moreover, let 𝑊𝑊𝑖𝑖   
denote the width of a rectangular area 𝑖𝑖 of the barn that has to be cleaned. Then, if 𝑊𝑊𝑖𝑖 >
𝑊𝑊𝑅𝑅𝑁𝑁, the team needs to cross it at least ⌈𝑊𝑊𝑖𝑖 𝑊𝑊𝑅𝑅𝑁𝑁⁄ ⌉ times to clean the entire section. The 
team composition thus also influences the routing of the team, which is further discussed 
in Section 6.2.2. On the other hand, if a section is smaller than the maximum width of a 
team (i.e., 𝑊𝑊𝑅𝑅𝑁𝑁), the cleaning robots can also change their lateral distance, creating some 
overlap in the paths of the robots. If we let 𝑊𝑊𝑇𝑇  denote the (chosen) width of a team of 
robots, then 𝑊𝑊𝑇𝑇  can be arbitrarily chosen, as long as it satisfies 𝑊𝑊𝑅𝑅 ≤ 𝑊𝑊𝑇𝑇 ≤ 𝑊𝑊𝑅𝑅𝑁𝑁. Lastly, 
if the size of the barn allows multiple teams, also a decision needs to be made whether to 
deploy one large team or multiple smaller teams. As we will see in Section 6.5, simulation 

Figure 6.1. Illustration of a top-down view of a dairy farm. The grey area needs to be cleaned. The other areas are discussed in Section 6.3.1. 
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can aid in this decision-making process to quantify the impact of different team 
configurations on important Key Performance Indicators (KPIs). 

6.2.2 Team routing 

On the tactical level, the routing of the robot team(s) needs to be determined. The goal 
is to minimize the length of the route while covering the entire surface of the floor. The 
team composition(s) are an important input to determine effective routes. For example, 
when a certain section 𝑖𝑖 of the barn is 𝑊𝑊𝑖𝑖 = 2𝑊𝑊𝑇𝑇  wide, the team can clean this section by 
simply going back and forth. On the other hand, if a section 𝑖𝑖 is slightly wider (e.g., 𝑊𝑊𝑖𝑖 =
2. 1𝑊𝑊𝑇𝑇), the team of robots needs to traverse this section three times to clean it entirely. 
Hence, there is a clear interplay between the team composition and the ability to create 
effective routes. In our view, a useful starting point would be to determine the widest 
section of the barn (i.e., max

𝑖𝑖
 𝑊𝑊𝑖𝑖) and making sure that the team can clean this section in 

a single pass to avoid traversing it multiple times. In narrower sections of the barn, the 
robots in the team can adjust their relative position to match the width of these sections, 
as discussed in Section 6.2.1. However, depending on the layout of the barn and the 
positions of the manure dumping spots, traversing the widest section in a single pass is 
not a prerequisite for an effective routing strategy. For example, suppose the widest 
section needs to be traversed multiple times in order for the robots to return to their 
starting points, regardless of the team composition, then this section may not be a 
bottleneck in determining effective routing strategies. 

In our approach, the cleaning cycles are determined on the tactical level. It is 
common practice to deploy a periodic cleaning strategy in which robots start their routes 
at fixed intervals. These intervals need to be chosen such that the robots (i) have sufficient 
time to clean the entire barn (i.e., based on the routes determined), (ii) have sufficient 
time to dump the collected manure at the idling areas, and (iii) have sufficient time to 
recharge their batteries. Furthermore, the departure point of the team needs to be 
determined. In practice it is common that each robot has its own idling area. These idling 
areas are located at areas where robots can dump their collected manure, as well as 
recharge their batteries. In our approach, we select one of the idling areas of the barn as 
the departure point of the team. Opposed to solo-based cleaning, the formation of the 
team requires some manoeuvring at the idling area to properly align the robots. This is 
further discussed in Section 6.2.3.  

Lastly, the following distance between each robot (i.e., the longitudinal distance) 
needs to be determined. When the team of robots drive very close behind each other, 
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cows may have trouble in stepping away when the team approaches. On the other hand, 
large gaps between the robots may invoke waiting times (as will be discussed in Section 
6.2.3), causing communication problems between the robots or a possible break-up of 
the team (e.g., when an obstacle comes between the robots). 

6.2.3 Team manoeuvring 

On the operational level, the team-based cleaning needs to be controlled. We distinguish 
between four steps: (i) robots move from their idling areas to the pre-determined 
departure point, (ii) the team is established, (iii) cleaning as a team, and (iv) return to 
individual idling areas.  

First, each robot needs to move from its idling area to the departure point. As stated 
in Section 6.2.2, we chose to select one of the idling areas as the departure point. For 
simplicity, we assume that each robot has a dedicated idling area and thus each robot 
starts and ends at the same idling area. To avoid congestions, we chose to move each 
robot one-by-one to the departure point. 

Second, the team needs to be positioned correctly (similarly to a team of 
snowploughs). This depends on three factors: (i) the team composition, (ii) the following 
distance, and (iii) the width of the first section to be cleaned at the departure point. As 
discussed in Section 6.2.1, the width of the team and the following distance can take 
multiple values. Figure 6.2a shows the positioning of a team of three robots with short 
following distances, able to clean the first section in a single pass (i.e., 𝑊𝑊1 ≤ 3𝑊𝑊𝑅𝑅). Note 
that Figure 6.2a is equal to the top-right corner of Figure 6.1. 

Third, the cleaning process starts as the team travels through the first straight part 
of their collective route. Whenever a team encounters a corner, some more complex 
manoeuvring is required depending on the specifics of the corner and the section after 
the corner. As an example, let us denote the section before the corner by index 1, and the 

section after the corner by index 2. Regarding the widths of these sections, there are 

obviously three options: (i) 𝑊𝑊1 = 𝑊𝑊2, (ii) 𝑊𝑊1 > 𝑊𝑊2, or (iii) 𝑊𝑊1 < 𝑊𝑊2. In our approach, 
the routing is taken care of on the tactical level, so the route of each robot is known 
beforehand. However, on the operational level we require some fine-tuning regarding 
the timing of each robot going through a corner to avoid collisions. It makes sense for 
the robots to go through the corner in the order of the position in the team (i.e., the robot 
driving in front goes first, the last robot goes last). Similarly to positioning the team at 
the departure point, the positioning of the team should be reinstated after the corner. As 
a typical barn has many corners and edges, this may require complex manoeuvring. In 
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our approach, however, we take care of these idiosyncrasies by fixing the routes on the 
tactical level, and thus only stop-and-go decisions need to be made on the operational 
level. This is illustrated in Figure 6.2b for a team of three robots going through two 
different types of corners.  

Lastly, at the end of each cleaning cycle, the team breaks up and each robot moves 
to its dedicated idling area. In our approach, we make sure that the route ends at the 
departure point (i.e., one of the idling areas), and that the last part of the route contains 
all other idling areas. This way, the robots can easily leave the team when they reach their 
respective idling area. The idling area also functions as a place to dump the collected 
manure and to charge the battery of the robot. The four-step process is repeated upon 
the next cleaning cycle. 

6.3  Conceptual model 
Before presenting the implemented simulation model, an abstraction is made using a 
conceptual model. Given our aim to develop a reusable and highly configurable 
simulation model (e.g., to quickly analyse different team compositions and barn layouts), 
we require some abstraction. The following elements are described: the inputs (Section 
6.3.1), outputs (Section 6.3.2), experimental factors (Section 6.3.3), and model 
assumptions (Section 6.3.4). 

6.3.1 Inputs 
Regarding the inputs, we distinguish between (i) the barn layout, (ii) the cow behaviour, 
(iii) the cattle composition, and (iv) the robotic system. 

Figure 6.2. (a) Illustration of moving to a departure point for three configurations, (b) Illustration of a team cleaning two types of corners. Note that a 

robot is only allowed through a corner when its predecessor has reached the position where the team will be reinstated. 
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1. Barn layout. For our purposes, it suffices to focus on the part of the dairy farm 

where the cows are located, and thus where the cleaning robots are deployed. 
Although many barns share similar components, each barn has its own 
dimensions, corners and edges. To facilitate flexible modelling, we propose a 
so-called tile-based approach where we define rectangles of a certain size and 

assign a specific function area to each tile. To exemplify, recall the layout of the 

barn presented in Figure 6.1, which we use as a case study from practice in this 
study. We chose to model the layout of the barn as a collection of tiles using the 
following logic. First, we measure the dimensions of all areas in the barn and 
find the greatest common denominator in both length and width. We fix this as 
the size of our tiles. To model the barn, we define a collection of tiles, and each 
tile is assigned an x- and y-position. Moreover, each tile is assigned a function 
area. We distinguish between seven function areas, each of them color-coded in 
Figure 6.1: the barn floor (grey), cubicles, where cows rest (white), dumping 
areas (black), milking areas (green), drinking areas (blue), separation areas 
(red), and concentrate feeding areas (yellow). The separation area is used for 
non-lactating cows and is not accessible for other cows. Each tile is thus assigned 
to one of these function areas and a collection of tiles allows us to model the 
barn in a flexible manner. Lastly, we note that the floor of a barn can differ 
between farms. This has to do with a so-called drainage fabric and determines 

the permeability of urine and manure. As this is important for our research, we 
add four additional properties to the tiles with the function area Floor: (i) 
permeability of urine, (ii) permeability of manure, and (iii) the current level of 
manure, and (iv) the current level of urine.  

2. Cow behaviour. Since the location of manure and urine elimination is the result 

of cow movements and (duration of) activities, we pay specific attention to cow 
behaviour. Realistically modelling cow behaviour is of vital importance to gain 
proper insight into how the various ways of cleaning impact the cleanliness of 
the barn. Moreover, the position and movements of cows impact the number of 
interactions between cows and robots. To model cow behaviour, we deploy a 
transition matrix and model the duration per activity using a probability density 
function. The transition matrix shows the probability a cow goes from one 
activity to another. Similarly to Halachmi (1999), we distinguish between five 
activities: laying in a cubicle, milking, feeding, concentrate feeding, and 
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drinking. The transition matrix in combination with the duration per activity 
results in the total daily time spent per activity. 

3. Cattle composition. The cattle composition consists of three elements: (i) the 

number of cows, (ii) the fraction of lactating and non-lactating cows, and (iii) 
the parity of each cow. As discussed above, the non-lactating cows are 
accommodated in the separation area, and the lactating cows in the remainder 
of the barn. The parity denotes the number of times a cow has calved. The 
manure and urine elimination depends on the type of forage and the milk 
production. Furthermore, milk production depends on the parity and the day 
of the lactation cycle. These elements combined determine the total urine and 
manure elimination per cow. In combination with the elements on cow 
behaviour discussed above, a spatiotemporal pattern of manure and urine is 
established. To realistically model elimination, data has to be gathered on all 
these elements. The data used in this research is further discussed in Section 
6.5.1. 

4. Robotic systems. Modern dairy farms contain multiple robotic systems. In this 

research, we focus on manure collecting robots and milking robots. As milking 
is an important cow-related activity and directly relates to manure and urine 
elimination, we explicitly model the milking robots. Regarding the manure 
collecting robots, their task is to suck up cow defecation and urine from the barn 
floor. These robots are characterized by their dimensions, speed, collection 
capacity, battery capacity, and battery consumption. Additionally, in our 
cooperative approach, the team composition and following distance are also 
properties of the robotic fleet. As discussed above, each robot has a dedicated 
dumping area. In our setting, cows are free to move to a milking robot when 
they deem necessary, typically two to three times per day. Our case study 
features three milking robots. The milking robots are characterized by their 
location, (average) duration of the milking process, the size of the waiting area, 
the cleaning cycle and the success-ratio. The latter denotes the percentage of 
cows that are actually milked when a milking robot is visited. Lastly, the milking 
robots need to be periodically cleaned, resulting in down-time. This is a 
parameter that can be tweaked based on (manufacturer-dependent) technical 
specifications. 
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6.3.2 Outputs 

The simulation model has the following outputs: (i) the activity-distribution of the 
manure collecting robots, (ii) the activity-distribution of the cows, (iii) the duration of a 
cleaning cycle, (iv) the amount of manure collected per robot, (v) the number of robot-
cow interactions, and (vi) the barn cleanliness. The activity-distribution of the cows is 
used to verify whether the transition-matrix and the probability density function, as 
discussed in Section 6.3.1, result in realistic cow behaviour. Regarding the number of 
robot-cow interactions, we distinguish between soft interactions (i.e., a robot closely 
passes by a cow) and hard interactions (i.e., a robot touches a cow). For the barn 
cleanliness, we periodically measure the manure levels on all relevant tiles. With this 
approach, we are able to accurately measure the cleanliness throughout the barn using 
multiple KPIs: (i) the average amount of manure during the day, (ii) the amount of 
manure at the beginning of a cleaning cycle, (iii) the amount of manure at the end of a 
cleaning cycle, (iv) the decrease of the amount of manure during cleaning, and (v) the 
distribution of the manure in the barn, represented by a manure heatmap. The latter also 
serves for verification purposes, to verify whether the distribution of the manure over the 
barn floor resembles reality.  

6.3.3 Experimental factors 
Given our interest in how cooperative manure collecting robots can improve barn 
cleanliness and cow welfare, we define several experimental factors. We design different 
team configurations with different robot widths, and number of robots per team. We 
experiment with the width of each robot as we have seen that the maximum width of a 
team of robots influences the routing and cooperative cleaning possibilities. Therefore, 
we are interested in the impact of (hypothetical) smaller and wider robots, compared to 
the width of robots currently used in practice. Moreover, we experiment with the team 
composition. More specifically, we experiment with the number of robots per team (3 
and 4) and the number of teams deployed (1 and 2). This is determined by the barn under 
consideration that requires at least three manure collecting robots. Our base scenario 
contains three robots, which operate solo. We experiment with three robot widths (small, 
regular and large) and various team compositions, as discussed in Section 6.5.1. 

6.3.4 Model assumptions and limitations 

To reduce complexity of the simulation model, several assumptions are introduced. First, 
the separation area containing non-lactating cows is not included in the analysis as the 
manure elimination is drastically lower than in the rest of the barn. Second, cow 
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behaviour does not change during the day, nor when interacting with a cleaning robot 
(e.g., the cows do not step away). Third, cows do not defecate when they are in a cubicle, 
concentrate box or milking robot. Moreover, the cleaning robots are assumed to never 
fail, have a fixed (short) following distance, have adequate capacity to collect the manure 
of a single cleaning cycle and are able to fully charge their battery during idling. Lastly, 
we assume that a robot perfectly cleans the floor when driving over it and a team always 
stays together, even when encountering a cow. In practice, cows are familiarized with 
robots and typically the cows move around the robots after a period of getting 
acquainted. However, it does happen that a cow does not move away, and the robot has 
to make an evasive manoeuvre. We currently omit these kinds of manoeuvres from the 
simulation model. 

6.4  Simulation model 
Based on the case study and conceptual model described, a discrete-event simulation 
model is proposed, implemented in Tecnomatix Plant Simulation. This discrete-event 
simulation environment is also capable of modelling agents, as in virtually all agent-
based simulation models state changes occur at a countable number of points in time 
(Law 2015). With respect to the simulation framework presented in Chapter 4, the goal 
of our study is to compare the current situation (solo-based cleaning) with a 
(hypothetical) new situation (team-based cleaning). We can thus classify this study as a 
Type III. Our scope is focused on the collector robots, and we require a fairly detailed 
environment (see Section 6.4.1) and explicit modelling of cow behaviour (see Section 
6.4.2), but the kinematics of the cleaning robots are simplified. The assets in our system 
are the collector robots (agents), the milking robots (objects), and the cows (objects). 
Regarding the latter, as we currently do not interact with the cows, we decided to model 
them as objects and not as agents (e.g., under the current model assumptions, the 
behaviour of the cow does not change when a robot is encountered). As stated in Section 
6.2, the autonomy of the robots is currently limited. They only use a simple rule to 
maintain team formation. The focus of this study is around the transition from non-
cooperative (i.e., solo-cleaning) to cooperative (i.e., team-based cleaning). There are 
multiple ways to achieve cooperative behaviour and we focus on introducing 
‘snowplough behaviour’. Regarding data requirements, we particularly require data of 
sufficient quality to realistically model cow behaviour (i.e., what kind of activities take 
place where and how frequent). This is further discussed in Section 6.4.2.  
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An impression of the simulation model is given in Figure 6.3, and a video can be found 
in Andringa and Gerrits (2022). Below, the following three main components of the 
model are discussed: (i) barn layout, (ii) cow behaviour, and (iii) manure collecting 
robots. The components are discussed based on the case study and this software, but the 
modelling approaches are also applicable for other case studies and other discrete-event 
simulation tools. From Figure 6.3 we observe a team of three robots on the top of the 
barn. The cubicles are the light-blue areas, and the concentrate areas are yellow. The 
feeding areas are located on the top and bottom, as can be seen from the orientation of 
(some of the) cows who are feeding. The blue areas at the end of every cubicle are the 
drinking areas. On the left-hand side of the barn, the three milking robots (with the red 
roofs) are located. Lastly, the amount of manure and urine on the floor is visualized as a 
scale between white and dark red, with the latter being the dirtiest. 

6.4.1 Barn layout 
We translate the barn layout from our case study to a 3D simulation environment. The 
simulation is built in such a way that it is highly configurable and different layouts can 
be created. Several input parameters are included to model the physical layout of the barn 
and its components, including: the length and width of the barn, dimensions and 
locations of the tiles (as discussed in Section 6.3.1), and as a result, the dimensions and 

Figure 6.3. Visualization of the simulation model. For a video, see Andringa and Gerrits (2022). 
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positions of the cubicles, concentrate boxes, milking areas, feeding areas, drinking areas 
and the separation area. By tweaking these parameters, various layouts can be generated 
at the initialization of the simulation. The tiles are modelled as Markers and visualized as 

squares and can therefore also be used for the routing of both cows and robots. The tiles 
are also used to measure the cleanliness of the barn. To illustrate, when a cow is located 
on a specific tile and defecates, the produced urine and/or manure is registered in the 
AmountOfUrine and AmountOfManure properties of the tile. We assume that 20% of the 

urine (due to drainage fabric), and 100% of the manure remains on the floor. 

6.4.2 Cow behaviour 
At the initialization of the simulation model, all cows, which are modelled as Transporter 

objects, are located in a cubicle. Via an exponential distribution with an activity-specific 
mean, the duration of each activity is determined. When an activity is finished, the next 
activity is determined using a transition matrix. The location of this activity is chosen 
randomly from all tiles that have the corresponding function area. The route from the 

cow’s current position to its destination is defined as a collection of connecting tiles (i.e., 
Marker objects) and is determined as follows. First, a cow can orient itself in one of the 

four wind directions. We calculate the Manhattan distance to the destination, for each of 
these four wind directions. We take into account that cows cannot move through the 
cubicles and thus have to move around them. Second, we select the direction that results 
in the shortest route. As there are still many route options for a given direction (with 
equal Manhattan distances), we select the route that has the largest straight path. This 
promotes cows walking into a straight line. Lastly, on each Floor tile, the speed of the cow 

is slightly altered to more realistically model the walking behaviour. The route thus 
consists of a set of connecting Floor tiles.  

At the initialization of the simulation model, the parity of each cow is assigned 
according to the distribution shown in Table 6.2, and the day of the lactation cycle is 
chosen randomly. These two parameters combined determine the milk production per 
cow and, in combination with the type of forage, the (daily) urine and manure 
production, see Remmelink et al. (2019) for details. The average number of eliminations 
per day is based on the work of Aland et al. (2002). Consequently, the number of urine 
and manure eliminations per day is simply calculated by dividing the daily urine and 
manure production by the average number of eliminations per day. There are thus two 
types of eliminations: (i) defecations (manure production), and (ii) urinations (urine 
production). The time between each elimination is assumed to be Poisson-distributed 
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with an elimination-type dependent mean 𝜆𝜆. Moreover, eliminations do not take place 
when a cow is in a cubicle, a concentrate box, or at a milking robot. If an elimination is 
scheduled during such an activity, the elimination takes place immediately after the 
activity is finished (i.e., when walking on the floor). 

6.4.3 Manure collecting robots 

The manure collecting robots are also modelled as Transporters. They make use of the 
network of Markers (i.e., the Tiles discussed above) to move around the barn. The width 

of the manure collecting robots is an experimental factor (small, regular, and large), 
where the regular size is based on the width of robots commonly used in practice. During 
cleaning, the robot sucks up all urine and manure on the tiles it crosses and stores it in 
its manure reservoir. This reservoir is emptied at the end of each cleaning cycle at a 
dedicated dumping spot. The dumping spots are modelled as AGVPools. The cleaning 
routes are pre-determined and depend on the number of cleaning robots deployed and 
the width of each robot. The route of each robot consists of a set of connecting Markers. 
Each robot is positioned diagonally behind the preceding robots and the exact position 
depends on the width of the section to clean. To exemplify, when a team can clean a 
section 𝑖𝑖 exactly in a single pass, they are evenly distributed across the width of the section 
(i.e., 𝑊𝑊𝑇𝑇 = 𝑊𝑊𝑅𝑅𝑁𝑁 = 𝑊𝑊𝑖𝑖). When a team of robots is not wide enough to clean a section in 
a single pass, we use the following logic. Recall that if 𝑊𝑊𝑖𝑖 > 𝑊𝑊𝑅𝑅𝑁𝑁, the team needs to cross 
section 𝑖𝑖 at least ⌈𝑊𝑊𝑖𝑖 𝑊𝑊𝑅𝑅𝑁𝑁⁄ ⌉ times to clean it entirely. The width of the team 𝑊𝑊𝑇𝑇  at section 
𝑖𝑖 is then set at 𝑊𝑊𝑖𝑖/⌈𝑊𝑊𝑖𝑖 𝑊𝑊𝑅𝑅𝑁𝑁⁄ ⌉. For example, when a section needs to be traversed twice, 
the team is positioned such that it cleans half of the section in a single pass. To maintain 
the desired formation, the robots communicate with each other whenever they reach a 
Marker and wait for the signal that the other robots in the team have also reached the 
Markers associated with the formation. For straight segments this is rather 
straightforward, but corners require some additional consideration, as discussed in 
Section 6.2.3.  

6.5  Results 
This section presents the simulation results of the case study under consideration. First, 
the experimental design is discussed in Section 6.5.1. Next, we present the results of 
varying the team composition (Section 6.5.2) and of varying the robot width (Section 
6.5.3).  
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6.5.1 Experimental design 

To evaluate the impact of cooperative cleaning, we focus on different team compositions 
and robots’ widths. Specifically, we experiment with team size (3 or 4 robots) and the 
number of teams (1 or 2). As discussed in Section 6.2.3, we also experiment with three 
different robot widths, as this influences the span of the team and thus influences the 
routing of the team. Moreover, we define a base experiment with three robots (regular 
width), in which there is no cooperation between the robots, representing the current 
way of working. As the type of simulation is non-terminating with steady state 
parameters, we use a warmup period of 12 hours to reach the steady state, and a run 
length of 60 hours (24 cleaning cycles). Twenty replications are used for each experiment, 
resulting in a relative error of at most 𝛾𝛾 =  0.01 using a significance level 𝛼𝛼 =  0.05. 
The specific values for the inputs, as described in Section 6.4, are obtained from a robot 
manufacturer and a dairy farm research institute. For an overview of the input 
parameters and their values, see Table 6.2.  

We experiment with six scenarios: Scenario 0 (base scenario with three robots 
operating solo, regular size), Scenario 1 (one team of three robots, regular size), Scenario 
2 (one team of four robots, regular size), Scenario 3 (two teams of two robots, regular 
size), Scenario 4 (one team of four robots, small size), and Scenario 5 (one team of three 
robots, large size). We omitted the scenario with one team of three smaller robots, as this 
configuration violated the assumption that the duration of the route is less than the 
cleaning cycle. Moreover, we omitted the configuration with 4 larger robots as this 
resulted in the same routing as Scenario 5. The cleanliness is measured as the fraction 
between the amount of elimination collected and the amount of elimination produced. 
Table 6.3 provides an overview of the results, which are further discussed in Sections 
6.5.2 and 6.5.3. 

6.5.2 Varying the cleaning team configuration 

From Section 6.2.2, we saw that the team composition influences the routing of the 
robots. We clearly see this effect in Table 6.3. In Scenario 1-5, the cleaning time per cycle 
increases compared to Scenario 0. In Scenario 0, each of the three robots has to clean 
roughly 1/3rd of the barn, whereas in team-based cleaning, the team has to clean the barn 
in its entirety, resulting in different routes and longer cycle times. When two teams are 
deployed (Scenario 3), we see that the cycle time decreases and approaches Scenario 0. 
Longer cycle times also result in robots being less idle every cleaning period and thus 
cleaning the barn more effectively. 
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Table 6.2. Input parameters and their values. [1] Barn width excludes the separation area. [2] Percentage of summer feeding. 

Input Value  Input Value 
Barn layout and routing-related  Cleaning robot related 
Barn width (meters) [1] 500  Base scenario 3 robots 
Routing protocol (robots) Manually   Number of robots 3 or 4 
Routing protocol (cows) See Section 6.4.2  Number of teams  1 (1x3, 1x4) or 2 (2x2) 
Number of cubicles 200  Robot width small, regular, large 
Number of milking robots 3  Speed 0.15 m/s 
Number drinking areas 10  Length cleaning 

cycle 
2 hours 

Number of concentrate boxes 5    
Cow-related  Activity-related (time-spent) 
Number of cows 200  Cubicle 54% 
Non-lactating cows (%) 12.5  Walking 23% 
Lactating cows (%) 87.5  Feeding 20% 
Type of forage [2] 50%  Drinking 2% 
Speed (m/s) 1  Milking 1% 
Parity 1 (percentage of cattle) 30%   
Parity 2 (percentage of cattle) 25%    
Parity 3 (percentage of cattle) 45%    

 
Table 6.3. Simulation results. For the results regarding cleanliness and interactions: bold-faced values indicate a significant difference when using a t-

test with 𝛼𝛼 = 0.05. Scenarios 1-3 are compared to Scenario 0, Scenario 4 compared to Scenario 2, and Scenario 5 compared to Scenario 1. 

Scenario 0 1 2 3 4 5 

Team configuration 

(robot width) 

base 

(regular) 

1x3 

(regular) 

1x4 

(regular) 

2x2 

(regular) 

1x4 

(small) 

1x3 

(large) 

Robot related 

Cleaning time per cycle (min) 33 70 59 36 92 49 

Driving (%) 28 38 25 25 39 25 
Waiting (%) 0 20 24 5 37 16 
Idling (%) 72 42 51 70 24 59 

Cleanliness related 

Max. cleanliness 88% 82% 84% 89% 75% 87% 
Avg. cleanliness 68% 69%  68%  67%  68% 69% 
Min. cleanliness 52% 63% 59% 52% 68% 57% 

Interactions (per cow per day) 

Hard interactions 7.8 4.7 4.9 4.4 4.7 4.7 

Soft interactions 2.2 1.1 1.7 1.3 1.6 1.1 

 
We see this effect in Table 6.3 regarding the barn cleanliness. In Scenario 0, robots are 
driving only 28% of the periodic cycle. The barn is thus quickly cleaned which results in 
a high maximum cleanliness (88%). However, the barn is not cleaned during the 
remainder of the cycle (72% idling), and as manure elimination continues, the minimum 



154 

cleanliness is rather low (52%). This is improved when deploying teams, mainly because 
teams are more active during a cycle. Although team-based cleaning invokes waiting time 
(getting together and manoeuvring through corners), the minimum cleanliness is 
improved in for example Scenario 1 (63%) and Scenario 4 (68%). Deploying an 
additional robot (i.e., Scenario 2 compared to Scenario 1) does not result in a higher 
minimum cleanliness. This has to do with the effectiveness of the routing, established on 
the tactical level. Moreover, when dividing a team of four robots (Scenario 2) into two 
teams of two robots (Scenario 3), the minimum cleanliness decreases, as the idling time 
goes up (from 51% to 70%), due to shorter routes. On the other hand, as cleaning takes 
longer, the maximum cleanliness decreases, particularly in Scenario 4 (75%), having the 
longest route. Given our periodic cycling strategy, we do not expect that the average 
cleanliness changes when deploying teams. We expect that the average cleanliness can be 
improved when deploying trigger-based cleaning, as discussed in Section 6.2.2. 
Moreover, we see that team-based cleaning reduces the number of robot-cow 
interactions, even though idling time is lower. With team-based cleaning where the team 
can clean an aisle in a single pass, and where a single robot needs to traverse the aisle 
multiple times in order to clean it, the probability of an encounter between the team and 
the robot decreases. 

6.5.3 Varying the robot width 

In Scenario 4, we deploy four small robots and compare this with Scenario 2 (four regular 
robots). In Scenario 5 we deploy three large robots and compare this with Scenario 1 
(three regular robots). From Table 6.3 we see that the team of small robots requires 22 
minutes more to clean the barn. This also results in a higher minimum cleanliness (9pp 
increase), but a lower maximum cleanliness (9pp decrease). In Scenario 5, we see that the 
team of large robots more quickly cleans the barn (21 minutes shorter cycle). This has 
mainly to do with the routing, i.e., a team of three large robots can clean a section in a 
single pass, whereas a team of three regular robots cannot. Similarly to the other 
experiments, this results in a lower minimum cleanliness (6pp) and a higher maximum 
cleanliness (5pp). 

6.6  Conclusions and further research 
This chapter proposes a cooperative robotics concept for dairy farms in which manure 
collecting robots cooperate to clean the barn floor as a team. We present an approach to 
transition from solo-based cleaning to team-based cleaning and distinguish between 
decisions on strategic, tactical and operational levels. Moreover, we present a flexible 
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simulation model to study cooperative robotics for dairy farms in a simulation 
environment. Results from our simulation experiments suggest that cooperative manure 
collecting robots are able to increase the minimum cleanliness of the barn whilst 
simultaneously decreasing the number of robot-cow interactions. The latter is directly 
related to increasing cow welfare. We identify the following topics for further research: 
(i) introducing capacity restrictions and charging strategies, (ii) developing 
(dynamic/trigger-based) cleaning strategies to optimize barn cleanliness and cow 
welfare, and (iii) expanding the cooperative fleet (e.g., including milking- and feeding 
robots). 

6.7  Discussion 
In this chapter, we studied the effectiveness of team-based cleaning by manure collecting 
robots in dairy farms. Although it is inconclusive whether the average cleanliness can be 
improved by deploying team-based cleaning, we showed that the minimum and 
maximum cleanliness can increase. We expect that the limited impact on the average 
barn cleanliness can be explained by the fixed periodic cleaning cycle currently deployed. 
It is reasonable to assume that when the time between cleanings is reduced, the barn 
becomes – on average – cleaner. However, we also have to factor in the limited range of 
the robots due to battery and capacity restrictions (i.e., the size of the manure tank). 
When decreasing the time between cleanings, it quickly becomes infeasible to deploy 
fixed routes that clean the entire barn in one single pass. Moreover, given our focus on 
cooperativeness and the resulting team-based cleaning approach, the degree of self-

organization is still rather limited. That is, the robots are able to create and maintain 
predetermined formations. Therefore, in this section, we aim to address the limitations 
of our approach by exploring two alternatives to team-based cleaning, focused on 
cooperative behaviour and autonomous decision-making, in order to increase the self-
organizing properties of the system. In Section 6.7.1, we discuss an approach for 
autonomous routing and dispatching decisions, and in Section 6.7.2 we discuss a 
cooperative, ant-inspired routing algorithm, as introduced by Chatty et al. (2008).  

6.7.1 Autonomous routing and dispatching 

We may transition from fixed periodic cleaning with fixed routes, to adaptive routing 
and trigger-based cleaning. For the sake of discussion, let us assume that a robot always 
starts a route with a fully charged battery and an empty manure tank. A robot is triggered 
to start cleaning when the battery is fully charged. Opposed to our current approach, in 
which a predetermined route is used, we use the following logic. First, recall our Tile-
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based approach to model the floor of a barn, consisting of a network of rectangular-

shaped tiles. The robots move from tile to tile to move around the barn. At each tile the 
robot can select one out of four actions: move forward, move right, move left, return to 
dock. The latter course of action is selected whenever the battery level is below a certain 
threshold or when some mechanisms determine to abort the current route. For example, 
when little manure has been collected from the time of departure until the current 
moment in time. The other three actions are selected as follows. Suppose a robot starts 
by moving forward to a certain tile and at every tile it passes it registers the amount of 
manure collected on that tile (e.g., through a fill-rate sensor). The amount of manure 
collected on the previous 𝑥𝑥 tiles is stored in local memory (i.e., its history). Note that any 
action triggered by the value of 𝑥𝑥 can be an experimental factor in a simulation 
environment. Suppose that 𝑥𝑥 = 5. When the fifth tile is reached after departure, the 
robot calculates the total amount of manure collected on the last 𝑥𝑥 tiles. When the 
collected amount of manure is below a certain threshold, the robot assumes that this 
course of action (e.g., direction) is not fruitful. Therefore, it randomly selects one of the 
following actions: move forward, move right, move left. The robot continues until the 
battery is below a certain threshold. Whereafter the robot returns to charging (and 
dumping) station. By delegating the routing decisions to the robots, we create a more 
adaptive (and possibly self-organizing) system compared to the approach discussed in 
this chapter. On the other hand, the behaviour of the robots becomes less predictable. 
This may not be an important issue, as the robots are deployed in a confined area where 
only cows are present. Note that the mechanism to select a course of action may be 
augmented with counting the number of robot-cow-interactions. Utilizing this 
information could augment decision-making to avoid sending robots to areas which are 
expected to be densely populated with cows. Moreover, by storing the time of departure, 
the constructed route, the amount of manure collected, and the number of cows 
encountered, the robots may be able to learn which routes are successful at which 
moments in time. Lastly, as the robots try to avoid already cleaned tiles, we expect that 
this approach naturally enables robots to also avoid each other. This is because the 
cleanliness of a tile indirectly provides information on the last visit by a robot. Obviously, 
this information is diluted by whether or not a cow has defecated on that tile after the 
last visit by a robot. Nevertheless, in our view, such an approach may also be classified as 
teamwork, not by jointly cleaning the barn, but through a division of labour. For 
example, in colonies of social insects it is well known that division of labour is one of the 
main drivers to establish self-organization and emergent behaviour. All in all, we expect 
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that this approach may overcome some of the limitations of the approach discussed in 
this chapter, specifically by delegation of routing and dispatching logic to the robots. We 
may use the proposed simulation model to evaluate the usefulness of this alternative 
approach to cooperative cleaning.  

6.7.2 Counter-ant algorithm 

Another approach for cooperative cleaning that may be applicable to the use case 
presented in this chapter, is a bio-inspired approach, based on the foraging behaviour of 
ants. It is well-known that ants release pheromones to indicate fruitful locations to find 
food sources. Other ants can sense these pheromone tracks and their actions (such as 
routing) are influenced by these pheromone tracks. The pheromones degrade in time to 
make sure that depleted food sources are no longer (frequently) visited. To improve the 
average cleanliness of the barn, we may adopt a similar approach. Opposed to being 
attracted to pheromones (i.e., copy the behaviour of a predecessor), the robots could 

avoid pheromones. This may enable robots to avoid each other and thus clean a part of 

the barn which has not been recently visited by another robot (or itself). This approach 
has been coined the counter-ant algorithm by Chatty et al. (2008). The authors state that 

this approach allows for self-organizing behaviour in unfamiliar environments. It thus 
looks suitable to our case study, as the location of the cows and the resulting defecation, 
is typically moderately to highly uncertain. Interestingly, and similar to the approach 
discussed in Section 6.7.1, the robots do not directly communicate and cooperate. 
Instead, their actions influence the environment, and the environment in turn influences 
the actions of the robots. This phenomenon is known as stigmergy and is also discussed 

in our SOL typology. This may reduce technical requirements to enable cooperative 
behaviour (e.g., no need to deploy an inter-robot communication system) and could 
speed up implementation in real-life situations. We should note that this counter-ant 
algorithm requires a form of artificial pheromones to indicate the time that has passed 

since a robot has visited a certain tile. This could be an integration with the approach 
presented in Section 6.7.1, where the artificial pheromones actually denote the last time a 

robot has visited a tile. Although not fully accurately describing the current cleanliness, 
this kind of pheromone is a natural result of the actions of the manure collecting robots.  

References 
Aland, A., Lidfors, L., and Ekesbo, I. (2002). Diurnal distribution of dairy cow defecation and urination. Applied 

Animal Behaviour Science, 78(1), 43–54. https://doi.org/10.1016/S0168-1591(02)00080-1 
Altshhuler, Y. (2018). Cooperative “ Swarm Cleaning ” of Stationary Domains. https://doi.org/10.1007/978-3-

319-63604-7 



158 

Andringa, R., and Gerrits, B. 2022. A simulation model for cooperative robotics in dairy farms. 
https://youtu.be/zrw2x3wGaoY, accessed 21st June. 

Bartholdi, J. J., Eisenstein, D. D., and Lim, Y. F. (2010). Self-organizing logistics systems. Annual Reviews in 
Control, 34(1), 111–117. https://doi.org/10.1016/j.arcontrol.2010.02.006 

Bella, S., Belalem, G., Belbachir, A., and Benfriha, H. (2021). HMDCS-UV: A concept study of Hybrid 
Monitoring, Detection and Cleaning System for Unmanned Vehicles. Journal of Intelligent and Robotic 
Systems: Theory and Applications, 102(2).  

Bhattacharya, S., Heidarsson, H., Sukhatme, G. S., and Kumar, V. (2011). Cooperative Control of Autonomous 
Surface Vehicles for Oil Skimming and Cleanup. Section VI. 

Bijl, R., Kooistra, S. R., and Hogeveen, H. (2007). The profitability of automatic milking on Dutch dairy farms. 
Journal of Dairy Science, 90(1), 239–248. https://doi.org/10.3168/jds.S0022-0302(07)72625-5 

Chatty, A., Kallel, I., Alimi, A. M., Chatty, A., Kallel, I., Alimi, A. M., Algorithm, C., Multirobot, E., and Alimi, 
A. M. (2008). Counter-Ant Algorithm for Evolving Multirobot Collaboration To cite this version : HAL 
Id : hal-00955864 Counter-Ant Algorithm for Evolving Multirobot Collaboration. 

Costa, H., Tavares, P., Santos, J., Rio, V., and Sousa, A. (2016). Simulation of a System Architecture for 
Cooperative Robotic Cleaning. https://doi.org/10.1007/978-3-319-27146-0 

Ettema, J., Østergaard, S., and Kristensen, A. R. (2010). Modelling the economic impact of three lameness 
causing diseases using herd and cow level evidence. Preventive Veterinary Medicine, 95(1–2), 64–73.  

Galama, P. J., Ouweltjes, W., Endres, M. I., Sprecher, J. R., Leso, L., Kuipers, A., and Klopčič, M. (2020). 
Symposium review: Future of housing for dairy cattle. Journal of Dairy Science, 103(6), 5759–5772. 
https://doi.org/10.3168/jds.2019-17214 

Giannakis, E., Kushta, J., Bruggeman, A., and Lelieveld, J. (2019). Costs and benefits of agricultural ammonia 
emission abatement options for compliance with European air quality regulations. In Environmental 
Sciences Europe (Vol. 31, Issue 1).  

Hess, M., Saska, M., and Schilling, K. (2009). Application of coordinated multi-vehicle formations for snow 
shoveling on airports. Intelligent Service Robotics, 2(4), 205–217. 

Hofmeister, M., and Kronfeld, M. (2001). Multi-robot Coverage Considering Line-of-sight Conditions. In 
IFAC Proceedings Volumes (Vol. 43, Issue 16). IFAC. https://doi.org/10.3182/20100906-3-IT-
2019.00023 

Hyde, J., and Engel, P. (2002). Investing in a robotic milking system: A Monte Carlo simulation analysis. Journal 
of Dairy Science, 85(9), 2207–2214. https://doi.org/10.3168/jds.S0022-0302(02)74300-2 

Krieger, M. J. B., Billeter, J. B., and Keller, L. (2000). Ant-like task allocation and recruitment in cooperative 
robots. Nature, 406(6799), 992–995. https://doi.org/10.1038/35023164 

Law, A. M. (2015). Simulation modelling and analysis (5th ed.). McGraw-Hill. 
Luo, C., and Yang, S. X. (2002). A real-time cooperative sweeping strategy for multiple cleaning robots. IEEE 

International Symposium on Intelligent Control - Proceedings, 660–665.  
Mathijs, E. (2004). Socio-economic aspects of automatic milking. Automatic Milking. For a Better 

Understanding., November 2001, 46–55. 
Pavkin, D. Y., Shilin, D. V., Nikitin, E. A., and Kiryushin, I. A. (2021). Designing and simulating the control 

process of a feed pusher robot used on a dairy farm. Applied Sciences (Switzerland), 11(22). 
https://doi.org/10.3390/app112210665 

Remmelink, G., van Middelkoop, J., Ouweltjes, W., and Wemmenhove, H. (2019). Handboek melkveehouderij 
2019/20. 153–169. https://research.wur.nl/en/publications/b9c09be6-f5c7-4c00-9e0d-faa3ae390714 

Sagkob, S., Niedermeier, J., and Heinz, B. (2011). Comparison of a mobile scraping system with a fixed one for 
removal of liquid manure. Landtechnick - Livestock and Machinery, 66(4), 238–242. 



159 

  



160 

 

  



161 

 



162 



163 

 Chapter 7 
Autonomous Container Terminals 
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“Zonder geluk vaart niemand wel.” 
- Dutch proverb 

 

 
 
The development from a completely manual brownfield terminal towards a highly 
automated one proceeds in a number of steps. Let us focus on the use of Automated Yard 
Tractors (AYTs), similarly to Chapter 5. To take the first steps, it is crucial to know how 
introducing AYTs influences port productivity at Mixed-Traffic Terminals (MTTs). In 
these terminals, (non-automated) road trucks and AYTs share the same infrastructure. 
This chapter employs discrete-event simulation to analyse the performance of a 
brownfield terminal where manual yard tractors are replaced by AYTs. Moreover, we 
establish a certain degree of self-organization by introducing dynamic rerouting to avoid 
deadlocks and dynamic scheduling to avoid sub-optimal schedules. The results look 
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promising: high utilization rates are reached in MTTs, with a modest number of AYTs. 
In fact, these utilization rates are reached with the same amount of yard tractors as are 
typically used in comparable terminals with manually operated vehicles. Special 
attention is paid to the influence of road trucks on terminal congestion during peak 
hours. 

7.1  Introduction 
Container terminals worldwide have adopted increasing levels of automated or 
unmanned systems to increase productivity. In the early 1990s, the first Automated 
Guided Vehicles (AGVs) were introduced and many related automated systems, such as 
automated Ship-To-Shore cranes (STSs) and Automated Straddle Carriers (ASCs), have 
found their way to market, as an incentive to increase operational productivity 
(Montoya-Torres et al. 2015). Despite the increasing automation levels, port operators 
struggle to turn around vessels in a timely manner, as vessel sizes continue to outgrow 
the increased port productivity, resulting in delays and high penalty costs. A commonly 
mentioned cause of the lack of performance of highly Automated Container Terminals 
(ACTs) is the low flexibility of such a, typically centrally controlled, system. Indeed, the 
intelligence of the automated systems, which should improve productivity, originates 
from the (central) control system rather than, for example, from the AGVs or ASCs. 
These kinds of optimization systems are less suitable for real-time decision making in 
stochastic and dynamic environments, since they typically (i) require a lot of information 
in advance, (ii) are sensitive to information updates, (iii) are less suitable to respond in a 
timely manner, and (iv) are not flexible enough to deal with changing environments and 
situations with multiple autonomous actors (Mes et al. 2007). Therefore, delegation of 
control might be key to increase operational performance. Moreover, as ACTs rely on 
infrastructural requirements (e.g., AGVs are guided using transponders in the ground), 
highly automated solutions are typically only deployed in greenfield terminals, where 
automated equipment is strictly separated from manual operations. AGVs are typically 
deployed in so-called perpendicular oriented terminals, given the orientation of the 
stacks compared to the shore. The stacks therefore create a physical barrier between the 
automated systems and the manual operations (e.g., road trucks), resulting in a safe and 
controllable environment. Existing terminals (i.e., brownfield) however, lack such a 
physical barrier as many terminals worldwide are parallel oriented (i.e., the stacks are 
parallel oriented to the shore). Mainly due to this lay-out, adoption of automated vehicles 
in brownfield terminals is minimal. Currently, manual yard tractors are used in many 
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terminals and are used for loading and unloading containers at both STSs and stack 
cranes. Recent advances and innovations have created opportunities for brownfield 
terminals to adopt automated vehicles in the form of Automated Yard Tractors (AYTs). 
Examples include the Volvo Vera and the Terberg AutoTUG, as illustrated in Figure 7.1. 
These AYTs are able to drive unmanned and autonomously. These AYTs also offer 
opportunities to revise the operational control hierarchy, as intelligence can be delegated 
to the vehicles due to their onboard control systems. Theoretically, AYTs can be deployed 
in any parallel oriented brownfield terminal, but they also pose additional challenges to 
maintain efficient operations. To exemplify, in these terminals, (non-automated) road 
trucks and yard tractors share the same infrastructure. Therefore, introducing AYTs 
results in a so-called Mixed-Traffic Terminal (MTT). In an MTT, the road infrastructure 
is shared between AYTs and road trucks. Gerrits et al. (2019a) show how this merging 
process should be managed in order to create a safe, understandable and efficient system. 
Clearly, the development from a manual brownfield terminal towards a highly 
automated one proceeds in a number of steps. To take the first steps it is crucial to know 
how introducing AYTs influences port productivity. This chapter exploits discrete-event 
simulation to analyse the performance of a brownfield terminal by replacing manual yard 
tractors with AYTs. In that way, we let simulation drive innovation. 

The remainder of this chapter is structured as follows. Section 7.2 reviews the 
literature and states our contribution. In Section 7.3, the problem setting and a case study 
is presented and Section 7.4 presents an agent-based system for our case study. The 
conceptual model is presented in Section 7.5 and the simulation model in Section 7.6. 
The results are discussed in Section 7.7. This chapter closes with conclusions and 
directions for further research in Section 7.8. 

7.2  Related work 
Literature on ACTs is substantial, and simulation is widely used to analyse container 
terminal operations, as exemplified by the literature review of Dragovic et al. (2017). 

Figure 7.1. Illustration of Automated Yard Tractors (AYTs). 
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More specific reviews include topics like smart technologies (Cimino et al. 2017) and 
future challenges (Kim and Lee 2015). Typically, research topics at container terminals 
include scheduling and routing (Stahlbock and Voβ 2008; Fazlollahtabar and Saidi-
Mehrabad 2015), dispatching (Grunow et al. 2004; Garro et al. 2015), port management 
(Wibowo et al. 2015), terminal configuration and planning (Sun et al. 2013; Mes and 
Douma 2016), container stacking policies (Dekker et al. 2007; Park et al. 2011), inter-
terminal cooperation (Nabais et al. 2013), yard crane scheduling (Fotuhi et al. 2013; 
Gharehgozli et al. 2015), transportation systems (Duinkerken et al. 2006), collision 
avoidance (Marinica et al. 2012), deadlocks (Lehmann et al. 2006), control hierarchies 
(Zheng and Negenborn 2014) and bay planning (Parthibaraj et al. 2017). Moreover, the 
impact of AGVs or ASCs has been extensively researched. The interested reader is 
referred to the reviews of Vis (2006) and Kaoud et al. (2017). However, due to the novelty 
of AYTs, literature on this topic is rather scarce. Also, as pointed out by McGinley (2014), 
integrating non-automated and automated cargo handling equipment, as is the case with 
MTTs, has specific challenges. Exploratory research on the impact of AYTs at MTTs has 
been presented by Gerrits et al. (2019a). This chapter extends the work of these authors 
by focusing on the simulation modelling aspects of AYTs and propose an MTT 
simulation model, which in itself is an extension of the non-mixed traffic model 
presented in Gerrits et al. (2019b).  

7.3  Case description 
To guide the discussion on the impact of mixed traffic at terminals using AYTs, let us 
focus on the terminal layout shown in Figure 7.2. It features a single berth with one vessel 
that is served by four STSs. There are twelve stacks to temporarily store containers. Each 
STS has a dedicated lane for the (un)loading of containers to AYTs. Each stack is serviced 
by an ASC that interacts with AYTs via a lane at either the top or bottom of the stack. 
The top six stacks are used to store export (or transhipment) containers and the bottom 
six for import containers. Furthermore, a commonly used routing system from practice 
is employed. The AYTs drive underneath the STSs and between the stacks to pick-up and 
drop-off containers by following the black lanes. More specifically, between the stacks 
there are three lanes: two Pick-up and Drop-off (P/D) lanes underneath the cranes for 
(un)loading, and one passageway (see also Figure 7.4a). The passageway is used to drive 
between the stacks. The AYTs switch to a P/D lane from the main passageway, just before 
their destination. After (un)loading, the AYTs switch back to the main passageway as 
soon as possible. Road trucks enter the terminal via the entry point at the bottom left of 
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Figure 7.2. They follow the same lanes as the AYTs through the stacks and leave the 
system at the bottom right. Road trucks drive to import stacks to pick-up a container and 
to export stacks to drop-off a container. They follow the same procedure for (un)loading 
at the P/D lanes as the AYTs. Inherent to this commonly used type of terminal, is that 
yard tractors and road trucks need to share lanes, resulting in a mixed traffic system. This 
chapter presents a simulation model for this case study to show how AYTs impact port 
productivity. Moreover, we present an agent-based control system in which some 
functionalities are delegated to agents. One of our aims is to study whether our agent-
based design (as an alternative to fully centralized control) allows for efficient terminal 
operations in a mixed-traffic environment such that the system shows some degree of 
self-organization. We thus not yet experiment with different MAS designs, but rather 
evaluate one design based on the insights gained from Chapter 5 and the guidelines of 
the Prometheus design methodology presented by Padgham and Winikoff (2004). 
Simulation is deployed to study the use of AYTs and the accompanying agent-based 
control system, as experimenting with AYTs in actual port operations requires a 
tremendous effort and is therefore not favourable. First, the system for our case study is 
presented in Section 7.4 and the conceptual model is presented in Section 7.5. 

Figure 7.2. Top-down view of the terminal under consideration. 
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7.4  System description 
Given a certain layout of a container terminal, we construct three control layers: low-
level, mid-level and high-level. Our focus is on the mid-level control, and we call this a 
Traffic Manager. It is used to make operational decisions for horizontal transport (i.e., 

for the AYTs) to move containers to and from the stack. The high-level control is done 
at the Terminal Operating System (TOS) layer. This layer makes decisions on berth 
allocation, STS crane assignment, stowage planning, and workload- and capacity 
planning. From there on, the mid-level control layer takes over and its goal is to 
efficiently utilize the given equipment and orders to be processed. At the low-level 
control layer (i.e., vehicle control) decisions on path generation, navigation, steering and 
braking are made. The Traffic Manager is modelled using an agent-based approach and 
is similar to the agent-based system presented in Chapter 5. We adopt this design and 
incorporate the MTT-specific peculiarities to fit the framework to this case study. These 
modifications are discussed at the end of this section. First, the overview of the entire 
system is given in Figure 7.3, including simplified interactions between the different 
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layers. From Figure 7.3 we see seven agents emerging. These agents are chosen such that 
they together provide a functional decomposition of the Traffic Manager, whilst 
respecting the software engineering criteria of cohesion and coupling. In this way, we 
provide an integral approach with loosely coupled agents, which improves scalability and 
generality. We distinguish the following seven agents: 

• STS Crane Agent (one per STS). The STS Crane Agent is responsible for the loading 
and unloading of containers to and from the vessel. It maintains a loading and 
unloading schedule based on the stowage plan, and it triggers the dispatching of 
AYTs based on a fixed look-ahead period via the Location Manager and the 
Dispatching Agent. Given an ACT, this look-ahead period is chosen such that (i) 
AYTs are able to respond in a timely manner to a request and (ii) the number of 
AYTs waiting at the crane is balanced out such that the system is not flooded. 

• Location Manager (one per system). The Location Manager assigns pick-up, drop-
off, idling, and parking locations to all AYTs and containers. More specifically, it 
assigns import containers to stacks (based on input from the TOS), export 
containers to QCs, and origin and destination locations to all AGVs such that they 
can transport the containers to the appropriate locations. 

• Dispatching Agent (one per system). This agent assigns transport requests 
(movement of a container from an origin to a destination given by the Location 
Manager) to AYTs using an auction protocol. AYT agents place bids to a call 
proposed by the Dispatching Agent. The Dispatching Agent then evaluates all the 
bids and selects the AYT with the best bid to perform the transport. 

• Routing Agent (one per system). This agent determines the route between origin 
and destination taking into account current congestion levels. During operations it 
can dynamically reroute AYTs to avoid conflicts and/or to reduce travel times. 

• Battery Manager (one per system). This agent maintains the battery status of the 

AGVs and is responsible for effective charging schedules. 
• Conflict Handling Agent (one per system). This agent resolves all possible conflicts 

between AYTs and maintains a conflict-free environment by making stop-and-go 
decisions (i.e., at intersections). 

• AYT Agent (one per AYT). The AYT Agent processes all data from the AGV 
controller, maintains the state of the AYT (e.g., position, speed, and battery status), 
responds to transport requests from the Dispatching Agent, and can negotiate with 
other AYT agents to swap jobs. 
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This design has two distinguishing features compared to the design presented in Chapter 
5. First, our case study calls for a multitude of agents connected to the high-level control 
layer. In a container terminal the jobs are fed to the system via the STSs. As we have 
multiple STSs, it seems logical to represent each STS by an agent. Moreover, typically 
multiple vessels are berthed at the same time, and each requires service. Therefore, STSs 
assigned to a vessel might compete for AYT capacity with STSs assigned to other vessels. 
To capture the essence of this trade-off between agents, we require each STS to be 
represented by an agent. Second, we require additional agent intelligence given the larger 
scale of this case study. Specifically, we require (i) additional intelligence to cope with 
deadlock avoidance and (ii) a mechanism to update the allocation of jobs to AYTs (via 
the Dispatching Agent) as disruptions in the process might render previously assigned 
schedules sub-optimal. The latter is taken care of by implementing a rescheduling policy 
where AYT agents can reconsider the jobs that were allocated to them and negotiate with 
other AYT agents to try to swap jobs such that the expected utilization of the STSs is 
maximized. This approach allows the fleet of AYTs to organize the reallocation of jobs 
themselves, without external command. With a keen eye on deadlock avoidance, both 
the Routing Agent and the Conflict Avoidance Agent have been enhanced. When an 
AYT agent responds to a call initiated by the Dispatching Agent, it requests a route from 
the Routing Agent which returns the shortest route between origin and destination. 
However, when the AYT is ready to actually process the job, the initially assigned route 
might be congested. Therefore, during the execution of the job, the AYT Agent is able to 
request a new route from the Routing Agent based on the current congestion levels in 
order to avoid deadlocks, to increase the flow of traffic, and to establish a certain degree 
of self-organization (i.e., the ability to select the least-congested route). Especially the 
quay area is sensitive to congestion due to AYTs waiting to be served by the STS and the 
limited number of lanes available. This level of intelligence provides more flexibility than 
calculating a congestion-free route beforehand as the information on the future positions 
and routes of all other AYTs is unreliable. Also, the Conflict Handling Agent needs to be 
more intelligent as there are many crossings, junctions, and traffic-intense areas at an 
MTT. The area between the stacks is sensitive to deadlocks when the wrong precedence 
rules are applied. The Conflict Handling Agent uses an increased set of precedence rules, 
recognizing the peculiarities related to traffic flow of the different areas of an MTT (e.g., 
quay area and stack area) to minimize the blocking of lanes and avoid deadlocks. 

Similarly to the design presented in Chapter 5, the system has a fairly high degree of 
autonomy. The degree of cooperativeness is higher than in Chapter 5, as the automated 
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vehicles also interact with manual traffic, and cooperate with the STS cranes. The mixed-
traffic system results in the transition from a confined area to a mixed-traffic area. We 
thus focus on a mixed-traffic area in which we deploy a hybrid control hierarchy, 
containing functional decomposed agents. Some agents require local intelligence, e.g., 
the AYT agent to negotiate with other AYTs to swap jobs. Moreover, regarding 
cooperativeness, we see interactions between the agents through information exchange 
and a system that is open to data (e.g., from the TOS and the AYT), and also open to 
other assets (i.e., manual vehicles). Given our mixed-traffic environment and the 
relatively large fleet of vehicles, we propose to implement the agents in a mostly decentral 
way. As there is only one stakeholder, we may also deploy a more central approach, 
depending on the preferences of the stakeholder. When solely AYTs are deployed, we 
may expect predictable behaviour and some well-understood micro-macro effects (e.g., 
a different AYT processes a job due to dynamic rescheduling). However, when mixed-
traffic is allowed, we expect more chaotic behaviour due to the (unpredictable) actions 
of human drivers. This may result in ill-understood micro-macro effects, e.g., actions by 
human drivers may influence congestion levels, in turn may influence the flow of AYTs, 
and in turn may influence the performance of the STS cranes. Table 7.1 presents this use 
case alongside the SOL typology, for both the current practice (terminals with only 
automated vehicles) but controlled by our agent-based planning approach, and the 
mixed-traffic system, also with our agent-based approach. 

 
Table 7.1. Use case presented alongside the SOL typology. C = current, MT = mixed-traffic. 

Element Value Element Value 

Control hierarchy 
Mostly heterarchical 
(hybrid) 

Micro-macro effect 
Well-understood (C), 
Ill-understood (MT) 

Decision-making 
method 

Rule-based Dynamism 
Mostly static (C), mostly 
dynamic (MT) 

Location of decision-
making 

Mostly central or 
mostly decentral Intelligence Mostly collective 

Location of data 
Central (C), mostly 
central (MT) Predictability High (C), low (MT) 

Interactions 
Cooperation via direct 
communication Adaptability Medium (C), high (MT) 

Openness 
Open to data (C), 
Open to other 
actors/assets (MT) 

Data requirements Medium (C), high (MT) 

Delegation of control 
Many (C), Many/all 
(MT) 

Ease of 
implementation 

Med-High (C), Low-
Med (MT) 

Level of order 
Highly ordered (C), 
Lowly ordered (MT) 
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7.5  Conceptual model 
Before presenting the implemented simulation model for our case study, an abstraction 
is made using a conceptual model. The following elements are described: the inputs 
(Section 7.5.1), outputs (Section 7.5.2), experimental factors used (Section 7.5.3) and 
model assumptions (Section 7.5.4). 

7.5.1 Input 
Regarding the inputs, there is a distinction between (i) the terminal layout and cranes, 
(ii) the vessel, (iii) the stacks, (iv) the AYTs, and (v) the road trucks. 

1. Terminal layout and cranes. The terminal has a berth with a certain length and 
a set of STSs. The time per container load/unload cycle varies in practice and 
this is modelled by drawing a cycle time from an empirical distribution every 
time a new (un)load cycle starts. The spreader and hoisting speeds are adjusted 
accordingly to resemble the selected cycle time. The portal speed is also 
modelled to capture the movements of STSs between the bays of the vessel. The 
yard area consists of back-to-back stacks, each with a homogeneous capacity. 
The capacity is determined by the number of containers in the x-, y- and z-
direction. This chapter considers standardized 40-foot containers and use 
Rubber Tyred Gantry cranes (RTGs). Each stack is initialized with a set of 
containers to shorten the warmup period. The inner workings of a stack (e.g., 
reshuffling and job prioritization) are omitted for this study and the stack cranes 
process jobs first-come-first-serve. Also, for the stack cranes, the portal speed, 
the spreader speed and the hoisting speed are modelled. 

2. Vessel. The vessel is modelled as a collection of storage areas, each resembling 
a single bay. To simplify operations, STSs are dedicated to a set of bays. These 
sets are disjoint (i.e., two STSs cannot serve the same bay) and are physically 
separated (i.e., STSs cannot collide). At the initialization, the stowage plan is 
determined, and STSs are assigned to bays. Every bay is randomly chosen to be 
loading or unloading. The number of (un)load jobs follows a uniform 
distribution per bay. For scheduling purposes, a schedule-ahead period is used 
where 𝑘𝑘 containers are scheduled to AYTs in advance.  

3. Stacks. The stacks are also initialised with containers at the beginning of a run. 

Each stack has one or more RTGs. Figure 7.4a depicts the three lanes between 
the stacks introduced earlier: a passageway flanked by two P/D lanes, which are 
reachable by all vehicles. Three types of containers are included, that need to be 
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stored in the stacks: import, export and transhipment. Export and transhipment 
containers are stacked close to the waterside, import containers are stacked 
close to the landside. Given this preference, stacks are chosen randomly for 
either retrieval or storage. Also, the stack positions where AYTs or road trucks 
(un)load are selected randomly.  

4. AYTs. The inputs related to the AYTs consist of (i) the number of AYTs 
deployed, (ii) vehicle dynamics (speed, acceleration/deceleration, normal 
braking distance, emergency braking distance), (iii) the Field of View (FOV) 
and (iv) the cornering speed. The number of AYTs is an experimental factor 
and the maximum vehicle speed can up until the legally allowed maximum 
speed. For this study, the speed and corresponding vehicle dynamics have been 
fixed, as a pre-study showed that increasing the vehicle speed is not 
recommendable from a safety perspective and has little impact on STS 
utilization in this use case. Furthermore, increasing the vehicle speed would 
require a disproportionally large FOV due to the many blind corners between 
the stacks, resulting in costly requirements for sensors (e.g., lidars). Lastly, the 
cornering speed of AYTs is modelled, which is dynamically set depending on 
whether they carry a container or not. The functionality of lidars used on the 
vehicle is mimicked by defining spherical shapes in front of the AYT to visualize 
the FOV, as shown in Figure 7.4b. The green area visualizes the total FOV of the 
AYT, i.e., the AYT is aware of its surroundings within this green area. The 
yellow area visualizes the braking distance, i.e., if the AYT senses something in 
this area it should use the normal brake. The red area visualizes the emergency 
braking distance, i.e., if the AYT senses something in this area it should 
immediately stop. It is possible to adjust the dimensions of the coloured areas 
to capture the capabilities of the lidar of the AYT as well as the vehicle 
kinematics. Moreover, an orange sphere is used to visualize whether an AYT 
wants to switch from a P/D lane to the passageway between the stacks. When 
an AYT wants to make this switch, other approaching AYTs and road trucks 
need to wait on the passageway, similar to how busses have way when their 
blinker is on. An exclamation mark denotes whether a person is standing near 
the vehicle to perform twist lock handling. Approaching AYTs need to reduce 
their speed with a certain percentage for safety reasons. In our approach, the 
duration of the twist lock handling follows a uniform distribution. Lastly, for 
every scheduling request, the AYT places a bid to the so-called Scheduling 
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Manager (which is in charge of the stowage plan). This bid is based on (a) the 
expected time until it takes the AYT to process the jobs in its current schedule, 
and (b) the driving distance between the destination of the last job in its 
schedule and the pick-up location of the to-be-scheduled job. The scheduling 
manager picks the best bid and assigns the job to that AYT. 

5. Road truck. Experience from practice shows that the arrival of road trucks is 
highly fluctuating. To realistically model the impact of road trucks and the 
resulting mixed-traffic system, the arrival distributions per hour of the day and 
per day of the week are included. These distributions can be set at the beginning 
of the simulation run. Trucks are randomly chosen to either pick-up a container 
or drop-off one. Similarly to AYT, road trucks require twist lock handling, 
which duration is also uniformly distributed. 

7.5.2 Output 
The simulation model has the following outputs: (i) the utilization rate per STS, (ii) the 
AYT occupancy and cycle times, (iii) road truck dwell times, (iv) average AYT speed, (v) 
the degree of traffic congestion and (vi) the number of times an AYT encounters a road 
truck. With these outputs it is possible to analyse the dynamics of a mixed-traffic 
terminal and study the impact of AYTs on port productivity. 

7.5.3 Experimental factors 
Having designed and described a system where AYTs coexist with manual road trucks in 
a container terminal, the main interest is how introducing AYTs influences port 
productivity. Therefore, for this first study, the number of AYTs deployed is varied and 
the other factors of our case study are kept fixed. This is mainly from a practical point-
of-view, as replacing manual yard tractors with AYTs should have minimal requirements 
for changing the current operations at the terminal. For example, deploying advanced 
dynamic traffic rules to control crowded areas would require many adaptations to the 

Figure 7.4. (a) Close-up of the area between the stacks (left), and (b) visualization of an AYT (right). 
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current processes. Moreover, given the size of our case study, the driving distances are 
small, and time spent at junctions is relatively short. Therefore, the impact of (dynamic) 
traffic rules is expected to be low.  

7.5.4 Model assumptions 

To reduce the complexity of the simulation model, several assumptions are introduced. 
First, it is assumed that all cranes are fully operational and that any delay due to 
temporary malfunction is captured in the cycle times used. Also, STSs need to fully 
(un)load a bay before switching to another one. When loading a bay, it is assumed that 
the AYTs arrive with containers in the sequence according to the stowage plan. 
Moreover, the driving and hoisting speed of the RTGs are assumed to be fixed and we 
omit the reshuffling. Also, the fleet of AYTs is assumed to be homogeneous, always 
operational and the battery is never depleted during operations. Lastly, both AYTs and 
road trucks are assumed to obey the traffic rules deployed, keep a safe following distance 
and are not allowed to overtake. 

7.6  Simulation model 
Based on the case study and model described, a discrete-event agent-based simulation 
model is proposed. As stated by Law (2015), discrete-event simulation is suitable to 
model agent-based systems as in virtually all agent-based simulation models state 
changes occur at a countable number of points in time. The simulation model is used to 
evaluate the performance of port operations when introducing AYTs at brownfield 
terminals as illustrated by Figure 7.5. 

Figure 7.5. Visualization of the MTT simulation model. 
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With respect to the simulation framework presented in Chapter 4, our goal is to study a 
to-be situation. To the best knowledge of the author, there are currently no mixed-traffic 

terminals. And thus, a comparison with current operations is infeasible. Nevertheless, we 
are interested in the behaviour of the new system, both in terms of whether our agent-
based approach yields acceptable performance and how mixing in manual traffic 
influences port productivity. We can thus classify this study as a Type II. Our scope is 
two-fold: (i) we focus on detailed driving of the AYTs and the synchronization with the 
STS cranes and RTG cranes, and (ii) we focus on allowing manual trucks on the terminal, 
resulting in a mixed-traffic terminal with simple traffic rules. For the terminal we thus 
require a detailed map of the layout and require detailed information on how STS cranes 
and RTG cranes operate. Moreover, as we also focus on the manoeuvring abilities of 
AYTs, we also require detailed information on vehicle kinematics and sensors (i.e., 
lidars). Our system is clearly demarcated by the internal workings of a container terminal 
with STS cranes on one side and stacks on the other side. As we would like to study 
different layouts of terminals, we require a flexible model that allows us to quickly 
generate different layouts, although always in a parallel fashion (i.e., the stacks are 
oriented parallel to the shore). Within our scope and level of detail there are no actors 
involved, and the main assets are: (i) the vessel, (ii) the STS cranes, (iii) the AYTs, (iv) 
the stacks, (v) the RTG cranes, and (vi) the road trucks. The physical environment 
consists of the layout of the terminal, including the road infrastructure, the location of 
the stacks, and the location of the STS cranes. We omit the digital environment (e.g., 
TOS) and model these as external environments. To exemplify, the stowage plan (i.e., the 

(un)loading plan of the vessel) is generated at the initialization of the simulation model 
and does not change during the simulation run. Furthermore, with respect to the control 
analysis, we assume that the AYTs perform their driving fully automated. For scheduling 
purposes, the AYTs use a bidding mechanism as discussed in Section 7.5.1. The AYTs 
and road trucks following regular traffic rules on the terminal (i.e., right has way). 
Regarding the data requirements from Step 6 of the simulation framework, we require 
data on the stowage plan, the number and characteristics of the STS cranes, retrieval and 
storage information of the stacks, and the intensity of pick-up and drop-offs by road 
trucks per hour of the day. The actual coding (Step 7) of the model is further discussed 
in the remainder of this section and the experimentation is discussed in Section 7.7.  

Below, the five main components of our simulation model are described: (i) terminal 
layout and routing, (ii) vessel, (iii) STSs, (iv) stacks and (v) AYTs. The model is 
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implemented in the discrete-event simulation tool Plant Simulation. The components 
are discussed based on the case study and this software, but the modelling approaches 
are also applicable for other case studies and other discrete-event simulation tools.  

7.6.1 Terminal layout and routing 

To build a flexible and reusable model, we first need to incorporate a systemic modelling 
approach to integrate all the static and moving elements of an ACT as shown in Figure 
7.2. The basis of the static elements of an ACT is the infrastructure that the AYTs use to 
navigate the terminal. The infrastructure consists of a set of so-called Tracks, which 

connect the various areas of the terminal, as shown in Figure 7.6. All tracks are 
unidirectional. Tracks are characterized by length, width, curvature as well as their 
predecessor(s) and successor(s). All tracks are connected with relevant predecessors and 
successors to create a network for AYTs and road trucks to drive on. With the parameters 
shown in Table 7.2, we can scale and adapt the model to fit any parallel-oriented 
container terminal using a single method at the initialization of the simulation run. 
 

Table 7.2. Simulation parameters to define the ACT layout. 

Parameters Data type Notes 

No. of quay lane tracks Integer W-E, N-S, S-N 
No. of yard lane tracks Integer Supporting an even number of 

unidirectional yard lanes (alternatingly from 
W to E and from E to W) 

Dimensions lane track Real Length, width, and curvature (only for turn) 
No. of stacks Integer E-W and N-S direction 
Dimensions stack Real Length, width and stacking height 
P/D tracks between stacks Integer Two P/D lanes at opposite sides of stack lane 
No. of stack lane tracks Integer W-E, N-S, S-N 

 
With this modelling approach it is also possible to determine traffic rules at junctions 
(e.g., right traffic has way, or the longest queue has way). Moreover, we use a simple 
shortest route protocol, which is based on minimizing the length of the set of tracks 
connecting the origin with the destination. Such a protocol typically comes standard in 
many discrete-event simulation software packages. In our particular case, this protocol 
may be tweaked by (dynamically) assigning weights to tracks to penalize the usage of a 
certain track (e.g., to select a preferred route from multiple routes with the same 
distance). This is for example useful when AYTs need to take a P/D lane instead of a 
passageway between the stacks. Moreover, with this approach we are able to close (some 
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of) the N-S quay lanes due to safety reasons, e.g., AYTs are not allowed to get too close 
the STS cranes. 

For every bay of the vessel, there is a sensor on the lanes underneath the STSs in 
order for AYTs to know where to stop when an STS is (un)loading a particular bay. If 
there is already an AYT waiting at the STS, other AYTs queue behind it and AYTs are 
thus processed FCFS. Similarly, there are sensors for every P/D position at the stacks on 
the P/D lanes underneath the RTGs. 

 
Figure 7.6. Layout of the infrastructure at a (simplified) parallel-oriented container terminal. 

7.6.2 Vessels 
A vessel is modelled as a collection of so-called Stores that are (un)loaded by the STSs. 
Every bay is modelled as a separate store and each store is characterized by its storage 
capacity in three dimensions. The bays are dedicated to a single STS for loading or 
unloading. In this way there are also no possible collisions between STSs as the set of bays 
per STS are physically separated and do not overlap. At the initialization of a simulation 
run, a bay is randomly selected whether it needs to be loaded or unloaded and also the 
number of jobs per bay is determined, drawn from a distribution of our choosing. The 
stowage plan is thus fixed at the initialization of every simulation run.  

7.6.3 Ship-to-shore cranes  

The stowage plan STS is also created at the initialization and from there on fixed. The set 
of STSs are modelled using an instance of the MultiPortalCrane (MPC) object of Plant 
Simulation. Other discrete-event simulation software packages offer similar building 
blocks. The MPC object is characterized by rail length, rail width and the number of STSs. 
Each STS is characterized by its dimensions, portal speed, spreader speed, and hoisting 
speed. The latter three are controlled during the simulation run based on an empirical 
distribution. That is, a distribution from practice is used to capture - in a single attribute 
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- hoisting dynamics (e.g., influence of wind, tide, STS operator skills and reachability of 
containers) and other (difficult to model or quantify) factors. Moreover, it is also possible 
to control failures per STS to model large disruptions in the (un)loading process. To 
dispatch AYTs to STSs, a scheduling manager is implemented per STS. The AYTs are 
scheduled by using a fixed look-ahead period. For example, when the look-ahead period 
is set to 𝑘𝑘 containers and an STS starts the 𝑛𝑛𝑡𝑡ℎ job of its schedule, it already requests an 
AYT for the (𝑛𝑛 + 𝑘𝑘)𝑡𝑡ℎ job. This is particularly useful when an STS is loading the vessel, 
as the AYT first has to pick-up a container at the stack before it can be delivered to the 
STS. Depending on the size and dynamics of the terminal under consideration, the value 
of 𝑘𝑘 may be changed to avoid arrival delays, balancing early arrivals (or queue build-ups) 
and late arrivals.  

7.6.4 Stacks 
The terminal features twelve stacks and each stack is characterized by its dimensions and 
corresponding storage capacity in three dimensions. The stacks are modelled as a 
combination of a Store and an MultiPortalCrane, where every stack is a separate instance 

containing one PortalCrane and one Store. Similarly to the bays, the stacks are 
characterized by their storage capacity in three dimensions. The PortalCranes are 

modelled similarly to the STSs. The stacks may be filled with containers at initialization 
to reduce the warmup period.  

7.6.5 Autonomous yard tractors 
The AYTs are modelled as standard Transporter objects. They are characterized by 
dimensions, speed, acceleration, deceleration and energy consumption. The container 
chassis is modelled as a separate Transporter which is hitched to the AYT, i.e., it 
automatically follows. The standard object is expanded in several ways to (more) 
realistically model autonomous driving. For example, a FOV is added to model lidar 
functionality, including object detection within this FOV. When something is detected, 
the AYT needs to slow down for safety reasons. 

7.7  Numerical experiments 
This section presents the simulation results of the case study under consideration. First, 
the experimental design is discussed in Section 6.1. Then the results are presented in 
various sections: the average utilization of STSs (Section 6.2), the AYT occupancy 
(Section 6.3), terminal congestion (Section 6.4), impact of road trucks on port 
productivity (Section 6.5) and the dwell times of road trucks (Section 6.6). 
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7.7.1 Experimental design 

To evaluate the impact of AYTs, we specifically focus on the vehicles and the other 
(related) terminal operations are fixed. Specifically, the experiments focus on a fleet size 
of 24, 28, 32 and 36 AYTs to serve the four STSs, which is a commonly used range in 
practice for the number of vehicles deployed. Each experiment consists of a 24-hour run, 
where the first hour is used as the warm-up period, as determined by the Welch Method. 
Five replications are used for each experiment, resulting in a relative error of at most 𝛾𝛾 =
0.01 using a significance level 𝛼𝛼 = 0.05. The specific values for the inputs, as described 
in Section 4, are obtained from a terminal operator. For an overview of the input 
parameters and their values, see Table 7.3.  
 

Table 7.3. Input parameters and their values. 

Input Value  Input Value 

Terminal layout and routing related  AYT related 

Berth length (meters) 500  Number of AYTs 6-9 per STS 
Routing protocol Shortest path  Twist lock handling (seconds) U~(20,30) 
Traffic rule Right traffic has 

way 
 Speed reduction when worker 

detected (%) 
50 

Stack related  Road truck related 

Number of stacks 12  Arrival intensity (trucks per hour) 6-67  
Stack orientation Back-to-back  Pick-up / drop-off distribution 50/50 
Number of RTGs per stack 1  Number of trucks allowed Unlimited 
Number of P/D locations 
per stack 

15  Twist lock handling (seconds) U~(60,120) 

Stack capacity 450  Vessel related 

Initial containers per stack 270  Number of bays 19 

Import containers (%) 40  STS-bay assignment Dedicated 
Export containers (%) 40  Load/unload distribution 50/50 
Transhipment containers 
(%) 

20  Number of (un)load jobs per bay U~(150,250) 

RTG portal speed (m/s) 2  Schedule ahead period 5 

RTG spreader speed (m/s) 1  STS related 

RTG hoisting speed (m/s) 0.7  STS cycle time (seconds) 45-270 
   STS portal speed (m/s) 1.3 
   STS lane assignment Dedicated 
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7.7.2 STS utilization  

The STS utilization is one of the main KPIs of port operators as it directly influences the 
vessel turnaround time, and thus the adaptation of AYTs highly depends on this metric. 
Table 7.4 shows the average utilization over all four STS cranes.  From these results it can 
be seen that a utilization close to 90% can be reached with a fleet size of 32 and 36 AYTs. 
When increasing the number of vehicles further, the increase in STS utilization in 
percentage point (p.p.) is negligible and not worth the additional investment costs. Given 
the relatively low speed of the AYTs and the need to cope with mixed-traffic, this result 
looks promising as high utilization rates are reached in MTTs, with a modest number of 
vehicles. In fact, high utilization is reached with the same number of vehicles as are 
typically used in terminals with manually operated vehicles. This is an important driver 
for port operators to ensure that when introducing AYTs, port productivity, measured 
in STS utilization, is maintained with the same or fewer number of yard tractors. 
 

Table 7.4. Results for STS utilization. 

Number of AYTs deployed STS utilization (%) 
24 82.2 
28 86.6 
32 88.9 
36 89.4 

 

7.7.3 AYT occupancy and cycle time 
Besides STS utilization, the occupancy of AYTs is also relevant as port operators typically 
want to balance the number of vehicles deployed and crane utilization. The cycle time is 
the time it takes for an AYT to process one job and consists of the elements in columns 
2-6 in Table 7.5. From this table it can be seen that the portion of free-flow traffic (i.e., 
driving at maximum allowed speed) decreases when the number of AYTs increases. 
Simultaneously, driving at reduced speed (e.g., approaching a blind-corner or in the 
proximity of a worker) goes up slightly with more AYTs. Interestingly, the percentage of 
time waiting at the STSs goes up fairly steep when moving from 24 to 32 AYTs, but this 
effect diminishes with a further increase. From these results, it can be concluded that the 
percentage ratio of the parts of the cycle time (corresponding to columns 2-6 in Table 
7.5) converges at 32 to 36 vehicles. So, for our case study a good balance between STS 
utilization and number of AYTs lies around 32 vehicles, as increasing the number of 
vehicles only increases the AYT cycle time (and thus a more congestion-sensitive 
system), without increasing STS utilization much.   
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Table 7.5. Results for AYT occupancy and cycle time. 

7.7.4 AYT speed and terminal congestion 
To study the specifics of terminal congestion and AYT cycle time, a heatmap of the 
average AYT speed is shown in Figure 7.8. Greens areas denote free-flow traffic, whereas 
red areas denote highly congested areas. At the top part, it can clearly be seen that there 
are four congested areas, one per STS as AYT stop and wait here. At the top left there is 
also a fairly congested area as four lanes are merged into one. As only AYTs are allowed 
to drive there (i.e., non-mixed traffic) this is an interesting area to see whether more 
advanced traffic rules are effective. The P/D lanes between the stacks are heavily 
congested (e.g., waiting for the RTG and waiting to be able to switch to the main 
passageway) and the same holds for the junctions at the beginning and end of the stacks. 
As the junctions are mixed-traffic, special attention should be put here in deploying a 
mixed-traffic terminal for both safety reasons, as well as from the perspective of port 
productivity, as these junctions are subject to congestion and thus potential productivity 
loss.  

Number of 
AYTs 
deployed 

Driving 
max. 
speed (%) 

Driving 
reduced 
speed (%) 

Waiting 
at STS (%) 

Waiting at 
Stack (%) 

Congested 
(%) 

Average 
Cycle Time 
(minutes) 

24 31 21 20 18 10 9.7 
28 27 20 26 16 11 10.8 
32 22 17 32 14 15 12.0 
36 20 18 33 14 15 13.1 

Free-flow Congested

Figure 7.7. Impact on STS utilization during the day. 
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7.7.5 Impact degree of mixed-traffic on port productivity 

Another important aspect of this study is how the degree of mixed-traffic influences port 
productivity. This is studied by varying the arrival intensity of (manual) road trucks, 
fixing the number of vehicles deployed, and analysing the STS utilization per hour 
throughout the day, as shown in Figure 7.8. The STS utilization is shown on the primary 
axis and the arrival intensity of road trucks on the secondary axis (also shown as a yellow 
surface). From this figure, a clear drop is seen in port productivity when the number of 
road trucks increases. Although such a pattern is also typical for manually operated 
terminals, mixed-traffic terminals should pay special attention to the influence of road 
trucks. Even though STS utilization may be acceptable on average over the day with 
AYTs, when during the day highly congested areas emerge, this may result in safety 
issues. 

Potential deadlocks or unwanted behaviour from road truck drivers may then occur. 
Furthermore, it can be seen that increasing the number of AYTs is more robust against 
productivity loss. However, 32 AYTs instead of 36 AYTs tend to be more robust, mainly 
because less congestion is possible with fever vehicles, on top of the reasons discussed in 
Section 7.6.4. For port operators it may be wise to regulate the arrival intensity of external 
trucks to (i) diminish the negative impact on STS utilization and (ii) provide a more 
robust and safe solution for an MTT. 

 

 

7.7.6 Road truck dwell times 
Finally, the effect of the number of AYTs on the road truck dwell times is studied. 
Combining the results from Table 7.6 with Section 6.2, it may be concluded that 

Figure 7.8. Heatmap of the terminal, expressed in average AYT speed. 
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congestion influences AYT cycle time more than it influences road truck dwell time. This 
can be explained by the fact that congestion for road trucks mainly occurs when (many) 
STSs are loading the vessel, causing AYTs to visit the specific stacks where road trucks 
come more frequently. For manual terminals this is less problematic, as manual drivers 
can easily overtake or take a short cut. On the other hand, AYTs are more restrictive from 
a safety perspective and do not allow for this kind of behaviour. Avoiding visiting the 
same stacks by both AYTs and road trucks simultaneously thus might be a fruitful 
endeavour to increase safety and port productivity.  
 

Table 7.6. Influence of the number of AYTs on road truck dwell time. 

Number of AYTs 
deployed 

Average dwell time road 
trucks (minutes) 

Minimal dwell time road 
trucks (minutes) 

Maximum dwell time road 
trucks (minutes) 

24 8.1 6.5 8.6 
28 8.2 7.1 8.9 
32 8.8 7.5 9.6 
36 9.0 8.1 13.2 

7.8  Conclusions 
This chapter employed simulation to analyse the performance of a brownfield terminal 
where manual yard tractors are replaced by Autonomous Yard Tractors (AYTs). High 
utilization rates are reached, with a modest number of AYTs, comparable to the amount 
of yard tractors typically used in manually operated terminals. Moreover, we established 
a certain degree of self-organization by introducing dynamic rerouting to avoid 
deadlocks and dynamic scheduling to avoid sub-optimal schedules. Similarly to 
manually operated terminals, a drop in port productivity is seen when the number of 
road trucks increases. For mixed-traffic terminals it is crucial to regulate the arrival 
intensity of road trucks. Further research directions include: (i) study the effects of 
vehicle speed on STS utilization and congestion in larger terminals, (ii) develop 
communication protocols between AYTs and road trucks, (iii) study the impact of pre-
gate controls on terminal congestion and truck waiting profiles and (iv) study the impact 
of gradually replacing manual yard tractors with AYTs to evaluate the learning curves 
for both vehicles so as to guarantee proper coexistence. 

7.9  Discussion 
In this chapter we applied a similar agent-based control system as discussed in Chapter 
5 to an automated container terminal with mixed-traffic. In Section 7.4, we discussed the 
differences between the system presented in Chapter 5 and the system in this chapter. To 



185 

avoid an identical discussion on design choices as presented at the end of Chapter 5, we 
now focus on a different aspect. Allowing manual and automated vehicles to share the 
same infrastructure at the same time, i.e., mixed-traffic, is a rather big leap in the world 
of (self-organizing) logistics. Nevertheless, this kind of hybrid solution may be 

worthwhile to explore opposed to immediately jumping to fully automated systems. 
Moreover, such a hybrid solution may be applied to brownfield situations, whereas fully 
automated systems typically require a complete overhaul of the current logistics control 
system and are typically only applied in confined areas (as in Chapter 5).  

At the time of writing, there are only a few rudimentary experiments to test mixed-
traffic applications in practice. Moreover, regulatory issues in the Netherlands currently 
prevent the uptake of such hybrid solutions. In the next six subsections, we discuss some 
of the opportunities and challenges of introducing automated vehicles in parallel-
oriented container terminals (i.e., resulting in a mixed-traffic system).  

7.9.1 Terminal layout and vehicle localization  
To transition smoothly to Automated Yard Tractors (AYTs), the layout and 
infrastructure of the (brownfield) terminal should not be required to change too much 
when implementing AYTs. For example, we do not want to rely on transponders in the 
ground to determine the location of the AYTs. This might not be a major issue, as the 
layout is already suitable for (non-automated) YTs, and the dynamics and kinematics of 
AYTs are similar. However, depending on the density and size of the terminal, GPS 
reception might lack in some areas, which consequently might distort the (presumed) 
location and orientation of AYTs. In these situations, additional GPS beacons are 
required, or other solutions for precise location and orientation measurement need to be 
found. Solutions might include fixed camera systems with advanced vehicle recognition 
software. A similar approach, but with camera-equipped drones, might offer more 
flexibility over fixed cameras. Decision-makers should not underestimate the difficulty 
in precisely determining the orientation of an AYT as it is an articulated vehicle (i.e., an 
AYT with container chassis). Failure to do so may lead to miscalculated paths and 
therefore poor synchronization with other equipment like ship-to-shore cranes. 

7.9.2 Fleet size and vehicle flexibility 
As terminals worldwide face increasing pressure to turn ships around in a timely manner, 
terminals are increasing in size. This is illustrated by the development of the Tuas 
terminal in Singapore, with an expected capacity of 65 million TEU in 2040. These 
developments also require large fleets of vehicles to move containers around in order to 
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meet performance requirements, such as the Vessel Turnaround Time (VTT). The VTT 
is highly determined by the utilization of the STS cranes. Hence, waiting times due to the 
unavailability of an AYT should be minimized. However, simply increasing the number 
of AYTs does not guarantee performance increase due to possible increased congestion, 
particularly when the system is flooded with manual road trucks (see Section 7.7.4). 
Furthermore, as AYTs are expected to be significantly more expensive than non-
automated YTs, decision makers should carefully select the number of vehicles in the 
system based on the desired performance of the terminal. As manual YTs offer more 
flexibility than AYTs (e.g., by cutting corners, maintaining short following distances or 
quick acceleration) it is expected that automating YTs requires more vehicles to reach 
the same performance. This is mainly due to the digital safety systems required for AYTs, 
which are more restrictive compared to manually operated YTs. Currently, our 
simulation model has limited capabilities to explicitly compare manual YTs with AYTs.  
 On the other hand, in terminals with manually operated YTs, the drivers are 
typically assigned to a single STS crane in order to simplify tasks. When AYTs are 
deployed, a fixed STS assignment is no longer required as a digital control system can 
easily assign different STSs to AYTs. Therefore, a full or partial pooling system can be 
introduced. In a full pooling system, all AYTs can serve all STSs, whereas in a partial 
pooling system a subset of vehicles is assigned to a subset of cranes (e.g., to prioritize a 
set of cranes serving a specific vessel). This increases the flexibility of the fleet and may 
provide a robust solution for dispatching under uncertainty, improving the self-
organizing abilities of the system.  

7.9.3 Quay area manoeuvring  
Although mixed traffic is not applicable to the quay area, the transition from YTs to 
AYTs does have impact on this area. We propose to use a fixed P/D lane per STS for 
terminals with AYTs. Brownfield terminals with YTs may also use a fixed P/D lane per 
STS, but they frequently use multiple lanes per STS; whenever a lane is occupied, the YT 
driver will drive the vehicle around. For AYTs this requires complex manoeuvring and 
may result in safety issues as the movements of AYTs are less predictable. Furthermore, 
if a terminal allows AYTs to merge to the P/D lanes between the STS cranes, then the 
lane assignment is important. If such a merge is allowed, we denote this by an STS 

shortcut. If STS shortcuts are used, the AYT needs to check traffic coming from the right. 
Depending on the position of the STS crane on the right of the shortcut, it may create a 
blind spot for the digital sensors of the AYT. Also, AYTs may be waiting underneath the 
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STS on the right, further increasing the blind spot(s) of the AYT. To avoid possible 
collisions, the AYT would almost need to come to a full stop in order to accurately map 
its surroundings and detect traffic approaching from the right. This puts pressure on the 
vehicle detection system and increases the complexity of the vehicle detection software 
required for a safe and efficient traffic system.  

7.9.4 Dynamic traffic rules  
Deploying AYTs and digital control systems allows for non-traditional traffic rules. 
While traditional traffic rules may be adopted to ensure an understandable and 
predictable traffic system, exceptions can be made based on the dynamic state of the 
terminal. For example, (certain) AYTs may be given way when the VTT drops, or road 
trucks may be preferred over AYTs at crossings when queues start to clog the system. 
When non-traditional traffic rules are employed, sharing information on them with road 
trucks is crucial for safety. Traffic lights or Variable Message Signs (VMSs) play a key 
role in the transition to dynamic traffic rules. Practitioners should balance the potential 
increase in operational performance due to dynamic traffic rules with the ease of 
communicating the rules to the manually operated vehicles  

7.9.5 Sensor requirements and lane changes  
Crucial for the control of the AYTs are on-board sensors as well as communication 
technology. The AYTs communicate with each other and exchange information about 
their own status as well as traffic around them (e.g., obstacles). Essential is the 
communication with the manual drivers. The control system should issue alerts to them 
(e.g., on accidents, detours, speed recommendations, etc.). On-board sensors should be 
able to accurately measure relative distance, angle, and speed of the AYT compared to all 
nearby vehicles. Forward looking longitudinal sensors must have sufficient range to 
allow collision-free emergency stops. Backward looking sensors must detect potential 
rear-end collision threats. They are also needed to determine the available spacing during 
lane changing. Lateral sensors also serve the latter purpose. They detect if there is any 
vehicle in the destination lane or coming towards it.  

7.9.6 Logistics control system hierarchy  

As stated in Section 7.9.2, the fleet of vehicles required to turn vessels around in a timely 
manner is expected to grow. Apart from causing congestion, deadlock and traffic control 
issues, it also puts pressure on the logistics control systems required for effective fleet 
management. To cope with these challenges, we propose a transformation from centrally 
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oriented control systems to decentralized control systems for AYTs. Currently, in many 
(semi-)automated and non-automated terminals, centralized control systems are used 
and typically resort to global optimization methods to plan and control the 
transportation resources, e.g., AGVs or YTs. However, these methods may be less 
suitable for real-time decision making in large-scale, stochastic and dynamic 
environments. We therefore expect a transition to hybrid or decentral control systems, 
where the AYTs independently control their own driving by using advanced sensor 
systems to detect and map their surroundings. An additional benefit of this approach is 
that few infrastructural changes are required (e.g., no transponders are required, as 
typically used with AGV systems). Note that a mixed form of central and decentral 
systems might also be suitable, where for example the dispatching of AYTs is done 
centrally, and vehicle control decentrally. Before implementing AYT systems, decision 
makers need to be aware of the characteristics of various types of hierarchal control in 
terms of efficiency, scalability, robustness, and the degree of self-organization that can be 
expected. A limitation of the current simulation model is that it does not provide insight 
into the extent to which decentralized control outperforms centralized control.  
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 Chapter 8 
Extended Gates 
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“When asked, ‘How do you write?’ I invariably answer, one word at a time.” 
- Stephen King 

 

 
 

This chapter presents a simulation model to study the effects of decoupling cargo at an 
extended gate in the Port of Flushing, where a fleet of Autonomous Yard Tractors (AYTs) 
performs the first-and-last-mile transport between the terminals in the port and the 
extended gate. We specifically focus on the transition from a confined area to a mixed-
traffic area on the extended gate and assess various options to control automated and 
manual vehicles sharing the same infrastructure. Moreover, we study the performance of 
the first-and-last-mile transport with varying fleet sizes and fractions of cargo that is 
decoupled at the extended gate using a myopic dispatching rule in a hybrid control 
hierarchy. Lastly, we perform a preliminary analysis to determine whether these rules 
result in a fair and self-organizing allocation of AYT capacity to each terminal, given that 
the terminals are fully cooperative. The results show that the traffic rules currently 
common in practice can be used to control a mixed-traffic extended gate in terms of both 
safety and efficiency. Separating automated and manual traffic improves safety, but 
comes at additional costs, either in terms of waiting time or investment costs.  

8.1  Introduction 
The concept of extended gates in (maritime) logistics comprises operations by different 

firms (e.g., terminal operators) beyond their own gates. Opposed to performing all 
logistics and economic operations at a seaport, some of the operations are relocated to 
the hinterland, typically close to the seaport. Locations further away may also be feasible, 
when the resulting network is properly connected via good infrastructure. The rationale 
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of developing an extended gate is to relief the typically highly congested area in the port. 
For example, consider the case of containerized goods being processed at a seaport. Due 
to uncertainties in the supply chain, vessels may be delayed, and this disturbance may 
propagate to the hinterland connections. Trucks picking up cargo at the seaport may in 
turn be delayed, and form a queue close to the seaport. Moreover, trucks themselves may 
be delayed or may arrive early. Such disturbances create a disbalance between shippers 
and receivers, and result in congestion, pollution, delays, and instable hinterland 
connections (Veenstra et al. 2012). An extended gate may provide a solution to relieve 
highly congested areas, and to better control the in- and outbound flows of the seaport. 
A related concept to extended gates, is the notion of dry ports. Veenstra et al. (2012) 

distinguish between dry ports and extended gates by stating that the latter has the 
advantage that ‘the seaport can choose to control the flow of containers to and from the 
inland terminal’. In this chapter, we focus on controlling the transport of containerized 

goods to and from the extended gate, hence, we adopt the notion of extended gate.  
More specifically, we study an extended gate in the capacity of a (temporary) parking 

area for trucks, and a decoupling point of the long-haul transport from the first-and-last 
mile transport. We focus on an extended gate close to the terminals in the seaport (i.e., 
in the order of magnitude of several kilometres). Terminals can use this physical area as 
a temporary buffer or as a physical decoupling point. When using the extended gate as a 
buffer, inbound transport no longer drives directly to a terminal, but to the extended gate 

instead. The terminals close to the parking area decide when to call the truck. This allows 
terminals to streamline their processes, as the predictability of arrival times can be 
increased, and cargo arrives neither late nor early. This in turn reduces congestion in the 
port area as there are fewer queues. In addition to a buffer function, an extended gate can 
also function as a decoupling point, as illustrated in Figure 8.1. In this case, inbound 
trucks decouple their cargo whereupon the last-mile transport is carried out by, in our 
case, an automated yard tractor. Similarly, outbound cargo is transported from the 
terminal to the extended gate, whereupon a truck takes over for the long-haul. Ideally, 
inbound trucks decouple their cargo and immediately pick-up an outbound trailer on 
the extended gate, thereby minimizing turnaround times. The use of AYTs is also 
discussed in Chapters 5 and 7. Such advanced usage of an extended gate, where 
connected and automated transport are combined, is also referred to as a smart yard, see 

for example Brunetti et al. (2020). This chapter continues on of the use cases introduced 
by these authors.  
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8.2  Related work 
The literature on the simulation of extended gates in the capacity of a decoupling point 
is rather scarce. An exception is the abovementioned work of Brunetti et al. (2020), who 
discuss four application areas for smart yards, and present a generic simulation 
architecture. Moreover, the authors study the impact of a smart yard as a decoupling 
point at a major airport. Their preliminary results suggest that decoupling cargo at a 
nearby truck parking can reduce congestion in the airport area, but the authors find no 
positive impact in terms of logistics performance. Nevertheless, the smart yard in the 
capacity of a temporary buffer, which allows terminals to call trucks when needed, looks 
promising. Moreover, van Steenbergen et al. (2021) present an approach to quickly 
generate realistic networks for simulation purposes, which can be helpful to study the 
first-and-last-mile between the terminals and the extended gate. According to a review 
on dry ports by Bentaleb et al. (2015), the vast majority of literature regarding dry ports 
is focused on the strategic level (78%). Of the identified papers, only 12% focused on the 
tactical level, and 10% on the operational level. Of all reviewed papers, only three deploy 
simulation. Parola and Sciomachen (2005) focus on a strategic level and present a high-
level simulation model focusing on a multi-modal network in Northern Italy. Roso 
(2007) also focuses on the strategic level and takes an environmental approach, using 
simulation to assess the benefits of a dry port for a specific case in the South of Sweden. 
The author shows that CO2-emissions can be reduced by 25% when a dry port is used, 
while congestion and truck waiting times are significantly reduced. Both Parola and 

Figure 8.1. Illustration of port operations. Top: current situation. Bottom: new situation in which trucks are decoupled at the extended gate and 

automated vehicles perform the transport to and from the terminals. 
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Sciomachen (2005) and Roso (2007) focus on dry ports relatively far away from the 
seaport (e.g., an order of magnitude of tens to hundreds of kilometres). Lastly, Sanchez 
et al. (2006) take an operational perspective and study the inner workings of a dry port 
under various growth scenarios using simulation.  

The current stream of literature does not seem to include tactical decision-making 
for extended gates (or dry ports) in such detail that simulation is a useful tool to study 
the system. In this chapter we aim to fill that void. We focus on tactical decision-making 
and explore two decision-making processes: (i) how to control traffic on the extended 
gate itself, in a mixed-traffic environment, and (ii) how to size the first- and last-mile 
transport between the terminals and the extended gate using AYTs. To this end we 
address three research questions:  

1. How do different traffic rules or the separation of manual and automated traffic 
influence throughput and safety on the extended gate?  

2. How many AYTs are required when 100% of the in- and outbound transport 
of the port area is decoupled at the extended gate?  

3. How does the number of AYTs influence the expected waiting time 
experienced by each terminal, given a fraction of the total transport flow being 
decoupled at the extended gate?  

 
The remainder of this chapter is structured as follows. Section 8.3 introduces our case 
study and Section 8.4 describes the system in more detail. A conceptual model is 
presented in Section 8.5, and the simulation model is presented in Section 8.6. The results 
are presented in Section 8.7. We close with conclusions in Section 8.8 and a discussion 
in Section 8.9.  

8.3  Case description 
The context in which we study extended gates is motivated by the Port of Flushing. The 
Port of Flushing is located in the Southwest of the Netherlands. Within this port area, we 
focus on the industrial area Flushing-East, containing fourteen terminals. This port area 
is close to the North Sea, providing large-scale seaport-based transhipment of breakbulk, 
dry bulk and containers, and consists of several terminals, distribution centres, and 
warehouses. The port authority has plans to build an extended gate close to the Flushing-
East area that serves as a central parking area and will provide pre-gate services (e.g., 
authentication and document processing), and can serve as a decoupling point. Although 
the port area provides multimodal services, in this chapter we focus on containerized 
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goods that are transported by truck. The development of a large central parking area is 
motivated by the following expected impacts: (i) less congestion in the port area, (ii) 
increased safety, (iii) increased utilization of terminal capacity (e.g., due to peak shaving 
enabled by its decoupling function), (iv) reduced waiting times for truck drivers, and (v) 
reduced throughput times for containerized goods. In line with the functions of an 
extended gate, as discussed in Section 8.1, one of the goals of the central parking area is 
to control the in- and outbound flows of the terminals to and from the extended gate. As 
discussed, an extended gate can either function as a buffer or as a decoupling point. We 
focus on deploying AYTs to facilitate the first-and-last-mile transport between the 
terminals and the extended gate. As the extended gate is also utilized by (manual) road 
trucks, the extended gate becomes a mixed-traffic system, where both manual and 
automated vehicles share the same infrastructure. This mixed-traffic system is similar to 
the mixed-traffic system discussed in Chapter 7.  
 Before actual deployment of the extended gate, we are interested in two topics. First, 
we aim to provide insight into how to control the mixed-traffic situation on the extended 
gate to secure a safe and efficient traffic system. Second, we are interested in how to 
design a first-and-last-mile transport system using AYTs such that the system is efficient 
(e.g., high throughput), effective (e.g., few AYTs as possible), and fair (e.g., similar 
performance can be expected by all terminals). To this end, and opposed to individually-
owned vehicles, we propose to deploy a shared fleet of AYTs. By sharing resources (i.e., 
AYTs) we may benefit from pooling effects and reduce investment costs.  
 The design of the extended gate has been finalized (i.e., decision-making on a 
strategic level) and thus in this chapter we focus on the tactical level: (i) evaluating 
various traffic systems to control mixed-traffic at the extended gate, and (ii) evaluating 
various fleet sizes on operational performance (e.g., expected throughput). To this end, 
we deploy simulation, and our goal is to study the behaviour of a to-be situation (see 

Chapter 4). Before presenting the simulation model in Section 8.6 and the relation to the 
simulation framework presented in Chapter 4, we first provide a detailed description of 
our system in Section 8.4 and present a conceptual model in Section 8.5.  

8.4  System description 
Figure 8.2 presents a stylized view of the port area of our case study. We focus on a single 
(to be built) extended gate that serves fourteen terminals across the port area. For the 
first-and-last-mile transport by AYTs, a road network is used. As our focus is on the 
tactical level, we do not take the details of the first-and-last-mile into account. To 



196 

exemplify, we encapsulate all idiosyncrasies of the transport to and from the terminals in 
a single variable: speed. Section 8.5.1 provides more details on this aggregation. On the 
first-and-last-mile, we thus are indifferent whether the AYTs mix with regular traffic, 
utilizing the current road infrastructure, or whether separate lanes are built to separate 
the AYTs from manual traffic. Moreover, the operations on the terminals are out of scope 
and we simply deploy a dwell time to capture all operations at the terminal. This  
part of the network is thus simplified. Moreover, the long-haul is simplified in the sense 
that we assume no information on expected arrival or departure times. On the other 
hand, the infrastructure on the extended gate itself is taken into account in a more 
detailed level, including mixed-traffic, see Figure 8.3. 
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Figure 8.2. Stylized overview of the port area of our case study. 
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The extended gate consists of a single entry- and exit point (with multiple lanes) and over 
400 parking slots. Each parking slot has a unique route from the entrance to the parking 
slot, and a unique route from the parking slot to the exit. A ring road is deployed to 
connect the various parking areas. Arrows in Figure 8.3 indicates the driving direction 
that must be followed. We focus on six types of operations on the extended gate: (i) a 
drop-off by a road truck, (ii) a pick-up by a road truck, (iii) a road truck that uses the 
extended gate as a temporary parking, (iv) a pick-up by an AYT, (v) a drop-off by an 
AYT, and (vi) an idling AYT. The first type of operation is a road truck arriving from the 
hinterland that decouples a trailer (with container) on the extended gate. After 
decoupling, the road truck leaves the extended gate. This is similar for the second 
operation, but instead a road truck picks up a trailer and then leaves. Note that the third 
type of operation (buffering) does not invoke first-and-last-mile transport, but we 
include this in our system as these trucks occupy the extended gate and make use of the 
road infrastructure. Hence, they influence the level of congestion on the extended gate. 
For the AYTs, we have three types of operations. The AYT can pick-up a trailer on the 
extended gate and transport it to a terminal (i.e., inbound transport) or vice versa, 
dropping off a trailer originating from a terminal (i.e., outbound transport). Whenever 
an AYT becomes idle (i.e., it currently has no job), it moves to specific idling areas on the 

Figure 8.3. Detailed view of the extended gate. 
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extended gate (not shown in Figure 8.3). We assume that every drop-off by a road truck 
invokes an inbound transport job for an AYT, and every drop-off at the extended gate by 
an AYT, invokes a pick-up job for a road truck. To simplify our system, we assume that 
whenever an AYT drops off a trailer at the extended gate, it is immediately picked-up by 
a road truck.  

8.5  Conceptual model 
Before presenting the implemented simulation model for our case study, an abstraction 
is made using a conceptual model. The following elements are described: the input 
(Section 8.5.1), output (Section 8.5.2), experimental factors used (Section 8.5.3) and 
model assumptions (Section 8.5.4). 

8.5.1 Input 
Regarding the input, we distinguish between (i) the terminals, (ii) the extended gate, (iii) 
the AYTs, (iv) the road trucks, and (v) the traffic rules on the extended gate.  

1. Terminals. The terminals in the port area serve as origins (outbound transport) 
and destinations (inbound transport). Let us focus on containerized goods only. 
Containers arrive and depart via a sea vessel and ship-to-shore cranes load and 
unload containers to and from the vessel. After unloading, several value-added 
services may take place at the terminal (e.g., consolidation). After all internal 
processes, the container is transported by an AYT to the extended gate (i.e., an 
outbound transport job). Similarly, when a road truck decouples a trailer on the 
extended gate, an inbound transport job is invoked. Terminal operations can be 

modelled in different ways and with varying degrees of detail. For our purposes, 
we suffice in modelling the terminal as a black-box with a fixed dwell-time. That 

is, whenever an AYT arrives at a terminal, regardless the type of job, it faces a 
fixed time until the AYT is available again. Moreover, the terminals are 
characterized by their in- and outbound flow, which is detailed in Section 8.6.1. 
In our extended gate approach, we model the in- and outbound flow different 
than is currently common in practice. For example, terminals typically face high 
intensities in the morning and in the evening with quite periods in between. 
This leads to a high utilization during these rush hours, and low utilization 
during the remainder of the day. As one of the key concepts of an extended gate 
is to control the flow of containers to and from the terminal (see Section 8.1), we 

assume a uniform distribution during opening hours. That is, the total in- and 
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outbound flow is evenly distributed during the opening hours of the terminal. 
Although currently not common in practice, the extended gate may facilitate 
such a peak shaving approach, an approach that is envisioned for the future by 

practitioners. Moreover, as we deploy unmanned vehicles for the first-and-last-
mile transport, we experiment with 24-hour operations. The rationale being 
that if we are able to spread out the flow of containers over a longer period of 
time, the last-mile part of the supply chain becomes more predictable and 
manageable.  

2. Extended gate. In our approach, we focus on a single extended gate, which is 
located close to the (seaport) terminals and serves both as a buffer and as a 
decoupling point. The extended gate is modelled as a collection of parking slots 
with a detailed network of roads to connect each parking slot to the entrance 
and to the exit, conveniently located at the same location. A ring road is used to 
connect the various parking slots and to avoid trucks and AYTs taking shortcuts 
on the parking area. That is, AYTs and road trucks should use the ring road as 
much as possible. Lastly, we include an idling area for AYTs.  

3. AYTs. The inputs related to the AYTs consist of (i) the number of AYTs 
deployed, (ii) the dispatching rule, (iii) the (de)coupling time, (iv) forward 
speed, and (v) rearward speed. Opposed to the modelling approach of AYTs 
presented in Chapter 7, we do not take into account detailed vehicle dynamics 
and sensors. Rather, we focus on a tactical level. The number of AYTs is an 
experimental factor and determines the total transport capacity for all 
terminals. That is, we create a pool of AYTs that serves all terminals. There are 
no dedicated AYTs for any terminal. The dispatching rule determines how 
AYTs respond to a transportation job (i.e., transports to and from the extended 
gate). We deploy a simple First-Come-First-Serve (FCFS) rule, as on the tactical 
level we do not have sufficiently detailed information required for other 
decision rules (e.g., earliest due date). That is, the transportation jobs are 
processed in order of arrival. However, based on common sense and as an 
attempt to improve performance, we propose the following. Whenever an AYT 
visits a terminal to drop-off a container, and after the dwell-time has passed, 
the AYT first checks whether there is a container waiting to be transported to 
the extended gate. If this is the case, the AYT processes this job first, and thus 
violates the FCFS rule. When an AYT drops off a container at a terminal and 



200 

immediately picks up a container to be transported the extended gate, we refer 
to this as a combi-job. We expect that this approach decreases empty travel time. 

If no container is immediately ready to be transported, the AYT does not wait 
to anticipate future demand, but instead returns empty to the extended gate 
and follows the FCFS rule. Whenever an AYT is idling (i.e., the job list is 
empty), it moves to the idling area and waits there until a new transportation 
job is available. We assume that the coupling and decoupling process of the 
AYT is performed automatically and has a deterministic duration. Lastly, the 
movements of the AYTs need to be modelled. As discussed in Section 8.4, this 
is modelled using a speed parameter. We distinguish between rearward driving 
and forward driving. Rearward driving is used for an AYT to hitch a trailer. 
Forward driving is used on both the extended gate and on the first-and-last 
mile. The speed on the extended gate is determined by the traffic rule deployed, 
and the speed on the first-and-last-mile is set to approximate the effective 
duration between the extended gate and the terminals. That is, it includes 
congestion, and other possible disturbances.  

4. Road trucks. Data from practice shows that the arrival of road trucks highly 

fluctuates per hour of the day. To realistically model the impact of road trucks 
and the resulting mixed-traffic system, the arrival distributions per hour of the 
day, and per day of the week are included. In our study we focus on weekdays 
only. These distributions can be set at the beginning of the simulation run. 
According to a frequency table, trucks are either using the extended gate as a 
buffer or to drop-off a trailer. As discussed in Section 8.3, we simplify the long-
haul transport for outbound transport by generating a road truck to pick-up a 
trailer, whenever an AYT drop-offs a trailer on the extended gate. We ensure 
that the sum of the pick-ups, drop-offs and buffering trucks, coincides with the 
total road truck intensity, during a specific hour on a specific day. Similarly to 
AYTs, road trucks require coupling or decoupling, and the duration is also 
deterministic.  

5. Traffic rules. Given the complex nature of our extended gate, and the shared 

infrastructure between AYTs and manual road trucks, we are interested in how 
to control the traffic flow from both a safety- and efficiency point-of-view. To 
this end, we model three different options: (i) fully mixed-traffic, (ii) fully 
separated traffic, and (iii) time-based separation. In the first option, the AYTs 
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and road trucks share the same infrastructure and may occupy the same space 
at the same time. We study different traffic rules: (i) right has way (regular 
rules), (ii) manual trucks have way, (iii) AYTs have way, and (iv) traffic-light 
controlled junctions. The latter is similar to the regular traffic rules, but poses 
additional waiting time (i.e., yellow lights and time to clear the junction). In the 
second option, we do not allow automated vehicles on the extended gate. To be 
able to pick-up and drop-off containers, we propose two scenarios for this 
second option: (i) AYTs pick-up and drop-off trailers outside the extended gate, 

and a manual yard tractor performs transport to and from the extended gate, 
and (ii) AYTs drive autonomously on the first-and-last-mile, but are tele-
operated by a human operator on the extended gate. For the third option, we 
propose a dynamic parking slot assignment with fixed time-slots. That is, the 
extended gate is divided into sections for either manual or automated transport. 
For simplicity, we swap these sections using a fixed time interval (i.e., a manual 
vehicle area becomes an automated vehicle area) such that containers dropped-
off by AYTs can be picked up by manual road trucks and vice versa. These 
dynamic sections are illustrated in Figure 8.4. The green and blue area are 
dedicated to either manual or automated transport. Every time-interval they 
swap functions. The brown area is used for trucks that use the extended gate as 
a buffer. We expect that the number of interactions between manual and 
automated traffic can be reduced in this way. However, as the layout of the 
extended gate is already fixed on a strategic level, we are constrained by a single 
entry-and-exit point and a ring road that, no matter the allocation, always 
remains mixed-traffic. 

8.5.2 Output 
The simulation model has the following outputs: (i) the utilization rate per AYT, (ii) the 
AYT occupancy and cycle times, (iii) the degree of traffic congestion on the extended 
gate, and (iv) the waiting time per transport, per terminal (i.e., the time it takes until a 
container is picked up or dropped-off at a terminal). With these outputs we are able to 
analyse the dynamics of a mixed-traffic extended gate and simultaneously study the 
impact of the number of AYTs on the performance of the first-and-last-mile.  
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8.5.3 Experimental factors 
Our goal is two-fold: study the flow of (mixed) traffic on the extended gate and study the 
impact of decoupling transport at the extended gate in combination with an  automated 
first-and-last mile. To this end, we experiment with the traffic rules discussed in Section 
8.5.1 and assign an identifier (between brackets): (i) regular rules (1a), (ii) manual trucks 
have way (1b), (iii) automated vehicles have way (1c), (iv) traffic light controlled 
junctions (1d), (v) AYTs on the first-and-last-mile and manual YTs on the extended gate 
(2a), (vi) AYTs on the first-and-last-mile and tele-operated AYTs on the extended gate 
(2b), and (vii) dynamic parking slot assignment to separate manual and automated traffic 
(3). Regarding the first-and-last-mile transport, we experiment with different fleet sizes. 
Based on the results of preliminary simulation runs, we established a lower bound of 12 
AYTs. We experiment with 12, 16 and 20 AYTs, serving fourteen terminals. Lastly, we 
experiment with the opening hours of the terminals: (i) regular (06:00-18:00), and (ii) 
24-hour operations.  

Figure 8.4. Illustration of dynamic parking slot assignment. Green denotes an area only for AYT. Blue denotes an area only for manual trucks for 

pick-up and drop-off. Brown denotes the area for buffering trucks. 
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8.5.4 Model assumptions and limitations 

To reduce the complexity of the simulation model, several assumptions are introduced. 
First, we deploy a best-case scenario for peak-shaving, enabled via the extended gate, and 
assume that the outbound flow per terminal is uniformly distributed during the opening 
hours (either open 12 hours or 24 hours). Although this does not resemble current 
practices, it is adopted to model the to-be situation in which the extended gate also has a 
function to control the in- and outbound flows. The inbound flow is assumed to follow 
a distribution obtained from practice. Second, the AYTs are assumed to have a maximum 
speed of 60 km/h and in consultation with experts from practice, we fix the speed of 
AYTs at 45 km/h as a reasonable estimate. Third, we assume that whenever an AYT drop-
offs a trailer on the extended gate (i.e., ready to be transported to the hinterland), a road 
truck is generated instantaneously at the entrance of the extended gate to pick it up. 
Fourth, we assume that when the opening hours of the terminals are set at 12 hours per 
day, the AYTs are also able to deliver cargo outside opening hours. We measure the 
fraction of deliveries that are delivered within opening hours as a performance indicator. 
Lastly, we assume that the (de)coupling of trailers to and from the AYTs is performed 
automatically and has a fixed duration. 

Regarding limitations, the AYTs use a simple FCFS rule to determine which job to 
process next. After a drop-off at a terminal, an AYT either returns empty to the extended 
gate, or picks up a trailer that is waiting at that terminal (i.e., a combi-job). AYTs do not 
consider other terminals to create a combi-job. When an AYT returns empty to the 
extended gate, it is ready to process a new job when it arrives at the extended gate. When 
an AYT is idle (i.e., the central job list is empty), it returns to the idling area on the 
extended gate. These limitations reduce the effective use of the fleet of AYTs. Hence, the 
results of this study are likely to provide an upper-bound to the number of AYTs required 
to attain a certain performance level (i.e., average waiting time). 

8.6  Simulation model 
Based on the case study and the conceptual model, a discrete-event simulation model is 
proposed, implemented in Tecnomatix Plant Simulation. With respect to the simulation 
framework presented in Chapter 4, the goal of our study is to study the to-be situation. 
The extended gate is yet to be built and thus a comparison with current operations is 
infeasible. We can thus classify this study as a Type II. Our scope is two-fold: (i) we focus 
on detailed driving and manoeuvring on the extended gate, and (ii) we focus on a 
simplified first-and-last-mile transport using AYTs. For the extended gate we thus 
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require a detailed map (as illustrated in Figure 8.4), and for the first-last-mile a stylized 
network based on distances suffices. The service time of the first-and-last mile transport 
(i.e., driving time) is based on the distance between the terminal and the extended gate. 
A fixed speed of the AYTs results in a terminal-specific service time. Our system is clearly 
demarcated by, on the one hand the long-haul, and on the other hand the terminal 
operations. We model the terminals as a black-box with a fixed dwell time. The total 

service time of a transport job thus equals the sum of the driving time to and from the 
extended gate, the terminal dwell time, and the driving-, and manoeuvring time on the 
extended gate. In case of a combi-job, the driving time between the terminal and the 

extended gate is cut in half. Also, the long-haul is simplified by assuming a probability 
density function (based on data from out case study) to model arrivals. In further work, 
the terminal operations and long-haul transport may be included in a more explicit way 
in order to assess whether including processes further up-, or down-stream improves 
system performance (e.g., the planning of the AYT fleet may improve when arrivals or 
departures are known beforehand).  
 Within our scope and level of detail, only one actor is involved, the tele-operator in 
case of tele-operated AYTs. The assets are the AYTs and the road trucks. The physical 
environment consists of the layout of the extended gate and a stylized version of the 
network in the port area, connecting the terminals to the extended gate. We omit the 
digital environment (e.g., TMS and TOS software) and model these as external 

environments. Furthermore, with respect to the control analysis, we assume that the 
AYTs perform their driving fully automated. AYTs follow the FCFS rule (with the 
exception if there is a combi-job available), and automatically move to the idling area 

when idle. The fleet of AYTs utilize a central database that contains all current transport 
jobs. There is no cooperation between the AYTs in terms of planning. On the other hand, 
the AYTs do interact with the manual road trucks and other AYTs on the extended gate, 
by following the traffic rule that is deployed within a specific experiment. That is, AYTs 
and road trucks interact with each other to identify which type of vehicles are in their 
proximity (i.e., manual and/or automated) to determine which vehicle has way, and in 
which order a junction should be cleared. As stated, the AYTs listen to a central job 
database that is linked to the external environments (i.e., job generation from the 
terminals via ROS and the long-haul via TMS). Consequently, regarding the data 
requirements from Step 6 of the simulation framework, we require data on the amount 
and timing of in- and outbound flow per terminal, the intensity of road truck arrivals to 
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the extended gate per hour of the day, and per day of the week. Based on this information, 
and to align the number of transports going in and out of the extended gate, we can 
establish a frequency table that determines the type of job of a road truck (i.e., buffer, 

pick-up, or drop-off).  
Connecting this use case to the SOL typology presented in Chapter 3, we thus focus 

on a mostly hierarchical control hierarchy in which terminals request AYTs via a central 
database. The AYTs in turn decide which job to process based on a simple rule (as 
discussed in Section 8.5.1). The various traffic rules we deploy result in two different 
systems: a mixed-traffic system, and a system where manual and automated traffic is 
(partially) separated. In the mixed-traffic system, the AYTs and road trucks exchange 
information at junctions to decide which vehicle has way and in which order a junction 
should be cleared in case of multiple vehicles. This system is thus also open to other 
assets, namely road trucks. This may result in a lowly ordered (chaotic/dynamic) system 
as manual and automated traffic share the same infrastructure, and in turn may result in 
a difficult to implement system. In the second system, where manual and automated 
vehicles are separated, either through manual YTs, tele-operated AYTs, or through time-
based allocation of parking slots, there is limited interaction between the road trucks and 
the AYTs. In terms of the planning and control of the AYT fleet, the system is then no 
longer open to other assets (i.e., no road trucks in the mix). The resulting system can thus 
be classified as highly ordered (i.e., a homogenous fleet operating in a more-or-less closed 
area), and the simplicity of our decision-making rule should make the system predictable 
and should lead to a relatively easy implementation (possibly apart from the 
infrastructural changes required on the first-and-last-mile).  

A full overview of this use case in terms of the SOL typology is presented in Table 
8.1. In the following subsections, the five main components of our simulation model are 
described: (i) extended gate, (ii) terminals, (iii) first-and-last-mile transport, (iv) long-
haul, and (v) AYTs. The components are discussed based on the case study and this 
software, but the modelling approaches are also applicable for other case studies and 
other discrete-event simulation tools. An impression of the simulation model is given in 
Figure 8.5. 
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Table 8.1. Use case presented alongside the SOL typology. SA = separated areas, MT = mixed-traffic. 

Element Value Element Value 

Control hierarchy 
Mostly hierarchical 
(hybrid) Micro-macro effect 

Absent (SA), 
Well-understood (MT) 

Decision-making 
method 

Rule-based Dynamism Mostly static 

Location of decision-
making 

Mostly central Intelligence Mostly system 

Location of data Central Predictability 
Very high (SA),  
High (MT) 

Interactions 
None (SA), Exchange 
of information (MT) Adaptability 

Low (SA),  
Medium (MT) 

Openness 
Open to data (SA), 
Open to other 
actors/assets (MT) 

Data requirements 
Low (SA), 
Medium (MT) 

Delegation of control Some 
Ease of 
implementation 

High (SA),  
Low-Med (MT) 

Level of order 
Highly ordered (SA), 
Lowly ordered (MT) 

  

 

8.6.1 Extended gate 
As stated in Section 8.3, the layout of the extended gate is input to our study. We thus 
focus on modelling the physical layout of this specific extended gate and do not allow for 
flexible modelling of other layouts. In essence, the extended gate is a collection of parking 
slots and roads connecting the parking slots to the entrance and exit. Similarly to Chapter 
6, we model the network on the extended gate as a collection of Markers. A set of markers 

is used by the road trucks and AYTs to a create a route from the entrance to a specific 

Figure 8.5. Screenshot of the simulated extended gate. 
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parking slot, and from a parking slot to the exit. For every parking slot, we use three 
markers: at the beginning, in the middle, and at the end. The entrance marker is used by 
AYTs and road trucks as a reference point for where to navigate to when a specific 
parking slot is allocated to a truck or AYT. Note that we randomly allocate parking slots. 
We place the entrance markers on the southwest-northeast passageways between the 
various parking areas. By placing an entrance marker at every parking slot, we 
simultaneously model the passageways. The marker at the centre of each parking slot is 
used as the destination of a road truck or AYT. When this marker is reached, the 
processes that need to take place are triggered (e.g., decouple a trailer). When a road 
truck or AYT is ready for departure, it first moves to the specific departure marker 
associated with the parking slot. These departure markers are located on the passageway 
that leads to the exit of the extended gate. Note that we need to adhere to specific driving 
directions, as shown in Figure 8.3. The entrance markers of one southwest-northeast row 
of parking slots thus overlap with the exit markers of the adjacent row. We manually 
model the ring road as a collection of Markers, ensuring that there is at least one marker 
at the end of each passageway, to connect the passageways with the ring road.  

8.6.2 Terminals 

The terminals are modelled as a black-box using a combination of a Source (generating 
outbound transport jobs) and two Buffers. One buffer serves as a queue for trailers 

waiting for pick-up, and the other buffer is used to temporarily store AYTs during the 
terminal dwell time. The terminals have specific opening hours, and we experiment with 
two variants: (i) regular, from 06:00-18:00, and (ii) 24-hour operation. The latter is 
uncommon in practice, but due to the controlling ability of the extended gate, we may be 
able to transition to 24-hour operations in which the in- and outbound flow can be 
spread out over a 24-hour period, enabled by an unmanned first-and-last-mile transport 
system. 

8.6.3 First-and-last-mile transport 
The network between the terminals and the extended gate is modelled in a stylized 
manner, again using Markers. Based on the real-life distances between the terminals and 

the extended gate, the terminals are located such as to resemble the actual driving 
distances. We omit any disturbances in this part of the network, such as congestion, 
traffic lights or railway crossings. Instead, we model a fixed speed for all AYTs that 
encapsulates possible disturbances, as discussed in Section 8.5.1.  
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8.6.4 Long-haul transport 

Similarly to the terminals, the long-haul transport is modelled as a black box. It consists 
of a Source (to generate road trucks) and a Drain (to remove road trucks from the 
system). The road trucks are modelled as a combination of two standard Transporter 

objects. The first resembles the truck and the other resembles the trailer (with container). 
The two transporters are hitched together at the Source (in case of inbound transport), 

and this modelling approach allows a road truck to unhitch a trailer on the extended gate, 
whereupon an AYT is able to pick it up. Similarly, when a road truck is generated to 
perform a pick-up at the extended gate, only the Transporter object resembling the truck 
is generated. On the extended gate, the truck hitches the parked trailer and leaves the 
system via the Drain, as a combination of the two Transporter objects. The inter-arrival 

times of the road trucks are based on data from practice. For a stable system, we require 
that the number of road trucks entering the system is equal to the number of road trucks 
leaving the system. We connect the in- and outbound flows of the terminals with the 
long-haul transport as follows. For every outbound job (terminal to extended gate 
transport), a road truck is generated to pick-up the trailer on the extended gate, after the 
AYT has finished processing it. The resulting number of trucks is deducted from the total 
truck intensity of the real-life case data. The remainder of the intensity consists of two 
types of trucks: (i) trucks that decouple a trailer (resulting in inbound transport from the 
extended gate to the terminal by an AYT), and (ii) trucks that use the extended gate as a 
buffer. Based on the inbound transport data from the terminals, we derive the arrival rate 
of the first type of trucks, per hour of the day. Currently there is no data on the expected 
number of trucks that use the extended gate purely as a buffer. To estimate this portion 
of the flow, we obtain truck intensity data from the National Road Traffic Data Portal 
(NDW), specifically in and around the port area under consideration. We assume that 
all trucks in the port area either picks up a trailer, drops off a trailer or uses the extended 

gate as a buffer. In terms of the usage of the extended gate, this is thus an upper-bound. 

By deducting the in- and outbound transports from the total truck intensity, we obtain 
the number of trucks that use the extended gate as a buffer. After cross-verification and 
consultation with the port authority, we obtain a sufficiently accurate view of the various 
flow in the port area. Moreover, these kinds of parameters are included as input 
parameters of the model and can be easily tweaked. Figure 8.6 shows the arrival rate of 
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inbound trucks (either for decoupling or buffering) at the extended gate per hour of the 
day.  

8.6.5 AYTs 

The AYTs are modelled as standard Transporter objects. They are characterized by 
dimensions, speed, acceleration, deceleration and energy consumption. As with the road 
trucks, the trailer (container chassis) is modelled as a separate Transporter, which is 

hitched to the AYT, i.e., it automatically follows. We assume that the idling time of the 
AYTs suffices to recharge the batteries such that the AYT is always serviceable. Although 
the speed is an input parameter and can thus be easily changed, we set the speed on the 
first-and-last-mile at 45 km/h, on the extended gate at 15 km/h (forwards) and at 5 km/h 
(backwards). The latter speed is used when an AYT needs to back up to position itself in 
front of a trailer to hitch the trailer. Moreover, the AYTs and the road trucks have 
deterministic coupling and decoupling times.  

8.7  Results 
This section presents the simulation results of the case study under consideration. First, 
the experimental design is discussed in Section 8.7.1. Next, we present the results of 
varying the traffic rules on the extended gate (Section 8.7.2), varying the AYT fleet size 
for the first-and-last mile transport (Section 8.7.3), and of varying the fraction of the 
transport flow being decoupled at the extended gate (Section 8.7.4).  
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Figure 8.6. Arrival rate of inbound road trucks at the extended gate during the day. 
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8.7.1 Experimental design 

To answer the research questions discussed in Section 8.1, we perform several 
experiments. Each experiment consists of a five-day run, where the first two hours are 
used as the warm-up period, as determined by using the Welch Method. Five replications 
are used for each experiment, resulting in a relative error of at most 𝛾𝛾 = 0.01 using a 
significance level 𝛼𝛼 = 0.05. The specific values for the inputs are obtained from the port 
authority of our case study. For an overview of the input parameters and their values, see 
Table 8.2. For experimentation, we use a three-step approach. We first experiment with 
the various traffic rules on the extended gate with a fixed number of AYTs and 24-hour 
operations, resulting in seven experiments, see Table 8.3. These experiments answer the 
first research question. 
 

Table 8.2. Input parameters and their values. 

Input Value  Input Value 

Road truck related  AYT related 

Number of trucks that pick-up a trailer 
(outbound) per day 

312  Number of AYTs 12, 16, or 
20 

Number of trucks that drop-off a 
trailer (inbound) per day 

154  (De)coupling time AYT 6 minutes 

Number of trucks that use the 
extended gate as a buffer per day 

358  Handover time for tele-
operations (exp. 2 and 14) 

1 minute 

Resting timer for buffering trucks 45 
minutes 

   

Road truck speed (forwards) 15 km/h  AYT truck speed (forwards) 15 km/h 
Road truck speed (rearwards) 5 km/h  AYT truck speed (rearwards) 5 km/h 

Terminal related   

Number of terminals 14  Terminal dwell time (minutes) 15 
Daily outbound flow (terminals 3-7) 20  Daily inbound flow (terminals 3-

7) 
10 

Daily outbound flow (terminals 9-11) 57  Daily inbound flow (terminals 9-
11) 

6 

Daily outbound flow (terminals 1,2, 8, 
13, 14) 

6  Daily inbound flow (terminals 1, 
2, 8, 13, 14) 

6 

Daily outbound flow (terminal 12) 11  Daily inbound flow (terminal 
12) 

11 
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Table 8.3. First set of experiments. 

Experiment Traffic control 

scenario 

Number of AYTs Opening hours 

1 1a 16 24 

2 1b 16 24 

3 1c 16 24 

4 1d 16 24 

5 2a 16 24 

6 2b 16 24 

7 3 16 24 

 
The second research question is answered by varying the fleet size of the AYTs. From the 
results of the experiments shown above, we fix a useful traffic control strategy whereupon 
we experiment with the fleet size and the opening hours (experiments 8-12 in Table 8.4). 
Additionality, we experiment with traffic control strategies 2A, 2B and 3 in combination 
with 20 AYTs, to study how additional AYTs influence the outputs when (partially) 
separating manual and automated traffic on the extended gate (experiments 14-16 in 
Table 8.4).  
 

Table 8.4. Second set of experiments. 

Experiment Traffic control 

scenario 

Number of AYTs Opening hours 

8 1a 12 12 

9 1a 16 12 

10 1a 20 12 

11 1a 12 24 

12 1a 16 24 

13 1a 20 24 

14 2a 20 24 

15 2b 20 24 

16 3 20 24 

 
To answer the third research question, we adjust the flow that is decoupled at the 
extended gate. Recall that in the first two sets of experiments we assume that 100% of the 
in- and outbound flow is decoupled via the extended gate. We create additional 
experiments with respectively 25%, 50%, and 75% of the total in- and outbound flow. For 
these additional experiments we also experiment with the two types of opening hours 
and increase the number of AYTs gradually per experiment until an average waiting time 
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per outbound transport job of 15, 30, 60, or 120 minutes is reached. The three research 
questions are addressed in separate sections below.  

8.7.2 Varying the traffic rules 

The first set of experiments as shown in Table 8.2 are used to answer the first research 
question: how do different traffic rules or separation of manual and automated traffic 
influences throughput and safety on the extended gate? Table 8.5 shows the results from 

the first set of experiments. Recall that we fix the number of AYTs at 16 and set the 
opening hours at 24 hours (i.e., the outbound flow is evenly spread out over the day). 
Experiments 2-7 are compared to Experiment 1. With respect to the number of 
interactions, the AYT cycle time, the AYT utilization, and the waiting times per 
transport; green values indicate a significant positive impact, and red values indicate a 
significant negative impact with α= 0.05, when using a t-test. Black values indicate no 
significant impact. From Table 8.5 we see that the different traffic rules for a mixed-traffic 
(1a-1d) system on the extended gate does not influence the frequency of AYT activities. 
That is, AYTs do not spend more or less time on the extended gate when the traffic rules 
are changed. There is some fluctuation in the number of daily encounters for AYTs (i.e., 
the number of times an AYT has to stop for another vehicle at a junction), but this 
fluctuation is minimal and the additional waiting time at junctions is negligible 
compared to the total cycle time of an AYT. Hence, the cycle time (i.e., the total 
completion time of a transport to- or from the extended gate) does not change in 
Experiments 1-4, and thus we can conclude that the traffic control system on the 
extended gate does not influence the efficiency of the AYT fleet. The average waiting time 
(i.e., the time is takes until an AYT picks-up a trailer) is 6 minutes for inbound jobs 
(extended gate to a terminal) and 32 minutes for outbounds jobs (terminal to the 
extended gate). This difference can be explained by the fact that AYTs idle on the 
extended gate and are thus close by whenever an inbound transport is requested. On the 
other hand, when an outbound job is requested, the AYT first has to travel to the 
terminal, which on average already takes about 8 minutes.  
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Table 8.5 .Simulation results of the first set of experiments. Values shown are averages over all runs. EG = Extended Gate. 

 Mixed-traffic Manual traffic Dynamic 
separation 

Experiment 1 2 3 4 5 6 7 
Traffic Sc. 1a 1b 1c 1d 2a 2b 3 

Frequency of AYT activities 

AYT on EG 9% ” ” ” - 9% 10% 

AYT on first-
and-last-mile 

29% ” ” ” 29% 31% 28% 

AYT 
(de)coupling 

12% ” ” ” 11% 12% 12% 

AV idling 23% ” ” ” 31% 19% 22% 

AYY at terminal 27% ” ” ” 29% 27% 27% 

Teleoperator 
handover 

- - - - - 3% - 

Number of daily interactions per vehicle (e.g., AYT/Man. = AYT stops for manual traffic) 

AYT/AYT 6.8 9.0 7.4 6.8 - - 20.5 

AYT/Man. 12.7 18.4 7.9 12.7 - - 6.7 

Man./AYT 0.2 0.1 0.3 0.2 - - 0.1 

Man./Man. 0.2 0.2 0.2 0.2 0.4 0.8 0.2 

AYT cycle time (minutes) and utilization 
AYT cycle time 39 39 39 39 35 41 40 

AYT utilization 77% 77% 77% 77% 69% 81% 78% 

Waiting times per transport (minutes) 

Inbound 6 6 6 6 28 8 40 
Outbound 24 24 24 24 16 27 30 

 
In Experiment 5, the AYTs are no longer allowed on the extended gate, but decouple 

their cargo outside the extended gate, whereupon manual YTs transport the cargo to and 
from the extended gate. This results in a lower cycle time as AYTs no longer have to 
traverse the extended gate and thus also results in a lower waiting time for outbound 
transport (from 32 to 23 minutes). On the other hand, due to the extra handling, the 
waiting times for inbound transport increase significantly (from 6 to 28 minutes). In 
Experiment 6 this effect is diminished as AYTs are no longer required to decouple their 
cargo, but instead are tele-operated on the extended gate. This results in a small delay 
due to the required hand-over (roughly 3% of the cycle time).  

A dynamic parking assignment to separate manual and automated traffic 
(Experiment 7) results in similar AYT performance indicators as in the other 
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experiments. From an AYT point-of-view, there is thus no significant change. However, 
from the point-of-view of the terminals, the average waiting times increase to 40 minutes 
for both in- and outbound transport. Due to the dynamic parking areas, AYTs are not 
allowed to pick-up a trailer when it is in the ‘manual zone’. Therefore, AYTs have to wait 
until the parking areas switch, such that the trailer is available for pick-up by an AYT. To 
avoid excessive waiting times in this experiment, AYTs continue to deploy the first-
come-first-serve rule but skip jobs that are currently not available for pick-up.  

Similarly to the absent effect on AYT efficiency, the safety of the system (expressed 
in number of interactions between different vehicle types) also does not change 
significantly. We do see the logical impact of the traffic rules. For example, in Experiment 
2 (manual has way), the AYTs need to wait more often for manual traffic at the various 
junctions on the extended gate. The same, but opposite effect, can be seen in Experiment 
3 (AYTs have way). In terms of safety, we are particularly interested in the total number 
of interactions between manual and automated traffic (i.e., automated has to wait for 
manual, and manual has to wait for automated). The sum of these two does not 
significantly change in Experiments 1-4. We can thus conclude that ‘regular traffic’ rules 
are both efficient and safe on the extended gate and thus our experiments show that there 
is no incentive to change the traffic rules when mixing manual with automated traffic. 
Obviously, the number of mixed-traffic encounters is zero in Experiments 5 and 6 as 
there is no automated traffic allowed on the extended gate. Interestingly, dynamic 
parking slots (Experiment 7) seem to be effective to separate the manual and automated 
traffic flows. Although the ring road remains mixed-traffic, the number of interactions 
between manual and automated traffic is roughly reduced by a factor of two, although at 
the costs of higher waiting times for both in- and outbound transport. 

8.7.3 Varying the fleet size 
The second set of experiments (see Table 8.4) are used to answer the second research 
question: How many AYTs are required when 100% of the in- and outbound transport of 

the port area is processed via the extended gate? As discussed in the previous section, the 

traffic rules do not influence the efficiency of the fleet and thus we fix the traffic rule on 
the extended gate (regular traffic rules) for Experiments 8-13. To study whether a larger 
fleet of AYTs influences system performance under the other traffic control systems, 2a, 
2b, and 3, we perform three additional experiments (Experiments 14-16). Moreover, we 
experiment with 12, 16, and 20 AYTs, and 12-hour or 24-hour operations. The results 
are shown in Table 8.6. Experiments 8, 11 and 13 serve as benchmarks. Experiments 9 
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and 10 are compared against Experiment 8. Experiments 12 and 13 are compared to 
Experiment 11. Experiments 14-16 are compared to Experiment 13. Note that 
Experiment 12 is equal to Experiment 1 from Table 8.3. With respect to the AYT cycle 
time, the AYT utilization, and the waiting times per transport; green values indicate a 
significant positive impact and red values indicate a significant negative impact with α=
0.05, when using a t-test. Black values indicate no significant impact. The difference of 
the frequency of the different activities of the AYTs across the experiments are not 
compared, as this is not a goal in itself. 

From Experiments 8-10, we see that the number of AYTs particularly influences the 
outbound waiting times. A fleet of 12 AYTs results in an average outbound waiting time 
of 210 minutes. When 16 AYTs are deployed, the outbound waiting time is reduced to 
107 minutes, and can be further reduced to 51 minutes when deploying 20 AYTs. Recall 
that in these experiments 100% of the flow is decoupled via the extended gate (154 
inbound, and 358 outbound transport per day). In line with the decrease in waiting time 
with increasing fleet size, the utilization per vehicle also decreases. This can be explained 
through Little’s Law, which states that when the utilization of a system approaches 1, the 
waiting time in the queue goes to infinity. From a system’s perspective, we see an average 
utilization of 56% when deploying 20 AYTs, resulting in an average waiting time of 51 
minutes. Common senses dictates that this may not be a viable solution in practice, as 
large investments are required to acquire 20 AYTs while they are only utilized half of the 
time and the system still results in an average waiting close to one hour.  

It thus seems that decoupling 100% of the cargo at the extended gate and performing 
the first-and-last-mile transport with AYTs is not a feasible solution when holding on to 
the current way of working (i.e., 12-hour operations). Note that due to our simple FCFS 
rule and by ignoring jobs at other terminals when traveling empty, these results are 
expected to be close to a worst-case scenario. Moreover, further analysis shows that even 
when 20 AYTs are deployed, not all jobs can be processed during the opening hours of 
the terminal. The percentage of jobs that are processed during opening hours are as 
follows: 54% (12 AYTs), 70% (16 AYTs), and 85% (20 AYTs). Due to our uniformly 
distributed demand during opening hours, jobs may be requested just before closing 
time. Further analysis shows that roughly one out of three late arrivals, are the result of 
jobs requested in the last thirty minutes before closing time. Some sort of forecasting 
mechanism or ‘last-call time’ may thus improve performance, as AYTs can anticipate on 
future demand by already driving towards a terminal before the earliest release time. This 
is currently not allowed in the model.  
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Table 8.6. Simulation results of the second set of experiments. Values shown are averages over all runs. EG = Extended Gate. 

Experiment 8 9 10 11 12 13 14 15 16 
No. of AYTs 12 16 20 12 16 20 20 20 20 
Traffic Sc. 1a 2a 2b 3 
Operating 
hours 

12 hours 24 hours 

Frequency of AYT activities   

AYT on EG 12% 9% 7% 12% 9% 7% - 7% 8% 

AYT on first-
and-last-mile 

30% 24% 20% 35% 28% 24% 22% 29% 24% 

AYT 
(de)coupling 

16% 12% 10% 16% 12% 9% 8% 10% 10% 

AV idling 14% 32% 44% 4% 23% 36% 47% 28% 33% 

AYY at 
terminal 

29% 23% 20% 34% 27% 23% 22% 23% 23% 

AYT cycle time (minutes) and utilization   

AYT cycle time 33 34 35 37 39 41 36 45 41 

AYT utilization 86% 68% 56% 96% 77% 64% 53% 72% 67% 

Waiting times per transport (minutes)   

Inbound 22 9 6 17 6 3 33 4 36 
Outbound 210 107 51 28 24 22 23 24 38 

 
 Regarding AYT cycle time, we see that the cycle time goes up when the utilization 
increases. This can be explained by our dispatching rule and idling rule. Recall that when 
an AYT drops off cargo at a terminal, it checks whether there is a transport job available 
from that terminal to the extended gate and returns empty to the extended gate 
otherwise. This so-called combi-job vastly decreases the waiting time as the job benefits 

from the AYT being at that terminal at that point in time. The AYT is thus not required 
to first travel (empty) from the extended gate to the terminal. When the utilization of the 
AYTs increases, the queue at the terminal (i.e., outbound jobs) also increases and thus 
the probability of a combi-job increases. This is further discussed at the end of this 
section. 

Due to the autonomous nature of the AYTs, we may transition to a 24-hour 
operation in which the transport jobs can be spread out more evenly over the day. Indeed, 
Experiments 11-13 show that the outbound waiting time can be reduced in a 24-hour 
operation. When 20 AYTs are deployed, the average waiting time can be reduced to 22 
minutes. Note that the travel time from the extended gate to the terminals is included in 
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the waiting time, and this travel time averages at around 8 minutes. These results thus 
suggest that the ‘control of flow’ function of an extended gate (i.e., spreading jobs over a 
24-hour period) may be a decisive factor in the viability of an autonomous first-and-last-
mile transport system, invoked by decoupling cargo at a central location.  

The results of Experiments 14-16 provide the following insights. When AYTs 
decouple their cargo at the gate of the extended gate (Experiment 14), whereupon manual 
YTs transport the cargo to the extended gate, the fleet of AYTs is able to transport 10% 
more due to reduced cycle times. This comes at the expense of having to deploy 
additional manual YTs on the extended gate, but results in a non-mixed traffic extended 
gate. When tele-operated vehicles are deployed on the extended gate (Experiment 15), 
the AYT cycle time increases and 5% less volume can be transported, but also results in 
a non-mixed traffic extended gate. Experiment 16 shows that dynamic parking slots 
result in fewer transports per day and simultaneously increase the in- and outbound 
waiting times.  

Lastly, we provide a preliminary analysis to study whether our fully cooperative 
approach (i.e., all terminals share their data instantaneously to a centralized platform) 
results in a fair allocation of transport capacity to each terminal. In our view, a fair 
allocation results in an equal outbound waiting time for each terminal, in terms of both 
the average and the variation. Thus far we have only focused on the average waiting time 

over all terminals. To study whether our system results in a fair distribution of AYT 
capacity to each terminal, we study the outbound waiting time per terminal. Figure 8.7 
shows violin plots of the outbound waiting time per terminal, when the system is 
configured with a 24-hour operation and for 12, 16 and 20 AYTs. From Figure 8.7 we 
first observe that the variation in waiting time is greatly reduced when additional AYTs 
are deployed. Due to the lower utilization rate per AYT (recall Table 8.6), the average 
waiting time decreases and particularly the variation decreases. Moreover, in terms of 
fair allocation, the average waiting time per terminal does not deviate much from the 
average over all terminals. Given our focus on tactical decision-making, we are interested 
in whether our approach more-or-less results in a fair allocation, or whether some 

terminals benefit vastly more than other. Figure 8.7 suggests that the former is the case. 
We do observe some differences in the number of combi-jobs per terminal, due to the 

following logic. First, the dotted line in Figure 8.7 indicates the driving time from the 
extended gate to the terminal. That is, it resembles the waiting time faced by a terminal 
when an outbound transport is requested, and an AYT immediately responds to it while 
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being located on the extended gate. In case of a combi-job this waiting time can be 

reduced because an AYT is already at (or en-route to) a terminal to drop off a container 
(inbound transport). An outbound transport job can then be picked up immediately after 
the AYT has processed the inbound transport job. The densities below the dotted line 
shown in Figure 8.7 thus indicate combi-jobs. As discussed above, the number of combi-

jobs increase when the utilization rate of the AYTs is high (e.g., when 12 AYTs are 
deployed). When more AYTs are deployed, the system becomes less occupied (also due 
to our idling strategy), and thus the probability of a combi-job decreases. Note that when 
12 AYTs are deployed, particularly terminals 9, 10 and 11 do not benefit from combi-
jobs. This can be explained by the following. These three terminals have a factor 10 times 
more outbound transport than inbound transport, while the other terminals roughly 
have a 50/50 distribution of in- and outbound transport. In our approach, a combi-job 
can only occur when an outbound transport immediately follows after an inbound 
transport. Given our FCFS rule (with the exception of a combi-job), these three terminals 
thus have a disadvantage. Particularly when more advanced planning systems are 
deployed where combining jobs is promoted to utilize the AYT fleet more effectively, 
such terminals may not be treated fairly. On the other hand, the difference in flow 
between the terminals (recall Table 8.2) does not seem to influence the average and 
standard deviation of the outbound waiting time. These results suggest that our simple 
approach is able to fairly allocate AYT transport capacity in a system in which both large 
and small terminals cooperate. All in all, when deploying AYTs for the first-and-last-
mile transport with an extended gate, a balance needs to be found between the AYT fleet 
size, the waiting time for the system as a whole, and the waiting time per terminal. 
Advanced planning systems that promote fairness may be key to minimize the fleet by 
effectively utilizing the AYTs, whilst ensuring acceptable and fair waiting times. The 
evaluation of such planning systems requires a more operational point-of-view, and we 
thus leave this topic to future research.  

8.7.4 Varying the in- and outbound flows 
The experiments thus far have studied a theoretical maximum of 100% of the flow. For a 
more gradual introduction of automated transport, we perform a last set of experiments 
to answer the third research question: how does the number of AYTs influence the 

expected waiting time experienced by each terminal, given a fraction of the total transport 

flow being decoupled at the extended gate? The results of these experiments are shown in 

Table 8.7. 
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Table 8.7. Simulation results of the third set of experiments. 

 15 min. 30 min. 60 min. 120 min. 
 12h 24h 12h 24h 12h 24h 12h 24h 
25% 12 7 9 5 6 4 5 3 
50% 22(-2) 12 13 7 10 6 8 5 
75% 32(-3) 18 18(-2) 10 15 9 11 8 
100%  24(-2) 24 (-3) 13 19(-2) 12 15 10 
         

 
The results from Table 8.7 are used to assess how to transition from current practice (no 
decoupling point) to a future system in which cargo is decoupled at the extended gate 
and the first-and-last mile is performed by AYTs. AYTs are capital intensive and from 
the previous sections we have seen that the number of AYTS required to transport 100% 
of the flow easily goes into the double digits. Therefore, from a practical point-of-view, 
we are interested in how many AYTs are required when a fraction of the flow is 
decoupled at the extended gate, given a desired average waiting time. To exemplify, 
suppose we are interested in the possibilities of an investment of 10 AYTs. Then the 
following scenarios could be feasible:  

• 25% of the flow is decoupled with 12-hour operations, with an average waiting 
time of 30 minutes, or 75% of the flow with 24-hour operations with the same 
waiting time.  

• 50% of the flow is decoupled with 12-hour operations, with an average waiting 
time of 60 minutes, or 75% of the flow with 24-hour operations with the same 
waiting time. 
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Figure 8.7. Violin plots of the waiting time distribution per terminal when deploying 12 AYTs (left), 16 AYTs (middle), and 20 AYTs (right). Dots denote the average per terminal. The green area denotes the bandwidth between the lowest 

average and the highest average. The solid line denotes the average over all terminals. The dotted line denotes the driving time from the extended gate to the terminal. 
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8.8  Conclusions and further research 
This chapter presented a simulation model to study the effects of decoupling cargo at an 
extended gate in the Port of Flushing where a fleet of Autonomous Yard Tractors (AYTs) 
performs the first-and-last-mile transport between the fourteen terminals in the port and 
the extended gate. We specifically focused on the impact of AYTs on the extended gate 
and assessed various options to control automated and manual vehicles sharing the same 
infrastructure. Moreover, we studied the performance of the first-and-last-mile with 
varying fleet sizes and fractions of cargo that is decoupled at the extended gate using a 
simple dispatching rule. We performed a preliminary analysis to determine whether 
these rules result in a fair allocation of AYT transport capacity among terminals. The 
simulation study provides answer to the following questions:  

1. How do different traffic rules or separation of manual and automated traffic 

influence throughput and safety on the extended gate?  
When manual and automated vehicles are fully mixed, we observe that 
different traffic rules do not have a significant impact on both the performance 
of the AYT fleet and the safety on the extended gate. In a fully mixed-traffic 
extended gate we thus conclude that the traffic rules as currently common in 
practice suffice. When AYTs are no longer allowed on the extended gate (fully 
separated) and instead are tele-operated, the efficiency of the fleet decreases by 
3% due to hand-over times. When cargo is handed over to manual YTs for the 
transport on the extended gate, the efficiency of the AYT fleet increases by 8% 
due to reduced cycle times. This comes at the expense of additional handling 
and investment costs for manual YTs on the extended gate. When manual and 
automated traffic are separated based on time-slots, the cycle times of the AYTs 
increase by 25% due to additional waiting time on the extended gate. However, 
this configuration reduces the number of manual/automated vehicle 
interactions by 33%.  

2. How many AYTs are required when 100% of the in- and outbound transport 

of the port area is decoupled at the extended gate?  
From our tactical decision-making model, we conclude that at least 17 AYTs 
are required when an average waiting time of 30 minutes is sufficient. This 
requires in- and outbound transports to be uniformly distributed over the day 
and this may be feasible due to the ability of the extended gate to control the 
flow from- and to the extended gate. When terminals are open 12 hours per day 
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instead of 24 hours, the same number of AYTs result in an average waiting time 
exceeding 120 minutes. In our current approach, processing 100% of the flow 
in 12-hour operations thus seems infeasible. However, in 12-hour operations, 
a forecasting mechanism to estimate future demand may improve 
performance. Moreover, by combining jobs, the waiting time can be reduced, 
and more advanced dispatching rules may result in increased performance. 
Controlling the flow via the extended gate and spreading demand uniformly 
over the day (i.e., peak shaving) seems to be worthwhile. Due to the 
autonomous nature of AYTs, operations during the night might become 
feasible to accomplish such peak shaving. Lastly, our approach roughly results 
in a fair allocation of AYT transport capacity to each terminal, measured both 
in average waiting time and its variation, although terminals vary in size. When 
the fleet size increases, particularly the variation of the waiting time decreases 
for each terminal. In further studies, particular attention needs to be paid to 
possible different ratios of in- and outbound transports between terminals, as 
this, in combination with more advanced dispatching rules, may influence the 
fairness of the allocation of AYT capacity.  

3. How does the number of AYTs influence the expected waiting time 

experienced by each terminal, given a fraction of the total transport flow 

being decoupled at the extended gate?  
To transition gradually to an automated first-and-last mile in combination with 
an extended gate with a decoupling function, we conclude that a minimum of 
5 AYTs are required to transport 25% of the flow in 24-hour operations. In this 
configuration an average waiting time of 30 minutes per transport job can be 
expected. When deploying the currently used opening hours, the required 
number of AYTs to reach the same performance roughly doubles. Nevertheless, 
partially decoupling the total flow in the port via the extended gate may serve 
as a stepping point towards further automation, acceptance, and integration.  
 

Further research directions include: (i) optimization of the planning and control of the 
AYT fleet, e.g., by using more advanced dispatching rules, improved idling strategies, 
pre-registration of transport jobs by terminals, or dynamic/time-based allocation of 
AYTs to specific terminals, (ii) further analysis of a step-wise introduction of AYTs by 
focusing on a select group of terminals, (iii) further research on the impact of peak 
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shaving in 24/7, 24/6, and 24/5 operations with non-uniform demand, (iv) including 

terminal operations in the simulation model, and (v) further quantifying the fairness of 
various dispatching rules in relation to the performance per terminal, and the 
performance of the system as a whole.  

8.9  Discussion 
In this chapter we studied the effects of decoupling cargo at an extended gate in a port 
area, where a shared fleet of Autonomous Yard Tractors (AYTs) performs the first-and-
last mile transport between the terminals and the extended gate. With respect to this use 
case, let us discuss the notions of shared services and fair optimization as enablers to 
transition to an automated first-and-last-mile in combination with an extended gate, 
from a practical point-of-view. For the sake of discussion, we could also focus on a first-
and-last mile transport system with manually-operated yard tractors, but let us focus on 
automated solutions as these (i) require large capital investments, and (ii) enable 
flexibility in the supply chain by not being reliant on the availability of human labour 
(e.g., may enable 24-hour operations). Compared to manually operated systems, the 
hardware is relatively expensive, although operational benefits and cost reductions 
should allow viable long-term investment. Nevertheless, the hurdle to invest in 
autonomous solutions can be too big for single stakeholders, resulting in a slow uptake 
of these innovations. Therefore, it makes sense to invest and work together with other 
stakeholders. For example, a group of terminals located in and around the port area can 
jointly invest in a fleet of AYTs, to facilitate on-terminal and first-and-last-mile 
transport. In such a joint system, companies need to share the pool of vehicles with other 
users but benefit from a risk-pooling effect. Moreover, such a collaboration can eliminate 
empty backhauls, raise vehicle utilization and increase the profit of each party involved 
(Dai and Chen 2012). Furthermore, without a joint initiative, the investment may not be 
feasible for all or multiple of the stakeholders. Such a joint initiative therefore facilitates 
a quicker uptake of innovations, such as discussed in this chapter.  

To coordinate such a shared service, one may resort to a fourth party logistics 

provider (4PL). Such a party coordinates the planning of the shared fleet, without owning 
the vehicles themselves. 4PLs have as their core business to make supply chains more 
efficient (Saglietto 2013). When multiple parties agree to collaborate on a shared service, 
the 4PL manages the data (e.g., available capacity and jobs to be executed) and 
coordinates the planning. In such a control structure, information is typically only shared 
between the 4PL and the parties, but not between the parties themselves, as this is often 



224 

confidential information. Such a structure enables cooperation between companies, 
without sharing confidential information with competitors. This approach has the 
requirement of a trustee, a trusted central party, namely the 4PL. Depending on the 

parties involved, this may not be a favourable approach and thus other coordination 
mechanisms (e.g., agent-based systems) can be more useful. For example, Douma et al. 
(2011) present an agent-based approach to efficiently align operations between barge and 
terminal operations with minimal information exchange and show through an extensive 
simulation study for the Port of Rotterdam that their distributed planning approach can 
perform well compared to central coordination. A combination of a central party and 
decentral interactions is also possible. Alacam and Sencer (2021) present a trustee 
concept, operationalized digitally, in a decentralized fashion, on a public blockchain 
network. The proposed design intends to ensure the neutrality of the digital trustee in its 
decisions, as well as preventing the single point of failure problem intrinsic to centralized 
trustee models. In conclusion, there are several methods to coordinate data-sharing for 
shared services. However, regardless of the solution approach selected to coordinate the 
shared service, the selected approach needs to be endorsed by all stakeholders.  

Moreover, regardless of the coordination mechanism used, the parties involved need 
to be treated in a proper way. That is, in some sense the shared service needs to be shared 

fairly among the parties involved. To illustrate, suppose one would deploy a typical global 

optimization method to allocate transport capacity to each stakeholder. From a system 
perspective, this can yield an optimal solution (in the long run), but from an individual 
perspective this may not be the case. Or at least may be wrongly understood from a single 
stakeholder’s perspective. This is particularly of interest when a small group of large 
parties work together with a large group of small parties, or when some parties have 
significantly different characteristics. For example, in this chapter we have seen terminals 
with varying ratios of in- and outbound transport and their potential impact on fairness. 
To find a balance between global optimization and local satisfaction, one can use fair 

optimization, which combines fairness with optimization methods. Fairness plays a role 
in allocation problems in which the number of resources to be allocated is limited or 
constrained. In many network allocation methods, the main assumption is that the social 

optimum is achieved by optimizing the sum of utilities of individual agents (e.g., parties 
sharing the service). With such an allocation method, a party can receive a 
disproportionate amount of resources as long as that player wants to, and is able to pay 
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for it Sinha and Anastasopoulos (2017). To counter this imbalance in allocations, fairness 
can be factored in by using different allocation methods. 

A resource allocation problem can be modelled as a cooperative game that can be 
captured by a set of users, the claim of each user, and the total amount of available 
resources. In the classical approach of measuring a user’s satisfaction for a given 
allocation, the satisfaction is maximal when the user gets exactly what it asks for. 
Obviously, when resources are limited, maximum satisfaction may be out of reach. This 
may for example be the case during rush hours at the extended gate. According to Fossati 
et al. (2018) an allocation should fulfil three properties. First, all users should receive at 
least zero. Second, a user should not receive more than its demand. Lastly, the sum of all 
individual allocations should equal the total available resources. In dealing with resource 
allocation problems, the most widely used methods seem to be (i) the weighted 
proportional rule, (ii) max-min fair allocation, and (iii) α-fairness. The first is based on 
a logarithmic utility function and the idea that it captures the individual worth of a 
resource. The second gives the lowest claimer its total demand and evenly distributes the 
unused resources over the others. Lastly, the α-fairness algorithm is a family of 
assignment rules with the outcomes depending on a smoothing parameter α (Fossati et 
al. 2018). Another interesting approach is to base the fair allocation of resources on the 
value contribution made by the data delivered by the stakeholders, e.g., based on the 
Shapley-value. This may stimulate stakeholders to share their data more frequently or 
more detailed, as they are rewarded by the added-value of the data. Such an approach 
may result in self-organized data-sharing, where the right amount of data is shared at the 

right time.  
Ultimately, and turning to practice, one may wonder: in case we are not able to 

achieve some sort of fair optimization in shared services, whether it is worthwhile to 

deploy optimization in the first place, and consequently, whether we instead should rely 
on other solution methods that provide robust, flexible, and fair solutions, without 
necessarily being optimal in terms of productivity.  
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 Chapter 9 
Truck Platoon Matching 
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Transportation Models, Methodologies and Applications. Procedia Computer Science 
151, 751-756. 
 
 

“In theory, the power of simple algorithms to produce elaborate 
yet precise patterns is virtually unlimited.” 

- Bert Hölldobler and Edward O. Wilson 
 

 

 
 

Truck platooning is the concept of multiple trucks driving at aerodynamically efficient 
inter-vehicle distances in a cooperative and semi-autonomous fashion on open roads. 
Advanced sensor technology and wireless communication is used to maintain short and 
safe following distances between the trucks. This chapter proposes an agent-based 
simulation model to evaluate a decentral matchmaking system for trucks to find a 
suitable partner to platoon with. To this end, we develop decentral matchmaking 
algorithms to self-organize the routing and planning of platoons in order to establish 
mutual agreement on the conditions and shared benefits of the platoon. We consider two 
types of platoon matching: real-time (at a truck stop) and opportunistic (while driving 
on the highway). We evaluate the proposed system using a case study at the Port of 
Rotterdam and the surrounding area, where we study various factors influencing platoon 
formation and profitability. Results show that the most influential factors in both platoon 
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formation and the total platoon profitability are wage savings and the possibility of 
different truck brands to platoon together. 

9.1  Introduction 
Truck platooning is a recent innovation within the logistics sector for (semi)autonomous 
driving. A platoon consists of two or more digitally connected trucks that drive with 
short following distances on highways, as illustrated in Figure 9.1. By using advanced 
board computers and sensors (e.g., lidar), the trucks communicate with each other to 
create a safe and efficient autonomous driving solution in a mixed traffic situation. Truck 
platooning in fact relies on an advanced version of adaptive cruise control technology in 
consumer cars, which can autonomously adjust speeds and maintain distance to other 
cars. We denote this advanced version as Cooperative Adaptive Cruise Control (CACC). 
The short following distances enabled by CACC decrease the aerodynamic drag of the 
following trucks and result in fuel and emission savings (Robinson et al. 2010; Alam et 
al. 2015). Moreover, it increases road utilization (Li and Ioannou 2004) and traffic safety 
in general (Taleb et al. 2010). 

This chapter focuses on a specific aspect of platooning: the matchmaking process. 
In order for trucks to form a platoon, agreements have to be made with other trucks on 
when and where to drive, at which speed, and in which order. Furthermore, the origin, 
destination, and route of the truck are important criteria for finding a feasible match. 
Also, an important part of the matchmaking process is how to divide the costs and 
savings of a platoon. To exemplify, suppose Truck 1 and Truck 2 have decided to platoon, 
with Truck 1 as the leading truck (see Figure 9.1). Truck 2 gains from the fuel savings as 

it is the following truck in the platoon. For Truck 1 there are considerably less fuel savings. 
Therefore, some sort of mechanism needs to be designed to fairly allocate the costs and 
savings among the members of the platoon. Into this allocation mechanism any waiting 
or delay time of one of the trucks – due to platoon forming – should be incorporated. 
The matchmaking process thus consists of (i) finding a truck to platoon with, and (ii) 
allocating costs and savings among the members of the platoon. In this chapter, we use 
an agent-based approach to model the platoon matchmaking process and use simulation 

Figure 9.1. Illustration of a truck platoon. 
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to study the factors influencing the matchmaking process. We focus on a case study at 
the Port of Rotterdam and its surrounding highways.  

The remainder of this chapter is structured as follows. Section 9.2 reviews the 
literature and states our contribution. We describe the problem setting and case study in 
Section 9.3. In Section 9.4, we present our agent-based simulation model and Section 9.5 
discusses the results. We present the conclusions and directions for further research in 
Section 9.6. Section 9.7 discusses the role of cooperativeness and autonomy in self-
organizing systems.  

9.2  Related work 
To classify our work, we first distinguish between different types of algorithms. A classic 
approach within Operations Research is to distinguish between offline and online 
algorithms. The former generates static solutions upfront, based on the data available at 
that moment in time, whilst the latter is a dynamic approach where solutions may change 
over time when new information becomes available. Also in platooning, this distinction 
can be made and similarly to Bhoopalam et al. (2018), we define the following types of 
platoon matching: scheduled, real-time, and opportunistic. 

Scheduled platooning is the offline (or static) variant of matchmaking where all 

matches are generated before the trucks depart. This implies that a matchmaking system 
needs to have information on the current location, destination and route of the trucks in 
order to find suitable matches. When this information is only available for a subset of the 
available trucks (e.g., due to limited information sharing), the potential performance of 
the matchmaking system decreases. However, in some cases this centralized approach 
might be relevant. For example, on frequently used routes with similar departure times 
(e.g., resupplying supermarkets) or for logistics service providers that manage their own 
fleet. As all information of the own fleet is available, potential matches can be found more 
easily, especially when there are many recurring trips (e.g., departures in the morning 
and arrivals in the evening). For smaller countries, such as the Netherlands, this is 
relevant as national deliveries are done within the timespan of one day, where the trucks 
depart from the depot in the morning and return to the same depot in the evening. 

Real-time platooning is an online variant of matching, where the matches are made 

close before departure based on the latest information available. In practice, this could 
occur during breaks at truck stops or when refuelling. During these periods, there are 
small windows of opportunity for a truck to find a match based on other trucks in close 
proximity and their characteristics (e.g., overlap in routes). This type of matching is thus 
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more dynamic in nature and focuses on local decision making. As truck drivers have 
strict regulations on driving and resting times, this type of matching might be relevant in 
situations where many truck drivers take their obligatory rest periods. Real-time 
platooning does not require to have all information in advance. Information is only 
required on the opportunities that occur in real-time. This makes this type of matching 
especially useful for trucks of different logistics service providers as gains can be shared 
without tedious coordination beforehand, which is the case with scheduled platooning.  

Opportunistic platooning is a second online variant where matches are made while 

driving. That is, trucks continuously seek for potential platoon partners while driving on 
the highway. The scope of this type of matching is typically limited, as looking for 
matches far away leads to practical objections (e.g., speed changes may be required to get 
the trucks together). The matchmaking process thus focuses on the area close to the truck 
(e.g., at most a few kilometres up- or downstream). Whilst this scope may be limited, 
matches are made more easily as there is hardly any waiting time to form a platoon, since 
trucks are already driving and close to each other. The costs of forming a platoon are thus 
negligible, hence, the earnings of the platoon quickly become non-negative. This type of 
matching is relevant in areas with high truck intensity and with enough opportunities to 
physically form the platoon. This can for example take place at highway entries and exits, 
or gas stations where one truck waits for the other truck to catch up. From a practical 
point-of-view, these places are perfect to form a platoon as catching up while driving 
might cause disruptions in the traffic flow. 

For each of the three types of platoon matching, literature is rather scarce. This is 
mainly due to the novelty of the CACC-technology. Most papers related to truck 
platooning are devoted to technology and safety aspects. Papers that deploy simulation 
in platooning, specifically focus on coordination mechanisms (van de Hoef et al. 2015), 
highway merging (Liang and Jonas 2016; van de Hoef et al. 2017), speed consensus 
seeking (Saeednia and Menendez 2017), route formation (van de Hoef et al. 2018), travel 
times (Haas and Friedrich 2018), aerodynamics (Vohra et al. 2018), and vehicle 
controllers (Turri et al. 2017).  

Literature on the operational side of truck platooning – such as planning, scheduling 
and routing – is far from abundant. This specific literature stream has recently been 
reviewed by Bhoopalam et al. (2018). The matching of trucks using an agent-based 
approach and deploying simulation to evaluate this approach, has not been adequately 
addressed in the literature. A more aggregated approach has been proposed by Liang et 
al. (2014) to study the fuel saving potential of truck platooning using simulation.  
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The paper closest to this research is Gerrits (2019). We extend the latter by focusing on 
the simulation modelling aspects of truck platoon matching and proposing a simulation 
model. We consider both matching at a truck stop (real-time) and while driving on the 
highways of the hinterland connections of the Port of Rotterdam (opportunistic). 

9.3  Case description 
The context in which we study truck platoon matching is at (i) the Ring of Rotterdam 
(RoR) and (ii) the Maasvlakte Plaza. The RoR is located in the Western part of the 
Netherlands and consists of the highways A20, A4, A15, and the A16. The Maasvlakte 
Plaza is a truck stop on the Maasvlakte 2 at the Port of Rotterdam. The Plaza is an area 
where truck drivers can take their obligatory rest periods. Both areas are connected via 
the N15/A15, which is approximately 30 kilometres long. The two areas are depicted in 
Figure 9.2. 

We deploy an agent-based matchmaking system in the two areas described. We take 
the schedules of the trucks, as well as other relevant properties (e.g., truck brand, 
departure times and destinations) as input. In our approach, the trucks are represented 
by agents whose goal it is to find a suitable platoon partner in their neighbourhood. At 
the Plaza we use real-time platooning and on the RoR we use opportunistic platooning. 
As the Plaza is an area with a high intensity of trucks and where obligatory rest periods 
are held, it is well suited for real-time platooning. Recall that in real-time platooning a 
match is made just before departure, without any prior scheduling. During a relatively 
small period (typically between 15 and 45 minutes), the agents have an opportunity to 
find a match. The RoR serves well for opportunistic platooning as there is a high intensity 
of trucks already on the road. Note that we may also utilize an extended gate, as discussed 
in Chapter 8, to deploy real-time truck platoon matching. 

Figure 9.2. Location of the case study in the Western part of the Netherlands. 
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We assume that in both situations an arriving truck that is not yet part of a platoon tries 
to find a truck to platoon with. This may result in three outcomes: (i) no match, (ii) match 
with a single truck, or (iii) match with a truck that is part of an existing platoon. We 
propose two agent-based matching algorithms: (i) First-Viable match (FVM) and (ii) 
Best-Match (BM) for both real-time and opportunistic platooning. The former accepts 
the first truck for which the earnings (costs minus savings) are non-negative. To 
exemplify, the agent first calculates the savings of platooning with the other agent based 
on the overlap of their routes and the platooning sequence. Second, it calculates the 
waiting time and assigns costs. As soon as the savings of platooning with a certain agent 
exceed the costs, FVM selects this agent to platoon with. For opportunistic platooning 
this implies that it platoons with the truck driving closest by. For real-time platooning it 
depends on the estimated departure time, which is typically the earliest release time (i.e., 
the arrival time plus the rest period). Due to the simple nature of this algorithm, it is 
particularly suitable for matching in dynamic and stochastic environments.  

The BM algorithm loops over all trucks in the neighbourhood (i.e., the environment 
the agent can see) and chooses the best match. In our focus, the best match is defined as 
the match with the highest earnings; however, other objective functions might also be 
suitable, such as maximizing the overlap in routes or minimizing waiting time. This 
approach may result in higher earnings than FVM, but it also requires communication 
with all agents in the proximity, which might result in scalability problems. For real-time 
platooning, the neighbourhood is defined by all truck agents that are present at the Plaza. 
For opportunistic platooning, the neighbourhood consists of all truck agents in the 
search area of the truck.  

For both algorithms, we use an equal-share allocation rule to divide the earnings 
among the agents in the platoon. In real-time platooning, the platoon is only allowed to 
leave at the maximum of the earliest release times of all trucks in the platoon due to 
regulatory issues. As a match is made before the platoon actually departs, an arriving 
agent might match with an agent already in a platoon (case (iii) above). In this case a 
platoon consists of three (or more) trucks, and this is only allowed when the newly 
calculated savings (i.e., with an additional truck in the platoon) is economically viable for 
all agents in the platoon, based on the equal-share allocation rule. 

Our choice of a distributed planning approach for truck platoon matching results in 
a scalable, highly-configurable and flexible system. To visualize and test the effectiveness 
of agent-based matchmaking for our case study, a simulation model is developed that 
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captures the essence of the agent-based matchmaking approach and the characteristics 
of the Plaza and the RoR. 

9.4  Simulation model 
Based on the case study described, we propose a discrete-event agent-based simulation 
model. As stated by Law (2015), discrete-event simulation is suitable to model agent-
based systems as in virtually all agent-based simulation models state changes occur at a 
countable number of points in time. The simulation model is used to evaluate the 
performance of the matchmaking process for both real-time and opportunistic 
platooning. We illustrate the components based on the case study, but the modelling 
approach is also applicable to other scenarios. 

Given the simulation framework presented in Chapter 4, the goal of this study is to 
compare the economic impact of the to-be situation (platooning) with the as-is situation 
(no platooning), although we mainly explore variants in the to-be situation. Our 

application is focused on the open road and is demarcated by two areas: the Plaza and 
the RoR. We do not focus on the detailed workings of CACC, but rather provide insights 
in the impact of various factors on the viability of truck platoon matching and thus 
require a low level of detail regarding the trucks (e.g., high-level characteristics of truck 
intensities and destinations suffice) and a require a moderately detailed map of the 
environment (e.g., the Plaza layout and the RoR highways). Moreover, the component 
analysis step of the framework focuses on the trucks, and the environment consists of the 
Plaza and the RoR. The control analysis step is mainly focused on implementing the two 
different match-making algorithms under consideration. The final step of the simulation 
framework – data analysis – contains the modelling of the attributes of each truck agent 
and storing data on a global level on the number of matches and the specific 
characteristics of each match (e.g., economic viability, kilometres driven in a platoon and 
number of platoon participants).  

Next, we describe the three main components of our simulation model: (i) the 
network, (ii) the agents and (iii) the events, as well as the model assumptions and 
limitations. 

9.4.1 Network 
The simulation model consists of two parts of the network: (i) the Plaza and (ii) the RoR. 
The Plaza is modelled using approximately 200 parking spaces and an entry and exit road 
to the A15 as shown on the left in Figure 9.3. The Plaza is connected to the RoR with a 
highway of approximately 30 kilometres. An abstraction has been made of the RoR for 
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modelling purposes as shown on the right in Figure 9.3. The lengths of the segments are 
such that they approximate the actual network as depicted in Figure 9.2. The entire 
network consists of tracks on which the trucks are able to drive. All trucks depart from 
the Rotterdam area and have a destination that is beyond the network (e.g., Germany or 
Belgium). We use the Plaza and the RoR as areas to find a match. When a platoon is 
formed, it starts on the Plaza or RoR and continues to its final destination beyond the 
animated network. 

9.4.2 Agents 
We deploy a single-agent type matchmaking system where every truck is represented by 
an agent. A description of this agent type is provided in Table 9.1. Every agent is capable 
of communicating with the other agents in the neighbourhood to find a match. The 
agents exchange information on their route, destination and other properties (e.g., the 
brand). We use the Transport Management Systems (TMS) for input on these properties. 
The matchmaking system is denoted by a mid-level control layer. The low-level control 
layer consists of the CACC system of the truck to physically form and maintain a platoon. 
This architecture is shown in Figure 9.4. For real-time platooning, the agents have an 
additional set of properties and attributes, such as the length of the rest period and the 
earliest release time (i.e., arrival time plus rest period). The trucks are the moving entities 
in the model and each truck has a set of user-defined attributes and methods to resemble 
the intelligence of the agent. The reader interested in the characteristics of the agents is 
referred to Gerrits (2019). 

In terms of the SOL typology presented in Chapter 3, we thus consider of decentral 
system where we deploy rule-based decision-making (i.e., FM and BM). Agents interact 
via direct communication and the system is open to other actors and assets (i.e., all truck 
agents in the neighbourhood may join). 
  

A4 A16

A20
A13

A15 A29

PLAZA

Figure 9.3. Modelling of the Plaza (left), and abstraction of the RoR, including location of the Plaza (right). 
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Table 9.1. Truck agent description. 

 Description 
Name Truck Agent 
Description Representation of a physical truck, its properties and preferences 
Cardinality One per truck 
Lifetime While in system 
Initialization Set truck properties, open DB connections 
Demise Gather statistics, close DB connections 
Functionalities Match-making 
Uses data Truck agents in proximity, truck agent properties 
Produces data Route overlap, platoon savings, truck agent properties 
Goals Find match with other Truck Agents to create a platoon 
Percepts responded to New truck in proximity, departure single truck, departure platoon 
Actions Find platoon candidate(s), create platoon, add truck to platoon, stop, go 
Protocol and interactions Read and write to transport management system, enable CACC 

 
The intelligence thus emerges from the collective actions of all truck agents and 

depending on whether or not multi-brand platooning is allowed, the adaptability of the 
system can be classified as either medium or high. However, given the technological 
challenges of multi-brand platooning (e.g., standardization of protocols for CACC), the 
technological ease of implementation is reduced. Although we could have designed our 
agent-based approach in different ways, we specifically chose for a decentral system to 

cope with the possible competing interests of multiple stakeholders, and to avoid the 
necessity of a central trusted party. Moreover, we deploy simple matchmaking rules due 
to their explainability, and to facilitate speedy decision-making in dynamic 
environments. Table 9.2 provides a full overview of our use case in terms of the SOL 
typology. 

Table 9.2. Use case presented alongside the SOL typology. SB = solo-brand, MB = multi-brand. 

Element Value Element Value 
Control hierarchy Heterarchical Micro-macro effect Well-understood 
Decision-making 
method 

Rule-based Dynamism Mostly dynamic 

Location of decision-
making 

Decentral Intelligence Mostly collective 

Location of data Decentral Predictability Medium 

Interactions 
Cooperation via 
direction 
communication 

Adaptability 
Medium (SB),  
High (MB) 

Openness 
Open to other 
actors/assets Data requirements Medium 

Delegation of control Some 
Ease of 
implementation 

Very high (SB),  
High (MB) 

Level of order 
Highly ordered 
(structured)  
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9.4.3 Events 

We consider the following most important events in the simulation: (i) the initialization 
of a truck, (ii) a truck entering the Plaza, (iii) a truck leaving the Plaza, (iv) a truck arriving 
at the RoR from the A15, and (v) a truck leaving the system.  
The first event is used to generate the trucks (and agents). At the initialization, the 
properties (e.g., the brand) are set using various input parameters, which are discussed 
in Section 4.5.1. The agents are initialized at multiple points in the network, to create 
flows on the network shown in Figure 9.3. At the A15 entrance in the East, the agents 
either travel to the RoR or are sent to the Plaza, based on relative frequencies and random 
selection. After initialization, the trucks drive to their destination.  

At the second event, the truck arrives at the gate of the Plaza. At this point in time, 
the real-time platooning matchmaking algorithm (either FVM or BM) starts. Depending 
on the algorithm, the agent loops over the agents present at the Plaza and tries to find an 
economically viable match. When a match has been found, the agents agree on a 
departure time and the truck sequence and store this information as attributes. After the 
algorithm has finished, the trucks enter the Plaza and select a random free parking slot. 
This process is depicted in Figure 9.5.  

When the rest period of the truck is over, the third event is triggered. When the truck 
has not found a match during the rest period, it leaves the Plaza alone. When a truck did 
find a match, the first truck in the platoon sequence drives to the exit of the Plaza and 
waits there for the other trucks. When the platoon is complete, it continues to the RoR 
(via the A15) and ultimately to its final destination. 

Whenever a truck that is not in a platoon arrives at the RoR, the opportunistic 
platooning starts. In the neighbourhood search area, the trucks follow a similar 

Board
computer

TMS

Planning
system

CACC

World DB

Truck Agent 1 Truck Agent 2

HIGH-LEVEL MID-LEVEL LOW-LEVEL

System boundary
Figure 9.4. Data coupling diagram of the proposed agent system. 
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procedure as with the second event. When a match has been found, the trucks meet at a 
matching location near the highway. When all trucks are present at this location, they 
continue as a platoon.  

The final event is when the trucks leave the system in the southeast corner of the 
network, either via de A15 or A16. At this point in time, the trucks are removed from the 
system and all statistics are gathered (e.g., whether the truck left the system in a platoon). 

9.4.4 Model assumptions and limitations 
To reduce the complexity of the simulation model, we introduce several assumptions. 
First, we assume that the maximum platoon size consists of three trucks and all trucks in 
the model have CACC (i.e., are able to platoon). As there are currently no reliable 
estimates on the costs of implementing CACC in a truck, we omit these investment costs 
from the analysis. When reliable estimates are available, they can easily be incorporated 
in the analysis to calculate the profitability for specific use-cases.  

Regarding real-time platooning we assume that (i) the platoon departs at the latest 
release time of the members of the platoon due to obligatory rest periods and (ii) when a 
third truck wants to join a platoon, this is only allowed when the third truck has an 
overlap strictly within the already established overlap between the other two trucks. 
Regarding opportunistic platooning (i.e., while driving on the RoR), we limit the 
complexity of continuously searching for matches by introducing fixed areas where 
trucks may search for potential partners and fixed areas where they can physically form 
a platoon. Also, due to waiting time restrictions, we limit ourselves to a maximum of two 
trucks in a platoon with opportunistic platooning. Furthermore, we assume that when a 
platoon exits the network (i.e., in the southeast corner of the RoR), they keep platooning 
to their final destination. Finally, we assume that all trucks have the same fixed search 
area in which they can find platoon partners (e.g., by searching up to two kilometres 
ahead of the truck).  

9.4.5 Experimental design 

To perform experiments with the simulation model, inputs, outputs and experimental 
factors are used and are discussed in this section.  

Input 

Traffic intensity. To model a realistic scenario, we used the Dutch National 

Datawarehouse for Traffic Information (NDW) to find traffic intensities of trucks in our 
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network. We used data from September 2017 and used the average intensities of the 
timeslots 07:00-08:00, 11:00-12:00, and 17:00-18:00 as input to a Poisson arrival process. 
The distribution of trucks among the several entry and exit points of the simulation 
model was chosen to realistically represent the routes between origin and destination. 
We calculated this distribution such that the aggregated flows on the segments, match 
with the intensities of the NDW data. We focus only on trucks that depart from the Plaza 
or the Rotterdam area. Table 9.3 shows the intensities of trucks at the entry points of the 
network and related route in the network. 
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Figure 9.5. Overview of the matchmaking process at the Plaza. 
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Table 9.3. Traffic flows and intensities. 

Origin Route Intensity (per hour) 

A20 – West entry Via A4/A15 65 
A20 – East entry Via A16/A15 90 
A4 – North entry Via A4/A15 30 
A13 Via A20/A16/A15 30 
A38 Via A16/A15 30 
A29 Via A15 150 
Maasvlakte (to Ring) Via A15 155 
Maasvlakte (to Plaza) Via Plaza to A15 50 

 

Destinations. We consider the top 15 destinations (5 national and 10 foreign) with as 
origin the Port of Rotterdam. Based on the destination, we calculate the maximum 
number of kilometres that can be platooned. Every truck is assigned to a destination 
based on its frequency and has a fixed exit point in the simulation model, as shown in 
Table 9.4. Although in the simulation model the trucks exit the system near the RoR, we 
assume that the trucks continue to their final destination. Based on this information, we 
calculate the kilometres driven in a platoon.  
 

Table 9.4. Destinations in the model, their frequencies and properties. 

Destination Frequency Cumulative 
frequency 

Maximum 
platoon 
kilometres 

Exit in 
model 

Antwerp 8.3 0.08 107 A29 
Flanders 5.5 0.14 184 A29 
North Rhine-
Westphalia Southwest 

4.4 0.18 250 A20  

Southern Germany 3.2 0.21 538 A15 
Western France 3.1 0.24 373 A29 
Ruhr 2.9 0.27 243 A15 
Wallonia and 
Luxembourg 

2.6 0.30 222 A29 

Northern Germany 2.5 0.32 386 A20 
North Rhine-
Westphalia North 

1.5 0.34 214 A20 

Southern France 0.8 0.35 934 A29 
Utrecht 19.1 0.54 70 A20 
Amsterdam 16.2 0.70 83 A4 
Zeeland 10.3 0.80 86 A29 
North Brabant 10.0 0.90 79 A15 
Gelderland 9.9 1.00 84 A15 

 

Truck related. The inputs related to the trucks consist of the (i) hourly wage of the truck 
driver, (ii) fuel efficiency, (iii) fuel price, and (iv) rest periods. We fix the hourly wage at 
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50 euros and assume that every truck consumes 0.28 litre fuel per kilometre with a fuel 
price of 1.08 euro per litre. Every truck that goes to the Plaza is assigned a resting time 
drawn from a uniform distribution with a minimum of 15 minutes and a maximum of 
45 minutes.  
 

Platoon related. The inputs related to the platoon are (i) the fuel savings and (ii) the 
search area. The fuel savings depend on the position of the truck in the platoon. We 
distinguish between three positions: (i) leading (4% savings), (ii) following (16% savings), 
and (iii) last (10% savings). In case of a three-truck platoon, all types are present, whereas 
in a two-truck platoon the following truck is automatically the last truck and thus has the 
fuel savings associated with the last truck. The search area is the area in which the truck 
is able to find candidates to platoon with. For real-time platooning this area consists of 
the Plaza and for opportunistic platooning this is expressed in kilometres. For this study 
we fix the search area at looking two kilometres ahead.  
 

Urgency related. By using an urgency parameter, we model trucks that are only allowed 
to wait a small amount of time for another truck to form a platoon. For example, on the 
Plaza trucks may not want to wait beyond their obligatory rest period to depart (e.g., due 
to strict time-windows or uncertain travel times). For opportunistic platooning, this 
parameter is less relevant as the waiting time to form a platoon is already short.  
 

Multi-brand platooning related. The model consists of five different truck brands, each 
with their own frequency. These frequencies are given by (0.14; 0.22; 0.23; 0.06; 0.32) for 
the five brands and are based on real-life data of the brands that are typically used in the 
Port of Rotterdam region. In the model, each truck is assigned a brand based on these 
frequencies irrespective of its route. With the multi-brand factor, we model whether 
trucks are able to platoon with trucks from other brands to assess the impact of CACC 
standardization. 
 

Exact match related. With the exact match option, we only allow platoons with trucks 

having the same destination (as shown in Table 9.4), such that each truck platoons the 
maximum number of kilometres possible. When this option is turned off, we also allow 
platoons with partially overlapping routes.  
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Output 

The simulation model has the following outputs for both real-time and opportunistic 
platooning: (i) the number of platoons with two trucks, (ii) the number of platoons with 
three trucks, (iii) the percentage of trucks in a platoon, (iv) average kilometres driven in 
a platoon, (v) the average savings per platoon, and (vi) the average savings per kilometre.  

Experimental factors 
Using the inputs described in Section 9.4.5, we define several scenarios using the 
following five experimental factors: (i) the hourly wage savings, (ii) multi-brand 
platooning, (iii) the urgency factor, (iv) exact matching, and (v) the number of matching 
locations on the RoR. The impact of the hourly wage savings is evaluated using three 
scenarios: (i) all trucks require a driver (0% savings), (ii) platoons are compensated with 
reduced road taxes (8% savings), and (iii) the following trucks do not require a driver 
(90% savings). Furthermore, the number of urgent trucks is varied between 20% (low) 
and 40% (high) and the factors multi-brand platooning and exact matching are either 
turned on or off. For the RoR, we have two options from where platoons can be formed: 
(i) at the southwest corner (A15/A20) and (ii) further eastbound on the A15, after the 
A29. Either the first or both are used. The experimental settings are summarized in Table 
9.5.  

We vary one factor at a time and study all possible combinations (i.e., 48 scenarios). 
We base our findings on the average results over all scenarios. 
 

Table 9.5. Experimental factors. 

Experimental factor Low Middle High 

Hourly wage savings 0% 8% 90% 
Urgency level 20%  40% 
Multi-brand platooning Off  On 
Exact matching Off  On 
Matching locations (RoR) 1  2 

9.5  Results 
In this section, we present the simulation results of the two types of platoon matching 
under consideration. We focus on the most insightful results of both real-time and 
opportunistic platooning and address the similarities and differences between the two 
types. We present the results varying the matching algorithms (Section 9.5.1), varying 
wage savings (Section 9.5.2), varying the urgency level (Section 9.5.3), whether multi-
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brand platooning is allowed (Section 9.5.4), whether an exact match is required (Section 
9.5.5) and the number of matching locations on the RoR (Section 9.5.6).  

Table 9.6 provides an overview of the results with the percentage of trucks in a 
platoon (also denoted by the platoon ratio) and the earnings per kilometre in euro 
(between parenthesis) for the experimental factors. 

 
Table 9.6. Simulation results. 

  Plaza Ring of Rotterdam 
  FVM BM FVM BM 

Hourly wage savings 

0 16.8% (-) 17.5% (-) 23.3% (0.01) 23.3% (0.01) 

8 27.8% (0.02) 29.9% (0.02) 22.7% (0.03) 22.7% (0.03) 

90 45.9% (0.18) 54.7% (0.21) 21.9% (0.26) 21.9% (0.26) 

Urgency level 
20% 30.7% (0.07) 35.3% (0.08) - - 

40% 29.0% (0.07) 32.9% (0.08) - - 

Multi-brand 
On 38.9% (0.07) 44.3% (0.08) 31.9% (0.10) 30.7% (0.10) 

Off 21.4% (0.07) 24.7% (0.08) 13.3% (0.10) 14.6% (0.10) 

Exact matching 
On 30.1% (0.07) 39.9% (0.08) 21.2% (0.10) 21.2% (0.10) 

Off 24.5% (0.07) 31.8% (0.08) 22.6% (0.10) 22.6% (0.10) 

Matching locations  
1 - - 11.0% (0.10) 11.0% (0.10) 

2 - - 28.4% (0.10) 28.4% (0.10) 

9.5.1 Varying matching algorithms 
On the Plaza, the BM algorithm performs on average across all runs slightly better than 
the FVM algorithm in terms of platoon ratio (30% versus 34%). The difference on the 
RoR is neglectable and both algorithms perform equally well. This is due to the fact that 
for opportunistic platooning there is limited time to find a match, and typically there is 
only one feasible match in the neighbourhood area and thus both algorithms perform 
equally well. For real-time platooning, the BM algorithm has more potential as it shows 
higher platoon ratios in some runs. This is caused by more platoons with three trucks, 
where the fuel savings per truck per kilometre are the highest. The earnings highly 
depend on the hourly wage savings, which is discussed in the next section.  

9.5.2 Varying wage savings 
When no wage savings are allowed (i.e., truck drivers are required in all vehicles, with no 
compensation) the earnings per kilometre are low. However, when drivers in the 
following vehicles are compensated (i.e., 8% savings) by being able to drive longer in-
between rest periods or get a discount on road taxes, the earnings increase almost by a 
factor three. When no drivers are required for the following vehicles (i.e., 90% savings) 
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the earnings further increase by a factor nine. In the latter case, also more platoons with 
three trucks are formed as the hourly wages of two truck drivers are saved and thus 
platooning quickly becomes profitable. Also, for real-time platooning, the platoon ratio 
is highly dependent on the hourly wage savings, whilst the impact on opportunistic 
platooning is small as the size of the neighbourhood is small. For opportunistic 
platooning, finding a match thus does not depend on the profitability, but whether a 
truck is present that meets all other requirements (e.g., the same route).  

9.5.3 Varying urgency level 
For real-time platooning on the Plaza, doubling the urgency factor accounts for 6% less 
platoons with FVM and 7% less platoons with BM. This relatively small effect is explained 
by the fact that when one truck is urgent, but the other is not, the non-urgent truck is still 
willing to wait for the urgent truck. The urgent truck thus dictates the departure time of 
the platoon, such that it does not have to wait, but can still platoon with others who are 

willing to wait. The urgency factor is not relevant for opportunistic platooning as the 
waiting times are always below the threshold value.  

9.5.4 Allowing multi-brand platooning 
By allowing multi-brand platooning, all five brands in the model can platoon with one 
another. The results show that on average with real-time platooning, the number of 
platoons increases around 80% while for opportunistic platooning an increase between 
110% (BM) and 140% (FVM) is expected. For opportunistic platooning this parameter 
has a higher impact as the number of trucks in the search area on the RoR at a given 
moment in time is considerably lower than the number of trucks arriving during the rest 
period on the Plaza. 

9.5.5 Enforcing exact matching 
The impact of exact matching is found to be considerable for real-time platooning and 
small for opportunistic platooning. When exact matching is required, the number of 
platoons decrease by 23% (FVM) and 25% (BM) at the Plaza and 6% on the RoR (both 
FVM and BM). Although the number of platoons decreases, the earnings per kilometre 
stay the same. The lower platoon ratio when exact matching is turned off, can be 
explained by the fact that most of the overlaps in routes are not large enough to gain 
positive earnings; especially for real-time platooning, when a truck has to wait and when 
this is not compensated by high hourly wage savings, given the relative high costs of 
waiting for other trucks.  
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9.5.6 Varying the number of matching locations 

Increasing the number of matching locations on the RoR, by including a match location 
after the A29, accounts for over 150% times more platoons than solely matching at the 
A4/A15. Opportunistic platooning thus highly depends on the intensity of trucks in the 
neighbourhood. As this factor only influences the matches on the RoR and not on the 
Plaza, the table omits results for real-time platooning.  

9.6  Conclusions and further research 
In this chapter, we presented two simple matchmaking algorithms, First-Viable Match 
and Best-Match, and analysed the potential for both real-time and opportunistic truck 
platooning in an open road environment. Specifically, we presented the design and 
implementation of an agent-based simulation model based on the Port of Rotterdam and 
its surrounding highways to study the potential benefits of truck platooning. For real-
time platooning we studied a truck stop at the Port of Rotterdam, whereas for 
opportunistic platooning we considered the Ring of Rotterdam. The results show that 
the most influential factors in both platoon formation and the total platoon profitability 
are wage savings and the possibility of different truck brands to platoon together. More 
specifically, we showed that without any wage savings, i.e., only considering fuel savings, 
platooning does not provide significant benefits in our case study. However, with wage 
savings, potential savings of 0.26 euro per kilometre (22%) can be realized. 

Further research directions include: (i) testing the robustness of the matchmaking 
algorithms by performing a more in-depth sensitivity analysis related to our assumptions 
and input parameters, (ii) designing a control system for drivers when they are no longer 
required in the following vehicles (to pick up drivers leaving their truck and delivering 
drivers at trucks that leave the platoon), (iii) considering longer platoons (especially for 
the opportunistic case) and their impact on traffic flow and (iv) introducing a virtual 
currency (and/or penalties) to create a more dynamic matchmaking system where agents 
are allowed to change matches over time when new opportunities arise. 

In addition to, our matchmaking algorithms can be extended in many other ways. 
In the present algorithms, an arriving truck searches for only one other truck in order to 
make a platoon match. As discussed earlier, the preferred match may be with a truck 
already in a platoon. Conversely, in real-time truck platooning, we may think of an 
algorithm where the arriving truck - based upon platform information - searches over all 
sets of (say no more than five) feasible trucks and selects the most profitable set to platoon 
with. Furthermore, instead of solely focusing on profits, we might also take past 
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performance into account as an indication of the reliability of platoon partners. When, 
for instance, a certain truck does not wait when this has been agreed upon, then this truck 
will end up at the bottom of a priority list. The latter may help to establish a self-
organizing property to avoid or exclude agents that may not be trusted.  

9.7  Discussion 
As in the previous chapters, we close with a discussion section. In this particular section 
we focus on the role of cooperativity and autonomy regarding truck platooning, as both 

are important dimensions of self-organizing logistics. In Section 9.7.1 we discuss several 
forms of cooperativeness and in Section 9.7.2 we discuss the role of autonomy required 
for CACC and truck platoon matching. We close with an open question as a thought 
experiment for the reader. 

9.7.1 The role of cooperativeness 

On the lowest level of control (i.e., vehicle level), we require a certain form of cooperation 
between the trucks in a platoon to continuously maintain a proper following distance 
(i.e., CACC). When deploying multi-brand platooning, we also require cooperation 
between truck manufacturers (i.e., strategic cooperation). For example, in this chapter, 
we experimented with solo-brand and multi-brand platooning. Although, 
technologically speaking, the adaptive cruise control concept is identical, multi-brand 

platooning does require a higher level of cooperativeness as it requires interoperability 
and standardization between different manufacturers. In our view, such increased 
cooperation – although it may look like a small step – contributes to the degree of self-
organizing logistics as it: (i) establishes an ecosystem in which different agents, possibly 
with competing interests, can collaborate, and (ii) improves the economic viability of 
truck platooning as a whole, as discussed in this chapter. This increased economic 
viability may just be the step that ensures that truck platooning is adopted in practice. 
These two elements combined thus illustrate that local interactions (i.e., matching 
between different truck brands) may result in global emergent behaviour (e.g., improved 
road utilization, reduction of emissions, and increased road safety), which may be hard 
to achieve when the level of cooperativeness is lower (i.e., solo-brand platooning or no 
platooning at all). 

Moreover, focusing on the matchmaking level, a similar level of cooperativeness is 

required for platooning by competing logistics service providers. The level of 
cooperativeness is then not so much determined by the standardization of the CACC 
technology, but rather based on reaching a mutual agreement on the conditions of the 
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platoon, including the division of earnings. In this chapter only a basic approach is 
presented regarding this topic, and additional research is required on how to reach 
consensus between agents that have (partial) conflicting interests, e.g., due to different 
views on which route to take or when and where to form a platoon. Moreover, 
unwillingness to platoon with competitors may result in failure to reach consensus.  

Another example of a higher level of cooperativeness, to further improve the flow of 
traffic, is establishing cooperation between a platoon and (intelligent) traffic lights. By 
prioritizing a platoon of trucks at junctions, the number of stop-and-go actions can be 
reduced, which may improve road utilization. This specific topic is subject to further 
research. This kind of coordination also requires a more intricate form of 
cooperativeness between the platoon and the (external) control system of traffic lights. 
This leads to a level of cooperativeness that can be described as societal, in which agents 

do not only cooperate with likeminded agents (e.g., trucks of the same company) and 
with possibly competing agents (i.e., trucks of competing companies), but also with the 
environment in which they operate. We then transition to a truly multi-stakeholder 
environment, where many self-interested agents need to cooperate in order to establish 
the benefits associated with truck platooning.  

Based on this cooperativeness discussion and related discussions in the other 
chapters, we will formalize the degree of cooperativeness in Chapter 11. 

9.7.2 The role of autonomy 
Truck platooning can be positioned as a semi-autonomous solution for cooperative 
driving. CACC technology ensures that the platoon is digitally connected and takes care 
of low-level decision-making, such as small speed adjustments, to maintain the 
appropriate inter-vehicle distance. However, if we look at the bigger picture of unmanned 

transport, platooning only has a small degree of autonomy. In fact, at the time of writing, 
human operators are still required in every truck in the platoon. In this chapter we 
already experimented with a higher degree of autonomy, i.e., no human drivers are 
required, except in the leading truck. We showed that this enhanced degree of autonomy 
greatly influences the economic viability of platooning due to wage savings. Moreover, it 
also enables the formation of additional platoons. In such a solution, a platoon with only 
one driver may traverse the main highways after which the trucks split up to reach their 
final destination. At this point – for example at a logistics hub – human drivers can take 
control of the following vehicles to bring the trucks to their final destinations. This results 
in a hub-and-spoke system and requires less hours of human supervision on the inter-
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hub travel and may also enable transport during the night as only one driver is required 
and less interference with other traffic is to be expected. The latter may provide 
significant savings both individually and as a collective (i.e., the road network as a whole).  
 In addition to the varying degrees of autonomy regarding autonomous driving, the 

platoon matching system also requires a certain degree of autonomy in the form of 
decision latitude. In this chapter we deployed a fully decentralized system in which truck 

agents, equipped with simple rule-based heuristics, make quick and instinctive decisions 
to find trucks to platoon with. The combination of a decentral approach with simple 
heuristics provides two advantages: (i) it is able to quickly make decisions based on its 
local environment and requires only limited data exchange, and (ii) decentralization 
ensures that (possible) competing truck companies do not have to exchange data with a 
centralized platform. The latter is a typical hurdle in the logistics sector, because logistics 
service providers are reluctant to share (possibly sensitive) data with the outside world, 
and typically a trusted neutral party is then required to operate such a centralized system. 
Often such a trusted neutral party cannot be found. However, in our approach, each 
agent only requires limited information from the other agents regarding their 
characteristics and trip data, to reach consensus on forming a platoon. Moreover, as only 
a limited neighbourhood area is explored for a limited amount of time, it is highly 
unlikely that meaningful information can be extracted from competitors. 

Generally speaking, the delegation of control to agents in a decentralized manner 
ensures a certain degree of autonomy regarding decision-making that is favourable in 
dynamic and stochastic environments, and also ensures that the autonomy of the actors 
involved (e.g., logistics service providers) is retained, particularly due to local decision-
making and limited information exchange with other agents. 

Ultimately, turning to practice and focusing on the goal of making the logistics 
sector more efficient and resilient, one may wonder whether decentral systems that 
ensure the autonomy of each actor involved, and establish cooperative behaviour with as 
little data exchange as possible, will prevail over systems that aim to collect as much data 
as possible (big data) and adopt centralized optimization methods. 
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 Chapter 10 
Truck-Drone-Street Robot Deliveries 

 
This chapter is based on: B. Gerrits and P. Schuur. 2021. “Parcel Delivery for Smart 
Cities: A Synchronization Approach for Combined Truck-Drone-Street Robot 
Deliveries”. In Proceedings of the 2021 Winter Simulation Conference, edited by S. Kim, 
B. Feng, K. Smith, S. Masoud, Z. Zheng, C. Szabo, and M. Loper, 1-12. Piscataway, New 
Yersey: Institute of Electrical and Electronics Engineers, Inc. 
 
 

“If we knew what it is we were doing, it would not be called research, would it?” 
- Albert Einstein 

 

 
 

The past decade saw many novel concepts for last-mile delivery. Particularly interesting 
is the concept in which trucks cooperate with automated drones or robots that do the 
actual delivery. In the currently literature on this topic, the role of the truck driver is 
underexposed. Therefore, this chapter proposes a last-mile delivery concept in which a 
truck carries a mixed fleet of drones and robots, and where the driver also has an active 
role in the delivery process. Our aim is to introduce cooperation between manual and 
automated delivery systems by efficiently aligning the service time required by the truck 
driver with the back-and-forth delivery times of the drones and the robots. To this end, 
we design a street delivery model. We evaluate our approach using a flexible and reusable 
simulation model to enable tactical decision-making for logistics service providers to 
determine which neighbourhoods are suitable for drones, street robots, or combinations, 
in terms of makespan and energy consumption. Our simulation shows that this mixed-
autonomous delivery concept in combination with our synchronization approach leads 
to an efficient division of labour such that the total delivery time as well as the total energy 
consumption is significantly reduced.  

10.1 Introduction and related work 
Drones constitute an emerging technology that provides opportunities in such diverse 
areas as construction (Phung et al. 2017), agriculture (Bandeira et al. 2015), disaster 
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management (Sandvik and Lohne 2014), entertainment and media (Guerriero et al. 
2014), and, last but not least, transportation (Murray and Chu 2015).The effectiveness 
and efficiency of delivery drones can be significantly enhanced if drones are combined 
with other vehicles, e.g., trucks and automated guided vehicles. A review of the state of 
the art is given by Chung et al. (2020). In parcel delivery, the idea of assisting trucks by 
drones has proven to be promising. The same applies to assistance by street robots 
(Mathew et al. 2015; Simoni et al. 2020). Moeini and Salewski (2020) introduced a new 
concept in last-mile delivery in which a truck carries a mixed fleet of drones and street 
robots, such that the truck dispatches and collects drones or robots that do the actual 
delivery from designated points. The truck itself is not used for direct deliveries. 
Depending on the parcel’s weight and the exact location of the customers, either a drone 
or a robot is used for delivering parcels (see Figure 10.1 for examples). Basically, the truck 
is used to extend the limited range of the robots and drones. The system is more versatile 
than the use of a truck with either drones or robots. In the above study, as well as in 
others, the role of the truck driver is underexposed. 

In this chapter, we propose a last-mile delivery concept, in which a truck cooperates 
with a mixed fleet of automated drones and robots, but also a truck driver that has an 
active role in the delivery process. Thus, at designated locations (i) the co-driver 
monitors the dispatching and collecting of drones or robots that perform deliveries, (ii) 
the truck driver services customers himself. In this way, we take care of the human factor. 
Not all customers appreciate drones or robots at their doorstep. In addition, there may 
be services such as unwrapping parcels that require manual handling.  

We focus on two variants: (i) manual delivery by the driver (the current situation), 
and (ii) the delivery process is augmented with a mixed fleet of automated transport 
solutions. In terms of the SOL typology presented in Chapter 3, the first variant, a central 
control hierarchy is used in which global optimization methods are deployed (e.g., 
drivers are allocated to trucks, trucks are allocated to specific delivery areas and parcels 

Figure 10.1. Examples of drones and street robots for parcel delivery. 
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are allocated to trucks). The driver sometimes has some decision-latitude regarding the 
order in which the parcels are delivered, but this is constrained by pre-determined time-
windows and logical routing. The degree of autonomy of the driver is thus limited. 
Moreover, the system is categorized as closed, as drivers (or parcels) cannot easily join or 

leave the system (with the exception of crowd-based platforms). Nonetheless, the system 
is able to exchange information with customers. For example, delivery preferences can 
be updated by the customer, although this is not always available and typically can only 
be changed to a small degree (e.g., pick-up at local parcel hub). This system design can 
thus be classified as a rather static, predictable and lowly adaptive solution, where 
intelligence emerges from a system level in a centralized fashion.  

In the second variant, we introduce automated drones and street robots to assist in 
the delivery process. To plan the drones and street robots, we deploy a rule-based system 
to synchronize the delivery modes (see Section 10.2), and some control is delegated to 
the driver, although based on a (central) rule. The system therefore remains mostly 
centralized as most decision-making and data processing is done at the central level. 

Regarding the degree of cooperativeness, the system becomes more interactive as the 

driver cooperates with the drones and street robots and the system thus also becomes 
open to other assets. As the delivery process is ‘merely’ augmented by additional modes 
of transport and not radically changed, we expect that the system remains highly ordered 
and that the impact of local interactions on global behaviour is well-understood. Table 
10.1 provides an overview of this chapter in terms of the SOL typology. 

 
Table 10.1. Use case presented alongside the SOL typology. T = delivery by Truck driver, TDS = delivery by Truck, Drones and Street robots. 

Element Value Element Value 
Control 
hierarchy 

Hierarchical (T), 
mostly hierarchical (TDS) 

Micro-macro 
effect 

Absent (T), well-
understood (TDS) 

Decision-making 
method 

Optimization techniques (T), rule-
based (TDS) 

Dynamism Mostly static 

Location of 
decision-making 

Central (T), mostly central (TDS) Intelligence 
System intelligence 
(T), mostly system 
(TDS) 

Location of data Central (T), mostly central (TDS) Predictability High 

Interactions 
Exchange of information (T), 
cooperation via direction 
communication (TDS) 

Adaptability Low (T), High (TDS) 

Openness 
Closed/open to data (T), open to 
other actors/assets (TDS) 

Data 
requirements 

Medium (T), High 
(TDS) 

Delegation of 
control 

None/some (T),  
Some/many (TDS) 

Ease of 
implementation 

High (T), Low-med 
(TDS) 

Level of order Highly ordered (T)   
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The aim of this chapter is to efficiently align the service time required by the truck driver 
with the back-and-forth delivery times of the drones and the robots. In a multi-truck 
situation, customers are allocated to trucks in such a way that the delivery area of the 
drones and the robots is proportional to the length of the service window of the truck 
driver, related to a particular designated location. We perform a simulation study in 
order to test the usefulness of augmented truck drivers with drones and street robots. 
Moreover, we present a modelling approach to develop a flexible and reusable simulation 
model to speed up tactical decision-making for logistics service providers for different 
locations (e.g., which neighbourhoods are suitable for drones, street robots, or 
combinations).  

The remainder of this chapter is composed as follows. Section 10.2 provides a 
synchronization approach for tactical decision-making. In Section 10.3, the conceptual 
model is described, and the simulation model is described in Section 10.4. The results are 
discussed in Section 10.5. This chapter closes with conclusions and directions for further 
research in Section 10.6, and a discussion in Section 10.7. 

10.2 Synchronization of deliveries 
The key to an efficient cooperation between a truck driver and a fleet of street robots and 
drones is synchronization: We aim for a total delivery time that is equal per truck driver, 
per street robot, and per drone. Clearly, the delivery process consists of handling as well 
as travelling. For simplicity, this chapter focuses on synchronization of travel times only. 
We distinguish two types of parcels: heavy parcels and light parcels. Without entering 
technicalities, let us call a parcel light when it can easily be transported by a drone. 

Conversely, heavy parcels cause safety risks, lift-off problems, and excessive 
consumption of energy when transported by a drone. They can, however, conveniently 
be transported by a street robot or by a truck driver, provided the latter uses a hand trolly. 
Moreover, many municipalities ban trucks from narrow streets in the city centre and 
increasingly deploy zero-emissions zones. Our idea of truck use is in line with that. The 
truck is not allowed to enter the street, but parks at a designated location near the 
beginning of the street. Next, parcels are delivered by the transport modes (i.e., the truck 
driver, the street robots, and the drones) in a single command fashion: each parcel is 
retrieved from the truck by one of the modes and delivered at the doorstep of the 
customer. Then, the mode returns to the truck empty and retrieves the next parcel. 
Section 10.2.1 introduces a simple street delivery model using continuous 
approximation. Section 10.2.2 derives the corresponding expected total travel times per 
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truck driver, per street robot, and per drone. These are synchronized in Section 10.2.3. 
In Section 10.2.4, we discuss a slight adaptation of the model given in Section 10.2.1. 
Section 10.2.5 discusses the accuracy of the continuous approximation.  

10.2.1 A simple street delivery model: continuous approximation 

Let us model a street as an interval [0, 𝐿𝐿]. We assume two types of parcels: heavy parcels 
and light parcels. For simplicity, we assume uniformly distributed demand for heavy as 

well as light (parcel) deliveries. Let the constants 𝜌𝜌1 and 𝜌𝜌2 denote the heavy and light 
delivery densities, respectively, i.e., the number of deliveries per (kilo)meter. The truck 
parks at point 0. From there, three delivery modes depart, servicing their own specific 
zone:  

1. the truck driver with speed 𝑣𝑣1 servicing the heavy deliveries in the interval 

[0, 𝛼𝛼𝐿𝐿] with 0 < 𝛼𝛼 < 1. 

2. 𝑠𝑠 street robots, each with speed 𝑣𝑣2 servicing the heavy deliveries in the interval 
[𝛼𝛼𝐿𝐿,𝐿𝐿]. 

3. 𝑑𝑑 drones, each with speed 𝑣𝑣3 servicing the light deliveries in the interval [0, 𝐿𝐿]. 

10.2.2 Expected total travel times per truck driver, per street robot, and per drone  
Below, we derive the expected total travel times per truck driver, per street robot, and per 
drone: 

1. Truck driver. The expected number of (heavy) delivery visits amounts to 𝛼𝛼𝐿𝐿𝜌𝜌1. 

The expected travel time (forth and back) per delivery visit is 𝛼𝛼𝐿𝐿/𝑣𝑣1. Hence, 
the total expected travel time per truck driver to visit all customers in the 

interval [0, 𝛼𝛼𝐿𝐿] is 𝛼𝛼2/𝐶𝐶1, with 𝐶𝐶1 = 𝑣𝑣1/𝜌𝜌1𝐿𝐿2. 
2. Street robot. The expected number of (heavy) delivery visits per street robot is 

(1 − 𝛼𝛼)𝐿𝐿𝜌𝜌1/𝑠𝑠. The expected travel time (forth and back) per delivery visit is 

(1 + 𝛼𝛼)𝐿𝐿/𝑣𝑣2. Hence, the total expected travel time per street robot to visit all 

customers in the interval [𝛼𝛼𝐿𝐿,𝐿𝐿] is (1 − 𝛼𝛼2)/𝐶𝐶2, with 𝐶𝐶2 = 𝑠𝑠𝑣𝑣2/𝜌𝜌1𝐿𝐿2. 
3. Drone. The expected number of (light) delivery visits per drone is 𝐿𝐿𝜌𝜌2/𝑑𝑑. The 

expected travel time (forth and back) per delivery visit is 𝐿𝐿/𝑣𝑣3. Hence, the total 

expected travel time per drone to visit all customers in the interval [0, 𝐿𝐿] is 
1/𝐶𝐶3, with 𝐶𝐶3 = 𝑑𝑑𝑣𝑣3/𝜌𝜌2𝐿𝐿2. 

10.2.3 Synchronizing the expected total travel times 

Let us determine the model parameters (among which 𝛼𝛼) in such a way that the expected 

travel time 𝐸𝐸𝐸𝐸𝐸𝐸  per truck driver, per street robot, and per drone is equal. In other words, 
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we synchronize these modes. For this purpose, we require that 𝐸𝐸𝐸𝐸𝐸𝐸 = 𝛼𝛼2/𝐶𝐶1 = (1 −
𝛼𝛼2)/𝐶𝐶2 = 1/𝐶𝐶3. Hence 𝛼𝛼2 = 𝐶𝐶1/(𝐶𝐶1 + 𝐶𝐶2) = 𝐶𝐶1/𝐶𝐶3. Substituting back, we arrive 

at: 𝛼𝛼2 = 𝑣𝑣1/(𝑣𝑣1 + 𝑠𝑠𝑣𝑣2) = 𝜌𝜌2𝑣𝑣1/𝜌𝜌1𝑑𝑑𝑣𝑣3. Hence, in order to synchronize, we need to adapt 
at least one of the speeds. Roughly speaking, the speeds of the truck driver and the street 
robot can be identified. Furthermore, these speeds are hard to change. Conversely, the 

drone speed 𝑣𝑣3 is quite flexible. Hence, we aim to adapt 𝑣𝑣3 to hold the above equality. To 

exemplify, let us fix 𝑣𝑣1 and 𝑣𝑣2 at 5 km/h. Suppose we have 2 street robots. Then 𝑣𝑣3 =
15𝜌𝜌2/𝜌𝜌1𝑑𝑑. Now assume that 𝜌𝜌1 = 0.2𝜌𝜌2. Then, 𝑣𝑣3 = 75/𝑑𝑑. Incidentally, 𝐸𝐸𝐸𝐸𝐸𝐸 =
 𝜌𝜌1𝐿𝐿2/(𝑣𝑣1 + 𝑠𝑠𝑣𝑣2) =  𝜌𝜌2𝐿𝐿2/𝑑𝑑𝑣𝑣3.On the one hand, 𝐸𝐸𝐸𝐸𝐸𝐸 =
(𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡 𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛 𝑡𝑡𝑜𝑜 ℎ𝑛𝑛𝑡𝑡𝑣𝑣𝑒𝑒 𝑑𝑑𝑛𝑛𝑡𝑡𝑑𝑑𝑣𝑣𝑛𝑛𝑛𝑛𝑑𝑑𝑛𝑛𝑠𝑠 𝑑𝑑𝑛𝑛 𝑡𝑡ℎ𝑛𝑛 𝑠𝑠𝑡𝑡𝑛𝑛𝑛𝑛𝑛𝑛𝑡𝑡) ∗ 𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸 , where 𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸 =
𝑛𝑛𝑒𝑒𝑒𝑒𝑛𝑛𝑒𝑒𝑡𝑡𝑛𝑛𝑑𝑑 𝑡𝑡𝑛𝑛𝑡𝑡𝑣𝑣𝑛𝑛𝑡𝑡 𝑡𝑡𝑑𝑑𝑛𝑛𝑛𝑛 𝑒𝑒𝑛𝑛𝑛𝑛 ℎ𝑛𝑛𝑡𝑡𝑣𝑣𝑒𝑒 𝑒𝑒𝑡𝑡𝑛𝑛𝑒𝑒𝑛𝑛𝑡𝑡 = 𝐿𝐿

𝑣𝑣1𝑠𝑠𝑣𝑣2
. On the other hand, 𝐸𝐸𝐸𝐸𝐸𝐸 =

(𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡 𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛 𝑡𝑡𝑜𝑜 𝑡𝑡𝑑𝑑𝑙𝑙ℎ𝑡𝑡 𝑑𝑑𝑛𝑛𝑡𝑡𝑑𝑑𝑣𝑣𝑛𝑛𝑛𝑛𝑑𝑑𝑛𝑛𝑠𝑠 𝑑𝑑𝑛𝑛 𝑡𝑡ℎ𝑛𝑛 𝑠𝑠𝑡𝑡𝑛𝑛𝑛𝑛𝑛𝑛𝑡𝑡) ∗ 𝐸𝐸𝐸𝐸𝐸𝐸𝐿𝐿𝐸𝐸 , where 𝐸𝐸𝐸𝐸𝐸𝐸𝐿𝐿𝐸𝐸 =
𝑛𝑛𝑒𝑒𝑒𝑒𝑛𝑛𝑒𝑒𝑡𝑡𝑛𝑛𝑑𝑑 𝑡𝑡𝑛𝑛𝑡𝑡𝑣𝑣𝑛𝑛𝑡𝑡 𝑡𝑡𝑑𝑑𝑛𝑛𝑛𝑛 𝑒𝑒𝑛𝑛𝑛𝑛 𝑡𝑡𝑑𝑑𝑙𝑙ℎ𝑡𝑡 𝑒𝑒𝑡𝑡𝑛𝑛𝑒𝑒𝑛𝑛𝑡𝑡 =  𝐿𝐿/𝑑𝑑𝑣𝑣3. These expressions may be seen as a 
general estimate, under the condition of mode synchronization. They are intuitively 
clear, since, e.g., per heavy parcel one travels on average a (back and forth) distance of 

2(𝐿𝐿/2) and one does so with combined speed 𝑣𝑣1 + 𝑠𝑠𝑣𝑣2. Interestingly, 𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸  is 
independent of the zone sequence, e.g., interchanging the zones of the truck driver and 
the street robots gives the same expression. 

10.2.4 Swapping the driver 
For ergonomic reasons, we may consider reassigning the driver from heavy to light parcel 
deliveries: 

1. the truck driver executes the light deliveries in the interval [0, 𝛽𝛽𝐿𝐿] with 0 < 𝛽𝛽 <
1. 

2. 𝑑𝑑 drones execute the light deliveries in the interval [𝛽𝛽𝐿𝐿, 𝐿𝐿].  
3. 𝑠𝑠 street robots execute the heavy deliveries in the interval [0, 𝐿𝐿]. 

 

Then, we find 𝛽𝛽2 = 𝑣𝑣1/(𝑣𝑣1 + 𝑑𝑑𝑣𝑣3)  = 𝜌𝜌1𝑣𝑣1/𝜌𝜌2𝑠𝑠𝑣𝑣2. In this swapped case, we find for the 

expected travel time per truck driver, per street robot and per drone: 𝐸𝐸𝐸𝐸  –  𝑠𝑠𝑠𝑠𝑡𝑡𝑒𝑒𝑒𝑒𝑛𝑛𝑑𝑑 =
 𝜌𝜌2𝐿𝐿2/(𝑣𝑣1 + 𝑑𝑑𝑣𝑣3) = 𝜌𝜌1𝐿𝐿2/𝑠𝑠𝑣𝑣2, where the equality is realized by adapting 𝑣𝑣3. Thus, we 
conclude that 𝐸𝐸𝐸𝐸𝐸𝐸  –  𝑠𝑠𝑠𝑠𝑡𝑡𝑒𝑒𝑒𝑒𝑛𝑛𝑑𝑑 = 𝜌𝜌1𝐿𝐿2/𝑠𝑠𝑣𝑣2 > 𝐸𝐸𝐸𝐸𝐸𝐸 = 𝜌𝜌1𝐿𝐿2/(𝑣𝑣1 + 𝑠𝑠𝑣𝑣2). Hence, for 
economic reasons it is preferred to keep the truck driver assigned to the heavy parcel 
deliveries. 



261 

10.2.5 Accuracy of the continuous approximation 

In practice, obviously, demand for parcels occurs at discrete locations, say at 𝑗𝑗 =
1, 2,… ,𝑀𝑀  for the heavy parcels, and at 𝑗𝑗 = 𝑀𝑀 + 1,… , 𝑁𝑁  for the small parcels. 
Consequently, the expected travel times found in the previous section constitute a lower 
bound for the travel times related to real-life synchronization. One may wonder how 
tight this lower bound is. The discrete synchronization problem for the heavy parcels can 
be modelled as a simple resource constrained scheduling problem (Pinedo 2005). The 

resources 𝑑𝑑 = 1, 2,… ,1 + 𝑠𝑠 are the truck driver and the street robots. We identify each 

location with a job 𝑗𝑗 = 1,2,… ,𝑀𝑀  requiring one single resource. The processing time 𝑒𝑒𝑖𝑖𝑖𝑖  

for job 𝑗𝑗 on resource 𝑑𝑑 is equal to the travel time (forth and back) to visit location 𝑗𝑗. In 
order to maximize synchronization, we aim to find the job allocation that minimizes the 

makespan 𝐸𝐸 . Here, the variable 𝐸𝐸  denotes the time when the latest job is completed. This 
minimization problem can conveniently be modelled as an integer linear programming 

problem (ILP) by introducing the binary variables 𝑒𝑒𝑖𝑖𝑖𝑖 that assume the value 1 if and only 

if job 𝑗𝑗 is allocated to resource 𝑑𝑑. These variables are connected to the variable 𝐸𝐸  by the 

constraint ∑ 𝑒𝑒𝑖𝑖𝑖𝑖𝑒𝑒𝑖𝑖𝑖𝑖 
𝑀𝑀
𝑖𝑖=1 ≤ 𝐸𝐸  for all 𝑑𝑑. For the small parcels, we proceed as follows. Given 

the makespan 𝐸𝐸  obtained for the heavy parcels, we intend to adapt the drone speed 𝑣𝑣3 

such that the light parcels have this same makespan. To this end, we first take 𝑣𝑣3 = 1, 
and solve a resource constrained scheduling problem where the resources are the drones, 

whereas the processing time for job 𝑗𝑗 on resource 𝑑𝑑 is equal to the travel time (forth and 

back) to visit location 𝑗𝑗 by drone. Thus, we obtain the light-parcel-makespan – let us 

denote it by 𝐸𝐸1 – for drone speed 𝑣𝑣3 = 1. Next, let us consider a general drone speed 𝑣𝑣3. 
By proportionality, the corresponding light-parcel-makespan is equal to 𝐸𝐸1/𝑣𝑣3. Hence, 

in order to synchronize with the heavy parcels, we take for 𝑣𝑣3 the value 𝐸𝐸1/𝐸𝐸 . To get an 
impression of the accuracy of our continuous approximation, we solved the resource 
constrained scheduling problem for a limited number of parcels and found promising 
results. Our simulation is used to test the accuracy of this practically convenient 
approximation for larger problem instances. 

In our simulation, we compare the relative improvement in service time of using 
drones and street robots – in combination with the truck driver – compared to the base 
case of using only the truck driver. We employ the continuous approximations 
introduced in Section 10.2.1. On the one hand, our simulation studies whether the 
continuous approximation yields sufficient synchronization. On the other hand, our 
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simulation shows the potential improvement obtained by the mixed-autonomous system 
of drones, street robots and a driver, compared to the base case. 

10.3 Conceptual model 
Before presenting the simulation model, an abstraction is required using a conceptual 
model. Given our focus on tactical decision making and our aim to develop a reusable 
and highly configurable simulation model (e.g., quickly analyse different 
neighbourhoods), we require some abstraction. The following elements are described: 
the inputs (Section 10.3.1), outputs (Section 10.3.2), experimental factors (Section 10.3.3) 
and model assumptions (Section 10.3.4).  

10.3.1 Input 
Regarding the inputs, we distinguish between (i) the road infrastructure, (ii) the houses, 
(iii) the trucks, (iv) the drones, and (v) the street robots.  

1. Road infrastructure. In order to model a neighbourhood, we require a road 
infrastructure that trucks, street robots, and drones can use to deliver parcels. 
For a useful abstraction without losing too many details, we use the following 
logic. Many (European) city planning departments utilize a similar approach to 
design road infrastructure in neighbourhoods. Typically, there are one or a few 
main roads through the area, connecting the area with other neighbourhoods 
and with higher capacity roads. From this main road, the streets that make up 
the neighbourhood (i.e., side-streets) are more or less perpendicularly oriented 
to the main road and the side-streets occur on opposite sides of the main road. 
The side-streets typically have various lengths across the area. Such a 
neighbourhood can be seen as a fishbone structure. Although this is not entirely 
correct for some instances, as typically there are also alleys, courtyards, or 
differently oriented streets in a neighbourhood, for the purposes of tactical 
decision making it suffices to model the road infrastructure on this abstraction 
level. This allows the user of the simulation to quickly model different areas or 
cities, to prioritize which are most promising for cooperative truck-drone-street 
robot deliveries. On an operational level, the road infrastructure can be further 
detailed for final analysis, but this is beyond the scope of this chapter. An 
example of the abstraction of a part of a neighbourhood to a fishbone structure 
is shown in Figure 10.2.  
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Given this abstraction, we can model a neighbourhood as a collection of side-
streets that are connected to the main road, similarly to Figure 10.2. In our 
model, a road network consists of two parts. First, we model a main street with 
a fixed length in the middle of the neighbourhood. Second, we model side-
streets on both sides of the main road, branching off the main road at fixed 
intervals. To exemplify, if a main road has a length of 1 kilometre and the 
distance between side-streets is 100 meters, we have 10 side-streets at each side 
of the main road, summing up to 20 side-streets in total. Each side-street has a 
certain length, drawn from a uniform distribution with a minimum and 
maximum. The minimum denotes the shortest street in the neighbourhood and 
the maximum the longest street. This approach allows us to, although stylized, 
quickly model different neighbourhoods without losing too much detail. 
Incidentally, the above notions may easily be extended or upscaled. For 
example, a main road may denote a highway and the corresponding side-streets 
may denote villages along that highway, in which trucks are not welcome. 

2. Houses. Every side-street has houses on both sides of the street. These houses 
are the delivery locations. To model the density of a neighbourhood, we use a 
parameter to determine the distance between houses. This can be a fixed value 
(i.e., the distance between houses is the same in the entire network) or drawn 
from a probability distribution function to model fluctuations in the network. 
Moreover, it is possible to ‘stack’ houses on top of each other, to resemble 
apartment buildings or flats. Using a delivery density parameter between 0 and 
1, we randomly determine which houses need to be visited for delivery, i.e., if 

Figure 10.2. Example of neighbourhood represented as a fishbone structure The red line represents the main road 

and the grey lines the side-streets. 
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the delivery density is 0.2, then 20 % of the houses need to be visited. Moreover, 
the parameters AccessibleByStreetRobot and AccessibleByDrone denote which 

portion of houses can be visited by a specific delivery vehicle, e.g., not accessible 
due to physical obstructions like gates or specific customer preferences. Lastly, 
the percentage of heavy parcels parameter denotes the fraction of houses that 

require a heavy parcel.  

3. Trucks. A delivery van, or truck, is used to carry the parcels, drones, and street 
robots into the neighbourhood from, e.g., a local distribution centre. In current 
operations, the delivery van visits the houses, traversing through the 
neighbourhood. The delivery van has a fixed speed and a limited capacity to 
carry drones, denoted by d, and street robots, denoted by s. The delivery van is 

operated by a driver, who is also able to deliver parcels with a fixed speed 𝑣𝑣1 and 
is able to carry one parcel at a time. In current operations, the driver stops in 
front of each house it has to visit, carries out the delivery and continues to the 
next house. When drones or street robots are deployed, the truck is not allowed 
to enter the side-streets anymore but has to stay on the main street. See Section 
10.3.4 for more details.  

4. Street robots. The street robots can be used to deliver parcels as a ground vehicle 

and are stored and dispatched from the delivery van. A maximum of 𝑠𝑠 street 
robots are available, as this is the maximum capacity of the delivery van. A street 

robot can carry one parcel at a time and travels with a fixed speed of 𝑣𝑣2. 

5. Drones. The drones can be used to deliver parcels through the air and are stored 

and launched from the delivery van. As stated, a maximum of 𝑑𝑑 drones can be 
carried by the delivery van. Each drone can carry one parcel and travels with a 

fixed speed 𝑣𝑣3. The drone first needs to reach high enough altitude, in order to 
fly safely throughout the neighbourhood, which is denoted by the parameter 
SafeFlyingAltitude. 

10.3.2 Output 
The simulation model has the following two outputs: (i) total completion time 
(makespan), and (ii) working time per delivery mode, to evaluate our synchronization 
approach. 

10.3.3 Experimental factors 

For the purpose of this chapter, we mainly experiment with different combinations of 
the available delivery vehicles: the truck driver delivers all parcels by traversing the 
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network (Scenario 1), the truck driver delivers the heavy parcels and drones deliver the 
light parcels (Scenario 2), street robots deliver the heavy parcels and drones deliver the 
light parcels (Scenario 3), or the truck driver cooperates with street robots to deliver the 
heavy parcels and the drones deliver the light parcels (Scenario 4). In Scenarios 2-4 the 
truck is not allowed in the side streets. We use Scenario 1 as a benchmark, as this is the 
current way of working for many parcel delivery companies. For this first study, we fix 
the number of drones and street robots a delivery van can carry. Moreover, utilizing our 
flexible modelling approach, we experiment with different neighbourhoods: small, 
medium, and large as well as with different delivery densities. We deploy the 
synchronization approach as described in Section 10.2, to determine who serves which 
house in Scenarios 2 to 4.  

10.3.4 Model assumptions 
To reduce the complexity of the simulation model, several assumptions are introduced. 
First, we assume that all speeds of the delivery vehicles are deterministic, e.g., we do not 
model congestion, traffic lights, or influence pf wind for the drones. Second, every house 
that needs to be visited only requires one parcel and after each delivery the driver, drone, 
or street robot needs to return to the delivery van to pick up the next parcel (if required). 
For the driver this may not be realistic, as a hand trolley can be used to carry multiple 
parcels. We presume that allowing tours for the driver helps to minimize the makespan, 
but we leave the inclusion of tours to further research. Third, when street robots or 
drones are deployed (i.e., Scenarios 2–4), the delivery van is no longer allowed to enter 
the side-streets for parcel delivery. The delivery van positions itself at the junction of the 
main street and two (opposite) side-streets, and all deliveries in those two side-streets 
need to be served before the delivery van moves to the next junction. Moreover, all street 
robots and drones need to have returned to the delivery van, before it is allowed to move. 
Also, all street robots and drones are used for delivery, unless there are fewer deliveries 
in a street than the size of the fleet. That is, we do not include possible strategic decision-
making on a partial dispatch of the fleet, e.g., to recharge the batteries of the remainder 
of the fleet that is left behind in the delivery van. In Scenario 1, we assume that the driver 
traverses the entire neighbourhood in an s-shape, starting from the main road, delivering 
one house at a time. In order to create an s-shape, we assume that the delivery van can 
drive from the end of a side-street to the end of the next side-street, that is, it does not 
have to return to the main road to access the next side-street. Lastly, in all scenario’s there 
is only one delivery van. 
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10.4 Simulation model 
Based on the conceptual model described, a discrete-event simulation model is proposed. 
The simulation model is used to evaluate (a) the performance of our synchronization 
approach, and (b) the impact of combined truck-drone-robot deliveries under various 
conditions. Below the three main components of the model are described: (i) road 
infrastructure, (ii) houses, and (iii) modalities (i.e., deliveries by driver, drone, and street 
robot). The model is implemented in the discrete event simulation tool Plant Simulation 
and is illustrated in Figure 10.3. The model relies heavily on visualization to let the user 
quickly verify whether the driver, drones, and street robots are allocated to the right 
houses (e.g., red houses are for heavy parcels, green houses for light parcels), whether 
they are all visited (i.e., houses already visited turn white) and whether the 
synchronization approach yields similar arrival times back at the truck (visualized as a 
white delivery van on the main road, in the middle of the network).  
 In terms of the methodological simulation framework presented in Chapter 4, the 
goal of this study is to experiment with the current situation (manual delivery only) and 
with the new situation (augmented with automated solutions), and we thus deploy a Type 

III simulation study (as-is versus to-be). Given our focus on tactical decision-making, we 

do not require a high level of detail and present a high abstraction of the delivery area 
and focus on deterministic speeds by all modalities without errors or failures. The most 
important actor is the driver, and the most important assets are the truck, the drones and 
the street robots. The system is demarcated by a single (generated) neighbourhood, 
which also serves as demarcation of the simulation model. Hence, the environment 
consists of delivery addresses (houses) and the road infrastructure. The modelling of 

Figure 10.3. Visualization of the simulation model. 
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these actors, assets and the environment is further substantiated in the remaining 
sections of this chapter. The required intelligence is focused on the synchronization 

approach presented in Section 10.2. Moreover, the driver, drones and street robots 
require interaction with each other to verify whether all modes of transport have 
returned to the delivery van, before the truck can move to the next street. This is modelled 
as a custom functionality (i.e., monitoring the dispatching and return process). This 
functionality also generates and stores data to capture the realized delivery times per 
mode of transport, per street. At the end of the simulation run, this data can be 
aggregated to calculate the makespan and verify the synchronization approach.  

10.4.1 Road infrastructure 
The simulation model allows the user to quickly create different networks of so-called 

𝑀𝑀𝑡𝑡𝑛𝑛𝑀𝑀𝑛𝑛𝑛𝑛𝑠𝑠. The amount and position of the markers are automatically created at the 
initialization of the simulation using a custom-built method and depend on various input 
parameters. The most important are: the length of the main road, the average length of a 
side-street and corresponding standard deviation, the distance between houses, and the 
SafeFlyingDistance. The markers are used by the truck, driver, drones and street robots 
to find their way through the neighbourhood. As discussed, in Scenario 1 the truck 
traverses the network and markers are placed at the end of every side-street in order for 
the truck to turn and enter the next side-street. Depending on the scenario, either the 
driver, street robots, or both use the markers to enter the side-street (visualized as orange 
arrows in Figure 10.3). The drones use a similar grid of markers, but these are placed on 
SafeFlyingDistance above the ground (not visualized). All in all, this results in a grid of 

markers, where every side-street has a corresponding marker on the main street (i.e., 
where the truck needs to stop in Scenarios 2–4), and every house has a marker in front 
of it, both on the ground and in the air. 

10.4.2 Houses 

The houses (i.e., destinations) are also modelled as 𝑀𝑀𝑡𝑡𝑛𝑛𝑀𝑀𝑛𝑛𝑛𝑛𝑠𝑠, but visualized as a square 
box. They are modeled as markers such that the driver, street robots, or drones can move 
from the road infrastructure to their final destination. At initialization of the simulation, 
the houses are automatically created at each side of the side-street, alongside the creation 
of the ‘road’ markers. Moreover, at initialization, the jobs (i.e., houses to visit) are 
generated using the built-in random number generator and the input parameters delivery 

density and 𝑒𝑒𝑛𝑛𝑛𝑛𝑒𝑒𝑛𝑛𝑛𝑛𝑡𝑡𝑡𝑡𝑙𝑙𝑛𝑛 𝑡𝑡𝑜𝑜 ℎ𝑛𝑛𝑡𝑡𝑣𝑣𝑒𝑒 𝑒𝑒𝑡𝑡𝑛𝑛𝑒𝑒𝑛𝑛𝑡𝑡𝑠𝑠 (see Section 10.3.1). If a house is selected, it 

is color-coded green for light parcels and red for heavy parcels. Lastly, the houses also 
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contain a duration parameter, such that the (variable) on-site delivery time can be 
modelled.  

10.4.3 Truck, driver, drones, and street robots 

All movable units in the model, i.e., the truck, driver, drones and street robots are 
modelled as standard Transporter objects. They are characterized by dimensions, speed, 
acceleration, deceleration, and energy consumption. The characteristics are fixed, with 
the exception of the speed of the drones. This is determined by the synchronization 
approach discussed in Section 10.2. The movable units originate from separate instances 
of the AGVPool (e.g., DronePool and RobotPool), which allow movable units to freely 

navigate the network of Markers. In Scenario 1, the truck traverses the network and stops 

in front of every house it needs to visit. The DriverPool is automatically moved to the 
current location of the truck and the driver originates from this pool, delivers a parcel to 
a house, and returns (empty) to the truck, after which the truck moves to its next location. 
In the other scenarios, the truck stops at the beginning of every side-street on the main 
road. The DriverPool, DronePool and RobotPool are moved accordingly. The dispatching 

and loading of the drones and street robots is performed by the co-driver in the truck, 
i.e., not the driver who delivers the parcels. Depending on the scenario and the number 
of drones and street robots deployed, the synchronization approach determines which 
movable unit needs to visit which house (i.e., the green and red houses). Only after each 
house is visited (in both opposite side-streets of the main street), and all movable units 
have returned to the truck, the truck is allowed to continue to the next side-street.  

10.5 Results 
This section presents the simulation results for the four scenarios under consideration. 
First, the experimental design is discussed in Section 10.5.1. We present the results with 
different degrees of variability of the street length (Section 10.5.2), varying the pick 
density (Section 10.5.3), and varying the percentage of heavy parcels (Section 10.5.4). 
Then, the accuracy of the synchronization approach is discussed in Section 10.5.5 and 
lastly the impact of the fleet composition on the makespan and the drone energy 
consumption is discussed in Section 10.5.6. 

10.5.1 Experimental design 
To evaluate the impact of cooperative truck–drone–street-robot deliveries, we focus on 
different combinations of delivery modes, different delivery densities, different 
percentages of heavy parcels, and different street sizes. Specifically, we experiment with 
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all combinations as described in Section 10.3.3, namely, different delivery densities (10%, 
20%, and 40%), and percentage heavy parcels (5%, 10%, and 20%). The delivery density 
denotes the fraction of houses that needs to be visited in the neighbourhood, which are 
randomly a selected Of this fraction, we randomly select houses that have a ‘heavy 
delivery’, based on the percentage used in a specific experiment. Moreover, we 
experiment with the variability of the length of the side-streets. We do so, because we are 
interested in the impact of neighbourhood design on the performance of the different 
delivery combinations and the performance of our synchronization approach. The 
neighbourhoods generated in the simulation all consist of a total of 20 side-streets (i.e., 
10 streets on each side of the main road). The average side-street length is set at 240 
meters (i.e., 24 houses), as this is the most common street length in the Netherlands 
(Kadaster 2021). We use a uniform distribution to create different street lengths and 
experiment with different levels of variation. We denote a low variability with a variation 

of +/- 10%, a medium variability with +/- 50%, and a large variability with +/- 90%. To 
exemplify, in the latter case, the neighbourhood consists of 20 side-streets, 10 on each 
side of the main road, and each with a length between 2.4 and 45.6 houses. In the 
simulation, the number of houses is rounded to the nearest integer. Lastly, we fix the 
maximum number of street robots and drones that can be used to a total of six, due to 
limited available space in the delivery van. When only drones are used, we deploy six 
drones and when street robots work alongside drones, then we deploy two street robots 
and four drones. Although this combination may not be optimal in terms of operational 
efficiency, we found that our synchronization approach gave a feasible velocity for the 
street robots, namely 14 km/h, which is in line with the maximum speed of 15 km/h in 
residential areas. Nevertheless, the other compositions of the fleet are analysed and 
discussed in Section 10.5.6. Moreover, as we are interested in the added value of different 
variants of cooperative truck–drone–robot deliveries, we first focus on addressing the 
impact of these different fleet compositions and leave a cost-based comparison of the 
different scenarios to further research (e.g., the makespan may be minimal with a certain 
combination of drones and street robots, but the procurement costs involved may be 
higher than for other compositions of the fleet). Twenty replications are used for each 

experiment, resulting in a relative error of at most 𝛾𝛾 = 0.02 using a significance level 

𝛼𝛼 = 0.05. An overview of the inputs is presented in Table 10.2. 
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Table 10.2. Input parameters and their values, sc. = scenario. 

Input Value  Input Value 

Road infrastructure  House related 

Length main street (m) 1000  Distance between houses (m) 10 
No. of side-streets 20  Delivery density [10 %, 20 %, 

40 %] 
Length side-street low (m) U~(216,244)  Percentage heavy parcels [5 %, 10 % ,20 %] 
Length side-street med 

(m) 

U~(120,360)  AccessibleByStreetRobot 100 % 

Length side-street large 
(m) 

U~(24,456)  AccessibleByDrone 100 % 

     

Delivery mode related  Scenario related 

Speed delivery van 15 km/h  No. of drivers (sc. 1,2, 4) 1 
No. of drones 4 or 6  No. of drivers (sc. 3) 0 
No. of street robots 2 or 0  No. of drones (sc. 2) 6 
Speed drones variable  No. of drones (sc. 3-4) 4 
Speed street robots 5 km/h  No. of street robots (sc. 3,4) 2 
Speed driver 4 km/h    

 
Table 10.3 shows an overview of the results in terms of the makespan, expressed in hours. 
For statistical comparisons, we compare Scenario 2 (driver and drones) and Scenario 3 
(street robots and drones without delivery by the driver) with Scenario 1 (the driver 
delivers all parcels by traversing through the neighbourhood). To show the added value 
of the role of the driver, we compare Scenario 4 (driver, street robots, and drones) with 
Scenario 3. Green values indicate a significant positive impact and red values indicate a 
significant negative impact. For both colours; bold-faced values are statistically 
significant with α= 0.05, and regular-faced values with α= 0.10, when using a t-test. 
Black values indicate no significant impact.  
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Table 10.3. Simulation results in terms of the average makespan in hours. Values between brackets indicate standard deviations. Sc. = scenario. 
 Heavy parcels Delivery density Sc. 1 Sc. 2 Sc. 3 Sc. 4 

Lo
w

 v
ar

ia
bi

lit
y 

 10% 1.10 (0.01) 0.68 (0.08) 0.38 (0.06) 0.36 (0.07) 

5% 20% 1.59 (0.01) 1.08 (0.14) 0.58 (0.08) 0.52 (0.13) 

 40% 2.56 (0.02) 1.73 (0.17) 0.82 (0.19) 0.79 (0.10) 

 10% 1.10 (0.01) 1.16 (0.02) 0.56 (0.11) 0.54 (0.07) 

10% 20% 1.59 (0.01) 1.82 (0.10) 0.86 (0.05) 0.79 (0.06) 

 40% 2.56 (0.02) 3.13 (0.15) 1.25 (0.35) 1.03 (0.36) 

 10% 1.10 (0.01) 2.15 (0.12) 0.90 (0.07) 0.75 (0.22) 

20% 20% 1.59 (0.01) 3.41 (0.13) 1.42 (0.07) 1.18 (0.09) 

 40% 2.56 (0.02) 5.61 (0.02) 2.55 (0.73) 1.95 (0.13) 

  

M
ed

iu
m

 v
ar

ia
bi

lit
y 

 10% 1.34 (0.03) 0.77 (0.12) 0.41 (0.11) 0.40 (0.08) 

5% 20% 1.86 (0.06) 1.21 (0.21) 0.61 (0.14) 0.57 (0.14) 

 40% 2.90 (0.12) 2.00 (0.32) 0.79 (0.24) 0.83 (0.22) 

 10% 1.34 (0.03) 1.35 (0.15) 0.64 (0.11) 0.60 (0.11) 

10% 20% 1.86 (0.06) 2.15 (0.28) 0.97 (0.15) 0.90 (0.16) 

 40% 2.90 (0.12) 3.69 (0.51) 1.56 (0.27) 1.41 (0.23) 

 10% 1.34 (0.03) 2.54 (0.24) 1.05 (0.14) 0.61 (0.26) 

20% 20% 1.86 (0.06) 4.08 (0.40) 1.67 (0.21) 1.41 (0.19) 

 40% 2.90 (0.12) 5.58 (0.12) 2.68 (1.13) 2.28 (0.48) 

  

H
ig

h 
va

ri
ab

ili
ty

 

 10% 1.52 (0.18) 0.88 (0.17) 0.47 (0.11) 0.44 (0.12) 

5% 20% 2.08 (0.11) 1.36 (0.27) 0.66 (0.19) 0.64 (0.19) 

 40% 3.13 (0.22) 2.28 (0.43) 1.03 (0.22) 0.92 (0.26) 

 10% 1.52 (0.18) 1.52 (0.24) 0.73 (0.14) 0.64 (0.17) 

10% 20% 2.08 (0.11) 2.37 (0.38) 1.08 (0.19) 1.00 (0.21) 

 40% 3.13 (0.22) 4.05 (0.82) 1.38 (0.41) 1.40 (0.36) 

 10% 1.52 (0.18) 2.89 (0.39) 1.19 (0.18) 1.01 (0.28) 

20% 20% 2.08 (0.11) 4.56 (0.72) 1.86 (0.31) 1.52 (0.35) 

 40% 3.13 (0.22) 5.56 (0.21) 2.99 (0.61) 2.48 (0.47) 

 

10.5.2 Varying the street lengths 
When increasing the variability of the street lengths, the difference between short and 
long streets increases, resulting in a heterogeneous neighbourhood. Increasing this 
variability slightly increases the average makespan in all combinations of the 
experimental factors. However, the percentual differences when comparing Scenarios 2 
and 3 with Scenario 1, as well as the percentual differences between Scenarios 3 and 4 
remain more or less constant. This indicates that our synchronization approach provides 
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a promising and robust solution to neighbourhood variability. This is particularly 
interesting for applying our conceptual model to higher abstraction levels (e.g., no side-
streets, but neighbourhoods or even cities) as these typically have a high variability in 
composition.  

10.5.3 Varying the delivery density 

When comparing Scenario 2 (driver cooperates with street robots only) with Scenario 1 
(as a base case), with low street variability and 5 % heavy parcels, the makespan decreases 
by roughly 37%, 33%, and 32% when one increases the delivery density from 10%, 20%, 
and 40%, respectively. A similar effect can be found for the other street variabilities, and 
when comparing Scenario 3 (street robots and drones only) with Scenario 1. The 
opposite effect (i.e., increasing makespan) can be found when there are more heavy 
parcels. This can be explained by the fact that, particularly in Scenario 2, the driver has 
more tasks (i.e., heavy parcels) and needs to transport these from the main street to the 
various houses, as the truck is no longer allowed to enter the side-streets. Scenario 1 does 
not contain this restriction, thus it makes more sense, efficiency wise, to traverse the 
neighbourhood with the truck. This, however, does not solve the congestion issue in the 
side-streets, one of the aims of this chapter. In general, we conclude that when the 
delivery density increases, the impact of Scenarios 2 to 4 in terms of makespan is reduced. 
In Scenario 2, the makespan in fact increases when the percentage of heavy parcels 
increases, while in Scenario 3 and 4 the makespan still decreases significantly; only the 
decrease is less when the delivery density goes up. Neighbourhoods with low delivery 
densities and relatively light parcels are, thus, ideal candidates for robot-and-drone-
assisted deliveries. 

10.5.4 Varying the percentage of heavy parcels 

When there are only a few heavy parcels (5%), Scenarios 2 and 3 work well, decreasing 
the makespan by roughly 35% and 67%, respectively. Particularly the latter, where street 
robots carry the heavy parcels and the drones the light parcels, is a promising solution. 
Including the driver in this solution (i.e., Scenario 4), is only fruitful when the percentage 
of heavy parcels increases, the delivery density increases, or both. When there are more 
heavy parcels, the driver is a useful addition to the two street robots, and this effect is 
enlarged when the delivery density increases. However, when only the driver carries the 
heavy parcels (Scenario 2), the makespan increases drastically compared to Scenario 1, 
especially when the delivery density is high. This suggests that in situations with a 
relatively high share of heavy parcels, it is interesting to explore parcel delivery 
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combinations where the driver takes an active role or to re-evaluate the composition of 
the fleet, e.g., by increasing the share of street robots compared to drones. Another 
approach would be to allow drones to carry heavy parcels, but this is beyond our scope. 

10.5.5 Accuracy of the synchronization approach 

This section explores the accuracy of our synchronization approach as discussed in 
Section 10.2 in the simulated environments. For brevity, we focus on a single experiment: 
medium street variability, with 20% pick density and 10% heavy parcels. The results, 
expressed in the percentage of the time each modality (including the driver) is working, 
are shown in Figure 10.4. We compare the working portions of the delivery modes 
deployed per scenario. When the value 0 is in the confidence interval of the difference 
between the working portions, the delivery modes are assumed to be synchronized.  

 

 
Figure 10.4. Evaluation of the synchronization approach by comparing the differences in working portion of different modalities deployed per 

scenario for several confidence intervals. 

From Figure 10.4 we see that there is some fluctuation in the working portions (i.e., 
percentage of the time actually devoted to delivery) of the modes deployed in the various 
scenarios. However, no significant differences were found using multiple confidence 
intervals, showing the accuracy of our synchronization approach. Although the 
synchronization is based on the assumption that demand is distributed continuously 
over the length of each street, while in practice demand is distributed on a discrete level 
(i.e., per house), the approach holds well. Although not substantiated here, the same 
conclusions were found using the other experiments, underlining the usefulness of our 
approach.  
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Synchronized

difference in working portion

0.00 0.05 0.10 0.15-0.05-0.10-0.15-0.20 0.20

Scenario 3
Robots vs. drones

Scenario 4
Driver vs. robots

Driver vs. drones

Drones vs. robots confidence level

90% 95% 99%
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10.5.6 Varying the fleet composition 

In previous experiments, we either had six drones available (Scenario 2) or two street 
robots and four drones (Scenario 3 and 4). These choices are motivated by the fact that 
they yielded feasible speeds for the drones. However, other compositions may influence 
the makespan, the (synchronized) drone speeds and resulting energy consumption. For 
brevity, we limit this analysis to medium street variability, with 20% pick density and 
10% heavy parcels and focus on Scenario 4 only. The results are shown in Figure 10.5. 
When only one drone is deployed and, thus, needs to deliver all light parcels, it results in 

a high makespan, as well as a high drone velocity (i.e., 20 m/s). The minimum makespan 
is achieved when two drones and four street robots are deployed.  

Interestingly, increasing the number of drones increases the makespan, even though 
the majority of parcels are light, and drones are fast compared to street robots. This is 
due to our synchronization approach, where the speed of the drones decreases when 
more drones are deployed. Interestingly, for the present densities, the drones are 
sometimes slower than the street robots when more drones than street robots are 
deployed. Moreover, according to Stolaroff et al. (2018), the velocity of the drone impacts 
its energy consumption. Flying either very slow or very fast has a high energy 
consumption, with a minimum energy consumption around 5-10 m/s. Using the 
simulation, we calculated the total energy consumption of the fleet of drones, accounting 
for the velocity of the drone, the percentage of the time it is flying, and the number of 
drones deployed. The results are shown as a line graph in Figure 10.5.  
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Figure 10.5. Impact of the number of drones on the makespan and total energy consumption. 

Error bars indicate +/- one standard deviation of the mean.  
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Interestingly, the minimum makespan also has a low total drone energy consumption. 
For the setting discussed in this section, it is profitable to deploy fewer drones such that 
their velocity increases and simultaneously the least amount of energy is consumed. 
Further increasing the speed (i.e., by deploying fewer drones) needs to be avoided as the 
energy consumption goes up, but also the makespan goes up due to capacity problems. 
Although these specific numbers may be dependent on our specific network, it is 
noteworthy that when considering combined truck–drone–robot deliveries, the fleet 
composition is an important aspect to research, as the makespan and the total energy 
consumption are both impacted in a non-linear fashion. Thus, designing and configuring 
the system such that the drones always fly at their optimal speed (in terms of energy 
consumption), while maintaining a low makespan, is a promising area of further 
research. This may for example be approached by allowing the drones to operate 
upcoming streets (e.g., by flying over houses), while the driver and the street robot are 
still operating an earlier street. 

10.6 Conclusions and further research 
This chapter proposed a last-mile delivery concept in which a truck driver cooperates 
with a mixed fleet of drones and robots in the delivery process. We presented a 
synchronization approach that is evaluated using simulation for different combinations 
of drones, street robots, and the driver, where the use of trucks is no longer allowed near 
the delivery locations. Our simulation suggests that the synchronization approach is 
accurate enough to support tactical decision making to determine which networks are 
suitable for combined truck–drone–robot delivery. Moreover, we showed that the 
delivery makespan can drastically be reduced when drones or street robots are deployed, 
particularly when – next to the street robots - the driver is employed to deliver heavy 
parcels. We illustrated that by adapting the fleet composition, the makespan can be 
minimized, whilst also minimizing the total drone energy consumption. Further research 
directions include: (i) designing and configuring the system such that drones always fly 
at their optimal speed (in terms of energy consumption and makespan), (ii) introduce 
mode-specific properties (e.g., taking into account customer preferences or allowing 
drivers to carry multiple parcels), and (iii) introduce heterogeneous and dynamic fleets. 

10.7 Discussion 
As in the previous chapters, we close with a discussion section. In this last chapter of Part 
IV, we first focus on technological advances such as drones and robots as enabling factors 
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for self-organizing logistics in Section 10.7.1. In Section 10.7.2 we discuss the role of 
cooperation to facilitate efficient operations and specifically address hybrid solutions, 

where humans and automated systems coexist in an intermediate step, before 
transitioning to fully automated systems. We close with an open question as a thought 
experiment for the reader. 

10.7.1 Technological advancements as enabling factors 
In this chapter we demonstrated a last-mile delivery solution in which manual delivery 
is augmented with automated delivery through the use of drones and street robots. Such 
technological advances allow us to not only automate (part of) the delivery process, but 

also to develop more intelligent systems, e.g., through the delegation of control to 

autonomous assets. The first step taken in this chapter, namely assisting the human truck 
driver in the delivery process, mainly focused around relieving the truck driver of manual 
labour and simultaneously establishing an efficient delivery process using a rule-based 
approach, i.e., the synchronization approach. We saw our cooperative solution, although 
intriguingly simple, already showed potential to significantly decrease the total 
makespan, while keeping energy consumption minimal. Moreover, as a result of our 
proposed solution, delivery vans are no longer allowed in small(er) street, thereby 
decreasing congestion, noise, and emissions in these areas. To expand the intelligence of 
the system and to enhance the degree of self-organization, an interesting extension of our 
approach is to delegate more control to the drones and street robots. For example, drones 
may decide to already visit locations further along the route while the delivery van is still 
parked elsewhere. In this way, we may better utilize the traits of drones, e.g., able to fly 
relatively fast and independently from road infrastructure. Moreover, groups of street 
robots can collaborate to deliver multiple parcels to a single address in one go. These are 
just examples of many different extensions and configurations in which the delivery 
process can be augmented by intelligent and automated solutions. Ultimately, the entire 
delivery process could be automated, for example, when deploying unmanned delivery 
vans with drones and street robots. In this solution, the limited range and capacity of the 
drones and street robots is extended by a relatively large delivery van. 
 All in all, somewhat independently of a specific application or configuration, the 
notions of cooperativeness (working together) and autonomy (making smart decisions) 

seem to be relevant when discussing (fully) automated solutions, and these notions 
strongly identify with self-organizing logistics. This is motivated by some sort of common 

sense, as automated (delivery) solutions already relieve humans to physically transport 
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goods. By ‘no longer having to do something’, these automated solutions already 
resemble aspects of self-organization, i.e., the process is being executed automatically. 

Hence, there is a lack of external control. Moreover, if we are able to automate processes 
through the use of these technological advancements (e.g., drones), we also may expect 
that they do this in an intelligent way. Or at least, as intelligent as humans would do 

(manually). This is particularly relevant when deploying a (large) fleet of automated 
modes of transport. To effectively and autonomously manage a fleet - by establishing a 
certain level of intelligence - we may be inspired by examples from nature, and also by 
examples of how (groups of) humans organize themselves. Typically, this is done by 
efficiently dividing labour, sometimes by specializing in certain tasks, and, most 
importantly, by a combination of making decisions autonomously (based on a certain 

decision latitude and possibly experience) and cooperatively (together with others, 

because a task is too big or too complex for a single individual). This interplay between 
autonomy and cooperativeness is, in our view, key to establish (a degree of) self-
organizing logistics. Moreover, in our view, automated (transport) solutions already 
serve as an opportunity to delegate control and introduce cooperative behaviour, hence, 
serve as an enabling factor for self-organizing logistics. The journey to self-organizing 
logistics thus only begins when deploying automated solutions, and in combination with 
(a degree of) cooperativeness and (a degree of) autonomy may enable systems to benefit 
from the traits of self-organization.  

10.7.2 Cooperativeness in hybrid solutions 

In this chapter we discussed a cooperative delivery system in which a human is assisted 
by automated modes of transport for parcel delivery. By working together with drones 
and street robots, the parcel delivery process becomes more efficient (i.e., the makespan 
can be decreased), whilst simultaneously minimizing manual labour. Moreover, this 
solution allows us to enforce new rules on delivery vans (e.g., no longer allowed in small 
streets), while maintaining operational efficiency. This ultimately leads to global benefits 
such as lower congestion, less noise and fewer emissions. These global benefits are a 
result of lower-level cooperative behaviour by the human driver, the drones and the 
robots. Although it is a bit of stretch to declare this as emergent behaviour, the proposed 

cooperative solution does provide opportunities for global benefits which would be hard 
to achieve otherwise (i.e., by humans only). Consequently, these kind of hybrid solutions 

in which human labour is partially replaced by automated solutions seems to be a 
promising steppingstone towards self-organizing logistics, in which global behaviour is 
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the result of local decision-making and cooperation. In fact, as part of the delivery 
process is already automated and the division of labour is performed autonomously (i.e., 
using the synchronization approach), the delivery process already becomes partially self-
organizing. To exemplify, the driver is automatically instructed by the synchronization 
approach to divide the labour among the members of the available fleet (including 
himself), after which the drones and street robots autonomously carry out their tasks. 
Although perhaps a simple (or first) example of self-organization in parcel delivery, this 
hybrid approach already has its merits, as discussed in this chapter. Obviously, many 

extensions and improvements of our approach can be envisioned to create a more 

cooperative, intelligent, autonomous or self-organizing system, but perhaps these kinds 
of first steps are equally important to pursue an ultimate form of self-organizing logistics.  

Expanding on this line of thought, and turning to practice, one may wonder whether 
we are able to deploy truly cooperative (and social) systems in conjunction with 
autonomous decision-making, in which humans are relieved from (all) their duties, if we 
are not able to first deploy semi-cooperative, semi-social, and semi-autonomous 

solutions in which some – but not all – traits of self-organization are established.  
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 Chapter 11 
A Unifying Framework for Self-Organizing 

Logistics 
 

This chapter is based on: B. Gerrits, M. Mes, and W.J.A. van Heeswijk. 2021. Towards 
Self-Organizing Logistics: A Literature Review. Forthcoming. 
 
 

“Certain kinds of autonomy in AI systems are useful precisely because they 
enable the system to contribute effectively to broader cooperative efforts.” 

- Allan Dafoe 
 

 
 

This chapter unifies the findings of the literature review presented in Chapter 2, the SOL 
typology presented in Chapter 3, and the use cases presented in Chapters 5-10. We unify 
the findings in a two-dimensional framework alongside the axes of autonomy and 
cooperativeness. The resulting matrix reveals four quadrants and can be used to position 
and compare the broad range of literature and designs of (partially) self-organizing 
systems. Moreover, it aids in identifying promising research directions. Lastly, we 
present the state-of-the-art of the literature of self-organizing logistics alongside the 
framework, and position and discuss the use cases presented in Chapters 5-10 in light of 
this framework. 

11.1 A two-dimensional SOL framework 
Recall that one of the outputs of the literature review presented in Chapter 2 is the SOL 
typology, identifying fifteen elements related to SOL, as discussed in Chapter 3. Based on 
this typology and the insights gained from the various use cases, we condense the fifteen 
elements into a simplified framework. Where the SOL typology is useful as a descriptive 
framework to clearly indicate the traits of specific papers or system designs, the SOL 
framework shown in Figure 11.1 provides a more straightforward picture, and is used to 
position and compare literature and system designs.  

We present this framework along two axes (autonomy and cooperativeness), 
because of the following two reasons. First, these two aspects seem to be the most relevant 
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when discussing SOL, both from a biological point-of-view, as from an AI point-of-view. 
This also connects to the SOL typology, which identified four groups of elements: system 
architecture, autonomy, cooperativeness, and features. We view the ‘system architecture’ 
group more of a design choice (i.e., an input to the system), and the ‘features’ group more 
of the resulting output, given the system design and configuration. The elements in the 
groups ‘autonomy’ and ‘cooperativeness’ thus seem to be the distinguishing elements 
when discussing self-organizing logistics.  

Second, autonomy and cooperativeness are the prevailing elements in the literature 
on biological self-organizing systems. Indeed, self-organizing and emergent behaviour 
are typically the result from interactions between local decision-makers with limited 
central or external control. Social animals like ants, bees, and termites show this kind of 
behaviour through autonomous decision-making and (local) cooperation.  

Figure 11.1. Self-organizing logistics framework. 
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The descriptions alongside the axes of the framework were chosen by the authors in 
order to provide general categorizations, as such being applicable to a broad spectrum of 
logistics applications (e.g., manual or automated transport, warehousing, and 
purchasing). Moreover, the framework identifies four areas to classify research in the 
field of self-organizing logistics. The boundaries between these areas are far from rigid, 
but they provide researchers and practitioners with a common ground and vocabulary 
to guide the discussion of self-organizing logistics. Moreover, they suggest directions for 
research and help to shape roadmaps towards SOL. The shaded area represents our view 
on the path towards self-organizing logistics, having clearly demarcated, lowly self-
organizing systems near the origin and loosely coupled, highly self-organizing systems 
when approaching the top right. In the following subsections we further discuss the two 
axes of the framework: the degree of autonomy (Section 11.1.1) and the degree of 
cooperativeness (Section 11.1.2). 

11.1.1 The degree of autonomy 
The degree of autonomy is divided into four levels: (i) critical, (ii) rudimentary, (iii) 
constituent, and (iv) self-governing. Let us illustrate these levels with a use case focusing 
on autonomous vehicles. The first level (critical) comprises systems where the only 
autonomy is focused on tasks that are critical or safety-related (e.g., avoid imminent 
danger or collisions). Within the second level (rudimentary), some additional, 
rudimentary tasks can be decided upon (e.g., follow a pre-defined route or return to a 
base station). Within the third level (constituent), the majority of the tasks can be 
performed autonomously, but supervisory human control may be required in some 
scenarios. One may think of determining a route based on real-time congestion 
information or rerouting to a charging station. However, the most difficult tasks are not 
performed autonomously, but rather by a human or external software. The last level (self-
governing) consists of systems where all, or close to all, tasks are performed 
autonomously and the responsibility (i.e., the decision latitude) lies fully at the 
autonomous system. Even in self-governing systems, the human role may not be fully 
absent. For some situations, human control may be beneficiary for the system. For 
example, when a system shows unintended or chaotic behaviour, or when the 
autonomous assets reach a system state in which their decision-latitude does not suffice.  

11.1.2 The degree of cooperativeness 
The degree of cooperativeness is divided into four levels: (i) individual, (ii) brother, (iii) 
team, and (iv) societal. The first level (individual) consists of systems where the 
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autonomy (any degree of it) lies with only a single actor, or multiple actor/assets but 
without cooperation. Within the second level (brother) there is some level of 
cooperation, but only within a narrow set or between a set of (like-minded) 
homogeneous assets. Within the third level (team), the degree of cooperativeness is 
extended, and now includes cooperation between other systems or system functionalities 
(e.g., cooperation between routing, scheduling and battery replenishment to determine 
effective routes, whilst respecting time-windows and simultaneously taking into account 
energy levels of the vehicles and the capacity of charging stations). Such a team typically 
operates within the boundaries of a single company or a small set of stakeholders (e.g., a 
fleet of automated vehicles at a container terminal). Within the last level (societal), the 
cooperation goes beyond the boundaries of a single company/stakeholder. That is, within 
a certain logistics system, the entire (or vast majority of the) society (e.g., stakeholders or 
processes) cooperatively manages the logistics system. An example would include a fleet 
of autonomous trucks who cooperate with traffic lights to optimize the flow of traffic. 
One may also view this as a set of sub-units working together to manage the entire 
logistics chain (i.e., horizontal collaboration). Again, the interpretation of the levels may 
be case-specific. 

11.2 The four categories of SOL 
In Sections 11.2.1 through 11.2.4, we introduce the four categories of SOL based on 
different combinations of the degrees of autonomy and cooperativeness. The categories 
are assigned colloquial names to avoid technical or application-specific jargon. 
Afterwards, in Section 11.3, we discuss the use cases from Chapters 5-10 in relation to 
the SOL framework, in combination with the state-of-the-art revealed by the literature 
review. 

11.2.1 The Quiet One 
In the lower-left quadrant of Figure 11.1, we identify both the degrees of cooperativeness 
and autonomy as low and denote this category by The Quiet One. This denotation comes 

from the fact that the systems classified in this quadrant typically perform their tasks in 
relative solitude with no to little communication with assets. These systems show no form 
of autonomy or only in the form of safety-critical or rudimentary tasks. Examples would 
include automated warehouses in which pallets are moved around using an ASRS, or 
reconnaissance drones that map pre-programmed areas. All decisions within these 
logistics processes (e.g., what to do when) are determined, not by the assets themselves, 

but by either a human controller or a centralized system. In these systems, the decision 



287 

latitude is very low to low, with no to little cooperation between the assets or with external 
systems. The intelligence then emerges from a system level in a more-or-less centralized 
fashion (see also our SOL typology in Chapter 3). These systems are typically highly 
coupled and clearly demarcated, which are preferred properties for stability and 
predictability, but show no to little emergent behaviour nor contain much self-
organizing properties. An example from our review includes the work of Xiong et al. 
(2018), who deploy a global optimization method for milk-run logistics, where all 
decision-making is done on a central level, with no autonomous decision-making by the 
actors (i.e., suppliers) and assets (i.e., vehicles) involved.  

11.2.2 The Master Apprentice 
We denote lowly cooperative but medium to highly autonomous systems by The Master 

Apprentice. Similar to the previous category, the degree of cooperativeness is low to 

medium, but the assets have a substantial amount of autonomy. This ranges from partly 
delegated control to fully self-governing control. These systems show some form of self-
organization, mainly due to their autonomous nature, but typically within a limited 
scope or application area. There is no cooperation with other assets and only a 
rudimentary connection with external systems. Nor do these systems have awareness of 
the broader impact of their actions. However, within their limited domain of 
cooperation, these systems perform well with no to little (human) supervisory control 
required. When increasing the decision-latitude, intelligent assets make more decisions 
autonomously, and thus the intelligence moves from a system level to the collective level. 
An example from our review is the work of Bartholdi et al. (2010), in which a set of 
workers autonomously balances a production line. In our view this falls within this 
category with a high degree of autonomy (i.e., self-governing level) and with a limited 
degree of cooperativeness (i.e., brother level).  

11.2.3 The One-Trick Pony 
In the upper-left quadrant of the SOL framework, we identify lowly autonomous and 
medium to highly cooperative systems and denote these by The One-Trick Pony. This 

designation is motivated by the fact that the logistics systems in this quadrant typically 
have limited decision-making capabilities. They score low on autonomy, which is 
typically confined to safety-critical or rudimentary tasks. Their degree of 
cooperativeness, however, is high. The latter enables them to communicate with their 
environment, e.g., with external logistics systems. Opposed to the previous two 
categories, these systems cooperate beyond the borders of their own span of control to 
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form collaborations. As system boundaries become increasingly ambiguous when 
cooperating with other parties or (IT-)systems, the predictability may go down when 
moving away from closed systems. Moreover, notions as trust, vulnerability and 
responsibility come into play as existing cooperative partners may change their mind, 
leave the system, or are replaced by other partners with different interests. However, as 
the decision latitude is low for this category, the impact on these notions is expected to 
be small and thus may provide a safe haven as a step towards SOL for systems currently 
identified as The Quiet One. An example from our review is the work of Van Heeswijk 

(2020), who presents an autonomous bidding approach for transport services in a spot 
market (i.e., a specific part of the entire transport planning process, and thus positioned 
on the boundary of rudimentary and constituent). By sharing information between 
(competing) agents, they jointly learn good bidding policies (i.e., team/societal level). 

11.2.4 The Intelligent Collective 

In the last category, both the degree of cooperativeness and the degree of autonomy is 
medium to high. Self-governing autonomous systems that cooperate with a large part of 
the (relevant) society fall within this category. Decisions are made autonomously, and 
tasks are performed via mutual cooperation and coordination. Therefore, we denote this 
category by The Intelligent Collective. In this category, there is a high delegation of control 

that spans beyond the boundaries of a closed domain by cooperating with external actors 
or systems. The top-right corner of this category includes extreme forms of SOL and 
shows similar self-organizing properties and emergent behaviour as biological systems, 
like ant colonies and beehives. An artificial example is the use of the Physical Internet 
(PI). Simply put, the idea of PI is to place goods in standard boxes containing 
encapsulated information, usually via Internet of Things (IoT) to identify the package 
and to route it to the right destination. The intelligence acquired by the objects may vary 
between merely identifying themselves (e.g., by RFID) and making smart choices (e.g., 
based on built-in software). Other, less extreme, examples of systems within The 
Intelligent Collective would include coordination between manual and autonomous 

vehicles in mixed-traffic applications and real-time collaborative transport planning. 
Examples from our review include: (i) Feng et al. (2017), who present an approach for 
autonomous decision-making for transport planning (i.e., self-governing, or at least 
constituent) whilst deploying collaboration between competing actors (i.e., societal 
level), and (ii) Van Belle et al. (2011) who introduce self-organizing behaviour at a cross-
docking facility by autonomous decision-making for all cross-docking operations (i.e., 
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self-governing) and by collaborating between resource ants and product ants (i.e., team 
level)  

11.3 State-of-the-art 
To illustrate the use of our self-organizing logistics framework presented in Section 11.2, 
we revisit the literature review presented in Chapter 2. Recall that one of the classification 
metrics is to determine to which extent we are able to speak of SOL. For this purpose, we 
introduced a SOL score, based on a five-point scale: 0 – no autonomy or self-organizing 

properties, 1 – very limited application of SOL, 2 – basic application of SOL, 3 – advanced 
application of SOL, 4 – best examples of SOL. In this section we connect the findings of 
this classification to the SOL framework presented in Section 11.2. First, in Section 11.3.1, 
we position part of the literature reviewed in Chapter 2 in the SOL framework and 
position the various use cases presented in this thesis in Section 11.3.2. 

11.3.1 Positioning papers from literature review 

We select five noteworthy papers for each SOL score (with the exception of a SOL score 
of 0), thus we select a total of 20 papers. After careful consideration, we evaluated the 
degree of autonomy and the degree of cooperativeness for each selected paper. This 

evaluation is based on the scope and demarcation presented in each paper. Recall that in 
Chapter 1, we stated that autonomy of a system should be measured according to the 
contextual conditions of the system. For example, the degree of autonomy denotes the 
extent to which the functionalities or tasks of the system are performed autonomously 
by the assets involved, without external or central control. The boundaries (or 
demarcation) of a system under consideration in a paper thus determines which 
functionalities are in scope and which are not (the context of a system). Also, what can 

be considered as external control, is the result of the (chosen) boundary of the system. 
To exemplify, recall the system presented in Chapter 5. In this system, we aim to control 
a small fleet of automated vehicles that perform all tasks related to the shunting process 
at a distribution centre. Within this demarcation, we include functional agents, including 
a routing agent, a scheduling agent, and a battery management agent. Given our system 
boundary, we thus delegate many of the functionalities and tasks within our system to 
agents, and thus the degree of autonomy can be classified as high. Suppose we would only 

focus on the routing aspect within the same system boundary, the degree of autonomy is 
much lower. The context of a paper is thus important to be able to justify the degree of 
autonomy and the degree of cooperativeness. However, and perhaps counter-intuitive, a 
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high degree of autonomy does not automatically result in a decentralized software 
system. For example, in the system presented in Chapter 5, we only have to control a few 
vehicles. It could be a design choice to implement the identified software agents on a 

central platform, instead of deploying them on the vehicles themselves. Both approaches 
have pros and cons, and some approaches may be more suitable in certain environments 
than in others. These trade-offs are further substantiated in Chapter 12. Figure 11.2 
positions the 20 selected papers in the SOL framework. The numbers in the figure 
coincide with the papers listed in Table 11.1, at the end of this section. The colours 
indicate the degree of SOL. 

From Figure 11.2, we find that the current state-of-the-art applications (i.e., the best 
examples of SOL, shown in green) are concentrated in the top-right quadrant of the SOL 
framework, indicating a high degree of autonomy and a high degree of cooperativeness. 
The majority of the papers in this quadrant also have a high SOL score (3 or higher). 
However, the majority of the reviewed papers focus only on the delegation of decision-
making capabilities (i.e., autonomy) to lower-level assets, without addressing 
cooperativeness. These are typically papers focusing on (functional) agent-based 
systems. These papers can be found in the upper-part of the lower-right quadrant of the 
SOL framework. An interesting research direction is to augment the autonomy aspect of 
agent-based systems with collaboration capabilities, ultimately beyond their own sphere 
of influence, in order to move towards the top-right quadrant of the SOL framework and 
thus closer to the best-of-breed examples. Moreover, not seldom we found papers that 
address agent-based systems or decentral control hierarchies, where actually the 
decision-making capabilities lie at a central level, where for example global optimization 
techniques are used. These are often papers where the agent typology is used as a 
decomposition method, but actually rely on heuristics or exact methods based on 
(complete) global information and the decision-making power lies fully at a single 
(central) actor or asset. These papers are typically classified in the lower-left quadrant of 
the SOL framework. These papers also tend to have a low SOL score. In order for the 
decision-making processes discussed in these kinds of papers to become more self-
organizing, we note that there are interesting research directions focused either on 
increasing cooperativeness or increasing the autonomy of the assets under consideration. 
Ultimately, both directions can be addressed to move towards The Intelligent Collective, 

but a step-wise approach is probably more useful for both researchers and practitioners 
to increase the self-organization behaviour of their systems in an ordered fashion.  
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 Our view on the path towards self-organizing logistics as represented by the shaded 
area in Figure 11.2, seems to align with the SOL score assigned to the reviewed papers. 
Near the origin of the framework, we observe lowly self-organizing systems, and we 
observe highly self-organizing systems in the top-right, with middle-of-the-road systems 
somewhere in between.  

To connect the abovementioned insights to other relevant notions of self-organizing 
logistics, we also show the control hierarchy of each of the twenty papers. We briefly 
discuss the control hierarchy in this section, and Chapter 12 provides a more in-depth 

Figure 11.2. The selected papers from the literature review positioned in the SOL matrix. 
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discussion. We observe that lowly self-organizing systems typically have a central control 
hierarchy, and highly self-organizing systems typically have a decentral or hybrid control 
hierarchy. We do not argue that the SOL framework inhabits a clear cut-off value that 
would indicate either central or decentral systems. Rather, we observe a tendency to 
move from centralized, to hybrid, and ultimately to decentral control hierarchies, when 
the degree of autonomy and the degree of cooperativeness increases. In Chapter 12 we 
further substantiate this tendency and discuss other implications of the SOL framework 
on notions relevant to self-organization and logistics. 

 
Table 11.1. Selected papers from the review positioned in the SOL framework. 

ID Reference SOL Score Control hierarchy 

1 Di Febrarro et al. (2018) 1 Central 

2 Fikar et al. (2018) 1 Central 

3 Omelianenko (2019) 1 Central 

4 Poeting et al. (2020) 1 Central 

5 Yao et al. (2020) 1 Central 

6 Dimitriou and Stathopoulos (2011) 2 Decentral 

7 Levchenkov and Gorobetz (2005) 2 Hybrid 

8 Otto and Bannenberg (2010) 2 Decentral 

9 Sniezynski et al. (2011) 2 Decentral 

10 Sprenger and Mönch (2011) 2 Central 

11 Arendt et al. (2015) 3 Hybrid 

12 Baykasoglu and Kaplanoglu (2011) 3 Decentral 

13 Feng et al. (2014) 3 Hybrid 

14 Mes et al. (2013) 3 Decentral 

15 Weyns et al. (2005) 3 Hybrid 

16 Bartholdi et al. (2010) 4 Decentral 

17 Berndt (2013) 4 Decentral 

18 Malus (2020) 4 Decentral 

19 Mes et al. (2008) 4 Decentral 

20 Van Belle et al. (2011) 4 Decentral 

 

11.3.2 Positioning of use cases  
In this section, we position the use cases presented in Chapters 5-10 in the SOL 
framework, see Figure 11.3. In many of the use cases, we experiment with different 
configurations of the system, and this may result in a shift in the SOL framework. For a 
detailed overview of the characteristics of the different configurations per use case, we 
refer the interested reader to Appendix II. Moreover, we discuss several research  



293 

 

Figure 11.3. Positioning of use cases in SOL framework. The numbers shown refer to the chapters of this thesis. 

 
directions the SOL framework reveals. The numbers shown in Figure 11.3 correspond to 
the chapter in which the use case is described. The dotted lines show possible research 
directions per use case and are further discussed below.  

In Chapter 5, we present a use case on automated trailer shunting. We decompose a 
central planning and control system into a system of functional agents in a hybrid control 
hierarchy. As we only study the to-be situation with a single configuration, we do not see 

a shift in the framework for this use case. The degree of autonomy of this system is fairly 
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high as most of the functionalities of the shunting system are delegated to functional 
agents. However, the internal workings of the distribution centre, and the in- and 
outbound flows of trucks are external to the system, and thus in the context of this use 
case, the autonomy cannot be viewed as self-governing. To exemplify, the Warehouse 

Management System (external to our system) commands which jobs are fed to the 
system. Connecting our current planning and control systems to the WMS and 
Transport Management Systems (e.g., to anticipate on future demand using geo-fencing) 
is an interesting research direction. Both the degree of cooperation (through the use of 
geo-fencing) and autonomy (connect with WMS to augment decision-making) can then 
be increased, improving the self-organizing abilities of the shunting system (see the 
dotted shift in Figure 11.3).  

In Chapter 6, we transition from solo-based cleaning to team-based cleaning in a 
robotic dairy farm. This shift is shown in Figure 11.3. The system remains centrally 
organized (e.g., routes and schedules are pre-programmed), but the degree of 
cooperation increases. Robots no longer operate solely, but form small teams in a 
homogenous fleet, hence, the brother level is appropriate. Regarding autonomy, the 

system design presented in Chapter 6 has little autonomy. The autonomy increases 
slightly when deploying team-based cleaning, as robots need to form and maintain team 
composition by themselves. In interesting research direction, also discussed in the last 
section of Chapter 6, is to autonomously create routes based on local knowledge and 
interaction with the environment. Moreover, when the cleaning robots cooperate with 
other robotic systems (e.g., milking robots or feeding robots), the cleaning robots can 
augment their decision-making by avoiding crowded areas (e.g., a high density of cows 
can be expected at the feeding area when a feeding robot has just passed). Both research 
directions are shown by dotted lines in Figure 11.3, where the former research direction 
mainly increases autonomy, and the latter mainly increases cooperation.  

In Chapter 7, we study a container terminal with automated vehicles transporting 
contains from and to the stack area. We study the impact of deploying a mixed-traffic 
system for parallel-oriented, brownfield container terminals. Moreover, we present an 
agent-based planning and control system for the fleet management. Similarly to the 
design presented in Chapter 5, the system has a fairly high degree of autonomy. The 
degree of cooperativeness is higher as the automated vehicles interact with manual traffic 
and cooperate with the ship-to-shore-cranes. This results in a shift from the brother level 

to the team level. The mixed-traffic system simultaneously results in the transition from 
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a confined area to a mixed-traffic area. An interesting research direction is to allow 
automated vehicles to process containers beyond the gates of the container terminal. This 
may facilitate the transport to, and collaboration with, nearby depots or terminals 
(possibly on the open road), or to an extended gate, as discussed in Chapter 8. When 
automated vehicles are allowed beyond the gates of the terminal, the number of times a 
container is temporarily stored may be reduced, making the handling process more 
efficient. Working together with nearby terminals or extended gates thus increases the 
degree of cooperativeness. Moreover, as the autonomous vehicles now also have to 
operate beyond the gates of the terminals, possibly in an open road environment, we 
expect that the required degree of autonomy also increases. This research direction is 
shown by the dotted line in Figure 11.3 

In Chapter 8, we discuss the concept of extended gates in port areas with an 
automated first-and-last-mile transport system. This use case has two focus areas: the 
extended gate, and the first-and-last-mile transport between the terminals and the 
extended gate. For the sake of positioning this use case in the SOL framework, let us focus 
on the former. Similarly to Chapter 7, we experiment with a mixed-traffic area. The 
presented logistics control system includes the dispatching of jobs using a myopic rule, 
the selection of static routes to and from the various parking slots on the extended gate 
and making stop-and-go decisions on junctions. The degree of autonomy is thus not low 
and not high. For example, battery management is out of scope (while being an 
important component), and the vehicles are not allowed to make decisions to avoid 
empty backhauls. Moreover, in the non-mixed traffic configuration, and the dynamic 

parking slot configuration of our experiments, we have a homogeneous fleet of 

automated vehicles (i.e., brother level). When transitioning to a fully mixed-traffic 
extended gate, our system also needs to cooperate with manual vehicles and thus the 
degree of cooperativeness increases (similar to the transition in Chapter 7). In the current 
focus, the fleet of automated vehicles does not cooperate with the terminals neither with 
long-haul transport. An interesting research direction is to explore whether active 
involvement of terminals, or the inclusion of long-haul transport in the logistics control 
system (e.g., through geo-fencing) will improve system performance. Moreover, based 
on the additional information available from such cooperativeness, the fleet of 
automated vehicles may be able to make more decisions autonomously (e.g., strategic 
positioning based on expected future demand). This transition is shown by the dotted 
lines in Figure 11.3 
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In Chapter 9, we experiment with truck platooning for both single-brand and multi-
brand configurations. In our approach for truck platoon matching, we have a small-to-
medium degree of autonomy, as trucks are only allowed to incur waiting time to wait for 
a suitable match, but are not allowed to change routes or, for example, consolidate 
transports. In single-brand platooning the trucks are only allowed to match with similar 
vehicles (i.e., brother level). When deploying multi-brand platooning, the trucks can 

cooperate with other vehicles and thus the degree of cooperativeness increases slightly. 
The degree of cooperativeness can be further increased when platoons interact with the 
environment to improve the flow of traffic, for example by cooperating with traffic lights 
at junctions. This extension is discussed in the last section of Chapter 9 and the shift with 
respect to the SOL framework is illustrated in Figure 11.3. 

In Chapter 10, we augment the parcel delivery process in urban areas by introducing 
a mixed-fleet of drones and street robots. In the current situation, the delivery van driver 
is charged by delivering all parcels, typically by traversing a neighbourhood. The degree 
of autonomy of this manual solution is low, as typically the neighbourhood, the routing, 
and the parcels to be delivered, are determined by a central control system (i.e., at the 
(local) distribution centre). The driver thus has very little autonomy in the entire delivery 
process. When drones and street robots are introduced to assist the driver, this changes. 
The driver is now allowed to send drones and street robots to deliver parcels. Although 
many of the decisions are still made on the central level, our control hierarchy changes 
to hybrid (but still mostly central). Moreover, the driver does no longer operate as an 

individual, as the driver needs to cooperate with the fleet of drones and street robots. The 
SOL framework identifies several interesting research directions. First, we may increase 
the degree of cooperativeness by allowing the fleet of automated transport solutions to 
be shared by other delivery vans in nearby neighbourhoods. Second, we may cooperate 
with the end destination (i.e., a person at home), which may indicate a preference on 
which delivery mode is most suitable (e.g., no street robots when there is a gate, or no 
delivery by drone in the garden when there is a dog). Lastly, we may even go one step 
further in cooperativeness and transition to the societal level, when for example the 

drones and street robots are also used for other services, such as garbage disposal or 
developing 3D maps with high resolution. In terms of autonomy, we may also consider 
focusing on delegating more control to the drones and street robots. For example, drones 
may decide to already visit the next street while the delivery van is still idling. These 
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research directions and the accompanying shifts towards more self-organizing systems 
are shown by dotted lines in Figure 11.3 

11.4 Conclusions 
In this chapter, we presented a unifying framework for self-organizing logistics. This 
framework unifies the findings of the literature review presented in Chapter 2, the SOL 
typology presented in Chapter 3, and the insights from the use cases presented in 
Chapters 5-10. The framework is presented alongside the axes: the degree of autonomy 
and the degree of cooperativeness, resulting in a matrix with four quadrants. We divided 
the degree of autonomy (DA) into four levels: (i) critical, (ii) rudimentary, (iii) 
constituent, and (iv) self-governing. We divided the degree of cooperativeness (DC) also 
into four levels: (i) individual, (ii) brother, (iii) team, and (iv) societal. By combining the 
DA and the DC we can position logistics control systems. Based on this framework, we 
identified four categories of SOL and assigned them colloquial names: (i) the quite one 
(low DC, low DA), (ii) the master apprentice (low DC, high DA), (iii) the one-trick pony 
(high DC, low DA), and (iv) the intelligent collective (high DC, high DA).  
 We illustrated the use of the framework by positioning twenty noteworthy papers 
from the literature review presented in Chapter 2. We find that the current state-of-the-
art applications (i.e., the best examples of SOL) are concentrated in the top-right 
quadrant of the SOL framework, indicating a high degree of autonomy and a high degree 
of cooperativeness, and these examples typically also have a decentral control hierarchy. 
Moreover, we also positioned the use cases presented in Chapters 5-10 in the framework. 
By positioning our own use cases we again illustrated the use of the framework, 
specifically on how it reveals interesting research directions to increase autonomy and/or 
cooperativeness, to ultimately increase the self-organizing abilities of a logistics control 
systems. Lastly, our framework invokes critical thinking about design alternatives for 
logistics control systems in terms of the degree of autonomy and the degree of 
cooperativeness, and the impact on suitable control hierarchies.  
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 Chapter 12 
Guidelines for Self-Organizing Logistics 

 
 

“What magical trick makes us intelligent? The trick is that there is no trick. 
The power of intelligence stems from our vast diversity, not from any single, 

perfect principle.” 
- Marvin Minsky 

 

 
 

In this chapter, we synthesize the findings of this thesis to develop guidelines for self-
organizing logistics. The aim of these guidelines is to provide a reference for the 
characteristics and traits of SOL, and to provide recommendations for the design of 
logistics control systems for given environments. Our goal is to provide these guidelines 
without concretization. That is, we aim to provide general guidelines in a platform-
agnostic way, allowing for discipline-specific interpretations in the context of logistics 
systems. More colloquially, the guidelines serve as a starting point for practitioners who 
wish to answer the question: “My logistics system is characterized by X, Y, and Z. How 

should I design my logistics control system? And to which extent should my system be 

cooperative, be autonomous, and, consequently, to which extent is it able to organise itself?” 

It goes without saying that there is not a single, or definitive, answer to this question. 
Nevertheless, the guidelines presented in this chapter are based on our impressions, serve 
as a starting point, and aim to invoke critical thinking about design choices, for example, 
about control hierarchy, predictability, and decision-making methods. It is not our 
intention to present these guidelines as laws or as any definitive guide to designing 

logistics control systems. Rather, we aim to synthesize the findings from our literature 
review, the experience from our use cases, and sometimes straightforward common sense. 

Thus, we aim to provide a concise reference to designing logistics control systems for 
automated vehicles, with a special focus on elements related to self-organization.  

12.1 Introduction 
The guidelines synthesize the following parts of this thesis: the findings from the 
literature review (Chapter 2), the SOL typology (Chapter 3), the insights gained from the 
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use cases (Chapters 5-10), and the SOL framework (Chapter 11). We present our 
guidelines alongside the following characteristics: openness (open or closed), number of 
stakeholders (one or multiple), number of assets in the system (few or many), and the 
type of environment (confined, mixed-traffic, or open road). These characteristics are 
substantiated below. 
 

Openness 
The openness of a logistics system indicates whether or not stakeholders or assets are free 

to join or leave the system. For example, in the case of a container terminal with 
automated vehicles (as discussed in Chapter 7), the fleet size is typically fixed, the vehicles 
are not allowed to leave the premise, and there is a single stakeholder. The system is thus 
closed. On the other hand, in the case of an extended gate (as discussed in Chapter 8), 
terminals (i.e., stakeholders) may be free to join or leave the first-and-last-mile transport 
system. Moreover, automated vehicles may be added to the system during run-time, for 
example by a terminal that embeds one of their vehicles in the shared fleet. Such a system 
is classified as open. Note that openness does not indicate the type of environment (e.g., 
open road). In our interpretation, openness indicates whether or not stakeholders or 

assets can freely join and leave the system.  
 

Number of stakeholders 
We distinguish between single-stakeholder systems and multi-stakeholder systems. 
Although we acknowledge that there is a wide variety in multi-stakeholder 
environments, e.g., everything between a small group akin a joint venture, and a 
worldwide network of (unknown) stakeholders, we present them as two groups for ease 
of presentation. That said, the guidelines for single stakeholder environments may 
sometimes be just as applicable to an environment with a small group of (likeminded) 
stakeholders.  
 

Number of assets 
This dimension indicates the number of assets that need to be controlled in the logistics 
systems. When discussing automated vehicles, the fleet size typically determines the 
number of assets deployed. For simplicity, we distinguish between a few (one to several 

assets), and many (tens to hundreds of assets).  
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Type of environment  

The type of environment classifies the environment in which the logistics system 
operates. We distinguish between confined areas (e.g., warehouses and container 
terminals), mixed-traffic (e.g., extended gates and mixed-traffic container terminals), 
and open road (e.g., highways and urban areas).  
 
For each combination of the above presented characteristics, we present our guidelines 
for system design alongside: (i) nine elements from the SOL typology discussed in 
Chapter 3, (ii) the degree of cooperativeness, (iii) the degree of autonomy, and (iv) the 
expected degree of self-organization. We select nine out of the fifteen elements from the 
SOL typology, which, in our view, are suitable to provide general guidelines. The other 
elements are too case-specific to provide general guidelines. Moreover, we provide 
recommendations for the expected degree of cooperativeness and the degree of 
autonomy of the system. Lastly, we show the expected degree of self-organization of the 
proposed system configuration. To illustrate the use of the guidelines, we present an 
example in Section 12.2. The guidelines are presented in Section 12.3 and the main 
insights from the guidelines are discussed in Section 12.4. We close with conclusions in 
Section 12.5 

12.2 Example configuration 
To illustrate the use of the guidelines, let us focus on a single configuration: an open 
system, with one stakeholder and a small number of assets in a confined environment. 
The guideline for this configuration is shown in Figure 12.1. 

Figure 12.1 shows a, somewhat modified, radar chart with the nine relevant elements 
of our SOL typology. Values close to the centre indicate low values, and values close to 

the outer circle indicate high values. The specific meaning of low and high differs per 

element of the SOL typology. These meanings are aligned with the values that we 
presented for each element in our SOL typology in Chapter 3. For example, recall that 
the element control hierarchy can take the following values: hierarchical (central), mostly 
hierarchical (hybrid), mostly heterarchical (hybrid), and heterarchical (decentral). Low 
values thus indicate central, and high values indicate decentral. Given Figure 12.1, we 

thus expect a system with a hybrid control architecture, on the verge between mostly 

hierarchical and mostly heterarchical. To underline the fact that these guidelines provide 
an estimate rather than a definitive answer, we present an (error) bar per element.  
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We present the expected degree of cooperativeness (C) and the degree of autonomy (A) 
using two donut charts, as illustrated in Figure 12.1. The low and high values of these 
donut charts coincide with the values alongside our SOL framework presented in 
Chapter 11. To exemplify, in Figure 12.1 we observe a degree of cooperativeness denoted 
by individual, and a degree of autonomy denoted between critical and rudimentary. 

Lastly, the expected degree of SOL is represented by the gradient-bar in Figure 12.1. This 
degree of SOL is linked to our five-point SOL score, as discussed in our literature review: 
0 – no autonomy or self-organizing properties, 1 – very limited application of SOL, 2 – 
basic application of SOL, 3 – advanced application of SOL, 4 – best examples of SOL. 
Light-blue values (left) thus indicate no to little self-organization and the dark-blue 
values (right) indicate highly self-organizing systems. In Figure 12.1, we thus expect 
moderately (between basic and advanced) application of self-organizing logistics.  

The following pages show the guidelines for designing (partially) self-organizing 
logistics systems. 

 

  
Figure 12.1. Illustration of our guidelines. 
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12.3 Self-organizing logistics guidelines 
The radar charts on the next pages show the SOL guidelines in terms of the 
recommended values per element of the SOL typology, for a given environment, the 
number of assets, and the number of stakeholders. Practitioners may use these guidelines 
to get a sense on the design and properties of a logistic control system for automated 
transport systems. The low and high values are different per element as defined by our 

SOL typology, and for the sake of readability repeated in the table on the next page. On 
the subsequent page, we show the legend for the degree of cooperativeness, the degree of 
autonomy and the degree of self-organization. 
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Selected elements from the SOL typology 

 

  

 Values 
Elements Low value High value 
Control hierarchy Hierarchical (central) Mostly hierarchical (hybrid) Mostly heterarchical (hybrid) Heterarchical (decentral) 
Decision-making method (Approximate) optimization techniques Rule-based Learning 
Delegation of control None Some Many All 

Level of order 
No order 
(chaos) 

Lowly order 
(chaotic) 

Highly ordered 
(structured) 

Too much order 
(complex) 

Dynamism Static (in equilibrium) Mostly static Mostly dynamic* Dynamic (far from equilibrium) 
Intelligence System intelligence Mostly system Mostly collective Collective intelligence 
Predictability Low Medium High Very high 
Adaptability Low Medium High Very high 
Data requirements Low Medium High Very high 
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Legend 

 

Degree of cooperativeness:  

 

 

 

Degree of autonomy: 

 

 

 

 

Degree of SOL:  

  

C C C C

low low-med med-high high

individual brother team societal

A A A A

low low-med med-high high
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12.4 Insights 
In this section, we present several noteworthy insights that can be distilled from the 
guidelines presented in the charts above. For brevity, we focus on the impact of four main 
transitions in system configurations, opposed to discussing all 24 configurations 
separately. Although these transitions are discussed in terms of nine of the elements from 
our SOL typology, some relevant properties are deeply rooted and may change 
automatically when the context is changed, with the risk of remaining unidentified. For 
example, when transitioning to a multi-stakeholder environment, one may expect 
competition and increased levels of coordination as there is no longer one problem 
owner. Moreover, increasing the number of assets typically increases the mathematical 
complexity of decision-making, and thus may result in favouring agent-based 
approaches over global optimization techniques. The deeply rooted properties of certain 
environments or systems should thus be taken into account for every transition. We 
discuss the four main transitions below.  

1. From a single-stakeholder to a multi-stakeholder environment 

In a single-stakeholder environment, with a low number of assets, we expect 
that a central control structure with global optimization is a suitable design. The 
system is typically highly predictable with a low level of dynamism (i.e., static), 
but with a low degree of adaptability. Even when the number of assets increases, 
central command may still be suitable when the global optimization technique 
is able to provide decision-making in a timely manner. If this is not the case, 
some control may be delegated to lower levels in the hierarchy, e.g., through a 
decomposition method. When a system includes multiple (competing) 
stakeholders, we expect that a central system may no longer be feasible due to 
the requirement that all stakeholders need to share information with a trusted 
central party, and that a central system may not adequately represent the 
interests of the different stakeholders. We therefore expect a shift to hybrid 
control structures with more decentral elements, particularly when the number 
of stakeholders or the number of assets increases. The degree of autonomy may 
thus need to increase. As a result, the predictability may go down, and the 
adaptability of the system needs to increase, particularly in mixed-traffic or 
open road environments. Due to the increased number of stakeholders, we also 
expect that a higher degree of cooperativeness is required, e.g., to align interests. 
All in all, we expect a small increase in the degree of self-organization.  
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2. From a small number of assets to a high number of assets 

When the number of assets increases (e.g., an increased fleet size of automated 
vehicles), the complexity of the system increases. Global optimization 
techniques may result in scalability issues and no longer provide decision-
making in a timely manner. We thus may transition to an agent-based control 
system (e.g., using a decomposition method), or deploying rule-based decision-
making. The delegation of control to lower levels in the control hierarchy thus 
may increase, particularly in mixed-traffic and open road environments. As a 
result, the intelligence of the system will move (slightly) to the collective level 
and the degree of autonomy increases. We also may expect that the degree of 
cooperativeness increases due to a larger number of assets. Moreover, an 
increased fleet size may increase dynamisms, for example, due to increased 
levels of congestions or an increased frequency of deadlocks. Moreover, the data 
requirements may increase as the status of an increased number of vehicles 
needs to be maintained, particularly when the system (mainly) relies on central 
command.  

3. From a closed to an open system 
When the assets can freely join or leave the system, we refer to this as an open 

system, which brings several changes in the characteristics of the logistics 
control system. A central control structure may no longer be feasible as it 
typically does not allow for timely reconfigurability. Moreover, the system 
needs to be adaptive to allow actors and assets to join and leave the system, and 
as a result the dynamism of the system may increase. Also, the system should 
quickly react to such changes in order to maintain an effective logistics system, 
and thus global optimization techniques may no longer be useful. Rather, we 
transition to rule-based or learning systems. As a consequence, the intelligence 
emerges from the collective level opposed to a system level and the data 
requirements are reduced (e.g., aggregate data on a central level is no longer 
required). Lastly, we expect that the degree of cooperativeness and degree of 
autonomy should increase as the system is now open and decisions may be 
made on a lower level with increased cooperation between assets. Moreover, 
when multiple stakeholders join an open system, the system may naturally 
require more autonomy to deal with the individual (and possibly conflicting) 
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interests of the stakeholders. As such, the degree of self-organization is also 
expected to increase.  

4. From a confined area to an open road area 

In a confined area, there is a high level of control of the environment in which 
the logistics system is situated. As such, these environments are typically 
predictable and a central control system may thus be suitable, particularly when 
the system is closed and with a small number of assets to control. In a mixed-
traffic environment the level of control decreases, as both manual and 
automated vehicles share the same infrastructure. The behaviour of the manual 
vehicles may not be easily predicted and as such the system becomes more 
dynamic. The system should be able to adapt to various scenarios in an 
increasingly stochastic environment. Cooperation between manual and 
automated vehicles seems essential and automated vehicles should be equipped 
with a certain decision-latitude to facilitate timely decision-making in unknown 
environments. These effects are further amplified when the system operates in 
an open road environment (e.g., highways or urban areas), where typically there 
is no to very little control of the environment. The logistics control system thus 
needs to cope with such an unpredictable and dynamic environment. As such, 
the degree of self-organization of systems in an open road area needs to be much 
higher than in a confined area, particularly in open systems, multi-stakeholder 
environments and in systems with a high number of assets. 

12.5 Conclusions 
In this chapter, we synthesized the findings of this thesis by developing guidelines for 
designing self-organizing logistics. The aim of these guidelines is to provide a reference 
for the characteristics and traits of SOL, and to provide recommendations for the design 
of logistics control systems for given environments. The guidelines serve as a starting 
point for practitioners who wish to answer the question: “My logistics system is 

characterized by X, Y, and Z. How should I design my logistics control system? And to 
which extent should my system be cooperative, be autonomous, and, consequently, to which 

extent is it able to organise itself?” Although there is not a single, or definitive, answer to 

this question, we invite practitioners to use these guidelines to demystify the notion of 
self-organizing logistics and to invoke critical thinking about design choices. 
 We presented the guidelines in terms of the recommended values per element of the 
SOL typology, alongside three properties: environment (confined, mixed-traffic, or open 



315 

road), the number of assets (low or high), and the number of stakeholders (few or many). 
For each combination, we visualized the expected values in terms of the SOL typology, 
the expected degree of autonomy, the expected degree of cooperativeness, and the 
expected degree of self-organization. Based on these guidelines, we established the 
following four insights:  

1. Central control with global optimization may be suitable in single-stakeholder 
environments, especially when the system is predictable, the number of assets 
is low, and when deployed in confined areas. Such a system may be classified as 
lowly self-organizing. Hybrid or decentral approaches are more suited for 
multi-stakeholder environments to adequately represent the interests of the 
different (competing) stakeholders and should also increase the self-organizing 
abilities of the system.  

2. Global optimization may no longer be feasible when the number of assets 
increases due to scalability issues and the inability to make timely decisions. We 
thus may transition to agent-based approaches or rule-based systems in a hybrid 
control hierarchy, with more delegation of control to intelligent assets. We 
expect that the degree of cooperativeness and the degree of autonomy should 
increase when the fleet size increases, especially in mixed-traffic and open road 
environments. Consequently, the degree of self-organization is also expected to 
increase due to (more) autonomous decision-making and local interactions.  

3. When a system is open to other assets or stakeholders, rule-based or learning 
approaches seem useful. The system needs to be flexible and adaptive to cope 
with assets and stakeholders entering and leaving the system. We expect that 
the degree of cooperativeness and degree of autonomy should increase as the 
system is now open and decisions may be made on a lower level with increased 
cooperation between assets. Moreover, when multiple stakeholders join an open 
system, the system may naturally require more autonomy to deal with the 
individual (and possibly conflicting) interests of the stakeholders. As such, the 
degree of self-organization is also expected to increase significantly.  

4. In confined areas, there is a high level of control over the environment. In a 
mixed-traffic environment the level of control decreases, as both manual and 
automated vehicles share the same infrastructure. The system should be able to 
adapt to various scenarios in an increasingly stochastic environment. 
Cooperation between manual and automated vehicles seems essential and 
automated vehicles should be equipped with a certain decision-latitude to 
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facilitate timely decision-making in unknown environments. These effects are 
further amplified when the system operates in an open road environment (e.g., 
highways or urban areas), where typically there is no to very little control of the 
environment, particularly when there are many stakeholders and many assets. 
In such systems, we expect the highest degree of self-organization.  
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 Chapter 13 
General Conclusions and Discussion 

 
 

“Het is gezien (...), het is niet onopgemerkt gebleven.” 
- Gerard Reve 

 

 
 

This chapter presents the general conclusions by answering the research questions posed 
at the beginning of this thesis. The research questions are answered in Section 13.1. 
Moreover, Section 13.2 provides a discussion on self-organizing logistics by identifying 
open problems in the field.  

13.1 General conclusions 
In this section, we revisit the research questions posed in Chapter 1. Below we present 
our findings per research question.  
 

RQ1. How to conceptualize the notion of self-organizing logistics?  
The aim of this research is to establish a common conception of self-organizing 
logistics. By performing a structured literature review on self-organizing 
logistics and related notions - such as decentral systems, cooperative systems, 
adaptive systems, multi-agent systems, agent-based control, distributed 
systems, holonic systems, and the Physical Internet - we develop a multifarious 
understanding of the field. Based on this literature review, we present the 
following definition of self-organizing logistics 
 
Self-organizing logistics is a logistics control system in which decision latitudes are 

– at least partially – delegated to intelligent, autonomous assets through 
decentralization, to achieve some form of optimization. 
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From this definition, we distil three notions on which SOL is built:  

• logistics (decision-making for (complex) problems for a logistics 

control system),  

• decentralization (some or all of the decision-making capabilities are 
distributed throughout the control hierarchy), and 

• intelligence (to reach some form of optimization, the assets in the 
system need to have a certain level of intelligence in order to make 
decisions (partially) autonomously). 
 

RQ2. How to characterize self-organizing logistics and compare research efforts?  
This research question is answered in the form of a list-based, descriptive 
framework for self-organizing logistics. This framework can be used as a 
typology in the domains of SOL, autonomous logistics control systems, and 
agent-based logistics. The typology identifies fifteen characteristics of SOL 
across four groups:  

• system architecture (control hierarchy, decision-making method, 
location of decision-making, data source, and location of data 
processing). 

• cooperativeness (interactions, and openness),  

• autonomy (delegation of control, level of order, micro-macro-effect, 

dynamism), and 
• features (intelligence, predictability, adaptability, data requirements, 

and ease of implementation).  
From our literature review, we found that many authors only include 
information on very few of the characteristics proposed in our framework. For 
future works, we invite authors to use this descriptive framework as a typology 
of SOL to help structure and compare literature on self-organizing logistics. 
Moreover, when using this framework, it is immediately clear to a reader which 
specific setting a paper focuses on or how a logistics control system is 
configured. 
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RQ3. How to test the behaviour of varying degrees of self-organizing logistics 

systems for automated transport systems under a variety of circumstances?  
To analyse the behaviour and performance of automated transport systems 
compared to manually operated transport systems, in combination with 
alternative control structures, we develop a methodological simulation 
framework. This framework combines elements related to performing a sound 
simulation study and elements related to simulation modelling. By deploying 

simulation, we are able to test the effectiveness of the transition to automated 
transport and varying degrees of self-organization in a safe and controllable 
environment, before actual deployment. This simulation framework is used for 
all six use cases in this thesis. Our simulation framework combines several 
elements from other well-known simulation frameworks, and augments these 
with SOL-specific modelling approaches. Our framework does not contain 
(software-specific) programming guidelines. Rather, it is a tool to guide and 
structure the development of a simulation model and structure the simulation 
study using this model to evaluate different designs of self-organizing logistics 
systems. After performing the seven steps of the framework, a well-founded 
point of departure is established to develop a focused and useful simulation 
model, using any type of (discrete-event/agent-based) simulation environment. 
The framework consists of the following seven steps: 
1. Formulate goal 
2. Determine scope and demarcation 
3. Determine appropriate level of detail 
4. Identify the actors, assets, functions, and the environment 
5. Establish the required degree of autonomy, the level of intelligence, and 

expose the interactions in the system 
6. Identify the data required to perform the simulation study 
7. Implement the simulation model in a simulation environment, perform 

experiments, and document results 
 
Based on the use of this framework for the six use cases presented, we conclude 
that it is a valid and useful framework to study SOL in the context of automated 
transport solutions. 
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RQ4. How can self-organization be applied to automated transport systems? 

We study six use cases in which we examine self-organizing logistics in the 
context of automated transport solutions. We distinguish between three types 
of environments: confined, mixed-traffic, and open road. For each type of 
environment, we present two use cases to explore the field of self-organizing 
logistics. The use cases are rated on their application of SOL: limited, basic, 
advanced, and best-of-breed. These use cases are summarized below.  
 

1. Autonomous trailer docking (confined area/basic SOL) 

We design an agent-based planning system for automated vehicles at a 
distribution centre, to automate the process of shunting trailers. We 
decompose a centralized planning system into functional agents, where 
each agent solves specific parts of the global problem. We establish a certain 
degree of self-organization of automated shunting vehicles, by partially 
delegating decision-making capabilities to agents, in a hybrid control 
hierarchy and deploy simulation to verify our approach. Our system 
illustrates an application of automated decision-making for a small fleet of 
automated vehicles in a real-life, single-stakeholder, confined 
environment, resulting in a lowly cooperative, semi-autonomous planning 
system, and a basic application of SOL. 

2. Agricultural mobile robots (confined area/limited SOL) 
We present a design to transition from a non-cooperative to a cooperative 
fleet of manure cleaning robots in confined dairy farms. We establish 
interaction between manure collecting robots to form teams of various 
compositions to jointly clean dairy farms, in a similar approach to how 
snowploughs operate on highways. Results from our simulation 
experiments suggest that cooperative manure collecting robots are able to 
increase the minimum cleanliness of the barn whilst simultaneously 
decreasing the number of robot-cow interactions. Our system illustrates an 
application of cooperative behaviour for a small fleet of mobile robots, in a 
confined, single-stakeholder environment, resulting in a limited 
application of SOL.  
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3. Autonomous container terminals (mixed-traffic/basic SOL) 

We design an agent-based planning system for automated vehicles for the 
horizontal transport at brownfield container terminals. We focus on the 
transport of containers in parallel-oriented container terminals, including 
the coordination with ship-to-shore cranes, and the coordination between 
automated and non-automated vehicles. We decompose a centralized 
planning system into a system of functional agents, where each agent solves 
specific parts of the global problem, paying specific attention to the 
transition of either manual or automated terminals, to mixed-traffic 
terminals. Moreover, we establish a basic application of SOL by introducing 
dynamic rerouting to avoid deadlocks, and dynamic scheduling to avoid 
sub-optimal schedules, in a mixed-traffic, single-stakeholder environment. 
In our simulation, high utilization rates are reached, with a modest number 
of vehicles, comparable to the amount of yard tractors typically used in 
manually operated terminals. Similarly to manually operated terminals, a 
drop in port productivity is seen when the number of road trucks increases. 
For mixed-traffic terminals it is crucial to regulate the arrival intensity of 
road trucks. 

4. Extended gates (mixed-traffic/basic SOL) 
We study an extended gate in the Port of Flushing, which serves as a buffer 
and decoupling area between the first-and-last-mile transport and the long-
haul. Automated vehicles are deployed to transport containers to and from 
the extended gate and the terminals located in the port area. We design a 
mixed-traffic control system with varying degrees of separation between 
manual and automated vehicles for the extended gate. Moreover, we 
explore automated first-and-last-mile transport between the terminals and 
the extended gate. In this use case, we present a basic application of SOL 
using automated vehicles, in a mixed-traffic, multi-stakeholder 
environment. Our simulation results suggest that different traffic rules do 
not influence performance of the extended gate, both in terms of 
throughput and safety. With respect to the automated first-and-last mile in 
combination with an extended gate with a decoupling function, we 
conclude that a minimum of 5 automated vehicles are required to transport 
25% of the flow in 24-hour operations. In this configuration, an average 
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waiting time of 30 minutes per transport job can be expected. When 
deploying the currently used opening hours, the required number of 
vehicles to reach the same performance roughly doubles. 

5. Truck platoon matching (open road/basic SOL) 

We design an agent-based matchmaking system for truck platooning. We 
focus on matching for real-time platooning (matchmaking close before 
departure) and opportunistic platooning (matchmaking while driving). We 
study a semi-automated driving solution for the open road at a truck stop 
in the Port of Rotterdam and the ring of Rotterdam, for both single-brand 
and multi-brand platooning. To this end, we develop decentral 
matchmaking algorithms between road trucks to coordinate routing and 
planning in order to establish mutual agreement on the conditions and 
shared benefits of the platoon. We thus establish a highly cooperative, low-
medium autonomous system, resulting in a basic application of SOL. The 
simulation results show that the most influential factors in both platoon 
formation and the total platoon profitability are wage savings and the 
possibility of different truck brands to platoon together. More specifically, 
we showed that without any wage savings, i.e., only considering fuel 
savings, platooning does not provide significant benefits in our case study. 
However, with wage savings, potential savings of 0.26 euro per kilometre 
(22%) can be realized. 

6. Truck-drone-street robot deliveries (open road/basic SOL) 
We assess the impact of deploying automated systems in the form of drones 
and street robots, to assist a human driver in the parcel delivery process in 
urban areas (open road). We focus on a delivery van in a simplified 
neighbourhood with two types of parcels, under a synchronization 
approach to minimize the total makespan. We experiment with several 
scenarios: (i) the driver performs all deliveries (ii) the driver is assisted by 
a fleet of drones, and (iii) the driver is assisted by a fleet of drones and street 
robots. Our synchronization approach aims to align the efforts of human 
delivery, drone-delivery and street robot delivery. Our simulation suggests 
that the synchronization approach is accurate enough to support tactical 
decision making to determine which networks are suitable for combined 
truck–drone–robot delivery. Moreover, we showed that the delivery 



325 

makespan can drastically be reduced when drones or street robots are 
deployed, particularly when – next to the street robots - the driver is 
employed to deliver heavy parcels. We illustrated that by adapting the fleet 
composition, the makespan can be minimized, whilst also minimizing the 
total drone energy consumption. Moreover, we introduce a certain degree 
of cooperativeness and a certain degree of autonomy in the parcel delivery 
process for urban areas by establishing a cooperative, (semi-)autonomous 
team of delivery options, resulting in a basic application of SOL for open 
roads.  

 

RQ5. How to unify the versatility of self-organizing logistics into a non-discipline-

specific framework? 
We develop a two-dimensional framework to identify and compare research 
efforts and system designs. It provides a common understanding of SOL, 
without concretization, and allows for discipline-specific interpretations in the 
context of automated logistics systems. In this thesis we identified autonomy 

and cooperativeness as the most important notions regarding SOL. The 

framework is presented alongside the axes: degree of autonomy and degree of 
cooperativeness. Both axes are subdivided into four levels and are assigned 
colloquial names. The degree of autonomy is divided into four levels: (i) critical, 
(ii) rudimentary, (iii) constituent, and (iv) self-governing. The degree of 
cooperativeness is divided into four levels: (i) individual, (ii) brother, (iii) team, 
and (iv) societal. Based on these levels, we identify four categories of SOL: (i) 
the quiet one, (ii) the master apprentice, (iii) the one-trick pony, and (iv) the 
intelligent collective, as shown in the framework below. The shaded area 
represents our view on the path towards self-organizing logistics, having clearly 
demarcated lowly self-organizing systems near the origin and loosely coupled, 
highly self-organizing systems when approaching the top-right. We position a 
part of the reviewed literature in the framework and find that lowly self-
organizing systems are typically concentrated in the lower-left quadrant and the 
higher the degree of self-organization of a system, the more it moves to the top-
right quadrant. Moreover, we use the framework to position the six use cases 
presented in this thesis and utilize the framework to identify interesting 
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research directions by either increasing the degree of cooperativeness, the 
degree of autonomy, or both simultaneously.  

 

RQ6. How to guide practitioners and researchers into selecting appropriate designs 

for self-organizing logistics control systems?  

We develop a set of generic guidelines that identifies the various design choices 
for self-organization, and the expected impact on the logistics control system, 
for different environments. The guidelines extend the findings of the previous 
research questions to identify the implications of the different options the two-
dimensional SOL framework provides. The guidelines serve as a starting point 
for practitioners and researchers to gain insight in how to design a (partially) 
self-organizing logistics system. We present our guidelines alongside the 
following characteristics: openness (open or closed), number of stakeholders 
(one or multiple), number of assets in the system (few or many), and the type 
of environment (confined, mixed-traffic, or open road), resulting in 24 possible 
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combinations of characteristics. From the guidelines, we conclude the 
following:  

• Central control hierarchies are more suitable in single-stakeholder 
environments and predictable environments, particularly in closed, 
confined areas with a small number of assets to control. The 
intelligence of such systems emerges on a system level. Typically, these 
systems have high data requirements, are not adaptive, and are highly 
ordered. Hybrid or decentral control hierarchies are more suited for 
multi-stakeholder environment, particularly when a large number of 
assets need to be controlled in an open system within a mixed-traffic 
area, or on the open road. In such systems, the predictability goes 
down as the dynamism goes up, resulting in a higher delegation of 
control and a less ordered system.  

• When more assets need to be controlled, the complexity of the system 
increases. Global optimization techniques in a central control 
hierarchy may result in scalability issues and no longer provide 
decision-making in a timely manner. We thus may transition to an 
agent-based control system (e.g., using a decomposition method), or 
deploying rule-based decision-making. The delegation of control to 
lower levels in the control hierarchy thus may increase, particularly in 
mixed-traffic and open road environments. As a result, the intelligence 
of the system will move (slightly) from the system level to the collective 
level. 

• When the assets can freely join or leave the system, we refer to this as 
an open system and it brings several changes in the characteristics of 
the logistics control system. A central control structure may no longer 
be feasible as it typically does not allow for timely reconfigurability. 
Moreover, the system needs to be adaptive to allow assets to join and 
leave the system, and as a result the dynamism of the system may 
increase (particularly when the assets are owned by other 
stakeholders). Also, the system should quickly react to such changes in 
order to facilitate an effective logistics system, and thus global 
optimization techniques may no longer be applicable. As a 
consequence, the intelligence emerges from the collective level 
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opposed to a system level and the data requirements are reduced (e.g., 
aggregate data on a central level is no longer required). We expect that 
the degree of cooperativeness and degree of autonomy should increase 
as the system is now open and decisions may be made on a lower level 
with increased cooperation between the actors and assets. As such, the 
degree of self-organization is also expected to increase. 

• In a confined area, there is a high level of control of the environment 
in which the logistics system is situated. As such, these environments 
are typically predictable and a central control system may thus be 
suitable, particularly when the system is closed and with a small 
number of assets to control. In a mixed-traffic environment, the level 
of control decreases, as both manual and automated vehicles share the 
same infrastructure. The behaviour of the manual vehicles may not be 
easily predicted and as such the system becomes more dynamic. 
Cooperation between manual and automated vehicles seems essential 
and automated vehicles should be equipped with a certain decision-
latitude to facilitate timely decision-making in unknown 
environments. These effects are further amplified when the system 
operates in an open road environment (e.g., highways or urban areas), 
where typically there is no to very little control of the environment. 
The logistics control system thus needs to cope with such an 
unpredictable and dynamic environment. As such, the degree of self-
organization of systems in an open road area needs to be much higher 
than in a confined area, particularly in open systems, in multi-
stakeholder environments, and in systems with a high number of 
assets. 

13.2 Open problems in self-organizing logistics  
This section identifies seven open problems for self-organizing logistics, which are, in 
our view, important to address to advance the field of self-organizing logistics and to 
facilitate the uptake of self-organizing solutions in practice. This overview comes from 
the perspective of the author, who is especially impressed and immersed by the 
technological advancements of automated vehicles in the logistics sector, the natural 
stimulus to augment these automated vehicles with intelligent behaviour, the use of bio-
inspired solutions to design effective and resilient logistics control systems, and the 
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opportunities these may yield to develop novel and sustainable logistics concepts. From 
that perspective, we identify seven open problems (or focus areas) in the field of self-

organizing logistics.  

1. Constructing a unified theory and vocabulary for self-organizing logistics.  
We are ultimately interested in ensuring that self-organizing systems in the 
logistics sector result in intelligent decision-making that preserves the 
autonomy of the stakeholders involved and facilitates successful cooperation 
within and between logistics systems. The resulting joint actions should result 
in sustainable operations, greater social welfare, and without (long-term) 
negative side-effects. To this end, it seems worthwhile to first establish a 
common understanding of self-organizing logistics, to expose its 
characteristics, and to research its features, opportunities and challenges for 
different domains in the logistics sector. In this thesis, we take a first step to 
establishing a clear and universally applicable definition of self-organizing 
logistics. Our definition has three features (logistics, decentralization, and 
intelligence), and this makes it challenging to more formally define and measure 
self-organizing logistics. To illustrate, decision-making in logistics is a 
fundamental feature of the field, but also rather broad. In this thesis, we focused 
on a small subdomain: automated transport systems. We have yet to establish a 
clear understanding in which subdomains within the logistics sector self-
organizing systems are expected to thrive, which subdomains are unsuitable, 
and which characteristics determine the success and failure of self-organization. 
Moreover, a general understanding of the optimal, suitable, or preferable degree 

of decentralization (i.e., the extent to which decision-latitudes are delegated to 
lower levels in the control hierarchy) for different logistics systems and 
subdomains remains unknown. Furthermore, how do we measure 
decentralization in complex control hierarchies? And how do different degrees 
of decentralization influence performance, without having to rely on use-case 
specific details? Performance may also be determined by the intelligence of the 

system, our third main feature of self-organizing logistics. It remains a huge 
challenge to unify the different types of intelligence (e.g., global optimization, 
rule-based systems, and learning systems) with the (self-organizing) properties 
of logistics control systems for different hierarchies, and for different 
subdomains.  
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This thesis presents one of the first attempts to characterize self-organizing 
logistics, using a single theoretical framework. Our SOL typology describes 
fifteen elements and different values per element. This typology is not 
necessarily exhaustive or coherent and is based on the point-of-view of the 
author (operations research perspective). The field of self-organizing logistics 

may benefit from interactions with other domains that can provide suitable 
feedback for its definition, its characteristics, and which self-organizing 
capabilities are critical to success. These domains may include (evolutionary) 
biology, complex systems, economics, biochemistry, computer science, and 
social sciences. Lastly, our guidelines provide insight into the relationship 
between the characteristics of self-organizing logistics for various logistics 
settings, but again, these relationships are not necessarily exhaustive or 
coherent, and further research is required to explore a more definitive answer 
to the interactions between all characteristics in different logistics settings.  

2. Explicitly researching the interplay between cooperativeness and autonomy. 

In this thesis, we argue that self-organizing logistics is an interplay between 
cooperativeness and autonomy. To achieve (a high degree of) self-organization, 
both elements need to be present. From our review and gained experience, we 
notice that research often only focuses on the autonomy aspect. Much research 
deploys the notion of agents to describe a system of autonomous assets, who 

have some degree of decision-latitude. This kind of agent-based approach, or 
multi-agent system, is presented as an alternative approach to (fully) centralized 
control structures. Much research focuses on the translation of global 
functionality to individual (types of) agents, i.e., the use of decomposition 
methods. However, the cooperation part is often neglected, or only focuses on 

data-exchange protocols between agents or auction mechanisms. Cooperation, 
in our view, goes beyond that and refers to the skills required for promoting 
cooperation between humans, machines, or organisations. If cooperation is 
addressed, then often problems in the context of pure common interest are 
studied, particularly in single-stakeholder environments. However, in more 
complex environments, in which the degree of cooperativeness goes to the 
societal level, research should also focus on mixed-motives contexts, where 

problems of trust, deception, and commitment arise. Integrating game theoretic 
approaches in decision-making for logistics may be useful to address these 
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issues. Moreover, it remains unknown how cooperation and autonomy 
influence each other in the logistics domain. Does increased cooperation 

diminish the autonomy of some or all of the stakeholders? Does increased 
autonomy induce barriers to cooperation, and if so, how can these barriers be 
tackled? How do different control hierarchies promote, demote or regulate 
cooperation and autonomy? This interplay needs to be studied further on a 
fundamental level. An interesting research topic could be the following. In an 
attempt to make the logistics sector more efficient and resilient, we would like 
to study whether decentral systems that ensure the autonomy of each actor and 
asset involved, and establish cooperative behaviour with as little data exchange 
as possible, will prevail over systems that aim to collect as much data as possible 
(big data) and adopt centralized optimization methods. 

3. Establishing rigorous benchmarks and test environments to test cooperative 

versus non-cooperative behaviour, autonomous versus non-autonomous 

decision-making, and self-organizing versus non-self-organizing systems.  
Next to the fundamental and conceptual research required for cooperativeness, 
autonomy, and self-organizing logistics, we also need to establish benchmarks 
and test environments. Technical work is required to measure the impact of 
varying degrees of cooperativeness and autonomy, and the resulting self-
organizing behaviour. Benchmarks and test environments should be generic 
enough to be useful for many domains within logistics but should also allow for 
use-case specific traits. Such benchmarks and environments should promote 
the understanding of the impact of various designs for logistics control systems 
on relevant logistics key performance indicators. Test environments, such as 
simulation models, may be useful for both researchers and practitioners to test 
configurations and designs against standardized benchmarks. However, more 
often than not, specific traits of logistics subdomains can be highly influential. 
Therefore, (simulated) test environments should allow for these kinds of 
specific traits or characteristics, without losing (too much) genericity. This may 
require innovative experimental design.  

4. Identifying the enabling factors and motivation for adopting automated 

transport systems and the resulting system design choices, both from a 

theoretical point-of-view and a practical point-of-view. 
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For any technical innovation to be adopted in practice, we require a firm 
understanding of the motivation, enabling factors, and barriers. Particularly in 
the case of automated transport systems, where legislation is a main hurdle, we 
need to understand the transition to an automated system, its traits, and how it 
contributes to addressing global challenges in the logistics sector. To avoid a 
chicken and egg conundrum, theoretical work should expose the potential of 

automated transport, and self-organizing systems in the logistics sector. This 
work should be carried out with experts from practice to establish a proper 
understanding of the ins- and outs of the logistics sector to enable change, and 
ultimately, greater social welfare. For example, an interesting research topic 
may be to study whether logistics service providers that adopt an open, 
distributed (and perhaps even social) system, are able to streamline and 
optimize their processes in such a way that they will gain a significant 
competitive advantage over their competitors, resulting in a more profitable and 
sustainable business, with a higher fitness for survival in a competitive market.  

5. Understanding the transition from manual transport systems and manual 

decision-making, to fully automated transport systems and fully autonomous 

decision-making to facilitate the implementation of SOL in practice.  
We expect that manual transport systems with manual decision-making are 
gradually replaced by automated transport systems in conjunction with 
autonomous decision-making. Understanding this gradual replacement might 
be key to facilitate the transition itself. Although there are roadmaps on a 
European level that identify the expected time of implementation of automated 
transport for specific applications in logistics, a detailed understanding of this 
transition remains largely unknown. These kind of roadmaps present high-level 
impacts, barriers to their implementation, and how to address them. These 
barriers include: acceptance (people need to embrace automated systems and 
work alongside them), legislation (which degree of automation is allowed in 
which type of environment, now and in the foreseeable future), insurance (in 
mixed-traffic and open road environments, insurance companies need to 
address the liability of automated systems and automated decision-making), 
and ownership (due to the high investment costs of automated transport 
systems, ownership may be shared amongst different parties, possibly resulting 
in responsibility issues). Besides addressing these barriers, we also need a more 
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detailed understanding of the change process, and a clear vision on how to 
transition from current operations to future operations, why we should 

transition in the first place, and how it helps to make our businesses more 

sustainable. Also due to the limitations of regulatory issues, small steps may be 
required to pave the way towards fully automated, and fully autonomous 
logistics systems. The added-value, enabling factors, and possible side-effects 
should be studied and made explicit, for each of the possible small steps. Indeed, 
one may wonder, whether we are able to deploy truly cooperative (and social) 
systems in conjunction with autonomous decision-making, in which humans 
are relieved from (all) their duties, if we are not able to first deploy semi-
cooperative, semi-social, and semi-autonomous solutions in which some – but 
not all – traits of self-organization are established.  

6. Understand the changing role of humans in increasingly automated and 

autonomous logistics systems, particularly with respect to human-machine 

interaction. 
Parallel to the transition from manual transport systems to automated transport 
systems, we also need to understand the changing role of humans in this 
transition. The field of self-organizing logistics should also focus on change 

management, identifying how humans respond to these kinds of technological 
changes, how it impacts their work, and how they will interact with (future) 
machines. If we are not able to expose the changing role of humans in the (step-
based) transition to automated and autonomous logistics systems, we also may 
not be able to establish credibility and gain acceptance by practitioners. If this 
is not the case, the field of self-organizing logistics may just remain purely 
theoretical, and may not be able to contribute to real-world problems.  

7. Establishing a useful focus on the temporal scale regarding autonomous 

decision-making for automated transport systems, ranging from 

evolutionary systems, who learn during a life-time, all the way to real-time 

decision-making through interaction with the environment and other actors 

and assets. 
The last few decades have witnessed an increasing amount of research and 
interest in artificial intelligence. A self-organizing logistics system is in many 

ways also an artificial system, typically inspired by biological systems. Much 

research focuses on learning systems (e.g., supervised, unsupervised, and 
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reinforcement) in which, simply speaking, we train systems based on historical 
data, to make adequate decisions in future states, which may not have been seen 
before. Such learning systems are widely applied in literature. We may view an 

evolutionary system (from nature) also as a learning system, in which we learn 
over time what works and what not (i.e., in terms of some sort of goal to be 
achieved). However, we also like to point the attention of researchers to systems 
which do not rely so heavily on learning (i.e., understanding history), but rather 
rely on living in the moment, making decisions as you go based on interaction 

with the environment and possibly with other actors or assets. We do not argue 
that both approaches are completely different, rather we see them as two 
(extreme) points on the same temporal scale. To exemplify, evolution itself is 
on one extreme of the temporal scale, relying on millions of years of decision-
making to evolve and to create conditions in which likelihood of survival is 
maximized. The result of this evolution may be intrinsically simple, e.g., the 
flocking behaviour of birds, relying on three simple rules. These simple rules do 
not require historical data or learning approaches to understand what works 
and what does not work. Therefore, in the light of self-organizing logistics, we 
are also interested in the other side of the temporal scale: (seemingly) simple 
rules that rely on in-the-moment, bio-inspired decision-making, to enable 

adaptive, flexible and resilient decision-making systems. More research is 
needed to study different focal points on the temporal scale, and how it 
influences cooperativeness, autonomy, and self-organization. In our view, 
researching the temporal scale is motivated by the following: current research 
focuses heavily on one side of the temporal scale (i.e., learning based on 
historical data), while these systems only capture what we have seen before but 
may fail to recognize (or respond adequately to) unknown and changing 
environments.  
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Summary 
 
 

“Allez en avant, et la foi vous viendra.” 
- Jean d’Alembert 

 
To cope with the many challenges the logistics sector faces and to build future-proof and 
resilient logistics systems, there is an ongoing paradigm shift from centralised control of 
‘non-intelligent assets’, towards decentralised control of ‘intelligent assets’. This shift is 
motivated by the increasing complexity of global challenges, such as heterogeneous 
markets with high demand fluctuations, short product life cycles with high product 
variations, and pressure on logistics systems due to high customer expectations, e.g., 
short delivery times, delivery time reliability, and delivery flexibility. Logistics companies 
simultaneously aim for high resource utilization, efficient control methods, robust and 
changeable logistics processes, sustainable and circular products and services, and the 
ability to quickly and effectively react to changes, disturbances, and opportunities in the 
market. The rationale behind tackling these challenges, and to optimize and streamline 
logistics operations is not only motivated by trying to thrive in a competitive market, but 
also motived by making a contribution to global sustainability goals such as 
decarbonization, human well-being, responsible consumption and production and 
climate actions. 

The transition from hierarchical control structures to heterarchical control structures 
enables assets to become intelligent. Intelligent assets could include raw materials, 

components or products, as well as transit equipment (e.g., pallets, packages) and 
transportation systems (e.g., conveyers, trucks and cars). By delegating control to assets, 
we enable autonomous behaviour, i.e., decision-making without external or central 
control. Through cooperation with the environment and other assets, the system may be 
able to organise itself. That is, without external or central control or maybe even without 

a reference to the global objectives of the system. In other words, a self-organizing system 
consists of autonomous assets, each with their own goal. Through mutual cooperation 
they are able to achieve a common goal. In this thesis, we view self-organizing logistics 
as a way to cope with the complex, dynamic and stochastic nature of the logistics sector 
and the abovementioned challenges. To advance the field of self-organizing logistics, the 
main research objective of this thesis can be formulated as follows: 
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To conceptualize and characterize the notion of self-organizing logistics (SOL) 

and to explore its operational opportunities as enabler of autonomous cooperation 

and control of automated transport systems 

 
The chapters of this thesis are divided into five parts. In Part I, we provide an 
introduction to self-organizing logistics in Chapter 1 and provide a review of related 
literature in Chapter 2. Based on the insights from literature, we present a SOL typology 
in Chapter 3, which identifies fifteen elements related to SOL across four groups: system 
architecture, cooperativeness, autonomy, and features. In the final chapter of Part I, 
Chapter 4, we present a methodological simulation framework that identifies seven steps 
to perform a simulation study with a focus on SOL and automated transport systems. 
This chapter also serves as a general explanation of the simulation studies that are 
performed in Chapters 5 through 10 of this thesis. 
 In Part II of this thesis, we discuss two case studies on automated transport systems 
in combination with SOL in closed areas. In Chapter 5 we design an agent-based 
planning system for automated vehicles at a distribution centre, to automate the process 
of shunting trailers. We decompose a centralized planning system into functional agents, 
where each agent solves specific parts of the global problem. We establish a certain degree 
of self-organization of automated shunting vehicles, by partially delegating decision-
making capabilities to agents, in a hybrid control hierarchy. Our system illustrates an 
application of automated decision-making for a small fleet of automated vehicles in a 
real-life, single-stakeholder, confined environment, resulting in a lowly cooperative and 
semi-autonomous planning system. In Chapter 6, we present a use case on agricultural 
mobile robots. We present a design to transition from a non-cooperative, to a cooperative 
fleet of manure cleaning robots. We establish interaction between manure collecting 
robots to form teams of various compositions to jointly clean dairy farms, in a similar 
approach to how snowploughs operate on highways. Using simulation, we assess the 
impact of cooperative behaviour on the planning and control of a small fleet of mobile 
robots, under a periodic cycling strategy and compare a homogeneous, non-cooperative 

fleet with a homogeneous, cooperative fleet of mobile robots in a confined, single-

stakeholder environment. Results from our simulation experiments suggest that 
cooperative manure collecting robots are able to increase the minimum cleanliness of the 
barn whilst simultaneously decreasing the number of robot-cow interactions. The latter 
is directly related to increasing cow welfare. 
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In Part III we study two use cases in mixed-traffic environments. In Chapter 7, we design 
an agent-based planning system for automated vehicles for the horizontal transport at 
brownfield container terminals. We pay specific attention to the transition of either 
manual or automated terminals, to mixed-traffic terminals, where non-automated 
vehicles and automated vehicles share the same infrastructure. Moreover, we establish a 
certain degree of self-organization by introducing dynamic rerouting to avoid deadlocks 
and dynamic scheduling to avoid sub-optimal schedules. Results from our simulation 
experiments suggest that our mixed-traffic approach yields high utilization rates with a 
comparable number of vehicles as typically used in manually operated terminals. 
Moreover, a drop in port productivity can be expected when the number of manual 
vehicles (i.e., road trucks) increases. For mixed-traffic terminals it is thus crucial to 
regulate the arrival intensity of road trucks. In Chapter 8, we study a to-be-developed 
extended gate in the Port of Flushing, which serves as a buffer and decoupling area 

between the first-and-last-mile transport and the long-haul. Trucks no longer drive 
directly to the terminals in the port area, but are decoupling on the extended gate, close 
to the port area. Automated vehicles are deployed to transport containers to and from 
the extended gate and the terminals. The aim is to reduce traffic congestion in the port 
area and to enable efficient planning of the first-and-last-mile transport. Using 
simulation, we study how manual and automated vehicles can share the same 
infrastructure on the extended gate. Our experiments suggest that different traffic rules 
do not influence the performance nor the safety of the extended gate when mixing 
manual and automated transport. When manual and automated traffic are separated 
based on time-slots, the cycle times of the AYTs increase by 25% due to additional 
waiting time on the extended gate. On the other hand, due to the separation of manual 
and automated transport, the safety on the extended gate is expected to increase. Lastly, 
our experiments suggest that a shared fleet of automated vehicles in combination with 
our approach, results in a fair allocation of transport capacity for the different terminals 
in the port area, regardless of their size, both in terms of the average waiting time and the 
standard deviation of the waiting time.  
 In Part IV we study self-organizing logistics with automated vehicles on the open 
road using two use cases. In Chapter 9, we design an agent-based matchmaking system 
for truck platooning. We focus on matching for real-time platooning (matchmaking 
close before departure) and opportunistic platooning (matchmaking while driving). We 
study a semi-automated driving solution for the open road at a truck stop in the Port of 
Rotterdam and the ring of Rotterdam, for both single-brand and multi-brand platooning. 
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To this extent, we develop decentral matchmaking algorithms between road trucks to 
coordinate routing and planning in order to establish mutual agreement on the 
conditions and shared benefits of the platoon and assess the impact of truck platooning 
on logistics performance indicators using simulation. Our simulation results show that 
the most influential factors in both platoon formation and the total platoon profitability 
are wage savings and the possibility of different truck brands to platoon together. More 
specifically, the simulation results suggest that without any wage savings, i.e., only 
considering fuel savings, platooning does not provide significant benefits in our case 
study. However, with wage savings, potential savings of 0.26 euro per kilometre can be 

realized. In Chapter 10, we assess the impact of deploying automated systems in the form 
of drones and street robots, to assist a human driver in the parcel delivery process in 
urban areas. We focus on a delivery van in a simplified neighbourhood with two types of 
parcels (light and heavy), under a synchronization approach to minimize the total 
makespan. Our synchronization approach aims to align the efforts of human delivery, 
drone-delivery and street robot delivery. Moreover, we introduce a degree of 
cooperativeness and a degree of autonomy in the parcel delivery process for urban areas 
by establishing a cooperative, (semi-) autonomous ensemble of delivery options. Our 
simulation results suggest that the synchronization approach is accurate enough to 
support tactical decision making to determine which networks are suitable for combined 
truck–drone–robot delivery. Moreover, we show that the delivery makespan can 
drastically be reduced when drones or street robots are deployed, particularly when – 
next to the street robots - the driver is employed to deliver heavy parcels. 
 In Part V we unify the insights from the previous parts. In Chapter 11, we unify the 
findings of the literature review from Chapter 2 and the findings from the use cases from 
Chapters 5-10 into a two-dimensional self-organizing logistics framework. The 
motivation of this framework is our aim to construct a more unified theory and 
vocabulary of self-organizing logistics. The framework is presented alongside the axes 
degree of autonomy and degree of cooperativeness and reveals four quadrants. We 
illustrate the use of the framework by positioning twenty noteworthy papers from our 
literature review and by positioning the use cases presented in Chapters 5 through 10. 
Additionality, the framework identifies promising research directions and reveals 
different options to design (partially) self-organizing logistics systems. In Chapter 12, we 
discuss our findings in a broader context and present a set of guidelines for self-
organizing logistics. These guidelines serve as a starting point for practitioners and 
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researchers interested in self-organizing logistics. It connects several notions related to 
self-organization and provides insights into how to design logistics control systems in 
the light of self-organization, given certain system characteristics, such as application 
area (confined, mixed-traffic, or open road), number of assets involved, number of 
(conflicting) stakeholders, and environment dynamics. 
 When a low number of assets (e.g., automated vehicles) needs to be controlled, we 
expect that a central control structure with global optimization is a suitable design, 
particularly in single-stakeholder environments. Such systems are typically highly 
predictable with a low level of dynamism (i.e., static), but with a low degree of 
adaptability. When a system includes multiple (competing) stakeholders, we expect that 
a central system may no longer be feasible due to the requirement that all stakeholders 
need to share information with a trusted central party, and that a central system may not 
adequately represent the interests of the different stakeholders. We therefore expect a 
shift to hybrid control structures with more decentral elements. The degree of autonomy 
may also need to increase. As a result, the predictability may go down and the adaptability 
of the system needs to increase, particularly in mixed-traffic or open road environments. 
Due to the increased number of stakeholders, we also expect that a higher degree of 
cooperativeness is required, e.g., to align interests.  
 When the number of assets increases (e.g., an increased fleet size of automated 
vehicles), the complexity of the system increases. Global optimization techniques may 
result in scalability issues and no longer provide decision-making in a timely manner. 
We thus may transition to an agent-based control system or deploy rule-based or 
learning-based decision-making. The delegation of control to lower levels in the control 
hierarchy may increase, particularly in mixed-traffic and open road environments. As a 
result, the intelligence of the system will move to the collective level and the degree of 
autonomy increases. We also may expect that the degree of cooperativeness increases 
with more assets. 
 When the assets can freely join or leave the system, we refer to this as an open system 

and it brings several changes in the characteristics of the logistics control system. A 
central control structure may no longer be feasible as it typically does not allow for timely 
reconfigurability. Moreover, the system needs to be adaptive to allow parties to join and 
leave the system, and as a result the dynamism of the system may increase. Also, the 
system should quickly react to such changes in order to maintain an effective logistics 
system, and thus global optimization techniques may no longer be useful. Rather, we 
transition to rule-based or learning systems. As a consequence, the intelligence emerges 
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from the collective level opposed to a system level and the data requirements are reduced 
(e.g., aggregate data on a central level is no longer required). Lastly, we expect that the 
degree of cooperativeness and degree of autonomy should increase as the system is now 
open and decisions may be made on a lower level with increased cooperation between 
assets. As such, the degree of self-organization is also expected to increase significantly. 
 In a confined area, there is a high level of control of the environment in which the 
logistics system is situated. As such, these environments are typically predictable and a 
central control system may thus be suitable, particularly when the system is closed and 
with a small number of assets to control. In a mixed-traffic environment the level of 
control decreases, as both manual and automated vehicles share the same infrastructure. 
The behaviour of the manual vehicles may not be easily predicted and as such the system 
becomes more dynamic. The system should be able to adapt to various scenarios in an 
increasingly stochastic environment. Cooperation between manual and automated 
vehicles seems essential and automated vehicles should be equipped with a certain 
decision-latitude to facilitate timely decision-making in unknown environments. These 
effects are further amplified when the system operates in an open road environment (e.g., 
highways or urban areas), where typically there is no to very little control of the 
environment. The logistics control system thus needs to cope with such an unpredictable 
and dynamic environment. As such, the degree of self-organization of systems in an open 
road area needs to be much higher than in a confined area, particularly in open systems, 
multi-stakeholder environments, and in systems with a high number of assets. 
 In Chapter 13, we close with conclusions and a discussion. The most important 
conclusions are summarized below.  

• Self-organizing logistics can be defined as follows: self-organizing logistics is a 

logistics control system in which decision latitudes are – at least partially – 

delegated to intelligent, autonomous assets through decentralization, to achieve 
some form of optimization. From this definition, we distil three notions on 

which SOL is built:  
1. decision-making for (complex) problems in logistics control systems,  
2. some or all of the decision-making capabilities are distributed 

throughout the control hierarchy, and 
3. to reach some form of optimization, the assets in the system need to 

have a certain level of intelligence in order to make decisions (partially) 
autonomously. 
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• Self-organizing logistics can be characterized by fifteen elements. These 
elements are connected in our SOL typology. This typology consists of four 
groups: 

• system architecture (control hierarchy, decision-making method, 
location of decision-making, location of data), 

• cooperativeness (interactions, and openness),  

• autonomy (delegation of control, level of order, micro-macro-effect, 
dynamism), and 

• features (intelligence, predictability, adaptability, data requirements, 
and ease of implementation). 

• Self-organizing logistics in combination with automated transport can be 
studied using simulation. We present a methodological simulation framework 
that combines elements from a step-wise approach to a sound simulation study 
and elements specific to modelling self-organizing logistics. Our step-wise 
approach consists of the following seven steps: 
1. Determine the goal of the simulation study 
2. Determine the scope and establish a useful demarcation 
3. Determine the right amount of detail 
4. Identify the actors, assets, functions and the environment 
5. Determine the right level of autonomy and intelligence and expose the 

interactions in the system 
6. Identify the data required to perform the simulation study 
7. Implement the simulation model in a proper simulation software package, 

perform experiments, and write documentation.  
• We identify the degree of autonomy and the degree of cooperativeness as the 

most important axes regarding SOL. Both of these axes can be divided into four 
groups related to the score per axis. This results in a two-dimensional 
framework that enables us to compare different logistics control structures in 
terms of self-organization. We position a part of the reviewed literature in the 
framework and find that lowly self-organizing systems are typically 
concentrated in the lower-left quadrant and the higher the degree of self-
organization of a system, the more it moves to the top-right quadrant. 
Moreover, we use the framework to position the six use cases presented in this 
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thesis and utilize the framework to identify interesting research directions by 
either increasing the degree of cooperativeness or the degree of autonomy. 

 
Following these conclusions, we present a section in which we discuss seven open 

problems in self-organizing logistics. These problems are, in our view, important to 

address to advance the field of self-organizing logistics and to facilitate the uptake of self-
organizing solutions in practice. The seven open problems are summarized below: 

1. Constructing a unified theory and vocabulary for self-organizing logistics.  
2. Explicitly research the interplay between cooperativeness and autonomy. 
3. Establishing rigorous benchmarks and test environments to test 

cooperative versus non-cooperative behaviour, autonomous versus non-
autonomous decision-making, and self-organizing versus non-self-
organizing systems.  

4. Identifying the enabling factors and motivation for adopting automated 
transport systems and the resulting system design choices, both from a 
theoretical- and a practical point-of-view. 

5. Understanding the transition from manual transport systems and manual 
decision-making, to fully automated transport systems and fully 
autonomous decision-making.  

6. Establishing mechanisms to understand the changing role of humans in 
increasingly automated and autonomous logistics systems, particularly 
with respect to human-machine interaction. 

7. Establishing a useful focus on the temporal scale regarding autonomous 
decision-making for automated transport systems, ranging from 
evolutionary systems, who learn during a life-time, all the way to real-time 
decision-making through interaction with the environment and other 
assets. 
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Samenvatting 
 
 

“Het mooiste overkomt je, het minste is bedacht.” 
- Freek de Jonge 

 
Om toekomstbestendige en robuuste logistieke systemen te ontwikkelen is er een trend 
gaande om centraal-aangestuurde systemen te vervangen door decentrale ‘intelligente’ 
systemen. Dergelijke systemen kunnen zelf-organiserend gedrag vertonen zodat er 
minder of geen supervisie benodigd is. Het inzetten van zelf-organiserende systemen 
wordt gemotiveerd door de toenemende complexiteit van wereldwijde uitdagingen, zoals 
heterogene markten met hoge vraagfluctuatie, korte levenscycli van producten met een 
groot aantal productvariaties, en toenemende druk op logistieke systemen door 
groeiende behoeftes van klanten, zoals korte levertijden, hoge leverbetrouwbaarheid en 
flexibiliteit in leveringen. Tegelijkertijd streven logistieke dienstverleners naar een hoge 
utilisatie van hun middelen, robuuste en aanpasbare logistieke processen en de 
mogelijkheid om snel en effectief te reageren op veranderingen in de markt. Het 
aanpakken van deze uitdagingen wordt niet alleen gemotiveerd door het optimaliseren 
van logistieke processen om te overleven in een competitieve markt. Het is ook belangrijk 
om een bijdrage te leveren aan het welzijn van de mens door het nastreven van mondiale 
duurzaamheidsdoelen, zoals CO2-vermindering, verantwoorde consumptie en productie 
en het tegengaan van klimaatverandering.  

De transitie naar decentrale systemen maakt het mogelijk dat bepaalde middelen 
‘slim’ worden, waaronder grondstoffen, componenten, producten, vervoersmiddelen en 
complete transportsystemen. Door het delegeren van bepaalde beslissingen naar deze 
middelen, zorgen we ervoor dat deze laatste (volledig) autonoom worden. Door 

samenwerking tussen slimme middelen, kan het systeem in staat zijn om ‘zichzelf te 
organiseren’. Dat wil zeggen, zonder externe of centrale controle en wellicht zelfs zonder 
een referentiekader over de einddoelen van het systeem. Zulke zelf-organiserende 
systemen bestaan uit slimme, autonome middelen, elk met eigen doelstellingen. Door 
samenwerking met andere slimme middelen zijn ze in staat om een bepaalde vorm van 
globale optimalisatie te bereiken.  

Aansluitend op de genoemde problematiek, adresseren we in dit proefschrift, 
zelforganisatie in het logistieke domein, met als hoofddoelstelling: 
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Het conceptualiseren en karakteriseren van het begrip zelforganiserende logistiek en het 

verkennen van de operationele mogelijkheden ervan, als aanjager van autonome 

samenwerking en besturing van automatische transportsystemen. 

 
Dit proefschrift is opgedeeld in vijf delen. In deel I presenteren we een introductie tot 
zelforganiserende logistiek in Hoofdstuk 1, en geven een overzicht van de gerelateerde 
literatuur in Hoofdstuk 2. Op basis van de bevindingen uit de literatuur, presenteren we 
een typologie voor zelforganiserende logistiek in Hoofdstuk 3. We karakteriseren 
zelforganiserende logistiek middels vijftien elementen, verdeeld over vier groepen 
(systeemarchitectuur, samenwerking, autonomie, en eigenschappen). Het laatste 
hoofdstuk in deel I, Hoofdstuk 4, geeft een methodologisch simulatie-raamwerk weer, 
dat we gebruiken als ruggengraat voor de hoofdstukken in delen II-IV. Dit raamwerk 
biedt een stapsgewijze aanpak voor het ontwikkelen van simulatiemodellen die gericht 
zijn op het bestuderen van zelforganiserende logistiek, specifiek op het gebied van 
zelfrijdende vervoerssystemen.  

In deel II van dit proefschrift bespreken we twee casussen van zelfrijdend vervoer in 
combinatie met zelforganiserende logistiek op afgesloten terreinen. In Hoofdstuk 5 
ontwerpen we een agent-gebaseerd planningssysteem voor zelfrijdende 
rangeervoertuigen bij distributiecentra. We laten zien hoe een centraal 
besturingssysteem gedecomponeerd kan worden in intelligente en autonome agenten. 
Door het delegeren van beslissingen naar deze agenten, bereiken we een bepaalde mate 
van zelforganisatie van de zelfrijdende voertuigen. Deze casus illustreert de inzet van 
autonome beslissingen door een kleine vloot van zelfrijdende voertuigen in een gesloten 
omgeving met één probleemeigenaar. In Hoofdstuk 6 bestuderen we een logistieke 
toepassing in het melkveebedrijf door schoonmaakrobots aan te sturen. We maken een 
transitie van non-coöperatieve naar coöperatieve robots door ze in verschillende 
configuraties samen de stal schoon te laten maken. Middels simulatie bestuderen we de 
impact van deze coöperatieve teams.  
 In Deel III bestuderen we twee casussen op semi-afgesloten gebieden waar zowel 
manueel als zelfrijdend vervoer zijn toegelaten. In Hoofdstuk 7 onderzoeken we een 
containerterminal en bestuderen middels simulatie hoe de transitie van een volledig 
manueel systeem naar een mix van manueel en zelfrijdend vervoer kan worden 
vormgegeven. Via dynamische routering en dynamisch plannen door de semiautonome 
voertuigen op de terminal, bereiken we een bepaalde mate van zelforganisatie van deze 
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vloot. In Hoofdstuk 8 onderzoeken we het concept van een vooruitgeschoven poort voor 

zeehavens. In een dergelijk systeem rijden vrachtwagens niet langer rechtstreeks naar de 
terminals in het havengebied om goederen op te halen en weg te brengen, maar worden 
ze ontkoppeld op een parkeerterrein in de buurt van de haven. Vanaf dit parkeerterrein 
rijden zelfrijdende shuttles van en naar de terminals om de goederen op te halen en weg 
te brengen. Op deze manier kan filevorming in het havengebied worden tegengegaan en 
wordt het ophaal- en wegbreng proces gemakkelijker te plannen. We onderzoeken hoe 
manueel en zelfrijdend vervoer samen gebruik kunnen maken van dezelfde 
infrastructuur op het parkeerterrein. Het veranderen van standaard verkeersregels lijkt 
geen invloed te hebben op de veiligheid en de doorstroom van het verkeer op het 
parkeerterrein. Verder tonen we aan hoeveel zelfrijdende voertuigen benodigd zijn om 
een bepaalde performance te halen met het automatische ophaal- en wegbreng proces. 
Als laatste onderzoeken we hoe een gemeenschappelijke vloot van zelfrijdende 
voertuigen eerlijk verdeeld kan worden over de verschillende terminals in het 
havengebied.  
 In deel IV bestuderen we zelforganiserende logistiek met zelfrijdende voertuigen op 
de openbare weg middels twee casussen. In Hoofdstuk 9 onderzoeken we het 
planningsproces van truck platooning, een semiautonoom konvooi van vrachtwagens op 

de openbare weg. We ontwikkelen een decentraal, agent-gebaseerd matchmaking 
systeem om konvooien van vrachtwagens te vormen. We onderzoeken het formeren van 
konvooien zowel vlak vóór vertrek op een parkeerplaats in de Rotterdamse haven, als 
tijdens het rijden op de ring van Rotterdam. We bestuderen ook de mogelijkheid om 
konvooien te vormen van vrachtwagens van verschillende merken en wat voor invloed 
dit heeft op het aantal konvooien. We tonen aan dat het meest winstgevende scenario 
voor truck platooning zich voordoet wanneer er per konvooi slechts één chauffeur 
benodigd is. In Hoofdstuk 10 bestuderen we een pakketbezorgingsdienst in woonwijken 
waar de bestelbus niet langer is toegestaan in de kleine straten van de wijk. Het doel is 
om congestie en overlast te verminderen. In plaats daarvan heeft de chauffeur meerdere 
drones en robots ter beschikking om te helpen met de bezorging. We presenteren een 
synchronisatie-aanpak om de verschillende bezorgmogelijkheden op elkaar af te 
stemmen. Met behulp van simulatie tonen we aan wat de impact is van deze 
semiautonome en coöperatieve manier van pakketbezorging.  
 In deel V brengen we alle inzichten van de vorige delen samen. In Hoofdstuk 11 
presenteren we een tweedimensionaal raamwerk voor zelforganiserende logistiek. We 
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beargumenteren dat zelforganiserende logistiek een samenspel is van autonomie en 
coöperativiteit. Aan de hand van deze twee dimensies positioneren we de besproken 
casussen alsmede een deel van de relevante literatuur. In Hoofdstuk 12 presenteren we 
een set met richtlijnen om zelforganiserende logistieke systemen te ontwerpen. We 
maken onderscheid tussen verschillende kenmerken van het logistieke systeem, 
waaronder het aantal deelnemers, of het een open of gesloten systeem is, en of het vervoer 
zich op een gesloten terrein afspeelt, op een gedeeld terrein, of op de openbare weg. Voor 
elke combinatie van deze kenmerken, presenteren we een richtlijn over hoe de vijftien 
elementen uit het raamwerk van Hoofdstuk 3 er uit zouden moeten zien. Daarnaast 
spreken we onze verwachting uit voor de hoeveelheid autonomie, de hoeveelheid 
coöperativiteit, en de resulterende mate van zelforganisatie per combinatie van 
kenmerken. In Hoofdstuk 13 sluiten we het proefschrift af door terug te koppelen naar 
ons onderzoeksdoel en door de onderzoeksvragen te beantwoorden. De belangrijkste 
conclusies worden hieronder samengevat.  
 

• Zelforganiserende logistiek kan als volgt worden gedefinieerd: zelforganiserende 
logistiek is een logistiek besturingssysteem waarin beslissingsbevoegdheden - op 

zijn minst gedeeltelijk - worden gedelegeerd naar intelligente en autonome 

agenten door middel van decentralisatie teneinde een bepaalde vorm van 

optimalisatie te bereiken. Op basis van deze definitie kunnen we de volgende 
pijlers van zelforganiserende logistiek vaststellen: 

1. Er worden beslissingen gemaakt voor complexe problemen in de 
logistieke sector, 

2. Sommige of alle beslissingsbevoegdheden zijn gedistribueerd door de 
besturingsarchitectuur, 

3. Om een vorm van optimalisatie te bereiken, dienen de agenten een 
bepaald niveau van intelligentie te bezitten om beslissingen (deels) 
autonoom te nemen.  

 

• Zelforganiserende logistiek kan worden gekarakteriseerd door middel van 
vijftien elementen. Deze elementen hebben we samengevoegd tot een typologie 
voor zelforganiserende logistiek. De typologie omvat vier groepen elementen: 
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1. Systeemarchitectuur (hiërarchie, beslissings-methodiek, locatie van 
het maken van beslissingen, bron van de data, en locatie van het 
verwerken van data)  

2. Coöperativiteit (interacties en openheid) 
3. Autonomie (delegeren van beslissingen, volgtijdelijkheid, micro-

macro effecten, en dynamiek) 
4. Eigenschappen (intelligentie, voorspelbaarheid, 

aanpassingsvermogen, data-benodigdheden en de moeilijkheid van 
implementatie).  

 

• Zelforganiserende logistiek in combinatie met zelfrijdend transport kan 
onderzocht worden middels simulatie. Hiertoe presenteren we een stapsgewijze 
aanpak om een simulatiemodel te ontwikkelen: 

1. Formuleer een doel 
2. Bepaal de focus en afbakening 
3. Bepaal het juiste detailniveau 
4. Identificeer de actoren, middelen, functies en de omgeving.  
5. Stel het juiste niveau van autonomie en intelligentie vast en leg de 

interacties in het systeem bloot.  
6. Identificeer de data-benodigdheden om de studie uit te voeren.  
7. Implementeer het simulatiemodel in een geschikt softwarepakket, voer 

experimenten uit en rapporteer de resultaten.  
 

• Het begrip zelforganiserende logistiek kan grafisch worden geïllustreerd aan de 
hand van twee assen: de mate van autonomie, en de mate van coöperativiteit. 
Elk van deze assen kan worden onderverdeeld in vier groepen conform de score 
per as. Dit resulteert in een tweedimensionaal raamwerk dat verschillende 
logistieke systemen met elkaar kan vergelijken in relatie tot zelforganisatie. We 
zien dat laag zelforganiserende systemen ook laag op autonomie en 
coöperativiteit scoren, terwijl hoog zelforganiserende systemen juist hoog op 
autonomie en coöperativiteit scoren. Daarnaast zien we dat hoog 
zelforganiserende systemen vaak een decentrale architectuur hebben, terwijl 
laag zelforganiserende systemen vooral een centrale architectuur hebben. De 
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kracht van dit raamwerk is dat het de gebruiker uitnodigt om na te denken over 
alternatieve ontwerpen en uitbreidingen van bestaande systemen.  

 
Aansluitend op bovenstaande conclusies, presenteren we een discussiesectie waarin we 
de open problemen van zelforganiserende logistiek bespreken. Deze open problemen 

dienen naar onze mening geadresseerd te worden om het onderzoeksveld op het gebied 
van zelforganiserende logistiek vooruit te helpen. De geïdentificeerde open problemen 
worden hieronder samengevat: 

1. Het ontwikkelen van een overkoepelende theorie en een helder vocabulaire 
voor zelforganiserende logistiek. 

2. Het expliciet onderzoeken van het samenspel tussen autonomie en 
coöperativiteit.  

3. Het ontwikkelen van benchmarks en testomgevingen om te onderzoeken 
wat de effecten zijn wanneer er aan logistieke systemen concepten als 
coöperatief gedrag, autonome beslissingen en zelforganiserende elementen 
worden toegevoegd.  

4. Het identificeren van stimulerende factoren om zelfrijdende 
transportsystemen in de praktijk te gebruiken, alsmede het creëren van 
daarop afgestemde ontwerpkeuzes van logistieke aansturing. 

5. Het onderzoeken van de (langzame) transitie van manuele 
voertuigsystemen naar volledig autonome voertuigsystemen.  

6. Het onderzoeken van de veranderende rol van de mens in toenemende 
automatisering in de logistieke sector en hoe de interactie tussen mens en 
machine er uit moet zien.  

7. Het vaststellen van de juiste focus voor zelforganiserende logistiek in 
termen van de balans tussen complexe en simpele modellen. Dat wil 
zeggen, kunnen we zelforganiserende logistiek verwachten wanneer onze 
systemen zich focussen op uitgebreide modellen uit de kunstmatige 
intelligentie, bijvoorbeeld vergelijkbaar met hoe evolutie ‘leert’. Of kunnen 
we zelforganisatie juist verwachten in ogenschijnlijk simpele systemen die 
snel en behendig kunnen reageren in snel veranderende omgevingen, 
zonder (al te veel) aandacht te besteden aan kennis uit het verleden.  
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Appendix I: Classification of literature (part A) 
 

ID APA reference 
(authors, year) 

Application area Problem 
instance 
size 

Mode of 
transport 

Decision Level of 
delegation of 
control 

Control 
hierarchy 

Where is the 
autonomy? 

Escalation 
levels 

1 (Agrawal et al., 
2016) 

City & Urban 
Logistics Very large Trucks Operational 

Transport 
Planning Hybrid Decentral None 

2 (Arendt et al., 
2016) Transport Large Trucks Operational 

Transport 
Planning Hybrid Decentral 

Aid decision-
making 

3 (Bǎdicǎ et al., 
2020) Transport Medium Trucks Operational 

Transport 
planning Central Central None 

4 (Barenji et al., 
2019) Internal Logistics 

& Material Flow Medium 

Automated 
Vehicles & 
Robots Tactical Intralogistics Hybrid Hybrid None 

5 (Bartholdi et al., 
2010) 

Internal Logistics 
& Material Flow Very large Other Operational Intralogistics Decentral Decentral None 

6 (Baykasoglu & 
Kaplanoglu, 2011) Transport Large Trucks Operational 

Transport 
Planning Decentral Decentral None 

7 (Baykasoglu et al., 
2011) Transport 

Not 
specified Trucks Operational 

Multiple 
decisions Decentral Decentral None 

8 (Baykasoglu & 
Kaplanoglu, 2015) Transport Medium Trucks Operational 

Transport 
Planning Hybrid Decentral None 

9 (M. Becker et al., 
2006) 

General Supply 
Chains 

Not 
specified Not specified Operational 

Transport 
Planning Decentral Decentral None 

10 (T. Becker et al., 
2016) 

Ports & 
Terminals Very large Cars Operational Not specified 

Not 
specified Not specified None 

11 (Bernaer et al., 
2006) 

Inter & Multi-
modal Transport 

Not 
specified Multimodal Operational 

Transport 
Planning Decentral Decentral 

Interaction 
with planner 

12 (Berndt, 2013) General Supply 
Chains Small  Not specified Tactical 

Manage 
processes Decentral Decentral None 
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13 (Besselink et al., 
2016) Transport Very large Trucks Operational Vehicle control Hybrid Central None 

14 (Blom et al., 2020) Internal Logistics 
& Material Flow Medium Trucks Tactical 

Transport 
Planning Decentral Decentral None 

15 (Boussier et al., 
2009) 

City & Urban 
Logistics 

Not 
specified Delivery vans Operational Not specified 

Not 
specified Not specified None 

16 (Carpanzano et al., 
2014) 

Internal Logistics 
& Material Flow Medium 

Internal 
transport Operational 

Transport 
Planning Decentral Decentral 

Supervisory 
control 

17 (Carpanzano et al., 
2016) Internal Logistics 

& Material Flow Medium 

Automated 
Vehicles & 
Robots Operational 

Transport 
Planning Decentral Decentral None 

18 (Chatterjee et al., 
2016) 

City & Urban 
Logistics 

Not 
specified Bikes Operational No delegation Central Central None 

19 (Cheng & Qi, 
2011) Transport Large Trucks Tactical 

Transport 
Planning Decentral Decentral None 

20 (Dangelmaier et 
al., 2004) Transport 

Not 
specified Not specified Operational 

Transport 
Planning Decentral Decentral None 

21 (Demirag & 
Swann, 2007) 

Ports & 
Terminals Medium 

Barges & 
Vessels Tactical 

Transport 
Planning Hybrid Hybrid None 

22 (Di Febbraro et al., 
2018) 

City & Urban 
Logistics Medium Cars Operational No delegation Central Central None 

23 (Di Febbraro et al., 
2016) 

Inter & Multi-
modal Transport Small  Trucks Tactical 

Transport 
Planning Hybrid Decentral None 

24 (Dimitriou & 
Stathopoulos, 
2011) 

Inter & Multi-
modal Transport Medium Trucks Strategic Network Design Decentral Decentral None 

25 (Dimitriou & 
Stathopoulos, 
2009) 

Ports & 
Terminals Small  Trucks Strategic 

Transport 
Planning Decentral Decentral None 

26 (Dorer & Calisti, 
2005) Transport 

Not 
specified Trucks Operational 

Transport 
Planning Hybrid Decentral 

Aid decision-
making 
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27 (Draganjac et al., 
2020) Internal Logistics 

& Material Flow Medium 

Automated 
Vehicles & 
Robots Operational 

Transport 
Planning Decentral Decentral None 

28 (Ebel & Eberhard, 
2019) Internal Logistics 

& Material Flow Small  

Automated 
Vehicles & 
Robots Operational Vehicle control Decentral Decentral None 

29 (Edelkamp & Gath, 
2013) Transport Very large Trucks Operational 

Transport 
Planning Decentral Decentral None 

30 (Erdmann et al., 
2020) Internal Logistics 

& Material Flow Small  

Automated 
Vehicles & 
Robots Operational No delegation Central Central None 

31 (Fazili et al., 2017) Transport Medium Trucks Operational No delegation Central Central None 
32 (Feljan et al., 2017) 

Transport 
Not 
specified Trains Operational Not specified Hybrid Central None 

33 (Feng et al., 2014) 
Transport 

Not 
specified 

Barges & 
Vessels Operational 

Information 
passing Hybrid Central None 

34 (Feng et al., 2015) 
Transport Medium 

Barges & 
Vessels Operational 

Resource 
scheduling Hybrid Decentral None 

35 (Feng et al., 2017) 
Transport Small  

Barges & 
Vessels Operational 

Resource 
scheduling Hybrid Decentral None 

36 (Fikar et al., 2015) 
Transport Large Trucks Operational 

Transport 
Planning Hybrid Decentral 

Aid decision-
making 

37 (Fikar et al., 2018) City & Urban 
Logistics Very large Delivery vans Operational 

Transport 
Planning Central Central None 

38 (Firdausiyah et al., 
2019) 

City & Urban 
Logistics Medium Trucks Tactical 

Multiple 
decisions Decentral Decentral None 

39 (Fischer et al., 
1994) Transport 

Not 
specified Trucks Operational 

Transport 
Planning Decentral Decentral None 

40 (Franke et al., 
2004) Transport Very large Not specified Operational 

Transport 
Planning Decentral Decentral None 
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41 (Gath et al., 2014) 
Transport Medium Generic vehicles Operational 

Transport 
Planning Decentral Decentral None 

42 (Gath et al., 2013) 
Transport Large Trucks Operational 

Transport 
Planning Decentral Decentral 

Aid decision-
making 

43 (Gath et al., 2015) 
Transport Very large Trucks Operational 

Transport 
Planning Decentral Decentral None 

44 (Gath et al., 2012) City & Urban 
Logistics Very large Bikes Operational 

Transport 
Planning Decentral Decentral None 

45 (Gerrits et al., 
2017) 

Internal Logistics 
& Material Flow Small  Trucks Operational 

Transport 
Planning Decentral Decentral None 

46 (Glicoes & Huhns, 
1996) Transport 

Not 
specified Multimodal Operational 

Transport 
Planning Decentral Decentral 

Supervisory 
control 

47 (Gontara et al., 
2019) Transport Medium Trucks Operational 

Transport 
Planning Central Central None 

48 (Gorodetski et al., 
2003) Transport Large Trucks Operational 

Transport 
Planning Hybrid Hybrid None 

49 (Gorodetsky et al., 
2012) Transport 

Not 
specified Trucks Operational 

Transport 
Planning Decentral Decentral None 

50 (Gronalt & 
Schindlbacher, 
2015) 

Inter & Multi-
modal Transport Medium Trains Tactical 

Transport 
Planning Hybrid Decentral None 

51 (Haass et al., 2015) 
Transport Small  Multimodal Operational 

Transport 
Planning Hybrid Decentral None 

52 (Hiari et al., 2017) 
Transport 

Not 
specified Trucks Operational 

Transport 
Planning Decentral Decentral 

Aid decision-
making 

53 (Hildmann & 
Martin, 2015) Transport Medium Not specified Operational 

Transport 
Planning Decentral Decentral None 

54 (Himoff et al., 
2006) Transport Very large Trucks Operational 

Transport 
Planning Hybrid Decentral 

Aid decision-
making 

55 (Hongler et al., 
2010) Transport 

Not 
specified Not specified Operational Vehicle control Decentral Decentral None 
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56 (Indrayadi et al., 
2002) Internal Logistics 

& Material Flow 
Not 
specified 

Automated 
Vehicles & 
Robots Operational 

Resource 
scheduling Decentral Decentral None 

57 (Irannezhad et al., 
2020) Transport 

Not 
specified Trucks Operational Collaboration Decentral Decentral None 

58 (Ivaschenko et al., 
2011) Transport Very large Trucks Operational 

Transport 
Planning Hybrid Decentral 

Interaction 
with operator 

59 (Jaaron & 
Backhouse, 2015) 

Reverse Logistics 
& Spare Parts 

Not 
specified Not specified 

Not 
Specified Not specified Decentral Not specified 

Aid decision-
making 

60 (Jedermann & 
Lang, 2008) Transport 

Not 
specified Trucks Operational 

Transport 
Planning Decentral Decentral 

Aid decision-
making 

61 (Joubert, 2017) Transport Medium Trucks Operational Routing Decentral Decentral None 
62 (Kaddoussi et al., 

2013) Transport Small  Trucks Operational Allocation Hybrid Hybrid None 
63 (Kaddoussi et al., 

2011) Transport Small  Multimodal Operational 
Transport 
Planning Hybrid Decentral None 

64 (Kalina et al., 
2013b) Transport Very large Trucks Operational 

Transport 
Planning Hybrid Decentral None 

65 (Kalina et al., 
2013a) Transport Very large Trucks Operational 

Transport 
Planning Decentral Decentral None 

66 (Karageorgos et al., 
2003) 

Internal Logistics 
& Material Flow Small  Not specified Operational 

Production 
planning Decentral Decentral None 

67 (Klumpp & 
Sandhaus, 2021) Transport Large Trucks Operational No delegation Hybrid Decentral 

Interaction 
with planner 

68 (Kundu & Dutta, 
2017) Transport Medium Trains Operational Vehicle control Decentral Decentral None 

69 (Lang et al., 2011) 
Transport Small  Other Strategic 

Transport 
Planning Decentral Decentral None 

70 (Lao & Leong, 
2002) Transport Very large Trucks Operational 

Transport 
Planning Decentral Decentral None 
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71 (Leung et al., 2016) Internal Logistics 
& Material Flow Very large 

Internal 
transport Operational Intralogistics Hybrid Central 

Aid decision-
making 

72 (Levchenkov & 
Gorobetz, 2005) 

Inter & Multi-
modal Transport Small  Trucks Operational 

Transport 
Planning Hybrid Hybrid None 

73 (Li et al., 2014) Inter & Multi-
modal Transport Small  Multimodal Operational 

Transport 
Planning 

Central or 
Decentral 

Central or 
Decentral None 

74 (Lieberoth-Leden 
et al., 2018) 

Internal Logistics 
& Material Flow Medium Generic vehicles Operational Intralogistics Hybrid Central None 

75 (Lokuge et al., 
2004a) 

Ports & 
Terminals Small  

Barges & 
Vessels Operational 

Transport 
Planning Hybrid Hybrid None 

76 (Lokuge et al., 
2004b) 

Ports & 
Terminals 

Not 
specified 

Barges & 
Vessels Operational 

Resource 
scheduling Hybrid Decentral None 

77 (Madani & Ndiaye, 
2019) 

City & Urban 
Logistics Small  Trucks Operational 

Transport 
Planning Central Central None 

78 (Máhr et al., 2009) 
Transport Small  Trucks Operational 

Transport 
Planning Decentral Decentral None 

79 (Malus et al., 2020) 
Internal Logistics 
& Material Flow Small  

Automated 
Vehicles & 
Robots Operational 

Transport 
Planning Decentral Decentral None 

80 (McKelvey et al., 
2009) Transport 

Not 
specified Multimodal Operational 

Transport 
Planning Decentral Decentral 

Aid decision-
making 

81 (Mehmann & 
Teuteberg, 2014) Transport Very large Trucks Operational 

Transport 
Planning Central Central None 

82 (Mejjaouli & 
Babiceanu, 2018) 

General Supply 
Chains Small  Trucks Operational 

Transport 
Planning Decentral Decentral None 

83 (Mes et al., 2013) 
Transport Small  Trucks Operational 

Transport 
Planning Decentral Decentral None 

84 (Mes et al., 2008) 
Internal Logistics 
& Material Flow Small  

Automated 
Vehicles & 
Robots Operational 

Transport 
Planning Decentral Decentral None 
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85 (Mukhutdinov et 
al., 2019) 

Internal Logistics 
& Material Flow Small  

Internal 
transport Operational 

Transport 
Planning Decentral Decentral None 

86 (Neagu et al., 2006) 
Transport Very large Trucks Operational 

Transport 
Planning Hybrid Decentral 

Aid decision-
making 

87 (Nechifor et al., 
2015) 

City & Urban 
Logistics 

Not 
specified Delivery vans Operational No delegation Central Central None 

88 (Omelianenko et 
al., 2019) Transport 

Not 
specified Trucks Operational No delegation Central Central None 

89 (Otto & 
Bannenberg, 2010) 

General Supply 
Chains Large Not specified Tactical Network Design Decentral Decentral None 

90 (Otto & Kirn, 
2006) 

General Supply 
Chains Medium Not specified Tactical Pricing Decentral Decentral None 

91 (Pashchenko et al., 
2015) Transport 

Not 
specified Trains Operational 

Transport 
Planning Decentral Decentral None 

92 (Poeting et al., 
2019) City & Urban 

Logistics Large 

Automated 
Vehicles & 
Robots Tactical 

Transport 
Planning Central Central None 

93 (Qiao et al., 2020) 
Transport Small  Trucks Operational 

Transport 
Planning Decentral Decentral None 

94 (Qu et al., 2015) 
Transport Medium Trucks Operational 

Transport 
Planning Central Central None 

95 (Quindt et al., 
2011) Agriculture 

Not 
specified Other Operational 

Transport 
Planning Hybrid Central 

Interaction 
with operator 

96 (Raba et al., 2019) Transport Medium Trucks Operational Not specified Central Central None 
97 (Rehák et al., 2006) 

Transport 
Not 
specified Generic vehicles Operational 

Transport 
Planning Hybrid Hybrid None 

98 (Reis, 2014) 
Transport Small  Trucks Tactical 

Transport 
planning Central Central None 

99 (Rivas & Ribas-
Xirgo, 2019) Internal Logistics 

& Material Flow Medium 

Automated 
Vehicles & 
Robots Operational 

Transport 
Planning Decentral Decentral None 
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100 (Robu et al., 2011) 
Transport Small  Trucks Operational Allocation Decentral Decentral 

Interaction 
with planner 

101 (Salas et al., 2019) General Supply 
Chains 

Not 
specified Trucks Tactical Network Design Hybrid Decentral None 

102 (Sarabia-Jacome et 
al., 2020) 

Ports & 
Terminals 

Not 
specified 

Barges & 
Vessels 

Not 
Specified No delegation Hybrid Decentral 

Aid decision-
making 

103 (Scholz-Reiter et 
al., 2011) Transport Medium Trucks Operational Intralogistics Decentral Decentral None 

104 (Schuhmacher & 
Hummel, 2018) 

Internal Logistics 
& Material Flow Small  

Internal 
transport Operational Intralogistics Decentral Decentral None 

105 (Senturk et al., 
2018) 

Ports & 
Terminals Small  

Barges & 
Vessels Operational 

Manage 
processes Decentral Decentral None 

106 (Serna-Urán et al., 
2018) 

City & Urban 
Logistics Very large Trucks Tactical 

Transport 
Planning Hybrid Decentral None 

107 (Sha & Srinivasan, 
2016) Transport Medium Trucks Tactical Network Design Decentral Decentral None 

108 (Shao et al., 2019) 
Transport Very large Trucks Operational Routing Central Central 

Interaction 
with operator 

109 (Singh et al., 2010) Transport Medium Trucks Operational Routing Decentral Decentral None 
110 (Singh et al., 2007) General Supply 

Chains Medium Not specified Operational 
Transport 
Planning Decentral Decentral None 

111 (Singh et al., 2008) City & Urban 
Logistics Very large Trucks Operational 

Transport 
Planning Hybrid Decentral None 

112 (Sitek et al., 2014) 
Transport Small  Generic vehicles Operational 

Transport 
Planning Central Central None 

113 (Sivamani et al., 
2014) Transport 

Not 
specified Delivery vans Operational Routing Decentral Decentral 

Interaction 
with customer 

114 (Śniezyński et al., 
2010) Transport Small  Trucks Operational Routing Decentral Decentral 

Supervisory 
control 

115 (Sprenger & 
Mönch, 2011) Transport Small  Trucks Strategic 

Transport 
Planning Central Central None 
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116 (D. Sun et al., 
2010) Internal Logistics 

& Material Flow Very large 

Automated 
Vehicles & 
Robots Operational Intralogistics Decentral Decentral None 

117 (Y. Sun & Li, 2020) 
Internal Logistics 
& Material Flow Small  

Automated 
Vehicles & 
Robots Operational Vehicle Control Decentral Decentral None 

118 (Ter Mors et al., 
2004) 

Inter & Multi-
modal Transport Large Trucks Operational 

Transport 
Planning Decentral Decentral None 

119 (Tsang et al., 2020) Transport Medium Trucks Operational No delegation Central Central None 
120 (Van Belle et al., 

2011) 
Internal Logistics 
& Material Flow 

Not 
specified Trucks Operational 

Resource 
scheduling Decentral Decentral None 

121 (Van Heeswijk, 
2020) Transport Medium Trucks Operational 

Transport 
planning Decentral Decentral None 

122 (Van Heeswijk & 
La Poutré, 2019) Transport Medium Not specified Operational 

Transport 
Planning Decentral Decentral None 

123 (Verma & 
Varakantham, 
2019) 

City & Urban 
Logistics Large Generic vehicles Tactical 

Demand 
Anticipation Hybrid Decentral None 

124 (J. Wang et al., 
2020) 

Internal Logistics 
& Material Flow Small  Picking robots Operational 

Transport 
planning Mixed Decentral 

Interaction 
with customer 

125 (X. Wang et al., 
2014) Transport Very large Trucks Operational 

Transport 
Planning Central Central None 

126 (Y. Wang et al., 
2015) Transport Large Generic vehicles Tactical No delegation Central Central None 

127 (Wenning et al., 
2007) Transport Medium Trucks Operational Routing Decentral Decentral None 

128 (Wenning et al., 
2006) Transport Medium Trucks Operational Routing Decentral Decentral None 

129 (Weyns et al., 
2005) Internal Logistics 

& Material Flow Small  

Automated 
Vehicles & 
Robots Operational 

Transport 
Planning Hybrid Decentral None 
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130 (Wojtusiak et al., 
2012) Transport Very large Trucks Operational 

Transport 
Planning Hybrid Decentral 

Supervisory 
control 

131 (Xiao et al., 2020) 
Internal Logistics 
& Material Flow Small  

Automated 
Vehicles & 
Robots Operational Not specified Hybrid Central None 

132 (Xiong et al., 2018) Transport Medium Trucks Operational No delegation Central Central None 
133 (Yang et al., 2017) General Supply 

Chains Small  Trucks Operational 
Transport 
Planning Central Central None 

134 (Yao et al., 2020) 
Internal Logistics 
& Material Flow Small  

Automated 
Vehicles & 
Robots Operational 

Transport 
Planning Central Central None 

135 (Q. Zhang & Li, 
2014) 

City & Urban 
Logistics Medium Generic vehicles Operational 

Transport 
Planning Hybrid Hybrid 

Interaction 
with operator 

136 (Y. F. Zhang et al., 
2013) Transport Medium Trucks Operational No delegation Central Central None 

137 (Zhu et al., 2000) 
Transport Small  Aircraft Operational 

Transport 
Planning Hybrid Hybrid None 
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Appendix I: Classification of literature (part B) 
 

ID APA reference Decision-making 
capabilities  

Environmental 
perception 

Maturity Case study Genericity Validation Agent 
Typology 

SOL 
Score 

1 (Agrawal et al., 
2016) Agent-Based Not specified Simulation No Low 

Yes 
(simulation) 1 2 

2 (Arendt et al., 2016) 
Agent-Based Not specified Simulation Yes (real-life) 

Semi-
generic 

Yes 
(simulation) 3 3 

3 (Bǎdicǎ et al., 2020) 
Agent-Based N/A Simulation No Low 

Yes 
(simulation) 3 2 

4 (Barenji et al., 2019) 
Agent-Based IoT Simulation Yes (real-life) High 

Yes 
(simulation) 4 3 

5 (Bartholdi et al., 
2010) Agent-Based Not specified 

Numerical 
Experiment No Very High No 4 4 

6 (Baykasoglu & 
Kaplanoglu, 2011) Agent-Based Not specified Simulation No 

Semi-
generic 

Yes 
(simulation) 4 3 

7 (Baykasoglu et al., 
2011) Agent-Based Not specified Ideation No High No 3 3 

8 (Baykasoglu & 
Kaplanoglu, 2015) Agent-Based Not specified Simulation No High 

Yes 
(simulation) 4 4 

9 (M. Becker et al., 
2006) Not specified Not specified Simulation Yes (real-life) High No 2 2 

10 (T. Becker et al., 
2016) AI-based Not specified Simulation Yes (real-life) Very High No 1 1 

11 (Bernaer et al., 2006) 
Agent-Based Not specified 

Conceptual 
model No 

Semi-
generic No 3 3 

12 (Berndt, 2013) Not specified Not specified Simulation No Very High No 4 4 
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13 (Besselink et al., 
2016) 

Exact Method 

Traditional IT 
(Cameras, Phones, 
….) Simulation Yes (real-life) 

Semi-
generic No 0 1 

14 (Blom et al., 2020) 
Other Heuristics Not specified Simulation No High 

Yes 
(simulation) 4 4 

15 (Boussier et al., 
2009) Not specified Not specified Simulation Not Specified High No 2 1 

16 (Carpanzano et al., 
2014) Agent-Based IoT Simulation Yes (real-life) 

Semi-
generic 

Yes 
(simulation) 4 4 

17 (Carpanzano et al., 
2016) Agent-Based IoT Simulation Yes (real-life) 

Semi-
generic 

Yes 
(simulation) 4 4 

18 (Chatterjee et al., 
2016) Agent-Based Not specified Simulation No 

Semi-
generic 

Yes 
(simulation) 2 1 

19 (Cheng & Qi, 2011) 
Agent-Based Not specified 

Conceptual 
model No Low Partially 0 1 

20 (Dangelmaier et al., 
2004) Agent-Based Not specified Simulation 

Yes 
(theoretical) Low 

Yes 
(simulation) 2 2 

21 (Demirag & Swann, 
2007) Exact Method Not specified 

Conceptual 
model 

Yes 
(theoretical) High Partially 1 0 

22 (Di Febbraro et al., 
2018) Exact Method Physical Internet 

Numerical 
Experiment Yes (real-life) 

Semi-
generic No 0 1 

23 (Di Febbraro et al., 
2016) Exact Method Not specified Simulation No 

Semi-
generic 

Yes 
(simulation) 1 1 

24 (Dimitriou & 
Stathopoulos, 2011) Metaheuristics Not specified Simulation 

Yes 
(theoretical) High 

Yes 
(simulation) 3 2 

25 (Dimitriou & 
Stathopoulos, 2009) AI-based Not specified Simulation 

Yes 
(theoretical) High 

Yes 
(simulation) 3 2 

26 (Dorer & Calisti, 
2005) Agent-Based Not specified Deployed Yes (real-life) 

Semi-
generic 

Yes 
(simulation) 1 2 
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27 (Draganjac et al., 
2020) Agent-Based IoT Simulation Yes (real-life) 

Semi-
generic 

Yes 
(simulation) 0 3 

28 (Ebel & Eberhard, 
2019) Exact Method IoT Simulation No High 

Yes 
(simulation) 0 3 

29 (Edelkamp & Gath, 
2013) Agent-Based Geo-data Simulation Yes (real-life) 

Semi-
generic 

Yes 
(simulation) 4 3 

30 (Erdmann et al., 
2020) Metaheuristics N/A Prototype Yes (real-life) 

Semi-
generic 

Yes (real-
world) 0 0 

31 (Fazili et al., 2017) 
Other Heuristics Physical Internet Simulation Yes (real-life) Very High 

Yes 
(simulation) 0 0 

32 (Feljan et al., 2017) 
Not specified IoT Prototype Not Specified High 

Yes (real-
world) 1 1 

33 (Feng et al., 2014) 

Agent-Based 

Traditional IT 
(Cameras, Phones, 
….) 

Development 
Phase No 

Semi-
generic No 3 3 

34 (Feng et al., 2015) 
Agent-Based Not specified Simulation No High 

Yes 
(simulation) 3 4 

35 (Feng et al., 2017) 
Agent-Based Not specified Simulation No High 

Yes 
(simulation) 3 4 

36 (Fikar et al., 2015) 

Agent-Based 

Traditional IT 
(Cameras, Phones, 
….) Simulation 

Yes 
(theoretical) Low 

Yes 
(simulation) 1 2 

37 (Fikar et al., 2018) 
Agent-Based Not specified Simulation Yes (real-life) High 

Yes 
(simulation) 2 1 

38 (Firdausiyah et al., 
2019) Exact Method Not specified Simulation Yes (real-life) High No 4 3 

39 (Fischer et al., 1994) 
Agent-Based Not specified 

Conceptual 
model No High No 1 2 

40 (Franke et al., 2004) 
Agent-Based Geo-data Simulation 

Yes 
(theoretical) 

Semi-
generic 

Yes 
(simulation) 1 2 
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41 (Gath et al., 2014) 
Agent-Based Not specified Simulation No 

Semi-
generic 

Yes 
(simulation) 4 4 

42 (Gath et al., 2013) 
Exact Method Geo-data Prototype Yes (real-life) 

Semi-
generic 

Yes 
(simulation) 4 3 

43 (Gath et al., 2015) 
Agent-Based IoT Simulation 

Yes 
(theoretical) 

Semi-
generic 

Yes 
(simulation) 4 3 

44 (Gath et al., 2012) 
Agent-Based Not specified Simulation Yes (real-life) High 

Yes 
(simulation) 2 3 

45 (Gerrits et al., 2017) 
Agent-Based Not specified Simulation No High 

Yes 
(simulation) 4 3 

46 (Glicoes & Huhns, 
1996) Metaheuristics GPS 

Conceptual 
model Yes (real-life) High No 4 3 

47 (Gontara et al., 
2019) Other Heuristics Physical Internet Simulation 

Yes 
(theoretical) 

Semi-
generic 

Yes 
(simulation) 0 3 

48 (Gorodetski et al., 
2003) Agent-Based Not specified Simulation No 

Semi-
generic 

Yes 
(simulation) 1 2 

49 (Gorodetsky et al., 
2012) Not specified Not specified Not Specified No 

Semi-
generic No 1 2 

50 (Gronalt & 
Schindlbacher, 2015) Other Heuristics Not specified Simulation Yes (real-life) Low 

Yes 
(simulation) 2 1 

51 (Haass et al., 2015) 
Agent-Based IoT Simulation Yes (real-life) Low 

Yes 
(simulation) 4 3 

52 (Hiari et al., 2017) 
Not specified IoT Design Phase No 

Semi-
generic No 0 3 

53 (Hildmann & 
Martin, 2015) Agent-Based Not specified Simulation 

Yes 
(theoretical) 

Semi-
generic 

Yes 
(simulation) 3 2 

54 (Himoff et al., 2006) 
Agent-Based Not specified Deployed Yes (real-life) 

Semi-
generic 

Yes (real-
world) 1 2 

55 (Hongler et al., 
2010) Other Heuristics Not specified 

Numerical 
Experiment No High No 4 3 
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56 (Indrayadi et al., 
2002) Agent-Based Not specified Design Phase No Low No 1 2 

57 (Irannezhad et al., 
2020) AI-based Not specified Simulation Yes (real-life) High No 4 4 

58 (Ivaschenko et al., 
2011) Agent-Based GPS Deployed Yes (real-life) 

Semi-
generic 

Yes (real-
world) 0 3 

59 (Jaaron & 
Backhouse, 2015) Not specified Not specified 

Conceptual 
model Yes (real-life) Very High No 0 3 

60 (Jedermann & Lang, 
2008) Agent-Based RFID and Barcodes Not Specified No 

Semi-
generic No 3 2 

61 (Joubert, 2017) Agent-Based Not specified Simulation No High No 2 2 
62 (Kaddoussi et al., 

2013) Exact Method Not specified Simulation No 
Semi-
generic 

Yes 
(simulation) 2 1 

63 (Kaddoussi et al., 
2011) Exact Method Not specified Simulation Yes (real-life) Low 

Yes 
(simulation) 2 1 

64 (Kalina et al., 2013b) 
Agent-Based Not specified Simulation 

Yes 
(theoretical) 

Semi-
generic 

Yes 
(simulation) 2 1 

65 (Kalina et al., 2013a) 
Agent-Based Not specified Simulation No High 

Yes 
(simulation) 4 3 

66 (Karageorgos et al., 
2003) Other Heuristics Not specified Prototype No High Partially 2 3 

67 (Klumpp & 
Sandhaus, 2021) 

Not specified 

Traditional IT 
(Cameras, Phones, 
….) 

Conceptual 
model Not Specified 

Semi-
generic No 2 3 

68 (Kundu & Dutta, 
2017) Agent-Based Not specified Simulation 

Yes 
(theoretical) Low 

Yes 
(simulation) 3 4 

69 (Lang et al., 2011) 
AI-based IoT Prototype Yes (real-life) 

Semi-
generic 

Yes (real-
world) 1 0 

70 (Lao & Leong, 2002) 
Agent-Based Not specified Simulation 

Yes 
(theoretical) 

Semi-
generic 

Yes 
(simulation) 2 3 
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71 (Leung et al., 2016) 
Agent-Based RFID and Barcodes Prototype Yes (real-life) Low 

Yes (real-
world) 2 1 

72 (Levchenkov & 
Gorobetz, 2005) Agent-Based Not specified Simulation No 

Semi-
generic 

Yes 
(simulation) 2 3 

73 (Li et al., 2014) 
Exact Method Not specified Simulation No 

Semi-
generic 

Yes 
(simulation) 2 1 

74 (Lieberoth-Leden et 
al., 2018) Agent-Based RFID and Barcodes Prototype Yes (real-life) Low 

Yes (real-
world) 3 3 

75 (Lokuge et al., 
2004a) Agent-Based Not specified Simulation No 

Semi-
generic 

Yes 
(simulation) 2 3 

76 (Lokuge et al., 
2004b) AI-based Not specified 

Conceptual 
model No High No 2 1 

77 (Madani & Ndiaye, 
2019) Exact Method Not specified Simulation No Low 

Yes 
(simulation) 2 0 

78 (Máhr et al., 2009) 
Agent-Based Not specified 

Numerical 
Experiment Yes (real-life) High No 1 2 

79 (Malus et al., 2020) 
Agent-Based Not specified Simulation 

Yes 
(theoretical) High 

Yes 
(simulation) 4 4 

80 (McKelvey et al., 
2009) Metaheuristics RFID and Barcodes Design Phase No 

Semi-
generic No 4 4 

81 (Mehmann & 
Teuteberg, 2014) Metaheuristics Not specified Simulation No 

Semi-
generic 

Yes 
(simulation) 1 1 

82 (Mejjaouli & 
Babiceanu, 2018) Exact Method RFID and Barcodes Simulation Yes (real-life) Low 

Yes 
(simulation) 0 3 

83 (Mes et al., 2013) Agent-Based Not specified Simulation No High No 3 3 
84 (Mes et al., 2008) 

Agent-Based Not specified Simulation Yes (real-life) High 
Yes 
(simulation) 4 4 

85 (Mukhutdinov et al., 
2019) Agent-Based Not specified Simulation 

Yes 
(theoretical) Low 

Yes 
(simulation) 4 3 
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86 (Neagu et al., 2006) 
Other Heuristics Not specified Deployed Yes (real-life) High 

Yes (real-
world) 1 2 

87 (Nechifor et al., 
2015) Agent-Based Not specified Simulation No 

Semi-
generic 

Yes 
(simulation) 1 1 

88 (Omelianenko et al., 
2019) Other Heuristics IoT Deployed Yes (real-life) High 

Yes (real-
world) 0 1 

89 (Otto & 
Bannenberg, 2010) Metaheuristics Not specified Simulation No 

Semi-
generic 

Yes 
(simulation) 3 2 

90 (Otto & Kirn, 2006) 
Metaheuristics Not specified Simulation 

Yes 
(theoretical) 

Semi-
generic No 4 3 

91 (Pashchenko et al., 
2015) Agent-Based Not specified Simulation No 

Semi-
generic 

Yes 
(simulation) 1 2 

92 (Poeting et al., 2019) 
Metaheuristics Not specified Simulation Yes (real-life) High 

Yes 
(simulation) 2 1 

93 (Qiao et al., 2020) 
Exact Method Physical Internet Simulation Yes (real-life) 

Semi-
generic 

Yes 
(simulation) 0 3 

94 (Qu et al., 2015) 
Metaheuristics IoT Simulation 

Yes 
(theoretical) 

Semi-
generic 

Yes 
(simulation) 0 2 

95 (Quindt et al., 2011) 

Not specified 

Local wireless 
networks (e.g., 
WLAN) 

Conceptual 
model No Low No 1 2 

96 (Raba et al., 2019) Simulation 
heuristics Sensors Simulation No 

Semi-
generic 

Yes 
(simulation) 0 1 

97 (Rehák et al., 2006) 
Agent-Based Not specified Simulation No High 

Yes 
(simulation) 3 3 

98 (Reis, 2014) 
AI-Based N/A Simulation Yes (real-life) 

Semi-
generic 

Yes 
(simulation) 2 1 

99 (Rivas & Ribas-
Xirgo, 2019) Agent-Based Not specified Simulation Not Specified 

Semi-
generic 

Yes 
(simulation) 4 3 
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100 (Robu et al., 2011) 
Agent-Based Not specified Simulation Yes (real-life) 

Semi-
generic 

Yes 
(simulation) 1 2 

101 (Salas et al., 2019) 
Agent-Based Not specified 

Conceptual 
model No 

Semi-
generic No 1 1 

102 (Sarabia-Jacome et 
al., 2020) Exact Method IoT Design Phase Yes (real-life) 

Semi-
generic Partially 0 2 

103 (Scholz-Reiter et al., 
2011) Agent-Based Not specified Simulation 

Yes 
(theoretical) 

Semi-
generic 

Yes 
(simulation) 0 2 

104 (Schuhmacher & 
Hummel, 2018) Not specified Not specified 

Conceptual 
model Yes (real-life) High No 0 3 

105 (Senturk et al., 2018) 
Agent-Based Not specified Simulation Yes (real-life) 

Semi-
generic No 1 1 

106 (Serna-Urán et al., 
2018) Agent-Based Not specified Simulation No High 

Yes 
(simulation) 3 4 

107 (Sha & Srinivasan, 
2016) Agent-Based Not specified Simulation 

Yes 
(theoretical) Low 

Yes 
(simulation) 1 2 

108 (Shao et al., 2019) 
Exact Method IoT Simulation Yes (real-life) 

Semi-
generic 

Yes 
(simulation) 0 3 

109 (Singh et al., 2010) 
Not specified Not specified Simulation No 

Semi-
generic 

Yes 
(simulation) 4 3 

110 (Singh et al., 2007) 
Other Heuristics Not specified 

Conceptual 
model No High No 1 2 

111 (Singh et al., 2008) 
Agent-Based Not specified Simulation 

Yes 
(theoretical) 

Semi-
generic 

Yes 
(simulation) 4 4 

112 (Sitek et al., 2014) 
Exact Method Not specified Simulation 

Yes 
(theoretical) Low 

Yes 
(simulation) 1 1 

113 (Sivamani et al., 
2014) 

Other Heuristics 

Traditional IT 
(Cameras, Phones, 
….) 

Conceptual 
model No High No 0 2 
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114 (Śniezyński et al., 
2010) AI-based Not specified Simulation No Low 

Yes 
(simulation) 1 2 

115 (Sprenger & Mönch, 
2011) AI-based Not specified Simulation Yes (real-life) 

Semi-
generic 

Yes 
(simulation) 1 2 

116 (D. Sun et al., 2010) 
Agent-Based IoT Simulation No High 

Yes 
(simulation) 4 4 

117 (Y. Sun & Li, 2020) 
AI-Based Sensors Simulation No High 

Yes 
(simulation) 0 3 

118 (Ter Mors et al., 
2004) Other Heuristics Not specified Simulation No High 

Yes 
(simulation) 3 3 

119 (Tsang et al., 2020) 
Metaheuristics IoT Simulation Yes (real-life) High 

Yes 
(simulation) 0 1 

120 (Van Belle et al., 
2011) Not specified Not specified Simulation 

Yes 
(theoretical) 

Semi-
generic No 4 4 

121 (Van Heeswijk, 
2020) AI-Based Physical Internet Simulation No Low 

Yes 
(simulation) 2 3 

122 (Van Heeswijk & La 
Poutré, 2019) Exact Method Not specified Simulation No High 

Yes 
(simulation) 3 2 

123 (Verma & 
Varakantham, 2019) Agent-Based Not specified Simulation 

Yes 
(theoretical) Low 

Yes 
(simulation) 3 2 

124 (J. Wang et al., 2020) 
AI-Based 

IoT, cloud, GPS, 
sensors, RFID tags Simulation Yes (real-life) Low 

Yes 
(simulation) 0 3 

125 (X. Wang et al., 
2014) Metaheuristics Not specified Simulation No 

Semi-
generic Partially 0 2 

126 (Y. Wang et al., 
2015) Other Heuristics Not specified Simulation No 

Semi-
generic 

Yes 
(simulation) 1 0 

127 (Wenning et al., 
2007) Other Heuristics Not specified Simulation Yes (real-life) High No 1 1 

128 (Wenning et al., 
2006) Metaheuristics Not specified Simulation 

Yes 
(theoretical) 

Semi-
generic 

Yes 
(simulation) 0 3 
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129 (Weyns et al., 2005) 
Agent-Based IoT Prototype 

Yes 
(theoretical) 

Semi-
generic 

Yes 
(simulation) 4 3 

130 (Wojtusiak et al., 
2012) Exact Method Not specified Simulation Yes (real-life) High 

Yes 
(simulation) 1 2 

131 (Xiao et al., 2020) 
Other Heuristics IoT Simulation 

Yes 
(theoretical) High 

Yes 
(simulation) 2 3 

132 (Xiong et al., 2018) 
Metaheuristics Not specified Simulation No Low 

Yes 
(simulation) 0 0 

133 (Yang et al., 2017) 
Metaheuristics Physical Internet Simulation 

Yes 
(theoretical) 

Semi-
generic 

Yes 
(simulation) 0 2 

134 (Yao et al., 2020) 
Metaheuristics IoT Simulation Yes (real-life) High 

Yes 
(simulation) 0 1 

135 (Q. Zhang & Li, 
2014) Metaheuristics Not specified Simulation 

Yes 
(theoretical) 

Semi-
generic 

Yes 
(simulation) 0 2 

136 (Y. F. Zhang et al., 
2013) Other Heuristics RFID and Barcodes Simulation No 

Semi-
generic 

Yes 
(simulation) 0 0 

137 (Zhu et al., 2000) 
Agent-Based Not specified Simulation 

Yes 
(theoretical) Low 

Yes 
(simulation) 1 2 
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Appendix II: Characterization of use cases using SOL typology (Chapters 5-7) 
 

Category Closed Area Closed Area Closed Area Mixed Area 
    Presented in Chapter 5 Chapter 6 Chapter 7 

Group # Element Autonomous Trailer 
Shunting 

Agricultural 
Mobile Robots 

(solo) 

Agricultural 
Mobile Robots 

(team) 

Automated Container 
Terminals (closed) 

Automated Container 
Terminals (mixed-traffic) 

System 
architecture 

1 Control hierarchy Mostly hierarchical 
(hybrid) Hierarchical (central) Mostly heterarchical (hybrid) 

2 Decision-making 
method Rule-based (Approximate) optimization 

techniques Rule-based 

3 Location of 
decision-making Mostly central Central Mostly central Mostly decentral 

4 Location of data Central Central Mostly central Central Mostly central 

Cooperativeness 
5 Interactions Exchange of 

information None Exchange of 
information Cooperation via direct communication 

6 Openness Open to data Closed Open to data Open to data Open to other actors/assets 

Autonomy 

7 Delegation of 
control Many None Some Many Many/all 

8 Level of order Highly ordered 
(structured) Too much order Highly ordered 

(structured) 
Lowly ordered 

(chaotic/dynamic) 

9 Micro-macro 
effect Absent Absent Well-understood Ill-understood 

10 Dynamism Mostly static Static (in equilibrium) Mostly static Mostly dynamic 

Features 

11 Intelligence Mostly system System intelligence Mostly collective 
12 Predictability High Very high High High Low 
13 Adaptability Medium Low Medium Medium High 

14 Data 
requirements Medium Low Medium Medium High 

15 Ease of 
implementation Med-High Very high Med-High Med-High Low-Med 
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Appendix II: Characterization of use cases using SOL typology (Chapters 8-10) 
 

Category Closed Area Mixed Area Open road Open road 
    Presented in Chapter 8 Chapter 9 Chapter 10 

Group # Element 

Central Gate 
North Sea 

Port (separate 
areas) 

Central Gate North Sea 
Port (mixed areas) 

Truck 
Platooning 

(solo-brand) 

Truck 
Platooning 

(multi-
brand) 

Truck-Drone-
Street Robot 

Deliveries (driver 
only) 

Truck-Drone-
Street Robot 

Deliveries (mixed 
delivery) 

System 
architecture 

1 Control hierarchy Mostly hierarchical (hybrid) Heterarchical Hierarchical 
(central) 

Mostly hierarchical 
(hybrid) 

2 Decision-making 
method Rule-based Rule-based 

(Approximate) 
optimization 
techniques 

Rule-based 

3 Location of 
decision-making Mostly central Decentral Central Mostly central 

4 Location of data Central Decentral Central Mostly central 

Cooperativeness 
5 Interactions None Exchange of 

information 
Cooperation via direct 

communication 
Exchange of 
information 

Cooperation via 
direct 

communication 

6 Openness Open to data Open to other 
actors/assets Open to other actors/assets Closed / open to 

data 
Open to other 
actors/assets 

Autonomy 

7 Delegation of 
control Some Some None / Some Some / Many 

8 Level of order 
Highly 
ordered 

(structured) 
Lowly ordered 

(chaotic/dynamic) Highly ordered (structured) Highly ordered 
(structured) 

Highly ordered 
(structured) 

9 Micro-macro effect Absent Well-understood Well-understood Absent Well-understood 
10 Dynamism Mostly static Mostly dynamic Mostly static Mostly static 

Features 

11 Intelligence Mostly system Mostly collective System 
intelligence Mostly system 

12 Predictability Very high High Medium High High 
13 Adaptability Low Medium Medium High Low High 
14 Data requirements Low Medium Medium Medium High 

15 Ease of 
implementation High Low-Med High Med-High High Low-Med 



 

 



To cope with the many challenges the logistics sector faces and to build future-proof 
and resilient logistics systems, there is an ongoing paradigm shi� from centralised 
control of ‘non-intelligent’ assets in hierarchical control structures, towards decen-
tralised control of ‘intelligent’ assets in heterarchical control structures. �is shi� is 
motivated by the increasing complexity of global challenges, such as heterogeneous 
markets with high demand �uctuations, short product life cycles with high product 
variations, and pressure on logistics systems due to high customer expectations, such 
as short delivery times, delivery time reliability and delivery �exibility. �e rationale 
behind tackling these challenges, and to optimize and streamline logistics operations 
is not only motivated by trying to thrive in a competitive market, but also motivated 
by making a contribution to global sustainability goals such as decarbonization, 
human well-being, responsible consumption and production, and climate actions. 

�is thesis explores the notion of self-organizing logistics as a way to cope with the 
complex, dynamic, and stochastic nature of the logistics sector and the abovemen-
tioned challenges. We explore the �eld of self-organizing logistics in the context of 
automated transport systems, from both a theoretical and a practical point-of-view. 
From a practical point-of-view, we study six real-life use cases. From a theoretical 
point-of-view, we establish a common conception of self-organizing logistics by estab-
lishing a rigorous de�nition based on a structured literature review. Based on this 
review, we present one of the �rst attempts to characterize self-organizing logistics by 
establishing a typology. Moreover, we develop a two-dimensional framework that 
reveals four categories of self-organizing logistics. �e framework aims to provide a 
common understanding of self-organizing logistics, without concretization, and 
allows for discipline-speci�c interpretations in the context of automated logistics 
systems. In this thesis, we identify autonomy and cooperativeness as the principal 
notions regarding self-organizing logistics and present our framework alongside these 
two notions. Lastly, we develop a set of guidelines that serve as a starting point for 
practitioners and researchers to gain insight in how to design self-organizing logistics 
systems.
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