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ABSTRACT: 

Hydrogeology is a complex science which relies on site specific data.  However, in the absence of site specific data, Python can aid 

the hydrogeologist in understanding groundwater quality by interactively generating an interim Zone of Contribution. Geological 

Survey Ireland recently evaluated its Potentially Denitrifying Bedrock map using groundwater nitrate and ammonium data from 

Geological Survey Ireland’s national groundwater chemistry database.  This paper deals with the Python code written to create the 

zones of contribution to allow the evaluation of the map to take place.  Undertaking this type of work would not be possible using a 

traditional Graphical User Interface GIS system, therefore this project could not have been completed without the Python language. 

1. INTRODUCTION

Eutrophication is the principal threat to surface water quality in 

Ireland.  In some situations, groundwater represents a 

significant pathway for nutrient transport to surface water.  

Nitrate is usually the principal limiting nutrient responsible for 

eutrophication in estuarine and coastal waters (Neill, 2005).  In 

addition, groundwater plays a role in indirect greenhouse gas 

emissions, transferring dissolved nitrogen from terrestrial 

ecosystems to the atmosphere via the aquatic pathway (Jahangir 

et al, 2012a).   

Geological Survey Ireland  developed a Potentially Denitrifying 

Bedrock map (Geological Survey Ireland, 2011a) to allow the 

Environment Protection Agency (EPA) and other decision 

makers to better assess the risk of surface water eutrophication 

from groundwater sources (EPA, 2013) as part of the 

implementation of the E.U. Water Framework Directive (WFD) 

(2008/98/EC).  More recently Geological Survey Ireland 

evaluated the Potentially Denitrifying Bedrock map against 

groundwater nitrate and ammonium data from Geological 

Survey Ireland’s national groundwater chemistry database 

(Tedd et al, 2016).  This paper deals with the Python code 

written to allow this evaluation of the Potentially Denitrifying 

Bedrock map to take place.   

Since the 1980s Geological Survey Ireland, together with the 

relevant local authorities, has undertaken a considerable amount 

of work developing Groundwater Protection Schemes.  

Groundwater Protection Schemes provide guidelines for the 

Local Authorities to carry out their functions with respect to 

preserving the quality of groundwater, particularly for drinking 

water purposes, for the benefit of present and future generations 

(DELG/EPA/GSI, 1999).   As part of this work, Source 

Protection Areas (SPAs) have been delineated by Geological 

Survey Ireland primarily for large groundwater drinking water 

supplies.  The Source Protection Areas comprise inner and outer 

protection areas which, combined, are equivalent to the Zone of 

Contribution. Before starting the evaluation of the Potentially 

Denitrifying Bedrock map approximately 150 of the 400 

monitoring points with groundwater nitrate and ammonium data 

already had established Zones of Contribution. These were the 

result of detailed hydrogeological studies. This paper focusses 

on the innovative methodology for establishing interim Zones 

of Contribution for the remaining 250 monitoring points. The 

interim ZOCs have a lower degree of confidence associated 

with their boundaries than those arising from a detailed study; 

however, they have considerable utility in understanding 

groundwater quality at an abstraction point, and go part of the 

way to assist in groundwater source protection. 

2. MATERIAL AND METHODS

Geological Survey Ireland’s Potentially Denitrifying Bedrock 

map was evaluated using groundwater nitrate and ammonium 

data with respect to land-use pressure layers (including land 

cover and livestock density) and hydrogeological pathway 

layers (including soils, unconsolidated deposits, bedrock 

geology, aquifer type and climate data).  This process required 

zones of contribution (ZOCs) to be established for each of the 

400 monitoring points with groundwater nitrate and ammonium 

data within Geological Survey Ireland’s national groundwater 

chemistry database.  A ZOC is defined, by the U.S. EPA's 

Guidelines for delineation of wellhead protection areas, as the 

area surrounding a pumping well that encompasses all areas or 

features that supply groundwater recharge to the well (U.S. 

EPA, 1987).  Using pressure and pathway information from the 

whole ZOC, rather than just at the monitoring point itself, 

allows confidence that the pressure and pathway factors that 

influence the concentration of dissolved substances in the 

groundwater are characterised and understood. 
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Figure 1 Zones of contribution to multiple adjacent springs in a 

karst limestone aquifer. Kelly, et al, 2013  

A geoscientifically robust Zone of Contribution is often an 

irregular shape that depends on many factors such as 

groundwater vulnerability, soil permeability, underlying 

geology and groundwater recharge. Figure 1 portrays the 

complexity of a typical Zone of Contribution for Ireland.  

However, for this study, experienced hydrogeologists are able to 

generalise what a Zone of contribution, could potentially look 

like for Irelands geology, soil type and climate. The size / scale 

of a zone of contribution is source-specific as shown in Figure 1 

but two shapes were used as a first approximation in this 

project:  

(i) Circle of 60m radius for domestic supplies; 

(ii) Teardrop for other larger abstractions. 

Figure 2 conveys what the basic teardrop shape looks like. Its 

shape implies that there is a natural groundwater gradient and 

accounts for some uncertainty in groundwater flow direction. 

The size is determined by inputs to the following equation:  

Abstraction (m3/day) = Recharge (m/day) x Area (m2)   (1) 

Figure 2 Basic teardrop shape is used as a first approximation 

for sources with no established Zone of Contribution 

This polygon ‘intercepts’ the Groundwater Recharge map (as 

shown in Figure 3) and the polygon is scaled depending on the 

average recharge calculated for the polygon. Average recharge 

is calculated as:  

∑
Ai. Ri

TA

n

i=1

(2) 

Where 

Ai = Area (of polygon i) 

Ri = Recharge (of polygon i) 

TA = total area of the ZOC 

n = Total number of polygons in the interim ZOC 

The scale factor is calculated by dividing one polygon area by 

another. A Python ‘for’ loop is created to undertake this scaling 

process until the polygon area multiplied by recharge, equals the 

abstraction rate from the well or spring.  

Figure 3 Calculating the average recharge for an individual 

ZOC. 

Making the best use of Geographical Information Systems 

(GIS) and the Python language, useful rapid approximations of 

the Zone of Contribution to a well or spring can be generated. 

The script is developed completely through Python, and takes 

advantage of the arcpy mapping module developed by ESRI. A 

predefined polygon shape is required for the tool as an initial 

input. For each point in the point feature dataset, a polygon for 

the Zone of Contribution is created. The polygon is then centred 

by the Python code (by modifying the SHAPE@XY token) at 

each X, Y abstraction point.  

Hydrogeological expertise is then required to make 

geoscientific sense of the interim Zone of Contribution and 

rotate the polygon to ensure it correctly approximates the 

assumed hydrogeological conditions, that is, that the interim 

ZOC is orientated correctly with respect to the groundwater 

gradient. This is assumed to be equal to the topographic 

gradient where other information is not available.  
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Figure 4 Hydrogeological correction of interim Zone of 

Contribution orientation and position about the abstraction point 

Once this step is complete, the Python code is re-run to ensure 

abstraction rate equals the area of the polygon multiplied by 

average recharge. Python makes it possible to undertake this 

task, which could not be completed through a GIS Graphical 

User Interface. 

3. RESULTS AND DISCUSSIONS

250 interim Zones of Contribution have been created through 

this method using Python. These interim Zones of Contribution 

were combined with the 150 Zones of Contribution already 

established for public and group water supplies.  The combined 

Zones of Contribution layer was used to analyse the various 

pressure and pathway parameters relevant to each abstraction 

point. 

Figure 5 Merged Zone of Contribution layer. 

3.1 Polygon shift and scaling 

When creating the interim Zone of Contribution tool, the first 

difficulty to bridge was locating the Zone of Contribution 

polygon at the centre point of each abstraction point. However, 

by accessing and modifying the SHAPE@XY token in the 

feature class, it modifies the centroid of the feature. The 

SHAPE@XY token is a tuple of the feature’s centroid x,y 

coordinates. Knowing where each abstraction point is located, 

this allows for each SHAPE@XY to be modified and hence, 

centring the interim Zone of Contribution polygon on the 

abstraction point. 

Scaling each polygon consisted of obtaining a scale factor for 

each polygon. Starting off with a polygon of known area, and 

knowing equation1, it is possible to obtain the scale factor. A 

change in area is equal to the scale factor squared; hence scale 

factor can be calculated as follows: 

C2 = 
𝐴𝑟𝑒𝑎 1

𝐴𝑟𝑒𝑎 2
(3)

Where  

C2 = scale factor 

Area1 = known area 

Area2 = calculated from (1) 

Scaling of the polygon is then completed by looping through 

each vertex, drawing a line from the polygon centroid through 

the original polygon vertex until the new scaled distance is 

reached.  

3.2 Code for statistical analysis 

Prior to statistical analysis, the following layers (Table 1 and 

Table 2) are cookie clipped using a Python ‘for’ loop and 

percentage coverage area for each layer within each full/interim 

Zone of Contribution is calculated. The final layer attribute 

table is updated with this information. These layers are then 

statistically analysed to assess their effects on the groundwater 

quality for a given Zone of Contribution.  

Table 1 Data sources for pressure parameters 

Pressure 

Parameter 

Unit Data source 

Land cover 

categories 

ha CORINE 2000 land cover 

(EPA, 2003) 

Fertiliser 

application 

rates 

kg N/DED Inorganic fertiliser purchases 

at district electoral division 

(DED) scale 

Livestock units LU/ha Agricultural census data 

(CSO, 2002) 

Percentage of 

tillage 

% Agricultural census data 

(CSO, 2002) 

Table 2 Data sources for pathway parameters 

Pathway 

parameter 

Data source Reference 

Groundwater 

recharge 

Groundwater 

recharge map 

GSI (2013) 

Soil type Indicative soils map EPA/Teagasc (2006) 

Subsoil type Subsoil map GSI/Teagasc/EPA 

(2006) 

Subsoil 

permeability 

Subsoil permeability 

map 

GSI (2011a) 

Groundwater 

vulnerability 

Groundwater 

vulnerability map 

GSI (2011b) 

Bedrock 

geology 

Grouped rock unit 

map 

GSI (2005) 

Aquifer type Bedrock aquifer 

map; Gravel aquifer 

map 

GSI, 2006 ; GSI, 2008 

Groundwater 

flow regime 

Groundwater flow 

regime map 

Working Group on 

Groundwater (2003) 

Denitrifying 

potential 

Aquifer denitrifying 

potential map 

GSI (2012) 
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A number of statistical analytical methods were used to explore 

the groundwater chemistry data.  Initially histograms, 

correlation plots and box and whisker plots were used to 

describe the groundwater chemistry data with respect to the 

pathway and pressure layers.  Analysis of data subsets were 

used to explore different hydrogeological settings.  Analysis of 

Variance (ANOVA) and multivariate analysis (principle 

component analysis) were used to better understand the 

relationships between groundwater chemistry and the 

anthropogenic and naturogenic influences. The statistical 

analysis and graphical outputs were produced using R statistical 

software.  Figure 6 to Figure 8 portray the type of plots created 

within R. 

Figure 6 Correlation matrices to describe parameter correlation 

Figure 7 Box and whisker plot showing differences in 

groundwater nitrate concentrations in rock units with different 

denitrification potential (1: denitrifying, 2: inert; a, ab, b – 

degree of confidence in category assignment) 

Figure 8 Principal Component Analysis to describe multi-

variate relationships 

4. CONCLUSIONS

Utilising Python to undertake GIS processes and R to undertake 

statistical analyses of data has allowed Geological Survey 

Ireland to improve its understanding of groundwater chemistry 

across Ireland.  

Python has allowed the creation of interim ZOCs, for 

abstraction points that previously didn’t have any ZOCs. 

Undertaking this type of work would not be possible using a 

traditional Graphical User Interface GIS system, and this project 

could not have been completed without the Python language. 

Statistical analysis of the data in R enabled Geological Survey 

Ireland to appraise the potentially denitrifying bedrock map and 

subsequently better understand the controls on nitrate and 

ammonium behaviour in Ireland’s groundwater systems.   
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ABSTRACT:

In this paper we describe the concept of an Atlas Services middleware layer that offers intermediate services to enable loose coupling
of a Spatial Data Infrastructure (SDI) with a client–side mapping component.
We first describe the challenges in creating quality maps if these have to be generated within a Spatial Data Infrastructure. We introduce
a theoretical framework and a proof-of-concept architecture, developed at ITC to overcome some of these challenges. Part of this
architecture are the middleware services mentioned above. We discuss in general the philosophy of the service layer, and in particular
how we implemented a GML–to–GeoJSON proxy using Python.

1. INTRODUCTION: ATLAS MAPPING IN AN SDI

In Spatial Data Infrastructures (SDIs) many web services, of dif-
ferent types and with different outputs, come together. Some of
these outputs are maps, but it is challenging to maintain a good
cartographic quality when combining several of these maps. In
a proper Web Atlas we want to present a large amount of infor-
mation, that should be comparable. And this information aims to
“tell a story”, i.e., enable a comprehensive understanding, which
exceeds the understanding obtained from the separate maps on
their own. An atlas should as a whole become more than the
sum of its parts. Such an atlas would benefit from the up-to-date
data in the SDI, and the SDI would benefit from the high-quality
integrated visual summaries of the available spatial data.

The SDI technology in itself will allow mapping the different data
sets simultaneously. The typical setup in current SDIs is that each
separate SDI node, or dataset, has its own mapping service, usu-
ally implemented as a OGC Web Map Service (WMS). In this
situation, depicted in Figure 1a, both maps can be combined in a
(web) client, but because each layer had their styling and symbol-
ising done in isolation, the combination usually is sub-standard,
because the maps, and possibly the data themselves, are incom-
patible.

SDI 
node 1

SDI 
node 2

MAP 2

MAP
service

MAP
service

MAP 1

Data integration &
mapping

component 

SDI 
node 1

SDI 
node 2

DATA
service

DATA
service

MAP 
(a) (b)

Figure 1. Mapping in an SDI environment using MAP services
(a) and using DATA services (b).

∗Corresponding author

This problem has been recognised early on (Harrie et al., 2011),
and several solutions have been researched, e.g., optimising the
cartographic quality of the map services themselves (Toomanian
et al., 2013). Another strategy, depicted in Figure 1b, is to have
one integrated mapping component, separate from the SDI nodes,
that constructs maps using the data services of these nodes, typi-
cally OGC Web Feature Services (WFS). This is the method we
use in our testbed.

2. THE NATIONAL ATLAS OF THE NETHERLANDS
TESTBED

At ITC, we have been experimenting with a theoretical frame-
work and a proof-of-concept architecture, which we argue could
overcome some of the challenges mentioned and indeed allow for
a web atlas to be an integral part of an SDI. We have described
the architecture and the client-side component in an earlier pub-
lication (Köbben, 2013). Here we introduced the experimental
third edition of the National Atlas of the Netherlands as our test
bed for trying out the theoretical framework and architecture in
a real-life use case. We described the Atlas Map Viewer compo-
nent we created as a web application, using HTML5 technology
and the D3 library, and we have made the proof-of-concept avail-
able on the web (Website Dutch National Atlas / Nationale Atlas
van Nederland, 2017).

In the following sections we will briefly re-hash the principle ar-
chitecture, and then describe the concept of the Atlas Services
middleware layer that offers intermediate services to enable loose
coupling of the Spatial Data Infrastructure with the client-side
mapping component. We will discuss in general the philosophy
of the middleware service layer, and in particular how we imple-
mented a GML–to–GeoJSON proxy using Python.

2.1 Architecture

As explained in section 1, we consume data from Web Feature
Services (WFS), to overcome the cartographic map matching prob-
lems. These WFSes are part of the Dutch National GeoData In-
frastructure (NGDI), the official Netherlands Open Data geopor-
tal, which includes a broad range of possible data services. The
two services specifically mentioned in Figure 2 are the ones we
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HTML5

+
SVG 

web pages

Atlas
metadata

GML2GeoJSON
proxy

Atlas basemaps 
(coastlines, 

rivers, 
cities etc) 

Ministry of
Environment

protected
natural
areas

WFS

WFS

...others...

spatial aggregator 
service

Figure 2. The architecture of the National Atlas of The
Netherlands testbed (from Köbben, 2013), with the

GML2GeoJSON proxy highlighted.

happen to use in the prototype at the time of writing; which ser-
vices are actually used by the atlas is determined by the settings
in the Atlas metadata.

This metadata is in fact the main atlas service configuration com-
ponent, at the moment implemented as a simple JSON datas-
tore in the National Atlas Services layer. It includes settings
for each map, such as: where and how to get the data (service
URL, method, service parameters, format), if and how to classify
the data, which map type to use, the symbol colours and sizes,
etcetera.

These settings are used by the mapping component, that com-
bines and portrays the data. For reasons described in the earlier
publication (Köbben, 2013), we have implemented this client–
side, as a JavaScript web application, using HTML5 technology
and the D3 library (Bostock et al., 2011, D3 website, 2017) to
create data-driven graphics.

This approach we have chosen has one considerable drawback:
The standardised OGC WFS services typically provide their data
in the Geography Markup Language (GML). GML is a versatile
and powerful format, but it is also a complicated and verbose
one. And because we can and want to use a very wide range
of existing data services, we therefore can expect GML data of
different versions and with a large variation in GML application
schemata. We decided it would not be sensible to try parsing this
client–side in JavaScript. Instead we chose to supply the mapping
component with GeoJSON data. This geographic extension of the

JavaScript Object Notation format is light-weight and optimized
for use in client–side web applications. Although it is at present
an IETF standard (Butler et al., 2016), and some services in the
NGDI do actually supply data in GeoJSON format, many others
only support GML output, as that is the format required by the
OGC WFS standard.

To overcome that limitation, we have introduced the GML2Geo-
JSON proxy, highlighted in Figure 2, as a middleware service in
our National Atlas Services layer.

2.2 The Atlas Middleware

The GML2GeoJSON proxy is needed because the client-side map-
ping component can only handle GeoJSON for the spatial data,
and that would only work if the system would be tightly–coupled,
to specific data services only. In order to maintain a loosely–
coupled setup, the conversion from GML to GeoJSON was re-
alised as an independent proxy service, that could in theory be
used by anyone needing such a conversion. The National Atlas
Services is the middleware layer we use to provide for several of
such intermediate and supporting services.

Another component in this National Atlas Services layer is the
Atlas basemaps service. This serves data for several map lay-
ers that are used repeatedly, such as coastlines, major waterways
and administrative borders. This enables us to provide a common
look and feel to the maps. Note that this is also implemented
as a loosely-coupled, standard WFS, and as such is a fully in-
dependent stand–alone webservice node. It could therefore be
considered as part of the NGDI layer just as well.

At present, the metadata is included in the National Atlas ser-
vices layer as a static JSON datastore. For reasons elaborated in
(Köbben, 2013), the metadata settings are maintained ‘by hand’.
Because of this the National Atlas cannot function without an
editorial team. This staff is responsible for the cartographic qual-
ity of the atlas, and for example should also keep track of new
geospatial information being made available by national providers,
as well as taking account of the changing needs and interests of
the users. Several researchers have been looking into middleware
components to automate some of the editorial tasks. For example
(Zumbulidze, 2010) has investigated automated updating mecha-
nisms, and (Chanthong et al., 2012) proposed business processes
to securely manage the administration; but as these both were of
an experimental nature they have not been integrated yet in the
current system.

The middleware services can be implemented in any manner, as
long as they use the same OGC and other standards employed in
the rest of the system. The Atlas Basemaps service is a MapServer
WFS instance, the metadata is (as explained before) a simple
JSON file. The GML2GeoJSON proxy is a Python CGI appli-
cation, and in the next section we will elaborate how this service
was implemented.

3. THE GML2GEOJSON SERVICE

We investigated various possibilities to implement the conver-
sion from GML coming from existing WFS services to GeoJ-
SON to be consumed by our JavaScript mapping client. One op-
tion was to use an existing WFS implementation that is capable
of returning GeoJSON as its output format, such as GeoServer
(http://geoserver.org/). Because this software can also act
as a WFS client, a so–called ‘cascading server’ can be set up,
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WFS size (in Mb) load time (in s) load time
GML3 GeoJSON WFS GML3 GML2GeoJSON % increase

A: 31 airports 0.58 0.5 0.26 0.77 196.2
B: 12 provinces 2.9 3.9 6.75 9.5 40.7
C: 431 municipalities 73.7 98.4 166.2 230.4 38.6

Table 1. Results of limited performance testing (load times are averages of 50 attempts).

meaning the input data for its WFS can be another WFS service.
We tested that option and got promising results, both in robust-
ness and performance. But we decided against further develop-
ment for two reasons: Firstly, using a complex software suite
such as GeoServer for this purpose alone seems like overkill,
and would introduce serious maintenance and installation efforts;
Secondly, it would move part of the National Atlas metadata to
the GeoServer administration system, because that is where you
would have to set up the details of how the GeoServer WFS client
would contact the original WFS service from the NGDI. We pre-
fer to keep all metadata in one coherent system.

While looking into and testing GML to GeoJSON conversion in
general, we had successfully used the ogr2ogr command line
programme that is part of the GDAL/OGR library (http://www.
gdal.org/). This is the foremost open source software library
for reading and writing raster and vector geospatial data formats,
and provides simple and powerful abilities for data conversion.
We therefore decided to implement a simple Python CGI appli-
cation ourselves, to wrap the ogr2ogr functionality in a web ser-
vice. The UML sequence diagram in Figure 3 shows how our
setup functions.

ogr2ogr.py

[Python]

SDI Node

[OGC WFS]

gml2geojson.py

[Python]

Data Integration
& Mapping

[D3 javascript]

invoke ogr2ogr function

(in = wfs:  out = geojson)request for WFS GML 
[WFS GetFeature]

Result [GML stream]

Result [GeoJSON stream]
parse data or handle errors

parse & �lter request

GeoJSON content

(or HTML if error)

request for proxy 

[gml2geojson.py?url=]

Figure 3. UML sequence diagram of the GML2GeoJSON
service.

The client–side mapping component will have retrieved the source
for the data from the ATLAS metadata store. In case this is a WFS
returning GML, the URL pointing to this service will be sent to
our proxy, by means of adding the original URL to the proxy url:
.../gml2geojson.py?url=originalURL

The Python CGI application parses the original URL, and does
some limited checking and filtering. The service then invokes the
ogr2ogr.py module. This is a direct Python port of the original
ogr2ogr C++ code shipped with GDAL/OGR, and can be down-
loaded from the code repository at github.com/sourcepole/
ogrtools/.

The infile parameter of ogr2ogr is provided with the filtered
URL, preceded with the keyword wfs: to invoke the OGR WFS
client. The filtering mentioned includes retrieving the TYPENAME

parameter from the original URL, as that has to be supplied sep-
arately to ogr2ogr in the layername parameter. The ogr2ogr

module then retrieves the GML output from the original data ser-
vice and converts the resulting output into GeoJSOn and feeds it
back to our proxy service. This resulting data is then returned to
the javascript client, in the form of a mappable GeoJSON stream,
or, when appropriate, as an HMTL encoded error message.

The URL for the original WFS service can be any valid request.
The filtering and parsing mentioned earlier might therefore seem
to be unnecessary, but is implemented nevertheless for the fol-
lowing reasons:

• The request may be a valid OGC WFS request, as described
in the OGC WFS standard (OGC, 2010), but one that does
not make sense as input for the National Atlas, such as the
GetCapabilities or DescribeFeature requests. Therefore the
system checks if the URL is a proper WFS GetFeature re-
quest.

• Although we implement the 2.0 version of the standard, we
do not support the request of more then one data layer at a
time that this version introduced (using the TYPENAMES
parameter instead of TYPENAME). The reason is that the
ogr2ogr module and the javascript mapping client are both
not equipped to handle multi-layer input;

• The WFS GetFeature standard includes a parameter RE-
SULTTYPE, that is used to either ask for actual data output
(=results), or only for a count of the items to be returned
(=hits). The latter can not be processed in our set-up, and
thus will be caught in an error message.

3.1 Results

While developing the GML2GeoJSON proxy, we had mixed ex-
periences with the performance of the system: While the system
worked and was generally robust, the throughput was not impres-
sive, to say the least. We have undertaken limited testing, which
resulted in the data depicted in Table 1. We used three WFS data
services: A is a very simple set of 31 airports modelled as point
data, with only a few attributes (name and ID), loaded from an
ITC internal server running MapServer. B is the Dutch Central
Bureau of Statistics outlines of the 12 provinces of the Nether-
lands, served by a GeoServer WFS in the NGDI, with only the
names and IDs as attributes. C comes from that same server, and
consists of the 431 municipalities of the Netherlands, with a set
of 47 “key statistics” for each object.

In general one can see that WFS requests of large datasets are
not efficient to start with, as has been remarked before on by var-
ious authors (Giuliani et al., 2013, a.o.) As can be concluded
from the results, retrieving the data through the GML2GeoJSON
proxy adds, not surprisingly, considerable processing time to any
request. But one can also observe that this extra time becomes
relatively smaller if the data to be retrieved is larger.
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Although certainly not fast, we did find the system to work reli-
ably and without errors. Note that we have only tested it properly
for the limited use cases in the National Atlas testbed. Therefore,
although in theory it should work for any valid WFS request, in
practice it should be treated very much as a bèta version for any
purpose outside our testbed.

The Python source code is available as Open Source (under the
GPL license) at out github repository (https://github.com/
kobben/gml2geojson) and we welcome anybody to help us de-
velop it further.

4. CONCLUSIONS

The original research funding that started our efforts in creating
the National Atlas of the Netherlands Testbed already ended in
2009. Since then, we have been continuing the development
of the National Atlas prototype as an informal project, and the
progress has been slow and limited in scope. We consider it as an
excellent testing ground for our students’ and staff’s research in
the field of Spatial Data Infrastructures, Spatial Services devel-
opment and Web Cartography.

The GML2GeoSJON proxy described in this paper is an example
of such effeorts, and we foresee the implementation of more mid-
dleware services. Currently work is ongoing on a spatial aggre-
gator service, that for example would perform the generalization
of socio-economic data at the municipal level into higher level
provincial data, including spatial aggregation of the geometries
as well as attribute aggregation by e.g., averaging, summarizing
or other statistics.

We think that the current proof-of-concept already demonstrates
that high-quality atlas mapping using services from a national
SDI is feasible, and that is potentially provides many advantages
in up-to-dateness, flexibility, extensibility as well as interoper-
ability and adherence to standards.
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Chanthong, B., Köbben, B. and Kraak, M., 2012. Towards a Na-
tional Atlas - geo web service. In: Proceedings of ACIS 2012- The
First Asian Conference on Information Systems (6-8 Dec 2012),
Siem Reap, Cambodia, p. 9.

D3 website, 2017. http://d3js.org.

Giuliani, G., Dubois, A. and Lacroix, P., 2013. Testing OGC
Web Feature and Coverage Service performance: Towards effi-
cient delivery of geospatial data. Journal of Spatial Information
Science (7), pp. 1–23.

Harrie, L., Mustière, S. and Stigmar, H., 2011. Cartographic qual-
ity issues for view services in geoportals. Cartographica: The
International Journal for Geographic Information and Geovisu-
alization 46(2), pp. 92–100.
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ABSTRACT: 
 
Geospatial data along tunnel alignments are commonly analyzed manually and ad hoc by tunnel designers using maps, drawings and 
spreadsheets. The procedures are often time consuming and are difficult to review and to update as planning progresses.  
Here, we develop a digital online platform using Python code scripts to carry out spatial analysis along tunnel alignments. The 
overall goal is to increase design productivity by the shared use of automated calculation procedures and in particular through the 
reuse of these. An additional benefit is the increased reliability of coded and documented standard procedures. 
The initial effort focuses on calculating the volumes of excavated material. Desired outputs are a Bill of Quantities (BoQ) with 
calculated volumes to be used for cost estimates, together with charts showing a breakdown of the volumes as part of the information 
required for the planning of site installations. This procedure can also be considered as a Building Information Modeling (BIM) 
quantity surveying procedure, such as is already being used for building construction and is beginning to be used in tunnel 
construction.  
The work presented shows how to automate the creation of a Bill of Quantities along tunnel alignments with the help of Python. It 
demonstrates that by using Python, engineering calculations, spatial analysis and data analysis can be integrated with spatial data 
from CAD and other civil engineering software.  
 
 
 

1. INTRODUCTION 

Geospatial data along tunnel alignments are commonly 
analyzed manually and ad hoc by tunnel designers using maps, 
drawings and spreadsheets. The procedures are often time 
consuming.  
Some attempts have been made to use GIS for spatial analysis 
along tunnel alignments (e.g. Hochtief; Hesterkamp 2017). 
These have however generally been limited to interactive 
queries of spatial attributes along alignments using GIS 
software. We have not found previous examples of the use of 
code scripts to perform spatial analysis along tunnel alignments.  
Here, we develop a digital online platform using Python code 
scripts to perform the task. The overall goal is to increase design 
productivity by the shared use of automated calculation 
procedures and in particular through the reuse of these. An 
additional benefit is the increased reliability of the rigorous and 
verified calculation procedure, which the use of a coded and 
documented standard procedure provides.  
 

2. MOTIVATION – MANUAL PROCEDURES 
WIDESPREAD 

Geospatial data encompasses a large portion of the design and 
construction data along tunnels, basically all data to which 
spatial coordinates are (or should be) attributed. This includes 
the terrain topography, surface and underground facility layouts, 
rock surface contour lines, groundwater contour lines, the tunnel 
alignment itself and various design and construction parameters 
along the tunnel alignment. 
 

Tunnel designers usually develop cross-sections and 
longitudinal sections manually from maps and drawings using 
2D-CAD (drafting software), to analyze geospatial data along 
tunnel alignments. The sections must be reworked if the 
construction location changes during the planning. Spreadsheet 
are commonly used both for calculations and for plotting 
results, but are typically one-time efforts, as spreadsheets are 
difficult to check and rarely suitable for reuse.  
 
The procedures currently used are often time-consuming and 
unreproducible. They are difficult to review and to update as 
planning progresses. Visualization of the data for presentation 
and publication requires substantial effort and the results are 
often unsatisfying. 
 
According to the Digitization Index, published by the McKinsey 
Global Institute (2015), shown in Figure 1, the sector 
“Construction” still has a large potential for improvement in 
terms of digitalization and productivity. Other studies have 
come to similar conclusions. Statistics for the Swiss 
construction industry show that productivity has stagnated 
during the last 30 years (Körber & Kaufmann 2007). Professor 
Paul Teicholz at Stanford University (2013) attributes the poor 
productivity largely to manual and error prone drawing 
procedures: “Poor use of data based largely on paper documents 
produced by a highly fragmented team […] and not able to find 
many problems until the construction phase leads to difficulties 
in coordinating and managing the work effort […] result in 
errors, omissions, extra work, and claims.” 
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Figure 1. Digitization Index, published by the McKinsey Global Institute 

 
 
 

3. SPATIAL DIGITALIZATION IN CIVIL 
ENGINEERING? 

So far we have focused on the widespread use of manual 
procedures in civil engineering and the related low productivity 
of the construction industry. Now we want to focus on spatial 
digitalization in civil engineering. Our experience shows that 
civil engineers are reluctant to use GIS and code-based (e.g. 
Python) spatial tools and this insight led to our motivation to 
explore the use of these tools. 

In the work presented in this paper, we have developed an 
online platform using Python code scripts to analyze geospatial 
data along tunnel alignments. The procedure can be extended to 
provide spatial results along the entire tunnel alignment, for any 
calculation that has until now only been carried out at individual 
points or along sections.  

The overall goal is to increase design productivity by the shared 
use of automated analysis and calculation procedures and in 
particular through the reuse of these. An additional benefit is the 
increased reliability of the rigorous and verified calculation 
procedure which the use of a coded and documented standard 
procedure provides. We want to apply available Open Source 
geospatial tools to tunnel design and to demonstrate where these 
can lead to better working methods. 

The construction industry has recognized the need for increased 
digitalization with the introduction of Building Information 
Modelling (BIM), a process for authoring and managing digital 
representations of constructed facilities, which advocates 3D 

design and a sharing culture. Currently the focus of many BIM 
implementations is however on 3D modelling. The sharing, 
automation and reuse of data analysis and calculation 
procedures are still uncommon.  

We advocate that the use of programming languages, such as 
Python, can improve the productivity of engineering teams. 
Python, with the many available computational libraries, is 
well-suited for engineering analysis. Using Python, engineering 
calculations, spatial analysis and data analysis can be 
automated. The purpose of the work presented in this paper is to 
begin to test our hypothesis by demonstrating that an online 
platform using GIS and Python is capable of 3D modelling and 
that it can be part of an integral BIM environment.  

 

4. TUNNEL GIS PLATFORM 

We will use the name Tunnel GIS to refer to the digital online 
platform that we have configured to develop and use Python 
code scripts, to apply spatial concepts to tunnel engineering.  

Tunnel GIS is conceived as a software platform, but it is also 
intended to demonstrate a collaborative way of working. 
Sharing and collaboration are considered from the outset as 
essential. Thus, we chose a virtual machine as a collaborative, 
reference platform on which all components of Tunnel GIS 
were installed, tested and deployed. The implementation is 
summarized below and is intended as a help to anyone 
interested in setting up a similar platform. 
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Virtual Machine 

We chose Linux Ubuntu 16.04.1 LTS running on a Google 
Cloud GCE (Compute Engine) as a virtual machine (VM) 
instance. The GCE is set up by default to be accessed using ssh. 
We installed XFCE as a lightweight desktop environment, to be 
able to run QGIS in a graphical environment. Access to the 
desktop environment is provided using either RDP or VNC. For 
our use case, the response time of this setup is very adequate. 

GitHub 

We use GitHub to collaborate on our Tunnel GIS work, to track 
our development effort and as a backup facility. The use of 
GitHub allowed us to include all input data from CAD and 
surveying software in the same repository as the code scripts. 
Team members can choose to develop code scripts on their own 
laptops or directly on the VM platform. 

QGIS 

QGis is used for checking inputs and for visualizing spatial 
data. We installed version 2.18, including GRASS support. 

Python 

PyQGis and pandas are used as our Python ecosystem, for 
developing and running standalone scripts. We also make use of 
NumPy and matplotlib for data analysis and plotting. 

CSV 

Data import and export is with CSV (comma separated values) 
to be compatible with the industry use of spreadsheets.  

5. INITIAL TASK – TUNNEL EXCAVATION DATA 

The initial effort is focused on creating an automated workflow 
to calculate tunnel excavation data along a tunnel alignment. 
The excavation data to be output includes: 

- location along alignment of Bore Classes, Support Classes and 
Disposal Classes calculated according to industry rules 
(explained in 5.2 below) 

- volumes of excavated material in each Bore Class and Support 
Class 

- volumes of excavated material in each Disposal Class. 

This data is output in the form of a Bill of Quantities (BoQ) 
table together with plots showing the disposal volumes, the 
frequency of Bore Classes and a longitudinal section of the 
tunnel. This information is required for cost estimates, 
construction scheduling and for the planning of site 
installations.  

The applied procedure can be considered as a Building 
Information Modeling (BIM) quantity surveying procedure. 
Such procedures are already being used for building 
construction and are beginning to be used in tunnel 
construction. Pittard and Sell (2016) outline a generalized 
quantities surveying procedure for producing a BoQ by using 
3D-CAD software to attach BIM codes as attributes to 
individual construction components, outputting lists of the 
components with their BIM codes together with quantities, and 
compiling these into a BoQ using spreadsheets. 

5.1 Required Input Data 

The calculation of excavation and spoil volumes require three 
spatial datasets as input:  
- a rasterized digital terrain model (DTM)  
- a rasterized rock surface digital elevation model (DEM)  
- an alignment tables with coordinates (x, y, z) of points along 
the tunnel axis, at stationed intervals. 
 
The DTM used for this work is a Swiss federal governmental 
dataset that can be downloaded online. The rock surface DEM 
dataset was obtained as part of the basic data for a tunnelling 
project.  
The tunnel alignment data (CSV table) describes the spatial 
location of a tunnel axis by providing a northing, easting and 
tunnel elevation value at stationed intervals along the tunnel. 
This data is an output from CAD and surveying software.  
 
Additionally the following tunnel design data are needed: 
- tunnel layout data, providing information on tunnel excavation 
methods and tunnel cross-sectional geometry 
- rules for calculating Bore Classes, Support Classes and 
Disposal Classes (section 5.2) 
- Work Breakdown Structure (described below). 
 
The tunnel layout data are provided in a CSV table for each 
tunnel axis. Note that the example data presented here are 
fictitious and do not correspond to actual design work. The 
tunnel layout data contains information about WBS Code, Work 
Type, Excavation Type, Profile Type, Section Area, Station and 
a Description: 
- WBS: Work Breakdown Structure, used in engineering to 
schematically show the scope of the project work. It is a useful 
structure for scope checking, scheduling, costing and document 
management (see an example WBS in Figure 2). 
- WBS Code: an alphanumeric code used to uniquely identify 
each WBS component (see Figure 2; e.g. the code for Tunnel 
shell is 111).  
- Work Type: the type of construction work to be executed 
(e.g. surface excavation, underground excavation, concrete). 
- Excavation Type: tunnels can be excavated using different 
techniques. It is usually distinguished between excavation by 
Tunnel Boring Machines (TBM) and conventional excavation 
(e.g. using excavator machines in soil or drill-and-blast in rock). 
- Profile Type: tunnels can have different cross-section 
geometries, related to the Excavation Type (e.g. circular 
sections are required for TBM excavation) as well as to the 
intended use (e.g. road tunnel as in this example). 
- Section Area: refers to the cross-sectional excavation area of 
the tunnel profile. 
- Station: Stationing is the term used in civil engineering and 
surveying to refer to the segmenting of an alignment at chosen 
stationing intervals and the labeling of nodes with the distance 
from a defined starting point (typically expressed as e.g. 
100+200.000, meaning 100 km + 200.000 m). 
  

 
Figure 2. Example of a Work Breakdown Structure (WBS) 
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5.2 Excavation, Support and Disposal Classes 

 
In our example the tunnel is excavated with either Tunnel 
Boring Machine (TBM) or with conventional methods (referred 
to as MUL in this example). The excavation methods and the 
tunnel layout are planned by tunnel engineers as part of the 
tunnel design. Industry rules are applied to classify the 
excavation and the excavated material to the corresponding 
Bore, Support and Disposal Class (see Figure 3). 
 
The Bore Class (BC) and Support Class (SC) indicate the 
difficulty of the tunnel excavation and are mainly defined by the 
geology. Depending on the geological layer in which a tunnel 
station is situated, different Bore Classes are applied. In our 
example we differentiate between three Bore Classes: 
- BC1: tunnel is in gravel soil 
- BC2: tunnel is located in so-called Mixed Face Conditions, 
meaning that the cross-section of the tunnel is located in both 
soil and hard rock 
- BC3: tunnel is located in hard rock. 
 
The Support Class (SC) describes the type of construction 
which is needed to support the excavated tunnel. In our example 
we consider a segmental lining using pre-cast concrete elements 
(SCT) for the part of the tunnel which is excavated by TBM. 
Shotcrete is typically used as a support for conventional 
excavation (SC5 in our example). 
 
The Disposal Class (MC) is defined by the excavated material. 
In our example, it describes whether the material can be reused 
as aggregate or fill (MC2) or must be placed in a disposal area 
(MC3) It also indicates the expected contamination of the 
material and if special disposal is required (MC5). 
 

 
Figure 3. Bore, Support and Disposal Classes 
 
 
5.3 Bill of Quantities and BIM Coding 

A Bill of Quantities (BoQ) is a table that itemizes the work to 
be done in a construction contract, including quantity estimates 
for all work items (referred to as Pay Items). The BoQ contains 
Pay Items, the measurement unit (e.g. m3), and the estimated 
quantity for each Pay Item.  
 
Tunnel GIS will be used to calculate quantities of Pay Items for 
tunnel excavation, which are the Bore Classes and the Support 
Classes, and Pay Items for the disposal of excavated material, 
which are the Disposal Classes. The measurement of quantities 
for these Pay Items follow from the industry rules for quantity 
measurement introduced in Section 5.2. 
 
A BoQ is typically organised by WBS and by BoQ ‘chapter’. 
Typically the BoQ ‘chapters’ are organised by Work Type (e.g. 

surface excavation, underground excavation, concrete), with 
each Work Type including all relevant Pay Items. In our 
example there is only one Work Type: Underground Excavation 
(UEX). 
  
The complete code for a BoQ Pay Item contains the WBS code 
together with the Pay Item code, e.g. 111b UEX.BC3. These 
BoQ codes can be referred to as BIM labelling or coding 
(Pittard & Sell 2016). BIM codes are attributed to building 
model components in 3D-CAD software to facilitate analysis 
such as costing and scheduling by other software. The Tunnel 
GIS platform follows the BIM principles for coding attributes, 
by including the BIM codes in output data. 
 

6. METHODOLOGY 

The procedures that we used to calculate and organize the 
tunnel excavation data are described in this section. 
 
6.1 Preparation of Input Data 

Contour lines imported from CAD must be checked to make 
sure that the elevation data is correctly attributed to the 
geometry, before these are rasterized. Necessary adjustments 
are made using standard GIS routines. The raster datasets are re-
gridded to a representative length (e.g. tunnel diameter) to 
provide an ‘interpolated’ basis for estimating average height 
between tunnel centreline and rock surface along the tunnel, 
which is an important physical parameter for calculating 
excavation data.  
 
The alignment table of the tunnel axis was prepared from CAD 
data using surveying software. We found that the CAD data 
itself, directly imported into GIS, was unsuited to our use due to 
differences in the geometrical representation of curves 
(especially spiral curves used in highway alignments) and 
vertical profiles. For our purposes, the alignment table was 
stationed at 3 m intervals. 
 
Input for the tunnel layout data follows from the concepts 
described in Section 5, as shown in the following example: 
				WBScode,	 WorkType,	 ExcavationType,	 ProfileType,	
SectionArea,	Station,	Description	
				111a,UEX,MUL,MUL1,120.0,205+490,"conventional	
excavation"	
				111b,UEX,TBM,TBM1,132.7,205+520,"TBM	section"	
				111c,UEX,MUL,MUL1,120.0,208+620,"conventional	
excavation"	
 
The industry rules described in Section 5 for Bore Classes, 
Support Classes and Disposal classes were coded directly into 
our scripts. To facilitate reuse of our scripts, we used Python 
class methods to separate the rule definitions from the 
geospatial processing algorithms.   
 
6.2 Procedure 

To calculate the tunnel excavation data along a tunnel alignment 
several steps have to be carried out: 
1. Prepare required input datasets: rasterized digital terrain 
model (DTM), rasterized rock surface digital elevation model 
(DEM), alignment table with coordinates (x, y ,z) of station 
points along the tunnel, and tunnel layout data including BIM 
coding (Sections 5.1 and 6.1) 
 
2. Calculate the distance between the rock surface elevation and 
the tunnel axis elevation at each Station and write this into a 
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CSV file containing tunnel excavation data, using a header of 
RockCover. A positive number indicates that the rock surface 
lies above the tunnel axis and a negative number indicates that 
the rock surface lies below the tunnel axis. 
 
3. Determine ExcavationType, ProfileType, SectionArea, 
BoreClass, SupportClass and DisposalClass at each Station 
using the rules explained above (Section 5.2) and write these 
into the CSV file containing tunnel excavation data. These 
classes are considered homogenous along a Station interval. 
 
4. Calculate the excavation volume (in place) for each Station 
interval, multiplying the Section Area at the From:Station by 
the slope length between the From: and To:Stations of the 
Station interval. Write this volume to the CSV file containing 
tunnel excavation data, using a header of ExcavationVolume. 
 
5. Calculate the disposal volume (loose volume) for each 
Station interval from the ExcavationVolume using the rules for 
calculation of Disposal Class. Write this volume to the CSV file 
containing tunnel excavation data, using a header of 
DisposalVolume.  

 
6. Sum up the Excavation Volumes (BC, SC) and Disposal 
Volumes (MC) for all table rows that have the same WBS Type, 
Work Type and Pay Item to create the Bill of Quantities (BoQ) 
table. 
 

7. RESULTS 

Here, the results of Tunnel GIS are visualized. The BoQ is 
provided in a CSV format. The plots (longitudinal section and 
summary plots) are created with help of the Python matplotlib 
library. 
 
7.1 Bill of Quantities 

The output Bill of Quantities (BoQ) is structured by the BIM 
Coding, which was explained before (Section 5.3). The BoQ is 
shown in Figure 4 as a CSV table for the excavation work, 
which can easily be included in the comprehensive BoQ of the 
Project. 
 

 

WBS 
Work 
Type 

Excavation 
Type 

Station 
From 

Station 
To 

Pay 
Item Quantity Unit 

111a UEX MUL 205+490 205+520 SC5 3604.434 m3 

111a UEX MUL 205+490 205+520 MC2 4685.764 m3 

111b UEX TBM 205+520 208+620 BC1 23243.598 m3 

111b UEX TBM 205+520 208+620 BC2 72922.244 m3 

111b UEX TBM 205+520 208+620 BC3 315378.986 m3 

111b UEX TBM 205+520 208+620 SCT 411544.828 m3 

111b UEX TBM 205+520 208+620 MC5 125015.595 m3 

111b UEX TBM 205+520 208+620 MC3 473068.479 m3 

111c UEX MUL 208+620 208+740 SC5 14405.446 m3 

111c UEX MUL 208+620 208+740 MC2 18727.08 m3 
 

Figure 4. Example Bill of Quantities with Pay Items for Bore, Support and Disposal Classes. 
 
 
 
 
7.2 Longitudinal Selection 

The longitudinal section of the tunnel alignment and the 
geology, together with the Bore, Support and Disposal Classes 
are shown in Figure 5. The top of the image visualizes the soil, 
rock and tunnel alignment along the stationing. Below, the Bore 
Class, Support Class and Disposal Class are shown for each 
Station in the underground part of the alignment. 

 
Figure 5. Longitudinal section of the example tunnel alignment. 

7.3 Summary Plots 

The results can also be shown as bar plots or histograms (Figure 
5). The left plot visualizes the disposal volume for each 
Disposal Class. The right plot shows the frequency of each Bore 
Class.   
 

 
Figure 6. Disposal volume for each Disposal Class (left Plot) 
and frequency of each Bore Class (right plot) for example 
tunnel.   
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8. CONCLUSION 

The work presented in this paper shows how to automate the 
creation of a specialized Bill of Quantities along tunnel 
alignments with the help of Python. It demonstrates that by 
using Python, engineering calculations, spatial analysis and data 
analysis can be integrated with spatial data from CAD and other 
civil engineering software. By using the presented 
methodology, extensive manual work with CAD and 
spreadsheets, or by using BIM coding with 3D software and 
spreadsheets can be avoided. 
 

9. WORK IN PROGRESS 

The presented approach can be extended in future applications, 
using the tunnel geometry and any relevant spatial data. We 
have started work on the automated calculation of settlements 
above shallow tunnels and the reporting of the risk of damage to 
neighboring buildings. We envision using the approach for the 
site reporting of as-built excavation parameters (such as support 
classes and production rates) along tunnels. Our ultimate aim is 
to provide a toolset comprising commonly used data analysis 
and engineering calculation procedures along tunnel alignments. 
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ABSTRACT: 
 
Engineering projects rely on calculations, which require accurate input data. Unfortunately, input parameters for geotechnical 
calculations are often buried in input and output files of software applications or hidden in cryptic project-specific spreadsheets. 
Definitive data can sometimes be found in reports, but there is no guarantee that all project calculations are made from the same data. 
The essential problem is that there are no generally accepted procedures for managing geotechnical data. 
 Geotechnical site data requires organisation at many levels. Capturing three-dimensional data of  sampling and testing locations is a 
start. Test types, scale effects (e.g. intact rock samples have different mechanical and hydraulic properties than a fractured rock 
mass), included design safety factors (imposed by norms and engineering standards), etc. must also be known. Data can come from 
in-situ measurements, laboratories, estimates or calculations. Some data needs preparatory processing (grouping, statistical analysis, 
etc.) before it can be used for calculations.  
 The Python-based Jupyter Notebook provides a convenient way to perform, present and document geotechnical calculations. The 
Python calculation code is displayed directly in the notebook and reviewers can easily check calculation methods and results. 
 We need the same transparency for input data, which we have addressed by implementing a Data Organizer, an online database 
containing all test results and calculation data inputs. The data values are stored in JSON documents, which provide for all possible 
data structures and include provision for storing descriptive metadata that define the units, source, quality, date/location of collection 
and other data properties. The Data Organizer is accompanied by a Python library for reading the data and its associated metadata, 
which can be used from a Jupyter Notebook. 
 
 
 

1. INTRODUCTION 

Engineering projects rely on calculations, which require 
accurate input data. Unfortunately, input parameters for 
geotechnical calculations are often buried in the input and 
output files of software applications or hidden in cryptic 
project-specific spreadsheets. Definitive data can sometimes be 
found in reports, but there is no guarantee that all project 
calculations are made from the same data and it is difficult to 
know when data is updated and if you must recalculate. Reuse 
of data as empirical data in subsequent projects is difficult and 
hence uncommon. The essential problem is that there are no 
generally accepted procedures for managing data, e.g. for 
storing it in an organized way in a central place, and 
documenting its provenance and quality. 
 

2. WHAT IS GEOTECHNICAL DATA? 

Type text single-spaced, with one blank line between 
paragraphs and following headings. Start paragraphs flush with 
left margin. 
 
Geotechnical engineering essentially comprises construction in 
the ground or underground. It includes excavations, building 
foundations and roadway subgrades, as well as tunnelling and 
dam foundations, our field of practice. 
 
Geotechnical analysis focuses on the behavior of soil and rock 
materials, using data obtained by laboratory testing of samples 
recovered from exploratory drilling, together with logging and 
testing in boreholes, and by geophysical methods. 
 

Geotechnical data properties vary spatially across rock and soil 
layers and are strongly influenced by lithology, tectonic history, 
erosion and surface weathering. The behavior of soil and rock is 
also strongly influenced by scale effects. A fractured rock mass 
has different mechanical and hydraulic properties than intact 
rock samples tested in the laboratory. Thin sand layers in clay 
soils strongly influence the large scale hydraulic behavior. 
 
Data can come from in-situ measurements, laboratory testing, 
empirical estimates or calculations. Factual data refers to the 
results from borehole logging and from testing and is 
differentiated from interpreted data such as larger scale soil and 
rock classification. 
 
Some data needs preparatory processing (grouping, statistical 
analysis, etc.) before it can be used for calculations. Engineering 
standards differentiate between mean values, fractile values 
(e.g. European Norms require a 95% occurrence probability of a 
selected parameter value) and design values (with safety factors 
applied). Data must therefore be clearly tagged with likelihood.  
 
Compared with data analysis in other fields, geotechnical data is 
complicated by its heterogenous structures. This makes good 
data checking and data management procedures an essential part 
of geotechnical engineering  practice. 
 

3. COLLECTING GEOTECHNICAL DATA 

The collection and management of geotechnical site data 
requires organisation at many levels, at the construction site, in 
the testing laboratory and by the engineering staff in the office. 
The requirement is to provide a common, up-to-date, checked 

Journal of GeoPython, Issue 2, June 2017 
GeoPython 2017, 08 - 10 May 2017, Muttenz/Basel, Switzerland

17



 

and approved set of geotechnical data for the project site, which 
is conveniently available to the project design and construction 
team. 
 
In the field, during exploratory drilling, the soil and rock layers 
are identified. The lithology of sampled materials is recorded. 
Capturing three-dimensional data of sampling and testing 
locations together with the lithologies is a critical first step in 
managing geotechnical data. 
 
In the laboratory, it is essential that the testing procedures 
followed and the specific details of data measurements are 
recorded together with the test results.  
 
In the office, the selected grouping of individual data points, the 
statistical processing and the application of safety factors must 
be carefully recorded. Data that is checked and verified should 
be marked as such. When performing calculations, engineering 
rigour requires certainty about where input data came from.  
 
Computer applications for collecting and storing geotechnical 
data have been limited to commercial offerings focusing on 
specific, narrow use cases, e.g. for laboratory testing of soils. 
No generally accepted standards for the more general problem 
of collecting and storing geotechnical data have emerged. This 
has led to the widespread use of ad hoc spreadsheets for 
collecting and distributing geotechnical data. 
 
The prevalent use of spreadsheets has led to repositories of 
geotechnical data residing on individual laptop and desktop 
computers (data islands), with limited sharing and with 
distribution of data mostly done by email. There are no 
generally accepted procedures for checking data. Revision 
control of data is rarely implemented. The aim of a common, 
up-to-date, checked and approved set of geotechnical data is 
only rarely achieved. 
 
Given the rigorous workflows applied to other construction 
documents (specifically reports and drawings), the handling of 
geotechnical data demonstrates a significant quality gap. This is 
especially unfortunate given the importance of geotechnical 
data in making far reaching project decisions early in the 
project. 
 

4. MODERN COMPUTER DEVELOPMENT TOOLS 

The rise of the global Internet has a caused a revolution in data 
collection, processing and sharing. Internet servers, together 
with the web browsers in modern computers and mobile 
devices, provide sophisticated querying, processing and display 
of data. The earliest adopters were social networking, commerce 
and finance. The construction industry has lagged noticeably in 
its adoption of new computer technologies. 
 
4.1 The Rise of Open Source 

 Historically, engineering calculations were performed using 
Fortran programs. These have been edged out by commercial 
software, largely due to the prevalence of the Windows 
operating system. Commercial software generally has limited 
abilities to import and export data, and limited abilities for 
scripting and command line interaction, which makes using 
commercial software together with Open Source software 
difficult. More recently, however, some academic and 
engineering communities have started using Open Source 
software, such as Python, for scientific and engineering 
analysis.  

 
The attractiveness of Python has been enhanced by the 
availability of specialized libraries for calculation and data 
visualization (e.g. plotting), and for data import and export. This 
has led to the rise of online communities dedicated to specific 
engineering sub-domains, which has further led to industry 
conferences such as for geospatial, where this paper was 
presented. The geospatial community is embracing Open Source 
and seeing advantages through the sharing of algorithms, faster 
software development cycles and reduced dependency on 
software professionals.  
 
4.2 JSON Data Sharing 

JSON, or JavaScript Object Notation, is a text notation for 
representing the common data structures used in most 
programing languages (typically hash structures and arrays). It 
has become the lingua franca for exchanging data between 
Open Source software tools. 
 
The following shows an example of JSON. It shows a 
JavaScript hash (hashes are called dictionaries in the Python 
programming language), which contains a series of field names 
and their values. The values can be of different data types. In 
the example they are limited to strings and floating point values, 
but you could also have arrays and hashes as values. 
 

{ 
    "id": "borehole-20170506-161725-95637407", 
    "borehole_code": "NE1-01",  
    "collar_elevation_masl": 230.1,  
    "y_project_coordinate": 1720999.33,  
    "x_project_coordinate": 717190.06,  
    "type": "borehole" 
} 

 
JSON is ideal for representing the complex structures in 
geotechnical data. The field names and their values are 
analogous to the columns names and values in a spreadsheet or 
a database record, with the added advantage that the value part 
can contain more complex data, like an array or a sub-record 
(expressed as a hash). The Data Organizer makes use of these 
capabilities. 
 
All modern programming languages, including Python, have 
functions that convert native data structures into JSON strings, 
and back again. NoSQL databases, described in the next section, 
are also able to store and process JSON data. 
 
4.3 NoSQL Databases 

Data management and storage have also changed radically. 
Traditionally data has been stored in enterprise SQL (relational) 
databases, which required expensive software and database 
specialists. This made database servers unattractive for use on 
smaller projects. This often drove people to store their data in 
spreadsheets/ 
 
The rise of Big Data has led to the development of NoSQL 
database systems, which are able to store and process 
unstructured data. There are four major types of NoSQL 
databases, specifically Key-Value Store, Document Store, 
Column Store and Graph. 
 
Data Organizer uses a Document Store NoSQL database, 
specifically the Couchbase [2] server, which stores JSON 
documents. We chose Couchbase as the NoSQL server due to: 
 
1. Powerful query language, called N1SQL 
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2. Couch Synchronization Protocol, which can sync databases 
on separate servers. 
 
A JSON document store is simply a set of JSON objects, 
expressed as strings that are stored, each identified with by 
unique id. 
 
The synchronization capability allows users to have their own 
local copies of data, make updates and then synchronize their 
data with a master server. This is attractive, because the 
PouchBD server, which also supports the Couch 
Synchronization Protocol, is able to run in a browser on a 
mobile device. This makes it possible to implement a mobile 
App that can be used to collect and display data in the field, 
without the need of a data connection to a server. 
 

5. MODERN DEVELOPMENT METHODOLOGIES 

In parallel with the Internet revolution and the rise of Open 
Source there has been an entrepreneurship revolution, which has 
led to completely new ways of thinking about how software 
products are defined and produced. The traditional approach for 
producing software had independent project phases, where 
software was fully defined and designed before coding was 
even started. 
 
5.1 Agile Methods 

The traditional approach has been replaced by agile methods, 
where software users are shown increasingly refined prototypes 
and invited to provide feedback to guide further development. 
Agile methods recognize that software users are generally 
unable to explain exactly what they want and that software 
developers have difficulty understanding them. This method 
seems particularly well suited to the development of the Data 
Organizer. We are following this approach, getting valuable 
feedback from our work colleagues. 
 
5.2 Minimum Viable Product 

The first usable prototype produced by an agile software team is 
called a Minimum Viable Product or MVP. It is not intended to 
be a complete or elegant solution. It’s simply the minimum set 
of features necessary to get the (initial) job done. The MVP is a 
proof of concept intended for early adopters of the software. It 
shows that the idea basically works and provides a basis for 
feedback for further refinement. 
 

6. SYSTEM IMPLEMENTATION 

The use of Python for engineering analysis separates calculation 
methods from the input data and documents the calculations 
performed. We need the same transparency for input data, 
which we have addressed by implementing a Data Organizer 
[1], an online database containing the pertinent test results and 
calculation data inputs. The data values are stored in JSON 
documents, which provide for all possible data structures and 
include provision for storing descriptive metadata that define 
the units, source, quality, date/location of collection and other 
data properties. 
 
The Data Organizer consists of a data access library and a 
utilities library, both of which are written in Python. Together 
they are capable of reading and writing geospatial data in a 
NoSQL database server. The Python library API is suitable for 
use with the Jupyter Notebook [5], which makes it easy to 

retrieve data and to use the data (including the descriptive 
metadata). 
 
6.1 System Components 

The major system components, described in the following 
sections, are: 
 
1. Couchbase, a NoSQL database server 
2. JSON data records stored in Couchbase 
3. Domain specific Python API 
4. Jupyter Notebook 
5. Python libraries for analysis & plotting 
 
6.2 NoSQL Server 

The single data repository ensures that all project team members 
are working from the same inputs and the descriptive metadata 
makes it clear which data is being used and exactly where it 
came from. Project team members can also browse the data, 
making it likely that data will be re-used, potentially in new and 
novel ways. 
 
6.3 JSON Data Records 

The Data Organizer has the types of data records: 
1. Project - A project name and its associated coordinate system 
2. Borehole - A borehole, its elevation and geo-location 
3. Parameters - A test parameter record with its associated data. 
They can be either a data value collected in the field or the 
results of a laboratory test. 
 
Each record has an id field and a type field. The id values (e.g. 
the record identifiers) of the JSON documents have no 
particular meaning. Any value is acceptable, provided it is 
unique. The Data Organizer builds its keys from the ‘record 
type’, a timestamp and some random digits. The random digits 
guarantee that all ids are unique. This ensures that it will be 
possible to collect and edit data records using a mobile app that 
is not permanently connected to the Internet (see section 9). See 
the id fields in the example JSON records below. 
 
Sample records of each of the major record types are shown 
below: 
 
Project Record 
 
{ 
   "id": "project-20170506-161725-18982845",  
    "type": "project",  
    "name": "Nam", 
    "project_code": "NEM",  
    "project_coordinate_system": "UTM" 
} 
 
Borehole Record 
 
{ 
    "id": "borehole-20170506-161725-95637407", 
    "type": "borehole", 
    "borehole_code": "NE1-01",  
    "collar_elevation_masl": "",  
    "y_project_coordinate": 1720999.33,  
    "x_project_coordinate": 717190.06    
} 
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Parameter Record 
 
{ 
    "id": "parameter-20170506-161725-94852170",  
    "type": "parameter",  
    "project_code": "NEM", 
    "borehole_code": "NE1-07",  
    "parameter": "sigma_c",  
    "sample_code": "NE07-1",  
    "sample_description": "",  
    "sample_depth_top_m": "26.75-27.80",  
    "data_source": "Laboratory",  
    "laboratory": "KhonKaen University",  
    "test_type": "Triaxial compression",  
    "test_date": "",  
    "test_standard": "",  
    "test_comment": "",  
    "test_parameters": [ 
        { "units": "MPa",  "description": "s3",  "value": "1" },   
        { "units": "",  "description": "",  "value": "" } 
        ],  
     "measurement_convention": "",  
    "laboratory_test_code": "1",  
    "value_scale": "Laboratory",  
    "lithology": "Sandstone",  
    "value": "140.66",  
    "value_unit": "MPa", 
    "value_likelihood": "Data point"  
} 
 
Notes for parameter records: 
1. The fields called project_code and  borehole_code are foreign 
keys that reference Project and Borehole records respectively. 
2. The value of the test_parameters field is an array of hashes 
(dictionaries). 
 
6.4 Data Query API 

API Methods: 
CouchbaseSelector(url, database) - Open a Data Organizer 
Couchbase database. Returns a database object which can be 
used to call the following methods: 
 
setDebug(flag) - Turn on (flag=true) or off (flag=false) 
debugging outputs.  
 
select(fields, selector, sort) - Select fields from database, based 
on selector, sort records by sort. 
 
get_parameters(parameter, fields, selector, sort) - Select fields 
from database, associated with parameter, based on selector, 
sort records by sort. 
 
Description of parameters: 
 
url - String. The URL of the Couchbase server 
 
database - String. The name of the Couchbase database, which 
is called a bucket by Couchbase. 
 
fields - Array of strings. The names of the field to be returned. 
If None or an empty array, then all fields are selected. 
 
parameter - String. Restrict selected records to the named 
parameter. 
 

selector - Dictionary. Restricts selection of records. For each 
key-value pair the key is the field name and the value is the 
value that the field must match. Multiple entries are and-ed 
together to perform the selection. If None or an empty hash, 
then all records are selected. 
 
sort - Array of strings or dictionaries. The names of the fields to 
sort by. If an element is a string, then an ascending sort is 
performed for named field. If an element is a dictionary, then it 
must contain only one key-value pair, with the key as the field 
name and the value set to the string “asc” for ascending sort or 
“desc” for descending sort.  
 
Example use of API: 
 
from DataOrganizer import CouchbaseSelector 
db = CouchbaseSelector('localhost','ne1') 
db.setDebug(True) # Causes debug output to be displayed 
 
parameter = 'E' 
fields = ['borehole_code', 'sample_depth_top_m', 'value',   < 
          'value_unit'] 
 
selector = {'data_source': 'Laboratory', 'measurement_convention':   
            'Es'} 
sort = ['borehole_code' , { 'sample_depth_top_m':’desc’ } ] 
 
for rec in db.get_parameter(parameter, fields, selector, sort): 
    # rec now contains a record selected from the database ‘ne1’ 

 
The selection is based on the parameter and the selector. In this 
case: 
1. Only records with the field parameter equal to ‘E’ are 
selected and 
2. From those records only selected records with: 
   a. The field data_source equal to ‘Laboratory’ and 
   b. The field measurement_convention must equal to ‘Es’.  
 
This results is a series of records that look similar to the 
following: 
 
{ 
    "borehole_code": "NE1-07",  
    "sample_depth_top_m": "26.75-27.80",  
    "value": 140.66,  
    "value_unit": "MPa" 
} 
 
The records are sorted by the values of the fields borehole_code 
(ascending) and then by sample_depth_top_m (descending). 
 
6.5 Integration with Jupyter Notebook 

The Python-based Jupyter Notebook provides a convenient way 
to perform, present and document geotechnical calculations. It 
allows for a mix of explanatory notes and live calculations and 
plots, which are intuitive and self-documenting. The Python 
calculation code is displayed directly in the notebook and 
reviewers can easily check calculation methods and results. 
Sample results are shown in the next section. 
 

7. EXAMPLE RESULTS 

An assessment of the scope and quality of the results that can be 
obtained using the Data Organizer, and importantly also of the 
usability of the procedures, was made using sample data. We 
also wanted to look at the suitability of the data analysis 
procedure for data checking purposes. 
 
Use of the Data Organizer for reading data from the database is 
shown in Figure 1. First the database is opened (NE1 for sample 
data), then the geotechnical parameter of interest is selected (E 
= modulus of elasticity in this example) and the metadata fields 
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to be returned are specified. In this example, the returned data is 
further selected (restricted) to laboratory data and to data with a 
measurement convention of Es (secant modulus). Also the 
returned data are sorted by the borehole code and the sample 
depth. 
 

 
The returned data can be viewed using the HTML method for 
pandas [4] data frames, as shown in Figure 2. 
 
 

 
Figure 1. Example use of Data Organizer to read geotechnical data from database 
 

 
Figure 2. Example reporting of geotechnical data from database 
 
 
Some quick example of plotting data returned from Data 
Organizer are shown, to give an indication of what can be 
achieved using Matplotlib [3]. These plots are just scratching 
the surface of what is available using Python. 
 
Prior to plotting, some further analysis of the data was carried 
out using Python (running in a Jupyter Notebook) to group the 
data by lithology, and to sort it, for the scatterplot. Although the 
coding required to achieve this is not difficult, in the future we 
intend to implement this directly in the API, to automate routine 
data analysis.  
 
Figure 3 shows a histogram of the modulus of elasticity from 
laboratory testing of all rock samples, together with the normal 
distribution calculated from the data. Figure 4 shows a 
histogram of the modulus of elasticity considering only testing 
results for sandstone rock. Figure 5 shows a scatterplot of the 
compressive strength (sigma_c) plotted against the modulus of 
elasticity, grouping the data by rock lithology. 
 

 
Figure 3. Example histogram of the modulus of elasticity for all 
rock samples 
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Figure 4. Example histogram of the modulus of elasticity for 
sandstone rock samples 
 
 

 
Figure 5.  Example scatterplot showing compressive strength 
plotted against the modulus of elasticity 
 
Our initial testing of Data Organizer in a Python environment 
clearly demonstrates both the suitability and the usability of the 
procedure for data analysis and plotting. The rich Python 
environment available for reporting and plotting is a significant 
boost to both productivity and the quality of the achieved 
results. The procedure provides a suitable means for data 
checking. By using a Jupyter Notebook, the entire data analysis 
can be documented together, producing an ideal report of the 
methodology and the data analysis results. 
 

8. CONCLUSIONS 

Our development effort, using the Minimum Viable Product 
approach, has reached the point of a minimum set of features 
necessary to use the Data Organizer and to assess its suitability 
and usability.  
Initial testing, as a proof of concept, confirms the suitability and 
the usability of the Data Organizer for data storage, data 
querying, data analysis and plotting. It works and is easy for 
engineers, with limited programming skills, to use. 
Further testing, on actual project work, has started. This will 
provide a basis for feedback from our colleagues for refinement 
of the Data Organizer procedures. Testing on actual projects 
should help to gain traction with colleagues, which will expand 
the use of the Data Organizer to additional engineers and 
projects. 
 

9. IDEAS FOR FUTURE WORK 

 
Future work is expected to first focus on an improved workflow 
for data validation. Ensuring the plausibility of input 

geotechnical data is in practice extremely important, but 
difficult, and is therefore all too often neglected. Data Organizer 
provides opportunities for better data validation, such as by 
comparing new data to older data, by comparing data to 
empirical rules, and by an appropriate use of plotting to 
visualize the data.  
 
We plan to implement data grouping and reduction directly in 
the Data Organizer API. This will be done by implementing 
Map & Reduce functionality, which provides the ability to 
group and merge (reduce) the selected records to facilitate data 
analysis and plotting by engineers. 
 
A further step is the introduction of parameter estimation, to 
derive specific parameters that are needed for engineering 
calculations from other parameters.  
 
A mobile application for entering and editing data and metadata 
is also foreseen.  
 

REFERENCES 

1. Data Organizer library: 
https://github.com/ahodgkinson/geopy 
2. Couchbase: https://www.couchbase.com/ 
3. Matplotlib library: https://matplotlib.org/ 
4. Pandas library: http://pandas.pydata.org/ 
5. Jupyter Notebook: http://jupyter.org/ 
 
 
 

Journal of GeoPython, Issue 2, June 2017 
GeoPython 2017, 08 - 10 May 2017, Muttenz/Basel, Switzerland

22




