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Abstract

This document is deliverable II.3.1, and presents the the MobyDick archi-
tecture. The introduction outlines the main areas of use and the main
characteristics of the Pocket Companion, and ends up with the overall de-
mands we put on the architecture. In chapter 2 Quality of Service (QoS)
as we use it in MobyDick QoS is presented. It gives the foundation the
adaptability used in the chapters to follow. In chapter 3 an overview of the
software architecture of the Pocket Companion is presented. The security
architecture of the Pocket Companion is presented in chapter 4, and the
consistency architecture is presented in chapter 5. In chapter 6, the system
architecture of the Pocket Companion is outlined.



Chapter 1

Introduction

The technologies of PDA or hand-held PCs (HPCs), digital cellular phone,
smart card, and wireless communication technologies, when combined and
integrated well, have the potential of replacing many of the things people
have to carry around with them by one small device, the Pocket Compan-

ion. It is a small portable computer and communications device that has
the potential to replace items like cash, cheque book, credit cards, driver's
license, passport, keys, diary, phone, pager, maps and possibly briefcases as
well. Massive integration of functionality into a single hand-held machine,
combined with an intelligent information system and a location system en-
genders many new types of applications, such as admission control, digital
cheque-book, tracking people or equipment, paging, and an automatic diary
that keeps track of where you were and with whom.

Such a Pocket Companion will be a truly personal machine, that the
user may become quite dependent on, both for professional and private use.
It should work predictively under a wide range of conditions, and we must
expect that users would like the ability to control the operation of the device
to a much greater extent than an ordinary desktop or notebook computer. It
includes control over power consumption, involvement in consistency control,
and choosing which parties to trust in a secure transaction.

Building the software architecture and a full scale implementation of
the Pocket Companion represents an exploration into possible future uses
of hand-held computer technology that may soon become part of our every
day life.

1.1 Key characteristics of the Pocket Companion

The architecture of the Pocket Companion will focus on the applications
and the system support that will enable it to locate publicly available in-
formation services|friendly or non-friendly|communicate with them and
do transactions with them. A subset of the applications may even have to
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be down loaded from the environment with which the Pocket Companion

interacts. The operation of the Pocket Companion is therefore very much
dependent on the services o�ered by the environment. A Pocket Companion

is a personal tool for a roaming user, and must be expected to change envi-
ronment frequently. Variable network conditions, including disconnections,
is a consequence, and the user may not always be able to prepare.

The Pocket Companion is di�erent from a \desktop companion". A
desktop companion is a hand-held machine that is designed to give roam-
ing users access to their business data and applications while on the road.
Desktop companions are designed and optimized for compatibility and com-
munication with the user's desktop machine(s), e.g. via modem, infrared or
a docking station. A lot more can be assumed about the surrounding envi-
ronment. Usually, the user knows in advance when the companion will be
disconnected, and disconnects voluntarily after preparing for it. While still
connected to the desktop, data may be down loaded to the the companion.
Special \companion"-versions of the desktop applications may be used to
manipulate the data in the companion. This gives the user a familiar user
interface yet designed for the limitations of the companion. Special protocols
let the user synchronize the data on the companion with the desktop when
su�ciently connected. These protocols often contain application dependent
parts that are able to utilize syntactic and semantic knowledge to merge the
applications' data.

The ability of the Pocket Companion to adapt to the conditions o�ered
by the various environments coupled with possible user control actions, are
key issues for both its software and system architectures. The Pocket Com-

panion software should be able to o�er predictable service levels and be-
haviours under rapidly changing conditions. This means that the software
must be highly adaptive both to environment changes and user commands.
The software architecture of the Pocket Companion reects this and provides
a framework for ordered design of adaptive software.

Adaptability requires detection and noti�cation of changing conditions
and the ability to take actions based on what is considered the new situation.
Rapid adaptation requires fast detection and noti�cation|concurrent with
and asynchronous to the normal operation of a software module|and that
adequate actions may be taken fast. However, this agility may lead to
system instability and must be balanced with the need for system stability.
Moreover, there is a need to ensure that adaptive actions actually improve
the situation.

In order to use the Pocket Companion to perform transactions with
some foreign service, that possibly involves \real valuable", security must
be handled with the out-most care. Due to short or long term lack of
resources, some transactions may only be completed after a more secure
but more costly security scheme is traded for a less costly and less secure
scheme. The gain is less risk of denial of service. Such changes of security
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policy cannot be done by the software systems alone. Only the user, who
is responsible in the end, should take such decisions based on his notion of
trust, and importance, and knowledge of the environment.

A distributed application that includes mobile machines must account
for the fundamental new situation that an updating machine may be discon-
nected for an unknown amount of time. One application may have strong
consistency demands that requires locking of data while another applica-
tion may advocate progress by relying on the ability to detect conicting
updates. Some applications may apply special sharing models that may ad-
vocate special solutions, e.g. the data may be divided into non-overlapping
parts and each user may only update his part. The architecture should sup-
port a exible balance between the demands for consistency and progress
for applications.

The system architecture of the Pocket Companionmust support both the
required adaptivity, each individual service and the integration of services.
It must implement the basis for many services, like power awareness to
manage energy consumption and a trusted computing base for the security
architecture.

In all these areas we use our notion of Quality of service to express and
manage adaptability, both stemming from the hosting environment and user
commands.
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Chapter 2

The MobyDick QoS

architecture

In this chapter the MobyDick QoS architecture is outlined. First, our notion
of QoS is explained. Then, the building blocks of the architecture and
their interaction is described. Finally the rôle of QoS as the foundation of
adaptability in the architecture is described.

2.1 Quality of service in a mobile system

Quality of Service (QoS) is an attractive model for resource allocation and
sharing, and has gained much attention in the transfer of multi-media doc-
uments (e.g.[Campbell94]). Because of its potential in the allocation of all
scarce resources, it has also found its way into other domains, e.g. operating
systems[Hyden94].

QoS based resource allocation is closely linked to the service model, and
is based on service users requesting a resource or service on some level of
quality from a service provider. In statically connected systems, the service
provider will check (end-to-end) if the request can be granted. If the service
provider grants the request (possibly after negotiation), the two parts have
a QoS contract that gives some notion of \guarantee" that the service level
in the contract shall be sustained.

This model relies on the stability of the service provider and, in turn,
the resources and services it requires. The service provider may for instance
apply admission control to limit resource usage to ful�ll the obligations in
the contracts. The service user will often rely on being granted the amount
of resources stated in the contract until they are voluntarily released.

Availability and quality of resources in a mobile computer are in general
unpredictable, so a service provider cannot assume the same kind of stabil-
ity as a service provider in a static system. Therefore, it cannot normally
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issue QoS guarantees that a service user can rely on1. QoS based resource
management in a mobile computer must take this fundamental di�erence
into account.

As QoS based approaches for static systems are designed to provide
guarantees, they also tend to pay little attention to the situations that oc-
cur when the contract actually is violated by the service provider for some
reason. This may happen in a number of situations that could not be antic-
ipated when the contract was granted, for instance in failure situations or
due to transient overload. A roaming computer, however, will must be ex-
pected to enter not foreseeable situations and new environments where the
current QoS level in one or more contracts cannot be sustained. In other
situations the user simply decides to turn it o�. These situations are not
errors, but are modus operandi for mobile computers, and must therefore
be handled e�ciently by the mobile computer.

Given su�cient resources, the software entities in our architecture re-
quest and release resources as in statically connected systems. But when
resources degrade, the system will exhibit a potentially high portion of re-
source revocations that cannot be anticipated either by service users or
providers. Hence, we do not emphasize on the provision of QoS guarantees.
In stead, our notion of QoS is designed to convey relevant and timely man-
agement information between service users and providers, and on ensuring
that it is presented at the correct abstraction level.

2.2 The building blocks of the MobyDick architec-

ture

2.2.1 Modules

The software system of the Pocket companion is composed of modules with
well de�ned external interfaces. The interfaces contain the operations that
other modules may invoke. The internal operation of modules is not exter-
nally visible or accessible. This structure has the bene�ts of object-based
system design and programming. All modules have management operations
in addition to the normal service operations. The management operations
may be conceived as extensions to the service operations or as a separate
interface.

2.2.2 Service interactions

Modules utilize services from other modules by invoking service operations in
those modules. Qualitative aspects associated with a set of operations|e.g.

1There are exceptions, like when the mobile computer is connected to static resources,

and behaves like a small ordinary computer.

5



security level, consistency requirements, rate, data stream quality, etc.|
are expressed in terms of QoS parameters associated with them. The set
of operations may for instance be a network connection (from connect to
disconnect), or operations on a �le (from open to close).The �rst opera-
tion will initiate a negotiation phase between the invoker and the invokee,
and when the two modules agree on the values of the QoS parameters asso-
ciated with the set of operations, they have a QoS contract.

2.2.3 Management interactions

In an adaptive system, the invoker must have the possibility to get infor-
mation about relevant events and states concerning the ongoing service
operations. Such information is normally considered internal to the ser-
vice provider, and is hidden. The information transfer may happen asyn-
chronously with respect to the state of the invoker's current underlying
computation or the ongoing service operation. The management interface
is used for this. It contains operations for the exchange of noti�cations and
control operations between the invoker and the invokee, and for the invoker
to fetch relevant management information from the invokee. The operations
in the management interface therefore give the invoker access to invokee-
intrinsic information when needed. The scope and form is controlled by the
QoS contract between the two parties.

2.3 The contracts as basis for adaptability

A QoS contract in the architecture consists of several parts, including a con-
tract type, a set of QoS parameters, contract identi�er (cid) and monitoring

method.

The contract type identi�es what \items" the contract is about (e.g.
multi-media, audio, video, security, consistency, etc.) and makes it possible
for management software to take actions that are suited for that type and
to make priorities between types.

Each QoS parameter consists of a value pair, one representing the low
end and the other the high end, of what is called a tolerable range. The two
values may be equal forming a point. As long as the values of the delivered
QoS parameter values of an ongoing service stay within the tolerable range,
the invokee (service provider) is said to behave according to the contract.
When a value falls outside the tolerable range, the contract may be violated.
However, it is not certain that a contract is violated when the delivered value
is outside the tolerable range. In a networking context, a contract would
normally be violated if a QoS parameter value throughput falls below the
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low end, but not when it exceeds the high end. The opposite is true for the
QoS parameter value cost (in terms of monetary value per bit).

The contract identi�er (cid) is used to identify contracts that belong
together and whose resources should be treated in unison. A service user
suggests which cid to use in the negotiation phase. The same cid may
therefore be used when the provider negotiates with other modules about
the contracts it needs to carry out the service operation.

A service user suggests which cid should identify this contract when
initiating the negotiation phase. The service provider will use the same cid
in the resource requests it issues to sustain the contract. When this is applied
end-to-end, all the contracts that origin from to the same initial negotiation
(request) are identi�ed with the same cid. This allows the cid to be used as
a guide for handling of resource grants and revocations in order to obtain
the e�ects stated in what is the current resource management policy.

The modules holding contracts that are identi�ed with the same cid, form
a subgraph in a resource management graph that connects service users and
providers in the system, through all abstraction levels. The modules are
the vertices of the graph while the relation \have QoS contract with" forms
the edges. Each subgraph is directed, and has an application as root. QoS
contracts allow resources belonging to each subgraph to be treated in unison,
and the resource management policies decide what the treatment will be.

For instance, assume that the network service has several contracts, and
that two of them have the same cid, one with an application and one with the
�le service. The contract with the �le service is a consequence of a contract
(with the same cid) between the application and the �le service, and is
necessary for the �le service to carry out its service for the application.
If network QoS suddenly drops so that the network service is forced to
violate some of its contracts, it may group contracts by cid according to
which subgraph they belong to, and only violate contracts within the same
subgraph until the resource situation eventually forces it to choose another
subgraph as well. This policy will revoke resources from one application at
a time, such that as few applications as possible are a�ected. A priority
associated with each subgraph may be applied when choosing the order in
which subgraph contracts will be violated.

Figure 2.1 shows that low level service D has four contracts, two of which
origin at application A and two at B. The contracts are internally identi�ed
with cida and cidb respectively. Those that origin at A are shown with solid
lines and those from B are shown with dotted lines. If D is forced to violate
some contracts, the architecture ensures that violating contracts tagged with
cida, by itself, will neither a�ect contracts stemming from B nor B itself.
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Figure 2.1: Resource subgraphs

The monitoring method may either be poll or notify, and gives the
invoker the possibility to specify how to be informed about relevant states
and events in the invokee. The poll option gives the invoker the respon-
sibility to poll the invokee at points in time appropriate for it, while the
notify option gives the invokee the responsibility to notify (e.g. send a
message) to the invoker upon contract violation. The invoker may decide
which monitoring method it prefers, and may change method as part of an
adaptation action that includes re-negotiation of the contract, if that would
suit a new situation better.

The invoker may request re-negotiation of a contract at any point in time.
The invokee only has that possibility if the invoker will accept noti�cations.
Otherwise re-negotiation may occur after the next polling by the invoker.

Modules, when acting as service providers, are expected to support both
the ability to notify and to handle poll requests. As service users, they are
not required to use the management interface of service providers. This
leaves possibilities for backward compatibility and best e�ort service.

Since monitoring information from the invokee is based on the QoS con-
tracts, it is limited in scope to the parameters included in the contract. It
is the invoker's privilege to decide which parameters are to be included in
the contract, and thereby limiting the scope of feedback to the parameters
it �nds important.

2.4 Integrated QoS-based management

The MobyDick architecture integrates QoS management into every software
module, and all modules are responsible for the collection of the QoS man-
agement information they require. In the design of a module, it will be
important to emphasize the resources it needs from other modules, how to
express those needs, and how to adapt to what it actually gets. Consid-
erations about which service level a module can provide to other modules
under varying conditions is also important.

The design of software modules for the Pocket Companion would there-
fore focus on cooperation and adaptation issues rather than performance.
All software modules may be considered as both service users and service
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providers2.
At the lowest level, hardware, device drivers or other low level system

software, will detect changes in the form of low level basic events. At all in-
termediate levels, events are processed (�ltered, clustered, etc.) and mapped
to higher level events. If a lower level event signi�cantly changes the QoS
parameter values of a service provider such that a contract is violated, the
higher level entity will be noti�ed about the relevant event|as determined
by their contracts. For each contract, only QoS parameters pertinent to
that interface are used, so they will be processed on the correct abstraction
level.

After receipt of a noti�cation, the service user takes the responsibility
to process it and issue relevant control actions: internal re-con�guration,
re-negotiation of the contract, or other control actions. The service user will
then determine its own new quality of service level, and notify any of its
service users with whom it now holds a broken contract, see �gure 2.2.

Figure 2.2: Management processing in every module

The architecture does not require any central management body (QoS
manager) outside the modules that is responsible for the QoS management,
for several reasons. Firstly, that does not comply with our notion of inte-
grated QoS management. Secondly, the \end-to-end argument" [Saltzer84]
implies that QoS management should be done on the highest possible ab-
straction level to utilize the highest level of semantic information. This level
is at the operation invoker (or the user) and not a separate QoS manager
outside the modules. Our placement encourages application speci�c man-
agement schemes with minimal disturbance of other modules. Thirdly, a
QoS manager becomes a separate entity that must be kept informed about

2Except the lowest and highest levels of the software hierarchy.
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contracts, events and states, and will therefore add complexity to the archi-
tecture and make it harder to implement.

Inter-module management may be expressed as commands or policy
statements. For instance, one type of service may have higher priority than
another (telephony could have higher priority than e-mail). The modules
themselves choose what to do in an actual situation based on their semantic
information, policy statements and user commands.

The architecture does not preclude the provision of a QoS manager (or
helper) that is a repository for management information and that helps
providing QoS management information to the user and implementing the
user's management actions across all software layers. The responsibility for
QoS management is still with the modules that make up the rest of the
system.
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Chapter 3

The software architecture of

the Pocket Companion

The software system of a Pocket Companion will contain a number of resi-
dent applications, a number of \volatile" applications that are down loaded
from the environment, system support software (including \middle-ware"),
and a multi-tasking operating system that supports processes and threads.
Each of the components of the software system is composed of one or more
modules (see chapter 2).

An overview of the structure of the architecture is given in �gure 3.1.
Layers are used to describe grouping of functions or services on a similar

Figure 3.1: Overview of MobyDick software architecture
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level of abstraction. The term should not be interpreted too strict since
the MobyDick architecture rather leans itself towards cooperation between
modules than strict hierarchies.

The operating system contains those services that normally run in ker-
nel mode, for instance interrupt handlers, device drivers, and low level re-
source handling mechanisms, like memory management and scheduling. The
system services layer contains services like the �le service and other higher
level system services that have migrated from the operating system into user
space. The middle-ware layer contains libraries that under-pin speci�c high
level abstractions and policies that are shared between a number of appli-
cations and therefore not replicated in each application. These abstractions
and policies are however too specialized to be considered system services.
The application layer contains the ordinary applications, which are mod-
ules, with a service interface and (optional) a management interface. The
QM-UI is a special application that implements the user interface to the
user-controllable QoS management that is not done directly from within the
applications. It provides a system-wide view over QoS management infor-
mation as well as system-wide control commands.

The QM is a special entity that spans all software layers. It contains
QoS management information and resource utilization information, based
on information made available by the modules in the system. Its task is
to collect QoS management information across software layers so that they
may e�ciently be made available to the user via the QM-UI. Modules will
normally register with the QM upon creation to give it access to their man-
agement interface. Noti�cations from one module to another may then be
sent to the QM as well. The QM is not responsible for QoS management,
and all modules, including the QM-UI, could perform their task without it.
Its primary task is to o�er services and abstractions directly to the QM-UI,
and might be considered a performance optimization. As such, it could be
situated in the middle-ware layer, but its special status with system wide
access makes it not properly placed at any level.

3.1 An example con�guration

Figure 3.2 shows an example software con�guration of the Pocket Compan-

ion. There are three (active) applications; a diary, a document reader, and
the QM-UI. In the middle-ware layer APIs and applications speci�c libraries
for the active applications are shown. In the system services layer the �le
system, GUI manager, and a DB manager is highlighted. Inside the oper-
ating system is shown the network services with underlying protocol stacks
and device drivers, the local storage devices, the security module, and the
memory manager, scheduler and power manager.

12



Figure 3.2: Example con�guration in a Pocket Companion

3.1.1 QoS contracts in an application

Figure 3.3 shows a graph that represents some QoS dependencies resulting
from running a document viewer on a Pocket Companion. All modules pro-
vide QoS-based services in their functional interface and QoS management
operations in the management interface. The nodes in the graph represent
modules that implement services, and the edges represent the existence of a
QoS contract between the two connected nodes. The number of nodes in the
graph are kept reasonably low, in order to show the essence of QoS based
resource management within a realistic example. The two special edges just
above the memory manager and scheduler represent that all entities outside
the dotted rectangle have QoS contracts with those two.

The document viewer application has QoS contracts with the API/library
and the �le system. The API/library implements high level abstractions for
the viewer and has contracts with the �le system and network services.
The �le service implements a normal �le service which it may store on the
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Figure 3.3: Some QoS dependencies associated with a document viewer
application

local secondary storage or over the network (or both). It has QoS contracts
with the local secondary storage manager and the network service. The
local secondary storage manager implements local non-volatile storage on
the available devices. It has QoS contracts with the relevant local storage
device drivers. They, in turn, have contracts only with the basic services of
the OS: memory, CPU scheduling and power.

The network service provides the top level, common API with QoS sup-
port for all underlying networking technologies available on the Pocket Com-

panion. It has QoS contracts with its underlying protocol stacks. Each
protocol stack has QoS contract with its underlying device driver(s). Each
device driver's relationship with the underlying physical device is also repre-
sented as a QoS contract since the driver con�gures and controls the device,
and the device has the opportunity to notify the device driver (via inter-
rupts). Each physical device is only dependent on the power of the Pocket
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Companion. The physical channel is external to the Pocket Companion and
is therefore not included.

As mentioned above, all modules are dependent on memory, CPU and
power, so they all have QoS contracts with the memory manager, scheduler
and power manager.

Normal operation

Assume that the user wants to view a multi-media (voice and video) doc-
ument, that happens not to be stored on the Pocket Companion. The viewer
initiates an operation to open the document by invoking an document open()

operation in the API. It supplies a valid (top level) location independent
name for the document, and its QoS requirements conforming with the me-
dia type of the wanted document.

By contacting the �le service, the API-operation discovers that the doc-
ument is not stored locally. It therefore uses the network service, which
currently uses a radio based LAN, to contact a remote machine, a \doc-
ument server". Initially, while connecting to the server and checking the
existence of the document, the QoS requirements to the network service are
low, and only a reliable, best-e�ort service is required. Once existence of the
document has been veri�ed and the authentication procedures are success-
fully terminated, the network service is requested to supply the QoS that
was required by the viewer.

We assume that the network service can deliver the required QoS, and
that QoS contracts now exist between the following parties:

� viewer and API

� API and (top level) network service

� network service and proper protocol stack

� protocol stack and device driver

� device driver and physical channel

In addition, there are also contracts between all the above parties and the
fundamental services like memory, CPU, and power, but we will not consider
those further in this example.

Network QoS drops dramatically

Now, consider the situation that the cell in the LAN where the Pocket Com-

panion resides, is subject to a massive increase in tra�c, with the e�ect that
the available bandwidth is correspondingly decreased. In an actual situa-
tion, this could be discovered by a number of modules, and we will assume
that it is discovered in the device driver which no more receives frames in
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the amount required by the QoS contract it holds with the corresponding
protocol stack. The device driver cannot recon�gure, and noti�es its service
user.

It might be the case that some resources could be revoked from the
device driver, leading to termination of other connections, in order to try to
give su�cient local resources to the presentation of the document. That is
a policy-based decision that cannot be taken autonomously by a lower level
service like the device drivers. The architecture does not preclude, however,
that they be delegated such authority by explicit policy statements from
higher-level services.

When the protocol machine receives the noti�cation, it determines that
the radio based LAN cannot deliver a su�cient service for it to sustain its
QoS contract with the top level network service. It will scan the available
networks in order to try to switch to another network that may provide
the required QoS. If it can �nd one, it will try to switch networks seam-
lessly, as long as no higher level policy decisions prevents it from doing so.
That may be the case if the actual network is too expensive or has insuf-
�cient security level. In this example we assume that there is currently no
alternative network that can provide the su�cient QoS at the right price.
Therefore, neither of the infrared network or GSM will be selected. The
protocol machine will therefore determine that it must violate the QoS con-
tract, and it noti�es its service user indicating what QoS parameter values
is can currently support.

When the the top level network service receives the noti�cation, it is
an indication that the current protocol cannot deliver the required QoS on
any of the available devices. If no other protocol with QoS demands that
matches the user's needs is available, it determines that its QoS contract
with the viewer cannot be sustained. It will notify the viewer about the
contract violation. The noti�cation will carry what QoS parameter values
that may currently be supported.

The viewer will, upon reception of the noti�cation, use the supplied
values to determine its recon�guration. In our case it will choose to present
the document using audio only. It will request a corresponding QoS level
with the network service, and when that succeeds, it will continue with its
new service level.

The user will of course notice the adaptation process. The presentation
of video will deteriorate when the �lling of the local pipeline is too low, and
will stop at last. When the automatic adaptation is �nished, the viewer
plays the audio and just shows an image in stead of the video. If the user
is not satis�ed with the recon�guration, she may choose a text version of
the document, or she may stop the viewing until networking conditions
become better. Alternatively, the user may attach a wired LAN to the
Pocket Companion in order to continue viewing the document with the
original QoS requirements. The protocol machine now has the possibility
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to switch to the newly available network, and the required QoS may be
supported.

If the drop in network service QoS is less, other alternative recon�gu-
rations may be applied. For instance, fewer video frames per second could
be shown or colours could be changed to black and white. The adapta-
tion may consist of a mix of con�guration management (i.e. recon�guring
between �xed alternatives) or other application speci�c adaptations tied to
non-functional aspects of the application that matches the problem at hand.

Discussion Recon�gurations on higher levels admit use of higher level
semantics and policies, but will tend to be more complicated and take longer
time than lower level adaptations since more modules are involved. Policy-
based decision cannot in general be taken autonomously by a lower level
service like the device drivers or protocol machines. They could, however,
be delegated such authority by explicit policy statements from higher-level
services. The gain would be an increase in speed of the recon�guration by
keeping it at the lowest level possible. The price may be a more unstable
situation for the services or connections with lower priority. There is clearly
a need to investigate trade-o�s in an actual system.

It may be pointed out that a stationary machine in this situation will see
the same type of problems if it uses the same type of network technology.
That will be the unusual case. For mobile computers, this is the normal
case. Limited battery capacity and potential user control actions require
adaptability if these devices are to become companions to rely on.
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Chapter 4

Security

The security e�ort within MobyDick is pursued in two complementary direc-
tions. We envision that the Pocket Companion will be used in two di�erent
\modes", and we try to incorporate both in our design. Briey, we can say
that the two modes are secure signing of contracts on one hand, and the
Pocket Companion as a \key ring" on the other; we will elaborate on this
below. In this �rst phase, the challenge has been to verify that we can design
a security module that will enable us to use a Personal Companion to sign
arbitrary contracts. Such a design is described here.

We start out with a section where we describe how we believe a Pocket
Companion can be brought to best use, this includes a description of the
two \modes" in which it will be used. Then, in Section 4.2 we explain how
we view security in a QoS framework, and how this inuences the way we
investigate security issues. Section 4.3 outlines the objectives of the �rst
phase, and how it has been met. Included in that section is a detailed
description of how the Pocket Companion can sign contracts securely, which
is the objective of the �rst phase. We sum up in Section 4.4.

4.1 The dual nature of a Pocket Companion

The real strength of the Pocket Companion is that it is capable of holding
on to secrets. These secrets are not merely passwords but also encryption
keys. And with these keys, when the Pocket Companion is trusted, the users
can store (the equivalent of) electronic money and engage in authentication
protocols; the latter in order to get access to resources such as �le servers.
This can be viewed as a modus operandi in which the Pocket Companion
acts as a \normal" computer but utilizes the trust placed on it. But there is
also another way to use such a machine. If a service provider believes that
a particular encryption key is controlled by a particular user, a contract to
purchase some service can be signed with this key. This is very di�erent for
\electronic money" but can give the owner of a Pocket Companion many of
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the same bene�ts. Since these two settings require very di�erent function-
ality from the Pocket Companion, and is used in very di�erent settings, we
view them as di�erent \modes".

Locks on doors, �le servers and even co�ee machines may very well pro-
vide service only after authentication has taken place. A Pocket Companion
can serve as a personal \key ring" in such an environment. When the Pocket
Companion is used as a key ring the user utilizes its cryptographic capa-
bilities stemming from its general computational ability. As a key ring, the
Pocket Companion will authenticate the user as part of a log-in sequence
or engage in a secure authentication protocol with a �le server of the users'
behalf. Although, measured in processing power, a Pocket Companion will
always be weak, a traditional authentication protocol merely takes some
seconds to execute and is no great obstacle. Depending somewhat on the
communication media present in the Pocket Companion, it might be su�-
cient to approach the workstation with an \armed" Pocket Companion in
order to log in, and (cryptographic) keys are used to unlock doors and verify
presents in other contexts as well.

On the other hand, entering into agreements with others, signing con-
tracts, is a serious business. We believe that if the Pocket Companion is to
be successful, it must be possible for the owner to buy items and services
with it, not only log into computers. Such activities involves \real" valu-
ables, and the design of this functionality must be done with the utmost
care.

Together these two modes exploit the real strength of the Pocket Com-
panion, where it excels over other tools in its resoursfullness: trust. The
Pocket Companion is trusted by its owner, and in a (modern) distributed
system this is a valuable resource indeed. We have two conicting interests:
The unlimited exibility of the Pocket Companion will expose it to a wealth
of unknown software while the trust placed in the device will result in it act-
ing on behalf of its owner. Our solution makes both these possible since the
trusted computer base does not include the operating system or arbitrary
software. We will describe the problem in more detail, and our solution, in
section 4.3.

4.2 Security and QoS

It seems to be impossible to engage in any secure communication without
making assumptions about encryption, secrecy of keys, and so on. In a
system designed for a well known mix of principals, the assumptions can be
evaluated, and one can once and for (for each session) all determine whether
they are reasonable. But in s system with very mobile machines, this static
approach can not be used. For example, when a user is alone is his o�ce,
communication with infra red is usually not problematic since eavesdroppers
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must be \in line of sight". Infra red is not at all tolerable, without encryption
at least, in public areas. Furthermore, it it usually not possible to lower the
security. Having less security might seem as undesirable, but in a situation
with no connectivity, the choice might very well be between low security or
denial of service.

Another scenario is one where an un-encrypted session is underway, and
the user is asked to supply a piece of sensitive information. In order to reply,
authentication and exchange of a session key must take place. Flexibility is
crucial and the essential issue is that the user must make decisions in these
matters. No algorithm can decide whether a certi�cate issued yesterday is
to be trusted today. The user must be in the decision loop.

Security not only \uses" resources in the form of computation, storage
and communication bandwidth, it also provide services to other parts of
the system. Examples of such a service is authentication. This is why we
are convinced that a successful design of a Pocket Companion must enable
security to be included in the notion of QoS. And security must be designed
with adaptability in mind.

We view QoS as the method we use to convey changes in a system
and thus how and when to change from one strategy to another. Which
strategy one chooses as the result of some change in the system is what QoS
is concerned with, but the available alternatives must be solid and argued
for based on their quality. The di�erent approaches by them selves have
nothing to do with QoS per se. The QoS must be expressed to the service
and it will vary. For example, a network �le system must not experience
reduced throughput even if some authentication application wants secure
transport of it's data; an end-to-end argument must be applied.

4.3 Objectives

In our vision of the Pocket Companion, it has two modes. One that is used
to sign contracts, one where is it used as a key ring. It was not known to
us how to realize mechanisms to securely sign contracts. A solution to this
challenge was the objective for the �rst phase. We formulated the objective
in the following way:

The objective of the �rst phase is to �nd out whether our solu-
tion, based on smartcard technology, can provide a plausible
and integrated solution for implementing fully secure mecha-
nisms in very personal and relatively resource poor machines
like the Pocket Companion.

The objective for the �rst phase has been met as we have devised a hard-
ware architecture where the Trusted Computing Base (TCB) is limited to
a security module and supported hardware (i.e., explicitly excluding soft-
ware). The importance of a small TCB must not be underestimated. The
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trustworthiness of the TCB is the largest, and thus most critical, assump-
tion one has to make in a system. If the operating system and all software
running on the machine is not included in the TCB, no assumptions have
to be made about the correct workings of these parts. Then, issues related
to trust management are con�ned to a small, well de�ned, environment.

The architecture has been designed speci�cally to support signing of
contracts in a (possible) hostile environment, a feature we believe will be
crucial for a Pocket Companion. The rest of this section describes our
solution.

4.3.1 Overview and problem statement

In general, electronic commerce consists of two subproblems. The �rst is
the one of making a secure transaction, the second is to ensure that money
is transferred after the transaction has taken place. The latter requires legal
institutions, regulations, a few court cases to establish juridical practice and
so on. These issues are outside the scope of our e�ort, and we focuses on
the transaction.

When using a personal machine, one should be able to sign arbitrary

contracts. For example, it should be possible to buy a railway ticket without
having to rely on software from the railways. There are two main reasons
for this: There will be limited storage on the Pocket Companion so it is
unthinkable that there will be space for all possible service providers to
store their software. Thus, it must be possible to down load the software
when you arrive, and discard it afterwards. The most important implication
of this is that signing a contracts must be separated from the actual software
used to negotiate it; the software is down loaded and not trusted. There are
also other means by which a contract can be negotiated. For example, if
the Pocket Companion contains a WEB-browser, the service provider would
probably be located by means of following hyper links, while the contract
would be presented to the browser as Java or HTML. Regardless of the
means, the result is a contract that the user can see on his display (and thus
read). From the above discussion it is evident that it must be possible to
sign an arbitrary contract, that is, buying an item or service without having
planned to do so in advance.

The above setting raises the question on if it is possible to use a Pocket
Companion where the entire machine (including the operating system) is not
trusted. To see that this indeed is possible, consider how a legal document
is prepared. An untrusted computer is used for word processing and the
document is printed, on an untrusted printer. But then, the user reads the
document before signing. If the untrusted components altered the document,
the user will notice, and promptly refuse to sign. This model is what we
use for the Pocket Companion as well. The operating system, networking
software and so on will be used to prepare the contract. Then it is left to the
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TCB to actually sign (with the users assistance). Only the TCB is trusted
(not to sign without asking the user) while the rest of the machine, in this
context, is irrelevant.

Another goal is that users of Pocket Companion should not be able to
deny having signed contracts, in other words, the Pocket Companion must
support non-repudiation. This is important since no service provider will
accept digital signatures on contracts made by users by means of Pocket
Companion, if the user later plausibly can deny having made the signature.
From this we can conclude that a user must not plausibly be able to claim
that a contract was signed by accident, or that the secret key was compro-
mised. This will be the case if the signing procedure is such that it involves
complex programs with non-trivial user interfaces, is prone to Trojan-horse
attacks, and so on. The design must be so that only an obviously deliberate

action causes a signature to be attached to a contract.
The essence of what we just have said is a concern about a trusted path.

If the secret key of a user is to represent the user in any signi�cant way there
must exist a trusted path between the user and the key. This trusted path
makes it possible for the user, and only the user, to sign contracts with the
key.

Below we will describe our solution in detail.

4.3.2 The security module

The security module is a device installed in the Pocket Companion, and it
has two modes of operation reecting the two modes of the Pocket Compan-
ion. The �rst is what we have named \normal mode", where it is passive.
The other is called \secure mode". In secure mode, the security module is
disconnected form the rest of the Pocket Companion. Below, we will de-
scribe the rationale behind the design, and the design proper; a much more
detailed description can be found in [Helme97].

In order to sign an arbitrary contract the user must be able to read it.
This leads us to the user interface. Basically, our solution can be described
as follows: Using the computer and necessary software, the user negotiates
the contract to be signed with some service provider. The contract is shown
in a window on the screen. The user presses a dedicated button on the
keyboard. Now, the \ordinary" machine is physically disconnected from
the trusted computing base (TCB). As can be seen from the �gure, the
TCB includes the security module proper, the display and the keyboard.
The dedicated security module then uses the secret key stored in the users
smartcard and signs the contract. The overall design is shown in Figure 4.1.
We envision that the security module can be manufactured as a card to be
inserted into \ordinary" machines or designed into a Pocket Companion. In
this way, the user is free to both move the module between machines, and
to perform a \�eld-upgrade" of a machine by inserting the card.
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Figure 4.1: Security Module

A few points are worth noting:

� The contract is shown on the screen, and it is really an image (rather
than, say, a text). The crux of our solution is that the image is signed.
Since the user in any case has no other alternative than to view con-
tracts on the screen, it makes sense to view the image as the contract.
The data making up the image is available in the frame bu�er, which
is trusted (included in the TCB).

� This image|the contract|can be saved on a �le after the signature
has been placed \on" it, and even viewed by anyone else later. It can
also be printed and signed by a third party, stating \I have veri�ed
that this contract was digitally signed by user A".

Which format to use for storing the contract is irrelevant as it only is
a matter of implementation. The storage of signatures and documents
(images) need not be trusted. A copy is always kept in the log.

� If the smartcard can only hold a secret key (not sign with it) the
security module must be equipped with a module to perform the actual
signing. This will not alter the security considerations.

� The TCB does not include the \ordinary" computer, operating system
and networking software. These are only used in the pre-signing phase
to bring the contract into the machine. The keyboard is present to
allow the user to type a PIN code in order to release the secret key
that is stored within the smartcard. Naturally, it need not a be a
keyboard, any trustworthy input channel will do.

� The security module contains a log of signed contracts. This log is
personal and shows which contacts was actually signed; this device is
\append only". The purpose of this device is described below.
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If the user removes his log and smartcard from the security module it can
safely be used by another user. If the security module is implemented as a
card to be inserted into the machine, it must feature slots where the user
can insert his smart card. The smart card and log might be implemented
together as a PCMCIA card, for example. The details will be investigated
in a possible second phase.

We will now describe in detail which steps are taken in order for a con-
tract to be signed by the user. The actions are divided in two, those per-
formed by the local computer (not trusted) and those performed by the
security module (trusted).

The local computer carries out the following steps:

� It negotiates the contract with the provider (represented by a com-
puter),

� and displays the contract in a window,

� and requests a signature on the contract from the security module
(given the placement of the contract on the display). The actions then
taken by the security module is described below.

� When the local computer receives the signature from the security mod-
ule, it sends the signature to the provider.

When the security module receives the request as described above,

� The security module turns on secure mode in that updates from the
local computer to the display and the keyboard is inhibited.

� The module erases everything on the monitor except the contract; this
is possible since the security module was given the coordinates of the
image of the contract. The user can now read the contract in leisure,
and decide whether to sign or refrain.

� The user accepts or refrain by explicitly pressing one of two dedicated
buttons not used for any other purpose (and by hardware controlled
by the security module).

� It the user wants to sign, a hash is generated from the image and the
user is requested to type in his PIN-code.

� These are then handled to the smartcard for signing. If the smart card
is unable to sign, it will hand over the secret key, which will be used
for signing.

� The contract and signature is stored in the log, and

� the local computer is reconnected and asked to send the signature to
the service provider.
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This sequence of events and actions ensure that an image is signed only
after the user has had the possibility to read the contents, and nothing is
signed without an deliberate action by the user (pressing a dedicated button)
and then typing the PIN code.

A general contract is signed by two (or more) parties. When using the
Pocket Companion, such a procedure must be solved by message passing
(after all, the Pocket Companion is a computer) and no �nite protocol exists
(in that cases where messages can be lost). A close study of this problem
reveals that it is solvable by adding a veri�cation module to the security
module, and asking the user to verify certi�cates tying the other party to
some encryption key. This is considerable more elaborate and we leave
out the details; they can be found in [Helme97]. We have included this
functionality in our design since we envision that the Pocket Companion
can be used to sign more complex contracts that to promise to pay for a
railway ticket.

4.4 Conclusion

We believe the Pocket Companion will be used in one of the two \modes"
we have described. Of these, how realize secure signing of contracts was not
known. During the �rst phase we have succeeded in developing a security
module which will support the user in such tasks; the design is described
here, a much more detailed description can be found in [Helme97]. The
signing of contracts as we have described it, is \one way" in that the user
signs a contract without receiving a \receipt" of any kind. In [Helme97] it
is described how mutual contracts can be securely signed without changing
the security module.

We have limited the description to a setting where a user uses the security
module to buy some good or service; when to good (or service) is delivered,
money (in some form) changes hands. We have explained why payment is
outside the scope of our e�ort.
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Chapter 5

Consistency architecture

5.1 Introduction

The architecture we present in this Chapter has been conceived for data
management in Moby Dick, and speci�cally to manage those aspects related
to data consistency.

Management of data and, in particular, data consistency in a mobile
environment acquires special connotations due to user mobility, frequent
disconnections that may isolate a Pocket Companion, and the high variabil-
ity of available resources. What makes data management even harder is that
these aspects do not present themselves separately but they can intertwine.

It follows that the Pocket Companion architecture must provide means
and abstractions that allow on-board applications to detect and notify chang-
ing environmental conditions as described in chapters 2 and 3. Applications
must be allowed to set their own policy, to adapt such policies to the chang-
ing conditions, and to involve the user as needed.

Furthermore, in order to be able to deploy more complex applications
than just browsing, it is necessary to conceive adequate support also on the
�xed network. Without such a support, it is di�cult to conceive applications
in which mobile users can interact through shared data, for example.

In the rest of this Section, we shall discuss the implications of mobility
on data management and consistency. In Section 5.2 we shall describe the
architecture for attacking these problems.

Management of disconnections and user mobility. In a mobile envi-
ronment, disconnections are frequent events [Imielinski93]. A disconnection
may be due to both user mobility and limited availability of resources. Fre-
quent disconnections make it di�cult that two mobile users are mutually
reachable. Therefore, it is hard to make plans regarding \when" and \how
long" any given pair of mobile users can e�ectively communicate with each
other. Consequently, the resulting communication pattern among a set of
interacting mobile users can be hardly predicted as well. Under these hy-

26



potheses, programming according to the message-passing model may become
di�cult [Koch94]. It follows that a programming model that makes it pos-
sible to avoid or reduce the need of making these plans and predictions is
more suitable for a mobile environment.

Frequent disconnections give an intermittent nature to Pocket Compan-
ion reachability. This intermittency complicates the development of mobile
applications when paired with inopportune moves. We call inopportune a
user move that makes the Pocket Companion disconnected while it is inter-
acting with some other party. Intermittent connectivity and inopportune
moves cannot be avoided. Their e�ect on the overall consistency of data de-
pends on the application semantics. No harm is caused by an inopportune
move if the Pocket Companion is just browsing data. The problem becomes
more delicate when the Pocket Companion is engaged in an update to a
database or a �le, for example. Architectural support is thus necessary to
manage inopportune moves. Such a support must exploit user feedback. A
user may know whether it is going to get disconnected and thus avoid to
schedule certain critical operations.

Management of data consistency. The problem of maintaining data
consistency originates from the need of caching information that arises in a
mobile environment. This need has two main motivations. As in traditional
systems, a user who moves around wishes to retain a high-performance in-
teraction with its pertinent data. To this purpose these data need to be
cached as close as possible to the user. For instance, caching may take place
on the user's mobile computer. Alternatively, if the visited site supplies
storage resources to the visiting users, caching can exploit that resource.

Moreover, in a mobile environment, the need of caching assumes also
a functional connotation. Due to disconnections, a mobile user may �nd
himself/herself in the impossibility of communicating. In order to maintain
the ability to make some useful computation, the mobile user may �nd
it convenient to cache data locally on its mobile computer. Therefore, in
principle, cached data allow a user to make progress, even in situations where
connectivity is not present.

Caching of information raises the consistency issue. Actually, the infor-
mation cached at a given mobile computer must be kept consistent with the
original information and with the other caches residing on both �xed and
mobile nodes. Many solutions have been proposed for cache management in
both cases of presence of connectivity [Howard89] and of disconnected opera-

tions [Heidemann92, Imielinski93, Joseph95, Kistler92, Satya93A, Terry95].
As it turns out, the best suited consistency policy generally depends on

the application semantics and on the expected sharing pattern to which the
application use gives rise. However, a mobile environment imposes further
requirements on the consistency policy that are independent of what speci�c
consistency notion a given application requires. The consistency policy must

27



be able to dynamically change in order to adapt to the changing environ-
mental conditions [Honeyman95], that is, it must be environment aware. In
addition, the consistency policy must be able to exploit user feedback . For
instance, a user may get to know that the battery charge is insu�cient for
guaranteeing a successful cache refresh. Alternatively, the communication
fares in a certain geographical area may be to expensive. In all these cases,
the user may disallow this operation until a more favourable opportunity.

5.2 Architecture

We consider a distributed system composed of a set of interconnected com-
puting nodes. Nodes are split into two disjoint sets, the �xed nodes and the
mobile nodes; each mobile node being a Pocket Companion. Fixed nodes
are interconnected by a fast wired network. Mobile nodes are generally con-
nected to �xed nodes by a wireless network, although they may occasionally
connect to �xed nodes by a wired network such as Ethernet. Any given
�xed node that provides infrastructure support for direct communication
with mobile nodes is generally called mobile support station (MSS). A cell is
a logical or geographical coverage area under a MSS. All mobile nodes that
have identi�ed themselves with a particular MSS are said local to the MSS.
In general, the spatial coverage provided by the set of cells is not complete.
That is, there are areas which are not covered by any cell. A mobile node
that happens to be in one of these not-covered areas cannot communicate
with any MSS and, for this reason, is said disconnected . No interaction is
possible from the �xed network with a mobile node while it is disconnected.
Due to its movements, a mobile node may switch between covered areas
(cells) and not-covered ones.

As described in the previous section, mobile nodes are severely limited
in their communication capabilities, whereas the �xed network is expected
to support faster and more reliable communications. Although, strictly
speaking, this lower reliability of communications only poses performance
problems, these can make the whole system practically unusable.

The �rst step to approach the consistency problem in an e�cient way
consists in o�-loading most of the activities of the mobile node to a represen-
tative (proxy) on the �xed network, where even complex protocols involving
synchronization with multiple parties can be implemented in a reasonably
e�cient way. In a sense, the mobile node acts as a front-end for the user,
and only needs to communicate with its proxy. This approach contributes
to simplify greatly the structure of those parts of applications which run on
the mobile node.

The second technique we adopt to simplify the structure of applications
is the use of a Persistent, Distributed Shared Memory (PDSM) which is
implemented on the �xed network. The previous section showed that a
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(synchronous) message passing model may not be suited to a system where
communication is generally unreliable and connectivity intermittent. Per-
formance considerations also suggest that proxies, and possibly other parts
of the architecture, may migrate on the �xed network in order to reduce the
cost of communications. A PDSM supports ideally asynchronous communi-
cations, and it also simpli�es the implementation of migration for pointer-
rich structures.

In this document we do not consider those applications, such as WWW
browsing, where the consistency problem does not appear. Although some of
the techniques we develop (see Section 5.2.4) can be used e�ectively to solve
a wider range of problems, we focus on applications where the consistency
problems is present, either intrinsically in the application (because of the use
of shared objects) or because of the solutions we adopt (typically caching)
to make the architecture e�cient.

We assume that both the mobile nodes and the �xed nodes are trusted
devices and communication among them can be made secure. Appropriate
solutions to build trusted devices are depicted in 4.

5.2.1 Consistency Architecture

A mobile application running on a mobile node performs local computations
and interact with data objects located on the �xed network. The interaction
with data objects takes place by invoking the operations supplied by the
objects. Moreover, mobile applications interact with one another through
the form of shared memory provided by the objects on the �xed network.

Every mobile application is divided up into two parts: the client part
that resides on the mobile node and directly interacts with the user and the
proxy part that resides in the �xed network. In general, the task of a proxy
depends on the application semantics. A proxy can o�-load the mobile node
in terms of computation, communication, and storage. In addition, a proxy
may guarantee the progress of the application to a certain extent even if the
client is disconnected.

Typically, the proxy is given the responsibility of interacting on behalf
of the client with the data objects located on the �xed network that are
relevant for the application (see Figure 5.1). Whenever the client needs to
access an object located on the �xed network, it does so through its proxy.
A proxy can thus access one or more objects on behalf of the client; these
objects may be either private of the user or shared with other users.

In the context of Moby Dick we exploit proxies for maintaining cache
consistency. Let us consider a given object located on the �xed network
that encapsulates a set of data items and supplies a set of operations to
access these data items1. The mobile node may access the data items by

1The object may be a �le repository or a diary manager, for example.
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Figure 5.1: The �gure shows three objects and two proxies held by �xed
network. Proxy P1 is connected with its corresponding client running on
the mobile node M1; mobile node M2 is instead disconnected.

invoking the supplied object operations. However, the mobile node may �nd
it convenient to locally cache part of these data items in the client cache. In
this case, the corresponding proxy also caches the data items in the proxy

cache.
Interactions between a given object and any proxy-client pair caching

the object are necessary to keep caches consistent. The architecture only
constraints the interactions involving the client. That is, a client can only
directly interact with its proxy. Typically, the interaction pattern is struc-
tured hierarchically. This means that any given client directly interacts with
its proxy which in turn directly interacts with the object. It follows that,
typically, proxies pertinent to di�erent users interact with one another only
indirectly through the form of shared memory provided by the objects on
the �xed network. However, the architecture does not preclude more general
interaction patterns between proxies and objects. For instance, a group of
proxies may interact with one another in order to keep consistent the caches
at their respective clients.

The resulting architecture has the following features

� It consists of a two-level caching.

� It makes it possible to decouple the caching issues on the �xed network
side from the caching issues on the mobile network side. The object-
proxy interaction accounts for the former, whereas the proxy-client
interaction accounts for the latter.

� As a consequence of the above point, the proxy is responsible to play
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the protocol for keeping its cache consistent with any accessed object.
In general, this kind of protocol is communication demanding and
requires good connectivity. As such, it is best suited for the �xed
network.

� The mobile node needs only to be consistent with its proxy. It follows
that, the mobile node is greatly o�-loaded from the task of maintaining
data consistency. This kind of problem can be led back to the one
of implementing reliable communication over an unreliable network
environment [Birman93, Rizzo97b]. We shall come back to this point
later.

� The proxy and the client are de�ned at the application-level. It is
thus possible to de�ne application-speci�c cache consistency protocols;
a policy which lets the user be involved in the decision loop is an
example.

Client-Proxy Interaction

Proxies and clients interact with each other by exchanging messages through
a connection-based protocol, i.e., TCP. Interaction between a client and
a proxy is structured as a set of sessions. A session corresponds to the
execution of an application-de�ned operation and is initiated by the client.
Each session is performed on a dedicated connection, that is created when
the session begins and is closed when the session ends. A session consists
in the execution of a sequence of elementary commands issued by the client
and executed by the proxy. The execution of each command corresponds to
a request/response interaction: the client issues a command and waits for
the response from the proxy.

The �rst command in a session is BeginOfSession. Parameters of this
command include all the information necessary for re-synchronizing after an
aborted session (see below). The last command in a session is EndOfSession.
A session terminates successfully if the client receives the response to the
EndOfSession command. The session is said to have aborted if the client
sees the connection breaks before receiving such response.

When a session aborts, the outcome of the operation associated with
that session may be unknown. In this case, the user of the client must be
noti�ed: he will discover the outcome of the operation upon the next session,
by proper synchronization with the proxy.

After an aborted session, the state possibly shared between an client
and its proxy could be temporarily inconsistent. This is not a problem if
the operation associated with the session is idempotent, for instance, if it
involves a read-only interaction with the stationary part. In general, how-
ever, it may be necessary to take into account operations initiated and not
yet completed at the time of a move. The notion of proxy can facilitate the
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handling of these issues because a proxy is, essentially, a server dedicated
to a mobile node. When the client reconnects after an aborted session, it
should restore the consistency of the state possibly shared with its proxy.
The related protocols can be structured similarly to the protocols for imple-
menting remote procedure calls in the presence of communication failures,
at least in principle.

We expect that the typical scenario in which a session aborts is the
following: the user moves towards a spatial area that is not in reach of any

computer while a session is in progress. For brevity, we shall refer to this
scenario as inopportune move. The assumption that inopportune moves are
the typical reasons for aborting sessions appears to be reasonable provided
the user initiates a session when the environmental conditions (i.e., quality
of the signal, battery level, connectivity and similar) are su�ciently good.

It is important to observe what follows.

� A user that moves and enters an uncovered area while there is no
session in progress on his client does not introduce any problem. In-
opportune moves are thus the worst kind of movements, from the point
of view of consistency.

� Since users shall be allowed to move independently of what is going
on within the computing system, the possibility of inopportune moves
cannot be avoided.

� If the TCP layer is built on top of an IP layer supporting mobile
hosts [Bhagwat96, C�aceres95], the only inopportune moves would be
those toward areas that are not in reach of any computer: as long as
the client is in reach of at least one computer, the TCP connection
will be transparently maintained. In other words, the "probability"
of inopportune moves depends on the functionalities provided by the
underlying layers and not on the consistency architecture.

Structuring Clients and Proxies according to the QoS framework

Both the proxy and the client part of an application can be implemented
according to the software architecture described in Chapters 2 and 3. Con-
sequently, each of them can be structured as a graph where a given node
corresponds to a module and a given arc between two nodes corresponds to
the the \use" relation existing between the corresponding modules.

Each module is devoted to a certain, basic, functionality. For instance,
when a mobile node is disconnected, a module in the client keeps track of
the local updates that have not been propagated to the proxy yet. As a
further example, a pair of modules, the one belonging to the proxy and the
other to the client, are typically devoted to manage the wireless data com-
munication between the proxy and the client. Moreover, the management
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interface of modules makes it possible to re-con�gure graphs so as to comply
with the changing environmental conditions and to make the caching policy
environment-aware.

It follows that the modularisation proposed in Chapters 2 and 3 makes
it possible both to support the following major operating conditions and to
commute among them as necessary.

1. When the mobile node is connected to a fast and reliable network, the
proxy can transfer updates to the mobile as soon as it receives them
from the objects.

2. When the mobile node is connected to a slow and potentially costly
network, the proxy transfers updates to the client only upon explicit
request from the mobile node (the user may control the issuing of this
request).

3. When the mobile node is connected to a network that appears very
unreliable, e.g.due to poor wireless coverage, or it is even disconnected,
the proxy will remain inactive and the client will perform only local
operations.

4. When the client is powered by batteries and their residual energy is
below a certain threshold, the proxy can propagate updates to the
mobile node, but the mobile node cannot do so. It has to keep the
updates locally, until a power source is available or battery have been
recharged.

Moreover, it must be noticed that expressing these notions in terms of the
QoS framework in Chapter 2 does not appear to be di�cult. Each operating
condition corresponds to a contract ; all contracts are characterised by the
contract type \consistency2". For instance, parameters will depend on such
features as:

� Plugged into a \wired Ethernet", operating through a wireless com-
munication device, operating via modem;

� Strength of the beaconing signal received from the base station (for
wireless communication);

� Recently-observed bandwidth (if it cannot be inferred from the com-
munication device that is currently used);

� Current battery level status.

Some of these parameters have binary values (i.e., plugged/unplugged).
Changes that make a parameter falls outside of the tolerable value will be

2Consistency of objects stored in the �xed network and shared among multiple users
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detected by the lower levels of the system and either hidden by the proper
software module or reported to the user in the form of a noti�cation stating
that \the contract has been broken". The monitoring status of all these
contracts will probably be of the form notify (as opposed to poll).

System requirements for proxy mobility.

As we discussed at the beginning of this Section, the client accesses objects
in the �xed network through its proxy. Since the client moves along with the
user, the proxy must be perceived by the client as moving and following it.
This implies that, at least in principle, both code and data which implement
the proxy may need to move across the physical memories of the MSSs of
the cells visited by the user.

It follows that, in order to ful�ll this proxy mobility requirement, the
�xed network should provide adequate infra-structural support. In partic-
ular, it must provide operations that make it possible to move information
items, i.e. data and code, through the physical memories of MSSs that in
turn host proxies. Moreover, it should provide an addressing scheme that
makes it possible to e�ectively refer to a proxy even though its location
changes. Finally, in order to support the possibility that a group of proxies
can directly interact with one another, the addressing scheme must make it
possible to e�ectively de�ne and maintain logical interaction patterns (e.g.,
logical rings, meshes, and so on) in spite of proxies movements.

In the next Section we describe an infra-structural support provided by
the �xed network that we believe addresses the above requirements and thus
simpli�es the deployment of mobile applications.

5.2.2 PDSM

The �xed network nodes implement and share a persistent, distributed shared
memory (PDSM). In PDSM, a given information item has a unique name
that it retains for its whole lifetime. Moreover, it is possible to refer to
a given information item by means of that same name. The primary and
secondary memory resources available at the �xed nodes provide physical
support for PDSM. Information items that are currently active in the PDSM
are stored in secondary memory; they are cached in primary memory for fast
processor access.

The PDSM run-time support supplies operations for:

1. allocating and deallocating physical memory to a given information
item;

2. moving a given information item across the memory hierarchy;

3. moving a given information items among the primary memories of
nodes;
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4. moving a given information items among the secondary memories of
nodes;

The PDSM run-time support implements and maintains a mechanism
to e�ciently locate any given information item over the �xed network ef-
�ciently. In particular, for any given information item, PDSM makes it
possible to determine both the node which reserves secondary memory for
the information item, the secondary node, and the node which reserves pri-
mary memory for that information item, the primary node. The operations
provided by PDSM are built around this mechanism. A detailed description
of the design of PDSM is reported in [Lopriore96].

PDSM holds objects, i.e., collections of data structures and operations
to act on these data. Any given program running on a �xed node can access
an object by invoking any operation supplied by the object. The description
of the implementation of the object operation invocation mechanism is be-
yond the scope of this document. However, as it turns out, the objects held
by the PDSM can be shared. Consequently, mechanisms for implementing
object access synchronisation are necessary. The system provides only ba-
sic mechanisms for local synchronisation. This means that only programs
executing at the same (�xed) node can directly synchronise. Any form of
global synchronisation, i.e. involving programs executing at di�erent nodes,
can be implemented by exploiting the mechanisms for local synchronisation
and object operation invocation. This implementation task is demanded to
applications.

PDSM support to mobile applications.

We believe that the following properties of PDSM may greatly simplify the
deployment of mobile applications.

1. From any location, it is possible to use the same name in order to refer
a given information item held by the �xed network.

2. A given information item can be moved over the �xed network, both
in the primary and in the secondary memory, and still maintains its
own name.

Therefore, any given application can refer to any given information item by
issuing the item name regardless of their current mutual location. Resolution
of the binding name-location for any given information item is a service
provided by the PDSM run-time system. Moreover, that name can be used
regardless whether the addressed information is currently stored in primary
memory or not.

In general, the properties above, when paired to the PDSM supplied op-
erations (particularly, operations 2{4) provide adequate architectural sup-
port to transparent recon�guration of information over the �xed network
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due to user mobility. A user may give rise to both long-term mobility and
short-term mobility. Long-term user mobility means that a user moves to
a destination and stays there for a long period of time. On the other hand,
short-term user mobility means that a user continuously moves among dif-
ferent destinations.

Mobility of a given user across the network requires recon�guration of
the information pertinent to that user; such a recon�guration must reect
the type of user mobility. Recon�guration is not a new challenge. Some
existing systems, typically �le systems, have been designed so as to provide
long-term data recon�gurations [Howard89]. On the other hand, others
have provided short-term information recon�guration in terms of mobile
objects [Black87, Jul88, Black89], for example. PDSM makes it possible to
support both forms of mobility within a unique framework.

Actually, a short-term information recon�guration can be carried out
by moving that information from its current primary node into another
one. On the other hand, a long-term information recon�guration can be
carried out by moving that information from its current secondary node
into another one. As we discussed above, in doing this, any information item
retains its name; any program can continue to use that name to address that
information item.

PDSM can be e�ectively employed to support part of the consistency
architecture described in Section 5.2.1. PDSM can hold objects and proxies,
both located on the �xed network. Therefore, any given object, or proxy,
can be uniquely identi�ed by its name within PDSM. When a client wants
to access a given object located on the �xed network, it has to specify the
object name within PDSM. It follows that any session message conveying
the request of any object operation invocation contains the PDSM name of
the accessed object and the requested operation.

PDSM makes it also possible to refer to a given proxy by issuing the same
proxy name regardless of the proxy movements. This possibility can be ex-
ploited by an object when it wants to invalidate the cache at the proxy, for
example. Moreover, it can be exploited by the client in order to refer to its
proxy regardless of its location or whether it has just reconnected. Finally,
PDSM makes it possible to transparently maintain any logical structure
(e.g., logical rings) which many distributed algorithms exploit. This logi-
cal structure can be employed by proxies in order to implement a mutual
exclusion algorithm for global synchronisation [Badrinath94], for example.

Moreover, PDSM provides adequate support to proxy mobility. Moving a
proxy across MSSs may be considered as a form of short term recon�guration
caused by the related user who moves with continuity. Moreover, when a user
disconnects, it may be of no use to keep his proxy in the primary memory
of some MSS (the last visited one, for example). Therefore, the state of
the proxy ought to be saved into secondary memory and restored later into
the primary memory of the MSS visited by the user upon reconnection.
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Alternatively, a proxy may substitute the client while it is disconnected. For
this reason, it may be convenient to keep the proxy in memory even while
the client is disconnected. These choices are a matter of policy. PDSM
allows applications to set their own speci�c policies.

Finally, the implementation of a module graph basically consists in a
pointer-rich data structure. The implementation of the proxy graph in
PDSM has thus the advantage that no pointer processing must be carried
out neither when the proxy is stored in secondary memory nor when it moves
across the primary memory of di�erent MSSs. The advantages related to
avoid pointer processing are widely acknowledged [Atkinson83].

5.2.3 Communication between mobiles and �xed network

In certain phases of its operations the Pocket Companion needs to commu-
nicate with the �xed network. Connectivity varies deeply with time, from
fast and highly reliable when the device is plugged into a wired network, to
slow and possibly intermittent when roaming or moving in areas with poor
coverage, to fully disconnected when the operation area has no coverage at
all.

We can broadly divide interactions between nodes in two phases: bulk

data movement and synchronization. Bulk data movement characterizes the
transfer of large data structures among di�erent nodes, whereas synchro-

nization characterizes the need of making two interacting parties acquire
reciprocal knowledge of their status, which may be necessary to ensure the
correctness of the computation.

Any of the two phases can be unnecessary in a speci�c scenario, de-
pending on the desired application semantics and the amount of data which
must be transferred. As an example, the transfer of small data structures
can be easily achieved by piggy-backing the data onto the messages used
for achieving synchronization, thus removing the need for a separate phase
for transferring data. Conversely, the synchronization phase can become
extremely simple or even unnecessary when interactions between nodes only
involve idempotent actions, or just require the unreliable transfer of infor-
mation (e.g. when transferring audio or video data).

The Personal Companion will be used for electronic commerce and database-
like transactions, where small amounts of data need to be transferred. In
such applications, the synchronization phase has prevalence. Protocols de-
veloped in stationary distributed computing for implementing remote pro-
cedure calls [Birell84] are an adequate starting point for this purpose, since
the amount of data to be transferred is small. Aspects of existing proto-
cols that have to be taken into account include the handling of inopportune
moves: movements performed by users toward areas that are not in reach
of any computer while a session is in progress (see \Client-proxy interac-
tion" in section 5.2.1). We have considered the problem of tolerating move-
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ments of users at any time, irrespective of what is going on at the protocol
level, in the context of group-based multicast communication [Bartoli97].
This protocol demonstrates the possibility of structuring the interaction
between Pocket Companions and the �xed network under mobility assump-
tions that are practical because they involve only the global movements of
users, e.g. \a user does not move very fast all the time". The correctness
of similar existing protocols, in contrast, depends on assumptions of the
form \a user does not move while a certain part X of the protocol is in
progress" [Acharya93, Brown96]: although similar assumptions could not
be exceedingly di�cult to satisfy in practice, we believe that they are not
the proper starting point for building computing infrastructures conceived
for hand-held devices.

In many cases the Personal Companion will also be used for activities like
browsing the net or information retrieval. Here the consistency requirements
are minimal and potentially large amount of data are moved to the mobile
unit. In order to support these activities, lightweight and e�cient protocols,
giving little or no consistency guarantees, should be used in the bulk data
movement phase. The synchronization phase should then be carried on
with a protocol appropriate to the required guarantees, in order to �nalize
the previous data transfers and make the two parties acquire reciprocal
knowledge of their status, e.g. to make sure that the a whole message has
been successfully received, or data structures are in a consistent state at the
two ends.

While the cost of the synchronization protocol is related to the type of
guarantees required by the application, the same is not true for the data
transfer phase. For e�ciency, this phase can be carried on by merely send-
ing data to the receiving node, possibly by interrupting and restarting the
data transfer several times (because of unreliable communication or other
constraints related to the use of a mobile device), without caring too much
about synchronization on each packet that has been exchanged. The chal-
lenge in bulk data movement is to design a protocol that makes an e�cient
use of the available resources (bandwidth and energy), and is well suited
to the speci�c constraints of the system. As an example, in the MobyDick
environment, the communication channel is highly asymmetric, with trans-
missions from nodes on the �xed network being generally faster and cheaper
than those performed by the mobile units. In such a setting, we want to
minimize the amount of transmissions (including ACKs) from the mobile
units, possibly trading them with a slightly increased amount of transmis-
sions from the �xed nodes.

The asymmetry of the communication channel is peculiar of the com-
munication between �xed and mobile devices, and protocols designed for
bulk data transfers on �xed networks might be inadequate for this new set-
ting. As a consequence, we have focused our attention on the development
of protocols which can support e�ciently the transfer of bulk data between
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the mobile unit and the �xed network, taking into account QoS constraints,
especially for what are the peculiarities of the Mobydick architecture.

5.2.4 FEC-based Bulk data transfer

Transferring large amounts of data on a wireless connection may pose ef-
�ciency problems, because the bandwidths in use are generally lower than
on a wired network. This implies relatively long transfers and in turn an
increased chance of losing packets, because some of the reasons which lead
to losses do not depend on the amount of data transferred but on the dura-
tion of the communication. As briey mentioned in the previous paragraph,
the communication channel between the mobile unit and the �xed network
is often highly asymmetrical (either in terms of bandwidth or cost). More-
over, interference and mobility-related losses (such as when moving between
di�erent cells, or in area with low coverage) add up to the ordinary types of
losses (mainly due to congestion) which are experienced in a wired commu-
nication network.

In computer networks, lost packets are usually recovered using Auto-
matic Retransmission reQuest (ARQ) protocols. In ARQ protocols, missing
packets are reported to the sender (by means of explicit ACK/NACK from
the receiver, or using timeouts) and retransmitted. Such an approach poses
problems on a wireless network involving portable devices, since the trans-
mission of ACKs from the mobile unit is highly expensive in terms of power
consumption. As a consequence, it becomes necessary to reduce the amount
of feedback coming from the mobile unit, but this in turn results in a re-
duced responsiveness to losses, which is undesirable as well, since wireless
communication is actually more prone to losses.

We have successfully explored an alternative approach to bulk informa-
tion transfer, which is based on the use of Forward Error Correction (FEC)
techniques to improve the reliability of the connection. FEC is largely used
in telecommunication systems, especially in those settings where a feedback
channel is expensive or even unavailable (e.g. broadcast services). FEC an-
ticipates some amount of losses in the communication, and obviates by intro-
ducing some amount of redundant information at the sender. The amount
of redundancy introduced in this encoding phase at the sender is chosen in
such a way that the receiver can extract the original data, with the desired
probability, even in presence of a certain amount of corrupt or missing data.
By choosing a proper amount of redundancy, the residual loss rate can be
made arbitrarily small, so that feedback can even become unnecessary.

FEC is generally not used in wired computer networks, because the
computations which are necessary to introduce redundancy and decode the
received data are CPU-intensive. In a context where bandwidths are high,
losses are generally low and mostly congestion-related, and communication
links are bidirectional and symmetric, it is often cheaper and more e�ective
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to send more feedback than to do the computations associated with FEC.
However, especially when communication is not occurring at high speed,
there are transient losses, and channels are asymmetric, FEC in many cases
becomes attractive and highly advantageous.

The introduction of FEC has several advantages in the Mobydick envi-
ronment because:

� it reduces the packet loss rate after decoding, thus making commu-
nication much more e�cient, especially when in presence of transient
losses due interference or short-term lack of connectivity;

� it dramatically reduces the need for feedback from the receivers, which
in many cases will be able to receive data reliably even without send-
ing feedback. This is an extremely advantageous feature since it also
permits power savings.

The use of FEC has an additional advantage in multicast applications, since
it allows multiple heterogeneous users to share the down-link bandwidth
by decoupling losses at the di�erent receivers and making protocols more
scalable and e�ective. This is an interesting feature since multicasting can be
used quite e�ectively in Mobydick applications, to support data distribution
(similar to what is done for Teletext/Intercast), or even for browsing-like
applications at locations such as stations, highways, museums or exhibitions,
where many users are potentially accessing the same information almost
simultaneously.

In the Mobydick project we have developed a suitable FEC encoding/decoding
procedure [Rizzo97a] which can be run in software on a wide spectrum of sys-
tems, from low-end portable devices such as an HP200, to high end worksta-
tions. The operating speed of the encoding/decoding technique has proved
to be appropriate for the communication bandwidths available on the typ-
ical wireless paths, also because o�-line decoding is possible. Moreover,
a Reliable Multicast data Distribution Protocol (RMDP) has been devel-
oped [Rizzo97b], based on the FEC technique described before.

The technique we have developed is based on the use of linear algebra on
�nite �elds, and is described in detail in [Rizzo97a]. Basically, the encoding
procedure takes k source data items are considered as a vector and encoded
by means of a matrix multiplication, producing n > k encoded data items.
The encoding matrix is chosen in such a way that k of the encoded items
are su�cient to reconstruct the source data. With an appropriate choice of
parameters n and k, both the amount of redundancy (n=k) and the compu-
tational cost of the encoding/decoding (roughly proportional to n� k) can
be de�ned in a way that matches closely the QoS parameters which the user
speci�es. The power required to perform the computations involved in the
FEC encoding can be easily made smaller than the cost of communication
which would be necessary to provide an equivalent level of functionality. As
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a consequence, the adoption of FEC can be bene�cial both to improve the
performance, and to achieve power savings in the system.
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Chapter 6

The system architecture of

the Pocket Companion

6.1 Objectives

The typical use of the Pocket Companion impels a number of requirements
on the system architecture of the Pocket Companion concerning security,
performance, energy consumption and communication.

Since the user interface of a Pocket Companion will be important, the
Pocket Companion needs to have a high throughput and real-time proper-
ties. High throughput however has a large impact on energy consumption.
Because battery life is limited and battery weight is an important factor for
the size and the weight of the Pocket Companion, energy management plays
a crucial role in the system architecture.

6.1.1 Issues

In most architectures security, performance, energy reduction and commu-
nication have been dealt as separate issues or add-on items Although these
issues could be treated as separate problems, we will show that they are
interrelated and can only be solved optimal when they are integrated in one
single architecture.

Security

The Pocket Companion is a machine of your own, it is a true personal
machine that you trust. It may for example hold your electronic money,
but you trust that it will never spend the money on its own, or on behalf of
somebody else, without your explicit permission. A Pocket Companion that
interacts with foreign services - under full user control and according to the
owner's notion of trust and security - requires a good security infrastructure.
The privacy of the owner's personal sensitive data has to be guaranteed
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and the integrity and the authenticity of transactions with the environment
has to be ensured. The integration of a security module with the Pocket
Companion provides the basis for a secure environment. In other words the
security module is an integrated part of the system architecture, and no
add-on module.

Scalable performance related to energy consumption

To support multimedia functionality for the intended applications of the
Pocket Companion the system needs to have real-time properties. This
however, does not necessarily imply it has to be designed for maximal per-
formance. The main theme of our approach is to �nd a balance between per-
formance and energy consumption. This is in contrast to the main stream
of current research in computer systems which aims at the highest perfor-
mance, and where energy consumption is of minor concern. The Pocket
Companion must be careful not to waste the scarce energy resources of their
batteries. Even though battery technology, processors and displays are im-
proving continuously in terms of power consumption, the every day use of
the Pocket Companion will require a lot of energy; and thus battery life and
battery weight remain important issues. More extensive and continuous use
of network services will only aggravate this problem since communication
consumes relatively much energy.

QoS parameters, such as latency, processor speed, bandwidth and au-
dio quality have impact on the energy consumption. Therefor there is a
direct link between QoS and energy consumption. We believe that a QoS
framework is a sound basis for integrated management of all resources of the
Pocket Companion, including the batteries.

Clear and well-de�ned policies are needed for careful management of the
power consumption while still providing su�cient performance to system
services and applications. Moreover, these policies must be exible, and the
architecture supports switching between them.

Communication

Communication, and particularly wireless communication, is essential for
the system to allow electronic transactions. Wireless links di�er from wired
networks in many aspects that have impact on the system design level. These
include high and variable latency, low bandwidth, incomplete spatial cov-
erage, energy consumption and communication cost. Since communication
is an essential part of the Pocket Companion, these issues should be dealt
with in the system architecture.

43



6.1.2 Related work

A Pocket Companion will be a personal machine, and users are likely to be-
come quite dependent on it. We distinguish two types of systems: `desktop
companions' and `pocket companions'. A desktop companion is a hand-
held machine that is designed to give roaming users access to their business
data and applications while on the road. Desktop companions are designed
and optimized for compatibility and communication with the user's desktop
machine(s), e.g. via modem, infrared or a docking station. A typical ex-
ample of a desktop companion is a PDA or notebook running Windows CE
[O'Hara97].

The Pocket Companion extends the notion of a desktop companion. It
will run applications typically found in desktop companions, but it will also
run other applications using external public services. A Pocket Companions
interacts with the environment and so be part of an open distributed system.
It needs to communicate with - possible hostile - external services under
varying communication and operating conditions, and not only to its desktop
`master'.

In our view the security has to be an integrated part of the architecture.
In current hand-held systems security is not a major concern. It is often
considered as an add-on feature and is not fully integrated in the architec-
ture.

Systems like the InfoPad [Sheng92] and ParcTab [Kantarjiev93] are de-
signed to take advantage of high-speed wireless networking to reduce the
amount of computation required on the portable. These systems are a kind
of portable terminal and take advantage of the processing power of remote
compute servers. This approach simpli�es the design and reduces power
consumption for the processing components, but signi�cantly increases the
network usage and thus also increases energy consumption. These systems
also rely on the availability of the network and cannot be used when not
connected.

UCLA has constructed a network test-bed [Mangione-Smith96] that uses
a hardware architecture to localize data for both communication and video.
In this way the data streams are reduced and e�ciently transferred directly
to their destination.

There are various techniques for reducing energy consumption [Smit97a].
While low-power components and subsystems are essential building blocks
for portable systems, little e�ort has been directed towards dedicated low-
power hardware architectures by considering the system as a whole. A sys-
tem wide architecture is bene�cial because there are dependencies between
subsystems, e.g. optimization of one subsystem may have consequences for
the energy consumption of other modules.
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6.2 The Pocket Companion's system architecture

In this section we combine the requirements mentioned in the previous sec-
tion into a single architecture for the Pocket Companion. The properties to
be achieved by the architecture are:

� The architecture must be modular and can be adaptable to trade-o�s
between performance and energy consumption. Con�guration param-
eters can be adapted according to the QoS requirements.

� The system should be fully aware of its energy consumption

� It provides just enough performance to ful�ll its tasks with a minimal
energy consumption.

� Security must be an integral part of the architecture. The system
should be designed such that electronic transactions can be securely
performed and that one's personal data is kept secure.

6.2.1 Architecture

Figure 6.1 gives a schematic overview of the Pocket Companion architecture.

Figure 6.1: Pocket Companion system architecture

In it, we distinguish a switch with a security module surrounded by
several modules. These modules are the main processor and devices like
display controllers, network interfaces and stable storage.
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The switch interconnects the modules and provides a reliable path for
communication between modules. As in switching networks, the use of a
multi-path topology will enable parallel data ows between di�erent pairs of
modules and thus will increase the performance. Modules are autonomous
and can communicate without involvement of the main processor. This
means for example that there can be a video connection from the wireless
network to the display without using any processor cycles. The main pro-
cessor might even be powered down.

Each module has its own functionality and responsibility. The modules
are optimized for their function in terms of performance and energy con-
sumption and have their own local power management. For example, when
modules are idle for a certain time they can go into a power down mode.

Since the switch is in the middle of all data-tra�c the security module
is integrated in the switch. The module secures the data ow when needed.
The security module in the switch allows only certain data-streams between
modules. For example when it is in a /emphsecure mode, then it will not
allow the processor to send information to the video module, and thus the
display. This approach is in line with and implements the secure architecture
of contract signing as proposed by Helme and Mullender [Helme97] (see
section 6.2.4).

The architecture has some similarities to for example the Desk Area Net-
work from Cambridge [Hayter91] and VuNet from MIT [Houh95]. However,
their main motivation was performance and interoperability between ATM
networks and devices. Our main motivation is reducing energy consumption
and sound security and not only performance.

In the following sections we will discuss the main properties and advan-
tages of the architecture.

6.2.2 Energy consumption and performance

General purpose processors often have to perform tasks for which they are
not ideally suited. Although they can perform such tasks, dedicated imple-
mentations may take considerably shorter executing time, and might be less
energy demanding. Application-speci�c integrated circuits (ASICs) or ded-
icated processors in combination with a general purpose processor can o�er
an attractive alternative approach. A system designer can use the processor
for portions of algorithms for which it is well suited (e.g. initialization),
and apply an application-speci�c co-processor (e.g. custom hardware) for
other tasks. Each subsystem needs to be designed to balance the goals of
the whole system and not just to optimize a speci�c subsystem.

A system with a general purpose processor assisted by application spe-
ci�c co-processors leads to an energy reduction because of several factors:

1. Application-speci�c co-processors might be able to perform their tasks
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more e�cient - in terms of performance and/or energy consumption
- than a general purpose processor. For example, even when the
application-speci�c co-processor consumes more power than the pro-
cessor, it may accomplish the same task in far less time, resulting in a
net energy savings. The processor can for example be o�oaded with
task like JPEG and MP3 decoding, encryption, and some network pro-
tocol handling. An MPEG chip can handle video much more e�cient
than a general purpose processor. A processor needs a lot of bus cycles
to perform the same operation, and hence requires a lot of power.

2. When the system is decomposed out of application-speci�c co-processors
the tra�c on the bus can be reduced by eliminating unnecessary data
copies. For example, in a system where a stream of video data is to be
displayed on a screen, the data can be copied directly from the network
into the screen memory, without going through the main processor.

3. Each module can be optimized - apart for its main task - for energy
consumption. It can have a separate clock, voltage control, power-
down modes, and dedicated features to save energy.

Apart from the energy reduction, there can also be a performance in-
crease. There is a trade-o� between the cost of adding extra hardware, and
energy reduction and increase of performance. We believe that the right
functionality in combination with low energy, weight and size are the most
important aspects for the user, so we think that users will accept a marginal
increase in cost. Moreover, we believe that the architecture described above
can eventually be implemented in only single VLSI chip.

6.2.3 Networking

The wireless network interface consumes a signi�cant fraction of the total
power [Stemm96]. The network and medium access protocols of a wireless
system can be designed for low energy consumption. For instance, a network
with a TDMA protocol can coordinate delivery of data to receivers to mini-
mize all actions of the network interface, i.e. it minimizes `on-time' and idle-
ness (busy waiting) of the transmitter as well as the receiver [Linnenbank96].

Over short distances, typically of up to �ve meters, high-speed, low-
energy communication is possible. Private houses, o�ce buildings and public
buildings can be �tted with `micro- cellular' networks with a small antenna in
every room at regular intervals, so that in these places a Pocket Companion
does not need to communicate over a great distance | thus saving energy
| and so that the bandwidth available in the aether does not have to be
shared with large numbers of other devices | thus providing high bandwidth
density (Mbps/m2) [Opzeeland97]. Over larger distances (kilometers rather

47



than meters), the Pocket Companion can use the standard infrastructures
for digital telephony (such as GSM).

Wireless networks have a much higher error rate than the normal wired
networks. In the presence of a high packet error rate, some network pro-
tocols (such as TCP) over-react to packet losses, mistaking them for con-
gestion. This leads to backing o� to a lower transfer rate which increases
the energy consumption because it leads to a longer transfer time. Forward
Error Correction (FEC) can be used to improve the performance and to re-
duce energy consumption, not only at the data link level, but also in higher
levels of the protocol stack [Rizzo97]. In particular, FEC can be bene�-
cial for reliable multicast communication, because it reduces the number of
acknowledgments.

In normal systems much of the LAN protocol stack is implemented on
the main processor. Thus, the network interface and the main processor
must always be `on' for the LAN to be active. In these systems performance
and energy consumption is a signi�cant problem.

Decomposition of the network protocol stack and a careful analysis the
data ow in the system can reduce the energy consumption.

1. In a system constructed out of independent components like depicted
in �gure 6.1, the network module can do basic protocol processing and
can move the data directly to its destination. Hence unnecessary data
copies are eliminated.

2. A processor of the network module can handle most of the lower levels
of the protocol stack, thereby allowing the main processor to sleep
for extended periods of time without a�ecting system performance or
functionality. The network module is a small and e�cient system, it
for example does not need wide buses and a large memory.

3. Part of the network protocol can be handled on another machine, e.g.
the base station. For example, the mobile units can use an internal
private lightweight protocol rather than a protocol like TCP/IP result-
ing in a net savings of energy. This private protocol can be dedicated
to the wireless network. But also, when data is bu�ered on a base
station, retransmissions of data that are caused by errors in the wire-
less network can remain local thus not involving the higher network
protocol layers.

6.2.4 Security

The security module is integrated in the secure switch. The data ow that
goes through the switch can be authenticated. The security module super-
vises the signing and signature veri�cation. A smart card - connected via a
reader to the switch - contains, protects and applies a signature key. The
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card also stores the certi�cates that authenticates the key. We foresee the
security architecture to be used for two main purposes: signing arbitrary
contracts and securing data streams.

Signing contracts A typical example of using the security function is the
signing of a contract during some transaction, see chapter 4 and [Helme97].
The heart of the security system is the Trusted Computing Base (TCB).
This is the part of the system the owner of a Pocket Companion has to
trust. A crucial property of this architecture is that the TCB is not user-
programmable and built by a reliable manufacturer. Therefore, the main
processor is not part of the TCB: it is expected to be the place where
users run their software that cannot always be trusted by the owner. The
application or operating system could be corrupted with a virus or have
been attacked over the network. If the application is corrupted, it can for
example falsify data on the display, it can squirrel away the password or PIN
code, and can sign other unauthorized messages as well. Normally - that is

Figure 6.2: System architecture with the Trusted Computing Base

when no contract signing is going on -, display and keyboard are available to
the local processor as its input/output device. But, when a contract has to
be signed, the security module and switch disconnects display and keyboard
from the main processor and takes them over for the secure signing purpose.
The main processor can no longer modify the display or read the keyboard.
The stable storage can be used for logging and storing contracts. When the
contract is signed the main processor regains the ownership of the keyboard
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and display.

Securing data streams Since the external network is also connected to
the Pocket Companion via a network interface and the switch, a �rewall
can be implemented in the switch. Network streams that passes the switch
can be authenticated and encrypted or decrypted on-the-y by the security
module. The Trusted Computing Base is responsible for access control and
protection. When a new and insecure connection has to be set up, the TCB
can be used to negotiate with the user in a similar way as signing contracts.

6.2.5 Power management based on QoS

Since communication bandwidth, energy consumption and application be-
haviour are closely linked, we believe that the QoS framework is a sound
basis for integrated management of the resources of the Pocket Companion.
In order to integrate power awareness into the QoS framework, changes must
be made to hardware, drivers, �rmware, operating system, and applications.

One of the key aspects of our QoS approach is to move power manage-
ment policy decisions to the user and coordination of operations into the
operating system. The operating system will control the power states of de-
vices in the system and share this information with applications and users.
This however, does not imply that modules have no responsibility. Each
module has its own - dedicated - local power management. Only the module
is able to, and has the knowledge to implement the necessary power man-
agement �ne-tuning of the internal functions. However, the overall power
management control of the modules is done by the operating system and the
user. To take advantage of low-power modes of the system's modules, the
operating system needs to direct these modules to change its power mode
when it is predicted that the net savings in energy will be worth the time
and overhead of switching over and restarting.

In our approach modules have power management functionality to put
a module of the Pocket Companion into a low-power sleeping state. Which
state is entered depends on the QoS. The Pocket Companion will enter the
sleeping state when it is idle or when the user indicates to do so. Note
that this does not exclude that the Pocket Companion still performs some
function, like receiving e-mail or displaying a video.

6.3 Conclusion

The typical use of the Pocket Companion induces a number of requirements
concerning security, performance, energy consumption, communication and
size. Although these requirements can be treated as separate problems, we
have shown that they are interrelated and believe that they can only be
solved optimal when they are integrated into one single architecture.
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The main emphasis in the architecture is on security and energy con-
sumption. The Pocket Companion architecture can not only secure data,
but can also ensure the integrity and the authenticity of (�nancial) trans-
actions. A security module and a switch at the heart of the system provide
the basis for the secure environment.

Because the system is decomposed of dedicated application speci�c sub-
systems that are connected with each other via the switch, energy consump-
tion is reduced and - although not a primary goal - performance is increased.
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