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Preface 

The Model Driven Architecture (MDA) is an approach to IT systems development fostered by the Object 
Management Group (OMG) based on the separation between the specification of a system’s essential 
functionality and the implementation of this system using specific implementation platforms. 

MASTER and MODA-TEL are two European-funded research projects aiming at further developing the 
concepts of MDA in order to apply them to industrial sectors such as Air Traffic Management and 
Telecommunications. The MASTER project aims at performing an early experimental validation of the 
MDA, by developing the technology and validating it on an industrial application in the air traffic 
management domain. The MODA-TEL project is a joint effort of European stakeholders with business 
interest in component architectures, to develop a sound methodology and tools to support the application 
of MDA in the telecommunication domain.  

From these two projects, the idea was launched to jointly organize a workshop with the purpose of 
exchanging experience on the use of MDA by the industry and creating new ideas to improve MDA and 
spread its use. The workshop should be open to researchers outside the MASTER and MODA-TEL 
consortia, and aim at the involvement of users of MDA technology and developers of MDA support 
(technology, methodologies and tools), focusing on industrial applications including, but not limited to 
areas such as telecommunications, air traffic management and enterprise modelling. 

In the Call for Papers, full papers and extended abstracts on the following topics were solicited: 

- MDA concepts and principles: specification of PIMs, specification of PSMs, and PIM to PSM 
transformations; 

- Model driven software engineering process; 
- Managing the model driven approach; 
- Model driven specification of Quality of Service; 
- Verification and testing in a model driven context; 
- Applications of MDA in an industrial context (case studies); 
- Costs and benefits of model-based software engineering; 
- Barriers for MDA adoption; existing and necessary solutions; 
- Tool support for model driven software engineering. 

In total 33 paper submissions were received on the Call for Papers, most of them full papers from outside 
the MASTER and MODA-TEL consortia. After a careful reviewing process involving 3 reviews per 
paper, 17 high quality papers were accepted for the workshop’s Technical Program. The Technical 
Program is complemented with two keynotes and a panel session.  

The keynotes will be delivered by two distinguished speakers: 

- Dr. Richard Soley, OMG Chairman and CEO 
- Prof. dr. Rolv Braek, professor at the Department of Telematics of the Norwegian University of 

Science and Technology 

The panel session addresses the question “What is the added value of MDA for industry?”. This session 
will be introduced with statements from leading industry representatives, to trigger a lively discussion 
with the audience. 

We hope and believe that this program will realize the original ambitions of the workshop: stimulating the 
exchange of experience and ideas on MDA and its application, and contributing to the improvement and 
spreading of MDA. 

 

Marten J. van Sinderen 

Luis Ferreira Pires 
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Applying MDA and Component Middleware to  
Large-scale Distributed Systems: A Case Study 

Andrey Nechypurenko 

Siemens Corporate Technology 

Munich, Germany 

andrey.nechypurenko@siemens.com  

Tao Lu, Gan Deng, Douglas C. Schmidt, and Aniruddha Gokhale 

Institute for Software Integrated Systems 
Vanderbilt University 

Nashville, TN, 37203 USA 

{tao.lu, gen.deng, d.schmidt, a.gokhale}@vanderbilt.edu  

Abstract 
Despite advances in hardware and software technologies, it remains challenging to develop large-scale 
distributed systems that are correct, efficient, and flexible. Some challenges arise from increasingly de-
manding end user requirements for quality and functionality. Other challenges arise from complexities 
associated with integrating large-scale distributed systems composed of modular components. This paper 
provides two contributions to R&D efforts that address these challenges.  First, it motivates the use of an 
integrated Model Driven Architecture (MDA) and component middleware approach to enhance the level 
of abstraction at which distributed systems are developed to (1) improve software quality and developer 
productivity and (2) reduce the complexity of component integration. Second, we present our experience 
gained applying MDA and component middleware software techniques to develop an Inventory Tracking 
System that monitors and controls the flow of goods and assets in warehouses. Our preliminary results 
show that using MDA tools and component middleware as the core elements of software composition 
leads to reduced development complexity, improved system maintainability, and increased developer pro-
ductivity. 

Keywords: Model Driven Architecture, Component Middleware, CORBA Component Model (CCM). 

1.  Introduction 
During the past five decades the IT industry has experienced a steady increase in the complexity of both 
problem and solution spaces. In the problem space of various domains (such as telecom, enterprise busi-
ness, aerospace, and industrial process control systems) software-intensive systems developed today are 
often considerably larger and more complicated than those developed two decades ago.  In the solution 
space, gigabytes of documentation, source code, and binaries are supplied by providers of infrastructure 
software (such as operating systems, database management systems, graphical user interface packages, 
and component middleware), which suggests their complexity has grown beyond the ability of most de-
velopers to comprehend many aspects of these popular technologies. 

The IT industry has historically addressed the growth in complexity by raising the level of abstraction at 
which software systems are developed, integrated, and validated. For example, the growing complexity of 
larger-scale assembly language programs in the 1960s motivated the creation and adoption of the next 
generation of higher-level programming languages (such as Pascal and C++), which raised the abstraction 
level and helped improve the efficiency and quality of software development. Likewise, the growing 
complexity of developing large-scale systems from scratch motivated the creation and adoption of 
frameworks and patterns as a way to provide semi-complete applications and factor out reusable struc-
tures and behaviors in mature domains (such as network programming, database access, and GUI crea-
tion).  

More recently, component middleware technologies (such as J2EE, .NET and CCM) have factored out 
key functional and non-functional aspects (such as component lifecycle management, authentication and 
authorization, and remoting) to shield application developers from low-level, non-portable platform de-
tails (such as socket-level programming). As a result, a growing number of large-scale distributed systems 
are being assembled from modular components – many of which are available from commercial-off-the-
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shelf (COTS) providers – rather than developed manually from scratch using proprietary, monolithic 
software technologies.  

Although the capabilities of higher-level component middleware can help to alleviate many complexities 
associated with lower-level platforms and tools, the complexity of today’s component middleware tech-
nologies yields new challenges to application developers. For example, considerable effort must now be 
expended to integrate business logic with the set of rules and behavior dictated by component models. A 
concrete example is: component containers in J2EE and CCM. They can activate or passivate components 
according to a lifecycle management strategy that is independent from the business logic implemented by 
the components. This process, however, imposes non-trivial restrictions and rules on component develop-
ers. Moreover, different component middleware platforms implement lifecycle management differently, 
which incurs additional complexities for applications that must run on multiple platforms.  

Another challenge confronting developers of large-scale COTS-based component systems is that few 
software developers have an integrated view of all the subsystems and libraries in large-scale systems. 
Instead, they are only familiar with a subset of the characteristics of the subsystems and libraries they use 
regularly, which makes it hard for developers to know which portions of their system functionality are 
influenced by changes arising from bug fixes, new requirements, new platforms, etc. The lack of an inte-
grated view – coupled with the danger of unforeseen side-effects – often force developers to implement 
suboptimal solutions that duplicate code unnecessarily, violate key architectural principles, and compli-
cate system maintenance. 

As a result of these challenges, it is not surprising that large-scale distributed systems often have many 
defects and are chronically over budget and behind schedule, even when they are based on the most ad-
vanced software technologies. In particular, despite improvements in third-generation programming lan-
guages (such as Java or C++) and run-time platforms (such as component middleware), the level of ab-
straction at which business logic is integrated with the set of rules and behavior dictated by component 
models is still too low.  For example, the components and the underlying component middleware frame-
work often have a large number of configurable attributes and parameters that can be set at various stages 
of development lifecycle, such as composing an application or deploying an application in a specific envi-
ronment.  It is tedious and error-prone to use third-generation languages to write programs that manually 
ensure all these parameters are semantically consistent throughout an application. Moreover, there is no 
formal basis for validating and verifying that middleware configured via such ad hoc approaches will 
deliver the intended behaviors.  In addition, the level of abstraction supported by third-generation lan-
guages does not intuitively reflect the concepts used by today’s cutting-edge software developers, who are 
using higher level concerns (such as persistence, remoting, and synchronization) to express their system 
architectures. 

A promising way to alleviate these problems with low-level abstractions and tools is to apply Model 
Driven Architecture (MDA) techniques [MDA] that express application functional and non-functional 
requirements at higher levels of abstraction beyond third-generation programming languages and conven-
tional component middleware. MDA tools help to improve the understanding of software-intensive sys-
tems using higher-level models that (1) standardize the process of capturing business logic and quality of 
service (QoS)-related requirements and (2) ensure the consistency of software implementations with 
analysis information associated with functional and systemic QoS requirements captured by models. A 
key role in reducing software complexity via MDA tools is played by meta-modeling [GME], which de-
fines a semantic type system that precisely reflects the subject of modeling and exposes important con-
straints associated with specific application domains. 

To evaluate the extent to which MDA technologies actually improve development productivity, quality, 
and understanding, we have developed a prototypical Inventory Tracking System (ITS). The ITS is a 
warehouse management system that monitors and controls the flow of goods and assets. Users of an ITS 
include couriers, such as UPS, FedEx, DHL, as well as airport baggage handling systems. For the techni-
cal infrastructure of our initial ITS prototype we selected (1) CIAO [CIAO1], which is open-source mid-
dleware that implements the CORBA Component Model (CCM) [CCM] and (2) CoSMIC [COSMIC], 
which is an open-source MDA tool suite that implements the CCM Deployment and Configuration speci-
fication [D&C].  

This paper uses a portion of our ITS prototype as a case study to illustrate the benefits of integrating 
MDA and component middleware by focusing on two of the fundamental aspects in ITS, “Component 
Assembly and Configuration” and “Warehouse Configuration”. We will illustrate (1) how a MDA tool 
suite with two aspects are developed to capture end user’s concerns upon a ITS system, (2) how the con-
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cerns are mapped to the actual artifacts that are used by the CIAO CCM middleware run-time frame-
work.1 

The remainder of this paper is organized as following: Section 2 outlines our Inventory Tracking System 
(ITS) prototype; Section 3 describes how we applied MDA tools and techniques to generate (a) ware-
house domain-specific models for ITS and (b) middleware configuration tools used to generate CIAO 
configuration artifacts; and Section 4 summarizes our lessons learned and presents concluding remarks. 

2.  Overview of the ITS Case Study  
A key goal of an Inventory Tracking System (ITS) is to provide convenient mechanisms that manage the 
movement and flow of inventory in a timely and reliable manner. For instance, an ITS should enable hu-
man operators to configure warehouse storage organization criteria, maintain the set of goods known 
throughout a highly distributed system (which may span organizational and even international bounda-
ries), and track warehouse assets using GUI-based operator monitoring consoles.  This section presents an 
overview of the behavior and architecture of our ITS prototype.  Sections 3 then uses this prototype to 
illustrate how MDA can be integrated with component middleware and applied to large-scale distributed 
system development.  

2.1  ITS System Behavior 
Figure 1 shows a UML use case diagram for our ITS prototype. As shown in the figure, there are three 
primary actors in the ITS system. 
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Figure 1. Use Case Diagram for the ITS Prototype 

 

For the Configurator actor, the ITS provides the ability to configure the set of available facilities at cer-
tain warehouses, such as the structure of transportation belts, routes used to deliver goods, and character-
istics of storage facilities (e.g., whether hazardous goods are allowed to be stored, maximum allowed total 
weight of stored goods, etc.). For the Operator actor, the ITS provides the ability to reorganize the ware-
house to fit future changes, as well as dealing with other use cases, such as receiving goods, storing 
goods, fetching goods, dumping goods, stock queries, specifying delivery time accuracy, and updating 
operator console views.  For the Operating Environment actor, the ITS provides the ability to tolerate 
partial failures due to transportation facility problems, such as broken belts. To handle these partial fail-
ures the ITS dynamically recalculates the delivery possibilities based on available transportation re-
sources and delivery time requirements. 

2.2  Architecture 
The ITS architecture is based on component middleware developed in accordance with the OMG’s 
CORBA Component Model (CCM) [CCM]. A component is a basic meta-type in CCM that consists of a 
named collection of features – known as ports, i.e., event sources/sinks, facets, and receptacles – that can 

                                                           

 
1 Creating generators for J2EE and .NET component middleware remains as future work. 
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be associated with a single well-defined set of behaviors. In particular, a CCM component provides one 
or more ports that can be connected together with ports exported by other components. CCM also sup-
ports the hierarchical encapsulation of components into component assemblies, which export ports that 
allow fine tuning of business logic modeling. 

Figure 2 illustrates the key components that form the basic implementation and integration units of our 
ITS prototype. Some ITS components (such as the Operator Console component) expose interfaces to end 
users, i.e., ITS operators.  Other components represent warehouse hardware entities (such as cranes, fork-
lifts, and shelves) and expose interfaces to manage databases (such as Transportation Facility component 
and the Storage Facility component). Yet other set of components (such as the Workflow Manager and 
Storage Manager components) coordinate and control the event flow within the ITS system.  

 
Figure 2. Key CCM ITS Architecture Components  

 

As illustrated in Figure 2, the ITS architecture consists of the following three subsystems: 

1. Warehouse Management (WM) subsystem, which is a set of high-level functionality and decision 
making components. This level of abstraction calculates the destination location and delegates the rest 
of the details to the Material Flow Control (MFC) subsystem.  In particular, the WM does not provide 
capabilities such as route calculation for transportation or reservation of intermediate.  

2. Material Flow Control (MFC) subsystem, which is responsible for executing high-level decisions 
calculated by the WM subsystem. The primary task of the MFC is to deliver goods to the destination 
location. This subsystem handles all related details, such as route (re)calculation, transportation facil-
ity reservation, and intermediate storage reservation. 

3. Warehouse Hardware (WH) subsystem, which is responsible for dealing with physical devices, 
such as sensors and transportation units (e.g., belts, forklifts, cranes, pallet jacks, etc.). 

 
The functionality of all these three ITS subsystems is monitored and controlled via an Operator Console. 
All persistence aspects are handled via databases that can by managed either by the centralized DBMS or 
distributed over different DB servers. A typical interaction scenario between these three subsystems is 
illustrated by the following action sequence: 

1. The new good arrives at the warehouse entrance and is entered into the ITS either automatically or 
manually. 

2. The WM subsystem calculates the final destination for storing the good by querying the Storage Facil-
ity for a list of available free locations. The final destination is passed to the MFC subsystem. 

3. The MFC subsystem calculates the transportation route and assigns required transportations facilities. 

4. The MFC subsystem interacts with the WH subsystem to control the transportation process and if nec-
essary adapt to changes, such as failures or the appearance of higher priority tasks. 
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Our ITS prototype uses the Component Integrated ACE ORB (CIAO) [CIAO1, CIAO2], which is QoS-
enabled CCM middleware built atop the The ACE ORB (TAO) [TAO1, TAO2]. TAO is a highly config-
urable, open-source2 Real-time CORBA Object Request Broker (ORB) that implements key patterns 
[POSA2] to meet the demanding QoS requirements of distributed real-time and embedded (DRE) sys-
tems. CIAO extends TAO to provide the component-oriented paradigm to developers of DRE systems by 
abstracting critical systemic aspects (such as QoS requirements, real-time policies) as installa-
ble/configurable units supported by the CIAO component framework. Promoting these DRE aspects as 
first-class metadata disentangles (1) code for controlling these non-function aspects from (2) code that 
implements the application logic, ideally making DRE system development more flexible and productive 
as a result.  

3.  Model Driven ITS Development 
To evaluate how MDA technologies can help improve productivity by enabling developers to work at a 
higher abstraction level than components and classes, we developed and applied a set of modeling tools to 
automate the following two aspects of ITS development: 

1. Warehouse modeling, which simplifies the warehouse configuration aspect of the ITS system accord-
ing to the equipment available in certain warehouses, including moving conveyor belts and various 
types of cranes. These modeling tools can synthesize the ITS database configuration and population. 

2. Modeling and synthesizing the deployment and configuration (D&C) aspects of the components that 
implement the ITS functionality.  These modeling tools use MDA technology in conjunction with the 
CCM to develop, assemble, and deploy ITS software components. 

This section describes these two modeling aspects, focusing on the domain models and the model inter-
preters. We also delve into the relationship between the two aspects to show how multiple layers of MDA 
are applied in ITS. 

3.1  Modeling an ITS Warehouse with MDA Tools 
Warehouse modeling consists of designing the warehouse configuration model by mapping from concrete 
warehouse structures perceived from a physical standpoint. This first phase must be accomplished prior to 
setting up an ITS. The following are the two main concerns of a warehouse model in this phase: 

1. Transportation facility network, which includes position information (e.g., the physical location 
and reachable areas) and properties, (e.g., the capacity and toxicity of items transported in the net-
work). 

2. Appropriate available storage places, which includes their physical locations and properties (e.g., 
storage capacity and type of goods they can store). 

In the ITS warehouse model these two concerns are blended together to give the warehouse model devel-
opers a convenient overview of the warehouse setup, which is similar to the architectural blue print of the 
warehouse. Mapping from the architectural blue print to the warehouse model should be intuitive to do-
main experts, as well as to model developers, so they can reuse the warehouse knowledge efficiently and 
conveniently. 

3.1.1  Choosing the Modeling Tool 
After evaluating the requirements of our partners in Siemens business units, we have selected Microsoft® 
Visio® as our warehouse modeling tool. Visio is a commercially supported graphic drawing tool with 
meta-modeling capabilities, as well as the following desirable features: 

• Full range of technical diagramming capabilities. Numerous drawing related features are provided 
by Visio. For instance, it supports grid, docking point, and object manipulation (e.g., resize, rotation, 
connection routing), which are valuable for warehouse modeling by domain experts who work on 
large-scale commercial ITS deployments. 

• Integrated model interpreter with embedded debugging environment. Unlike traditional tools that 
focus on a discrete segment of information, Visio offers an integrated toolset for applications, devel-

                                                           

 
2 CIAO and TAO can be downloaded from http://deuce.doc.wustl.edu/Download.html. 
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opment, and data modeling. Visio is shipped with an embedded Visual Basic® editor and debugging 
environment that simplifies interpreter writing. C++/COM objects can also be plugged in, if desired. 

• Extensibility. Visio supports database modeling, which includes complete database design, database 
schema, and Data Definition Language (DDL) script generation from conceptual and physical models. 
For example, in the warehouse configuration domain, we can connect the physical model to the asso-
ciated database. Moreover, Visio ships with many domain-specific paradigms (known as drawing 
types in Visio). Besides the major building blocks needed by warehouse management systems, Visio 
also provides many other modeling paradigms, such as UML diagrams. The meta-modeling capability 
makes it possible to extend Visio’s modeling paradigm to suit the domain more effectively. 

Figure 4 illustrates a Visio screenshot, where warehouse model elements are available from the master 
panel (left-side) and the right-side contains the drawing representing a warehouse fragment consisting of 
a moving belt, two cranes, storage rack, and a forklift. Modeling a warehouse graphically is therefore as 
straightforward as mapping/drawing the concrete warehouse physical structure in the Microsoft Visio 
drawing panel.  

 
Figure 4. Microsoft Visio ITS Model Example 

3.1.2  Implementing the Model Interpreter 
After creating the complete model for a desired warehouse configuration, the corresponding configuration 
artifacts are generated automatically by using our domain-specific model interpreter. The model inter-
preter we developed for the warehouse model contains a set of Visual Basic macros that can be executed 
within Visio to generate corresponding data model as part of component synthesis. In the model inter-
preter, certain analysis and validation steps are applied to the warehouse model to validate the correctness 
of the data model. Once validated, C++ code is generated and used at runtime to bootstrap the ITS com-
ponents, as described below: 

1. Certain location-related constraints can be checked by the model interpreter to validate the model to 
ensure that the physical layout and configuration of the warehouse is valid and meaningful. For exam-
ple, when a crane is on top of a storage place, the model interpreter can ensure that the crane is capa-
ble of reaching all the storage cells of the place. Upon discovering potential conflicts, error or warning 
messages will be issued to a domain expert. 

2. Different domain-specific aspects captured by the graphical model can be extracted from the model to 
populate the warehouse system databases. The generated artifacts include the classes used to populate 
the databases and some initialization steps of the databases. 

After running the model interpreter, the system is ready to start the component-based deployment and 
configuration process described in Section 3.2. 
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3.2 Modeling ITS Component Deployment and Configuration with MDA Tools 
As discussed in section 2.2, ITS is developed using CIAO, which is a CCM implementation. As a result, 
ITS has a standardized way to configure the functional and systemic QoS behavior of its software com-
ponents and map them to the underlying hardware and software infrastructure in a highly flexible manner. 
In ITS, component deployment and configuration is performed via the Component Synthesis using Model 
Integrated Computing (CoSMIC) toolsuite [CoSMIC], which is an MDA open-source3 toolsuite targeted 
for component-based distributed applications.  

At the heart of CoSMIC is the Component Assembly and Deployment Modeling Language (CADML), 
which automates the deployment and configuration aspects of distributed applications.  CADML is a vis-
ual language tool developed using the Generic Modeling Environment (GME) framework [GME], which 
supports the following features: 

• GUI interface supporting all general GUI application features with very generic semantic mapping. 

• Library importing and exporting capability. 

• Type system defined in the meta-model, which supports inheritance and instantiation. This introduces 
object-oriented design (OOD) in the modeling paradigm. 

• Formalized constraints specified in the meta-model to validate the model.  

• Plug-in of analysis and synthesis tools that interpret the models 

The current release of CoSMIC’s CADML tool supports the CCM Deployment and Configuration stan-
dard [D&C] and works out-of-the-box with CIAO. The CADML modeling paradigm allows developers 
of CIAO-based application to model component assemblies that capture the connections between differ-
ent application components. 

The CADML model interpreter synthesizes component assembly metadata as XML descriptors, which are 
then used by CIAO middleware deployment tools. Different descriptor files represent different applica-
tion scenarios. With the support of a component repository, application developers can configure and de-
ploy different application scenarios by providing the required descriptors. For example, Figure 5 presents 
a screen shot that illustrates how the deployment and configuration of ITS components are modeled in the 
CADML modeling environment.  

 

 
Figure 5. ITS CCM Component Assembly Model 

                                                           

 
3 CoSMIC can be downloaded from http://www.dre.vanderbilt.edu/cosmic/.  
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The generated XML descriptors are fed into the CIAO component middleware runtime environment, 
which then deploys the components into the containers throughout the ITS distributed system. This 
MDA-based modeling approach is essential to the CCM D&C process. In particular, it automates the de-
scriptor generation to avoid errors that arise when the ad-hoc handcrafting approach is used. Moreover, 
analysis is performed on the D&C models to ensure semantic correctness of the configurations, e.g., only 
the ports with the same interface or event type could be connected. 

3.3  Relation between the Warehouse Model and the Component Deployment and Con-
figuration Model 
As discussed above, there two types of modeling aspects in ITS: (1) warehouse modeling and component 
deployment and configuration (D&C) modeling. These two aspects are semi-orthogonal to each other in 
terms of aspect separation, i.e., they depict the overall system from different perspectives, yet they are 
complementary to each other. For example, Figure 6 shows how the system modeler and warehouse mod-
eler are different roles in the ITS development process. 
 

 
 

Figure 6. ITS Modeling Aspects 
 
The system modeler studies the business logic of general ITS and produces a model describing the soft-
ware aspect of the system, including CCM component, deployment/assembly specification, and QoS re-
quirements. The warehouse modeler, in contrast, is responsible for modeling one or a group of specific 
warehouses.  
 
The warehouse and component model aspects can be implemented separately during system development, 
i.e., the warehouse model can be mapped to the CCM and D&C model by means of MDA-based code 
generation to fully materialize an ITS system. There exist, however, some concerns that span these two 
aspects. For example, the number of components and the way they are communicate with each other can 
influent the configuration of different infrastructural aspects, such as real-time event channels [Harrison]. 
In ITS, however, a warehouse modeler often needs to fine tune the configuration on the base of ware-
house model. In these cases, different actions are applied according to the nature of the concern after nec-
essary analysis.   

4.  Concluding Remarks 
Advances in hardware and software are raising the level of abstraction at which distributed systems are 
developed.  With each increase in abstraction comes a new set of complexities that must be mastered to 
reap the rewards of the higher-level technologies. A key challenge associated with higher-level software 
abstractions is the integration complexity that makes it hard to assure the overall quality of complete sys-
tems. To explore the benefits of applying MDA technologies to address these challenges, we developed 
an Inventory Tracking System (ITS) prototype, which is a distributed system that employs MDA tools 
and component middleware to address key requirements from the warehouse management application 
domain.  

The lessons we have learned applying MDA and component middleware technologies thus far include:   

• The component middleware paradigm elevates the abstraction level of middleware to enhance soft-
ware developer quality and productivity. It also introduces extra complexities, however, that are hard 
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to handle in an ad-hoc manner for enterprise application. For example, the CCM requires many con-
figuration files due to its large number of configuration points.  

• The MDA paradigm greatly expedites application development with the proper tool support. In the 
ITS project, if the warehouse model is the only missing or changing aspect in the system (which is 
typical for end users), little new application code must be written. In the case when the software 
model is missing or changes, application developers must write the component implementation code 
and finish the component model.  Even in this latter case, however, the amount of effort required is 
significantly less than starting from the raw component middleware. 

• Domain-specific modeling techniques can help to reduce the learning curve for end users. For exam-
ple, warehouse modelers in our ITS project need no knowledge of how to write software since they 
interact with the system entirely through models. 

• Models at different abstraction layers or reflecting different aspects often exist in the large-scale 
MDA-based systems. Weaving the models together to form the overall system is very important. In 
our ITS prototype, this is currently done in a ad-hoc manner. To solve this problem, an even higher 
level of abstraction is needed based on the concept of “concern” as a fundamental building block. For 
example, we could define yet another modeling paradigm to capture the meta-models of the ware-
house and component models, as well as important correlations between these two meta-models.  A 
model weaving process could then be captured in the model and automated. 

In future work we plan to implement an integrated concern modeling and manipulation environment to 
achieve the benefits outlined in the last bullet point above. We also plan to extend our MDA modeling 
tools so they can perform a two step mapping from (1) the domain-specific model to the platform-
independent component-based architecture presented in Figure 2 and (2) the platform-independent model 
to a CCM-specific implementation. 
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Abstract 
Traditionally, telco’s OSS have been developed in-house and were dedicated to the management of 
individual products and services. With the advent of increasingly vast growth in new product and service 
offerings and of new business models realised through complex e-commerce partnerships and supply 
chains, service providers require a more flexible approach to implement the OSS architecture of the 
future. The use of COTS products reduces maintenance and integration effort and when used in concert 
with a Service Oriented Architecture (SOA) an environment is created where OSS components, with 
standardised interfaces, can plug-and-play. The TeleManagement Forum adopts most of these principles 
in the design of the Next Generation OSS (NGOSS) architecture. Furthermore, it recognises the need for 
NGOSS architectural components and their designs to be specified in a technology neutral form in order 
to safeguard OSS solutions from the plethora of technology paradigms that may vary across different 
business domains or change over the solutions lifecycle. This paper sets out some of the requirements for 
technology independent specification of OSS architectures and reports on ongoing work in using MDA 
technology to realise the benefit of such an approach. 

Keywords: OSS, NGOSS, TMF, Component, Contract, OMG MDA, TNA,TSA, meta-modelling. 

1. Introduction 
Traditional approaches to telco’s OSS development have been around in-house development of OSS 
capabilities, often dedicated to individual services/products and networking technologies. With 
proliferation of new networking technologies as well as new services and products and in order to reduce 
the total cost of ownership and to increase business agility, service providers require a new approach to 
manage the OSS architecture of the future. There is a trend using COTS products in order to reduce 
maintenance and integration tax. However, without clear architectural principles in place, such attempts 
often cause more lengthy and costly operations. The solution to this is thought to be in adopting a Service 
Oriented Architecture (SOA) to create an environment where granular and loosely coupled OSS 
components (with some degree of standardised interfaces) can plug and play over a common 
infrastructure (service bus). Furthermore, as OSS solutions and technologies have different life cycle and 
thus change over different timescales, to safeguard much of the investment in the skilled activities of 
designing OSS, and provide longevity of design knowledge and solutions, the OSS architectural 
components and their design should be specified in a technology neutral form with automated support to 
map these to technology specific solutions as well as integrating and bridging these into existing OSS 
infrastructure. This paper sets out some of the requirements for technology independent specification of 
OSS architectures and reports on ongoing work in using MDA technology to realise the benefits of such 
an approach. 

The remainder of the paper is structured as follows. Section 2 describes the proposed TMF architectural 
principles for building next generation OSS. Section 3 outlines the MDA principles in realising the 
TMF’s vision. Section 4 describes how the specification of OSS components can be expressed in a 
technology neutral form. Finally section 5 concludes the paper with future directions of our research 
work. 
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2. TMF NGOSS Technology Neutral Architecture approach 
 

The TeleManagement Forum [1] have established a working program called New Generation Operations 
Software and Systems (NGOSS) [2], which promotes specifications and guidelines for the design of the 
future OSS architecture. Specifically, NGOSS recognises that the OSS of tomorrow will consist of 
distinct components, with functionality offered as a pick and mix bundle. Its primary aims are to: 

“Enable an open environment where an OSS can be rapidly built/re-engineered using COTS 
components to achieve flexibility and adaptability to meet the demand of ever-faster changes in 
service life cycles, networking technologies and user demands as well as 3rd party OSS 
component vendor’s offerings.” [3] 

Figure 1: NGOSS technology-neutral architectural principles 
 

The fundamental principles driving the NGOSS architecture are depicted in Figure 1 and are explained 
below: 

• Separation of business processes from components: so that the business process is defined 
and managed separately from the more stable components which implement the service contracts used by 
processes 

• Contract defined component interfaces: Component services are defined using contracts 
where, alongside service interfaces, other aspects such as pre-, post- conditions and QoS parameters are 
specified. 

• Separation of technology neutral (TNA) and technology specific (TSA) architectures: 
NGOSS system design and component contracts are documented in specifications that are neutral to any 
specific implementation technology while separate specifications are produced to describe the mechanism 
for mapping TNA and contracts to specific technologies for the purposes of implementing and deploying 
an NGOSS system.  

• Shared Information and Data Model: provides an information/data reference model and a 
common information/data language for all NGOSS resources 

• Common Communication Bus: is used by all software entities to communicate with each 
other. 

• Policy enabled: so that using a declarative notation the behaviour of an NGOSS system can be 
modified/constrained at run time without the need for conventional costly software development life 
cycles. 

Two principal elements underpinning an NGOSS are (i) use of processes and policies to specify and 
realize desired behaviour and (ii) being able to exert control over that behaviour. These two ensure 
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Components 
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flexible and adaptable behaviour and control necessary in an NGOSS environment to meet the demands 
of next generation OSS requirements.  

Figure 2: Technology-specific OSS deployment using OSS/J 
 

Another interesting OSS-related activity is the OSS through Java Initiative (OSS/J) [4]. OSS/J brings 
together a number of leading vendors who aim at practically demonstrating the NGOSS principles 
through real OSS implementations using the J2EE component technology. Secondly, the OSS/J 
participants define a set of standardized APIs for OSS and deliver reference implementations for them, 
which are available for free download and testing. Currently, the OSS/J community have implemented 
APIs for the Quality of Service, Trouble Ticketing, Inventory Control, Billing and Service Activation 
OSS components. These implementations form an OSS infrastructure (see Figure 2) where each 
component acts like a “black box” exposing functionality through its API. Above the OSS infrastructure 
hovers the operational layer which offers the front-end applications e.g. job management application 
available to engineers, and the business infrastructure for the OSS components e.g. B2B workflow 
engines and gateway APIs.  

Figure 2 additionally shows how the OSS could be extended to include policies. Since policies are 
declarative behaviour specifications, i.e. they describe “what” the behaviour is and not “how” it is 
delivered, they are by nature technology-neutral artefacts. In the general case, policies can be executed 
either by generic policy handling tools at the operational level or by mechanisms inherent to the OSS 
component at the infrastructure level. However, all OSS developing vendors participating in OSS/J 
currently implement OSS components as sole providers of APIs that deliver OSS functional capabilities 
without supplying any inherent component capability for executing policies. It will be a future trend for 
OSS suppliers to provide a policy-enabled interface on their OSS components in order to exploit the 
leverage policies offer towards making OSS component behaviour more dynamic and adaptable.  

3. MDA-enabled OSS infrastructure 
Model-based development of software is widely promoted through the established standardisation of 
OMG’s Model-Driven Architecture (MDA) [6]. The MDA emphasises the generation of technology 
independent models using the Unified Modelling Language (UML) at different points in the software 
development lifecycle, e.g. requirements modelling, system analysis modelling, design modelling. This 
enables the binding to a specific implementation technology to be made as close to the implementation 
stage as possible. The MDA defines mechanisms for exchanging software models based on a standardised 
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meta-model, the Meta Object Facility (MOF), and a serialised syntax using the XML Metadata 
Interchange (XMI) language, which therefore allows technology-independent models to be shared and 
reused between organisations, irrespective of the different implementation technologies used.  

An integrated solution for an MDA-enabled OSS infrastructure is illustrated in Figure 3. A number of 
platform-independent models (PIMs) formally specify the OSS structure and behaviour abstracting away 
all technical details. In doing so, designers are assisted by technology-independent meta-models (TIMs), 
which provide necessary designing guidelines for the generation of PIMs. TIMs here represent the 
structure of NGOSS architectural components in a technology-neutral form. Next, the platform-specific 
models (PSMs) are generated to specify the OSS in terms of the target platform. A PSM uses the platform 
concepts of exception mechanisms, parameter types, component model and so on, in order to capture the 
technical system view of the OSS. Again, a set of technology specific meta-models (TSMs) comes in to 
assist the generation of PSMs. The transition from technology- and platform-independent to –specific 
models is facilitated by a set of transformation rules, which are cut out to provide the mappings between 
the two kinds of models. These transformations will finally result in the generation of OSS component 
implementations that should be capable of delivering the required OSS functionality. Additionally, a 
reverse-engineering process ensures that the legacy OSS, i.e. systems already operational in the business 
domain, is taken into account in the models of the different abstraction layers to an extent regarded 
sufficient by IT strategists and designers, considering that progressively legacy systems are destined for 
substitution by new, more flexible architectures. All models and meta-models are commonly stored in a 
repository that facilitates their sharing amongst the relevant stakeholders.  

Note that in the OSS space, there is a greater emphasis on the mapping of PSMs into COTS components 
and not to code. Hence, the role of modelling and model transformation is: i) to provide validated 
specifications for 3rd party component vendors, ii) a technology neutral solution modelling environment 
for integration of COTS into the overall OSS infrastructure and generation of appropriate bridges, etc for 
interoperability across technology platforms. 

Figure 3: MDA-enabled OSS infrastructure 

4. Technology-neutral NGOSS component meta-model 
According to the TMF NGOSS principles an OSS should be composed of fine-grain off-the-self software 
components, which are the providers of OSS capabilities. Additionally, the OSS should be documented in 
a specification that is neutral with respect to any specific implementation technology [3]. Consequently, it 
also becomes necessary for the components synthesizing the OSS to be represented in a technology 
neutral way. In recognition of this need, the TMF have introduced the NGOSS component concept as a 
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UML class within the technology neutral meta-model of the NGOSS architecture [5]. Usually, however, 
off-the-self components are offered as packaged solutions implemented specifically for a supporting 
platform or application framework, therefore any component description is technology-bound. In order to 
provide technology neutral specifications for OSS components a model should be available to explicitly 
define all required high-level concepts that generically describe a component. Unfortunately, the NGOSS 
meta-model does not go far enough in providing an analytical and explicit description of what an NGOSS 
component is, and apart from introducing the NGOSSComponent class it falls short of providing a 
sufficient NGOSS component model proposition. Having identified this gap, we present our proposition 
of a high-level, technology-independent, model to generically specify NGOSS components, which aligns 
with most of the general NGOSS principles listed in section 2.  

Com ponent
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Events
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Capabilities 

Dependencies 

Relationships 

Produced

Consum ed

 
Figure 4: High-level meta-model for NGOSS components 

The proposed component model is presented in Figure 4. It encompasses a set of high-level constructs 
that altogether structure a rich technology-neutral modelling template for components. According to this 
template, a component is an accumulation of properties, capabilities, policies, events, dependencies and 
relationships.  

Properties capture component configuration parameters and in general the component state. One very 
important property common across every component is the component-id, a universal identifier that 
uniquely characterises a component.  

Capabilities specify the component behaviour. At the very minimum a capability is described by a 
component interface. Obviously, a component may support more than one interface, and thus, have more 
than one capability. A more complex capability version may take the form of a technology-neutral 
NGOSS contract. Further to the definition of interface methods, a contract contains additional knowledge 
that more rigorously describes the behaviour delivered by the component interfaces. Such knowledge 
typically includes pre-conditions, i.e. constrains that should hold before methods are invoked, post-
conditions, i.e. conditions that will be true after the end of a method execution, invariants, i.e. constraints 
that should continuously be held and a set of data that need be shared with other components that use the 
component contract. The shared data can be captured in the component properties.  

Relationships represent associations one component establishes with others. They are conceptual 
modelling constructs that assist the formation of component compositions for the delivery of complex 
services.  

Dependencies indicate the indispensable and life-critical association of component A with another 
component B it entirely depends upon and without which it cannot exist or function. Although 
dependencies are special forms of relationships, they are treated separately in the component model due 
to their critical role in ensuring that the component is of a viable state. Dependencies may be static or 
dynamic. A static dependency is imposed on the component at development time coercing it by definition 
to operate only if the component it depends upon is also operating. The dynamic dependency emerges at 
execution time when due to special or changing circumstances component A is instructed, by a newly 
deployed policy for instance, to start component B in order for component A to sustain its operation 
seamless. 

Events are messages generated as a result of the component incurring a change, such as a change in a 
property value or a capability invocation. The role of an event is to communicate with several destinations 
(event consumers) an incident that happened on a source (event producer). In this communication, 
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information can be exchanged between the interacting parties related to the special circumstances of the 
incident.  

Policies are tightly-related to events. As a reaction to events occurred at an event-producing component, 
certain behaviour may be enacted on an event-consuming component. This behaviour is specified in 
policies. A policy is a declarative specification of behaviour performed upon the trigger of a received 
event. A designer may capture in a policy forms of behaviour that are not hard-coded in a component’s 
logic but are rather deployable, manageable and executable elements that come into play at runtime, 
complementing the mainstream behaviour the component exposes through its functional interfaces. 
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Figure 5: OSS/J testbed 

5. Conclusions and Future Work 
This paper outlined the main requirements underpinning the future OSS architecture as advocated by the 
TMF. The primary architectural driver lies in the separation of technology-neutral from technology-
specific OSS specifications. This allows for OSS designs being developed and exchanged amongst 
stakeholders with no focus on the technical details, an issue to be tackled at the implementation phase. 
We introduced MDA as an approach to realise this TMF NGOSS principle. Finally, first results of our 
work in this direction were presented through the description of a technology-neutral meta-model for 
NGOSS components.  

To solicit our experiments with MDA and NGOSS, we have undertaken the task of developing an OSS 
testbed (see Figure 5). The testbed consists of OSS components, which are provided by 3rd party suppliers 
and implement the standardised OSS/J APIs. The testbed is deployed on a dedicated internal BT network 
and uses BEA WebLogic application server as the hosting EJB platform.  

The next steps of our work will involve the development of thorough TNM and TSM meta-models based 
on the OSS/J testbed. We will also concentrate on the translation of PIMs to PSMs in order to investigate 
what issues are involved and to what degree they impact on the efficiency of the model-driven OSS 
development process. In this activity we aim at evaluating tools that aid and automate the verification of 
PIMs against precise meta-models, expressed in MOF and augmented with OCL constraints, as well as 
the translation of PIMs to PSMs. The overall objective of this endeavour will be, firstly, to verify how 
Model-Driven OSS development makes a sustainable business case for telcos providing considerable cost 
reductions and faster marketing of new products and services and, secondly, to make recommendations 
on OSS-specific meta-models and supporting tools. 
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Abstract 
MOF as the MDA’s metamodelling framework defines the semantic domain for metamodels (i.e. PIM, 
PSM) and their representation through technology bindings on specific platforms. These mappings define 
standardized interfaces for repositories (model-databases) that are generated from MOF compliant 
metamodels, which allow the storage of instances of these metamodels. This paper outlines a proposal to 
enhance and adapt the MOF-to-IDL and MOF-to-Java (JMI) technology mappings to their respective 
component models, i.e. CORBA Component Model (CCM) and Enterprise Java Beans (EJB). The purpose 
is to simplify derived constructs through reuse of concepts in the component frameworks, aiming at highly 
performant, highly scalable and automatically deployable model-databases. Moreover, the CCM 
proposal presented here has been carried out during the MASTER project and is currently on the verge of 
being adopted as MOF2.0-IDL standard at the OMG [4]. 

1. MDA going the MOF way 
The MDA approach is centred on the OMG’s metamodelling framework MOF (Meta Object Facility), 
which defines rules, with which to construct metamodels [1]. Since MDA describes a generic approach 
that is independent of a specific technology, the key of using MDA in an industry domain are the MOF 
technology bindings applied to PIM and PSM metamodels. These MOF technology mappings enable the 
realization of MDA infrastructures in a specific technology domain. Hence, the MOF’s common 
metadata-architecture allows seamless integration and interoperability regardless of the area of 
application, bridging islands of information (cp. [5]). 

Beside XMI for the exchange of models [6], the MOF-to-Java (JMI) and the MOF-IDL mappings are the 
most widespread technology mappings for MOF based repositories [7][1]. They define standardized 
interfaces and computational semantics for repositories (CORBA/Java servers), where instances of a 
specific metamodel can be stored and maintained in a consistent manner. Thereby, repositories – 
generated out of a metamodel – provide a model-management facility for participating applications, tools 
and components to discover and publish metadata descriptions pertaining to the environment and other 
participants. 

Regarding the transition from the MOF 1.4 standard to version 2.0, the OMG initiated a Request For 
Proposal (RFP) for a refinement and improvement of the MOF-IDL mapping (see [3]). Together with the 
fact, that in its present form, the MOF-IDL mapping has several disadvantages, this paper presents a 
proposal for an improvement of the MOF to IDL and, further, for the MOF to Java (JMI) mapping (due to 
the fact that both mappings are – apart from minor differences – conceptually the same). Both technology 
mappings possess the same structural weaknesses,  for example that all interfaces inherit per default from 
Reflective interfaces and interfaces derived for the model have rather uncommon inheritance 
relationships. Moreover, the lack of having standardized basic facilities such as transactions, versioning 
or user-management available in the repository APIs prevents the usage in “real-world” scenarios and 
entails proprietary, non-interoperable solutions. 

During the MASTER project [5] and two years of experiences with MOF repositories, the authors strive 
for an improvement of the mappings through the use of the CORBA Component Model (CCM) [8] and 
the Enterprise JavaBeans (EJB) [10]. The goal was to define a more intuitive mapping of MOF 2.0 
compliant models concerning the generated interface definitions and to reuse the concepts of the CCM 
and EJB frameworks as much as possible. While aiming at the generation of highly performant, highly 
scalable and reliable repositories, an intended side-effect of our proposal is to obtain – up to a certain 
extent – automatically deployable repository definitions [4]. 
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1.1. The Idea: Mapping Models to Components 
The main idea, to use component definitions to represent models is to obtain a higher level of 
expressiveness and platform awareness. Since the industry-wide accepted standards are the CORBA 
Component Model and Enterprise JavaBeans, this work concentrates on component concepts found in 
these two technologies. 

Both, the CCM and EJB architectures provide all mechanisms to develop highly performant, scalable and 
automatically deployable component-based software systems. The principle here is that the business logic 
code of a component is de-coupled from its infrastructure functionality. In essence, on both platforms, the 
container – as the environment for components – hides complexities such as configuration aspects, 
persistency, security, connection of notification channels etc. Thus, repositories founded upon these 
architectures integrate and support these vital features automatically. 

In our approach, we reuse these technology mechanisms and provide a mapping proposal targeting at 
component definitions supporting the specific behaviour (aka. business logic) expected from a particular 
model element in a metamodel. Comparing component concepts as realized in CCM and EJB to model-
databases, the major design principles are as follows: 

• Allow for a maximal reuse of platform mechanisms to support highly performant, highly 
scalable and automatically deployable software systems implementing a CCM and EJB platform 
mapping of a MOF 2.0 compliant model. 

• Reuse of such platform mechanisms to simplify the interface definitions generated from a MOF 
2.0 compliant model, e.g. for the creation and destruction of class instances, for the configurable 
representation of references as well as for the support of additional repository services (e.g. 
reflection, transactions, notification of (sub)model changes). 

• Introducing a mapping proposal for all elements of MOF 2.0 compliant models that were not 
present in the version 1.4 of MOF, such as Redefinitions or generalizations of associations. 

• Allow for a migration path from MOF 1.4 to MOF 2.0 IDL generation. 

In general, this submission proposes to map classes, associations and packages of MOF 2.0 compliant 
models to component definitions and their supported interfaces. Additional services, such as reflection or 
event based model update notifications, are mapped to definitions of behavioural features (facets, event 
ports in CCM) of these component definitions. In summary, the concepts of the respective component 
models are used to support the mentioned design principles. 

2. Models to CORBA Components 
In a nutshell, the present MOF-IDL mapping version 1.4 defines IDL interfaces for each concept (MOF 
metaclasses) that has M1 level instances, i.e. packages, classes and associations (instance interfaces). All 
contained elements like attributes, operations, exceptions, etc. are mapped to operation definitions within 
these interfaces (details see [1]). Since the derived interfaces define new types, additionally, so called 
proxy-interfaces are generated for each class and package in a metamodel, providing type-specific 
creation and querying capabilities. Moreover, each instance interface inherits from its proxy interface 
and/or reflective interfaces. 

In opposite to this “flat” interface derivation, a mapping to CORBA components is able to reuse CCM 
platform mechanisms to restructure the IDL definitions generated from a MOF 2.0 compliant model. 
While the component architecture distinguishes between a component (type) as computational unit and 
the management of it through home-interfaces, CCM offers a clear separation of concerns, which can also 
be found as conceptual line in the present IDL mapping. Nevertheless, reusing the CCM concepts, i.e. 
components offering their business logic through operations or interfaces for structural update and access 
on an instance’s state and the home as management entity, leads to a strict task separation in the generated 
IDL. 

Taking the idea of separation one step further, support of orthogonal API’s (which we call services) such 
as reflection, transactions, notification of (sub)model changes, versioning, user-management etc. can be 
reflected by facets of the component. The proposed mapping can roughly be outlined as follows (details 
in [4]): 

• MOF model elements of type class, package and association are represented by CORBA 
component definitions and corresponding home interfaces, managing the component. 
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Additionally, component-facets are used to offer service interfaces for all orthogonal concepts of 
metamodelling such as reflection, transactions, versioning APIs etc. 

• Structural and behavioural features of model elements are mapped into IDL abstract interface 
declarations that are supported by the component, aiming at a convenient access through both, 
call-by-value and call-by-reference semantics. 

• Therefore, IDL valuetype definitions are derived, that are declared to also support the abstract 
interface definitions – hence, instances of these valuetypes can be used to set/update the state of 
an instance or to notify changes of an element’s state as values actively to clients of a repository. 

• For a convenient access to huge collections, iterator interfaces are derived in the same 
conceptual line as abstract interface and valuetype. In the present mapping, collections are only 
reflected as sequence definitions (typedefs), forcing clients to query the repository remotely. 

As outlined, CCM concepts are used natively to achieve most intuitive definitions for a metamodel. For a 
better understanding, the following figure visualizes the key issues of the CCM mapping: 

 
Due to the fact, that many of the CCM concepts are reused, the generated IDL definitions are much 
simpler compared to MOF 1.4. A contributing factor here is the distinction between the mapping of an 
element itself and the mapping of a service provided by that element, the footprint of the generated IDL is 
minimized. Especially the needless inheritance for the generated IDL interfaces (instance inherits from 
proxy) has been overcome and moreover, a simple integration strategy of service APIs is introduced. 
Thus, additional functionality in form of interfaces can be smoothly added using CCM’s facet concept. 

Another important aspect in our approach is the fact that the produced IDL definitions for classes, 
associations and packages appear very similar, so that the confusions of different mapping schemes for 
these elements have been avoided.  

Using this approach, one can go much further:  

• If not only the component definition is generated but also the PSDL (Persistent State Definition 
Language) specification for the state attributes of an element, the persistence support of the 
container can be used instantly. 

• Lifecycle management issues and identity of the representation of a model element as 
component can be automatically implemented using the entity component and primary key 
concept of CCM. 

• The implementation definition itself can be generated from a model as well, using the 
Component Implementation Framework mechanism. 

• A repository generated from a MOF 2.0 compliant model is ad-hoc automatically deployable, 
since all artefacts needed for deployment can be generated, too. 

Of course, the technical precondition to achieve performance and scalability requirements upon a 
generated repository is the availability of CCM compliant container implementations. Such 
implementations are currently on their way into the market – commercial availability together with 
performance and scalability support are the key aspects. 
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3. Details of EJB Mapping 
Apart from a few insignificant details, the derived interfaces in the JMI mapping are almost equal to their 
IDL counterparts (cp. [1] to [7]). 

In EJB, the application server constitutes the living space of the beans. It provides the services Container 
Managed Persistence (CMP), Relations (CMR), Transactions (CMT) and the possibility to define user 
and security related rules. Thereby the EJB Query Language assures free choice of the database to store 
the persistent data. Furthermore the Java Messaging Service (JMS) takes over the need of asynchronous 
notification inside the container and to clients. Moreover EJB application servers can be linked together 
for load balancing issues, i.e. to act as one entity. The EJB container is independent of a specific 
computer-architecture through the Java Virtual Machine (JVM), thus making it possible to exchange EJB 
applications between containers of different vendors and operating systems. 

Basically, the mapping of the MOF constructs class, package and association define factory and business 
interfaces. Factory (aka. Home.-) interfaces manage (creation and query) the instances of their type. 
Business (aka. Remote-) interfaces provide the functionality of the underlying bean to clients. The 
corresponding server-side implementation bean varies due to the original MOF element. Roughly 
outlined: 

• Classes become CMP Entity Beans, which can hold the state persistently. Therefore, only 
abstract Java classes must be generated reducing the amount of code, since the EJB server 
provides implementations automatically at deployment time. 

• Multiple-inheritance between MOF classes is mapped one-to-one to inheritance of the EJB 
Remote interfaces, since EJB components do not feature (any) inheritance. However, this 
principle of the Remote interface inheritance ensures that a bean implements all super-type’ 
functionality. 

• Packages do not hold any state. Thus, they are modelled as Stateless Session Beans, to provide 
fast access to all contained model elements of the package via their Home interfaces. 

• RemoteCollections are introduced to support the “live semantic” of the Java Collection 
Framework via RMI connections. This approach includes a RemoteCollection (not ordered) and 
a RemoteList (ordered) both enhanced with a RemoteIterator resp. RemoteListIterator. The 
implementation of these interfaces checks multiplicity parameters such as upper and lower 
bound. 

• Properties and associations become query method in the corresponding interface of the Bean. 
These query methods return either the discrete type (for single- or optional-valued) or one of the 
RemoteCollection types, when the upper bound of the multiplicity is greater then one. Mutator 
operations for properties and associations are not generated, since this functionality is provided 
by the RemoteCollection Framework. 

• Additionally, deployment information for all generated Enterprise Beans is created. The XML 
based data have to conform to the Document Type Definition (DTD) of the EJB specification. 
The deployment descriptor contains major information about the type of beans, the lifecycle, 
persistence data and user/security issues. It attends the EJB QL for database queries. 

• Although the EJB specification guarantees independence of the EJB container, the practical 
experiences show that there are differences in sense of deployment definitions for non-
standardized extensions. However, this applies only to the deployment data. 

As stated, a full automatic deployable multi-user metadata repository can be generated to any MOF 2.0 
compliant metamodel. The result is a highly scaleable Enterprise JavaBeans application, which is mostly 
independent of EJB containers (as of course expected). 

Unfortunately, the current EJB standard offers a handful of restrictions – especially with the view to 
generated repositories. The following problems occur: 

• Through the single appearance of Home interfaces to one type of bean a repository could only 
handle one instance of the metamodel. As solution, a Container Managed Relation is defined for 
every generated CMP Bean to a so called “Repository Root” (CMP entity) bean, which manages 
different instances of the metamodel by assigning each instance of model element with a 
repository identifier. 
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• Container Managed Persistence and Relations do not provide all necessary multiplicity types. 
Java itself does not define a type for unique and ordered lists. This problem can be solved by 
developing a new type beside Collection, Set and List (in java.util). 

 

Comparing the EJB proposal to JMI, the JMI reflection support is not embedded in the inheritance tree of 
the generated source for the proposed EJB mapping. It is provided as a separated service like the standard 
java.reflect package. Thus the reflection service is independent of the generated source and can be applied 
for all EJB applications. 

4. Comparison 
Both presented mappings are built-up on the same idea of exploiting technology characteristics and 
mechanisms. Since the underlying domains CCM and EJB are very similar, the mappings themselves do 
not vary much from each other. Thus, more useful aspects for comparison arise from the differences of 
CCM and EJB: 

• CCM is the more forward looking concept, since EJBs are very restrictive in sense of the 
component/programming model, i.e. because they were originally designed for Web-
applications. More concepts (like facets and event-ports) are realized in the CCM specification. 

• Nowadays, a great set of implementations for the EJB specifications can be found – open source 
and commercial projects. In contrast just a few not jet completed implementations are available 
for the CCM standard. This is an evidence for a wider distribution and acceptance of EJB. 

• For these reasons, a chapter of the CCM specification attends to the inter-working of both 
technologies. Implementations on server-side can be replaced without any changes on client-side 
– from EJB to CCM and the other way around. But this connection mechanism is designed upon 
EJB version 1.1 (no container managed services are used), and no implementation can be found 
for the two bridges, which are located between the EJB (CCM) interfaces and the CCM (EJB) 
server. 

Hence, the differences of both technologies imply the differences of the proposed mappings: 

• CCM provides more built-in features which are used in the mapping. Beside valuetypes as the 
IDL’s call-by-value mechanism, component features like facets/event-ports support service APIs 
intuitively 

• Commercial availability of EJB containers and test-scenarios prove the proposition of scalability 
of generated repository implementations. During the work-out, we experimented with small 
examples in the CCM container implementation of Qedo [14]. However, large-scale testing in a 
CCM environment must still show the practicability of the approach. 

Nevertheless both mappings have their eligibility, since they take advantage of the full technology 
improvements to ensure the most performant solution in their domain. 

5. Outlook 
During the work in MASTER and other projects, it emerged that the general concepts of this proposal to 
combine the model driven development of software systems with the component based manufacturing, 
deployment and operation of these systems is sound. The authors believe that this proposal benefits from 
the gained experiences during several years in developing and using metadata repositories together with 
CORBA and Java technology. Furthermore, the technical disadvantages of the current, rudimentary IDL 
enforce an efficient and convenient access to model databases which are at the very heart of the MDA. 
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Abstract 
Answering the requirement of the Model-Driven Architecture approach, as well as the general needs of 
engineering process definition, requires to precisely define the content and structure of the different 
models to be produced at project development time. For each model, the following questions must have 
an answer: What are its content and its objectives? What are the modelling concepts to be used to build 
the model? What are the well-formedness rules? How should the model be structured? How do I proceed 
to build the model? 

Using the OMG’s Model-Driven Architecture approach for software engineering, the article introduces 
Model Driven Engineering basic principles, and then, based on these principles, defines and describes a 
number of different platform-independent models (PIMs) for a software system, corresponding to 
different abstraction levels in the system modelling of a particular domain. The PIMs are fully defined 
from the well-known standard general purpose modelling language, i.e. the Unified Modelling Language 
(UML). 

1. Introduction 
To meet the enterprise needs, the Object Management Group (OMG) is standardising the Model Driven 
Architecture (MDA), introduced in the MDA “technical vision” document [11] as follows: 

“The MDA defines an approach to IT system specification that 
separates the specification of system functionality from the 
specification of the implementation of that functionality on a 
specific technology platform. To this end, the MDA defines an 
architecture for models that provides a set of guidelines for 
structuring specifications expressed as models. 

The MDA approach and the standards that support it allow the 
same model specifying system functionality to be realized on 
multiple platforms through auxiliary mapping standards, or 
through point mappings to specific platforms, and allows 
different applications to be integrated by explicitly relating 
their models, enabling integration and interoperability and 
supporting system evolution as platform technologies come 
and go.”  

 

The main objective of this article is to present a Model Driven Engineering (MDE) approach that puts 
the MDA vision at work. Through the development of modelling layers, architects and designers 
concentrate on business functionality and behaviour, down to the implementation layer where platforms 
(i.e. middleware…) strengths and differences come to the fore. 
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2. MDE approach 
The MDA main keywords are : Models, Platform Independent, Platform Specific, Refinement, Mapping. 

In the proposed approach, MDE complies with the basic separation of concerns principle, usually 
separating functional concerns and technical concerns within the development work organisation, in a 
classic Y process. It is brought one step further, separating technical concerns into platform-independent 
and platform-dependent technical concerns. It thus specifically integrates the separation of the following 
concerns: 

• Functional aspects of the system vs. non-functional aspects. The functional aspects cover the 
domain aspects that are expressed, for example for the requirements, in terms of functions 
associated to services, business objects or business events. The non-functional aspect covers the 
qualities that are required on the system, without any domain functional considerations. The non-
functional aspect covers for example qualities of service.  

• Platform-independent vs. platform-specific aspects of the system. MDE/MDA promotes the 
separation between domain and technological concerns, leading to the definition of platform-
independent and platform-specific models in the engineering chain.  The merging between the 
platform-independent model and the platform description produces the platform-specific model. 
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Figure 1: MDE Approach: 5 abstraction levels 

This leads to the definition of a chain of models developed in a refinement process. 

The MDE chain is intended to match both MDE principles (model refinement process and separation of 
concerns) and an organisation (model structuring, activities, work products, etc.) that enables to build a 
system from the requirements down to the code. This MDE chain can be adapted to meet specific 
organisation expectations. 

The MDE/MDA process is organised around the production of a series of models: 

• Upstream Context and Requirements PIMs provide a “black-box” viewpoint on the system 
under development; they describe the specification of the system frontier and detail the 
requirements on the system. The next models in the chain provide a “white-box” viewpoint of 
the system. 

• The Analysis and Components Design PIMs provide platform-independent specifications of 
the system at two different levels of abstraction. The Analysis PIM models the functions of the 
system and the non-functional constraints that have been specified in the Requirements Model. 
The Component Design PIM models how the Analysis functions are to be implemented, in a 
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way that is platform-independent but not technology-free: this PIM relies on the usage of the 
component paradigm. Other concurrent Design PIMs may be defined, relying on different 
technological approaches (e.g. basic Objects Design). 

• PSMs have been investigated with a main focus on the CCM platform. The CCM PSM refines 
the Components Design PIM. Additional studies have been carried out using EJB platform as the 
target platform, proving the PIM to PSM refinement concept. 

In this approach, three considerations must always be kept in mind: 

• The architecture is transversal and concerns every model. For example, the structure of the 
system is already defined in the Analysis PIM; this structure is adapted to the Component style 
in the Components Design PIM. 

• Models are the primary elements produced during the development. All other development 
outputs (documents, code files, configuration files, etc.) are expected to be generated on the 
basis of these models, in an automatic or semi-automatic way. All elements to be modelled in a 
particular model are clearly defined using appropriate modelling rules. 

• The models in the MDE chain are expected to be refined using tool assistance, based on model 
transformation rules. A transformation can add some technical know-how, especially in the 
lowest levels of abstraction. The model produced after tool transformation is then to be enriched 
with the level of information required. 

3. UML specialisation 
This section presents how the well-known standard general purpose Unified Modelling Language (UML) 
has been used as the foundation for developing PIMs, following the introduced MDE approach. 

A solution for defining a modelling methodology dedicated to PIMs development is to extend the UML 
syntax and semantics. As a matter of fact, UML, being a general-purpose modelling language, does not 
propose any methodology guiding the development process. 

The UML profile technique uses the extension mechanisms of Stereotype, Tagged Value definition and 
Constraint that can be attached to the UML model elements. For example, the MOF meta-class "Business 
Object" can be mapped in a UML Class bearing the "business object" stereotype. Then, each model 
element of a MOF metamodel can be mapped in UML with these extension mechanisms, and 
implemented in UML profile. This equivalence offers the possibility to build a metamodel at the MOF 
level and exploit it in UML with a UML tool, via UML profiles. 

Consequently, this solution allows defining all the concepts (modelling rules) and the definition of how to 
handle these concepts (subprocess) that are needed at different levels of abstraction in a model-driven 
development methodology. 

This approach takes advantage of the fact that the Unified Modelling Language (UML) standard is wide 
spread in the industry, that it is well documented in the literature, and that large development teams have 
already been trained to this modelling language. Furthermore, the majority of the industrial modelling 
tools are UML-based. 

The UML specialisation provides the modelling principles and rules for the different models that are to be 
manipulated in a MDE/MDA software engineering process. It defines Modelling Rules as a combination 
of: 

• A metamodel: it is a set of modelling concepts and relationships for describing the target domain 
of interest, including well-formedness rules.  A metamodel defines abstract, logical modelling 
constructs; the concrete representation of these constructs (e.g., graphical representation in a 
diagram) is addressed separately. The metamodels are MOF-based – they are defined using the 
MOF metamodelling constructs (class, attribute, association, generalization, etc.). The 
metamodel defines which parts of the UML language is used, and specialised. 

• A model structure : a set of pre-defined organisational packages (with the UML meaning) for 
storing the model elements at model building time, and for identifying the model framework 
within the project repository. 

The software engineering process also defines, for the engineering of the models in the defined chain of 
models, one Subprocess per model. It identifies how the modelling rules concepts are handled along the 
development phase: 
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• Producing a model requires the collaboration of a set of distinct roles or logical responsibilities 
within the project team. A role represents a part a person can play in the production of the 
model. Each role performs activities corresponding to its specific responsibilities / competencies 
/ concerns, which contribute to the production of the whole model. 

• The engineering of a model follows general work decomposition. Each work definition 
comprises a set of activities, which are achieved by some project roles. For each of the activities, 
the subprocess identifies which elements of the modelling rules are consumed and produced. 

Subprocesses are modelled along metamodels using OMG’s SPEM, a the standard language for 
modelling processes (see [13]). 

4. Platform Independent Models 
Considering the UML specialisation approach, the different modelling rules and subprocesses of the 
above presented MDE approach are presented, as an example, in this section. 

4.1. Context PIM 
In the MDE approach, the Context PIM is supposed to be provided by the System Engineering activity 
but figures however in the MDE chain. The Context Model is the model presenting the uppermost view of 
the system to be developed. Its stake is to define clearly the scope of the system to be developed. The 
Context PIM: 1) introduces the system, 2) presents its goals (for what the system is clearly aimed to), 3) 
describes the business principles that structure the system (e.g. compliance to standards), 4) describes the 
external actors that interact with the system, 5) introduces the high level services required to interact with 
the system as key behaviours of the system, 6) and defines the business objects. 

The Context clarifies the stakes of the system, its principles and its frontiers (mutual responsibilities) with 
the others systems; its interest is to make the system understandable by inexperienced people. 

The Context PIM considers the system as a "black box". It is the input to elaborate the Requirements 
Model. The modelling of the Context PIM includes three major activities. 

Define the system 

The definition of the system constitutes the first step of the Context PIM construction. In this activity, 
The system to be developed is identified. The goals, the business principles and the high-level services or 
events offered by the system are described. 

Define the system boundaries 

A fundamental point in system and software engineering is to delimit the system  boundaries, i.e. its 
responsibilities, and to clarify what is exchanged between the system and its surroundings. The following 
sub-activities are carried out in parallel: 

• Identification of the actors. Each actor establishes relationships with the system through the 
solicitations of (high level) services on the system according to its own interests. Reciprocally, 
the system may solicit actors (high level) services. 

• Identification of the business objects (as key concepts). Business objects clarify what the system 
uses from and produces for the actors, i.e. what they exchange for a set of clarified interests. 
Business objects are also these entities that the system is known to handle. 

• Identification of data flows between the system and the actors. 

Define the main system functionalities 

The main functionalities of the system are also modelled. The technique used for this description can be 
compared to high-level use-cases, as coordinated exchanges between the system and the actors; in this 
analogy, every use-case represents a functional area. 

Exchanges between the system and the actors, showing how the system behaves when stimulated are 
grouped according to functional areas. The internal behaviour of the system shall not be depicted here, 
only its behaviour, as observed from the outside.  At the Context PIM level, only the main interactions 
between the system and the actors must be clarified. The interest is here is to roughly understand the 
behaviour of the system, taken as a whole. 
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4.2. Requirements PIM 
The Requirements PIM specifies the external view of the system, using a "black box" viewpoint. In 
other words, it clearly describes how the system is required to behave when stimulated. The stake is 
twofold: 1) to build a model of client expectations with a clear vocabulary, 2) to have a unique 
requirement description that all subsequent models will be able to use. For example, an Analysis Model 
models the functionality specified in the Requirements model; a Platform-Specific Model can use the OS 
type – as defined in the Requirements Model – to produce a configuration file. 

According to the separation of concerns, the Requirement Model contains two kinds of requirements: 

• Functional requirements that are: the services, the business objects and events produced and 
consumed by the system and the actors interacting with the system, and the functions that are 
described using capabilities (i.e. functional "use cases"). 

• Non-functional requirements that are: qualities of service (e.g. response time, fault tolerance), 
qualities of development (maintainability, reusability, flexibility, demonstrability) and platforms 
specific requirements (e.g. OS). 

Functional and non-functional requirements are described independently in order to address fully each 
time a specific concern. They are related at a second stage: a relationship specifies the conditions (a kind 
of contract) to be satisfied to associate a functional and a non-functional requirement: for example, a first 
functionality F1 has a response time (non-functional requirements) of 1 second (a condition to be 
respected) and a second functionality F2 of 0.5 second (another condition to be respected). 

Corresponding textual requirements may be handled in the UML modelling tool, or using an external 
requirement management tool (such as DOORS). In that case, textual requirements must be traced to the 
appropriate elements of the Requirement PIM (functional areas, business objects, etc.). From this upper 
level of abstraction, by using traceability links, it becomes possible to establish a tooled impact analysis 
and to elaborate specific traceability matrix towards the subsequent models implementing the system at 
lower levels of abstraction. 

The modelling of the Requirements PIM includes three major activities. 

Specify the functional requirements 

• Enrichment (refining) of the Context PIM system and actors services and events, as well as  
business objects. The exhaustive list of services an events is identified and interrelationships 
between business objects are modelled, expressing contractual information. 

• Identification and organisation of the capabilities. A capability is a “functional use-case” (the 
non-functional considerations are addressed in another dedicated activity). They are organised 
according to the functional areas identified in the Context PIM. Capabilities help to discover, 
enrich and validate the model elements that represent the functional requirements of the system 
(business objects, business events, services). They are described with behaviours, modelled by 
activity graphs, and scenarios, modelled by sequence diagrams, compliant with the modelled 
behaviour of the system. 

Specify the non-functional requirements 

Identification and organisation of the forces. A force expresses a high-level non-functional requirement. 
A force may express a QoS (quality of service) but also a quality of development (e.g. usability for the 
system administrator, maintainability) or a platform constraint (e.g. OS type, maximum number of 
threads, memory size). QoS’s are expressed by the definition of QoS Characteristics, using the OMG 
UML profile standard, or can use dedicated standard UML standard such as SPT (Scheduling 
Performance and Time) for Real-Time systems. 

Relate the functional and non-functional requirements 

When the concerned functional and non-functional requirements are modelled, they are inter-related in a 
specific context, so as to set their values. In a first step, the relationship between functional and non-
functional elements is expressed at the force and capability level. In a second step, the QoS values are 
expressed, i.e. the QoS Characteristics are given a QoS Value for a given context, and applied to the 
functional elements of the model, where required. 
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4.3. Analysis PIM 
The Analysis PIM specifies the internal view of the system using a "white box" viewpoint, without any 
technological nor software consideration, and still complying with the separation of concerns principle. It 
holds the functional specification of the system, focused on domain and application areas, and complies to 
the principle of separation of concerns (functional aspects of the system versus non-functional aspects). 
The functional aspect describes the internal entities of the system (with classes, attributes, packages, etc.), 
its functions (with operations) but also its boundary (external interfaces). The non-functional aspect is 
developed with the notion of QoS (Quality of Service) refining QoS requirements that are partitioned and 
allocated to the functional elements. Each Analysis model element conforms to the Requirements Model 
and justification information is expressed in the model by the definition and maintenance of traceability 
links between the elements of two levels of abstraction. 

The Analysis Model is precisely described and is seen as the most durable model, being free of any 
platform or even “physical” architectural style consideration. 

The modelling of the Analysis PIM includes three major activities. 

Maintain the external interfaces 

This activity consists in continuously analyse and maintain the external interfaces between the system and 
the actors, as they were specified in the Requirements PIM, for guaranteeing an overall consistency of the 
system integration in its over-system (i.e. the system that contains the system). 

Perform the domain analysis 

Here is built the core functional architecture of the system. This activity is well covered by state of the art 
literature and methodologies, with a number of well-proven practices being proposed in the public 
domain. The presented approach complies with those. 

But the approach ensures that the Analysis PIM fulfils the capabilities expressed in the Requirements 
PIM. In a use-case approach, and for traceability and impact analysis concerns, functional realisations are 
created refining, one for one, the capabilities identified in the Requirements PIM. Every single functional 
realisation verifies, with compliant scenarios, that analysis classes realise correctly the capability. 

Perform the QoS analysis 

In parallel to the domain analysis, the non-functional aspect specified in the Requirements PIM with 
Forces and QoS are also analysed and refined in the Analysis PIM. The QoS characteristics are usually 
the same ones as those expressed in the Requirements PIM. The QoS values are refined and applied more 
precisely on the functional elements of the model. 

The approach also ensures that the Analysis PIM fulfils the forces expressed in the Requirements PIM. 
Non-functional realisations are created refining the concerned force. Each non-functional realisation 
verifies that the analysis classes realise correctly the force. 

 

4.4. Component Design PIM 
The Component Design PIM represents a platform-independent solution expressed in terms of Software 
Components (component, interface, port, connector). This solution (the “how”) meets the system’s 
functional and non-functional requirements modelled in the Analysis Model (the “what”). 

This model, still being a PIM, specifies the common knowledge required to produce the next models 
specific to a Component platform, such as CCM or EJB. 

The component design engineering process refines an Analysis PIM into a Component Design PIM. The 
functional and QoS requirements, as modelled in the Analysis PIM, and their relationships are refined at 
this level to form the model of a solution, for a distributed components type of platform. The modelling of 
the Distributed Components PIM includes four major activities. 

Partition the system 

The architecture of a software subsystem identifies a set of architectural elements, here components, 
which collaborate to achieve the system’s functional and non-functional requirements. The objective of 
this activity is to specify this decomposition. The architect actually identifies the subsystem’s components 
and their required and provided services.  
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Perform the component boundary design  

As defined by UML2.0, a component is a modular, deployable and replaceable (pluggable) part of a 
system. It encapsulates its internal part and exposes a set of interfaces. It is composed of a declaration (its 
interfaces) and an implementation (its internal part), as well as a connecting part (connection betweens 
communicating components). 

When the system has been partitioned and the interfaces established, the ports of a component can be 
defined. There are two kinds of ports: provided ports for accessing to the services of the component, 
required ports for negotiating with other components. A provided port is linked to an interface to offer the 
services of the interface.  

Perform the component internal design 

When the boundary of a component has been defined, its internal design can be performed: ports of a 
component (even the required and the provided) are linked to internal parts of the components (parts 
could be classes or subcomponents).  Concerning all other design issues, classical design approaches are 
to be applied (with classes, associations, etc.). 

In the same approach than in the analysis, for answering traceability and impact analysis concerns, 
functional realisations verify that the (Requirements) capabilities are correctly realised. A design 
realisation here addresses components, which complies with the Analysis PIM, where realisations 
involved the components underlying classes. 

Perform the components logical deployment 

Components collaborate to reach functional and non-functional requirements of the subsystem. However, 
some of the non-functional requirements can only be reached by component distribution over a network. 
The component logical deployment is defined to respond to this need. It can be seen as a specification of 
the distributed architecture to answer those requirements. 

5. Conclusions and perspectives 
The presented approach allowed to perform the MDE/MDA proof of concepts, applying the MDE/MDA 
technology on a real Air Traffic Management (ATM) case. On the way to have an industrial MDE/MDA 
environment for developing software systems and products, further work must be achieved, taking the 
technology developed as a foundation, and its application on the ATM Domain as its return on 
experiment.  

Concerning PIMs and their experimentation, identified further issues are threefold: 

MDA Core technology enhancement 

• Traceability management must be enhanced, by precisely specifying the different kinds of 
traceability: intra-model traces (traceability with requirements and decisions), and inter-model 
traces (refinement). 

• Languages must be defined and/or standardised (OMG’s MOF2.0 Query/View/Transformation) 
for defining standard and interoperable models well-formedness rules, models transformation 
rules, etc.  

MDE Coverage enhancement and extension 

• Both Model Driven Software Engineering and Model Driven System Engineering are to be fully 
covered, including transition from System to Software Engineering. Other kinds of engineering 
(i.e. Agile, etc.) are also to be tackled. 

• Quality of Service aspect was only partially tackled in a first iteration, only a subset of the OMG 
standard being used. The modelling approach to Quality of Service should be studied deeper, for 
reaching a better degree of ease of use and ease of exploitation. 

• The architectures modelling itself should also be studied: meta-models dedicated to architectures 
definition must be defined, allowing to model different kinds of architecture models, at different 
levels of abstraction. 

• The approach concentrated only on the development engineering phase, it did not cover the other 
phases such as testing. 
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MDE/MDA IDE definition and development 

• In an MDE/MDA approach, engineering tools are required to drive, assist and control the 
development process. Going further than the tool prototypes developed so far, an industrial, 
supported, MDE/MDA tool chain must be specified and developed as in an Integrated 
Development Environment (IDE). The IDE tools should communicate through a standard tool 
exchange bus. The MDE/MDA IDE must take into account MDA methodology definition, UML 
modelling, requirements management, traceability management, model transformation, 
document and test generation, configuration management. The IDE should propose efficient 
multi-user and multi-site development environment, model repository management, multi-model 
projects management, model merging facilities, particularly for large software system 
developments. 

• As part of the MDE/MDA IDE, a model transformation engine must be provided, allowing 
automatic or semi-automatic model refinement, pattern unfolding, as well as model browsing, 
filtering and viewing, dedicated to different model developer profiles. 
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Abstract 
At the Fraunhofer Institute for Open Communication Systems, an open and independent 3Gb 
infrastructure test bed is being provided. The infrastructure test bed acts as a technology play ground 
stimulating ideas and identifying research challenges by bringing together academia and industry, i.e. 
content providers, application developers, vendors and operators. Corresponding development, 
provisioning and management tools do support this infrastructure. As part of these, a chain of 
development tools, interconnected to each other using MDA principles, is being experimented with in 
order to allow the rapid definition and implementation of 3Gb services. The chain is defined based on 
some core specifications under the MDA umbrella. In this paper, we give an overview of the approach 
and discuss several research directions. 

Keywords: 3Gb, EDOC, FOKUS 3Gb testbed, IMS, MDA, medini, IN, Next Generation Network  
Infrastructure  OSA, Parlay, Service Delivery Platforms, Service Creation 

1. Introduction 
Today the mobile telecommunications infrastructure is driven by the need to support dynamically the 
provision of an open set of seamless mobile applications on top of different wireless network technologies 
in face of changing value chains and business models. Based on shorter technology innovation cycles this 
requires the ongoing replacement and extension of service delivery platforms enabled by new information 
technologies and software tools.  

New open network service delivery platform standards, such as the 3GPP Open Service Architecture 
(OSA) and Parlay application programming interfaces (APIs), are based on the principle of service 
programming support with network protocol abstraction and the exploitation of state of the art 
information technologies, such as CORBA, Java and web services and related development tools. 

The most innovative software development approach, the Model Driven Architecture (MDA) aims for 
providing total freedom to the applications development. The MDA is an approach to the full lifecycle 
integration and interoperability of enterprise systems comprising of software, hardware, humans, and 
business practices. It provides a systematic framework to understand, design, operate, and evolve all 
aspects of such enterprise systems, using engineering methods and tools. The framework is based on 
modelling different aspects and levels of abstractions of such systems, and exploiting interrelationships 
between these models. 

Consequently it seems logical to apply the MDA approach in the mobile telecommunications 
environment in order to provide as much as possible abstraction from the underlying service delivery 
platform technologies to enable a highly flexible service development.  

In this paper we propose and illustrate the use of MDA for the rapid and highly automated development 
of mobile telecommunication services on top of OSA/Parlay based service delivery platforms. Besides the 
general architecture we provide an usage overview to illustrate the approach. The approach presented here 
was prototypically realized within the globally recognized open OSA/Parlay playground, which is part of 
the FOKUS 3G beyond test and development centre. We will also illustrate that this usage of the MDA 
approach will also enable the smooth transition from OSA/Parlay SDPs (SCFs) towards upcoming SIP-
based 3G IP Multimedia Systems (IMS).  
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2. Open Telecom Service Delivery Platforms 
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Figure 1 Telecom Service Delivery Platform Evolution 

In face of the convergence of telecommunications, internet and IT and the changing value chains and 
increasing market deregulation, telecom service delivery platforms (SDPs) have been under frequent 
evolution for the provision of open set of value added mobile multimedia services (as shown in figure 1). 
Based on the Remote Procedure Call concept, AT&T and later Bellcore (now Telcordia Technologies) 
has invented the Intelligent Network (IN) concept – a centralized computer based system, controlling 
remotely by means of a dedicated signalling protocol (the IN Application Protocol – INAP) via a 
dedicated signalling network – the famous signalling system no. 7 (SS7) in real time the switching nodes 
for the provision of value added services [1]. Moreover, the idea of the Intelligent Network has been to 
offer a set of generic service building blocks (SIBs) to create a multitude of value added services, similar 
to a distributed operations system, that enables plenty of applications to be executed. This means that the 
combination of IT middleware and telecommunications system enlarged drastically the programmability 
of the telecommunications network. It has to be recognized, that the IN concept decoupled the service 
provision from the underlying network, which allows in principle to provide IN-based services on top of 
different bearer networks. Thus the IN has been applied originally to the PSTN, subsequently to ISDN, 
and in the end of the 90th to mobile networks (i.e. GSM) under the name of “Wireless IN” or CAMEL 
(Customized Logic for Mobile Enhanced Logic). The later approach has been standardized by ETSI 
(European Standardisation Institute) and the 3rd Generation Partnership Project (3GPP) as extension to 
GSM/GPRS systems of Phase 2+. Today the IN is used all over the world for value added services 
provision, like Universal Access Numbers, Virtual Private Networks, Freephone, Premium Rate calls and 
messages, and most particular prepaid.  

One main principle of the IN concept was to exploit the capabilities of the state of the art information 
technologies in order to enlarge the developer community. As in the nineties the notion of object oriented 
programming, software languages like C++, and coincidently distributed object-oriented systems, such as 
OMG´s Common Object Request Broker Architecture (CORBA) and Sun´s Java 2 Enterprise Edition 
(J2EE) appeared, the IN architecture itself has undergone some extensions [2, 3]. The notion of 
Distributed Broadband IN systems have emerged. However, a substantial change of the IN system 
architecture has not been adopted, as the IN system had besides all described advantages some inherent 
limitations. It was still coupled with the underlying network protocols and switching equipment and thus 
limited. This means that there has not been a full decoupling of the service level and the switching level, 
and thus the programming of IN services was quite complex and only possible by a limited set of special 
telecom experts. Additionally, the business models of IN-based telecommunication networks were quite 
closed. 

In face of these limitations, the ongoing convergence of telecommunications, IT and the internet, the 
notion of a new programming paradigm for telecommunications emerged – open application 
programming interfaces (APIs) [4, 5, 6]. Driven by the need for a common multi media service platform 
for converging networks, and the proven commercial usability of distributed object oriented platforms, 
new standards for open service platforms emerged. The Parlay Group, a group of operators, vendors, and 
IT companies, has started in 1998 with definition of an open network Parlay API. This API is inherently 
based on object oriented technology and the idea to allow – if desired by the business model – third party 
application providers to make use of the network or better speaking the value added service interfaces 
(see figure 3). However, today the best view on Parlay is to consider it as some kind of telecom specific 
enterprise application integration (EAI) platform technology, allowing service providers to develop value 
added applications on top of a different and/or changing network environment. This allows a smooth 
network technology evolution below the developed applications. 
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3GPP has aligned in 2001 their work on an Open Service Access (OSA) API with Parlay, as also ETSI 
does for their SPAN (Service Provider Access to Networks) APIs in the same year. Today all three 
standards are completely aligned and thus represent probably the most accepted standard in this domain. 
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Figure 2 State of the art SDP approach: Open Network APIs (OSA/Parlay) 

 

In summary, it can be stated, that today OSA/Parlay APIs represent the state of the art technology for 
implementing open service delivery platforms on top of various bearer networks, including all IP 
networks. Particular in the last regard, it has to be stated, that OSA/Parlay is considered as one out of 
three options (CAMEL, OSA, SIP Application Server) for implementing value added services in the so 
called UMTS Release 5 all IP Multimedia Subsystem (IMS). 

3. The OSA/Parlay API in a Nutshell 
Looking at the OSA/Parlay API in some more detail, it is important to recognize the open / extensible 
nature of the API architecture. The main idea is to provide in a dedicated network node known as 
OSA/Parlay Gateway operated by the network operator an open set of service interfaces, which exhibit 
specific value added service capabilities. This comprise call control, user interaction, messaging, data 
session control, location, presence, charging, etc.  
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Figure 3 The OSA / Parlay ecosystem 

A dedicated interface known as the framework is in charge to register/discover new service interfaces, 
perform application / network authentication, service level agreements, etc. Important is the fact that the 
API is network independent, i.e. in principle each network (note that the type of the network doesn’t 
matter) will provide its own OSA/Parlay gateway, and one application can make use of several gateways. 
This means that an application can run with the same logic simultaneously on top of a fixed telephone 
network and an voice over IP network. Today OSA/Parlay technology is going to be deployed slowly all 
over the world.  

As one major target of OSA/Parlay is to make the networks programmable by means of the state of the art 
in middleware technologies in order to make the network programmable by the application providers, the 
API has been enhanced by the use of the new web services paradigm, which combines the eXtensible 
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Markup Language (XML), Web Service Description Language (WSDL), and Simple Object Access 
Protocol (SOAP).   

These are considered also as the main starting point for what the Open Mobile Alliance (OMA) is looking 
for – mobile web service enablers. OMA is considered today as a super standards forum, bringing 
together various other for a, such as wireless village, WAP forum, etc. The main target is to approve 
useful wireless standards for enabling rapid service delivery. 

4. medini – Techniques and Tools for MDA 

4.1. What’s medini? 
medini [16] essentially is a set of tools for building a modelling and development infrastructure. In such 
an infrastructure, different tools from different vendors and for different purposes are tight together 
allowing the output of one tool to be used as an input for another tool.  Each of these tools or modelling 
techniques supports a different phase or activity in the development process for a software system. medini 
is used to tie modelling and development tools supporting different phases and activities of systems 
engineering process together to form a homogenous environment. The foundation for medini is the Meta 
Object Facility (MOF).  

In Figure 4, an overview of the medini modelling infrastructure is depicted. It can be seen, that the 
infrastructure forms an extensible bus, containing a number of logically distinct repositories. System 
modelling and development tools are connected to this infrastructure. A modeller may define a certain 
piece of a system specification, for instance a collection of interconnected requirements. For this purpose, 
he uses a requirements engineering tool. The tool is being connected with a requirements models 
repository within the medini modelling infrastructure, which stores the defined requirements. These 
requirements can be read by another tool, e.g. a tool for system analysis, and can be used as an input for 
the modelling task. The developed analysis model in turn can be used by a system design tool and so 
forth.  

 
Figure 4 medini Modelling Infrastructure Overview 

Now, the medini infrastructure is being used to realize a model driven style of system construction. The 
platform independent modelling tools are based on UML and UML extensions such as the Enterprise 
Distributed Object Computing [18] and Enterprise Application Integration profiles. The platform specific 
modelling tools are also based on UML and specific UML profiles for telecom platforms. Integrated 
development environments are usually being used for programming or testing purposes. A particular 
integration platform supports the integration of these components, their operation and the maintenance of 
the resulting system. Each of the tools alone support a particular task in the system development process. 
But, how can the result of one task automatically be used in a subsequent task? medini provides the 
solution to this problem in term of a modelling infrastructure, a kind of "modelling and development 
bus", that interconnects the different tools. 
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Technically, medini supports the following aspects and technologies: 

- Persistent storage of models and other artefacts in repositories based on Meta Object Facility 
(MOF), 

- Automatic creation of these repositories out of MOF compliant metamodels, 
- Transactional access to models in the repository based on CORBA and XML, 
- Semantic verification of models within repositories based on the Object Constraint Language 

(OCL), 
- Transformations between models in repositories based on an early implementation of the 

upcoming Query/View/Transformations (QVT) standard. 

With the Meta Object Facility, medini is being constructed to integrate different, possibly domain specific 
modelling techniques and tools. With a MOF compliant metamodel, the semantics of the modelling 
concepts can be defined in a formal way. Out of this metamodel, model databases (repositories) can be 
automatically generated which are used to manage models. These model repositories host models and 
allow for mechanisms such as model traceability and model consistency. Tools are attached to these 
model databases which express models to the user. Based on the notation definition(s), these tools can 
express the same model in different notations. 

Like the tools to express models, tools to automate transformations between models and the generation of 
code use the model repositories. The rules for these processes are defined based on the (source and target) 
metamodels. 

The technologies used to construct the modelling infrastructure are very flexible in the sense of being free 
to integrate any modelling technique or platform for which a MOF compliant metamodel is available or 
can be defined. This fact remains true for 

- different modelling techniques at the PIM and PSM level, 
- different platforms as a target of model transformations, 
- different programming languages and programming patterns and 
- different model transformation rules. 

4.2. How’s medini being used in an OSA/Parlay environment? 
In the actual project context, medini is being customized to especially support the development of 
telecom services out of platform independent models: 

- a concrete platform independent modelling technique - the Enterprise Distributed Object 
Computing (EDOC) standard – is the basis for PIM modelling, 

- the platform for which specific models are developed is already determined to be a 
Parlay/CORBA environment deployed at FhG FOKUS, 

- a concrete programming environment to express generated code (fragments) is being chosen to 
be the eclipse [19] platform and 

- the model transformation engine takes specific input sets of rules particularly for EDOC PIM to 
Parlay/CORBA PSM and Parlay/CORBA PSM to the Java programming environment 
transformations. 
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Figure 5  medini customization for Parlay 
An overview of the customized medini infrastructure can be found in Figure 5. In the following table, we 
give an overview of the features the customized medini infrastructure for OSA/Parlay supports. 

category medini part Features 

modelling 
infrastructure 

medini 
UML2MOF 

- support for MOF 1.4 in combination with OCL 2.0 
- several extensions to standard for consistency maintenance, 

conformance validation and change management 
- Support for persistency and serialization 
- Rational Rose based modelling tool for easy creation of 

metamodels 
- Production of highly performant code in C++ 
- Near future: support for additional access technologies – JMI and 

Web Services 

platform 
independent 
modeling 

medini 
EDOC 

- Based on standard modelling vocabulary (EDOC) 
- wizards and dialogs guide the user through the modelling process 
- Static structure and behaviour modelling 

platform 
specific 
modeling 

medini Parlay - Platform specifics can be captured easily using MOF metamodels 
- Rational Rose and IDL/ODL based modelling support with 

guidance through modelling process 

model 
transformations 

medini MTG - Transformer skeleton generator, based on early QVT 
- Processes transformation model 
- very fast and efficient realization of transformers 
- forward and backward transformations using the same approach 
- integrated with medini active repository for consistency 

management and model change propagation 

code generation medini 4 
eclipse 

- turns eclipse into a MOF repository for Java 
- based on Java metamodel, fully supports Java and EJB 
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5. MDA 4 OSA/Parlay within the open FOKUS 3Gb test bed 

5.1. FOKUS 3Gb Testbed and OSA/Parlay Playground 
The Fraunhofer FOKUS 3Gb test bed, which has been launched in November 2002, and since October 
2003 acts as national host for 3Gb applications development supported by the German Ministry for 
Education and Research (BMBF), is featuring all the above described state of the art service delivery 
platforms on top of a broad spectrum of mobile networks in an open manner. I.e., the FOKUS 3Gb 
network infrastructure comprises besides different local area wireless technologies and WiFi hotspots 
exclusive access to one cell of the T-Mobile UMTS network as well as access to a satellite network. Also 
access to ISDN, GSM/GPRS as well as public broadband internet is available.  
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Figure 6 FOKUS 3Gb Service Development and Provision Environments 

A major target of the FOKUS 3Gb centre is to provide in contrast to other vendor specific or operator 
specific technology test beds an open and independent test and development environment, which is open 
for the use by 3rd parties. This means that content providers and application developers obtain an one 
stop shopping interface for gaining access to the state of the art in mobile telecommunications 
technologies to validate their ideas and developments.  

The heart of the 3Gb centre forms the 3Gb service platform – the Open Communication Server (OCS) - 
for value added service provision on top of integrated circuit switched and packet oriented networks, 
which brings together the current state of the art service platforms, such as SIP application servers (CPL, 
CGI, servlets), OSA/Parlay gateways (Java, CORBA), and web service (i.e. Parlay X). The main target of 
this platform is to provide different levels of abstraction form underlying network capabilities and thus 
different levels of value added service programming within 3Gb environments (see Figure 7). 
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Figure 7 Open OSA/Parlay Play ground @ FOKUS 
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Content providers and application developers are the prime targeted customers, which could connect their 
application servers from remote to the FOKUS test bed, or introduce their servers within the test bed or 
bring their applications on provided application servers. 

Based on the experience that obtaining access to 3Gb service platform technology is a challenging task, 
FOKUS has introduced the concept of so-called “3Gb technology play grounds” in order to focus the 
development work. Particularly, FOKUS has launched in 2003 the first official open OSA/Parlay play 
ground [7]. The OSA/Parlay play ground, brings together different OSA/Parlay gateways, gateway 
simulators, service creation toolkits, as well as demo applications in one single environment. It is an open 
and independent OSA/Parlay show and education centre to make this enabling technology available to all 
players of the future open telecommunications market. 

5.2. MDA 4 Parlay Usage Scenario 
The above described MDA2Parlay toolkit has been successfully deployed in December 2003 with an 
associated demonstration application. In this section, we shortly outline the usage of the medini 
environment by a modeller/developer to realize a service on a Parlay platform. We concentrate on a 
simplified realization process, with no PIM to PIM or PSM to PSM transformations. 
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Figure 8 MDA 4 Parlay Usage Scenario 

5.2.1. Usage Step 1 - Platform Independent Service Modelling 

In a first step, a modeller uses the EDOC framework inside his medini Add-In for Rational Rose to 
specify a service or a service collaboration in a platform independent manner. The Add-In is online 
connected with an EDOC model database (also called model repositories) to verify and to store 
representations of the platform independent model. This connection is to its maximum interactive, 
meaning that any change of the model inside the Rose tool is immediately communicated to the model 
database for verification.  

If a constraint of the EDOC modelling concepts is being invalidated, this fact together with its position in 
the model and its reason is being communicated back to the modeller and shown in an according 
message. After the modeller decides his model to be stable (for a development cycle), this is also being 
communicated to the model database – the platform independent model is now “frozen”.  

5.2.2. Usage Step 2 – Transformation of the PIM into a Parlay PSM 

After the platform independent model is being frozen, the developer uses the EDOC to Parlay PSM model 
transformer to transform the platform independent model into a Parlay platform specific model. Although 
this step seems to be fully automated, the transformation is being parameterised. The setting of the 
transformation parameters may occur either in a transformation configuration to allow for batch-
processing of transformation steps or can be handled interactively.  

In both ways, the transformer receives specific parameters and applies them to the transformation. For 
each element of the source model (the platform independent model), one or more model elements in a 
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target model (the platform specific model) are instantiated. For each such transformation, the relations 
between source and target model elements are being stored to allow for traceability. Technically, the PIM 
to PSM model transformer accesses the platform independent model in the PIM model database, 
processes the transformation steps defined for it, and stores the resulting target model in the Parlay PSM 
model database. This resulting target model can now be accessed in the PSM model database, e.g. to 
express it in a PSM modelling tool. 

5.2.3. Refinement of the PSM using Modelling Tool 

After the completion of the transformation from the PIM to the PSM, the generated Parlay specific model 
is stored in the PSM model database. The next step is to refine this platform specific model in a modelling 
tool. It should be noted, that the transformation does not produce Parlay platform code directly from a 
platform independent model. The reason is, that all platform specific policies and properties are added to 
the platform specific model before the final transformation to code. To do this refinements, the 
modeller/developer uses a graphical UML modelling tool (technically another Add-In for Rational Rose) 
to develop this platform specific model refinement. He accesses the PSM model database and loads the 
(generated) PSM model from there. This model is being expressed in the Rational Rose tool, which is 
connected with the PSM model database and verifies each model change in an interactive manner. After 
having completed the refinement process, the platform specific model is being stored in the PSM model 
database as “frozen”. 

5.2.4. Generation of Java Code out of the PSM 

The last step that is being supported by medini is the transformation from the platform specific model 
(output of step 5.2.3) to Java code. This Java code is based upon the enago OSP service framework 
adapted for usage with the Parlay APIs. To do this job, the developer uses another model transformer, that 
is being defined upon the enago OSP and Parlay metamodels and the Java metamodel. Each 
transformation step takes a model element of the enago OSP platform specific model and creates one or 
more Java language constructs, using the eclipse programming environment. Like the transformation 
from the PIM to the PSM, this transformation is again parameterised, using the same mechanisms of 
batch-parameters or interactive parameterisation of the transformation. As a result, the generated Java 
code appears in the eclipse programming environment and can be built to be deployed in a Parlay 
platform. 

6. Summary 
In this paper we have illustrated that application of the MDA approach and related tools to OSA/Parlay 
service delivery platforms is possible and a big step towards providing abstraction from SDP technology 
changes. MDA provides an extra level of system and network abstraction. As the MDA approach 
naturally supports the design and extension of real business/enterprise applications, it fits perfect the 
current trend of network technology abstraction and third party support, envisaged by open network APIs, 
such as OSA/Parlay. We have proven by prototyping that MDA tools can be successfully used in 
OSA/Parlay environments.  
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Figure 9 MDA as universal Service Design Tool for different 3Gb SDPs 
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The next steps of research and development concentrate in two directions: 

• extension of the medini toolkit to support different application server technologies such as Web 
Service platforms and different platform independent modelling techniques, most importantly 
the UML 2 standard, 

• application of MDA onto Parlay X interfaces and application servers and onto emerging SIP 
based telecommunication environments (e.g. servlet based SIP application servers within the IP-
Multimedia Subsytem at FOKUS).  

This will enable a smooth transition of existing MDA-based services to be deployed on changing SDPs. 
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Abstract 
An MDA design approach should be able to accommodate designs at different levels of platform-
independence. We have proposed a design approach previously (in [2]), which allows these levels to be 
identified. An important feature of this approach is the notion of abstract platform. An abstract platform 
is determined by the platform characteristics that are relevant for applications at a certain level of 
platform-independence, and must be established by considering various design goals. In this paper, we 
define a framework that makes it possible to use RM-ODP concepts in our MDA design approach. This 
framework allows a recursive application of the computational viewpoint at different levels of platform-
independence. This is obtained by equating the RM-ODP notion of infrastructure to our notion of 
abstract platform.  

1. Introduction 
A current trend in the development of distributed applications is to separate their technology-independent 
and technology-specific aspects, by describing them in separate models. The most prominent 
development in this trend is the Model-Driven Architecture (MDA) [12, 15] development. A common 
pattern in MDA development is to define a platform-independent model (PIM) of a distributed 
application, and to apply (parameterised) transformations to this PIM to obtain one or more platform-
specific models (PSMs). The main benefit of this approach stems from the possibility to derive different 
alternative PSMs from the same PIM depending on the target platform, and to partially automate the 
model transformation process and the realization of the distributed application on specific target 
platforms.  

The concept of platform-independence plays a central role in MDA development. We believe that 
platform-independence can only be defined once a set of target platforms is known, such that their general 
capabilities and their irrelevant technological and engineering details can be established. This leads to the 
observation that there can be several PIMs, possibly at different abstraction levels, depending on whether 
one wants to consider different sets of target platforms. Another observation is that different application 
characteristics or different sets of target platforms generally lead to different types of (intermediate) 
models, design structures or patterns, and model transformations. These observations have motivated our 
investigations into what types of models can be useful in the MDA development trajectory, how these 
models are related, and which criteria should be used for their application. Some of the results of these 
investigations have been presented earlier in [2], where we have proposed an MDA design trajectory that 
accommodates designs at different levels of platform-independence. 

An important feature of this approach is the notion of abstract platform. An abstract platform defines an 
acceptable or, to some extent, ideal platform from an application developer’s point of view; it represents 
the platform support, as comprehensive and direct as possible, that is assumed by the application 
developer at some point in (the platform-independent phase of) the design trajectory. Alternatively, an 
abstract platform defines characteristics that must have proper mappings onto the set of concrete target 
platforms that are considered for an MDA design process, thereby defining the level of platform-
independence for this particular process. Defining an abstract platform forces a designer to address two 
conflicting goals: (i) to achieve platform-independence, and (ii) to reduce the size of the design space 
explored for platform-specific realization. 
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Any design trajectory that is intended to be successfully applied in practice should be supported by 
suitable design concepts. In this paper we define a framework that makes it possible to use RM-ODP 
concepts in our MDA design trajectory. This is obtained by equating the RM-ODP notion of 
infrastructure to our notion of abstract platform. This framework allows a recursive application of the 
computational viewpoint at different levels of platform-independence. 

This paper is further structured as follows: section 2 reviews the notions of platform-independence and 
abstract platform as adopted in this paper, section 3 discusses the RM-ODP concepts that are of particular 
relevance to our work, section 4 applies these concepts in our MDA design trajectory, and section 5 
discusses some related work.  Finally, section 6 presents some conclusions and open issues. 

2. Platform notions 
Platform-independence [15] is a quality of a model that relates to the extent to which the model abstracts 
from the characteristics of particular technology platforms. For the purpose of this paper, we assume that 
distributed applications are ultimately realized in some specific object- or component-middleware 
technology, such as CORBA/CCM [13, 14], .NET [11], and Web Services [20, 21]. Hence, platform 
corresponds ultimately to some specific middleware technology. 

Currently, a large number of middleware platforms are available (a small sample of these can be found in 
the latest proceedings of the ACM/USENIX Middleware conference [6]). Different middleware platforms 
provide different levels of support for applications. For example, there are platforms that offer 
confidentiality for distributed interactions, that implement transparent load-balancing mechanisms, or that 
provide some capabilities for dynamic upgrade of application components. Platforms may also differ in 
the interaction patterns they support, such as request/response, message passing, message queues and 
group communication mechanisms. As a consequence, the design of an application in terms of a 
particular middleware platform is platform-specific, since: (i) the design depends on particular 
technological conventions adopted by the middleware platform; (ii) the structure of the application 
depends on the set of interaction patterns supported by the platform; and (iii) the functionality addressed 
at application level depends on the services provided by the platform. 

2.1. Levels of platform-independence 
Model reusability with respect to platforms, can be obtained by making these models platform-
independent. Ideally, one could strive for PIMs that are absolutely neutral with respect to all different 
classes of middleware platforms. This is possible for models in which the characteristics of supporting 
infrastructure are irrelevant, such as, e.g., conceptual domain models [4] and ODP Enterprise Viewpoint 
models [9] (which can be considered Computation Independent Models [15] in MDA terms). However, 
along a development trajectory, when system architecture is captured, different sets of platform-
independent modelling concepts may be used, each of which is adequate only with respect to specific 
classes of target middleware platforms. This leads to the observation that there can be several PIMs, 
including various levels of platform-independence, to be identified by a designer.  

Figure 1 illustrates a possible hierarchy of models at different levels of platform-independence. In this 
figure, a highly abstract and neutral PIM is depicted at the highest level of platform-independence. An 
example of this type of PIM is the specification of the service of a groupware application. A service is a 
design that defines the observable behaviour of a system without unnecessarily constraining the system’s 
internal structure. Therefore, the service concept can be used to describe the system without imposing the 
support provided by a particular concrete middleware platform. PIMs at a lower level of platform-
independence are means to facilitate the mapping onto two particular classes of middleware platforms, 
namely RPC object-based and message-oriented platforms, respectively.  
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Figure 1 Models at different related levels of platform-independence 

When different levels of platform-independence are necessary, they must be carefully identified. We 
propose to make this identification an explicit step in MDA development. We introduce the notion of 
abstract platform in order to assist a designer in this step. 

2.2. Abstract platform 
An abstract platform is determined by the platform characteristics that are relevant for applications at a 
certain platform-independent level. For example, if a platform-independent design contains application 
parts that interact through operation invocations, then operation invocation is a characteristic of the 
abstract platform. Capabilities of a concrete platform are used during platform-specific realization to 
support this characteristic of the abstract platform. For example, if CORBA is selected as a target 
platform, this characteristic can be mapped onto CORBA operation invocations. 

Characteristics of an abstract platform may be implied by the choice of design concepts used for 
describing the platform-independent model of a distributed application. These concepts are often implied 
by the adopted modelling language. For example, the exchange of “signals” between “agents” in SDL 
[10] may be considered to define an abstract platform that supports reliable asynchronous message 
exchange. These concepts may also be specializations of concepts from the adopted modelling language. 
This can be the case with UML, which is specialized in order to suit the needs of platform-independent 
modelling, e.g., as specified in the EDOC UML Profile [17].  

Instead of implying an abstract platform definition from the adopted set of design concepts for platform-
independent modelling, it may be useful or even necessary to define some characteristics of an abstract 
platform explicitly, resulting in one or more separate and thus reusable design artefacts. During platform-
independent modelling, a pre-defined abstract platform model may be composed with the model of the 
distributed application. For example, while UML 2.0 does not support group communication as a 
primitive design concept, it is possible to specify the behaviour of a group communication sub-system in 
UML. This sub-system can be re-used in the design of a distributed application that requires group 
communication. Other examples of pre-defined artefacts that may be included in abstract platforms are 
the ODP trader [8] and the OMG pervasive services (yet to be defined [15]).  

As we argue in the following sections, the RM-ODP computational viewpoint offers concepts that are 
useful for the specification of platform-independent designs. Our proposed framework accommodates the 
aforementioned approaches to defining abstract platforms. 

3. RM-ODP in application design 
The RM-ODP (Reference Model for Open Distributed Processing [8] is an ISO/ITU-T standard that 
provides a specification framework for distributed systems development based on the concept of 
viewpoints. For each viewpoint, a vocabulary and grammar is provided, defining a conceptual framework 
for specifications in that viewpoint. The use of different viewpoints in the design of complex systems is 
an accepted technique to achieve separation of concerns. This also has been reflected in standards such as, 
e.g., the IEEE 1471 [7].  

The RM-ODP computational and engineering viewpoints are relevant to the purpose of our work since 
they focus on application and infrastructure concerns respectively The main motivation for having 



 46

separate viewpoints for these concerns is the complexity of the functionality required to overcome 
problems related to distribution (e.g., remoteness, partial failures, heterogeneity) and to exploit 
distribution capabilities (e.g., to achieve performance and dependability). This functionality is usually 
associated with the infrastructure, so that application developers can focus on application functionality 
instead. 

3.1. Concepts in the computational viewpoint 
The computational viewpoint is concerned with the decomposition of a distributed application into a set 
of interacting objects, abstracting from the supporting distribution infrastructure. In contrast, the 
engineering viewpoint focuses on the infrastructure required to support distributed applications. It is 
concerned with distribution properties and mechanisms that are abstracted from in computational 
viewpoint specifications. 

The concept of (distribution) transparency is important in the RM-ODP. Transparency is defined as the 
property of hiding from a particular user (or developer) the potential behaviour of some parts of a system 
[8]. In the context of the computational and engineering viewpoints, transparency is used to hide 
mechanisms that deal with some aspect of distribution. An example of distribution transparency is 
replication transparency, which hides the possible replication of an object at several locations in a 
distributed system. In the computational viewpoint, a single computational object would be represented, 
while this computational object may possibly correspond to several replica objects in the engineering 
viewpoint. The mechanisms necessary to ensure replica consistency and management are addressed in the 
engineering viewpoint, shielding the (computational viewpoint) designers from the burden of developing 
these mechanisms. Distribution transparency is selective in ODP: the Reference Model includes rules for 
selecting transparencies. Transparencies are constraints on the mapping from a computational 
specification to a specification that uses specific ODP functions and engineering structures to provide the 
required form of masking. 

In the computational viewpoint, applications consist of configurations of interacting computational 
objects. A computational object is a unit of distribution characterized by its behaviour. A computational 
object is encapsulated, i.e., any change in its state can only occur as a result of an internal action or as a 
result of an interaction with its environment. An object is said to have interfaces, each of which expose a 
subset of the interactions of that object. Interaction between objects is only possible if a binding can been 
established between interfaces of these objects. The computational viewpoint supports arbitrarily complex 
bindings, through the concept of binding object, which represents the binding itself as a computational 
object. The behaviour of a binding object determines the interaction semantics they support. As with any 
other object, binding objects can be qualified by quality of service assertions that constrain their 
behaviour. The computational model does not restrict the types of binding objects, allowing various 
possible communication structures between objects to be defined [8]. 

3.2. The RM-ODP notion of infrastructure 
In [4], Blair and Stefani have equated the boundary between the computational and the engineering 
viewpoints to the distinction between application and infrastructure: “It is important to realize that the 
boundary between the two viewpoints is fluid, depending on the level of the virtual machine offered by 
the system’s infrastructure. Some systems will provide a rich and abstract set of engineering objects 
whereas others will provide a more minimal set of objects leaving more responsibility of the applications 
developer.” Specifications in the computational viewpoint are, according to this interpretation, influenced 
by the level of support provided by the infrastructure. By setting the level of support provided by the 
infrastructure, one can refer to computational concerns and engineering concerns. 

Equating infrastructure to predefined middleware platforms would lead us to the conclusion that 
computational specifications are directly influenced by the level of support provided by a selected 
middleware platform. Computational specifications would therefore be, to some extent, platform-specific. 
In this case, the separation of computational and engineering concerns would be identical to the 
separation between application and middleware platform concerns. The reusability of a computational 
viewpoint specification would be restricted by its dependence on platform characteristics. Furthermore, 
from the perspective of application developers, the separation of computational and engineering concerns 
would be implied by the availability of a software infrastructure. Therefore, we conclude that the 
motivation for the separation of computational and engineering concerns is predominantly bottom-up. 

Another interpretation for the infrastructure assumed by the computational viewpoint is that of an ‘ideal 
infrastructure’. In this interpretation, the motivation for the separation of computational and engineering 
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concerns is predominantly based on the needs of the developer to handle the complexity of application 
and infrastructure separately, regardless of the availability of a software infrastructure. The engineering 
viewpoint offers the possibility for a designer to engineer the infrastructure explicitly. While this 
interpretation is ideal from the perspective of separation of concerns for the application developer, it does 
not leverage the reuse of middleware platforms, which would significantly improve the efficiency of the 
development process. 

Table 1 summarizes the implications of the contrasting interpretations to infrastructure. 

Table 1 Interpretations of infrastructure compared 

Interpretation 
(infrastructure equals to) 

Reuse of 
middleware 

Separation of concerns Platform-
independence 

Available middleware 
platform 

Yes Defined by target platform Low 

Required middleware 
platform (ideal from 
application point of view) 

No explicit 
consideration 

Defined by designer’s needs; 
motivated by complexity in 
application design 

High 

We conclude that both interpretations above have limitations when applied in conjunction with the MDA 
approach, which inspired us to investigate an alternative. 

4.  RM-ODP infrastructure notion revisited 
Committing to one of the previously discussed interpretations of infrastructure is undesirable for the 
adoption of computational viewpoint concepts in the MDA. It may lead to models at a low level of 
platform-independence, or it may lead to models which cannot be realized on existing middleware 
platforms. We propose to equate the term infrastructure, as used in RM-ODP, to our notion of abstract 
platform. This approach can be beneficial for distributed application development, so that a proper 
balance can be obtained between the following design goals: 

- designers can use the separation of application and infrastructure concerns to cope with the 
complexity of distributed application design; 

- middleware platforms can be reused to improve significantly the efficiency of distributed 
application development; and 

- platform-independence can be obtained as a means to preserve investments in application 
development and withstand changes in technology. 

A consequence of equating infrastructure to abstract platform is that computational viewpoint concepts 
can be used at different levels of platform-independence. The use of the same conceptual framework for 
different levels of platform-independence contributes to a seamless refinement between platform-
independent and platform-specific models. This facilitates the definition of correctness relations or even 
automated transformations. 

An abstract platform is defined in terms of the bindings supported, the transparencies supported, and the 
types of quality-of-service (QoS) constraints that may be applied to interface contracts. The use of 
binding objects may provide considerable flexibility to implementations of platform-independent models, 
since it is possible to provide innumerous different implementations of a binding object. In addition, there 
is considerable freedom in choosing mechanisms for obtaining a required transparency and satisfying 
QoS constraints.   

At any point in a design trajectory, a mapping to a platform-specific realization may be defined, as long 
as: (i) the semantics for the original model is respected, as defined by the vocabulary and rules of the 
computational language; and (ii) quality characteristics of the realizations obtained through mappings are 
acceptable.  

4.1. Example: simple conference application 
In order to illustrate the use of computational viewpoint concepts along our model-driven design 
trajectory, let us consider a conference service that facilitates the interaction of users residing in different 
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hosts. Initially, the service designer describes the service solely from its external perspective, as a 
conference binding object, revealing its interfaces and relating interactions that occur at these interfaces. 
Figure 2 shows a snapshot of the conference application with three user objects fulfilling the role of 
conference participants and a user object fulfilling the role of conference manager. Since characteristics 
of the internal structure of the binding object are not revealed, the user objects are specified at a high level 
of abstraction. The abstract platform at this level of abstraction supports the interaction between user 
objects and the conference binding object. The interfaces are described in terms of the ODP concepts of 
operations and signals. 
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Figure 2 Snapshot of the conference application 

This example reveals the flexibility of the specification at this level of platform-independence. The 
conference binding object may be further decomposed into a centralized or distributed, symmetric or 
asymmetric design, and different abstract platforms may be used to support the interactions of the objects 
that implement it. In fact, any number of recursive decompositions of the computational objects may be 
applied as necessary. 

One possible way to proceed with design is shown in Figure 3. In this design, the internal structure of the 
conference binding object is revealed. The conference binding object is refined into a multicast binding 
and computational objects interconnected through this binding. The abstract platform at this level of 
abstraction supports multicast bindings as prescribed in the definition of the service of the multicast 
binding object.  
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Figure 3 Revealing conference binding object decomposition 

At this point in the design trajectory, a mapping can be used that realizes this design on top of a target 
platform that offers a multicast binding corresponding to that provided by the abstract platform. The 
engineering structures required to provide an adequate level of support are provided by the concrete 
platform. An alternative mapping could implement the multicast binding as a centralized object, realizing 
the interactions between the objects and the multicast binding object as distributed interactions. However, 
this alternative mapping may prove to be inadequate with respect to its quality-of-service characteristics, 
e.g., since a centralized implementation may fail to satisfy performance and scalability requirements. 

When the target platform does not provide the required level of support, the design can be further detailed 
in an abstract platform at a lower level of platform-independence. The refinement depicted in Figure 4 
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assumes an abstract platform that only supports binary bindings of operational interfaces. This mapping 
differs from the previous design steps in that it does not consist solely of decompositions. 
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Figure 4 Possible mapping to replace multicast binding 

The development trajectory that results from our approach as applied to the examples above is illustrated 
schematically in Figure 5.  
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Figure 5 Models at related levels of platform-independence 

4.2. Example: replication transparency 
An example that reveals the role of transparencies in the design trajectory is presented in Figure 6(a). In 
this example, a client and a server object interact through an operation interface. A replication 
transparency schema is used to specify constraints on the availability and performance of the server 
object. Two different mappings of the source model (a) are depicted below. In Figure 6(b), a realization is 
obtained by mapping the source model directly to a platform that supports replication transparency, 
namely, Fault Tolerant CORBA. The infrastructure depicted is provided with this platform [13]. In Figure 
6(c), a realization is obtained by mapping the source model into a target model that explicitly addresses 
the replication of the server object. A replication object is introduced to execute the replication function, 
delegating requests to the different replicas (for simplicity, we consider stateless server objects, and 
therefore we can omit extra interfaces required for checkpointing.). A possible realization of the 
application in Web Services [20, 21] is depicted schematically in Figure 6 (d). 
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Figure 6 Alternative mappings for abstract platform with replication transparency 

The list of transparencies defined in the RM-ODP is not exhaustive. In [3] we have discussed the role of 
replacement transparency in an MDA design trajectory. 

5. Related work 
The UML profile for EDOC [17] provides the notion of recursive component collaboration which 
corresponds to the notion of computational object in the RM-ODP. However, no notion of selective 
transparencies is provided in the EDOC profile. Furthermore there is no support for the specification of 
QoS constraints. The EDOC profile may be considered to define a single implicit abstract platform: 
interactions in the EDOC profile are always decomposed into asynchronous interactions through “Flow 
Ports”.   

In [1], Akehurst et al. have focussed on the representation of the computational viewpoint concepts using 
MDA core technologies, namely UML and UML profiling. Putman [19] has also proposed some 
extensions to UML to accommodate the use of ODP design concepts. In contrast, in this paper, we 
investigate the role of ODP concepts with respect to design goals introduced by the use of platform-
independent models. Both [1, 25] can be seen as complementary to the framework proposed in this paper, 
and the representations they propose may be applicable to the design trajectory we have discussed.  

6. Conclusions 
Ideally, a designer should be able to arbitrarily select distribution transparencies in the computational 
viewpoint, and have the mechanisms required by these transparencies addressed in reusable middleware 
platforms. This is not the case, however, since middleware platforms are a result of compromise and 
selection of generic capabilities.  

The separation between application and middleware platform concerns is therefore not sufficient to cope 
with the separation of concerns in complex distributed systems, particularly since application 
requirements are so diverse. Furthermore, applications described from a platform-specific viewpoint 
cannot be reused for different platforms. 

The separation of RM-ODP computation and engineering viewpoints provides a means to separate 
between application and infrastructure concerns. This separation can be explored along a model-driven 
design trajectory, introducing infrastructure concerns progressively towards realizations on concrete 
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infrastructures, i.e., available middleware platforms. We have demonstrated that the computational 
viewpoint concepts can be suitable for our design trajectory if we equate the RM-ODP notion of 
infrastructure to that of abstract platform. An abstract platform is defined in terms of the bindings 
supported, the transparencies supported, and the types of QoS constraints that may be applied to interface 
contracts. Characteristics of this abstract platform must be established by considering the different design 
goals. 

There is no obvious distinction between platform-independent and platform-specific concerns, and no 
general rule to decide what is platform-independent. The needs to reuse platforms and to handle design 
complexity must drive a designer’s decision on the boundaries. Defining an abstract platform brings 
attention to balancing between: (i) platform-independent modelling, and (ii) platform-specific realization. 
Using a well-founded reference model to refer to abstract platform enables agreement on the concepts for 
the description of abstract platforms, and may prove to be an initial step towards a comprehensive abstract 
platform reference architecture. 

The notions of platform-independence and abstract platform should be used judiciously. The costs of 
maintaining different levels of platform-independence must not outweigh the benefits of the reuse of 
platform-independent models. Evaluating these costs in the beginning of a design trajectory is not 
straightforward, since the benefits of the separation must be considered on the long run. This evaluation 
remains an open issue. 
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Abstract 
This paper describes how MDA was used in a project to redesign a billing and customer care system for 
the billing of event based services. 

The billing and customer care system was implemented in a J2EE environment, and the paper describes 
the methodology used for the development of the system. Several architectural levels are used in this 
methodology and described. The main levels being the User Level Architecture, Application Level 
Architecture and the Technical Level Architecture. Metamodels for the User Level Architecture and the 
Application Level Architecture are given.  

Using multiple MDA transformations the User Level Model is eventually transformed into an 
implemented system. For the transformation from the Technical Level Model to an implementation frame 
a template based code generator is used. 

The JAGUAR product is briefly described. JAGUAR combines the methodology with appropriate UML 
profiles, transition rules, a template based code generator with its templates and framework libraries is 
briefly described. 

Some experiences with MDA are shared with the reader and finally some statistics about the project are 
added.  

1. Introduction 
Since 1992 T-Systems develops and maintains a business support system called DATOS for providers of 
telecommunications and other services (http://www.datos-billing.com). This system was originally 
developed in the technology of that time, i.e. client-server technology implemented in the C language and 
using a relational database for data persistence. Parts of the system used an object oriented approach and 
C++ as implementation language. The system consisted of several applications and modules with 
specialisation for many branches, as is shown in figure 1. 

Around 1999 DATOS was a more or less monolithic system, with strong internal dependencies between 
the different functionalities. The use of a centralised database allowed the access to any data from any 
context. Apart from these horizontal dependencies, many vertical dependencies existed through the direct 
access from the user interface to the database. 

The increasing complexity of the system made it more difficult to maintain, extend and test the system. 
New requirements like, among others the integration of a workflow management system, the desire to 
improve scalability, the wish to market separate modules and the need to integrate external components 
led to the start of a project for a redesign of the system. In order to remain competitive we had to improve 
on flexibility, speed of implementation, quality, maintainability, testability, portability, and scalability. 
This required a change in technology, but also a change in methodology and system architecture. 
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Figure 1: DATOS Business Support System Modules 

2. Selection of technology 
As for technology it was clear we had to go for a component based approach. 

The separation of presentation, business logic and database is currently undisputed good practice. This 
layering can be considered as the basis for the component architecture. In the field of component based 
software development many different definitions of components are used to emphasise different aspects 
of components. To prevent endless philosophical discussions we decided in an early stage to use precise 
definitions. Our definitions are based on [1]. 

“A component is a piece of software in binary form, that offers a coherent functionality. The strict 
encapsulation of the implementation results in a “black box” reusability thus leading to a certain 
autonomy of the components and allows a loose coupling between components and their environment. 
The offered functionality is documented using one or more interfaces”. 

“A component is designed to be used within the context of a concrete component model”. 

“A component model gives the framework for the development and execution of components, the 
structural as well as functional requirements for integration, composition and collaboration of the 
components. In addition the component model offers an infrastructure that implements required 
mechanisms for distribution, persistence, messaging, security and versioning”. 

Without going into details we just mention that our choice fell on the J2EE component model. With the 
selection of the J2EE component model the decision of the implementation platform had been set, this 
meant a complete redesign of the system. 

3. Development methodology 

3.1. Selection of development methodology 
Business Support Systems support the business processes of their users. Requirements are based on the 
business processes. From the perspective of the user his requirements can be specified using Process 
Specifications, Business Objects and Use Cases. Specifications can be seen as an abstract model of the 
required real world functionality. Our methodology had to transfer these requirements, i.e. this model into 
a running system. 

Users are normally not interested in technology and technology may change at a faster pace as user 
requirements. Therefore the top level specifications can be and should be technology independent, 
however the real system is certainly depending on a technology. Our methodology had to add these 
technological constraints and requirements to the implementation independent model. Thus the MDA 
approach was the natural choice. 

The need for a major technology change after about 8 years of development further emphasised the need 
for a platform independent specification, since the business requirements did not change that dramatically 
within the same period. Another major advantage of MDA is the ability to trace back each of the 
implemented functions to the original requirement, thus facilitating testing and maintenance. 
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However MDA is only a high level approach, we had to complement it with an implementation method 
and to adapt it to our purpose as well as tailor it to deliver J2EE implementations. As implementation 
methodology we settled on the Object Engineering Process (OEP) [2]. The OEP is an incremental, 
iterative process, as shown in the next figure. 

 
Figure 2: Object Engineering Process 

In the following we will concentrate on the use of MDA in this process. 

3.2. Methodology 
As can be seen on the previous figure, the Object Engineering Process uses the standard steps in 
development of a software system: Analysis, Design, Implementation and Test. The OEP is an iterative 
process, which means the total process is divided into iterations. Each iteration then contains all four 
phases. The process is also incremental, which means the functionality of each iteration builds on the 
result of the previous iteration. 

The focus of the iterations changes over the development time of the system, initially the focus will be on 
analysis, with design, implementation and test having less focus. Over the iterations the focus will shift 
via design and implementation to test. However during each iteration additional requirements can be 
specified in the analysis step, this makes the process very flexible. There are many advantages in this 
iterative, incremental way of implementing systems, however this is not part of this paper. We now focus 
on how we used MDA in our process. 

As said before our initial analysis will use business process specifications. Business processes are 
specified as event driven chains of activities. Business processes operate on business objects. Actors can 
participate in these processes when they take a certain role. The documentation of this initial analysis is 
not part of a formal specification, but is done in normal office tools, like Word, Power Point, Excel and 
Visio. In the MDA terminology this is the Computation Independent Model (CIM). The analysis contains 
business activities that may or may not be implemented in our system. 

From this CIM all activities that are to be implemented in our system are identified. These activities are 
now documented in UML as Use Cases. In addition the Business Objects are documented in the same 
model. 

For our purpose we defined four architectural levels, the high level architecture, the user level 
architecture, the application level architecture and the technical architecture. The system is specified in a 
model in UML for each of the latter three of these architectures. Transition between the models is largely 
manually but supported by tools. The transition between the technical model and the actual 
implementation is done automatically using a generator, generating most of the code. 

 
Figure 3: Models and Transitions 

In the following chapters the models are discussed in more detail. 
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3.3. Architectural levels 

3.3.1. High Level architecture 

The high level architecture describes the system at a very high abstraction level, it describes requirements 
that may be outside the scope of the system. No formal model or specification language is defined. 
Transformation to other models is informal and done manually. 

3.3.2. User Level Architecture 

The user level architecture specifies the requirements from the users point of view. It describes objects 
from the real world, e.g. business objects like contracts, customers, products or activities like selling a 
product, registering new customers, etc. The model of the user architecture is agreed upon between the 
analyst and the users of the system. The model is specified in UML.  

The user architectural model consists of business objects and activities (described in use cases). The 
system is divided into business domains, business objects as well as activities belong to a business 
domain. Activities are executed by roles. Activities are chained into business processes. Business objects 
can be grouped into business modules, this grouping may be independent from the business domain. 

The metamodel for the user architecture is shown in the next figure: 

 
Figure 4: Metamodel of user level architecture 

Examples of user architecture models are for instance the following business object diagram: 

 
Figure 5: Example of Business object diagram. 

As can be seen the business objects can be combined into aggregations, which later become components, 
adding this information is the first step into the transition to the application architecture. Following is an 
example of some use cases, these use cases also can be aggregated into components as indicated with the 
broken lines. 
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Figure 6: Example of Use case diagram. 

3.3.3. Application Architecture 

The application level architectural model is derived from the user level model. The application model 
contains business objects and utility objects. It only contains those objects that are implemented in the 
system. Also the application model is used to identify components. The following figure specifies the 
metamodel for the application architecture. 

 
Figure 7: Metamodel for application architecture. 

As can be seen the application architecture classifies the components according two independent 
(orthogonal) criteria: lifecycle and function of the objects. 

Components are classified by lifecycle into Entity components, Service Components and Session 
components. Entity components control the business objects and take care of persistence. Session 
components implement the use cases and contain processing functions as well as temporal ordering 
information. Service components are implementation components that perform certain system functions, 
like printing or logging. 

Components are classified by function into business component and utility components. Business 
components are directly derived from the user model, utility components are additional components 
needed for implementation. 

The application model is thus a platform specific model in that it assumes a component platform. 
However it is a platform independent model because it is independent of a specific component platform. 
The application model is specified in UML as is the user model. The application model extends the user 
model. The relationship between objects of the user model and the corresponding objects in the 
application model remains visible. 
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3.3.4. Technical Architecture 

The next level is the technical architecture, it describes the total system architecture, the logical layering 
of the system, the client-server levels, the distribution capabilities, the component interfaces (internally as 
well as externally), the design patterns used, the integration technologies, transaction mechanisms, 
authentification and authorisation functions and the mapping of user components. This is illustrated in the 
next figure: 

 
Figure 8: Elements of technical architecture. 

3.4. Relationship between architectural levels 
Objects of the three formal models used in our method are related to each other, as is illustrated in the 
next figure: 

 
Figure 9: Architectural levels and their relationship. 

As can be seen the business objects and use cases of the user model are aggregated into entity 
components and session components, thus reducing complexity of the system, whereby each business 
object of the user model ends up into one entity component, possibly with other business objects. 
Similarly each use case ends up in a session component, possibly with other use cases. At the application 
level service components are added, which are general service components independent of which 
component model will be used for the implementation. 

With the transition of the application model to the technical model the details for the implementation in 
J2EE are added. The components of the application level are transferred into Enterprise Java Bean 
Modules. 

3.5. From technical model to a working system, code generation 
The technical model is still specified in UML, for this specification a special UML profile is used, the 
JAGUAR Technical UML Profile. 
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From the technical model an implementation frame is automatically generated using a template controlled 
generator. We selected the generator iQgen from innoQ (http://www.innoq.com). This is a very flexible 
and fast generator, which gives total control over the output. iQgen is a template-based generator; thus we 
could easily adapt the generated code to suit our purposes. 

The generated code can be executed and for simple applications no further programming is necessary. 
However for more advanced functionality additional coding is necessary, this is done in so called 
protected areas. Code in protected areas is fed into the generator with the next iteration and is thus 
preserved between iterations. Thus the code can be developed incrementally between iterations. 

The generator process is illustrated in the next figure. 

 
Figure 10: Implementation of a working system from the technical model. 

3.6. JAGUAR 
The combination of the methodology, UML profiles, code generator with templates complemented with a 
framework library, as described below, has been named JAGUAR. JAGUAR is commercially available. 
Training and coaching for the methodology is available, the UML profiles will be made available as part 
of the training and coaching. The generator and the framework libraries can be licensed. Standard 
templates are included in the code generator, more specific templates can be developed using training and 
coaching sessions. Templates are specified in JSP (Java Server Pages) and can thus be adapted and 
enhanced at any time. 

3.6.1. UML Profiles 

UML Profiles are available for the user model, the application model and the technical model. These 
UML profiles can be used with any case tool that supports the standard UML. The UML profiles support 
the meta models described in this article. The JAGUAR methodology gives rules and guidelines for the 
transfer of models from user model to application model, and from application model to technical model. 
The UML profile of the technical model is fully compatible with the code generator. 

3.6.2. Code Generator 

The code generator uses the technical model, the code generator templates in JSP and any previously 
generated code as input. It then generates new executable code preserving any functionality encoded in 
the protected areas. 

The code generator generates multiple artefacts for each model object. This can be illustrated with an 
example. In the next figure an example class diagram is given. This class diagram will be implemented in 
three enterprise java beans. The generator will generate 28 files. These include deployment files for two 
different application servers, SQL files to generate the database and a build file for the ANT application 
builder. The list of generate files is given in the following table: 
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Figure 11: Example Class Diagram 

Table 1: List of software artefacts generated by generator for 3 EJBs 
Nr Artefact Nr Artefact 
1 ./BES/ejb-borland.xml 14 ./sessionBeanHome.java 
2 ./BES/ejb-jar.xml 15 ./entityBeanHomeLocal.java 
3 ./dao/DatabaseNames.java 16 ./entityBean.java 
4 ./sql/create_schema.sql 17 ./sessionBeanBI.java 
5 ./sql/drop_schema.sql 18 ./CClass.java 
6 ./entityBeanBean.java 19 ./build.xml 
7 ./entityBeanHome.java 20 ./xdruid/entityBeanInfo.xdr 
8 ./ORION/orion-ejb-jar.xml 21 ./entityBeanSummaryTO.java 
9 ./ORION/ejb-jar.xml 22 ./sessionBeanHomeLocal.java 
10 ./entityBeanBI.java 23 ./sessionBean.java 
11 ./entityBeanDetailsTO.java 24 ./entityBeanLocal.java 
12 ./QueryException.java 25 ./messageDrivenBeanBean.java 
13 ./sessionBeanBean.java 26 ./sessionBeanLocal.java 

3.6.3. Framework library 

The framework library is the result of many years of experience in developing business support systems 
for the international market. In the framework library only business logic independent functionality is 
aggregated. Thus the framework library can be used for any application. 

The framework library consists of libraries for the server side of the application as well as libraries for the 
client application. In our case the client is an application client. This client combines the advantages of a 
fat client with the advantages of a thin client, without most of the disadvantages of both. 

The client is implemented in Java, giving maximum portability. The client is installed over the network 
using SUN Webstart, thus no installation is necessary on the client workstation. Advantages of thick 
client included are: performance, responsiveness and reduced network load. Advantages of thin client 
included: portability, no local installation, automatic update, centralised (serverside) configuration, 
logging and monitoring. 

On the client side the library includes modules for a user interface framework with: 

• Standard screens with favourites, navigation pilot and workspace. 
• Hierarchical, centralised internationalisation with support for Unicode. 
• Hierarchical, centralised configuration 
• Support for screen definitions in XML 
• Automatic update over the network 
• Context sensitive on-line help system 
• Support for user definable, context sensitive favourites 
• Generic printing routines 
• Undo/redo functions 

On the server side the library includes functionality for: 

• Service location 
• Generic Create/Read/Update/Delete Access 
• Container managed persistence, combined with direct JDBC access for high 

performance and dynamic queries 
• Workflow 
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In addition the functionality includes for client as well as server: 

• Concurrency control (optimistic locking) with conflict resolution 
• Comprehensive, centralised, highly configurable logging 
• Authentification and Authorisation 

An example screen is shown in the next figure: 

 
Figure 12: Example JAGUAR screen 

4. Modules developed 
We started our MDA project in 1999 with the selection of the component model, the development of the 
methodology and the selection of the tools. The team working on the project included an average of 10 
persons. From 1999 through to 2001 the environment was set up, the team members trained (most of 
them had a C++ background) and the framework was developed. 

Beginning 2001 the business logic was developed. Also the development environment was changed from 
SNIFF to J-Builder with Telelogic and the configuration management changed to Telelogic. Since 2001 
we have been developing business modules. To speed the development temporary two teams were added, 
one in Kassel and one in Erfurt. In 2003 a pilot project was run using off-shore development. 

Some modules were externally acquired and integrated, notably a workflow engine and a report writer. 

5. Advantages of MDA, examples 
Although the MDA approach was new to us we have already seen many advantages. The development of 
the framework started before EJB 2.0 was available, but in order to take advantage of the functionality of 
EJB 2.0 the architecture was based on a pre-release version: EJB 2.0 Public Final Draft. Unfortunately 
however this draft was replaced with a Public Final Draft 2, which was fundamentally different in some 
areas, especially in the area of persistence. However by having separate models for application 
architecture and technical architecture only some details of the technical architecture had to change. In 
addition we had to change the template of the generator. Thus changing the implementation to the new 
version of EJB took only a matter of days, instead of weeks. 

Another problem arose with our initial application server Orion, we had to replace it. Again we only had 
to change the template of the generator, and then regenerate all the code and the system was ported to the 
new environment. 
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Recently, we have added a Web service layer to our system, which was made possible without any 
disruption of existing development by enhancing the UML profile and creating new templates. Thus, our 
system is now accessible over state-of-the-art Web services protocols. 

6. Statistics 
Some statistics about the development. The current implementation of DATOS consists of: 

Table 2: System statistics 

8 Subsystems 
50 Components 

150 EJBs 
24 Session EJBs 

126 Session EJBs 
388 Transfer Objects 
145 Dialogues 
181 Use Cases 
257 Database Tables 

4036 Files 

7. Conclusion 
Our methodology has been very successfully applied. It meant a retraining of our staff from traditional 
C++ development to the new Java world. We had to learn to specify using Business Processes, Use Cases 
and Business Objects. We had to change most of our development tools, and had to learn new ways of 
using the existing ones. We had to learn how to integrate external teams. 

No doubt about it, productivity initially dropped. No doubt about it we made mistakes, some small, some 
not so small. 

However it has been an exciting time, and most of all, after going through the pain we found the new 
environment to be highly attractive. Our developers have learned how to use the new environment and are 
convinced of the advantages. 

We can recognize many advantages from the clear design, methodology and from the code generation. 
We anticipate big savings in testability and maintenance. 
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Abstract 
This paper presents an approach and a tool chain to describe the model-driven software development 
process, to gather historical management data as a model that annotates the PIM, and to use both the 
process and the management data to early derive accurate project plans for a software project. The 
technology behind this approach is based on: 
 formalising the different assets as metamodels (for process description, for historical management 

information, and for project plans),  
 defining a notation appropriate for each asset (SPEM profile for processes, a defined UML profile 

for management annotations, and the project plan notation of the project manager’s favourite 
planning tool), and 

 creating a tool chain, integrated with existing UML and project planning tools, to automate the 
whole approach. 

The approach, technology, and tool described in this paper have been developed in the IST project 
MASTER (IST-2001-34600), and experimented within the Air Traffic Management domain. 

1. Introduction 
Good technology must be complemented with good process engineering and management practices to be 
able to define, plan and execute successful software projects. MDA (Model Driven Architecture) 
technology is not a exception on this rule.  

The need of good process engineering and software management practices encourage companies to apply 
process improvement initiatives based on models like the CMM® (Capability Maturity Model1) 
developed by the SEI (Software Engineering Institute).  

This paper proposes an engineering and management approach for software projects that supports the 
achievement of CMM level 3. The proposed technique uses the MDA approach in the context of CMM. 

CMM maturity level 3 is the defined level, meaning that: 

The software process for both management and engineering activities is documented, standardised, and 
integrated into a standard software process (SSP) for the organisation. All projects use an approved, 

tailored version of the organisation’s standard software process (the project’s defined software process) 
for developing and maintaining software. 

This paper presents a three-steps approach to engineer and manage the MDE (Model Driven Engineering) 
approach in a manner consistent with CMM level 3 requirements:   

1. The software production process for developing software systems in a given organisation and in a 
given domain is defined. This is generally referred to as the Organisational Standard Software 
Process (SSP) in CMM terminology. This process is a high-level description of goals, activities, 
artefacts and roles and it is used as a reference for deriving the specific project plans for each of the 
development contracts. This paper presents a SSP for developing software systems using a 
Model Driven Engineering (MDE) approach. 

                                                           

1 Capability Maturity Model, and CMM are registered in the U.S. Patent and Trademark Office by Carnegie Mellon University 
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2. The software architecture is enriched with project management information. The architecture 
represents the right level of abstraction to include figures about effort, size, required roles, etc. to 
derive a given application from the skeleton provided by the architecture itself. All these estimations 
are included as annotations in the architecture documentation and are part of the Software Process 
Database (SPD). This paper presents a mechanism to annotate a PIM with management 
information. 

3. When a new system is to be developed, the project manager uses the project management 
information together with the standard process to develop first a tailored project process and then a 
plan for the project under consideration. This paper presents a technique to derive a project plan 
from the SSP and the management information that enriches the PIM. 

Figure 1: Overview of the technology to engineer and manage the MDE process 
The following sections present first the technology to formalise the key assets to implement the previous 
three steps, and then a tool prototype that automates the approach. 

2. The Model Driven Engineering Standard Software Process 
The objective is to describe a standard software process (SSP) for software development following a 
model-driven engineering approach. This SSP will be tailored and instantiated to each specific project.  

The process model has been described using SPEM (Software Process Engineering Metamodel), which is 
a metamodel and a UML profile dedicated to software process modelling and is very useful for modelling 
a family of related software processes using UML notation. 

The SSP model includes the following elements: 

 Process purpose and goals, which describe the objectives of the process. 

 Process phases model, which provides an overview of the main phases to execute the process. 

 Process work products model, which describes the process input and output work products. 

 Process roles model, which describes the roles that perform different process activities. 

 Process workflow model, which describes the logical flow of work and information (work 
products) from phase to phase. 

 Detailed models to describe process phases, which provide a decomposition of each phase in lower 
level tasks/activities and models them. 
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Figure 2: SPEM-based model used to describe the MDE standard software process 

The specification of the MDE standard software process has required an analysis of how the model driven 
engineering approach is applied to a software project and the results can be found in the public results of 
the MASTER project [6]. 

The model driven engineering approach does not imply a radical change in the software development 
process, and the activities to perform a software project are still requirements elicitation, software 
analysis, architecture and detail design, implementation, testing and installation. The main differences 
with the traditional software development approaches are: 

 Models are the key elements of software development and the means to express the results of the 
different activities of a software development projects. 

 The level of abstraction of software development is raised from the code to the models. Code is 
derived from well-defined and complete models. 

 Separation of concerns is a fundamental principle to organise the levels of abstraction and 
structure of the software models to be produced. Thus, platform independent specifications are 
separated from platform specific models (including code); functional requirements and their 
implementation is separated from the non-functional aspects, etc.  

 Standards and formalisms (usually expressed as metamodels) are extensively used for modelling 
the different software aspects. This allows models storage and manipulation: querying, providing 
views, transforming from a standardised source model to a standardised target model, etc.  

 The relationships, traceability, derivation and transformations among different models (which 
represent different levels of abstraction or different concerns/views in a single level) are automated 
as much as possible.  

3. Enriching the PIM with Project Management Information 
The objective is to annotate software models with management information in order to have data to 
perform accurate estimations in project plans. The annotations are based on historical management data. 
This is implemented through the definition of a “Management Information Model” associated to the PIM.  

 The PIM gathers the functional and technical information of the software system problem and its 
platform independent solution.  
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 The Management Information Model (MIM) gathers managerial information (tasks, roles, times, 
etc.) used to produce the project plan to develop such a software system. 

Software System PIM Management Information Model

<<annotates>>

 
Figure 3: The PIM (software model) is annotated with the MIM (management model) 

The technology consists of a language to annotate or enrich the PIM with management information; this 
is a language to specify the “Management Information Model” associated with a PIM of a software 
system.  

The following elements have been defined to create the language [5]: 
 A metamodel that identifies and defines the “management” concepts necessary to annotate a PIM. 

 A UML profile that defines a notation for the concepts of the metamodel allowing the annotation 
of PIMs specified in UML. 

The following picture (Figure 4) shows an example of application of the metamodel and the profile, 
applied to the annotation of the PIM Requirements level of abstraction. 
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Figure 4: Example of application of the Management Information Model 
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4. Using the SSP and the Enriched PIM in a Specific Project  
Whenever a project manager has to plan the development of a new software system following the MDE 
approach, he/she will use the existing organisational assets for that purpose: the MDE standard software 
process and the historical management date gathered on the Enriched PIM. More specifically, the project 
manager performs two steps based on these assets: 

 Instantiate the MDE SSP to the specific project requirements, creating the Project’s Defined 
Software Process. This project process determines many of the elements that the project manager 
needs to identify to develop the project plan: mainly phases, tasks, roles involved in each task, and 
input and output work products for each task.  

 Get accurate estimations from the historical management data stored as management annotations 
in the Enriched PIM. These annotations determine many of the estimations that the project 
manager needs to make to develop the project plan: mainly average duration of each task, effort 
that each role needs to dedicate to each task, non-human resources necessary for the project 
execution, and average cost of each task. 

To develop a complete project plan, the project manager only needs to assign specific persons and effort 
to each role, and to determine the starting date of the project and tasks (schedule tasks). 

In order to provide an approach suitable for automation, we have developed a formalism to define a 
project plan and we have specified it as a metamodel. This allows feeding the project plan with the 
information coming from the organisational assets, specifying project plans in a formalised way and, what 
is even more important, exporting the project plan to the project manager’s favourite project planning 
tool.   

Thus, the metamodel allows specifying project plans as a Project Plan Model. However, project managers 
do not use the concept of “models” to express project plans. They use project management concepts and 
tools that show the project plan schedule in a Gantt Chart, and that is able to show the information 
associated to different project elements in an appropriate way. 

The step to move from the Project Plan Model to the actual Project Plan is a transformation process from 
a project plan PIM to a project plan PSM, where the platform is the tool that the project manager is using 
for project planning. As for any transformation, it is necessary to analyse the source model, the target 
model and the relationships among them. This analysis is performed at metamodel level to ensure that the 
transformation is applicable to all the models compliant with the source and target metamodels. The key 
activity is to define the relationship between the metamodel for project plans defined previously and the 
metamodel of the project plan presentation tool. This transformation has been implemented for MS 
Project in the context of the MASTER project. 

5. Providing Tool Support to Automate this Process Engineering and Project 
Management Approach 

The technology presented in this paper requires tool support for its practical implementation in an 
industrial context. The tool chain is made of market tools for UML modelling and project planning, 
integrated with some plug-ins and tools developed within the MASTER project.   

In general terms, this tool chain provides functionality to (see Figure 5): 

 Create a Standard Software Process. Define standard software processes using SPEM and 
following a defined formalism. The tool that offers this functionality is a UML modelling tool 
complemented with a plug-in that implements the SPEM profile and the defined formalism. The 
SSP is exported to other tools (e.g., V-Plan) as an xmi file. 

 Create tailoring guidelines and automate their application. Define tailoring guidelines as a set 
of project parameters that influence the tailoring (SSP tailoring conditions) and define a set of 
tailoring actions that result as a consequence of the value of the parameters. The tool that offers 
this functionality is a Variability Management Tool (e.g., V-Manage – developed in the MASTER 
project). The output of this tool is the Project’s defined software process (tailored to project and 
customer requirements). The tailored process is exported to other tools (e.g., V-Plan) as an xmi 
file. 

 Annotate the software architecture. Enrich a PIM with management information (historical 
management data), using a defined metamodel and profile. The tool that offers this functionality is 
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a UML modelling tool complemented with a plug-in that implements the defined profile and 
formalism. The enriched PIM is exported to other tools (e.g., V-Plan) as an xmi file. 

 Store personnel data. Gather information about the people that may participate in projects, 
including availability and competence for the different roles. This functionality is provided by 
databases. The information is stored, accessed and updated by other tools (e.g., V-Plan) through 
the database APIs. 

 Generate project plans. Generate a project plan based on the customer requirements, the project 
features, management estimations from past experiences, assigned resources and other data 
directly provided by the project manager. This functionality is provided by a project plan 
derivation tool (V-Plan). Using V-Plan and based on the specific customer requirements, a project 
leader is able to select the appropriate SSP, tailor the SSP by providing the project features, use 
historical data to make estimations, assign resources to the project, manipulate the project 
information to add another tasks/data specific to the project, and generate a project plan to be 
visualised in his/her favourite planning tool. 

Figure 5: Tool support to automate the approach 
The integration of the different tools is achieved through the application of metamodels that formalise the 
format of the data exchanged. 

6. Conclusions 
This paper presents the results of the research carried out within the IST project MASTER to engineer 
and manage the development of software systems using a Model Driven Engineering approach. 

The purpose of this report is to describe a technology that provides a set of management and engineering 
models (consisting of process and management information models) that allow the semi-automatic 
derivation of an accurate project plan to develop a software system with a MDE approach. This 
technology supports the achievement of business objectives such as: 
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 Be able to early estimate the size, effort, time and cost to develop a new software system, based on 
the organisation software engineering process and historical management data, allowing a sound 
negotiation with the customers. 

 Improve project plans accuracy avoiding late and out of budget deliveries. 

 Achieve CMM® levels 2 and 3. 

This paper describes a standard software process (SSP) for software development following a model-
driven engineering approach.  This SSP should be instantiated to each specific project through a 
derivation mechanism which is also explained in this paper.  

The instantiation of the SSP for a specific project and the preparation of the project plan require the usage 
of management information related to the personnel of the company and related to past experience with 
similar projects (historical data). The metamodel for the management information that is necessary to 
store historical project data is also presented in this paper. Finally, this paper describes the technique and 
tool chain necessary to derive a project plan from the organisation’s assets. 

The results gathered in this report have been experimented within the Air Traffic Management domain 
demonstrating the feasibility and benefits of the approach. An industrial usage of the approach requires 
the necessary tool for each effective and efficient application: the good practices explained in this report 
are a good starting point but the institutionalisation of the approach in an organisation requires the usage 
of appropriate tools. For that reason, the different elements described in this report are formalised as 
much as possible with the objective of providing a semi-automated approach to derive a project plan. The 
automation is achieved with the described tool chain.  
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Abstract 
This paper proposes a development methodology for distributed applications based on the principles and 
concepts of the Model-Driven Architecture (MDA). The paper identifies phases and activities of an MDA-
based development trajectory, and defines the roles and products of each activity in accordance with the 
Software Process Engineering Metamodel (SPEM). The development methodology presented in this 
paper is being developed and applied in the European 5th Framework project MODA-TEL, which aims at 
assessing the applicability and potential of MDA in the context of telecom services and applications. This 
paper also discusses the application of the proposed methodology on a typical telecom service case study. 
The paper claims that the proposed methodology is general enough to be applicable to distributed 
applications in other domains as well. 

1. Introduction 
The Model-Driven Architecture (MDA) [6], which is being currently promoted by the Object 
Management Group (OMG), consists of a set of concepts and principles for the development of 
distributed applications. The MDA standards define technologies to support these concepts and 
principles, but they do not prescribe nor require any specific development methodology, by which we 
mean that MDA gives no guidelines in terms of the processes (activities and phases), roles and 
responsibilities that are involved in the development trajectory of a distributed application. Furthermore, 
the MDA technologies are not explicitly related to identifiable activities within software development 
processes, since these technologies are being developed to be generally applicable in combination with 
development processes that may already be anchored in organisations. 

Since MDA does not prescribe a development methodology, each MDA-based development project has 
to define its own methodology or apply existing ones. This paper outlines the MDA-based development 
methodology that is being developed and applied in the MODA-TEL project [2]. MODA-TEL is an 
European IST 5th Framework project that aims at assessing the applicability and potential of MDA in the 
context of telecom services and applications. This paper identifies phases and activities in the 
development process, and defines the roles and products of each activity in accordance with the Software 
Process Engineering Metamodel (SPEM) [3]. The methodology presented in this paper can be seen as a 
framework for combining established software development processes with the MDA concepts, principles 
and technologies, and thus customising the specific software engineering process that may be used in an 
organisation. This allows organisations to profit from the benefits of applying MDA, like model 
reusability, preservation of application development investments and automated transformations, to name 
just a few. 

The paper is further structured as follows: Section 2 gives an overview of our methodology, in terms of its 
main activities and phases, Section 3 discusses the activities of the project management phase, Section 4 
discusses the project preparation activities, Section 5 presents the activities of the project execution phase, 
Section 6 illustrates some activities of our methodology with a case study on the development of a 
VoiceXML application and Section 7 draws some conclusions. 

2. Development activities and phases 
We start the identification of the development phases in an MDA-based project by classifying the users of 
MDA technology in three categories:  
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• Knowledge builders: people who build knowledge (repositories) to be used in multiple different 
MDA-based projects. This category includes systems architects, platform experts, quality engineers 
and methodology experts. We estimate that this group amounts approximately 5% of the total MDA 
users population; 

• Knowledge facilitators: people who assemble, combine, customise and deploy knowledge for each 
specific MDA-based project. This category includes project managers and quality engineers. We 
estimate that this group amounts approximately 5% of the total MDA users population; 

• Knowledge users: people who apply the knowledge built and facilitated by the other user categories, 
respectively. This category includes designers and software engineers. We estimate that this group 
amounts approximately 90% of the total MDA users population. 

Figure 1 illustrates the three categories of MDA technology users. 

 Knowledge builders: build knowledge repositories 

Architects Platform
experts 

Quality 
engineers 

Methodology 
experts 

Knowledge facilitators: assemble, combine and deploy knowledge

Project 
managers 

Quality 
engineers 

 Knowledge users: apply knowledge 

Designers Software 
engineers 

 
Figure 1. Categories of MDA users 

Figure 1 shows that different roles and skills can be identified in the MDA users population. These roles 
perform different activities and require different tools.  

In any MDA-based project, the distinction between preparation activities and execution activities is 
essential. Preparation activities are those that structure and plan the work, and as such they enable 
knowledge reuse, which is one the main benefits of the MDA. Preparation activities are mainly performed 
by knowledge builders and should start before the project execution activities. However, it should be 
possible to switch between preparation and execution activities, allowing the preparation activities to be 
revisited while the execution activities are being carried out. This is necessary because project 
requirements may change (e.g., change of platform), more detailed requirements may be defined (e.g., 
some requirements were not detailed enough) and problems may occur in the execution phase (e.g., 
selected modelling language is found too limited or not expressive enough), amongst others. 

The MODA-TEL methodology identifies the following phases: 

1. Project management: aims at organising and monitoring the project; 

2. Preliminary preparation: aims at identifying modelling and transformation needs; 

3. Detailed preparation: aims at obtaining the modelling and transformation specifications;  

4. Infrastructure setup: aims at making tool support and metadata management facilities ready to use; 

5. Project execution: aims at producing the necessary software artefacts and the final products. 

Figure 2 shows the five phases of the MODA-TEL methodology and their relationships. For reasons of 
conciseness, in Figure 2 we have omitted the relationships between the project management phase and the 
other phases.  
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Figure 2. Development phases 

The phases of our methodology correspond to the available and required expertise identified before, and, 
therefore, these phases can be directly associated with the partitioning of the MDA users expertise shown 
in Figure 1: phase 1 is mainly performed by knowledge facilitators, phases 2, 3 and 4 are mainly 
performed by knowledge builders, while phase 5 is mainly performed by knowledge users. 

Figure 2 shows how the preparation activities have been structured in different phases. These phases are 
useful to understand and to describe the dependencies between the activities. Project management 
activities have a direct impact on all the other activities; in particular, the activity that defines the whole 
software development process prescribes the list of the execution activities to be performed, such as, e.g., 
the sequence of transformations to be implemented. Activities of the preliminary and detailed preparation 
phases, such as selecting a platform and deciding on the usage of a modelling language, are the key 
elements to enable reuse of knowledge in the project execution phase. Finally, the activities of the 
infrastructure set-up phase, such as, e.g., tool selection, influence the preliminary and detailed preparation 
phases, even if project managers have decided to be as much tool-independent as possible. 

Figure 2 also shows that many dependencies have been identified between the development phases of our 
methodology, which means that these phases should be performed iteratively and incrementally. 
Feedback from the execution activities to the preparation activities, and vice-versa, should be taken into 
account in an effective way. The availability of model-to-model transformations, code generation 
techniques and well-defined traceability strategies are crucial for this purpose. 

3. Project management phase 
We distinguish between typical process management activities, such as keeping track of milestones and 
resource consumption, and activities that are directly related to management decisions absolutely 
necessary to setup the project, such as the selection of the engineering process. Additional activities 
known and applied from “best practices” in project management can still be added to this phase, but are 
not explicitly covered by our methodology. 

The management activities identified here may be strongly influenced by preparation activities, e.g., in 
case SPEM [3] is used to explicitly describe the engineering process, and by execution activities, such as 
requirements analysis.  

In the project management phase we have identified three activities: 

• Software Development Process (SDP) selection, which results in the description of the software 
development process to be followed at the execution phase, in terms of specific sub-activities and the 
resulting work products. A discussion on the use of MDA in combination with some established 
software development processes can be found in [4]; 

• Project organisation (identification of roles), which results in the allocation of activities to process 
roles; 
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• Quality management, which defines procedures to enhance the quality of the development projects. 
Some aspects of quality management can be orthogonal to the SDP, such as, for example, the 
maturity levels of the Capability Maturity Model (CMM) [7]. 

Figure 3 depicts the activities of the process management phase and the relationships between these 
activities. 
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Figure 3. Project management activities 

Since MDA is based on the principles of object-orientation and component-based development it fits well 
into most contemporary software development processes. MDA has been conceived to allow the existing 
development processes in organisations and projects to be reused to a large extent, since MDA concepts 
can be applied in the scope of these processes.  

We use the term Model Driven Engineering (MDE) to denote the process of applying an MDA-based 
SPD. The engineering aspects, i.e., the designing, building and maintaining pieces of software, are 
dynamic and contrast with the static nature of a set of models. There is no single way to engineer software 
and many different alternatives can be found by reusing elements of some established software 
development processes. 

Figure 4 shows the relationship between the SDP selection activity of the process management phase and 
the project execution phase. 
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Figure 4. Influence of the SDP on the project execution phase 

4. Preparation activities 
The preparation activities have been grouped in three phases, namely preliminary preparation, detailed 
preparation and infrastructure setup. Each of these phases and their relationships with other phases are 
discussed below. 

4.1. Preliminary preparation phase 
In the preliminary preparation phase we identify four activities: 

• Platform identification: a platform refers to technological and engineering details that are irrelevant 
to the fundamental functionality of a system (or system part). What is irrelevant and what is 
fundamental with respect to a design depends on particular design goals in different stages of a 
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design trajectory. Therefore, in order to refer to platform-independent or platform-specific models, 
one must define what a platform is, i.e., which technological and engineering details are irrelevant, in 
a particular context with respect to particular design goals. In this activity we identify the concrete 
target platform(s) on which the application is supposed to be implemented and their common 
abstraction in terms of an abstract platform [1]. Concrete platforms may also include legacy 
platforms; 

• Modelling language identification: models must be specified in a modelling language that is 
expressive enough for its application domain. This activity identifies the specific needs for modelling 
languages. Since models can be used for various different purposes, such as data representation, 
business process specification, user requirements capturing, etc., many different modelling languages 
may be necessary in a development project. Process roles for performing this activity include domain 
experts; 

• Transformations identification: transformations define how model elements of a source model are 
transformed into model elements of a target model. This activity identifies the possible or necessary 
transformation trajectories from the abstract to the concrete platforms. These transformations have to 
take into account the modelling languages identified before; 

• Traceability strategy definition: traceability in model transformation refers to the ability to establish a 
relationship between (sets of) model elements that represent the same concept in different models. 
Traces are mainly used for tracking requirements and changes across models. This activity defines 
the strategy to be applied in the definition of traces along the development trajectory. 

Figure 5 shows the activities of the preliminary preparation phase. 
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Figure 5. Preliminary preparation activities 

The activities of the preliminary preparation phase often depend on the requirement analysis activity of 
the project execution phase (see Section 5), as depicted in Figure 6.  
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Figure 6. Influence of requirements analysis on the preliminary preparation phase 

In case model-driven techniques are used for requirement analysis, certain preliminary preparation 
activities may precede requirement analysis. For example, this can be the case if a UML profile or a 
metamodel is available for the User Requirement Notation (URN) [8]. Identifying such a profile or 
metamodel is a preliminary preparation activity to be performed before requirements analysis. 

4.2. Detailed preparation phase 
In the detailed preparation phase we have identified two activities: 
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• Specification of modelling languages: in accordance with the specific needs for modelling languages 
identified before, this activity identifies the concrete general purpose or domain specific modelling 
languages that shall be used in the execution phase. Source and target metamodels used in the 
transformations are also defined in this activity. Process roles for performing this activity include 
domain experts; 

• Specification of transformations: model transformations need rules and annotations to control the 
transformation process. Rules control the transformation of an annotated source model to a target 
model. Rules have to be defined at the metamodel level, in order to be applicable to any instance of 
the source metamodel that is transformed to an instance of the target metamodel. Rules can be 
formalized in a certain modelling language or metamodel, or they may be defined as code in a 
scripting or programming language. Annotations are information related to a model, optionally 
defined in terms of elements of this model’s metamodel. This activity is concerned with the 
specification of the necessary transformation rules and annotations. 

Figure 7 shows the activities of the detailed preparation phase. 
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Figure 7. Detailed preparation activities 

Language and transformation specifications produced in this phase are strong candidates for reuse, 
namely in future projects in similar application domains. Therefore these specifications should be 
somehow stored and catalogued for future use. These reuse considerations are also depicted in Figure 7. 

4.3. Infrastructure setup phase 
In the infrastructure setup phase we have identified two activities: 

• Tool selection: a number of activities in our methodology have to be handled by tools, such as (i) the 
definition of models and metamodels, (ii) the transformation and code generation based on model 
information, (iii) the definition of constraints and rules to verify model compliance. This activity 
aims at selecting of one or more tools to support activities in the development process. For the 
selection of appropriate tools, all requirements from the software engineering perspective are 
identified and mapped to capabilities of existing tools available on the market; 

• Metadata management: metadata provides in most cases information about the structure of data, e.g., 
which data types are available, the structure of these data types, what data aggregations are valid, etc. 
Different technology families usually define their own ways to manage metadata, as well as to 
generate and manipulate metadata repositories. Metadata can be used in different situations, like, e.g., 
to store information about transformations, to store information about available resources, to support 
migration or to support applications during runtime. In each project, the necessary support for 
metadata as well as the way to manage metadata is defined in this activity. 

Figure 8 shows the activities of the infrastructure setup phase. 
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The tool selection activity can be quite intricate. The choice of the most appropriate MDA tool depends 
mainly on the level of engineering support required in the project. In some projects, MDA tools may be 
required to support behaviour modelling and simulation. In general MDA tools should also give support 
to traceability, for example, to associate code fragments to their corresponding model elements in order to 
guarantee that changes in the code are reflected in the model and vice-versa. Extensibility, integration 
with XML-based techniques and interoperability with other tools may also be important requirements to 
consider. Furthermore, other circumstances like the availability of a certain tool in an organisation or the 
experience of the designers with some specific tool may strongly influence if not determine the choice. 
The tool selection activity may have an impact on each of the preparation activities, as well as on the 
metadata management activity. 

5. Execution phase 

The project execution phase is the main phase of a project, since in this phase the developers apply the 
acquired knowledge to produce software artefacts and deliver the final products. The specific activities of 
this phase depend on the selected SDP, which is described in terms of sub-activities and work products. 
However, for the purpose of our methodology we have identified general activities that appear in virtually 
any object-oriented or component-based SDP. Our methodology has identified seven activities in the 
project execution phase: 

• Requirements analysis: this activity generally aims at (i) establishing a dictionary with well-defined 
terminology and (ii) structuring the requirements. Both the dictionary and the requirements are 
normally used as input to produce conceptual domain models. Requirements should also be 
associated to their corresponding model elements, allowing traceability from requirements to models 
or even to code. It may be even possible to have some model-to-model transformation that creates an 
initial platform-independent model (PIM) from requirements models; 

• Modelling: this activity comprises the formal specification, construction, documentation and 
(possibly) visualisation of artefacts of distributed systems, using one or more modelling languages. 
This activity is concerned with the development of software engineering specifications that are 
expressed as an object or component model or combinations thereof. The products of this activity are 
specifications of the structure of these artefacts, such as names, attributes and relationships with other 
artefacts. Behaviour specifications describe the behaviour of the artefacts in terms of states, allowed 
transitions and the events that can cause state changes. The interactions between artefacts may also 
be represented in behaviour specifications. These models are created with the help of tools that 
support the representation of the artefacts and their behaviour; 

• Verification/Validation: this activity is concerned with (i) determining whether or not the products of 
the modelling activity fulfil the requirements established by the requirements analysis activity, and 
(ii) evaluating whether the products of the modelling activity are free from failures and comply with 
the requirements established in the requirements analysis activity. Some existing technologies allow 
these activities to be performed (semi-) automatically by using tool support. A verification/validation 
strategy for the produced models has to be explicitly defined in this activity; 

• Transformations: this activity is concerned with the refinement of the models produced in the 
modelling activity by means of rules and annotations that control the transformation process. The 
artefacts defined by the modelling activity are refined by defining data structures and procedures, 
defining message protocols for the interactions, mapping the artefacts into classes and mapping these 
onto constructs of a programming language (model-to-code transformations); 

• Coding/Testing: this activity is concerned with the development of code that is necessary to 
complement the automated code generation. With current technology, somecoding is still required by 
developers after a model-to-code transformation has been performed. The same applies for the 
execution of test cases. Automatic testing is possible to some extent, but usually manual testing is 
also necessary to complement the testing activities; 

• Integration/Deployment: this activity is concerned with the embedding of the newly developed 
systems into their operational environment. In large organisations, new services and applications 
have to co-exist with established systems and work on existing infrastructures. The MDA prescribes 
that (new) functionality should be modelled at the platform-independent level. Since platform-
independent models of the existing (legacy) systems can be developed by applying reverse 
engineering, integration issues can be addressed already at the platform-independent level. The 
deployment sub-activity is concerned with the management of the life-cycle of component instances 
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running on the nodes of a platform. This sub-activity handles issues like, e.g., the transfer of 
implementations to the appropriate nodes, and instantiation, configuration, activation and 
deactivation of component instances; 

• Operation/Maintenance: this activity is concerned with the overall management of the life-cycle of a 
distributed application, including issues like, e.g., dynamic configuration, dynamic service upgrade, 
and service migration to different nodes; 

Figure 9 shows the activities of project execution phase. 
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Figure 9. Project execution activities 

In general, the activities in the project execution phase can be repeated more than once, e.g., if multiple 
development iteration cycles are applied or errors are found. In case failures, defects or other problems 
are discovered in one of the activities, the process should resolve the issue at the modelling activity, since 
models are supposed to drive the whole process execution phase. All activities of the project execution 
phase can generate feedback to refine and improve of the processes and methods, influencing in this way 
the preliminary or the detailed preparation phases or both, depending on the severity of the feedback. 

6. Case study: a VoiceXML application 
VoiceXML [9] is a technology that provides telecom operators with features to enhance their services 
with interactive voice responses. These services are voice-based and include Text To Speech (TTS), and 
Automatic Speech Recognition (ASR) subsystems. VoiceXML is a mark-up language (i.e., an XML 
schema), for specifying voice dialogues and has been introduced in order to free the authors of voice 
response applications from low-level programming and resource management.  

In the MODA-TEL project we have a VoiceXML case study that aims at defining voice-based telecom 
services in a PIM model, and providing the transformation to a PSM model based on the existing 
infrastructures. France Telecom (FT) and Telenor will use different concrete platforms in order to stress 
the MDA character of the case study. Below we briefly discuss some activities of our methodology as it 
has been applied in the case study, focusing on the FT implementation. 

6.1. Project management 
MS Project has been selected as the tool for project organisation (work partitioning and identification of 
roles). We have decided to use a process definition tool to specify the engineering process to be executed 
and we are using SPEM [3] for this purpose. The requirements for the process definition tools are (i) 
support for the SPEM notation and (ii) the ability to export the model representing the engineering 
process. The SPEM UML profile implemented within the Objecteering tool [10] has been selected for this 
purpose. 

Figure 10 illustrates the development process intended for developing the voice services on top of 
Euphonie, which a France Telecom proprietary VoiceXML platform that offers a framework for 
developing, executing and debugging interactive voice services using next generation technologies and 
VoiceXML. This process has been specified using Objecteering and the SPEM UML profile. 
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Figure 10. Development process for voice services 

6.2. Preliminary preparation phases 
A specific voice-oriented UML profile should be used by end-users to model dialogs at PIM level. An 
intermediate PSM metamodel is used for representing the projection of a specific voice service into the 
Euphonie platform. 

Two model-to-model transformations are being defined in the FT implementation: (i) from the UML 
profile to the PIM metamodel and (ii) from the PIM metamodel to the Euphonie PSM metamodel. Two 
code generators are also being defined: (i) for generating the state machine descriptors and (ii) for 
producing the Java classes compliant with the Euphonie platform. 

We expect that all the code associated with dialog description will be produced directly from the PIM 
models and annotations. For business code only the skeletons of the classes will be generated. Up to now, 
no decision has been taken on how to handle traceability.  

6.3. Detailed preparation 
The Transformation Rule Language (TRL) [11] formalism and textual syntax will be used to specify 
model-to-model transformation. TRL is a language used to express queries and transformations on 
models in compliance with the metamodelling principles defined in the MOF 2.0 standard. TRL is under 
development and is part of the proposal of the Open QVT consortium in response to the MOF2.0/QVT 
RFP.  
There are many alternatives for the implementation of the transformation rules and for code generation. A 
standard textual editor is being used to define the rules in TRL (XEmacs from GNU). The rules are being 
compiled and tested using the TRLengine model transformation prototype provided by FT. 

For the PIM/PSM model-to-model transformation, the FT implementation is considering either to use the 
output of the TRLengine tool or to implement the rules using the J language supported by the 
Objecteering tool. For the last alternative, a UML profile associated with the Voice PSM metamodel is 
necessary and has to be defined. 

For code generation rules the alternatives are to implement them using the J language within the 
Objecteering tool, to use the facilities for tool generation provided by the ArcStyler tool or to use the 
APIs provided by the Univers@lis tool [12]. Univers@lis is a model repository tool that allows one to 
store object-oriented models. Model elements are represented as instances of metaclasses that are defined 
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according to an object-oriented metamodel. Univers@lis provides support for the UML 1.3 metamodel 
and the MOF 1.3 metamodel. Other metamodels can be supported by simply importing their specification 
into the tool. 

An important requirement for implementing the model-to-model and code generators is the ability to 
access the input models, using an API or a dedicated model manipulation language, and the ability to 
export the output models once they are generated. The latter requirement is crucial to preserve tool 
independence. 

For the definition of the PIM voice metamodel and the PSM voice metamodel any UML tool providing 
class diagram support and XMI externalization can be used. For the definition and implementation of the 
PIM-level voice UML profile, we intend to use the MDA tool provided by Objecteering. 

Figure 11 shows the results of the detailed preparation phase represented in terms of a refined software 
development process showing the necessary models, metamodels and transformations, and their 
relationships.  
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Figure 11. Result of the detailed preparation phase 

6.4. Project execution (tool chain) 
One of the purposes of this case study is to apply our MDA-based methodology to re-implement an 
address book service that has been developed before using a traditional (non-MDA) approach. Therefore, 
requirement analysis has already being done before for this service. 

The dialogs of the address-book voice application are being specified in UML using the Voice UML 
Profile. The Objecteering UML modeller is being used for that. These dialogs were originally specified 
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using a text-based proprietary formalism. The XMI exporter within the UML tool is used to export the 
model to the other tools, in particular the TRLengine used for model transformation. 

Verification and validation on the models is planned to be performed directly within the Objecteering 
UML tool. We use the validation rules implemented using the J language for that purpose. 

The implementation of the model to model transformations and code generation are considered as part of 
the preparation activity. During the execution phase, the end-user only needs to know how to invoke the 
transformation. We plan to add menu items within the Objecteering Voice UML profile to facilitate the 
invocation of the transformations for the end-user. For this purpose Objecteering should allow the 
definition of specialised menus. 

The Java environment is used for coding and testing. Only some specific business operations are being 
implemented in Java. So far, no decision has been taken on the automation of the integration and the 
deployment phases. 

7. Conclusions 
A development methodology should define guidelines to be used in a development project, in terms of the 
necessary activities, roles, work products, etc. The methodology presented in this paper gives such 
guidelines and combines them with the concepts and principles of the MDA. The methodology itself is 
under development and its application on the case studies that are being performed in the MODA-TEL 
project will certainly provide the necessary feedback and refinement to improve its applicability. 

An MDA-based development trajectory can require many different metamodels, models, transformations 
and their supporting tools. From our experience with the case study we can conclude that the MDA 
approach requires that the engineering process is explicitly described and documented in terms of the 
necessary work products and activities, such as illustrated in Figure 10 and Figure 11. The explicit 
definition of the engineering process makes an MDA-based project manageable. 
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Abstract 
With the increased use of modelling techniques has come the desire to use model transformations. Model 
transformations systems are graph transformations systems that perform translations between languages 
defined by a corresponding metamodel. The current paper proposes a transformation language called 
YATL (Yet Another Transformation Language). This transformation language has been defined to 
perform transformations within the OMG’s MDA framework. After having presented YATL, we present 
several experiments to show how YATL can be used to map from a source model to a target model. YATL 
is still evolving since it is supposed to match the forthcoming QVT standard. 

1. Introduction 
The Model-Driven Architecture (MDA) [14][6] is an initiative of the Object Management Group (OMG) 
to define an approach to software development based on modelling and automated mapping of models to 
implementations. The basic MDA pattern allows the same platform-independent model (PIM), which 
specifies business system or application functionally and behaviour, to be mapped automatically to one or 
more platform-specific models (PSMs). 

The MDA approach promises a number of benefits [14][4]: 

• Improved portability due to separating the application knowledge from the mapping to a specific 
implementation technology. 

• Increased productivity due to automating the mapping. 

• Improved quality due to reuse of well-proven patterns and best practices in the mapping. 

• Improved maintainability due to better separation of concerns. 

• Enables different applications to be integrated by explicitly relating their models: this facilitates 
integration and interoperability and supports system evolution as platform technologies change. 

While the current OMG standards such as Unified Modeling Language (UML) [18] and Meta Object 
Facility (MOF) [15] provide a well-established foundation for defining PIMs and PSMs, no such well-
established foundation exists for transforming PIMs to PSMs [7]. In 2002, in its effort to define the 
transformations, OMG initiated a standardization process by issuing a Request for Proposal (RFP) on 
Query / Views / Transformations (QVT) [9]. This process will lead to an OMG standard for defining 
model transformations, which will be of interests not only for PIM-to-PSM transformations, but also for 
defining views on models and synchronization between models. Driven by practical needs and the 
OMG’s request, a large number of approaches to model transformation have been recently proposed [4]. 

In this paper, we describe YATL, a transformation language developed within the Kent Modelling 
Framework (KMF) [9]. The compiler and interpreter for YATL are implemented in Java and are designed 
to maximise the portability to different modelling environments/tools.  Both language processors contain 
a core of elements (classes, methods etc.), which are independent of the modelling environment/tool. The 
features that are environment-dependant are implemented using delegation. This approach allows a fast 
implementation under different modelling framework, for example Eclipse Modelling Framework (EMF).  

Parts of the above language processors were built using MDA techniques: 

• The lexical analyser, the parser and translators were generated automatically using Syntax-
Driven Translation Scheme (SDTS), lexical analysers, and parsers generators. 



 84

• The Java code associated to the YATL’s abstract syntax was generated using KMF Studio, a tool 
provided by KMF, using the MOF model of the abstract syntax as input. 

These parts can be easily regenerated for other environments if appropriate generation tools are provided. 
For instance, if the target language is C#, the above parts of the language processors can be easily 
generated as C# parser generators are available and KMF can be configured to generate C# code.   

2. Design features 
The Yet Another Transformation Language is a hybrid language (a mix of declarative and imperative 
constructions) designed to express model transformations as required by the MDA [14][6] approach and 
to answer the Query/Views/Transformations Request For Proposals [10] issued by OMG. It is described 
by an abstract syntax (a MOF metamodel) and a textual concrete syntax. It does not provide yet a 
graphical concrete syntax as QVT RFP suggested. A transformation model in YATL is expressed as a set 
of transformation rules. The recommended style of programming is declarative. Transformations from 
Platform Independent Models (PIMs) to Platform Specific Models (PSMs) can be written in YATL to 
implement the MDA. 

This paper presents the current version of YATL, which is evolving in order to support all the features 
provided by [9] and the future QVT standard. 

We designed YATL to support beside the ongoing QVT requirements, the following additional 
requirements: 

• Transformation engine must be capable to perform efficient transformation for large-scale 
systems. 

• The process of applying the transformation rules must be deterministic. 

• Syntax and semantics of YATL must be well-defined. 

• YATL should be a hybrid language containing both declarative and imperative features. 

• Queries, views, and transformations are organized in namespaces to provide reusability and 
avoid name collision. 

• YATL must provide all the required computational power, regardless of the host platform or 
language. 

3. Namespaces and Translation Units 
A YATL program consists of one or more translation units, each contained in a separate source file. 
When a YATL program is processed, all of the translation units are processed together. Thus, translation 
units can depend on each other, possibly in a circular fashion. A translation unit consists of zero or more 
import directives followed by zero or more declarations of namespace members: queries, views, or 
transformations. 

The concept of namespace was introduced to allow YATL programs to solve the problem of names 
collision that is a vital issue for large-scale transformation systems. Namespaces are used both as an 
“internal” organization system for a program, and as an “external” organization system—a way of 
presenting program elements that are exposed to other programs. A YATL program can reuse a 
transformation by importing the corresponding namespaces and invoking the appropriate rules.  

A YATL query is an OCL expression, which is evaluated into a given context (package, classifier, 
property, operation etc.). The returned value can be a primitive type, model elements, collections or 
tuples. Queries are used to navigate across model elements and to interrogate the population stored in a 
given repository. YATL uses the OCL implementation that was initially developed under KMF and then 
under Eclipse as an open source project [1][2].  

A YATL transformation is a construct that maps a source model instance to a target model instance by 
matching a pattern in a source model instance and creating a collection of objects with given properties in 
the target model instance. The matching part is performed using the declarative features of OCL, while 
the creation of target instances is done using the imperative features provided by YATL. YATL provides 
also the possibility of interacting with the underlying machine using native statements. Although we do 
not encourage the use of such features, they were provided to support the modeller when some operations 
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are not available at the metamodel level (e.g. the standard library of OCL 2.0 does not provide a function 
to convert lowercase letters to uppercase letters).  

4. Views 
According to [10] a transformation model language shall enable the creation of a view of a metamodel. 
Views are not supported by YATL yet. This is an area of ongoing research. 

5. Transformations 
To support the mandatory requirements from [10], a YATL transformation describes a mapping between 
a source MOF metamodel S, and a target MOF metamodel T. The transformation engine uses the 
mapping to generate a target model instance conforming to T from a source model instance conforming to 
S. The source and the target metamodels may be the same metamodel. Navigation over models is 
specified using OCL. 

Each transformation contains one or more transformation rules. A transformation rule consists of two 
parts: a left-hand side (LHS) and a right-hand side (RHS). The LHS of a YATL transformation is 
specified using a filtering expression written either in OCL or native code (Java, C#, scripts etc). This 
approach allows filter expressions to include both modelling information (e.g. navigational expressions, 
properties values, collections, etc.) and platform dependent properties (e.g. special conversion functions), 
which makes them extremely powerful. A compound statement specifies the effect of the RHS. The LHS 
and RHS for the YATL transformation are described in the same syntactical construction, called 
transformation rule. A rule is invoked explicitly using its name and with parameters.  

The abstract syntax of YATL namespaces, translation units, queries, views, transformations, and 
transformations rules is described in Figure 1.  

 
Figure 1 Abstract Syntax 

6. Declarative features 
YATL is a hybrid language containing both declarative and imperative constructions. The declarative 
features come mainly from OCL expressions and the description of the LHS of transformation rules. 
YATL acts similar to a database system that uses SQL to interrogate the database and the imperative host 
language to process the results of the query. We choose OCL to describe the matching part of YATL rules 
because it is a well-defined language for querying the UML models, it provides a standard library with an 
acceptable computational expressiveness, it is a declarative language, and it is a part of the OMG’s 
standards.   
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7. Imperative features 
YATL supports several kinds of imperative features that are presented thereafter. This features were 
selected such that YATL provides lifecycle operations like creation and deletion, operation to change the 
value of properties, declaration, decision, and iteration statements, native statements to interact to the host 
machine, for reasons that were previously explained, and build statements to ease the construction of 
target model instance. Compound statements contain a sequence of instructions, which are to be executed 
in the given order. These syntactic constructions make use of OCL expressions to specify basic operations 
such as adding two integer values. YATL uses the same type system as OCL 2.0 [16]. The abstract syntax 
of the YATL statements is described in Figure 2.  

 
Figure 2 Statements 

 

7.1. Variable declarations 
A YATL variable declaration follows the OCL syntax: 

let varName : oclType = oclExpression; 

YATL variables are typed and must be defined before first use, so YATL is a strongly typed language. 

7.2. Assignment statements 
All the imperative languages alter the internal state of the associated virtual machine by changing the 
values attached to variables. The RHS of a transformation rules changes the state of the transformation 
engine by building parts of the target model instance. The building process requires side-effects, which 
are not supported by OCL. Hence, a transformation should provide explicit or implicit side-effects. YATL 
supports assignment statements, which are used to create new instances and bound properties to a given 
value: 

oclExpression1 := oclExpression2 

It assigns the value of the right operand to the variable or property given by the left operand. 

7.3. Lifecycle instructions 
YATL supports explicit creation or destruction of objects in an imperative manner. Instance creation uses 
the classic new operator: 
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varName : = new pathname; 

Deletion is supported by a statement such as: 

delete oclExpression; 

7.4. Building pattern 
In most of the cases, the RHS of a transformation acts like a building pattern. To support such a feature, 
YATL has a construction called build statement. This construction creates a complex object from 
independent parts that make up the object. For example, if the modeller wants to create an instance of a 
class Book that has two properties, name and pages, the following construction  

build Book { name = ‘test’, pages = 5 } 

is more convenient then creating the instance, using a new statement, and then setting the values of the 
properties with assignment statements. If the values of some properties are not specified, the values are 
set to the undefined value from OCL. 

7.5. Conditional statements 
OCL provides a conditional construction similar to the conditional operator from Java, C#, C/C++. 
However, a conditional construction at the level of statements is required. The if statement in YATL has 
the following concrete syntax: 

if condition then statement  else statement endif 

The semantics of if statement in YATL is similar with the semantics of if statements of imperative 
languages like Java, C#, and C/C++. 

7.6. Loop statements 
Loop statements with pre and post condition are supported in YATL: 

while condition do statement 

and 

do statement until condition 

A loop statement iterating over the elements of a collection is also supported: 

foreach variableDeclaration in oclExpression do statement 

where the type of oclExpression must be an OCL collection type. 

7.7. Native statements 
The computational support provided by YATL comes mainly from the OCL standard library. However, in 
the case of large-scale systems additional computational power is required (eg. converting letters from 
uppercase to lowercase or vice versa). This problem can be solved either by improving the OCL standard 
library or by providing a mechanism to communicate with the host platform/language. Such additional 
support can be used from YATL using native statements: 

native { 

code for the host platform (C#, Java etc) 

}  

The implementation of this statement is platform dependent. To communicate with the host 
language/framework, the names of imported/exported variables from/to native block must be prefixed 
with a distinct symbol (e.g. hash sign). The syntax and semantics errors will be reported by the 
interpreter/compiler of the host language/framework. 

7.8. Expressions 
Expressions in YATL are written in OCL and can be used as statements as in Java and C#. The abstract 
syntax of the expression supported by YATL is described in [2]. Beside the OCL expressions, YATL 
contains two new kinds of expressions: new and track expressions; new expressions are used to create an 
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instance of a given type while track expressions are used to store and retrieve the mappings at run-time. 
Track expressions are useful in large scale systems to optimise the runtime and to solve some problems 
which involve circular processing. 

8. Properties of YATL 
A YATL transformation is unidirectional. We believe that a model transformation language should be 
unidirectional, otherwise it cannot be used for large scale models. This happens mainly because a 
bidirectional transformation language acts like a reasoning machine, using the unification operation to fill 
in the gaps. However, when a transformation model contains only declarative rules, it should be possible 
to derive a part of the reverse transformation. 

On a real model-to-model transformation, traceability is absolutely necessary to make the approach 
workable. To trace the mapping between source and target model instances, YATL comprises an operator 
called track. Track expressions are, from the concrete syntax point of view, similar to DSTC’s track 
constructions [11]. The main difference is that YATL’s tracks are defined using concepts like relation 
name, domain, and imagine, and not Prolog-like concepts (e.g. unification). This approach makes the 
traceability system of YATL suitable for large-scale systems.  

During the transformation process the source, target, and transformation model should be navigable. This 
feature is not supported by the current version of YATL. This is an area of ongoing research. 

Current version of YATL does not allow incremental changes in a source model to be transformed into 
changes in a target model immediately. This is an area of ongoing research. 

9. Transforming UML classes to Java classes 
We experimented YATL on substantial and representative examples for clarification and validation 
purposes (UML class diagrams to Java classes, spider diagrams [8] to OCL, and EDOC to BPEL, WSDL, 
and XSD). Due to lack of space we present here only the classic mapping from UML class diagrams to 
Java classes. The goal of this experiment is to prove the feasibility of model transformations with YATL. 
The experiment was performed both under KMF and EMF to illustrate the portability of the YATL 
implementation. Figure 3 contains a brief description of the transformation. 
 

start kmf::uml2java::main; 

namespace kmf(uml, javaModel) { 

 transformation uml2java { 

 -- 1-1 Mappings 

 -- Map a UML class to a Java class 

 rule umlClass2JavaClass match uml::Foundation::Core::Class () { 

  -- Create Java class 

  let jClass: javaModel::JavaClass; 

  jClass := new javaModel::JavaClass; 

  -- Set name 

  jClass.name := self.name.body_; 

  -- Store mapping 

  track(self, class2class, jClass); 

 } 

 -- Map a UML attribute to a Java field 

 rule umlAttribute2JavaField match uml::Foundation::Core::Attribute () { 

  . . . 

 } 

 -- Map a UML association end to a Java field 

 rule umlAssociation2JavaField match uml::Foundation::Core::AssociationEnd(){ 

  . . . 
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 } 

 -- Map a UML method to a Java operation 

 rule umlOperation2JavaMethod match uml::Foundation::Core::Operation () { 

  . . . 

 }   

 -- Link all the fields to the corresponding class 

 rule linkAttribute2Class match uml::Foundation::Core::Attribute () { 

  -- Get the Java Class that owns the corresponding field 

  let umlOwner: uml::Foundation::Core::Classifier, jClass : javaModel::JavaClass; 

  umlOwner := self.owner; 

  jClass := track(umlOwner, class2class, null); 

  -- Get the Java Field 

  let jField: javaModel::JavaField; 

  jField := track(self, attribute2field, null); 

  -- Link field and class 

  jClass.fields := jClass.fields->including(jField); 

  jField.class_ := jClass; 

 } 

 rule linkAssociationEnd2Class match uml::Foundation::Core::AssociationEnd() { 

  . . . 

 } 

 -- Link all the operations to the corresponding class 

 rule linkOperation2Class match uml::Foundation::Core::Operation () { 

  . . . 

 } 

 

 -- main rule 

 rule main () { 

  -- Map individual elements 

  apply umlClass2JavaClass(); 

  apply umlAttribute2JavaField(); 

  apply umlAssociationEnd2JavaField(); 

  apply umlOperation2JavaMethod(); 

  -- Add fields to Java classes 

  apply linkAttribute2Class(); 

  apply linkAssociationEnd2Class(); 

  -- Add operations to Java classes 

  apply linkOperation2Class(); 

 } 

} 

} 

Figure 3 Transformation Rules    

YATL was also used to map spider diagrams [8] to OCL expressions. These experiments proved that 
YATL is powerful enough to support complex transformation, but the YATL developing environment 
should be improved to support debugging at runtime. 
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10. Conclusions and related work 
We have learned a lot during this work. The experiments forced us to add new features to YATL and 
improve the implementation, especially the mapping from spider diagrams to OCL because is not a 
conventional mapping from a visual language to a textual language.  

YATL is still evolving because one of our main goals is to make it complaint to the QVT standard. But 
we also hope to add many original features to the YATL development environment and to integrate it 
with KMF and EMF. 

Since OMG launched its QVT RFP [10] in 2002, several submissions were made. DSTC’s submission 
[11] contains a declarative definition of QVT and uses high-level concepts that are similar with those 
from Prolog. Unfortunately it cannot cope with large-scale transformations because its concepts make the 
implementation very slow. QVT Partners submission [12] considers that transformations are special cases 
of relations and describes them using a graphical syntax. This approach is in way similar with the one 
presented in [3]. This submission provides a mechanism for relations’ refinement. In the near future 
YATL will provide a similar support, although it will be described in a textual way. The French 
submission [13] is very similar with the approach that we took. But, there are a lot of differences such as 
the concrete syntax, the semantics of the rules, the tracking mechanism, the support for interaction with 
the host machine and creation of target model instance etc. 
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Abstract 
The software development community pursues the development of software systems with a higher degree 
of reuse, reduction of costs, and shorter time to market. One of the successful mechanisms followed to 
achieve these goals is based on sharing the development efforts, producing sets of similar products. This 
approach is known as Product Family Engineering (PFE). Although the concept is a fertile ground for 
the application of the Model Driven Engineering, up to date testing activities have been little addressed. 
This paper contains a proposal of metamodel for testing, based on the UML profile for testing, but 
capable of being used in a Product Family Engineering context, where the identification and modelling of 
both the parts that are shared by all the products in the family, and those that are specific to any product 
is a must. The work is based on some of our experiences in the application of this approach in several 
industrial fields. 

1. Introduction 
In software intensive systems, especially in those domains closer to consumer electronics (these domains 
are expected to continue a path of growing in the next years), the size of the product portfolio that a 
company must deliver to the market is increasingly larger. The case, for example, of mobile phones is 
significant enough: it has been reported that leader companies release next to a hundred new products a 
year. 

It is sensible to think that there are no major changes in functionality to all those products; rather, 
functionality advances in small "deltas", as improvements to the functions, introduction of new ones (in 
incremental steps), and bug repairs. Besides, although mobile phones software and services are not 
considered critical systems, the quality of the products is important to keep the market share and therefore 
in the development many efforts are focused on testing the new products. 

From the technical side the situation reveals to be critical because the changes introduced into a new 
product with respect to the previous one need to be tested in relation to all the previous functions. As an 
example, if a new feature is added to the agenda of the mobile phone, it should be tested while calls are 
coming, or at the same time the user is trying to create a message.  This is to explain the difficulties and 
that the number of new tests do not grow linearly with changes, but closer to an exponential line. 

To put it in a nutshell: changes in functionalities of these systems are delivered in an incremental way, 
there are many related but different systems, testing is the main activity in the development process 
dealing with the quality of products. We will see more and more attention paid to testing in the short term. 
More testers are required, and improvements to the techniques used so far to testing are needed in order to 
meet the time to market of new products. 

The proposal of this paper is that the application of the basic principles of model driven engineering or 
model driven architecture, this is, using models, separing the specification from realisation models, 
describing the transformations, can be used in the context of testing of these software intensive systems. 
That the approach is useful in other domains where system families or product lines are set, provided a 
clear metamodel and methodologycal support is available. 

The rest of our contribution is organised as follows: the second section is devoted to present the principles 
of system families engineering, with special focus in the difference between family and product 
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engineering. The third section includes information specific to testing and the usage of MDA models in 
this development phase. Fourth section reports our experiences in the application of this approach. 
Conclusions and information about our further work is included. 

 
Figure 1 CAFÉ Process Reference Model. 

The basic work behind the results presented here has performed in the CAFÉ and FAMILIES projects [1]. 
The CAFÉ reference framework (CRF) gives a guide to classify the activities and models related with PF 
development. In summary, CRF can be divided in two main parts CAFÉ Process Reference Model 
(CAFÉ – PRM, shown in Figure 1) and CAFÉ Assets Reference Model (CAFÉ - ARM). The objective of 
this model is to represent the major activities and methods operating on the core assets, to allow the 
mapping of the contribution/tools against a common reference. Our research work is aimed to solve 
problems in the transition from Domain Testing to Application Testing, although the transitions in other 
phases of development are also considered in our research work. 

The product family can be described by several types of models [2] for requirements, architecture, design, 
and test. The requirement models deal with the functional but also non-functional features for the 
products in the family. The architectural models describe high-level design definitions of the products in 
the family; the design models show the different components that the architectural models describe; and 
finally, test models contain the tests that the PF must satisfy; they are usually based on the PF 
requirements. 

Our goal in this document is to present our ongoing efforts towards the representation and efficient 
management of product family testing by means of the model driven approach, which includes: 

• The clarification of the methodological approach for the introduction of model-driven testing in the 
product family context. 

• The identification of a testing metamodel able to be used in practice in the product family context, 
and close to the OMG-UML testing profile. 

• The selection of modelling mechanisms capable to represent the shared and the variable parts in the 
tests in usable and efficient way. 

• The identification of derivation mechanisms that cover the transformation of product family tests 
into product specific tests. 

2. Validation aware development process for product families 
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Figure 2: The V model for product family engineering. 
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The figure represents the well-known V development model: it is a classical model that maps validation 
and verification activities (testing) onto the waterfall model. Applied to product family engineering, 
however, there are two tracks for testing. The first one (represented in the medium branch of the doble-V 
model) contains the parts of the testing models that are shared by all the products in the family, this is, the 
reference testing models. As can be imagined, these models are abstract, and are, in general, mainly 
addressed to the testing of the platform in case there is a component platform supporting the family, also 
mainly addressed to integration testing (that performed putting several parts of the final system together, 
not just testing an isolated component). Also skeletons for testing of functions shared by all the products 
in the family are contained here. That is about test definition; only a small part of them can be actually 
performed or executed, since they require a large infrastructure in terms of stubs to be properly executed. 

The right branch of the model depicted in figure 2 corresponds to the second testing track, that takes the 
test cases that are shared by all the products in the family, adapts them if necessary to be applied on a 
particular product, adds new tests (those that are specific to each product), and is able to execute all these 
tests on actual products. Thus, this branch contains actual detailed tests, their execution and their results. 

The fact we found in our experiments is that this situation corresponds nicely to the basic principles of the 
Model Driven Engineering and Model Driven Architecture methods: the family referenced tests (or 
testing models) are platform independent, even more, product independent, while the actual tests to be 
performed on specific products are platform and product specific. In the same way that MDA tries to 
clarify the mapping between the PIM and the PSM, the application of testing models in the product 
family engineering approach requires a method to describe the models, and a way to perform the 
correspondence between them. 
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Figure 3: Meta-model for testing. 

Most of the benefits promised by MDA would in this situation be applied to testing, with the difference 
that while the concept of architectural models is already an industrial issue accepted in many companies 
and performed with the help of tools, testing is still in an immature stage, most of it is made by hand, and 
no widespread agreement on notations have been reached yet. The application of MDE can help in the 
organisation of testing activities, and in the introduction of models in this phase of development. 

The metamodel for testing we present shortly is a conceptual framework able to cope with variability in 
testing [3], so, although it follows the general principles stated by the UML profile for testing [4], 
modifies and extends the profile in several aspects. In particular, our metamodel includes some elements 
already available in the profile, such as Test Case, Test Class (that is called Test Suite), and the concept 
of Test Data. The mapping of the Test Class to State Transition Diagrams is however, unique in our 
approach, as well as the relation to the Requirements model. 

The Fig. 3 shows the main entities of the test approach and their relationships. The requirements are the 
basis of the test; in particular, requirements (both generic in the system family and specific to a subset of 
systems in the family) drive the design of test classes. A test class is a group of test cases related with a 
certain system entity. These test cases are derived from a model of the behaviour of this entity based on 
State Transition Diagrams and Test Scenarios. For example, the test Class Track Circuit includes all the 
test cases related with this element in a reference architecture for train control. Test cases include 
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requirements traceability information. This information makes possible to evaluate the requirements 
coverage (how many requirements are tested). 

Fig. 4 shows the workflow of activities in the validation, from the test design to the test execution. The 
process starts with the requirements specification. Domain experts build testable models with the 
information of the requirements, the state transition diagrams and the test scenarios.  
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Figure 4: Activities in derivation of product specific tests. 

State transition diagrams describe the behaviour of the system elements. At this level, a transition is 
defined by an input state, an output state, an event that triggers the transition and a set of system 
requirements that are associated with the transition. This makes possible to measure the requirements 
coverage. It is also possible to know which test cases are covering generic requirements and which ones 
customer specific requirements. The test scenarios are used for representation of complex requirements 
involving several entities of the system. There are system requirements that are not specific of a single 
test class. 

3. Variability management 
In order to know how to face variability, first we need to understand it. A definition may help: 
“Variability is what can be different among members of a collection (of problems, solutions or products)” 
[5]. Variability aspects can be managed at different stages: requirements descriptions, test scripts, 
architectural models, design documentation, source code, compiled code, linked code and running code. 

The variation point concept can be used in order to express variability explicitly. A variation point 
identifies one or more locations at which variability will occur. Each variation point will be related to a 
decision [6]. Once the decision is made, a set of variant elements will remain and others will be left apart; 
as a result, the variation point will have changed its state. This principle, which has extensively applied in 
the architectural process [7], is now proposed to be applied to testing models. 

Tightly linked to the concept of variability, the decisions are part of the product family; therefore they are 
related to the models in the PF. In order to obtain specific products, decisions have to be taken to deal 
with variability: either in the requirement, or architectural or testing phases. The later the variability 
issues are solved the more flexible the product family is. Conflicts are a consequence of the variability in 
the product family; they have to be fixed in order to obtain coherent products. Different alternatives may 
lead to different conflicts, but there should be at least one solution for each conflict. 

Variability is explicitly represented in the testing models through variation points. For us, each variation 
point is composed of one or more variants and it is formally defined by an algebraic expression. The 
expression denotes the relationships among elements, using as syntax operators the ones available in 
Boole Algebra. Expressions are composable, therefore an expression can be created as a combination of 
others. While the variation point concept appears several times in the literature, attaching logical 
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expressions about the composability of the different variants is a novel contribution of ours. Due to its 
expressivity power, simplicity and independence of the modelling language used, we consider this 
solution very useful in real, industrial contexts.  
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Figure 5: The extended metamodel, requirements traceability and variability. 

Thus, these variation points, considered as the possibilities of selection of variable parts in test cases, 
classes and scenarios, together with the decisions taken about the variability, guide the derivation of 
actual tests for the specific product in the product family. Figures 6 and 7 present a typical case in which a 
statechart describes a generic test case, applicable to all the products in the product family but with a 
restriction (the variation point is represented by the Boole algebra expression “requirementVVV XOR 
requirementWWW”, that means that an exclusive selection must be taken in order to convert the generic 
test into a product specific one). For testing, part of the decisions can be traced to the requirements 
actually selected for the specific product (henceforth the names) and have been made previously. The 
decisions that must be taken and are specific to the testing phase are mainly related to the testing scenario 
and test data (reflected in the testing metamodel).  
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Figure 6: Statechart for reference test. 

RequirementWWW Selected 

State A

event Initial/ ^EventA(RequirementXXX)
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Figure 7: Statechart for specific test.  

Figure 7 represents the test case after both the requirements and the testing decisions have been taken, and 
the derivation of the actual test case takes place. In this particular case, the only variability is linked to 
transitions in the statechart by means of references to requirements. The transformation is simply in this 
case removing transitions in the statechart and checking that the final one is correct; afterwards we use 
some well-known state space exploration techniques in order to create a test script.  
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4. Conclusions and further work 
The approach taken is based on the best practices studies and described during the ESAPS, CAFÉ and 
FAMILIES projects, by partners interested in the application of product family engineering in the 
industrial setting. There are some other studies close to ours in the literature that show the potential for 
the description of the variation points as a “full right citizen” in the models for the product family. Ours 
makes a strength focus on the description of variation points as relations between model elements and not 
overloading the UML models with new constructs; the representation of decisions linked to the variation 
points and to the models; and the automatic generation of the test cases that fit to the decisions taken by 
designers. Thus, the approach is close to the MDA proposals. 

Our future work in this field will be devoted to the validation of the approach by use in more industrial 
case studies (it has been applied to a real case in the field of train control and on several experimental 
prototypes for network management systems). Development of the operational support (adaptations to 
currently available tools) in order to automate the derivation process is also work in progress. Finally, the 
provision of the methods for the easy adoption of this approach for organisations that have already made a 
large investment in testing should be addressed. 

References 
[1]  van der Linden, F.: Software Product Families in Europe: The Esaps & Café Projects. IEEE Software, July 2002. 
[2]  Bosch, J.: Design and Use of Software Architectures-Adapting and Evolving a Product Line Approach. ACM 

Press, Addison-Wesley, 2000 
[3]  Coplien, J., Hoffman, D., Weiss, D.: Commonality and Variability in Software Engineering. IEEE Software, 

November 1998. 
[4]  OMG, UML Testing Profile (final submission) by Ericsson, IBM, Fokus, Motorola, Rational, Softeam, 

Telelogic. March 2003. 
[5]  Keepence, B., Mannion, M.: Using Patterns to Model Variability in Product Families. IEEE Software, July 1999. 
[6]  Alonso, A., León, G., Dueñas, J.C., de la Puente, J.A.: Framework for Documenting Design Decisions in 

Product Families Development. Proceedings of the Third IEEE International Conference on Engineering of 
Complex Computer Systems, IEEE Computer Society, 1997. 

[7]  Jazayeri, M., Ran, A., van der Linden, F.: Software architecture for product families. Addison Wesley, 2000 

 



 97

Model-Driven Development and Testing  –  A Case Study 
Marc Born1, Ina Schieferdecker1, Hans-Gerhard Gross2, Pedro Santos3 

1Fraunhofer FOKUS, Berlin, Germany 
2Fraunhofer IESE, Kaiserslautern, Germany 

3Fraunhofer IGD, Darmstadt, Germany 
1{born,schieferdecker}@fokus.fraunhofer.de, 2grossh@iese.fraunhofer.de, 3santos@igd.fraunhofer.de 

Abstract 
This paper discusses the results and experiences gained from the project Model Driven Development of 
Telecommunication Systems (MDTS) which is a joint project of three institutes of the Fraunhofer Society. 
The main goal of the project was to define a model driven software construction process, which enables 
the integration of system development and system test. It included the provision of a set of supporting 
tools to increase the level of automation in this process. The developed concepts have been applied in the 
telecommunication domain using an example application. This application supports mobile workers in 
critical industrial domains like aircraft maintenance or chemical production.1   

1. Introduction 
The provision of efficient techniques and tool support for development and engineering of distributed 
systems is a key enabling factor for the further evolution of Information Technology. Distributed systems 
consist of components that are spread over networks, and they have to cope with concurrency, autonomy, 
synchronization, and communication aspects. Future CASE tools will support all phases of the 
development process – from requirement capturing over design and implementation to integration, test 
and deployment. Code generation based on object oriented design models leads to reusable, executable 
components. Such components integrate runtime-environment- and middleware-platform-technology-
dependent aspects with the enterprise-specific object oriented design model. Using the same design 
models, particular code generators can be applied to derive components for different deployment and 
runtime infrastructures. In a manufacturing step, components will be assembled to build up the running 
solution – even this can be supported by generated deployment descriptors. MDTS integrates object 
oriented design and component based manufacturing in a model-centric approach. 

The primary idea of model-centric, component-based development is to assemble applications from 
individual compositional units that are represented in an abstract notation or model, such as the UML [6]. 
These models are refined and amended until they can be turned into an implementation or until an 
appropriate existing implementation is found. All steps are ideally supported through a tool-suite that 
com-prises automatic generators and model transformation. The vision is to elevate the more traditional 
approach of programming with high-level languages onto much more abstract levels that deal on the user 
surface with the manipulation of graphical representations. Many different notations and methods have 
been developed for the creation of specification and design of component based software systems such as 
the Rational Method, Fusion or Catalysis. In this project the KobrA method is used which is based on 
many technologies adapted from these notations and supported by the Model Driven Architecture (MDA) 
approach. The KobrA Method defines the products and processes involved in creating and apply-ing a 
framework of KobrA components. The method is based on the fundamental principle of cleanly 
separating concerns, such as product and process. The result is an approach that is highly-architecture 
centric, incremental and scaleable. The MDTS project extends the existing KobrA method, which is 
adapted for information systems so far only, with concepts, diagrams and items, which are specific for 
distributed, real-time and telecommunication systems. Here, above all, concepts of the Unified Modeling 

                                                           

1 This work has been partially supported by the BMBF project MDTS on Model-Driven Development of Telecommunication 
Systems, 2001-2003. 
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Language (UML) are at the focal point, which support a continuous representation of a system on all 
abstraction levels and provide an automatic code and test system generation. Together with the system 
design, test models and test specification are developed to support an immediate and continuous testing of 
the system during its design stages: from the initial requirements via prototypes down to the various 
system releases. The test design is tightly coupled with the system design and reuses where possible the 
information provided in the system design. 

Section 2 introduces the overall development method that acts as a framework to all subsequently intro-
duced concepts and technologies. It can be seen as a generic guide for model-driven, component-based 
system developments that suggests what a development team is supposed to do, when and how they are 
supposed to do it, along the development activities of a system. Section 3 concentrates on how do-main-
specific notations can be derived from a meta-model, and how they can be applied in their target domains. 
Additionally, it introduces the used case study. Section 4 briefly explains how an application can be 
implemented and deployed, and Section 5 how it can be validated through model-based test development 
and execution techniques. Section 6 concludes the paper with a summary and outlook. 

2. Overall Approach 
Model-driven development follows the traditional divide-and-conquer approach of defining a system-
architecture. The entire system is broken into consecutively more and more concrete and smaller units 
that can be individually tackled. These are implemented, and then composed to make up the final sys-tem. 
This represents a top-down approach to system design. In contrast, in its purest form, component-based 
development represents a bottom-up approach to system construction in which appropriate individual 
units are identified, selected and assembled, and then integrated to form a new application. In practice, 
however, a pure bottom-up approach will quite likely lead to a system that is not conformant with its 
original user-level requirements, so that both approaches are typically intermingled. The KobrA method 
[1] provides such a combination of the two approaches into a powerful generic framework for model-
driven and component-based system engineering. It propagates a spiral model that is carried out in three 
dimensions (Figure 1): 
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Figure 1: Three development dimensions of the KobrA method. 

The test software is modeled and developed in exactly the same way as the functional software. Abstract 
testing artefacts are derived and modeled from the existing UML suite for each of the components (boxes 
in Figure 1) according to model-based testing techniques [3]. The testing is supported through specific 
profiles and partially implemented through generators. It can either be realized directly inside the system 
in form of built-in testing components and testing interfaces, or as an external stand-alone testing sys-tem 
in the more traditional sense. The functional system represents the product line or the component 
framework, and the testing/testable system a particular incarnation of that framework, or the final test-
able product. 

The techniques used for an integrated system and test development are shown in Figure 2. Telecommu-
nication-specific UML based notations for system and test design [7][8] provide the syntactic and seman-
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tic basis for an iterative development of system and test models in UML. Code generation tools [11][13] 
derive component assemblies from these models, which are deployed onto a CORBA component plat-
form [12]. The system and its tests are performed on this platform allowing the analysis and evaluation of 
the final system in its target environment. An example application – the RIN system [14] – was used as a 
case study throughout this process [1]. 

 
Figure 2: Integrated System and Test Development. 

The next two sections describe in more detail how the individual boxes are treated during the 
development activities, while Section 5 extends the overall approach with the technologies that are used 
for test modeling, development and execution. 

3. Modeling 
Modeling a system requires a clear and precise definition of the used modeling concepts and their 
relations. This definition of modeling concepts (the so-called concept space) will most likely contain 
items that are specific to the considered application domain. In the case of MDTS, this is the 
telecommunication domain. So, for the definition of the concept space the goal was to take 
telecommunication specific requirements into account. Such requirements are the support for continuous 
media communication or the consideration of non-functional aspects like Quality-of-Service. In addition, 
the concept space should not only contain the concepts for the system-design but also for the test of the 
system. For the definition of such a concept space we used the Meta Object Facility (MOF). The MOF 
allows the definition of modeling concepts independently of any notation for the presentation of models. 
They are also independent of any technology used to further transform the models either into other 
models, or into code or other artifacts like descriptors or documentation.  

Figure 3 shows the MDTS MOF-based meta-model with its two parts for design and test. The design part 
is based on the meta-model for CORBA which has been extended with concepts for component-based 
development and configuration. Furthermore, domain specific requirements have lead to concepts to 
support stream-based communication between components, for instance.  
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Figure 3: MDTS Meta-model 

The meta-model has been used to generate model repositories with available MOF tools [11]. In order to 
represent models we have defined notations. These notations are based on the UML and, they have been 
implemented as UML profiles, and were connected to the repositories. The meta-model and notations 
have been submitted to the OMG and will become standards. 

In order to be sure that the concepts are appropriate for the telecommunication domain, we have tested 
them with an example: The MASP (Mobile Applications Supportive Pals) field assistant tool, which 
supports working floor maintenance staff in their everyday working tasks. This communication system 
hosts multiple communication devices that are interconnected through a radio network and controlled and 
supported by a number of desktop working places. The desktop working places help the mobile 
maintenance staff to achieve their tasks and provide additional information. They can guide a worker 
through complex tasks by looking at the video signals from the worker’s video facility, as well as the 
monitored resource information, give advice to the worker through the audio device, and provide 
additional information, for example the download of user manuals or video-based repair guides. Each of 
the communication devices has defined capabilities that are made public to all the other devices through 
the RIN (Resource Information Network), a subsystem of the MASP Field Assistant Tool. 

Every device that is part of the RIN network will have a RIN client, a RIN server and a number of RIN 
plug-ins installed. The server controls the resource plug-ins and clients on other devices, such as desktop 
workstations communicate with the RIN Server. The client gets the information from the associated 
device’s RIN server. All the devices within the range of the communication system can, before they 
communicate, retrieve information from their associated nodes as to which resources they are capable to 
read and set at the moment. In that way, the individual nodes are never overloaded with data that they 
cannot process as expected. For example, the video application of a desktop station may determine the 
current memory state of a handheld device and decide according to that information whether it can send 
colored frames or only frames in black and white, it may also reduce the frame rate, or ask the handheld 
device to remove some of its unused applications from its memory. These decisions depend on the profile 
of the user and the priority of the applications that use the resource information network. 

As shown in Figure 4, the RIN system consists of three primary components: RINClient, RINServer and 
RINSystemPlugin. The RINClient component requires host system information like „system memory 
state“ or „system power state“. It connects to the RINServer component for such requests. For this 
connection RINClient uses (“uses”) the provided (“provides”) RINServer’s interface RINServerAccess. 
The component RINClient provides also an interface RINClientCallBack. This interface is used by the 
RINServer in order to transmit required information to the RINClient back.  The RINServer component 
resides on each node in the network. It receives the client requests (via RINServerAccess) and transmits 
these to the appropriate plug-in component RINSystemPlugin. This provides the interface RINSystem for 
receiving client requests. Through the interface RINServerCallBack, the RINServer receives the 
necessary information from the appropriate plug-in. The RINSystemPlugin component also resides on 
each node and provides different system information to RINServers. The RINServer uses the 
RINSystemPlugins’s interface RINSystem in order to transmit the RINClient’s request. After the 
RINSystemPlugin component has collected all required information, it returns all data via the interface 
RINServerCallBack provided by the RINServer to the RINServer. 
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Figure 4: RIN system components 

4. Coding and Execution 
Based on the definitions of the MDTS modeling concepts in terms of a meta-model, a set of code 
generation rules have been defined and implemented. With the code generator concrete models that 
conform to the conceptual foundation of MDTS can be mapped onto software components. These 
software components can be deployed, configured and executed within an extended CORBA Component 
Model (CCM) platform. This platform is semantically similar to the container concept introduced as a 
runtime environment for CORBA Components, but extends it with respect to several aspects. Such 
aspects comprise runtime support for representations of interfaces that contain interaction elements of 
different interaction kinds, and the support for continuous media interaction. The runtime environment 
provides a common instantiation and resolution mechanism for components as well as a complete support 
for communication channels for the different types of interactions. These communication channels are 
based on plain CORBA for operational interaction elements, on the Notification Service for signal 
interaction elements, and on a proprietary continuous media delivery platform for continuous media 
interaction elements. 

Generally, the concepts of MDTS are not only mapped to definitions of interfaces that are supported by a 
particular component, but also to implementation language specific code skeletons of implementation 
artifacts, descriptions of the state of such artifacts and programming language specific code that form the 
runtime environment for a component. Here, the realization of the component behavior is de-coupled 
from the actual activation procedures for the implementation artifacts. The flexibility of this approach 
also allows the implementation class definition to be independent from the implied interface definition, in 
a way that an implementation artifact may only implement parts of the set of interaction elements that are 
provided by a defined interface. Whereas for the operational and signal-based interactions standard 
CORBA mechanisms are used, the elements of continuous media interactions are mapped onto a 
multimedia content composition and delivery mechanism using H.323 [10].  

The code generation produces executable, deployable software components. These software components 
contain representations of component types. The component developer still needs to provide the business 
logic that is implementing the behavior of component types. The code generation tools use C++ as the 
target language. A number of supporting tools has been developed as well, notably a configuration tool 
that utilizes the advantage of software components to support a common management view, especially for 
configuration purposes, based on the port concept and common instantiation principles. Within MDTS we 
have also developed a consistent tool chain for the entire deployment process including support for 
managing and monitoring running applications. An assembly package (i.e. a component assembly) 
contains the software components and its requirements on potential target environments. The required 
descriptors are completely generated out of the application design model. This acts as input to the 
deployment process. Another input is the description of the actual configuration of a concrete target 
environment into which the assembly will be deployed. The deployment process may be done 
automatically or manually controlled by the user. If all requirements of all components of the assembly 
are fulfilled by the properties of the target environment, the assembly can be installed, instantiated and 
configured. The running assembly can be managed and monitored by management and monitoring tools 
[5]. 

In case of our sample application, the interfaces of the RINClient, RINServer and RINPlugin modules 
have been modeled in CCM, while the business logic of the RIN network, developed previously to use 
COM/DCOM Technology, could almost entirely be dropped into the generated source code, without 
major changes, which shows the ease of use of our code generators. 
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5. Testing 
Testing the correct functioning of individual client/server interactions against the specified contract 
requires a verification that a system of components as a whole will behave correctly. Built-in contract 
testing is based on the notion of building contract tests into components so that they can validate that the 
servers to which they are "plugged" dynamically at deployment time will fulfill their contract. 
Consideration of built-in test artifacts begins early in the design phase as soon as the overall architecture 
of a system is developed and/or the interfaces of components are modeled. Built-in test can be and should 
be derived from the system model and should be developed in an integrated manner together with the 
system design, system model and system implementation.  

The UML testing profile (U2TP [8]) specifically addresses typical testing concepts in model-based 
development. U2TP is an extension of UML 2.0 that is based on the UML meta-model. It defines a 
modeling language for visualizing, specifying, analyzing, constructing and documenting the artifacts of a 
test system. The testing profile particularly supports the specification and modeling of software testing 
infrastructures. It follows the same fundamental principles of UML in that it provides concepts for the 
structural aspects of testing such as the definition of test components, test contexts and test system 
interfaces, and behavioral aspects of testing such as the definition of test procedures, test setup, execution 
and evaluation. The core UML may be used to model and describe testing functionality since test 
software development can be seen as any other development for functional software properties. However, 
as software testing is based on a number of special test-related concepts these are provided by the testing 
profile as extensions to UML. The concepts are mainly concepts for test architectures, test behaviors and 
test data.  

If the built-in tests have been generated and specified in the UML 2.0 Testing Profile (U2TP), their 
executable versions can be generated with mappings [5] towards existing test execution environments 
based e.g. on TTCN-3 (Testing and Test Control Notation) [12], which is a widely accepted technique for 
testing in the telecommunication and data communication domain. TTCN-3 is a test specification and 
implementation language that can be used to define test procedures for black-box testing of distributed 
systems. The constituents of a TTCN-3 test specification are derived from the U2TP built-in test 
specification including, e.g. test type and data definitions and the definition of test behavior and test 
cases. A built-in test component is equipped with the component-specific executable versions of the 
TTCN-3 tests together with the access to a TTCN-3 runtime environment for test execution. 

The built-in test architecture for RIN is shown in Figure 5. The RIN system provides the backbone for a 
highly flexible communication system that can handle many heterogeneous mobile devices. It means that 
the individual devices may be based on the full variety of available platforms, with differences in 
hardware, operating systems and applications. It means that in the same application quite a number of 
different platforms may be used on which the RIN system is operating. The RIN system must therefore be 
tested on each platform and for each configuration. This is a platform test that checks the correct 
connection to the underlying middleware platform. An additional feature is the provision of different 
system plug-ins according to how a device is equipped with hardware. For testing it means that different 
types of plug-in components may be added on different platforms. And they must all abide by the contract 
that the server is implementing for communicating with these plug-ins. 
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Figure 5: RIN built-in test architecture 

The tests are all situated on a lower-level of abstraction, the network or communication level. An 
additional application-level test assures that the application retrieves the right information from the 
respective plug-ins. In other words, a number of high-level requests are sent from the application to the 
plug-in (via the server). Each application will be augmented with a tester component for each plug-in that 
it is accessing. All tests are solely based on the contract testing approach [2]. Figure 5 displays the 
organization of the RIN system with built-in contract testing. The test cases for the server cover for 
example the registration of clients (test case Registering), requests or “bypass” requests from clients (test 
case Requesting), or releasing the resources (test case Releasing). The set of test cases, i.e. the test suite, 
for the RIN server together with the execution order of these tests is depicted in Figure 6. The test cases 
Requesting and Releasing are only performed if the test case Registering has been successful. The details 
of the Requesting test case are shown in Figure 6. It is derived from the behavioral model of the RIN 
server.  
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Figure 6: Server built-in tests – Registering test case. 

These tests are translated to TTCN-3. The TTCN-3 tests are detailed enough for the generation of 
executable code, in our case Java. The compiled Java byte code is deployed and executed in a TTCN-3 
execution environment. 

6. Summary and Outlook 
The growing variety of equipment and networking infrastructures in the information and 
telecommunication domain, added to the widespread interest in mobile usage, leads to a rising demand for 
software components, which are able to run and co-operate under heterogeneous and varying conditions. 
The requirements for the development of such software components regarding adaptability, stability, 
reliability, and performance are increasing permanently and efficiency considerations during the 
development process are of outmost importance. The MDTS project aims on the provision of model-
based development techniques that are suitable to cover the above requirements. Model-based in that 
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context means that code modules of software components are generated from models to a high extend. 
The main achievements of MDTS as discussed in this contribution are: 

• the provision of a component-oriented, customized development process for model-based 
development.   

• the definition of modelling concepts that are suitable to model telecommunication systems, and 
concepts for the development of test suites for these systems. 

• the implementation of code generators for the automatic generation of software and test 
components.  

• the verification of the process, the concepts and the generators within the development and 
implementation of an application system that involves technology from the  mobile computing 
domain. 

The MDTS results are of great value to enterprises and organisations, which develop software for 
distributed telecommunication systems. The application of these methods targets highly mobile users, 
who require permanent and ubiquitous access to information and services during their work. Examples of 
prospective users are field workers in industrial context such as in chemical plants or aircraft 
maintenance. Future research will primarily focus on the extension of the concept space to include 
behavioural descriptions, the simulation of a model prior to its implementation based on the behaviour 
description, and the extension of the execution platform to support enhancements of concepts for 
component adaptation. 
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Abstract 
In the Meta Object Facility (MOF) metamodeling architecture a number of model transformation 
scenarios can be identified. It could be expected that a metamodeling architecture will be accompanied 
by a transformation technology supporting the model transformation scenarios in a uniform way. Despite 
the fact that current transformation languages have similarities they are usually focused only on a 
particular scenario. In this paper we analyse the problems that prevent the usage of a single language for 
different transformation scenarios. The problems are rooted in the current organization of MOF and 
especially in its inability to define explicitly the mechanism of model instantiation. This causes a tight 
coupling between a transformation language and the instantiation mechanism specific at the level it 
operates upon. We propose an organization of the MOF architecture based on a simple and uniform 
representation of all model elements no matter at which level they are defined. In this framework different 
instantiation mechanisms are defined as transformations between model elements. We present a 
transformation language based on that paradigm which is independent of the instantiation mechanism 
specific for a given level. 

1. Introduction 
A key characteristic of the MDA (Model Driven Architecture) [8] is the notion of model transformations. 
A model transformation is a set of transformation rules and techniques operating on a source model to 
produce another model, the target model. A number of model transformation scenarios can be identified 
in current OMG standards and other publications [11][9][12][13]. Figure 1 shows four transformation 
scenarios in the context of the MOF (Meta Object Facility) [10] metamodeling architecture. 
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Figure 1 Model Transformation Scenarios 

Figure 1a shows a transformation specified between two MOF meta models (UML and Java metamodels). 
This is the context of the Query/Views/Transformation (QVT) Request for Proposals issued by OMG 
[11]. It involves transformation specification at level M2 and execution of the transformation at level M1. 
Figure 1b shows similar scenario shifted one level down. It involves transformation over data at level M0. 
The diagram shows a transformation specified between a concrete DTD (Document Type Definition) and 
a concrete relational schema. The execution of the transformation converts an XML document to a 
relational database. This scenario is common in data warehousing and addressed in the Common 
Warehouse Metamodel (CWM) [9]. Figure 1c shows the Data Binding approach for XML processing [13] 
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from the perspective of the MOF architecture. In that case a transformation is specified at level M2 and 
executed at the two lower levels. The execution at level M1 is known as schema compilation. The 
correspondence derived between the constructs in the models at level M1 serves as a specification of the 
transformation executed at level M0 known as unmarshaling. In current data binding tools transformation 
rules applied during the unmarshaling are usually not powerful enough to express the correspondence 
between an arbitrary schema and an arbitrary set of application classes. In this respect XML processing 
can benefit from the ability of model transformation languages to express complex transformations [7]. 

The three scenarios shown so far may be regarded as intra-level transformations. Models being 
transformed reside at the same level. Another scenario is shown in Figure 1d. We refer to this scenario as 
inter-level transformation. Figure 1d shows two standard mappings in MOF: XML Metadata Interchange 
(XMI) [12] and Java Metadata Interchange (JMI). Both map the MOF Model at level M3 to a meta model 
at level M2 (the DTD meta model and the Java meta model respectively). These transformations are 
executed on models at level M2 (for example, the UML meta model) and the result is a model at level 
M1. Furthermore, a UML model at level M1 may be transformed to an XML document or to a set of Java 
objects residing at level M0. 

How do the current model transformation techniques support these scenarios? The QVT initiative is 
aimed at the definition of a standard transformation language for the first scenario. CWM solves problems 
in the second scenario for a number of commonly used data sources. The third scenario is supported by 
proprietary data binding tools that do not consider transformations in the context of MOF. The mappings 
in the fourth scenario are described in a semi-formal notation using grammars, templates and textual 
descriptions. Although the transformation approaches taken in QVT and CWM share a number of similar 
concepts it is not possible to use a single transformation language for the first two scenarios. The scenario 
in Figure 1c executes a transformation at level M1 and also derives a new transformation executed at the 
lower level. Current model transformation languages do not address the problem of automatic derivation 
and execution of a transformation over more than two consecutive levels. Finally, both QVT and CWM 
do not consider inter-level transformations. 

One would expect that the outlined scenarios within the MOF architecture will be addressed in a uniform 
way, that is, the organization of MOF will allow a transformation language to operate between any levels. 
In this paper we analyze the problems that prevent the usage of a single language for all the scenarios 
outlined above. In our opinion the problems are rooted in the current organization of MOF and especially 
its inability to define explicitly the mechanism of model instantiation. This causes a tight coupling 
between a transformation language and the instantiation mechanism specific to the level it operates upon. 
We propose an organization of the MOF architecture based on a simple and uniform representation of all 
the model elements no matter at which level they are defined. In this framework different instantiation 
mechanisms are defined as transformations between model elements. We present a transformation 
language based on that paradigm which is independent of the instantiation mechanism specific for a given 
level. Thus, the language is able to express transformations between models at arbitrary level. 

The paper is organized as follows. Section 2 gives detailed description of the problems we want to tackle. 
Section 3 describes our approach for representing model elements in the MOF architecture. Section 4 
illustrates how instantiation mechanisms can be specified as transformations and used in the context of 
our transformation language. Section 5 analyses related work and section 6 gives the conclusions.  

2. Problem Statement 
The languages proposed as an answer to the QVT RFP are based on the instantiation mechanism used to 
create MOF metamodels. A transformation selects instances of MOF classes in a source model at level 
M1 and produces instances in a target model at the same level. The definition of a transformation 
language that works on every model at level M1 is possible because all model elements conform to the 
MOF semantics. It defines precisely which constructs at level M2 may be instantiated (instances of MOF 
Classifier that are not abstract) at level M1 and the structure of these instances (having identity, slots and 
links). Since the constructs at levels M3, M2 and M1 conform to a common structure and share the same 
instantiation mechanism it is possible to define a language that works on any model at level M1. The 
MOF specification, however, does not mention the structure of the instances at M0 level and how they are 
related to their meta constructs at level M1. This is specific to a particular user-defined modeling 
language and is outside the scope of the MOF specification. Since the QVT transformation languages are 
tightly coupled with the mechanism of MOF instanceOf relation it is not possible to use them to define 
transformations between models at level M1 and to execute them on data at level M0.  
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The instanceOf relation between a model construct in M1 and its instances in level M0 may differ from 
the instanceOf relation described in MOF. This observation has been made in [4] where it is argued that 
the actual number of levels is 3 instead of the widely accepted view of 4 levels. The lack of standard way 
to describe the instantiatable constructs and instantiation mechanism for the model elements at level M1 
prevents the usage of QVT languages for the M0 level. If a transformation is defined between two user 
models in M1 then the transformation language has to know which model elements are instantiatable and 
how the instances are populated with data. 

How does the CWM solve that problem in dealing with a variety of data sources such as XML, relational, 
and record based? It takes the concepts of classes and instances defined in UML and reuses them in the 
CWM metamodel. Then a concrete metamodel that would be separately defined at level M2 is now 
defined as a specialization of the CWM metamodel. Constructs that specialize the Class construct can be 
instantiated and their instances conform to constructs that specialize Object. The problem here is the 
inability to handle data conforming to metamodels at level M2 if they are not defined as specializations of 
the CWM metamodel. 

If a transformation language is capable of transforming models residing at arbitrary level then it will 
require a common representation of the model constructs no matter the level they reside in and a uniform 
way of treating the different instanceOf relationships between levels. The discussion above showed that 
MOF does not provide these mechanisms. As a result current transformation languages are coupled with 
particular instantiation mechanisms. It is not possible to parameterise a language with respect to other 
instantiation mechanisms. This is due to the fact that in MOF there is no standard way to define 
instanceOf relations. 

3. Approach 
The approach we take to solve the problems explained in the previous sections is based on two ideas. 
First, we represent the model elements in MOF architecture according to a simple generic model no 
matter the level they reside in. We define a transformation language that operates on instances of that 
generic model. Second, we consider three main operations that occur in transformations: instantiation of 
an element from a type, querying the values of the features of elements and setting values to the features. 
We define these operations as transformations over model elements. The transformation language may be 
configured with definitions of these operations. In that way we achieve decoupling between the language 
and the instantiation mechanism specific to a certain metamodel. 

3.1. Structure of Model Elements 
Our model to represent the model elements is shown in Figure 2. MOF architecture is viewed as a 
homogeneous space populated with model elements. The level in which a model element resides does not 
affect its representation. 

 
Figure 2 Generic Model of Model Elements 

Every model element has a unique identity and a number of named slots. Every slot has a value. A slot 
value may be another model element or a literal. Slot value may also be a collection. There is at least one 
slot that indicates instanceOf relationship with another model element. We denote the set of all model 
elements with ME. If me is a model element then me.slots returns the set of all slots of me excluding the 
instanceOf slots. For a particular slot with name ‘n’, the expression me.n evaluates to the value of the slot. 

Figure 3 shows a simplified MOF Model. Simple data types and the multiplicity of attributes and 
association ends are omitted for simplicity. We assume that all the associations are unidirectional. 
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Figure 3 Simplified MOF Model 

This simplified MOF Model may be represented as an instance of the model in Figure 2. All instances of 
MOF Class construct and also their instances are represented as a model element. Instances of attributes 
and associations are represented as slots and are used to connect the model elements. A simple object 
diagram that shows part of the representation of the MOF abstract class ModelElement is shown in Figure 
4. The slot named “InstanceOfMOF” shows the instantiation relation to the MOF Class construct. 

MOFModelElement : ModelElement
name = "name"

 : Slot

name = "InstanceOfMOF"
 : InstanceOfSlot

name = "isAbstract"
 : Slot

value = "ModelElement"
 : Literalslot

slot

slot

value

value

MOFClass : ModelElement
value = "true"

 : Literal

value

 
Figure 4 Object diagram representing MOF abstract class ModelElement as instance of 

the generic model  
In this paper a more concise notation will be used for showing models represented as sets of model 
elements. Figure 5 shows part of the simplified MOF Model represented as a set of model elements. 
Model elements are shown as rectangles that contain an identifier of the element. Literals are also shown 
as rectangles containing the literal value enclosed by quotes. Slots are represented as arrows labelled with 
the name of the slot. Arrows are pointing to the slot values. The slots that represent instanceOf 
relationship are shown as arrows from an element to its type labelled ‘instanceOfMOF’. To improve 
readability we do not show the full representation. Simple types and their relations to the literal elements 
and attributes are skipped. Slots ‘isAbstract’ and ‘instanceOfMOF’ are also skipped for the most elements. 
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Figure 5 Representation of the MOF Model (Figure 3) as a set of model elements 

3.2. The MOF instanceOf relation 
A simplified definition of MOF instanceOf relation is given below. It does not take into account all the 
constraints defined in the specification and does not treat multiplicity and generalization. 

Let mI and mT are model elements from MOF and mI.instanceOf=mT. The following holds: 

• mT.instanceOf=Class. Only Class instances may be further instantiated into model elements. 

• For each a ∈ mT.attributes there exist exactly one slot s ∈ mI.slots such that s.name=a.name and 
s.value.instanceOf=a.type. The intuitive meaning is that for every attribute in the type there is 
exactly one slot in the instance with name equal to the name of the attribute.  

• For each model element assoc for which assoc.instanceOf=Association and assoc.from.type=mT 
there exist exactly one slot s ∈ mI.slots such that s.name=assoc.to.name and 
s.value.instanceOf=assoc.to.type. The intuitive meaning is that for every outgoing association in 
the type there is exactly one slot in the instance with name the name of the target association 
end. 

It is possible to check that the graph in Figure 5 satisfies these constraints. The definition given above 
also defines an instantiation mechanism for every MOF class, i.e. how to identify the names and types of 
the slots of instances. From now on we will refer to that relation as instanceOfMOF. 

3.3. Example: the instanceOf relation for the relational model 
Some approaches [2][4] reduce the number of metalevels to 3 by defining the instance model of a given 
metamodel at the same level M2. Therefore both the concrete models and their instances are situated in 
level M1 and instantiated with the standard MOF mechanism. However, this does not remove the 
presence of the second instanceOf relation defined within the metamodel. The authors of [2] identify the 
existence of these distinct instanceOf relations and distinguish between linguistic and ontological 
instantiations. We illustrate this approach by modeling relational databases. The relational model shown 
in Figure 6 contains both the metamodel of relational schema (RelationalSchema, FieldType) and the 
model of its instances (Table, Tuple and Field).  



 110

 
Figure 6 Relational metamodel and its instance model both at level M2 

The model is instantiated in a standard way through the instanceOfMOF and one example instance is shown 
in Figure 7. The data (the model elements aTuple, f1 and f2) that would reside in level M0 are now at 
level M1 and may be queried according to the types Tuple and Field. For instance, to access the value of 
field B one has to write the expression aTuple.field(name=”B”).value that returns ‘true’. However, the 
more natural way is to use the relational schema of the tuple (represented by aSchema model element) 
and to write the expression aTuple.B that reflects instantiation relation between aTuple and aSchema. 
This querying is not possible because aTuple does not have slot with name “B”. 
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Figure 7 A particular relational schema and relational data both at level M1 

This illustrates the need that both instantiation mechanisms should be available. A single element may 
conform to more than one model element and the instanceOf relations are defined differently. In the rest 
of the paper we will refer to the conformance between schemas and tuples as instanceOfREL.. 

4. Specifying instanceOf relations as transformations 

4.1. Transformation Language 
In this section we briefly describe a transformation language capable of specifying transformations 
between models at any level. The language is a generalization of the one applied to XML processing 
described in [7]. Because of the limited space we do not give full language description. Example syntax 
with short explanation is given further in this section.  

A transformation language usually selects elements from the source model and instantiates elements in 
the target model. Selection may be based on the type of elements and the values of their features. 
Instantiation of a target element is usually followed by assigning values to its features. The names and 
types of the available features are constrained by the type of the element. In our framework a source 
model and a target model are comprised of model elements according to our generic model. Since all the 
model elements share the same representation it does not matter at which level they reside. The list below 
explains how our language deals with four common operations found in model transformations: 

• Selection of source model elements on the base of their type. An instanceOf relation is 
represented as a special slot of a model element. Moreover, because multiple instanceOf slots are 
allowed we may select on the base of more than one type. This helps in dealing with both 
linguistic and ontological instantiations; 

• Accessing the values of the slots. The possible slot names are defined by the type and the 
instantiation mechanism. For example, in instanceOfMOF a slot name directly corresponds to a 
concrete slot of the model element. In the case of instanceOfREL, however, slot names (‘A’ and 
‘B’ in the example above), do not correspond to real slots used in the representation of model 
element. This raises two questions: first, what is the instantiation mechanism used to generate 
the model element and second, if the slots are not in the representation how the values are 
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obtained. The answer of the first question is that one instantiation mechanism is always chosen 
as default and it determines the slot names. We can think about it as a linguistic instanceOf in the 
spirit of [2]. In our approach we choose instanceOfMOF as default mechanism. To answer the 
second question we define a translation mechanism that maps the slot names implied by a given 
type to the slots obtained through the basic instantiation. 

• Instantiating a model element of a given type. An instantiation mechanism (no matter basic or 
non-basic) is always treated as a transformation from the model element that serves as a type to 
another model element (the instance) with empty slots.  

• Setting values of slots. This problem is similar to the problem of accessing values of slots. The 
same two cases are presented here. If the slot exists in the representation of the element the value 
is set directly on the slot. If, however, the slot name comes from a type not used for the default 
instantiation a translation mechanism is required. Setting the slot value is treated as an in-place 
transformation over the model element whose slot is being set; 

In summary, the four basic operations in model transformations are highly dependent on the instantiation 
mechanism used for a particular model element. In our framework we associate every instantiation 
mechanism with three transformations: 

• Instantiation: a transformation from the model element that plays the role of a type to another 
model element (the instance) with empty slots; 

• Slot accessor: a transformation from the model element being queried to the value of the slot that 
is queried; 

• Slot mutator: an in-place transformation over a model element that changes it by setting a value 
to a slot; 

All transformations are written in the transformation language and operate over the generic representation 
based on model elements and slots. During the transformation execution the transformation engine 
executes these transformations. 

4.2. Example of defining instanceOfREL 
First we will define the instanceOfMOF relation since it will be used as default instantiation mechanism (or 
the linguistic one). The following rules will be explained below.
MOFClassInstantiation ModelElementRule{ 
  source [c:Class, condition {c.isAbstract=false}] 
  target [ModelElement {slots=instSlot}, 
            instSlot:InstanceOfSlot {name=’instanceOfMOF’, value=c}] 
 
  SlotRules { 
    attributeSlots 
    source [a:Attribute=c.attributes] 
    target [slots] 
     
    associationSlots 
    source  [assoc:Association, condition{assoc.from.type=c}] 
    target [slots] 
  } 
} 
 
MOFAttributeToSlot ModelElementRule{ 
  source [a:Attribute] 
  target [Slot {name=a.name}] 
} 
 
MOFAssociationToSlot ModelElementRule{ 
  source [assoc:Association] 
  target [Slot {name=assoc.to.name}] 
} 
 
 

The language defines two types of rules: model element rules and slot rules. Model element rules create 
new model elements and their slots in the target model. In the example the rule MOFClassInstantiation 
creates a model element for every MOF class that is not abstract and sets that class as the type of the 
element by instantiating a special slot instSlot of type InstanceOfSlot. Slot rules calculate the slot values 
of a model element. Two rules attributeSlots and associationSlots set the slots of the created model 
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element. The other two model element rules MOFAttributeToSlot and MOFAssociationToSlot create slots 
from the class attributes and associations respectively. 

Assume that the schema aSchema (see Figure 7) exists and we want to instantiate a tuple that conforms to 
it. The tuple must have exactly two fields named ‘A’ and ‘B’ respectively. That instantiation will be based 
on instanceOfREL and the following transformation with two model element rules will be used: 
RelSchemaInstantiation ModelElementRule{ 
  source [s:RelationalSchema] 
  target [Tuple{field, instanceOfREL =s}] 
 
  SlotRules{ 
     Fields 
     source [f:FieldType=s.fieldTypes] 
     target [field] 
  } 
} 
 
FieldTypeToField ModelElementRule{ 
  source [ft:FieldType] 
  target [Field{name=ft.name}] 
} 
 
In this transformation the targets are not the generic classes ModelElement and Slot as in the previous 
transformation. Instead Tuple and Field are used. The transformation engine will use the default 
instanceOfMOF transformation to instantiate Tuple and Field and will build the underlying representation. 

We also specify a slot rule used for slot value access. In our example all slot rules share a common 
structure that allows specifying them in a single template that will be instantiated with a concrete slot 
name (the input parameter slotName). 
TupleFieldToSchemaField SlotRule inputParameters [slotName: String, contextNode: Tuple]{ 
  source [f:Field=contextNode.field, condition {f.name=slotName}] 
  target [Slot{name=slotName}=f.value] 
} 
 
This rule will be executed on an instance of Tuple class supplied through the input parameter 
contextNode. It will navigate over the fields and will select a field with name equal to the input parameter. 
The value will be obtained via the expression f.value and the result will be assigned to a slot with name 
the value of the input parameter. 
To mutate slot values we use the following rule, which performs an in-place transformation over a model 
element that is an instance of Tuple: 
 
SettingSlotValue ModelElementRule{ 
  inputParameters [slotName:String, newValue:ModelElement] 
  source [s:Tuple, f:Field=s.field, condition {f.name=slotName}] 
  target [update f {value=newValue}] 
} 

The rule takes two input parameters: the slot name and the value to be assigned. The source of the rule 
(the variable s) is determined from the transformation context. Variable f is obtained from s and satisfies 
the condition. Then the slot of f with name ‘value’ will be set. 

5. Related Work 
Metamodeling architectures based on a common representation of the elements in different levels can be 
found in other domains of computer science. RDF Schema [6] defines a three level architecture where all 
constructs are represented as triples according to the RDF data model [3]. The approach for 
metamodeling described in [5] also has three levels and 5 types of instantiation mechanisms called 
conformance relationships. Different data schemas may be modeled in this framework such as XML, 
Topic maps, relational model, etc. The framework uses a transformation language based on logical 
formulas. Transformations between any levels are possible. 

The authors of [14] propose a multilevel metamodeling framework where instantiation and generalization 
are treated in a uniform way. In [1] the instantiation mechanism is explicitly defined as a function that can 
be applied on a model at any level. That function resembles the MOF instantiation mechanism and is 
reused also in the UML metamodel. The paper does not study how other instantiation mechanisms would 
be defined in that framework. 
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6. Conclusions 
We presented an approach for defining a model transformation language that allows specifying 
transformations between models residing at arbitrary level in the MOF architecture. Our language treats 
the MOF architecture as a homogeneous modeling space consisting of model elements all with the same 
generic structure. Different instanceOf relations may be defined within that space and implemented as a 
transformation from a particular type to its instances. The accessor and mutator operations over model 
elements are also specified as transformations. In that way multiple instantiation mechanisms may be 
implemented with the transformation primitives thus making the transformation language independent of 
these mechanisms. 

As a next step we plan to study the nature of the generalization relations found in different metamodels 
and the possibility to define them with the primitives of our transformation language. 
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Abstract 
We present in this paper our experiment of implementing various MDA standards in a tool named 
ModFact. This implements MOF and XMI standards from OMG as well as JMI from Sun. Lessons 
learned from this experiment are described. In particular, we stress the limits we encountered when 
implementing the MOF standard. This leads us to wonder whether the MOF specification tackles the 
right level of standardization required in models manipulation in order to be really useful for software 
engineers adopting an MDA approach for their development. 

1. Introduction 
The Model Engineering gains in importance especially since OMG issued the Model-Driven Architecture 
(MDA) initiative aiming at a global approach for integration and interoperability [1][2]. The MDA 
approach promotes the concept of model, i.e., advocates the rise in abstraction in the software 
development. According to the well-known principle of separation of concerns, the MDA advocates the 
isolation of business concerns from their technical achievement. The idea is that the business concerns 
can be modelled independently from any middleware concerns. Therefore, business models are not 
corrupted by technical concerns. This is strongly anticipated as a way of simplifying the construction of 
applications. In this way, the main part of the development becomes an activity upstream, dedicated to 
business concerns through the elaboration of the application model that abstracts away technical details, 
i.e., the so-called Platform-Independent Model (PIM). The transformation of a PIM into a Platform-
Specific Model (PSM) is then achieved when introducing into the PIM the technical considerations 
depending on the chosen middleware. 

One of the challenges that MDA initiative must face in order to be really efficient is the availability of 
tools supporting the activities of models engineering. Among them, we identify two fundamental 
functionalities that have to be supported: the models storage and the models transformation. Actually, the 
model transformation strongly depends on the model storage. For example, at least, it requires that the 
source model be stored in an electronic form to be processed by a transformation engine. It is then needed 
to define how models are represented, how the links between them are represented and how they are 
accessed. To face these issues, OMG has defined the MOF and XMI standards [4][5] and Sun has defined 
the JMI standard [6]. Consequently, models can be represented either by objects or by XML files. In each 
case, an API is available to manipulate models (e.g., editing, modifying or transforming models). Thus, 
thanks to these standards, models manipulation could be thought as a solved issue. 

However, implementing these standards raises new problems. These ought to be tackled by these 
standards. Actually, we did such an implementation, which we provide as an Open Source tool named 
ModFact that is dedicated to models manipulation. ModFact enables the storage of models and the 
models transformation. We especially focus this paper on the models storage service. To offer it, 
ModFact implements the MOF, XMI and JMI standards. 

This experiment enables us to identify drawbacks in the current standards, especially in the MOF 
standard. From our viewpoint, the part of this standard devoted to the repositories construction and the 
provision of an API enabling the browsing of models is not adapted for a large use in software 
development according to a model-driven approach. Actually, it seems to us that it does not tackle the 
right level of models manipulation required by software engineers involved in such a process. To explain 



 116

this, we compare the models storage functionality and the engineers requirements in terms of API with 
the data storage performed by DataBase Management Systems. 

This paper is structured as follows. In Section 2, we provide the reader with a brief overview of the MDA 
standards we have considered in our experiment. We then present ModFact in Section 3. In addition to 
the tool description, we stress on the limits we encountered and how we overcame them. Section 4 relates 
our feedback on this experiment and our analysis of the MOF standard. The conclusion expresses the 
future developments of the tool and draws some issues to this work. 

2. The MDA Standards 
The MDA initiative comes with several standards. We introduce some of them that are relevant in our 
context. Let us notice that these standards are based on a common foundation that is the four layers 
architecture defined by the OMG, briefly introduced in Figure 1. 

The MOF (Meta-Object Facility) standard deals with meta-modeling [4]. It defines the so-called “MOF 
model”, which is a meta-meta-model. The MOF model defines the structure of all meta-models. A meta-
model defines some concepts and their relationships. The MOF model defines that a meta-model is a 
package in which each class represents a concept. Classes can be associated to express relationship 
between concepts. The MOF standard also defines a mapping of MOF meta-models (i.e., meta-models in 
conformance with the MOF model) onto CORBA IDL. This mapping is used to build API of models 
repositories, this API being defined as IDL interfaces. Thanks to such an API, a software engineer can 
create models, which are compliant with the meta-model used to build the models repository. He/she can 
use the API to browse through these models. Let us notice that even if IDL is used, no implementation is 
prescribed in the MOF standard for the models repositories. These can be a database, a file system or 
CORBA objects. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1: The Four Layers Architecture 

The XMI (XML Model Interchange) standard is frequently referred as the standard for exchanging UML 
Models [5]. In fact, XMI is more powerful. It defines rules for building DTD (Data Type Definition) or 
XML Schema from any meta-model. Once the DTD (or XML Schema) is available, a software engineer 
can create models as XML files. So XMI can be used to exchange all kinds of models, not restricted to 
UML models. 

The JMI (Java Metadata Interface) standard, elaborated by Sun, deals with the MDA as it defines a 
mapping of MOF meta-models onto Java [6]. Thanks to the JMI standard, it is possible to generate a Java 
API of a models repository from a MOF meta-model. As well as the IDL API, this Java API enables a 
software engineer to create a model and then to browse through it. The only difference is that this API is 
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full Java whereas the IDL API can be implemented in any language, provided that a projection from IDL 
to this language exists. 

3. ModFact: An Implementation of MDA Standards 
Our tool, ModFact, can be seen as a user models repositories builder [7]. It takes the definition of user 
models in input (i.e. the meta-model) and then builds the user models repositories. This generation of 
repositories is in conformance with the MOF and JMI standards. Thus, these repositories have a standard 
API defined either in IDL or in Java, which makes them usable, as they provide a user with facilities to 
create and browse through models. We also generate DTD in accordance to the XMI standard in order to 
export models to XML.  

To achieve these functionalities, ModFact is structured into two parts: a MOF Repository and the 
Engine (Figure 2). The MOF Repository provides storage and manipulation of MOF meta-models. It is 
used by the Engine to build the user models repositories. The Engine provides a set of services, namely 
the generation of IDL interfaces, JMI interfaces and DTD, which are needed for building the user models 
repositories and for enabling him/her to navigate in the models. 

To sum up, ModFact is both a user models repository builder and a user models repository. 

 

 

 

 

 

 

 

 

 

 

Figure 2: The ModFact MOF Repository & Engine 

3.1. The Engine 
The Engine provides a ModFact user with services resulting from the implementation of MDA standards. 
These services are described hereafter as the “Standards Services”. In addition, it provides some facilities, 
not defined in the standards, which we identified as required in order to be able to offer a full 
functionality of models repository construction.  We call them the “Value-Added Services”. 

3.1.1. The Standards Services  

The IDL Generation Service: this service enables the user to construct his/her own models repository. It 
results from the implementation of the part of the MOF standard dedicated to the mapping of meta-
models onto IDL interfaces. The ModFact module that performs this generation of IDL interfaces inputs 
packages that present a meta-model, and outputs an IDL module containing the generated IDL interfaces. 
In our opinion, the easiest way to provide a models repository when having IDL interfaces is to 
supplement them with their implementation classes in order to get a CORBA repository. In fact, these 
interfaces together with their implementation classes constitute a user models repository where the 
elements of a model are CORBA objects that can be handled through this IDL API. Of course the 
provision of these implementation classes is not supported by the MOF standard as this must be 
independent from any implementation choice. We will present in the next section the value-added service 
we developed to generate automatically these classes.  

The JMI Generation Service: this service is very close from the previous one, but rather than storing 
models as a set of CORBA objects that a user can handle through IDL interfaces, objects and interfaces 
are Java ones. The service results from the implementation of the JMI (Java Metadata Interchange) 
standard. This defines a dedicated mapping of MOF meta-models onto Java interfaces. Thus the ModFact 
module performs the same functionality as the one described above, except that it outputs a Java Jar 
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containing the generated Java interfaces. As well as the MOF standard, the JMI standard does not support 
the provision of the corresponding implementation classes. We also have developed a value-added service 
to generate them automatically. 

The DTD Generation Service: this service enables the user to write a model in terms of an XML file. To 
this end, it provides him/her with a DTD that describes the models structure. This DTD is generated from 
a meta-model provided by the user. This service results from the implementation of the XMI standard, 
which allows the generation of DTD from any meta-model. The ModFact module that performs this 
generation of DTD inputs packages that present the meta-model, and outputs a file containing a DTD. 
Thus having such a DTD, the user can write XML files. This means that models are XML files. 

3.1.2. The Value-Added Services 

The Implementation Classes Generation Service: As mentioned above, the generated interfaces, either 
IDL or Java, need to be supplemented with their implementation classes in order to be fully operational. 
This service provides such an implementation thanks to the automatic generation (in Java) of the 
implementation classes of the IDL interfaces and of the Java interfaces. To this end, we have defined a set 
of rules that we called "Templates" that allows the generation of classes from any meta-model. These 
templates have been very useful for our own development, since we made use of them when generating 
the implementation classes for the MOF repository (see Section 3.2). 

The MOF API Extension: Our experience on the use of the MOF API to build a repository, namely the 
MOF repository, has shown that several useful functionalities required when browsing through models 
are not directly supported. Let us report some examples: 

� This API provides no means to list directly all the Classes contained in a Package. When 
needed, the process is to list all the ModelElements contained in this Package and then to 
filter them by their types.  

� From a Package, it is not possible to obtain directly the Imported Package. 

� This API provides no means to list directly all the Attributes of a Class. When needed, the 
process is to list all the ModelElements of this Class and then to filter them by their types. 
The same applies for Operations and References of Classes. 

� From a Class, it is not possible to list directly some specific Features according to a specific 
criteria (e.g., the list of the public  Features). 

� From an Association, it is not possible to obtain directly the AssociationEnds that 
compose it. 

Thus we extended the standard API in order to provide enhanced facilities. Here are some examples of 
operations we implement: 

• Packages operations: classesOfPackage(package), 
associationsOfPackage(package), … 

• Classes operations: getAttributes(class), getAllAttributes (class), … 

• Association operations: associationEnds(association), … 

• Packages operations: ClassesOfPackage(package), 
associationsOfPackage(package), … 

These facilities are provided in terms of classes named Helper we developed (see http://modfact.lip6.fr 
for more details). They enable the user of the MOF repository to handle the repository elements with a 
high level API. 

 

All these services allowing the user to handle models require as input a meta-model, which these models 
are compliant with. This meta-model must be provided by the ModFact user as an XML file since 
ModFact currently does not include any graphical interface to write or draw meta-models. On the other 
hand, ModFact provides the user with a supplementary service enabling to the export and import meta-
models as described hereafter. 

The MOF Meta-models Importation and Exportation Service: this service enables the exchange of 
meta-models as XML documents. These must be valid to the standard MOF DTD specified in the XMI 
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standard. In this way, ModFact is open, in the sense that it is capable to import and export meta-models 
elaborated by other tools, especially CASE tools. However, there exist differences between XMI 
implementations provided by tools, and this explains why the exchange of MOF meta-models is not so 
easy. To this end, and in order to facilitate the elaboration of meta-models by using an existing CASE 
tool, we have developed a module that allows the import of the XMI documents produced by Rational 
Rose1 and corresponding to MOF meta-models elaborated with this tool. We chose this CASE tool 
because it is widely used by designers and it provides a rich graphic interface, which makes easier to draw 
MOF meta-model as UML diagrams. 

3.1.3. Summary 

To sum-up, through the use of these ModFact services, the user creates his/her own models repository as 
follows: 

1. He/she provides the meta-model of his/her models, either as an XML file or through the use of the 
Import service from the Rose CASE tool. 

2. The meta-model is then stored in the MOF Repository of ModFact 

3. The user makes use of a generation service, namely the IDL, the JMI or the DTD service, in order to 
get respectively a CORBA repository (i.e., the IDL interfaces with their implementation classes), a 
Java repository (i.e., a set of Java interfaces with their implementation classes) or an XML repository 
(i.e., a DTD).  

As meta-models need to be stored in order that the ModFact engine makes use of them, ModFact then 
includes a MOF repository described hereafter. 

3.2. The MOF Repository 
The MOF repository stores meta-models and permits their manipulation. To create it, we made use of 

our implementation of the MOF standard, namely the IDL API generation service with the 
implementation classes generation service. Actually, the mapping defined in the MOF standard and 
enabling to build an API of models repository from a meta-model can be used as well to build a meta-
model repository. In other words, this mapping of a meta-model onto IDL interfaces can also be applied 
to the MOF model itself due to the fact that the MOF model is auto-descriptive. Thus the algorithm, i.e., 
the mapping applied to the MOF model outputs a set of IDL interfaces enabling the MOF meta-models 
manipulation. Here again, supplementing these IDL interfaces with their implementation classes allows 
building a CORBA repository, but in this case, a MOF meta-models repository. Thus our MOF repository 
stores meta-models as CORBA objects. Consequently it is a CORBA server. 

We already mentioned that the MOF standard does not impose any implementation. Our choice of 
CORBA has several advantages. The first advantage is simplicity as already mentioned. The MOF API 
being defined in IDL; the construction of the repository consists in developing the implementation 
classes. The second advantage is to benefit of the CORBA services. For example, if we want to add a 
layer of security in the repository, we can use the CORBA security service. Likewise, the persistent 
service allows obtaining a persistent repository. We currently work on the ModFact persistence according 
to this service. 

Finally, let us mention that in a recent release of ModFact, we experimented the construction of a MOF 
repository by using the JMI generation service. More information on this experiment is available on the 
ModFact web site. 

3.3. On the Use of ModFact 
ModFact is currently available at http://modfact.lip6.fr. It is organized as a set of projects, namely the 
Repository Project and the QVT Project.  

The Repository Project deals with the repositories builder. It enables the construction of repositories, 
either a CORBA repository or a JMI repository. The construction of a CORBA repository can be 
achieved as described in previous sections, by applying the service of IDL and implementation classes 

                                                           

1 Rational Rose is CASE Tool produced by Rational Rose® software for the modelling and the development of systems using 
UML. 
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generation. The resulting repository is a set of CORBA objects. The construction of a JMI repository is 
quite similar, by applying the service of JMI and implementation classes generation. The resulting 
repository is a set of Java objects.  

In both cases, code is available for downloading.  In addition, theses services are available online, with no 
downloading. 

The QVT Project deals with the models transformation. Although this is out of the scope of this paper, let 
us just mention that we experimented a simplified version of TRL (Transformation Rule Language), 
which is a proposal submitted in response to the OMG RFP MOF 2.0 Query/Views/Transformations 
[8][9]. Thus we provide a service of models transformation, available online.  

In the following, we focus our discussion on the analysis we draw from our MOF implementation 
experiment. 

4. The MOF Standard Analysis 
From our experiment, we learned several lessons regarding the MOF standard, which is a key standard for 
MDA. Currently, this standard is composed of two parts, each of them addressing a specific issue.  

One part is dedicated to the definition of a meta-meta-model, the so-called MOF model, which enables 
the elaboration of meta-models. This part is very fundamental as having a standardized meta-meta-model 
is very useful. 

The other part is the definition of rules enabling the mapping of meta-models onto IDL interfaces. This 
aims at building repositories of user models. From a MOF meta-model, a user can obtain the set of 
corresponding IDL interfaces. These constitute an API through which he/she can handle models in 
conformance with the meta-models, provided that he/she has developed the implementation classes 
corresponding to these IDL interfaces.  

In our optic, this part of the MOF specification devoted to the definition of a standard API enabling the 
engineer to create and to browse their models is debatable. We identify two points of discussion. The first 
one relates to implementation issues and architectural limits we encountered during the development of 
our tool. The second concerns the soundness of a standardization step for such an API. We develop 
hereafter these two points. 

4.1. Pragmatic Issues Related to Implementation 
As mentioned in Section 3.1.2, our experiment leads us to analyze that the API defined in the MOF 
standard is not fully ready for implementation. We identify at least three kinds of gaps, namely the 
storage choice, architectural issues and the API completeness. 

The Storage Choice: As any standard, the MOF standard prescribes no choice for implementation. Any 
storage can be used, such as a file system, a database, or, of course a CORBA server. However, according 
to this choice, before having a repository, more or less work has to be done. A tool providing a user with 
the storage of his/her models in a database together with their handling according this standard API seems 
very complex to develop! We made the choice of CORBA because of simplicity. However, to be able to 
provide users with CORBA repositories, we had to integrate in our tool the automatic generation of 
implementation classes.  

Architectural Issues: the MDA standards devoted to the repositories building, MOF as well as JMI 
standard, only define how to build the API of users models repository, but they do not provide any 
recommendation for building such repositories. Although it is not the role of a standard to describe very 
precise implementation details, however these standards lack prescription as for their implementation. 
Thus none of them deals with non-functional properties such as persistency, security or performance. In 
particular in the MOF standard, the API definition in IDL raises a granularity problem. In this approach, 
each element of a meta-model (e.g., package, class, or instance attribute) is translated into a CORBA 
object. Depending on the meta-model complexity, the number of objects can be very high. To face this, 
issues such as performance, persistency and the load increase must be addressed, what the standard does 
not do. To deal with these non-functional properties, ModFact being accessible on the web, we have had 
to change our code several times and we still improve it. 
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The API Completeness: As mentioned in Section 3.1.2, our experiment led us to extend the standard API 
as it does not fit in the requirements when browsing through models. Thus it appears that this API is too 
low level2 to be really efficient, and needs to be supplemented with operations of a higher level. However 
it seems to us that this cannot be done in a standardized way. Actually, an API of a meta-model outputs 
from a meta-model and the IDL generation rules. These must apply to any meta-model. Now providing a 
high level API that offers methods to browse the whole structure of the meta-model requires knowledge 
of the meaning of the meta-model elements and of their relations. This means that such a navigation 
depends on the considered meta-model and cannot be generalized. Thus the standard only deals with a 
structural view focused on the element being translated. This means that a rule that applies on a meta-
class of the meta-model only has the view of the other meta-classes that are directly related to it. If this 
meta-class is also linked to another meta-class in an indirect way, the rule does not apply, i.e., the 
corresponding method will not be created in the API. 

Analyzing in depth this problem of low level API led us to wonder whether the MOF standard tackles the 
right level of standardization. We debate this question hereafter.  

4.2. On the Soundness of a Standardized Step for an API of Repositories 
Among the various MDA standards, the MOF specification is a fundamental one as it deals with the 
repositories issues through the provision of an API. Now in the MDA approach, the storage of models 
and thereby the repositories play a central role. Having an API enabling to browse through the models is 
therefore required. Standardizing such an API appears sensible. It will enable to use the same interface to 
access models whatever the repositories that store these models. But what is the right level of 
standardization of such an API? In the MOF standard, the proposed API is low level. It seems to us that 
this is not the right level, as we illustrated it in the previous section. We base our opinion on a comparison 
with another area that addresses storage issues too, namely the DataBase Management Systems (DBMS). 
Let us focus for example on Relational DataBase Management Systems (RDBMS). Many RDBMS exist, 
each of them having its own solution to store data and to navigate in these data. These are proprietary 
solutions. What is standardized is the language that enables the user to manipulate data, namely the SQL 
(Standardized Query Language). It constitutes a high level API that offers facilities in order that the user 
can easily formulate his/her requests and browse through their data schema. To this end, each RDBMS 
implements this API and is able to translate these SQL requests into its proprietary low level language in 
order to perform the queries. Whatever the RDBMS and its internal operation, the user expresses his/her 
requests in the same way. 

In our view, repositories of models should be thought in the same way. The attention must not be placed 
on the low level API, which depends on the internal mechanisms of the storage means. Such an API 
cannot be useful to engineers that handle models. Moreover, having standardized repositories is not so 
useful. Rather, one should stress on the standardization of a high level API, which would provide the 
engineers with a real service of navigation through the models, whatever the underlying repository. 

Let us notice that the MOF 2.0 standards family still includes the definition of rules for the mapping of 
meta-models onto IDL3.0 interfaces in order to provide an API. However, this does not solve the 
presented issues, rather the use of IDL3.0 increases complexity in terms of number of generated objects. 
In fact, the OMG is currently interested in the definition of a query language for models. This is one of 
the issues of the RFP MOF 2.0 Q/V/T [9]. This is a first step towards the provision of a high level API. 

5. Conclusion 
This article has reported our experiment when implementing some MDA standards and the analysis that 
we draw from this experiment. We make a specific focus on the MOF standard since it defines an API in 
IDL to handle models. We describe the tool we developed, named ModFact. This implements the MOF, 
XMI and JMI standards. In this way, it enables a user to build his/her models repository as a set of 
CORBA objects, or as a set of Java objects or as XML files. Moreover, the use of the XML format 
enables the exchange of models. During our development, we faced some issues not considered in these 
standards. Thus we had to provide value-added services in order to reach this goal of providing storage 
and exchange functionalities. 

                                                           
2  “Low level” means that some API operations are very elementary and the user must add some processing in order to get an 
efficient navigation. See examples mentioned in Section 3.1.2 that illustrate this point. 
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This experiment enables us to conclude that the current MDA standards completeness is debatable. 
Especially, the MOF specification does not tackle the right level of standardization with respect to the 
provision of an API for the models handling. Software engineers, who apply an MDA approach when 
developing software, need a higher level API. The new RFP MOF 2.0 Q/V/T issued by OMG aims at 
fulfilling this gap.  

Beyond this storage functionality and the provision of an API, which are fundamental for the MDA, other 
issues are still open. Producing software according to an MDA approach requires a set of various tools, 
each of them performing its task based on models handling. For example, a CASE tool is required to 
create and edit models; a translation engine is required for models transformation; a repository for models 
storage; and so on. In order to constitute a software production chain, all these tools will have to 
interoperate. We identify that this requires a well-defined architecture of a platform supporting this 
integration. We are currently working at the definition of such a platform. Our approach is service-based, 
that is the identification of an interface for each tool describing the service provided by this tool (see [11] 
for more information). 
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Abstract 
In conjunction with Ford Motor Company, we built a tool to support multilevel architectural design.  The 
tool, called Synergy, allows Ford to visually design architectures of vehicle control components.  The 
components are imported from existing Simulink models; then the tool automatically generates a detailed 
view showing all required connections and ports.  The resulting model is exported to Simulink for further 
analysis. In this paper we describe the conceptual and technical challenges encountered in building 
Synergy and our design choices for solving them.  

1. Motivation 
Over the past few years, Ford Motor Company has experienced significant benefits in software 
development using component models. By using Simulink [3] models of software components, Ford is 
able to analyze component behavior before committing to code. While rigorous component analysis has 
been successful at Ford, the approach has been difficult to scale.  

Scaling the approach requires producing assemblies of these components. Currently these assemblies, if 
they are built at all, are constructed manually. Because components typically have dozens of interfaces 
each, manually connecting them is tedious and error prone. For a simple six-component subsystem, Ford 
engineers report that construction takes approximately two weeks. Large (50-component) vehicle control 
subsystems have taken six months to produce. Manual construction quickly becomes infeasible as the 
number of component choices and design possibilities explodes upwards.  

2. Related Work 
There is considerable interest in model-based approaches to embedded control systems, including 
avionics as well as automotive systems. The DARPA-sponsored MoBIES Project [1], for example, 
specifically focuses on this area. The MoBIES community anticipates considerable benefits in quality 
through model checking, reuse of proven components, and sharing of tools. Our work fits within that 
general category of research, but explores the specific consequences of using architecture description 
languages as the carriers of embedded systems designs. 

Recently, the Object Management Group has been promoting model-based design using a two-tiered 
approach that they refer to as “Model-Driven Architecture” (MDA) [4].  MDA is motivated by similar 
concerns to ours, but attempts to advance the state of understanding about how to carry out such an 
approach in the context of real systems, complementing existing development methods, and leveraging 
special features of a product domain (in our case automotive control systems). 

3. Proposed Solution 
Ford’s challenge is to be able to quickly design large systems without sacrificing the detailed model 
analysis capabilities, which have already proven to be successful.  The two-tiered approach supports both 
goals.  The abstract view allows engineers to work at an architectural level, facilitating building larger, 
more complex software systems within vehicles.  The architectural tier allows the designer to think in 
terms of components or component groups, without viewing all the details needed to perform the 
analyses.  The second tier then provides the details needed for the rigorous analysis of the design.  A tool 
able to work on both levels is insufficient, however.  Generating the detailed view requires connecting 
dozens of ports for every component, which is tedious and error-prone when performed manually.  An 
effective tool must automate the generation of the detail tier. 
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The two-tiered approach shows promise even conceptually, but there are a number of technical challenges 
to overcome in making it feasible for use.  These include: 

• representation of the views 

• scaling via hierarchy 

• model interface specification 

• design alternatives 

• support for multiple types of analysis 

• visual clarity,  

• inter-tier consistency  

The rest of this abstract gives a brief summary of these issues and our solutions.   

3.1. Representation 
The most obvious issue in a two-tier approach is representation of each level. As our intent was to 
simplify component compositions, the abstract level needed to be easily created by the user. We also 
wanted to facilitate some analysis at the abstract level before generating detailed assemblies. The detailed 
level had to support the many ports and connections present in the system, as well as the properties to be 
analyzed.  We used the Acme Architecture Description Language (ADL) to describe both levels of 
design, with separate but similar styles for each level [2]. This allowed for presentation of different design 
aspects, while making automatic conversion straightforward. 

3.2. Hierarchy 
Managing the one hundred plus components in Ford’s architectures requires breaking the system into 
modules and subsystems via architectural hierarchy.  Ford engineers generally work with only five or six 
components at a time, constructing larger systems from these subsystems. Additionally, hierarchy 
provides a mechanism for reusing assemblies. Thus large architectures can be built in a bottom-up fashion 
from previously built assemblies. In our case, hierarchical design was supported through Acme 
“representations”. In representations, an abstract component is a placeholder for the underlying 
substructure, a scheme which matched our intended use of hierarchy.   

3.3. Interfaces 
Any design will need to interact with other systems, requiring that the system representation include 
facilities for identifying that interface.  The interface is also crucial to using hierarchy and building 
progressively larger architectures.  Options for determining the interface include explicit specification by 
the designer, automatic generation from the available ports of the system, or leaving unbound ports. 
Explicit specification enables the system to check for completeness, but requires a extra work for 
complex interfaces.  Automatic generation is easier on the user, but can mask sub-system incompleteness 
by generating additional inputs.  Leaving unbound ports allows the user to review the incomplete system 
to pick needed inputs, but prevents full analysis.  Because Ford needs to determine whether all input ports 
in a model are connected we chose to have the interfaces be explicit.  Explicit interfaces allows us to 
verify the completeness of the system, both for inputs and expected outputs. 

3.4. Design Alternatives 
Exploration of design alternatives is an important feature for Ford. With a large collection of components 
there are often multiple choices, which fulfill the required interface yet have different properties. Ford 
often uses a single architecture across several car makes and models, the differences coming in the choice 
of components to fill in that architecture.  The abstract component representation must be able to express 
these alternatives.  We used Acme’s support for multiple representations to indicate mutually exclusive 
design alternatives for any component or subsystem in the model. 

3.5. Support for Multiple Types of Analysis 
Additionally various properties are needed to support analysis of the system.  Synergy supports analysis 
of three kinds. First are topological constraints and properties checked by AcmeStudio.  Another set of 
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properties is pulled from the Simulink models – either analyzed through Simulink directly, or added to the 
architectural description automatically. The component linking mentioned above enables Ford to take full 
advantage of Simulink’s power to analyze  assemblies generated by Synergy.  Lastly, our tool uses its 
own component characterization file containing properties that can be analyzed through a plug-in 
framework in Synergy.  Two such plug-ins were built – one checking resource usage of components, the 
other suggesting scheduling order. 

3.6. Visual Clarity 
As mentioned previously, rather than source-code, Synergy generates a detailed model from the abstract 
architecture.  The newly generated model contains significantly more detail than the source model, and 
care must be taken to keep the model readable.  Components should be laid out intelligently so that 
connections between components remain clear.  Clarity remains a challenge within these highly detailed 
models, where each component may involve twenty to thirty individual connections.  Synergy employs a 
simple layout engine, which keeps the detailed layout similar to the user constructed architecture. 

3.7. Inter-tier Consistency 
With multiple models involved in the development process, consistency between models becomes an 
important issue.  Synergy gives the developer free-reign to tinker with the design at both the high and low 
levels of abstraction, so keeping them synchronized remains a challenge. Changes to the system 
architecture or individual component models must be carried forward into the generated assemblies.  With 
our tool this is accomplished by regenerating the assemblies. Reverse engineering is not supported, 
because developers are expected to make at most minor targeted changes to the assemblies. 

4. Conclusion 
The above discussion illustrates the major issues in building Synergy: architecture representation, 
hierarchy, interface specification, analysis support, visual layout, and consistency.  Our choices focused 
on Ford’s needs and ease of implementation.  Similar but separate styles make automatic conversion easy, 
while supporting the difference in detail. We used AcmeStudio’s built-in representations to support 
hierarchy and thus enable generation of large modules in an understandable fashion. The external 
interface for a design is specified by the user through use of a special component.  Design space is also 
supported by Acme representations, considering each representation to be set of mutually exclusive 
alternatives. Lastly, an analysis plug-in framework is part of both Synergy and AcmeStudio.  We felt that 
our architectural representation is rich enough to support many more analyses than we could develop. 
Thus Synergy makes it easy for the customer to add more without having to address representational 
issues. 

We used AcmeStudio to provide graphical editing and the previously mentioned representational 
facilities.  While automatic layout will always be difficult for large, complicated systems, we took 
advantage of the user constructed system architecture as a starting point.  Integration with other tools was 
a major requirement from Ford, which led us to select Eclipse and AcmeStudio as a base for plug-in 
development.  Ford is focused on the architecture and pushing for automatic generation, thus Synergy 
maintains consistency in a feed-forward mechanism, re-generating the detailed model when requested. 
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Abstract 
From metamodels that are defined using OMG’s Meta Object Facility (MOF) it is possible to 
automatically derive model repositories where models conforming to that metamodel can be stored and 
accessed through standardized interfaces. But the concepts offered by MOF allow only the description of 
certain aspects of a metamodel such as its data structure but lack ways to exactly define structural 
consistence or constraints. For this purpose, the Object Constraint Language (OCL) can be used. This 
paper discusses how derived repositories can be enabled to monitor and evaluate constraints defined with 
OCL and how repositories should react on a constraint violation. 

1. Introduction 
The Model Driven Architecture (MDA) propagated by the Object Management Group (OMG) defines a 
flexible four level software modeling architecture: instead of providing one modeling language for all 
problems (such as UML), this approach allows rapid definition of modeling languages tailored to the 
problem domain using MOF. MOF features basic object oriented concepts and is basically a subset of 
UML. To support the usage of modeling language in a software development process, tools are required 
which support the defined language: GUIs or other frontends for the creation of models, backends which 
generate code out of a model or transform that model into another model in another domain, and, at the 
core, databases (or repositories) for the models. In a model driven architecture, MOF repositories form 
the heart of a system construction environment. 

 
Figure 1 A Modeling Infrastructure with MOF Repositories at the Core 

These repositories can be almost automatically derived from a MOF metamodel itself (except the 
implementation of operations in the metamodel, since this cannot be defined with MOF) using a 
repository generator such as IKV++’s medini tool [6]. The UML2MOF generator as one part of medini 
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produces C++ code which implements semantics and CORBA access interfaces of repositories as defined 
in MOF 1.4 specifications [3]. The generated code has to be completed with code for the user defined 
operations and finally compiled into an executable program. 

But MOF allows the user to describe only a certain view on a metamodel formally (basically its 
information structure) but lacks ways to exactly describe further structural consistence or semantic, 
known as well formedness rules. However, MOF allows the addition of constraints to a model as another 
source of information, but the language used to describe the constraints is free of choice. Formalized 
languages have been developed to be more precise and avoid ambiguities which occur when using natural 
languages for this task. The Object Constraint Language (OCL) is such a language, originally designed as 
an addition to UML. It claims to be easy-to-use despite its formalism as its syntax is similar to common 
object oriented programming languages like C++ or Java. It is already used in several OMG 
specifications to specify constraints on MOF compliant metamodels (for example the MOF 1.4 
specification itself [3]). 

This work examines if these constraint definitions in metamodels can be used to further improve the 
generated repositories by automatically adding the information of the constraints to the repository logic. 
Accordingly, it discusses the following three questions:  

• How can the computer evaluate OCL constraints? This is not just a question about how to 
translate an OCL statement into computer code, but also about what restrictions on the 
statements or user model apply and how to solve concurrency problems on multi-threaded 
systems. 

• When should a constraint be evaluated? This question is easily answered when it comes to pre- 
and postconditions of operations or deferred constraints (deferred constraint evaluation is started 
by the user). But the points in time when invariants have to be checked must be carefully chosen, 
as a consistent state (by means of the constraints) of the repository system as well as 
performance issues must be considered.  

• What should be done if a constraint is violated? This paper discusses various strategies of system 
behavior on constraint violation, such as simple ones like printing an error message. But also 
more sophisticated ones are covered where the user is able to specify some reaction, where the 
system rolls back the causative operation, or where the system tries to find a new system state 
where no constraint is violated. 

A solution to the above problems is under development as an add-on to IKV++’s UML2MOF tool [6]. 
This work is based on OCL’s version 2.0 that is currently in its finalization phase [4], and MOF version 
1.4. [3]. 

2. OCL Constraints in MOF 
The usage of OCL constraints in MOF can be defined through OCL’s specification as well as MOF’s 
specification of constraints. OCL allows stating pre- and postconditions of operations and, more 
importantly here, invariants. In combination with the evaluation policies as defined in MOF 1.4 [3] the 
following constraint categories are found: 

• Immediate invariants: constraints on instance objects which must hold all the time. 

• Deferred invariants: constraints on instance objects which must hold at a user specified point in 
time. 

• Pre- and postconditions: constraints on operations which must hold before respectively after 
operation execution. Differentiation between immediate and deferred verification does not apply 
here 

OCL 2 lists also several other places where OCL expressions might be useful, for example, to define the 
value of derived attributes or the semantics of an operation, but such usage specifies an implementation 
and not a constraint and, therefore, doesn’t need any monitoring inside a repository. Thus, it is out of the 
scope of this work, although some of the results found here might prove useful when implementing 
support for OCL in other MOF contexts. 
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ModelElement
name : String

Namespace
<<reference>> contents : ModelElement

0..n

0..1

+containedElement0..n

+container0..1
Contains

OCL immediate:
-- ContentNamesMustNotCollide - [C-5]
-- The names of the contents of a Namespace must not collide.
inv ContentNamesMustNotCollide: 
self.contents->forAll(e1, e2 | e1.name = e2.name implies e1 = e2)

 
Figure 2: An Example OCL Constraint 

For a better understanding of how OCL constraints can be used within a MOF model, an example is 
depicted in Figure 2. Please note that it is not specified in any of OMG’s documents how to manage the 
constraint definitions. One possibility is to store those in a separate text file where the context of each 
constraint is specified through the keyword “context” followed by the name of the classifier. The authors 
propose to keep the constraint definitions together with the metamodel, as it makes it easier for 
metamodelers to define constraints while designing the metamodel; it also emphasizes the constraints 
because they are visible along with the metamodel. To allow use of existing UML modeling tools which 
do not have a special visualization for constraints, the following notation is suggested: OCL constraints 
are written inside “Notes” which are attached to the Classifier which defines their Context. To distinguish 
between normal notes and OCL constraint definitions, each OCL constraint definition starts with the 
keyword OCL followed by the constraint's evaluation policy. 

The example OCL constraint is taken from the MOF 1.4 specification itself ([3], pp. 144). It formally 
states that all members of a namespace must have different names. 

3. Evaluation of Constraints in a Repository 
To be able to evaluate a constraint inside a generated repository, computer code for each constraint must 
be generated as well. Access to the model features inside OCL expressions can be mapped to operations 
of the generated MOF repository. The mapping of most other language features is straight forward and 
similar to code generation for other (programming) languages; however, some aspects of OCL and its 
evaluation require further attention: 

• Constraint evaluation is per definition atomic, which means that it must not be interrupted. This 
is no problem in sequential, single user systems, but it can be a problem in parallel, multi-user 
systems, like a multi-threaded MOF repository, where the system can be changed during the 
constraint evaluation. Concurrent access to a repository can interrupt an ongoing constraint 
check, because the code for an OCL expression will most certainly consist of several statements. 
Therefore, a synchronization mechanism must be established to avoid model elements being 
changed during a constraint check. Locking access to the repository while checking a constraint 
would fulfill this task, degrading overall performance though. But if it is known on which object 
a constraint depends, it suffices to lock access only to these.  

• OCL is defined to be free of side effects. This can be easily assured for language features that 
only access the model and operations of OCL’s standard library, as they are provided by the 
implementors themselves. But OCL also allows calling operations defined inside the model 
whose semantic cannot be defined formally with MOF. Such an operation can be marked as side 
effect free with its attribute isQuery set to true, but whether this enforces a side effect free 
operation implementation inside the repository depends on the repository generator. 

• OCL’s keyword “@pre” can be used inside postconditions to refer to values of object properties 
at the time of start of the operation. For example, the expression “a.b.c@pre” takes the new 
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value of property b of a, and then the old value of c. Thus, calculating that value (the old c) 
before an operation is executed is not always possible (without knowing the computational 
semantic of the operation), because b could get changed by the operation itself and consequently 
point to another c. The semantic of the operation cannot be specified with MOF itself and not 
always with OCL. Therefore, in order to implement the “@pre” feature, it is necessary to save a 
copy of the whole system before an operation is executed which is computationally expensive. 

• Another feature, which is going to be introduced in the upcoming OCL 2.0, is the concept of 
messages. Message expressions can be used in postconditions of an operation to state that some 
sort of interaction between objects has taken place during the execution of the operation. This 
interaction might be through signals (not available in MOF) or operations. With operations it is 
possible to use the result values of an interaction in a constraint expression, but since message 
exchange can be asynchronous these result values might even be undefined. To evaluate 
constraints that use the message concept, obviously the interaction of operations must be tracked, 
for example, through some sort of observer object. 

• The standard library of OCL defines some reflective operations such as oclIsTypeOf() that 
enable dealing with the type of an object. A mapping of these operations can be realized using 
reflective features of some immediate programming language (such as Java or C++) for the 
repository. 

Keeping these properties of OCL Constraints in mind, a mapping to evaluation code inside repositories 
can be developed. 

4. Evaluation Time 
At what time should a constraint be evaluated? The point in time when deferred constraints should be 
evaluated is user defined. For each constrained model element, an operation is generated (as defined in 
Reflective Module [3, Chapter 6]) which checks all of its constraints.  

Pre- and postconditions of operations should be checked before and after each operation call, 
respectively.  

Invariants with immediate must be checked each time a constrained object has been changed through 
accessor operations. Because OCL invariants can be used to express restrictions on all instances of a 
given class, it is also necessary to check consistency each time this set of instances is changed, which is 
on creation and deletion of an object. To avoid an expensive checking of all constraints each time 
something in the repository is changed, it is necessary to calculate a list for each model element that 
includes all constraints which access that model element. With such a list, upon change of a model 
element, only the constraints in the list have to be checked. To be able to calculate that list, an efficient 
mechanism has to be developed and put inside the repository. 

5. Reaction on Constraint Violation 
On constraint violation, different actions can be undertaken and are feasible. The simplest ones would 
basically inform the user about the constraint violation. Some sort of rollback mechanism could undo the 
operations which led to an inconsistent system (constraints are checked after a value has been changed). 
Since this approach requires heavy transaction mechanism, constraint checking for a new value might be 
done before a change to a model element has occurred. Another alternative is the execution of user 
defined actions on constraint violation which should change the system's state to ensure consistency 
(„compensating actions“[5]). These actions could also be left to be defined by the computer system itself, 
where it solves the inconsistency by obeying the constraints in a sort of „Constraint Programming.“ 
Reactions which lead to a stop of the execution do not seem feasible in the MOF repository context, since 
a repository service should be reliable and not vulnerable to bad updates. 

5.1. Inform 
When a constraint is violated, an error report is send to the client. The system is, therefore, in an 
inconsistent state and the client has to respond accordingly. This simple reporting mechanism can also be 
combined with one of the other possible actions, thus the system informs the client but also copes with 
the problem by itself. Additional information about the violated constraint, such as its name or its OCL 
representation, can be propagated as well. 
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5.2. Rollback 
The MOF specification [3] states that a violation of immediate constraints should lead to a rollback. That 
means that the repository is put back in the state it had before the constraints was violated, that the 
causing operation is undone. 

For immediate invariants, this could be implemented by copying a model element before it is changed, 
and restore it afterwards if a constraint is violated. A manipulation of model elements is done by calls to 
accessor operations. Therefore, only the element to be changed has to be copied and can be restored if a 
constraint has been violated afterwards. If constraints are violated after an instance is created, the new 
instance is deleted. If an instance is going to be deleted, it is first only removed from the list of instances 
which are checked by constraints, then the constraints are checked and, if one is violated, the instance is 
not deleted but put back in that list. If no constraint is violated, the instance is removed from the 
computer's memory. 

For deferred invariants, a rollback mechanism would require to roll back all operations called since the 
last known good state of the repository. This could be achieved by conserving the state of the whole 
system at a moment where no constraint is violated. That point in time might be user defined or each time 
the verify operation is called, which would imply that all other constraints must also be checked to assure 
system consistency.  

When a precondition is violated, no change has been done to the system, the operation is cancelled and, 
hence, no restoration is necessary. To rollback upon the violation of a postcondition of an operation, it is 
either necessary to know what happened inside the operation (e.g. via code analysis), or to save the state 
of the whole system before the operation is executed. 

5.3. User Specified Actions 
Another approach is to let the user define which action should be executed. To retain the side-effect 
freedom of OCL constraints, all user specified actions could be required to have no side effects on the 
current package, thus either only side-effect free operations (queries) or operations outside the root 
package of the observed system can be called. The system would stay in an inconsistent state after a 
constraint violation has been detected and the user has to deal with it. Loosening the restriction of side-
effect free constraints, the user would be able to specify an action which fixes the state of the system in 
such a way that the constraint is preserved. 

Triggering operations which change the system's state affects the core of the OCL definition: being a 
declarative, side-effect free language. This leads to some severe consequences: 

• The language in which the user can specify the action cannot be OCL. It might be an OCL-look-
alike with extensions to specify program logic. Even more suited seems some sort of text 
oriented, constructive action language (such as Action Semantics [1]). Using a “real world” 
programming language like Java or C++ is inappropriate due to loss of abstraction.  

• The primary purpose of OCL constraints, preventing errors, is lost, since now constraints can 
change the system's state and thus induce errors.  

• Such an approach also does not conform automatically to the idea of constraints as a “rule that 
restricts the state or behavior of one or more elements” as defined in MOF ([3], section 3.4.25), 
although it can be used for that. 

But on the other hand, such an extension offers users more flexibility. An action mechanism can also be 
used for some sort of rule based programming, for example to specify model transformations where 
models are transformed to other models automatically, following a formal description in OCL. 

5.4. Constraint Solving 
As discussed above, constraints cannot only be used to put restriction upon a model but also to influence 
the program flow. „Constraint Programming,“ a technique which is relatively new but draws wide 
attention from the computer science community as well as industry [2], goes one step further. Its idea is to 
state constraints about the problem area and then solve the problem by finding a solution which satisfies 
all the constraints. Its main focus is the solution of combinatory problems like planing, scheduling and 
optimization and is close to the area of Operations Research. In a metamodeling context there seems to be 
no use for programming through constraints, since the user's metadata should obey the constraints and not 
made by the system to do so. But this can be used for model transformations again, freeing the user to 
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specify the (relatively simple) actions and also allows to reverse the transformation automatically, thus 
making it isomorphic. But OCL is clearly not designed as a „constraint programming language“ (like 
PROLOG), but, once again, as a „specification language.“ OCL's syntax already offers means of 
expression which might be needed for such a task (navigation in object oriented models etc.) but it is 
advisable to alter OCL for this purpose, since some of its features are hard to cope with (e.g. quantifiers). 
They could even be unnecessary, because transformations might only make use of equivalence relations. 
Using the OCL constraints as description of a transformation of models between two different 
metamodels, some sort of "solver" could be developed which takes a model as instance of the source 
metamodel and creates a new model as instance of the target metamodel and modifies it until all 
constraints are fulfilled. But this is out of the scope of this work although worth further investigation. 

6. Implementation 
Since the behavior for violation of immediate constraints requested by the MOF specification is the 
rollback mechanism discussed above, it is realized in the authors implementation combined with the 
inform mechanism. As a result, if an immediate constraint is violated, the causing operation is undone and 
an exception denoting the violated constraint is thrown. If a deferred exception is violated, only an 
exception is thrown. 

This implementation includes a dynamic constraint management to check only those constraints which 
actually are affected by a change in the repository. As noted above, it is difficult to calculate the elements 
affected by a call to a user operation inside an OCL constraint; such a calculation is omitted in this 
implementation. Instead, it is assumed that all objects are affected, and, therefore, invariants which 
include user operation calls are checked every time. Obviously, this is computational expensive. It is 
recommended to avoid user operations, but to use only operations from the OCL Standard Library or 
OCL helper operations. This still provides the user with enough power to describe most things he/she 
needs and, additionally, makes OCL constraints more unambiguous, since they now only use operations 
with clear semantic definitions in the OCL standard. If constraints using operation calls are intended to 
express the behavior of those operations, it is advised to explicitly state constraints (pre- and 
postconditions) on the operation. 

7. Conclusion 
Using OCL in MOF metamodels enables the addition of semantic and consistency information in an exact 
and unambiguous manner. If the constraints are transferred from their definition inside the metamodels 
into the repositories, and the repositories are able to evaluate and monitor them, the tools grouped around 
the repositories can rely on the fact that models stored and retrieved from the repositories are consistent. 
Therefore, they do not have to do consistency checks themselves and can be built and maintained more 
easily.  

The evaluation of some features of OCL constraints inside repositories is difficult and can degrade 
performance heavily. Nonetheless, if these pitfalls are known, one can avoid them by following some 
rules as discussed above, and use OCL constraints as an enhancement of the MOF metamodel design and 
repositories. 

Future work includes moving the implementation to from MOF 1.4 to MOF 2.0. Also, the authors will do 
further examine the runtime expenses of constraint monitoring and possible improvements thereof, and 
how the results of this work can be used to support OCL in other MOF contexts, for example to define 
operation semantics, or even to describe (and eventually calculate) model transformations. 
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Abstract 
The Project Execution and Management Environment Server (PEME) is a software platform 
implementing the Model Designed User Environments. PEME is also a Web-based context management 
system where context has to do with contents, organizations and tools.  PEME is generated from 
knowledge models. The main purpose of PEME is to provide an intermediate layer through which end-
users can interact with the Intelligent Infrastructure. 

While the Intelligent Infrastructure provides for bridging gaps among methodologies, delivery 
approaches, and continuous business solutions, PEME focuses on operational aspects. The provision of 
Active Knowledge Modelling (AKM) technology supported by Intelligent Infrastructures makes it feasible 
to deliver model-generated e-Business and e-Government solutions. Model-generated working 
environments, workplaces and services will enable solutions management, adaptation and reuse. 

This paper focuses on practical aspects related to our experience in MDA as well as on knowledge 
sharing aspects in the AKMii implementation, being those fundamental capabilities for promoting 
European Research Area.  

1. Introduction 
Enterprise portals have long been considered a crucial component of a knowledge management toolkit.  

The term portal covers a multitude of applications.  It can be characterized this way: The portal serves as 
a single, consistent window through which information can be found and from which applications are 
presented to users.  More specifically, an enterprise portal is a personalized, web-based working 
environment through which end-users, their clients and partners, can access the business critical systems 
and information required to do their jobs.  Currently it is correct to say that the functionality of portals is 
evolving, from a place where you merely see things, to a place where you actually do things. 

Our objective has been to develop a user environment (portal) that acts as a workspace, in which users 
share information and exploit online collaboration tools with functionality appropriate for the specific role 
of each user. 

As a front-end of an Intelligent Infrastructure, PEME technology extends the enterprise portal paradigm, 
combining context management techniques with technologies enacting dynamic generation of user 
interfaces. The result is a software platform capable of producing an operational solution, which is driven 
and managed by knowledge models 

2. What is intelligent infrastructure 
Intelligence is normally attributed to the capacities and the capabilities of the human brain, but just as 
knowledge is externalized and represented in various forms (encoding and media) so is intelligence. 
There are many definitions of intelligence. The Oxford Dictionary defines intelligence of an 
artifact/object as: “ability to vary its state or actions in response to varying situations and experiences” - a 
perfect definition for our purpose. This implies a two-way feedback loop between the organization and its 
intelligence and the infrastructure and its intelligence representation, - a closed loop of knowledge 
management and modifiable actions. 

We currently have adopted these definitions of intelligence in enterprises and infrastructures: 
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 “An intelligent enterprise (IE) may be seen and treated as a purposeful system.  Mutual purpose is key as 
are consistent mental models among the participants regarding the principles that guide how the purpose 
can be achieved and what is not acceptable in pursuit of such achievement. “ 

 “The ability to use knowledge constructs to perform actions, and to assimilate and update knowledge 
structures when performing actions.” 

Past systems are by these definitions pretty dumb; they collect data, store them and produce presentations 
of data. There is no closed-loop/inline feedback from data gathered into the actions or the system creating 
the data. Today operational systems and business decision-making are two disjoint systems. This has 
caused many industrial challenges. 

An Intelligent Infrastructure is an adaptable generic platform for solutions development, knowledge re-
activation and management. An Intelligent Infrastructure separates Enterprise Business Operation from 
Enterprise Knowledge Architecture (EKA) and from ICT Architectures (ITA). 

 

Figure 1 

These knowledge layers and their views are adapted, extended, coordinated and managed by services, that 
for quality assurance should be implemented as recursive and repeatable work processes. The tasks of 
these work processes are themselves part of the Intelligent Infrastructure, and any task can be invoked and 
executed as the need arises supporting emergent workflows. The execution of these work processes will 
vary between automatic to highly interactive services dependent on the type of system supported. This 
means that self-adaptive, self-organizing solutions are possible, when and if desirable. 

The key concepts that have given background knowledge to the Intelligent Infrastructure are: 

1. Active Knowledge Modeling (AKM) - A pedagogically consistent (active knowledge) management 
approach to Enterprise Modeling and Visual Computing Solutions enabling work process embedded 
model building and model-driven solution generation for task execution. Enabling true concurrent 
engineering; simultaneous metamodeling, modeling, execution and management, collapsing the life-
cycle phases of the temporal dimension. 

2. Architecture means the arrangement of function and feature that maximizes an objective.  Basic 
functions and features are given components, but it is the arrangement of functions and features that 
distinguishes one architecture from another and enables one to be preferred for a specific purpose.  
Usually one arrangement scores better in “goodness of fit” to the multi-attributed objective. 

3. An Intelligent Infrastructure (II) is a layered representation of knowledge in various forms and 
formats. Depending on perspective it can have a varying number of layers and architectural levels 
(views). The systems engineering perspective identifies four layers, being: Work performance layer, 
Model and work management, Knowledge representation, and the ICT layer, while the business 
management perspective is more concerned with these three: Business Model, Enterprise Knowledge 
and ICT.  

An infrastructure provides common services such as: a) ensuring the location of components within 
whatever "coordinate system" is pertinent, b) providing access or interconnection, c) providing de-
coupling, and d) ensuring stability throughout a dynamic scenario of traffic, wear, contextual changes and 
internal innovations. 

ITA 

EKA 

BOA 
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The Information and Communication Technology (ITA) is based on a multi-tier, distributed client-server 
architecture. The client tier runs on the end-user's computer, controlling desktop integration and the user 
interface. The clients can be thin or thick, from pure HTML/DHTML running in a web browser to a 
special application such as the Metis Modeling client. 

The user meets the infrastructure through a portal, and the portal acts as an integrator that can plug and 
play services. 

HTTP(S)

Metis XCHIPS Sim
Vision

Frame 
Solution

WorkWare

Repository Server

HTTP(S)

HTTP(S)

User Environment Portal Server

Remote 
Client

 
Figure 2 

Figure 2 shows the architecture of the Intelligent Infrastructure deployed in EXTERNAL. Figure 2 shows 
also how PEME (here represented as User Environment Portal Server layer) technology is integrated with 
an Intelligent Infrastructure. As a front end, PEME has the main objective of generating a dynamic and 
personalized User Interface, bridging the gaps among the available functions and the users. 
Combining the Intelligent Infrastructure with techniques enacting dynamic generation of user interfaces, 
we are able to describe, implement, and deploy software platforms capable of generating operational 
solutions, driven and managed by knowledge models. 

3. PEME Design guideline 
The Project Execution and Management Environment is a web-based context-management system and a 
portal architecture. In its design, we had four goals: 

1. Generate a dynamic and configurable user interface presenting the right information at the right time, 
where project, role and configurable access rights determine the user context.   

2. Build a secure and manageable infrastructure that easily deploys complex platform-independent web 
applications in the enterprise's network. 

3. Ease deployment of web applications, where they are needed as front ends for legacy applications. 
4. Build, maintain, and constantly modify a configurable, common, context-oriented layout. 

Dynamic and configurable user interfaces 
The PEME literally composes the presentation layer using configurable, reusable, interoperable software 
components called Web Components. Access to the resources is personalized and generated according to 
policies specified for each project managed by the system. 
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Solution development based on reusable, model-Driven web components minimizes deployment time. 
Configuration is managed by modeling and meta-modeling activities, and coding effort is reduced by 
increased reuse of web components created for earlier projects and retained in a common library. 

The knowledge models used for configuring web components represent information obtained from the 
enterprise's business operations and from the enterprise knowledge architecture layers of the Intelligent 
Infrastructure.  This enables easier alignment of software tools with the enterprise's business objectives. 

A change at the model level automatically affects the user interface, giving the system the ability to vary 
capabilities and behaviour based on user experiences and changes in the business environment. 

3.1. Secure and Manageable Infrastructure  
Security in an e-business solution is a continuous process, where hardware, software and user knowledge 
undergo continual observation, upgrading, and updating. Security is analyzed from different points of 
view: 

• Authorization and authentication 
• Network security 
• Security processes and infrastructure. 

A secure and manageable technical infrastructure must take the above elements into account in an early 
stage of its designs for new web components.  If this is not possible due to integration with legacy 
applications, well-defined best-practices must be strictly adhered to. 

3.2. Interoperability  
Heterogeneous Information Systems should minimize complexity as perceived by end users. Hiding 
complexity through the use of a common user interface can drastically improve user performance and 
quality of work.  Delegating implementation of web components to independent teams of web 
components architects sharing common integration techniques (Web Service, UDDI, etc.) ensures a 
higher degree of interoperability among all the components of the Intelligent infrastructure. Once the web 
components have been deployed, a model-driven approach allows replicating and optimizing reuse of 
web components in new contexts. 

3.3. Common layout 
Teams of web designers can define highly professional layouts that correspond well to the desired image 
for the company or project. User interface layouts should be consistent, but they should restrict personal 
creativity only where necessary. 

4. Model driven operational solutions 
As a front end for the Intelligent Infrastructure, the PEME is both an entry point for users to navigate 
intuitively into complex multi-task activities, and it is a contextual workspace, where content and tools 
vary depending on the work context (project, user role, etc.). 

 
Figure 3: A typical user interface generated by PEME as a front end for a complex infrastructure. 
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4.1. Modeled Workplaces  
To control and manage the complexity of any Intelligent Infrastructure implementation, knowledge 
models representing enterprise architectures, business process, organization and more, must to be created. 
Users, projects, roles, tools, content, servers, networks, and technologies must be defined, and the 
relationships between them specified. The relationships can include, for example, user-project, task-user, 
etc. 

 
Figure 4 A Model representing a typical PEME structure 

4.2. Model-generated Workplaces  
The rigidity of traditional information systems with hard-coded business logic should be avoided. 
Knowledge models should have web components and user environments defined in their meta-models. 
Then the knowledge that is externalized and managed in models can be reused to generate truly dynamic 
user interfaces. 

 

Figure 5 A Model generated user interface. 

 

4.3. Model-generated Workflow Management Systems   
Once a user environment has been built and its behaviour defined, we still need to guide the users’ 
performance of their task assignments.  Intuitive and usable interfaces address this issue partially, but 
often, the functionalities found in workflow management systems are required. 
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Figure 6 A Model Generated Workflow. 

To illustrate the capabilities of the Workflow Web Components, some concepts must be introduced: task, 
process and rules. 

• A task is a unit of work with a priority, a due date, and a list of the steps required to perform the task, 
i.e. the task's process. 

• A process structures the user's interaction with the application. It guides the user to the correct 
system location and then guides the user, step-by-step, through the task's list of steps. A process can 
be short and simple or long and complex, with many dependent sub-tasks. 

• Rules encapsulate business knowledge, allowing the system to change course under specified 
conditions. Circumstances can change; therefore, so must rules. To make changing rules easy, they 
must be modeled, i.e. expressed in the knowledge models, rather than hard-coded. 

Tasks are made up of processes and rules. These are the workflow web components of, for example, 
FrameSolutions and COMWorks, from Computas. These workflow web components define business 
processes as tasks that flow from one user in an organization to the next. The system assigns each to the 
right person at the right time and takes the necessary action, when a task is overdue. 

 

 
Figure 7: A Model representing a process definition. 

PEME deploys model-generated workflow management systems using workflow web components. This 
means that the Intelligent Infrastructure, into which PEME is integrated, is capable of evolving and 
adapting to user and enterprise needs. Using components that are capable of automatically updating 
model content and structure, users are not only supported in the performance of their tasks, but they also 
contribute to the evolution of the entire information system. 

5. The architecture  
The PEME architecture shown in figure 10 shows how a dynamic, model-driven, contextual user 
interface can be built to support the needed services.  PEME is built on a four-tier architecture, with 
scalability and security in mind. The server site is scalable from running on a single server computer up to 
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an enterprise-level site installation running on multiple large servers with fail-over and load balancing 
capabilities.  
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Figure 8: PEME overall architecture. 

5.1. Remote Client tier 
The Remote Client tier is the software running in the user's workstation or laptop. This includes the Metis 
client tools, as well as web browsers and other clients that must access the repository. 

5.2. Web Server tier 
The PEME is hosted in the web server. It builds the contextual user interfaces to present to the users. 
These user interfaces vary depending on each user's project, roles, and other parameters defined in the 
knowledge models containing the system specification. 
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5.3. Application Server tier 
The application server hosts web components that comprise the business applications. These can be 
dynamically-generated web components, characterized by having an associated knowledge model that 
maintains information about the requirements for the application's user interfaces and behaviours, or they 
can be web components that are not dynamically-generated and are characterized by having more hard-
coded business logic and less flexible configuration capabilities.  The application server hosts the services 
that enact workflow management and work execution. These workflow components require sophisticated 
engines to run them, and these are hosted in the application server as well.  The application server also 
hosts web components that interface with other systems via web services. 

5.4. Data Storage tier 
The Data Storage tier consists of two databases.  One database is the PEME repository, and the other 
database is the Metis Team Server repository, with its corresponding stored procedures and views. 

6. Conclusions 
If we must expect complex problems to require complex solutions, then simplicity is a key goal when 
implementing a complex software infrastructure.  From the end-user's point of view, the aim is to 
generate contextual and usable user interfaces.  From the user's point of view, simplicity requires that the 
user interface to a function-rich information system must be easy to learn, always guiding the user 
through the performance of his assigned tasks. More explicitly it should enhance productivity. The PEME 
platform achieves these goals. 
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