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Abstract
This paper contributes to the understanding of rational systems design and verification.

We give evidence that the rôle of mathematics in development and verification is not limited
to useful calculations: Ideally, designing is a creative mathematical activity, which comprises
finding a theorem, if necessary strengthening its assumptions until it can be proven.

A canonical form of this ‘verification theorem’ is introduced and illustrated with informal
and formal examples.

Although for good reasons most systems are designed without use of formal methods it may
be a source of useful insight to understand all design as an ‘approximation’ of such a
mathematical activity. This leads amongst others to a taxonomy of design decisions, and it
may help to relate paradigms, theories, methods, languages, and tools from different areas of
computer science to each other to make optimal use of them.
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This paper is one of a series of papers that try to
contribute to the understanding of rational system
design and verification (WUPPER and MEIJER,
1997 a, b; HUISMAN, 1997; WUPPER, 1998).
Information technologists and teachers and
students of computer science may find the way of
thinking presented here helpful to disentangle
complex achievements of computer science and to
re-use their constituents in other contexts, but also
to see what their activities have in common with
other disciplines, especially with the art of
mathematics.
Computer science, being a comparatively young
discipline, is pervaded by a Babylonian confusion

of terms and concepts, with the following
consequences.
• Technical terms may have (slightly) different
meanings in different research areas, which does
not favour communication among scientists.
• Computer scientists, particularly young
ones—students, may have difficulties putting
results of others in context.
• It may be unnecessarily difficult to relate the
results of computer science to those in other
disciplines.
• Finally it may be very hard to explain to the
general public or the authorities what computer
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science is all about and which benefits may be
expected from research programmes.
Our method is to begin with a basic, abstract and
general observation (in WUPPER and MEIJER,
1997 a, b), which is subsequently refined and
detailed. This leads to definitions of a consistent
set of notions with respect to which important
aspects of a rational design process can be
understood, together with a consistent
terminology.
In our view, a rational design process is
understood as an approximation of a design and
verification process supported by formal methods.
Of course, most information technology systems
are and will be built without use of formal
methods—often even without written
specifications. To claim that daily practice of
information technology ought to be otherwise
would be unrealistic: formal correctness proofs
are difficult and expensive.
Nevertheless, each designer who is convinced that
his machine or program does what it is supposed

to do has a certain intuition that something could
be proved if necessary. Our view might help to
make that intuition more conscious and more
explicit—which may lead to a better understanding
of the design process and the decisions taken in its
course. That this is desirable has already been
emphasised by PARNAS and CLEMENTS (1986).
In this series of papers we seldom need to
distinguish between software and hardware.
Software much like hardware systems consist of
parts (depending on the level consideration these
can be machine instructions, the constructs of a
programming language, library procedures,
modules, or whole applications), which have been
put together to achieve a certain goal. In many
complex systems some parts are realised by
software and others by hardware, both having
been designed together, or one on top of the other.
Also, it is not uncommon to replace a hardware
part in a system by a piece of software providing
the same functionality.

1.   Introduction
A technical system, be it a machine or a program or a combination of hard- and
software, consists of parts which have been assembled carefully in order to achieve a
certain goal. At the lowest level, these parts can be, for example, transistors or
machine instructions. In order to understand a complex system, we are used to impose
a hierarchical structure on it.

It is not wise to try to understand an audio installation as a structure consisting of millions of
semiconductors, megabytes of machine code, and thousands of small mechanical parts,
although that is what it is. We better perceive it as a tower consisting of an amplifier, a tuner,
a CD player, etc., all connected to each other by suitable cables.

At each level of that hierarchy, designing a system means finding out and describing
how a relatively small number of well defined parts—which themselves can be fairly
complex systems—have to be put together.
Although system designers may not be aware of it, in each correct system design a
mathematical theorem is hidden.

Although it is unlikely that it ever will be done, the exact specification of a radio tuner could
be captured in a mathematical formula. This formula would capture the transformation of a
radio signal to a line signal and the selection of a certain frequency from all the signals
provided by the aerial. Likewise the specifications of the other Hi-fi components could be
captured in formula, as well as the specification of the overall installation, which will capture
that the user can select one of a number of audio sources and listen to it at any desired
volume.

The theorem hidden in a properly connected installation would be something like this, where
tuner, CD player, etc. denote mathematical objects and where M is a certain wiring matrix
stating which outputs of which components are connected to which inputs of which other
components.

THEOREM. Let T be a tuner, C a CD player, A an amplifier, L1 and L2 two loudspeakers.
Then M(T, C, A, L1, L2) is a Hi-fi-installation.

This verification theorem states that if the components of a system satisfy their
respective specifications and if these components are related to each other in a certain
way, the resulting system will satisfy its specification. Its existence is required by
rationality, a pillar of western civilisation.
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Thus, ideally designing involves a creative mathematical activity, which comprises
finding such a theorem, if necessary strengthening its assumptions until it can be
proven.

This is nothing new. DIJKSTRA (1976) has given us a development method for provably
correct imperative programs, which is based on this insight and on a formal framework
established by HOARE (1969). LAMPORT (1989) and others following him have studied the
pitfalls of “compositionality of specifications” in a very general theoretical framework not
confined to software. Many authors1 have built forth on this work or had similar ideas,
although the essence is not always stated explicitly.

Notwithstanding all the theoretical literature on composition of specifications, the
benefits of such a “mathematical view” on system development are still
underestimated. Although mathematical calculations have always been important in
system design, formal design and verification is usually seen as confined to the
development of the few systems where development cost plays no rôle and absolute
correctness is essential.
The present paper is not about application of mathematical results or computational
procedures at all. It is about the creative aspects of system development. We want to
explain some ideas outlined by WUPPER and MEIJER (1997 a, b), LE LANN (1996),
and WUPPER (1998) and to demonstrate how this “mathematical view” can help even
those designers who never will be asked to produce a correctness proof. Our examples
will be taken from real-time process control, but the message of this paper is not
confined to this area.
To understand system design, however informally it is done, as approximation of the
creative mathematical activity of finding a new useful and provably correct theorem
can help—
 – to structure the design process in a methodical way,
 – to make explicit why certain design decisions have been taken,
 – to find more efficient, more powerful, or cheaper solutions,
 – to re-use knowledge obtained in earlier cases of system design,
 – to present the solutions in a structured and understandable way.
The purpose of this paper is to make this underestimated mathematical activity more
conscious. Although being creative, it is not unsystematic, and it can be turned into a
method. We shall explain this method in the form of a game.

Of course, system design has more aspects and difficulties, which will not be treated in this
paper. We only mention a few keywords: human resources, marketing, administration of vast
numbers of requirements, management, …  These lie beyond the horizon of the traditional
mathematician. But this cannot be an excuse not to try to learn from what mathematicians are
good at.

2.   The players
For better insight it is good to distinguish carefully between four archetypal parties in
the development process, which will call customer, designer, the providers, and
domain expert.

The customer, for example, might be a department in the ministry of transport, wanting to
improve traffic efficiency and safety on motorways. The providers are the manufacturers of
traffic sensors and signalling equipment, of the necessary computers and whatever else may
be needed. The domain expert, in this case a traffic expert, contributes relevant knowledge
around the laws of traffic, queuing theory, legal regulations, geographical considerations, etc.
The designer has to put this all together and design a system that actually improves traffic.

In real life, the situation will often be much more complex, with all kinds of teams being
involved. The purpose of this simplified view is to make clear which rôles under no
circumstances ought to be confused, even if they might be fulfilled by the same people.

                                                
1 See, for example, DE ROEVER et al. (ed.) (1998)
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The customer is the one who wants a system for some purpose and is willing to pay
for it. That system should not be more expensive than necessary, but often the
customer has no idea whether the price to be paid is justified. A bigger problem can
be that the customer has only vague ideas over the purpose of the system (“my firm
ought do something with the Internet”), or even a wrong understanding of the
problem (“I want exactly such a system as my neighbours have”). The customer needs
designer and domain expert as partners; together they can arrive at a reasonable
problem definition and a suitable solution for a fair price. The customer ought to be a
professional with respect to the problem to be solved but needs not be a system
engineer nor a domain expert nor to have any idea about possible solutions.
The designer is the system engineer who selects the necessary parts and describes
how to build a system from them. To this end, the designer has to find out what the
customer expects. The designer also needs expert knowledge about the available or
obtainable parts from which systems can be constructed.
The domain expert is necessary if domain specific knowledge is required which
customer and designer cannot be expected to have.
The providers provide the parts the designer needs. They do not need to have any idea
of the problem to be solved but need to be experts in the technologies on which the
system is based, for example in programming languages, electronics, or mechanics.
It is not uncommon that one person or one group plays two or more of these rôles at
the same time. This frequently is the cause of unsystematic thinking. Of course a
designer may be his own customer, domain expert and/or provider, but when
reasoning about a system one should take great care always to be aware of the four
different standpoints.
These different rôles can be distinguished at every level of system design, the
designer of one level being the customer of the parts at the next lower level, where the
providers take the rôle of part designers. In this paper we will consider one level only.
The reader should understand that our considerations also hold at all other levels,
possibly with respect to different technologies (for example microcode instead of
programs), requiring different domain experts.
The designer is the one who has to invent a mathematical theorem, which links the
world of the providers to the requirements of the customer. The design is correct if the
theorem can be proved. The system will work as desired if that theorem reflects what
the customer needs and if the system is realised conforming to that theorem1.

3.   The rules
Customer and designer must agree on some kind of specification of the system to be
designed. In the weakest case that specification consists of no more than vague ideas
in the customer’s and the designer’s heads, with the possibility of all kinds of
misunderstandings. It is in the interest of both parties to have a written specification,
which can be used as a legal contract. The customer then does not need to fear to
have to pay for a product he never wanted, while the designer does not have to fear
that the customer will not pay if he should change his mind while the system is being
developed.
To avoid the ambiguities of natural language, specifications can be written in a semi-
formal or, in the hardest case a formal language with well-defined semantics. A
formal specification unambiguously defines a set of mathematical objects modelling
which systems are acceptable.

Specifications, like all contracts, necessarily are abstractions. Irrelevant details ought not to
be mentioned and definitely not be formalised, but the customer should be aware not to
abstract from any relevant aspect.

                                                
1 For a consistent definition of the concepts mentioned here and a formal framework, the reader is
referred to WUPPER (1998).
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Many formal specification languages have been defined, each having its own
advantages. It is illuminating to understand that each formal specification, in what
formal language ever, is equivalent to a logical formula stating the required system
properties (cf. LAMPORT, 1997). A system fulfils a specification if and only if that
formula holds for that system. From this viewpoint, specification languages, even if
they do not resemble predicate logic notation at all, are nothing but clever notations
for some clever subset of predicate logic.

Many languages have been invented in order to allow implicit treatment1 of certain aspects,
to provide a compact notation supporting useful algebraic transformations, or to ensure
consistency, decidability, or executability of specifications. Such language support, although
being highly desirable in daily practice, can obscure the understanding of essential aspects.
Authors of specification languages should be so helpful as to clarify explicitly how and why
their languages differ from standard logic. If there are good reasons to have a special purpose
language, users should be given a chance to understand them.

Throughout this paper we abstract from all such differences between specification
languages and ask the reader to regard each specification as a logical formula and to
be aware that such a formula, if completely written out, explicitly states information
that may be hidden by many specification languages.

In unrestricted logic it is easy to write specifications which can never be implemented
because they are logically inconsistent due to requirements that contradict each other. In a
completely formal development process this will always be found out and corrected sooner or
later.

At the end of a completely formal development and verification process, designer and
customer will have agreed upon such a formula S, which we will call the (formal,
logical) specification of the overall system.
In the absence of implicit assumptions, S can be written as a conjunction of
assumption-commitment requirements on the form (A1_C1)((A2_C2)(… or
(_: A(_)_C(_). We will explain what we want to say by means of the simple case
S=(A_C) where formula A states all assumptions about the environment and C is the
commitment to which the system has to conform as long as the environment behaves
as assumed. Generalisation to conjunction requirements should be straightforward.

As an example for such an A⇒C the user may think of the formal equivalent of this informal
specification: If temperature and humidity do not deviate too much from normal living room
conditions and if electricity supply is available throughout, the system will behave like an
audio installation.

The cost of a system can also be captured in such an assumption: “If I pay so and so much
initially to an audio shop and so and so much per hour to the electricity company, then I will
be able to select audio sources and listen to them at any desired volume.”

One level lower, designer and providers will have agreed upon specifications si for all
parts xi from which the system is to be constructed.

Such an si can be the specification of a single semiconductor, of a whole chip, of the
semantics of a construct in a programming language or whatever. When systems are
constructed from standardised parts, designer and providers may be so used to the set of
available parts that they are hardly aware that somewhere their specifications have actually
been written down.

In the example theorem in the previous section, a matrix M defined how the components of
the Hi-fi-installation ought to be connected. As explained by WUPPER (1998), such a
‘structure term’ is not necessary if all system components, including the wires and their
connection points, are specified explicitly.

When all system components are specified explicitly, when, furthermore, the
variables occurring in all part specifications are interpreted over the same logical

                                                
1 Implicit treatment is not to be confused with abstraction. Imperative languages, for example, treat the
program counter implicitly. It is essential for the semantics, but in sequential programs it never occurs
explicitly. Temporal logics allow implicit treatment of time: time is essential in their semantics, but
temporal logic specifications can do without explicit reference to time variables. Lambda-calculus, on
the other hand, abstracts from time.
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environment and when there are no implicit assumptions, all knowledge about the
system is contained in the partial specifications si.  Therefore the conjunction of the
specifications of all parts1, ∀s, is the strongest predicate one can know about the
system.
The verification theorem then boils down to its simplest possible form:

(∀s) ⇒ S
If we rule out implicit assumptions, all knowledge needed for the correctness proof
has to be included in the theorem.

If a tank contains an amount of water at moment t and all valves at its in- and outlets are
closed until t’ , it will contain the same amount of water at moment t’ . This is so self-
understanding that it is likely to be forgotten in the first attempts to a verification theorem.

Even laws of nature must occur somewhere if they are needed in the proof. Where?
There are two places, fortunately they are logically equivalent. It can either be
included in the parts’ specifications s or in the environmental assumption A.  One may
neatly split A into two predicates N and R, where N is the formalisation of all laws
that, although not being logical tautologies, are believed to hold “naturally” in every
environment, while R states all “restrictions” posed on the usage of the system. The
specification S then becomes N∧R⇒C. Logically, (∀s) ⇒ (N∧R⇒C) is equivalent to2
N∧(∀s) ⇒ R⇒C, which reflects that we might view nature as one of the system
components.
When a theorem of form N∧(∀s) ⇒ R⇒C has been proved, it is easy to see what
must be done to design a system that can perform task C in a less friendly
environment. If requirement R can be split into a conjunction R’∧R” in such a way
that a part satisfying N⇒R’ can be provided, the theorem can be rewritten to
N∧(∀s)∧R’ ⇒ R”⇒C and we see: the old system together with the extra part will
“work” in any environment admitted by the weaker R” .
To summarise: at the end of a completely formal development and verification
process, (1) designer and customer have agreed upon a predicate S, the specification
of the overall system, which an be written in the form R⇒C, where R states the
assumptions about the environment, viz., the restrictions imposed on the usage of the
system, and C is the commitment to which the system has to conform if used in the
right environment; (2) designer and provider have agreed on a list s of parts’
specifications, where each si can be written correspondingly as ai⇒ci; (3) the domain
expert has confirmed that the laws N always hold, and (4) the designer has proved the
theorem:

N∧(∀s) ⇒ R⇒C

That is the ideal of formal methods, seldom fulfilled in daily practice of system
development. But how informal a development process and how poor its
documentation may be—if a system does what it is expected to do, a theorem
N∧(∀s)⇒ R⇒C is hidden in its structure. In the next section we will see how this
understanding can provide guidance in the development process.

4.   The goal
Mathematicians are good at inventing theorems that are useful, either within
mathematics or for achieving something in the real world, and at the same time as
simple and powerful as possible. If two theorems can be understood and proved with
the same effort and one is stronger than the other, mathematicians will favour the

                                                
1 For brevity we denote the tuple of specifications (s0, s1, …, sn) involved in the system under
discussion by s and the conjunction  s0∧s1∧…∧sn or in other words ∀ i: [0..n].  si  by ∀s.
2 Notationally, conjunction has precedence over implication and implication associates to the right.
Fully bracketed, this statement would read (N∧(∀s)) ⇒ (R⇒C).



SYSTEM DESIGN AS A CREATIVE MATHEMATICAL ACTIVITY 7

stronger one. They call a theorem stronger than another one if it depends on fewer
assumptions or allows to conclude more.
Customers favour strong systems. If they can chose between two systems that cost the
same, they will prefer the one that can handle more situations than the other one or
that can handle the same situations but has a simpler structure and thus is cheaper.
Correspondingly, in engineering a specification S is called stronger than a
specification S’ if and only if every system that fulfils S also fulfils S.’ The weakest
specification, fulfilled by every arbitrary system, would be “doesn’t matter”. The
stronger a specification, the more likely it is that it is not implementable, i.e. there is
no system that ever could fulfil it.
All these notions of ‘stronger’ coincide and can be formally defined as a partial order
of logical predicates. A predicate p is called stronger than a predicate p’ if and only if
p⇒p’. The weakest predicate is TRUE (which always holds but only implies itself),
the strongest is FALSE (which implies everything but which never holds).
We now can understand that the interests of customer and designer coincide in that
both want a strong verification theorem.
An implication p⇒q  is stronger than an implication p’⇒q’ if q is stronger than q’
and p’ is stronger than p.
In a verification theorem logical implications occur at two positions with different
pragmatics. We first consider the implication in N∧(∀s) ⇒ S. It determines whether a
system with the structure defined by (∀s) satisfies a specification S.  Mathematicians
would favour a strong verification theorem, i.e. an N∧(∀s) ⇒ S where the S is as
strong as possible without ceasing to be useful and without becoming utterly inelegant
and where the s is as weak as possible. Designers are well advised if they favour the
same. The stronger a verification theorem is, the more possibilities there are to “re-
use” a design in similar contexts.

The strongest verification theorem would be TRUE⇒ FALSE. Fortunately it does not hold. It
states that from arbitrary components, even from none at all, a system can be built that can
perform miracles.

The weakest verification theorem, on the other hand, FALSE⇒ TRUE, can easily be proved.
Unfortunately it is rather useless.

The second occurrence of implications is inside a specification R⇒C, between the
restrictions on the environment and the commitment. A specification is stronger than
another one of it specifies a system that can do more (i.e. has a stronger commitment)
or can do the same in a less “friendly” environment.
The mathematician’s interest coincides with that of customer and designer: the
customer wants his system to be as powerful as possible as long as it still fulfils the
original requirements and at the same time wants it to be as cheap and simple as
possible, while the designer would like to be able to recycle his design for other
problems in the future.

5.   The strategy
If customer and designer play the game well, they will both win. The message of this
paper is that they can improve their strategy by learning how mathematicians work.
As far as we are concerned they may either write fully formal specifications,
theorems, and proofs or work as informally as they want, provided they are alert that
whatever they agree on could be formalised if they wanted.
For start, customer and designer should agree upon a first, tentative version of the
specification. It should be strong enough to rule out all solutions the customer cannot
accept.

Many “Three Wishes” tales describe problems that arose from too weak specifications. Here
is an example.
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A sailor did not return from the sea. A fairy grants his mother three wishes. The mother
wishes her son back, immediately and in her arms, whereupon the fairy delivers a corpse
which had been lying on the ground of the ocean for three weeks. The mother uses the second
wish to strengthen the specification: she wants her son alive. The body, half eaten by fish,
starts to breathe and speak. And so forth.

Better than to use all resources for rapid prototyping is it to think carefully about a
sufficiently strong specification.

Too strong specifications are not so harmful in the beginning of the design process.
They can be a source of inspiration, especially if they are simple and elegant. If the
first version of a tentative specification looks complicated or inelegant, the designer
should encourage the customer to replace it by a simpler and more elegant one, even
if this is felt to be unrealistic. It may have to be weakened in the course of the design
process, but then both parties at least know why.

The customer might have issued a requirement like: “every message m sent by p must be
received by q three seconds later” A literal translation of this requirement1 to predicate logic
would be:

∀t. send(p, m, t) ⇒ receive(q, m, t+3)

A system that delivers the message already after 2.9 seconds would not fulfil this
specification. A mathematician would reject such a theorem unless convinced that that
strange constant 3 is really necessary. A designer should doubt such a specification and ask
the customer why that 3 should be there.

Theoretical computer scientists tend to require no more than “eventual” arrival of the
message—in predicate logic:

∀t. ∃ d. send(p, m, t) ⇒ receive(q, m, t+d)

That is, of course, too weak. In a civil court even a pebble could be defended to fulfil this
specification if only its supplier claims that this pebble’s specific d happens to be longer than
the warranty period.

A better approximation of what the customer has in mind would be:

∀t. ∃ d≤3. send(p, m, t) ⇒ receive(q, m, t+d)

But what if there is a cheap system, which delivers all messages after 3.01 seconds? Such a
fixed upper bound should only be written down in a specification if it is really “hard”.

An experienced designer will suggest to postpone the decision. “Three seconds later, you
say? Why not fix the deadline after  we have understand the problem?” The maximum delay
would then become a parameter to be fixed later:

λdmax.∀t:. ∃ d≤dmax. send(p, m, t) ⇒ receive(q, m, t+d)

We shall come back to such generic specifications in section 6.

It can be enlightening to start from a tentative specification that describes an ideal, although
one knows that this ideal can never be met. For our example the delay ideally would be zero:

∀t. send(p, m, t) ⇒ receive(q, m, t)

This is an example of the formal equivalent of just one requirement. The commitment C will
usually be a conjunction of many such requirements.

An ideal system will be able to work in any environment, so the tentative
specification Stent might just be: TRUE ⇒ C.

The designer now has to find and prove N∧(∀s) ⇒ Stent  for some s for which the
provider can indeed provide the necessary parts. If this turns out to be too difficult it
may be necessary to strive for a weaker goal.

In our example it might turn out that with the parts the provider can provide a commitment
like this can easily be met:

∀t. ∃ d≤1. send(p, m, t) ⇒ receive(q, m, t+d)

                                                
1The reader should understand that this is not yet the complete specification. There will have to be
other commitments to ensure that only such messages arrive that have been sent; and there will be
assumptions about the environment.
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The designer should then negotiate with the customer whether this delay is acceptable. If both
parties follow this strategy, they may arrive at a better solution than if they had started from
some intuitive but unverified assumptions about delays.

So the designer has to find in negotiation with provider and customer some suitable
parts s and a specification S which will be a weakened version of Stent so that
N∧(∀s)⇒S holds. In the end, designer and customer will understand why and how S
differs from the ideal Stent.

Let us look at an example of such a process.

6.   Example: a scenario
Here are fragments from dialogues a designer might have with customer, expert, and
providers, together with an outline of the verification theorem as it develops in the
designer’s mind. Note how the designer tries to find out what the customer really
wants.
Customer:  I want a washing machine.

machine ⇒ resources ⇒ washing

Designer (thinking of how complicated, time-, and power consuming most washing machines are):
Hm,…  Maybe, but let us make sure whether you really want one. Maybe there is a better solution.
What do you need it for?

I want to be able to wash my shirts.

Why?

Because I need clean shirts regularly.

So what you really want is clean shirts?

Yes.

Isn’t it the easiest to have new shirts delivered each day?

no machine ⇒ no resources ⇒ new clothes at any time

It won’t help. The fabric of new shirts has some treatment to which I am allergic. New shirts are not
what I would call clean. Moreover, good shirts are so difficult to find. No, the longer I think about it
the better I know I want a machine in which I can put my own shirts and take them out clean after some
time.

After some time? Why?

Oh, it will take about an hour.

But if it would take less, would that be ok?

Sure, the faster the better.

Ok, I will try to design a machine in which you put shirts and you can take them out immediately. It
may be a conventional washing machine, but is it ok if I end up with something else?

As long as it cleans my shirts, yes.

the simplest possible machine ⇒ only the absolutely necessary resources ⇒
clothes put in at time(t) ⇒ clean clothes can be taken out at time(t)

It will probably take some time and need some resources; I will come back to you when I know more.

Designer (to expert): Which ways are known to cleanse textile?

Expert: The best and cheapest way still is to move them for some time in warm water to which a
combination of chemicals known as “washing powder” has been added. One can also use other
chemicals instead of water, but that is definitely too dangerous for household usage.

No other possibilities? Ultrasonic waves? Laser beams? A spray, maybe?

No, not really. To wash them in the good old way is still the best you can do.

How long does that washing take?
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It depends on what you call clean. It is an asymptotic process. The exact formula is…

Never mind! What would an average person call ‘clean’ and how long does that take?

If fabric does not contain more than 0.1% contamination, people will regard it as clean. Normal
household textile seldom contains more than 5% dirt; to bring this back to ‘clean’ will take about 45
minutes.

a moving container ⇒ warm water ∧ washing powder ⇒
clothes put in(t, .05) ⇒ clothes can be taken out (t+50, .001)

Designer (to hardware provider): Can you provide a container to move pieces of textile in water for
some time?

Provider: Sure. Tell me the volume you need, and I will make it. The price will depend on the size. If it
is bigger, we need more stainless steel and a stronger engine.

An engine?

Yes, an electric engine I suppose nobody wants to turn a handle all the time.

Does it have to be custom made or do you have some standard sizes?

We have cheap one for a volume of 10l. It is fine with 4.5kg fabric.

drum(10, 4,5) ⇒ electricity(220, (t..t+50)) ∧ warm water(10) ∧ washing powder ⇒
clothes put in(t, .05) ⇒ clothes can be taken out (t+50, .001)

The continuation is left as an exercise for the reader. It may turn out that the customer
does not want to fill hot water from a kettle into the drum, so an automatic tap to be
fixed to a water supply is needed. If the water from that supply is cold a heater has to
be added. It may turn out that the water in the drum must be got rid of before the door
is opened; so a pump and possibly a centrifuge is needed. All these parts will have
specifications of the form R⇒C, where R states which resources such as power
supply, water supply, and draining are required during which time intervals.
Finally, the designer will come with a verification theorem much weaker than hoped
in the beginning. The final specification S will say something like: If, when the
machine is not busy, you put in not too much clothes which are not too dirty, if you
then switch it on and provide electricity, water, etc. during a long time, the machine
will be busy throughout that time, and in the end you will have the same clothes,
nearly clean and not very wet.

7.   Generic design
Without loss of generality each verification theorem can be written as a logical
tautology in the following form, where N denotes domain knowledge, r and R
restrictions posed on the environment and c and C commitments:

N∧(∀ i: 0..n. ri  ⇒ ci) ⇒ R⇒C

In practice one often finds classes of ‘similar’ machines, viz. machines which fulfil
specifications that only differ with respect to some quantities like duration, precision,
range of numeric variables, amount of memory available, or whatever. Such classes of
machines can be specified by generic specifications of the form

 λ Φ, Ψ.  R(Φ)⇒C(Ψ)

where Φ and Ψ denote vectors of parameters of a suitable type. Specifications for
particular machines are obtained by instantiation1, i.e. by providing actual parameters
for Φ and Ψ. This allows reuse of specifications in different contexts. It is more
challenging to strive for reuse of design and verification. Instead of proving our
formula for particular instantiations one may try to find a suitable predicate Π over
the parameters such that a general theorem of this form can be proved:

                                                
1‘Dimensioning’ in the terminology of LE LANN (1996).
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 ∀ϕ, ψ, Φ, Ψ.  Π(ϕ, ψ, Φ, Ψ) ⇒ N∧(∀ i: 0..n. ri (ϕi)⇒ci(ψi)) ⇒ R(Φ)⇒C(Ψ)

Typical examples for Π are relations on timing parameters of a process control system.

Once this has been proved, every instantiation can be verified by simply checking
whether Π holds for the actual values for ϕ, ψ, Φ, Ψ.

Experienced designers let themselves be guided by intuition which, if formalised,
would correspond to a predicate of this form.
If during the design process it turns out that it cannot be proved, it has to be weakened
in negotiation with the customer. Logic tells us that this can be achieved by one or
more of the following.
• weakening C(Ψ), viz. degrading the overall system;

• strengthening R (Φ), viz. assuming a more friendly environment;

• strengthening ci(ψi), viz. using components that can do more;

• weakening r i (ϕi), viz. using components that can function in a more adversary
environment;
• strengthening Π, viz. making the solution less generic.

8.   Example: a theorem
In a division of the customer’s plant certain chemical fluids are produced, which are
needed in another division. Therefore, the customer requires a system that transports
quantities of different fluids from tank A to tank B.

A B?

After some discussion, customer and designer agree on this tentative specification1,
where the duration d of the transport process is still left open, viz.,  occurs as a
parameter.

λd: Time. ∀ t: Time. ∀ s: Substance. contains(A, s, t) ⇒ contains(B, s, t+d)

The original, tentative specification Stent

The designer now brainstorms with various providers about possible solutions. The
fluid could for example be transported in barrels by little vans. It could also be
pumped through a pipeline. Both would be expensive. For the case of the example, let
us assume that A happens to be connected to an unused pipeline leading downwards
to a container C, which is situated below B.

A B

?C

All one needs is a way to transport the fluid from C up to B.  This can be achieved by
a reasonably cheap pump. The providers of pipeline and pump can tell that the
durations of the respective transport processes are certain constants d1 and d2.

                                                
1 We use a straightforward typed predicate logic, which we will not formally define in this paper. The
meaning should be obvious. The predicate contains(A, s, t) states that at moment t tank A contains
solution s.
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The first version of a design theorem therefore is:

(∀ t: Time. ∀ s: Substance. contains(A, s, t) ⇒ contains(C, s, t+d1))

∧ (∀ t: Time. ∀ s: Substance. contains(C, s, t) ⇒ contains(B, s, t+d2))

⇒ (∀ t: Time. ∀ s: Substance. contains(A, s, t) ⇒ contains(B, s, t+d1+d2))

A first design theorem of form  s1, tent∧ s2, tent ⇒ Stent

It can be proved by instantiation and modus ponens. The proof does by no means
depend on the specific values of the durations d1 and d2. Therefore the designer proves
a generic theorem, which can be re-used later in similar situations:

∀ d1: Time, d2: Time.

(∀ t: Time. ∀ s: Substance. contains(A, s, t) ⇒ contains(C, s, t+d1))

∧ (∀ t: Time. ∀ s: Substance. contains(C, s, t) ⇒ contains(B, s, t+d2))

⇒ (∀ t: Time. ∀ s: Substance. contains(A, s, t) ⇒ contains(B, s, t+d1+d2))

A generic version of above theorem

It is a correct theorem, it reflects the right intuition, but it turns out to be practically
useless when the designer takes over the rôle of customer at the next lower level. The
provider of the pipeline between A and C will hardly be willing to sign a contract that
his pipeline actually fulfils the specification:

(∀ t: Time. ∀ s: Substance. contains(A, s, t) ⇒ contains(C, s, t+d1))

The tentative specification of the first part,   s1, tent

He will say: the postcondition contains(C, s, t+d1) can only be guaranteed if it can be
prevented that some other party empties tank C between time t and t+d1. And if C is
empty to begin with. After some negotiation provider and designer/customer must
come to the conclusion that a realistic specification of the pipeline will have to make
explicit statements about valves at the outlet of the tanks and about preconditions with
respect to the filling of tanks.

A B

C

V1 V3

V2

pump

A specification acceptable for the provider of the pipeline could turn out to be1:

∀ t: Time. ∀ s: Substance.
contains(A, s, t) ∧ empty(C, t)
∧ closed(V2, [t, t+ d1)) ∧ open(V1, [t, t+ d1))

⇒ contains(C, s, t+d1)) ∧ empty(A, t+d1)

A more realistic specification of the first part, s1

Similarly, the provider of the second part of the system might be willing to sign a
contract about the following specification:

                                                
1 The predicate closed(V2, [t, t+ d1)) states that valve V2 must be closed throughout the right-open time

interval [t, t+ d1). The other predicates should speak for themselves.
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∀ t: Time. ∀ s: Substance.
contains(C, s, t) ∧ empty(B, t)
∧ closed(V1, [t, t+ d2)) ∧ closed(V3, [t, t+ d2)) ∧ open(V2, [t, t+ d2))

⇒ contains(B, s, t+d2)) ∧ empty(C, t+d2)

A more realistic specification of the second part, s2

The specifications of both parts thus contain pre- and postconditions about valves and
empty tanks. If the parts specifications of the original theorem are replaced by these
‘enhanced’ versions, the result cannot possibly be proved. Stent does not follow from
s1 and s2. To obtain a correct theorem, the tentative specification has to be weakened
by adding restrictions on the environment, which emerged from the enhanced parts
specifications.

∀ t: Time. ∀ s: Substance.
contains(A, s, t)
∧ empty(C, t) ∧ empty(B, t)
∧ open(V1, [t, t+ d1)) ∧ closed(V1, [t+d1, t+d1+d2))

∧ closed(V2, [t, t+ d1)) ∧ open(V2, [t+d1, t+d1+d2))

∧ closed(V3, [t+d1, t+d1+d2))

⇒ contains(B, s, t+d1+d2)

A specification S for which the design theorem s1∧ s1⇒ S can be proved.

This specification assumes that the environment not only ensures that certain tanks
are full or empty at the right time, it also assumes that the environment opens and
closes the valves in a well-defined temporal pattern.

contains(A, s, t) ∧ empty(C, t) ∧ empty(B, t)
∧ open(V1, [t, t+ d1)) ∧ closed(V1, [t+d1, t+d1+d2))

∧ closed(V2, [t, t+ d1)) ∧ open(V2, [t+d1, t+d1+d2))

∧ closed(V3, [t+d1, t+d1+d2))

The environment restrictions R so that S essentially is R⇒ Stent

These environment restrictions can logically be split into two conjuncts R’ and R” as
follows.

contains(A, s, t) ∧ empty(C, t) ∧ empty(B, t)
⇒ ( open(V1, [t, t+ d1)) ∧ closed(V1, [t+d1, t+d1+d2))

∧ closed(V2, [t, t+ d1)) ∧ open(V2, [t+d1, t+d1+d2))

∧ closed(V3, [t+d1, t+d1+d2)))

An assumption R’ that the valves will be triggered at the right moments

contains(A, s, t) ∧ empty(C, t) ∧ empty(B, t)

A precondition R” that initiates transport. The original R follows from R’∧R”.

The designer can now decide to maintain R” as a restriction on the environment, but
to push R’ to the left hand side of the implication in the design theorem as described
in section 3, in other words, to require a third system component, which ensures the
right triggering of all valves. This leads to the following theorem. This leads to a
design theorem which ensures that the provided pipeline and pump together with a
controller to trigger the valves in a certain temporal pattern will fulfil the original
specification Stent if the environment only ensures that tanks B and C are empty at the
right moment.
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∀ d1: Time, d2: Time.

(∀ t: Time. ∀ s: Substance.
contains(A, s, t) ∧ empty(C, t) ∧ closed(V2, [t, t+ d1)) ∧ open(V1, [t, t+ d1))

⇒ contains(C, s, t+d1)) ∧ empty(A, t+d1))

∧ (∀ t: Time. ∀ s: Substance.
contains(C, s, t) ∧ empty(B, t)
∧ closed(V1, [t, t+ d2)) ∧ closed(V3, [t, t+ d2)) ∧ open(V2, [t, t+ d2))

⇒ contains(B, s, t+d2)) ∧ empty(C, t+d2))

∧ (∀ t: Time. ∀ s: Substance.
contains(A, s, t) ∧ empty(C, t) ∧ empty(B, t)

⇒ ( open(V1, [t, t+ d1)) ∧ closed(V1, [t+d1, t+d1+d2))

∧ closed(V2, [t, t+ d1)) ∧ open(V2, [t+d1, t+d1+d2))

∧ closed(V3, [t+d1, t+d1+d2))))

⇒ (∀ t: Time. ∀ s: Substance.
empty(C, t) ∧ empty(B, t) ∧ contains(A, s, t) ⇒ contains(B, s, t+d1+d2))

An improved design theorem, which is essentially a generic version of s1∧ s1∧ R’ ⇒ R” ⇒Stent

Regrettably, such a controller cannot be implemented. Imagine that the precondition
contains(A, s, t) ∧ empty(C, t) ∧ empty(B, t) holds both at t=0 and at t=d1. The
controller must then ensure that at moment d1 valve V1 is open and closed at the same
time. A machine doing this does not exist. Our beautiful theorem has no practical use
because the specification of one of the parts is too strong. It has to be weakened, and
the specification Stent has to be weakened accordingly, in negotiation with the
customer. We can, for example, let the system work periodically:

∀ d1: Time, d2: Time.

(∀ t: Time. ∀ s: Substance.
contains(A, s, t) ∧ empty(C, t) ∧ closed(V2, [t, t+ d1)) ∧ open(V1, [t, t+ d1))

⇒ contains(C, s, t+d1)) ∧ empty(A, t+d1))

∧ (∀ t: Time. ∀ s: Substance.
contains(C, s, t) ∧ empty(B, t)
∧ closed(V1, [t, t+ d2)) ∧ closed(V3, [t, t+ d2)) ∧ open(V2, [t, t+ d2))

⇒ contains(B, s, t+d2)) ∧ empty(C, t+d2))

∧ (∀ t: {n(d1+d2) | n≥0}.
⇒ ( open(V1, [t, t+ d1)) ∧ closed(V1, [t+d1, t+d1+d2))

∧ closed(V2, [t, t+ d1)) ∧ open(V2, [t+d1, t+d1+d2))

∧ closed(V3, [t+d1, t+d1+d2))))

⇒ (∀ t: {n(d1+d2) | n≥0}. ∀ s: Substance.
empty(C, t) ∧ empty(B, t) ∧ contains(A, s, t) ⇒ contains(B, s, t+d1+d2))

A more realistic design theorem, which ensures a weaker S than the original Stent

The specifications of pipeline and pump were obtained by formalising the necessary
properties of the actual physical parts. The specification of the valve controller,
however, has been obtained by some creative, but methodical and logically
straightforward transformations of the design theorem.

This is a simplified example. To demonstrate the essence, we omitted, among others, the
power supply of the pump. Several assumptions and commitments could be strengthened, for
example with respect to timing. The reader is challenged to improve the theorem.

A more elaborate version of this example has been worked out by MADER, WUPPER, and
BAUER (1999). There, the verification theorem has been completely formalised and proved
by means of the proof tool PVS (CROW et al., 1995).
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9.   Conclusion
In any correct system design a mathematical theorem of this standard form is hidden:

∀ϕ, ψ, Φ, Ψ.  Π(ϕ, ψ, Φ, Ψ) ⇒ N∧ (∀ i: 0..n. ri (ϕi)⇒ci(ψi)) ⇒ R(Φ)⇒C(Ψ)

Even when systems are designed without the use of formal methods it may be helpful
to understand all design and verification activities as an ‘approximation’ of finding
such a theorem and proving it. The creative work of information technologists who
want to design a trustworthy system does not differ too much from that of a
mathematician who wants to invent a new useful theorem.
We do not claim that in practice every design ought to be accompanied by a complete
formal correctness proof, not even that a theorem of above form should always be
written down. Much like mathematicians in their daily work, designers may be sloppy
as long as they understand when it is essential to be formal and how exactness and
completeness can be achieved.
The standard form of the design theorem also gives rise to a taxonomy of design
decisions. Understanding this form helps to make transparent why which decisions
had to be taken during the design process.
Information technologists involved in system design should distinguish carefully
between four rôles, namely that of customer, designer, providers, and domain expert,
respectively, even if in practice they may embody several of them in the course of one
and the same project. Essentially, the predicate R(Φ)⇒C(Ψ) in the design theorem is
subject to negotiation between designer and customer, the r i (ϕi)⇒ci(ψi) are subject to
negotiation between designer and providers, N is contributed by the domain expert,
while it is in the interest of the designer to produce a generic solution, i.e. to find a
theorem with a weak Π(ϕ, ψ, Φ, Ψ).

To arrive at a good solution it can be helpful to depart from a simple tentative
specification of an ideal system, even if one knows beforehand that this can never be
realised. With two examples, a semi-formal one (washing machine) and a completely
formal one (chemical plant) we have illustrated such a development process guided
by the standard form of the design theorem. The second example shows that when one
starts from the specification of the purpose of the plant without bothering about
“details” like computerised process control, the specification of the necessary
computer program emerges by itself.
Once a design theorem has been found, it may be worthwhile to strive for a generic
version, which can be re-used in other contexts for similar problems.
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