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Preface

TWLT is the acronym of Twente Workshop(s) on Language Technology. These workshops on natural lan-
guage theory and technology are organised by the Parlevink Research project, a language theory and tech-
nology project of the Centre of Telematics and Information Technology (CTIT) of the University of Twente,
Enschede, the Netherlands. For each workshop, proceedings are published containing the papers that were
presented. For previous volumes in the series consult http://parlevink.cs.utwente.nl/Conferences/twltseries.html
or see the final pages of the present volume.

AMiLP 2003 is the third AMAST workshop on Algebraic Methods in Language Processing. Like with
its predecessors, organised in 2000 in Iowa City and in 1995 at the University of Twente and published in
the TWLT series, papers will be presented on formal language theory, programming language theory and
natural language theory. A common theme in these papers is the use of mathematics, in particular the use
of an algebraic approach. Due to this approach, traditional boundaries between the areas may disappear,
allowing researchers to learn from areas that were uncommon to them before.

Sixteen of the papers which will be presented during the workshop were selected after a public Call
for Papers, which was issued in February 2003, and a subsequent evaluation process, whereby each paper
was reviewed by three or more referees. A few external referees complemented the evaluation made by
program committee members. In addition to this, five Invited Speakers have accepted to contribute; they
were invited because of their continuous, leading research contributions to the field or because of recent,
outstanding research results which the program committee became aware of.

The careful choice of speakers for this event makes AMiLP 2003 a wonderful occasion to get acquainted
with ongoing research, and with the embedding of this research in a longer history as presented by some
well-known invited speakers. This volume of papers will be available during the workshop. A selection of
the presented papers will be considered for publication, in revised and extended form, in a journal special
issue.

AMiLP 2003 is organised by the Computer Science Department of the University of Verona, Italy, that
provided it with organisational and financial support also thanks to grants by MIUR (the Italian Ministry
of Education, University and Research) in the scope of its internationalisation programme, and under the
auspices of the Faculty of Mathematical, Physical and Natural Sciences. Up-to-date information about
AMiLP 2003 is maintained on the workshop website: http://www.di.univr.it/amilp3.

We are grateful to the authors and the organisations they represent for their efforts and contributions,
and to the referees for their invaluable help to get high quality proceedings for this workshop. In addition,
we should like here to mention the people who contributed to the organization and the publishing of the
proceedings. Both NWO (Netherlands Organisation for Scientific Research) and the Parlevink Research
Group of CTIT contributed financially. We are particularly grateful to Hendri Hondorp who was again able
to edit all the papers, no matter how they were received and when they were received, in order to have them
available during the workshop.

Anton Nijholt, Giuseppe Scollo and Fausto Spoto July 2003
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Uwe Mönnich Martin Wirsing

Program Committee TWLT21/AMiLP2003
Anton Nijholt (Chair, Enschede) Giuseppe Scollo (Chair, Verona)
Domenico Cantone (Catania) Roberto Giacobazzi (Verona)
Dirk Heylen (Enschede) Aravind Joshi (Philadelphia)
Geert-Jan Kruijff (Saarbrücken) Vincenzo Manca (Verona)
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Semiotic Morphisms, Representations and Blending

for Interface Design

Joseph Goguen∗

Department of Computer Science & Engineering
University of California at San Diego, USA

jgoguen@ucsd.edu

Abstract

Issues of representation arise in natural language processing, user interface design, art, and
indeed, communication with any medium. This paper addresses such issues using algebraic
semiotics, which draws on algebraic specification to give (among other things) an algebraic
theory of representation, and a generalization of blending in the sense of cognitive linguistics.
New ideas in this paper include distinguishing structural and conceptual blending, using
co-relations for blending, and using hidden algebra for dynamic signs. Some examples are
developed in detail, including their formalization in the BOBJ language.

1 Introduction
Notions of design, representation and meaning in formal computer science are impoverished com-
pared with what is necessary for applications like web design and natural language understanding.
However, these notions are precise, amenable to implementation, and have many applications.
This paper describes algebraic semiotics, a formal theory of complex signs addressing interface
issues, in a general sense of “interface” that includes user interface design, natural language, and
even art. Algebraic semiotics is broader than most computer science, but still precise and im-
plementable; it is based on concepts from algebraic semantics and cognitive linguistics, as briefly
reviewed in Section 2. BOBJ is used to give formal specifications for representations and blends,
and all code here has been run. An advantage of formalization is that, by forcing one to be ex-
plicit, some subtle issues are exposed that usually get glossed over. On the other hand, algebraic
semiotics formalizations are grounded in social reality, contrary to much of classical semiotics.
Dates and windows with scrollbars are discussed in detail to illustrate the approach.

Acknowledgements I thank Kai Lin for maintaining BOBJ, and Fox Harrell for some valuable
comments. I also thank the students in my classes CSE 171 and 271 for their feedback.

2 Algebraic Semiotics
This section briefly reviews key concepts of algebraic semiotics and its application to interface
design [9, 7, 10, 13, 8, 11], assuming some familiarity with the relevant mathematics. Algebraic
semiotics incorporates major insights from the founders of semiotics, Charles Saunders Peirce [18]
and Ferdinand Saussure [19]. Peirce emphasized (among other things) that the relation between a
given token and its object is not just a function (as in denotational semantics), but a relation that
depends on the situation in which the token is interpreted, while Saussure emphasized (among
other things) that signs come in systems. Neither Peirce nor Saussure considered representations
of sign systems, dynamic signs, the values of user communities, or pragmatic aspects of design.

Mathematically [9], a semiotic system or semiotic theory or sign system (we use these
terms interchangeably) consists of a signature (which declares sorts, subsorts, operations, and

∗This material is based on work supported by the National Science Foundation under Grant No. 9901002.



perhaps some fixed data sorts) with some axioms1; in addition, there is a level ordering on sorts
(having a maximum or “top” element) and a priority ordering on the constructors at each level.
Sorts classify the parts of signs, constructors build new signs from given parts, and data sorts
classify the values of attributes of signs (e.g., color and size). Levels express the whole-part
hierarchy of complex signs, whereas priorities express the relative importance of constructors and
their arguments; social issues play an important role in determining these orderings.

There is a basic duality between theories and models: A semiotic theory determines the class of
models that satisfy it, which we call its semiotic space; and a class of models has a unique (up to
equivalence) most restrictive theory whose models include it; this duality is a Galois connection2.
We may also use the term “semiotic space” for a semiotic theory, which, though potentially
confusing, is justified by the duality. The main reason to prefer theories over models as a basis
is that theories define spaces of signs, with axioms constraining the allowable signs, and hence
the allowable representations; another is the ease of treating levels and priorities. For example, in
formalizing the space of books, we want to allow anything with the right structure as a model; and
in formalizing the representation that produces indices from books, we may well want to impose
two axioms on the target space of indices, requiring that indexed items must be phrases of 1, 2 or
3 words, and that the page total for indexed phrases must be not more than 2% of a book’s page
total.

The following are some further informal examples of semiotic systems: dates; times; bibliogra-
phies (in one or more fixed format); tables of contents (e.g., for books, again in fixed formats);
newspapers (e.g., the New York Times Arts Section); and a fixed website, such as the CNN home-
page (in some particular instance of its gradually evolving format). Note that each of these has
a large space of possible instances, but fixed structure. The next two sections explain two ex-
amples in detail. Section 3 discusses dates, using traditional initial model semantics (see [15] for
an introduction to this, as well as to OBJ), while the second example, windows with scrollbars,
discussed in Section 4, uses hidden algebra to model the dynamic aspect of these signs, since what
is displayed in a window must change in concert with what its scrollbar shows. This paper is not
the place for an exposition of hidden algebra (see [9, 16] for that), but we note that the elements
of hidden sort in a model of a hidden theory are states, which can be changed by operations in
the signature.

Mappings between structures became increasingly important in twentieth century mathematics
and its applications; examples include linear transformations (and their representations as matri-
ces), continuous maps of spaces, differentiable and analytic functions, group homomorphisms, and
much more. Mappings between sign systems are only now appearing in semiotics, as uniform repre-
sentations for signs in a source space by signs in a target space. Since we formalize sign systems as
algebraic theories with additional structure, we should formalize semiotic morphisms as theory
morphisms; however, these must be partial, because in general, not all of the sorts, constructors,
etc. are preserved in real world examples. For example, the semiotic morphism that produces an
outline from a book, omits the sorts and constructors for paragraphs, sentences, etc., while pre-
serving those for chapters, sections, etc. In addition to the formal structure of algebraic theories,
semiotic morphisms should also (partially) preserve the priorities and levels of the source space.
The extent to which a morphism preserves the various features of semiotic theories determines its
quality, as we will show in examples below.

Note that we take the direction of a semiotic morphism to be the direction that models or
instances are mapped. Thus, if B is is a semiotic system for books and T one for tables of
contents, then books (which are models of B) are mapped to their tables of contents, which are
models of T . However, this map on models is determined by, and is dual to, the theory inclusion
T → B, which reflects the fact that the structure of tables of contents is a substructure of that
of books. (This duality is also consistent with the fact that blending diagrams are drawn “upside
down” in algebraic semiotics, compared with cognitive linguistics.) On the other hand, when

1This paper uses only algebraic signatures (with subsorts and data sorts), and as axioms, equations and sort
constraints, though other logical systems could certainly be used instead. See [15] for a relatively easy exposition
of algebraic signatures and equations; sort constraints are explained in Section 3.

2As in the theory of institutions [12], but note that this duality does not involve levels or priorities
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initial model semantics is used, as in Section 3, the models map in the same direction as the
theory morphism3.

Note also that our use of the word “space” conflicts with that in cognitive linguistics, where
conceptual spaces are actually single models, rather than classes of models. Moreover, concep-
tual spaces only have constants (called “elements”) and relations among them; they do not have
multi-argument constructors, sorts, levels, priorities, or axioms. For this reason, we should also
distinguish conceptual blending, alias conceptual integration, from structural blending, which
we may as well also call structural integration, where the former is blending of conceptual
spaces and the latter is blending of semiotic systems, as theories, in general involving non-trivial
constructors. For example, the integration of a window with its scrollbar is structural, not con-
ceptual, although the conceptual aspects can also be studied (as in Section 6). Algebraic semiotics
also goes beyond conceptual spaces to provide entities with states. These features are necessary
for applications to user interface design, but also seem likely to have other applications4.

Whereas conceptual spaces are good for studying meaning in natural language, they are not
adequate for user interface design and other applications where structure is important, such as
web design and music. For example, conceptual spaces and conceptual blending can help us
understand concepts about music, but semiotic spaces and structural blending are needed for an
adequate treatment of the structure of music, e.g., how a melody can be combined with a sequence
of chords. Conceptual spaces are good for talking about concepts about (e.g., how we talk about)
things, but are awkward for talking about the structure of things. Note also that greater cultural
variation can be found in conceptual blending than in structural blending, because the former
deals with concepts about something, whereas they latter deals with the structure of its instances
and/or its representations.

There are at least three “modes” in which one might consider representations: analytic, syn-
thetic, and conceptual. In the analytic mode, we are given one or more sign from the representation
(i.e., the target) space, and we seek to reconstruct both the source space and the representation.
In the synthetic mode, we are given the source space and seek to construct a good representation
for the signs in that space, using some given technology (such as command line, or standard GUI
widgets, or 3D color graphics) for the target space. In the conceptual mode, we seek to analyze
the metaphorical structure of the representation, in the style of cognitive linguistics [21, 4]; for
example, how is Windows XP like a desktop, or how is a scrollbar like a scroll? A treatment in
this mode will involve conceptual spaces, in the sense of cognitive linguistics; see Section 6. In
each mode, particularities of the cultures involved may be very significant, as we shall see.

There are at least two perspectives that one might take towards the study of signs and repre-
sentations: pragmatic and theoretical. The first is the perspective of a designer, who has a job to
get done, often within constraints that include cost, time, and stylistic guidelines; we may also call
this an engineering perspective, and it will generally involve negotiating trade-offs among various
values and constraints. The second is the perspective of a scientist who seeks to understand prin-
ciples of design, and is thus engaged in a process of constructing and testing theories. From the
second perspective, it makes sense to describe the semiotic spaces involved in a detailed formal
way, and to test hypotheses with calculations and experiments with users. But from the pragmatic
perspective, it makes sense to formalize only where this adds value to the design process, e.g., in
especially tricky cases, and even then, only to formalize to the minimum extent that will get the
job done. Experience shows that one can often get considerable benefit from applying principles
of algebraic semiotics, such as identifying and preserving key features of the source space, without
doing a great deal of formalization.

On the other hand, for designing safety critical systems, or for developing a deeper scientific
understanding of design, one might wish not only to construct a formal mathematical model,
but also to make it executable, so that it can be debugged, for example, using some version of

3Because these model spaces consist of only initial models, the map between them is the free functor, which is
adjoint to, and in the opposite direction to, the forgetful functor induced by the theory morphism; hence it goes the
same direction as the theory morphism, rather than the opposite direction. See [12] for more on these concepts.

4For example, some cognitive linguists have claimed that blending should be considered a basis for grammar;
but this seems likely to require multi-argument constructors.
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OBJ, such as OBJ3, CafeOBJ [3], Maude [2] or BOBJ [16]5; all these are precise, fully formal
mathematical notations, based on various forms of equational logic. If concision is more important
than executability, then a strongly typed first order logic might be used instead.

From either the pragmatic or theoretical perspective, one should seek to model semiotic spaces
as simply as possible, since this will simplify later tasks, whether they are engineering design or
scientific theorizing and experimentation (not forgetting that the conceptual simplicity of a theory
does not necessarily correspond to the simplicity of its expression in any particular language). A
famous quotation from Einstein is relevant here:

Everything should be as simple as possible, but no simpler.

However, from a pragmatic perspective, good representations need not be the simplest possible,
for reasons that include engineering tradeoffs, the difficulty (and inherent ambiguity) of measuring
simplicity, and social and cultural factors, e.g., relating to esthetics. Similar considerations apply,
though to a notably lesser extent, to the simplicity of semiotic theories, since creating such theories
is itself a design task, subject to various trade-offs. It may be reassuring to be reminded that in
general there is no unique best representation.

3 Analysis of Dates
Let’s begin with dates and their representations. Dates were also discussed in [9] and [7], but it
is interesting, and not very difficult, to do the analysis with much greater precision; this example
is also interesting because of the way that it highlights the possibility of different representations
being best for different purposes, where these purposes depend on the particular situations of
users, including their culture. This example does not require dynamic entities with state, though
it could be reformulated to do so; some dynamic signs are considered in the next section.

We first introduce the data sorts that will be used in examples throughout this paper: the sort
Nat of natural numbers, from the builtin module NAT; the sort Id of quoted identifiers, from the
builtin module QID; and the sort Float of floating point numbers, from the builtin module FLOAT.
Note that the sort Bool for the booleans, from the builtin module BOOL, is automatically imported
by every module, without having to be mentioned.

A convenient source theory specifies dates as triples of natural numbers satisfying appropriate
constraints6:

dth DATE is
sort Date .
pr 3TUPLE[NAT, NAT, NAT] *(sort Tuple3 to Date?,

op (1*_) to (day_), op (2*_) to (month_), op (3*_) to (year_)).
vars D M Y : Nat . subsort Date < Date? .
mb << D ; M ; Y >> : Date if 0 < D and D <= 30 and 0 < M and M <= 12 .

end

The keyword pair dth...end marks the opening and closing of this module, with DATE given as
its name. The first line of its body declares a new sort named Date, while the second line imports
the generic module 3TUPLE, instantiates it with three instances of the data sort Nat, imported via
the builtin module NAT; the main sort of this newly created module is then renamed from Tuple3
to Date?, for things that might or might not turn out to be dates; and its three selectors are
also renamed. Here 3TUPLE is a builtin BOBJ generic module, having the constructor <<_,_,_>>,
and the three selectors 1*_, 2*_, and 3*_. The next line introduces three Nat-valued variables,
and after that, a subsort Date of Date? is introduced; it will be used for those triples that satisfy
the constraint. The final, most interesting, line gives the constraint on dates. The keyword
mb indicates what in Maude is called a membership declaration, and although we adopt the mb
notation of Maude, we prefer to call these sort constraints, since they define which elements

5“OBJ” is the family name, while “CafeOBJ,” “OBJ3,” “BOBJ,” etc. name specific members of the family
(although Maude is an exception to this convention).

6That there are 12 months, and that months have 30 days; in a more precise description, months would have
different numbers of days, and there would be leap years, but we give a simplified version for expository purposes.
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of a supersort must also belong to the subsort. The division into lines is arbitrary, because the
BOBJ parser ignores carriage returns and linefeeds; hence we will often compress code by placing
phrases on the same line.

It is clear that Date is the top level sort, and that day, month, and year are selectors for what
could be seen as secondary sorts. However, because these have not been given explicit constructors,
we cannot express a priority ordering on secondary constructors; although we could do so with a
good deal of extra trouble, it is much simpler to enrich the theory with the new notion of selector
priority orderings, which are optional partial orderings on the selectors of certain constructors7.
It is well known that Europeans prefer to have the day come first, then the month, then the year,
whereas Americans prefer to have the month first, then the day, then the year. These orderings
cannot be directly expressed in BOBJ, and although they could be expressed indirectly, this would
not do much good, so we just indicate them informally, with the following notation:

day >> month >> year
month >> day >> year

Although both orderings are in common use, the European one is more rational, because it pre-
serves the natural ordering of these units by their increasing size. We can formalize this by looking
at the coefficients in the formula for the difference (in days) between two dates,

<< D ; M ; Y >> - << D’ ; M’ ; Y’ >> = (D - D’) + 30(M - N’) + 365(Y - Y’).

This makes explicit by how much years are larger than months, and months than days.
This illustrates that the socially most preferred orderings are not necessarily the most rational,

which can present a designer with a potentially confusing trade off. In this case, it is not difficult
to see that the socially most preferred ordering should be used, and that if there is no definite
social preference, then the more logical European ordering should be used.

But notice that, for some purposes, an equally reasonable ordering by decreasing size would
be more useful than either ordering discussed above:

year >> month >> day

For example, a list of quarterly net earnings of some company with release dates of the quarterly
reports, would be easier to scan if the year came first. However, in most everyday situations, the
year is known, and the more rapidly changing item, which is the day, is the least likely to be
known (although people may also be more likely to forget the month in certain situations). In
fact, this ordering is used in China and some other countries. Notice also that this ordering is also
consistent with the usual ordering for times, where

hour >> minute >> second

whereas the European ordering is not.
We will restrict consideration to representations of this semiotic space into a semiotic space

of strings of characters, although there are certainly other very interesting representations, such
as position in a calendar (and there are many kinds of calendar). There are four especially well
known representations of dates as character strings; these can be classified by two binary variables,
European vs. American, and numerical vs. mixed. The European representations put day first,
then month, followed by year, while the American representations put month first and day second.
The numerical representations separate the three components with - or /, while the two mixed
representations write out the months as words.

To formalize this, we need to define a target space of strings of characters. For this, it is
convenient to use a generic list module, which will be instantiated several times in this paper:

dth LIST[X :: TRIV] is sort List .
pr NAT . subsort Elt < List .
op nil : -> List .

7This enrichment of the theory illustrates how the detailed study of concrete examples can contribute to scientific
progress. This new feature actually adds no expressive power, but it can greatly simplify theories. Note that
selector priority orderings should be considered part of the semiotic theory, like level orderings and constructor
priority orderings, not part of the algebraic theory of the data structures involved.

5



op __ : List List -> List [assoc].
op |_| : List -> Nat .
var X : Elt . var L : List .
eq |nil| = 0 .
eq |X| = 1 .
eq |X L| = 1 + |L| .

end

Here the phrase [X :: TRIV] defines the interface of the generic module; X is a formal parameter,
and TRIV is a builtin interface theory, which says that any theory with a designated sort can be
used as an actual parameter; it includes a formal sort parameter, designated Elt. The operation
__ is the constructor for lists, nil is the empty list, and the operation |_| gives the length of a
list. The so-called “attribute” [assoc] of the __ operation declares it to be associative.

Since BOBJ does not provide a character data type, but does provide both words and natural
numbers, it is convenient to take lists of the union of these two sorts for our target space theory:

dth CHS is sort Ch .
pr NAT + QID + LIST[Ch] *(sort List to ChList).
subsorts Nat Id < Ch .

end

Elements of the builtin module QID have the sort Id and have forms such as ‘A, ‘abc, ‘a21, etc.,
so that elements of the sort ChList include things like 9 ‘May 2003. To get representations of
the form 5 / 9 / 2003, we can just rename the list constructor, as follows:

dth CHS/ is pr CHS *(op (__) to (_/_)). end

It remains to define the representation morphisms (see also the discussion of “co-relations” at the
end of Section 3). This can also be done very easily in BOBJ, by defining a function from the
top sort of the source theory to the top sort of the target theory; we can even use the notation of
denotational semantics.

dth DATE-REP is pr DATE + CHS .
op E[[_]] : Date -> ChList .
op A[[_]] : Date -> ChList .
var D : Date .
eq E[[ D ]] = day(D) month(D) year(D) .
eq A[[ D ]] = month(D) day(D) year(D) .

end

(We do not have to import any modules for data sorts, because these are automatically imported
via the modules DATE and CHS, which have already imported them.) These are straightforward
semiotic morphisms, each of which preserves one of the two most common orderings on the selectors
of the date constructor. It is easy to test this morphism in BOBJ, as follows:

red E[[ << 9 ; 5 ; 03 >> ]] .
red A[[ << 9 ; 5 ; 03 >> ]] .

These two commands produce the following output (it is also interesting to notice the form of
the date in this output), from which some material indicating successful processing of the various
modules has been deleted:

\|||||||||||||||||/
--- Welcome to BOBJ ---
/|||||||||||||||||\

BOBJ version 0.9.220 built: Sun May 11 03:02:23 PDT 2003
University of California, San Diego

Sun May 11 19:27:46 PDT 2003

==========================================
dth DATE-REP
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==========================================
reduce in DATE-REP : E [[(<< 9 ; 5 ; 03 >>)]]
result List: 9 5 03
rewrite time: 59ms parse time: 10ms
Warning: non-termination corrected
==========================================
reduce in DATE-REP : A [[(<< 9 ; 5 ; 03 >>)]]
result List: 5 9 03
rewrite time: 32ms parse time: 11ms
Warning: non-termination corrected
==========================================

The “Warning: non-termination corrected” message arises because of the way that sort con-
straints are implemented in BOBJ; it is not a cause for concern. The representations using the
character / are almost the same:
dth DATE-REP/ is pr DATE + CHS/ .
op E[[_]] : Date -> ChList .
op A[[_]] : Date -> ChList .
var D : Date .
eq E[[ D ]] = day(D) / month(D) / year(D) .
eq A[[ D ]] = month(D) / day(D) / year(D) .

end

Of course, this representation can be (and has been) tested the same way. The mixed case can be
done almost as easily; we must specify the mapping of month numbers to month names, but we
do not need to rename the list constructor; this is left as an exercise.

An alert reader might wonder why we defined these representations in what seems like a
denotational style, when our theory calls for semiotic morphisms, which are almost supported by
the BOBJ view feature. Actually, we do use BOBJ views, but since they do not support partiality,
we define a supertheory, called a co-relation, which specifies how entities in the two theories are
connected, and into which both the source and target theory are included by injective views. This
is motivated by the following:

1. Semiotic morphisms are not functions, because in general they are only partially defined
on the items to be represented. Moreover, the theories of complex sign systems, such as
user interfaces, typically employ auxiliary constructions that should not be mapped into the
space of representations.

2. The abstract (category theoretic) notion of a relation between spaces A, B is a space R and
two maps, A ← R → B, which can be thought of as projecting “pairs” in R to their two
components.

3. Under the duality discussed in Section 2, on the theory level a relation in the above sense
becomes a theory C with two inclusions A′ → C ← B′, where A′, B′ are the theories of A, B,
respectively, i.e., it is a co-relation between the theories.

4. Any co-relation induces a dual relation between the corresponding spaces of models.
Thus, co-relations are a convenient way to represent semiotic morphisms using the capabilities of
BOBJ, in contrast to a denotational approach, which is strictly functional. There is an analogy here
with Peirce’s semiotic triangle, which is also relational, in contrast to Saussure’s more functional
view of signification.

Finally, we consider a “unified numerical” representation, which counts the total number of
days that have passed since 1 January 0000, given by the following module:
dth DATE-NUM-REP is pr DATE .
op N[[_]] : Date -> Nat .
var D : Date .
eq N[[ D ]] = day(D) + (30 * month(D)) + (365 * (2000 + year(D))) .

end
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This assumes the European ordering of day, month and year, and also assumes the twenty-first
century; the value of N[[ << 9 ; 5 ; 03 >> ]], our standard example, is 731,254 (days). It is
interesting to consider why it is such a bad representation. This is an instance of the important
question of measuring the quality of representations. It is obvious from the American vs. Euro-
pean representations that social convention can play an important role. But there are also some
important structural considerations, of which we mention here just three:

1. The most important subsigns of a sign should map to correspondingly important subsigns of
its representation (more technically, this calls for preserving important sorts and construc-
tors).

2. It is better to preserve form (i.e., structure) than content, if something is sacrificed8.
3. The most important axioms about signs should also be satisfied by their representations.

These principles are a basis for comparing the date representations given above. Whereas the
American and European representations preserve the structuring into day, month and year in the
source space DATE, the numerical representation does not, thus violating the first principle; for
example, there is no subsign for years. The American and European representations lose some
content (because we need to know the century), while the numerical representation does not;
however, the first two representations are still better because they preserve form, as predicted
by Principle F/C. Finally, the axioms (which are sort constraints) in DATA are not preserved by
the numerical representation, because there are no subsigns to which they can refer, but they are
preserved by the other representations, although they may take a different form (e.g., if months
are represented by names).

For a different example of the third quality principle, the source theory for time of day in
minutes has an important axiom expressing its cyclic nature, s1440(t) = t, where s is the unary
next-minute or “click” function, and t is a variable for time. This axiom is elegantly satisfied by
the familiar circular clock, because it satisfies the stronger axiom s720(t) = t.

We now introduce a generalized lexicographic ordering that can be used in comparing the
quality of representations. Suppose ≤i is a partial order on a set R for each i ∈ I, where I is a
finite partially ordered set, with ordering < and maximum element �. Let r ≡i r′ mean r ≤i r′

and r′ ≤i r, let r <i r′ mean r ≤i r′ and r′ �≡i r, and let r ⊥i r′ mean r �≤i r′ and r′ �≤i r. Let
i ≺ j mean that i < j in I and there is no k ∈ I such that i < k < j in I. We now define the
lexicographic product 
=

⊗
i∈I <i on R, of the <i over I, by first defining orderings 
i on R

for i ∈ I, as follows: r 
i r′ iff r <i r′, or else (r ≡i r′ or r ⊥i r′) and (r 
j r′ or r ⊥j r′) for all
j ≺ i, and r 
j r′ for at least one j ≺ i. Then r 
i r′ iff r <i r′ when i is minimal in I. Finally,
we let 
 be 
�.

We may apply this as follows: Let R be a set of representations of some semiotic theory
T , let <i be partial quality orderings on R, and let I with < reflect the relative importance
of these orderings. For another example, C might be the constructors of T , with L the levels
of T , with < the level ordering, and with <� the priority ordering on things of level � ∈ L.
Then

⊗
�∈L <� on R combines the level and priority orderings in the correct way. If we now

let R be some representations of T , let C with < be as above, and let r <c r′ iff r preserves c
better than r′ does9, then 
 is a useful quality measure for representations of T (though not the
only one, since it does not take account of axioms). For example, the American and European
representations are each better with respect to their own priority ordering, and both are better than
the numerical representation, with either priority ordering. Further discussion of quality measures
for morphisms is given in [15, 11], where it is explained how they relate to Peirce’s classification of
signs as symbolic, indexical, and iconic [18], and where it is noted that in general, each application
requires its own carefully crafted “designer ordering”; the lexicographic construction described
above is intended as a technical tool to ease the definition of such orderings.

8This is called Principle F/C [15]; although special cases are familiar to designers in many specialized areas,
e.g., see [20], this may be the first general statement of the principle.

9For example, r′ preserves every argument place of c that r does, and possibly more; or more generally, <c is
the lexicographic product of the argument place preservation relations of c over their priority ordering.

8



4 Analysis of Scrollbar and Window
Our second example is windows with scrollbars, as in GUI operating systems. Scrollbars differ
from dates in having states, so that initial algebra semantics is awkward; we therefore use hidden
algebra semantics (e.g., [16]). This section considers scrollbars, and the next blends them with
windows. We start with the source theory of “pointed files,” which are text files with a pointer to
the top line of the displayed text. We first specify data theories for lines and files, noting that the
dfn feature in the second line of the body below abbreviates

pr LIST[QID] *(sort Id to LongLine).

and that psort gives a way to make a sort other than the first one introduced into the principal sort
of a module, so that it can be the default choice when instantiating parameterized modules. Files
are a data theory, while pointed files are a behavioral theory, with its “hidden” sorts representing
states.
dth FILE is sort Line .
dfn LongLine is LIST[QID] .
subsort Id < Line < LongLine .
var L : LongLine .
mb L : Line if |L| <= 78 .
pr LIST[Line] *(sort List to File, op (__).File to (_._)).
psort File .

end

bth PTR-FILE is pr (NAT || FILE) *(sort Tuple to PtrFile?) .
sort PtrFile . subsort PtrFile < PtrFile? .
var P : Nat . var F : File .
mb < P, F > : PtrFile if P <= |F| .

end

The keyword “bth” in the module PTR-FILE indicates that it defines states, which here have
the hidden sort PtrFile?. The infix operation || is a builtin parameterized module that forms
modules with a new (hidden) sort for states composed of the principal sorts of its two argument
modules, with the constructor <_,_> of sort Tuple, and with selectors 1* and 2*, the same as for
the parameterized module TUPLE. The sort constraints say that lines have 78 or fewer characters,
and that proper pointed files have pointer value not greater than the length of the file.

Now we consider the target semiotic space for scrollbars. It is similar to the space for dates:
scrollbars will have a height and two pointers, indicating the top and bottom of the highlighted
part of the scrollbar, which we denote top and bottom, respectively. Height is actually a parameter
which needs to be instantiated when a scrollbar is created, whereas top and bottom are parts of
the state that vary as the scrollbar is used. Consequently, we need a parameterized theory for
scrollbars, and therefore we first need a parameter theory to define its interface:
th HEIGHT is pr FLOAT . op height : -> Float . end

bth SCROLLBAR[H :: HEIGHT] is sort Scrollbar .
pr (FLOAT || FLOAT) *(sort Tuple to Scrollbar?,

op (1*_) to (top_), op (2*_) to (bottom_)).
subsort Scrollbar < Scrollbar? .
vars T B : Float .
mb < T, B > : Scrollbar if 0 <= B and B <= T and T <= height .

end

We define the relationship between PTR-FILE and SCROLLBAR[H] with the following co-relation:
bth PTR-FILE-REP[H :: HEIGHT] is
pr (PTR-FILE || SCROLLBAR[H]) *(sort Tuple to PtrFileScrollbar).
op [[_]] : PtrFile? -> Scrollbar? .
var Pf : PtrFile? .
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eq [[ Pf ]] = < (max(1* Pf, 40) * height)/ |2* Pf| ,
(max(0, 1* Pf - 40) * height)/ |2* Pf| > .

var Pfs : PtrFileScrollbar .
eq top 2* Pfs = top [[ 1* Pfs ]] .
eq bottom 2* Pfs = bottom [[ 1* Pfs ]] .

end

This scrollbar representation of a subfile of a file, satisfies the three quality principles at the end
of Section 4. It sacrifices content but preserves the file-subfile ratio. We can test this semiotic
morphism by instantiating the generic scrollbar with a particular height, say 6 (inches), as given
in the module H6 below, and then also making some assumptions about the pointer and file.

dth H6 is pr FLOAT . let height = 6.0 . end

bth PTR-FILE-REP6 is pr PTR-FILE-REP[H6] .
let p = 250 .
op f : -> File .
eq |f| = 400 .

end
red [[ < p, f > ]] .

The BOBJ output for this reduction is as follows:

==========================================
reduce in PTR-FILE-REP6 : [[(< p , f >)]]
result Scrollbar: < 3.75 , 3.15 >
rewrite time: 1665ms parse time: 20ms
Warning: non-termination corrected
==========================================

This says that the top pointer is 3.75 from the bottom of the scrollbar, while the bottom pointer is
3.15 inches from the bottom. (The difference between these is .6 inches, one tenth of the scrollbar
length, as it should be in this case, because 40 is 10% of 400.)

Working on this example forced consideration of the slightly complex way that scrollbars
function near the bottom of files; although this is hardly a great mystery, it is something that I
had never explicitly thought about before. Also, some new bugs were uncovered and corrected
in the BOBJ system, and (as discussed before) the notion of selector priority was discovered.
Phenomena like this are a typical and important part of scientific research, though they are not
often reported.

5 Blending Scrollbar and Window
This section extends the analysis of the previous section to include the window as well as its
scrollbar, and the link between them; indeed, what we normally call a “window” generally consists
of both a scrollbar and an area for displaying something else, such as a text file. Such a system
is a structural blend of its two components. The goal of this section is mainly to illustrate this
notion of blend, rather than to explain the particular example. It is easy to define windows in the
same style as the previous section, and then combine them with scrollbars:

bth WINDOW is sort Window .
pr FILE . subsort Window < File .
var F : File .
mb F : Window if |F| <= 40 .

end

bth WINDOW-SCROLLBAR is pr WINDOW || SCROLLBAR . end

Thus, windows are objects with a state that is a file of not more than 40 lines, and a window-
scrollbar is an object with a state having two components, a window and a scrollbar. However,
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this combination does not link what is in the window with what the scrollbar displays; for that,
we need a more complex setup.

In cognitive linguistics (e.g., [21, 4]), blends have a so-called generic space, containing ab-
stractions of concepts that occur in both input spaces, instances of which are not necessarily
identified in the blended space. But in algebraic semiotics the material in this theory is shared,
i.e., identified in the blend of the theories of the two interfaces. This is consistent with the
mathematical foundations and methodology of [9, 7], but not with the intuitions in the cognitive
linguistics literature. For this reason, the term base theory is used in [9, 7], rather than generic
space. Our example needs the subfile representation in the scrolbar to correspond to the material
displayed in the window. One possibility is a theory for a file with a subfile, which we might like
to define as follows:
bth FILE-SUBFILE is pr (FILE || FILE) *(sort Tuple to FsubF?).
sort FsubF . subsort FsubF < FsubF? .
vars F F’ F1 F2 : File .
mb < F , F’ > : FsubF if F == F1 F’ F2 .

end

which says that F’ is a subfile of F; however, the implicit existential quantifiers over F1 and F2 in
the condition cannot be handled by BOBJ, so we replace them by explicit Skolem functions:
bth FILE-SUBFILE is pr (FILE || FILE) *(sort Tuple to FsubF?).
sort FsubF . subsort FsubF < FsubF? .
vars F F’ : File .
ops sk1 sk2 : File File -> File .
mb < F , F’ > : FsubF if F == (sk1(F, F’) . F’ . sk2(F, F’)).

end

Next, we give two semiotic morphisms to knit window and scrollbar together into a blend. The
first is the obvious inclusion view of WINDOW as a subtheory of FILE-SUBFILE, while the second is
a co-relation between FILE-SUBFILE and PTR-FILE:
view WINDOW-TO-FILE-SUBFILE from WINDOW to FILE-SUBFILE is
end

bth C1 is pr (FILE-SUBFILE || PTR-FILE) *(sort Tuple to FsubFPtrFile).
op [[_]] : FsubF -> PtrFile .
vars F F’ : File .
eq [[ < F , F’ > ]] = < |sk1(F,F’)| + |F’| , F > .
var Fspf : FsubFPtrFile .
eq 1* 2* Fspf = |sk1(1* 1* Fspf, 2* 1* Fspf)| + |2* 1* Fspf| .
eq 2* 2* Fspf = 1* 1* Fspf .

end

If to these we just add the obvious inclusion view of WINDOW into WINDOW-SCROLLBAR and the
co-relation PTR-FILE-REP6, then the resulting diagram gives the blend we want.

5.1 Variable Size Window and Scrollbar
Variable size windows and scrollbars require a more elaborate construction. The following is one
possible base theory, providing a file (in the sense of the module PTR-FILE) and two pointers, T
and B, to lines in the file, for the top and bottom of the displayed material. The sort constraint
just says that B must not be more than T, which must not be more than the length of the file:
bth FILE2PTR is
pr PTR-FILE + (FILE || NAT || NAT) *(sort Tuple to File2Ptr?).
sort File2Ptr . subsort File2Ptr < File2Ptr? .
vars T B : Nat . var F : File .
mb < F , T , B > : File2Ptr if B <= T and T <= |F| .
psort File2Ptr? .

end
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A more abstract theory that could be used instead of 3PTR, uses the length of the file and pointers
to two locations within it, without giving the file itself.

bth 3PTR is pr (NAT || NAT || NAT) *(sort Tuple to 3Ptr?).
sort 3Ptr . subsort 3Ptr < 3Ptr? .
vars A B L : Nat .
mb < A , B , L > : 3Ptr if A <= B and B <= L .

end

That FILE2PTR is more concrete than 3PTR is expressed by the co-relation V1 below, which is
FILE2PTR enriched with the more abstract representation:

bth FILE2PTR+ is pr FILE2PTR .
pr (NAT || NAT || NAT) *(sort Tuple to 3Nat) .
op |_| : File2Ptr? -> 3Nat .
vars T B : Nat . var F : File .
eq |< F, T, B >| = < B, T, |F| >.

end

Then the view can be described quite simply as follows:

view V1 from 3PTR to FILE2PTR+ is sort 3Ptr? to 3Nat . end

Next, we give semiotic morphisms for building the blend. The co-relation C2 connects
FILE-SUBFILE with FILE2PTR, and V3 is a default view, for which BOBJ can fill in all the map-
pings automatically, while the third instantiates the parameterized co-relation PTR-FILE-REP for
a six inch scrollbar.

bth C2 is pr (FILE-SUBFILE || FILE2PTR) *(sort Tuple to FsubFF2Ptr).
op [[_]] : FsubF -> File2Ptr .
vars F F’ : File .
eq [[ < F , F’ > ]] = < F , |sk1(F,F’)| + |F’| , |sk1(F,F’)| > .
var S : FsubFF2Ptr .
eq 1* 2* S = 1* 1* S .
eq 2* 2* S = |sk1(1* 1* S, 2* 1* S)| + |2* 1* S| .
eq 3* 2* S = |sk1(1* 1* S, 2* 1* S)| .

end

view V3 from PTR-FILE to FILE2PTR is
sort PtrFile? to PtrFile? .

end

bth PTR-FILE-REP-VAR is pr PTR-FILE-REP[HEIGHT] .
op winsize : -> Float .
var F : File .
eq height = (6 / 40) * winsize .

end

Putting this collection of theories and morphisms together gives the blend we want, in which the
size of the window is given by the (user-definable) constant winsize.

5.2 What is Blending?
This subsection briefly discusses some points about structural blending and its relation to other
traditions. We first note that two kinds of dynamics are involved in blending: the process of
blending itself, and entities with internal states. Whereas cognitive linguistics has so far focussed
mainly on the former, algebraic semiotics is more concerned with the latter, due to its focus on
user interface design and similar applications. Our second point is that in structural blending,
cross-space mappings emerge through the identifications implied by the base space; relations like
causality are represented as ordinary relations (Bool-valued functions in BOBJ) rather than having
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Figure 1: A Scroll and a Scrollbar

a special ad hoc status. Thirdly, the distinction between single and double scope blending seems
a bit artificial in algebraic semiotics, because its applications typically involve multiple “scopes”
arising from multiple spaces and morphisms among them. Fourthly, we are developing a formal
characterization of blending, based on the notion of colimit [9], taking account of the quality
orderings on morphisms, and allowing there to be more than one blend for a given system of
spaces and morphisms. Finally, in contrast with much of classical semiotics, but in agreement
with cognitive science in general, and cognitive linguistics in particular, we eschew belief in the
Platonic reality of signs, sign systems, etc., even though there is a strong tendency in our culture
to identify mathematical formalizations with such ideal entities.

6 Conceptual Analysis of Window and Scrollbar
This section sketches a conceptual analysis of scrollbars, mainly intended to show how this level
of analysis differs from that of the previous sections, in that it focuses on questions like “How is
a scrollbar like (and unlike) a scroll?” rather than questions like “How does a scrollbar represent
window-based file display?” or “How good is that representation?” A major motivation for analyses
at the conceptual level is to explore the cognitive consistency of designs. The appropriate tools
for answering such questions are models of how we think about scrollbars, rather than models of
scrollbars themselves. As in traditional cognitive linguistics, there is little payoff from being highly
precise in such discussions, and we shall therefore be relatively informal.

The conceptual space for a scroll (see Figure 1) contains two rollers, a roll of parchment (or
other material) with text on it, and the affordance10 for scrolling through the text by rotating one
or both of the rollers. Note that it is possible to expose any contiguous segment of the text with
appropriate roller rotations.

A scrollbar is a bar with a highlighted sub-bar (in Figure 1, the sub-bar is highlighted by
darkening); it represents an arbitrary contiguous segment of text, by the proportions of the lo-
cations of the boundaries of the highlighted sub-bar to the total length of the bar, as described
in the module PTR-FILE-REP-VAR. Typically, affordances for moving the segment up or down
are presented as arrowheads at the top and bottom of the bar, as in Figure 1, and there are
also non-perceived affordances for making larger jumps up or down the text, by clicking on the
corresponding non-highlighted areas (however many users are not aware of these affordances).

The analogy between the displayed text of a scroll and the highlighted sub-bar of a scrollbar
is good, except that it is more convenient to use a real scroll with its rollers to the left and
right of the text11, whereas the scrollbars that represent displayed text are oriented vertically,
not horizontally. This situation is reflected in the mathematics, which expresses the proportional
representation quite nicely while ignoring orientation (see Section 5.1).

On the other hand, analogies for the affordances are not so close. First, scrolling the text
by using the mouse to move the highlighted portion of the scrollbar is very different from any

10We understand affordances in the sense of Gibson, as potential interactions between an organism (here, the
user) and the environment (here, the system) [5, 6] and “perceived affordances” in the sense of Norman [17] as
affordances that the user is able to perceive as such, by virtue of what is displayed.

11This is because of the location of human hands on the left and right of the body. Moreover, in many old
languages, the text is oriented vertically and read from top to bottom.
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affordance of a real scroll; this indirect control arises through the structural blending of the
window with its scrollbar. Operating one roller does not cause exposure of a different text of the
same size, but rather increases or decreases the displayed text, from the left or right, depending
on which roller is rotated in which direction. The behavior of the scrollbar controls is closer to
that of the “up” and “down” buttons on an elevator than to the rollers on a scroll, though this
behavior also differs from that of elevator buttons. The non-perceived scrollbar affordances do not
correspond to any affordances of real scrolls.

7 Conclusions
The approach advocated in this paper is not limited to user interface design in the narrow sense,
as the representations for dates and the conceptual analysis of windows demonstrate. One way to
explore the potential for extended applications of algebraic semiotics is to think of “interfaces” in
a very broad sense that includes any form of communication in any medium, which is already the
scope of Piercian semiotics. For example, Principle F/C applies to the generation of an outline
from a book, as well as to the navigational guides provided within buildings, such as floor numbers,
room numbers, and lists of office occupants with their room numbers.

New ideas in this paper include formalization of dynamic signs using hidden algebra, orderings
on the selectors of a given constructor, co-relations for blending, and generalized lexicographic
order to measure representation quality, based on the importance of components. In addition, the
following are some subtle points revealed during the process of formalization:

1. There is a rich duality between models and theories.
2. The maps induced on models by theory maps go in the opposite direction.
3. While initial semantics is good for static signs, hidden semantics (or some similar formalism)

is needed for dynamic signs, in order to handle states.
4. Non-trivial constructors are needed for many examples, which therefore require structural

blending instead of conceptual blending.

On the other hand, and in opposition to efforts at formalizing meaning such as situation semantics
[1], algebraic semiotics stresses the necessity for grounding in social process, both before and after
formalization, the first to obtain reasonable levels and priorities, and the second to check that the
formalization is useful.

It is hoped that the examples in this paper will convince readers that algebraic semiotics
provides a precise and useful tool for analyzing representations and interfaces, including not just
specification techniques, but also some very general quality principles to aid design. However,
it should be emphasized that in design practice, algebraic semiotics should generally be applied
far more informally than the BOBJ code here might suggest. Practical application is still at an
early stage, and only one serious case study has been done, the Tatami system [14, 15], but this
promises to be an exciting area for future exploration.
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Abstract

DNA computing, as proposed by Adleman, is essentially based on three steps:

1. Encode the istance of the problem using short sequences of nucleotide bases (i.e., words
on the four letter alphabet A,C,G,T;

2. produce DNA long strands, through hybridization based on Watson-Crick complemen-
tarity (the Watson-Crick complement of a sequence X is the sequence obtained by re-
placing A with T and C with G and viceversa, and reversing it)

3. extract sequences containing a particular subsequence X, using it’s complement XC

The generation of the oligos encoding the istance of the problem to be solved (step 1) is a
central issue in the whole process. Eric Baum (1996) poses the problem: an accurate design
based on systematic principles and techniques would be preferable to the random generation
used by Adleman in order to avoid or reduce errors, and could greatly improve the efficiency
of the process, allowing to use shorter codes and so on.
In this talk, I will discuss the main problems related to the design of ”good” codes for DNA
computing, and the basic principles that allow to generate these ”good” codes, and that
generalize well known results of error correcting codes theory.
Besides the combinatorial aspects, there are also aspects related to the conditions under which
annealing and melting of DNA strands take place, in particular melting temperature, that is
also connected to the min number of base pairs that have to match for DNA aligonucleotides
to bind.
DNA strand design is relevant also outside the field of DNA computing, for example to design
tags to identify molecules in chemical libraries or probes for DNA microarrays.





Probabilistic Parsing Strategies∗

Mark-Jan Nederhof
Faculty of Arts

University of Groningen
P.O. Box 716

NL-9700 AS Groningen, The Netherlands
markjan@let.rug.nl

Giorgio Satta
Department of Information Engineering

University of Padua
via Gradenigo, 6/A

I-35131 Padova, Italy
satta@dei.unipd.it

Abstract

We present new results on the relation between purely symbolic context-free parsing strategies
and their probabilistic counter-parts. Such parsing strategies are seen as constructions of
push-down devices from grammars. We show that preservation of probability distribution
is possible under two conditions, viz. the correct-prefix property and the property of strong
predictiveness. These results generalize existing results in the literature that were obtained
by considering parsing strategies in isolation. From our general results we also derive negative
results on (nondeterministic) LR parsing.

Keywords: parsing algorithms, probabilistic parsing, context-free grammars, push-down au-
tomata, transduction

1 Introduction
Context-free grammars and push-down automata are two equivalent formalisms to describe
context-free languages. While a context-free grammar (CFG) can be thought of as a purely
declarative specification, a push-down automaton (PDA) is considered to be an operational spec-
ification that determines which steps are performed for a given string in the process of deciding
its membership of the language. By a parsing strategy we mean a mapping from CFGs to equiv-
alent PDAs, such that some specific conditions are observed. Examples of parsing strategies are
top-down parsing (Harrison (1978)), left-corner parsing (Rosenkrantz and Lewis II (1970)), and
(nondeterministic) LR parsing (Sippu and Soisalon-Soininen (1990)).

This paper deals with the probabilistic extensions of CFGs and PDAs, i.e., probabilistic CFGs
(PCFGs) (Booth and Thompson (1973)) and probabilistic PDAs (PPDAs) (Santos (1972); Ten-
deau (1995); Abney et al. (1999)). These formalisms are obtained by adding probabilities to the
rules and transitions, respectively.

For a given CFG, a particular mapping from rules to probabilities describes a probability
distribution over the set of derivations. This is useful for disambiguation of input (Manning and
Schütze (1999)). Alternatively, one may construct a PDA from the CFG, according to some
parsing strategy, together with a mapping from computations of this PDA to derivations of the

∗We gratefully acknowledge very helpful correspondence with David McAllester, Giovanni Pighizzini, Detlef
Prescher, Virach Sornlertlamvanich and Eric Villemonte de la Clergerie.



CFG. A particular mapping from transitions to probabilities then indirectly describes a probability
distribution over the set of derivations of the CFG.

The mappings from rules or transitions to probabilities cannot be chosen entirely arbitrarily.
For example, for a given nonterminal, the sum of probabilities of all rules defining this nonterminal
must be 1. This means that only for the first m − 1 rules out of a total of m rules defining
the nonterminal, the probabilities are ‘free’ parameters, but the m-th is not since it is uniquely
determined by the first m − 1 parameters.

Depending on the choice of the parsing strategy, the constructed PDA may allow different
probability distributions than the CFG, since the set of free parameters may differ between CFG
and PDA, both quantitatively and qualitatively. For example, Sornlertlamvanich et al. (1999)
and Roark and Johnson (1999) have shown that a probability distribution that can be obtained
by training the probabilities of a CFG on the basis of a corpus can be less accurate than that
obtained by training the probabilities of a PDA constructed by a particular parsing strategy, on
the basis of the same corpus. Also the results from Chitrao and Grishman (1990) and Charniak
and Carroll (1994) could be seen in this light.

What has been lacking however is a theoretical framework to relate the parameter space of a
CFG to that of a PDA constructed from the CFG by a particular parsing strategy, in terms of the
set of allowable probability distributions over derivations. Note that the number of free parameters
alone is not a satisfactory characterization of the parameter space. In fact, if the ‘nature’ of the
parameters is ill-chosen, then an increase in the number of parameters may lead to a deterioration
of the accuracy of the model, due to sparseness of data.

In this paper we investigate conditions on parsing strategies that determine whether all prob-
ability distributions allowed by a CFG are also allowed by the PDA constructed from the CFG.
For this to be true, the number of free parameters of the PDA must be at least as large as the
number of free parameters of the CFG, but the ‘nature’ of the free parameters of the PDA must
also be such that the entire parameter space of the CFG can be covered.

Formulated in different terms, we investigate which parsing strategies can be ‘extended’ to
become probabilistic parsing strategies. These are mappings from PCFGs to PPDAs that preserve
the induced probability distributions. Two properties of parsing strategies are of particular inter-
est, viz., the correct-prefix property (CPP) and the strong predictiveness property (SPP), both to
be defined in the sequel. The main results presented in this paper can be stated as follows:

• No parsing strategy that lacks the correct-prefix property can be extended to become a
probabilistic parsing strategy.

• All parsing strategies that possess the correct-prefix property and the strong predictiveness
property can be extended to become probabilistic parsing strategies.

The above results generalize previous findings reported by Tendeau (1995), Tendeau (1997) and
Abney et al. (1999), where only a few specific parsing strategies were considered in isolation. Our
findings also have important implications for well-known parsing strategies such as nondetermin-
istic LR parsing, henceforth simply called ‘LR parsing’.1 LR parsing has the CPP, but lacks the
SPP, and as we will show, LR parsing cannot be extended to become a probabilistic parsing strat-
egy. In fact, there are cases where LR parsers have fewer free parameters than the CFGs from
which they were constructed, contrary to what is commonly believed.

The paper is organized as follows. After giving standard definitions in Section 2, we give our
formal definition of ‘parsing strategy’ in Section 3. We also define what it means to extend a parsing
strategy to become a probabilistic parsing strategy. The CPP and the SPP are defined in Sections 4
and 5, where we also discuss how these properties relate to the question of which strategies can
be extended to become probabilistic. Section 6 provides examples of parsing strategies with
and without the SPP, and explains why the LR parsing strategy cannot be extended to become
probabilistic. We end this paper with conclusions.

1Generalized (or nondeterministic) LR parsing allows for more than one action for a given LR state and input
symbol.
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2 Preliminaries
A context-free grammar (CFG) G is a 4-tuple (Σ, N, S, R), where Σ is a finite set of terminals,
called the alphabet, N is a finite set of nonterminals, including the start symbol S, and R is a finite
set of rules, each of the form A → α, where A ∈ N and α ∈ (Σ ∪ N)∗.

For a fixed CFG G, we define the relation ⇒ on triples consisting of two strings α, β ∈ (Σ∪N)∗

and a rule π ∈ R by: α
π⇒ β if and only if α is of the form wAδ and β is of the form wγδ, for some

w ∈ Σ∗ and δ ∈ (Σ ∪ N)∗, and π = (A → γ). A left-most derivation is a string d = π1 · · ·πm,
m ≥ 0, such that S

π1⇒ · · · πm⇒ α, for some α ∈ (Σ ∪ N)∗. We will identify a left-most derivation
with the sequence of strings over Σ ∪ N that arise in that derivation. In the remainder of this
paper, we will let the term ‘derivation’ refer to ‘left-most derivation’, unless specified otherwise.

A derivation d = π1 · · ·πm, m ≥ 0, such that S
π1⇒ · · · πm⇒ w where w ∈ Σ∗ will be called a

complete derivation; we also say that d is a derivation of w. By subderivation we mean a substring
of a complete derivation of the form d = π1 · · ·πm, m ≥ 0, such that A

π1⇒ · · · πm⇒ w for some A
and w.

We write α ⇒∗ β or α ⇒+ β to denote the existence of a string π1 · · ·πm such that α
π1⇒ · · · πm⇒

β, with m ≥ 0 or m > 0, respectively.
For a CFG G we define the language L(G) it generates as the set of strings w such that there

is at least one derivation of w. We say a CFG is reduced if for each rule π ∈ R there is a complete
derivation in which it occurs.

A probabilistic context-free grammar (PCFG) is a pair (G, p) consisting of a CFG G = (Σ, N,
S, R) and a probability function p from R to real numbers in the interval [0, 1]. We say a PCFG
is proper if Σπ=(A→γ)∈R p(π) = 1 for each A ∈ N . PCFGs that arise from common methods of
corpus linguistics, such as relative frequency estimation (Chi and Geman (1998)), are proper by
construction.

For a PCFG (G, p), we define the probability p(d) of a string d = π1 · · ·πm ∈ R∗ as
∏m

i=1 p(πi);
we will in particular consider the probabilities of derivations d. The probability p(w) of a string
w ∈ Σ∗ as defined by (G, p) is the sum of the probabilities of all derivations of that string. We say
a PCFG (G, p) is consistent if Σw∈Σ∗ p(w) = 1.

In this paper we will mainly consider push-down transducers rather than push-down automata.
Push-down transducers not only compute derivations of the grammar while processing an input
string, but they also explicitly produce output strings from which these derivations can be obtained.
We use transducers for two reasons. First, constraints on the output strings allow us to restrict
our attention to ‘reasonable’ parsing strategies. Those strategies that cannot be formalized within
these constraints are unlikely to be of practical interest. Secondly, mappings from input strings to
derivations, such as those realized by push-down devices, turn out to be a very powerful abstraction
and allow direct proofs of several general results.

Contrary to many textbooks, our push-down devices do not possess states next to stack sym-
bols. This is without loss of generality, since states can be encoded into the stack symbols, given
the types of transitions that we allow. Thus, a push-down transducer (PDT) A is a 6-tuple (Σ,
Σ, Q, Xinit , Xfinal , ∆), where Σ is the input alphabet, Σ is the output alphabet, Q is a finite
set of stack symbols including the initial stack symbol Xinit and the final stack symbol Xfinal , and
∆ is the set of transitions. Each transition can have one of the following three forms: X �→ XY (a
push transition), YX �→ Z (a pop transition), or X

x,y�→ Y (a swap transition); here X , Y , Z ∈ Q,
x ∈ Σ ∪ {ε} and y ∈ Σ∗

 . Note that in our notation, stacks grow from left to right, i.e., the
top-most stack symbol will be found at the right end.

Without loss of generality, we assume that any PDT is such that for a given stack symbol
X �= Xfinal , there are either one or more push transitions X �→ XY , or one or more pop transitions
YX �→ Z, or one or more swap transitions X

x,y�→ Y , but no combinations of different types of
transitions. If a PDT does not satisfy this normal form, it can easily be brought in this form
by introducing for each stack symbol X three new stack symbols Xpush , Xpop and Xswap and
new swap transitions X

ε,ε�→ Xpush , X
ε,ε�→ Xpop and X

ε,ε�→ Xswap . In each existing transition that
operates on top-of-stack X , we then replace X by one from Xpush , Xpop or Xswap , depending on
the type of that transition. We also assume that Xfinal does not occur in the left-hand side of a
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transition, again without loss of generality.
A configuration of a PDT is a triple (α, w, v), where α ∈ Q∗ is a stack, w ∈ Σ∗

 is the remaining
input, and v ∈ Σ∗

 is the output generated so far. For a fixed PDT A, we define the relation 	 on

triples consisting of two configurations and a transition τ by: (γα, xw, v)
τ

	 (γβ, w, vy) if and only
if τ is of the form α �→ β, where x = y = ε, or of the form α

x,y�→ β. A computation on an input

string w is a string c = τ1 · · · τm, m ≥ 0, such that (Xinit , w, ε)
τ1

	 · · ·
τm

	 (α, w′, v). A complete
computation on a string w is a computation with w′ = ε and α = Xfinal . The string v is called
the output of the computation c, and is denoted by out(c).

We will identify a computation with the sequence of configurations that arise in that com-
putation, where the first configuration is determined by the context. We also write (α, w, v) 	∗

(β, w′, v′) or (α, w, v)
c

	∗ (β, w′, v′), for α, β ∈ Q∗, w, w′ ∈ Σ∗
 and v, v′ ∈ Σ∗

 , to indicate that
(β, w′, v′) can be obtained from (α, w, v) by applying a sequence c of zero or more transitions; we
refer to such a sequence c as a subcomputation. The function out is extended to subcomputations
in the natural way.

For a PDT A, we define the language L(A) it accepts as the set of strings w such that there is
at least one complete computation on w. We say a PDT is reduced if each transition τ ∈ ∆ occurs
in some complete computation.

A probabilistic push-down transducer (PPDT) is a pair (A, p) consisting of a PDT A and a
probability function p from the set ∆ of transitions of A to real numbers in the interval [0, 1]. We
say a PPDT (A, p) is proper if

• Στ=(X �→XY )∈∆ p(τ) = 1 for each X ∈ Q such that there is at least one transition X �→ XY ,
Y ∈ Q;

• Σ
τ=(X

x,y�→Y )∈∆
p(τ) = 1 for each X ∈ Q such that there is at least one transition X

x,y�→ Y ,
x ∈ Σ ∪ {ε}, y ∈ Σ∗

 , Y ∈ Q; and

• Στ=(Y X �→Z)∈∆ p(τ) = 1, for each X, Y ∈ Q such that there is at least one transition
Y X �→ Z, Z ∈ Q.

As in the case of PCFGs, we may expect a PPDT to be proper if its probability function p was
obtained through a common method of corpus linguistics.

For a PPDT (A, p), we define the probability p(c) of a (sub)computation c = τ1 · · · τm as∏m
i=1 p(τi). The probability p(w) of a string w as defined by (A, p) is the sum of the probabilities of

all complete computations on that string. We say a PPDT (A, p) is consistent if Σw∈Σ∗ p(w) = 1.
We say a PCFG (G, p) is reduced if G is reduced, and we say a PPDT (A, p) is reduced if A is

reduced.

3 Parsing Strategies

The term ‘parsing strategy’ is often used informally to refer to a class of parsing algorithms that
behave similarly in some way. In this paper, we assign a formal meaning to this term, relying
on the observation by Lang (1974) and Billot and Lang (1989) that many parsing algorithms
for CFGs can be described in two steps. The first is a construction of push-down devices from
CFGs, and the second is a method for handling nondeterminism (e.g. backtracking or dynamic
programming). Parsing algorithms that handle nondeterminism in different ways but apply the
same construction of push-down devices from CFGs are seen as realizations of the same parsing
strategy.

Thus, we define a parsing strategy to be a function S that maps a reduced CFG G = (Σ, N,
S, R) to a pair S(G) = (A, f) consisting of a reduced PDT A = (Σ, Σ, Q, Xinit , Xfinal , ∆), and
a function f that maps a subset of Σ∗

 to a subset of R∗, with the following properties:

• R ⊆ Σ.
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• For each string w ∈ Σ∗
 and each complete computation c on w, f(out(c)) = d is a derivation

of w. Furthermore, each symbol from R occurs as often in out(c) as it occurs in d.

• Conversely, for each string w ∈ Σ∗
 and each derivation d of w, there is precisely one complete

computation c on w such that f(out(c)) = d.

If c is a complete computation, we will write f(c) to denote f(out(c)). The conditions above then
imply that f is a bijection from complete computations to complete derivations.

Note that output strings of (complete) computations may contain symbols that are not in R,
and the symbols that are in R may occur in a different order in v than in f(v) = d. The purpose
of the symbols in Σ −R is to help this process of reordering of symbols in R. For a string v ∈ Σ∗



we let v refer to the maximal subsequence of symbols from v that belong to R, or in other words,
string v is obtained by erasing from v all occurrences of symbols from Σ − R.

A probabilistic parsing strategy is defined to be a function S that maps a reduced, proper and
consistent PCFG (G, pG) to a triple S(G, pG) = (A, pA, f), where (A, pA) is a reduced, proper
and consistent PPDT, with the same properties as a (non-probabilistic) parsing strategy, and in
addition:

• For each complete derivation d and each complete computation c such that f(c) = d, pG(d)
equals pA(c).

In other words, a complete computation has the same probability as the complete derivation that
it is mapped to by function f . An implication of this property is that for each string w ∈ Σ∗

 , the
probabilities assigned to that string by (G, pG) and (A, pA) are equal.

We say that probabilistic parsing strategy S′ is an extension of parsing strategy S if for each
reduced CFG G and probability function pG we have S(G) = (A, f) if and only if S′(G, pG) =
(A, pA, f) for some pA.

In the following sections we will investigate which parsing strategies can be extended to become
probabilistic parsing strategies.

4 Correct-Prefix Property

For a given PDT, we say a computation c is dead if (Xinit , w1, ε)
c

	∗ (α, ε, v1), for some α ∈ Q∗,
w1 ∈ Σ∗

 and v1 ∈ Σ∗
 , and there are no w2 ∈ Σ∗

 and v2 ∈ Σ∗
 such that (α, w2, ε) 	∗ (Xfinal , ε, v2).

Informally, a dead computation is a computation that cannot be continued to become a complete
computation.

We say that a PDT has the correct-prefix property (CPP) if it does not allow any dead com-
putations. We say that a parsing strategy has the CPP if it maps each reduced CFG to a PDT
that has the CPP.

In this section we show that the correct-prefix property is a necessary condition for extending
a parsing strategy to a probabilistic parsing strategy. For this we need two lemmas.

Lemma 1 For each reduced CFG G, there is a probability function pG such that PCFG (G, pG) is
proper and consistent, and pG(d) > 0 for all complete derivations d.

Proof. Since G is reduced, there is a finite set D consisting of complete derivations d, such that
for each rule π in G there is at least one d ∈ D in which π occurs. Let nπ,d be the number of
occurrences of rule π in derivation d ∈ D, and let nπ be Σd∈D nπ,d, the total number of occurrences
of π in D. Let nA be the sum of nπ for all rules π with A in the left-hand side. A probability
function pG can be defined through ‘maximum-likelihood estimation’ such that pG(π) = nπ

nA
for

each rule π = A → α.
For all nonterminals A, Σπ=A→α pG(π) = Σπ=A→α

nπ

nA
=nA

nA
= 1, which means that the PCFG

(G, pG) is proper. Furthermore, Chi and Geman (1998) has shown that a PCFG (G, pG) is consistent
if pG was obtained by maximum-likelihood estimation using a set of derivations. Finally, since
nπ > 0 for each π, also pG(π) > 0 for each π, and pG(d) > 0 for all complete derivations d.
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We say a computation is a shortest dead computation if it is dead and none of its proper
prefixes is dead. Note that each dead computation has a unique prefix that is a shortest dead
computation. For a PDT A, let TA be the union of the set of all complete computations and the
set of all shortest dead computations.

Lemma 2 For each proper PPDT (A, pA), Σc∈TA pA(c) ≤ 1.

Proof. The proof is a trivial variant of the proof that for a proper PCFG (G, pG), the sum of
pG(d) for all derivations d cannot exceed 1, which is shown by Booth and Thompson (1973).

From this, the main result of this section follows.

Theorem 3 A parsing strategy that lacks the CPP cannot be extended to become a probabilistic
parsing strategy.

Proof. Take a parsing strategy S that does not have the CPP. Then there is a reduced CFG
G = (Σ, N, S, R), with S(G) = (A, f) for some A and f , and a shortest dead computation c
allowed by A.

It follows from Lemma 1 that there is a probability function pG such that (G, pG) is a proper and
consistent PCFG and pG(d) > 0 for all complete derivations d. Assume we also have a probability
function pA such that (A, pA) is a proper and consistent PPDT and pA(c′) = pG(f(c′)) for each
complete computation c′. Since A is reduced, each transition τ must occur in some complete
computation c′. Furthermore, for each complete computation c′ there is a complete derivation d
such that f(c′) = d, and pA(c′) = pG(d) > 0. Therefore, pA(τ) > 0 for each transition τ , and
pA(c) > 0, where c is the above-mentioned dead computation.

Due to Lemma 2, 1 ≥ Σc′∈TA pA(c′) ≥ Σw∈Σ∗


pA(w)+pA(c) > Σw∈Σ∗


pA(w) = Σw∈Σ∗


pG(w).
This is in contradiction with the consistency of (G, pG). Hence, a probability function pA with
the properties we required above cannot exist, and therefore S cannot be extended to become a
probabilistic parsing strategy.

5 Strong Predictiveness
For a fixed PDT, we define the binary relation � on stack symbols by: Y � Y ′ if and only if
(Y, w, ε) 	∗ (Y ′, ε, v) for some w ∈ Σ∗

 and v ∈ Σ∗
 . In other words, some subcomputation may

start with stack Y and end with stack Y ′. Note that all stacks that occur in such a subcomputation
must have height of 1 or more.

We say that a PDT has the strong predictiveness property (SPP) if the existence of three
transitions X �→ XY , XY1 �→ Z1 and XY2 �→ Z2 such that Y � Y1 and Y � Y2 implies Z1 = Z2.
Informally, this means that when a subcomputation starts with some stack α and some push
transition τ , then solely on the basis of τ we can uniquely determine what stack symbol Z1 = Z2

will be on top of the stack in the first configuration with stack height equal to |α|. Another way of
looking at it is that no information may flow from higher stack elements to lower stack elements
that was not already predicted before these higher stack elements came into being, hence the term
‘strong predictiveness’.2

We say that a parsing strategy has the SPP if it maps each reduced CFG to a PDT with the
SPP.

In the previous section it was shown that we may restrict ourselves to parsing strategies that
have the CPP. Here we show that if, in addition, a parsing strategy has the SPP, then it can
always be extended to become a probabilistic parsing strategy.

Theorem 4 Any parsing strategy that has the CPP and the SPP can be extended to become a
probabilistic parsing strategy.

2There is a property of push-down devices called faiblement prédictif (weakly predictive) (Villemonte de la
Clergerie (1993)). Contrary to what this name may suggest however, this property is incomparable with the
complement of our notion of SPP.
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Proof. Take a parsing strategy S that has the CPP and the SPP, and take a reduced PCFG
(G, pG), where G = (Σ, N, S, R), and let S(G) = (A, f), for some PDT A and function f . We will
show that there is a probability function pA such that (A, pA) is a PPDT and pA(c) = pG(f(c))
for all complete computations c.

For each stack symbol X , consider the set of transitions that are applicable with top-of-stack X .
Remember that our normal form ensures that all such transitions are of the same type. Suppose
this set consists of m swap transitions τi = X

xi,yi�→ Yi, 1 ≤ i ≤ m. For each i, consider all

subcomputations of the form (X , xiw, ε)
τi

	 (Yi , w, yi) 	∗ (Y ′, ε, v) such that there is at least one
pop transition of the form ZY ′ �→ Z ′ or such that Y ′ = Xfinal , and define Lτi as the set of strings
v output by these subcomputations. We also define LX = ∪m

j=1 Lτj , the set of all strings output
by subcomputations starting with top-of-stack X , and ending just before a pop transition that
leads to a stack with height smaller than that of the stack at the beginning, or ending with the
final stack symbol Xfinal .

Now define for each i (1 ≤ i ≤ m):

pA(τi) =
Σv∈Lτi

pG(v)
Σv∈LX pG(v)

(1)

In other words, the probability of a transition is the normalized probability of the set of subcom-
putations starting with that transition, relating subcomputations with fragments of derivations of
the PCFG.

These definitions are well-defined. Since A is reduced and has the CPP, the sets Lτi are
non-empty and thereby the denominator in the definition of pA(τi) is non-zero. Furthermore,
Σm

i=1 pA(τi) is clearly 1.
Now suppose the set of transitions for X consists of m push transitions τi = X �→ XYi,

1 ≤ i ≤ m. For each i, consider all subcomputations of the form (X , w, ε)
τi

	 (XYi , w, ε) 	∗

(X ′, ε, v) such that there is at least one pop transition of the form ZX ′ �→ Z ′ or X ′ = Xfinal , and
define Lτi, LX and pA(τi) as we have done above for the swap transitions.

Suppose the set of transitions for X consists of m pop transitions τi = YiX �→ Zi, 1 ≤ i ≤ m.
Define LX = {ε}, and pA(τi) = 1 for each i. To see that this is compatible with the condition of
properness of PPDTs, note the following. Since we may assume A is reduced, if Yi = Yj for some
i and j with 1 ≤ i, j ≤ m, then there is at least one transition Yi �→ YiX ′ for some X ′ such that
X ′ � X . Due to the SPP, Zi = Zj and therefore i = j.

Finally, we define LXfinal
= {ε}.

Take a subcomputation (X , w, ε)
c

	∗ (Y , ε, v) such that there is at least one pop transition of
the form ZY �→ Y ′ or Y = Xfinal . Below we will prove that:

pA(c) =
pG(v)

Σv′∈LX pG(v′)
(2)

Since a complete computation c with output v is of this form, with X = Xinit and Y = Xfinal ,
we obtain the result we required to prove Theorem 4, where D denotes the set of all complete
derivations of CFG G:

pA(c) =
pG(v)

Σv′∈LXinit
pG(v′)

=
pG(f(c))

Σv′∈LXinit
pG(f(v′))

=
pG(f(c))

Σd∈D pG(d)
= pG(f(c))

We have used two properties of f here. The first is that it preserves the frequencies of symbols
from R, if considered as a mapping from output strings to derivations. The second property is
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Y Y’
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Figure 1: Development of the stack in the computation c = τic
′τc′′.

that it can be considered as bijection from complete computations to complete derivations. We
also used consistency of PCFG (G, pG), meaning that Σd∈D pG(d) = 1.

For the proof of (2), we proceed by induction on the length of c and distinguish three cases.
Case 1: Consider a subcomputation c consisting of zero transitions, which naturally has output

v = ε, with only configuration (X , ε, ε), where there is at least one pop transition of the form
ZX �→ Z ′ or X = Xfinal . We trivially have pA(c) = 1 and pG(v)

Σv′∈LX
pG(v′)

= pG(ε)

Σv′∈{ε} pG(v′)
= 1.

Case 2: Consider a subcomputation c = τic
′, where (X , xiw, ε)

τi

	 (Yi , w, yi)
c′

	∗ (Y ′, ε, yiv),
such that there is at least one pop transition of the form ZY ′ �→ Z ′ or Y ′ = Xfinal . The induction
hypothesis states that:

pA(c′) =
pG(v)

Σv′∈LYi
pG(v′)

If we combine this with the definition of pA, we obtain:

pA(c) = pA(τi) · pA(c′)

=
Σv′∈Lτi

pG(v′)

Σv′∈LX pG(v′)
· pG(v)
Σv′∈LYi

pG(v′)

=
pG(yi) · Σv′∈LYi

pG(v′)

Σv′∈LX pG(v′)
· pG(v)
Σv′∈LYi

pG(v′)

=
pG(yi) · pG(v)
Σv′∈LX pG(v′)

=
pG(yiv)

Σv′∈LX pG(v′)

Case 3: Consider a subcomputation c of the form (X , w, ε)
τi

	 (XYi , w, ε) 	∗ (X ′′, ε, v) such that
there is at least one pop transition of the form ZX ′′ �→ Z ′ or X ′′ = Xfinal . Subcomputation c can
be decomposed in a unique way as c = τic

′τc′′, consisting of an application of a push transition

τi = X �→ XYi, a subcomputation (Yi , w1, ε)
c′

	∗ (Y ′, ε, v1), an application of a pop transition

τ = XY ′ �→ X ′
i, and a subcomputation (X ′

i , w2, ε)
c′′

	∗ (X ′′, ε, v2), where w = w1w2 and v = v1v2.
This is visualized in Figure 1.

We can now use the induction hypothesis twice, resulting in:

pA(c′) =
pG(v1)

Σv′
1∈LYi

pG(v′1)
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and

pA(c′′) =
pG(v2)

Σv′
2∈LX′

i

pG(v′2)

If we combine this with the definition of pA, we obtain:

pA(c) = pA(τi) · pA(c′) · pA(τ) · pA(c′′)

=
Σv′∈Lτi

pG(v′)

Σv′∈LX pG(v′)
· pG(v1)
Σv′

1∈LYi
pG(v′1)

·

1 · pG(v2)
Σv′

2∈LX′
i

pG(v′2)

Since A has the SPP, X ′
i is unique to τi and the output strings in Lτi are precisely those that

can be obtained by concatenating an output string in LYi and an output string in LX′
i
. Therefore

Σv′∈Lτi
pG(v′) = Σv′

1∈LYi
Σv′

2∈LX′
i

pG(v′1v
′
2) = Σv′

1∈LYi
pG(v′1) · Σv′

2∈LX′
i

pG(v′2), and

pA(c) =
pG(v1) · pG(v2)
Σv′∈LX pG(v′)

=
pG(v1v2)

Σv′∈LX pG(v′)

=
pG(v)

Σv′∈LX pG(v′)

This concludes the proof.
Note that the definition of pA in the above proof relies on the strings output by A. This is the

main reason why we needed to consider push-down transducers rather than push-down automata
(defined below). Now assume an appropriate probability function pA has been found such that
(A, pA) is a PPDT that assigns the same probabilities to computations as the given PCFG assigns
to the corresponding derivations, following the construction from the proof above. Then the
probabilities assigned to strings over the input alphabet are also equal. We may subsequently
ignore the output strings if the application at hand merely requires probabilistic recognition rather
than probabilistic transduction, or in other words, we may simplify push-down transducers to
push-down automata.

Formally, a push-down automaton (PDA) A is a 5-tuple (Σ, Q, Xinit , Xfinal , ∆), where Σ
is the input alphabet, and Q, Xinit , Xfinal and ∆ are as in the definition of PDTs. Push and
pop transitions are as before, but swap transitions are simplified to the form X

x�→ Y , where
x ∈ {ε}∪Σ. Computations are defined as in the case of PDTs, except that configurations are now
pairs (α, w) whereas they were triples (α, w, v) in the case of PDTs. A probabilistic push-down
automaton (PPDA) is a pair (A, pA), where A is a PDA and pA is a probability function subject
to the same constraints as in the case of PPDTs. Since the definitions of CPP and SPP for PDTs
did not refer to output strings, these notions carry over to PDAs in a straightforward way.

We define the size of a CFG as
∑

(A→α)∈R |Aα|, the total number of occurrences of terminals
and nonterminals in the set of rules. Similarly, we define the size of a PDA as

∑
(α�→β)∈∆ |αβ| +

∑
(X

x�→Y )∈∆
|XxY |, the total number of occurrences of stack symbols and terminals in the set of

transitions.
Let A = (Σ, Q, Xinit , Xfinal , ∆) be a PDA with both CPP and SPP. We will now show that

we can construct an equivalent CFG G = (Σ, Q, Xinit , R) with size linear in the size of A. The
rules of this grammar are the following.

• X → YZ for each transition X �→ XY , where Z is the unique stack symbol such that there
is at least one transition XY ′ �→ Z with Y � Y ′;
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• X → xY for each transition X
x�→ Y ;

• Y → ε for each stack symbol Y such that there is at least one transition XY �→ Z or such
that Y = Xfinal .

It is easy to see that there exists a bijection from complete computations of A to complete deriva-
tions of G, preserving the recognized/derived strings. Apart from an additional derivation step by
rule Xfinal → ε, the complete derivations also have the same length as the corresponding complete
computations.

The above construction can straightforwardly be extended to probabilistic PDAs (PPDAs).
Let (A, pA) be a PPDA with both CPP and SPP. Then we construct G as above, and further
define pG such that pG(π) = pA(τ) for rules π = X → YZ or π = X → xY that we construct out
of transitions τ = X �→ XY or τ = X

x�→ Y , respectively, in the first two items above. We also
define pG(Y → ε) = 1 for rules Y → ε obtained in the third item above. If (A, pA) is reduced,
proper and consistent then so is (G, pG).

This leads to the observation that parsing strategies with the CPP and the SPP as well as their
probabilistic extensions can also be described as grammar transformations, as follows. A given
(P)CFG is mapped to an equivalent (P)PDT by a (probabilistic) parsing strategy. By ignoring
the output components of swap transitions we obtain a (P)PDA, which can be mapped to an
equivalent (P)CFG as shown above. This observation gives rise to an extension with probabilities
of the work on covers by Nijholt (1980); Leermakers (1989).

The simple relationship between PDAs with both CPP and SPP on the one hand and CFGs on
the other can be used to carry over algorithms originally designed for CFGs to PDAs or PDTs. One
such application is the evaluation of the right-hand side of equation (1) in the proof of Theorem 4.
Both the numerator and the denominator involve potentially infinite sets of subcomputations, and
therefore it is not immediately clear that the proof is constructive. However, there are published
algorithms to compute, for a given PCFG (G′, pG′) that is not necessarily proper and a given
nonterminal A, the expression Σw∈Σ∗ pG′(A ⇒∗ w), or rather, to approximate it with arbitrary
precision; see Booth and Thompson (1973) and Stolcke (1995). This can be used to compute e.g.
Σv∈LX pG(v) in equation (1), as follows.

The first step is to map the PDT to a CFG G′ as shown above. We then define a function pG′

that assigns probability 1 to all rules that we construct out of push and pop transitions. We also let
pG′ assign probability pG(y) to a rule X → xY that we construct out of a scan transition X

x,y�→ Y .
It is easy to see that, for any stack symbol X , we have Σv∈LX pG(v) = Σw∈Σ∗

1
pG′(X ⇒∗ w). This

allows our problem on the computations of probabilities in the right-hand side of equation (1)
to be reduced to a problem on PCFGs, which can be solved by existing algorithms as discussed
above.

The same idea can be used to show that determination of pA by equation (1) can be seen
as an application of PCFG renormalization (Abney et al. (1999); Chi (1999); Nederhof and Satta
(2003)), which allows an alternative proof of Theorem 4. Our proof seems more insightful however,
especially with regard to the reason why some parsing strategies without the SPP cannot be
extended to become probabilistic, as we will show in the next section.

6 Examples of Parsing Strategies
Many well-known parsing strategies with the CPP also have the SPP, such as top-down parsing
(Harrison (1978)) and left-corner parsing (Rosenkrantz and Lewis II (1970)). It was already shown
by Tendeau (1995) that for any PCFG G, there is an equivalent probabilistic push-down automaton
that implements the left-corner strategy, of which the size is O(|G|2), where |G| denotes the size of
G.3 Also PLR parsing (Soisalon-Soininen and Ukkonen (1979)) can be expressed in our framework
as a parsing strategy with the CPP and the SPP.

3This is in contrast to a construction of ‘shift-reduce’ probabilistic push-down automata out of PCFGs from
Abney et al. (1999), which were of size O(|G|5). The greater size is mainly due to the restrictive type of automaton
considered there, which does not allow for all types of parsing strategies.
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These strategies are in contrast to LR parsing, which is a parsing strategy with the CPP but
without the SPP, and in fact, LR parsing cannot be extended to become a probabilistic parsing
strategy, as we will show. Below, we assume the reader is familiar with LR parsing (Sippu and
Soisalon-Soininen (1990)).

We take a PCFG (G, pG) defined by:

πS = S → AB , pG(πS) = 1
πA1 = A → aC , pG(πA1) = 1

3

πA2 = A → aD , pG(πA2) = 2
3

πB1 = B → bC , pG(πB1) = 2
3

πB2 = B → bD , pG(πB2) = 1
3

πC = C → xc, pG(πC) = 1
πD = D → xd , pG(πD) = 1

Note that this grammar generates a finite language.
We will not present the entire LR automaton A, with SLR(G) = (A, f) for some f , but we

merely mention two of its key transitions, which represent shift actions over c and d:

τc = {C → x • c, D → x • d} c,ε�→
{C → x • c, D → x • d} {C → xc •}

τd = {C → x • c, D → x • d} d,ε�→
{C → x • c, D → x • d} {D → xd •}

(We denote LR states by their sets of kernel items, as usual.)
Take a probability function pA such that (A, pA) is a proper PPDT. It can be easily seen that

pA must assign 1 to all transitions except τc and τd, since that is the only pair of distinct transitions
that can be applied for one and the same top-of-stack symbol, viz. {C → x • c, D → x • d}.

However, pG(axcbxd)
pG(axdbxc) = pG(πA1)·pG(πB2)

pG(πA2)·pG(πB1) =
1
3 ·

1
3

2
3 ·

2
3

= 1
4 but pA(axcbxd)

pA(axdbxc) = pA(τc)·pA(τd)
pA(τd)·pA(τc)

= 1 �= 1
4 . This

shows that there is no pA such that (A, pA) assigns the same probabilities to strings over Σ as
(G, pG). It follows that the LR strategy cannot be extended to become a probabilistic parsing
strategy.

Note that for G as above, pG(πA1) and pG(πB1) can be freely chosen, and this choice determines
the other values of pG , so we have two free parameters. For A however, there is only one free
parameter in the choice of pA. This is in conflict with an underlying assumption of existing work
on probabilistic LR parsing, by e.g. Briscoe and Carroll (1993) and Inui et al. (2000), viz. that LR
parsers would allow more fine-grained probability distributions than CFGs. However, for some
practical grammars from the area of natural language processing, Sornlertlamvanich et al. (1999)
have shown that LR parsers do allow more accurate probability distributions than the CFGs from
which they were constructed, if probability functions are estimated from corpora.

Related to LR parsing is ELR parsing (Purdom and Brown (1981); Nederhof (1994)), which
also lacks the SPP. By an argument similar to the one above, we can show that also ELR cannot
be extended to become a probabilistic parsing strategy. That ELR parsing could not be extended
to become a probabilistic parsing strategy in any straightforward way has already been remarked
by Tendeau (1997).

7 Conclusions
We have formalized the notion of parsing strategy as a mapping from context-free grammars to
push-down transducers, and have investigated the extension to probabilities. We have shown that
the question of which parsing strategies can be extended to become probabilistic heavily relies
on two properties, the correct-prefix property and the strong predictiveness property. The CPP
is a necessary condition for extending a strategy to become a probabilistic strategy. The CPP
and SPP together form a sufficient condition. We have shown that there is at least one strategy
of practical interest with the CPP but without the SPP that cannot be extended to become a
probabilistic strategy.
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Abstract

Minimalist grammars are a rich lexicalized syntactic formalism which inherits the depth and
wide covering of the generative tradition. Nevertheless up to now there is no straightforward
way to extract the predicative structure of a sentence from syntactic analyses and from the
predicative structure of the lexical items. In this paper we try to apply to this richer syntactic
model the traditional correspondence between categorial grammars and Montague semantics.
A similar correspondence between syntax and semantics is obtained via a description of min-
imalist grammars as a deductive system.

Keywords: Computational Linguistics; Natural Language Syntax and Semantics, Formal
Grammars, Deductive Systems

1 The syntax/semantics interface

Possibly the most central question in linguistics is the relation between sound and meaning.
Although the question is already present in de Saussure (1981), little can be said at the signe

level since the relation between the signifiant and the signifié of the linguistic sign is arbitrary.
Nevertheless, there is, prior to the official begining of linguistics, a long tradition of relating
logic and grammar which has been studied since the Ancient Greek and Latin philosophers and
grammarians (see e.g. Baratin and Desbordes (1981)). Later on, Arnauld and Lancelot (1660),
in their Grammaire de Port-Royal, clearly depicts a sentence as a complex logical structure. The
rôle of syntax is crucial since it is the part of linguistics which combine the phrases in order to
provide the sentence the intended meaning, i.e. tell us who does what.

Nowadays the development of generative grammar, analytic philosophy, and computational
linguistics, provide tools to address this traditional question. Our work focuses on the interface
between the syntactic structure and the predicative structure, at the sentence level. As a short
hand for “predicative structure” we may use the word “semantics”, but in this paper this term does
not mean more than “predicative structure”: for instance we do not consider the relation between
the various predicates introduced by the lexical items which is known as lexical semantics (for
instance there are some connections between “book(x)”, “print(u,x)”, “read(v,x)”). It does not
mean that there is no connection between predicative semantics and lexical semantics, since both
aspects participate to the construction of the meaning, but combining them is rather complicated,
see e.g. the attempt of Pustejovsky (1995).

Concerning the predicative structure of a sentence, we refer firstly to Richard Montague
(Thomason, 1974) which belongs to the logical tradition of philosophy of language: semantics
is assumed to be compositional (the meaning of a compound expression is obtained from the

∗This contains joint work with Maxime Amblard (Université Bordeaux 1) and Alain Lecomte (Université Greno-
ble 2). Minimalist grammars are due to Edward Stabler (University of California at Los Angeles).

†http://www.labri.fr/Recherche/LLA/signes/



meaning of the parts) and truthconditional (the meaning of a sentence is identified with the set of
situations which make the sentence true). It should be observed however that these two require-
ments on semantics are independent, and one can agree on the compositional nature of semantics
without reducing the semantics of a sentence to its truth conditions, as argued by Jackendoff
(1995), and we shall leave out the models of the logical formulae that we obtain as semantic
representation. The compositionality of semantics which is depicted by using lambda calculus
put forward categorial grammar as syntactic formalism. Although Montague rather makes use of
context free grammars for syntax, he also makes use of categorial grammars as an intermediate
level, and the development of categorial grammars substantially developed this correspondence,
trying to enrich categorial grammars without losing the correspondence with semantics, see e.g.
(Moortgat, 1996). Some similar work has been done in the generative grammar, and is, according
to Chomsky part of syntax. This work is closer to natural language, is not so concerned with
logic (models, intentionality,...), and focuses on syntactic phenomena like possible coreference of
pronouns, quantifier scope etc. see e.g. (Heim and Kratzer, 1997).

According to the minimalist program of Chomsky (1995) sentences are derived from a selection
of lexical items which are syntactically combined and organized to produce a logical form (LF)
and a phonological form (PF). The production of sentences is clearly described as a computa-
tional phenomenon, and these linguistic computations are shown to be very specific among other
automated tasks performed by human beings.

This computational process has been described by Stabler (1997) as tree grammars, which
produce the phonological form of the sentence (the sequence of uttered words) and a logical
form which consists in the sequence of semantic features which describe, for instance, the correct
ordering of quantifiers. Although these grammars are rich enough to describe complicated syntactic
phenomena, and are computationally efficient, we do believe that the logical form obtained lacks
some structure, and we believe it should be some kind of logical formula.

Because of some similarity between minimalist grammars and categorial grammars, which are
both defined in terms of linguistic resource consumption, we try to encode minimalist grammars
as a special kind of deductive system, in order to extend the correspondence between syntax and
semantics for categorial grammar to this richer formalism.

2 Minimalist grammars

In order to provide a computational model of the minimalist program of Chomsky (1995) min-
imalist grammars were defined by Stabler (1997, 1999) as tree grammars. These grammars are
lexicalized, that is to say a lexicon maps words into list of features. These features are of two
kinds: categories (denoting kind of phrases), and functional categories (ruling movements), pho-
netic features and semantic features. Categorial and functional features may appear positively or
negatively: a negative categorial feature in a phrase p is a demand of a phrase p′ with the corre-
sponding positive categorial feature (merge), and a place in a phrase p with a positive functional
feature attracts a subphrase of p with the corresponding negative category (move).

The structure building operations are uniform and do not depend on the language, and they
are defined on binary trees. A leaf of such a tree contains a sequence of features, and the internal
nodes indicate in which of the the two subtrees the head is to be found, so every tree or subtree
has a head, and every leaf is the head of a subtree, possibly reduced to the leaf itself.

One operation is merge which consists in combining two trees depicting phrases into a single
tree, and the other one is move, which consists in moving a subtree (a phrase) to the head leaf. Both
operation are triggered by the need to cancel formal features: a tree with on its head a negative
categorial feature needs to consume a tree with the corresponding positive categorial feature on
its head, and this triggers merge. Similarly a tree may have a head with a positive functional
feature: it is the place which attracts a subtree whose head lacks this functional feature, that is a
subtree whose head contains the corresponding negative functional feature, and this triggers move.
Depending on the strength (weak or strong) of the functional feature, move can attract the whole
subtree or only its semantic part.

Sentences are trees whose head is c (complementizer, i.e. sentence), and which only contain
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(apart from this c) interpretable features, either phonetic or semantic. The phonetic form of the
sentence is the reading, from left to right of the phonetic features, and the semantic form is the
reading from left to right of the semantic features.

This formalism inherits from the generative tradition a wide cover of various syntactic construc-
tions, and moreover allows for a multilingual description of syntax. For example the shift from
Subject Verb Object languages to Subject Object Verb languages correspond simply to a change in
the strength of the case feature provided by the verb to its object.

Languages generated by these grammar correspond to the ones defined by Multi-Component
Tree Adjoining Grammars or to Multiple Context-Free Grammars as shown by Harkema (2001);
Michaelis (2001), and can be analyzed in polynomial time.

Although the semantic form give some hint on the semantic structure of the sentence, like
quantifier scope, we do believe it needs to be more structured to provide the predicative structure
of the sentence.

3 Categorial grammar and Montague semantics

Categorial grammars somehow have opposite properties. The parsing of Lambek grammars is NP-
complete as shown by Pentus (2003), and furthermore they are many syntactic phenomena that
they cannot handle... Nervertheless there is an easy correspondence between categorial analyses
of sentences and their predicative structures.

Categorial grammars were introduced by Bar-Hillel (1953) and presented as a logical calculus
by Lambek (1958). As minimalist grammars, Lambek grammars are lexicalized grammars: a
lexicon Lex maps words into finite sets of logical formulae, and a sequence of words w1, . . . , wn is
a phrase of type X whenever:

∀i∃ti ∈ Lex(wi) t1, . . . tn � X

The formulae are defined from a set of propositional variables P , usually {S, n, np} for Sentence,
noun, noun phrase, as follows:

F ::= P
∣
∣
∣ F \ F

∣
∣
∣ F / F

∣
∣
∣ F • F

The deduction relation is a restriction from intuitionistic logic, which does neither allow for dupli-
cation or erasing, nor for permuting the hypotheses. Thus a phrase a of type X / Y (resp. Y \X)
requires some phrase b of type Y on its right (resp. on its left) to produce a phrase ab of type X .

The main advantage of categorial grammars is that they allow for a rule-to-rule correspondence
between syntax and semantics, see e.g. (Gamut, 1991; Retoré, 2000).

It is well-known that first order logic can be described by simply typed lambda terms with
two base types: e for entities and t for truth values, with constants for predicates and functions,
and logical constants for logical operations: binary connectives have type t −→ (t −→ t) and
quantifiers over entities have type (e −→ t) −→ t.

Thus, the base categories have natural semantic counterparts:

(Syntactic type)∗ = Semantic type
S∗ = t a sentence is a proposition

np∗ = e a noun phrase is an entity
n∗ = e→t a noun is a subset of the set of entities

(a \ b)∗ = (b / a)∗ = a∗ → b∗ extends ( )∗ to all syntactic types

If one applies this morphism to a syntactic analysis, that is a proof in the Lambek calculus of
S, one obtains a proof in intuitionistic logic that is a lambda term of type t, with free variables
x1, . . . , xn of types t∗1, . . . t

∗
n. If these variables are replaced with lambda terms depicting the

predicative structure of the words, then by beta-reduction one obtains a normal lambda term of
type t which describes the first order formula corresponding to the sentence. Intuitively the beta
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reduction performs the correct substitutions and provides the predicates included in the words
with their correct arguments, simply by following the syntactic structure expressed as a proof in
the Lambek calculus.

4 Minimalist grammars as deductive systems

It has been noticed that the minimalist grammars of Edward Stabler share some ideas and mecha-
nisms with categorial grammars Lecomte (1999, 2000, 2001, 2003); Cornell (1999); Vermaat (1999,
2003), or, more generally, resource logics (Retoré and Stabler, 2003). Both grammatical formalisms
are lexicalized, and both the categorial formula and the minimalist sequence of features describe
the consumption of linguistic resources by words and phrases.

Thus, Lecomte and Retoré (1999a,b, 2001, 2002, 2003) defined minimalist grammars as a
deductive system which allows to combine the advantages of minimalist grammars:

• a covering of sophisticated syntactic phenomena

• a multilingual perspective

• a polynomial parsing

with the advantage of categorial grammars:

• their easy interface with predicative semantics

• the existence of learning algorithms

The merge operation clearly looks like the residuation or modus ponens of categorial grammars,
and causes no trouble. In order to describe move, one needs to relates two positions in the phrase.
Therefore the deductive system we used is partially commutative logic introduced by de Groote
(1996), or intuitionistic non commutative logic (Abrusci and Ruet, 1999), that is Lambek calculus
enriched with commutative connectives: indeed the elimination rule of the commutative product
cancel two hypotheses located at two distinct and not necessarily contiguous places. We interpret
this as a movement from the rightward place to the leftward place.

In this grammars we only make use of elimination rules, and thus the complexity of proof
search that is parsing should be much better than general proof search in resource sensitive logic,
which is usually an NP complete problem.

5 Computing semantic representations

Consequently minimalist grammars are viewed as a kind of categorial grammar, with a deductive
mechanism as generative rules, and we can hope to extend the relation between syntactic analyses
and predicative structure that is familiar for categorial grammars..

As shown by Amblard (2003), several difficulties arise, if one wants to perform a rule-to-rule
correspondence between syntactic rule and predicate construction.

• Firstly we need to enrich the simply typed lambda calculus with product types since we use
products in the syntax, but this is common and harmless.

• Secondly the functional categories have an unclear semantics: although case as a meaning
(nominative, accusative etc. have to do with the rôle played by the determiner phrase) it
has no clear logical counterpart as a type. So we provide such functional categories with a
type variable which unifies in order to avoid type mismatch.

• Finally, these minimalist derivations introduce variables whose only purpose is to be dis-
charged in a product rule with another variable or term, and these are different from the
hypotheses corresponding to words. Thus, instead of always using closed lambda terms, these
variables are treated as terms with a context of free variables that which are abstracted before
they are discharged in product elimination rules, and this avoids type mismatch.
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6 Prospects

Consequently we have an algorithm for extracting semantic representation from minimalist anal-
yses, but is not as elegant as the one for categorial grammar. it exhibits some pleasant connection
between movement (syntax) and type raising (viewing determiner phrase or noun phrases as gen-
eralized quantifiers). Improvement and simplification could arrive from a logical understanding of
functional categories, from different coding of minimalist grammar into deductive systems, using
lambda abstraction (i.e. implication introduction) to depict movement: we are presently working
on this later point.
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Lecomte, A. and Retoré, C. (1999a). A logical formulation of the minimalist program. In Third
Tbilisi Symposium on Language, Logic and Computation. FoLLI.
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Abstract

In this paper we give an outline of recent results concerning theories and models of the untyped
lambda calculus. Algebraic and topological methods have been applied to study the structure
of the lattice of λ-theories, the equational incompleteness of lambda calculus semantics, and
the λ-theories induced by graph models of lambda calculus.
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1 Introduction

The untyped lambda calculus was introduced around 1930 by Church (1933, 1941) as part of
an investigation in the formal foundations of mathematics and logic. Although lambda calculus
is a very basic language, it is sufficient to express all the computable functions. The process
of application and evaluation reflects the computational behavior of many modern functional
programming languages, which explains the interest in the lambda calculus among computer
scientists.

Lambda theories are equational extensions of the untyped λ-calculus that are closed under
derivation. They arise by syntactical and semantic considerations. Indeed, a λ-theory may corre-
spond to a possible operational (observational) semantics of the lambda calculus, as well as it may
be induced by a model of lambda calculus through the kernel congruence relation of the inter-
pretation function. Although researchers have mainly focused their interest on a limited number
of them, the class of λ-theories constitutes a very rich and complex structure (see e.g. Baren-
dregt (1984); Berline (2000)). Syntactical techniques are usually difficult to use in the study of
λ-theories. Therefore, semantic methods have been extensively investigated.

Topology is at the center of the known approaches to giving models of the untyped lambda
calculus. The first model, found by Scott in 1969 in the category of algebraic lattices and Scott
continuous functions, was successfully used to show that all the unsolvable λ-terms can be consis-
tently equated. After Scott, a large number of mathematical models for lambda calculus, arising
from syntax-free constructions, have been introduced in various categories of domains and were
classified into semantics according to the nature of their representable functions, see e.g. Abramski
(1991); Barendregt (1984); Berline (2000); Plotkin (1993). Continuous semantics (Scott, 1972) is
given in the category whose objects are complete partial orders and morphisms are Scott con-
tinuous functions. Stable semantics (Berry, 1978) and strongly stable semantics (Bucciarelli and
Ehrhard, 1991) are a strengthening of the continuous semantics, introduced to capture the “se-
quential” Scott continuous functions. All these semantics are structurally and equationally rich
in the sense that it is possible to build up 2ℵ0 models in each of them inducing pairwise distinct
λ-theories (Kerth, 1998, 2001),

Although a rich host of different λ-theories now have a “fully abstract” syntax-free model
(i.e., a model which induces precisely those identities which hold in the given theory), the above



denotational semantics are equationally incomplete, that is, they do not match all the possible
operational semantics of λ-calculus. The problem of the equational incompleteness was positively
solved by Honsell and Ronchi (1992) for the continuous semantics, and by Gouy (1995) for the
stable semantics. Salibra (2001a) has recently introduced a new technique to prove in a uniform
way the incompleteness of all the denotational semantics of the untyped lambda calculus which
have been proposed so far. We have applied this technique to show that most of the semantics
which involve monotonicity with respect to some partial order fail to induce a continuum of λ-
theories (all the λ-theories T satisfying Ωxx = Ω ∈ T and Ωki = Ω /∈ T , where Ω is the usual
λ-term which represents looping). From this it follows the incompleteness of any lambda calculus
semantics given in terms of partially ordered models which are semilattices, lattices, complete
partial orderings, or which have a bottom element. In particular we get the incompleteness of
the strongly stable semantics, which had been conjectured by Bastonero and Gouy (1999) and by
Berline (2000).

It would be interesting to characterize the λ-theories that are not induced by any model of
an incomplete semantics. Bucciarelli and Salibra (2003, 200X) are studying this problem for the
semantics of lambda calculus given in terms of a class of models, the so-called graph models, intro-
duced in the seventies by Plotkin, Scott and Engeler within the continuous semantics. Bucciarelli
and Salibra (2003) have shown that both graph theories (i.e., λ-theories induced by graph models)
and sensible graph theories admit a smallest element. It is an open question whether these two
minimal graph theories are respectively the minimal lambda theory λβ and the minimal sensible
lambda theory H. In a forthcoming article, the same authors show that an equation M = N
between λ-terms does not hold in any graph model if BT (M) �= BT (N) (i.e., M and N do not
have the same Böhm tree), but M and N have the same Böhm tree up to (possibly infinite) η-
equivalence. From this result it follows that the λ-theory B generated by Böhm trees is the unique
maximal sensible graph theory.

The incompleteness of any semantics given in terms of partial orderings with a bottom element
removes the belief that partial orderings with a bottom element are intrinsic to models of the
lambda calculus, and that the incompleteness of a semantics is only due to the richness of the
structure of representable functions. Instead, the incompleteness is also due to the richness of the
structure of λ-theories. The lattice of λ-theories, hereafter denoted by λT , is naturally isomorphic
to the congruence lattice of the term algebra of the minimal λ-theory λβ. This is the starting
point for studying the structure of the lattice λT by universal algebraic methods. Lusin and
Salibra (200X) have shown that the lattice λT satisfies nontrivial quasi-identities in the language
of lattices and that there exists a sublattice of λT satisfying nice lattice properties. It is an open
question whether the lattice λT satisfies nontrivial lattice identities.

The paper is organized as follows. In Section 2 we review the basic definition of lambda
calculus. In particular, we recall the formal definitions of a λ-theory and of a model of the lambda
calculus. The incompleteness theorems are presented in Section 3. We review the classic result in
Section 3.1, while Section 3.2 is devoted to the order and topological incompleteness of lambda
calculus. Lambda theories that are not induced by graph models are discussed in Section 3.3. The
last section is devoted to the structure of the lattice of lambda calculus.

2 Lambda Calculus: Basic Notions and Notation

To keep this article self-contained, we summarize some definitions and results that we need in the
subsequent part of the paper. Our main reference will be Barendregt’s book (Barendregt, 1984).

2.1 Lambda calculus

The two primitive notions of the lambda calculus are application, the operation of applying a
function to an argument (expressed as juxtaposition of terms), and lambda (functional) abstraction,
the process of forming a function from the “rule” that defines it.

The set ΛI of ordinary terms of lambda calculus over an infinite set I of variables is constructed
as usual: every variable x ∈ I is a λ-term; if M and N are λ-terms, then so are (MN) and (λx.M)
for each variable x ∈ I.
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The symbol ≡ denotes syntactic equality. The following are some well-known λ-terms:

i ≡ λx.x; s ≡ λxyz.xz(yz); k ≡ λxy.x; 1 ≡ λxy.xy; Ω ≡ (λx.xx)(λx.xx);

Ω3 ≡ (λx.xxx)(λx.xxx); Y ≡ λf.(λx.f(xx))(λx.f(xx)); Θ ≡ (λxy.y(xxy))(λxy.y(xxy)).

An occurrence of a variable x in a λ-term is bound if it lies within the scope of a lambda
abstraction λx; otherwise it is free. FV (M) is the set of free variables of a λ-term M . A λ-term
without free variables is said to be closed. Λo

I denotes the set of closed λ-terms. M [x := N ] is
the result of substituting N for all free occurrences of x in M subject to the usual provisos about
renaming bound variables in M to avoid capture of free variables in N .

The axioms of the λ-calculus are as follows (for all λ-terms M, N and all variables x, y):

(α) λx.M = λy.M [x := y] for any variable y that does not occur free in M ;

(β) (λx.M)N = M [x := N ]

(β)-conversion expresses the way of calculating a function (λx.M) on an argument N , while
(α)-conversion says that the name of bound variables does not matter. The rules for deriving
equations from instances of (α) and (β) are the usual ones from equational calculus asserting that
equality is a congruence for application and abstraction.

A compatible λ-relation T is any set of equations between λ-terms that is closed under the
following rules, for all λ-terms M, N and P :

• M = N ∈ T =⇒ λx.M = λx.N ∈ T ;

• M = N ∈ T =⇒ MP = NP ∈ T ;

• M = N ∈ T =⇒ PM = PN ∈ T .

We will write on occasion T � M = N (or M =T N) for M = N ∈ T .
A λ-theory T is any compatible λ-relation which is an equivalence relation and includes (α)- and

(β)-conversion. A λ-theory is consistent if there exists an equation M = N such that T �� M = N .
The set of all λ-theories is naturally equipped with a structure of complete lattice with meet
defined as set theoretical intersection. The join of two λ-theories T and S is the least equivalence
relation including T ∪S. The least λ-theory including a set W of equations (an equation M = N ,
respectively) will be denoted by W+ (M = N+). λβ is the least λ-theory, while 1λT is the
inconsistent λ-theory. λη is the least extensional λ-theory (axiomatized by i = 1).

A closed λ-term M is solvable if there exist an integer n and λ-terms N1, . . . , Nn ∈ ΛI such that
MN1 . . . Nn =λβ i. An arbitrary λ-term M is solvable if the closure of M , that is λx1 . . . xn.M
with {x1 . . . xn} = FV (M), is solvable. M is unsolvable if it is not solvable. Unsolvable λ-terms
represent “indefinite” computational processes. A λ-term M is solvable if, and only if, it has a head
normal form, that is, M =λβ λx1 . . . xn.yM1 . . . Mk for some n, k ≥ 0 and λ-terms M1, . . . , Mk.

The Böhm tree BT (M) of a λ-term M is a finite or infinite labeled tree defined as follows. If
M is unsolvable, then BT (M) = ⊥, that is, BT (M) is constituted by a unique node labeled by
⊥. If M is solvable and M =λβ λx1 . . . xn.yM1 . . .Mk, then we have

BT (M) = λx1 . . . xn.y
����

����
BT (M1) . . . ..BT (Mk)

H is the λ-theory generated by equating all the unsolvable λ-terms (i.e., H = H+
0 , where

H0 = {M = N | M, N closed and unsolvable}), while B is the λ-theory generated by equating all
the λ-terms with the same Böhm tree. H∗ is the λ-theory generated by equating two λ-terms M
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and N if they have the same Böhm tree, up to (possibly infinite) η-equivalence (see Section 10.2
and Section 16.2 in (Barendregt, 1984) and Section 3 in (David, 2001)). This means that H∗ is
the greatest equivalence relation on λ-terms satisfying the following condition: M =H∗ N if, and
only if,

1. either M and N both are unsolvable;

2. or M =λβ λx1 . . . xn.xM1 . . . Mm, N =λβ λx1 . . . xn+p.xN1 . . .Nm+p and,

• for 1 ≤ i ≤ m, Mi =H∗ Ni

• for 1 ≤ j ≤ p, xn+j =H∗ Nm+j and xn+j is not free in M

3. or N =λβ λx1 . . . xn.xN1 . . . Nm, M =λβ λx1 . . . xn+p.xM1 . . .Mm+p and,

• for 1 ≤ i ≤ m, Mi =H∗ Ni

• for 1 ≤ j ≤ p, xn+j =H∗ Mm+j and xn+j is not free in N .

A λ-theory T is sensible if H ⊆ T . B and H∗ are sensible. H∗ is the unique maximal consistent
extension of H. A λ-theory T is semisensible if T does not equate a solvable with an unsolvable.

2.2 Combinatory Algebras

Combinatory logic is a formalism for writing expressions which denote functions. Combinators are
designed to perform the same tasks as λ-terms, but without using bound variables. Schönfinkel
and Curry discovered that a formal system of combinators, having the same expressive power of
the lambda calculus, can be based on only two primitive combinators.

We begin with the definition of a basic notion in combinatory logic and lambda calculus.
An algebra C = (C, ·, k, s), where · is a binary operation and k, s are constants, is called a
combinatory algebra (see Curry and Feys (1958)) if it satisfies the following identities (as usual
the symbol · is omitted, and association is to the left):

kxy = x; sxyz = xz(yz).

k and s are called the basic combinators. In the equational language of combinatory algebras
the derived combinators i and 1 are defined as follows: i := skk and 1 := s(ki). Hence, every
combinatory algebra satisfies the identities ix = x and 1xy = xy.

A combinatory algebra C is degenerate if C is a singleton set.
A function f : C → C is representable in the combinatory algebra C if there exists an element

c ∈ C such that cz = f(z) for all z ∈ C. If this last condition is satisfied, we say that c represents
f in C.

Two elements c, d ∈ C are called extensionally equal if they represent the same function in C.
For example, the elements c and 1c are extensionally equal for every c ∈ C. The combinator 1 will
be used in the next Subsection to select a canonical representative inside the class of all elements
d extensionally equal to a given element c ∈ C.

2.3 Lambda Models

Although lambda calculus has been the subject of research by logicians since the early 1930’s, its
model theory developed only much later, following the pioneering model construction made by
Dana Scott. The notion of an environment model is described by Meyer (1982) as “the natural,
most general formulation of what might be meant by mathematical models of the untyped lambda
calculus”. The drawback of environment models is that they are higher-order structures. How-
ever, there exists an intrinsic characterization (up to isomorphism) of environment models as an
elementary class of combinatory algebras called λ-models (Def. 5.2.7 in Barendregt, 1984). They
were first axiomatized by Meyer (1982) and independently by Scott (1980); the axiomatization,
while elegant, is not equational.
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We now define the notion of a λ-model. Let C be a combinatory algebra and let c̄ be a new
symbol for each c ∈ C. We extend the language of the lambda calculus by adjoining c̄ as a new
constant symbol for each c ∈ C. Let Λo

I(C) be the set of closed λ-terms with constants from C
and variables from I. The interpretation of terms in Λo

I(C) with elements of C can be defined by
induction as follows (for all M, N ∈ Λo

I(C) and c ∈ C):

(c̄)C = c; (MN)C = MCNC; (λx.M)C = 1m,

where m ∈ C is any element representing the following function f : C → C:

f(c) = (M [x := c̄])C, for all c ∈ C. (1)

The drawback of the previous definition is that, if C is an arbitrary combinatory algebra, it may
happen that the function f is not representable. The axioms of an elementary subclass of combi-
natory algebras, called λ-models or models of the lambda calculus, were expressly chosen to make
coherent the previous definition of interpretation (see (Meyer, 1982), (Scott, 1980), (Barendregt,
1984, Def. 5.2.7)).

The Meyer-Scott axiom is the most important axiom in the definition of a λ-model. In the
first-order language of combinatory algebras it takes the following form

∀x∀y(∀z(xz = yz) ⇒ 1x = 1y)

and it makes the combinator 1 an inner choice operator. Indeed, given any c, the element 1c is in
the same equivalence class as c w.r.t. extensional equality; and, by Meyer-Scott axiom, 1c = 1d
for every d extensionally equal to c. Thus, the set Y = {c : cz = f(z) for all z ∈ C} of elements
representing the function f defined in (1) admits 1m as a canonical representative and this does
not depend on the choice of m ∈ Y .

As a matter of notation, we write C |= M = N for MC = NC.
A λ-model univocally induces a λ-theory through the kernel congruence relation of the inter-

pretation function. For every λ-model C, the λ-theory generated by the set {M = N : M, N ∈
Λo

I , C |= M = N} is called the equational theory of C and is denoted by Th(C). We say that a
λ-theory T is induced by a λ-model C (or that C induces T ) if T = Th(C).

A λ-theory T is the minimal λ-theory of a class C of models if there exists a model C ∈ C such
that T = Th(C) and T ⊆ Th(D) for all other models D ∈ C.

3 Completeness/Incompleteness

In this Section we review the known results of incompleteness for the semantics of lambda calculus.
We recall that a class Q of models of lambda calculus is called (equationally) complete if every
(consistent) λ-theory is induced by some model of Q. If this is not the case, Q is called incomplete.

3.1 Classic Results

The first incompleteness result was obtained by Honsell and Ronchi (1992) for the continuous
semantics. They extended to all continuous models arising from an inverse limit construction
an approximation theorem introduced by Hyland and Wadsworth to study the Scott model D∞
(see Barendregt, 1984). The general approximation theorem was applied to prove that the λ-
theory induced by the Park continuous model P is included within a suitable λ-theory T0. Then
the authors prove the incompleteness of the continuous semantics by showing that, whenever the
theory of a continuous model is included in the λ-theory T0, then it is strictly included in T0.
Namely, there exist two λ-terms X and Z such that

T0 � X = Z, (2)

while
Th(C) �� X = Z (3)
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for every continuous model C such that Th(C) ⊆ T0. The complexity of the proof comes from
the fact that (2) is established syntactically, while (3) is a consequence of the existence of non-
sequential functions within the set of all Scott continuous functions.

Following a method similar to that of Honsell and Ronchi (1992), Gouy (1995) proved the
incompleteness of the stable semantics. Other more semantic proofs of incompleteness for the con-
tinuous and stable semantics were found by Bastonero and Gouy (1999) and are briefly described
in the following. The Park model P was first defined in the framework of continuous semantics.
It is a variant of the Scott model D∞, but with a very different equational theory. This model
has a stable analogue Ps (which was defined by Honsell and Ronchi (1990)), and a strongly stable
analogue Pfs (defined by Bastonero and Gouy (1999)). It is possible to give a semantic proof of
incompleteness for the continuous semantics by using the Park stable model Ps. Bastonero and
Gouy (1999) have shown that the λ-terms X and Z, considered by Honsell and Ronchi (1992), are
distinct in all continuous models C satisfying the following conditions:

(i) C is extensional,

(ii) ΩΩ = Ω,

(iii) λx.Ω(Ωx) = Ω,

(iv) Ω �= λx.Ω.

The Park stable model Ps satisfies the above conditions (i)-(iv) and equalizes X and Z (see
Theorem 4.1 in (Bastonero and Gouy, 1999)). This proves that no continuous model has the
theory of Ps.

The incompleteness of the stable semantics was proven by Bastonero and Gouy in a similar
way. They show that the same λ-terms X and Z are distinct in all stable models C satisfying the
following conditions:

(a) C is extensional,

(b) ΩΩ = Ω,

(c) Ω(λx.Ω) �= Ω.

The Park strongly stable model Pfs satisfies the above three conditions (a)-(c) and equalizes X
and Z (see Theorem 5.1 in (Bastonero and Gouy, 1999)). This proves that no stable model has
the theory of Pfs.

3.2 Order and topological incompleteness

Salibra (2001a,b, 2003) has introduced a new technique to prove in a uniform way the incom-
pleteness of all the denotational semantics of the untyped lambda calculus given in terms of
partially ordered models with a bottom element. This incompleteness removes the belief that
partial orderings with a bottom element are intrinsic to models of the lambda calculus, and that
the incompleteness of a semantics is only due to the richness of the structure of representable
functions. Instead, the incompleteness is also due to the richness of the structure of λ-theories. In
this section we briefly describe this technique.

We begin by introducing the notion of a semisubtractive algebra. As a matter of notation, if
A is an algebra, then A denotes the carrier set of the algebra A.

Definition 1 An algebra A is semisubtractive if there exist a binary term s(x, y) and a constant
0 in the similarity type of A such that

s(x, x) = 0.

As a matter of notation, ω denotes the first infinite ordinal, i.e., the set of natural numbers.
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Definition 2 Let A be a semisubtractive algebra. The subtraction sequence (cn) of a pair
(a, b) ∈ A2 is defined by induction as follows:

c1 = s(a, b); cn+1 = s(cn, 0). (4)

We say that (a, b) has order k ∈ ω if ck �= 0, while (a, b) has order ω if ck �= 0 for all k ∈ ω.

If a pair (a, b) has order k, then a �= b and cn �= 0 for all n ≤ k.
We recall that a partially ordered algebra, a po-algebra for short, is a pair (A,≤), where A

is an algebra and ≤ is a partial order on A which makes the basic operations of A monotone. A
po-model is a po-algebra (C,≤), where C is a model of lambda calculus. A po-model (C,≤) is
non-trivial if the partial order ≤ is not discrete (i.e., a < b for some a, b ∈ C). The inequality
graph of a po-model (C,≤) has the elements of C as nodes, while an edge connects two distinct
nodes a and b if either a < b or b < a. Two nodes are in the same connected component if they are
either not distinct or joined by a path. The equivalence classes of the relation “to be in the same
connected component” define the partition of the inequality graph into connected components. A
connected component can be also characterized as a minimal subset of C which is both upward
closed and downward closed.

One of the most interesting open problems of lambda calculus is whether every λ-theory arises
as the equational theory of a non-trivially ordered model (in other words, whether the semantics
of lambda calculus given in terms of non-trivially ordered models is complete). Selinger (1996)
gave a syntactical characterization, in terms of so-called generalized Mal’cev operators, of the
order-incomplete λ-theories (i.e., the theories not induced by any non-trivially ordered model).
Theorem 1 below gives a partial answer to the order-incompleteness problem.

The following are the main technical lemmas used in the proof of the order incompleteness
theorem.

Lemma 1 Let (A,≤) be a semisubtractive po-algebra. If a pair (a, b) ∈ A2 has order ω, then a
and b are in distinct connected components (in the inequality graph of A).

Lemma 2 Let (C,≤) be a po-model of lambda calculus and let Π be the λ-theory axiomatized by
the equation Ωxx = Ω. If Th(C) = Π then the inequality graph of C has an infinite number of
connected components. Moreover, if Π �� M = N then the interpretations of M and N in C are
in distinct connected components.

Theorem 1 (Order Incompleteness Theorem) Any semantics of the untyped lambda calculus,
given in terms of po-models which have only finitely many connected components (in the inequality
graph), is incomplete.

The monotone semantics is given in terms of po-models with a bottom element. It includes
the continuous, stable and strongly stable semantics.

Corollary 1 The monotone semantics is incomplete.

Corollary 2 Any semantics of lambda calculus given in terms of po-models which are semilattices,
lattices, complete partial orderings, or which have a top element, is incomplete.

Topology is at the center of the known approaches to giving models of the untyped lambda cal-
culus. Indeed, the first mathematical model was found by Scott in the category of algebraic lattices
and Scott continuous functions. After Scott, many authors tried to find lambda calculus models
in Cartesian closed categories of topological spaces. Abramsky (Mislove, 1998, Theorem 5.11) and
Plotkin (Mislove, 1998, Theorem 5.14) have shown respectively that there exists no nondegenerate
model of the lambda calculus in the category of posets and monotone mappings, and in the cat-
egory of complete ultrametric spaces and non-expansive mappings. Hofmann and Mislove (1995)
have shown that the category of k-spaces and continuous maps has no nondegenerate, compact
T2-topological model. Salibra (2001a) asked for the completeness/incompleteness of semantics of
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lambda calculus given in terms of suitable topological models. In the remaining part of this section
we briefly describe the results that have been obtained.

A topological algebra is a pair (A, τ), where A is an algebra and τ is a topology on A making
the basic operations of A continuous.

We recall that separation axioms in topology stipulate the degree to which distinct points may
be separated by open sets or by closed neighborhoods of open sets. For example, a topological
space is T0 if distinct elements cannot have the same family of neighborhoods. In Theorem 2 below
we prove that in every semisubtractive T0-topological algebra every pair of elements of order 3 is
T21/2-separable. We recall that a and b are T21/2-separable if there exists two open sets U and V
such that a ∈ U , b ∈ V and the closures of U and V have empty intersection.

Theorem 2 If (A, τ) is a semisubtractive T0-topological algebra, then every pair (a, b) ∈ A2 of
order 3 is T21/2-separable.

Connectedness axioms in topology examine the structure of a topological space in an orthogonal
way with respect to separation axioms. They deny the existence of certain subsets of a topological
space with properties of separation. We introduce a strong property of connectedness, called
closed-open-connectedness, which is orthogonal to the property of T21/2-separability, and it is
satisfied by a topological space if there exist no T21/2-separable elements.

Definition 3 We say that a space is closed-open-connected if it has no disjoint closures of
open sets. In other words, if, for all open sets U and V , we have that the closures of U and V
have empty intersection.

The following proposition provides a wide class of topological spaces whose topology is closed-
open-connected.

Proposition 1 Let (X, τ) be a T0-topological space, whose specialization order ≤τ , defined by

a ≤τ b iff a belongs to the closure of set {b},

satisfies the following property: every pair of nodes of the inequality graph of (X,≤τ ) is joined by
a path of length less or equal to 3. Then (X, τ) is closed-open-connected.

Corollary 3 Every T0-topological space (X, τ), whose specialization order either admits a bottom
(top) element or makes X a direct set, is closed-open-connected.

In particular complete partial orderings with the Scott topology are closed-open-connected.
As a consequence of Theorem 2 of separation, we get the topological incompleteness theorem.
A topological model of the lambda calculus is a topological algebra (C, τ), where C is a model

of lambda calculus.

Theorem 3 (Topological Incompleteness Theorem) Any semantics of the lambda calculus given
in terms of closed-open-connected T0-topological models is incomplete.

A topological model, whose topology is T0 but not T1, has a non-trivial specialization order.
This means that there exists at least two elements a and b such that a belongs to the closure of
set {b}. Then from Theorem 1 and from Theorem 3 it follows the incompleteness of any semantics
of lambda calculus given in terms of T0-topological models, whose topology is either closed-open-
connected or admits a specialization order with a finite number of connected components.

Salibra (2003) has also positively answered the following question: is there a class of models
with a “reasonable” topology which is a complete semantics of lambda calculus?

If (A, d) is a metric space, then τd is the topology on A defined by d. A metrizable model of
the untyped lambda calculus is a topological model whose topology is non-trivial and metrizable.

Theorem 4 (Metric Completeness Theorem) The semantics of the untyped lambda calculus given
in terms of metrizable models is complete.
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3.3 Omitting equations and theories

If a semantics is incomplete, then there exists a λ-theory T that is not induced by any model in
the semantics. In such a case we say that the semantics omits the λ-theory T . Salibra (2001a)
has shown that the monotone semantics (that includes the continuous, stable and strongly stable
semantics) omits a continuum of λ-theories: all the λ-theories T satisfying Ωxx = Ω ∈ T and
Ωki = Ω /∈ T . More generally, a semantics omits (forces, respectively) an equation M = N if
C �|= M = N (C |= M = N) for all models C in the semantics. If a semantics omits an equation
M = N , then it omits all the λ-theories including M = N . It is easy to verify that the set of
equations ‘forced’ by a semantics C constitutes a λ-theory. It is the minimal λ-theory of C (see
Section 2.3) if it is induced by a model of C.

It would be interesting to characterize the λ-theories and/or equations omitted (forced) by
an incomplete semantics. Bucciarelli and Salibra (2003, 200X) are studying this problem for the
semantics of lambda calculus given in terms of graph models (graph semantics, for short). These
models were isolated by Plotkin, Scott and Engeler within the continuous semantics. Historically,
the first graph model was Plotkin and Scott’s Pω, which is also known in the literature as “the
graph model” (see Section 18.1 and Section 19.1 in (Barendregt, 1984)). “Graph” referred to the
fact that the Scott continuous functions were encoded in the model via (a sufficient fragment of)
their graph. Graph models have been proved useful for giving proofs of consistency of extensions
of lambda calculus and for studying operational features of lambda calculus. For example, the
simplest of all graph models, namely Engeler-Plotkin’s model, has been used in Berline (2000) to
give concise proofs of the head-normalization theorem and of the left-normalization theorem of
lambda calculus. A proof of the “easiness” of the λ-term Ω based on graph models was obtained
by Baeten and Boerboom (1979).

As a matter of notation, for every set C, C∗ is the set of all finite subsets of C, while P(C) is
the powerset of C. If C is a complete partial ordering (cpo, for short), then [C → C] denotes the
cpo of all the Scott continuous functions from C into C.

We now define the notion of a graph model. A total pair is a pair (C, p), where C is an infinite
set and p : C∗×C → C is an injective total function. The function p is useful to encode a fragment
of the graph of a Scott continuous function f : P(C) → P(C) as a subset G(f) of C:

G(f) = {p(a, α) | α ∈ f(a) and a ∈ C∗}. (5)

Any total pair (C, p) is used to define a graph model of lambda calculus through the reflexive
cpo (P(C),⊆) determined by two continuous (w.r.t. the Scott topology) mappings G : [P(C) →
P(D)] → P(D) and F : P(C) → [P(C) → P(C)]. The function G is defined in (5), while F is
defined as follows:

F (X)(Y ) = {α ∈ D : (∃a ⊆ Y ) p(a, α) ∈ X}.

The interpretation of a λ-term with constant from P(C) is given by induction over the complexity
of λ-terms:

• X̄p = X , for all X ⊆ C;

• (MN)p = F (Mp)(Np);

• (λx.M)p = G(f), where f(X) = M [x := X ]p for all X ⊆ C.

For more details we refer the reader to Berline (2000) and to Chapter 5 of Barendregt’s book
(Barendregt, 1984).

The λ-theory induced by a graph model is called a graph theory.
It is well known that the graph semantics is incomplete. It trivially omits the axiom of ex-

tensionality, i.e., the equation i = 1. Other equations, for example Ω3i = i, are omitted in graph
semantics (see Kerth (1995)). On the other hand, given the huge amount of graph models (one for
each total pair (C, p)), one could ask how many different λ-theories are induced by these models.
Kerth (1998) has shown that there exists a continuum of different (sensible) graph theories.
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Given a (reasonable closed) class of models in a given semantics, it would be interesting to
determine whether there exists a minimal theory represented in it (see Berline (2000)). Di Gi-
anantonio et al. (1995) have shown that the above question admits a positive answer for Scott’s
continuous semantics, at least if we restrict to extensional models. Bucciarelli and Salibra (2003)
have provided a positive answer for the restricted class of graph models.

Theorem 5

(i) There exists a minimal graph theory.

(ii) There exists a minimal sensible graph theory.

Another interesting problem arises: what equations between λ-terms are equated by these two
minimal graph theories? The answer to this difficult question is still unknown; we conjecture that
the right answers are respectively the minimal lambda theory λβ and the minimal sensible lambda
theory H.

We conclude the section by giving an outline of the results that will appear in the forthcoming
article (Bucciarelli and Salibra, 200X). Recall that H∗ is the unique maximal sensible λ-theory,
while B is the λ-theory generated by equating λ-terms with the same Böhm tree. It is well known
that H ⊂ B ⊂ H∗ (see Section 2.1).

The following are the main results in (Bucciarelli and Salibra, 200X).

Theorem 6 The graph semantics omits all the equations M = N satisfying the following condi-
tions:

M =H∗ N and M �=B N.

In other words, graph semantics omits all the equations M = N for which M and N do not
have the same Böhm tree, but they have the same Böhm tree up to (possibly infinite) η-equivalence
(see Section 2.1).

Theorem 7 The λ-theory B is the unique maximal sensible graph theory.

Proof: B is the theory of Plotkin and Scott’s first graph model Pω (see Section 19.1 in (Baren-
dregt, 1984)). Let T be a sensible graph theory and M =T N . We have that M =H∗ N , because
H∗ is the unique maximal sensible λ-theory. Since graph semantics does not omit the equation
M = N , then from M =H∗ N and from Theorem 6 it follows that M =B N , so that T ⊆ B.

Berline (2000) asked whether there is a non-syntactic sensible model of lambda calculus whose
theory is strictly included in B. The answer is positive as shown in the following corollary.

Theorem 8 There exists a continuum of different sensible graph theories strictly included in B.

Proof: Based on a result of David (2001), Kerth (1998) has shown that there exists a continuum
of sensible graph theories which distinguish the fixpoint combinators Y and Θ. Then the conclusion
follows from Theorem 7, because Y and Θ have the same Böhm tree.

It is well known that the λ-term Ω is easy, that is, it can be consistently equated to every other
closed λ-term M . Recall that (Ω = M)+ is the λ-theory generated by the equation Ω = M .

Corollary 4 Let M be an arbitrary closed λ-term. Then we have:

P =H∗ Q, P �=B Q ⇒ (Ω = M)+ �� P = Q.

Proof: By Baeten and Boerboom (1979) the λ-theory (Ω = M)+ is contained in a graph
theory. Then the conclusion follows from Theorem 6.
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4 The Lattice of λ-Theories

The set of all λ-theories is naturally equipped with a structure of complete lattice (see Chapter 4 in
(Barendregt, 1984)), with meet defined as set theoretical intersection. The lattice λT of λ-theories
has a continuum of elements and it is a very rich and complex structure. The bottom element of
this lattice is the minimal λ-theory λβ, while the top element is the inconsistent λ-theory (denoted
by 1λT ). Techniques of universal algebra were applied by Lusin and Salibra (200X) and Salibra
(2001c) to study the structure of lattice λT . In the remaining part of this section we survey these
results.

Consider the absolutely free algebra of λ-terms:

ΛI := (ΛI , ·ΛI , λxΛI , xΛI )x∈I , (6)

where ΛI is the set of λ-terms and, for all M, N ∈ ΛI ,

M ·ΛI N = (MN); λxΛI (M) = (λx.M); xΛI = x.

The λ-theory λβ is the least congruence over ΛI including (α) and (β)-conversion. The variety
(= equational class) generated by the term algebra Λλβ

I , the quotient of ΛI by λβ, is the starting
point for studying the structure of λT by universal algebraic methods.

The variety generated by Λλβ
I is axiomatized by the equations that hold between contexts of

the lambda calculus (i.e., λ-terms with ‘holes’ (Barendregt, 1984, Def. 14.4.1)), as opposed to λ-
terms with free variables. The variable-binding properties of lambda abstraction prevent variables
in lambda calculus from operating as real algebraic variables. Indeed, the equations between λ-
terms, unlike the associative and commutative laws for example, are not always preserved when
arbitrary λ-terms are substituted for variables (e.g., λx.yx = λz.yz does not imply λx.xx = λz.xz).
Contexts are λ-terms with occurrences of holes that are called here context variables and denoted
by capital letters F, G, H . . .. Equations between contexts are preserved when arbitrary λ-terms
are substituted for context variables. The essential feature of a context is that a free variable in
a λ-term may become bound when we substitute it for a context variable within the context. For
example, if t(F ) = λx.x(λy.F ) is a context, in Barendregt’s notation: t([ ]) = λx.x(λy.[ ]), and
M = xy is a λ-term, then t(M) = λx.x(λy.xy). Thus, context variables play the role of algebraic
variables, and the contexts are the algebraic terms in the similarity type of the term algebra Λλβ

I .

By definition, the variety generated by Λλβ
I satisfies an identity between contexts

t(F1, . . . , Fn) = u(F1, . . . , Fn) if the term algebra Λλβ
I satisfies it; i.e., if all the instances of

the above identity, obtained by substituting λ-terms for context variables in it, fall within λβ:
λβ � t(M1, . . . , Mn) = u(M1, . . . , Mn), for all λ-terms M1, . . . , Mn. For example, the variety gen-
erated by Λλβ

I satisfies the identity (λx.x)F = F because λβ � (λx.x)M = M for every λ-term
M .

Lambda abstraction algebras are meant to axiomatize those identities between contexts that
are valid in the variety generated by the term algebra Λλβ

I . We now give the formal definition of
a lambda abstraction algebra (see Pigozzi and Salibra (1995, 1998); Salibra and Goldblatt (1999);
Salibra (2000)).

Definition 4 Let I be an infinite set. By a lambda abstraction algebra of dimension I we
mean an algebraic structure of the form:

A := 〈A, ·A, λxA, xA〉x∈I

satisfying the following identities between contexts, for all x, y, z ∈ I:
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(β1) (λx.x)F = F ;

(β2) (λx.y)F = y, x �= y;

(β3) (λx.F )x = F ;

(β4) (λxx.F )µ = λx.F ;

(β5) (λx.FG)H = (λx.F )H((λx.G)H);

(β6) (λxy.G)((λy.F )z) = λy.(λx.G)((λy.F )z), x �= y, z �= y;

(α) λx.(λy.F )z = λy.(λx.(λy.F )z)y, z �= y.

The class of lambda abstraction algebras of dimension I is denoted by LAAI . LAAI is a
variety, and therefore it is closed under the formation of subalgebras, homomorphic (in particular
isomorphic) images, and Cartesian products.

The following was the main result in Salibra (2000).

Theorem 9 The variety generated by the term algebra Λλβ
I of the minimal λ-theory λβ is the

variety of LAAI ’s.

The lattices of the equational theories and of the subvarieties of a given variety are defined in
any textbook of universal algebra (see, for example, McKenzie et al. (1987)).

Theorem 10 The following lattices are isomorphic.

1. The lattice λT of λ-theories;

2. The interval sublattice [λβ) = {T : λβ ⊆ T } of the congruence lattice of ΛI ;

3. The congruence lattice of the term algebra Λλβ
I of λβ;

4. The lattice of the equational theories that include the equations (β1)-(β6) and (α) axioma-
tizing the variety LAA;

5. The dual lattice of the lattice of the subvarieties of LAAI .

The isomorphism of (1) and (5) is one of the main results in Salibra (2000), while the isomorphisms
of (1)-(2)-(3) and of (4)-(5) are trivially verified.

An identity in the language of lattices is called a lattice identity. A lattice identity is trivial if
it holds in every lattice.

Given the congruence lattice of an algebra, we interpret the variables of a lattice identity as
congruence relations, the join of two congruences δ and γ as the congruence relation generated by
the union δ∪γ, and the meet as the intersection δ∩γ. Given the lattice of λ-theories, we interpret
the variables of a lattice identity as λ-theories, the join of two λ-theories T and S as the λ-theory
(T ∪ S)+ and the meet as the intersection T ∩ S (see Section 2.1). From Theorem 10 it follows
that any lattice identity or quasi-identity (i.e., an implication with a finite number of equational
premises) that holds in the congruence lattices of all LAAI ’s must necessarily hold in the lattice
of λ-theories.

It was shown by Lampe (1991) that the lattice of the subvarieties of a variety satisfies nontrivial
lattice quasi-identities such as the ET condition and the Zipper condition. As a consequence of
the dual isomorphism between λT and the lattice of subvarieties of LAA (see Theorem 10), the
ET condition and the Zipper condition hold in lattice λT .
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Theorem 11 (ET Condition) Let (Sk : k ∈ K) be a family of lambda theories. If the λ-theory
generated by ∪k∈KSk is inconsistent, then there is a finite sequence S0, . . . ,Sn with Sj ∈ {Sk : k ∈
K} for j ≤ n such that:

(((. . . (((S0 ∩ G) ∪ S1)+ ∩ G) ∪ S2)+ ∩ G) ∪ . . . ∪ Sn)+ ∩ G = G (7)

for every λ-theory G.

Theorem 12 (Zipper Condition) Let T , G and (Sk : k ∈ K) be lambda theories. If the λ-theory
generated by ∪k∈KSk is inconsistent and Sk ∩ G = T for all k ∈ K, then G = T .

Corollary 5 Let S and T be two λ-theories. If the λ-theory generated by S ∪ T is inconsistent
and S ∩ G = T ∩ G, then G ⊆ S and G ⊆ T .

The following well-known lattices cannot be sublattices of λT .

Corollary 6 Let Mk be the lattice having k atoms, a zero and one, and no other elements. Mk

cannot be a sublattice of λT , provided the top element of Mk is the inconsistent λ-theory.

In every lattice L the modularity law (that is a weakened form of distributivity) is equivalent
to the requirement that L has no sublattice isomorphic to the “pentagon” N5. The pentagon N5

is constituted by five distinct elements 0, a, b, c, 1 such that a ≤ c, while the elements 0 and 1 are
respectively the greatest lower bound and the least upper bound of sets {c, b} and {a, b}. Recall
from Section 2.1 the definitions of the λ-terms i, Ω and of the λ-theories H,H∗. Ω = i+ is the
λ-theory generated by the equation Ω = i.

Salibra (2001c) has shown the following result.

Theorem 13 The lattice λT is not modular because the pentagon N5, defined by

0 ≡ T ∩H∗; 1 ≡ 1λT ; b ≡ Ω = i+; a ≡ (H ∪ (Ω = i+ ∩H∗))+; c ≡ H∗,

is a sublattice of λT .

An identity in the language of lattices enriched by a binary symbol ◦ is called a congruence
identity. We interpret ◦ as the composition of two binary relations. We say that a variety V
satisfies a congruence (lattice) identity if it holds in all congruence lattices of members of V . A
congruence identity is trivial if it holds in the congruence lattice of any algebra. Varieties are often
characterized in terms of congruence identities. For example, the variety of groups is congruence
2-permutable, i.e., it satisfies the following congruence identity γ ◦ δ = δ ◦ γ.

The following theorem is a consequence of the sequentiality theorem of lambda calculus (see
Theorem 14.4.8 in (Barendregt, 1984)).

Theorem 14 The variety LAAI satisfies a congruence identity e if, and only if, e is trivial.

As a consequence of the above theorem, for every nontrivial lattice identity e, there exists an
LAAI A whose congruence lattice does not satisfy e. A can be chosen as a term algebra if we
modify the language of lambda calculus with a finite number of constants.

As a matter of notation, ΛI(n) is the set of λ-terms constructed from an infinite set I of
variables and a finite set of constants of cardinality n.

Theorem 15 Let e be a nontrivial lattice identity. Then there exists a natural number n such
that the identity e fails in the lattice of the λ-theories over the language ΛI(n).

We conjecture that a lattice identity e holds in the lattice of λ-theories over the language ΛI

(without constants) if, and only if, e is trivial.
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We conclude this section by showing that there exists a sublattice of λT satisfying good lattice
properties. Consider the λ-theory J axiomatized by

Ωxx = x; Ωxy = Ωyx; Ωx(Ωyz) = Ω(Ωxy)z. (8)

The consistency of J was obtained in Lusin and Salibra (200X) by using intersection types for
defining a filter model for it (see Barendregt et al. (1984), Coppo et al. (1984)). The lattice of all
λ-theories including J has the lattice properties described in Theorem 16 below.

Theorem 16 The interval sublattice [J ) = {T : J ⊆ T } of the lattice of λ-theories satisfies the
following properties:

(i) The finite lattice M3 is not a sublattice of [J ).

(ii) [J ) satisfies a nontrivial congruence identity.

(iii) [J ) is meet semidistributive, i.e. the following implication holds for all λ-theories S, T ,G ∈
[J ).

S ∩ T = S ∩ G ⇒ S ∩ T = S ∩ (T ∪ G)+.

References

Abramsky, S. (1991). Domain theory in logical form. In Annals of Pure and Applied Logic, vol.
51, pages 1–77.

Baeten, J., Boerboom, B. (1979). Omega can be anything it should not be. In Indag. Mathematicae,
vol. 41, pages 111–120.

Barendregt, H.P. (1984). The lambda calculus: Its syntax and semantics. North-Holland Publish-
ing Co., Amsterdam.

Barendregt, H.P., Coppo, M. and Dezani-Ciancaglini, M. (1984). A filter lambda model and the
completeness of type assignment. In J. Symbolic Logic, vol. 48, pages 931–940.

Bastonero, O. and Gouy, X. (1999). Strong stability and the incompleteness of stable models of
λ-calculus. In Annals of Pure and Applied Logic, vol. 100, pages 247–277.

Berline, C. (2000). From computation to foundations via functions and application: The λ-calculus
and its webbed models. In Theoretical Computer Science, vol. 249, pages 81–161.

Berry, G. (1978). Stable models of typed lambda-calculi. In Proc. 5th Int. Coll. on Automata,
Languages and Programming, LNCS 62. Springer-Verlag, Berline.

Bucciarelli, A. and Ehrhard, T. (1991). Sequentiality and strong stability. In Sixth Annual IEEE
Symposium on Logic in Computer Science, pages 138–145.

Bucciarelli, A. and Salibra, A. (2003). The minimal graph model of lambda calculus. In 28th
International Symposium on Mathematical Foundations of Computer Science, LNCS, Springer-
Verlag (to appear).

Bucciarelli, A. and Salibra, A. (200X). Sensible graph theories of lambda calculus. In preparation.

Church, A. (1933). A set of postulates for the foundation of logic. In Annals of Math., vol. 2,
pages 346–366.

Church, A. (1941). The calculi of lambda conversion. Princeton University Press, Princeton.

Coppo, M., Dezani, M. (1980). An extension of the basic functionality theory for the λ-calculus.
In Notre Dame J. Formal Logic, vol. 21, pages 685–693.

52



Coppo, M., Dezani-Ciancaglini, M., Honsell, F. and Longo, G. (1984). Extended type structures
and filter lambda models. In Logic colloquium ’82 (Florence, 1982), pages 241–262. North-
Holland, Amsterdam.

Curry, H. B. and Feys, R. (1958). Combinatory Logic, Vol. I. North-Holland Publishing Co.,
Amsterdam.
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Abstract

Let Ln be the finite language of all n! strings that are permutations of n different symbols
(n ≥ 1). We consider context-free grammars Gn in Chomsky normal form that generate Ln.
In particular we study a few families {Gn}n≥1, satisfying L(Gn) = Ln for n ≥ 1, with respect
to their descriptional complexity, i.e., we determine the number of nonterminal symbols and
the number of production rules of Gn as function of n.

Keywords: context-free grammar, Chomsky normal form, permutation, descriptional com-
plexity, unambiguous grammar.

1 Introduction

The set Ln of all permutations of n different symbols consists of n! elements [8, 13]. So being a
finite language, Ln can be trivially generated by a context-free grammar with a single nonterminal
symbol and n! productions. However, this is no longer true when we require that Ln is generated
by a context-free grammar Gn in Chomsky normal form.

In this paper we investigate a few families {Gn}n≥1 of context-free grammars in Chomsky
normal form that generate {Ln}n≥1. In particular we are interested in the grammatical or de-
scriptional complexity of these families. As complexity measures we use the number of nonterminal
symbols and the number of production rules of Gn, both considered as functions of n. These mea-
sures have been used frequently in investigating context-free grammars; cf. e.g. [9, 11, 12, 6, 4, 1, 5].

This paper is organized as follows. After some preliminaries on notation and terminology
(Section 2) we consider some elementary properties of grammars Gn in Chomsky normal form
that generate Ln (Section 3). In Section 4 we consider a straightforward approach based on the
power set of the terminal alphabet Σn of Gn. Looking at regular (i.e., right-linear) grammars
to generate {Ln}n≥1 gives rise to a family of context-free grammars in Chomsky normal form in
Section 5 with less productions than the ones in Section 4 (provided n ≥ 3).

The families {Gn}n≥1 studied in Sections 6 and 7 are obtained in a different way; viz. we exhibit
G1 and G2 explicitly and then we proceed inductively by means of a grammatical transformation
to obtain Gn+1 from Gn (n ≥ 2). Section 8 is devoted to a divide-and-conquer approach; although
it leads to “concise” grammars, determining their descriptional complexity is less straightforward.
Finally, Section 9 consists of some concluding remarks.

2 Preliminaries

For each set X , let P(X) denote the power set of X , and P+(X) the set of nonempty subsets of
X , i.e., P+(X) = P(X)−{∅}. For each finite set X , #X denotes the cardinality (i.e., the number
of elements) of X .

For background and elementary results on discrete mathematics, particularly on combinatorics
(counting, recurrence relations or difference equations), we refer to texts like [8, 13, 14]. In order



to save space we often use C(n, k) to denote the binomial coefficient C(n, k) = n!/(k!(n− k)!). In
displayed formulas we apply the usual notation.

We assume familiarity with basic concepts, terminology and notation from formal language
theory; cf. e.g. [10]. We will denote the empty word by λ. Recall that a λ-free context-free
grammar G = (V, Σ, P, S) is in Chomsky normal form if P ⊆ N × (N − {S})2 ∪ N × Σ where
N = V − Σ. For each context-free grammar G = (V, Σ, P, S), let L(G, A) be the language over
Σ defined by L(G, A) = {w ∈ Σ� | A ⇒� w}. Then for the language L(G) generated by G, we
have L(G) = L(G, S). Note that, if G is in Chomsky normal form, then L(G, A) is a nonempty
language for each A in N .

Henceforth, we use Σn to denote an alphabet of n different symbols (n ≥ 1), i.e., Σn =
{a1, a2, · · · , an}. As mentioned earlier, Ln is the finite language over Σn that consists of the n!
permutations of a1, a2, · · · , an. Since Ln is finite, we have that each context-free grammar Gn in
Chomsky normal form that generates Ln, possesses the property that each nonterminal symbol of
Gn is not recursive.

The length of word w will be denoted by |w|, as usual. For each word w over Σn, A(w) is
the set of all symbols from Σn that really do occur in w. Formally, A(λ) = ∅, and A(ax) =
{a} ∪ A(x) for each a ∈ Σn and x ∈ Σ�

n. This mapping is extended to languages L over Σn by
A(L) =

⋃{A(w) | w ∈ L}.
In the sequel we often restrict ourselves to context-free grammars Gn = (Vn, Σn, Pn, Sn) in

Chomsky normal form with the following property: if A → BC is a production in Pn, then so is
A → CB, and we abbreviate A → BC | CB by A−�BC. The underlying rationale is, of course,
that we want to keep the number of nonterminal symbols as low as possible. However, the reader
should always realize that A−�BC counts for two productions.

3 Elementary Properties

In this section we discuss some straightforward properties of context-free grammars in Chomsky
normal form that generate Ln. Examples of these properties will be given at appropriate places
in subsequent sections. Throughout this section Gn = (Vn, Σn, Pn, Sn) is a context-free grammar
in Chomsky normal form that generates Ln, and Nn is defined by Nn = Vn − Σn.

For each word w over Σn in L(Gn, A), D(A, w) denotes a derivation tree for w from A according
to the rules of Gn.

Proposition 3.1. (1) For each nonterminal A in Nn, the language L(Gn, A) is a nonempty subset
of an isomorphic copy Mk of the language Lk for some k (1 ≤ k ≤ n). Consequently, each string
z in L(Gn, A) has length k, z consists of k different symbols, and A(z) = A(L(Gn, A)).

(2) Let A and B be nonterminal symbols in Nn. If L(Gn, A) ∩ L(Gn, B) 	= ∅, then
A(L(Gn, A)) = A(L(Gn, B)).

Proof. (1) Let w be a word in L(Gn) with derivation tree D(Sn, w) in which the nonterminal
symbol A occurs. Consider the subtree D(A, x) of the derivation tree D(Sn, w), rooted by the
nonterminal A, the leaves of which constitute a substring x of w; so there exist words u and v
with w = uxv. If |x| = k for some k (1 ≤ k ≤ n), then A(x) has precisely k elements, since w is a
permutation in Ln.

Suppose that L(Gn, A) contains a string y with |y| 	= k: thus there is a derivation tree D(A, y)
according to Gn for y. Replacing D(A, x) by D(A, y) in D(Sn, w) yields a derivation of uyv with
|uyv| 	= n and uyv /∈ Ln. Hence each word in L(Gn, A) has length k.

By a similar argument we can conclude that L(Gn, A) is a language over the alphabet A(x)
with the property that for each word z in L(Gn, A), we have A(z) = A(x). Consequently, L(Gn, A)
is a subset of an isomorphic copy Mk of Lk, i.e., L(Gn, A) ⊆ Mk.

(2) Suppose L(Gn, A) ∩ L(Gn, B) 	= ∅: so it contains a word of length k for some k ≥ 1.
Then by Proposition 3.1(1), we have that both L(Gn, A) and L(Gn, B) are subsets of the same
isomorphic copy Mk of Lk. Consequently, A(L(Gn, A)) = A(L(Gn, B)) = A(Mk). �

This result gives rise to an equivalence relation on Nn; viz.
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Definition 3.2. Two nonterminal symbols A and B from Nn are called equivalent if |x| = |y|
for some x ∈ L(Gn, A) and some y ∈ L(Gn, B). The corresponding equivalence classes are
{En,k}n

k=1. The number of elements #En,k of the equivalence class En,k will be denoted by
D(n, k) (1 ≤ k ≤ n). �
Corollary 3.3. (1) Nn is the union of the n equivalence classes En,1, En,2, · · · , En,n, i.e., Nn =
En,1 ∪ En,2 ∪ · · · ∪ En,n with En,i ∩ En,j = ∅ for i 	= j.
(2) D(n, n) = 1.
(3) D(n, 1) = n.

Proof. (1) is obvious; (2) follows from En,n = {Sn} (See also Proposition 3.4(2) below.); and (3)
follows from the fact that for each ai in Σn (1 ≤ i ≤ n), a single nonterminal Ai in En,1 with a
unique production Ai → ai is necessary and sufficient. �

Next we consider the effect of a single rewriting step with respect to the equivalence classes
{En,k}n

k=1.

Proposition 3.4. (1) If A → BC is a rule in Gn, then A(L(Gn, B)) ∩ A(L(Gn, C)) = ∅ and
A(L(Gn, B)) ∪ A(L(Gn, C)) = A(L(Gn, A)).

(2) If A → BC is a rule in Gn with A ∈ En,k, B ∈ En,i and C ∈ En,j, then i + j = k.
Consequently, 1 ≤ i < k and 1 ≤ j < k.

Proof. (1) Suppose that the intersection is nonempty: if it contains a symbol a, then we have a
subderivation A ⇒ BC ⇒� x1ax2ax3 which cannot be a subderivation of a derivation that yields
a permutation.

The inclusion A(L(Gn, B))∪A(L(Gn, C)) ⊆ A(L(Gn, A)) is obvious. Suppose that this inclu-
sion is proper, so there exists a symbol a with a ∈ A(L(Gn, A)) − (A(L(Gn, B)) ∪ A(L(Gn, C))).
Clearly, there is a rule A → DE with a ∈ A(L(Gn, D)) ∪ A(L(Gn, E)). Consider the derivation
Sn ⇒� uAv ⇒ uBCv ⇒� uxv with a ∈ A(uv) and a /∈ A(x), yielding the permutation uxv. Using
this alternative rule A → DE for A we obtain the derivation Sn ⇒� uAv ⇒ uDEv ⇒� uyv with
a ∈ A(y); hence uyv is not a permutation. Consequently, the inclusion cannot be proper; hence
we have equality.

(2) follows from Propositions 3.1 and 3.4(1). �
By Propositions 3.1 and 3.4 the set Nn inherits a partial order from the power set P(Σn) of

the alphabet Σn. This partial order, induced by the inclusion relation on P(Σn), is a more general
notion than the linear order present in the concept of sequential grammar; cf. [7, 3].

We will now define this partial order relation formally as follows.

Definition 3.5. Let A and B be nonterminal symbols from Nn. Then the partial order 
 on
Nn and the correspondering strict order � are defined by:

A 
 B if and only if A(L(Gn, A)) ⊆ A(L(Gn, B)),
A � B if and only if A(L(Gn, A)) ⊂ A(L(Gn, B)). �

As complexity measures of a context-free grammar Gn we use the number ν(n) of nonterminal
symbols and the number π(n) of productions of Gn; so ν(n) = #Nn and π(n) = #Pn. As
the notation suggests, we will view both ν and π as functions of n. For a more general and
thorough treatment of descriptional complexity issues in relation to context-free grammars and
their languages we refer to [9, 11, 12, 6, 4, 1, 5].

From Corollary 3.3 it follows that ν(n) =
∑n

k=1 D(n, k) ≥ n + 1 and π(n) ≥ n + 2 for each
n ≥ 2. Clearly, ν(1) = π(1) = 1, ν(2) = 3 and π(2) = 4; cf. also Example 6.1 below.

4 A Simple Approach

In view of Section 3 a straightforward way to generate Ln is to define Gn in terms of subsets of
Σn, i.e., to each element X of P+(Σn) we associate a nonterminal symbol AX that generates all
permutations over X . In other words, if #X = k (1 ≤ k ≤ n), then L(Gn, AX) ⊂ Xk and the
language L(Gn, AX) is an isomorphic copy of Lk.
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Definition 4.1. The family {G1
n}n≥1 is given by {(Vn, Σn, Pn, Sn)}n≥1 with

• Nn = Vn − Σn = {AX | X ∈ P+(Σn)},
• Sn = AΣn ,
• Pn = {A{a} → a | a ∈ Σn} ∪ {AX∪Y −�AXAY | X, Y ∈ P+(Σn), X ∩ Y = ∅}. �

Clearly, AX � AY [AX 
 AY , respectively] holds if and only if X ⊂ Y [X ⊆ Y ] for all X and
Y in P+(Σn).

Example 4.2. We consider the case n = 3 in detail; instead of subsets of Σ3, we use sub-
sets of {1, 2, 3} as indices of nonterminal symbols. Then we have G1

3 = (V3, Σ3, P3, S3) with
S3 = A123, N3 = {A123, A12, A13, A23, A1, A2, A3} and P3 = {A123 −�A12A3 | A13A2 | A23A1,
A12 −�A1A2, A13 −�A1A3, A23 −�A2A3, A1 → a1, A2 → a2, A3 → a3}.

Now E3,3 = {A123}, E3,2 = {A12, A12, A13}, E3,1 = {A1, A2, A3}, D(3, 3) = 1, D(3, 2) =
D(3, 2) = 3, ν1(3) = 7 and π1(3) = 15; cf. Corollary 3.3. �
Proposition 4.3. For the family {G1

n}n≥1 of Definition 4.1 we have
(1) D(n, k) = C(n, k) with 1 ≤ k ≤ n,
(2) ν1(n) = 2n − 1,

(3) π1(n) = 3n − 2n+1 + n + 1.

Proof. These equalities follow from Definition 4.1 and the fact that ν1(n) =
∑n

k=1 D(n, k) =∑n
k=1 C(n, k) = 2n−1 [8]; in particular, by the definition of Nn and Pn, we have π1(n) = n+h(n)

where h(n) = #{AX∪Y −�AXAY | X, Y ∈ P+(Σn), X ∩ Y = ∅}.
If #(X ∪ Y ) = k with k ≥ 2, then the set {AX∪Y −�AXAY | X, Y ∈ P+(Σn), X ∩ Y = ∅}

contains 2k − 2 elements, because both X and Y are nonempty. Then

h(n) =
n∑

k=1

(
n
k

)
(2k − 2) =

n∑
k=1

(
n
k

)
2k − 2 ·

n∑
k=1

(
n
k

)
=

n∑
k=1

(
n
k

)
2k1n−k − 2 ·

n∑
k=1

(
n
k

)
=

=
n∑

k=0

(
n
k

)
2k1n−k − 201n − 2 ·

(
n∑

k=0

(
n
k

)
−
(

n
0

))
=

= (2 + 1)n − 1 − 2 · (2n − 1) = 3n − 2n+1 + 1.

Consequently, we have π1(n) = n + h(n) = 3n − 2n+1 + n + 1. �

5 An Improvement

As a kind of intermezzo we briefly discuss a way to generate {Ln}n≥1 by regular grammars
{GR

n }n≥1. Although regular grammars are by no means context-free grammars in Chomsky normal
form, Proposition 3.4 and Definition 4.1 suggest the following family {GR

n }n≥1.

Definition 5.1. The family {GR
n }n≥1 is given by {(Vn, Σn, Pn, Sn)}n≥1 with

• Nn = Vn − Σn = {AX | X ∈ P+(Σn)},
• Sn = AΣn ,

• Pn = {A{a} → a | a ∈ Σn} ∪ {AX → aAX−{a} | X ∈ P+(Σn), a ∈ Σn, #X ≥ 2}. �
Notice that in each rule of the form A → BC from G1

n (Definition 4.1) we first restricted B
by some symbol Ai from En,1 and then we replaced Ai by the right-hand side of the unique rule
Ai → ai.

Example 5.2. Again we show the case n = 3: GR
3 = (V3, Σ3, P3, S3) with S3 = A123, N3 =

{A123, A12, A13, A23, A1, A2, A3} and P3 = {A123 → a1A23 | a2A13 | a3A12, A12 → a1A2 | a2A1,
A13 → a1A3 | a3A1, A23 → a2A3 | a3A2, A1 → a1, A2 → a2, A3 → a3}. The equivalence classes
En,k and their number of elements D(n, k) are as in Example 4.2; νR(3) = 7 but now we have
πR(3) = 12. �
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Proposition 5.3. For the family {GR
n }n≥1 of Definition 5.1 we have

(1) D(n, k) = C(n, k) with 1 ≤ k ≤ n,
(2) νR(n) = 2n − 1,
(3) πR(n) = n · 2n−1.

Proof. We proceed as in the proof of Proposition 4.3(3): so let πR(n) = n + h(n) where
h(n) = #{AX → aAX−{a} | X ∈ P+(Σn), a ∈ Σn, #X ≥ 2}.

If #X = k with k ≥ 2, then the set {AX → aAX−{a} | X ∈ P+(Σn), a ∈ Σn} contains k
elements. Thus

h(n) =
n∑

k=2

(
n
k

)
k =

n∑
k=1

n! · k
k! (n − k)!

−
(

n
1

)
= n ·

n∑
k=1

(n − 1)!
(k − 1)!(n − k)!

− n =

= n ·
n−1∑
k=0

(n − 1)!
k!(n − 1 − k)!

− n = n ·
n−1∑
k=0

(
n − 1

k

)
− n = n · 2n−1 − n.

Hence, we have πR(n) = n + h(n) = n + n · 2n−1 − n = n · 2n−1. �
From Definition 5.1 we can reobtain a family of context-free grammars in Chomsky normal

form that generates {Ln}n≥1 by changing the last line of that definition.

Definition 5.4. The family {G2
n}n≥1 is given by {(Vn, Σn, Pn, Sn)}n≥1 with

• Nn = Vn − Σn = {AX | X ∈ P+(Σn)},
• Sn = AΣn ,
• Pn = {A{a} → a | a ∈ Σn} ∪ {AX → A{a}AX−{a} | X ∈ P+(Σn), a ∈ Σn, #X ≥ 2}. �

Clearly, we have substituted Ai for ai in all right-hand sides of rules from Definition 5.1 with
left-hand side in En,2 ∪ En,3 ∪ · · · ∪ En,n.

Example 5.5. For the case n = 3 we obtain: G2
3 = (V3, Σ3, P3, S3) with S3 = A123, N3 =

{A123, A12, A13, A23, A1, A2, A3} and P3 = {A123 → A1A23 | A2A13 | A3A12, A12 → A1A2 |
A2A1, A13 → A1A3 | A3A1, A23 → A2A3 | A3A2, A1 → a1, A2 → a2, A3 → a3} with —as in
Example 5.2— ν2(3) = 7 and π2(3) = 12. �
Proposition 5.6. For the family {G2

n}n≥1 of Definition 5.4 we have
(1) D(n, k) = C(n, k) with 1 ≤ k ≤ n,
(2) ν2(n) = 2n − 1,
(3) π2(n) = n · 2n−1.

Proof. The one-to-one correspondence between GR
n and G2

n for each n ≥ 1 also implies that
Proposition 5.6 follows from the proof of Proposition 5.3. �
Proposition 5.7. For each n ≥ 1, G2

n is an unambiguous context-free grammar in Chomsky
normal form.

Proof. By Definition 5.4, G2
n is a context-free grammar in Chomsky normal form. Again the

one-to-one correspondence between GR
n and G2

n (n ≥ 1), and the fact that GR
n corresponds to a

deterministic finite automaton imply that for each word w = ai1ai2 · · · ain in Ln, there is only a
single leftmost derivation for w according to G2

n which is completely determined by the linearly
ordered sequence i1 < i2 < · · · < in, i.e., G2

n is unambiguous. �
With respect to the number of productions the grammars G2

n are superior to the ones of
Definition 4.1 since for n ≥ 3, we have π2(n) = n · 2n−1 < 3n − 2n+1 + n + 1 = π1(n).

6 Inserting an Additional Terminal Symbol — 1

In this section we provide a family {G3
n}n≥1 that —apart from the first two elements which are

given explicitly— is defined inductively by means of a grammatical transformation. First, we have
a look at the three most simple grammars (n = 1, 2, 3).
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Example 6.1.
(1) (n = 1). Consider G3

1 with P1 = {S1 → a1}. Then L(G3
1) = {a1} = L1, ν3(1) = 1 and

π3(1) = 1.
(2) (n = 2). Let G3

2 be defined by P2 = {S2 −�A1A2, A1 → a1, A2 → a2}. Now we have
L(G3

2) = {a1a2, a2a1} = L2, ν3(2) = 3 and π3(2) = 4.
(3) (n = 3). For G3

3 we define P3 = {S3 −�A1A23 | A13A2, A1 → a1, A2 → a2, A3 →
a3, A13 −�A1A3, A23 −�A2A3}. Then we have L(G3

3) = {a1a2a3, a1a3a2, a2a1a3, a2a3a1,
a3a1a2, a3a2a1} = L3, ν3(3) = 6 and π3(3) = 11.
(4) Adding another nonterminal A12 together with rules S3 −�A3A12 and A12 −�A1A2 to G3

3 does
not affect the language L(G3

3); the resulting grammar has 7 nonterminals and 15 productions. �
Note that in both grammars G3

n (n = 2, 3) of Example 6.1(2–3) all nonterminal symbols are
not recursive and that Pn ⊆ Nn × (Nn − {Sn})2 ∪ (Nn − {Sn}) × Σn.

Definition 6.2. The family {G3
n}n≥1 is given by {(Vn, Σn, Pn, Sn)}n≥1 with

(1) G3
1 is as in Example 6.1(1).

(2) G3
2 is as in Example 6.1(2).

(3) G3
n+1 is obtained from G3

n (n ≥ 2) by the following steps (a), (b), (c) and (d).

N.B. First, note that Ln with Ln = L(G3
n) is a language over Σn, whereas Ln+1 is a language

over Σn+1. More precisely, we obtain the elements of Ln+1 by inserting the new symbol an+1

at each available spot in the elements of Ln. This observation is the crux of our grammatical
transformation. We obtain the new grammar G3

n+1 from G3
n by the following steps.

• (a) Each initial rule, e.g. Sn −�AB, is replaced by two rules: Sn+1 −�A′B | AB′. A primed
symbol indicates that in the subtree rooted by that primed symbol still an occurrence of the new
symbol an+1 should be inserted.

• (b) To each noninitial rule in G3
n of the form A−�BC, there correspond in G3

n+1 three rules:
A−�BC and A′ −�B′C | BC′. The latter two rules are added “to propagate the primes”.

• (c) For each (noninitial) rule in G3
n of the form A → a, there are the following associated rules

in G3
n+1: A → a and A′ −�AAn+1, where An+1 is new nonterminal symbol not yet present in Nn.

The last rule will place an+1 to the left or the right, respectively, of the a generated by A; cf. also
the next, final step in the construction.

• (d) Finally, we add the new rule An+1 → an+1 to Pn+1. �
It is now a routine matter to verify that (i) L(G3

n+1) = Ln+1, (ii) each nonterminal symbol is
not recursive in G3

n+1, and (iii) Pn+1 does not contain a rule of the form Sn+1 → a (a ∈ Σn+1).

Example 6.3. (1) By the grammatical transformation of Definition 6.2(3) we can obtain G3
3 of

Example 6.1(3) from G3
2 from Example 6.1(2): A′

1 = A13 and A′
2 = A23.

(2) Next we apply this grammatical transformation to obtain G3
4 from G3

3; cf. Example 6.1(3)
for the definition of G3

3.
The first step (a) yields: S4 −�A′

1A23 | A1A
′
23 | A′

13A2 | A13A
′
2.

From the second step (b) we get: A13 −�A1A3 and A′
13 −�A′

1A3 | A1A
′
3 as well as A23 −�A2A3

and A′
23 −�A′

2A3 | A2A
′
3.

The last two steps (c) and (d) produce: A1 → a1, A2 → a2, A3 → a3 together with A′
1 −�A1A4,

A′
2 −�A2A4, A′

3 −�A3A4 and A4 → a4.
It is now easy to show that L(G3

4) = L4, ν3(4) = 12 and π3(4) = 30. Of course, we may rename
the nonterminal symbols: e.g., A′

ij by Aij4 and A′
i by Ai4; cf. Section 4. �

Example 6.4. (1) Consider G3
3 from Example 6.1(3). Then E3,1 = {A1, A2, A3}, E3,2 =

{A13, A23} and E3,3 = {S3}. The strict order of N3 is: A1 � A13 � S3, A3 � A13, A2 � A23 � S3

and A3 � A23.
(2) For the grammar G3

4 of Example 6.3(2), we have E4,1 = {A1, A2, A3, A4}, E4,2 =
{A13, A23, A

′
1, A

′
2, A

′
3}, E4,3 = {A′

13, A
′
23} and E4,4 = {S4}. The strict order of N4 is given by
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D(n, k)
n k = 1 2 3 4 5 6 7 8 9 10
1 1
2 2 1
3 3 2 1
4 4 5 2 1
5 5 9 7 2 1
6 6 14 16 9 2 1
7 7 20 30 25 11 2 1
8 8 27 50 55 36 13 2 1
9 9 35 77 105 91 49 15 2 1

10 10 44 112 182 196 140 64 17 2 1

Table 1: D(n, k) for G3
n (1 ≤ n ≤ 10).

A1 � A′
1 � A′

13 � S4, A1 � A13 � A′
13, A2 � A′

2 � A′
23 � S4, A2 � A23 � A′

23, A3 � A′
3 � A′

23,
A3 � A13, A3 � A23 A4 � A′

1, A4 � A′
2 and A4 � A′

3 � A′
13. �

Proposition 6.5. For the family {G3
n}n≥1 of Definition 6.2 we have

(1) D(n, 1) = n, D(n, n − 1) = 2 (n ≥ 2), D(n, n) = 1 and for each k with 2 ≤ k ≤ n − 2,

D(n, k) = D(n − 1, k) + D(n − 1, k − 1),

(2) ν3(1) = 1 and for n ≥ 2, ν3(n) = 3 · 2n−2,
(3) π3(1) = 1 and for n ≥ 2, π3(n) = 5

2 · 3n−2 + 2n−1 − 1
2 .

Proof. (1) Clearly, D(n, n) = 1 and D(n, 1) = n as En,n = {Sn} and En,1 = {A1, . . . , An}
because Ai → ai are the only rules in Pn with terminal right-hand sides (Corollary 3.3).

The other two equalities are easily established by induction over n using the properties of
G3

2 —particularly, the fact that E2,1 = {A1, A2}— and the effect of the transformation given in
Definition 6.2(3).

(2) From Definition 6.2(3) it follows that for the new set of nonterminal symbols Nn+1 of
G3

n+1 we have

Nn+1 = (Nn − {Sn}) ∪ {A′ | A ∈ Nn − {Sn}} ∪ {Sn+1, An+1}.
This implies that ν3(n + 1) = 2 · ν3(n). Solving this difference equation with initial condition
ν3(2) = 3 (Definition 6.2(2) and Example 6.1(2)) yields ν3(n) = 3 · 2n−2 for n ≥ 2.

(3) We write π3(n) = f(n)+g(n) for n ≥ 2, where f(n) is the number of initial productions and
g(n) is the number of noninitial productions in G3

n. By the transformation of Definition 6.2(3) we
obtain the following recurrence relations: f(n+1) = 2·f(n) with f(2) = 2, and g(n+1) = 3·g(n)+1
with g(2) = 2. Solving these equations yields f(n) = 2n−1 and g(n) = 5

2 · 3n−2 − 1
2 (n ≥ 2); hence

the result. �
Proposition 6.5(2)-(3) may be rewritten as ν3(n) = �3 ·2n−2 and π3(n) = � 5

2 ·3n−2+2n−1− 1
2�,

respectively (n ≥ 1).
Note that the recurrence relation in Proposition 6.5(1) is identical to the one for the binomial

coefficients C(n, k), although the boundary conditions are different. It results in the Pascal-like
triangle of Table 1.

Finally, we remark that the grammatical transformation of Definition 6.2(3) is of general
interest in the following sense: given any context-free grammar Gn in Chomsky normal form
that generates Ln (thus not just G3

n), then it yields a context-free grammar Gn+1 in Chomsky
normal form for Ln+1. We will apply this observation in Section 9.
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7 Inserting an Additional Terminal Symbol — 2

The family {G3
n}n≥1 is rather efficient with respect to the number of nonterminals as compared

to the family {G2
n}n≥1: ν3(n) = 3 · 2n−2 < 2n − 1 = ν2(n) for n ≥ 3. The price we have to pay is

an increase of the number of productions, since π3(n) = 2n−1 + 5
2 · 3n−2 − 1

2 > n · 2n−1 = π2(n)
for n ≥ 5. In addition the degree of ambiguity of G3

n is rather high as can been seen from the
following sample subderivations. Let A ⇒ BC ⇒� wBwC with B ⇒� wB and C ⇒� wC be a
subderivation according to G3

n. From the new grammar G3
n+1 the substring wBan+1wC can be

obtained by A′ ⇒ B′C ⇒� wBan+1wC or by A′ ⇒ BC′ ⇒� wBan+1wC .
In this section we will modify the grammatical transformation of Definition 6.2 in such a

way that the second subderivation is not possible, because the occurrence of an+1 will always be
introduced to the right of the terminal symbols a1, a2, · · · , an. This results in a family of grammars
{G4

n}n≥1 with A′ → AAn+1 rather than A′ −�AAn+1 in G4
n+1. In order to derive permutations

from {an+1}Ln we need the rule Sn+1 → An+1Sn and to preserve Sn as well as all rules from G4
n.

Definition 7.1. The family {G4
n}n≥1 is given by {(Vn, Σn, Pn, Sn)}n≥1 with

(1) G4
1 = G3

1 (as in Example 6.1(1)).
(2) G4

2 = G3
2 (as in Example 6.1(2)).

(3) G4
n+1 is obtained from G4

n (n ≥ 2) by the following steps (a), (b), (c), (d) and (e).

• (a) Each initial rule, e.g. Sn → AB, is replaced by two rules: Sn+1 → A′B | AB′. And we add
the rule Sn+1 → An+1Sn to Pn+1, where An+1 is new nonterminal symbol not yet present in Nn.

• (b) Rules of the form Sn → AB in Pn are added to Pn+1.

• (c) To each noninitial rule in G4
n of the form A → BC, there correspond in G4

n+1 three rules:
A → BC and A′ → B′C | BC′. The latter two rules are added “to propagate the primes”.

• (d) For each (noninitial) rule in G4
n of the form A → a, there are the following associated rules

in G4
n+1: A → a and A′ → AAn+1. The last rule will place an+1 to the right of the a generated

by A; cf. also the final step in the construction.

• (e) Finally, we add the new rule An+1 → an+1 to Pn+1. �
Example 7.2. (1) We construct G4

3 from G4
2 (i.e., G3

2, Example 6.1(1)). Definition 7.1(a)–(e)
yields: S3 → A′

1A2 | A1A
′
2 | A′

2A1 | A2A
′
1 | A3S2, S2 → A1A2 | A2A1, A′

1 → A1A3, A′
2 → A2A3,

A1 → a1, A2 → a2, A3 → a3. Then E3,3 = {S3}, E3,2 = {S2, A
′
1, A

′
2}, E3,1 = {A1, A2, A3}, and

hence D(3, 3) = 1, D(3, 2) = D(3, 1) = 3, ν4(3) = 7 and π4(3) = 12.
(2) Next we derive G4

4 from G4
3; but first we rename A′

i by Bi (i = 1, 2) in G4
3 of Example

7.2.(1) in order to avoid two types of primes with different meanings. Then we obtain: S4 →
B′

1A2 | B1A
′
2 | A′

1B2 | A1B
′
2 | B′

2A1 | B2A
′
1 | A′

2B1 | A2B
′
1 | A′

3S2 | A3S
′
2 | A4S3, S3 → B1A1 |

A1B2 | B2A1 | A2B1 | A3S2, S′
2 → A′

1A2 | A1A
′
2 | A′

2A1 | A2A
′
1, S2 → A1A2 | A2A1, B1 → A1A3,

B′
1 → A′

1A3 | A1A
′
3, B2 → A2A3, B′

2 → A′
2A3 | A2A

′
3, A′

1 → A1A4, A′
2 → A2A4, A′

3 → A3A4,
A1 → a1, A2 → A2, A3 → a3 and A4 → a4. Hence E4,4 = {S4}, E4,3 = {S3, S

′
2, B

′
1, B

′
2},

E4,2 = {S2, B1, B2, A
′
1, A

′
2, A

′
3}, E4,1 = {A1, A2, A3, A4}, ν4(4) = 15 and π4(4) = 35. �

There is a one-to-one correspondence between the nonterminals of G4
n and the elements of

P+(Σn). In case n = 4 (See Example 7.2(2)) we have, for instance, S′
2 ↔ {a1, a2, a4}, B1 ↔

{a1, a3} and B′
2 ↔ {a2, a3, a4}; cf. also Proposition 7.4(1)–(2) below.

Proposition 7.3. For each n ≥ 1, G4
n is an unambiguous context-free grammar in Chomsky

normal form.

Proof. Clearly, each G4
n is in Chomsky normal form. So it remains to show that each G4

n is
unambiguous; this will be done by induction on n.
Basis (n = 1, 2): Obviously, both G4

1 and G4
2 are unambiguous grammars.

Induction hypothesis: G4
n is an unambiguous grammar.

Induction step: Let w be a word from L(G4
n+1). Then we distinguish two cases:

(i) w ∈ {an+1} · L(G4
n), i.e., w = an+1w

′ for some w′ ∈ L(G4
n). Since w′ does not possess an

occurrence of an+1, a leftmost derivation of w has the form Sn+1 ⇒ An+1Sn ⇒ an+1Sn ⇒�
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an+1w
′. By the induction hypothesis there is only one leftmost derivation according to Gn for

w′ from Sn. And notice that Pn ⊂ Pn+1, whereas rules from Pn+1 − Pn cannot interfere in the
subderivation Sn ⇒� w′. Consequently, Sn+1 ⇒ An+1Sn ⇒ an+1Sn ⇒� an+1w

′ is the only
leftmost derivation of w in G4

n+1.
(ii) w /∈ {an+1} · L(G4

n), i.e., w = w1aian+1w2 with w1aiw2 ∈ L(G4
n) and ai ∈ Σn; note that

i 	= n + 1. As w1ai 	= λ, the occurrence of an+1 in w cannot be introduced by the initial rule
Sn+1 → An+1Sn, but it must be obtained by a leftmost subderivation A′

i ⇒ AiAn+1 ⇒ aiAn+1 ⇒
aian+1 using the unique rule Ai → ai from Pn and the unique rule An+1 → an+1 from Pn+1 −Pn.
Consider, the following leftmost derivation of w:

Sn+1 ⇒+ w1A
′
iω ⇒ w1AiAn+1ω ⇒ w1aiAn+1ω ⇒ w1aian+1ω ⇒+ w1aian+1w2 = w.

Suppose there are two such derivations according to G4
n+1. Then we can obtain two different

leftmost derivations for w1a1w2 according to G4
n as follows: (1) replace the subderivation w1A

′
iω ⇒

w1AiAn+1ω ⇒ w1aiAn+1ω ⇒ w1aian+1ω by w1Aiω ⇒ w1aiω, (2) remove all primes from primed
symbols, and (3) change all remaining occurrences of an+1 into λ.

However, the existence of two different leftmost derivations for w1a1w2 in G4
n contradicts the

induction hypothesis, i.e., the unambiguity of G4
n. �

Proposition 7.4. For the family {G4
n}n≥1 of Definition 7.1 we have

(1) D(n, k) = C(n, k) for 1 ≤ k ≤ n,
(2) ν4(n) = 2n − 1,
(3) π4(n) = 15

36 · 3n + 1
2n − 3

4 .

Proof. (1) From Definition 7.1(a)–(e) it follows that D(n, k) = D(n− 1, k)+ D(n− 1, k− 1) with
D(n, n) = 1 and D(n, 1) = n (1 ≤ k ≤ n). Hence D(n, k) = C(n, k); cf. [8, 13].

(2) Obviously, ν4(n) =
∑n

k=1 D(n, k) =
∑n

k=1 C(n, k) = 2n − 1 for n ≥ 2 [8]. Alternatively,
we have Nn+1 = Nn ∪ {A′ | A ∈ Nn − {Sn}} ∪ {Sn+1, An+1} which yields the difference equation
ν4(n + 1) = 2 · ν4(n) + 1 with ν4(2) = 3. Solving this equation gives the same result.

(3) We write π4 as π4(n) = f(n) + g(n) where g(n) is the number of terminal rules Ai → ai

and f(n) the number of remaining rules. Then g(n) = n, whereas f(n + 1) = 3 · f(n)+ n + 1 with
f(2) = 2. Let fh be the solution of the corresponding homogeneous equation fh(n+1) = 3 ·fh(n),
i.e., fh(n) = c · 3n. For a particular solution we try fp(n) = an + b which yields a = − 1

2 and
b = − 3

4 ; thus fp(n) = − 1
2n − 3

4 .
Finally, we use the initial condition f(2) = 2 to determine the constant c from f(n) = fh(n)+

fp(n) = c · 3n − 1
2n− 3

4 . Then c = 15
36 which implies π4(n) = f(n) + g(n) = 15

36 · 3n − 1
2n− 3

4 + n =
15
36 · 3n + 1

2n − 3
4 (n ≥ 2). Substituting n = 1 in this expression gives π4(1) = 1 as well. �

Although we obtained a family of unambiguous grammars (Proposition 7.3), the price we have
to pay for this is high (Proposition 7.4). Viz. ν4(n) = 2n − 1 > 3 · 2n−2 = ν3(n) as well as
π4(n) = 15

36 · 3n + 1
2n − 3

4 > 5
2 · 3n−2 + 2n−1 − 1

2 = π3(n) for each n ≥ 3.
The grammatical transformation of Definition 7.1(3) is as general as the one of Definition 6.2(3),

i.e., it is applicable to any context-free grammar Gn in Chomsky normal form that generates Ln

and it produces a context-free grammar Gn+1 in Chomsky normal form with L(Gn+1) = Ln+1;
cf. Section 9 for an application.

8 Divide and Conquer

The families of grammars considered in the previous sections all share the property that En,k 	= ∅

for all k (1 ≤ k ≤ n). In this section we consider a family of grammars {G5
n}n≥1 that is a divide-

and-conquer modification of {G1
n}n≥1 of Section 4 in the sense that instead of dividing X ∪ Y in

all possible disjoint nonempty X and Y we restrict the subdivisions of X ∪ Y to almost equally
sized X and Y . As a consequence we have that for some k, En,k = ∅ whenever n ≥ 4.

Definition 8.1. The family {G5
n}n≥1 is given by {(Vn, Σn, Pn, Sn)}n≥1 with

• Sn = AΣn , and
• the sets Nn = Vn − Σn and Pn are determined by the algorithm in Figure 1. �
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Nn := {A1, . . . , An};
En,1 := Nn;

Pn := {Ai → ai | 1 ≤ i ≤ n};
M := {AΣn};
while M − En,1 	= ∅ do

begin

if AX ∈ M − En,1 for some X with X ⊆ Σn then

begin

Pn := Pn ∪ {AX → AY AZ | Y, Z ∈ P+(Σn), Y ∩ Z = ∅, Y ∪ Z = X,

#Y = � 1
2#X�, #Z = � 1

2#X};
Nn := Nn ∪ {AX};
M := (M − {AX}) ∪ {AY , AZ | Y ∩ Z = ∅, Y ∪ Z = X,

#Y = � 1
2#X�, #Z = � 1

2#X}
end

end

Figure 1: Algorithm to determine Nn and Pn of G5
n.

Example 8.2. (1) Applying the algorithm from Definition 8.1 for n = 4 yields G5
4 with

• S4 = A1234,
• N4 = E4,1∪E4,2∪E4,3∪E4,4 with E4,1 = {A1, A2, A3, A4}, E4,2 = {A12, A13, A14, A23, A24, A34},
E4,3 = ∅ and E4,4 = {A1234},
• P4 = {A1234 −�A12A34 | A13A24 | A14A23, A12 −�A1A2, A13 −�A1A3, A14 −�A1A4, A23 −�
A2A3, A24 −�A2A4, A34 −�A3A4, A1 → a1, A2 → a2, A3 → a3, A4 → a4},
• ν5(4) = 11 and π5(4) = 22.

(2) Similarly, for n = 5 we obtain a grammar G5
5 with

• S5 = A12345,
• N5 = E5,5 ∪ E5,4 ∪ E5,3 ∪ E5,2 ∪ E5,1 with E5,5 = {A12345}, E5,4 = ∅, E5,3 = {A123, A124,
A125, A134, A135, A145, A234, A235, A245, A345}, E5,2 = {A12, A13, A14, A15, A23, A24, A25, A34, A35,
A45} and E5,1 = {A1, A2, A3, A4, A5},
• P5 = {A12345 → A123A45 | A124A35 | A125A34 | A134A25 | A135A24 | A145A23 | A234A15 |
A235A14 | A245A13 | A345A12, A123 → A12A3 | A13A2 | A23A1, A124 → A12A4 | A14A2 |
A24A1, A125 → A12A5 | A15A2 | A25A1, A134 → A13A4 | A14A3 | A34A1, A135 → A13A5 |
A15A3 | A35A1, A145 → A14A5 | A15A4 | A45A1, A234 → A23A4 | A24A3 | A34A2, A235 →
A23A5 | A25A3 | A35A2, A245 → A24A5 | A25A4 | A45A2, A345 → A34A5 | A35A4 |
A45A3, A12 −�A1A2, A13 −�A1A3, A14 −�A1A4, A15 −�A1A5, A23 −�A2A3, A24 −�A2A4, A25 −�
A2A5, A34 −�A3A4, A35 −�A3A5, A45 −�A4A5, A1 → a1, A2 → a2, A3 → a3, A4 → a4, A5 → a5},
• ν5(5) = 26 and π5(5) = 65.

(3) For n = 8 the algorithm gives a grammar G5
8 with E8,7 = E8,6 = E8,5 = E8,3 = ∅.

(4) Similarly, the grammar G5
10 satisfies E10,9 = E10,8 = E10,7 = E10,6 = E10,4 = ∅. �

The next equalities easily follow from the structure of the algorithm in Definition 8.1.

Proposition 8.3. For the family {G5
n}n≥1 of Definition 8.1 we have

(1) D(n, k) = if k ∈ {�n/2m�, �n/2m | 0 ≤ m ≤ �log2 n�} then C(n, k) else 0,
(2) ν5(n) =

∑n
k=1 D(n, k),

(3) π5(n) =
∑n

k=1 D(n, k) · C(k, �k/2�). �
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D(n, k)
n k = 1 2 3 4 5 6 7 8 9 10
1 1
2 2 1
3 3 3 1
4 4 6 0 1
5 5 10 10 0 1
6 6 15 20 0 0 1
7 7 21 35 35 0 0 1
8 8 28 0 70 0 0 0 1
9 9 36 84 126 126 0 0 0 1

10 10 45 120 0 252 0 0 0 0 1

Table 2: D(n, k) for G5
n (1 ≤ n ≤ 10).

Unfortunately, a closed form for ν5(n) and π5(n) is very hard or even impossible to obtain; a
situation very common in analyzing these divide-and-conquer approaches; cf., e.g., pp. 62–78 in
[15] or [18]. A numerical evaluation and a comparison with νi(n) and πi(n) (1 ≤ i ≤ 4) can be
found in Section 9. The values of D(n, k) for 1 ≤ n ≤ 10 are given in Table 2.

9 Concluding Remarks

In the previous sections we discussed a few ways to generate the set of all permutations of an alpha-
bet of n symbols by context-free grammars in Chomsky normal form. For the resulting families of
grammars {Gi

n}n≥1 (1 ≤ i ≤ 5) we considered the values of the descriptional complexity measures
νi(n) (i.e., the number of nonterminal symbols) and πi(n) (i.e., the number of productions) of Gi

n.
A comparison of actual values for 1 ≤ n ≤ 15 of these measures is given in Tables 3 and 4.

Note that, for instance, the grammars introduced in Sections 4 and 6 are ambiguous. Now let
for each Gn = (Vn, Σn, Pn, Sn) that generates Ln, δ(n) denote the total number of possible leftmost
derivations according to Pn; thus δ(n) ≥ n!. E.g., for G3

3 we have δ3(3) = 8 > 3!; so G3
3 is not

minimal with respect to this complexity measure. And the family of trivial grammars mentioned
in Section 1 —viz. {G0

n}n≥1 with G0
n = (Vn, Σn, Pn, Sn), Nn = {Sn} and Pn = {Sn → w |

w ∈ Ln}, although not in Chomsky normal form— satisfies ν0(n) = 1, and π0(n) = δ0(n) = n!.
From Propositions 5.7 and 7.3 it follows that for the families {G2

n}n≥1 and {G4
n}n≥1, we have

δ2(n) = δ4(n) = n! as well. Quite generally, one may ask whether there exist trade-offs between
the complexity measures ν, π and δ. And, of course, the question remains whether there exists a
family of minimal grammars with respect to the descriptional complexity measures ν(n) and π(n).

It is rather straightforward to show that the family of grammars {GR
n }n≥1 is minimal with

respect to both νR(n) and πR(n) for the class of regular (or right-linear) grammars that generate
{Ln}n≥1. But for the class of context-free grammars in Chomsky normal form that generate
{Ln}n≥1 the situation is not that clear. Note that the family {G5

n}n≥1 is not minimal with
respect to either ν or π. We can slightly improve upon {G5

n}n≥1 in the following way:
(i) for even values of n we take Gn equal to G5

n, and
(ii) for odd values of n —i.e., in case n = 2k + 1— we take G5

2k and we apply the grammatical
transformation of Section 6 or 7 to obtain Gn; cf. the remarks at the end of Sections 6 and 7.

Applying the grammatical transformation from Definition 7.1(3) in this way, together with the
recurrence relations ν4(n + 1) = 2 · ν4(n) + 1 and π4(n + 1) = 3 · π4(n) − n + 2, yields the family
{G6

n}n≥1. Similarly, the family {G7
n}n≥1 is obtained by using the grammatical transformation of

Definition 6.2(3) and the recurrences ν3(n + 1) = 2 · ν3(n) and π3(n + 1) = 3 · π3(n) − 2n−1 + 1.
The resulting values of ν6(n), π6(n), ν7(n) and π7(n) for 1 ≤ n ≤ 15 are in Tables 3 and 4 as well.
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n ν1(n) ν2(n) ν3(n) ν4(n) ν5(n) ν6(n) ν7(n)

1 1 1 1 1 1 1 1

2 3 3 3 3 3 3 3

3 7 7 6 7 7 7 6

4 15 15 12 15 11 11 11

5 31 31 24 31 26 23 22

6 63 63 48 63 42 42 42

7 127 127 96 127 99 85 84

8 255 255 192 255 107 107 107

9 511 511 384 511 382 215 214

10 1023 1023 768 1023 428 428 428

11 2047 2047 1536 2047 1156 857 856

12 4095 4095 3072 4095 1223 1223 1223

13 8191 8191 6144 8191 4525 2447 2446

14 16383 16383 12288 16383 4903 4903 4903

15 32767 32767 24576 32767 14811 9807 9806

Table 3: νi(n) (1 ≤ i ≤ 7; 1 ≤ n ≤ 15).

n π1(n) π2(n) π3(n) π4(n) π5(n) π6(n) π7(n)

1 1 1 1 1 1 1 1

2 4 4 4 4 4 4 4

3 15 12 11 12 12 12 11

4 54 32 30 35 22 22 22

5 185 80 83 103 65 64 59

6 608 192 234 306 116 116 116

7 1939 448 671 914 399 344 317

8 6058 1024 1950 2737 554 554 554

9 18669 2304 5723 8205 2475 1556 1535

10 57012 5120 16914 24608 3232 3232 3232

11 173063 11264 50231 73816 14938 9688 9185

12 523262 24576 149670 221439 20208 20208 20208

13 1577953 53248 446963 664307 101413 60614 58577

14 4750216 114688 1336794 1992910 130846 130846 130846

15 14283387 245760 4002191 5978718 691890 392526 384347

Table 4: πi(n) (1 ≤ i ≤ 7; 1 ≤ n ≤ 15).
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i 1 2 3 4 5 6 7
νi(n) A000225 A000225 A003945 A000225 new new new
πi(n) new A001787 new new new new new

Table 5: Integer sequences.

The construction of the grammar families in this paper has something in common with design-
ing algorithms to generate permutations, although in our case we are somewhat limited: we are
unable to apply transpositions (“swapping of symbols”) because a transposition —even in the case
of swapping adjacent elements— is a context-dependent rewriting step actually. For a classifica-
tion of (functional) programs for generating permutations we refer to [17]. The family {G3

n}n≥1

corresponds to Algorithm A in [17], whereas the family {GR
n }n≥1 is more or less a “mirrored”

instance of its Algorithm B.
In this paper we restricted ourselves to generating permutations. Of course, there are other

algebraic or combinatorial objects that —restricted to size n or parameterized by n in an other
way— can be represented as a finite formal language Ln for which one may proceed as in the
previous sections. An example is in [2] where we restrict our attention to “circular shifts”; these
special permutations give rise to functions ν(n) and π(n) that are polynomials in n rather than
the exponential functions of the present paper.

Finally, we mention that the result of evaluating functions like νi(n) and πi(n) for n =
1, 2, 3, · · · (1 ≤ i ≤ 7) is a so-called integer sequence. Some of these are well known, other
ones seem to be new. In Table 5 we give an overview: the codes in this table refer to N.J.A.
Sloane’s “Database of Integer Sequences” [16].

Acknowledgement. I am indebted to Giorgio Satta for suggesting the subject.
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Abstract

Recent empirical studies indicate that the topology of natural systems is much richer than
that of random graphs which traditionally have been used to describe complex systems. In
particular, it has emerged that the degree distribution of some real networks is a power-law.
In this paper we investigate and report a similar characterization on natural language texts.
More specifically, we propose a new distribution model that gives an accurate approximation
of the relative frequency of characters in natural language texts.
In the second part of the paper, as a case study, we briefly investigate the probabilistic
behavior of a string-matching algorithm, assuming the new proposed distribution model, and
we compare theoretical versus empirical results.

Keywords: natural languages, text processing, character distributions.

1 Introduction

The emergence of order in natural systems is a constant source of inspiration for both physical,
biological, and computer sciences. Traditionally, complex systems have been described by the
theory of statistically homogeneous random graphs, with a Poisson degree distribution. In contrast,
recent empirical studies indicate that the topology of real systems is much richer than that of
random graphs (cf. Albert et al. (1999) and Albert et al. (2000)). In particular, the degree
distribution of real networks is a power-law, indicating a heterogeneous topology in which the
majority of the nodes have a small degree, but with a significant fraction of highly connected
nodes that play an important role in the connectivity of the network.

In this paper we investigate and report a similar characterization on natural language texts
and present a new distribution model that accurately approximates the relative frequency of
characters in natural language texts.

The knowledge of an exact distribution model that describes the relative frequency of char-
acters on texts can play an important role in the probabilistic analysis of text algorithms. It is
usually assumed that all characters are independent and equiprobable, i.e. they occur with the
same relative frequency 1/σ, where σ is the dimension of the alphabet. This is the case in several
complexity analyses of string-matching algorithms, where equiprobability and character indepen-
dence is assumed for both processed texts and patterns; see, for instance, Baeza-Yates (1987),
Baeza-Yates et al. (1990), Baeza-Yates and Régnier (1992), and Mahmoud et al. (1996).

However, most texts on which a text algorithm is usually applied present some definite
structure and particular features that cannot be led back to the equiprobability of letters.

The paper is organized as follows. After introducing in Section 2 the notations and terminology
used in the paper, we define in Section 3 the notion of power-law and present some of the most
common distributions used to approximate the relative frequency of characters and words in
natural language texts. Subsequently, in Section 4 we present a new distribution model that relates
frequencies of characters with their rank in a natural language text. Finally, in Section 5 we briefly
investigate the probabilistic behavior of a string-matching algorithm and compare theoretical
versus experimental results under the new distribution model.



2 Notations

In this section we present the notations and terminology used throughout the paper.
Given a finite alphabet Σ = {c1, . . . , cσ}, where σ = |Σ| is the size of Σ, a text T of length n

over Σ is represented as an array T [0 .. n−1], whose components Ti belong to Σ, for i = 0, . . . , n−1.
To maintain information on the relative frequencies of characters occurring in a text, we extend

the definition of alphabets as follows.

Definition 1 A radix Γ is a pair Γ ≡ (Σ, ρΓ), where Σ = {c1, . . . , cσ} is an alphabet of σ char-
acters and ρΓ : Σ → R is a probability distribution over Σ, called the frequency function of Γ,
satisfying the following properties:

(1) ρΓ(c) ≥ 0, for all c ∈ Σ;

(2)
∑

c∈Σ ρΓ(c) = 1.

Given a text T , a radix Γ ≡ (Σ, ρΓ) is said to be a T -radix if all characters in T are in the
alphabet Σ.

Definition 2 Let T be a text of length n and let ΣT be the collection of the distinct characters
occurring in T . For any character c ∈ ΣT , let nc denote the number of occurrences in T of c and
define the relative frequency function ρT as ρT (c) = nc

n , for c ∈ ΣT . Then the T -radix (ΣT , ρT )
is called the optimal T -radix of T .

Without loss of generality, in what follows we will always assume that the characters of the
alphabet Σ = {c1, . . . , cσ} of any radix Γ ≡ (Σ, ρΓ) are ordered in such a way that

ρΓ(ci) ≥ ρΓ(cj), for 1 ≤ i < j ≤ σ .

Then, we say that character ci has rank equal to i and inverse rank equal to σ − i + 1 (in the
implicit ordering of Σ via ρΓ).

Next, let Γ ≡ (Σ, ρ) and Γ̃ ≡ (Σ, ρ̃) be two radices over the same alphabet Σ, where Γ̃ is
supposed to approximate Γ. Then, we define the approximation error E of Γ̃ w.r.t. Γ as follows:

E =
1
σ

(
σ∑

i=1

|ρ(ci) − ρ̃(ci)|
)
.

Remark 1 All the above definitions can be generalized to the case in which Σ is any event space
and ρΓ is a relative frequency function over Σ.

3 Uniform distributions and power-laws

In this section we briefly discuss two of the most common probability distributions used to ap-
proximate the relative frequency of characters in natural language texts: the uniform distribution
and the Zipf ’s law distribution.

A very natural simplifying hypothesis which is commonly assumed in the analysis of text
algorithms is that given a text T over the alphabet Σ, all characters of Σ occurs in T with the
same probability. Plainly, such an assumption simplifies the analysis and leads to more compact
expressions. A radix with a uniform distribution is called a constant radix. More formally we have
the following definition:

Definition 3 A radix Γ ≡ (Σ, ρΓ), where Σ = {c1, . . . , cσ} is an ordered set of characters, is
called a constant radix if its relative frequency function ρΓ satisfies

ρΓ(ci) =
1
σ
, for i = 1, . . . , σ . (1)
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Figure 1: The relative frequencies of words in the English text “Hamlet” by William Shakespeare
approximated with the Zipf’s law: linear plot on the left and log-log plot on the right.

On the other hand, the relative frequencies of characters in natural languages texts vary over
a quite large range. For instance, in the English language the letter e occurs with a relative
frequency of about 12.75%, whereas letters such as j and z occur with a much smaller relative
frequency of about 0.25%. Thus, when a more precise analysis is needed, one has to use probability
distributions which better approximate the relative frequencies in the natural language texts of
interest.

It turns out that a large number of naturally occurring phenomena, including word frequencies
in texts (cf. Zipf (1932)), distribution of city sizes (cf. Zipf (1949)), the number of visits to an
internet site (cf. Huberman and Adamic (2000)), the number of pages within a site (cf. Huberman
and Adamic (1999)), the number of links to a page (cf. Albert et al. (1999)), etc., obey a power-
law distribution. According to a power-law, the relative frequency f of occurrence of some event,
expressed as a function of the rank r of the event itself in the collection of all events, has the form

f(r) � r−γ ,

with the exponent γ close to unity.
Zipf’s law (cf. Zipf (1932)), named after the Harvard linguistic professor George Kingsley Zipf

(1902-1950), is one of the most interesting applications of the power-law to natural languages.
In particular, Zipf’s law connects the rank of a word in a natural language text with its relative
frequency on the text itself as follows: given a text T , Zipf’s law states that, with a very good
approximation, the relative frequency of a word is inversely proportional to the word rank. More
formally if R is the number of different words in T , then the relative frequency f(r) of a word
with rank r in T is approximated by the following expression:

f(r) � 1
r ln(1.78R)

.

Figure 1 shows the graph of the relative frequency function of words in the English text “Hamlet”
by William Shakespeare in a linear plot and in a log-log plot. In the linear plot, the distribution
is so extreme that the curve seems to have a perfect L-shape. In the log-log scale plot, the same
distribution assumes a rectilinear shape, which is the characteristic signature of a power-law.

It turns out that though the Zipf’s law has been formulated to describe the relation between
ranks and relative frequencies of words in texts, it can also be used to describe with a good
approximation also the relation between ranks and relative frequencies of characters in natural
language texts. This can be done by simply considering each character of the alphabet as a
one-letter word. More formally we have the following definition.
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Figure 2: The relative frequency of characters in the English text “Hamlet” by William Shakespeare
approximated with the Zipf’s law. The approximation error is E = 0.0064: linear plot on the left and
log-log plot on the right.

Definition 4 A radix Γ ≡ (Σ, ρΓ), where Σ = {c1, . . . , cσ} is an ordered set of characters, is
called a Zipfian radix if its frequency function ρΓ is a Zipf’s law of the type

ρΓ(ci) =
1

i ln(1.78σ)
, for i = 1, . . . , σ .

Figure 2 shows how Zipf’s law approximates the characters frequency function for the English text
“Hamlet”, both with a linear scale plot and with a log-log plot. In particular, from the log-log plot
it is evident that the real frequency function does not have a rectilinear shape. This fact suggests
that there might be other distributions which give better approximations of the relative frequency
function than Zipf’s law.

4 A new character distribution: the inverse-rank power-law

We present a new distribution model that gives a very good approximation of the relative frequency
function of characters in terms of their rank both in natural language dictionaries and texts. Such a
model is based on the following inverse-rank power-law of degree k, which states that if a collection
E of events with cardinality R, then the relative frequency f(r) of an event with rank r in E is
approximated by the expression

f(r) � (R − r + 1)∑R
j=1 j

k
.

Formally, the dictionary of a finite language L consists in the alphabetically ordered sequence
of all the distinct words of the language. To comply with the most common conventions, we
assume that each letter of a dictionary entry is in lower case, except for the first letter, which is
in upper case. The main difference between natural languages dictionaries and texts is that the
latter contain occurrences of the blank character, which, due to its very high relative frequency,
needs to be treated separately.

We first state the version of the inverse-rank power-law for dictionaries of natural languages
(namely for the cases in which we do not have to deal with the blank character anomaly).

Definition 5 A radix Γ ≡ (Σ, ρΓ), where Σ = {c1, . . . , cσ} is an ordered set of characters, is
called a dictionary radix if its frequency function ρΓ is an inverse-rank power-law, namely

ρΓ(ci) =
(σ − i+ 1)k∑σ

j=1 j
k

, for i = 1, . . . , σ ,

where k is a constant, named degree of the radix, and σ is the dimension of the alphabet Σ.
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Figure 3: (A) Approximation of the frequency function of the English dictionary, containing 151, 160
different words: the NLT-radix with degree k = 4.9 gives an approximation error E = 0.0023; the
Zipfian radix gives an approximation error E = 0.0123. (B) Approximation of the frequency function
of the Italian dictionary, containing 277, 313 different words: the NLT-radix with degree k = 5.1 gives
an approximation error E = 0.0023; the Zipfian radix gives an approximation error E = 0.009. (C)
Approximation of the frequency function of the German dictionary, containing 155, 457 different words:
the NLT-radix with degree k = 6.1 gives an approximation error E = 0.0014; the Zipfian radix gives an
approximation error E = 0.0079. (D) Approximation of the frequency function of the French dictionary,
containing 136, 595 different words: the NLT-radix with degree k = 5.1 gives an approximation error
E = 0.0037; the Zipfian radix gives an approximation error E = 0.0089.

Experimental results carried out on natural language dictionaries show that optimal T -radices of
dictionaries can be approximated very well by dictionary radices, for suitable values of the degree
k.

More formally if T is a natural language dictionary and Γ ≡ (Σ, ρΓ) is its optimal T -radix,
where |Σ| = σ, then we have that

ρΓ(ci) � (σ − i+ 1)k∑σ
j=1 j

k
, for i = 1, . . . , σ , (2)

for a degree k ∈ R whose value can be determined experimentally. Usually k ranges in the interval
[3..10].

Figure 3 shows the approximation of English, German, French, and Italian dictionaries with
both the Zipf’s law and the inverse-rank law. It turns out from experimental results that, in all
cases, the inverse-rank law has a smaller approximation error than the Zipf’s law.

Generic natural language texts present a different structure than dictionaries. A first difference
is that the rank of a character in a natural language text may be different from its rank in the
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(B) ‘La Divina Commedia’ by Dante Aligheri
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(C) ‘Don Quijote’ by Cervantes
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Figure 4: The frequency functions of four natural language texts approximated with NLT-radices
according to equation (3). (A) The drama “Hamlet”, by William Shakespeare, has been approximated
with a NLT-radix with degree k = 4.7 and approximation error E = 0.0012. (B) The poem “La Divina
Commedia”, by Dante Alighieri, has been approximated with a NLT-radix with degree k = 5.9 and
approximation error E = 0.0013. (C) “Don Quijote”, by Cervantes, has been approximated with a
NLT-radix with degree k = 9.8 and approximation error E = 0.0010. (D) “De la Terre à la Lune”, by
Jules Verne, has been approximated with a NLT-radix with degree k = 9.0 and approximation error
E = 0.0017.

corresponding dictionary. Consider for instance the letter h in the English language. Though
the h occurs in a comparatively small number of English words, it appears in several of the most
commonly used words, such as “the”, “then”, “there”, and “that”.

Another difference is that the alphabet of a natural language text is usually bigger than the
alphabet of the corresponding dictionary, since the former contains punctuation marks, numbers,
blanks, etc. Moreover, in natural language texts the blank character is far more frequent than the
remaining characters.

Much the same law defined above may be used also to approximate the optimal radices of
natural language texts. We only need to take care of the blank problem.

Suppose that lw is the average length of a word in a natural language text and that nb is the
number of occurrences of the blank character. Then since a blank character is simply a separator
between two different words, we count nb + 1 words in the text and the expected number of
occurrences of the blank character, E[nb], in a natural language text of length n is approximatively
given by

E[nb] =
n− lw
lw − 1

.

Thus for natural language texts we have the following definition.
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Definition 6 A radix Γ ≡ (Σ, ρΓ), where Σ = {c1, . . . , cσ} is an ordered set of characters of
size σ, is called a natural language text radix, NLT-radix for short, if its frequency function ρΓ

satisfies

ρΓ(ci) =

{
(σ−i+1)k

γ
�

σ
j=2 jk if i ∈ {2, . . . , σ}

E[nb] if i = 1

where k is a constant, named degree of the radix, and γ is a normalization constant given by

γ =
E[nb]∑σ

i=2 i
k

+ 1.

Experimental results show that in a natural language text the average length of a word is ap-
proximatively of 5 letters and so the percentage of blank characters in a natural language text is
expected to be about 16%. Thus if T is a natural language text and Γ ≡ (Σ, ρΓ) is the optimal
T -radix, where |Σ| = σ, then we have that

ρΓ(ci) �
{

(σ−i+1)k

1.19
�σ

j=2 jk if i ∈ {2, . . . , σ}
0.16 if i = 1 .

(3)

As in the case of dictionaries, the value of the degree k must be determined experimentally. Its
value usually ranges in the interval [3..10].

Figure 4 shows the frequency functions of four natural language texts approximated with the
inverse-rank law, according to equation (3). In all cases, t turns out that the approximation error
is very low. Moreover in Figure 5 we report the results of a more extensive set of experiments
performed on a set of natural language texts. For each test we have reported the approximation
errors obtained by the inverse-rank law distribution, EIR, and by the Zipf’s law distribution, EZipf .

A tool for testing the inverse-rank and the Zipf’s laws on natural language texts is available
at the URL:

http://www.dmi.unict.it/∼faro/index.php?sec=nlptrj

5 A case study: the analysis of a string matching algorithm

In this section we briefly investigate the probabilistic behavior of the Boyer-Moore-Horspool string-
matching algorithm (cf. Horspool (1980)), used for searching all occurrences of a pattern P of
length m in a text T of length n. We suppose that both patterns and texts are written over the
same radix Γ and assume the independence of alphabet characters. Our short investigation covers
the two cases when the radix itself has an homogeneous distribution of characters or follows an
inverse-rank law distribution as described in the previous section. Our main aim is to compare the
theoretical results obtained by assuming a constant and an NLT-radix, with experimental results
obtained by testing the Boyer-Moore-Horspool string-matching algorithm on natural language
texts.

5.1 The Boyer-Moore-Horspool heuristics

The Boyer-Moore-Horspool Horspool (1980) is an efficient string-matching algorithm. Its heuris-
tics is a slight modification of the original Boyer-Moore bad-character rule (see Boyer and Moore
(1977)). It has been empirically shown that, in practical cases, the Boyer-Moore-Horspool algo-
rithm leads to better performance though it has a O(nm) worst-case time. In this section we
describe the algorithm and introduce the basic terminology.

Let T be a text of length n and let P be a pattern of length m. When the character P [0] is
aligned with the character T [s] of the text we say that the pattern P has shift s in T . In this case
the substring T [s .. s+m− 1] is called the current window of the text. If T [s .. s+m− 1] = P , we
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Title (Author) Language Length σ k EIR EZipf %

Hamlet (Shakespeare) English 174073 65 4.7 .0014 .0064 78%

Othello (Shakespeare) English 175493 74 4.2 .0033 .0044 25%

The rime of the mariner (Coleridge) English 20392 63 4.5 .0020 .0061 67%

Romeo and Juliet (Shakespeare) English 155532 74 5.4 .0030 .0049 38%

The importance of being earnest (Wilde) English 119468 71 4.3 .0018 .0048 62%

De la Terre à la Lune (Verne) French 347405 86 9.0 .0017 .0056 69%

La machine d’arithmètique (Pascal) French 34142 74 7.7 .0021 .0063 66%

L’Avare (Molière) French 124671 76 5.0 .0024 .0048 50%

L’origine des espèces (Darwin) French 1388707 82 9.2 .0018 .0065 72%

Les Rèvoltès de la Bounty (Verne) French 44827 83 8.7 .0017 .0054 68%

Manifeste du Parti Communiste (Marx) French 117708 81 8.9 .0019 .0065 70%

Cos̀ı è se vi pare (Pirandello) Italian 100270 60 4.5 .0026 .0052 50%

Gerusalemme liberata (Tasso) Italian 687644 69 5.9 .0034 .0065 47%

I Malavoglia (Verga) Italian 501172 68 7.5 .0011 .0068 83%

Il fu Mattia Pascal (Pirandello) Italian 454113 81 8.8 .0009 .0062 85%

La Divina Commedia (Alighieri) Italian 548159 62 5.9 .0010 .0078 87%

Mastro Don Gesualdo (Verga) Italian 655719 64 6.3 .0011 .0070 84%

Ultime lettere di Jacopo Ortis (Foscolo) Italian 284831 70 7.7 .0011 .0071 84%

Don Quijote (Cervantes) Spanish 2106143 89 9.8 .0010 .0057 82%

Figure 5: Experimental results on various of natural language texts

say that the shift s is valid. Moreover, if the pattern P has shift s in T , we say that the character
T [s+m− 1] is the current head of the text.

The Boyer-Moore-Horspool algorithm works as follows. First, during a preprocessing phase,
the algorithm calculates the mapping hbcP , called the Horspool bad-character function, which
later is accessed to determine nontrivial shift advancements. Next, starting with shift s = 0, it
looks for all valid shifts, by executing a matching phase, which checks whether the shift s is valid
and computes a positive shift increment hbcP (T [s+m − 1]). Such increment is used to produce
the new shift s+ hbcP (T [s+m− 1]) to be fed to the subsequent matching phase. The algorithm
stops when the shift s exceeds position n−m of the text.

For each value of the shift s the algorithm compares the pattern and the current window of
the text by checking if P [i] is equal to T [s + i] for all values i = 0, . . . ,m − 1, proceeding from
right to left, until a mismatch occurs or an occurrence of the pattern is found.

For any given pattern P , the preprocessing phase determines for each letter a ∈ Σ the shift
distance hbcP (a). When the current window of the text, for a given shift s, is to be abandoned the
current head of the text determines the shift. Suppose that the last occurrence of the character
T [s + m − 1] in P [0 ..m − 2] is at position j. Thus, we should shift the pattern to the right so
that the character P [j] corresponds to the character T [s + m − 1] of the text. If T [s + m − 1]
does not occur in P [0 ..m− 2] then we have to shift the window m position to the right, just past
position s+m− 1 of the text. More formally, at the end of each matching phase we have to shift
the window of the text by hbcP (T [s+m− 1]) positions to the right, where

hbcP (c) = min({1 ≤ k < m|P [m− 1 − k] = c} ∪ {m}), for all c ∈ Σ.

It turns out that the resulting algorithm performs well in practice and can be immediately
translated into programming code. Figure 6 shows the code of the Boyer-Moore-Horspool algo-
rithm. See Baeza-Yates and Régnier (1992) for a simple implementation of the algorithm in the
C programming language.

5.2 Average number of comparisons for the stationary problem

The average complexity of the Boyer-Moore-Horspool heuristic has been studied in depth (cf.
Baeza-Yates et al. (1990), Baeza-Yates and Régnier (1992) and Mahmoud et al. (1996)).
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Boyer-Moore-Horspool(P , T )
1. n = length(T )
2. m = length(P )
Preprocessing:
3. for all c ∈ Σ do hbcP (c) = m
4. for i = 0 to m− 1 do hbcP (P [i]) = m− i− 1
Searching:
5. s = 0
6. while s ≤ n−m do
7. j = m− 1
8. while j ≥ 0 and P [j] = T ′[s+ j] do j = j − 1
9. if j < 0 then print(s)
10. s = s+ hbcP (T [s+m− 1])

Figure 6: The Boyer-Moore-Horspool algorithm.

In this subsection we briefly summarize the analysis of Boyer-Moore-Horspool algorithm
following Mahmoud et al. (1996), where the problem is reduced to the stationary case in which
the pattern is fixed. Then, in the next subsection, we generalize this result to the case in which
the pattern is random, by reducing the problem to a word enumeration problem. Finally, we
approximate the results in order to obtain a more manageable expressions.

One common characteristic of the Boyer-Moore type string-matching algorithms is their
dependency on history: the number of comparisons made on a given character depends on the
result of comparisons on neighbors. Hence, the first attempts to derive asymptotics used Markov
chains Baeza-Yates (1989), Barth (1984). Unfortunately, the use of Markov chains quickly leads
to a combinatorial explosion, when the size of the pattern increases.

Here we shall assume that the letters of the text are all independent and chosen from the
alphabet with a probability distribution {ρ(a)}a∈Σ.

Theorem 1 (Baeza-Yates et al. (1990)) Let P = P ′.x be a pattern of length m. There exist
a unique sequence 〈ci1 , . . . , cij 〉 of characters of Σ and a unique sequence 〈w1, . . . , wj〉 of words
such that

P = wj . . . w1x and
wh ∈ {ci1 , . . . , cih

}∗.{cih
}, for h = 1, . . . , j .

We denote |wi| by ki and identify the sequence of characters 〈ci1 , . . . , cij 〉 with the sequence of
indices I = 〈i1, . . . , ij〉. Similarly, we identify the sequence of words 〈w1, . . . , wj〉 with the sequence
K = 〈k1, . . . , kj〉 of their lengths. Observe moreover that each given pattern P is associated with
a unique pair of sequences (K, I) and the shift function hbcP can be rewritten as follows

hbcP (cih
) =

{
1 if h = 1
kh−1 + . . .+ k1 + 1 if 2 ≤ h ≤ j .

For instance, the pattern P = accbbaba, over the alphabet Σ = {a, b, c} has associated the
sequences: I = 〈2, 1, 3〉 and K = 〈1, 3, 3〉. In particular, P can be seen as the concatenation
P = w3.w2.w1.a = acc.bba.b.a, where |w1| = 1, |w2| = 3, and |w3| = 3. Moreover, we
have w1 ∈ {b}∗.{b}, w2 ∈ {b, a}∗.{a} and w3 ∈ {b, a, c}∗.{c}. The Boyer-Moore-Horspool
bad-character rule can be obtained as described above: hbcP (b) = 1, hbcP (a) = 1 + 1 = 2, and
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hbcP (c) = 1 + 1 + 3 = 5.

With any given pattern P , we associate a shift generating function, fP (z), defined as follows

fP (z) =
σ∑

i=1

ρ(ci)zhbcP (ci).

Observe that fP (z) must be a polynomial of the form

fP (z) = ρ(ci1)z + ρ(ci2)z
k1+1 + . . .+ ρ(cij )z

kj−1+...+k1+1 + (1 − ρ(ci1) − ρ(ci2) − . . .− ρ(cij ))z
m ,

where j is the number of distinct letters appearing among the first m − 1 letters of the pattern.
We have the following result concerning the number of heads for a stationary problem:

Theorem 2 (Mahmoud et al. (1996)) For the stationary problem of a given pattern P of
length m and a random text T of length n, the expected number of heads E[H [P ]

n ] converges asymp-
totically to nµP , where

µP =
1

f ′
P (1)

.

We observe that

f ′
P (1) =

σ∑
i=1

ρ(ci)hbcP (ci)

is the average shift for pattern P .
As in the above example, if P = accbbaba is a pattern over the alphabet Σ = {a, b, c}, then

the shift generating function is fP (z) = ρ(b)z + ρ(a)z2 + ρ(c)z5. The average shift of P is given
by expression f ′

P (1) = ρ(b) + 2ρ(a) + 5ρ(c). Assuming equiprobability of characters, we have that
ρ(c) = 1/3, for c ∈ Σ, and the average shift for P has value f ′

P = 1/3 + 2/3 + 5/3 � 2.66.

Given a fixed pattern P , it is reasonable to expect that at each head position a certain number of
comparisons is made by the algorithm, and thus, on average, the expected number of comparisons
E[C [P ]

n ] is proportional to the expected number of heads, which converges asymptotically to nµP .
This is indeed the case and the proportionality factor is a complicated function of the pattern, as
stated by the following theorem.

Theorem 3 (Mahmoud et al. (1996)) Let E[C[P ]
n ] be the expected number of text-pattern com-

parisons for a given pattern P of length m and a random text T of length n. Then

E
[C [P ]

n

n

]
→ µPSP ,

where

SP = 1 +
m∑

j=1

tj(j − 1) −
∑
a∈Σ


ρ(a) · m∑

j=hbcP (a)+2

tj(j − 1 − hbcP (a))




is the average number of comparisons between two shifts and

tj =
{

1 if j = 1
ρ(P [m− 1]) . . . ρ(P [m− j + 1]) if 2 ≤ j ≤ m− 1 .
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5.3 Averaging over random patterns

Theorem 3 gives the average number of text-pattern comparison performed by the Boyer-Moore-
Horspool algorithm in the case in which the pattern is fixed and the text is random. We now
extend this result to the general case in which the pattern is random too. A slight change of
notation will allow to present the result in a more compact form.

We can observe that all fixed patterns associated with the same pair of sequences (K, I) have
the same shift generating function f(z) and thus the same probabilistic behavior concerning the
average number of heads. Thus µP is therefore characterized by (K, I), and we shall simply use
the notation µ(K,I) for all patterns sharing the same pair of sequences (K, I).

As an example, suppose that the length of the pattern is m = 10 and that the alphabet is
Σ = {a, b, c}. Then the sequences I = 〈2, 1, 3〉 and K = 〈1, 3, 3〉 are associated to both patterns
P1 = bbcaaabc and P2 = accbbaba.

By averaging the result of Theorem 3 over random patterns, we obtain the following theorem

Theorem 4 Let E[Cm
n ] be the expected number of text-pattern comparisons for a random pattern

P of length m and a random text T of length n. Then

E
[Cm

n

n

]
→
∑
K

∑
I

µ(K,I)S(K,I) , (4)

where

S(K,I) =
∑

P∈P(K,I)

(
m−1∏
i=0

ρ(P [i])

)
SP

with P(K,I) standing for the set of all patterns sharing the same pair of sequences (K, I).

Moreover, we observe that for a given pattern P ∈ P(K,I) of length m the value
∏m−1

i=0 ρ(P [i]) is
the probability that pattern P is chosen among all patterns of length m.

The value given by (4) reduces to a computationally difficult enumeration of words. In the
following we give a reasonable approximation of the results obtained in Theorem 4.

First we define the shift generating function for all pattern P of length m as follows

fm(z) =
σ∑

i=1

ρ(ci)zE[hbcm(ci)] ,

where

E[hbcm(ci)] =
m∑

j=1

jPr{hbcm(ci) = j} =
m−1∑
j=1

jρ(ci)(1 − ρ(ci))j−1 +m(1 − ρ(ci))m−1

is the expected shift when the character ci is a head and the length of the pattern is m. Thus the
expected shift for a random pattern of length m is given by

f ′
m(1) =

σ∑
i=1

ρ(ci)E[hbcm(ci)] =
σ∑

i=1


m−1∑

j=1

jρ2(ci)(1 − ρ(ci))j−1 +mρ(ci)(1 − ρ(ci))m−1


 .

We can obtain an approximation for the expected number of heads in the case in which the pattern
is random. This value, denoted by µm, is asymptotically 1/f ′

m(1).
The average number of comparisons performed between two shift for all patterns of length m

can be efficiently approximated, according to Baeza-Yates et al. (1990), with the value

Sm = 1 + γ + . . .+ γm =
γm+1 − 1
γ − 1

,
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where γ =
∑σ

i=1 ρ(ci)
2. However the above approximation assumes no knowledge on left neighbors:

comparisons are random. However, if the last head position is attained in backward reading, a
match certainly occurs and the left neighbor will also be read. Hence, a second approximation is
given, according to Baeza-Yates and Régnier (1992), by the value

Sm = 1 + γ + . . .+ γshift + γshift + . . .+ γm−1 =
γm − 1
γ − 1

+ γshift .

Thus, the expected number of character comparisons, in the case of random pattern and random
text, can be approximated by

E
[Cm

n

n

]
� µmSm . (5)

5.4 Theoretical versus experimental results

In this section we compare experimental and theoretical results relative searching a set of pat-
terns on four natural language texts. In particular, theoretical results are computed according to
equation (5), assuming a constant radix and an NLT-radix.

For random texts under uniform distribution, the frequency function ρΓ is of the type defined
by (1). So, for each text character, the average number of comparisons performed by the Boyer-
Moore-Horspool algorithm is a function ψc(m,σ), whose value depends on m and σ.

In the case of natural language texts, by using equation (3), for each text character, the
average number of comparisons performed by the Boyer-Moore-Horspool algorithm is a function
ψe(m,σ, k), whose value depends on m, σ, and k.

Figure 7 allows to compare theoretical results with experimental results for four distinct natural
language texts. Experiments on each text consisted in searching 2000 patterns. Each pattern P
has been obtained by randomly selecting a value k in the range [0 .. n−m], where n is the length
of the text T and m is the length of the pattern. Then P is the substring T [k .. k +m− 1].

It turns out from experimental results that the theoretical values obtained by assuming an
inverse-rank law are very close to empirical results. Moreover, in all cases the values obtained
under a uniform distribution were always smaller than empirical results.

6 Conclusion

We have presented a variation of the power-law, called inverse-rank power-law, which models very
well the relative frequency distribution of characters in natural language dictionaries and texts.

Experimental results show that our proposed distribution achieves better results than the
standard power-law distributions. In particular we have compared the inverse-rank law against
the uniform distribution and the Zipf’s law.

We have also discussed an application of the inverse-rank law to the probabilistic analysis of a
string matching algorithm, by computing the average number of comparisons for random patterns
and random texts. It turns out that the theoretical values computed by assuming an inverse-rank
law distribution perfectly agree with empirical results.
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Figure 7: Theoretical vs. experimental results relative to four natural language texts. Symbols ψe and
ψu denote respectively the values of functions ψe(m,σ, k) (inverse-rank law) and ψu(m,σ) (uniform
distribution), whereas Ψ denotes the average number of comparisons calculated experimentally (real
data).
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Abstract

In this paper we present a framework for creating natural language interfaces to action-based
applications. Our framework uses a number of reusable application-independent components,
in order to reduce the effort of creating a natural language interface for a given application.
Using a type-logical grammar, we first translate natural language sentences into expressions
in an extended higher-order logic. These expressions can be seen as executable specifications
corresponding to the original sentences. The executable specifications are then interpreted
by invoking appropriate procedures provided by the application for which a natural language
interface is being created.

1 Introduction

The separation of the user interface from the application is regarded as a sound design principle.
A clean separation of these components allows different user interfaces such as GUI, command-
line and voice-recognition interfaces. To support this feature, an application would supply an
application interface. Roughly speaking, an application interface is a set of “hooks” that an
application provides so that user interfaces can access the application’s functionality. A user
interface issues commands and queries to the application through the application interface; the
application executes these commands and queries, and returns the results back to the user interface.
We are interested in applications whose interface can be described in terms of actions that modify
the application’s state, and predicates that query the current state of the application. We refer to
such applications as action-based applications.

In this paper, we propose a framework for creating natural language user interfaces to action-
based applications. These user interfaces will accept commands from the user in the form of
natural language sentences. We do not address how the user inputs these sentences (by typing,
by speaking into a voice recognizer, etc), but rather focus on what to do with those sentences.
Intuitively, we translate natural language sentences into appropriate calls to procedures available
through the application interface.

As an example, consider the application ToyBlocks. It consists of a graphical representation
of two blocks on a table, that can be moved, and put one on top of the other. We would like to be
able to take a sentence such as move block one on block two, and have it translated into suitable
calls to the ToyBlocks interface that would move block 1 on top of block 2. (This requires
that the interface of ToyBlocks supplies a procedure for moving blocks.) While this example is
simple, it already exposes most of the issues with which our framework must deal.

Our framework architecture is sketched in Figure 1. The diagram shows an application with
several different user interfaces. The box labeled “NLUI” represents the natural language user
interface that our framework is designed to implement. Our framework is appropriate for applica-
tions that provide a suitable application interface, which is described in Section 2. We expect that
most existent applications will not provide an interface conforming to our requirements. Thus,
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an adapter might be required, as shown in the figure. Other user interfaces can also build on
this application interface. The user interface labeled “Other UI 1” (for instance, a command-line
interface) does just that. The application may have some user interfaces that interact with the
application through other means, such as the user interface “Other UI 2” (for instance, the native
graphical interface of the application).

The translation from natural language sentences to application interface calls is achieved in two
steps. The first step is to use a categorial grammar (Carpenter, 1997) to derive an intermediate
representation of the semantics of the input sentence. An interesting feature of categorial grammars
is that the semantics of the sentence is compositionally derived from the meaning of the words
in the lexicon. The derived meaning is a formula of higher-order logic (Andrews, 1986). The key
observation is that such a formula can be seen as an executable specification. More precisely, it
corresponds to an expression of a simply-typed λ-calculus (Barendregt, 1981). The second step of
our translation is to execute this λ-calculus expression via calls to the application interface.

We implement the above scheme as follows. A parser accepts a natural language sentence from
the user, and attempts to parse it using the categorial grammar rules and the vocabulary from
the application-specific lexicon. The parser fails if it is not able to provide a unique unambiguous
parsing of the sentence. Successful parsing results in a formula in our higher-order logic, which
corresponds to an expression in an action calculus—a λ-calculus equipped with a notion of action.
This expression is passed to the action calculus interpreter, which “executes” the expression by
making appropriate calls to the application via the application interface. The interpreter may
report back to the screen the results of executing the actions.

The main advantage of our approach is its modularity. This architecture contains only a
few application-specific components, and has a number of reusable components. More precisely,
the categorial grammar parser and the action calculus interpreter are generic and reusable across
different applications. The lexicon, on the other hand, provides an application-specific vocabulary,
and describes the semantics of the vocabulary in terms of a specific application interface.

In Section 2 we describe our requirements for action-based applications. We define the notion
of an application interface, and provide a semantics for such an interface in terms of a model of the
application. In Section 3 we present an action calculus that can be used to capture the meaning of
imperative natural language sentences. The semantics of this action calculus are given in terms of
an action-based application interface and application model; these semantics permit us to evaluate
expressions of the action calculus by making calls to the application interface. Section 4 provides
a brief introduction to categorial grammars. Section 5 shows how these components (action-based
applications, action calculus, and categorial grammar) are used in our framework. We discuss
some extensions to the framework in Section 6, and conclude in Section 7.
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2 Action-Based Applications

Our framework applies to applications that provide a suitable Application Programmer Interface
(API). Roughly speaking, such an interface provides procedures that are callable from external
processes to “drive” the application. In this section, we describe in detail the kind of interface
needed by our approach. We also introduce a model of applications that will let us reason about
the suitability of the whole framework.

2.1 Application Interface

Our framework requires action-based applications to have an application interface that specifies
which externally callable procedures exist in the application. This interface is meant to specify
procedures that can be called from programs written in fairly arbitrary programming languages.
To achieve this, we assume only that the calling language can distinguish between objects (the
term ‘object’ is used is a nontechnical sense, to denote arbitrary data values), and Boolean values
tt (true) and ff (false).

An application interface specifies the existence of a number of different kind of procedures.

(1) Constants: There is a set of constants representing objects of interest. For ToyBlocks,
the constants are b1, b2, and table.

(2) Predicates: There is a set of predicates defined over the states of the application. A
predicate can be used to check whether objects satisfy certain properties, dependent on the
state of the application. Predicates return truth values. For ToyBlocks, we consider the
single predicate is on(bl , pos), that checks whether a particular block bl is in a particular
position pos (on another block or on the table). Each predicate p has an associated arity,
indicating how many arguments it needs.

(3) Actions: Finally, there is a set of actions defined by the application. Actions essentially
effect a state change. Actions can be given arguments, for example, to effect a change to a
particular object. For ToyBlocks, we consider a single action, move(bl , pos), which moves
block bl to position pos (on another block or on the table). As with predicates, each action
has an associated arity, which may be 0, indicating that the action is parameterless.

We emphasize that the application interface simply gives the names of the procedures that are
callable by external processes. It does not actually define an implementation for these procedures.

In order to prevent predicates and actions from being given inappropriate arguments, we
need some information about the actual kind of objects associated with constants, and that the
predicates and actions take as arguments. We make the assumption that every object in the
application belongs to at least one of many classes of objects. Let C be such a set of classes.
Although this terminology evokes object-oriented programming, we emphasize that an object-
oriented approach is not necessary for such interfaces; a number of languages and paradigms are
suitable for implementing application interfaces.

We associate “class information” to every name in the interface via a map σ. More specifically,
we associate with every constant c a set σ(c) ⊆ C representing the classes of objects that can be
associated with c. We associate with each predicate p a set σ(p) ⊆ Cn (where n is the arity of the
predicate), indicating for which classes of objects the predicate is defined. Similarly, we associate
with each action a a set σ(a) ⊆ Cn (again, where n is the arity of the action, which in this case
can be 0). As we will make clear shortly, we only require that the application return meaningful
values for objects of the right classes.

Formally, an application interface is a tuple I = (C, P, A, C, σ), where C is a set of constant
names, P is a set of predicate names, A is a set of action names, C is the set of classes of the
application, and σ is the map associating every element of the interface with its corresponding
class information. The procedures in the interface provide a means for an external process to
access the functionality of the application, by presenting to the language a generally accessible
version of the constants, predicates, and actions. Of course, in our case, we are not interested

85



in having arbitrary processes invoking procedures in the interface, but specifically an interpreter
that interprets commands written in a natural language.

In a precise sense, the map σ describes typing information for the elements of the interface.
However, because we do not want to impose a particular type system on the application (for
instance, we do not want to assume that the application is object-oriented), we instead assume
a form of dynamic typing. More precisely, we assume that there is a way to check if an object
belongs to a given class. This can either be performed through special guard predicates in the
application interface (for instance, a procedure is block that returns true if the supplied object
is actually a block), or a mechanism similar to Java’s instanceOf operator.

Example 2.1: As an example, consider the following interface IT for ToyBlocks. Let IT =
(C, P, A, C, σ), where, as we discussed earlier,

C = {b1,b2, table}
P = {is on}
A = {move}

We consider only two classes of objects, block , representing the blocks that can be moved, and
position , representing locations where blocks can be located. Therefore, C = {block , position}.

To define σ, consider the way in which the interface could be used. The constant b1 represents
an object that is both a block that can be moved, and a position to which the other block can
be moved to (since we can stack blocks on top of each other). The constant b2 is similar. The
constant table represents an object that is a position only. Therefore, we have:

σ(b1) = {block , position}
σ(b2) = {block , position}
σ(table) = {position}.

Correspondingly, we can derive the class information for is on and move:

σ(is on) = {(block , position)}
σ(move) = {(block , position)}.

2.2 Application Model

In order to reason formally about the interface, we provide a semantics to the procedures in
the interface. This is done by supplying a model of the underlying application. We make a
number of simplifying assumptions about the application model, and discuss relaxing some of
these assumptions in Section 6.

Applications are modeled using four components:

(1) Interface: The interface, as we saw in the previous section, specifies the procedures that
can be used to query and affect the application. The interface also defines the set C of classes
of objects in the application.

(2) States: A state is, roughly speaking, everything that is relevant to understand how the
application behaves. At any given point in time, the application is in some state. We
assume that an application’s state changes only through explicit actions.

(3) Objects: This defines the set of objects that can be manipulated, or queried, in the ap-
plication. As we already mentioned, we use the term ‘object’ in the generic sense, without
implying that the application is implemented through an object-oriented language. Every
object is associated with at least one class.

(4) Interpretation: An interpretation associates with every element of the interface a “mean-
ing” in the application model. As we shall see, it associates with every constant an object
of the model, with every predicate a predicate on the model, and with every action a state-
transformation on the model.
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Formally, an application is a tuple M = (I,S,O, π), where I in an interface (that defines the
constants, predicates, and actions of the application, as well as the classes of the objects), S is the
set of states of the application, O is the set of objects, and π is the interpretation.

We extend the map σ defined in the interface to also provide class information for the objects
in O. Specifically, we define for every object o ∈ O a set σ(o) ⊆ C of classes to which that object
belongs. An object can belong to more than one class.

The map π associates with every state and every element in the interface (i.e., every constant,
predicate and action) the appropriate interpretation of that element at that state. Specifically, for
a state s ∈ S, we have π(s)(c) ∈ O. Therefore, constants can denote different objects at different
states of the applications. For predicates, π(s)(p) is a partial function from O × . . .×O to truth
values tt or ff . This means that predicates are pure, in that they do not modify the state of an
application; they are simply used to query the state. For actions, π(s)(a) is a partial function from
O× . . .×O to S. The interpretation π is subject to the following conditions. For a given predicate
p, the interpretation π(s)(p) must be defined on objects of the appropriate class. Thus, the domain
of the partial function π(s)(p) must at least consist of {(o1, . . . , on) | σ(o1)×. . .×σ(on)∩σ(p) �= ∅}.
Similarly, for a given action a, the domain of the partial function π(s)(a) must at least consist of
{(o1, . . . , on) | σ(o1)× . . .×σ(on)∩σ(a) �= ∅}. Furthermore, any class associated with a constant
must also be associated with the corresponding object. In other words, for all constants c, we
must have σ(c) ⊆ σ(π(s)(c)) for all states s.

Example 2.2: We give a model MT for our sample ToyBlocks application, to go with the
interface IT defined in Example 2.1. Let MT = (IT ,S,O, π). We will consider only three states
in the application, S = {s1, s2, s3}, which can be described variously:

in state s1, blocks 1 and 2 are on the table
in state s2, block 1 is on block 2, and block 2 is on the table
in state s3, block 1 is on the table, and block 2 is on block 1.

We consider only three objects in the model, O = {b1, b2, t}, where b1 is block 1, b2 is block 2, and
t is the table. We extend the map σ in the obvious way:

σ(b1) = {block , position}
σ(b2) = {block , position}
σ(t) = {position}

The interpretation for constants is particularly simple, as the interpretation is in fact independent
of the state (in other words, the constants refer to the same objects at all states).

π(s)(b1) = b1

π(s)(b2) = b2

π(s)(table) = t.

The interpretation of the is on predicates is straightforward:

π(s1)(is on)(x) =
{

tt if x ∈ {(b1, t), (b2, t)}
ff if x ∈ {(b1, b1), (b1, b2), (b2, b1), (b2, b2)}

π(s2)(is on)(x) =
{

tt if x ∈ {(b1, b2), (b2, t)}
ff if x ∈ {(b1, t), (b1, b1), (b2, b1), (b2, b2)}

π(s3)(is on)(x) =
{

tt if x ∈ {(b1, t), (b2, b1)}
ff if x ∈ {(b1, b1), (b1, b2), (b2, t), (b2, b2)}.

The interpretation of move is also straightforward:

π(s1)(move)(x) =




s2 if x = (b1, b2)
s3 if x = (b2, b1)
s1 if x ∈ {(b1, t), (b1, b1), (b2, t), (b2, b2)}

π(s2)(move)(x) =
{

s1 if x = (b1, t)
s2 if x ∈ {(b1, b1), (b1, b2), (b2, t), (b2, b1), (b2, b2)}

π(s3)(move)(x) =
{

s1 if x = (b2, t)
s3 if x ∈ {(b1, t), (b1, b1), (b1, b2), (b2, b1), (b2, b2)}
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If a block is unmovable (that is, if there is another block on it), then the state does not change
following a move operation.

3 An Action Calculus

Action-based application interfaces are designed to provide a means for external processes to access
the functionality of an application. In this section we define a powerful and flexible language that
can be interpreted as calls to an application interface. The language we use is a simply-typed
λ-calculus extended with a notion of action. It is effectively a computational λ-calculus in the
style of Moggi (1989), although we give a nonstandard presentation in order to simplify expressing
the language semantics in terms of an application interface.

The calculus is parameterized by a particular application interface and application model. The
application interface provides the primitive constants, predicates, and actions, that can be used to
build more complicated expressions, while the application model is used to define the semantics.

3.1 Syntax

Every expression in the language is given a type, intuitively describing the kind of values that the
expression produces. The types used in this language are given by the following grammar.

Types:

τ ::= type
Obj object
Bool boolean
Act action
τ1 → τ2 function

The types τ correspond closely to the types required by the action-based application interfaces
we defined in the previous section: the type Bool is the type of truth values, with constants true
and false corresponding to the Boolean values tt and ff , and the type Obj is the type of generic
objects. The type Act is more subtle; an expression of type Act represents an action that can
be executed to change the state of the application. This is an example of computational type as
defined by Moggi (1989). As we shall see shortly, expressions of type Act can be interpreted as
calls to the action procedures of the application interface.

The classes C defined by the application interface have no corresponding types in this
language—instead, all objects have the type Obj. Incorporating these classes as types is an obvious
possible extension (see Section 6).

The syntax of the language is a straightforward extension of that of the λ-calculus.

Syntax of Expressions:

v ::= value
true | false boolean
λx:τ.e function
skip null action

e ::= expression
x variable
v value
id c() constant
idp(e1, . . . , en) predicate
ida(e1, . . . , en) action
e1 e2 application
e1?e2 : e3 conditional
e1; e2 action sequencing
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The expressions id c(), idp(e1, . . . , en) and ida(e1, . . . , en) correspond to the procedures (respec-
tively, constants, predicates, and actions) available in the application interface.1 So, for Toy-

Blocks, the constants are b1, b2, and table; the only predicate is is on; and the only action is
move. The expression e1?e2 : e3 is a conditional expression, evaluating to e2 if e1 evaluates to
true, and e3 if e1 evaluates to false. The expression e1; e2 (when e1 and e2 are actions) evaluates
to an action corresponding to performing e1 followed by e2. The constant skip represents an
action that has no effect.

Example 3.1: Consider the interface for ToyBlocks. The expression b1() represents block
1, while table() represents the table. The expression move(b1(), table()) represents the action
of moving block 1 on the table. Similarly, the action move(b1(), table());move(b2(),b1())
represents the composite action of moving block 1 on the table, and then moving block 2 on top
of block 1.

3.2 Operational Semantics

The operational semantics is defined with respect to the application model. More precisely, the
semantics is given by a transition relation, written (s, e) −→ (s′, e′), where s, s′ are states of the
application, and e, e′ are expressions. Intuitively, this represents the expression e executing in
state s, and making a one-step transition to a (possibly different) state s′ and a new expression
e′.

To accommodate the transition relation, we need to extend the syntax of expressions to account
for object values produced during the evaluation. We also include a special value � that represents
an exception raised by the code. This exception is used to capture various errors that may occur
during evaluation.

Additional Syntax of Expressions:

vo ∈ O object value
v ::= value

...
vo object
� exception

The transition relation is parameterized by the functions δc, δp and δp, given below. These
functions provide a semantics to the constant, predicate, and action procedures respectively, and
are derived from the interpretation π in the application model. The intuition is that evaluating
these functions corresponds to making calls to the appropriate procedures on the given application
interface, and returning the result.

Reduction Rules for Interface Elements:

δc(s, idc) � π(s)(id c)

δp(s, idp, v1, . . . , vn) �
{

π(s)(id p)(v1, . . . , vn) if σ(v1)× . . .× σ(vn) ∩ σ(idp) �= ∅

� otherwise

δa(s, ida, v1, . . . , vn) �
{

π(s)(ida)(v1, . . . , vn) if σ(v1)× . . .× σ(vn) ∩ σ(ida) �= ∅

� otherwise

Note that determining whether or not a primitive throws an exception depends on being able to
establish the class of an object (via the map σ). We can thus ensure that we never call an action or
predicate procedure on the application interface with inappropriate objects, and so we guarantee
a kind of dynamic type-safety with respect to the application interface.

1Constants are written idc() as a visual reminder that they are essentially functions: idc() may yield different
values at different states, as the semantics will make clear.
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Reduction Rules:

(Red App 1)
(s, e1) −→ (s, e′1)

(s, e1 e2) −→ (s, e′1 e2)

(Red App 2)
(s, e1) −→ (s, �)

(s, e1 e2) −→ (s, �)

(Red App 3)

(s, (λx:τ.e1) e2) −→ (s, e1{x←e2})
(Red OCon)

(s, idc()) −→ (s, δc(s, id c))

(Red PCon 1)
(s, ei) −→ (s, e′i) for some i ∈ [1..n]

(s, idp(. . . , ei, . . .)) −→ (s, idp(. . . , e′i, . . .))

(Red PCon 2)
(s, ei) −→ (s, �) for some i ∈ [1..n]

(s, idp(e1, . . . , en)) −→ (s, �)

(Red PCon 3)

(s, idp(v1, . . . , vn)) −→ (s, v)
δp(s, idp, v1, . . . , vn) = v

(Red If 1)
(s, e1) −→ (s, e′1)

(s, e1?e2 : e3) −→ (s, e′1?e2 : e3)

(Red If 2)
(s, e1) −→ (s, �)

(s, e1?e2 : e3) −→ (s, �)

(Red If 3)

(s, v?etrue : efalse) −→ (s, ev)

(Red Seq 1)
(s, e1) −→ (s′, e′1)

(s, e1; e2) −→ (s′, e′1; e2)

(Red Seq 2)

(s, �; e) −→ (s, �)

(Red Seq 3)

(s, skip; e) −→ (s, e)

(Red ACon 1)
(s, ei) −→ (s, e′i) for some i ∈ [1..n]

(s, ida(. . . , ei, . . .)) −→ (s, ida(. . . , e′i, . . .))

(Red ACon 2)
(s, ei) −→ (s, �) for some i ∈ [1..n]

(s, ida(e1, . . . , en)) −→ (s, �)

(Red ACon 3)

(s, ida(v1, . . . , vn)) −→ (s′, skip)
δa(s, ida, v1, . . . , vn) = s′

(Red ACon 4)

(s, ida(v1, . . . , vn)) −→ (s, �)
δa(s, ida, v1, . . . , vn) = �

The operational semantics is a combination of call-by-name and call-by-value semantics. More
specifically, actions are evaluated in a call-by-name fashion, while the remainder of the language is
evaluated in a call-by-value fashion. Intuitively, actions are evaluated under call-by-name because
premature evaluation of actions could lead to action procedures in the application interface being
called inappropriately. For example, under call-by-value semantics for actions, evaluation of the
following expression would call the action procedure for A, assuming A is an action in the appli-
cation interface: (λx:Act.false?x:skip) A. This does not agree with the intuitive interpretation
of actions. More importantly, the mapping from natural language sentences to expressions in our
calculus naturally yields a call-by-name interpretation of actions.

3.3 Type System

We use type judgments to ensure that expressions are assigned types appropriately, and that
the types themselves are well-formed. Roughly speaking, a type is well-formed if it preserves
the separation between pure computations (computations with no side-effects) and imperative
computations (computations that may have side-effects). The type system enforces that pure
computations do not change the state of the application. This captures the intuition that declar-
ative sentences—corresponding to pure computations— should not change the state of the world.
(This correspondence between declarative sentences and pure computations is made clear in the
next section.) The rules for the type well-formedness judgment � τ ok are given in the following
table.
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Judgments � τ pure , � τ imp , and � τ ok:

(Pure Obj)

� Obj pure

(Pure Bool)

� Bool pure

(Pure Fun)
� τ1 pure � τ2 pure
� τ1 → τ2 pure

(Imp Act)

� Act imp

(Imp Fun)
� τ2 imp

� τ1 → τ2 imp

(OK Pure)
� τ pure
� τ ok

(OK Imperative)
� τ imp
� τ ok

The judgment Γ � e : τ assigns a type τ to expression e in a well-formed environment Γ.
An environment Γ defines the types of all variables in scope. An environment is of the form
x1 : τ1, . . . , x : n : τn, and defines each variable xi to have type τi. We require that variables do
not repeat in a well-formed environment. The typing rules for expressions are essentially standard,
with the exception of the typing rule for functions, which requires that function types τ → τ ′ be
well-formed.

Judgment Γ � e : τ :

(Typ Var)

Γ, x : τ � x : τ

(Typ Obj)

Γ � vo : Obj

(Typ True)

Γ � true : Bool

(Typ False)

Γ � false : Bool

(Typ Exc)

Γ � � : τ

(Typ App)
Γ � e1 : τ → τ ′ Γ � e2 : τ

Γ � e1 e2 : τ ′

(Typ Fun)
Γ, x : τ � e : τ ′ � τ → τ ′ ok

Γ � λx:τ.e : τ → τ ′

(Typ If)
Γ � e1 : Bool Γ � e2 : τ Γ � e3 : τ

Γ � e1?e2 : e3 : τ

(Typ Skip)

Γ � skip : Act

(Typ Seq)
Γ � e1 : Act Γ � e2 : Act

Γ � e1; e2 : Act

(Typ ACon)
Γ � ei : Obj ∀i ∈ [1..n]
Γ � ida(e1, . . . , en) : Act

(Typ OCon)

Γ � id c() : Obj

(Typ PCon)
Γ � ei : Obj ∀i ∈ [1..n]
Γ � idp(e1, . . . , en) : Bool

It is straightforward to show that our type system is sound, that is, that type-correct expres-
sions do not get stuck when evaluating.

Theorem 3.2: If � e : τ , and s is a state, then there exists a state s′ and value v such that � v : τ
and (s, e) −→∗ (s′, v). Moreover, if � τ pure, then s′ = s.

Theorem 3.2 also implies that the language is strongly normalizing: the evaluation of every
expression terminates. This is a very desirable property for the language, since it will form part
of the user interface.

Example 3.3: Consider the following example, interpreted with respect to the application model
of Example 2.2. In state s1 (where both block 1 and 2 are on the table), let us trace through the
execution of the expression (λx:Obj.λy:Obj.move(x, y)) (b1()) (b2()). (We omit the derivation
indicating how each step is justified.)

(s1, (λx:Obj.λy:Obj.move(x, y)) (b1()) (b2())) −→
(s1, (λy:Obj.move(b1(), y)) (b2())) −→
(s1,move(b1(),b2())) −→
(s1,move(b1,b2())) −→
(s1,move(b1, b2)) −→
(s2, skip).
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In other words, evaluating the expression in state s1 leads to state s2, where indeed block 1 is on
top of block 2.

3.4 A Direct Interpreter

The main reason for introducing the action calculus of this section is to provide a language in
which to write expressions invoking procedures available in the application interface. However,
the operational semantics given above rely on explicitly passing around the state of the application.
This state is taken from the application model. In the model, the state is an explicit datum that
enters the interpretation of constants, predicates and actions. Of course, in the actual application,
the state is implicitly maintained by the application itself. Invoking an action procedure on the
application interface modifies the current state of the application, putting the application in a new
state. This new state is not directly visible to the user.

We can implement an interpreter based on the above operational semantics but without carry-
ing around the state explicitly. To see this, observe that the state is only relevant for the evaluation
of the primitives (constants, predicates, and actions). More importantly, it is always the current
state of the application that is relevant, and only actions are allowed to change the state. We can
therefore implement an interpreter by simply directly invoking the procedures in the application
interface when the semantics tells us to reduce via δc, δp, or δa. Furthermore, we need to be
able to raise an exception � if the objects passed to the interface are not of the right class. This
requires querying for the class of an object. As we indicated in Section 2.1, we simply assume that
this can be done, either through language facilities (an instanceOf operator), or through explicit
procedures in the interface that check whether an object is of a given class.

In summary, given an application with a suitable application interface, we can write an in-
terpreter for our action calculus that will interpret expressions by invoking procedures available
through the application interface when appropriate. The interpreter does not require an appli-
cation model. The model is useful to establish properties of the interpreter, and if one wants to
reason about the execution of expressions via the above operational semantics.

4 Categorial Grammars

In the last section, we introduced an action calculus that lets us write expressions that can be
understood via calls to the application interface. The aim of this section is to use this action
calculus as the target of a translation from natural language sentences. In other words, we describe
a way to take a natural language sentence and produce a corresponding expression in our action
calculus that captures the meaning of the sentence. Our main tool is categorial grammars.

Categorial grammars provide a mechanism to assign semantics to sentences in natural language
in a compositional manner. As we shall see, we can obtain a compositional translation from natural
language sentences into the action calculus presented in the previous section, and thus provide
a simple natural language user interface for a given application. This section provides a brief
exposition of categorial grammars, based on Carpenter’s (1997) presentation. We should note
that the use of categorial grammars is not a requirement in our framework. Indeed, any approach
to provide semantics to natural language sentences in higher-order logic, which can be viewed as
a simply-typed λ-calculus (Andrews, 1986), can be adapted to our use. For instance, Moortgat’s
(1997) multimodal categorial grammars, which can handle a wider range of syntactic constructs,
can also be used for our purposes. To simplify the exposition, we use the simpler categorial
grammars in this paper.

Categorial grammars were originally developed by Ajdukiewicz (1935) and Bar-Hillel (1953),
and later generalized by Lambek (1958). The idea behind categorial grammars is simple. We
start with a set of categories, each category representing a grammatical function. For instance, we
can start with the simple categories np representing noun phrases, pp representing prepositional
phrases, s representing declarative sentences and a representing imperative sentences. Given
categories A and B, we can form the functor categories A/B and B\A. The category A/B
represents the category of syntactic units that take a syntactic unit of category B to their right
to form a syntactic unit of category A. Similarly, the category B\A represents the category of
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syntactic units that take a syntactic unit of category B to their left to form a syntactic unit of
category A.

Consider some examples. The category np\s is the category of intransitive verbs (e.g., laughs):
they take a noun phrase on their left to form a sentence (e.g., Alice laughs or the reviewer laughs).
Similarly, the category (np\s)/np represents the category of transitive verbs (e.g., takes): they
take a noun phrase on their right and then a noun phrase on their left to form a sentence (e.g.,
Alice takes the doughnut).

The main goal of categorial grammars is to provide a method of determining the well-
formedness of natural language. A lexicon associates every word (or complex sequence of words
that constitute a single lexical entry) with one or more categories. The approach described by
Lambek (1958) is to prescribe a calculus of categories so that if a sequence of words can be assigned
a category A according to the rules, then the sequence of words is deemed a well-formed syntactic
unit of category A. Hence, a sequence of words is a well-formed noun phrase if it can be shown in
the calculus that it has category np. As an example of reduction, we see that if σ1 has category
A and σ2 has category A\B, then σ1 σ2 has category B. Schematically, A, A\B ⇒ B. Moreover,
this goes both ways, that is, if σ1 σ2 has category B and σ1 can be shown to have category A,
then we can derive that σ2 has category A\B.

Van Benthem (1986) showed that this calculus could be used to assign a semantics to terms
by following the derivation of the categories. Assume that every basic category is assigned a type
in our action calculus, through a type assignment T . A type assignment T can be extended to
functor categories by putting T (A/B) = T (B\A) = T (B) → T (A). The lexicon is extended so
that every word is now associated with one or more pairs of a category A and an expression α in
our action calculus of the appropriate type, that is, � α : T (A).

We use the sequent notation α1 : A1, . . . , αn : An ⇒ α : A to mean that expressions α1, . . . , αn

of categories A1, . . . , An can be concatenated to form an expression α of category A. We call α : A
the conclusion of the sequent. We use capital Greek letters (Γ, ∆,...) to represent sequences of
expressions and categories. We now give rules that allow us to derive new sequents from other
sequents.

Categorial Grammar Sequent Rules:

(Seq Id)

α : A⇒ α : A

(Seq Cut)
Γ2 ⇒ β : B Γ1, β : B, Γ3 ⇒ α : A

Γ1, Γ2, Γ3 ⇒ α : A

(Seq App Right)
∆⇒ β : B Γ1, α(β) : A, Γ2 ⇒ γ : C

Γ1, α : A/B, ∆, Γ2 ⇒ γ : C

(Seq App Left)
∆⇒ β : B Γ1, α(β) : A, Γ2 ⇒ γ : C

Γ1, ∆, α : B\A, Γ2 ⇒ γ : C

(Seq Abs Right)
Γ, x : A⇒ α : B

Γ⇒ λx.α : B/A

(Seq Abs Left)
x : A, Γ⇒ α : B

Γ⇒ λx.α : A\B

Example 4.1: Consider the following simple lexicon, suitable for the ToyBlocks application.
The following types are associated with the basic grammatical units:

T (np) = Obj
T (pp) = Obj
T (s) = Bool
T (a) = Act

Here is a lexicon that captures a simple input language for ToyBlocks:
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block one ⇒ b1() : np
block two ⇒ b2() : np
the table ⇒ table() : np
on ⇒ (λx:Obj.x) : pp/np
is ⇒ (λx:Obj.λy:Obj.is on(y, x)) : (np\s)/pp
if ⇒ (λx:Bool.λy:Act.x?y : skip) : (a/a)/s
move ⇒ (λx:Obj.λy:Obj.move(x, y)) : (a/pp)/np

This is a particularly simple lexicon, since every entry is assigned a single term and category.
Using the above lexicon, the sentence move block one on block two can be associated with the

string of expressions and categories λx:Obj.λy:Obj.move(x, y) : (a/pp)/np, b1() : np, λx:Obj.x :
pp/np, b2() : np. The following derivation shows that this concatenation yields an expression of
category a. (For reasons of spaces, we have elided the type annotations in λ-abstractions.)

b2():np⇒ b2():np

b1():np⇒ b1():np (†)
λx.λy.move(x, y):(a/pp)/np,b1():np, (λx.x) (b2()):pp⇒

(λx.λy.move(x, y)) (b1()) ((λx.x) (b2())):a

λx.λy.move(x, y):(a/pp)/np,b1():np, λx.x:pp/np,b2():np⇒
(λx.λy.move(x, y)) (b1()) ((λx.x) (b2())):a

where the subderivation (†) is simply:

(†) :

(λx.x) (b2()):pp⇒
(λx.x) (b2()):pp

(λx.λy.move(x, y)) (b1()) ((λx.x) (b2())):a⇒
(λx.λy.move(x, y)) (b1()) ((λx.x) (b2())):a

(λx.λy.move(x, y)) (b1()):a/pp, (λx.x) (b2()):pp⇒
(λx.λy.move(x, y)) (b1()) ((λx.x) (b2())):a

Hence, the sentence is a well-formed imperative sentence. Moreover, the deriva-
tion shows that the meaning of the sentence move block one on block two is
(λx:Obj.λy:Obj.move(x, y)) (b1()) ((λx:Obj.x) (b2())). The execution of this expression, sim-
ilar to the one in Example 3.3, shows that the intuitive meaning of the sentence is reflected by the
execution of the corresponding expression.

One might hope that the expressions derived through a categorial grammar derivation are
always valid expressions of our action calculus. To ensure that this property holds, we must
somewhat restrict the kind of categories that can appear in a derivation. Call a category A
imperative if it is category a, or if it is of the form B/C or C\B with B imperative. Let us say that
a derivation respects imperative structure if every category A with an embedded category a that
appears in the derivation is an imperative category. Intuitively, a derivation respects imperative
structure if it cannot construct declarative sentences that depend on imperative subsentences, i.e.,
a declarative sentence cannot have any “side effects.” We can show that any such derivation will
produce expressions that typecheck in the type system of the previous section.

Theorem 4.2: For any derivation of a sequent with conclusion α : A that respects imperative
structure, we have � α : T (A).

So, given a natural language imperative sentence from the user, we use the lexicon to find the
corresponding expressions and category pairs α1 : A1, . . . , αn : An, and then attempt to parse it,
that is, to find a derivation for the sequent α1 : A1, . . . , αn : An ⇒ α : a. If a unique such derivation
exists, then we have an unambiguous parsing of the natural language imperative sentence, and
moreover, the action calculus expression α is the semantics of the imperative sentence.

5 Putting it all together...

We now have the major components of our framework: a model for action-based applications
and interfaces to them; an action calculus which can be interpreted as calls to an application
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interface; and the use of categorial grammars to create expressions in our action calculus from
natural language sentences.

Let’s see how our framework combines these components by considering an end-to-end example
for ToyBlocks. Suppose the user inputs the sentence move block one on block two when blocks
1 and 2 are both on the table. Our framework would process this sentence in the following steps.

(1) Parsing: The ToyBlocks lexicon is used to parse the sentence. Parsing succeeds only if
there is a unique parsing of the sentence, otherwise the parsing step fails, because the sentence
was either ambiguous, contained unknown words or phrases, or was ungrammatical. In this
example, there is only a single parsing of the sentence (as shown in Example 4.1), and the
result is the following expression in our action calculus, which has type Act:

(λx:Obj.λy:Obj.move(x, y)) (b1()) ((λx:Obj.x) (b2())).

(2) Evaluating: The action calculus expression is evaluated using a direct interpreter imple-
menting the operational semantics of Section 3. The evaluation of the expression proceeds
as follows.

(s1, (λx:Obj.λy:Obj.move(x, y)) (b1()) ((λx:Obj.x) (b2()))) −→
(s1, (λy:Obj.move(b1(), y)) ((λx:Obj.x) (b2()))) −→
(s1,move(b1(), (λx:Obj.x) (b2()))) −→
(s1,move(b1, (λx:Obj.x) (b2()))) −→
(s1,move(b1, (b2()))) −→
(s1,move(b1, b2)) −→
(s2, skip).

In the process of this evaluation, several calls are generated to the application interface. In
particular, calls are made to determine the identity of the object constants b1 and b2 as b1

and b2 respectively. Then, during the last transition, guard predicates such as is block(b1)
and is position(b2) may be called to ensure that b1 and b2 are of the appropriate classes for
being passed as arguments to move. Since the objects are of the appropriate classes, the
action move(b1, b2) is invoked via the application interface, and succeeds.

(3) Reporting: Following the evaluation of the expression, some result must be reported back
to the user. Our framework does not detail what information is conveyed back to the user,
but they must be informed if an exception was raised during the evaluation of the expression.

In this example, no exception was raised, so what to report to the user is at the discretion of
the user interface. If the user interface had a graphical depiction of the state of ToyBlocks,
it may now send queries to the application interface to determine the new state of the world,
and modify its graphical display appropriately.

Let’s consider what would happen if an exception (�) was raised during the evaluation phase.
For example, consider processing the sentence move the table on block one. The parsing phase
would succeed, as the sentence is grammatically correct. However, prior to calling the action
move(t, b1), the evaluation would determine that the object t does not belong to the class block
(by a guard predicate such as is block(t) returning ff , or by some other mechanism). An exception
would thus be raised, and some information must be reported back to the user during the reporting
phase. Note that the framework has ensured that the action move(t, b1) was not invoked on the
application interface.

6 Extensions

Several extensions to this framework are possible. There is a mismatch of types in our framework.
The application model permits a rich notion of types: any object of the application may belong to
one or more classes. By contrast, our action calculus has a very simple notion of types, assigning the
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type Obj to all objects, and not statically distinguishing different classes of objects. The simplicity
of our action calculus is achieved at the cost of dynamic type checking, which ensures that actions
and predicates on the application interface are invoked only with appropriate parameters. It would
be straightforward to extend the action calculus with a more refined type system that includes a
notion of subtyping, to model the application classes. Not only would this extension remove many,
if not all, of the dynamic type checks, but it may also reduce the number of possible parses of
natural language sentences. The refined type system allows the semantics of the lexicon entries to
be finer-grained, and by considering these semantics, some nonsensical parses of a sentence could
be ignored. For example, in the sentence pick up the book and the doughnut and eat it the referent
of it could naively be either the book or the doughnut ; if the semantics of eat require an object
of the class Food and the classes of the book and the doughnut are considered, then the former
possibility could be ruled out.

Another straightforward extension to the framework is to allow the user to query the state by
entering declarative sentences and treating them as yes-no interrogative sentences. For example,
block one is on the table? This corresponds to accepting sequents of the form α1 : A1, . . . , αn :
An ⇒ α : s, and executing the action calculus expression α, which has type Bool. The categorial
grammar could be extended to accept other yes-no questions, such as is block two on block one?
A more interesting extension (which would require a correspondingly more complex application
model) is to allow hypothetical queries, such as if you move block one on block two, is block one
on the table? This corresponds to querying is block one on the table? in the state that would
result if the action move block one on block two were performed. This extension would bring our
higher-order logic (that is, our action calculus) closer to dynamic logic (Groenendijk and Stokhof,
1991; Harel et al., 2000). It is not clear, however, how to derive a direct interpreter for such an
extended calculus.

In Section 2.2 we made some simplifying assumptions about the application model. Chief
among these assumptions was that an application’s state changes only as a result of explicit actions.
This assumption may be unrealistic if, for example, the application has multiple concurrent users.
We can however extend the framework to relax this assumption. One way of relaxing it is to
incorporate transactions into the application model and application interface: the application
model would guarantee that within transactions, states change only as a result of explicit actions,
but if no transaction is in progress then states may change arbitrarily. The evaluation of an action
calculus expression would then be wrapped in a transaction.

Another restriction we imposed was that predicates be pure. It is of course technically possible
to permit arbitrary state changes during the evaluation of predicates. In fact, we can modify the
operational semantics to allow the evaluation of any expression to change states. If done properly,
the key property is still preserved: the evaluation of constants, predicates or actions rely only on
the current state, and all other transitions do not rely on the state at all. Thus, the semantics
remains consistent with interpreting expressions using calls to the application interface. However,
doing this would lose the intuitive meaning of natural language sentences that do not contain
actions; they should not change the state of the world.

7 Conclusion

We have presented a framework that simplifies the creation of natural language user interfaces for
action-based applications. The key point of this framework is the use of a λ-calculus to mediate
access to the application. The λ-calculus we define is used as a semantics for natural language
sentences (via categorial grammars), and expressions in this calculus are executed by issuing calls
to the application interface. The framework has a number of application-independent components,
reducing the effort required to create natural language user interfaces for a given application.

A number of applications have natural language interfaces (Winograd, 1971; Price et al., 2000),
but they appear to be designed specifically for the given application, rather than being a generic
approach. A number of methodologies and frameworks exist for natural language interfaces for
database queries (see Androutsopoulos et al. (1995) for a survey), but we are not aware of a
framework for deriving natural language interfaces to general applications in a principled manner.
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While the framework presented here is useful for the rapid development of simple natural
language user interfaces, the emphasis is on simple. Categorial grammars (and other techniques
that use higher order logic as the semantics of natural language) are limited in their ability to deal
with the wide and diverse phenomena that occur in English. For example, additional mechanisms
outside of the categorial grammar, probably application-specific, would be required to deal with
discourse. However, categorial grammars are easily extensible, by expanding the lexicon, and
many parts of the lexicon of a categorial grammar are reusable in different applications, making
it well-suited to a framework for rapid development of natural language user interfaces.

It may seem that a limitation of our framework is that it is only suitable for applications
for which we can provide an interface of the kind described in Section 2—the action calculus of
Section 3 is specifically designed to be interpreted as calls to an action-based application. However,
all the examples we considered can be provided with such an interface. It is especially interesting
to note that our definition of action-based application interfaces is compatible with the notion
of interface for XML web services (Barclay et al., 2002). This suggests that it may be possible
to derive a natural language interface to XML Web Services using essentially the approach we
advocate in this paper.
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Abstract

An enhanced generative formalism is proposed, based on the combination of two features:
contextual derivation (as in Marcus contextual grammars) and sorted dependency structures
(as in dependency grammars). The model is related to a variant of restarting automaton with
rewriting and deletion. Preliminary results on the generative power, closure and decidability
properties of the new model are presented.

Keywords: Contextual Grammar, Dependency Tree, Restarting Automaton

1 Introduction
In generative models based on constituency (like Chomsky grammars), the word order is imposed
by the structural description of the sentence (the constituency tree). This strong correlation is
somehow suitable for languages with a rather fix order of words in the sentence (as English, or
programming languages), but becomes very inefficient for languages which experience in different
degrees the phenomenon of free word order (such as Russian and other slavic languages). For
these latter languages, constituency trees are often replaced by more flexible syntactic structures,
as dependency trees.

A dependency tree is a tree with labeled edges over a set of lexical units. When considering
dependency trees resulted from syntactic analysis, edges are labeled by surface structure relations
(see Figure 1). Unlike constituency trees, dependency trees can be considered with or without

liked

John
����

A
movie

�������S

really
������� O

the
����D

Figure 1: Dependency tree for the sentence John really liked the movie

word order, and when considered with word order, this order is not necessarily imposed by the
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edges Martin Plátek for many interesting discussions on restarting automata, including a delete/rewrite variant
similar to the one presented here.



structure of the tree (see Dikovsky and Modina (2000) for a comparison between constituent and
dependency trees). Though, mathematical models proposed for the generation of dependency
trees (see again Dikovsky and Modina (2000)) are not very successful in efficiently manipulating
both dependencies and word order and in principle only the case of projective dependency trees
has been studied the most.

In this paper, we propose a mathematical model for the generation of dependency trees based on
the formalism of Marcus contextual grammars. Contextual grammars were introduced in Marcus
(1969) as an attempt to transform in generative devices some procedures developed within the
framework of analytical models (see Marcus (1997) for a comprehensive discussion on the linguistic
motivations of contextual grammars). In many respects, (the mathematical model of) contextual
grammars and (the linguistic model of) dependency grammars (see for example Mel’čuk (1987))
have the same roots and similar features (as the use of the intrinsic resources of the language).

However, no relationship was established yet between contextual and dependency grammars.
This happened probably because, originally, contextual grammars developed a string generative
mechanism and structures on strings generated by contextual grammars were introduced only
recently in Mart́ın-Vide and Păun (1998).

Marcus contextual grammars are intrinsic models without auxiliary symbols based only on the
fundamental linguistic operation of inserting words in given phrases according to certain contextual
dependencies. More precisely, contextual grammars include contexts (pairs of words), associated
with selectors (set of words); a context can be adjoined to any associated word-selector. In this
way, starting from a finite set of words, a language can be generated (see Marcus et al. (1998)).

Basically, what we propose is to consider an (ordered) dependency tree as a dual model, of a
string and of a tree. Consequently, a dependency tree will be generated by a set of hybrid rules,
in which the word order is imposed by the contextual mechanism, while the dependency structure
is constructed by a tree rewriting method.

Here we exemplify this construction using a simple variant of contextual grammar, which
inserts only one string at a time in a given context of selectors (so called 1-contextual grammar,
similar also to insertion grammar - see Păun (1997), Chapters 13 and 14, for details). In this
paper, we define and study some properties of sorted dependency 1-contextual grammars with
regular selectors.

An important achievement is made by relating the new generative model with a variant of
restarting automata. Restarting automata were introduced in a series of papers, Jančar et al.
(1995), Jančar et al. (1997), Jančar et al. (1999), in order to model the analysis by reduction of
the natural language, as defined by the linguistic schools of some countries (Czech, Russian, etc.).
The process of analysis by reduction is dual to the process of generation described by contextual
grammars and in papers like Mráz et al. (2000), the relationship between several forms of restarting
automata and corresponding classes of contextual grammars was given.

In this paper, we define a variant of restarting automaton working with two heads, one for
deletion only and the second for rewriting and we relate this restarting automaton to the class of
sorted dependency 1-contextual grammars with regular selectors.

The following notations are used through this paper. By [n] we denote the set of the first n
natural numbers, not equal to 0. Let V be an alphabet. By V + we denote the set of strings
v1 . . . vn, with vi ∈ V , for any i ∈ [n] and we denote V ∗ = V + ∪ {λ}, where λ is the empty string.
Let x ∈ V ∗ be a string and a ∈ V be a symbol. By |x| we denote the length x and by |x|a the
number of occurrences of a in x.

We denote by REG, LIN , CF , CS the classes of regular, linear, context-free and context-
sensitive languages, respectively.

The paper is organized as follows. In Section 2, we introduce dependency trees and (partial)
sorted dependency trees. In Section 3, we define 1-contextual grammars and sorted dependency
1-contextual grammars. In Section 4, we establish the equivalence between the sorted dependency
1-contextual grammars with regular selectors working in the top-down manner and a restricted
variant of restarting automata with delete/rewrite in the weak cyclic form. In the rest of the
paper, we present preliminary results on the class of languages generated by sorted dependency
1-contextual grammars with regular selectors, like results on the generative power in Section 5,
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Figure 2: Examples of a. sorted D-tree and b. sorted partial D-tree

closure properties in Section 6 and decidability properties in Section 7. Some conclusions are given
in the last section.

2 Dependency trees

A dependency tree (D-tree) is a tree whose nodes are labeled over an alphabet of terminal symbols.
We will introduce D-trees using the concept of a structured string from Marcus (1967) (see also
Mart́ın-Vide and Păun (1998), Marcus et al. (1998)).

A structured string over V is a pair (x, ρx), where x ∈ V + is a non-empty string over V and
ρx ⊆ [|x|] × [|x|] \ {(i, i) | i ∈ [|x|]} is an anti-reflexive binary relation, called dependency relation
on x. If x is a string and i ∈ [|x|], we denote by x(i) the i-th symbol of x. If iρxj, then we say
that x(j) depends on x(i). Let us denote by ρ+

x (and call dominance relation on x) the transitive
closure of ρx. If iρ+

x j, then we say that x(i) dominates x(j).
A structured string t = (x, ρx) is called a D-tree iff the dependency relation ρx induces a

structure of tree over x, i.e. i) there is 1 ≤ r ≤ [|x|] such that x(r) does not depend on any symbol
of x (r is called the root of t); ii) for any i ∈ [|x|] \ {r}, there is a unique index j ∈ [|x|] such that
x(i) depends on x(j); iii) ρ+

x is an anti-reflexive relation, i.e. (i, i) �∈ ρ+
x , for any i ∈ [|x|]. We

denote by ∆(V ) the set of D-trees over a set V of terminals.
Usually, the edges of a D-tree are also labeled over an alphabet of syntactic categories. Instead

of working with D-trees with labeled edges, we will consider syntactic categories (also called types,
or sorts) on the symbols that label the nodes.

Formally, let V be an alphabet and S be a finite set of sorts, such that V ∩ S = ∅. A sorted
partial D-tree over V and S is a pair t = (x, ρ), where x ∈ V + is a non-empty string over V and
ρ : [|x|] → S × ([|x|] ∪ S)∗ describes a tree-structure over [|x|], such that:

• There is a unique r ∈ [|x|] such that |αi|r = 0, for any i ∈ [|x|], with ρ(i) = (Ai, αi). We say
that r is the root of t.

• For any i ∈ [|x|]\, there is a unique j ∈ [|x|], such that |αj |i = 1 and |αk|i = 0, for any
k ∈ [|x|], with ρ(k) = (Ak, αk). We write dep(j, i) and we say that i depends on j.

• If dep is a binary relation of dependencies on [|x|], defined as above, then its transitive closure
dep+ is anti-reflexive.

For any i ∈ [|x|], with ρ(i) = (Ai, αi), we say that Ai is the sort of x(i). The nodes of t not
corresponding to any symbol in x are not ordered. A sorted D-tree is a sorted partial D-tree (x, ρ),
with ρ(i) ∈ S × ([|x|])∗, for any i ∈ [|x|] (see Figure 2, a. and b.). We denote by ∆(V, S) and
∆p(V, S) the set of sorted D-trees respectively, sorted partial D-trees over the alphabet V and the
set S of sorts.

Any D-tree with labeled edges can be transformed in a sorted D-tree. The sort of the symbol
from a node n will be the label of the (unique) edge which leads to n, except for the symbol from
the root of the tree, whose sort can be taken as a special element #.
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3 Contextual Grammars
An 1-contextual grammar (1CG) is a construct G = (V, A, R1, . . . , Rn) such that V is an alphabet,
A is a finite language over V (the set of axioms), and for any i ∈ [n], Ri = (Pi, Qi, zi) is a insertion
rule, with Pi, Qi ⊆ V ∗ (each element in Pi × Qi is called a pair of selectors) and zi ∈ V + (the
insertion string). The derivation in a 1CG is defined by:

x ⇒ y iff there exists i ∈ [n] such that x = uv with u ∈ Pi, v ∈ Qi and y = uziv.

If ∗⇒ is the reflexive and transitive closure of ⇒ then L(G) = {x ∈ V ∗ | ∃w ∈ A, w
∗⇒ x} denotes

the language generated by G. We say that G has a F choice, where F denotes a family of languages
if Pi, Qi ∈ F , for all 1 ≤ i ≤ n. We denote by 1C(F ) the class of languages generated by 1CGs
with F -choice.

A 1CG is a particular type of n-contextual grammar (with n = 1) as defined in Chapter 14 of
Păun (1997). A more appropriate name for 1CG would be that of insertion grammar, but this is
used in Păun (1997) for a different formalism and therefore we preferred to maintain the notations.

A sorted dependency 1-contextual grammar (SD1CG) is a construct G = (V, S, A, R1, . . . , Rn)
such that V is an alphabet, S is a finite set of sorts, A ⊆ ∆p(V, S) is a finite set of sorted D-trees
over V and S, and for any i ∈ [n], Ri = (Pi, Qi, ti) is a insertion rule, with Pi, Qi ⊆ V ∗ strings
over V and ti = (zi, ρi) ∈ ∆p(V, S) a sorted partial D-tree. A derivation in a SD1CG is defined
as a binary relation ⇒s over ∆p(V, S). A sorted partial D-tree (x, ρx) derives in a sorted partial
D-tree (y, ρy) iff there exists i ∈ [n], such that:

1. x = uv, with u ∈ Pi, v ∈ Qi and y = uziv

2. the tree-structure over [|y|] is built from the tree-structures over [|x|] and [|zi|].
We distinguish two types of derivation: top-down derivation, ⇒ts, when the root of ti, with
the sort A, replaces an occurrence of the sort A in β, where ρ(j) = (B, β), for some j ∈ [|x|];
and bottom-up derivation, ⇒bs, when (x, ρx) ∈ ∆(V, S) and the root of (x, ρx), with the sort
A, replaces an occurrence of the sort A in β, where ρ(j) = (B, β), for some j ∈ [|zi|]. Then,
⇒s is the union of ⇒ts and ⇒bs. If ∗⇒s is the reflexive and transitive closure of ⇒s, then
DL(G) = {t ∈ ∆(V, S) | ∃u ∈ A, u

∗⇒s t} denotes the sorted dendrolanguage (the set of sorted
D-trees) generated by G. Then, L(G) = {x ∈ V + | ∃(x, ρ) ∈ DL(G)} denotes the language
generated by G. The F -choice for a SD1CG is defined in the same way as for a 1CG. We denote
by SD1C(F ) the class of languages generated by SD1CGs with F -choice.

Example 1 Consider the SD1CG G = ({a, b, c}, {X, Y, Z}, [abc, (1, X, λ), (2, Y, 13), (3, Z, λ)],
({λ}, a+b+c+, [a, (1, X, λ)]), (a+, b+c+, [b, (1, Y, XY Z)]), (a+b+, c+, [c, (1, Z, λ)])). G has regular
choice. Then, L(G) = {anbncn | n ∈ IN∗}. The sorted D-tree from Figure 2a. is in DL(G).
Any derivation sequence in G is made by a bottom-up derivation, in which the second rule is
applied, followed by two top-down derivations corresponding to the first and the third rules, re-
spectively.

In the following section, we will also consider the class of languages generated by sorted de-
pendency 1-contextual grammars with F choice, using only top-down derivations.

4 Relationship with Restarting Automata
Automata with a restart operation, called restarting automata, were introduced in a series of
papers, Jančar et al. (1995), Jančar et al. (1997), Jančar et al. (1999), in order to model the
analysis by reduction of natural language sentences. The analysis by reduction consists of stepwise
simplification of an extended sentence so that the (in)correctness of the sentence is not affected.
In this way, after some number of steps, a simple sentence is got or an error is found. The process
of analysis by reduction is dual to the process of generation described by contextual grammars.

In Mráz et al. (2000), a relationship was established between several forms of restarting au-
tomata with a deletion operation and corresponding classes of contextual grammars. In this section
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we present a form of restarting automata with deletion and rewriting and we relate it to the class
SD1Ct(REG) of languages.

The variant of restarting automaton with two heads, one rewriting and the other one deleting,
was suggested to the first author by Martin Plátek, during a seminary held last year at the Charles
University in Prague, in relation with the formalism of free-order dependency grammars (see Holan
et al. (1998)).

The following definition is inspired from the definition of a restarting automaton from
Jančar et al. (1999). A restarting automaton with delete/rewrite (DRWRA) is a tuple M =
(Q, Σ, Γ, k, I, q0, QA, QR), where Q is a finite set of states, Σ and Γ are disjoint finite sets of sym-
bols, called the input alphabet and the work alphabet respectively. We denote V = Σ ∪ Γ, and
suppose that V does not contain the special symbols |c, and $ called the left sentinel and the right
sentinel, respectively. k is a nonnegative integer called the size of lookahead, q0 ∈ Q is the initial
state, QA ⊆ Q is the set of accepting states, QR ⊆ Q is the set of rejecting states. I is a finite set
of instructions of the following three types:

(1) (q, au) → (q′,MVR)

(2) (q, au) → (q′,RWR(v))

(3) (q, au) → RST

where q, q′ ∈ Q, a ∈ V ∪ { |c, $}, u, v ∈ V ∗ ∪ V ∗ · {$}, k ≥ |u| ≥ 0 and |au| ≥ |v| ≥ 0. If |v| = 0, we
will use the notation DEL instead of RWR(v).

The restarting automaton with delete/rewrite M is a device with a finite state control unit,
and two heads moving on a finite linear (doubly linked) list of items. The first item always contains
a special symbol |c, the last one contains another special symbol $, and each other item contains a
symbol from V . The heads have a lookahead ‘window’ of length k ( k ≥ 0) – besides the current
item, M also scans the next k right neighbor items (or simply the end of the word when the
distance to $ is less than k).

We suppose that the set of states Q is divided into two classes – the set of non-halting states
Q−(QA∪QR) (there is at least one instruction which is applicable when the unit is in such a state)
and the set of halting states QA ∪ QR (any computation finishes by entering such a state); the
set of halting states is further divided into the set of accepting states QA and the set of rejecting
states QR.

We also suppose that the set of states Q is divided in two disjoint subsets Q1 and Q2 corre-
sponding to the first, respectively the second head. If the automaton is in a state from Q1, then
the next instruction is applied to the first head, while if the automaton is in a state from Q2, then
the next instruction is applied to the second head.

The following conditions link the two heads with the corresponding states and instructions and
characterize the behavior of the automaton M .

• q0 ∈ Q1.

• (q, au) → (q′, ω) ∈ I implies q, q′ ∈ Q1, or q ∈ Q1, q
′ ∈ Q2, or q, q′ ∈ Q2.

• (q, au) → RST ∈ I implies q ∈ Q2.

• (q, au) → (q′, ω) ∈ I and q ∈ Q1 implies ω = MVR or ω = DEL.

• (q, au) → (q′,DEL) ∈ I and q ∈ Q1 implies a ∈ Γ and u = λ.

• (q, au) → (q′, ω) ∈ I and q ∈ Q2 implies ω = MVR or ω = RWR(v), for some v.

• (q, au) → (q′,RWR(v)) ∈ I and q ∈ Q2 implies au ∈ Σ+ and v ∈ Γ.

A configuration of the automaton M is (u, q, v), where u ∈ {λ} ∪ { |c} · V ∗ is the content
of the list from the left sentinel to the position of the head, q ∈ Q is the current state and
v ∈ { |c, λ} · V ∗ · {$} ∪ {λ} is the content of the list from the scanned item to the right sentinel.
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In the restarting configuration on a word w ∈ (Σ ∪ Γ)∗, the word |cw$ is stored in the items of
the list, the control unit is in the initial state q0, and the heads are attached to that item which
contains the left sentinel (scanning |c, looking also at the first k symbols of the word w). An initial
computation of M starts in an initial configuration which is a restarting configuration on an input
word (w ∈ Σ∗).

The computation of M is controlled by a finite set of instructions I of types (1), (2) and (3)
from above.

The left-hand side (q, au) of an instruction determines when it is applicable – q means the
current state (of the control unit), a the symbol being scanned by the head, and u means the
content of the lookahead window (u being a string of length k or less if it ends with $). The
right-hand side describes the activity to be performed.

In case (1), M changes the current state to q′ and moves the head to the right neighbor item
of the item containing a. In particular, if a = $ then q′ must be a halting state.

In case (2), the activity consists of deleting (removing) some items (at least one) of the just
scanned part of the list (containing au), and of rewriting some (possibly none) of the non-deleted
scanned items (in other words au is replaced with v, where v must be shorter than au). After that,
the head of M is moved to the right to the item containing the first symbol after the lookahead
and the current state of M is changed to q′. There are two exceptions: if au ends by $ then v also
ends by $ (the right sentinel cannot be deleted or rewritten) and after the rewriting the head is
moved to the item containing $; similarly, the left sentinel |c cannot be deleted or rewritten.

In case (3), RST means entering the initial state and placing the head on the first item of the
list (containing |c).

Any computation of a restarting automaton M is composed of certain phases. A phase called
cycle starts in a restarting configuration, the head moves to the right along the input list until a
restart operation is preformed, and M is resumed in a new restarting configuration. A phase of a
computation called tail starts in a restarting configuration, the head moves to the right along the
input list until one of the halting states is reached.

From the above conditions, it results that each cycle is divided in two sub-phases such that
in the first sub-phase the first head deletes some working symbols from the tape, then passes the
control to the second head which rewrites strings of input symbols into working symbols. We will
say that the first head is the deleting head, while the second head is the rewriting head.

In this paper, we work with restarting automata which are making at most m DEL-instructions
(which are performed by the first head), for a given constant m and exactly one RWR-instruction
(which is performed by the second head) in each cycle. We will call such a DRWRA, a restricted
DRWRA.

In general, a DRWRA is nondeterministic, i.e., there can be two or more instructions with the
same left-hand side (q, au). If it is not the case, the automaton is deterministic.

An input word w is accepted by M if there is an initial computation which starts in the initial
configuration with w ∈ Σ∗ (bounded by sentinels |c,$) on the list and finishes in an accepting
configuration where the control unit is in one of the accepting states. L(M) denotes the language
consisting of all words accepted by M ; we say that M recognizes the language L(M).

The automaton M is said to be in the weak cyclic form if all the restarting configurations that
are accepted without any cycle (thus, only by performing a tail) form a finite set.

The following two theorems use the same ideas as the corresponding theorems from Mráz et
al. (2000) for regular contextual grammars.

Theorem 1 For any SD1CG with regular selectors G working in the top-down derivation style,
there is a restricted DRWRA M in the weak cyclic form such that L(M) = L(G).

Proof Let G = (V, S, A, R1, . . . , Rn) be a SD1CG with regular selectors. The DRWRA M will
be constructed as a composition of several sub-automata. For every 1 ≤ i ≤ n, the automaton M
contains a sub-automaton Mi. If the insertion rule Ri = (Pi, Qi, ti) is described by the selector
pairs (u, v) ∈ Pi × Qi and the partial D-tree ti = (zi, ρi) with ρi : [|zi|] → S × ([|x|] ∪ S)∗, we
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denote by
mi =

∑

s∈S,j∈[|zi|]
|ρi(j)|s

the number of free sorts of ti. Then Mi performs the followings items:

• Mi starts in the initial state q0 with the first head, which deletes from the working tape mi

working symbols representing exactly the free sorts of ti. The order and the positions of
the working symbols that are deleted do not matter. The first head completely ignores the
input symbols that it finds on the tape.

• After finding and deleting the free sorts of ti, Mi starts with the second head from the
left sentinel of the tape. The second head moves along the tape, ignoring the working
symbols and simulating on input symbols a finite state automaton A(Pi) recognizing the
regular language Pi. If the simulated automaton A(Pi) gets into an accepting state then Mi

nondeterministically either continues the simulation of A(Pi) or tries to rewrite the string
zi into the working symbol. If zi is found and rewritten, then Mi starts the simulation
of A(Qi), the finite state automaton recognizing the language Ii, immediately after zi is
rewritten. Mi restarts (and implicitly M restarts) if A(Si) accepts and the whole word is
scanned. Otherwise, the input word is rejected by Mi.

If the set of axioms A contains n′ partial D-trees tn+1, . . . , tn+n′ , then for any j ∈ [n′], we define
a sub-automaton Mn+j , which performs a tails for the recognizing of the D-tree tn+j . Mn+j is
defined exactly like a sub-automaton Mi above, excepting that Mn+j does not check for a selector
pair, but checks that on the tape is only the string corresponding to the axiom tn+j and no other
(input or working) symbols. Then, Mn+j finishes in an accepting state.

All sub-automata of M will have mutually disjunctive sets of states with one exception: the
initial state which will be the initial state of all sub-automata. An input word w can be accepted
in one cycle if and only if it is from A ∩ ∆(V, S). From this follows that M is in the weak cyclic
form. Moreover, in any cycle or tail at most m = maxi∈n+n′mi working symbols are deleted.
Therefore, M is a restricted DRWRA.

Obviously, M recognizes exactly L(G).
�

Theorem 2 For any restricted DRWRA M in the weak cyclic form, there is a SD1CG with regular
selectors G working in the top-down derivation style such that L(G) = L(M).

Proof Let M = (Q, Σ, Γ, k, I, q0, QA, QR) be a restricted DRWRA in the weak cyclic form. We
construct a SD1CG G in the following way:

• The alphabet V of G is the input alphabet Σ of M .

• The set of sorts S of G is the working alphabet Γ of M .

• The set of axioms A of G is built from the restarting configurations of M that finish in an
accepting state. For any such a restarting configuration a partial D-tree t of depth one is
built by separating its input and working symbols, by taking one input symbol to be the
root of the tree and by attaching all the other symbols to the root. Any such restarting
configuration contains at least one input symbol, since even in a tail, the second head of M
should rewrite a non-empty string of input symbols by a working symbol. Arbitrary sorts
can be assigned to the nodes of t labeled by input symbols. Since M is in the weak cyclic
form, A is, as required, a finite set.

• The insertion rules of G are defined studying the set of working symbols that are deleted
by the first head and the string of input symbols that is rewritten by the second head in
all cycles between two consecutive restarting configurations. For any such a pair of working
symbols and input string, a rule in G, R = (P, Q, t) is defined. The partial D-tree t is built
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in a similar way as above (for the axioms of G), i.e. one input symbol is taken for the root
of t, its sort will be exactly the working symbol in which the input string is rewritten, while
the other input and working symbols will be attached to the root. The language P is defined
as the set of strings of input symbols that are read by the second head of M from the left
sentinel of the tape to the place where the rewriting is made. The language Q is defined
as the set of strings of input symbols that are read by the second head of M immediately
after the place where the rewriting is made until the right sentinel of the tape. From the
behavior of M (M just changes the state when reading these strings), it result that we can
built two finite automata to build P , respectively Q, thus these two languages are regular.
Moreover, since M is a restricted DRWRA and the length of the string of input symbols
which is rewritten by M in one cycle is bounded by the size of the lookahead (+1), the
number of rules that are defined in this way is finite.

Obviously, G generates exactly L(M).
�

5 Generative Power

In the sequel, we present some preliminary results on the generative power and closure properties
of SD1C(REG), the class of languages generated by SD1CGs with regular choice.

Theorem 3 The following inclusion holds: 1C(F ) ⊂ SD1C(F ), for any family of languages F .
If REG ⊆ F , then the inclusion is strict.

Proof Let G = (V, A, R1, . . . , Rn) be a 1CG with F -choice. We construct a SD1CG with F -choice
G′ = (V, S, A′, R′

1, . . . , R
′
n), where:

• S = {s}.

• A′ = {(x, ρ) | x ∈ A, ρ(i) = (s, i + 1), ∀i ∈ [|x| − 1], ρ(|x|) = (s, λ)}.

• R′
i = {(Pi, Qi, ti) | Ri = (Pi, Qi, zi), ti = (zi, ρi), ρi(j) = (s, j + 1), ∀j ∈ [|zi| − 1], ρi(|zi|) =

(s, s)}, for any i ∈ [n].

The dendrolanguage DL(G′) is built only by bottom-up derivations and it is easy to see that
L(G′) = L(G).

The language {anbncn | n ∈ IN∗} from Example 1 is in SD1C(REG) (and subsequently in
SD1C(F ), for any family F , with REG ⊆ F ), but it cannot be generated by any 1CG with any
kind of choice.

�

Theorem 4 The following strict inclusion holds: LIN ⊂ SD1C(REG).

Proof For any linear language L, we can consider a linear grammar G = (N, V, S, P ), with the
property that there is a partition of the set of productions P = P1 ∪P2 ∪P3 such that P1 contains
only productions of the form X → a, with X ∈ N and a ∈ V , P2 contains only productions of the
form X → aY , with X, Y ∈ N and a ∈ V , and P3 contains only productions of the form X → Y a,
with X, Y ∈ N and a ∈ V . Denote the productions in P2 by p21, . . . , p2n, and the productions in
P3 by p31, . . . , p3m. Then, we construct a SD1CG with F -choice G′ = (V, N, A, R1, . . . , Rm+n),
where:

• A = {(a, ρ) | X → a ∈ P1, ρ(1) = (X, λ)}.

• Ri = {({λ}, V +, ti) | ti = (a, ρi), ρi(1) = (X, 2Y ), p2i = X → aY }, for any i ∈ [n].

• Rn+i = {(V +, {λ}, ti) | ti = (a, ρi), ρi(1) = (X, 2Y ), p2i = X → Y a}, for any i ∈ [m].
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The dendrolanguage DL(G′) is built only by bottom-up derivations and it is easy to see that
L(G′) = L(G).

The language {anbncn | n ∈ IN∗} from Example 1 is in SD1C(REG), but it is not a linear
language.

�
The following is an example of linear language generated by a SD1CG with regular selectors.

Example 2 Let V = {a, b} be a two-letters alphabet. Then, consider G = (V, {X, Y, Z},
{[aa, (1, X, 2), (2, Y, λ)], [bb, (1, X, 2), (2, Z, λ)]}, (V +, {λ}, [a, (1, Y, X)]), ({λ}, V +, [a, (1, X, Y )]),
(V +, {λ}, [b, (1, Z, X)]), ({λ}, V +, [b, (1, X, Z)])), a SD1CG with regular choice. We obtain
L(G) = {ww̃ | w ∈ V +}, where by w̃ we denote the mirror image of w. Any derivation se-
quence in G is made by several two consecutive bottom-up derivations, in which either two as or
two bs are added.

Actually, Example 1 proves another result.

Theorem 5 SD1C(REG) is not included in CF .

It would be interesting to study also the reverse inclusion. Our strong belief is that
SD1C(REG) and CF are incomparable. Such a result would be supported by an example of
context-free language that cannot be generated by any SD1CG with regular selectors. We conjec-
ture that such a language can be obtained by concatenating the language L(G) from Example 2
with it self.

Conjecture 1 If L = {ww̃ | w ∈ V +}, over an alphabet V with at least two symbols, then the
language L2 is not in SD1C(REG).

If this conjecture is true, this would answer to many questions on the class SD1C(REG), as we
will point out below.

Theorem 6 The following inclusion holds: SD1C(REG) ⊆ CS.

Proof A linear bounded automaton (LBA) can be built for any language generated by a SD1CG
with regular selectors. If the language is obtained only by using the top-down derivation, then the
LBA can be defined in a similar way with the DRWRA introduced by the proof of Theorem 1.

�
The above inclusion is strict if the Conjecture 1 holds.

6 Closure Properties
It is known (see Păun (1997)) that contextual grammars have poor closure properties. However,
for SD1CGs with regular selectors at least one positive result in this direction can be stated.

Theorem 7 SD1C(REG) is closed under union.

Proof Let L1, L2 be two languages in SD1C(REG) and let G1 = (V1, S1, A1, R
1
1, . . . , R

1
n1

),
G2 = (V2, S2, A2, R

2
1, . . . , R

2
n2

) be two CD1CG with regular selectors generating L1, respectively
L2. We can suppose that the sets of sorts S1 and S2 are disjoint. We can built the CD1CG with
regular selectors G = (V1 ∪V2, S1 ∪V2, A1 ∪A2, R

1
1, . . . , R

1
n1

, R2
1, . . . , R

2
n2

). Then, L(G) = L1 ∪L2.
Indeed, because of the separation of the sorts of the two grammars, the derivation in the two

grammars do not mix even after putting them together and even if the two alphabets V1 and V2

are not disjoint. The language generated by G will contain exactly all the strings generated by
G1 or G2.

�
However, Conjecture 1 would imply (and we believe this is the case) a lot of negative closure

results like SD1C(REG) is not closed under catenation, Kleene +, morphisms or substitution.
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7 Decidability
At this moment, we know the decidability answer only for the membership problem.

Theorem 8 The membership problem is decidable for the class SD1C(REG).

Proof The membership of a string to a language generated by a SD1CG can be tested by listing
all the derivations that produce (partial) D-trees which a smaller number of symbols than the
given string. Since any insertion rule adds at least one symbol in the tree, this procedure is finite
for any given string, thus the membership problem is decidable.

�
The emptyness problem is usually trivial for contextual grammars because of the fact that the

language generated is empty if and only if the set of axioms is empty. In the case of SD1CGs, the
emptyness problem is not anymore trivial, since we allow partial D-trees in the set of axioms, i.e.
D-trees that do not correspond to strings in the language. If we restrict the model considering
only axioms which are (complete) D-trees, then again the emptyness problem is decidable in a
trivial way.

8 Conclusions
In this paper, we have introduced a generative model for dependency trees based on contextual
grammars. In this way, we have tried to enhance the unique generative mechanism of contextual
grammars with tree-like structures which are relevant from a linguistic point of view. We have
chosen the formalism of dependency trees since the mathematical model of contextual grammars
and the linguistic model of dependency grammars have similar roots and motivations. Compared
to other attempts to generate dependency trees (see Dikovsky and Modina (2000), for a survey,
or even Holan et al. (1998)), this approach generates directly dependency trees without taking
constituency trees as an intermediate level.

In this paper, we have related the new generative formalism to recognizers such that restarting
automata, that have also linguistic motivations and have been proved to be dual in some sense to
contextual grammars.

Also, we have proved some language theoretic properties of the new model, but many other
questions are still open.

However, from the results we have up to now, the model seems to be interesting enough for
continuing both the mathematical and the linguistic study.
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Abstract

A classical approach of modeling metaphoric expressions uses a source concept network that is
mapped to a target concept network. Both networks are usually represented as algebras. We
present a representation using the mathematically sound framework of anti-unification. We
will interpret metaphors as a special case of analogical reasoning for which anti-unification was
already successfully applied. Anti-unification has the advantage that a common structural
description of the involved concept networks can be given and the connection between source
domain and target domain are more clearly specified.

Keywords: Metaphors, Analogies, Anti-Unification

1 Introduction

There are not many spelled-out examples of mathematical models for metaphors. Although con-
ceptual discussions about metaphors on the one side and classifications of metaphors on the other
exist to a large extend, there are not many frameworks that try to analyze the formal properties
of metaphorical expressions.

An influential example for a formally more or less spelled-out theory of metaphors is Indurkhya
1992. In this account, Indurkhya represents the target concept network and the source concept
network as algebras, i.e. as pairs A = 〈A, Φ〉 resp. B = 〈B, Ψ〉 where A and B are sets of concepts
and Φ and Ψ are sets of operations defined on A respectively B (each with a certain arity). The
relation connecting target and source (called metaphorical relation) is considered again as an
algebra defined on the product of A and B. Indurkhya’s framework, on the one hand, models
nicely certain examples taken from analogies in formal languages, namely Hofstadter’s string
examples of proportional analogies. In these examples, relational properties of strings occurring
in the form (A : B) :: (C : ?) are considered (compare Hofstadter & The Fluid Analogies Research
Group 1995). On the other hand, there is neither a single explicitly formalized application of this
framework to metaphors in natural language nor an explicitly formalized application to certain
other non-trivial types of analogical reasoning different from string examples. We think that a
major reason for this fact is the quite unnatural usage of algebras in Indurkhya’s framework. A
second reason may be the complicated task to allow changes and errors in the establishment of the
metaphoric relation: Whereas formal languages provide a precisely defined field of investigation,
natural language metaphors and analogies in other domains are notoriously vague and therefore
subject to errors, misunderstandings, and wrong conceptualizations.

We propose a different approach for modeling metaphoric expressions using anti-unification.
A basic claim of our conceptual modeling of metaphors is the role analogical reasoning plays in
an appropriate conceptualization. We think that a large number of metaphors can be reduced to



analogical reasoning and the same frameworks that can be used for analogical reasoning can be
used for many types of metaphors as well.1 A reason for this is the fact that many metaphors
can be reformulated explicitly as analogies. For example, consider the following metaphoric
expression (1):

(1) Gills are the lungs of fish.

Clearly (1) can be reformulated as a proportional analogy by making the association of the
underlying concepts explicit:

(2) Gills are to fish as lungs are to mammals.

Although (2) specifies the relation between gills and lungs explicitly, whereas (1) does not,
the meaning of (1) and (2) are equivalent provided an appropriate context is given in which (1)
and (2) occur. An example, for such a context would be the zero context. An important claim of
this paper is that certain metaphors can be modeled using the same method that can successfully
be used for analogies, namely anti-unification.

The idea behind the anti-unification framework is basically to use a general structural
description of both, target and source, in order to give an analysis of a metaphorical expression.
In other words, the common structure needs to be identified. The theory of anti-unification can
be used for giving such a general structural description, determining the common structure of the
involved domains, provided there exists a term algebra formalizing the involved concept networks.
Such a structural description (together with substitutions) is usually called anti-instance. This
approach is known as calculating the most special generalization (compare Plotkin 1969) or
as anti-unification (compare Reynolds 1970). A precise formulation of the theory as well as
applications to certain types of analogies in naive physics was developed in Gust et. al. 2003a.

The remaining parts of this paper have the following structure: In Section 2, we will discuss the
similarities and differences between analogies and metaphors. A development of the basic ideas of
the framework of anti-unification together with an spelled-out example of an predictive analogy
from naive physics will be presented in Section 3, followed by a an application of this framework to
metaphors in Section 4. Finally in Section 5 some ideas concerning further work and a conclusion
will be presented.

2 Metaphors and Analogies

2.1 Similarities between Metaphors and Analogies

Analogies occur in a variety of domains, as well as in different forms. In order to classify certain
aspects and properties of analogical reasoning we propose the following classification of analogies
(Indurkhya 1992, Schmid et. al. 2003):

• Proportional analogies: They have the general form (A : B) :: (C : ?). These analogies
were studied in the domain of natural language (”Lungs are to humans as gills are to [fish]”),
with respect to geometric figures (Evans 1968, O’Hara 1992), and in string domains (Hof-
stadter & The Fluid Analogies Research Group 1995). Algebraic accounts for proportional
analogies were developed and successfully applied.

• Predictive analogies: These analogies explain a new domain (target) by specifying sim-
ilarities with a given domain (base), i.e. by transferring information from the base to the
target (cf. Gentner 1983). Examples are metaphoric expressions from the domain of natural

1An independent support of this claim is Gentner et. al. 2001.
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language (”Electricity is the water in an electric circuit”) as well as complex conceptualiza-
tions of physical correlations between seemingly different domains (compare Section 3 for a
detailed example).

• Analogical problem solving: This type of analogical reasoning is used to solve a problem
by transferring a solution from a well-known domain to a less well-known domain. An
example is the usage of a LISP program as a starting point for developing new program code
(Anderson & Thompson 1989).

It is not claimed that the above classification of analogies is complete, nor is it claimed that it
is the only possible one. Rather such a classification can be useful to specify different properties
of analogies: Whereas proportional analogies are determined by their form, predictive analogies
can vary across domains, and analogical problem solving transforms solutions of problems from
the source to the target.

It is often mentioned that metaphors are strongly connected to analogical reasoning (Gentner
et. al. 2001, Indurkhya 1992). As the classification above makes clear certain metaphors can be
considered as proportional analogies and predictive analogies. Dependent on contextual features
one and the same metaphor can be proportional or predictive. Consider the following metaphor:

(3) Electrons are the planets of the atom.

In a situation where a high school teacher is lecturing students elementary atom physics, (3)
can be interpreted as a predictive analogy: By an understanding of this analogy, the students
learn a new conceptualization of the atom. On the other hand, (3) can be simply interpreted
as a proportional analogy, for example, in a situation where we examine properties of types of
analogical reasoning.

In order to understand the metaphor represented by (3), it is necessary to figure out that
electrons play the functional role in the atom as planets do in the solar system (Rutherford
analogy). Hence, an association between the functional role revolves around between planets
and the sun and a functional role revolves around between electrons and the nucleus needs to
be established. Anti-unification can be used to find a common generalization of this functional
role, namely the revolves around relation between two variables that can be instantiated by the
corresponding concepts.

Predictive analogies were studied in the realm of naive physics. Quite explicitly spelled-out
examples of predictive analogies in naive physics can be found in Gust et. al. 2003a, Gust et. al.
2003b, and Schmid et. al. 2003. In these papers, the authors give the theoretical foundation of
anti-unification for axiomatic theories and examine, for example, the analogy between a heat-flow
system and a water-flow system: Like water flowing from a beaker to a vial in the case both are
connected and the pressure in the beaker is higher than the pressure in the vial, heat flows via
a bar connecting a cup with hot coffee and an ice-cube. As can be seen in Gust et. al. 2003a,
relevant concepts and laws of physics can be represented by a many-sorted term algebra and the
analogical inference can be drawn from anti-instances of a sufficiently specified conceptualization
of the water-flow system. A PROLOG program designed for solving predictive analogies in physics
with anti-unification can be found in Gust et. al. 2003a as well. We propose to use these ideas
for a modeling of metaphors as well. In order to get a flavor for the overall framework, we will
present a spelled-out example of a predictive analogy in Section 3.

2.2 Differences between Metaphors and Analogies

Although metaphors and analogies show a lot of similarities they require a different modeling.
Assume the metaphoric expression (3) is given establishing an analogy between electrons and
planets. In comparison to predictive analogies in naive physics, the metaphoric expression (3) is
both, simpler and more complicated:
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• Example (3) is simpler because several, sometimes quite complicated laws of physics need
not to be formalized in order to get a conceptualization and understanding: In many relevant
discourse contexts, a metaphorical relation establishes a simple analogy between particular
properties of the involved concepts. In this respect metaphors require just some (often clearly
preferred) transferred facts from the source to the target, whereas in the case of predictive
analogies whole theories nees to be considered.

• Metaphor (3) is more complicated than predictive analogies, because there is no clear correct
or incorrect way of modeling: Dependent on the context, the usage, and the intention of the
speaker metaphors can mean many different things, whereas in physics, a predictive analogy
either is in accordance to a given conceptualization of the laws of physics or is not.

The two mentioned aspects have certain consequences for our representation. In particular,
the modeling of predictive analogies as described in Gust et. al. 2003b and Schmid et. al. 2003
cannot be applied one-to-one to metaphoric expressions: In the physical realm there are theories
that govern analogical reasoning, but no such theories are, in general, available for metaphoric
expressions.2 Furthermore, whereas theories in physics provide a rich basis on which reasoning
can be established, no such theories are available for metaphors. Instead of theories, at most
lexical meanings of certain concepts can be presupposed. To make things even worse, such lexical
meanings can be quite different across speakers and therefore no common ground can be assumed.
For example, the concept of a planet for a physicist is clearly embedded in a physical theory where
certain laws govern the behavior of such an entity in a solar system. On the other hand, for a native
speaker of natural language, the concept of a planet is less clear: the speaker knows examples (like
Earth), perhaps she knows that planets occur always together with a sun, and perhaps she knows
that planets usually revolve around this sun. But this seems to be the maximal set of facts that
can be assumed concerning the assumptions that govern metaphorical expressions.

3 Using Anti-Unification for Predictive Analogies

3.1 A simple Example from Physics: The Rutherford Analogy

We will use the theory of anti-unification to model predictive analogies in naive physics.
Anti-unification is formally founded on the mathematics of term algebras (cf. Plotkin 1969). We
extend this framework to anti-unify not only terms but whole theories (for the details of the
theoretical background compare Gust et. al. 2003a). Because of the formally sound mathematical
framework it is possible to represent precise statements of a state of affairs and reasoning about
the quality of solutions. Furthermore, efficient algorithms can be derived from the framework in
a straightforward way. We will describe how anti-unification works using a simple example of
a predictive analogy. We want to represent the situation where a conceptualization of the solar
system can be used to get a new conceptualization of the Rutherford atom model. The following
ideas summarize the account in Gust et. al. 2003b where the interested reader is referred to for a
more explicit discussion of the topic. Another spelled-out example in the realm of naive physics
can be found in Schmid et. al. 2003. Furthermore, PROLOG programs can be found in Gust et.
al. 2003a that solve these predictive analogies. In this section, we will only give a rough overview
how anti-unification can be used to model predictive analogies.

The solar system is conceptualized by a model M1 as depicted in Table 1: Planets and sun are
considered to be objects. With respect to these objects certain observable properties (or features)
are measurable by performing experiments: the mass of an object, the distance between two
objects, and a force between two objects, called gravity, as well as the centrifugal force between
two objects - provided an object o1 is following a circular path around an object o2. Additionally,
certain facts and laws about objects are given governing the behavior of the system.

2Although those theories are considered as qualitative (not quantitative) and essentially causal in nature (and
not associative), they give a large amount of information about the involved domains.
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Table 1: Modeling the physics of a solar system (M1)

types
real, object, time

entities
planet : object
sun : object

functions
observable mass: object × time → real × {kg}
observable dist: object × object × time → real × {m}
observable gravity: object × object × time → real × {N}
observable centrifugal: object × object × time → real × {N}

facts
revolves around(planet, sun)
mass(sun) > mass(planet)
∀t : time : gravity(planet,sun,t) > 0
∀t : time : dist(planet, sun,t) > 0

laws
∀t : time, o1 : object, o2 : object :

dist(o1, o2, t) > 0 ∧
gravity(o1, o2, t) > 0
→
∃force : force(o1, o2, t) < 0 ∧
force(o1, o2, t) = centrifugal(o1, o2, t)

∀t : time, o1 : object, o2 : object :
dist(o1, o2, t) > 0 ∧
centrifugal(o1, o2, t) < 0
→
revolves around(o1, o2)

Now we will consider the atom model given by model M2 (Table 2). The conceptualization of
the atom does not contain a comparable amount of information as the conceptualization of the
solar system, because otherwise the establishment of a creative analogy would not be necessary. As
objects electron and nucleus are given. Observable properties are the electric charge of objects as
well as masses of objects. Additionally we assume that the Coloumb force between two objects can
be measured. Concerning facts governing electron and nucleus, we presuppose that the electron
as well as the nucleus have a mass and an electric charge. The latter is the reason why there
is a Coloumb force attracting the two objects. Notice that gravity as well as the Coloumb force
have the same direction, i.e. both forces attract electrons and the nucleus (represented by gravity
(electron, nucleus, t) > 0 and coloumb(electron, nucleus, t) > 0). As long as we are interested
in a qualitative analysis of the atom model, it is sufficient to consider only one force, namely the
one with the grater magnitude, i.e. the Coloumb force. Last but not least, we are able to perform
experiments, in order to test whether analogical transfers yield experimentally valid results. One
of these experiments is essentially an abstract representation of the Rutherford experiment, i.e.
an experiment that shows that electrons and nucleus have a distance from each other greater than
0.

Notice that the predicate revolves around has no corresponding predicate in the target domain.
Simply transferring this fact to the target would be possible in principal, but there is no way to
test in an experiment whether this predicate applies in the target domain. A better modeling is to
give an explanation why these concepts can be used in the target domain. This can be achieved
by performing an experiment measuring that dist(electron, nucleus,t) > 0 and by applying a
general (transferred) law from the base that results in the fact revolves around(electron, nucleus).

3.2 The Analogical Transfer

Anti-unification is the attempt to find generalizations (anti-instances) of the two models M1 and
M2. Let us first consider the classical case of term anti-unification: Anti-unifying two first-order
terms t1 and t2 of a term algebra means to construct a third term t and two substitutions Θ1

and Θ2 such that t1 = tΘ and t2 = tΘ. This can be naturally extended to the general case: A
substitution Θ assigns values to variables.

An important concept is this framework is subsumption. A term s subsumes a term t relative
to a given equational theory E if it holds (Burghardt & Heinz 1996):

s <E t :⇐⇒ ∃Θ : E � sΘ = t

A term t is called an anti-instance of a set of terms T if t subsumes all t′ of T . An equational
theory E is introduced because we want to be able to represent equivalences between expressions
of the form a < b and b > a. Although this is not crucial for our considerations here, such
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Table 2: Modeling the physics of the atom model (M2)

types
real, object, time

entities
electron: object
nucleus : object

functions
observable mass: object × time → real × {kg}
observable dist: object × object × time → real × {m}
observable electric charge: object → real × {eV}
observable coloumb: object × object × time → real × {N}

facts
mass(nucleus) > mass(electron)
electric charge(electron) < 0
electric charge(nucleus) > 0
∀t : time : coloumb(electron,nucleus,t) > 0

experiment
∀t : time : dist(electron,nucleus, t) > 0

equivalences can be important for implementations of the framework.
In a concrete situation usually one is confronted with a whole bunch of anti-instances. Then, it

is natural to ask for the set of those anti-instances that are most specific, complete, and minimal
(Gust et. al. 2003a). These anti-instances can be identified with generalizations that represent
structural descriptions of certain objects.

The sketched first-order case of anti-unification is simple and straightforward. But for our
purposes we need a weak form of second-order anti-unification. We make this clear using the
following example: Consider the following equivalence (where the expression on the left side is
an expression of equational theory E1 and on the right side there is an expression of equational
theory E2):

f(h(x, h(a, b))) ↔ g(h(a, b))

Syntactic anti-unification results in the anti-instance F (h(X, Y )) where the substitutions Θ1

and Θ2 are given as follows:

Θ1/Θ2 : F �→ f/g

X �→ x/a

Y �→ h(a, b)/b

Although F is a second-order variable, those second-order phenomena are not problematic. A
more complicated second-order generalization is discussed in Schmid et. al. 2003. We come back
to our example of the Rutherford analogy. The following table summarizes the anti-instances of
the anti-unification process (we use e and n as shortcuts for electron resp. nucleus and p and s
for planet resp. sun):

Table 3: Anti-Instances of our Modeling

Base Target A

mass(s) > mass(p) mass(n) > mass(e) mass(Y) > mass(X)

rev around(p,s) rev around(e,n) rev around(X,Y)

gravity(p,s,t) > 0 coloumb(e,n,t) > 0 F(X,Y,t) > 0

dist(p,s,t) > 0 dist(e,n,t) > 0 dist(X,Y,t) > 0

Applying appropriate substitutions to the anti-instances yield again facts of our models M1

and M2. Here are the corresponding substitutions Θ1 and Θ2 for the anti-unification process with
the property that Base = AΘ1 and Target = AΘ2:

Θ1/Θ2 : X �→ planet/electron

Y �→ sun/nucleus

F �→ gravity/coloumb
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Notice that by transferring the laws of the base domain to the target domain we get
hypothetical laws in the target domain as well. These laws are not simply mapped one-to-one
to the target but accordingly to the governing anti-instances. Table 4 specifies the result of
transferring the laws from the base to the target domain (governed by the anti-instances):

Table 4: Hypotheses of the Target Domain

laws
∀t : time, o1 : object, o2 : object :

dist(o1, o2, t) > 0 ∧
coloumb(o1, o2, t) > 0
→
∃force : force(o1, o2, t) < 0 ∧
force(o1, o2, t) = centrifugal(o1, o2, t)

∀t : time, o1 : object, o2 : object :
dist(o1, o2, t) > 0 ∧
centrifugal(o1, o2, t) < 0
→
revolves around(o1, o2)

A remark concerning the laws of the base domain should be added. These laws are transferred
to the target domain with their respective interpretation. Just because we can apply these laws, it
is possible to deduce that an electron is revolving around a nucleus, i.e. we can give an explanation
why the electron is revolving. Hence, modeling the Rutherford atom model in this way provides
a possibility to model the creative (or generative) aspect of predictive analogies.

4 The Modeling of Metaphors

Having set up the machinery so far, the application of anti-unification to metaphoric expressions
can be developed in this section. The structure of this section is as follows: First, we will restrict
the types of metaphors to those from the physical realm having a particular form. Second, we will
roughly point out the differences of the Rutherford analogy between the physical realm and the
corresponding metaphorical expression used in ordinary discourse situations and we will continue
to model metaphoric expressions in a naive way. Third, we will refine our naive modeling by
specifying which conceptualization must be assumed for modeling the metaphor.

4.1 Types of Metaphors

There are many different classifications of metaphors. Furthermore, there are many closely related
concepts to metaphors in linguistic theories like idioms, forms of irony, similes and the like. In
the following, we will discuss roughly which types of metaphors we will consider in this section,
namely metaphors that connect noun phrases directly by a form of to be. Examples of this type
of metaphors are the following ones:

(4)(i) Electrons are the planets of the atom.
(ii) Electricity is the water of an electric circuit.
(iii) Lawyers are sharks.
(iv) Juliet is the sun.

Another type of metaphoric expressions assigns a particular attribute to a concept (noun
phrase) that typically would not be considered as applicable in a conventional interpretation.
Reasons for the conventionally non-applicability of the attribute are usually sort problems: A
liquid can have a color, it can be oily or transparent, it can flow, be cold, or be warm and the like,
but usually a liquid cannot be soft like in (5)(i).

(5)(i) A soft wine.
(ii) A cold warrior.
(iii) A warm acknowledgment.

In this paper, we will not consider metaphors of the type exemplified in (5), although we
think that it is, in principal, possible to generalize and extend the present account to this type
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of metaphors as well. Whereas examples like the ones in (4) and (5) are as simple as possible,
this is quite often not true for metaphors occurring in poetic contexts. Examples like the often
cited poem Fog by Carl Sandburg where fog is metaphorically correlated to cats (which is a quite
non-obvious connection) are much more complicated to analyze than examples (4) and (5) (The
poem is quoted according to Indurkhya 1992):

The fog comes
on little cat feet.

It sits looking
over harbor and city
on silent haunches
and then moves on.

We will not consider those poetic metaphors in our modeling either. Another type of
expressions that are related to metaphors are idioms. They are usually considered as lexicalized
metaphors, i.e. as metaphors that are already transformed into conventionally interpreted
expressions. Idioms will not play a role in this paper. Although it would be interesting to
investigate how it is possible for a particular expression to change from a creative metaphor to a
conventional metaphor, i.e. an idiom, we will not provide an account for these language change
phenomena. Furthermore, examples of irony and similes will not count as metaphors here and
will not be considered in this section. Last but not least, we do not analyze or discuss many
types of unconventional usage of concepts in natural languages as metaphorical. For example,
if Tom says to Jim that his fish is in the living room referring to the wooden fish he bought in
Singapore, then this non-conventional usage of the concept fish has in our opinion nothing to do
with metaphors.

A further aspect concerns the domain of discourse. As a matter of fact, metaphors seem to
occur in nearly every domain of natural language discourse.3 For our purposes in this paper, we
will exemplify anti-unification just in the domain of naive physics, in order to show the general
possibility to apply this framework. The extension of this account to a variety of domains and
types of metaphors will be postponed to another paper.

4.2 The Rutherford Analogy as a Predictive Analogy and as a

Metaphor

Consider again the Rutherford analogy as given by the natural language description in (4)(i). Our
modeling in Subsection 3.1 and Subsection 3.2 presupposes a logical reformulation of physical
theories – clearly with the restriction that the representation is qualitative not quantitative.
These theories were used to anti-unify laws and facts from the base and the target domains.
Whereas this is a natural setting for modeling predictive analogies we think that in the case of
metaphorical expressions this approach is not appropriate: Understanding a metaphor like (4)(i)
does generally not presuppose broad knowledge about facts and laws of physical theories. A
rather simple and straightforward solution would be just to apply some thinning procedure to
the models M1 and M2 used to represent the predictive analogy case and to use this simplified
version for modeling the two realms in the metaphor case. We choose a slight variation of a
simplified model of Subsection 3.1 where the crucial preconditions that need to hold in order to
apply a law are coded in a more or less vague predicate approp constellation. The following table
summarizes the model of the base domain of the Rutherford metaphor.

3Possibly there are certain restrictions across languages. For example, in certain North-Australian languages
the usage of metaphors seems to be more restricted (compare Goddard forthcoming).
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Table 5: Naive Modeling of the Base Domain of the Rutherford Metaphor

types
object

entities
planet: object
sun: object

functions
mass: object → real × {kg}

facts
revolving around(planet, sun)
mass(sun) > mass(planet)

laws
mass(sun) > mass(planet) ∧
approp constellation(planet, sun)
→
revolving around(planet, sun)

Notice that we only assumed that there is some knowledge about the masses of the involved
objects as well as the fact that planets revolving around the sun. The law adds a relatively vague
claim about sufficient conditions about solar systems in order to guarantee that planets orbit
around the sun.

A very similar modeling can be proposed for the target domain. Because of the fact that the
target should be newly conceptualized transferring information from the base to the target, we
do not need to assume a lot of facts or laws in the target domain. Table 6 specifies some aspects
how a naive modeling could look like.

Table 6: Naive Modeling of the Target Domain of the Rutherford Metaphor

types
object

entities
electron: object
nucleus: object

functions
mass: object → real × {kg}

facts
mass(nucleus) > mass(electron)

Understanding metaphor (4)(i) can be interpreted as establishing successfully this
revolving around relation between electron and nucleus. The standard procedure of anti-
unification can do the job. Using the facts mass(sun) > mass(planet) in the base domain and
mass(nucleus) > mass(electron) in the target domain we can easily establish a connection be-
tween planet and electron on the one side and sun and nucleus on the other by finding appropriate
anti-instances of these facts. Again we apply the procedure that laws and facts that occur in M1

but not in M2 need to be transferred from M1 to M2. This is a crucial step in the whole set-up and
marks a creative aspect of the reasoning, because new information is transported from one (well-
understood) model to another (less understood) model. The association of planet and electron
on one side and sun and nucleus on the other together with a transfer of the revolving around
relation yields the desired result: The most specific generalization of source and target establishes
the following fact (interpreted as the most specific generalization of the corresponding fact in the
base domain): revolving around(X, Y ). With this generalization the following substitutions Θ1

and Θ2 are associated:

Θ1/Θ2 : X �→ planet / electron

Y �→ sun / nucleus

The described modeling is relatively simple and straightforward but shows also certain prob-
lems. First, it is not clear why it should be possible at all to infer the desired conclusion using
simple lexicalized meanings of the involved concepts. In particular, whether some abstract feature
like mass need crucially be assumed in the modeling or not is not absolutely clear. Second, there
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are often preferred interpretations of metaphors where a particular property of a concept guides
the whole correspondence process between base and target. Nothing in the modeling designates a
certain property as the preferred one. In particular with respect to transferred laws and facts, this
can become important: whereas in the physics realm, experiments can be performed in order to
test whether a particular transfer is successful or not, this is not possible in the realm of metaphoric
expressions. Consequently, we omitted a testing procedure (experiment) in the modeling of the
target. Preferred attributes would give a hint how we could get a reliable solution without avail-
able testing procedures. Third, the conceptualization is in a certain sense to general: a law in the
modeling of the base domain (like in Table 5) does not play any role in an understanding process
of such a metaphor. In total, it seems to be the case that the naive (and simple) way to model
metaphor (4)(i) causes several non-trivial problems. In the next subsection, we will refine our
modeling of the Rutherford metaphor.

4.3 Lexicalized concepts

In our view, metaphors operate on a basis that corresponds to a large extent to lexical meanings of
the involved concepts. Furthermore, the meaning of concepts does not include such an enormous
amount of abstract information as in the case of predictive analogies in naive physics. In particular,
what is missing is a theory of a particular domain under consideration: The lexical meaning of a
concept most often does not involve a spelled-out conceptualization comparable to current scientific
theories. Rather one or more preferred properties are often associated with metaphors governing
the new non-conventional meaning of the involved target concepts.4

We need to make things more precise concerning metaphor (4)(i): Considering the concept
planet, this concept is specified via a binary relation between planet and sun where additionally
a conceptualization of sun must be available:

• The concept sun is a lexicalized entity. As a possible conceptualization sun can have the
following properties: it occurs with other objects (like planets) and builds the center of
a more complex system that includes sun and these other objects. Important is that the
expansion of this system is finite, i.e. that it is nothing that is arbitrarily extended.

• A relation R to another object sun defines the concept planet. R is a two-ary relation
R(x, y) together with a certain sort restriction with respect to x and y. The idea is that sort
restriction only allows y to be of sort object (and not of sort real or time or anything like
this, because sun is is an object not a real number). R(x, y) is necessary to assume because
an object sun is not mentioned in (4)(i) and R(x, y) can introduce an object like sun. Hence,
this conceptualization of planet introduces a concept sun and links both concepts together
via a two-ary relation.

• Preferred properties are assigned to planet. For our purposes the preferred one is revolv-
ing around the sun. (In other metaphors preferred properties can be heavy, round and the
like.)

It is less clear, how much information concerning the gravitational center of solar systems needs
to be introduced at this point. This changes dramatically with respect to the intended speaker:
Whereas children usually do not know anything about gravitation and a central gravitation system,
people well-educated in physics – although non-specialists – can know a lot about these things.
For us, it is sufficient to assume that sun has the properties specified above.

Although the above remarks give a first idea how a modeling of the situation could look like
there is one point missing: What is R(x, y) in this account? Is it necessary that the relation
R(x, y) covers the revoling around relation? Or is it rather the case that from R and the
conceptualization of sun the revolving around property can be implied? Both possibilities do
not seem to be too counterintuitive. We assume here that the revolvoing around constraint is

4Notice that we restrict our attention to context independent metaphors. Taken context into account would
clearly make things more complicated.
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separately covered by a preferred property of planet and R(x, y) is used to introduce the concept
sun as well as linking sun and planet both concepts together. But clearly this seems not to be
the only possibility. To summarize the above considerations, the modeling of the base domain of
the Rutherford metaphor (4)(i) can look like follows:

Table 7: Modeling of the Base Domain

types
object

entities
planet: object
sun: object

facts
revolving around(planet, sun)
R(planet, sun)

On the target side, essentially two objects are mentioned: electron and nucleus. Because
both concepts occur together we can assume that a relation R′(x, y) holds between electron and
nucleus and this relation is restricted with respect to the involved sorts.

Table 8: Modeling of the Target Domain

types
object

entities
electron: object
nucleus: object

facts
R′(electron, nucleus)

Using this modeling of the domains, it is possible to apply the anti-unification process. Anti-
unification yields the desired generalization establishing the fact revolving around(electron,nucleus)
in the target domain in a straightforward way.

4.4 The General Case

The example in the above subsection makes crucial assumptions about the involved domains.
For the general case of metaphors in the physical realm, it is clear that such assumptions play
an important role for the understanding of metaphors: Often it is not only the lexical meaning
of the involved contexts but furthermore simply world knowledge of the hearer that makes an
understanding of metaphors possible. This is particularly true for metaphors in the physical
realm.

Here are some prerequisites that are needed for a successful establishment of a metaphor:

• Concepts of the base domain need to be introduced and (or) linked by a relation R

• Concepts of the target domain need to be linked via a relation R′

• Designated properties need to be assigned to elements of the base domain

• These designated properties can be transferred to the target using the anti-unification ma-
chinery

Clearly most of the knowledge that is required to understand metaphors is covered in the
designated properties of concepts in the base domain. In general, several of these properties needs
to be assumed. For example, planet could be in a similar role as sun in a metaphor like (6):

(6) An electron in a hydrogen atom is the moon of this atom
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In this example, planet needs to be introduced and linked to moon. The relevant properties of
planet change dramatically: Now the gravitation center is considered to be the planet. What is
needed for an appropriate modeling is a list of designated properties of the involved concepts. Such
a list must contain relevant information concerning possible properties of concepts that can play
a role in metaphors. Furthermore, it seems to be reasonable to rank these properties according to
their importance. Clearly, this is a highly empirical problem, but it is necessary to get a further
idea for a semantics of metaphors on the one hand and a tractable algorithm on the other.

5 Conclusion and Further Work

In this paper, we showed that on the one hand, metaphors and analogies are closely related to
each other but on the other both show significant differences at the same time. We introduced
the framework of anti-unification as a means to model generalizations of certain theories together
with the correlated instantiations of the underlying expressions in order to model predictive
analogies from naive physics. Finally we proposed possibilities to adapt the framework of anti-
unification to applications involving metaphors of natural language (restricted to a certain type of
metaphor). We think that – although the extent to which this theory can be successfully applied
to is not finally clear – it is nevertheless a promising approach that deserves further considerations.

It is clear that the proposal in this paper is only a first step towards a theory of metaphors.
Here are some points that are planned for further research: First, the development of a formal
semantics for the present approach should make the link between the algorithmic properties of
anti-unification and the meaning of the generalizations visible. Second, a reasonable fragment of a
natural language domain preferable from the realm of naive physics needs to be specified. Finally,
the existing PROLOG programs that are currently extended to model variations of domains and
heuristics in searching appropriate anti-instances for examples of predictive analogies in physical
theories need to be applied to metaphors as well.
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Abstract

A uniqueness type system can be used to obtain efficient, in-place modifications of data-
structures in referentially transparent languages. Uniqueness types distinguish values which
are referenced at most once from values which may be referenced an arbitrary number of
times. The former can be modified in-place without compromising referential transparency.
Uniqueness types are used in the declarative programming languages Concurrent Clean and
Mercury to provide efficiently updatable data-structures and I/O.

In this paper we establish a Curry-Howard-Lambek equivalence between uniqueness types and
a form of linear logic in which the ! modality is replaced by a new modality, ◦. Like !, the ◦
modality permits contraction and weakening in the antecedent, however its introduction rules
are dual to those of !. We discuss the categorical proof theory and models of this new logic,
as well as its computational interpretation.

1 Introduction

In a referentially transparent programming language it is, in general, not possible to make in-place
modifications of data-structures. This is due to the standard technique of using a single stored
value for all occurrences of a variable. Modifying the value associated to a variable during program
evaluation would invalidate any remaining references to that variable. Thus, in order to preserve
referential transparency, a stored value must be preserved as long as there are remaining references
to it. Due to this restriction, modification of a data-structure must be simulated by constructing
a new copy of the data-structure on which the change is to be made. For example, to change
an element in an array a new copy of the top-level structure of the array must be created with
the intended entry modified. The copying required to maintain referentially transparency makes
these updates generally less efficient than the in-place updates used in imperative languages.
In this paper we will discuss a type system which attempts to identify situations in which in-
place updates are semantically indistinguishable from the corresponding non-destructive updates.
In these situations a compiler can take advantage of the efficiency of in-place updates without
violating referential transparency.

Uniqueness types were introduced in the Concurrent Clean (Brus et al., 1987; Plasmeijer and
van Eekelen, 1997) functional programming language, and a similar system is implemented in the
functional/logical language Mercury (Somogyi et al., 1995). To obtain a uniqueness type system
we add, to each ground type, a subtype of ‘unique’ values. A value belongs to the unique subtype
if it can be shown that it is referenced at most once during program evaluation. Clearly a value
belonging to the unique subtype may be modified in-place since any update operation would
necessarily make reference to the value, thus the only reference to the value is the update itself
and thus the storage used by that value is available for reuse.

In more complex types the uniqueness of the type structure need not be uniform, for example,
it is possible to have a list whose spine is unique, but whose elements are non-unique. On the other
hand, it is not possible to have list with a non-unique spine and unique elements since references
to the list provide indirect references to its elements.



Using type inference a compiler can automatically infer the uniqueness of values, thus efficient
updates can be obtained with little effort from the programmer. This is a significant benefit over
other methods for incorporating in-place updates into referentially transparent languages, such as
the monadic approach used in Haskell, which require more effort on the part of the programmer.

Figure 1 is an implementation of list reversal using an accumulating parameter. Notice that the
recursive call in the second clause of reverse’ preserves the uniqueness of its arguments. If the
first argument is spine unique then the term l:ms in the body of the second clause of reverse’
can be obtained modifying the tail pointer to point to ms rather than ls. Using uniqueness
information to optimize this function we obtain an efficient, imperative style in-place list reversal
implementation. Note that regardless of the uniqueness of the input the output will be a spine
unique list whose elements are unique if the elements of the input list were unique.

reverse l = reverse’ l []
reverse’ [] ms = ms
reverse’ (l:ls) ms = reverse’ ls (l:ms)

Figure 1: List reversal

The uniqueness property is not purely syntactic, it may depend on the operational semantics
of the language. For example, in Clean’s if-then-else statement a value can be used non-uniquely
in the conditional and uniquely in both branches. This is safe since Clean guarantees if-then-
else statements are evaluated lazily, thus the conditional is completely evaluated first, then only
one of the branches is evaluated. The system we consider does not depend on any operational
assumptions, however a practical implementation may make implementation assumptions in order
to obtain additional uniqueness. However these issues can be partially handled by including
additive rules in the logical system, however we will not discuss the consequences of the additive
rules in this paper.

1.1 Linear Type Systems

Several ‘linear’ type systems have been created which, like uniqueness types, restrict sharing or
duplication of values. These systems can generally be divided into two classes, those derived from
linear logic (Girard, 1987), such as (Wadler, 1991, 1990), and those motivated by operational
models, such as (Guzmán and Hudak, 1990; Wansbrough and Jones, 1999). Clean’s uniqueness
type system (Barendsen and Smetsers, 1995, 1993) falls into the latter class, it is based on the
graph rewriting semantics of the language. In this paper we shall attempt to provide a logic for
uniqueness types.

The system we will develop is inspired by Clean’s uniqueness type system, however, we differ
from Clean in our syntax and our treatment of function types. From a categorical and logical point
of view it is more natural to treat uniqueness, rather than non-uniqueness, as the general case. We
will use superscript ◦ to denote non-uniqueness, for example, int is the type of unique integers,
while int◦ is the type of non-unique integers. In contrast, the Clean programming language treats
non-uniqueness as the default and uses a prefix ∗ to denote unique types. In addition, we will
permit implicit inheritance of non-uniqueness through covariant subterms of types. For example,
list◦(int) and list◦(int◦) are consider equivalent types since non-uniqueness of the list spine
implies non-uniqueness of its elements. In Clean style syntax the type of unique lists of unique
integers is written list(int), and the types such as list(*int) (a non-unique list of unique
elements) must be explicitly forbidden.

It is tempting to look to the modalities of linear logic, in particular !, to supply a logical
interpretation of uniqueness types. However, linear logic, via the dereliction rule, permits coercion
of non-linear (non-unique) formulae into linear (unique) formulae. This suggests that each non-
unique type is a subtype of the corresponding unique type, which is the opposite of the relation
that we want. The obvious translation from non-unique to unique requires copying, whereas the
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inclusion of unique values into non-unique values requires no computational work. Thus the !
modality is not appropriate to model the properties of uniqueness types.

In the next section we shall develop a new ‘linear logic’ which will provide a proper Curry-
Howard correspondence for uniqueness types.

2 Uniqueness Logic

The primary property distinguishing a uniqueness type system from other linear type systems
is the subtype relation between the unique (linear) and non-unique (non-linear) versions of each
type. We will assume, further, that this relation extends to computations; any computation on
unique types can be extended to a computation on non-unique types.

From these two properties we will derive the rules of uniqueness logic. Figure 2 gives a Gentzen
sequent style presentation of this logic. Each sequent consists of a finite multiset of comma
separated formulae on the left side (the antecedent), and a single formula on the right side (the
succedent), separated by the turnstyle (�) symbol. In Figure 2 A is an arbitrary atomic formula,
P , Q and R are arbitrary formulae, and Γ is a finite multiset of formulae.

A � A
(identity)

Γ1 � P Γ2, P, Γ3 � R

Γ2, Γ1, Γ3 � R
(cut)

Γ � R
Γ, I � R

(IL) � I
(IR)

Γ, P, Q � R

Γ, P ⊗ Q � R
(⊗L)

Γ1 � P Γ2 � Q

Γ1, Γ2 � P ⊗ Q
(⊗R)

Γ1 � P Γ2, Q � R

Γ2, Γ1, P � Q � R
(�L)

P, Γ � Q

Γ � P � Q
(�R)

Γ, P � Q◦

Γ, P ◦ � Q◦ (◦L) Γ � P
Γ � P ◦ (◦R)

Γ, P ◦, P ◦ � R

Γ, P ◦ � R
(contraction) Γ � R

Γ, P ◦ � R
(weakening)

Figure 2: Uniqueness Logic

An inference rule consists of zero or more hypothesized sequents above a horizontal line, and
a single concluded sequent below the line. A proof, or derivation, is a finite tree formed using the
rules of inference, where the leaves of the tree are axioms (inference rules with zero hypotheses.)

There are four connectives in uniqueness logic, a nullary connective, I, a unary connective, ◦,
and two binary connectives, ⊗ and �. Each connective may be introduced in the antecedent or
the succedent by the corresponding left or right introduction rule.

Computationally we will think of I as the unit type, a type with only one value. It is plays
the same role as the unit type, (), in SML. The ⊗ connective gives us types for pairs, P ⊗ Q is
the type of pairs whose first component is of type P and whose second component is of type Q.
The � connective gives us function types, P � Q is the type of functions from P to Q. The ◦
modal connective gives the type of non-unique values, P ◦ is the type of non-unique values of type
P . We will show ◦ is an idempotent operation, thus P ◦◦ is equivalent to P ◦.

Note that while the identity rule introduces only atomic formulae it is possible to derive the
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sequent
P � P

for arbitrary formula, P , from the given rules using induction on the number of connectives in P .
Another interesting derivable rule is

Γ, P ◦ � Q

Γ, P � Q
(redemption)

which is derived as follows
P � P
P � P ◦ (◦R)

Γ, P ◦ � Q

Γ, P � Q
(cut)

.

By taking redemption as a primitive rule in our logic we obtain the following result:

Theorem 1 (Cut Elimination) For any sequent which is derivable in uniqueness logic there is
a derivation of that sequent which does not use the cut rule.

As is standard practice, cut elimination is obtained by proof manipulations. These manipulations
supply a proof theory for uniqueness logic. The details of the cut elimination procedure and
the resulting proof theory are discussed in (Harrington, 2001). In Section 3 we will discuss the
categorical proof theory that results from this cut elimination procedure.

2.1 Properties of Uniqueness Types

The right introduction rule for ◦ is simply the coercion of a value in a unique type to the cor-
responding non-unique supertype and, as such, is computationally a no-op. The computational
interpretation of the left introduction rule for ◦, however, requires more explanation. We want
a type system which is compatible with language features such as user defined types, parametric
polymorphism, and separate compilation. In this case not only do we want to avoid copying data
when possible, in general it will not be possible to copy values using standard compilation tech-
niques. In particular, we do not expect to be able to write a polymorphic function X◦ → X since
copying requires knowledge of the memory structure used to store a value of type X . In order to
support such functions we would need to attach to each value a piece of code to generate copies
of that value (in this case the ! modality would be appropriate for values which carry their own
copying code.)

Fortunately the complete ability to copy is not necessary to interpret the ◦L rule. There
are no completely polymorphic destructive operations since a destructive operation must know
something about the structure it is modifying. While we may write a destructive reverse function
on lists which is polymorphic in the type of the elements of the list, as in Figure 1, only the
concrete structure of the type, the list structure, is modified, the elements are left unchanged.
The left introduction rule for ◦ allows us to take a non-unique type in place of a unique type as an
input to a function. This can be obtained by copying the non-polymorphic structure of this input
and performing the computation on the copy (think of this as a limited form of call-by-value.)
Thus in order to operate on both unique and non-unique lists our reverse function only needs to
understand the structure of list nodes and does not need to understand the structure of a list’s
elements. The requirement that the output of the function (the antecedent of the sequent) is
under the ◦ modalities ensures that scope of potentially destructive operations is bounded. Thus
we can not derive a proof of P ◦ � P for arbitrary P (although we may have this for some or all
ground types as additional axioms.)

The presence of ◦L is equivalent to having a rule

Γ � P
Γ◦ � P ◦

which we can read as the ability to forget about uniqueness properties and perform all updates
non-destructively, i.e. in the ordinary functional way.

128



As we indicated previously, ◦ modality is idempotent, thus taking the non-unique supertype
of a non-unique type just gives the type itself. The ‘inverse’ proofs for a given formula P are

P � P
P � P ◦ (◦R)

P ◦ � P ◦ (◦L)

P ◦ � P ◦◦ (◦R)
and

P � P
P � P ◦ (◦R)

P ◦ � P ◦ (◦L)

P ◦◦ � P ◦ (◦L)
.

Cutting these proofs together (in either way) and applying cut elimination results in an identity
proof of P ◦ or P ◦◦ respectively. The idempotence of ◦ has some important consequences in the
categorical proof theory, which shall be discussed in Section 3.

2.2 Comparison with Linear Logic

Uniqueness logic is a ‘resource-sensitive’ logic, that is, the contraction and weakening rules are
restricted. In both linear logic and uniqueness logic the contraction and weakening rules are
mediated by a modality. In linear logic this is the ! modality, in uniqueness logic it is the ◦
modality.

The primary difference between uniqueness logic and linear logic is the derivability relationship
between ‘linear’ and ‘non-linear’ formulae. This difference is caused by the form of the introduction
rules for ! and ◦ respectively. In linear logic one may derive the sequent !P � P for any formula,
conversely, in uniqueness logic we are able to derive the sequent P � P ◦.

In order to see the computational consequences of differences between ◦ and ! consider their
interaction with the contraction rule in each logic. In linear logic the contraction rule is equivalent
to an axiom

!P � P ⊗ P

for each P , the contraction rule is obtained from this axiom by the derivation

!P �!P
!P �!!P

!!P �!P⊗!P
Γ, !P, !P � Q

Γ, !P⊗!P � Q

Γ, !!P � Q

Γ, !P � Q .

In uniqueness logic the contraction rule is equivalent to an axiom

P � P ◦ ⊗ P ◦,

contraction is then obtained by

P ◦ � P ◦◦ ⊗ P ◦◦

P ◦ � P ◦
P ◦ � P ◦◦

P ◦ � P ◦
P ◦ � P ◦◦ Γ, P ◦, P ◦ � Q

Γ, P ◦◦, P ◦ � Q

Γ, P ◦◦, P ◦◦ � Q

Γ, P ◦◦ ⊗ P ◦◦ � Q

Γ, P ◦ � Q .

Thus linear logic marks those formulae which may be duplicated with !, conversely, uniqueness logic
marks formulae which have been duplicated with ◦. Thus, unlike linear logic, the computational
interpretation of uniqueness logic permits us to duplicate any value (via the contraction rule),
however, once duplicated the type of a value is changed to indicate that duplication has occurred.

If we interpret a linear formulae P as the type of values with a single reference, then the
obvious interpretation of P ◦ is the type of values with the same underlying type as P , but which
may have multiple references. On the other hand the obvious interpretation of !P is a type of
values with the same underlying type as P , together with a method for generating new (single
referenced) copies of the value. Thus one can think of ◦ as the ‘shared’ modality, and ! as the
‘copyable’ modality.
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3 Uniqueness Categories

We will now describe the categorical proof theory for uniqueness logic. The cut elimination
procedure for uniqueness logic developed in (Harrington, 2001) is sound and complete with respect
to the categorical proof theory as described here.

A uniqueness category is a symmetric monoidal category (U ,⊗, I, a, c, l, r) with a symmetric
iso-monoidal1 idempotent2 monad (◦, η, µ, m, n) such that each X◦ is a natural cocommutative
monoidal comonoid (with natural transformations ε : X◦ → I and δ : X◦ → X◦ ⊗ X◦.) We will
say that an object X non-unique if it is isomorphic to some Y ◦, otherwise it is unique.

A closed uniqueness category is a category whose symmetric monoidal structure is closed (i.e.
the tensor has a right adjoint.)

To say that the comonoid (X◦, δ, ε) is monoidal is to say the following diagrams commute

I
n ��

��
��

��
��

��
��

��
��

I◦

ε

��
I

A◦ ⊗ B◦ δ⊗δ ��

m

��

(A◦ ⊗ A◦) ⊗ (B◦ ⊗ B◦)

σ

��
(A◦ ⊗ B◦) ⊗ (A◦ ⊗ B◦)

m⊗m

��
(A ⊗ B)◦

δ
�� (A ⊗ B)◦ ⊗ (A ⊗ B)◦

A◦ ⊗ B◦ m ��

ε⊗ε

��

(A ⊗ B)◦

ε

��
I ⊗ I

l=r
�� I

I ⊗ I

l

��

n⊗n �� I◦ ⊗ I◦

I n
�� I◦

δ

�� ,

where σ is the natural isomorphism (A⊗B)⊗ (C ⊗D) ∼= (A⊗C)⊗ (B⊗D) given by the monoidal
structure.

Lemma 1 For a uniqueness category the Kleisli category for ◦ is equivalent to the full subcategory
of ◦ objects as ◦ is an idempotent monad.

Proof: Follows from the fact that the counit of the monad is an isomorphism, see Proposition
3.3.2 in (Harrington, 2001). �

From this observation we shall think of the Kleisli category as the category of ‘ordinary’
computations (those which do not depend on uniqueness type information.)

There are two alternative characterizations of uniqueness categories whose equivalence is as-
serted in the following (see Harrington (2001) for a complete proof):

Theorem 2 The following are equivalent:

(i) A symmetric affine category, with a commutative idempotent Kleisli triple3, (◦, η, †), and a
family of maps δ, where δA : A◦ → A◦ ⊗ A◦ for each object A, such that

δ; f ⊗ f = f ; δ ∀f : A◦ → B◦ (1)
δ; 1 ⊗ δ; a = δ; δ ⊗ 1 (2)

δ; ! ⊗ 1; uL = 1 (3)
δ; c = δ (4)

δ ⊗ δ; σ; m ⊗ m = m; δ (5)
!; η = 1 (6)

δ; (c; (π0 ⊗ π1; η)†)† = 1 (7)
1The monoidal natural transformations, m : A◦ ⊗ B◦ → (A ⊗ B)◦ and n : I → I◦, are isomorphisms.
2the counit, µ, is an isomorphism
3see Section 3.1
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where m = c; (c; η†)†.

(ii) A symmetric monoidal category with a symmetric isomonoidal idempotent monad, for which
the tensor on the Kleisli category is a product,

(iii) A uniqueness category.

The first presentation is of interest since it provides the most direct relation to the logical pre-
sentation of this structure. We shall now discuss the relation between the Kleisli triple presentation
and the standard presentation of a monad.

3.1 Strong Kleisli Triples

The extension form of a monad (Manes, 1976) consists of a function on objects, T , an arrow
ηA : A → TA for each object A, and an operation † on arrows which takes an arrow of the form
f : A → TB and gives an arrow f † : TA → TB satisfying the equations

η† = 1 (8)
η; f † = f : A → TB (9)

f †; g† = (f ; g†)† : TA → TB. (10)

It is easy to show that this structure is equivalent to the more common presentation of a monad in
terms of an endofunctor equipped with a pair of natural transformations (the details are given in
Manes (1976).) Stark (1995) presents an extension style presentation of a monad which is strong
with respect to the product. Here I will generalize this to give a extension style presentation of
a monad which is strong with respect to an arbitrary tensor product. I will use the term strong
Kleisli triple following Moggi’s use (Moggi, 1991) of the term Kleisli triple for a monad in extension
form.

We shall define a strong Kleisli triple on a monoidal category to be a function on objects, T ,
a map ηA : A → TA for each object A, and a combinator † which takes an arrow of the form
f : A ⊗ B → TC to an arrow f † : A ⊗ TB → TC satisfying the equations

(l; η)† = l : I ⊗ TA → TA (11)
1 ⊗ η; f † = f : A ⊗ B → TC (12)
f ⊗ 1; g† = (f ⊗ 1; g)† : A ⊗ TB → TC (13)

a−1; 1 ⊗ f †; g† = (a−1; 1 ⊗ f ; g†)† : (A ⊗ B) ⊗ TC → TD. (14)

A strong Kleisli triple is idempotent if l†; η = l. In a symmetric monoidal category a commutative
Kleisli triple is a strong Kleisli triple for which c; (c; η†)† = (c; (c; η)†)†.

It is easy to see that:

Proposition 1
• A strong Kleisli triple is equivalent to a strong monad.

• An idempotent strong Kleisli triple is equivalent to an idempotent strong monad.

• A commutative strong Kleisli triple is equivalent to commutative strong monad (and hence
a symmetric monoidal monad.)

We can now see that the ◦ modality has the right structure to be a strong Kleisli triple. For
each formula P we have a derivation

P � P
P � P ◦ (◦R)

and if we interpret comma in antecedent as a tensor product and associate to the left then the left
introduction rule for ◦,

Γ, A � B◦

Γ, A◦ � B◦ (◦L)
,

is precisely the † operation of a strong Kleisli triple. By application of the cut elimination process
we obtain the required equations.
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3.2 Closed Uniqueness Categories

We have distinguished between a uniqueness category and a closed uniqueness category. A unique-
ness category supplies adequate structure to describe the interaction between ◦ and contraction
(the monad and comonoid structures on ◦) which is the most important feature of the logic.
However, in order to interpret the � connective we need a right adjoint to ⊗.

As we have already remarked, we will think of the Kleisli category for ◦ as the category of
ordinary computations, obtained by forgetting all uniqueness information. It is thus useful to note
that closure of the uniqueness category guarantees closure of the Kleisli category. To make this
observation we need the following lemma which allows us to lift closure of the tensor in the base
category to the Kleisli category.

Lemma 2 Let X be a monoidal closed category with a monoidal monad, the Kleisli category is
closed (with respect to the induced tensor) iff for each A, B ∈ X there is an object A −−∗ B ∈ X
with an isomorphism

αA,B : T (A −−∗ B) ∼= A � TB

for each A and B such that

T (A −−∗ B)
Tη ��

α

��

T 2(A −−∗ B)

Tα

��
T (A � TB)

ω

��
A � TB A � T 2B1�µ

��

commutes, where ωA,B = curry{η ⊗ 1; m; eval} : T (A � B) → A � TB.

Proof: See (Harrington, 2001). �

Corollary 1 If M is a monoidal closed category with an idempotent monoidal monad then the
Kleisli category is closed, the exponential is given by

A −−∗ B ≡ A � TB
curry◦{f} ≡ curry{f}; η : M(A ⊗ B, TC) ∼= M(B, T (A � TC))
eval◦ ≡ eval : A ⊗ (A � TB) → TB

Corollary 2 If U is a closed uniqueness category then the Kleisli category, U◦ is cartesian closed.

Hence the Kleisli category is a model for λ-calculus, and thus for simple computations. Thus
one can see ◦ as a computational feature in the sense of Moggi’s notions of computation (Moggi,
1991) which adds to a suitable category of ‘linear’ computations the ability to reuse input values.

4 Models

There are a number of simple examples of uniqueness categories. Any cartesian category (that is,
any category with all finite products) is a uniqueness category with respect to the identity monad.
Any symmetric monoidal category whose unit is a final object (affine category) is a uniqueness
category with respect to the constant functor to the final object. For example, consider the poset
given by the semi-open interval (0, 1] ⊂ Q. This has a tensor product given by multiplication
which has a right adjoint, q � r = min{1, r/q}. For any q ∈ (0, 1] q◦ = 1. Viewed as a category,
this poset is a uniqueness category. Notice that q ≤ q2 iff q = 1, that is, there is an arrow q → q⊗q
iff q = 1 iff q is a non-unique object.

Any product of uniqueness categories is a uniqueness category. This can be useful to combine
desirable properties of models. For example, (0, 1] ⊂ Q has the property that there are no diagonal
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maps, q → q⊗ q for unique objects, however it is a poset. The category Sets of sets and functions
is cartesian closed, and thus a closed uniqueness category with respect to the identity monad. The
product of these two models is a closed uniqueness category model with the property that there
are no diagonals for unique objects and the hom-sets are non-trivial.

In the remainder of this section we will describe two constructions for generating uniqueness
categories from simpler structures.

4.1 Categories of References

Let X be any category with a strict initial object and finite coproducts that preserve any pullbacks
that exist, that is, if

A
p ��

q

��

B

f

��
C g

�� D

and
A′ p′

��

q′

��

B′

f ′

��
C′

g′
�� D′

are pullback diagrams then

A + A′ p+p′
��

q+q′

��

B + B′

f+f ′

��
C + C′

g+g′
�� D + D′

is also a pullback.
The category of references on X , RefX , is defined as follows. The objects of RefX are subob-

jects (monics) in X . Given two subobjects i : X ′ → X and j : Y ′ → Y an arrow from i to j is an
arrow f : Y → X in X such that j; f factors through i 4 and

Y ′

j

��

Y ′

j;f

��
Y

f
�� X

is a pullback square.

Proposition 2 RefX is a uniqueness category.

The tensor product is given by the coproduct, and ◦ takes each object i : X ′ → X to the
corresponding initial arrow zX : 0 → X and leaves the underlying arrows from X fixed. It is
routine to verify that the necessary equations hold. The Kleisli category for RefX is equivalent
to X op.

Let us consider RefSets: its objects are pairs (X ′, X) such that X ′ ⊆ X . An arrow (X ′, X) →
(Y ′, Y ) consists of a function f : Y → X such that

• f(Y ′) ⊆ X ′,

• if y ∈ Y , y′ ∈ Y ′ and f(y) = f(y′) then y = y′.

We will think of an arrow f : (X ′, X) → (Y ′, Y ) as a map from a set of variables, Y , to a set
of values in storage, X , where Y ′ is the set of uniquely referenced variables, and X ′ is the set of
uniquely referenced values. The first condition for arrows states that unique variables must map
to unique values. The second conditions states that if a variable is unique and is mapped to a
particular value then it must be the only variable which is mapped to that value. The ◦ objects
of this category are the pairs which has the empty set as the chosen subset.

4i.e. there is some (necessarily unique) f ′ : Y ′ → X′ such that j; f = f ′; i
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Models generated using the category of references make reasonable semantics models as there
are no arrows

p → p ⊗ p

whenever p is not isomorphic to q◦, for some q. Thus ‘unique’ types can not be duplicated. In
addition, the left adjoint of the Kleisli adjunction is faithful, or equivalently, η is monic, and thus
each unique object is a subobject of its corresponding non-unique object. Unfortunately, if RefX
is a closed uniqueness category then by Corollary 2 the Kleisli category, and hence X op must be
cartesian closed. Since the final object in X op is strict (as it is a strict initial object in X ) then
there is a bijection

f : X → Y

π1; f : 1 ⊗ X → Y

curry{π1; f} : 1 → X � Y ,

and since there is at most one arrow from 1 to any given object then there is at most one arrow
between any two objects in X , hence X must be a poset.

4.2 Applying Day’s Construction

The category of references construction provides well-behaved semantic models for uniqueness
categories, however it does not provide reasonable closed uniqueness category models. We will
use Day’s construction to extend an arbitrary small uniqueness category to a closed uniqueness
category. In particular, this allows us to extend the category of references models into closed
uniqueness models. The following results are based on Day’s paper (Day, 1970) and results on
Kan extensions in (MacLane, 1998).

Theorem 3 (MacLane (1998)) If M is a small category and A is cocomplete then for any
functors K : M → C and T : M → A there is a left Kan extension of T along K, LanKT : C → A.
Furthermore, if L : C → D is a functor then LanLKT = LanL(LanKT ).

Corollary 3 Let M and N be small categories, A and B be cocomplete categories, and A : M →
A and B : N → B be functors, then any functor F : M → N induces a functor F̂ : A → B given
by the left Kan extension of BF along A. Furthermore, ĜF = ĜF̂ .

If F, G : M → N are functors and if α : F→̇G is a natural transformation then there is a
natural transformation α̂ : F̂→̇Ĝ and α̂; β = α̂; β̂.

Theorem 4 (Day (1970)) Let C be a small (symmetric) monoidal category, Ĉ = SetsC
op

, and
Y : C → Ĉ be the Yoneda functor, then the left Kan extension of ⊗; ;Y : C × C → Ĉ along
Y × Y : C × C → Ĉ × Ĉ induces a functor ⊗̂ : Ĉ × Ĉ → Ĉ which provides a (symmetric) monoidal
closed structure on Ĉ.

Corollary 4 If C is any small category whose structure can be described in terms of functors of
the form Cm → Cn, for m, n ∈ N, natural transformations between these functors and equations
on these functors and natural transformations then Ĉ also has this structure.

Thus if U is a small uniqueness category then Û is a closed uniqueness category. Furthermore
Y : U → Û preserves all the structure of U up to isomorphism. In particular, we may consider
R̂efX . Since Y is full and faithful then there are no maps U(−, A) → U(−, A)⊗̂U(−, A) whenever
A is a ‘unique’ object, thus it is not the case that all objects are duplicable in Û . However it is
not, in general, true that if η is monic in U then it will be monic in Û . Thus ‘unique’ objects are
not necessarily subobjects of their corresponding ‘non-unique’ object.

4.3 Lax-Functor Construction

Another source of uniqueness categories can be provided using ideas from (Abramsky et al., 1996).
The fundamental observation is the equivalence between lax-functors from small categories into
the category of relations and faithful functions between small categories.
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Recall that a lax-functor into Rel, the category of sets and relations, is a map G of objects to
objects and arrows to arrows such that

1G(X) ⊆ G(1X)
G(f); G(g) ⊆ G(f ; g),

that is, identities and composition are only preserved up to an inclusion.

Proposition 3 (Abramsky et al. (1996)) Faithful functors between small categories C and D
are equivalent to lax-functors D → Rel.

The nature of the equivalence between these functors is as follows. We may obtain a category
C and a faithful functor F : C → D from the category D and a lax-functor G : D → Rel. When
C is constructed from D and G in this way will we call it DG. The objects of DG are pairs (X, A)
such that X ∈ D and A ∈ G(X), and for each f : X → Y in D such that (A, B) ∈ G(f) we have
an arrow (A, f, B) : (X, A) → (Y, B) in DG.

Conversely, given a faithful functor F : C → D we define a lax-functor G : D → Rel as follows.

G(D) = {C ∈ obj(C)|F (C) = D}
G(f : D → D′) = {(C, C′)|∃h : C → C′ s.t. F (h) = f}

With the observation that the left adjoint of the Kleisli adjunction for a (closed) uniqueness
category is a faithful functor and that the Kleisli category is a cartesian (closed) category we will
show how to construct a (closed) uniqueness category as follows:

Proposition 4 If D is a cartesian closed category, G : D → Rel is a lax-functor, I ∈ G(1) and
for each X, Y ∈ D we have functions

⊗ : GX × GY → G(X × Y ),
◦ : GX → GX

(where × is the cartesian product of sets) such that for all f, f ′ arrows in D and all suitable
A, A′, B, B′, C

(A, B) ∈ G(f), (A′, B′) ∈ G(f ′) ⇒ (A ⊗ A′, B ⊗ B′) ∈ G(f ⊗ f ′)
(A ⊗ (B ⊗ C), (A ⊗ B) ⊗ C) ∈ G(a)
((A ⊗ B) ⊗ C, A ⊗ (B ⊗ C)) ∈ G(a−1)

(I ⊗ A, A) ∈ G(uL)
(A, I ⊗ A) ∈ G(u−1

L )
(A ⊗ B, B ⊗ A) ∈ G(c)

(A, B) ∈ G(f) ⇒ (A◦, B◦) ∈ G(f)
(A◦ ⊗ B◦, (A ⊗ B)◦) ∈ G(1)
((A ⊗ B)◦, A◦ ⊗ B◦) ∈ G(1)

(A, A◦) ∈ G(1)
(A◦◦, A◦) ∈ G(1)

(A◦, A◦ ⊗ A◦) ∈ G(∆)
(A, I) ∈ G(!)

then DG is a uniqueness category.
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If D is cartesian closed and, in addition to the above structure, there is a function

�: GX × GY → G(X ⇒ Y )

such that

(A ⊗ B, C) ∈ G(f) ⇔ (B, A � C) ∈ G(curry{f})

then DG is a closed uniqueness category.

An example of this construction arises from the observation that there is a faithful functor
F : RefX → X op which takes subobjects of X to X (in fact F is a fibration.) When X is
small this gives a lax-functor G : X op → Rel which takes an object to its set of sub-objects, i.e.
to the set of possible uniqueness types corresponding to the given classical type. The relation
G(f) ⊆ sub(X) × sub(Y ) relates all pairs of subobjects of X and Y for which f extends to an
arrow in RefX . Thus G gives the set of possible uniqueness typings of a given arrow. Each G(1X)
is the coercion preorder on the unique typings of X . As the coproduct of monics is monic in X
we have the required function ⊗ : GX × GY → G(X × Y ). The function ◦ : GX → GX maps all
sub-objects of X to the empty sub-object.

More generally, if we think of a faithful functor F which maps a category of uniqueness types
U to a category of ordinary types T by forgetting the uniqueness information then the laxness
of composition of the corresponding functor G : T → Rel reflects the property that typing a
program in parts may result in a less general typing than typing the program as a whole since
only partial information is available.

5 Higher-order Functions

The use of higher-order functions is important in many declarative languages. In the uniqueness
type system developed thus far the types of higher-order functions are constructed using the �
connective. Higher-order functions require careful treatment in a uniqueness type system. A
functional value is generally represented as a closure which may include hidden references to
values in the environment in which the function was created. For example, consider the constant
function, written in λ-calculus notation as λy.x, where x is defined in the context of this term (i.e.
it is a free variable in this term.) Each reference to this function produces a reference to x, so the
uniqueness of the result of the function depends on the uniqueness of the function itself. Thus if
x has no other references and this function is used uniquely then the result will be unique, on the
other hand, if this function is used non-uniquely then the result, x, will be non-unique. Hence
the uniqueness of the output of this function depends on the uniqueness of the function itself. In
contrast, the uniqueness of the output of the function λx.x depends only on the uniqueness of its
input since it does not refer to any potentially unique values in its environment.

In the system presented thus far a multiply referenced term λx.x would be given the type
(X � X)◦. Evaluation for non-unique functions is obtained from ordinary evaluation by

X ⊗ (X � Y )◦
η⊗1;m �� (X ⊗ (X � Y ))◦ eval◦ �� Y ◦

thus the result of applying a non-unique function to an argument is always non-unique. This
derived evaluation map ensures that when we apply a non-unique function there is essentially
an automatic coercion of its output to a ◦ type to reflect the fact that ◦ needs to be added the
values in its environment. This treatment is safe from an implementational standpoint, however
it restricts the usefulness of higher-order functions as it is overly conservative.

Clean’s type system allows non-unique functions to produce unique results when the results
in some situations. It does so by introducing an exception to the coercion between unique and
non-unique types. Clean forbids coercion of unique functions which depend on unique context to
their non-unique type. As a result of this restriction the uniqueness of the result of a function is
always independent of the uniqueness of the function itself.
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Rather than breaking the subtype relation between unique and non-unique types for functions
we will introduce a new connective for functions which do not depend on unique context. Such
functions may be used non-uniquely without influencing the uniqueness of their output. This addi-
tional connective provides an alternative method of attaining the same goals as Clean’s treatment
of functional types, while preserving the general subtype relation between unique and non-unique
types.

5.1 Exponentials in Non-Unique Context

We shall add a new ‘exponential’ constructor for functions with non-unique context. Let U be a
uniqueness category, and F and G the left and right adjoints to the Kleisli adjunction for ◦. We
shall ask for right adjoints to the functors

A ⊗ (G−) : U◦ → U

for each A ∈ U , where U◦ is the Kleisli category. We will denote these right adjoints by A ⇒ −.
Thus we have a bijection

A ⊗ B◦ → C
B◦ → A ⇒ C

curry◦

of arrows in U which is natural in B and C, and for which ηA,B : A ⇒ B → (A ⇒ B)◦ is an
isomorphism, i.e. A ⇒ B is already a non-unique object.

The evaluation map, eval⇒ : A ⊗ (A ⇒ B) → B is given by the counit of the adjunction in
the usual way:

A ⇒ C
1 �� A ⇒ C

A ⊗ (A ⇒ C) �� C ,

Thus can apply non-unique functions of the form A ⇒ B without sacrificing the uniqueness of
their output:

A ⊗ (A ⇒ B)◦
1⊗η−1

�� A ⊗ (A ⇒ B)
eval⇒ �� B.

The ⇒ exponential is present in presheaf models discussed in Section 4.2, and more generally
it is present any time the right adjoint in the Kleisli adjunction has a right adjoint by composition
of adjoints:

Proposition 5 Let U be a closed uniqueness category and let F � G be the Kleisli adjunction for
◦, i.e. ◦ = GF , if G � H then A ⊗ (G−) : U◦ → U has right adjoint H(A � −) : U → U◦.

Lemma 3 If U is a uniqueness category then ◦ has a right adjoint iff G has a right adjoint, where
F � G is the Kleisli adjunction.

Proof: Since ◦ is idempotent the counit of the Kleisli adjunction is an isomorphism. If G has
a right adjoint H then ◦ = GF has right adjoint GH by composition of adjoints. Conversely, if
◦ = GF has right adjoint K, where the adjunctions are given by the following data:

(F, G, η1 : 1 → GF, ε1 : FG ∼= 1)
(GF, K, η2 : 1 → KGF, ε2 : GFK → 1)

then G has right adjoint FK, where the unit of the adjunction is ε−1
1 ; Fη2; FKGε1 : 1 → FG →

FKGFG → FKG and the counit is ε2. �

Proposition 6 (Lane and Moerdijk (1992)) Let C and D be small categories and L : C → D
be a functor. Then L̂ : LanY(YL) : Ĉ → D̂ has a right adjoint.

In particular, if U is a small uniqueness category then in the presheaf category the lifting of ◦
has a right adjoint, and so

Corollary 5 If U is any small uniqueness category then Û is a closed uniqueness category and Û
contains ⇒ exponentials.
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6 Comparison with Clean

The type system developed in this paper was inspired by the Clean uniqueness type system,
however, as we previously noted, it differs in several respects. The largest divergence between the
two systems is their treatment of function types. Clean introduces a new type variant, essentially
unique types, for functions which depend on unique values in their environment. Essentially
unique values can not be coerced to a non-unique type. From the logical and categorical point
of view application of non-unique functions is inherited from application of unique functions (see
Section 5) in such a way that the result of applying a non-unique function is alway non-unique.
Instead of restricting the subtype relation and introducing a new uniqueness variant we have
introduced the ⇒ type constructor for functions which do not depend on any unique values from
their environment.

In addition, Clean does not allow types such as (∗A, ∗B), a non-unique pair of unique com-
ponents, to be formed, instead one must write ∗(∗A, ∗B) since uniqueness of the pair structure
is required to ensure uniqueness of its components. A well-formedness condition is required to
ensure that such ill-behaved types are not generated. In our treatment, since we have indicated
which parts of a type are non-unique rather than unique, we require no well-formedness condi-
tion. Instead, we will have an implicit inheritance of non-uniqueness in the covariant formulae of
a type. For example, we permit the type of a non-unique pair to be written (A ⊗ B)◦ we can
easily be shown to be isomorphic to the more explicit (A◦⊗B◦)◦, thus the components of the pair
automatically inherit the non-uniqueness of the pair itself.

7 Comparison with The Logic of Bunched Implications

It is also tempting to draw a relation between uniqueness logic and Pym’s logic of bunched implica-
tions (O’Hearn and Pym, 1999). Both a based on a computational interpretation of non-linearity
as reference sharing. In uniqueness logic we are interested in an absolute notion of reference shar-
ing. We wish to know from the form of its type whether we have exclusive access to a value or
not. The logic of bunched implications addresses the question of relative sharing, whether two
terms may share any values in between them.

The difference between these two logics is more clear in the categorical proof theory. The models
of bunched implication are categories which have both a symmetric monoidal closed structure
and a cartesian closed structure, however, there is no additional relationship between the linear
(monoidal) and non-linear (cartesian) structure. On the other hand, in uniqueness logic we do not
guarantee that products exists in general. However, there is a subcategory for which the tensor
product is actually a cartesian product. Furthermore, there are natural maps which carry an
object to into this subcategory. Models of bunched logic only form models of uniqueness logic in
a degenerate way (as either a cartesian or affine category), and the Kleisli category of a model
of closed uniqueness categories forms a degenerate model of bunched implications in which the
cartesian and monoidal structures are the same.
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Abstract

Head-driven Phrase Structure Grammar (HPSG, Pollard and Sag (1987, 1994)) is currently
one of the most prominent linguistic theories. A grammar for HPSG is given by a set of
abstract language universal principles, a set of language specific principles, and a lexicon. A
sentence is grammatical, if it is compatible with all of the principles. The data structures
underlying HPSG are so-called feature structures. These have always been considered as
graphs. In this paper, we formalise feature structures as (hyper-) graphs and use monadic
second-order logic (MS2) as a language to talk about these feature graphs. We indicate that
HPSG grammar principles can be expressed as MS2-formulae over feature graphs. And we
investigate the decidability properties of this framework. Doing so, we show that the MS2-
theory of HPSG feature graphs is undecidable. Since the general definition of feature graphs
we present does not only lead to the undecidability result, but has also other linguistically
undesirable properties, we propose to restrict the class of feature graphs to the subclass that
can be generated by so-called hyperedge replacement grammars. Under this restriction, the
MS2-theory of feature graphs becomes decidable.

Keywords: HPSG, Monadic Second-Order Logic, Hypergraphs, Decidability

1 Introduction

Head-driven Phrase Structure Grammar (HPSG, Pollard and Sag (1987, 1994)) is currently one of
the most prominent linguistic theories. HPSG is a so-called licensing theory. A grammar of such
a theory is not a rule-based system that generates the sentences that are grammatical according
to the theory. Rather grammaticality is expressed by a set of highly abstract principles some
of which are supposed to be language-specific, while others are seen as universally valid for all
natural languages. A sentence is grammatical if there exists an analysis of the sentence that does
not violate any of the principles. Licensing theories usually do not make any statements on how
such an analysis may be gained. They just demand the adherence of the analysis to the principles.

Quite a significant part of the attraction of HPSG to linguists is due to a relatively rigorous
formal framework underlying it and the commitment of prominent HPSG grammarians to a strict
formalisation of grammar theories. It is therefore only natural that there is a long, ongoing
discussion about “the right logic” for HPSG and its intended underlying data structures, namely
feature structures. The three most important groups of logics that have been proposed are feature
logics, modal logics, and classical first-order predicate logic. An important question in these
discussions concerns the decidability of the particular modal or feature logic. This question is not
only interesting for the theoretical logician. Pollard and Sag explicitely demand decidability of an
HPSG formalisation (see Pollard and Sag (1994), p. 10).
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Feature logics are logics especially designed to describe and model feature structures, thereby also
defining what feature structures are or should be. They typically have a restricted expressive
power. A good overview of feature logics is given by Rounds (1997). Particularly influential on
the ideas about feature structures developed by Pollard and Sag in their later book (Pollard and
Sag, 1994) were the proposals by Carpenter (1992) and King (1989), although these proposals are
not necessarily compatible.

The design of King’s Speciate Reentrant Logic (King, 1989) is very closely driven by the needs of
formalisations of HPSG principles. It was shown by Kepser (1994) that consistency of a formula
of this logic is decidable. But King et al. (1999) proved that the more important notion of
grammaticality, which demands an SRL formula to be true for every object in the denotation
domain, is undecidable.

Richter (2000) proposed RSRL, a relational extension of SRL, which significantly extends the
expressive power of the logic by introducing sets, lists, and arbitrary relations over them. As
RSRL is an extension of SRL, grammaticality is undecidable a fortiori. But furthermore the logic
is that expressive that it is in general even undecidable whether a formula is true in a given
structure, as was shown by Kepser (2001).

Feature structures have also been interpreted as multi-modal structures (see, in particular, Kracht
(1995)). The key idea here is that features are modal operators. For modal logics formalising
principles of HPSG Blackburn and Spaan (1993) showed that these logics are undecidable.

It is interesting to see that classical first-order predicate logic has not so often been advocated as a
logic suitable for HPSG as compared to the groups of feature logics or modal logics. An important
reason behind this observation is the fact that the original ideas behind HPSG as spelled out in
the book published in 1987 (Pollard and Sag, 1987) were inspired by concepts of information,
information flow, and information growth. These notions are very well captured by intuitionistic
logics whereas it takes a considerable amount of forcing and torquing to describe them using
classical logic. When in the second book (Pollard and Sag, 1994) the model theoretic ideas were
shifted from intuitionistic to the classical paradigm, feature logics and modal logics were already
established as “the logics” for HPSG so that no one “in the business” felt a need or inclination to
use classical first-order logic.

On the other hand there are methods that translate formalisations in feature logics or modal logics
into classical first-order logic. For SRL, such a method was presented by Aldag (1997). For modal
logic, there is a whole research branch devoted to the translation into classical logic, an overview
of which can be found in the work by Ohlbach et al. (2001).

In this paper, we intend to take the intuition that feature structures are graphs seriously. We
describe feature structures as a particular kind of hypergraphs, namely finite rooted multigraphs.
We show that monadic second-order logic, i.e., the extention of first-order logic by set variables
and quantification over sets of vertices and edges, has an expressive power that makes it easy to
state HPSG grammar formalisms. We investigate decidability properties of monadic second-order
logic (MS2) over HPSG feature graphs and find that the MS2-theory of finite HPSG feature graphs
is in general undecidable. In other words, it is in general not possible to decide if a given sentence
of MS2 has an HPSG feature graph as its model.

One way to interpret this result is to state that HPSG feature graphs cannot be generated (see
also the article by Kepser and Mönnich (2003)). If one demands graphs to be generated by a so-
called context-free hyperedge replacement grammar, then the MS2-theory of finite HPSG feature
graphs becomes decidable. Whether one should postulate this, is a matter of philosophical debate.
From the perspective of a purely licensing theory there is no reason to do so. On the other hand,
licensing theories do not demand that an analysis must be non-generable. It is unimportant how
and from where an analysis is obtained. Thus it could as well be generated somehow. The non-
generability conflicts with an old expectation (going at least back to Humboldt) that a grammar
should use finite means to produce the infinitely many structures of a language. Here, things
depend of course on the interpretation of the notion produce. For more details, see the article by
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Kepser and Mönnich (2003). Of course, decidability of the logic is a virtue of its own that makes
it well worth considering if the restriction to generability via graph grammars is not one that we
can live with.

After some technical preliminaries we will introduce the relevant concepts from (hyper-) graph
theory and graph grammars in Sections 3 and 4. Thereafter the main section follows that contains
the description of HPSG as graphs using MS2 as the logical language, and the main results of this
paper.

2 Preliminaries

The definition of many-sorted algebras we give below follows the exposition by Courcelle (1990b).
We assume that sets of sorts and sets of operators can be infinite. Let S be a set of sorts. An
S-signature is a set Σ given with two mappings α : Σ → S∗ (the arity mapping) and σ : Σ → S
(the sort mapping). The length of α(f) is called the rank of f , and is denoted by ρ(f). The profile
of f in Σ is the pair (α(f), σ(f)).

A Σ-algebra is an pair A = 〈(As)s∈S , (f)f∈Σ〉 where As is a nonempty set for each s ∈ S, called
the domain or universe of sort s of A, and f : Aα(f) → Aσ(f) is a total function for each f ∈ Σ.
(For a sequence µ = (s1, . . . , sn) in S+, we let Aµ := As1 ×As2 × · · · ×Asn .)

We will now define regular tree grammars. Let Σ be a single sorted signature and TΣ the free term
algebra over Σ, i.e., c ∈ TΣ for all constants c with empty arity; and if f ∈ Σ is of rank n and
t1, . . . , tn ∈ TΣ then f(t1, . . . , tn) ∈ TΣ. A regular tree grammar is a a quadruple Γ = (∆,Σ, P, S)
where ∆ is a single sorted signature of operatives, all of rank 0, Σ a single sorted signature of
inoperatives (of arbitrary rank), P a finite set of productions, and S ∈ ∆ the start symbol. Each
production is of the form A → t where A ∈ ∆ is an operative, and t ∈ TΣ∪∆. Note that since
all operatives in ∆ are constants, they can only appear as leafs in the tree t. Intuitively, an
application of a rule A→ t replaces a leaf node A by the tree t. If s is a tree and A a leaf in s then
we write s ⇒ s[A/t] for a single step derivation. If there is a sequence s0 ⇒ · · · ⇒ sk of single
step derivations, we write s0 ⇒∗ sk for the derivation of sk from s0. The language of a regular
tree grammar Γ is defined as the set La(Γ) := {t ∈ TΣ | S ⇒∗ t}. A set M of trees (or terms) is
called regular, iff there exists a regular tree grammar Γ such that M = La(Γ).

3 Graphs

From its very beginning, HPSG feature structures have intuitively always been regarded as graphs.
We propose to take this intuition seriously and formalise them as a special kind of hypergraphs,
namely rooted directed multigraphs. Hypergraphs are generalisations of graphs where edges are
labelled and have arbitrarily many vertices. We will now define hypergraphs following the proposal
by Courcelle (1990a,b) and quoting it freely where appropriate. Since all the graphs we are dealing
with are hypergraphs, we will omit the prefix hyper-. A signature or ranked alphabet Σ is a finite
set L of labels together with a function ρ : L→ IN equipping each label with a rank.

Definition 1 Let Σ = (L, ρ) be a signature. A concrete graph over Σ is a quintuple G =
〈V,E, lab, inc, prt〉 where

– V is a set whose elements are the vertices of the graph;
– E is a set whose elements are the edges;
– lab : E → L is an edge labelling function;
– inc : E → V ∗ associates with each edge e the sequence of its vertices, a sequence of length
ρ(lab(e));

– prt is a sequence of length n in V ∗ of pairwise disjoint vertices, the ports. The integer n is
the type of the graph G.
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Thus a concrete graph consists of a set of vertices and a set of labelled edges between the vertices.
Vertices may be labelled by unary edges. The type of an edge e is the arity of its label, i.e,
type(e) = ρ(lab(e)). The ports are needed for technical purposes. A graph is the equivalence class
of all isomorphic concrete graphs. The set of graphs over a signature Σ is denoted by GΣ. A graph
is finite, iff both V and E are finite. We restrict our attention to finite graphs.

Bauderon and Courcelle (1987) define three families of graph operations to turn a set of graphs into
a many-sorted algebra of graphs. (Other such complete families of graph operations are presented,
e.g., by Engelfriet (1997) or Courcelle (1997).) The first family of operations is disjoint sum. Let
G and H be two graphs of types n and n′. We can assume their sets of vertices and edges to be
disjoint. Then G⊕H is 〈VG ∪ VH , EG ∪EH , labG ∪ labH , incG ∪ incH , prtGˆprtH〉 of type n+ n′.

The second operation is the port redefinition. This operation renames or “forgets” ports. If G
is a graph of type n and α : {1, . . . , k} → {1, . . . , n} then the graph after port redefinition is
〈VG, EG, labG, incG, prtG(α)〉 of type k.

The third operation is the port fusion. It fuses port vertices, i.e., the operation identifies groups
of vertices. For every equivalence relation R on the set {1, . . . , n} there is a mapping fuR taking
a graph G of type n and returning G′ that is obtained from G by identifying the ports that are in
the same equivalence class of R.

Note that each of the three families of operations contains denumerably many operators. The
set of all graphs together with these three families of operations forms a many-sorted algebra
G, where the sorts are just the types of the graphs. Bauderon and Courcelle (1987) also define
a (many-sorted) algebra of so-called graph expression GE in the following way. It is the term
algebra of the (sorted) operation symbols of the graph operations described above together with
the following constants: 0 (denoting the empty graph), 1 (denoting the graph consisting of a single
vertex), a for each label a ∈ L (denoting the graph consisting of a single edge of type ρ(a) of label
a together with its ρ(a) vertices). An element of this term algebra is called a graph expression. It
can and should be seen as an instruction for constructing a graph. The graph is the value of the
expression: Since the term algebra is the free algebra of this signature of graph operations there
exists a unique homomorphism h : GE → G from the algebra of graph expressions to the algebra
of graphs. The value of a graph expression is exactly the value of this homomorphism. It is now
interesting to see that the homomorphism is surjective.

Proposition 2 (Bauderon and Courcelle, 1987) Every finite graph is the value of a graph expres-
sion.

Definition 3 Let O be a finite set of graph operation symbols. A set M of graphs is called
equational, iff it is the value of a regular set R ⊂ GE of graph expressions, i.e., the value of a set
R of graph expressions defined by a regular tree language.

To put it the other way around, a regular tree grammar that generates R can be viewed as
generating a set M of graphs by taking the values of the graph expressions R. A set M of graphs
so given is called equational. The name reflects the fact that the tree grammar can be seen as
a system of equations of which val(R) is the least fixed point. This concept was introduced by
Mezei and Wright (1967), for details, see Courcelle (1990b) or Engelfriet (1997).

A natural and indeed very powerful choice of a logical language for graphs is monadic second-
order logic of vertices and edges (MS2). Monadic second-order logic extends first-order logic by
the addition of set variables and quantification over set variables. More precisely, let V be the sort
of vertices and E be the sort of edges. Let {v, v′, v0, v1, v2, . . . , e, e′, e0, e1, e2, . . .} be an infinite
denumerable set of object variables each having sort V or E. Let σ(u) denote the sort of u. Let
{V, U,E,E′, X, Y, Z, . . .} be an infinite denumerable set of set variables each of sort V or E. Again,
let σ(U) denote the sort of U . For each label l ∈ L with arity k there exists a predicate symbol
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edgl of arity k + 1 where the first argument is of sort E and all others of sort V. The atomic
formulae of MS2 are

– u = u′ where σ(u) = σ(u′),
– u ∈ U where σ(u) = σ(U),
– edgl(e, v1, . . . , vk) where ρ(l) = k, σ(e) = E, and for all 1 ≤ i ≤ k: σ(vi) = V.

Complex formulae are recursively defined as follows. Let ϕ, ψ be formulae, u an object variable
(of any sort) and U a set variable (of any sort), then

– ¬ϕ, (ϕ ∧ ψ), (ϕ ∨ ψ), (ϕ→ ψ),
– ∀uϕ, ∃uϕ,
– ∀Uϕ, and ∃Uϕ

are formulae.

The semantics of MS2 is an extension of the semantics of first-order logics. Let G =
〈V,E, lab, inc, prt〉 be a graph. A variable assignment α is a function that assigns each object
variable u either an element of V , if σ(u) = V, or an an element of E, if σ(u) = E, and that
assigns each set variable U either a subset of V , if σ(U) = V, or a subset of E, if σ(U) = E. A
modified variable assignment α[u/v] (α[U/V ] resp.) is identical to a variable assignment α with
the potential difference that it assigns v (resp. V ) to variable u (resp. U). The denotation of
formulae for a given graph G and variable assignment α is as follows.

– u = u′ is true iff α(u) = α(u′);
– u ∈ U is true iff α(u) ∈ α(U);
– edgl(e, v1, . . . , vk) is true iff inc(α(e), α(v1), . . . , α(vk)) and lab(α(e)) = l;
– ¬ϕ is true iff ϕ is false;
– (ϕ ∧ ψ) is true iff ϕ and ψ are true;
– (ϕ ∨ ψ) is true iff ϕ is true or ψ is true;
– (ϕ→ ψ) is true iff ϕ is false or ψ is true;
– ∀uϕ is true if σ(u) = V and for all v ∈ V : ϕ is true under assignment α[u/v] or if σ(u) = E

and for all e ∈ E : ϕ is true under assignment α[u/e];
– ∃uϕ is true if σ(u) = V and there is a v ∈ V such that ϕ is true under assignment α[u/v] or

if σ(u) = E and there is a e ∈ E such that ϕ is true under assignment α[u/e];
– ∀Uϕ is true if σ(U) = V and for all V ′ ⊆ V : ϕ is true under assignment α[U/V ′] or if
σ(U) = E and for all E′ ⊆ E : ϕ is true under assignment α[U/E′];

– ∃Uϕ is true if σ(U) = V and there is a V ′ ⊆ V such that ϕ is true under assignment α[U/V ′]
or if σ(U) = E and there is a E′ ⊆ E such that ϕ is true under assignment α[U/E′].

Many sets of graphs can be defined in MS2 such as, e.g., planar graphs, 3-colourable graphs, or
graphs with a Hamiltonian cycle. As an example, the following formula defines 3-colourability of
a simple graph. Let v, v′, R,G,B be all of sort V and e of sort E.

∃R,G,B ∀v v ∈ R ∨ v ∈ G ∨ v ∈ B ∧ ¬(v ∈ R ∧ v ∈ G) ∧ ¬(v ∈ R ∧ v ∈ B) ∧ ¬(v ∈ G ∧ v ∈ B)∧
∀v, v′(∃e edg(e, v, v′)) → (v ∈ R ∧ v′ ∈ G) ∨ (v ∈ G ∧ v′ ∈ R) ∨

(v ∈ G ∧ v′ ∈ B) ∨ (v ∈ B ∧ v′ ∈ G) ∨
(v ∈ R ∧ v′ ∈ B) ∨ (v ∈ B ∧ v′ ∈ R)

Note that since the graph is simple, there is only one edg relation. The first line says that the
three colour sets R,G, and B partition the domain of vertices. The second part expresses that if
two vertices are connected by an edge then they must be in different colour sets.
Courcelle (1990b) showed that if a relation is MS2-definable then so is its transitive closure. This
is another example of the expressive power of MS2.

A set C of graphs of sort n is called abstractly recognisable, iff there exists a many-sorted algebra
A over the possibly infinite signature of graph operations with finite universes (sort sets), a ho-
momorphism h : G → A from the algebra of graphs to A, and a finite subset FS of An such that
C = h−1(FS). The triple (h,A, FS) is called an automaton, the set FS is the set of final states.
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Proposition 4 (Courcelle, 1990b) The intersection of an abstractly recognisable set of graphs and
an equational set of graphs is an equational set.

In the proof, the intersection is effectively computed.

Proposition 5 (Courcelle, 1990b) Every MS2-definable set of graphs is abstractly recognisable.

There exists a measure on how similar to a tree a graph is. It is called treewidth, and was introduced
by Robertson and Seymour (1986a).

Definition 6 Let G be a graph. A tree decomposition of G is a pair (T, f) where T is an unrooted
unoriented tree and f : VT → ℘(VG) is a mapping such that
(1) VG =

⋃
{f(i) | i ∈ VT };

(2) for every edge e of G there is a set f(i) such that all vertices of e are in f(i);
(3) if v ∈ f(i)∩ f(j), then v ∈ f(k) for every k belonging to the unique loop-free path from i to j
in T .

The width of a tree decomposition is defined as max{|f(i)| | i ∈ VT } − 1, and the treewidth of G
is the smallest width of a tree decomposition of G.

All proper trees have treewidth 1. Cliques, i.e., graphs where each pair of vertices is connected by
an edge, on the other hand, are clearly graphs that differ very much from trees. Their treewidth is
the size of the clique minus one. The notion of treewidth will be quite important for us. Roughly
speaking, a set of graphs for which there exists a uniform bound on the treewidth is well-behaved,
so to speak. Sets of graphs that have an unbounded treewidth on the other hand are a lot more
difficult to treat. As an important example, Seese (1991) showed the following

Proposition 7 The MS2-theory of a set of finite graphs of unbounded treewidth is undecidable.

On the other hand, if M is an equational set of graphs, then there exists a uniform bound on the
treewidth of the graphs in M (Engelfriet, 1997).

4 Graph Grammars

We will now introduce another way to define sets of graphs via grammars, namely as languages
of so-called context-free hyperedge replacement grammars. As the name implies, a hyperedge
replacement consists of taking out a hyperedge from a given graph and plugging a complete graph,
not just an edge, into its original place. Thus a hyperedge replacement grammar mainly consists
of pairs of hyperedges and graphs that should take their places. The notion of context-freeness
means that the replacement of an edge by a graph takes place independently of the context of that
edge in the “hosting” graph. For brevity, we will write HR grammar for context-free hyperedge
replacement grammar. Recommendable overview articles on HR grammars are the ones by Drewes
et al. (1997) and Engelfriet (1997). The technical exposition that follows is a quote from the article
by Drewes et al. (1997).

Recall that the type of a concrete graph is the number of its ports. The type of an edge is the rank
of its label. Edges are always replaced by graphs of the same type. Let H be a concrete graph
and B ⊆ EH a set of edges to be replaced. Let repl be a mapping from B to a set of concrete
graphs such that type(e) = type(repl(e)) for each e ∈ B. Then the replacement of B in H by repl
yields a concrete graph H [repl] obtained by removing B from EH , adding the nodes and edges of
repl(e) for each e ∈ B disjointly, and fusing the i-th port of repl(e) with the i-th attachment node
of e for each e ∈ B and i = 1, . . . , type(e). All hyperedges keep their labels and attachment nodes;
the ports of H [repl] are the ports of H . If B = {e1, . . . , en} and repl(ei) = Ri for i = 1, . . . , n,
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Figure 1: Hyperedge replacement of ei by Ri in H (i = 1, . . . , 4). (From (Drewes et al., 1997))

then we write H [e1/R1, . . . , en/Rn] instead of H [repl]. A pictographical example of a hyperedge
replacement is given in Figure 1. Hyperedge replacement is only defined up to isomorphism. Thus
we will, as before, consider the isomorphism classes of concrete graphs as the graphs proper.

Hyperedge replacement possesses some nice properties. Firstly, it has the sequentialisation and
parallelisation property. It does not matter if one replaces a set of edges simultaneously or one
after the other. Therefore, replacement is confluent. The order in which a series of replacement
is performed does not effect the result. Secondly hyperedge replacement is associative. The result
of replacing e in graph G by F and then e′ in graph H by G[e/F ] is the the same as replacing
first e′ in H by G and then e in H [e′/G] by F , i.e., H [e′/G[e/F ]] = H [e′/G, e/F ].

As before, let L be a set of labels. Let N ⊆ L be a set of nonterminals. A production over N
is an ordered pair p = (A,R) where A ∈ N and R ∈ G and the rank of A is equal to the type
of R. Let H ∈ G be a graph and P be a set of productions. Let e ∈ EH and (lab(e), R) ∈ P .
Then H directly derives H ′ = H [e/R] and we write H ⇒P H ′. A sequence of direct derivation
H0 ⇒ · · · ⇒ Hk is called a derivation of length k and denoted by H0 ⇒∗ Hk.

Definition 8 A context-free hyperedge replacement grammar (or HR-grammar) is a quaduple
HRG = (N,T, P, S) where N ⊆ L is a set of nonterminals, T ⊆ L is a set of terminals with
T ∩N = ∅, P is a finite set of productions over N , and S ∈ N is the start symbol.

The graph language La(HRG) generated by HRG is the set

La(HRG) = {H ∈ G | S• ⇒ H}

where S• is the smallest graph of label S, i.e., the graph consisting of rank of S many vertices and
a single edge e of type rank of S connecting these vertices, and an empty port sequence.

We close this section with an important result. It shows that the two independent ways of defining
a set of graphs, namely by a regular language of graph expressions (as explained in the previous
section) and by HR grammars, actually posses the same expressive power.

Proposition 9 (Lautemann, 1988; Engelfriet, 1997) A set of graphs M is equational iff it is the
language of some context-free hyperedge replacement grammar.

The proof given by Engelfriet (1997) is constructive, i.e., given an HR grammar, the proof provides
a construction of a regular tree grammar of graph expressions and vice versa. Since HR grammars
are context-free, equational sets of graphs are sometimes also called context-free sets of graphs.
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5 HPSG Feature Structures as Graphs

Linguists see the feature structures of HPSG as graphs and often use graphs when they want to
describe certain properties of a structure. A typical example is given in Figure 2, which is taken
out of the book by Pollard and Sag (1994). It describes an entry in a lexicon, namely the entry
for the English pronoun she. That such graphs can be regarded as special types of hypergraphs is

Figure 2: Feature Graph of the English pronoun she. (From (Pollard and Sag, 1994))

simple to see. HPSG feature graphs are rooted, and they are multigraphs, i.e., edges are at most
binary. The full power of hyperedges is not really necessary. But we need unary edges, they will
be used to label vertices. Edge labels are functional. Two edges departing from the same source
vertex must have different labels. Edge labels are called features (or sometimes attributes), vertex
labels are called sorts.

In interpreting feature structures as graphs we have to have a closer look at signatures for HPSG. In
general, these signatures list the features and sorts. But these features and sorts are not unrelated.
Rather there is a strict relationship between them: HPSG feature structures are required to
be totally well-typed and sort resolved. Sort-resolvedness, basically demanding that the sorts
partition the universe, is of no particular relevance here. Well-typedness restricts the admissible
correlations between sorts and features. Each sort is correlated with a set of admissible features.
And for each such feature there is an indication listing the admissible set of sorts on the target
vertex. Total well-typedness additionally requires each admissible feature to be present. Thus
a signature for HPSG is a triple ∆ = (S,F, A) where S is a finite set of sorts (unary predicate
symbols), F is a finite set of features (binary predicate symbols), and A : S × F → ℘(S) is
an appropriateness function expressing the well-typedness restrictions. For example, part of the
HPSG appropriateness function of Figure 2 is A(word, synsem) = {synsem}, A(word, phon) =
{nelist}. It expresses that a vertex of sort word must have exactly two outgoing binary edges, one
labelled phon and one labelled synsem. And the target vertex of the edge labelled phon must
be of sort nelist, while the target vertex of the edge labelled synsem must be of sort synsem.

These signature requirements can be expressed in MS2. HPSG sorts are unary edge labels, features
are binary edge labels. Let u, v, w be variables of sort (in the algebraic sense) V, i.e., vertex
variables, and let e, e′ be variables of sort E (edge variables). (Note that the HPSG sort and
feature disjunctions and conjunctions (like

∨
s∈S) are just abbreviations for long disjunctions and
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conjunctions in a pure graph language, because the sets of sorts and features are both finite.)

∀v∃e :
∨

s∈S edgs(e, v)
∧∀v∀e, e′ : (

∨
s∈S edgs(e, v) ∧

∨
s∈S edgs(e′, v)) → e = e′

∧∀f ∈ F : ∀u, v, w, e, e′ : (edgf (e, u, v) ∧ edgf (e′, u, w)) → (v = w ∧ e = e′)
∧

∧
s∈S,f∈F ,A(s,f) �=∅ ∀v (∃e : edgs(e, v)) →

(∃e, u, e′ : edgf(e, v, u) ∧
∨

s′∈A(s,f) edgs′(e′, u))
∧

∧
s∈S,f∈F ,A(s,f)=∅ ∀v(∃e : edgs(v, e))) → (¬∃e, u : edgf (e, v, u))

The first line states that each vertex must have an HPSG sort, i.e., a unary edge labeld with a
sort. The second line states that a vertex has at most one HPSG sort. The third line states that
features are functional, i.e., two binary edges departing from the same vertex and having the same
(feature) label must be identical. The next two lines cope with the appropriateness function. The
fourth line states that if a sort has admissible features, there must be edges present labelled with
these features, and there must be target vertices for these edges that bear the right sort labels.
The fifth line states that if a sort has no admissible features, a vertex labelled with this sort must
not have any outgoing binary edges.

HPSG principles are formed out of boolean combinations of so-called path expressions and sort
statements. Path expressions allow one to state that two feature paths in a graph end in the same
vertex. Sort statements define the sort of a vertex at the end of a feature path in a graph. Both
path expressions and sort statements can easily be expressed in MS2. Indeed, when considered as a
logic for HPSG, MS2 is very expressive and should be powerful enough to render any linguistically
motivated principle. Here is an example of an HPSG principle. It is the Head-Feature-Principle
by Pollard and Sag (1994, p. 34):

In a headed phrase, the values of synsem|local|category|head and
daughters|head-dght|synsem|local|category|head are token-identical.

Its rendering in MS2looks as follows. Let v, v′, u1, u2, u3, u4, w1, w2, w3, w4, w5 be variables of sort
V and e, e′, f1, f2, f3, f4, g1, g2, g3, g4, g5, g6 be variables of sort E.

∀v (∃e, w1, e
′, v′ : edgdaughters(e, v, w1) ∧ edghead-struc(e′, v′)) →

( ∃u1, u2, u3, u4, w1, w2, w3, w4, w5, f1, f2, f3, f4, g1, g2, g3, g4, g5, g6 :
edgsynsem(f1, v, u1) ∧ edglocal(f2, u1, u2) ∧ edgcategory(f3, u2, u3) ∧ edghead(f4, u3, u4) ∧
edgdaughters(g1, v, w1) ∧ edghead-dght(g2, w1, w2) ∧ edgsynsem(g3, w2, w3) ∧
edglocal(g4, w3, w4) ∧ edgcategory(g5, w4, w5) ∧ edghead(g6, w5, u4))

The premise of the implication demands the graph to be a headed phrase. Note that the
key information of this long path equation is hidden in the reappearance of variable u4 from
edghead(f4, u3, u4) in edghead(g6, w5, u4), i.e., the two paths both end in vertex variable u4.

Thus an HPSG grammar, consisting of the signature requirements and the principles, can be
expressed by an MS2-sentence. This sentence can be regarded as an axiomatisation for HPSG
feature graphs. Compatibility of a graph with the grammar is rendered by the graph being a
model of the MS2-sentence.

We will now turn to showing that the MS2-theory of finite HPSG feature graphs is undecidable.
To do so, let us consider a special set of graphs, namely grids. Grids are special types of planar
graphs. They are the result of gluing squares in lines and columns. forming a rectangular shape.
An example of a 6 × 3 grid is given in Figure 3.

It is not difficult to see that HPSG formalisations allow the construction of grids. Consider the
following signature 〈{s, u, r, c}, {U,R}〉 with the appropriateness function

A(s, U) = {s, u} A(u,R) = {u, c}
A(s,R) = {s, r} A(r, U) = {r, c}
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Figure 3: A 6 × 3 grid.

We suppose the grammar to be empty. The set GR of all finite graphs that are models of this
signature contains all finite grids such as the one in Figure 3. It does, of course, contain many more
graphs that are not grids. But this is not of importance for us. If desired, the set of graphs can
be restricted by adding principles so that only grid-like graphs are in the set. Indeed, Courcelle
(1997) shows how to define finite grids in MS2.

Proposition 10 The set GR has unbounded width.

Proof. GR contains all finite grids. The treewidth of an n× k grid is min(n, k) (see (Bodlaender,
1998)). Therefore there is no bound on the treewidth of GR.

As a consequence, the main result of this paper can be established.

Theorem 11 The MS2-theory of finite HPSG feature graphs is undecidable.

The proof of this theorem is a simple consequence of the above proposition and Proposition 7.

Note that since King et al. (1999) use infinite feature structures the above proposition is not an
immediate consequence of the undecidability of grammaticality of SRL.

Since the proof is based on constructing graphs that are not very likely suitable models of linguistic
analyses, there may be a way to get around the above undecidability result by excluding grid-like
graphs from the set of models considered. One natural way to to this is to demand of the set of
graphs to be generable by an HR grammar.

Theorem 12 The MS2-theory of finite HPSG feature graphs is decidable, if this set of graphs can
be generated by an HR grammar.

Proof. This proof is due to Courcelle (1990b).
Let φ be an MS2-sentence. By Proposition 5, the set of graphs Mφ which are models of φ is
abstractly recognisable. Courcelle (1990b) gives a construction of the abstract automaton in his
proof. Let M be a set of graphs given by an HR grammar. By Proposition 9, this set is equational.
By Proposition 4, one can construct a regular tree grammar defining M∪Mφ. One can test whether
M ∪Mφ = ∅.
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6 Conclusion

It would in our opinion be desirable to obtain a decidability result without recourse to a graph
grammar formalism that paves the way to decidability. But it seems that the expressive power of
a typical modal or feature logic for HPSG is insufficient to forbid grids and their generalisations.
The chances to exclude these graphs by means of MS2 are a lot better. This can indeed be done
and it seems worth adding such a formula as an axiom to the HPSG theory, because there are
also independent linguistic motivations to exclude these types of graphs. The collection of graphs
of a fixed treewidth is MS2-definable. Suppose that H is a finite planar graph. Then the class
FORB(H) is MS2-definable. This is the class of graphs G such that no member of G has H as
minor, where H is a minor of G if it can be obtained from a subgraph of G by means of repeated
edge contractions. According to an important result due to Robertson and Seymour (1986b) there
is a bound n on the treewidth of all members of G. In other words, for any fixed n the set of finite
graphs of treewidth at most n is MS2-definable.
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Abstract

Optimality theory (OT), introduced by Prince and Smolensky (1993), is a linguistic framework
in which the mapping of one level of linguistic representation to another is based on rules
and filters. The rules generate candidate expressions in the target representation, which are
subsequently checked against the filters, so that only those candidates remain that survive this
filtering process. Germain to OT is the fact that filters or constraints are violable and ranked.
Thus a candidate expression may violate a constraint, as long as alternative candidates violate
more constraints or higher ranked constraints. An expression is optimal, if it violates the
least number of lowest ranked constraints. Frank and Satta (1998) and Wartena (2000)
have shown that these principles of OT can be fruitfully modeled using techniques from
formal language theory. Both model the generator relation as a rational relation over regular
languages and the constraints as regular languages; in (Frank and Satta, 1998) these are string
languages, and in (Wartena, 2000) they are tree languages. We show here that generators can
be extended to linear frontier-to-root tree transducers on linear context-free tree languages –
with constraints being regular tree languages – while the computation of optimal candidates
can still be performed using finite state techniques (over trees).

Keywords: Optimality theory, context-free tree grammar, finite state techniques

1 Introduction

Optimality theory (OT henceforth) has been introduced by Prince and Smolensky (1993) originally
as a model for generative phonology. In recent years, this approach has been applied successfully to
a range of syntactic phenomena, and it is currently gaining popularity in semantics and pragmatics
as well. It is based on the idea that a mapping from one level of linguistic representation to another
should be described in terms of rules and filters. The novel contribution of OT is that filters – or,
synonymously, constraints – are ranked and violable. Thus the result of a rule-based generation
process may still be acceptable although it violates certain constraints as long as other results
violate more constraints or constraints that are higher ranked.

In other words, the rules generate a set of candidates that are competitors. On this set, the
constraints are applied in the order of their ranking starting with the highest ranked constraint.
A candidate may violate a constraint more than once. The application of the highest ranked con-
straint assigns each candidate the number of violations of that constraint. Some of the candidates
are now optimal with respect to this constraint in the sense that they violate the constraint the
fewest times. These, and only these, are retained for the next round of constraint application. In
each round, the current constraint is applied to the set of candidates remaining from the previous
rounds. And only those candidates that are optimal with respect to the current constraint make
it into the next round. In the end, after applying all constraints, a set of candidates is reached
which is optimal with respect to the given ranking of the constraints. The method is therefore
comparable to a high jump competition in athletics.

∗This research was partly funded by a grant of the German Science Foundation (DFG SFB 441-2).



Frank and Satta (1998) show that certain classes of OT-systems can be handled by finite state
techniques. Their approach is influenced by ideas from computational phonology, the original
field of application for OT. In this view, the generation of candidates is a relation on strings, and
this relation is defined by a finite state transducer. In order to also render constraints by finite
state automata, two restrictions have to be made. The first one is that constraints have to be
binary, that is to say, each constraint assigns each candidate either 0 or 1. The second restriction
demands constraints to be output constraints. An output constraint is a constraint that assigns a
number to a candidate pair purely on the base of its output. Under these restrictions, constraints
can be rendered as regular string languages over the output. The aim of the paper by Frank and
Satta (1998) is to provide a modularity result for the complexity of an OT-system in the following
sense. Suppose that the set of candidates is given by a finite state transducer and all constraints
are expressable by regular languages. Then the whole OT-system can be rendered by finite state
techniques and is no more complex than its components. The success of the approach by Frank
and Satta is based on well-known closure properties of regular string languages.

Wartena (2000), noting that these closure properties extend to regular tree languages, demon-
strates how the approach of Frank and Satta can be extended from strings to trees. The set of
candidates, now, is a binary relation on trees that is defined by means of a linear tree transducer.
And binary output constraints are defined by means of tree automata. The use of tree automata
as a way to express constraints in syntax was proposed previously by Morawietz and Cornell
(1997). Based on these assumptions Wartena achieves the corresponding modularity result that
if the components of OT-system are defined by automata on trees then the whole OT-system can
be defined by automata on trees and hence shares the complexity of its components.

For the description of natural language syntax, it is trees that are regarded as the underlying data
structures by most linguists. Therefore the step from string automata to tree automata is certainly
a necessary one. But there are well-known arguments by Shieber (1985) and others that natural
languages are not context-free. In particular, certain aspects of the morphology of Bambara and
the case agreement in Swiss German are mildly context-sensitive. It is therefore arguable that
a simple use of tree automata may not suffice. In a series of papers, Kolb et al. (2003, 2000);
Michaelis et al. (2001); Morawietz and Mönnich (2001) provide a systematic way to render mildly
context-sensitive phenomena in natural language using purely (tree-) regular means. Based on this
approach we show here how to integrate a moderate level of context-sensitivity into an OT-system
while still using extended tree automata techniques.

We propose to define the generator of an OT-system to be a relation on linear context-free tree lan-
guages. This relation is given as a so-called linear frontier-to-root tree transducer (LF-transducer).
Linear context-free tree languages form a proper super class of the regular tree languages, hence
standard automata techniques cannot be applied. We therefore employ a two-level mechanism,
i.e, we apply a technical process called lifting to the linear context-free tree grammar defining the
domain of the generator. And we also lift the LF-transducer. Since the result of lifting the gram-
mar is a regular tree grammar, we can now use automata techniques. Constraints are expressed
as monadic second-order (MSO) formulae over candidate output trees. We think this approach
is more appealing to linguists than using regular tree grammars because logic allows to specify
the constraints in an abstract, grammar-free fashion. If desired, the formulae can be translated
into regular tree languages and vice versa using well known formal languages techniques (Gécseg
and Steinby, 1997). Constraints will also be lifted to match the level of the lifted generator, and
then transformed into tree automata. This allows the computation of optimal candidates on the
lifted level using automata techniques. In order to obtain the optimal candidates on the intended,
original level, we apply another automaton, a macro tree transducer equivalent to an MSO trans-
duction to be defined below, to undo the translation step introduced in the lifting. We have thus
shown that optimal outputs of an OT-system can be computed using finite state techniques over
trees even in the case where the generator comprises mildly context-sensitive tree languages.

After reviewing of basic concepts from algebra, logic, grammar and automata theory in the next
section we introduce and formalise the concepts of an OT-system in Section 3. Section 4 reports
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the constructions and results by Frank and Satta (1998) and Wartena (2000) that we build upon.
In Section 5 we present our own two-level approach to the formalisation of OT.

2 Preliminaries

2.1 Basic Algebraic Definitions

Let S be a finite set of sorts. An S-signature is a set Σ given with two mappings α : Σ → S∗ (the
arity mapping) and σ : Σ → S (the sort mapping). The length of α(f) is called the rank of f ,
and is denoted by ρ(f). The profile of f in Σ is the pair (α(f), σ(f)). The elements of Σε,s are
also called constants (of sort s).

A Σ-algebra is an pair A = 〈(As)s∈S , (f)f∈Σ〉 where As is a nonempty set for each s ∈ S, called
the domain or universe of sort s of A, and f : Aα(f) → Aσ(f) is a total function for each f ∈ Σ.
(For a sequence µ = (s1, . . . , sn) in S+, we let Aµ := As1 ×As2 × · · · ×Asn .) A Σ-algebra is finite
iff the carriers As for each s ∈ S are finite.

In case S is a singleton set {s}, i.e., in case Σ is a single-sorted or ranked alphabet (over sort s),
we usually write Σn to denote the (unique) set of operators of rank n ∈ IN. In later sections of
the paper we will mainly use the single-sorted case of alphabets. We will indicate the need for
many-sorted alphabets where necessary.

Let S be a set of sorts, Σ a signature, and A and B two Σ-algebras. A family of functions
hs : As → Bs (for each s ∈ S) is called a Σ-homomorphism iff for all f ∈ Σ of rank k and all
(a1, . . . ak) ∈ Aα(f): hσ(f)(fA(a1, . . . , ak)) = fB(hs1(a1), . . . , hsk

(ak)).

Of particular interest to us is the algebra TΣ of trees over a single-sorted signature Σ. It is the free
algebra of Σ. The carrier TΣ is defined recursively as follows. Each constant of Σ, i.e., each symbol
of rank 0, is a tree. If f is of rank k and t1, . . . , tk are trees, then f(t1, . . . , tk) is a tree. Operations
in TΣ are syntactic, i.e., if f ∈ Σk and t1, . . . , tk ∈ TΣ then fTΣ(t1, . . . , tk) := f(t1, . . . , tk). TΣ is
the free or initial algebra in the class of all Σ algebra, i.e., for each algebra A there exists a unique
homomorphism hA : TΣ → A. This homomorphism is the evaluation of a term in A.

A tree language L ⊆ TΣ is a subset of TΣ. With each tree t ∈ TΣ we can associate a string s ∈ Σ∗
0

by reading the leaves of t from left to right. This string is called the yield of t, denoted yd(t). The
yield of a tree language L is defined straightforwardly as yd(L) = {yd(t) | t ∈ L}.

2.2 Basic Tree Grammar Definitions

A context-free tree grammar (CFTG) is a quintuple Γ = 〈Σ,F , S,X, P 〉 where Σ and F are
ranked alphabets of inoperatives and operatives, S ∈ F is the start symbol, X is a countable
set of variables, and P is a finite set of productions. Each production p ∈ P is of the form
F (x1, . . . , xn) → t for some n ∈ IN, where F ∈ Fn, x1, . . . , xn ∈ X and t is a tree over Σ ∪
F , {x1, . . . , xn}. The grammar is linear iff each variable occurs at most once in the right hand
side of each rule. Intuitively, an application of a rule of the form F (x1, . . . , xn) → t “rewrites” a
tree rooted in F as the tree t with its respective variables substituted by F ’s daughters.

A CFTG Γ = 〈Σ, F, S,X,P〉 with Fn = ∅ for n > 0 is called a regular tree grammar (RTG). Since
RTGs always just substitute some tree for a leaf-node, it is easy to see that they can only generate
recognisable sets of trees, a forteriori context-free string languages (Mezei and Wright 1967). If Fn

is non-empty for some n �= 0, that is, if we allow the operatives to be parameterised by variables,
however, the situation changes. CFTGs in general are capable of generating sets of structures,
the yields of which belong to the subclass of context-sensitive languages known as the indexed
languages.

Let us illustrate the above by means of an example. The following CFTG generates the mildly
context-sensitive language anbncndn.

155



Example 1 Consider the CFTG Γ = 〈{a, b, c, d, ε, St, S
0
t }, {S, S′, S1, S2, a, b, c, d}, S′, {x},P〉 with

P given as follows S′ −→ S(ε) a −→ a

S(x) −→ S1(S(S2(x))) b −→ b

S(x) −→ S0
t (x) c −→ c

S1(x) −→ St(a, x, d) d −→ d

S2(x) −→ St(b, x, c)

An example of a tree generated by this grammar is shown in Figure 1.

St

a St

a S0
t

St

b St

b ε c

c

d

d

Figure 1: Sample tree

Let Γ be a CFTG. For every tree t ∈ L(Γ), there is a set of sequences of applications of grammar
rules that generate t. These sequences may differ in more than just the order of rule application,
a tree can have several different derivations.

If Γ is a regular tree grammar, then the language generated by Γ is called a regular tree language.

2.3 Basic Automata-Theoretic Definitions

For regular tree languages there exists an automaton model that corresponds to finite state au-
tomata for regular string languages. Let Σ be a signature. A deterministic frontier-to-root tree
automaton is a pair (AΣ, F ) where AΣ is a finite Σ-algebra and F ⊆

⋃
s∈S As is the set of final

states. A tree t ∈ TΣ is recognised by (AΣ, F ) iff hA(t) ∈ F , i.e., the evaluation of the term t in
the automaton ends in a final state. On an intuitive level, a bottom-up tree automaton labels the
nodes in a tree with states starting from the leaves and going to the root. Suppose n is a node
in the tree and f is the k-ary function symbol at node n and the k daughters of n are already
labelled with states q1, . . . , qk, and furthermore fA(q1, . . . , qk) = q is true in A then node n can
be labelled with state q. A tree is accepted if the root can be labelled with a final state. Since we
will only consider deterministic bottom-up tree automata in this paper, we will henceforce just
call them tree automata for brevity.

The language accepted by a tree automaton (A, F ) is the set {t ∈ TΣ | hA(t) ∈ F}. We will now
report some results about the theory of regular tree languages. For more information, consult the
work by Gécseg and Steinby (1984, 1997). A tree language L is regular if and only if there is a
tree automaton that accepts L. Regular tree languages are closed under union, intersection, and
complement. There are corresponding constructions for tree automata.

Tree automata can be generalised to automata that transform one tree into another, so-called tree
transducers. The following exposition on tree transduction is taken from (Gécseg and Steinby,
1997). Let Σ and Ω be two (single-sorted) signatures. A binary relation τ ⊆ TΣ × TΩ is called a
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tree transformation. A pair (s, t) ∈ τ is interpreted to mean that τ may transform s into t. We can
speak of compositions, inverses, domains, and ranges of tree transformations as those of binary
relations. With each tree transformation τ ⊆ TΣ×TΩ one can associate a translation of the string
languages {(yd(s), yd(t) | (s, t) ∈ τ}. We will now define frontier-to-root tree transducers.

Definition 2 [F-Transducer] A frontier-to-root tree transducer (or F-transducer) consists of a
quintuple A = (Σ,Ω, Q, P, F ) where Σ and Ω are signatures; Q is a finite set of states, each
element of Q is a unary function; F ⊆ Q is the set of final states ; and P is a finite set of
productions of the following type:

f(q1(x1), . . . , qm(xm)) → q(t(x1, . . . , xm))

where f ∈ Σm, q1, . . . , qm, q ∈ Q, t(x1, . . . , xm) ∈ TΩ(x1, . . . , xm).

The transformation induced by an F-transducer is defined as follow. We write QTΩ for the set
{q(t) | q ∈ Q, t ∈ TΩ} and regard QTΩ as a signature in which each element q(t) ∈ QTΩ is
seen as a constant. Let s, t ∈ TΣ∪QTΩ be two trees. It is said that t can be obtained by a
direct derivation from s in A iff t can be obtained from s by replacing an occurrence of a subtree
f(q1(t1), . . . , qm(tm)) (with f ∈ Σm, q1, . . . , qm ∈ Q, t1, . . . , tm ∈ TΩ) in s by q(t(t1, . . . , tm), where
f(q1(x1), . . . , qm(xm)) → q(t(x1, . . . , xm)) is a production from P . If s directly derives t in A then
we write s⇒A t. The reflexive transitive closure s⇒∗

A t is the derivation relation.

Intuitively, an F-transducer traverses a tree s from the leaves to the root rewriting it at the same
time. In a single derivation step we consider a node n in s with label f where all the daughter
nodes are already transformed into trees of TΩ and each daughter node is in some state qi. Then
we replace the subtree of node n with the tree t from the production where the place holder
variables of t are replaced by the trees of the daughter nodes of n. The root of this subtree is put
into state q.

The relation
τA = {(s, t) | s ∈ TΣ, t ∈ TΩ, s⇒∗

A q(t) for some q ∈ F}

is the transformation relation induced by A. A relation τ ⊆ TΣ × TΩ is an F-transformation
if there exists an F-transducer A such that τ = τA. For a tree language L ⊆ TΣ we define
A(L) = {t ∈ TΩ | ∃s ∈ TΣ with (s, t) ∈ τA}.
A production f(q1(x1), . . . , qm(xm)) → q(t(x1, . . . , xm)) is called linear if each variable x1, . . . , xm

occurs at most once in t. An F-transducer is linear if each production is linear. We denote a
linear F-transducer by LF-transducer. There are two important results about LF-transducers (see
(Gécseg and Steinby, 1997)): LF-transducers are closed under composition. And if L is a regular
tree language and A is an LF-transducer, then A(L) is again regular. Hence LF-transducers are
the counterpart on trees of finite state transducers on strings.

We will now introduce macro tree transducers. Their states are complex objects, and they allow
to pass parameters – which contain a limited amount of context information from the part of the
input tree we have already seen – into the RHSs. We formalise these new RHSs as follows. Let Σ,
Ω, and Q be ranked alphabets and n,m ≥ 0. The set of right hand sides RHS(Σ,Ω, n,m) over Σ
and Ω with n variables and m parameters is the smallest set rhs ⊆ TΣ∪Ω(Xn ∪ Ym) such that

1. Ym ⊆ rhs

2. For ω ∈ Ωk with k ≥ 0 and ϕ1, . . . , ϕk ∈ rhs, ω(ϕ1, . . . , ϕk) ∈ rhs

3. For q ∈ Qk+1 with k ≥ 0, xi ∈ Xn and ϕ1, . . . , ϕk ∈ rhs, q(xi, ϕ1, . . . , ϕk) ∈ rhs

The productions of MTTs contain one piece of “old” information (a symbol from the input alphabet
with the appropriate number of variables) and a number of context parameters.
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Definition 3 [Macro Tree Transducer] A macro tree transducer (MTT) is a quintuple M =
〈Q,Σ,Ω, q0, P 〉 with Q a ranked alphabet of states, ranked alphabets Σ and Ω (input and output),
initial state q0 of rank 1, and a finite set of productions P of the form

q(σ(x1, . . . , xn), y1, . . . , ym) −→ t

where n,m ≥ 0, q ∈ Qm+1, σ ∈ Σn and t ∈ RHS(Σ,Ω, n,m).

The productions p ∈ P of M are used as term rewriting rules in the usual way. The transition
relation of M is denoted by M=⇒.

The transduction realized by M is the function {(t1, t2) ∈ TΣ × TΩ | q0(t1) M=⇒
∗
t2}

Generally, a little care has to be taken in the definition of the transition relation with respect to
the occurring parameters yi. Derivations are dependent on the order of tree substitutions. Inside-
out means that trees from TΩ have to be substituted for the parameters whereas in Outside-in
derivations a subtree must not be rewritten if it is in some context parameter. Again, as for
context-free tree grammars, neither class of derivations contains the other. Since we are only
dealing with simple MTTs in our approach, all modes are equivalent and can safely be ignored.

An MTT is deterministic if for each pair q ∈ Qm+1 and σ ∈ Σn there is at most one rule in P
with q(σ(x1, . . . , xn), y1, . . . , ym) on the LHS.

An MTT is called simple if it is simple in the input (i.e., for every q ∈ Qm+1 and σ ∈ Σn, each
x ∈ Xk occurs exactly once in RHS(Σ,Ω, n,m)) and simple in the parameters (i.e., for every
q ∈ Qm+1 and σ ∈ Σk, each y ∈ Ym occurs exactly once in RHS(Σ,Ω, n,m)). The MTTs
discussed in the remainder of the paper will all be simple.

Note that if we disregard the input, MTTs turn into context-free tree grammars.

2.4 Basic Logical Definitions

After these automata-theoretic notions, we briefly present those related to monadic second-order
(MSO) logic. MSO logic is the extension of first-order predicate logic with monadic second-
order variables and quantification over them. In particular, we are using MSO logic on trees
such that individual variables x, y, . . . stand for nodes in trees and monadic second-order ones
X,Y, . . . for sets of nodes (for more details see, e.g., Rogers (1998)). It is well-known that MSO
logic interpreted on trees is decidable via a translation to finite-state (tree) automata (Doner,
1970; Thatcher and Wright, 1968). The decidability proof for MSO on finite trees gives us also
a descriptive complexity result: MSO on finite trees yields only recognisable trees which in turn
yield context-free string languages. These results are of particular interest, since finite trees are
clearly relevant for linguistic purposes, and therefore form the basis for our work.

The following paragraphs go directly back to Courcelle (1997). Recall that the representation
of objects within relational structures makes them available for the use of logical description
languages. Let R be a finite set of relation symbols with the corresponding arity for each r ∈ R
given by ρ(r). A relational structure R = 〈DR, (rR)r∈R〉 consists of the domain DR and the
ρ(r)-ary relations rR ⊆ D

ρ(r)
R . In our case we choose a finite tree as our domain and the relations

of immediate, proper and reflexive dominance and precedence.

The classical technique of interpreting a relational structure within another one forms the basis
for MSO transductions. Intuitively, the output tree is interpreted on the input tree. E.g., suppose
that we want to transduce the input tree t1 into the output tree t2. The nodes of the output tree
t2 will be a subset of the nodes from t1 specified with a unary MSO relation ranging over the
nodes of t1. The daughter relation will be specified with a binary MSO relation with free variables
x and y ranging over the nodes from t1. We will use this concept to transform the lifted trees into
the intended ones.
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Definition 4 [MSO transduction] A (non-copying) MSO transduction of a relational structure R
(with set of relation symbols R) into another one Q (with set of relation symbols Q) is defined to
be a tuple (ϕ, ψ, (θq)q∈Q). It consists of the formulae ϕ defining the domain of the transduction in
R and ψ defining the resulting domain of Q and a family of formulae θq defining the new relations
q ∈ Q (using only definable formulae from the “old” structure R).

The result which gives rise to the fact that we can characterise a non-context-free tree set with
two devices which have only regular power is stated in Courcelle (1997). Viewing the relation
of intended dominance defined later by a tree-walking automaton as the cornerstone of an MSO
definable transduction, our description of non-context-free phenomena with two devices with only
regular power is an instance of the theorem that the image of an MSO-definable class of structures
under a definable transduction is not MSO definable in general (Courcelle, 1997).

3 Basic Notions of Optimality Theory

Let us make the notions of optimality theory more precise. In the general case, an OT-system
consists of a relation GEN and a finite set of constraints that are linearly ordered. Constraints
may be violated several times. So a constraint should be construed as a function from GEN into
the natural numbers. Thus an OT-system assigns each candidate pair from GEN a sequence of
natural numbers. The ordering of the elements of GEN that is induced by the OT-system is the
lexicographic ordering of these sequences.

Definition 5 An OT-system is a pair (GEN, C) where GEN is a binary relation and C =
〈c1, . . . , cp〉, p ∈ IN is a linearly ordered sequence of functions from GEN to IN. Let a, b ∈ GEN.
We say a is more economical than b (a < b), if there is a k ≤ p such that ck(a) < ck(b) and for all
j < k : cj(a) = cj(b).

Intuitively, an output o is optimal for some input i iff GEN relates o to i and o is optimal amongst
the possible outputs for i. This is expressed by the following definition:

Definition 6 Let O = 〈GEN, C〉 be an OT-system. Then (i, o) is optimal with respect to O iff

1. (i, o) ∈ GEN, and

2. there is no o′ such that (i, o′) ∈ GEN and (i, o′) < (i, o).

It has frequently been observed that in realistic applications, candidate sets may be infinite. Hence,
a brute force complete search algorithm for an optimal output may in general not terminate. Thus
the success of the OT research program crucially hinges on the issue whether there are tractable
evaluation algorithms.

It is obvious that the complexity of the task of finding the optimal candidates for a given OT-
system depends on the complexity of the generator and of the constraints. In the general case,
these will provide a lower bound for the complexity of the OT-system as a whole. The crucial
question is whether an OT-system as a whole may have a higher complexity than the most complex
of its components.

4 Results by Frank and Satta and by Wartena

The first important complexity result in this spirit was proven by Frank and Satta (1998). They
show that certain classes of OT-systems can be handled by finite state techniques. Their approach
is influenced by ideas from computational phonology, the original field of application for OT. On
this view, GEN is a relation on strings, and this relation is defined by a finite state transducer.
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In order to also render constraints by finite state automata, certain restrictions have to be made.
The first one is that constraints have to be binary, that is to say, each constraint assigns each
candidate from GEN either 0 or 1. If there exists an upper bound on the number of potential
constraint violations for a non-binary constraint, then this non-binary constraint can be translated
into a sequence of binary constraints that has the same filtering effect. Therefore this restriction
is moderate. The second restriction demands constraints to be output constraints. An output
constraint is a constraint that assigns a number to a candidate from GEN purely on the base of
its output, its right hand side element, i.e., if (i, o) and (i′, o) ∈ GEN then c((i, o)) = c((i′, o)).
Under these restrictions, constraints can be rendered as regular string languages over the output
of GEN.

The main theorem of the paper by Frank and Satta (1998) provides a modularity result for the
complexity of an OT-system in the following sense. Suppose that GEN is given by a finite state
transducer and all constraints are expressible by regular languages over the output of GEN. Then
the whole OT-system can be rendered by finite state techniques and is no more complex than its
components. The success of the approach by Frank and Satta is based on well-known closure
properties of regular string languages.

Wartena (2000), noting that these closure properties extend to regular tree languages, demon-
strates how the approach of Frank and Satta can be extended from strings to trees. GEN, now,
is a binary relation on trees that is defined by means of a linear tree transducer. And binary
output constraints are defined by means of tree automata. The use of tree automata as a way to
express constraints in syntax was proposed previously by Morawietz and Cornell (1997). Based on
these assumptions Wartena achieves the corresponding modularity result that if the components
of OT-system are defined by automata on trees then the whole OT-system can be defined by
automata on trees and hence shares the complexity of its components.

5 A Two-Step Approach to Optimality Theory

The idea of the present approach is twofold. One the one hand, the OT-system shall in parts be
represented by languages over linear context-free tree grammars. The generating system GEN
is given as a linear context-free tree grammar of input trees and an LF-transducer defining the
transformation on the input trees. The constraints are given as MSO-sentences over the signature
of output trees or equivalently as regular tree languages. On the other hand, we will still use finite
state automata to compute optimal pairs.

GEN will be defined as a relation between two mildly context-sensitive languages. Let ΣI be the
(single-sorted) signature of input trees and ΣO the (single-sorted) signature of output (candidate)
trees. We assume that if f ∈ ΣI ∩ ΣO then the rank of f is the same in ΣI and ΣO. Let ΓI

be a linear context-free tree grammar over ΣI and L(ΓI) be the language of input trees. The
relation to the output trees will be defined by means of an LF-transducer. Hence let AGEN be
an LF-transducer over signatures ΣI and ΣO. GEN is given as the pair (L(ΓI),AGEN). As a
relation on trees it is defined as {(s, t) | s ∈ L(ΓI), t ∈ AGEN(L(ΓI))}.
A constraint c is defined to be an MSO-sentence over the language of output trees of GEN,
or equivalently, as a regular tree language over signature ΣO. An OT-system is hence given by
a linear context-free tree grammar and an LF-transducer for the generator, and a sequence of
MSO-sentences as constraints.

5.1 Lifting an OT-System

In order to be able to handle an OT-system by automata we have to recode it. The intuition in
this recoding is that the basic assumptions about the operations of a tree grammar, namely tree
substitution and argument insertion, are made explicit. In the following, we will briefly describe
this lifting on a more formal level. All technical details, in particular concerning many-sorted
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signatures, can be found in a paper by Mönnich (1999). Any context-free tree grammar Γ for a
singleton set of sorts S can be transformed into a regular tree grammar ΓL for the set of sorts
S∗, which characterises a (necessarily regular) set of trees encoding the instructions necessary
to convert them by means of a unique homomorphism h into the ones the original grammar
generates (Maibaum, 1974). The lifting is achieved by constructing for a given single-sorted
signature Σ a new, derived alphabet (an S∗-sorted signature) ΣL, and by translating the terms
over the original signature into terms of the derived one via a primitive recursive procedure. The
lift-operation takes a term in TΣ(Xk) and transforms it into one in TΣL(k). Intuitively, the
lifting eliminates variables and composes functions with their arguments explicitly, e.g., a term
f(a, b) = f(x1, x2) ◦ (a, b) is lifted to the term c(c(f, π1, π2), a, b). The old function symbol f
now becomes a constant, the variables are replaced with appropriate projection symbols and the
only remaining non-nullary alphabet symbols are the explicit composition symbols c. The trees
over the derived lifted signature consisting of the old linguistic symbols together with the new
projection and composition symbols form the carrier of a free tree algebra TL.

Definition 7 [lift] Let Σ be a ranked alphabet of sort S and Xk = {x1, . . . , xk}, k ∈ IN, a finite
set of variables. The derived many-sorted S∗-sorted alphabet ΣL is defined as follows: For each
n ≥ 0, Σ′

ε,n = {f ′ | f ∈ Σn} is a new set of symbols of type 〈ε, n〉; for each n ≥ 1 and each
i, 1 ≤ i ≤ n, πn

i is a new symbol, the ith projection symbol of type 〈ε, n〉; for each n, k ≥ 0 the new
symbol c(n,k) is the (n, k)th composition symbol of type 〈nk1 · · · kn, k〉 with k1 = · · · = kn = k.

ΣL
ε,0 = Σ′

ε,0

ΣL
ε,n = Σ′

ε,n ∪ {πn
i | 1 ≤ i ≤ n} for n ≥ 1

ΣL
nk1···kn,k = {c(n,k)} for n, k ≥ 0 and ki = k for 1 ≤ i ≤ k

ΣL
w,s = ∅ otherwise

For k ≥ 0, lift
Σ
k : T (Σ,Xk) → T (ΣL, k) is defined as follows:

lift
Σ
k (xi) = πk

i

lift
Σ
k (f) = c(0,k)(f ′) for f ∈ Σ0

lift
Σ
k (f(t1, . . . , tn)) = c(n,k)(f ′, liftΣ

k (t1), . . . , liftΣ
k (tn))

for n ≥ 1, f ∈ Σn and t1, . . . , tn ∈ TΣ(Xk)

Note that this very general procedure allows the translation of any term over the original signature.
The left hand side as well as the right hand side of a rule of a CFTG Γ = 〈Σ, F,X, S,P〉 is just a
term belonging to TΣ∪F(X), but so is, e.g., any structure generated by Γ. Further remarks on the
observation that the result of lifting a CFTG is always an RTG can be also found in the paper by
Mönnich (1999). To further illustrate the techniques, we present the continuation of Example 1.
Note that for better readability, we omit all the 0- and 1-place composition symbols.

Example 8 Let ΓL = 〈{a, b, c, d, ε, St, S
0
t }, {S, S′, S1, S2, a, b, c, d}, S′,P〉 with P given as follows

S′ −→ c(1,0)(S, ε)

S −→ c(1,1)(S1, c(1,1)(S, c(1,1)(S2, π
1
1)))

S −→ c(1,1)(S0
t , π

1
1)

S1 −→ c(3,1)(St, a, π
1
1 , d)

S2 −→ c(3,1)(St, b, π
1
1 , c)
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Figure 2: A lifted tree with intended relations.

Note that we now have only nullary operatives but extra composition and projection symbols:
The linguistic non-terminals have become constants. An example tree generated by this lifted
grammar is shown in Figure 2. It is the lifted tree corresponding to the sample tree of Figure 1.
The grey shaded lines show how the intended tree is present in the lifted tree.

For every tree t ∈ L(Γ) we define the set lift(t) of lifted trees of t as follows. For s ∈ L(ΓL) let
s ∈ lift(t) iff s is the result of a derivation sequence of grammar rules in ΓL such that there is
a derivation sequence of t and every rule in the derivation sequence of s is the lifted rule of the
corresponding rule in t. I.e., we take the derivation sequence of t, lift each rule in it, and execute
the resulting lifted derivation sequence to obtain s. The parsing step that is involved here is at
most as complex as n6 where n is a measure on the size of the tree t (Mehlhorn, 1979).

lifting an OT-system includes lifting the generator GEN and the constraints. GEN is
given by a linear context-free tree grammar ΓI and an LF-transducer AGEN. The grammar
ΓI is lifted exactly the way defined above to obtain a regular tree grammar ΓL

I . lifting
of the transducer AGEN = (ΣI ,ΣO, Q, P, F ) can be defined on the basis of the insights we
gain from lifting a grammar. We define AL

GEN as the quintuple (ΣL
I ,Σ

L
O, Q

L, PL, F ) where
ΣL

I and ΣL
O are the lifted signatures as defined above; QL =

⋃
k≥1Q

k. PL consists of the
following productions. For each production f(q1(x1), . . . , qm(xm)) → q(t(x1, . . . , xm)) ∈ P
we have f ′ → (q1, . . . , qm, q)(lift(t)) ∈ PL where lift(t) is the trivial, i.e., grammar-free
lift of t. For each projection symbol πn

i and states q1, . . . , qn ∈ Q there is a production
πn

i → (q1, . . . , qn, qi)(πn
i ) ∈ PL. For each composition symbol cn,k and all p, p1, . . . , pn, q1, . . . , qk ∈

Q there is a production cn,k((p1, . . . , pn, p)(x), (q1, . . . , qk, p1)(x1), . . . , (q1, . . . , qk, pn)(xn)) →
(q1, . . . , qk, p)(cn,k(x, x1, . . . , xn)) ∈ PL.

lifting of the constraints is done in a different fashion that we can explain only after having
shown how to “undo” a lifting.

5.2 Reconstructing the Intended Trees

As Figure 2 shows, the lifted trees do not seem to have much in common with the trees we
originally started with. Since the candidate output trees generated by AL

GEN applied to L(ΓL
I )

are lifted trees, we need a way to “find” the intended tree in the lifted trees. In some sense to
be made operational, the lifted structures contain the intended structures. There is a mapping
h from these explicit structures onto structures interpreting the compositions (the c’s) and the
projections (the π’s) the way the names we have given them suggest, viz. as compositions and
projections, respectively, which are, in fact, exactly the intended structures.
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On the denotational side, we can implement the mapping h with an MSO definable tree transduc-
tion, and on the operational side with a Macro Tree Transducer to transform the lifted structures
into the intended ones. We cannot mention all the technical details here. Rather the interested
reader is referred to the papers by Michaelis et al. (2001) and Morawietz and Mönnich (2001).

Let us restate our goal then: Rogers (1998) has shown the suitability of an MSO description
language for linguistics which is based upon the primitive relations of immediate (�), proper
(�+) and reflexive (�∗) dominance and proper precedence (≺). We will indicate how to define
these relations with an MSO transduction built upon finite-state tree-walking automata thereby
implementing the unique homomorphism mapping the terms into elements of the corresponding
context-free tree language, i.e., the trees linguists want to talk about.

Put differently, it should be possible to define a set of relations RI = {�,�+,�∗

(dominance), c-command, � (precedence), . . .} holding between the nodes n ∈ NL of the lifted
tree TL which carry a “linguistic” label L in such a way, that when interpreting �∗ ∈ RI as a
tree order on the set of “linguistic” nodes and � ∈ RI as the precedence relation on the resulting
structure, we have a “new” description language on the intended structures.

As mentioned before, we will use an MSO definable tree transduction to transform the lifted
structures into the intended ones. The core of this transduction will be the definition of the new
relations via tree-walking automata.

To do so, it is helpful to note a few general facts (illustrated in Figure 2):

1. Our trees feature three families of labels: the “linguistic” symbols, i.e., the lifted inoperatives
of the underlying macro-grammar, L = lift(

⋃
n≥0 Σn); the “composition” symbols C =

{c(n,k)}, n, k ≥ 0; and the “projection” symbols Π.

2. All non-terminal nodes in TL are labeled by some c(n,k) ∈ C. This is due to the fact that
the “composition” symbols are the only non-terminals of a lifted grammar. No terminal
node is labeled by some c(n,k).

3. The terminal nodes in TL are either labeled by some “linguistic” symbol or by some “pro-
jection” symbol πi ∈ Π.

4. Any “linguistic” node dominating anything in the intended tree is on a leftmost branch in
TL, i.e., it is the left-most daughter of some c(n,k) ∈ C. This lies in the nature of composition:
c(n,k)(x0, x1, . . . , xn) evaluates to x0(x1, . . . , xn).

5. For any node p labeled with some “projection” symbol πi ∈ Π in TL there is a unique
node µ (labeled with some c(n,k) ∈ C by (2.)) which properly dominates p and whose i-th
sister will eventually evaluate to the value of π. Moreover, µ will be the first node properly
dominating p which is on a left branch. This crucial fact is arrived at by an easy induction
on the construction of ΓL from Γ.

By (4.) it is not hard to find possible dominants in any TL. It is the problem of determining the
actual “filler” of a candidate-dominee which is at the origin of the complexity of the definition of
�. There are three cases to account for:

6. If the node considered carries a “linguistic” label, it evaluates to itself;

7. if it has a “composition” label c(n,k), it evaluates to whatever its function symbol – by (4.)
its leftmost daughter – evaluates to;

8. if it carries a “projection” label πi, it evaluates to whatever the node it “points to” – by (5.)
the ith sister of the first C-node on a left branch dominating it – evaluates to.

Note that cases (7.) and (8.) are inherently recursive such that a simple MSO definition will not
suffice.
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The precise definition of the MSO-transduction from the lifted trees to the intended trees can
be found in the papers (Michaelis et al., 2001; Morawietz and Mönnich, 2001). Let us note that
the definition of the relations in the MSO-transduction can be reversed. Using the inverse of the
MSO-transduction we can “lift” the MSO-sentences defining the constraints of an OT-system.
What has to be done in this “lifting” is just a way of defining the dominance and precedence
relations of the intended trees (which are the ones that the MSO-sentences speak about) into the
dominance and precedence, composition and projection relations of the lifted trees. So, all we
have to do is take their definitions from the MSO-transduction. The result is an MSO-sentence
in the signature for the lifted candidate output trees. Such a sentence can be transformed into
a tree automaton over signature ΣO (see, e.g., (Gécseg and Steinby, 1997)). For a sequence of
constraints (c1, . . . , cp) of an OT-system we obtain a sequence of tree automata (A1, . . . , Ap) over
the signature of lifted output trees.

As stated before, there exists an operational model for the MSO-transduction, namely a macro
tree transducer. The details of how to define the particular MTT we need here can be found in
(Michaelis et al., 2001). In this paper, we take this MTT as given (and denote it by MT T ) and
use it as the automaton that, given a lifted tree, actually computes the intended tree.

5.3 Finding an Optimal Pair

The idea behind the constructions and automata introduced above is now that an optimal pair
(i, o) ∈ GEN can be computed in the following way. We lift the input tree, on the set of lifted
input trees we run the lifted LF-transducer AL

GEN. The result is a regular set of lifted output
trees. These will be filtered using the automata representing the lifted constraints of the OT-
system. Finally, after applying the constraints, we use the macro tree transducer MT T to obtain
the intended output trees, which are then optimal for the given input.

Theorem 9 Let O = 〈GEN, (c1, . . . , cp)〉 be an OT-system. Then the pair (i, o) ∈ GEN is
optimal iff o = MT T (Ap ◦ · · · ◦ A1 ◦ AL

GEN(lift(i))).

Proof. Recall that a pair (i, o) ∈ GEN is optimal iff every MSO-sentence cj is true for o (j =
1, . . . , p). Note further that MT T (lift(o)) = o, as was shown by Michaelis et al. (2001). The
proof is based on the insight that the LF-transducer on the intended level and the lifted LF-
transducer on the lifted level lead to the same results. I.e., let i ∈ L(ΓI). Then AGEN(i) =
MT T (AL

GEN(lift(i))).

So, let every MSO-constraint sentence cj be true for o. Now, AL
GEN(lift(i)) = lift(o) by

construction of AL
GEN. Since cj is true for o, oL ∈ Aj(lift(o)) for every oL ∈ lift(o) and

j = 1, . . . , p. Hence lift(o) = Ap ◦ · · · ◦ A1 ◦ AL
GEN(lift(i))). By the above remark, o =

MT T (Ap ◦ · · · ◦ A1 ◦ AL
GEN(lift(i))).

Now let o = MT T (Ap ◦ · · · ◦A1 ◦AL
GEN(lift(i))). Then oL ∈ Aj(lift(o)) for every oL ∈ lift(o)

and j = 1, . . . , p. Hence, MSO-sentence cj is true for o for every j = 1, . . . , p. That that means
(i, o) is optimal.

We therefore obtain the following modularity result. Let (GEN, C) be an OT-system where GEN
is defined by a linear context-free tree grammar and an LF-transducer, and all constraints of C
are defined by MSO-sentences. Then the complexity of the OT-system is equal to the complexity
of its most complex component.

6 Conclusion

The notion of optimality that we used in this paper is that of unidirectional optimality. We are
interested in the optimal output for a given input. This view is apparently generation driven.
Blutner (2000) points out that in particular in semantics and pragmatics unidirectional optimality
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may not suffice. The optimal interpretation of an utterance is obtained by an interplay between the
generation process on the speaker side and the parsing process on the hearer side. Blutner therefore
introduces the notion of bidirectional optimality theory. Formal properties of bidirectional OT are
studied by Jäger (2002, 2003). He shows that the modularity result of Frank and Satta extends
to bidirectional OT-systems on strings. Jäger (2003) also shows that for bidirectional OT-systems
the restriction to binary constraints is essential to gain the modularity result.

An interesting question, that we would like to persue, is to see if the results presented here can be
extended to the bidirectional case. In other words, is there a modularity result for bidirectional
OT-systems over mildly context-sensitive languages of trees.
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Abstract

Many approaches to natural language semantics are essentially model–theoretic, typically cast
in type theoretic terms. Many linguists have adopted type theory or many–sorted algebras (see
Hendriks 2001 and references therein). However, recently Hodges 2001 has offered an approach
to compositionality using just partial algebras. An approach in terms of partial algebras
seems at the outset more justified, since the typing is often just artificially superimposed
on language (and makes many items look polymorphic). On the other hand, many–sorted
algebras are easier to handle than partial algebras, and are therefore generally prefered. This
paper investigates the dialectics between partial algebras and many–sorted algebras and tries
to set the background for an approach in the spirit of Hodges 2001, which also incorporates
insights from algebraic logic from Blok and Pigozzi 1990. The analytic methods that we shall
develop here shall also be applied to combinatory algebras and algebraizations of predicate
logic.

1 Introduction

The semiotic program by Montague is cast in algebraic terms (for a recent discussion see Hen-
driks 2001). The compositionality thesis, for example, makes reference only to expressions, their
meanings, and functions that take expressions (and meanings, respectively) as their arguments.
Compositionality comes down to the requirement that the meaning assignment is a homomor-
phism. This is the way it has been (re)constructed by Janssen. The formulations by Montague,
Janssen and Hendriks all use many–sorted algebras. Yet, it does seem that there is no need for
sorts in the first place if we are willing to admit partial functions. Elsewhere (see Kracht 2003)
I have sketched a program that basically assumes no typing or sorts, but allows for partiality at
the level of strings (or exponents), categories, and meanings. The rationale for that is that often
enough the partiality is purely arbitrary (certain morphological forms just don’t exist, certain
meaning combinations are ‘not said’, and so on). Thus, if we strip off the types we are left with
partial algebras. However, the principal problem with this approach from a theoretical point of
view is that the algebras are partial, and partial algebras are not the structures that algebraists are
most comfortable with (see Macintyre 2003 for a complaint about the lack of interest of model–
theorists even in many–sorted algebras). In fact, it seems that Hodges 2001 is one of the first
attempts to provide a setting for compositionality within partial algebras.

Model–theoretic semantics has the problem of requiring us to fix the truth of each and every
sentence in a model. This creates too much overload. Recently, Dresner has argued in Dresner 2002
that algebraic semantics is actually more suitable for linguistic purposes than is model–theoretic
semantics. For example, it is unclear in a model–theoretic setting how people can handle imper-
fect knowledge of meaning. (For example, there is no scenario how children can grow up learning
the language.) Additionally, in the state of minimum knowledge, computation on meanings is
unfeasible in a model–theoretic setting, while is trivial in an algebraic setting: there are no equa-
tions. On top of all, the functions we need to assume to compute the meaning of (∀x)ϕ from the



meaning of ϕ are not computable — a point that makes the standard semantics noncompositional
in the sense of Kracht 2003. (It is not immediately clear that the algebraic approach avoids this.
However, see Kracht 2003 for radically different proposals for semantics which do.) While the
arguments by Dresner are well–taken, an immediate question arises: can the alternative analyses
(say, in terms of model–theory) be recast algebraically, and can conversely an approach in terms
of algebras be remodeled into a type–theoretic one? In particular, what to do with the fact that
we are not actually dealing with algebras but with partial algebras? These questions will receive
an answer below. In particular, we shall demonstrate that first–order logic and type theory can
be recast algebraically, although the algebraizations are not really insightful. Additionally, partial
algebras and many–sorted algebras are not very far apart, so that eventually the choice between
these approaches becomes a matter of parsimony (and taste).

There is an additional motive for going for partial algebras: type theory provides too much
epistructure to worry about. Algebraic accounts turn out to be simpler, at least if we are willing
to go partial. Also, often enough, the type–theoretic analysis is just made to fit the facts, which is
to say that the typing introduced does not strictly follow from semantic principles. For example,
the division into nouns and verbs in type–theoretic analyses is not grounded in semantics: both
can denote the same kind of entities (eg trip denotes a set of events, just like (to) travel). In this
paper we shall therefore discuss the problem of categorization arising from just one piece of datum:
whether or not a particular function can be applied to a given argument. The advantage of the
approach in terms of partial algebras is that once they are turned into many–sorted algebras, we
can use tools of universal algebra rather than having to use λ–calculus.

2 Algebraic Preliminaries

For background reading in partial and many–sorted algebras see Burmeister 1986 and the some-
what more accessible Burmeister 2002. Where differences between his and our terminology arise,
this will be pointed out. A signature is a pair 〈F, Ω〉, where F is a set and Ω : F → N a function.
To harmonize terminology with many–sorted algebras, we agree that if f is interpreted as an n–ary
function, we put Ω(f) := n + 1. A partial Ω–algebra is a pair A = 〈A, i〉, where A is a set and i
assigns to f ∈ F a partial Ω(f) − 1–ary function on A. An assignment is a function v from the
variables into A. v defines a unique extension to the terms, also denoted by v. Notice, however,
that the extension is in general a partial function. An equation is a pair of terms, written s ≈ t.
The equation s ≈ t is weakly valid in A if for every v assigning elements of A to variables such
that both v(s) and v(t) are defined, they are equal. The equation is strongly valid, in symbols
A �� s ≈ t, if it is weakly valid and v(s) is defined iff v(t) is. Burmeister 1986 calls these also
Kleene–equations; his approach is based on an even stronger notion, that of an existence equa-
tion. Write s

e≈ t for such an equation; furthermore, A, v � s
e≈ t iff v(s) and v(t) exist and are

equal. Many–sorted algebras can axiomatized using such equations (because of the use of sorted
variables), but partial algebras do not seem to fit that notion easily. Note that

(1) A, v �� s ≈ t ⇔ A, v � (s
e≈ s → s

e≈ t) ∧ (t
e≈ t → s

e≈ t)

and that

(2) A, v � s ≈ t ⇔ A, v � (s
e≈ s ∧ t

e≈ t) → (s
e≈ t)

Burmeister 2002 calls an ECE–equation a Horn clause of the form

(3) (
∧
i<n

si
e≈ si) → t

e≈ t′

(So, the equality of t and t′ depends only of the existence of certain terms.) Obviously, weak
equations and Kleene–equations are ECE–equations. A strong homomorphism between partial
algebras 〈A, i〉 and 〈B, j〉 is a total map h : A → B such that for all f ∈ F and �a ∈ AΩ(f)−1: (a)
j(f)(h(�a)) is defined iff i(f)(�a) is and (b) j(f)(h(�a)) = h(i(f)(�a)). A = 〈A, i〉 is a subalgebra of
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B = 〈B, j〉 if A ⊆ B and i(f) = j(f) ∩AΩ(f). A is a strong subalgebra if it is a subalgebra and the
embedding is a strong homomorphism.

An equivalence relation Θ is a weak congruence if for every f ∈ F and every �a,�c ∈ AΩ(f)−1:
if �a Θ �c and f(�a), f(�c) are defined, f(�a) Θ f(�c). (Here, �a Θ �c is short for ai Θ ci for every
i < Ω(f)−1.) The congruence classes are denoted by [a]Θ := {c : a Θ c}. Θ is a strong congruence
if it is a weak congruence and from �a Θ �c follows that f(�a) is defined iff f(�c) is (the latter property
is called closedness in Burmeister 1986).

2.1 Total and Partial Algebras

Let 〈A, i〉 be a partial algebra, and � �∈ A. Then put A� := A ∪ {�} and define

(4) f�(�x) :=




f(�x) if f(�x) is defined, �x ⊆ A,
� if f(�x) is undefined, �x ⊆ A,
� if �x contains �.

Finally, i�(f) := i(f)� and A� := 〈A�, i�〉. This is an algebra. So, every partial algebra has a
completion.

Also, let s ≈ t be an equation. The strong theory of A is defined by

(5) Eq A := {〈s, t〉 : A �� s ≈ t}
There are Birkhoff type results on partial algebras (see Burmeister 1986 and references therein).
Recall from universal algebra the notion of a reduced product. Let I be a set, 〈Ai : i ∈ I〉 a
family of algebras and F a filter on I. Define ∼F on

∏
i∈I Ai by �a ∼F

�b iff {i : ai = bi} ∈ F . Let
P :=

∏
i∈I Ai/ ∼F . Put

(6) p(f)([�a0]∼F , . . . , [�aΩ(f)−2]∼F ) := [f(�a0, . . . ,�aΩ(f)−2)]∼F

Moreover, the left hand side is defined if it is defined for at least sequence of representatives. Then
〈P, p〉 is called a reduced product of the Ai. For a class K of partial algebras, let Hw(K) denote
the class of weak homomorphic images of members of K, Ss(K) the class of strong subalgebras of
members of K, and Pr(K) the closure of K under reduced products. For the proof of the following
theorem see Burmeister 2002.

Theorem 1 K is a class of partial algebras satisfying a set of ECE–equations iff K = HwSsPr(K).

Theorem 2 If A �� s ≈ t, then A� � s ≈ t.

Proof. Let v : V → A�. Two cases arise. (a) v(s) �= �. Then on the relevant variables, v is a
map into A, so v(s) is defined in A. By definition, so is v(t). Then v(s) = v(t) in A. (b) v(s) = �.
Then either v assigns � to one of the variables in s, or v(s) is undefined in A. In the latter case,
v(t) is undefined, too, so that v(t) = � in A�. In the former case, we may by symmetry assume
that v assigns � to one of the variables of t. But then also v(t) = �. �

Now, add a new constant �.

Part :={f(x0, . . . , xi−1, �, xi+1, . . . , xΩ(f)−1) = � : i < Ω(f), f ∈ F}(7)
Eq(A�) =Eq(A) ∪ Part(8)

Theorem 3 Let A be a partial algebra. Then A� is a total algebra. Moreover, the equational
theory of A� is the strong partial theory of A plus the theory Part.

This process can be reversed, showing that every partial algebra arises from a total algebra by
eliminating an element. Let A = 〈A, i〉 be a total Ω–algebra, and D ⊆ A a set closed under the
functions. Then A − D is a partial algebra with the functions

(9) iD(f) := i(f) ∩ (A − D)Ω(f)+1
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We denote this algebra by AD.

(10) A � s ≈ t ⇒ AD �� s ≈ t

Moreover, the map d : D → {�} : x �→ � is a homomorphism, as is easily calculated. Its image is
an algebra, which is isomorphic to (AD)�.

Using this we can reread a theorem from Hodges 2001. Hodges assumes that meanings are
assigned to terms. However, he assumes that the meaning function µ is only partial; so it is
only partially defined. Two terms s and t are synonymous if µ is defined on both s and t and
µ(s) = µ(t). µ is reinterpreted as a total map µ′ from the domain of µ. The domain is therefore
of the form TmD, where D is the complement of dom(µ). While the term algebra Tm is total,
TmD is partial. No particular assumptions on D are being made. However, if D is closed under
the functions, the meaning function is compositional if synonymy is a strong congruence. This
can easily be established on the basis of the theorems shown here.

2.2 From Partial to Many–Sorted

A many–sorted algebra is defined over a set S of sorts. A sorted signature is a pair Ξ = 〈F, Ξ〉,
where Ξ : F → S+ assigns to every function symbol a string over S+. An algebra over this
signature (or a Ξ–algebra) is a pair 〈{Aσ : σ ∈ S}, m〉 such that the Aσ (called phyla) are pairwise
disjoint and if Ξ(f) = 〈σi : i < n + 1〉 then m(f) : Aσ0 × . . . Aσn−1 → Aσn . For each σ ∈ S, choose
a denumerably infinite set Vσ of variables of sort σ. Terms of sort σ are defined by induction. A
variable of sort σ is a term of sort σ; and if f has signature 〈σi : i < n + 1〉, and if ti, i < n,
have sort σi, then f(�t) has sort σn. A sorted valuation is a family {hσ : σ ∈ S} of functions
hσ : Vσ → Aσ. This extends to a unique family of maps assigning to each term t of sort σ a value
hσ(t). Since the sort is implicitly given, we also write h(t) in place of hσ(t).

Write A � s ≈ t if for every sorted valuation h, h(s) = h(t). For a Ξ–algebra A, put

(11) Eq A := {〈s, t〉 : A � s ≈ t}
It is clear that s ≈ t can only obtain if s and t have identical sorts. There is a Birkhoff type
theorem for many–sorted algebras. Call a class of many–sorted algebras primitive if it is closed
under reduced products, subalgebras and homomorphic images. (Notice that there is no distinction
between weak and strong with respect to subalgebras and homomorphic images.)

Theorem 4 A class of many–sorted algebras is equationally definable iff it is primitive.

(See Burmeister 2002 for an example that closure under products is not enough — if the signature
is infinite.) It follows that the theory of many–sorted algebras is more or less parallel to that of
unsorted (∼= single–sorted) algebras.

Evidently, a many–sorted algebra A can be turned into a partial algebra A◦ := 〈A◦, m◦〉,
where A◦ :=

⋃
σ∈S Aσ and m◦(f) := m(f). If h = {hσ : σ ∈ S} is a sorted homomorphism,

h◦ :=
⋃

σ∈S hσ is a homomorphism of the unsorted partial algebras. Notice however that there
are homomorphisms A◦ → B◦ that are not of this form. (For example, let S = {σ, τ}. A = B,
Aσ = {a}, Aτ = {b}. The signature is empty. The map a �→ b, b �→ a is not of the form h◦.) So, if
V is a variety of many–sorted algebras, V◦ := {A◦ : A ∈ V} need not be a variety again. Moreover,
if s ≈ t is a sorted equation, and if A � s ≈ t, then A◦ �� s ≈ t is not necessarily true. This is
so since removing the sortal information from the variables allows for more valuations. Given the
signature, Ξ, there is a final Ξ–algebra IΞ = 〈{Iσ : σ :∈ S}, m〉, where Iσ = {σ}, and m(f) = Ξ(f).
It turns out that every many–sorted algebra A can be uniquely described as a homomorphism
h : A◦ → IΞ (see Burmeister 1986).

Theorem 5 The category of Ξ–algebras is naturally equivalent to the comma category of strong
partial algebras over IΞ.

Now, let conversely A be a partial algebra. Put a �A c iff for all unary polynomials f : f(a) is
defined iff f(c) is. The following is folklore, see Burmeister 1986.
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Theorem 6 � := �A is a strong congruence. Moreover, a weak congruence Θ is strong iff it is
contained in �.

Proof. � is certainly an equivalence relation; further, if g is a unary polynomial and a � c
then g(a) � g(c). For assume f(g(a)) is defined. Since f(g(x)) is unary and a � c, f(g(c)) is
defined, too. And conversely. So, � is a congruence. (We use the fact that Θ is a congruence
iff for all unary polynomials g: if a Θ c then g(a) Θ g(c).) � is obviously strong. Now let Θ
be a congruence. Then if a Θ c we must have that f(a) defined iff f(c) defined for every unary
polynomial f , showing that Θ ⊆�. On the other hand, if Θ ⊆� then this evidently holds. �

� is of some significance. For example, if A is the algebra of meanings, then the equivalence
classes of � are the meaning categories of Husserl, according to Hodges 2001. Given A, let
S := {[x]� : x ∈ A} be the set of congruence classes of �. Then for each σ ∈ S put Aσ := σ.
This means that every x is a representative of its �–class. It is however problematic to define
the functions. For each function symbol f of arity n will have to be split into up to |S|n many
function symbols of signature, one symbol for each n–tuple of equivalence classes. However, this
is not a good approach. The next theorem spells out the condition under which f does not have
to be split (so that we can use the old signature again).

Theorem 7 A partial algebra A = 〈A, i〉 is of the form B◦ for some many–sorted algebra iff (�):
for every f ∈ F , if i(f)(�a) and i(f)(�c) are both defined then �a �A �c.

Proof. First of all, suppose that A = B◦. Let f be of signature 〈σi : i < n + 1〉. Assume that
i(f)(�a) and i(f)(�c) are both defined. Then �a,�c ∈ ∏

i<n Aσi . This means, however, that for every
polynomial g, if g is defined on �a then it has signature 〈〈σi : i < n〉, τ〉, and so it is defined on
�c as well. So, �a � �c. Moreover, i(f)(�a) � i(f)(�c), since both have sort σn. Conversely, assume
that A has the property (�). Let the sorts be the equivalence classes of �. Take �a and b such
that f(�a) = b. Then the signature of f is exactly 〈〈[ai]� : i < n〉, [b]�〉. By assumption, if f is
defined on another n–tuple, it has the same sort, and the result has the same sort as b (since � is
a congruence). �

This is reminiscent of the principle that Hodges 2001 attributes to Tarski:

Tarski’s Principle. For every nontrivial unary polynomial f : if f(a) and f(c) are defined,
then a � c.

In fact, a partial algebra satisfies Tarski’s Principle iff it has the property (�). See also below on
partial combinatory algebras.

3 Polymorphism

In linguistic analysis, one often assumes that a particular symbol is polymorphic (for example,
categorial grammar allows primitive symbols to have any (finite) number of categories). We
can accommodate for this as follows. Say that a generalized signature is a pair 〈F, s〉 where
s : F → ℘(S+) is such that if 〈σi : i < n + 1〉 and 〈τi : i < n + 1〉 ∈ s(f) and σi = τi for all i < n
then σn = τn. (So, s can be seen as a function from S∗ to S.) Thus, a function symbol can take any
set of strings over sorts as value. However, we shall generally look at cases where all the strings
have the same length (so that they can be said to derive from the same unsorted function). A
generalized many–sorted algebra is then defined in the obvious way. Notice that generalized many–
sorted signatures are in some sense only notational variants of many–sorted algebras. Basically,
the addition is that the generalized signature tells us which functions are to be looked as parts
of one and the same global function. It turns out that the theory of generalized many–sorted
algebras is largely equivalent to that of standard many–sorted algebras. Take a signature s. Now
define the set G := {〈f, �σ〉 : f ∈ F,�σ ∈ s(f)}. Then put Ξ(〈f, �σ〉) := �σ. Ξ is a many–sorted
signature. Let A = 〈{Aσ : σ ∈ S}, g〉 be an s–algebra. For f ∈ F and �σ = 〈σi : i < n + 1〉 ∈ s(f)
put

(12) m(〈f, �σ〉) := g(f) ∩
∏

i<n+1

Aσi
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Then A♥ := 〈{Aσ : σ ∈ S}, i〉 is a Ξ–algebra. Given a Ξ–algebra B = 〈{Bσ : σ ∈ S}, m〉, put

(13) g(f) :=
⋃

�σ∈s(f)

i(〈f, �σ〉)

The pair B♥ := 〈{Bσ : σ ∈ S}, g〉 is an s–algebra. It is easy to see that (A♥)♥ = A and
(B♥)♥ = B. (Identity, not just isomorphy!) Moreover, h : A → C is a homomorphism of
s–algebras iff h : A♥ → C♥ is a homomorphism of Ξ–algebras.

Theorem 8 The categories of s–algebras is isomorphic to the category of Ξ–algebras, where A is
mapped to A♥ and h : A → C to h : A♥ → C♥.

There is also a direct way to translate the equational theories. For a term t in the signature Ξ
define

(xσ)♥ := xσ(14)
(〈f, �σ〉(�s))♥ := f(�s♥)(15)

Conversely, let s be an s–term. Notice first of all that every term s can be assigned a unique sort
�s: a variable xσ has sort σ, and if si has sort σi for i < n and f is n–ary, then f(�s) has sort σn,
where σn is the unique sort such that 〈σi : i < n + 1〉.

(xσ)♥ := xσ(16)

(f(s0, . . . , sn−1))♥ := 〈f, 〈〈�si : i < n〉, �f(�s)〉)(s♥0 , . . . , s♥n−1)(17)

Notice that (t♥)♥ = t and (s♥)♥ = s.

Theorem 9 If T is an equational theory of Ξ–algebras axiomatizing K, T♥ is an equational theory
of s–algebras axiomatizing K♥, and if U is an equational theory of s–algebras axiomatizing L, U♥

is an equational theory of Ξ–algebras axiomatizing L♥.

Theorem 10 Every partial algebra A is of the form B◦ for some generalized many–sorted algebra.

For a proof simply observe that we can take S to be just A (or the set of equivalence classes of
�). Then let

(18) s(f) := {〈�a, f(�a)〉 : f(�a) is defined}

However, the categories are not isomorphic. There are more homomorphisms between partial
algebras than there are between (generalized) many–sorted algebras, since sortal restrictions apply.

We shall stress once again the linguistic significance of this notion. In linguistic theory one
distinguishes a morpheme from a morph. The latter is but one manifestation of the morpheme.
Typically, a morpheme is defined as a set of morphs having the same meaning (see Mel’čuk 2000).
If a morph is a particular string function there is no connection between different morphs of a
morpheme in a typed or many–sorted setting. Each morph is the manifestation of a different
function. Generalized signatures allow to treat the morphs of a morpheme as the manifestation
of a single abstract function. Similarly, in syntax it becomes possible to represent the polymor-
phism of a function directly, because the signature itself allows for polymorphic functions. This
polymorphism is pervasive in categorial grammar. Even though Lambek–grammars introduce a
systematic device to handle the categorial flexibility (and the meanings to go with the different
categories), it does not actually eliminate the diversity of categories (and meanings) assigned to
a given lexical head. It remains a fact that in categorial grammar heads are polymorphic: one
category for each syntactic environment. Generalized signatures can bundle them into natural
groups. Notice however that their power is potentially larger: a given symbol can even have an
infinite signature, something which is normally excluded in categorial grammar. An exception to
this, however, are the logical words and, not and or, etc. (See also below on the algebraization of

172



predicate logic.) Finally, parallel polymorphism (different categories give rise to different meaning
functions) is directly represented here, in fact is the norm. For example, and is massively poly-
morphous. Without having to assume a different symbol for each of them (and therefore assuming
massive syncretism), we choose to give and the signature {〈σ, σ, σ〉 : σ conjoinable}. This means
that in the algebra of categories for each σ it is interpreted by a function that sends pairs of
σ–categories to a σ–category; and for each σ it is interpreted in the algebra of meanings as a
function from pairs of σ–meanings to σ–meanings.

Despite the usefulness of generalized many–sorted and many–sorted algebras, there are also
reasons why they should not be used as the basic structures of analysis. One such reason is that
the sorts restrict the maps between algebras and are therefore universal. If we compare different
languages we often face the fact that classification systems of one language do not coincide with
classification systems of another. A clear example are gender categories (see Corbett 1991). If
we want to assume that languages can have different syntax and morphology but basically a
semantics which is the same for all languages, the syntactic categories cannot always be mapped
straightforwardly into semantic types whichever way they are chosen. In fact, we should perhaps
not use any predefined semantic types.

4 Combinatory Algebras

An interesting case of an algebra for a generalized many–sorted signature are combinatory algebras.
These are partial algebras with just one binary operation, denoted here by •. Notice that most
equations of the partial combinatory algebras hold only weakly. For example, the equation k•x•y ≈
x in a combinatory algebra, where k interprets the combinator K, is valid only in the weak sense:
if both sides are defined, then equality holds. For if A �� k • x • y ≈ x, then for all a and b:
k • a • b = a, for the right hand side is defined.

Introducing typing regimes removes this feature. The equation will be split into infinitely many
equations, all of which are universally true. A typed combinatory algebra is a generalized many–
sorted algebra such that the sorts are the sets of terms formed from a set B of so–called basic
types using the type constructor →, and s(•) = {〈α → β, α, β〉 : α, β ∈ S}. Thus, a • b is defined
iff a has type α → β for some α and β and b has type α; and then a • b has type β. Unfortunately,
as is well known, not all combinatory algebras can be typed. The following characterizes those
combinatory algebras which are derived from typed combinatory algebras.

Theorem 11 A partial combinatory algebra A is of the form B◦ for some typed combinatory
algebra B iff:

➀ (Tarski’s Principle) For a and c: a �A c iff if there is a single, nontrivial unary polynomial
f such that f(a) and f(c) are defined.

➁ (Well–Foundedness) For every a there exists an n and bi (i < n) such that (. . . ((a • b0) •
b1) . . . • bn−1) is undefined.

For a proof, let S := {[a]�A
: a ∈ A} and

(19) S1 := {[a]�A
: there is no b such that a • b is defined}

Let Aα := α if α ∈ S1; furthermore, let Aα→β be the set of a such that there exists b ∈ Aα such
that a • b ∈ Aβ . We need to show that for every category α there is a ∈ A such that Aα = [a]�A

.
By ➁, every element is assigned a type. Uniqueness follows from Tarski’s Pinciple. This is seen
as follows. Call the least n for which ➁ is satisfied for a the height. By ➀, the height is actually
unique. For if a has height 1, it is in S1. Namely, if a • b0 is undefined, a • c cannot be defined for
any c, by ➀. Now assume the claim holds for all a of height n. Assume that a has height n + 1.
Then if a • b and a • c are both defined, we get b �A c (using ➀). It follows that they have the
same height and the same type.
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5 The Leibniz Congruence

There is a congruence quite analogous to �A, namely the Leibniz congruence. It is construed on
the basis of a set D of designated truth values, see Blok and Pigozzi 1990. Let D ⊆ A. Then
put: a ΩA(D) c iff for all unary polynomials f : f(a) ∈ D iff f(c) ∈ D. This is called the Leibniz
congruence. The intention is here that D is the set of trivially true sentences. They induce a
synonymy on the elements of A in virtue of Leibniz’ Principle (a and b are synonymous iff they
can be substituted for each other in every context salva veritate). Now, in the context of partial
algebras we need to adjust the definition as follows. a ΩA(D) c iff for all unary polynomials f :
f(a) is defined iff f(c) is, and f(a) ∈ D iff f(c) ∈ D. It is easy to see that ΩA(D) ⊆ �A. Compare
this definition with the definition of the Husserl categories. The latter are identical in partial
algebras with the equivalence classes of ΩA(A)! For the meaning categories are the classes of the
Leibniz operator when there is no distinction between truth and definedness.

Next, let us move to the many–sorted algebras. For every σ, choose Dσ ⊆ Aσ and put
D := {Dσ : σ ∈ S}. Now, for a, c ∈ Aσ put a ΩA(D) c iff for all unary polynomials f : Aσ → Aτ :
f(a) ∈ Dτ iff f(c) ∈ Dτ . We mention an important particular case. Choose one sort γ ∈ S (the
sort of ‘propositions’). Then choose Dσ = ∅ if σ �= γ, and Dγ ⊆ Aγ is any subset. The rest is
as above. This definition has been chosen in Simple Type Theory by Church 1940. One type has
been distinguished. Furthermore, Simple Type Theory has a deductive calculus for the elements
of type γ. This calculus effectively axiomatizes the set D. Write a � c for two elements a and
c of type σ if for every f of type σ → γ: f(a) ∈ D iff f(c) ∈ D, which can be rephrased as
f(a) ↔ f(c) ∈ D. (γ is the type of propositions, and ↔ is definable.) The Henkin–completeness
proof of Simple Type Theory simply defines a model by showing that � is a congruence relation.
It can be factored out, giving rise to a model of the theory.

6 First–Order Logic

Another application of the methods is the algebraization of predicate logic (FOL). Standardly it is
assumed that all formulae are of the same type, and this has been the underlying assumption also
with cylindric algebras. Unfortunately, algebraizations that have tried to maintain this did not
succeed in characterizing the exact models of FOL and — even worse — the exact theory of FOL.
Namely, it is not possible to recast the axioms of FOL in algebraic terms since the former make
reference to free variables, which the latter cannot do. Hence, we must acknowledge that formulae
are of different types. In fact, the types arise in a perfectly natural way. Suppose that we single
out a special class Sent of formulae, the sentences. Then let S be the set of equivalence classes of
ΩTm(Sent), where Tm is the algebra of formulae. Two formulae are equivalent modulo ΩTm(Sent)
iff they have the same free variables. So, given that our set of variables is V = {xi : i ∈ ω}, the
sorts can be identified by the finite sets of natural numbers. ϕ has sort H iff fvar(ϕ) = {xi : i ∈ H}.
If the sentences are the only meaningful formulae (such as in ALGOL), then the equivalence classes
are the Husserlian categories.

Once we have defined the classes, we need to define the signature. First, the variables are of
the form xi

H , where H ∈ ℘fin(ω), and i ∈ ω. Here, H is the sort of xi
H . Again, if we follow the

standard path to simply go many–sorted then a single function, say ∧, splits into infinitely many
functions. Using the generalized signatures we can unite them under one symbol again. So, the
generalized signature of ∧ and ∨ is

(20) {〈H, H ′, H ∪ H ′〉 : H, H ′ ∈ ℘fin(ω)}
The generalized signature of ¬ is

(21) {〈H, H〉 : H ∈ ℘fin(ω)}
In this way the standard symbols can be united. However, recall, that the algebraization yields an
infinite set of quantifiers ∃i, which represent the first–order quantifiers (∃xi), with ∀i(ϕ) defined
by ¬∃i(¬ϕ). Notice that ∃i has the signature

(22) {〈H, H − {i}〉 : H ∈ ℘fin(ω)}
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No predicate letters are needed. If one wants to instantiate a special signature, choose for an
n–ary predicate letter P a constant cP of sort {0, 1, . . . , Ω(P ) − 1}. (Think of cP as representing
P (x0, . . . , xΩ(P )−1).)

Cylindric algebras are known not to provide an exact characterization of the intended models.
This is so because there is no way to tell which are the free variables of a formula. Recall that
the problem in algebraization of FOL is that certain laws only hold modulo a restriction on free
variables. An example is (∀xi)ϕ ≈ ϕ, which holds only if xi is not free in ϕ. The situation is
remedied by the introduction of the sorts. The restriction is incorporated by taking only the
following set of equations.

(23) {∀ixH ≈ xH : i �∈ H}
In this way every equation gets a unique sort. Notice however that some equations of predicate
logic cannot be written down any more.

(24) x0
{i} ∨ ¬x0

{i} ≈ x0
∅
∨ ¬x0

∅

Clearly, this can only arise when the left hand side has a different sort than the right hand side.
This in turn means that some formula contains variables that play no role in it. We can take care
of that as follows. Like in cylindric algebras assume elements dH , H ∈ ℘fin(ω), the ‘diagonals’.
Then add the following equations:

(25) dH ∧ dJ ≈ dH∪J

Notice that � ≈ d∅ is valid, if � is a special propositional constant. We repair Equation (24) as
follows:

(26) x0
{i} ∨ ¬x0

{i} ≈ (x0
∅
∨ ¬x0

∅
) ∧ d{i}

This defines a complete set of equations for algebraic predicate logic. Notice that it is still con-
ceivable that the models for this set of equations is not derived from a first–order structure. (For
example, think of the canonical structure formed by formulae modulo equivalence.) However, the
equational theory is faithful in the sense that s ≈ t is derivable iff s ↔ t is a theorem of predi-
cate logic for every interpretation which sends the variable of sort xH to a formula ϕ such that
fvar(ϕ) = {xi : i ∈ H}, which interprets dH by

∧
i∈H xi = xi, and ∃i by ∃xi.

For the Leibniz Congruence, notice that DH is the set of tautologies of sort H (which is the
set of all s such that s ≈ dH). Put D := {DH : H ∈ ℘fin(ω)}. Then s ΩTm(D) t iff s ↔ t ∈ DH .

This strategy of turning a partial algebra into a generalized many–sorted algebra is completely
general. The types can encode any property of the actual terms, so that any condition on the
equations reflecting a property of the term can be encoded using types. This algebraization may not
as inspiring as other ones (eg Manca and Salibra 1986, or Pigozzi and Salibra 1995). Nevertheless,
it allows to use Birkhoff’s theorems, and thus provides a canonical completeness proof. The models
are quite unlike standard first–order models, but they capture the logic exactly. If one insists on
having variables, they can also be added (though as constants). This further complicates the
formalization, but the procedure itself is quite straightforward (see Kracht 2003).

7 Conclusion

From a foundational perspective partial algebras seem to be better motivated, since they do
not force us to choose the sorts to begin with. On the other hand, partial algebras are not
so well–behaved mathematically. Many–sorted algebras seem to be much more suited for the
purpose. However, they are unnecessarily restrictive, since not every partial algebra arises from
a many–sorted algebra. We have shown that there is a slight generalization of many–sorted
algebras which allows to incorporate polymorphism in a rather direct way. An element can be
given one generalized signature, which takes care of all of its different manifestations in language.
Essentially, for any generalized signature s the category of s–algebras is isomomorphic to the
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category of Ξ–algebras for some many–sorted signature. So, the notion of a homomorphism is
not generalized. However, we also noted that partial algebras allow more homomorphisms than
many–sorted algebras (and therefore even generalized many–sorted algebras), since there are no
predefined sorts. While this complicates the algebraic theory somewhat, there are good reasons
to believe that partial algebras are the fundamental structures of analysis.

References

Blok, W. J. and Pigozzi, D. J. (1990). Algebraizable logics. Memoirs of the Americal Mathematical
Society, 77(396).

Burmeister, P. (1986). A Model Theoretic Oriented Approach to Partial Algebras. Akademie
Verlag, Berlin.

Burmeister, P. (2002). Lecture Notes on Universal Algebra. Many Sorted Partial Algebras.
Manuscript available via internet.

Church, A. (1940). A formulation of the simple theory of types. Journal of Symbolic Logic, 5:56
– 68.

Corbett, G. (1991). Gender. Cambridge Textbooks in Linguistics. Cambridge University Press,
Cambridge.

Dresner, E. (2002). Holism, Language Acquisition, and Algebraic Logic. Linguistics and Philoso-
phy, 25:419 – 452.

Hendriks, H. (2001). Compositionality and Model–Theoretic Interpretation. Journal of Logic,
Language and Information, 10:29 – 48.

Hodges, W. (2001). Formal features of compositionality. Journal of Logic, Language and Infor-
mation, 10:7 – 28.

Kracht, M. (2003). Mathematics of Language. Mouton de Gruyter, Berlin.

Macintyre, A. (2003). Model theory: Geometrical and set–theoretical aspects and prospects.
Bulletin of Symbolic Logic, 9:197 – 212.

Manca, V. and Salibra, A. (1986). First–order theories as many valued algebras. Notre Dame
Journal of Formal Logic, 25:86 – 94.
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Abstract

We present the system description language SDL that offers a declarative way of specifying new
complex systems from already existing modules with the help of three operators: sequence,
parallelism, and unrestricted iteration. Interaction between modules is decoupled and realized
by a mediator. Given a well-formed system description and modules that implement a minimal
interface, the SDL compiler returns a running Java program which realizes exactly the desired
behavior of the original specification. The execution semantics of SDL is complemented by a
precise formal semantics, defined in terms of concepts of function theory, such as functional
composition, Cartesian product, or unbounded minimization. The SDL compiler is part of
the SProUT shallow language platform, a system for the development and processing of
multilingual resources. We believe that the application of SDL is not only limited to the
construction of pure NLP systems, but can also be employed in the definition of general
software systems.

1 Introduction
In this paper, we motivate the development of a general system description language, called SDL,
which allows the declarative specification of software systems from a set of already existing mod-
ules. Assuming that each initial module implements a minimal interface of methods, a new complex
system is composed with the help of three operators that realize a sequence of two modules, a
(quasi-)parallel execution of several modules, and a potentially unrestricted self-application of a
single module. Communication between independent modules is decoupled by a mediator which is
sensitive to the operators connecting the modules and to the modules themselves. This means that
new complex systems can be defined by simply putting together existing independent modules,
sharing a common interface. The interface assumes functionality which modules usually already
provide, such as set input , clear internal state, start computation, etc. It is clear that such an
approach allows to flexibly experiment with different software architectures during the set up of
a new (NLP) system. The use of mediators furthermore guarantees that an independently devel-
oped module will stay independent when integrated into a new system. In the worst case, only
the mediator needs to be modified or upgraded, resp. In many cases, not even a modification of
the mediator is necessary.

Contrary to an interpreted approach to system specification, our approach compiles a syntacti-
cally well-formed SDL expression into a Java program. This code might then be incorporated into
a larger system or might be directly compiled by the Java compiler, resulting in an executable file.
This strategy has two advantages: firstly, the compiled Java code is faster than an interpretation
of the corresponding SDL expression, and secondly, the generated Java code can be modified or
even extended by additional software.

The structure of the paper is as follows. In the next section, we motivate the development of
SDL and give a flavor of how the implementation is realized. We then come up with an EBNF



specification of the concrete syntax for SDL and explain SDL with the help of an example. Since
modules can be seen as functions in the mathematical sense, we argue that a system specification
can be given a formal semantics. The following section specifies the interface every single module
must fulfill. The section also specifies the mediator interface. After that, we inspect the default
implementation for the module methods, look at the mediator code, and finally describe how the
SDL compiler transforms arbitrary SDL expressions into a set of Java classes. We close the paper
by putting our approach into a larger context and by indicating our next steps.

2 Motivation
The shallow text processing system SProUT developed at DFKI is a complex platform for the
development and processing of multilingual resources (Becker et al. (2002)). SProUT arranges
processing components (e.g., tokenizer, gazetteer, named entity recognition) in a strictly sequential
fashion, as is known from standard cascaded finite-state devices (Abney (1996)).

In order to connect such components, one must look at the application programmer interface
(API) of each module, hoping that there are API methods which allow, e.g., to call a module
with a specific input, to obtain the result value, etc. In the best case, API methods from different
modules can be used directly without much programming overhead. In the worst case, however,
there is no API available, meaning that we have to inspect the programming code of a module and
perhaps have to write additional code to realize interfaces between modules (performing, e.g., data
transformations). Even more demanding, recent hybrid NLP systems implement more complex
interactions and loops instead of using a simple pipeline of modules (e.g., Crysmann et al. (2002);
Schäfer (2003)).

We have overcome this inflexible behavior by implementing the following idea. Due to the fact
that we use typed feature structures (Carpenter (1992)) in SProUT as the sole data interchange
format between processing modules, the construction of a new system can be reduced to the
interpretation of a regular expression of module names. Since the ◦ sign for concatenation can not
be found on a keyboard, we have given the three characters +, |, and ∗ the following meaning:

• sequence or concatenation
m1 + m2 expresses the fact that (1) the input to m1 + m2 is the input given to m1, (2) the
output of module m1 serves as the input to m2, and (3) that the final output of m1 + m2

is equal to the output of m2. This is the usual flow of information in a sequential cascaded
shallow system.

• concurrency or parallelism
| denotes a quasi-parallel computation of independent modules, where the final output of
each module serves as the input to a subsequent module (perhaps grouped in a structured
object as we do). This operator has a far reaching potential. We envisage, e.g., the parallel
computation of several morphological analyzers or parsers with different coverage. In a
programming language such as Java, the execution of modules can even be realized by
independently running threads (see next section on how to specify this).

• unrestricted iteration or fixpoint computation
m∗ has the following interpretation. Module m feeds its output back into itself, until no
more changes occur, thus implementing a kind of a fixpoint computation (Davey and Priest-
ley (1990)). It is clear that such a fixpoint might not be reached in finite time, i.e., the
computation must not stop. A possible application was envisaged in Braun (1999), where
an iterative application of a base clause module was necessary to model recursive embedding
of subordinate clauses in a system for parsing German clause sentential structures. Unre-
stricted iteration would even allow us to simulate an all-paths context-free or unification-
based parsing behavior, since such a feedback loop can in principle realize an unbounded
number of cascade stages in a finite-state device. We note here that a restriction, similar to
the offline parsability constraint , originally formulated for DCG and LFG, can be formulated
here, guaranteeing that the number of cascade stages is bounded by a computable function
of the length of the input, thus leading to a finite fixpoint; see, e.g., Johnson (1988).
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We have defined a Java interface of methods which each module must fulfill that is going to be
incorporated in the construction of a new system (see section 5). Implementing such an interface
means that a module must provide an implementation for all methods specified in the interface
with exactly the same method name and method signature, e.g., setInput(), clear(), or run(). To
ease this implementation, we have also implemented an abstract Java class that provides a default
implementation for all these methods with the exception of run(), the method which starts the
computation of the module and which delivers the final result.

The interesting point now is that a new system, declaratively specified by means of the above
apparatus, can be automatically compiled into a single Java program, i.e., a Java class (see section
6). This Java code can then be compiled by the Java compiler into a running program which
realizes exactly the intended behavior of the original system specification. Obtaining a module
instance from a module name (i.e., a Java class) is achieved by importing the corresponding Java
class in the compiled code and by applying new to the class name. Contrary to the compilation
method described here, an interpreted approach to system description must refer to a new module
at run time through Java’s reflection API by using forName() and newInstance() which allows for
dynamic loading of classes into the Java virtual machine.

At this point, we can only outline the basic idea and present a simplified version of the compiled
code for a sequence of two module instances m1+m2, for the independent concurrent computation
m1 | m2, and for the unbounded iteration of a single module instance m∗, given input input. The
expression m.method() is the Java notation for executing method method() from class (or as we say
here: module) m.

(m1 + m2)(input) ≡
m1.clear();

m1.setInput(input);

m1.setOutput(m1.run(m1.getInput()));

m2.clear();

m2.setInput(seq(m1, m2));

m2.setOutput(m2.run(m2.getInput()));

return m2.getOutput();

(m1 | m2)(input) ≡
m1.clear();

m1.setInput(input);

m1.setOutput(m1.run(m1.getInput()));

m2.clear();

m2.setInput(input);

m2.setOutput(m2.run(m2.getInput()));

return par(m1, m2);

(m∗)(input) ≡
m.clear();

m.setInput(input);

m.setOutput(fix(m));

return m.getOutput();

The pseudo code above contains three methods, seq(), par(), and fix(), methods which me-
diate between the output of one module and the input of a succeeding module. Clearly, such
functionality should not be squeezed into independently developed modules, since otherwise a
module m must have a notion of a fixpoint during the execution of m∗ or must be sensitive to
the output of every other module, e.g., during the processing of (m1 | m2) + m. Note that the
mediators take modules as input, and so having access to their internal information via the public
methods specified in the module interface.

The default implementation for seq is, of course, the identity function (speaking in terms of
functional composition). par wraps the two results in a structured object (default implementation:
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a Java array). fix() implements a fixpoint computation. These mediators can be made specific
to special module-module combinations and are an implementation of the mediator pattern which
loosely couples independent modules by encapsulating their interaction in a new object (Gamma
et al. (1995)). I.e., these mediators do not modify the original modules and only have read access
to input and output via getInput() and getOutput().

The need for the mediators originally arose when we tried to display module combinations as
pictures. Furthermore, from the standpoint of symmetry, we thought that for each operator a
corresponding mediator method could be useful, and so must exist. Let us give a few examples to
see how this basic idea progressed.

Depicting a sequence of two modules is, at first sight, not hard.

m1 m2

Now, if the input format of m2 is not compatible with the output of m1, must we change the
programming code for m2? Even more serious, if we would have another expression m3 + m2,
must m2 also be sensitive to the output format of m3? In order to avoid these and other cases,
we decouple the interaction between modules and introduce a special mediator method for the
sequence operator (seq in the above code), depicted by ⊕.

m1 + m2

⊕ connects two modules. This fact is reflected by making seq a binary method which takes m1

and m2 as input parameters (see example code above).
Let us now move to the parallel execution of several modules (not necessarily two, as in the

above example).

mk

m1

...

There is one problem here. What happens to the output of each module when the lines come
together, meeting in the outgoing arrow? The next section has a few words on this and presents
a solution. We only note here that there exists a mediator method par, which, by default, groups
the output in a structured object. Since par does not know the number of modules in advance,
it takes as its parameter an array of module objects. Note that the input arrows are fine—every
module gets exactly the same data. Hence, we have the following modified picture.

mk

m1

... |

Now comes the ∗ operator. As we already said, the module feeds itself with its own output,
until a fixpoint has been reached. Instead of writing

m
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we make the mediator method for ∗ explicit, since it embodies the knowledge about fixpoints (and
not the module):

m ∗

3 Concrete Syntax
A new system is built from an initial set of already existing base modules M with the help of the
three operators +, |, and ∗. The set of all syntactically well-formed module descriptions D in SDL
is inductively defined as follows:

1. m ∈ M ⇒ m ∈ D

2. m1, m2 ∈ D ⇒ m1 + m2 ∈ D

3. m1, . . . , mk ∈ D ⇒ (| m1 . . . mk) ∈ D

4. m ∈ D ⇒ (∗ m) ∈ D

Notice that the second, third, and fourth case assume that the modules under composition are
from D, i.e., they might even be further structured.

Examples in the concrete syntax are written using the typewriter font, e.g., module. All opera-
tors have the same priority. Succeeding modules are written from left to right, using infix notation,
e.g., m1 + m2.

Parallel executed modules must be put in parentheses with the | operator first, for instance
(| m1 m2). Note that we use the prefix notation for the concurrency operator | to allow for
an arbitrary number of arguments, e.g., (| m1 m2 m3). This technique furthermore circumvents
notorious grouping ambiguities which might lead to different results when executing the modules.
Notice that since | must neither be commutative nor must it be associative, the result of (| m1

m2 m3) might be different to (| m1 (| m2 m3)), to (| (| m1 m2) m3), or even to (| m2 (| m1 m3)),
etc. And so, the generated code for (| m1 m2 m3) is different from (| m1 (| m2 m3)). Whether |

is commutative or associative is determined by the implementation of concurrency mediator par

(see last section for the motivation). Let us give an example. Assume, for instance, that m1,
m2, and m3 would return typed feature structures and that par() would join the results by using
unification. In this case, | is clearly commutative and associative, since unification is commutative
and associative (and idempotent).

Finally, the unrestricted self-application of a module should be expressed by using the module
name, prefixed by the asterisk sign, and grouped using parentheses, e.g., (* m). m here might
represent a single module or again a complex expression (which itself must then be put in paren-
theses).

Making | and ∗ prefix operators (in contrast to +) furthermore ease the work of the syntactical
analysis of an SDL expression. The EBNF for a complete system description system is given by
figure 1.

A concrete, although unrealistic example is shown in figure 2.
We have tried to define a syntax which employs only a small number of reserved words,

viz., =, (, ), +, |, and *. The example system from figure 2 should be read as define a new
module de.dfki.lt.system.S as a + b + ..., variables a, b, and d refer to instances of module
de.dfki.lt.system.A, module de.dfki.lt.system.A belongs to package de.dfki.lt.system, the value
of c should be initialized with ("foo", "bar", "baz"), etc. Every single line must be separated by
the newline character.

Note that the package specification and the initialization arguments are optional (see figure 1).
In our case, packages are specified for module A and E. Furthermore, only c and e are initialized,
using method init() from the module interface (see next section).
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system → definition {options}∗ variables
definition →module "=" regexpr newline
module → a fully qualified Java class name
regexpr → var |

"(" regexpr ")" |
regexpr "+" regexpr |
"(" "|" {regexpr}+ ")" |
"(" "*" regexpr ")"

newline → the newline character
options →mediator | threaded
mediator → "Mediator =" med newline
med → a fully qualified Java class name
threaded → "Threaded =" {"yes" | "no"} newline
variables →{vareq newline}+

vareq → var "=" module [initexpr ]
var → a lowercase symbol
initexpr → "(" string {"," string}∗ ")"

string → a Java string

Figure 1: The EBNF for the concrete syntax of SDL.

de.dfki.lt.system.S = a + b + (| (c + a) d) + d + (* (a + b)) + e

a = de.dfki.lt.system.A

b = de.dfki.lt.system.A

c = C ("foo", "bar", "baz")

d = de.dfki.lt.system.A

e = de.dfki.lt.system.test.E ("../test/corpus.txt")

Figure 2: An example in the concrete syntax of SDL.

The use of variables (instead of using directly module names, i.e., Java classes) has one impor-
tant advantage: variables can be reused (e.g., a in the example), meaning that the same instance
is used at several places throughout the system description, instead of using several instances of
the same module (which, of course, can also be achieved; cf. a, b, and d which are instances of
module de.dfki.lt.system.A). Notice that the value of a variable can not be redefined during the
course of a system description.

4 Modules as Functions

Before we start the description of the implementation in the next section, we will argue that a
system description can be given a precise formal semantics, assuming that the initial modules,
which we call base modules are well-defined. First of all, we only need some basic mathematical
knowledge from secondary school, viz., the concept of a function.

A function f (sometimes called a mapping) from S to T , written as f : S −→ T , can be seen
as a special kind of relation, where the domain of f is S (written as dom(f) = S), and for each
element in the domain of f , there is at most one element in the range (or codomain) rng(f).

If there always exists an element in the range, we say that f is a total function (or well-defined)
and write f ↓. Otherwise, f is said to be a partial function, and for an s ∈ S for which f is not
defined, we then write f(s)↑.

Since S itself might consist of ordered n-tuples and thus is the Cartesian product of S1, . . . , Sn,
depicted as ×n

i=1Si, we use the vector notation and write f(�s) instead of f(s).
The n-fold functional composition of f : S −→ T (n ≥ 0) is written as fn and has the following

inductive definition: f0(�s) := �s and f i+1(�s) := f(f i(�s)).
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s ∈ S is said to be a fixpoint of f : S −→ S iff f(f(s)) =S f(s) (we use =S to denote the
equality relation in S).

Assuming that m is a module for which a proper run() method has been defined, we will, from
now on, refer to the function m as abbreviating m.run(), the execution of method run() from
module m. Hence, we define the execution semantics of m to be equivalent to m.run().

4.1 Sequence
Let us start with the sequence m1 + m2 of two modules, regarded as two function m1 : S1 −→ T1

and m2 : S2 −→ T2. + here is the analogue to functional composition ◦, and so we define the
meaning (or abstract semantics) [[ · ]] of (m1 + m2) as

[[(m1 + m2)]](�s) := (m2 ◦ m1)(�s) = m2(m1(�s))

m1 + m2 then is well-defined if m1 ↓, m2 ↓, and T1 ⊆ S2 is the case, due to the following
biconditional:

m1 ↓, m2 ↓, T1 ⊆ S2 ⇐⇒ ((m2 ◦ m1) : S1 −→ T2)↓

4.2 Parallelism
We now come to the parallel execution of k modules mi : Si −→ Ti (1 ≤ i ≤ k), operating on the
same input. As already said, the default mediator for | returns an ordered sequence of the results
of m1, . . . , mk, hence is similar to the Cartesian product ×:

[[(| m1 . . . mk)]](�s) := 〈m1(�s), . . . , mk(�s) 〉

(| m1 . . . mk) is well-defined if each module is well-defined and the domain of each module is
a superset of the domain of the new composite module:

m1 ↓, . . . , mk ↓ =⇒ ((m1 × . . . × mk) : (S1 ∩ . . . ∩ Sk)k −→ T1 × . . . × Tk)↓

4.3 Iteration
A proper definition of unrestricted iteration, however, deserves more attention and a bit more
work. Since a module m feeds its output back into itself, it is clear that the iteration (∗ m)(�s)
must not terminate. I.e., the question whether (∗ m)↓ holds, is undecidable in general. Obviously,
a necessary condition for (∗ m) ↓ is that S ⊇ T , and so if m : S −→ T and m ↓ holds, we have
(∗ m) : S −→ S. Since m is usually not a monotonic function, it must not be the case that m has
a least and a greatest fixpoint. Of course, m might not possess any fixpoint at all.

Within our practical context, we are interested in finitely-reachable fixpoints. From the above
remarks, it is clear that given �s ∈ S, (∗ m)(�s) terminates in finite time iff no more changes occur
during the iteration process, i.e.,

∃n ∈ N . mn(�s) =S mn−1(�s)

We can formalize the meaning of ∗ with the help of Kleene’s µ operator (Hermes (1978)). µ is
a functional and so, given a function f as its input, returns a new function µ(f), the unbounded
minimization of f . Originally employed to precisely define (partial) recursive functions of natural
numbers, we need a slight generalization, so that we can apply µ to functions, not necessarily oper-
ating on natural numbers. We start with the original formulation and then adapt this framework
to our needs.

Let f : Nk+1 −→ N (k ∈ N). µ(f) : Nk −→ N is given by

µ(f)(�x) :=
{

n if f(�x, n) = 0 and f(�x, i) > 0, for all 0 ≤ i ≤ n − 1
↑ otherwise
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I.e., µ(f)(�x) returns the least n for which f(�x, n) = 0. Such an n, of course, must not exist.
We now move from the natural numbers N to an arbitrary (structured) set S with equality

relation =S. The task of µ here is to return the least number of iteration steps n for which a
self-application of module m no longer changes the output, when applied to the original input
�s ∈ S. And so, we have the following definitional equation for the meaning of (∗ m).

[[(∗ m)]](�s) := mµ(m)(�s)(�s)

Obviously, the number of iteration steps needed to obtain a fixpoint is given by µ(m)(�s), where
µ : (S −→ S) −→ N. Given m, we define µ(m) as

µ(m)(�s) :=




n if mn(�s) =S mn−1(�s)
and mi(�s) �=S mi−1(�s), for all 0 ≤ i ≤ n − 1

↑ otherwise

Compare this definition with the original µ(f)(�x) on natural numbers above. Testing for zero
is replaced here by testing for equality in S. This last definition completes the semantics for (∗ m).

4.4 Incorporating Mediators
The above formalization does not include the use of mediators. The effects the mediators have on
the input/output of modules are an integral part of the definition for the meaning of m1 + m2,
(| m1 . . . mk), and (∗ m). In case we explicitly want to represent (the default implementation of)
the mediators in the above definitions, we must, first of all, clarify their status.

Let us focus, for instance, on the mediator for the sequence operator +. We already said that
the mediator for + uses the output of m1 to feed m2, thus can be seen as the identity function id,
speaking in terms of functional composition. Hence, we might redefine [[(m1 + m2)]](�s) as

[[(m1 + m2)]](�s) := (m2 ◦ id ◦ m1)(�s) = m2(id(m1(�s))) = m2(m1(�s))

If so, mediators were functions and would have the same status as modules. Clearly, they
pragmatically differ from modules in that they coordinate the interaction between independent
modules (remember the mediator metaphor). However, we have also said that the mediator
methods take modules as input. When adopting this view, a mediator is different from a module:
it is a functional (as is, e.g., µ), taking functions as arguments (the modules) and returning a
function. Now, let S (for seq()) be the mediator for the + operator. We then obtain a different
semantics for m1 + m2:

[[(m1 + m2)]](�s) := (m2 ◦ S(m1, m2) ◦ m1)(�s)

where

S(m1, m2) := id

is the case in the default implementation for +. This view, in fact, precisely corresponds to the
implementation.

Let us quickly make the two other definitions reflect this new view and let P and F be the
functionals for | and ∗, resp. For |, we now have

[[(| m1 . . . mk)]](�s) := (P(m1, . . . , mk) ◦ (×k
i=1mi))(�s k)

I.e., (×k
i=1mi)(�s k) returns an ordered sequence 〈m1(�s), . . . , mk(�s) 〉 to which the function

P(m1, . . . , mk) is applied. At the moment,

P(m1, . . . , mk) := ×k
i=1id
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i.e., the identity function is applied to the result of each mi(si), and so in the end, we still obtain
〈m1(�s), . . . , mk(�s) 〉.

The adaption of (∗ m) is also not hard: F is exactly the µ(m)(�x)-fold composition of m, given
value �x. Since �x are free variables, we use Church’s Lambda abstraction (Barendregt (1984)),
make them bound, and write

F(m) := λ�x . mµ(m)(�x)(�x)

Thus

[[(∗ m)]](�s) := (F(m))(�s)

It is clear that the above set of definitions is still not complete, since it does not cover the cases
where a module m consists of several submodules, as does the syntax of SDL clearly admit. This
leads us to the final four inductive definitions which conclude this section.

1. [[m]](�s) := m(�s) iff m ∈ M , i.e., m is a base module

2. [[(m1 + m2)]](�s) := ([[m2]] ◦ S([[m1]], [[m2]]) ◦ [[m1]])(�s)

3. [[(| m1 . . . mk)]](�s) := (P([[m1]], . . . , [[mk]]) ◦ (×k
i=1[[mi]]))(�s k)

4. [[(∗ m)]](�s) := (F([[m]]))(�s), whereas F([[m]]) := λ�x . [[m]]µ([[m]])(�x)(�x)

Recall that the execution semantics of m(�s) has not changed after all and is still m.run(s),
whereas s abbreviates the Java notation for the k-tuple �s.

5 Interfaces
This section deals with interfaces, the Java IModule interface which each module must fulfill, and
the Java IMediator interface that enforces methods for each system-building operator.

5.1 Module Interface IModule
The following seven methods must be implemented by a module which should contribute to a new
system. Section 6 provides a default implementation for six of them. The exception is the unary
method run() which is assumed to execute a module.

• public void clear() throws ModuleClearError;

clear() clears the internal state of the module it is applied to. clear() is useful when a
module instance is reused during the execution of a system (see, e.g., variable a in figure
2). In the simplified compiled code earlier, clear() is always executed before the input to a
module is stored.

• public void init(String[] initArgs) throws ModuleInitError;

init() initializes a given module by providing an array of init strings. The instances of
module de.dfki.lt.system.test.E and C in figure 2 are examples of such an initialization.
Init strings in the concrete syntax are enclosed in parentheses and separated by a comma.
During the compilation of an SDL expression, this init list then is translated into a Java
array of strings.

• public Object run(Object input) throws ModuleRunError;

run() starts the execution of the module to which it belongs and returns the result of this
computation. As already said, the default implementation of the module methods in class
Modules (see section 6) does not provide a useful implementation for run()—instead an
UnsupportedOperationException object is thrown.

• public Object setInput(Object input);

setInput() stores the value of parameter input and returns this value.
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• public Object getInput();

getInput() returns the input originally given to setInput().

• public Object setOutput(Object output);

setOutput() stores the value of parameter output and returns this value.

• public Object getOutput();

getOutput() returns the output originally given to setOutput().

5.2 Mediator Interface IMediator
We noted already before that every system operator has a corresponding mediator method: +
is associated with seq(), | with par(), and ∗ with fix(). A useful default implementation is
provided by class Mediators (see section 6). We demand that a mediator does not modify the
internal state of a module, e.g., it should not use any destructive public methods provided by the
module. Especially, a mediator should neither execute setInput() nor setOutput(). However, it
is desirable to read out input and output using getInput() and getOutput().

• public Object seq(IModule module1, IModule module2);

seq() connects two modules, specified as input parameters module1 and module2. seq()

returns the proper input for module2, computed from the output of module1.

• public Object par(IModule[] modules);

par() provides a mechanism for combining the output of several modules, indirectly given by
the module array modules. Conceivable possibilities include the grouping of output results
in a new structured object or the computation of a single non-structured value (for instance,
an integer number).

• public Object fix(IModule module);

Given a module module, fix() is intended to iteratively apply the run() method to the
module, until a fixpoint has been reached.

6 Implementation
We now come to the default implementation of the methods which fulfill the requirements of
interface IModule and IMediator.

6.1 Module Methods
The public abstract class Modules implements interface IModule. Modules might inherit from
Modules (Java terminology: extends), so that only run() must be implemented. Input and output
is memorized by introducing the two additional private instance (or member) fields, input and
output.

package de.dfki.lt.sdl;

public abstract class Modules implements IModule {

private Object input;

private Object output;

protected Modules() {

this.input = null;

this.output = null;

}

public Object run(Object input) throws UnsupportedOperationException {

throw new UnsupportedOperationException("run(_) is NOT implemented!");

}
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public void clear() {

this.input = null;

this.output = null;

}

public void init(String[] initArgs) {

// empty implementation

}

public Object setInput(Object input) {

return (this.input = input);

}

public Object getInput() {

return this.input;

}

public Object setOutput(Object output) {

return (this.output = output);

}

public Object getOutput() {

return this.output;

}

}

6.2 Mediator Methods
The public class Mediators provides a default implementation for the three mediator methods,
specified in interface IMediator. seq() returns the (unmodified) output of module1, whereas par()

groups the output of each module from modules in an array. fix() returns the fixpoint, but
relocates its computation into an auxiliary method fixpoint (see below), due to the fact that
mediators are not allowed to change the internal state of a module. Thus in this case, the input
field still contains the original input, whereas the output field refers to the fixpoint, at last.

package de.dfki.lt.sdl;

import java.util.*;

public class Mediators implements IMediator {

public Mediators() {

}

public Object seq(IModule module1, IModule module2) {

return module1.getOutput();

}

public Object par(IModule[] modules) {

Object[] result = new Object[modules.length];

for (int i = 0; i < modules.length; i++)

result[i] = modules[i].getOutput();

return result;

}

public Object fix(IModule module) {

return fixpoint(module, module.getInput());

}

private Object fixpoint(IModule module, Object input) {

Object output = module.run(input);

if (output.equals(input))

return output;

else

return fixpoint(module, output);
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}

}

We note here that depending on the structure of input and output in method fixpoint, it is
important to have proper implemented equals() methods for the data types of interest.

6.3 SDL Compiler
The SDL compiler can be activated by calling the public static synchronized class method
Sdl.compile(). The method takes an SDL system description, represented as a Java string, and
generates a new Java class, whose name is identical to the system name. This Java code can
(be edited and) then be compiled by the Java compiler javac and the resulting class file can be
executed using java.

We will now go into the details of the compilation process, utilizing an example system of the
following form:

System = (| rnd1 rnd2 rnd3) + inc1 + inc2 + (* i5ut42) + (* (| rnd3 rnd2))

Mediator = MaxMediator

Threaded = Yes

rnd1 = Randomize("first", "second", "third")

rnd2 = Randomize("second", "third")

rnd3 = Randomize("third")

inc1 = Increment

inc2 = Increment

i5ut42 = Incr5UpTo42

At this point, it is not important to know what the intention of each single module is. First of
all, we see that the above expression consists of six variables, some of them reused, viz., rnd2 and
rnd3.

These variables are realized in the Java code as private instance fields of class System (the
name of the new module). The instance fields are prefixed by the dollar sign $ in order to visually
differentiate them from ordinary local variables (marked with the low line character ). The fields
are typed to their corresponding classes. These classes are imported, so that they can be directly
used without repeating their package prefix. In addition, the above system description requires
not to use the standard mediator, instead MaxMediator should be employed. Since System demands
multi-threaded processing (Threaded = yes), the class is marked as Runnable. When a new instance
of System is generated, the instance fields are assigned their proper values in the constructor. Some
of the modules must also be initialized, viz., rnd1, rnd2, and rnd3. Thus we obtain the following
schematic piece of code when calling Sdl.compile():

package de.dfki.lt.test;

import java.util.*;

import de.dfki.lt.sdl.*;

import de.dfki.lt.sdl.test.MaxMediator;

import de.dfki.lt.sdl.test.Randomize;

... // further import statements

public class System extends Modules implements IModule, Runnable {

private Randomize $rnd1;

private Randomize $rnd2;

... // further declaration of instance fields

... // a huuuuuge amount of other code

// the constructor for class System

public System() throws ModuleInitError {

super();

this.$rnd1 = new Randomize();

this.$rnd2 = new Randomize();
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// further assignments to instance fields (variables)

...

this.$1 = new _Class1();

this.$2 = new _Class2();

// further assignments to instance fields (locally generated classes)

...

String[] _13 = {"first", "second", "third"};

this.$rnd1.init(_13);

// further initialization calls

...

}

// code for the run() method of class System

public Object run(Object input) throws ModuleClearError, ModuleRunError {

... // code follows later

}

// empty run() for Runnable is based on the unary run() directly above

public void run() throws ModuleClearError, ModuleRunError {

this.run(this.getInput());

}

}

The above generated code refers to instance fields not mentioned in the original specification,
viz., $1 and $2 (plus two additional fields). Since instance fields represent variables in the system
description, we might be surprised to which objects $1 and $2 refer to. Obviously, they are assigned
instances of class Class1 and Class2, resp., classes which we have also not introduced (directly).

The solution is quite easy. The above system description is a structured expression, consist-
ing of several subexpressions from which one is even further structured: (| rnd1 rnd2 rnd3), (*

i5ut42), (| rnd3 rnd2), and (* (| rnd3 rnd2)). The SDL compiler automatically introduces so-
called member classes for such subexpressions and locates them in the same package to which
System belongs. Since $1 and $2 operate on the same level than the original variables/instance
fields, they are also prefixed with $. And because new member classes are local to System, we
consequently prefix them with (as we do for local variables).

The decomposition process always leads to flat expressions of the form x1 + ... + xk, (| x1

... xk), or (* x), resp. x, x1, . . ., xk are variables which refer to instances of module classes (see
section 3). This decomposition technique is related to what Krieger (1995) calls normalized type
systems : arbitrary boolean type expressions are decomposed into simpler units which are merely
of the form t1 ∧ . . . ∧ tk, t1 ∨ . . . ∨ tk, or ¬ t. t, t1, . . . , tk are either base types or new types
which refer to already introduced new type expressions, the analogue to new member classes in
our system building approach.

In the above example, we have the following four substitutions (we already use the dollar sign
here which the SDL compiler has introduced): $1 = (| $rnd1 $rnd2 $rnd3), $2 = (* $i5ut42), $3
= (| $rnd3 $rnd2), and $4 = (* $3). As a result, the original system description reduces to $1 +

$inc1 + $inc2 + $2 + $4 and thus is normalized as $1, . . ., $4 are.
We have now completed the presentation of the very basic idea behind the SDL compiler. What

comes next is the description of the main run() method, the usage of the mediator methods, and
the generation of member classes (which must also implement interface IModule).

public Object run(Object input) throws ModuleClearError, ModuleRunError {

this.clear();

this.setInput(input);

IMediator _med = new MaxMediator();

this.$1.clear();

this.$1.setInput(input);

Object _14 = this.$1.run(input);

this.$1.setOutput(_14);

Object _15 = _med.seq(this.$1, this.$inc1);

this.$inc1.clear();

this.$inc1.setInput(_15);
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Object _16 = this.$inc1.run(_15);

this.$inc1.setOutput(_16);

Object _17 = _med.seq(this.$inc1, this.$inc2);

this.$inc2.clear();

this.$inc2.setInput(_17);

Object _18 = this.$inc2.run(_17);

this.$inc2.setOutput(_18);

Object _19 = _med.seq(this.$inc2, this.$2);

this.$2.clear();

this.$2.setInput(_19);

Object _20 = this.$2.run(_19);

this.$2.setOutput(_20);

Object _21 = _med.seq(this.$2, this.$4);

this.$4.clear();

this.$4.setInput(_21);

Object _22 = this.$4.run(_21);

this.$4.setOutput(_22);

return this.setOutput(_22);

}

At this point, the understanding of the above piece of code for run() should not be hard when
knowing to what $1, . . ., $4 refer to. Note that the sequence mediator med.seq() is called four
times due to the fact that + occurs four times in the top-level system specification. It always takes
two modules as input (the private $ fields). The results of the mediator calls ( 15, 17, 19, 21)
serve as input to instances of the individual (sub-)modules (e.g., this.$inc1.setInput( 15)). Local
variables are also introduced for the return values of the calls to the individual run() methods ( 14,
16, 18, 20, 22). These local variables are introduced by the SDL compiler to serve as handles
(or anchors) to already evaluated subexpression, helping to establish a proper control flow during
the compilation process.

The specification notes Mediator = de.dfki.lt.sdl.test.MaxMediator which is reflected by the
above code in that the mediator place holder med is bound to an instance of MaxMediator. Notice
that the call sequence moves from $1, to $inc1, to $inc2, to $2, and finally to $4, exactly the flow
of control in the normalized system description before. There is, however, no $3 here, since $3,
which is an instance of Class3, refers to an expression that is used inside $4. When $4 is executed
(this.$4.run( 21)), the fixpoint iteration calls $3 during each iteration step.

Let us now have a look on the generated local class Class4 to see how the run() method for
$4 works.

private class _Class4 implements IModule, Runnable {

private Object input;

private Object output;

private _Class4() {

this.input = null;

this.output = null;

}

public void clear() {

}

... // further interface methods from IModule

public Object run(Object input) throws ModuleClearError, ModuleRunError {

this.setInput(input);

IMediator _med = new MaxMediator();

System.this.$3.clear();

System.this.$3.setInput(input);

Object _7 = _med.fix(System.this.$3);

System.this.$3.setOutput(_7);

return this.setOutput(_7);

}
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public void run() throws ModuleClearError, ModuleRunError {

this.run(this.getInput());

}

}

The above code clearly shows that each local class has to provide code for the methods specified
in interface IModule. And so Class4 specifies in the class header that it implements IModule. Since
the original system specification also says that parallel executed modules should be executed as
Java threads (Threaded = Yes), Class4 also makes the nullary run() method available. It highlights
this in the (local) class header and let us know that it implements Runnable.

The run() method above is quite easy, since the fixpoint mediator fix() encapsulates the
code for the fixpoint iteration. The final result is bound to 7 and to the output field of $3

(System.this.$3.setOutput( 7)) and $4 (this.setOutput( 7)), which is finally returned. The input
(and the output) fields of both $3 and $4 are not changed during the iteration—the computation
of the fixpoint is completely decoupled from the modules (see section 6.2 on how the fixpoint
mediator implements this). I.e., even if a fixpoint is reached, the input field still refers to the
original input, whereas the output slot memorizes the fixpoint.

Note that we always generate a new mediator object ( med) for each local class in order to make
the parallel execution of modules thread-safe. The local class Class4 refers in the run() method
to $3 (the instance which undergoes the iteration). However, $3 is an instance field of the top-level
class System. Java provides a construct to cleanly refer to $3: System.this.$3.

7 Conclusion & Future Work
We have presented the system description language SDL in which complex new processing systems
can be specified by means of a regular expression of already existing modules. At the moment,
SDL provides three operators for expressing a sequence of two modules, a parallel independent
execution of arbitrary many modules, and an unrestricted iteration of a single (perhaps internally
complex-structured) module. Communication between modules is realized by a mediator which
decouples the interaction between independently developed modules.

Given a system description and modules that implement a minimal interface, the SDL compiler
returns a running Java program which realizes exactly the desired behavior of the original speci-
fication. The execution semantics for the original system specification is defined as the execution
of the run() method of the generated new Java class.

We have also given a precise formal semantics for syntactically well-formed SDL expressions
which is based on the intuition that modules are functions, whereas meditors correspond to func-
tionals, i.e., functions taking functions as arguments and returning a new function. Composition
of modules is defined in terms of mathematical concepts of function theory: Cartesian product,
functional composition & application, Lambda abstraction, and unbounded minimization.

Although SDL has been developed in the context of the shallow language platform SProUT, we
believe that it can be fruitfully employed in the definition of general software systems. Since the
execution semantics is coupled with a precise formal semantics, we think that our approach might
be of interest to areas where semantic perspicuity of software systems plays a big role. Related to
this is the field of secure software: given a set of secure modules and well-defined combinators, we
obtain a well-defined semantics for a new composite module which can perhaps be shown to be
secure either. This is clearly future state-of-the-art work.

The approach has been implemented in Java, but it should be easy to have a similar system in
another language, such as C, C++, or Common Lisp. Moreover, minimal modifications to the SDL
compiler should make it possible not to return Java code, but also programs in other languages
which have a notion of either an object, a function, or a function pointer (together with recursion,
of course).

There is still room for further improvement. In a complex grown system, it is not unusual
that we have modules in different programming languages. The SDL compiler can only generate
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a properly running system if it has access to these modules. Since the compiler is programmed in
Java, we can make use of the Java Native Interface (JNI) and write a specialized Java class for
the external module that implements interface IModule. This class would merely consist of native
methods which call their corresponding counterparts in the original programming language.

Having only +, |, and ∗ as operators (plus the corresponding mediator methods) might not
suffice at all. By adding more and more such concepts to SDL, we will end up in a generalized
programming language consisting of modules and operators as primary building blocks. We can
envisage additional useful language constructs:

• assignment
Non-linear processing systems might find it interesting to have a built-in mechanism for
storing information obtained so far, viz., variables:

m1 + var:=m2 + m3 + (| var m4)

Read this example as if var:=m2 is put in parentheses, i.e., := has a higher priority than +.
var here serves as a constant function (return value equals to the output of m2) which is
executed in parallel to m4.

• if-then-else
It is conceivable that depending on the form of the output of a certain module m, either
module m1 or module m2 should be executed:

... var:=m ... if (pred(var)) then m1 else m2

In the above example, it is important to have both variables (var) and predicates (pred(...))
which return Boolean values. A conditional, such as if can, of course, be realized as a variant
of the | operator, together with a specialized mediator, thus being only syntactic sugar in
most cases.

• distributor
It is not unlikely that results produced by several modules m1, ..., mj need to be rated
according to a given measure and distributed to succeeding modules n1, ..., nk (j ≥ k),
whereas the best-ranked result is given to the first module, the second-best to the second
module, and so on. The syntax could be

... (| m1 ... mj) + (< n1 ... nk) + ...

and < indicates that n1, ..., nk get the ranked results from m1, ..., mj.

• first come wins
Instead of executing modules in parallel under | and collecting their results in a structured
object, we might relocate their execution in a specialized mediator for ! and let the fastest
module win:

... (! m1 ... mj) + n ...

Contrary to dynamic object-oriented programming languages such as CLOS (Keene (1989)),
Java enforce classes which implements a certain interface to have methods that exactly match the
corresponding signature from the interface. I.e., if a module is known to read and return only, say,
Integer objects, we still have to use (and perhaps implement) the interface methods getInput(),
setInput(), getOutput(), setOutput(), and run() which operate on the most general class Object.

Thus, the Java compiler can not statically check at compile time if a system description is valid
in terms of the domain and range of each individual module. Assume, for instance, that square
reads and returns floats and that duplicate maps from strings onto strings. In the current system,
we can neither determine that square ◦duplicate nor duplicate ◦ square is an invalid function, since
the interface methods are typed to Object which will always result in a proper description.

Due to this fact, it seems adequate to implement a proper domain/range check. This im-
plementation, however, has to make use of Java’s reflection API, since information concerning
the sub-/supertype relationship between classes and interfaces must be obtained. This check is
assumed to be part of the next major release of SDL.

The SDL compiler as described in this paper is fully implemented in Java (JDK 1.3) and is
freely available for non-commercial use (class and doc files).
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Abstract

The approach of translation validation has provided a basis for validating embedded programs
written in synchronous languages and subsets of general purpose programming languages. In
this paper, we show how refinement calculus provides a basis for translation validation of
optimized programs written in high level languages. Further, we show the approach can be
effectively used for debugging optimized programs. One of the distinct advantages of the
proposed debugging is that it permits the user to change values at run-time only when the
values are consistent with the underlying semantics of the optimization transformation. We
shall illustrate the approach with examples.

Keywords: Refinement, Symbolic Debugging, Translation Validation.

1 Introduction

Optimizing compilers perform optimizing transformations on the program while translating from
the source language to target language. The optimizing transformations performed are expected to
preserve the semantics of the source program, and reduce space-time requirements of the program.
There has been a steady growth of optimizing transformations over the years owing to (a) the need
of efficient programs over a spectrum of computer architectures, and (b) the stringent resource
constraints on resources in applications such as embedded systems, real-time systems etc. Several
optimizations have become an integral part of a compiler and are used routinely even during the
developmental phase; it must be noted that some of the optimizing transformations are quite
complex. In a sense, optimization transformations can be interpreted as correctness-preserving
transformations that do not alter the behaviour of the target program provided the compiler is
correct, the programming constructs have well-defined dis-ambiguous semantics and the source
program is correct. Note that, optimizations are not guaranteed to preserve the behaviour of
incorrect programs. Thus, from the perspective of correctness and development of programs in
the presence of optimizing transformations, there is a need to address the following two issues:

1. Is it possible to establish the correctness of an optimizing program?

2. How do we debug optimized programs given that maintenance of programs is part of the
software cycle?

If the given compiler were a verified one, then issue (1) does not arise as the correctness of the target
program follows naturally from the correctness of the source program. Note that, if optimizations
alter the behaviour of the program, it does not necessarily imply that the compiler is incorrect.
However, compiler verification is far from being able to establish automatically that the compiler
produces a target program that is semantically equivalent to the source program. As verified
compilers are not a reality, it has become necessary to establish the semantic equivalence of the
source and the target/object programs for reasons such as (i) mandatory requirement of ensuring
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the correctness of the object code in safety-critical embedded applications, (ii) developing reliable
efficient software using new processor architectures using optimizing transformations, and (iii)
ensuring the safety of the mobile code. A novel approach referred to as Translation Validation
has been advocated in Pnueli (1998) addressing issues (i)-(ii) above for a class of programming
languages called synchronous languages. In this approach, one establishes the correctness of each
compilation by establishing the semantic equivalence of the source and the target program. This
is depicted in Figure 1.

The approach proposed in Pnueli (1998) was built upon the characteristics of synchronous
languages such as:

1. Each program consists of an initialization followed by an infinite loop consisting of phases
like, calculating clock expressions, reading inputs, computing outputs, writing outputs and
updating previous expressions.

2. The compiler translates a program structurally.

In Pnueli (1998), an extension of the approach was shown for the TNI Signal compiler that uses
several optimizations exploiting the structure and special features of the synchronous languages
as well as the corresponding translation structures underlying the optimizations. Then a natural
question to ask is:

Is it possible to apply the above technique to a non-synchronous language that does not
support such a well-defined translation structure?

The above question was partly answered in Bhattacharjee (2000) by demonstrating a methodol-
ogy called Object Code Validation in Bhattacharjee (2000) and a system for validating programs
written in SPARK-a safe subset of Ada Barnes (1997), into the assembly language of i960 pro-
cessor. The method consists of converting the high level language (HLL) program and it’s object
code to the common semantic representation called Fair Transition System (FTS) Manna (1995),
and then establishing that the object code is a refinement of the HLL program using refinement
mapping Abadi (1991). One of the crucial needs of translation validation is the need of interface
mapping – a mapping between abstract and concrete variables. In Bhattacharjee (2000), the proof
of refinement is performed using STeP (Stanford Temporal Prover) Manna (1998) that provides an
integrated environment for deductive and algorithmic verification having a suite of decidable theo-
ries including arithmetic decision procedures. The underlying framework for translation validation
has been the notion of refinement mapping Abadi (1991) that encompasses the underlying map-
ping including the interface mapping defined above. In this paper, we show that the refinement
mapping provides a basis for

1. Validating optimizing transformations and optimized compilers: Our analysis shows that
refinement mappings can be constructed for sequential optimizations that either do not
modify the flow graph of the program or modify the flow graph in an un-constrained manner.
For instance, in the optimizations considered blocks may be added, coalesced, or copied,
edges deleted. The transformations that fall outside the scope are those wherein the control
flow is radically altered such as the case of interchanging loops. In other words, using
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judicious refinement mapping one can not only verify optimized transformations but also
use to incorporate mappings inside the compiler to establish translation validation of object
codes relative to the source codes.

2. Debugging optimized programs: This is a very important stage in the software developmental
cycle. Various approaches referred to as transparent Hennesy (1982) and non-transparent
Tice (1999) approaches have been developed for debugging optimized programs. It is of
interest to note that the debugging process is a natural way of establishing the equivalence
of the optimized program by relating with that of the un-optimized source. Our study shows
that refinement mappings provide a sound basis for transparent as well as non-transparent
approaches to debugging.

3. Validating Mobile Code: With the growth in mobile computing, establishing the safety of
mobile code has attained importance due to the security requirements. The novel approach of
proof carrying code advocated in Necula (1998) has been a major step in laying a foundation
for such a work. We show that refinement mapping can be effectively used for establishing
the security polices on the use of mobile code in a flexible way.

Due to lack of space, we just illustrate the power of refinement mapping for an optimization
transformation and of the approach for program debugging. The rest of the paper is organized
as follows: In section 2, we briefly provide an overview of the underlying computational models.
Section 3 elucidates our rule for translation validation followed by an application of the rule for
validating optimizing transformation in Section 4. Section 5 given an overview of its application
to program debugging. The paper concludes with a discussion on the approach.

2 Background

In this paper, we describe an approach for establishing the correctness of translation. We assume

1. The source program is in the form of a high level language like C.

2. The target program us in the form of an intermediate representation such as RTL as used
by the gcc compiler.

Without loss of generality, we assume that the source and the target programs can be represented
as flow graphs where each node represents one or more statements within a basic block and edges
represent flow of control. A basic block consists of a sequence of statements that do not contain
branches except the last statement, and are always executed in their entirety. For purposes of
validation, the source and the target flow graphs are translated into transition systems. Then, the
proof rule is applied to check whether the target program is a refinement of the source program.
In the following, we give few of the formal definitions. For details the reader may refer to Abadi
(1991); Pnueli (1998); Zuck (2002).

Definition 1: Transition System: We formalize the semantics of a program using the
notion of a Transition System. A Transition System S =< V ,O, Θ, T > is a state machine
consisting of :

• V : A set of state variables,

• O ⊆ V : A set of observable variables,

• Θ : An initial condition characterizing the initial states of the system, and

• T : A finite set of transitions. Each transition τ ∈ T is a state transforming action of the
system, and is characterized by an assertion called transition relation ρτ (V ,V ′) which relates
values of state variables in the present and next state.

Definition 2: Computation A computation of a transition system S = (V ,O, Θ, T ) is defined
to be a maximal finite or infinite sequence of states σ : s0, s1, s2, ... with
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• s0 |= Θ, i.e. the first state should satisfy the initial condition.

• For each pair of consecutive states si, si+1 in σ, si+1 ∈ τ(si) for some transition τ in T , i.e.
two consecutive states are related by a transition relation.

A computational prefix is defined to be a prefix of any valid computation.

3 Refinement

We use the notion of refinement to define correct translation of an abstract (source) code to
concrete (target) code. We claim that a concrete system implements a given abstract or high
level system specification, if and only if it is a refinement of the abstract system. Let SA =<
VA,OA, ΘA, TA > and SC =< VC ,OC , ΘC , TC > be two transition systems. We refer to them
as the abstract and concrete systems respectively. Let us denote by X ∈ OA and x ∈ OC the
corresponding observable variables in the two systems.

We say that SC is a refinement (correct translation) of SA if for every finite SC -computation
σC : sC

0 , ..., sC
m, there exists a finite maximal SA-computation σA : sA

0 , ..., sA
k , such that sC

m[x] =
sA

k [X ] for every X ∈ Os.
In the following, we describe a proof rule to establish refinement.

3.1 Proof Rule: Establish Refinement

Consider a abstract (source) transition system SA = (VA,OA, ΘA, TA) and concrete (target)
transition system SC = (VC ,OC , ΘC , TC) that are comparable. Let CPA and CPC be cut point
sets of the abstract and concrete nodes respectively, i.e. a set that includes the initial and
terminal nodes and at least one node from each loop. For every two nodes i and j in CPA (resp.
CPC ) such that there is a simple path between i and j in the source (resp. target), let ρA

ij (resp.
ρC

ij ) describe the transition relation between the nodes i and j. πA (resp. πC) represents the
program counter in the source (resp. target) code. Dom(πA) = CPA and Dom(πC) = CPC .

To establish that SC is a correct translation of SA when SC does not significantly alter
the structure of SA, we use Proof Rule Establish Refinement which is a generalization of Proof
Rule Validate from Zuck (2002), which did not allow validation of systems in which one location
in concrete code mapped to many locations in the abstract code. Our proof rule allows the
control abstraction K, to map a given location in the concrete system to a set of source locations.
This allows us to deal with some structure modifying optimizations such as procedure discovery
and cross jumping. It also allows us to validate optimizations which involve replacing multiple
branches by a single branch by use of predication in code targeted at EPIC architectures Vinod
(2000) details of which are part of a forthcoming paper. It is not possible to validate such
optimizations using the methodology in Zuck (2002). We have given an example of cross jumping
optimization in section 8.4, which can be validated only by our methodology. This methodology
is powerful enough to validate most of the common optimizations, apart from structure modifying
loop optimizations such as loop jamming, loop reversal etc.

Proof Rule Establish Refinement

(i) Establish a control abstraction K : CPC → 2CPA mapping each value of the concrete control
variable πC into one or more corresponding values of the abstract control variable πA. The control
abstraction should map the initial and terminal locations of the source into initial and terminal
locations of the target.

(ii) For each node i in the target, define appropriate auxiliary variables for the source (resp.
target) system as an assertion AAi (resp. ACi).
AAi : AvA

1 = EA
1 ∧ AvA

2 = EA
2 ∧ . . .

(resp. ACi : AvC
1 = EC

1 ∧ AvC
2 = EC

2 ∧ . . .)
where each AvA

k (resp. AvC
k ) is an auxiliary variable in the source (resp. target) system and each
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EA
k (resp. EC

k ) is an expression containing only source (resp. target) non-auxiliary variables. Let
AV SAi (resp. AV SCi) denote the set of auxiliary variables defined in AAi (resp. ACi)

(iii) For each node p in the source, form two invariants: φAp, containing only source variables
and φCp containing only target variables.
(iv) Establish a data abstraction mapping

α : (pr1 → v1 = E1) ∧ ... ∧ (prn → vn = En)

assigning to some source state variables vi ∈ VA − πA an expression Ei over the concrete state
variables, conditional on the concrete boolean expression pri. Note that α may contain more than
one clause for the same variable.

(v) For each pair of nodes i , j such that there is a simple path from i to j in the control path of
SC , form the verification condition

Cij :
∧

p∈K(i)

∨

q∈K(j)

(πA = p) ∧ α ∧ φCp ∧ φAp ∧ AAi ∧ ACi ∧ ρC
ij →

∃(V ′
A ∪ AV S′

Aj ∪ AV S′
Cj) : α′ ∧ φ′

Cq ∧ φ′
Aq ∧A′

Aj ∧ A′
Cj ∧ ρA

pq (1)

(vi) Establish the validity of all the generated verification conditions.

In the above procedure, the data mapping α, is the same as in Zuck (2002). α can be partial
to accommodate situations when there is no variable in the concrete system corresponding to a
variable in the abstract system. Such situations can arise in case of optimizations such as dead
code elimination, elimination of induction variables etc. Also α contains the guards pri for cases
when certain abstract variables have corresponding concrete variables only in some points of the
program while at other points they do not.

The invariants φCp and φAp are assertions which are used to carry information across nodes.
They serve the same purpose as the invariants φi which contained only target variables, in Zuck
(2002). We allow invariants in both the target and the source. Also, we associate invariants with
source locations instead of target locations.

Explicit definition of auxiliary variables is another nuance between our methodology and
the one in Zuck (2002). Each auxiliary variable AvC

i (resp. AvA
i ) in the target (resp. source)

must be defined only in terms of non auxiliary target (resp. source) variables. If a refinement
mapping does not exist, it can often be made to exist by adding auxiliary variables Abadi (1991)
to the target system. An auxiliary variable is an internal state component that is added to a
specification without affecting the externally visible behavior.

The auxiliary variable definitions in the source and target are not really necessary for transla-
tion validation. We have introduced auxiliary variable definitions in concrete system since it leads
to greater clarity in the mapping between the abstract and concrete programs. The auxiliary vari-
ables in abstract system do not have much significance in translation validation, but have been
introduced for generality and may be required to compare semantics of two target programs and
to establish that they implement some common specification. We will explore such possibilities
in forthcoming papers. In the rest of this paper, we will refrain from using auxiliary variables
in the source, since we deal with translation validation and will not be comparing two concrete
implementations.

We have given examples of use of Proof Rule Establish Refinement for translation validation
of most of the optimizations performed by compilers in section 8.

3.2 Proof of Correctness

We use induction on the number of states in a computation to prove the correctness of the above
method.
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Initiation: Consider computational prefixes of length one in the abstract and concrete sys-
tems, i.e. consisting of only the initial state. Since the control abstraction mapping α has been
defined so as map the initial and terminal locations of the source into initial and terminal locations
of the target, initial states of the abstract system map into initial states of the concrete system.
For the sake of this proof, lets us assume that the initial states in both the systems are comparable.
Thus, we are assuming the correctness of the abstraction mapping α in the initial state. We also
assume the correctness of the auxiliary variable definitions and the invariants of both the systems.
The correctness of our methodology depends upon the validity of these assumptions. Thus, each
time we use this methodology, we must verify the correctness (consistency with our understanding
of the systems) of the data mapping α, the invariants φAp and φCp in abstract and concrete system
respectively, and the auxiliary variable definitions AAi and ACi, for the initial states.

Propagation: Let us suppose that for every concrete computational prefix σC : sC
0 , ..., sC

n−1

of length n, there exists a abstract computational prefix σA : sA
0 , ..., sA

n−1, such that sC
n−1[x] =

sA
n−1[X ] for every X ∈ Os.

Two cases arise:

1. sC
n−1 is a terminal state: Since the abstraction mapping K maps terminal states in the

concrete system to terminal locations in the abstract system, the state sA
n−1 must be terminal.

Thus, by the definition of refinement, the concrete system refines the abstract system, if all
computations are of length n or less.

2. sC
n−1 is not a terminal state: Let sC

n−1[πC ] = i say. Then, there exists a transition ρC
i,j

which is enabled in state sC
n−1. Suppose that this transition takes the concrete system from

state sC
n−1 to state sC

n . Let sA
n−1[πA] = p.

Using proof rule establish refinement, we will have proved the validity of the condition,

Cij :
∧

p∈K(i)

∨

q∈K(j)

(πA = p) ∧ α ∧ φCp ∧ φAp ∧ AAi ∧ ACi ∧ ρC
ij →

∃(V ′
A ∪ AV S′

Cj ∪ AV S′
Aj) : α′ ∧ φ′

Cq ∧ φ′
Aq ∧ A′

Aj ∧ A′
Cj ∧ ρA

pq

Thus we have proved the validity of the condition
∨

q∈K(j)

(πA = p) ∧ α ∧ φCp ∧ φAp ∧ AAi ∧ ACi ∧ ρC
ij →

∃(V ′
A ∪ AV S′

Cj ∪ AV S′
Aj) : α′ ∧ φ′

Cq ∧ φ′
Aq ∧ A′

Aj ∧ A′
Cj ∧ ρA

pq where p = sC
n−1[πC ]

Therefore, there exists a q ∈ K(j) such that :

(πA = p) ∧ α ∧ φCp ∧ φAp ∧ AAi ∧ACi ∧ ρC
ij →

∃(V ′
A ∪ AV S′

Cj ∪ AV S′
Aj) : α′ ∧ φ′

Cq ∧ φ′
Aq ∧ A′

Aj ∧ A′
Cj ∧ ρA

pq

is valid. This implies that there exists a transition relation ρA
pq, which is enabled in sA

n−1

and which takes the abstract system into a state sA
n , such that, sC

n [x] = sA
n [X ] for every

X ∈ Os. The same argument holds for every p ∈ K(i).

Thus, we have proved the correctness of the establish refinement rule by induction.
Note

• Some of the transitions ρA
pq could be idling transitions. Specifically, ρA

pq is an idling transition
relation if p = q.

200



• In practice, we must check for the correctness of the data mapping, the invariants and the
auxiliary variable definitions in the initial and terminal locations. The correctness of the
data mapping, the invariants and the auxiliary variable definitions in the other locations do
not affect the correctness of results obtained by using proof rule establish refinement. For
each non-initial reachable node j, we will have established the validity of the invariants at
node q ∈ K(j), and data mapping and auxiliary variable definitions at node j, by establishing
validity of proof obligations Cij for all i such that there is a simple path from i to j. We
need to check the validity of the data mapping, the invariants and the auxiliary variable
definitions in the terminal locations because they are not present to the left side of any of
the proof obligations. Therefore, we need to ensure that they are non trivial and consistent
with our understanding in the terminal states of both systems.

4 Example

In this section, we illustrate the use the Proof Rule Establish Refinement to validate cross jumping
optimization. This optimization tries to find identical code portions for several code blocks and
replaces these portions by a single common code portion. This optimization always saves code
space and often time.This optimization causes one location in target to multiple location in the
source. This is an example of an optimization which can be validated by Proof Rule Establish
Refinement, but not by Proof Rule validate Zuck (2002).

Source: Target
L0
if(a>0) �0:
{ cmp ra,0
L1: jmpg down
b=a+b;
} �2:
else ra = - ra
{
L2 �13:
a=-a; down:
L3: rb = add ra,rb
b=a+b
} �4:
L4:

Table 1: Example Source and Target

Table 1 depicts a target obtained by applying cross jumping optimization on the source. Note that
the statements at locations L1 and L3 both contain the statement ‘b=a+b’. The statement ‘rb =
add ra,rb’ in the target, implements the statement ‘b=a+b’ in source. Note that this statement
appears only once in the target at location �13. Thus, this optimization has reduced the space
constraints of the program, by replacing identical statement at locations L1 and L3 in the source
code by a single statement at location �13. Let us validate the transformation in the above example
by use of Proof Rule Establish Refinement. The control mapping we use is:
K(0) = {0}, K(2) = {2}
K(13) = {1,3}, K(4) = {4}
We provide the following data mapping:
α : (a = ra) ∧ (b = rb)
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Invariants and auxiliary variables are not required.
The proof obligations as generated by proof rule establish refinement are:

C0,13 : πA = 0 ∧ α ∧ (πC = 0) ∧ (ra > 0) ∧ (π′
C = 13) →

∃(V ′
A) : α′ ∧ (πA = 0) ∧ (a > 0) ∧ (π′

A = 1)
∨

πA = 0 ∧ α ∧ (πC = 0) ∧ (ra > 0) ∧ (π′
C = 13) →

∃(V ′
A) : α′ ∧ (πA = 0) ∧ (a ≤ 0) ∧ (π′

A = 3) (2)

C0,2 : πA = 0 ∧ α ∧ (πC = 0) ∧ (ra ≤ 0) ∧ (π′
C = 2) →

∃(V ′
A) : α′ ∧ (πA = 0) ∧ (a ≤ 0) ∧ (π′

A = 2) (3)

C2,13 : πA = 2 ∧ α ∧ (πC = 2) ∧ (π′
C = 13) →

∃(V ′
A ∪ Av′Cj) : α′ ∧ false

∨
πA = 2 ∧ α ∧ (πC = 2) ∧ (π′

C = 13) →

∃(V ′
A) : α′ ∧ (πA = 2) ∧ (π′

A = 3) ∧ (a′ = −a) (4)

C13,4 : πA = 1 ∧ α ∧ (πC = 13) ∧ (π′
C = 4) ∧ (rb′ = ra + rb) →

∃(V ′
A) : α′ ∧ (πA = 1) ∧ (π′

A = 4) ∧ (b′ = a + b)
∧

πA = 3 ∧ α ∧ (πC = 13) ∧ (π′
C = 4) ∧ (rb′ = ra + rb) →

∃(V ′
A) : α′ ∧ (πA = 3) ∧ (π′

A = 4) ∧ (b′ = a + b) (5)

These obligations were validated by using STeP theorem prover.

5 Symbolic Debugging of Optimized Code using Translation Vali-

dating Infrastructure

The process of translation validation requires the compiler to output sufficient information so as
to enable us to come up with the data abstraction mapping α, the invariants φCp and φAp, and the
auxiliary variable definitions. Here we discuss the possibility of a symbolic debugger which uses as
input this information generated in the translation validation phase, to provide either transparent
or truthful behavior.

We discuss a debugger with the following primitive functionality:

1. Map a location in the source program to a location in target program.

2. Map a location in target program to a location in source program.

3. Derive the expected values of all Observable Variables in source code at any given point of
execution.

4. Enable us to change the values of source variables at any location in the middle of execution
and to continue execution taking into account the modified values of variables..
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The above functionality can be used to implement a debugger that provides all the functionality
of a sophisticated transparent debugger at cut points of the programs, such as examining sequence
of values of user defined variables in the source as the program executes, introducing break points,
single stepping, halt execution at source location corresponding to target location where a run-
time error has occurred etc. Translation Validation by use of Proof Rule Establish Refinement
facilitates debugging only at those locations which are included in the cut point sets. From the
point of translation validation, we need only one cut point for every basic block. However, from
the symbolic debugging point of view, ideally,we need every source level statement location to be
included in the cut point set. We have revised some possible solutions, when this ideal scenario
doesn’t hold. However, our methodology has the capability of allowing us to include every source
location in the cut point set.

1. Map a location in the source program to a location in target program:
When the user wants to view the execution state of the program at some selected points,
he places a break point at those locations. The debugger must then map these break points
to corresponding locations in the target. Single stepping can be considered a special case,
wherein a break point is placed after every statement. We use the control mapping K to
map locations from the source program to the concrete program.

(a) The given abstract location (say L) corresponds to one or more locations
�1,�2...in the target. In case we are required to place a break point at given source
location, then we should place a breakpoint at each of the target locations �1,�2...

(b) The given abstract location (say L) is not mapped to any location in the
concrete by K. The control mapping K, only maps the locations occurring in cut
point set of the target to a set of locations occurring in the cut point set of the source.
These cut point sets are chosen as per convenience in the translation validation phase.
The greater the number of cut points in the target, the lower the chances of finding
ourselves in this situation. Ideally, each source statement location should be present in
the cut point set. However, we claim, that in practice, the proof methodology presented
here is powerful enough to include all locations in the source in the cut point set.
In non-ideal case, there are 2 radically opposite possibilities. We can inform the user
that it is not possible to place a breakpoint at the location he desires, and offer feasible
possibilities for placing breakpoints which are very close to his desired location. Specif-
ically, we can offer to place the break point at the source location corresponding to a
location in target which is included in the cut point set and is closest to the location
where the user wants to place the location. Alternatively, we can recompile the code
without optimization or with fewer optimizations, so as to be able to place a breakpoint
at the desired location.

2. Map a location in the target program to a location in source program This
operation is required when a run time error occurs. The debugger must translate the location
in the target where the error occurred to the appropriate location in the source. If the given
target location, (say �) is such that � /∈ CPC , then we can either report the location in source
corresponding to the location in target which is included in the cut point set and is closest
to the point where the error occurred, indicating that this is not a very accurate point.
Alternatively, we can recompile the source from the location corresponding to the previously
encountered consistent state with limited optimizations or without optimizations so as to
give a more accurate location of error. If the given target location � is such that � ∈ CPC ,
and |K(�)| = 1, then the required source location is given by the single element of the set
K(�). If |K(�)| > 1, then given target location can map onto multiple source locations. Such
a scenario can arise when optimizations such as cross jumping and procedure discovery are
performed. In such cases, the exact location can be determined by an examination of the
source locations in the previous states, and the control flow graph of the source code.
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3. Derive the expected values of all Observable Variables in source code at any
given point of execution. Given the values of all variables of the target system, we
use the data mapping α, to derive the corresponding values of all the source system. The
correctness of the debugger follows directly from refinement theory.

4. Enable us to change the values of source variables at any location in the middle
of execution and to continue execution taking into account the modified values
of variables Conventionally, this functionality has been difficult to implement in symbolic
debuggers for optimized code because of the complexity of the the relation and difficulty of
mapping values of the source to values of the target variables. For example, the compiler
might have carried out common subexpression elimination on the source. In such a case, if
the values of any variables are modified, then such changes must be reflected in the registers
which are contain the value of the expression. However, the theory of refinement mappings
could help realize an effective implementation of this feature. Specifically, we can use the
information contained in the invariants φCi and φCi, to accurately map between values of
the source and target variables.

6 Discussions

Refinement mapping is a very powerful tool that provides a firm basis for translation validation,
debugging and mobile code verification. The refinement mapping for handling optimized programs
and debugging of optimized programs fully utilizes the use of auxiliary and prophecy variables.
Our prototype implementation of program debugger in Prolog for debugging optimized programs
shows that it is extremely useful as it does not permit the user to change values at run time that
is not consistent with the assumptions made by the optimizer. Further, our study shows that the
mobile code checking can effectively use the full generality of refinement mapping that permits
verification of safety and liveness properties. The underlying approach will be described in the
full paper.
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M.D. Jiménez López
Department of Computer Science, University of Pisa

Via F. Buonarroti, 2, 56127 Pisa, Italy.
& Research Group on Mathematical Linguistics, Rovira i Virgili University
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Abstract

In this paper we present a formal-language-theoretic tool to model conversation. Our aim
here is to outline how such a formal device could be used for the design of effective and user-
friendly computer dialogue systems. To this end, first a formal definition of Conversational
Grammar Systems is introduced. Then, an analogy is drawn between our model and Dynamic
Interpretation Theory (DIT) –a theory for modeling dialogue and constructing computer
dialogue systems. Significant similarities between the model we propose and DIT support the
main argument of the paper: namely, conversational grammar systems could prove to be a
useful tool in the area of human-computer interfaces in natural language.

Keywords: Conversation, Grammar Systems, Conversational Grammar Systems, DIT.

1 Introduction

In the last fifty years or so, the analysis of conversation has become an increasingly important
part of language study. Philosophy, psychology, sociology, linguistics, cognitive science, artificial
intelligence, human-computer interaction and software engineering have examined conversation
from a variety of perspectives. The goals of those disciplines, of course, are not the same: while
the first five areas are concerned with explaining how language is used in the context of social
interaction between people and suggest a number of models of dialogue; the latter are concerned
with the construction of computational devices to support interaction between human and/or
artificial agents and suggest a number of approaches to dialogue management. Despite different
aims, the sheer volume of studies highlights the number of possible different approaches to conver-
sation. Now, the question is: Can conversation be described in terms of formal languages? The
conversational grammar systems (hereafter CGS) defined in this paper may provide a possible
answer. By defining a formal language model for conversation we aim to bridge the gap between
the above two types of goals, that is, we want to provide a model of dialogue that, due to its
formal nature, may be used to construct computational devices for human-computer interaction.
In this paper we provide the model of dialogue –i.e. CGS– and propose that it could be applied
when implementing human computer interfaces. Our aim is to introduce a theoretical model of
conversation with the explicitness, formality and efficiency that are required for computer imple-
mentation. This theoretical model might then be of practical value for the creation of useful and
interesting dialogue systems. The fact that we find important similarities between our model and
Dynamic Interpretation Theory encourage us to investigate the possibility of using CGS in the
area of human-computer interfaces in natural language, however we have not as yet carried out
any implementation work. In fact this is a very challenging area and we plan address it in the
near future.

∗This research has been supported by a Marie Curie Fellowship of the European Community programme Human
Potential (IHP) under contract number HPMF-CT-2001-01169.



The model we present here is based on grammar systems, a recent and active branch in the
field of formal languages, which provide syntactic models for describing multi-agent systems at
the symbolic level using tools from formal grammars and languages. This theory has been widely
investigated in the last decade and now represents a well-developed formal theory that has sev-
eral advantages over classical models. However, since grammar systems are a branch of formal
languages, researchers in this field have concentrated mainly on theoretical aspects. By defining
CGS, we have applied grammar systems theory to the description of conversation. Both the fact of
finding in conversation many traits that have been formally defined in some variants of grammar
systems –above all the eco-grammar systems (cf. Csuhaj-Varjú et al. 1994b, 1996, Csuhaj-Varjú
1995, 1996, Păun 1995)– and the suitability of introducing the notion of multi-agent system in the
study of conversation, defended by several authors (cf. Moulin et al. 1994, Sakai et al. 1996, Grau
et al. 1994), may mean that face-to-face interactions could be modeled using such a mathematical
tool. In fact, CGS constitutes one of the first applications of grammar systems theory and may be
viewed as an example of the possible suitability of using multi-agent systems in modeling conver-
sations (for applications of the theory see Jiménez-López 1999, 2000, 2001, 2002, Jiménez-López
and Mart́ın-Vide 1997, Csuhaj-Varjú and Jiménez-López 1998, Csuhaj-Varjú et al. 1999).

Throughout the paper, we assume that the reader is familiar with the basics of formal language
theory, for more information see Salomaa 1973 and Rozenberg and Salomaa 1997. For an overview
on grammar systems, see Dassow et al. 1997, Csuhaj-Varjú et al. 1994a, Kelemenová 1998.

2 Conversational Grammar Systems

The first aim in defining CGS was to show the applicability of grammar systems. Among the
advantages of CGS to account for conversation we stress the fact that the generation process is:

• highly modularized by a distributed system of contributing agents;

• contextualized, linguistic agents re-define their capabilities according to context conditions
given by mappings;

• and emergent, it emerges from current competence of the collection of active agents.

All those traits lead to flexibility and dynamism, two fundamental features in conversation. On
the other hand, in CGS the most important elements and mechanisms at work in conversation are
modeled by means of formal tools, as we will show in this section. Notice, however, that we have
had to simplify matters we want to model in order to make them susceptible to being formalized.
So, the reader should not expect a highly detailed model. The formal framework we present here
abstracts and very much simplifies conversation, fitting just its most basic and general features.

If we take into account the distinction made between the following two different and competing
approaches to dialogue management:

1. Structural approach, characterized by using dialogue grammars to capture the regularities
of dialogue;

2. and intention-plan-based approach, that reasons about the user’s goals and intentions using
plans that describe the actions which may possibly be carried out in different situations
(Allen and Perrault 1980).

we might place CGS within the first type. Although the structural approach has been criticized
for not adequately describing a naturally occurring discourse, some authors (cf. Dahlbäck and
Jönsson 1992) have defended it by pointing out that for a restricted sublanguage, such as natural
language communication with computers, this can be a very efficient way of managing dialogue.
Results have been presented on dialogue structure which corroborate the idea that a dialogue
grammar can accurately describe certain human-computer natural language dialogues. The use
of dialogue grammars has been proposed, among others, by Reichman 1985, Luff et al. 1990,
Ahrenberg et al. 1995, 1996, 1990, 1993.
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The framework presented here is a formal language/grammar model. The essential charac-
teristic of the model is the use of simple grammars in order to generate a dialogue structure. It
should not to be seen as a psychologically realistic cognitive model, but as a model that might
successfully emulate human linguistic behavior in some specific situations such as natural language
interfaces. Although we are conscious of the importance of beliefs, knowledge, goals and intentions
in conversation we are not going to carry out their formalization in the model. Using CGS we
simply intend to show that the essential structure in conversation can be well and easily formalized
by using a formal language tool. We offer a very general architecture, a generic tool. However,
taking into account the flexibility of grammar systems, we believe that it should be possible to
insert any representation of knowledge into the general model we present.

Several facts have led us to claim that CGS may be seen as a formal language model of
conversation: 1) Action view of conversation supported by several authors (cf. Bunt 1990, Searle
1969, Clark 1996, Korta and Larrazabal 1993) and clearly present in CGS; 2) the suitability of
introducing the notion of multi-agent systems in the study of conversation supported by several
authors, and the fact that grammar systems theory has been defined as a formal framework for
describing multi-agent systems at the symbolic level; 3) the use of dialogue grammars, and the
possibility of seeing CGS as a dialogue grammar (system); 4) the fact of finding in grammar
systems vital features for conversation such as cooperation, coordination, interaction, emergence,
dynamism and flexibility.

In this section we introduce CGS, outlined in figure 1, by first offering an informal overview of
the elements and functioning of the model, and secondly by presenting formal definitions.

AGENTS

P1 P2
. . . Pn

evolution
rules

w1 w2 . . . wn description

R1 R2
. . . Rn

action
rules

wE description

PE

ENVIRONMENT

evolution
rules

�ϕ1 �ϕ2 �ϕn

� � �

�� �� ��

�ψ1 �ψ2 �ψn

� � �

���� ��

Figure 1: Conversational Grammar Systems.

2.1 CGS: An Informal Overview

2.1.1 Speakers and Context

In any conversation we find two essential elements whose presence is unavoidable: context and
speakers. There is no conversation without at least two participants and, of course, any face-to-
face interaction must take place within some time and space coordinates and under the assumption
of some common knowledge, that is, context.

What we actually say in a conversation is determined by the choice we make from the many
possible things we can say in any one specified context. But, what is context? Which elements
must be included within it? Several definitions of context have been proposed, each of them
including different elements, ranging from referring to precedent text to referring to goals of an
underlying task and to physical circumstances in which linguistic interaction takes place. What
seems to be common to the various explanations of context is that it must refer to factors relevant
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to understanding communicative behavior and that it is something shared by every participant in
conversation. Context determines the actions speakers perform. But, at the same time, context
is the addressee of such actions. It is worth emphasizing here that we defend the idea –as Bunt
does (cf. Bunt 1995, 1990, 1994)– that conversation can be simply described as a sequence of
acts that change current context. How can we formalize context in CGS? Any formalization
implies, obviously, an abstraction, and, therefore, our definition of context tries to capture just its
essential idea. We consider that context –called environment– may be simply described as a string
of symbols wE , over an alphabet VE . wE contains any type of information necessary to develop
the conversational activity and it is shared by every agent in the system, this is, every participant
in the talk exchange takes into account the state of wE whenever it is to perform an action. wE ,
at the same time, is changed during the conversational act through speakers’ actions. But, since
not every aspect of context changes due to the speakers’ utterances, we endow environment with
a set of rules (PE) that can be responsible for any change in the environmental string not directly
produced by the agents’ actions (cf. Definition 1).

When referring to our formalization of speakers, we just keep such features of participants that
we consider necessary to account for their conversational activity. In order to have a conversation,
we need at least two participants, although more than two speakers may participate. On this basis,
in CGS we have n agents, with n ≥ 2. Each agent in the system is represented at any moment of
time by a string of symbols wi, over an alphabet Vi, 1 ≤ i ≤ n. This string of symbols –representing
the state of the agent– is modified during conversational exchange according to the idea that
whenever we participate in a conversation we add some data to our previous knowledge, we change
or modify our beliefs, we cancel some ideas, we confirm some suppositions, etc. Essentially, our
state of knowledge at the end of the conversation is not the same as it was at the start. Therefore,
we define a set of rules that accounts for the evolution, modification or change of the state of an
agent. This finite set of rewriting rules over V ∗

i is denoted by Pi, 1 ≤ i ≤ n. However, since the
state of speakers in a conversation depends very much on the context where the interaction is
taking place, we define a mapping which, on the basis of the current state of the environment,
selects the rules from Pi that can be applied to an agent’s state: ϕi : V ∗

E → 2Pi . Moreover, since
we have defined conversation as a sequence of acts that change the current context, participants
need a mechanism that allows them to perform those acts. Such a tool may be a set of rules Ri

over V ∗
E , called the set of action rules of i-th agent. Since what we actually say in a conversation

is constrained both by the current state of the conversational context and by our own state, we
need to relate somehow the choice of actions to both the state of the context and the state of the
agent. To do so, we can make use again of a mapping: ψi : V ∗

E × V +
i → 2Ri (cf. Definition 1).

2.1.2 Development of Conversation

CGSs intend to describe conversation as a sequence of context-change-actions allowed by the
current environment and performed by two or more agents. According to this idea, we define
conversation as a sequence of acts performed by two or more agents in a common environment.
However, since the generation of utterances in conversation may be seen as a matter of deciding
which acts are licensed by the current context, and expressing these linguistically, CGS has to
reflect the fact that actions in conversation are constrained by the context, by the interlocutors’
actions and, of course, by our knowledge, beliefs, intentions, understanding, etc. In order to
highlight all these facts, we define a mapping: ψi : V ∗

E×V +
i → 2Ri . With this mapping we formalize

the idea that not every action is allowable in conversation. We highlight all the constraints we are
subject to in conversation: context, interlocutors’ contributions and our own knowledge. In spite
of the abstraction, the above function is able to capture the essence of the coordination among
participants and the interrelation with the environment in conversation.

In the view of conversation as a sequence of context-change-actions allowed by the current
environment and performed by two or more agents, an action is defined as the application of a
rule on the environmental string (cf. Definition 4). Of course, this rule is applied to the state of
the environment by an active agent, and it is not any rule, but a rule selected by ψi(wE , wi), that
is, a rule (an action) allowed by the current context and by the state of the agent itself. We define
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an active agent in relation to the allowable actions it has at a given moment (cf. Definition 3).
That is, an agent can participate in conversation –being, thus, active– only if its set of allowable
actions at that moment is nonempty.

Since conversation in CGS is understood in terms of context changes, we have to define how
the environment passes from one state to another as a result of agents’ actions. By giving this
definition we define how conversation progresses, and how we develop conversational activity by
changing the states of context using action rules (cf. Definition 5). However, in the course of
conversation, agents’ states are also modified and the environmental string is subject to changes
due for reasons different from agents’ actions. So, to define the development of a conversation
only as change of context states by means of agents’ actions, as we have done, is not enough. In
order to complete our formalization of conversational development, we add Definition 7. In this
way, in CGS, the development of conversation implies that both the state of the environment and
state of agents will change. Such changes take place thanks to two different types of processes:
action steps (cf. Definitions 4, 5, 6) and evolution steps (cf. Definition 7). By means of the former,
active agents perform actions on the environmental string modifying its state; the latter imply
the reaction of context and agents which, according to the changes produced by agents’ actions,
modify their states. So, action steps and evolution steps alternate in the course of conversation.
At the end, what we have is a sequence of states reachable from the initial state by performing,
alternatively, action and evolution derivation steps (cf. Definitions 9 and 10). Now, taking into
account that CGS deal with strings of symbols over some alphabets, we can consider them as
a language generating device and, therefore, we can associate certain languages with an initial
configuration (cf. Definition 11).

2.1.3 Dynamic & Emergent Process

Conversation is a dynamic and an emergent process. Content and development of a face-to-
face exchange is not fixed in advance. Speakers do not have a prespecified script to know what
to do, what to say and how to behave in the course of conversation. Conversation thus has a
markedly improvised nature and is a dynamic, flexible and emergent activity. Participants deal
with problems they find during conversation using ad hoc guidelines and taking into account
necessities of the moment, and in no case are they guided by a prespecified scheme. Consequently,
we have defined CGS as a set of agents that carry out their activity in a shared environment. We
have emphasized very much the fact that actions performed by agents are determined both by the
state of context and by the state of the agent. We have not postulated any external control to fix
the sequence of actions to be performed during the derivation process. Therefore, the derivation
process in CGS –like the development of a conversation– is not fixed in advance. Which actions
must be performed at any moment is a matter solved locally and opportunistically, by taking into
account the state of context at that precise moment. The lack of an external control –which fixes in
advance the development of the derivation process– and the presence of mappings ϕi and ψi –that
relate the evolution of agents to the state of context and that make the action to be performed
depend on the context and the agents’ states, respectively– make CGS a dynamic, flexible and
emergent framework that can account quite well for the unplanned and opportunistic nature of
conversation.

2.1.4 Turn-Taking System

To say that conversations are characterized by turn-taking means that speaker change occurs
throughout a conversation. This is, participant A speaks, and stops; another participant, B,
starts, speaks and stops, and so on. In this way, we obtain a sequence A-B-A-B-A. The important
fact in such transitions from speaker A to speaker B is that they occur with little or no gap and
no overlap. If we want to provide a formal language account of turn-taking, we should focus on
the most important traits of this phenomenon, and make it susceptible to formalization. It is
possible to reduce turn-taking to the stop of a participant and the start of another one. But,
since this stopping/starting is carried out with no gap and no overlap, it should be necessary to
endow agents with some mechanism that allows them to recognize when they can start/stop their
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contributions without overlapping and with no gap between them.
If we want to guarantee turn-taking we should, firstly, make sure that whenever an agent starts

to perform actions, it will stop. In order to do so, we may define different derivation modes that
would control how long an agent can act in the environmental state (cf. Definition 6). In other
words, such derivation modes limit the number of successive actions that can be performed by
the same agent, before it is obliged to stop. Different modes of derivation have been defined that
solve the issue of stop conditions and by ensuring that the current speaker stops after a k number
of steps we are implicitly assuming that a different agent will start, because if it was otherwise
this would mean that conversation is blocked or has already finished. Derivation modes solve,
therefore, the first stage in our task of accounting for turn-taking in terms of formal languages:
speaker change occurs because a speaker speaks and stops, another participant starts, speaks,
stops, and so on.

However, turn-taking in conversation does not only guarantee that speaker change occurs. It
also ensures that transitions from one speaker to the next happen with no gap and no overlap.
How can we get transitions with no gap and no overlap? Let us simplify again the problem. To
have transitions with no gap means that as soon as agent A1 ends its contribution, agent A2 starts
its activity with little or no delay. To get transitions with no overlap means that agent A2 does
not start its actions till agent A1 has not finished its own. The easiest way to account for such
quasi perfect transitions in conversation is by postulating some completion points recognisable by
participants at the end of every unit in the derivation process as places where speaker transition
can take place. Such completion points are recognizable thanks to some traits in the linguistic
structure that help listeners to understand that the current speaker is about to finish and that
they will have the opportunity to speak now. If we translate this fact to our formal framework,
we may say that recognizing a completion point is equivalent to identifying a specific string in the
environmental string. So, one way of getting transitions with no gap and no overlap in CGS is
to endow agents with an internal control that contains start/stop conditions that allow agents to
recognize places where they can start their activity, as well as places where they should stop their
actions and give others the chance to act. This is, start/stop conditions help agents to recognize
transition relevance places, i.e. places where speaker change occurs. Start/stop conditions are
formally defined in Definition 1.

2.1.5 Adjacency Pairs and Similar Notions

It seems quite common in talk exchanges to find paired actions. The study of such structures is
carried out by Sacks et al. 1974, who propose the concept of adjacency pairs to account for the
recurrent structural properties of those paired actions that have been considered as a fundamental
type of organization for conversation. Adjacency pairs can be viewed as a selection technique in
conversation which offers the possibility of selecting next action without the necessity of choosing
next actor. The wide presence of such paired structures in conversation, irrespectively of the spe-
cific circumstances of the talk exchange (topic, number of parties, etc.), has led several researchers
to study those sequences of utterances and to suggest similar notions to the one proposed by Sacks
et al. 1974. Clark 1996 proposes action-response pairs; Levinson 1983 speaks of preference organi-
zation; Bunt 1995, 1994 suggest reactive pressures; discourse expectations is the notion proposed
by Reichman 1985; Allwood 1994 introduces the notion of dialogue obligations. All these notions
try to capture the same fact: how the production of an utterance determines and constrains the
utterances that can be produced next.

All the above notions intend to account for the fact that utterances produced in conversation
are somehow determined and constrained by preceding utterances in the talk exchange. That is,
given a specific utterance the set of possibilities from which we can choose the next one is limited
by the type of utterance that has been produced first. Bearing in mind the idea of limiting the set
of possible next utterances depending on the kind of utterances that have been already produced,
we can say that mapping ψi(wE , wi) fulfills in CGS a function analogous to the one carried out by
all the above notions in their respective conversational models. This mapping establishes which
actions are allowed for agent Ai at any given moment. Notice that ψi : V ∗

E × V +
i → 2Ri does
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not contain a single rule allowed for Ai at a given moment, but, on the contrary, it specifies a set
of permitted actions from which Ai can choose one to apply on the environmental string. This
fact fits in with the idea pointed out by almost every researcher that has dealt with adjacency
pairs: a first part of an adjacency pair does not necessarily select only a single class of second
pair parts; rather given a first pair member, a second pair member should be selected from the
class of alternative second pair members. It is precisely this fact that makes conversation both
predictable and unpredictable at the same time.

2.1.6 Coherence

In general, authors agree that, in order to obtain a coherent conversation, it is not necessary to
have a set of speakers talking about the same topic. Speakers can keep coherence by relating
somehow their utterances with previous talk, without the constraint of speaking about the topic
chosen by another participant. Therefore, to be aware of what has been said in conversation and
to produce utterances allowed by the current conversational context are essential in order to get
a coherent sequence of talk. If a sequentially next utterance relies on its immediately preceding
utterances to produce a total coherent cohesive effect, it seems that in order to ensure coherence in
conversation we have to constrain speakers to check what has been previously said in conversation,
before producing their own contribution. By limiting agents, in our system, to apply only such
rules included in ψi, we are forcing them to keep coherence. That is, if we allow agents to perform
only such actions permitted by the state of the environment, we are implicitly forcing them to
cohere with what has been previously done in the derivation process or, at least, we are forcing
them to check the state of conversation before performing any action. In other words, by defining
functions ψi and ϕi we are trying to ensure that actions performed by agents are connected to
each other, thus preventing non-coherent sequences of actions.

2.1.7 Closings

In formal language theory, it is considered that a derivation process terminates whenever a terminal
string has been reached. In this case, reaching the goal in conversation may be equivalent to
reaching a terminal string in formal languages. In classical formal language theory, there is no
problem in determining what must be considered a terminal string because we are dealing with
one grammar that has one terminal alphabet and, according to this alphabet, we establish which
string can be viewed as terminal. But, in CGS we are not dealing with one grammar, but with a
set of rewriting systems, each with its own alphabet and its own string. So, when we try to establish
the moment in which derivation has finished, we face the problem of having several strings over
different alphabets and at a given moment there may be some agents with terminal strings, while
others still contain non-terminals in their states. Therefore, we cannot say that derivation finishes
when we get a terminal string (as in classical formal languages), but we have to tackle the issue
of determining which string is to be considered as the reference point to signal the end of the
derivation. In other words, we should establish whether it is necessary, in order to terminate the
derivation process, that every agent in the system has a terminal string or if it is enough that just
one/some of them has reached a terminal state.

At first sight, it seems that it should be possible to identify various cases in which the derivation
process in a CGS is finished. We can consider, for example, that derivation is finished if there is
some agent that has reached a terminal string or just in the case when every agent in the system
has a terminal state. And we can take into account, as well, such cases in which derivation is
ended if there is an identified agent that has already got a terminal string. Summing up, we can
identify at least three different styles of closing derivation process in CGS. Such styles have been
formally defined in Definition 8. Styles (all), (ex) and (one) might account for three different ways
of closing a conversation. They may refer, respectively, to such cases in which a conversation is
closed by mutual agreement of all the participants, those in which some conversationalists decide
to end the exchange irrespectively of the fact that the rest of speakers still have something to
say, and those in which one identified participant is holding conversation and can close the talk
interaction as soon as he/she has fulfilled his/her goals.
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Before presenting formal definitions of CGS, we will summarize what we have said so far. The
conversational setting has been defined as one in which there are two essential elements: context
and agents. Both are described at any moment of time by a string of symbols over a specific
alphabet. The functioning of the system –that is, development of conversation– is understood in
terms of state changes. Both context and agents change their state in the course of conversation.
A change in agents’ strings is due to the updating of agents’ state according to what is happening
in the conversation. On the other hand, modification on environmental string is due both to
agents’ actions and to its own evolution. In order to allow agents to change the state of the
environment, we have endowed them with sets of action rules. Action to be performed at any
moment of time is selected according to the state of the environment and the state of the agent
itself. In this way, we guarantee that agents act appropriately, in accordance with what is required
by the state of conversation at a given moment. So, conversation proceeds by alternating between
action and evolution steps. What we have at the end is a sequence of states, that is, a series
of states that have been reached, from the initial state, during conversational interchange. Two
formal tools, namely derivation modes and stop/start conditions capture –even thought in a very
simple way– the turn-taking found in conversation which is considered as one of its constitutive
features. Mapping ψi has been taken as the formal language counterpart of adjacency pairs and
similar notions: it constrains the set of allowable actions according to the current state of the
context. Different ways of closing a conversation have been defined, where closing is understood
as the reaching of a terminal string. Coherence, dynamism and emergence in conversation are also
preserved in our model. By limiting agents in CGS to apply only such rules included in ψi we keep
coherence. The lack of any external control and presence of mappings ϕi and ψi make of CGS
a dynamic, flexible and emergent framework that accounts for the unplanned and opportunistic
nature of conversation.

2.2 The Formal Framework

Definition 1 A Conversational Grammar System (CGS) of degree n, n ≥ 2, is an (n+ 1)-tuple:

Σ = (E,A1, ..., An),

where:

• E = (VE , PE),

– VE is an alphabet;

– PE is a finite set of rewriting rules over VE .

• Ai = (Vi, Pi, Ri, ϕi, ψi, πi, ρi), 1 ≤ i ≤ n,

– Vi is an alphabet;

– Pi is a finite set of rewriting rules over Vi;

– Ri is a finite set of rewriting rules over VE ;

– ϕi: V ∗
E → 2Pi ;

– ψi: V ∗
E × V +

i → 2Ri ;

– πi is the start condition;

– ρi is the stop condition;

– πi and ρi are predicates on V ∗
E . We can define the following special types of predicates.

We say that predicate σ on V ∗
E is of:

∗ Type (a) iff σ(w) = true for all w ∈ V ∗
E ;

∗ Type (rc) iff there are two subsets R and Q of VE and σ(w) = true iff w contains
all letters of R and w contains no letter of Q;
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∗ Type (K) iff there are two words x and x′ over VE and σ(w) = true iff x is a
subword of w and x′ is not a subword of w;

∗ Type (K ′) iff there are two finite subsets R and Q of V ∗
E and σ(w) = true iff all

words of R are subwords of w and no word of Q is a subword of w;
∗ Type (C) iff there is a regular set R over VE and σ(w) = true iff w ∈ R.

The items of the above definition have been interpreted as follows:

• E represents the environment described at any moment of time by a string wE , over alphabet
VE , called the state of the environment. The state of the environment is changed both by
its own evolution rules PE and by the actions of the agents of the system, Ai, 1 ≤ i ≤ n.

• Ai, 1 ≤ i ≤ n, represents an agent. It is identified at any moment by a string of symbols wi,
over alphabet Vi, which represents its current state. This state can be changed by applying
evolution rules from Pi, which are selected according to mapping ϕi and depend on the state
of the environment. Ai can modify the state of the environment by applying some of its
action rules from Ri, which are selected by mapping ψi and depend both on the state of the
environment and on the state of the agent itself. Start/Stop conditions of Ai are determined
by πi and ρi, respectively. Ai starts/stops its actions if context matches πi and ρi. Start/stop
conditions of Ai can be of different types: (a) states that an agent can start/stop at any
moment. (rc) means that it can start/stop only if some letters are present/absent in the
current sentential form. And (K), (K ′) and (C) denote such cases where global context
conditions have to be satisfied by the current sentential form.

Definition 2 A state of a CGS Σ = (E,A1, . . . , An), n ≥ 2, is an n+ 1-tuple:

σ = (wE ;w1, . . . , wn),

where wE ∈ V ∗
E is the state of the environment, and wi ∈ V ∗

i , 1 ≤ i ≤ n, is the state of agent Ai.

The functioning of a CGS consists in changing its states, that is, in modifying the strings that
identify agents and environment. Direct changes of a state in CGS can be of two kinds: evolution
steps and action steps. Evolution and action alternate during the functioning of the system.

Definition 3 An agent Ai is said to be active in state σ = (wE ;w1, w2, . . . , wn) if the set of its
current action rules, that is, ψi(wE , wi), is a nonempty set.

Definition 4 By an action of an active agent Ai in state σ = (wE ;w1, w2, . . . , wn) we mean
a direct derivation step performed on the environmental state wE by the current action rule set
ψi(wE , wi) of Ai.

Definition 5 Let σ = (wE ;w1, . . . , wn) and σ′ = (w′
E ;w′

1, . . . , w
′
n) be two states of a CGS

Σ = (E,A1, . . . , An). We say that σ′ arises from σ by a simultaneous action of active agents
Ai1 , . . . , Air , where {i1, . . . , ir} ⊆ {1, . . . , n}, ij �= ik, for j �= k, 1 ≤ j, k ≤ r, onto the state of the
environment wE , denoted by σ a=⇒Σ σ′, iff:

• wE = x1x2 . . . xr and w′
E = y1y2 . . . yr, where xj directly derives yj by using current rule set

ψi(wE , wij ) of agent Aij , 1 ≤ j ≤ r;

• there is a derivation:

wE = w0

a

=⇒∗
Ai1

w1

a

=⇒∗
Ai2

w2

a

=⇒∗
Ai3

. . .
a

=⇒∗
Air

wr = w′
E
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such that, for 1 ≤ j ≤ r, πij (wj−1) = true and ρij (wj) = true. And for f ∈ {t,≤ k,≥ k}
the derivation is:

wE = w0

a

=⇒f
Ai1

w1

a

=⇒f
Ai2

w2

a

=⇒f
Ai3

. . .
a

=⇒f
Air

wr = w′
E

such that, for 1 ≤ j ≤ r, πij (wj−1) = true1, and

• w′
i = wi, 1 ≤ i ≤ n.

Definition 6 Let Σ = (E,A1, ..., An) be a CGS. And let wE = x1x2...xr and w′
E = y1y2...yr be

two states of the environment. Let us consider that w′
E directly derives from wE by action of active

agent Ai, 1 ≤ i ≤ n, as shown in Definition 5. We write that:

wE

a

=⇒≤k
Ai

w′
E iff wE

a

=⇒≤k′
Ai

w′
E, for some k′ ≤ k;

wE

a

=⇒≥k
Ai

w′
E iff wE

a

=⇒≤k′
Ai

w′
E, for some k′ ≥ k;

wE

a

=⇒∗
Ai
w′

E iff wE

a

=⇒k
Ai
w′

E , for some k;

wE

a

=⇒t
Ai
w′

E iff wE

a

=⇒∗
Ai
w′

E and there is no z �= y with y
a

=⇒∗
Ai
z.

In words, ≤ k-derivation mode represents a time limitation where Ai can perform at most
k successive actions on the environmental string. ≥ k-derivation mode refers to the situation in
which Ai has to perform at least k actions whenever it participates in the derivation process. With
∗-mode, we refer to such situations in which agent Ai performs as many actions as it wants to.
And finally, t-derivation mode represents such cases in which Ai has to act on the environmental
string as long as it can.

Definition 7 Let σ = (wE ;w1, . . . , wn) and σ′ = (w′
E ;w′

1, . . . , w
′
n) be two states of a CGS Σ =

(E,A1, . . . , An). We say that σ′ arises from σ by an evolution step, denoted by σ e=⇒Σ σ′, iff the
following conditions hold:

• w′
E can be directly derived from wE by applying rewriting rule set PE ;

• w′
i can be directly derived from wi by applying rewriting rule set ϕi(wE), 1 ≤ i ≤ n.

Definition 8 Let Σ = (E,A1, ..., An) be a CGS as in Definition 1. Derivation in Σ terminates
in:

• Style (ex) iff for A1, ..., An, ∃Ai : wi ∈ Ti, 1 ≤ i ≤ n;

• Style (all) iff for A1, ..., An, ∀Ai : wi ∈ Ti, 1 ≤ i ≤ n;

• Style (one) iff for A1, ..., An, Ai : wi ∈ Ti, 1 ≤ i ≤ n.

According to the above definition, a derivation process ends in style (ex) if there is some agent
Ai that has reached a terminal string. It ends in style (all) if every agent in the system has a
terminal string as state. And it finishes in style (one) if there is one distinguished agent whose
state contains a terminal string.

Definition 9 Let Σ = (E,A1, . . . , An) be a CGS and let σ0 be a state of Σ. By a state sequence
(a derivation) starting from an initial state σ0 of Σ we mean a sequence of states {σi}∞i=0, where:

1In this latter case the stop condition ρi(wj) = true is replaced by the stop condition given the f -mode.
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• σi
a=⇒Σ σi+1, for i = 2j, j ≥ 0; and

• σi
e=⇒Σ σi+1, for i = 2j + 1, j ≥ 0.

Definition 10 For a given CGS Σ and an initial state σ0 of Σ, we denote the set of state sequences
of Σ starting from σ0 by Seq(Σ, σ0).

The set of environmental state sequences is:

SeqE(Σ, σ0) = {{wEi}∞i=1 | {σi}∞i=0 ∈ Seq(Σ, σ0), σi = (wEi;w1i, . . . , wni)}.
The set of state sequences of the j-th agent is defined by:

Seqj(Σ, σ0) = {{wji}∞i=1 | {σi}∞i=0 ∈ Seq(Σ, σ0), σi = (wEi;w1i, . . . , wji, . . . , wni)}.

Definition 11 For a given CGS Σ and an initial state σ0 of Σ, the language of the environment
is:

LE(Σ, σ0) = {wE ∈ V ∗
E | {σi}∞i=0 ∈ Seq(Σ, σ0), σi = (wE ;w1, . . . , wn)}.

and the language of j-th agent is:

Lj(Σ, σ0) = {wj ∈ V ∗
A | {σi}∞i=0 ∈ Seq(Σ, σ0), σi = (wE ;w1, . . . , wj , . . . , wn)}.

for j = 1, 2, . . . , n.

Seq(Σ, σ0) describes the behavior of the system, this is, the possible state sequences, directly
following each other, starting from the initial state. SeqE(Σ, σ0) and Seqj(Σ, σ0) are the cor-
responding sets of sequences of the states of the environment and of the states of j-th agent,
respectively. LE(Σ, σ0) and Lj(Σ, σ0) correspond to those states of the environment and to those
states of the j-th agent, respectively, that are reachable from the initial configuration of the system.

The following simple example illustrates how CGS work.

Example 1 Consider the following CGS: Σ = (E,A1, A2), where:

• E = (VE , PE),

– VE = {a, x, y};
– PE = {a→ b2, b→ a2, x→ x, y → y}.

• A1 = (V1, P1, R1, ϕ1, ψ1, π1, ρ1) with:

– V1 = {c};
– P1 = {c→ c}; R1 = {a→ x};
– ϕ1(w) = P1 for every w ∈ V ∗

E ;

– ψ1(w;u) = R1 for w ∈ {a, x, y}∗ and u = c, otherwise ψ1(w;u) = ∅;
– π1 = true for all w ∈ V ∗

E ; ρ1 = true for all w ∈ V ∗
E .

• A2 = (V2, P2, R2, ϕ2, ψ2, π2, ρ2) with:

– V2 = {d};
– P2 = {d→ d}; R2 = {b→ y};
– ϕ2(w) = P2 for every w ∈ V ∗

E ;
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– ψ2(w; v) = R2 for w ∈ {b, x, y}∗ and v = d, otherwise ψ2(w; v) = ∅;
– π2 = true for all w ∈ V ∗

E ; ρ2 = true for all w ∈ V ∗
E .

PE , P1 and P2 contain rules of an 0L system applied in a parallel way. Rules in R1 and R2 are
pure context-free productions applied sequentially. Let us suppose that the system is working in
the arbitrary mode ∗. And let us take σ0 = (a3; c, d) as the initial state of Σ. Then, a possible
derivation in Σ is the following one:

(a3; c, d)
a

=⇒∗
Σ (a2x; c, d)

e

=⇒∗
Σ (b4x; c, d)

a

=⇒∗
Σ (yb3x; c, d)

e

=⇒∗
Σ (ya6x; c, d)

a

=⇒∗
Σ

(ya2xa3x; c, d)
e

=⇒∗
Σ . . .

Notice, that we alternate action and evolution steps. At every action step one of the agents
rewrites one symbol of the environmental state, while in evolution steps both environmental and
agents’ states are rewritten according to 0L rules.

3 CGS versus DIT

Dynamic Interpretation Theory (DIT) has emerged from the study of spoken human-human infor-
mation dialogues, and aims at uncovering fundamental principles in dialogue both for the purpose
of understanding natural dialogue phenomena and for designing effective, efficient and user-friendly
computer dialogue systems. In DIT, dialogues are viewed in an action perspective and language
is considered as a tool for performing context-changing actions (cf. Bunt 1990). DIT and CGS
have many important ideas in common. We point out the following ones:

1. In DIT, conversations are viewed in an action perspective and language is considered as a
tool to perform context-changing actions; in CGS, conversation is described as a sequence
of actions that change current context. So, both models have in common the action view of
conversation;

2. in DIT, dialogue is described as the expression of a sequence of combinations of dialogue
acts, satisfying the constraint that each act is licensed by the current context; in CGS,
conversation is understood as a sequence of context-change-actions allowed by the current
environment and performed by two or more agents;

3. in DIT, dialogue acts are formal operations, functional units used by the speaker to change
the context. Each act is licensed by the current context; in CGS, an action rule is a rewriting
rule applied to the state of the enviroment by an agent and it is a rule (an action) allowed
by the current context and by the state of the agent itself;

4. in DIT, the generation of utterances is a matter of deciding which dialogue acts are licensed
by the current context, and expressing these linguistically; in CGS, to perform a derivation
step is a matter of deciding which action rules are allowed by the current state of the
environment and applying them;

5. DIT identifies five dimensions of context: cognitive, semantic, physical, social and linguistic
context. Each aspect of context can be changed through dialogue, though some aspects are
more readily changed than others; in CGS, the environment includes any type of information
necessary to develop conversation (physical circumstances, common knowledge, cognitive,
social and semantic context, linguistic context) and it is changed through conversation thanks
to both action and evolution rules.

DIT has been proposed as a way of understanding natural language dialogue phenomena and
designing effective, efficient and user-friendly computer dialogue systems. As we have shown,
CGS shares with DIT similar features and, above all, a common way of viewing conversation.
So, taking into account these similarities, the question is: Can CGS, like DIT, be viewed as a
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model of conversation that provides a tool for implementing human-computer interfaces in natural
language? No research has been carried out in this direction yet, but we are inclined to answer the
question in the affirmative. We are convinced that CGS can offer a simple model for implementing
human-computer interfaces in natural language.

4 Final Remarks

In this paper we have introduced CGS as a formal-language-theoretic model for conversation. Due
to the presence of features such as cooperation, coordination, emergence, dynamism and flexibility,
and because of its capacity to capture the main elements and active mechanisms in dialogue
by means of formal tools, we think that CGS may be seen as a good candidate for modeling
conversation in terms of formal languages. The formal language framework we have presented
offers a model of dialogue, in the line of models offered by the first five disciplines referred to in
the introduction. However, the aim of CGS is not just to be a model of dialogue, but to be a
useful tool in the construction of human-computer interfaces. Related to this second goal of CGS,
we observe significant similarities between our formal language model and Dynamic Interpretation
Theory that suggest that CGS could be used in the design of computational devices for natural
language interfaces. Like DIT, CGS may be viewed as a model of conversation that can provide
a useful tool for improving human-computer interfaces in natural language. As mentioned in the
introduction we have not yet carried out any implementation work, but the formal nature of CGS,
the similarities with theories such as DIT, the flexibility of grammar systems theory, the suitability
of using multi-agent systems in dialogue modeling pointed out by several authors, etc. mean that
we believe that dialogue systems could be implemented based on this formal-language framework.
The work presented here is just in its initial phase. We hope further research will show that
CGS is a simple and, thus, useful framework that offers a model of dialogue that may be used to
implement human-computer interfaces, thus showing the applicability of grammar systems.
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1 Background

Let M be an n × n matrix over the Boolean semiring. We can elect to interpret this matrix as
an adjacency representation of a finite directed acyclic graph on n nodes, where M [i, j] = 1 iff
there is an arc from node i to node j. Under this interpretation, adding in the identity matrix
and multiplying the result by itself until it reaches a fixed point, M∗, corresponds to computing
the path accessibility relation in the graph. In the category of partial orders, this amounts to
computing the reflexive-transitive closure of a cover relation. For brevity, we can refer to M∗ as
the transitive closure of M .

In computational linguistics, this computation is necessary for computing the subtype relation
in HPSG type signatures. By generalizing semirings to semi-lattices of more than two elements (1
and 0), we can similarly compute all of the feature appropriateness conditions for defining feature
structure unification from HPSG feature declarations (Penn, 2000). Here, we left-multiply a t× f
matrix of declarations by the transitive closure of this generalized subtyping matrix, where t is
the number of types in the grammar and f is the number of features.

Let M be an n×n matrix over a non-commutative semiring in which the carrier is the powerset
of some finite set, N , and addition is set-union. We can interpret the elements of N as the set of
non-terminals of a context-free grammar plus a distinguished unit element for the “empty cate-
gory,” and multiplication as a powerset extension of the phrase-structure rules of that grammar.
Then constructing M∗ corresponds to deriving an all-paths parse forest over an (n−1)-word input
string: M∗[i, j] = S ⊆ P(N) iff every non-terminal of S can be rewritten to wi+1 . . . wj (Goodman,
1999). A similar generalization for adjacency representations lets us compute path accessibility in
labelled graphs, such as graphical lexical semantic representations like WordNet.

In practical contexts, we expect all of these linguistic applications to begin with a matrix M
that is very sparse, and end with a matrix M∗ that is still fairly sparse — crucially, there exists a
topological ordering of the n vertices implicit in M ’s graph-theoretic interpretation such that M
can be rendered upper-triangular, resulting in a worst-case (n2 + n)/2 non-zero elements.

In this talk, an alternative representation of matrices will be presented that allows for the
efficient computation of transitive closure over closed semirings. An empirical evaluation will also
be provided.

2 Related Work

Warshall (1962) developed his famous algorithm for transitive closure on the Boolean semiring.
Floyd (1962) developed his for transitive closure on the tropical semiring (which computes the
solution to the weighted all-pairs-shortest-path problem). Neither of these pays any attention to
sparseness. There are, of course, many algorithms that do, cf. Press et al. (1993), including the Yale
algorithm, which is used in the empirical comparisons given below. Sparse matrix multiplication



algorithms, however, are almost always designed for matrices over integer-or-real-valued rings,1

and are generally not developed with transitive closure specifically in mind.
Many semirings, including the Boolean semiring, can be embedded into another ring (R, in

the case of the Boolean semiring) in which matrix multiplication preserves enough structure for
an answer in the original semiring to be recovered. Lee (2002) tacitly relies on this in her more
theoretical discussion of Boolean matrix multiplication and parsing. From a practical perspective,
this would allow us to use a standard sparse matrix multiplication algorithm.

In the specific case of transitive closure, there is a good reason not to do this, even when the
embedding exists. In a closed semiring (Aho et al., 1974):

(∗)
(

A B
0 C

)∗
=

(
A∗ A∗BC∗

0 C∗

)

This reduction does not, by itself, yield a sub-cubic transitive closure algorithm, but it does reduce
the number of basic operations by a constant 75%. The present research programme began as
an attempt to provide a sparse matrix multiplication algorithm directly for closed semirings that
could avail itself of this property.

Note: In the case of rings, Strassen’s algorithm and all other non-probabilistic sub-cubic al-
gorithms have very large constant factors that make them realistic only for very dense matrices.
In the case of semirings, the Four Russians’ algorithm is more co-operative in this respect, but is
also less well-suited to large sparse matrices.

3 Zero-Counting by Quadrants

For simplicity, we will consider only the Boolean semiring in the development here. For any i and
n such that 1 ≤ i ≤ n, let dn(i) be defined such that:

dn(i) =




0 i = 1
d�n/2�(i) + 1 1 < i ≤ �n/2�
d�n/2�(i − �n/2�) + 1 i > �n/2�

In addition, for any d ≥ dn(i), let qd
n(i) be defined such that:

qd
n(i) =




n d = 0 (thus i = 1)
qd−1
�n/2�(i) d > 0, i ≤ �n/2�

qd−1
�n/2�(i − �n/2�) d > 0, i > �n/2�

We will use these functions to recursively divide a matrix evenly into quadrants. One way of
looking at them is as measures defined on a balanced binary tree with n leaves. Given the ith leaf
from the left, there will be some subtrees for which i is the leftmost leaf. In that case, dn(i) is the
least depth of such a subtree, and qd

n(i) is the total number of leaves that such a subtree at depth
d has.

Given a matrix M , we shall say that a submatrix is rooted at M [i, j] iff [i, j] is its leftmost,
uppermost coordinate in M .

Given i, j, m and n such that 1 ≤ i ≤ m, and 1 ≤ j ≤ n, let v〈m,n〉(i, j) = max(dm(i), dn(j)).
When we divide an m × n matrix M evenly into quadrants, then the largest quadrant rooted at
M [i, j] will be q

v〈m,n〉(i,j)
m (i) × q

v〈m,n〉(i,j)
n (j) in size. It can be proven that if m and n differ by no

more than 1, then these two dimensions will differ by no more than 1.
Now, given a matrix M over the Boolean semiring, there is a unique matrix Z(M) over the

non-negative integers such that the value of Z(M)[i, j] is the size of the largest zero-quadrant
rooted at M [i, j] in the largest quadrant rooted at M [i, j]. If this largest zero-quadrant is not
square, then we use the larger of its dimensions as the value. As a simple example, consider the

1The present author has yet to find even one exception to this statement.
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4 × 4 identity matrix as M :

M =




1 0 0 0
0 1 0 0
0 0 1 0
0 0 0 1


 Z(M) =




0 1 2 1
1 0 1 1
2 1 0 1
1 1 1 0




Note that the 1s in M are replaced by 0s in Z(M) — there are no zero-quadrants rooted at those
coordinates. Also notice that many values of Z(M) can be inferred from other values. The fact
that Z(M)[1, 3] is 2, for example, tells us that Z(M)[1, 4], Z(M)[2, 3], and Z(M)[2, 4] must be 1,
and vice versa. It is perhaps useful to conventionally write Z(M) with as few values as can be
used to infer the rest of the matrix:

Z(M) =




0 1 2 −
1 0 − −
2 − 0 1
− − 1 0




This convention accentuates the sparseness of the original matrix M .

4 Transitive Closure with ZCQ

To transitively close a matrix in its ZCQ-representation, we first recurse on its diagonal quadrants,
as suggested by (*), to obtain A∗ and C∗. We then compute A∗BC∗ with two matrix multiplica-
tions. Matrix multiplication in ZCQ is given by the quadrant-based recursive formulation:

(
A B
C D

) (
E F
G H

)
=

(
AE + BG AF + BH
CE + DG CF + DH

)

Summation in ZCQ is given by a coordinate-wise min operation. In addition to the size-one base
cases, an efficient implementation of ZCQ would include in both summation and multiplication a
sparse case, in which the value of Z(M) is checked first against the dimensions of the submatrices
being multiplied. In this context, the base case of multiplication thus always returns 0 (indicating
a non-zero element).

It is, in fact, possible to compute A∗BC∗ simultaneously with two recursive functions:

out(A,B,C) : computes B := A∗BC∗

B22 := in(B21, C11, C12, B22)

B12 := in(A12, A22, B22, B12)
B12 := in(B11, C11, C12, B12)
out(A11, B12, C22)

out(A22, B22, C22)

B11 := in(A12, A22, B21, B11)
out(A11, B11, C11)

out(A22, B21, C11)
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R := in(A,B,C,R0) : computes R := AB∗C + R0

temp := in(A11, B11, B12, A12)

R11 := in(A11, B11, C11, R
0
11)

R11 := in(temp, B22, C21, R11)

R12 := in(A11, B11, C12, R
0
12)

R12 := in(temp, B22, C22, R12)

temp := in(A21, B11, B12, A22)

R21 := in(A21, B11, C11, R
0
21)

R21 := in(temp, B22, C21, R21)

R22 := in(A21, B11, C12, R
0
22)

R22 := in(temp, B22, C22, R22)

where the transitive closures are again assumed to apply to upper-triangular matrices only. These
functions decompose their arguments by quadrant, as does ZCQ. in/4 has complexity O(nlog 10)
because of the number of recursive calls in its definition. One might expect that sparseness would
still favour performing two simultaneous closures and multiplications in this way since even a single
zero argument produces a zero result. Experimentally, this has proven not to be the case: this
method is over 1000 times slower than performing the left and right multiplications separately, as
described earlier, with even modest values of n. It also consumes more memory, although total
memory consumption by the temporary buffer, temp, in computing the closure of an n×n matrix
is bounded above by 1

3n(2n + 5).

5 Evaluation

So far, this representation and algorithm have only been partially evaluated on Boolean semiring
closures. For this, the typing partial orders from three HPSG grammars are being used: the one
distributed with ALE, and two versions distributed by the English Resource Grammar (ERG)
project. Times are given in milliseconds, and were measured as an average of three runs on a

ALE(162) Baby-ERG(2763) ERG(4305)

Naive-BOR 315 3600870 > 5.8 × 107

Naive-Z* 7 271488 865742
Naive-BOR* 3 225698 570967

Yale-BOR <1 2992 6865
Yale-Z <1 1579 3573
ZCQ <1 425 547

Table 1: Preliminary evaluation of ZCQ. Times are in milliseconds.

Dell dual-Xeon 2.4GHz server with 2GB of RAM available. The two asterisked methods were
obtained by using naive matrix multiplication over the integer ring and the Boolean semiring,
respectively, in combination with the reduction given in (*) above. The Yale algorithm is based
on a row-indexed representation scheme, and cannot straightforwardly be adapted to use (*). All
implementations are those of the present author.

Why is ZCQ so fast? A preliminary analysis of its performance reveals that the step in
which zero subquadrants are re-combined to form larger zero quadrants is crucial to efficient
performance — without it, ZCQ is roughly as fast as the Yale algorithm. In their lattice-theoretic
interpretation, large zero quadrants of size n × n occur off-diagonally as representatives of anti-
chains of n elements. Large n × n quadrants consisting only of non-zero elements correspond to
a number of other structures, ranging from the generalised crown Sn, in which case the matrix
has zeros in its remaining positions, to a chain of length 2n, in which case the quadrant would
be contained in a 2n × 2n triangle of exclusively non-zero elements. The ERG contains few if
any generalised crowns, and its largest chain is of length 21. We may thus conjecture that the
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success of ZCQ on these data is a result of HPSG’s predilection for short, “bushy,” sparsely joined
partially ordered sets.

6 Future Work

The above evaluation needs to be extended to a wider range of partial orders, from the domain of
computational linguistics and elsewhere, as well as a wide range of synthetically generated cases.
In addition, ZCQ should be adapted and tested with other closed semirings, including those that
can be used for parsing. These two extensions will permit us to engage in a finer-grained analysis
of ZCQ’s practical efficiency. It seems rather fortuitous that decomposing matrices into roughly
square quadrants would turn out to be the optimal choice of shape into which M could be cut.
It may very well be that there is some degree of flexibility there that would allow us to tailor the
quadrants of M according to some prior knowledge of the domain from which the interpretation
of M arises.
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Abstract

Csp-Casl is a combination of the process algebra Csp Hoare (1985); Roscoe (1998) and the
algebraic specification language Casl CoFI Language Design Task Group (2001); Astesiano
et al. (2002), i.e. ‘a particular specification language for concurrent systems is complemented
with the possibility of abstractly specifying the data handled by the system considered using
abstract datatypes’ Astesiano et al. (1999). Its novel aspects include the combination of de-
notational semantics in the process part and, in particular, loose semantics for the datatypes.
This semantics leads to an appropriate notion of refinement with clear relations to both data
refinement in Casl and process refinement in Csp.

Among the various frameworks for the description and modelling of reactive systems, process
algebra plays a prominent rôle. It has proven to be suitable at the level of requirement specification,
at the level of design specifications, and also for formal refinement proofs Bergstra et al. (2001).
However, process algebra does not include development techniques for datatypes, although data
is involved in all of its specifications. Usually, datatypes are treated as given and fixed. This can
be overcome by adopting techniques from algebraic specification, which is devoted to the formal
description and development of abstract as well as of concretely represented datatypes. Algebraic
specification offers two different approaches: initial and loose semantics Astesioano et al. (1999).
The initial approach is appropriate only if the design process of a datatype has already been
completed, because it defines a particular realization abstractly up to isomorphism. As our main
focus is the development of datatypes, we deal here with loose semantics of datatypes, which
describes a class of possible models, still to be refined.

Combining process algebra and algebraic specification to a new specification technique aims at
a fruitful integration of both development paradigms. An import example of such a combination
is Lotos ISO 8807 (1989). Here, the modelling of data relies on initial algebra semantics because
of its intimate relation with term rewriting. Its semantics definition is of operational style. CCS-
Casl Salaün et al. (2002) follows a similar approach, working with initial specifications in Casl,
restricting the language to conditional equational logic without subsorting and partiality. A quite
successful development, also with practical impact, is µCRL Groote and Ponse (1995). Here,
datatypes have a loose semantics and are specified in equational logic with total functions. Again,
the underlying semantics of the process algebraic part is operational.

Specifically, we aim to enable the combination of process algebraic specification of reactive
behaviour and algebraic specification of datatypes at any required level of detail. This allows the
specifier to develop a system in a problem driven approach, where data refinement and process
refinement are chosen whenever appropriate for a certain design decision.

Seen from the process algebraic side, our language combination includes the traditional
monomorphic datatypes like strings or different kinds of numbers. Furthermore, it also deals
with polymorphic datatypes as for instance the class of all groups or the class of all fields. Maybe



even more importantly Csp-Casl’s loose specification of datatypes corresponds naturally to re-
quirement documents of distributed systems in industrial contexts. Such documents often provide
only an overview of the data involved, while the presentation of further details for a specific type
is delayed to separate design documents. Csp-Casl is able to match such a document structure
by a library of specifications, where the informal design steps are mirrored in terms of a formal
refinement relation.

The idea behind Csp-Casl is to combine a denotational Csp semantics with the Casl seman-
tics in a two-step approach without changing either of them. The expected — and achieved —
benefit of this construction is that the established developement and proof techniques for both
languages carry over. Technically, this integration needs to deal with the loose semantics of Casl

as well as with partiality and subsorting. Choosing the loose semantics of Casl leads to a se-
mantic domain for Csp-Casl, whose elements are families of process denotations. To deal with
partiality, we switch from PCFOL=, the logic underlying Casl, to CFOL= as logic of the process
part. Casl subsorting, finally, leads to an equivalence relation on the set of communications.

1 Overview of the specification languages involved

First, we sketch syntax and semantics of the two languages Casl and Csp. Then, we describe
the broad picture of their integration into Csp-Casl on the syntactic as well as on the semantic
level. With this as a background, we finally give an overview of this paper.

1.1 Casl

The algebraic specification language Casl CoFI Language Design Task Group (2001); Astesiano
et al. (2002) is separated into various levels, including a level of basic specifications and a level
of structured specifications. Basic specifications essentially list signature items and axioms in an
unstructured way, thus determining a category of first order models. Structured specifications
serve to combine such basic specifications into larger specifications in a hierarchical and modular
fashion.

At the level of basic specifications, one can declare sorts (keyword sort), operations (keyword
op), and predicates (keyword pred) with given input and result sorts. Sorts may be declared
to be in a subsorting relation; if s is a subsort of t , then terms of type s may be used wherever
terms of type t are expected. Subsorts may also be defined in the form s = {x : t • ϕ}, with the
effect that s consists of all elements of t that satisfy ϕ. Operations may be declared to be partial
by using a modified function arrow →?. Using the symbols thus declared, one may then write
axioms in first order logic. Moreover, one can specify datatypes (keyword type), given in terms
of alternatives consisting of data constructors and, optionally, selectors, which may be declared to
be generated or free. Generatedness amounts to an implicit higher order induction axiom and
intuitively states that all elements of the datatypes are reachable by constructor terms (‘no junk’);
freeness additionally requires that all these constructor terms are distinct (‘no confusion’).

At the level of structured specifications, one has features such as parametrized named specifi-
cations, unions of specifications (keyword and), extensions of specifications (keyword then), and
renaming as well as hiding of symbols.

1.2 Csp

The process algebra Csp Hoare (1985); Roscoe (1998) is defined over a set of communications A.
The syntax of basic Csp processes Proc, c.f. Figure 1, involves elements a ∈ A as communications,
subsets X ,Y ⊆ A as synchronization sets in parallel operators or for hiding certain communi-
cations, uses binary relations R ⊆ A × A in order to describe renaming, and allows non-further
specified formulae ϕ in its conditional. Furthermore, there are channels c, along which communi-
cations can be sent or received, resp. As usual in process algebra, Csp introduces recursion in the
form of systems of process equations. Here, (parametrized) named processes are defined in terms
of basic process expressions including also process names. In this case, the grammar of Figure 1
is extended by productions Proc ::= ProcName | ProcName(x ), where x is a variable over A.
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Proc ::= SKIP
| STOP
| a → Proc %% action prefix
| c!a → Proc %% send over channel
| ?x : X → Proc %% prefix choice
| c?x → Proc %% receive from channel
| Proc o

9 Proc %% sequential composition
| Proc � Proc %% external choice
| Proc � Proc) %% internal choice
| Proc |[X ]| Proc) %% generalized parallel
| Proc |[X | Y ]| Proc %% alphabetized parallel
| Proc || Proc %% synchronous parallel
| Proc ||| Proc %% interleaving
| Proc \ X %% hiding
| Proc[[R]] %% relational renaming
| Proc < ϕ > Proc %% conditional

Figure 1: Syntax of basic Csp processes.

Csp is a language with many semantics, different in their style as well as in their ability to
distinguish between reactive behaviours Roscoe (1998). There are operational, denotational and
algebraic approaches, ranging from the simple finite traces model T to such complex semantics
as the infinite traces model with failures/divergences U . Like the Csp syntax, all these semantics
take the set of communications A as a parameter.

1.3 Csp-Casl

Syntactically, a Csp-Casl specification with name N consists of a data part Sp, which is a
structured Casl specification, an (optional) channel part Ch to declare channels, which are typed
according to the data specification, and a process part P written in Csp, but wherein Casl terms
are used as communications, Casl sorts denote sets of communications, relational renaming is
described by a binary Casl predicate, and Casl formulae occur in the conditional:

ccspec N = data Sp channel Ch process P end

See Figure 4 for a concrete instance of this scheme.
In choosing the loose semantics of Casl, semantically, such a Csp-Casl specification is a

family of process denotations for a Csp process, where each model of the data part Sp gives rise
to one process denotation1.

The definition of the language Csp-Casl is generic in the choice of a specific Csp semantics.
For example, all denotational Csp models2 mentioned in Roscoe (1998), or even the true concur-
rency semantics for TCsp of Baier and Majster-Cederbaum (1994), based on event structures, are
possible parameters. Of course, the different properties of these Csp models lead to differences
also in the context of the Csp-Casl semantics. The crucial points are the well-formedness of a
Csp-Casl specification in the case of recursive process definitions, and the applicability of process
algebraic laws. The former refers to the completeness properties of the chosen domain, while the
latter requires that the equivalence induced by the chosen Csp model is a congruence w.r.t. the
Csp operators.

As a first step of the Csp-Casl semantics, several syntactic encodings take place. These
translate Csp-Casl into a sublanguage Core-Csp-Casl. Core-Csp-Casl can be seen as the

1Due to the Casl subsorting semantics, there might arise several, but ‘identical’ process denotations for one
model of Sp — see the discussion below concerning the monomorphic extension of Sp to Sp then SpCh .

2Indeed, the construction seems to be possible also for the operational models. We focus here on the denotational
ones.
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(Sp,Ch,P) ...................................................

Csp-Casl-Semantics

�

(Sp then SpCh ,P ′)

syntactic encoding

�

(P ′′(Ā))M∈Mod(Sp then SpCh )

evaluation according to Casl

�
Csp semantics� (dM)M∈Mod(Sp then SpCh )

Figure 2: Overview of the Csp-Casl semantics construction.

semantically relevant part of Csp-Casl. In this translation, the treatment of channels is the
most prominent one. Csp handels channels as special subsets of the communication alphabet,
i.e. as a special structure available of the data, which the process algebra takes as its parameter.
Consequently, the channel part Ch of a Csp-Casl specification is modelled within Casl. The
channel part Ch gives rise to a specification fragment SpCh , which monomorphically extends the
data part Sp to a Casl specification Sp then SpCh . As all models of Sp then SpCh , which extend
the same model of Sp, are identical up to isomorphism, and all models of Sp can be extended to at
least one model of Sp then SpCh , this construction neither adds new diversity nor does it remove
a certain interpretation of the data part. The extended specification Sp then SpCh provides new
Casl sorts and operations, with which – in accordance to the original treatment of channels in
Csp – the process part P is rewritten to a form P ′ without channels.

The centre of the Csp-Casl semantics is then a two-step construction. Fixing a model of the
data part Sp then SpCh , first all terms, sorts, formulae, etc. of the process part P ′ are evaluated
according to this model, i.e. essentially the Casl semantics is applied. The result is a process
part P ′′(Ā) in Csp over a fixed alphabet Ā. This allows, as the second step, the application of
the chosen Csp semantics, which yields the desired process denotation.

Figure 2 summarizes these steps. The specification (Sp,Ch,P) in full Csp-Casl is syntactically
encoded to (Sp then SpCh ,P ′) in Csp-Casl without channels. Then, for each model M of the
extended data part Sp then SpCh , a Csp process P ′′(Ā) is derived. Pointwise application of the
choosen Csp semantics finally results in the family of denotations.

This construction is only defined for well-formed Csp-Casl specifications. Here, it is re-
quired that the data part is a well-formed Casl specification. Concerning the process part,
well-formedness includes that – in the case of recursive process definitions – for each model M of
the extended data part Sp then SpCh , there exists a unique solution of the underlying system of
process equations.

1.4 Organization of the paper

In the first part of this paper, we will discuss the design of Csp-Casl in more detail: Section 2
briefly sketches the syntactic encoding of channels. Then, Section 3 describes how the different
sorts of data within the process part of a Csp-Casl specification are evaluated according to the
Casl semantics. Here, we have to define the Csp alphabet of communications in terms of a Casl

model. This part of our semantics refers only to the concept of Σ-algebras. It provides a discussion
of the different views of data of algebraic specification on the one hand and of process algebra on
the other hand. To a certain extent, these considerations are independent of the two languages
we wish to combine. Furthermore, to achieve a two-step semantics, we need to model the Csp

concept of variable binding, which is part of the prefix choice operator. Finally, Section 4 discusses
the treatment of recursion in the process part of a Csp-Casl specification. As mentioned, it is
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this point, where the first differences according to the choosen Csp semantics occur.
The next part studies, how the notions of refinement available for Csp and Casl can be

combined into a reasonable definition of refinement of Csp-Casl specifications, c.f. Section 5.
Studying the decomposition of Csp-Casl refinement in terms of Casl and Csp refinement new
differences according to the chosen Csp semantics show up.

Finally, we discuss the practicability of Csp-Casl in terms of several examples.

2 Syntactic encodings

The purpose of the syntactic encoding is to reduce Csp-Casl to the smaller language Core-Csp-
Casl. To this end, the Csp concept of channels is encoded in simpler concepts. This encoding
removes the entire channel part and changes the data part as well as the process part. Furthermore,
some Csp operators are eliminated, as for instance the ‘time-out’ P � Q , which is replaced by its
semantic equivalent (P � STOP) � Q . Also, certain convenient abbreviations for Csp processes
like Run(s), where s is a Casl sort, or Chaos are resolved.

Within Csp, channels are seen as compound data c.T := {(c, x ) | x ∈ T} constructed from
a channel name c and a set of communications T . The resulting set c.T is part of the overall
communication alphabet A. Sending a value v of type T over a channel c is encoded as the
communication c!v , which is the established Csp synonym for the communication (c, v). Receiving
a value x from a channel c is written c?x : T → P , which semantically is treated as the Csp prefix
choice operator.

Csp-Casl deals with the data aspect of this concept in the channel part. This is essentially
a list of declarations of the form c : T , where c is a channel name and T is a Casl sort. The
syntactic encoding translates such a declaration into the Casl fragment

free types NAME c ::= c;
CHANNEL c ::= [ ](name : NAME c; data : T );

Here, the Casl free type construct ensures that the sort CHANNEL c is the product of the
one element sort NAMEc and the sort T . In order to establish that the above discussed extension
from Sp to Sp then SpCh is monomorphic, it is required, that the Casl sorts NAME c and
CHANNEL c are not part of the signature of Sp.

Additionally to the declaration of channels, in the channel part it is also possible to define
subsort relations c < d between already declared channels c : T and d : U . Here, it is required,
that the data part already establishes the subsort relation T < U . The syntactic encoding then
lifts this relation between T and U to the channels:

sort CHANNEL c < CHANNEL d
• ∀ a : T • c[a] = d[a]
In the process part of a Csp-Casl specification, the syntactic encoding replaces each occurence

of c!t by the Casl term c[t], where c is a channel name and t a Casl term. Furthermore, the Csp-
Casl code for receiving a value c?x : T → P is replaced by ?y : CHANNEL c → P [data(y)/x ],
where y is a variable not occuring in P . In the substitution [data(y)/x ], the Casl selector data
is required in order to extract the communicated value of sort T from the variable y, which has
sort CHANNEL c.

3 From terms over Σ to communications in Ā
After the syntactic encoding, the next step in our semantic construction – see again Figure 2 –
addresses the question, how to derive a Csp process term P ′′(Ā) for a fixed Casl model M of
(Sp then SpCh ,P ′). Here, we need to turn a Σ−algebra M into a datatype of communications,
which mirrors the properties of M essential to the process algebra semantics. In the case of Csp,
this datatype consists of a set equipped with a test of equality on it. Other process algebras, as for
instance CCS Milner (1989), would require a slightly more complex structure. We just develop an
alphabet of communcations Ā for Csp, but the general ideas layed out in Section 3.1 carry over to
other process algebras. Section 3.2 formalize these ideas. In order to evaluate the Casl elements
of the process part, the Csp concept of binding has to be resolved. This is studied in Section 3.3.
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3.1 Design of a suitable alphabet of communications

The design on an alphabet of communcation based on a Casl model needs to address three
different questions: how to turn a family of sets into one set, how to deal with subsorting, and
finally, how to treat partiality.

3.1.1 From many-sorted algebra to an alphabet of communications

There are two natural ways to define the alphabet of communications in terms of the carrier sets
of a Casl model: union and disjoint union of all carrier sets. To illustrate the effect of both
possibilities, consider the following Csp-Casl specification:
data

sorts S, T
ops c : S; d : T

process
c → Skip || d → Skip

Its data part, written in Casl, provides two constants c and d of type S and T , resp. The
process part, written in Csp with Casl terms denoting communications, combines two processes
by synchronous parallel operator, i.e. they have to agree on all actions.

The question is, shall c and d synchronize or not? In all the various Csp semantics, c and d
synchronize iff they are equal. Now consider two isomorphic Casl models A and B of the data
part:

A(S ) = {∗}, A(T ) = {+}, A(c) = ∗, A(d) = +
B(S ) = B(T ) = {�}, B(c) = B(d) = �

Choosing the union of all carrier sets as alphabet has the effect, that c and d do not synchronize
for algebra A while they synchronize for algebra B. Thus isomorphic algebras, i.e. algebras which
are indistinguishable by the logic underlying Casl, give rise to different behaviour. Therefore, as
a first solution we define the alphabet to be the disjoint union — with the consequence that c and
d do not synchronize.

3.1.2 Adding subsorting

This decision raises a problem if we take Casl subsorting into accout. Modifying the data part
of our example such that S is a subsort of T , and stating that c and d are equal in all models,
we would expect these two events to synchronize:
data

sorts S < T
ops c : S; d : T
• c = d

process
c → Skip || d → Skip

But in our current approach, this is not the case for any model. For instance, the derived com-
munication alphabet {(S , �), (T , �)} of algebra B provides two different elements as semantics of
c and d , resp. The solution is to define a suitable notion of equality on the alphabet in terms of
an equivalence relation. Here, we choose the smallest equivalence relation ∼ with

a ∈ sM, b ∈ tM, emM
<s>,t(a) = b =⇒ (s , a) ∼ (t , b).

In this definition, M is a model of the data part, s and t are arbitrary sort names, a and b are
elements of the respective carrier sets, and em<s>,t is the implicitely defined Casl embedding
function from the carrier set of s into the carrier set of t . For the algebra B of our example, this
construction yields the one element set {[(S , �), (T , �)]} ensuring that c and d synchronize – as
they do in all models of the data part.
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3.1.3 Dealing with partiality

Up to now, we studied only defined Casl terms. But what shall be the semantics of an undefined
term, for instance 42/0 of sort Integer? In Casl, terms arise as part of formulae. Here, the
enclosing formula of an undefined term is evaluated to false. In Csp-Casl, however, terms are
also part of processes. Thus, we need an interpretation also in this context.

There are several ways to deal with this question: first of all, one could forbid partial operations
(at least in the process part). But this would result in an inconvenient language. A second possi-
bility would be to formulate an external well-formedness condition like ‘A Csp-Casl specification
is well-formed if all terms in the process part are defined’. The trouble is, in order to check such
a condition, we need the semantics of the process part of a Csp-Casl specification, which only
can be determined if all terms in the process part are defined . . . Furthermore, one could work
with an internal well-formedness condition by prescribing a certain behaviour for the case that an
undefined term arises. The natural choice would be3

t → P := Chaos , if ¬defined(t).

But as Chaos is the process which may communicate or reject any event, this means that one has
to prove first the absence of undefined terms in the process part before it is possible to establish
any property concerning the behaviour of a specification.

Our solution is to interpret undefined terms by an extra communication ⊥, i.e. we consider the
definedness of a term to be observable. This is natural, as Casl includes a definedness predicate
def t, which holds iff the term t is defined. That is, the definedness of terms is observable anyway
in Csp-Casl

4.
But the main motivation behind this design decision is separation of concerns. Process algebra

can be seen as a mechanism which takes a datatype as its parameter and uses it in order to describe
a certain reactive system. In this view, the occurence of an undefined term indicates either an
open design decision concerning the datatype – i.e. an issue independent of the reactive behaviour
of the system, or a non adequate use of the datatype within the process algebra – i.e. an ‘interface
problem’ between the world of datatypes and reactive bahaviours. None of those problems should
have an influence on the mechanism of process algebra itself.

The important point is that even in the presence of the above described flaws our solution
allows the specifier to study and develop the specified system further. This is possible thanks to
the fact that the process algebra itself is not inflicted by the occurence of undefined terms. That
is, the specifier can work with a meaningful system, where undefined terms do not directly lead to
Chaos . Take for example the following Csp-Casl specification with a totally undefined function
f :
data

sorts S, T
op f : S →? T ;
• ∀x : S • ¬def f(x)

process
?x : S → f(x) → Skip |[T ]| ?y : T → (P < def y > Q)

Here, the encoding with Chaos yields the equivalenct process ?x : s → Chaos , while in our
approach with the extra communication we obtain the process ?x : s → f (x ) → Q . As the
process Chaos includes the possibilty of deadlock, the first process can deadlock after the first
communication, which is not the case for the second process.

In our approach, open design decisions of the datatype can be postponed until it is convenient
to make them. And the ‘interface problem’ can be addressed, for instance, by refinement steps
in the process part which exclude the behaviour leading to ‘misuse’ of the datatype. Thus, the
overall rôle of ⊥ is to be a problem indicator. This is independent of the chosen development
paradigm in Casl concerning partiality.

3Note that choosing Stop instead of Chaos would violate elementary algebraic properties of Csp. Setting t →
P := Stop if ¬defined(t) has e.g. as consequence b → Skip = a → Skip ||| b → Skip �= a → b → Skip � b → a →
Skip = b → Skip if ¬defined(a), defined(b).

4The Casl definedness predicate can be used as a formula in the Csp conditional choice construct of processes.
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3.2 Formalizing the design

Our discussion in the previous Section gives a clear guideline how to construct the alphabet of
communications for a given Σ-model of the data part: add an extra element ⊥ to each carrier
set, take the disjoint union and apply an equivalance relation. On the logical side, the first step
of this alphabet construction is equivalent to the translation from partial first order logic with
equality and sort generation constraints (PCFOL=), the logic of the data part, to first order logic
with equality and sort generation constraints (CFOL=) with a unique ‘undefined’ element. This
becomes the logic of the process part. In spite of this change of logics, all evaluations of Casl

elements in the process part can be expressed in terms of the data part. This holds thanks to our
choice of the mapping, where we use the model-bijective institution representation of Mossakowski
(2002). This mapping is restricted to the case that the underlying Casl specification does not
include the structured free construct.

3.2.1 Semantics of the data part

Let Sp be the structured Casl specification (without structured free) of the data part of a Core-
Csp-Casl specification. The standard Casl semantics CoFI Semantics Task Group (1999) yields
for Sp : a subsorted signature Σ = (S ,TF ,PF ,P ,≤); a signature Σ� = (S ,TF ′,PF ′,P ′) associ-
ated with Σ, where the preorder ≤ of subsort embedding is removed and total operation symbols
em for embedding, partial operation symbols pr for projection, and predicate symbols in for test-
ing membership are added to the appropriate symbol sets of Σ; and a class of subsorted Σ-models
Mod(Sp), which are ordinary many-sorted models for Σ� satisfying besides the axioms of Sp also
a certain set of axioms concerning the added symbols. Note that with this construction PCFOL=

is the logic underlying Casl.

3.2.2 Evalution of data in the process part

Let M be in Mod(Sp). As the mapping of Mossakowski (2002) from PCFOL= to CFOL= is
model-bijective, there exists a uniquely determined model M′ which translates to M. M′ adds
an element ⊥s to each carrier set s of M.

The alphabet Ā of communications relative to M′ is defined as

A := (
⊕

s∈S

sM
′
), Ā := A/ ∼ . ¯ : A → Ā

a �→ {x ∈ A | x ∼ a},

where ∼ is the smallest equivalence relation on A with

a ∈ sM
′
, b ∈ tM

′
, emM′

<s>,t(a) = b =⇒ (s , a) ∼ (t , b). (∗)

As this definition lives now within the world of M′, it ensures that in case of subsorting the extra
elements synchronize in the expected way:

1. Let s be a subsort of t . In order to establish (s ,⊥s) ∼ (t ,⊥t) we have to show that
emM′

<s>,t(⊥s) = ⊥t . This is a direct consequence of the mapping from PCFOL= to CFOL=,
which adds unary definedness predicates Ds , s ∈ S , to the signature together with a set
of axioms. Among those we find: ¬Ds(⊥s) and Dt(em<s>,t(x )) ⇔ Ds(x ), where x ∈ s .
Thus we may conclude: ¬Dt(em<s>,t(⊥s)). With the axiom ¬Dt (x ) ⇒ (x = ⊥t), which is
also part of the translation, we finally obtain em<s>,t(⊥s) = ⊥t , i.e. the extra elements of
subsorts synchronize.

2. Another important property is that ‘defined’ elements of a sort s never synchronize with
⊥s . The encoding of the subsorted signature Σ to Σ� includes the existential equation
∀ xs .em<s>,s(xs) = e = xs . The mapping αΣ� from PCFOL= formulae to to CFOL= for-
mulae translates this into αΣ�(∀ xs .em<s>,s(xs) =e= xs) = ∀ xs .Ds(xs) ⇒ (em<s>,s(xs) =
xs ∧Ds(em<s>,s(xs)). Thus, ∀ xs .Ds(xs) ⇒ Ds(em<s>,s(xs)), which makes the result of em-
bedding different from ⊥s for ‘defined’ elements. As ∼ is the smallest equivalence relation
with (∗), we obtain the desired property.
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These results show that the equivalence relation ∼ — although introduced in the logic CFOL=

of the process part — is completely determined by the data part. For undefined elements, the
equivalence relation depends on the subsorting relation. As the equivalence relation identifies
defined elements only with defined ones, we can study it already in PCFOL=.

With these notions available, we can define the meaning of Casl terms, sorts, formulae and
predicates occuring in the process part relative to M′ :

For a fully qualified term t of sort s occuring in the process part we define

[[t ]]ν := (s , [[t ]]M′,ν) ∈ Ā,

where [[t ]]M′,ν is the term evaluation with respect to an evaluation ν in the model M′. Mossakowski
(2002) shows that [[t ]]M′,ν = [[t ]]M,ρ(ν) if [[t ]]M,ρ(ν) is defined or [[t ]]M′,ν �= ⊥s . Here, ρ(ν) is the
partial evaluation in M corresponding to the evaluation ν in M′.

For a sort s ∈ S occuring in the process part we define

[[s ]] := {(s , a) | a ∈ sM
′}.

Thanks to the translation of CFOL= models into PCFOL= models, we have sM
′
= sM ∪ {⊥s}.

A formula ϕ occuring in the process part holds, i.e. [[ϕ]]ν evaluates to true, iff

ν |= αΣ�(ϕ).

Here, ν is a total evaluation in M′ and αΣ� is the translation of PCFOL= sentences to CFOL=

sentences of Mossakowski (2002). Mossakowski (2002) shows that ν |= αΣ�(ϕ) iff ρ(ν) |= ϕ, where
again ρ(ν) is the partial evaluation in M corresponding to the evaluation ν in M′.

For a predicate pw , w = s1s2, in the process part, the model M′ gives an interpretation
pM′
w ⊆ sM

′
1 × sM

′
2 . Define

[[pw ]] := {ā ∈ Ā2 | ∃(a1, a2) ∈ ā . pM′
w (a1, a2)}

The translation from PCFOL= to CFOL= ensures that predicates in CFOL= are strict. (Predicates
arise in the Csp semantics when it comes to renamings — i.e. only the special case of binary
predicates needs to be dealt with.)

Thus, summing up the different evaluations of data elements in the process part, it turns out
that although the logic is changed from PCFOL= to CFOL=, we can study all these evaluation in
terms of the Casl specification of the data part.

3.3 Binding

The Csp prefix choice operator ?x : S → P binds the variable x in the process P . In Core-Csp-
Casl, this is modelled in terms of environments, i.e. the evaluations of the previous section, ν,
c.f. Figure 3. Here, the evaluation according to Casl is defined for processes over the signature
Σ� = (S ,TF ′,PF ′,P ′) of the data part, where x is a variable, s , s1, s2 ∈ S are sorts, p ∈ P ′

is a binary predicate, t is a fully qualified Σ�-term, and ϕ is a Σ� formula. As the mapping of
Mossakowski (2002) does not deal with conditional terms, action prefix involving conditional terms
t1 when ϕ else t2 has to be encoded by conditional processes.

In the evaluation according to Casl, the clause for prefix choice turns the current environment
ν into a function (λ z .ν) which takes a substition as its argument:

[[ ]]λ z .ν [a/x ] := [[ ]]ν[a/x ]

Substitutions are the way how the various Csp semantics model the binding concept of the prefix
choice operator. Take for example the definition of its semantics in the traces model T :

traces(?x : X → P) := {〈〉} ∪ {〈a〉 � s | s ∈ traces(P [a/x ]), a ∈ X }
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[[SKIP ]]ν := SKIP
[[STOP ]]ν := STOP
[[t → P ]]ν := [[t ]]ν → [[P ]]ν
[[?x : s → P ]]ν := ?x : [[s ]] → [[P ]](λ z .ν)

[[P o
9 Q ]]ν := [[P ]]ν o

9 [[Q ]]ν
[[P � Q ]]ν := [[P ]]ν � [[Q ]]ν
[[P � Q ]]ν := [[P ]]ν � [[Q ]]ν .
[[P |[ s ]| Q ]]ν := [[P ]]ν |[ [[s ]] ]| [[Q ]]ν
[[P |[ s1 | s2 ]| Q ]] := [[P ]]ν |[ [[s1]] | [[s2]] ]| [[Q ]]ν
[[P || Q ]]ν := [[P ]]ν || [[Q ]]ν
[[P ||| Q ]]ν := [[P ]]ν ||| [[Q ]]ν
[[P \ s ]]ν := [[P ]]ν \ [[s ]]
[[P [[p]]]]ν := [[P ]]ν [[[[p]]ν ]]
[[P < ϕ > Q ]]ν := [[P ]]ν < [[ϕ]]ν > [[Q ]]ν

Figure 3: Evaluation according to Casl

Combining this semantic clause with the the evaluation according to Casl in an environment ν,
we obtain

traces([[?x : s → P ]]ν) := {〈〉} ∪ {〈a〉 � s | s ∈ traces([[P ]]ν[a/x ]), a ∈ [[s ]]}

Note that the Csp-Casl static semantics ensures that all variables are properly bound and
declared of an appropriate type.

The whole construction lifts the Csp declarative view on variables to Csp-Casl.

4 Adding recursion to the process part

Syntactically, the process part of a Csp-Casl specification consists either of a basic process, or –
if it involves recursion – it takes the form

let ProcessDefinition+ in Proc with Names

The let part consists of a nonempty list of process definitions

ProcessDefinition ::= PN = Proc with Names
| PN (x : s) = Proc with Names

Here, the left hand side of an equation is either a process name or a process name with one variable
x of a sort s as a parameter. The in part of a recursive process definition provides the process we
would like to specify.

A named process Proc with Names is a basic process, a process name PN , or a named process
PN (t) parametrized by a Casl term t :

Proc with Names ::= Proc | PN | PN (t)

The static semantics of the process part ensures that all process names occuring on the right-hand
side of a process definition or in the resulting process are defined, that there is at most one process
definition for each process name, that in a process definition with a variable x declared on the
left-hand side this is the only free variable on the right-hand side, etc.

The semantics of a basic process in Core-Csp-Casl is obtained by first evaluating it according
to Casl in the empty environment, and then applying the chosen denotational Csp semantics to
this result.

In case of recursion, to obtain the denotational semantics of a process in Core-Csp-Casl, the
whole process part is turned to an (in general: infinite) system of process equations. To this end,
we fix again a model M ∈ Mod(Sp) of the data part together with its corresponding CFOL=

model M′. This system of equations has the following variables:
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1. Any process process name PN on the left-hand side of a ProcessDefinition yields one process
variable PN .

2. Any process process name with variable declaration PN (x : s) on the left-hand side of a
ProcessDefinition yields a family a process variables PNa , where a ∈ sM

′
.

3. The Proc with Names of the in part yields a new variable Y .

To obtain the system of process equations, we chose a denotational Csp semantics d , for
instance d = traces . The right-hand side of process definitions as well as the process in the in
part consist of process expressions with occurences of process names PN or parametrized process
names PN (t), which we abbreviate by expr(PN ,PN (t)). Let ∅ denote the empty environment.
Define [[PN ]]ν := PN and [[PNt ]]ν := PN[[t]]ν .

1. Any ProcessDefinition of type PN = expr(PN ,PN (t)) yields an equation
PN = d([[expr(PN ,PNt )]]∅).

2. Any ProcessDefinition of type PN (x : s) = expr(PN ,PN (t)) yields a family of equations
PNa = d([[expr(PN ,PNt )]]∅[a/x ]), where a ∈ sM

′
.

3. Analogous to the first case, we obtain for the process expr(PN ,PN (t)) of the in part the
equation Y = d([[expr(PN ,PNt )]]∅).

If the chosen Csp semantics provides a uniquely determined solution of this system of equations,
the semantics of the whole process part is the value of the variable Y .

The theory of Csp semantics offers different techniques to treat such systems of equations
Roscoe (1998). Starting from some complete space, product spaces are derived in order to deal
not only with recursion in one variable but also with recursion involving infinitely many variables.
Here, we summarize some elementary properties of the different Csp models: The traces model
T is a complete lattice as well as a complete metric space. Certain Csp operators have been
characterized as being constructive or non-destructive. This classification allows to prove the
existence of unique fixed points by syntactical analysis of the process expressions involved. For
infinite communication alphabets, as they usually arise within in Csp-Casl specifications, the
failure/divergences model N fails to be a complete partial order, but for finite alphabets we obtain
a complete partial order. The stable failures model F is a complete lattice, and all Csp operators
are monotonic and continuous over F .

5 Refinement

For a denotational Csp model with domain D, the semantic domain of Csp-Casl consists of the
M-indexed families of process denotations dM ∈ D, i.e.

(dM)M∈I

where I is a class of Casl models. As refinement we define on these elements

(dM)M∈I �cc,D (d ′
M′ )M′∈I ′

iff
I ⊆ I ′ ∧ ∀M ∈ I : d ′

M �D dM,

where I ⊆ I ′ denotes inclusion of model classes over the same signature, and �D is the refinement
notion in the chosen Csp model D. In the traces model T we have for instance T ′ �T T :⇔ T ⊆
T ′, where T and T ′ are prefixed closed sets of traces. The definitions of Csp refinements for
D ∈ {T ,N ,F , I,U}, c.f. Roscoe (1998), which are all based on set inclusion, yield that Csp-Casl

refinement is a preorder.
Concerning data refinement, we obtain directly the following characterization:
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ccspec N = data Sp channel Ch process P end
�cc,D

ccspec N ′ = data Sp′ channel Ch process P end
if

1. Σ(Sp) = Σ(Sp′),
2. Mod(Sp) ⊆ Mod(Sp’)

The crucial point is that we fix both the signature of the data part (including the declaration of
channels) and the process P .

A more interesting result concerns the application of process algebraic laws on the process
part, while we fix the data part. Such a law, for example

(a → R) \ X = a → (R \ X ), if a /∈ X

has usually the form of a conditional equation between process terms built from variables for
events, like a in our example, process variables, in our example R, and variables for event sets, in
our example X .

Let L be a process algebraic law (not involving channels) valid in a Csp model D, i.e. L is of
the form

∀X ,S ,Q . C (X ,S ) ⇒ E1(X ,S ,Q) = E2(X ,S ,Q),

where X is a set of event variables, S is a set of variables for event sets, Q is a set of process
variables, C (X ,S ) is a condition concerning only data, and E1 and E2 are process terms built up
from the elements of X , S and Q . The application of such a law to a process P takes place in two
steps: first, we need to specialise the law, then we can apply it in order to obtain a new process
P ′. Having this notion available, we obtain:

ccspec N = data Sp channel Ch process P end
�cc,D

ccspec N = data Sp channel Ch process P ′ end
if

1. L′ is a specialisation of L
2. P’ = apply(L′, P)

3. Sp |= C ′

Note that we check the specialized condition C ′ with respect to the data part Sp. For process
algebraic laws involving channels, we have additionally to deal with the syntactic encoding.

As a side condition, we require for this result that the equivalence induced by D is a congruence
for the Csp operators. This is the case for the Csp models of traces T and stable failures F , while
the failure/divergences model N fails Roscoe (1998).

6 Examples

As Figure 4 shows, Csp-Casl specifications can be part of Casl libraries. Thus, it is possible to
use already defined Casl specifications, as in our example the specification Pair.

A filesystem deals with different kind of Data, namely with Files and Attributes associated
with them. Furthermore, a filesystem has a State. A State is observed by an operation getAttr,
which returns the Attribute associated to a specific File. A State might be changed, by associating
an Attribute to a File. It is convenient to have a destinguished initial state.

Note that both specifications Data and State are loose, i.e. it is left open, what a File or
an Attribute might be. There are no axioms specifying properties of the operations setAttr and
getAttr. Also, there is no prescribed structure of a State. The Csp-Casl specification FileSystem

uses these two Casl specification to define a process, which offers to its environment the choice
between setting an Attribute to a File and asking for the Attribute of a File.

Although the specification FileSystem includes a recursive process definition built on a loosely
specified sort, it is easy to prove that the underlying system of equations has a unique solution
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library Filesystem version 1.0
from Basic/StructuredDatatypes version 1.0 get Pair

spec Data = sorts Attribute, F ile then
Pair[File][Attribute] with sort Pair[File][Attribute] �→ FileAndAttribute

end

spec State = Data then
sort State
op setAttr : State × FileAndAttribute → State;

getAttr : State × File →? Attribute;
initial : State

end
ccspec Filesystem =

data State

channels set : FileAndAttribute;
get : File;
reply : Attribute

process
let P (s : State) = set?fa → P (setAttr(s, fa))

� get?f → reply!getAttr(s, f) → P (s)
in P (initial)

end

spec State1 = State then
∀ s : State; f, f ′ : File; a : Attribute
• getAttr(setAttr(s, pair(f, a)), f ′) = a when f = f ′ else

getAttr(s, f ′)
end
ccspec Filesystem1 =

data State1

channels set : FileAndAttribute;
get : File;
reply : Attribute

process
let P (s : State) = set?fa → P (setAttr(s, fa))

� get?f → reply!getAttr(s, f) → P (s)
in P (initial)

end
ccspec Filesystem2 =

data State1

channels set : FileAndAttribute;
get : File;
reply : Attribute

process
let P (s : State) = set?fa → P (setAttr(s, fa))

� get?f → reply!getAttr(s, f) → P (s)
in set?fa → P (setAttr(initial, fa))

end

Figure 4: Specification of a simple file system.
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in the Csp traces model T : the external choice operator is non-destructive and consists of two
processes starting with action prefix — a constructive Csp operator.

FileSystem1 is obtained from FileSystem by a simple data refinement: adding an axiom
to State yields a smaller model class. According to our result in Section 5, FileSystem1 is a
refinement of FileSystem. Finally, using Csp fixed-point induction on the systems of equations
defined in the process parts of the Csp-Casl specifications FileSystem1 and FileSystem2, one
can prove that FileSystem2 refines FileSystem1.

Conclusion and future work

In this paper, we introduce the language Csp-Casl as a new kind of integration of process algebra
and algebraic specification. Against the trend set by E-Lotos JTCI/SC7/WG14 (2001) in replac-
ing the algebraic specification language for the data part by a functional one, we claim that data
refinement is a powerful specification paradigm and it is interesting to study a language covering
the specification of functional as well as of reactive system properties at an appropriate level of
abstraction. A first case study in an industrial context has shown that Csp-Casl is capable to
deal with complex systems at different levels of detail.

On the Casl side, Csp-Casl includes subsorting, partiality and all structuring construct,
where structured free is excluded. Concerning Csp, Csp-Casl is generic in the choice of the
denotational Csp semantics. The two refinement theorems of section 5 and the discusson of our
example in Section 6 demonstrate that our notion of refinement is intuitive and also of practical
use.

Concerning the language Csp-Casl, it will be useful to have also parametrized specifications
available. Furthermore, processes including free variables seem to be an interesting extension. On
the tool’s side, future work will include establishing a clear relation of Csp-Casl with the model
checker FDR and the development of tool support for theorem proving on Csp-Casl. For the
latter, we intend to integrate the theorem provers HOL-CASL Mossakowski (2000) and HOL-CSP
Tej and Wolff (1997). Finally, the applicability of Csp-Casl needs to be demonstrated in terms
of interesting case studies.

Acknowledgement It is my pleasure to thank Yoshi Isobe, Till Mossakowski, John Tucker for
many useful discussions, Erwin R. Catesbeiana Jr. for providing the larger perspective, and Andy
Gimblett and Will Harwood for helpful comments.
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Abstract

The mainstream of syntax analysis has been discussing the question of mathematical com-
plexity of natural language parsing mostly in relation to the well-known Chomsky-hierarchy.
There are however other grammar models with different complexity-hierarchies that are worth
looking at.
This paper presents a grammar for ai! that parses with linear complexity in a non-PSG-
formalism, while a PSG for this language would have exponential complexity. The underlying
grammar formalism used here is the left-associative grammar (LAG), which is based on the
principle of possible continuations. In contrast to conventional LAGs with a category con-
sisting of one double-ended queue (deque), the grammar presented here, uses three deques.
Accordingly it is shown how the complexity class of a LAG with n deques can be found. This
is done with essentially the same criteria as it is done when discussing single-deque LAGs.

Keywords: Left-Associative Garmma (LAG), formal languages, complexity,

1 The Left-Associative Grammar Model (LAG)

Most attempts at grammar acquisition and grammar coding are based on variants of PS-grammar.
For reasons of mathematical and computational complexity, these PS-grammars must be context-
free (CF). It is widely agreed, however, that the class of context-free languages is not sufficient
for the description of natural language. Hence these approaches suffer from an inherent empirical
restriction.

The formalism of Left Associative Grammar (LAG, Hausser, 1989) has a complexity hierarchy
which is orthogonal to the well-known Chomsky hierarchy of regular, CF, CS, and r.e. languages.
While PS-Grammars were not originally intended to be used for natural language analysis, the
LAG-approach has been constructed for exactly that purpose. This becomes evident in the con-
trasting basic principles of the two grammars: PS-grammar is based on the principle of possible
substitutions. LA-grammar, on the other hand, uses the principle of possible continuations, which
directly relates to De Saussure‘s second law on the linear character of signs (Saussure, 1913, p. 103).

In LA-grammars, the degree of complexity depends mainly on the degree of ambiguity.1 Of
particular interest in the LA-hierarchy is the class of C1-languages, which parses in linear time
and intersects with the class of CF- and CS-languages of the Chomsky hierarchy.2 The principle of
possible continuations can be seen in the rule scheme of LAG: ri : CATSS CATNW �→ rpi CAT′

SS. A
LAG-rule consists of a categorial operation3 The former checks the categories of the sentence start
CATSS and the next word CATNW and derives the result category CAT′

SA for the concatenation of
sentence start and next word. The rule package rpi lists all rules applicable after the successful
categorial operation of ri. Additionally a grammar has an initial state consisting of the initial rule
package listing rules applicable at the start of analysis and the initial category.

1For further details on complexity of LAGs, see Hausser (1992).
2Hausser (2000) argues that the natural languages belong to this C1-LAGs because they parse most context-free

and many context-sensitive languages in linear time.
3In LAG, categorial operations are defined as total recursive functions (Hausser, 2000, sec. 11.1) in order to keep

grammars decidable. This however is not relevant for the grammar presented in this paper.



Several CF an CS languages have been shown to be in the complexity class of C1-LAGs, which
parses in linear time. Well known examples are akbk or akbkck.

2 The structure of the sentence-start category

Hausser (2000) discusses LAGs with categories designed as so-called deques (deque for double-
ended queue). A deque is a list of category-symbols that can be accessed from both ends (Hausser,
2000, p. 228). In a C-LAG this access must be limited to a constant number of symbols from each
side (the constant being grammar-dependent).

Limiting category access to two paths (left and right end of deque) has shown to be unnecces-
sarily cumbersome especially for natural language grammars with wide coverage. The grammars
presented in Hausser (1986) and Schulze (1992) clearly show how complicated the access to infor-
mation relevant to a given rule gets. Both methods used for category access, the regular expressions
used in Schulze (1992) and the Lisp-expressions with CAR- and CADR-cascades used in Hausser
(1986), are hardly readable and even harder to maintain.4

Instead of using just one deque, the category of a LAG can be defined as consisting of a
constant number of n deques. This results in the rule scheme given in table 1. This keeps well in
the bounds of LAG theory of complexity:

ri : CATSS × CATNW
−→
coi

CAT ′
SS , rpi

:= :=
< d1 > < d′1 >
< d2 > < d′2 >
· · · · · ·

< dn > < d′n >

Table 1: Rule-scheme of a LAG with n deques

The types of restrictions used to establish the LAG hierarchy of complexity can be adapted
to a n-deque LAG as shown below. Two classes of restrictions are used to in the LAG-hierarchy
(Hausser, 2000, p. 226, 11.2.2)):

R1: Restriction on the form of categorial operation used to limit the maximal amount of compu-
tation required by an arbitrary rule application. This restriction is split into two subtypes:

R1.1: Specifying upper bounds for the size of categories

R1.2: Specifying restrictions on patterns used in the definition of categorial operations

R2: Restriction on the degree of ambiguity in order to limit the maximal number of possible rule
applications.

These three restrictions for the hierarchy of A-, B- and C-LAGs, the latter being subdivided
into C3-, C2- and C1-LAGs. A-LAGs (all LAGs) have no limitations. They generate all recursive
languages (not all r.e. languages, Hausser, 2000, p. 224).

A restriction of the type R1.1 defines the class of B-LAGs (bounded LAGs): For any given B-
LAG, there is a constant B. While analysing any input of the length n, the size of any sentece-start
category is limited by B · n (linear upper bound).

Adapted to LAGs with n deques d1 to dk this restriction reads: For any given B-LAG with k
Deques there are k constants B1 to Bk. The size of any sentece-start deque di is limited by Bi · n
during the analysis of any input of the length n. The size of the whole sentence-start category is
then limited by (

∑k
i=1 Bi) · n for any analysis step, which still constitutes a linear upper bound.

4For other applications of LAG in natural language analysis see: Schneider (1997), Lorenz (1997), Schulze (1998)
or Schulze (1999)
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C-LAGs are a subset of B-LAGs limited by a restriction of type R1.2. A categorial operation
of a C-LAG has to have a constant upper bound not dependent on the input analysed. Hausser
(2000) defines categorial operations as formal patterns which can then be grouped into two classes
having a constant upper bound on the amount of computation needed or not.

Using a single deque as a sentence-start category there are three patterns of category access
for categorial operations that need a constant amount of complexity. All three patterns check only
m symbols in the sentence-start category.

ri :< c1 . . . cm X > CATNW ⇒ CAT ′
SS , rpi

ri :< X c1 . . . cm > CATNW ⇒ CAT ′
SS , rpi

ri :< c1 . . . ck X ck+1 . . . cm > CATNW ⇒ CAT ′
SS , rpi

This access pattern can directly be used in LAGs with n deques: All categorial operations
must follow this pattern for accessing any of the n deques. This yields a sum of n constants as
the constant upper bound on the amount of computation for category access.

The R2-restriction limits the degree of ambiguity of a grammar. R2 is independent of the
structure of the category and can be used on n-deque LAGs without any change. A LAG is called
ambigious if any of its rule packages contains a pair of rules with compatible input conditions. Two
rules have compatible input conditions of there are pairs of sentence start and next word which
are accepted by both rules.

The R2-restriction subdivides the class of C-LAGs is subdivided into three classes:

C3-LAGs comprise all C-LAGs without further restrictions. Grammars of this class parse with
exponential complexity.

C2-LAGs contain only non-recursive ambiguities. Only one of the parallel continuations of such
an ambiguity can reenter the origin of the ambiguity. Grammars of this class parse with
polynomial complexity.

C1-LAGs are unambiguous LAGs. There are no rule package containing rules with compatible
input conditions. Grammars of this class parse with linear complexity.

This section has shown how the complexity class of a n-deque LAG can be found by checking
essentially the same restrictions R1.1, R1.2 and R2 as for a LAG with only one deque.

Until now, it has not been shown if any given LAG with n deques can be translated into an
equivalent LAG with just one deque in the same complexity class or not.

However several complex languages which haven’t been described by a single-deque C1-LAG
can easily be described by a n-deque C1-LAG. And it is clear that a hypothetical single-deque
C1-version of this grammar would be much more hard to read and comprehend if it exists at all.
The next section shows a 3-deque C1-LAGs for the language ai!.

3 A linear grammar for ai!

It has not been shown yet, whether ai! can or cannot be expressed with a single-deque. An idea
for a single-deque C1-LAG has been presented by D. Applegate (Hausser, 1992, footnote 13).
Crucial parts of the proposed grammar are not described there however. How a binary coding
and multiplication of natural numbers can be constructed with a single deque and category access
with constant upper bound on its amount of computation remains totally unclear. Furthermore
an implementation for this grammar or at least its full abstract declaration have never been given
by Hausser or Applegate.

This section presents a 3-deque C1-LAG for the language ai! that parses in linear time.5 The
first two deques of its sentence-start category are called memory-deques, while the third is called
counter-deque. This grammar is based on the simple concept of writing and copying single symbols
instead of using complex concepts like binary coding or binary multiplication proposed in (Hausser,
1992, footnote 13).

5My thanks go to Björn Beutel for discussing my ideas of a linear 3-deque LAG with me.
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The grammar starts with a category preconstructed for i = 1. Bevor going from i to i + 1 the
content of the sentence-start category follows this scheme: One of the memory-deques contains
ai! and the counter-deque contains ai. As a relict from the last cycle, the other memory-deque
contains a(i−1)!, which is not longer needed an will now be deleted. At this point ai! has been
read. It needs to be read again i times in order to get to a(i+1)!.

cnt-2 r-2

cnt-1

sw
ap

-1 sw
ap

-2

rd-1

r-2

r-1

cnt-2

rd-2

Initial

Final

start rd-1a

cnt-1

Figure 1: The rule-network of the 3-deque C1-LAG for the language ai!

In the cycle doing that, the just emptied memory-deque is filled with (i + 1) times the content
of the other memory-deque containing ai!. The counting of i + 1 (or rather just i as can be seen
below) is done by the counter-deque.

As only i ∗ (i)! a’s are read from input while completing the step from ai! to a(i+1)!, the first
cycle of copying ai! from one memory-deque to the other writes one a for each a read.

After this step is completed and a(i+1)! has been reached, one memory-deque still holds ai!

while the other one (that had been emptied at the start of this step) now holds a(i+1). In the first
cycle of reading aI!, another a has been added to the counter-deque, so it now holds a(i+1).

In the next step (from a(i+1)! to a(i+2)!), the two memory deques swap their function. This
strategy produces a network of rules of rule packages with two almost identical parts, that differ
only in the function of the two memory-deques.

This rule network is shown in figure 1. The first rule start constructs the category for i = 1.
The second rule rd-1a has the same categorial operation as rd-1, but has a different rule packages.

Table 2 contains a schematic representation of the category content when applying the rules of
the grammar in order to give a better understanding of the grammar following in table 3. While
this table shows the whole content of the deques, the grammar only shows the symbols a rule
actually checks. The trivial first two rules of the grammar are not listed in the overview in table
2.

For all rules of the first part of the grammar, the second memory-deque always holds exactly
ai! and a separator symbol (|). In the second part of the grammar, the same holds for the first
memory-deque.

The names of the rules are motivated like this:

swap: this rule swaps the function of the two memory-deques.

cnt: (count) the memory-deque holding ai! has just been completely copied to the other memory-
deque. An a of the counter-deque is moved accordingly.

rd: (read & double) during the first copying of ai! from one memory-deque to the other, aa is
written for every a read. Thereby a(i+1)! can be reconstructed in the emptied memory-deque
though only i ∗ (i)! a’s are read from input.
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swap1



〈| a(i−1)!〉

〈ai!〉
〈| ai〉


 < a > ⇒




〈aa〉
〈ai!−1 | a〉
〈ai−1 | aa〉


 , {rd2, cnt2}

cnt1




〈a(n+1)(i!)〉
〈| ai!〉

〈ai−n | an+1〉


 < a > ⇒




〈a(n+1)(i!)+1〉
〈ai!−1 | a〉

〈ai−n−1 | an+2〉


 , {r1}

rd1




〈a(2i!)+2m〉
〈ai!−m | am〉
〈ai−1 | aa〉


 < a > ⇒




〈a(2(i!)+2(m+1)〉
〈ai!−m−1 | am+1〉

〈ai−1 | aa〉


 , {rd1, cnt1}

r1



〈a(n+1)(i!)+m〉
〈ai!−m | am〉
〈ai−n | an+1〉


< a > ⇒



〈a(n+1)(i!)+m+1)〉
〈ai!−m−1 | am+1〉
〈ai−n | an+1〉


 , {r1, cnt1, swap1}

swap2




〈ai!〉
〈a(i−1)!〉
〈| ai〉


 < a > ⇒



〈| ai!−1 | a〉

〈aa〉
〈ai−1 | aa〉


 , {rd1, cnt1}

cnt2




〈| ai!〉
〈a(n+1)(i!)〉

〈ai−n | an+1〉


 < a > ⇒




〈ai!−1 | a〉
〈a(n+1)(i!)+1〉

〈ai−n−1 | an+2〉


 , {r2}

rd2



〈ai!−m | am〉
〈a(2i!)+2m〉
〈ai−1 | aa〉


 < a > ⇒



〈ai!−m−1 | am+1〉
〈a(2(i!)+2(m+1)〉
〈ai−1 | aa〉


 , {rd2, cnt2}

r2



〈ai!−m | am〉
〈a(n+1)(i!)+m〉
〈ai−n | an+1〉


< a > ⇒



〈ai!−m−1 | am+1〉
〈a(n+1)(i!)+m+1)〉
〈ai−n | an+1〉


 , {r2, cnt2, swap2}

Table 2: Schematic representation of the category content for the rules of the 3-deque C1-LAG
for ai!

Table 3 holds a 3-deque C1-LAG for the language ai!. All of its rules have constant patterns
for category access. Maximally two symbols from the left and/or right end of any deque are being
checked. Furthermore none of the rule packages contains a pair of rules with compatible input
conditions.

The rules rdi und ri (i ∈ {1, 2}) need an a as the first symbol in one of the memory deques,
while the four rules cnti und swapi need the separator symbol | at the same location. The four
pairs ri und cnti and rdi und cnti thus all have also incompatible input conditions.

The two rules cnti need an a as the first Symbol of the counter-deque, while the two rules
swapi need the separator Symbol there. Both pairs cnti und swapi thus also have incompatible
input conditions.
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STI :=



〈〉
〈〉
〈〉


 , {start} STF :=



〈X〉
〈Y 〉
〈Z〉


 , rpr1 , rpr2

start



〈〉
〈〉
〈〉


 < a > ⇒



〈a |〉
〈〉

〈| aa〉


 {rd1a}

rd − 1a



〈aX〉
〈Y 〉
〈Z〉


 < a > ⇒



〈Xa〉
〈aa〉
〈Z〉


 {cnt2}

swap1



〈| X〉
〈aY 〉
〈| aZ〉


< a > ⇒




〈aa〉
〈Y | a〉
〈Z | aa〉


 {rd2, cnt2}

cnt1



〈| Xa〉
〈Y 〉
〈aZ〉


< a > ⇒



〈X | a〉
〈Y a〉
〈Za〉


 {r1}

rd1



〈aX〉
〈Y 〉
〈Z〉


 < a > ⇒



〈Xa〉
〈Y aa〉
〈Z〉


 {rd1, cnt1}

r1



〈aX〉
〈Y 〉
〈Z〉


 < a > ⇒



〈Xa〉
〈Y a〉
〈Z〉


 {r1, cnt1, swap1}

swap2



〈aX〉
〈| Y 〉
〈| aZ〉


< a > ⇒



〈X | a〉
〈aa〉

〈Z | aa〉


 {rd1, cnt1}

cnt2




〈X〉
〈| Y a〉
〈aZ〉


< a > ⇒




〈Xa〉
〈Y | a〉
〈Za〉


 {r2}

rd2



〈X〉
〈aY 〉
〈Z〉


 < a > ⇒



〈Xaa〉
〈Y a〉
〈Z〉


 {rd2, cnt2}

r2



〈X〉
〈aY 〉
〈Z〉


 < a > ⇒



〈Xa〉
〈Y a〉
〈Z〉


 {r2, cnt2, swap2}

Table 3: 3-deque C1-LAG for the language ai!
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Verification Tools for Checking some kinds of Testability
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Abstract

A locally testable language L is a language with the property that for some nonnegative
integer k, called the order of local testability, whether or not a word u is in the language L
depends on (1) the prefix and suffix of the word u of length k−1 and (2) the set of intermediate
substrings of length k of the word u. For given k the language is called k-testable. The local
testability has a wide spectrum of generalizations.
A set of procedures for deciding whether or not a language given by its minimal automaton
or by its syntactic semigroup is locally testable, right or left locally testable, threshold lo-
cally testable, strictly locally testable, or piecewise testable was implemented in the package
TESTAS written in C/C++. The bounds on order of local testability of transition graph and
order of local testability of transition semigroup are also found. For given k, the k-testability
of transition graph is verified.
We consider some approaches to verify these procedures and use for this aim some auxil-
iary programs. The approaches are based on distinct forms of presentation of a given finite
automaton and on algebraic properties of the presentation.
New proof and fresh wording of necessary and sufficient conditions for local testability of
deterministic finite automata is presented.

Keywords: deterministic finite automaton, locally testable, algorithm, graph, semigroup

Introduction

The concept of local testability is connected with languages, finite automata, graphs and semi-
groups. It was introduced by McNaughton and Papert (1971) and by Brzozowski and Simon
(1973). Our investigation is based on both graph and semigroup representation of automaton ac-
cepting formal language. Membership of a long text in a locally testable language just depends on
a scan of short subpatterns of the text. It is best understood in terms of a kind of computational
procedure used to classify a two-dimensional image: a window of relatively small size is moved
around on the image and a record is made of the various attributes of the image that are detected
by what is observed through the window. No record is kept of the order in which the attributes
are observed, where each attribute occurs, or how many times it occurs. We say that a class of
images is locally testable if a decision about whether a given image belongs to the class can be
made simply on the basis of the set of attributes that occur.

How many times the attributes are observed is essential in the definition of locally threshold
testable language, but it is considered only for number of occurrences less than given threshold.

The order in which the attributes are observed from left [from right] is essential in the definition
of the left [right] locally testable languages.

The definition of strictly locally testable language differs from definition of locally testable
language only by the length of prefixes and suffixes: in this case they have the same length k as
substrings.

Piecewise testable languages are the finite Boolean combinations of languages of the form
A∗a1A

∗a2A
∗...A∗akA∗ where k ≥ 0, ai is a letter from the alphabet A and A∗ is the free monoid

over A.
A language is piecewise testable iff its syntactic semigroup is J -trivial (distinct elements gen-

erate distinct ideals) (Simon 1975).



The considered languages form subclasses of star-free languages and have a lot of applications.
Regular languages and picture regular languages can be described by help of a strictly locally
testable languages (Birget 1991, Hinz 1990). Local automata (a kind of locally testable automaton)
are heavily used to construct transducers and coding schemes adapted to constrained channels
(Beal Senellart 1998). Locally testable languages are used in the study of DNA and informational
macromolecules in biology (Head 1987).

The locally threshold testable languages (Beauquier Pin 1989) generalize the concept of locally
testable language and have been studied extensively in recent years. An important reason to study
locally threshold testable languages is the possibility of being used in pattern recognition (Ruiz
Espana Garcia 1998). Stochastic locally threshold testable languages, also known as n−grams are
used in pattern recognition, particularly in speech recognition, both in acoustic-phonetics decoding
and in language modelling (Vidal Casacuberta Garcia 1995).

The implementation of algorithms concerning distinct kinds of testability of finite automata
was begun by Caron (1998). Our package TESTAS (testability of automata and semigroups),
written in C/C++, presents most wide list of different kinds of testability. The package contains
a set of procedures for deciding whether or not a language given by its minimal automaton or by
its syntactic semigroup is locally testable, right or left locally testable, threshold locally testable,
strictly locally testable, bilateral locally testable, or piecewise testable. The bounds on order of
local testability of transition graph and order of local testability of transition semigroup are also
found. For given k, the k-testability of transition graph is verified. The transition semigroups of
automata are studied in the package for the first time.

We present in this paper the theoretical background of the algorithms, giving sometimes fresh
wording of results. In particular, we give new short proof for necessary and sufficient conditions
for the local testability of DFA.

The complexity of the algorithms and programs is estimated here in detail.
We consider here some approaches to verify the procedures of the package and use for this aim

some auxiliary programs. The approaches are based on distinct forms of presentation of a given
finite automaton and on the algebraic properties of the presentation.

Preliminaries

Let Σ be an alphabet and let Σ+ denote the free semigroup on Σ. If w ∈ Σ+, let |w| denote
the length of w. Let k be a positive integer. Let ik(w) [tk(w)] denote the prefix [suffix] of w of
length k or w if |w| < k. Let Fk(w) denote the set of factors of w of length k. A language L
is called k-testable if there is an alphabet Σ such that for all u, v ∈ Σ+, if ik−1(u) = ik−1(v),
tk−1(u) = tk−1(v) and Fk(u) = Fk(v), then either both u and v are in L or neither is in L.

An automaton is k-testable if the automaton accepts a k-testable language.
A language L [an automaton A] is locally testable if it is k-testable for some k.
The definition of strictly locally testable language is analogous, only the length of prefix and

suffix is equal to k, in the definition of strongly locally testable language prefix and suffix are
omitted at all.

The number of nodes of the graph Γ is denoted |Γ| .
The direct product of k copies of the graph Γ denoted by Γk consists of states (p1, ...,pk)

where pi from Γ and edges (p1, ...,pk) → (p1σ, ...,pkσ) labeled by σ for every σ from Σ.
A strongly connected component of the graph will be denoted for brevity SCC , a deterministic

finite automaton will be denoted DFA.
A node from a cycle will be called for brevity C − node. C − node can be defined also as a

node that has right unit in the transition semigroup of the automaton.
If an edge p → q is labeled by σ then let us denote the node q as pσ.
We shall write p � q if p = q or the node q is reachable from the node p (there exists a

directed path from p to q).
In the case p � q and q � p we write p ∼ q (that is p and q belong to one SCC).
The graph with only trivial SCC (loops) will be called acyclic.

254



The stabilizer Σ(q) of the node q from Γ is the subset of letters σ ∈ Σ such that any edge from
q labeled by σ is a loop q → q.

Let Γ(Σi) be the directed graph with all nodes from the graph Γ and edges from Γ with labels
only from the subset Σi of the alphabet Σ.

So, Γ(Σ(q)) is a directed graph with nodes from the graph Γ and edges from Γ that are labeled
by letters from stabilizer of q.

A semigroup without non-trivial subgroups is called aperiodic.
A semigroup S has a property ρ locally if for any idempotent e ∈ S the subsemigroup eSe has

the property ρ.
So, a semigroup S is called locally idempotent if eSe is an idempotent subsemigroup for any

idempotent e ∈ S.

Complexity Measures

The state complexity of the transition graph Γ of a deterministic finite automaton is equal to the
number of his nodes |Γ|. The measures of the complexity of the transition graph Γ are connected
also with the sum of the numbers of the nodes and the edges of the graph a and the size of the
alphabet g of the labels on the edges (the number of generators of the transition semigroup). The
value of a can be considered sometimes as a product (g + 1)|Γ|. Let us notice that (g + 1)|Γ| ≥ a.

The input of the graph programs of the package is a rectangular table: nodes X labels. So
the space complexity of the algorithms considering the transition graph of an automaton is not
less than |Γ|g. The graph programs use usually a table of reachability defined on the nodes of the
graph. The table of reachability is a square table and so we have |Γ|2 space complexity.

The number of the nodes of Γk is |Γ|k, the alphabet is the same as in Γ. So the sum of
the numbers of the nodes and the edges of the graph Γk is not greater than (g + 1)|Γ|k. Some
algorithms of the package use the powers Γ2, Γ3 and even Γ4. So the space complexity of the
algorithms reaches in these cases |Γ|2g, |Γ|3g or |Γ|4g.

The main measure of complexity for semigroup S is the size of the semigroup |S| denoted by n.
Important characteristics are also the number of generators (size of alphabet) g and the number
of idempotents i .

The input of the semigroup programs of the package is the Cayley graph of the semigroup
presented by a rectangular table: elements X generators. So the space complexity of the algorithms
considering the transition semigroup of an automaton is not less than O(ng). Algorithms of the
package dealing with the transition semigroup of an automaton use the multiplication table of the
semigroup of O(n2) space. Another arrays used by the package present subsemigroups or subsets
of the transition semigroup. So we have usually O(n2) space complexity.

1 Verification Tools of the Package

A deterministic finite automaton can be presented by its syntactic semigroup or by the transition
graph of the automaton. The package TESTAS includes programs that analyze:

1) an automaton of the language presented by oriented labeled graph;
2) an automaton of the language presented by its syntactic semigroup.
Some auxiliary programs ensure verification of the algorithms used in the package.
An important verification tool is the possibility to study both transition graph and transition

semigroup of a given automaton and compare the results. The algorithms for graphs and for
semigroups are completely different.

An auxiliary program, written in C, finds the syntactic semigroup from the transition graph
of the automaton. The program finds distinct mappings of the graph of the automaton induced
by the letters of the alphabet of the labels. Any two mappings must to be compared, so we have
O(n(n − 1)/2) steps. These mappings form the set of semigroup elements. The set of generators
coincides usually with the alphabet of the labels, but in some singular cases a proper subset of
the alphabet is obtained. On this way, the syntactic semigroup of the automaton and the minimal
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set of semigroup generators is constructed. The time complexity of the considered procedure is
O(|Γ|gn2) with O(|Γ|n) space complexity.

Let us notice that the size of the syntactic semigroup is in general not polynomial in the size
of the transition graph. For example, let us consider a graph with 28 nodes and 33 edges (Kim
McNaughton McCloskey 1991) and the following modification of this graph (Trahtman 2000a)
obtained by adding one edge.
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The syntactic semigroup of given automaton has over 22 thousand elements. The verifying of
local testability and finding the order of local testability for this semigroup needs an algorithm
of O(n2) time complexity (Trahtman 1998). So in semigroup case, we have O(221262) time
complexity for both checking the local testability and finding the order.

In the graph case, checking the local testability needs an algorithm of O(2822) time complexity
(Kim McNaughton 1994, Trahtman 2001), but the finding the order of local testability is in general
non-polynomial (Kim McNaughton 1994). However, in our case, the subprogram that finds the
lower and upper bounds for the order of local testability finds equal lower and upper bounds and
therefore gives the final answer for the graph more fast. The time complexity of the subprogram is
O(|Γ|2g) (Trahtman 2000b), whence the algorithm in this case is polynomial and has only O(2822)
time complexity.

In many cases the difference between the size of the semigroup and the graph is not so great
in spite of the fact that the size of the syntactic semigroup is in general not polynomial in the size
of the transition graph. Therefore the passage to the syntactic semigroup is useful because the
semigroup algorithms are in many cases more simple and more rapid.

The checking of the algorithms is based also on the fact that some of the considered objects
form a variety (quasivariety, pseudovariety) and therefore they are closed under direct product. For
instance, k-testable semigroups form variety (Zalcstein 1973), locally threshold testable semigroups
(Beauquier Pin 1989) and piecewise testable semigroups (Simon 1975) form pseudovariety. Left
[right] locally testable semigroups form quasivariety because they are locally idempotent and
satisfy locally some identities (Garcia Ruiz 2000). Let us mention also Eilenberg classical variety
theorem (Eilenberg 1976).

Two auxiliary programs, written in C, that find the direct product of two semigroups and of
two graphs belong to the package. The input of the semigroup program consists of two semigroups
presented by their Cayley graph with generators at the beginning of the element list. The result
is presented in the same form and the set of generators of the result is placed in the beginning of
the list of elements. The number of generators of the result is n1g2 + n2g1 − g1g2 where ni is the
size of the i-th semigroup and gi is the number of its generators.

The components of the direct product of graphs are considered as graphs with common alphabet
of edge labels. The labels of both graphs are identified according to their order. The number of
labels is not necessarily the same for both graphs, but the result alphabet uses only common labels
from the beginning of both alphabets.

Big size semigroups and graphs with predesigned properties can be obtained by help of these
programs. Any direct power of a semigroup or graph keeps important properties of the origin.

For example, let us consider the following semigroup
A2 =< a, b| aba = a, bab = b, a2 = a, b2 = 0 >
It is a 5-element 0-simple semigroup, A2 = {a, b, ab, ba, 0}, only b is not an idempotent. The

key role of the semigroup A2 in the theory of locally testable semigroups explains the following
theorem:

256



Theorem 1.1 (Trahtman 1999) The semigroup A2 generates the variety of 2-testable semigroups.
Every k-testable semigroup is a (k − 1)-nilpotent extension of a 2-testable semigroup.

Any variety of semigroups is closed in particular under direct product. Therefore any direct
power of a semigroup A2 is 2-testable, locally testable, threshold locally testable, left and right
locally testable, locally idempotent. These properties can be checked by the package.

The possibility to use distinct independent algorithms of different nature with various measures
of complexity to the same object gives us a powerful verification tool.

2 Background of the Algorithms

2.1 The Necessary and Sufficient Conditions of Local Testability

for DFA

Local testability plays an important role in the study of distinct kinds of star-free languages.
Necessary and sufficient conditions of local testability for reduced deterministic finite automaton
were found by Kim, McNaughton and McCloskey (1991).

Let us present a new short proof and fresh wording of these conditions:

Theorem 2.1 Reduced DFA A with state transition graph Γ and transition semigroup S is
locally testable iff for any C-node (p,q) of Γ2 such that p � q we have

1. If q � p then p = q.
2. For any s ∈ S holds ps � q iff qs � q.

Proof. Suppose A is locally testable. Then the transition semigroup S of the automaton
is finite, aperiodic and for any idempotent e ∈ S the subsemigroup eSe is commutative and
idempotent (Zalcstein 1973).

Let us consider the C-node (p,q) from Γ2 such that p � q. Then for some element e ∈ S
we have qe = q and pe = p. We have qei = q, pei = p for any integer i. Therefore in view of
aperiodity and finiteness of S we can consider e as an idempotent. Let us notice that for some a
from S we have pa = q.

Suppose first that q � p. Then for some b from S we have qb = p. Hence, peae = q, qebe = p.
So p = peaebe = p(eaebe)i for any integer i. There exists a natural number n such that in the finite
aperiodic semigroup S we have (eae)n = (eae)n+1. Commutativity of eSe implies eaeebe = ebeeae.
We have p = peaebe = p(eaeebe)n = p(eae)n(ebe)n = p(eae)n+1(ebe)n = p(eae)n(ebe)neae =
peae = q. So p = q. Thus the condition 1 holds.

Let us go to the second condition. For every s from S we have pes = ps and qes = qs.
If we assume that ps � q, then for some b from S holds psb = q, whence pesbe = q. In

idempotent subsemigroup eSe we have esbe = (esbe)2. Therefore qesbe = p(esbe)2 = pesbe = q
and qes = qs � q.

If we assume now that qs � q, then for some d holds qsde = q. So qsde = qesde = q
and peaesde = q. The subsemigroup eSe is commutative, therefore eaeesde = esdeeae. So
peaesde = pesdeae = q. Hence, ps = pes � q.

Suppose now that the conditions 1 and 2 are valid for any C-node from Γ2 such that his second
component is successor of the first. We must to prove that the subsemigroup eSe is idempotent
and commutative for any idempotent e from transition semigroup S.

Let us consider an arbitrary node p from Γ and an arbitrary element s from S such that
the node pese exists. The node (pe,pese) is a C-node from Γ2 and pe � pese. We have
(pe,pese)ese = (pese,p(ese)2). Therefore, by condition 2, p(ese)2 � pese and the node p(ese)2

exists too. The node (pese,p(ese)2) is a C-node from Γ2, whence by condition 1, pese = p(ese)2.
The node p is an arbitrary node, therefore ese = (ese)2. Thus the semigroup eSe is an idempotent
subsemigroup.

Let us consider now arbitrary elements a, b from idempotent subsemigroup eSe and an arbitrary
node p such that the node pab exists. We have ab = (ab)2 and pab = pabab. So, paba � pab,
whence paba ∼ pab. The node (paba,pab) is a C-node from Γ2, whence, by condition 1, paba =
pab. Therefore pabba = pab in view of b2 = b.
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Notice that (p,pab) � (pba,pabba) in Γ2. In view of pabba = pab and the condition 2, we
have pba � pab. Therefore the node pba exists.

We can prove now analogously that pab � pba, whence pba ∼ pab. Because the node (pba,pab)
is a C-node, we have, by the condition 1, pba = pab. So eSe is commutative.

Let us go to the algorithms for local testability and to measures of complexity of the algorithms.
Polynomial-time algorithm for the local testability problem for the transition graph (Trahtman
2001) of order O(a2) (or O((|Γ|2g) ) is implemented in the package TESTAS. The space complexity
of the algorithm is also O((|Γ|2g). A polynomial-time algorithm of O(|Γ|2g) time and of O(|Γ|2g)
space is used for finding the bounds on order of local testability for a given transition graph of
the automaton (Trahtman 2000b, Trahtman 2000a). An algorithm of worst case O(|Γ|3g) time
complexity and of O(|Γ|2g) space complexity checked the 2-testability (Trahtman 2000b). The 1-
testability is verified by help of algorithm (Kim McNaughton 1994) of order O(|Γ|g2). Checking the
k-testability for fixed k is polynomial but growing with k. For checking the k-testability (Trahtman
2000b), we use an algorithm of worst case asymptotic cost O(|Γ|3gk−1) of time complexity with
O(|Γ|2g) space complexity. The time complexity of the last algorithm is growing with k and on
this way we obtain non-polynomial algorithm for finding the order of local testability. However,
k is not greater than loggM where M is the maximal size of the integer in the computer memory.

2.2 The Necessary and Sufficient conditions of Local Testability

for Finite Semigroup

The best known description of necessary and sufficient conditions of local testability was found
independently by Brzozowski and Simon (1973), McNaughton (1974) and Zalcstein (1973):

Finite semigroup S is locally testable iff its subsemigroup eSe is commutative and idempotent
for any idempotent e ∈ S.

The class of k-testable semigroups forms a variety (Zalcstein 1973). This variety has a finite
base of identities (Trahtman 1999). The variety of 2-testable semigroups is generated by 5-element
semigroup and any k-testable semigroup is a nilpotent extension of 2-testable semigroup (Trahtman
1999).

We present here necessary and sufficient conditions of local testability of semigroup in new
form and from another point of view.

Theorem 2.2 For finite semigroup S, the following four conditions are equivalent:
1) S is locally testable.
2)eSe is 1-testable for every idempotent e ∈ S (eSe is commutative and idempotent).
3) Se [eS] is 2-testable for every idempotent e ∈ S.
4) SeS is 2-testable for every idempotent e ∈ S.

Proof. Equivalency of 1) and 2) is well known (Brzozowski Simon 1973, McNaughton 1974,
Zalcstein 1973).

3) → 2). Se satisfies identities of 2-testability: xyx = xyxyx, x2 = x3, xyxzx = xzxyx
(Trahtman 1999), whence ese = eseese and eseete = eteese for any idempotent e ∈ S and for any
s, t ∈ S. Therefore eSe is commutative and idempotent.

2) → 4). Identities of 1-testability in eSe may be presented in the following form
exe=exexe, exeye=eyexe

for arbitrary x, y ∈ S. Therefore for any u, v, w divided by e we have
uu=uuu, uvu=uvuvu, uvuwu=uwuvu

So identities of 2-testability are valid in SeS.
4) → 3). Se ⊆ SeS, whence identities SeS are valid in Se.

Let us go now to the semigroup algorithms. The situation here is more favorable than in
graphs. We implement in the package TESTAS a polynomial-time algorithms of O(n2) time and
space complexity for local testability problem and for finding the order of local testability for a
given semigroup (Trahtman 1998). In spite of the fact that the last algorithm is more complicated
and essentially more prolonged, the time complexity of both algorithms is the same.
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The verification of associative low needs algorithm of O(n3) time complexity. Some modifica-
tion of this algorithm known as Light test (Lidl Pilz 1984) works in O(n2g) time. The equality
(aj)b = a(jb) where a, b are elements and j is a generator is tested in this case. This algo-
rithm is used also in the package TESTAS. Relatively small gruppoids are checked by the package
automatically, verification of big size objects can be omitted by user.

2.3 Threshold Local Testability

Let Σ be an alphabet and let Σ+ denote the free semigroup on Σ. If w ∈ Σ+, let |w| denote
the length of w. Let k be a positive integer. Let ik(w) [tk(w)] denote the prefix [suffix] of w of
length k or w if |w| < k. Let Fk,j(w) denote the set of factors of w of length k with at least j
occurrences. A language L is called l-threshold k-testable if for all u, v ∈ Σ+, if ik−1(u) = ik−1(v),
tk−1(u) = tk−1(v) and Fk,j(u) = Fk,j(v) for all j ≤ l, then either both u and v are in L or neither
is in L.

An automaton is l-threshold k-testable if the automaton accepts a l-threshold k-testable lan-
guage.

A language L [an automaton A] is locally threshold testable if it is l-threshold k-testable for
some k and l.

The syntactic characterization of locally threshold testable languages was given by Beauquier
and Pin (1989). Necessary and sufficient conditions of local threshold testability for the transition
graph of DFA (Trahtman 2001, Trahtman 2003) follow from their result. First polynomial-time
algorithm for the local threshold testability problem for the transition graph of the language used
previously in the package was based on the necessary and sufficient conditions from (Trahtman
2001). The time complexity of this graph algorithm was O(|Γ|5g) with O(|Γ|4g) space. This
algorithm is replaced now in the package TESTAS by a new algorithm of worst case asymptotic
cost O(|Γ|4g) of the time complexity (Trahtman 2003). The algorithm works as a rule more
quickly. The space complexity of the new algorithm is O(|Γ|3g). The algorithm is based on the
following concepts and result.

Définition 2.3 Let p,q, r1 be nodes of graph Γ such that (p, r1) is a C-node, p � q and for
some node r (q, r) is a C-node and p � r � r1.

For such nodes p,q, r1 let T 3SCC(p,q, r1) be the SCC of Γ containing the set
T (p,q, r1) := {t |(p, r1) � (q, t), q � t and (q, t) is a C-node}

�r1

r
b

b

��������
�

�

�

� q��������

�p

� t

�

�

�

�

�

	




�
e

f �

�

�

�
i

� t ∈ T 3SCC(p,q, r1)

T 3SCC is not well defined in general case, but an another situation holds for local threshold
testability.

Theorem 2.4 (Trahtman 2003) DFA A with state transition complete graph Γ (or completed by
sink state) is locally threshold testable iff

1)for every C-node (p,q) of Γ2 p ∼ q implies p = q,
2)for every four nodes p,q, t, r1 of Γ such that

• the node (p, r1) is a C-node,

• (p, r1) � (q, t),

• there exists a node r such that p � r � r1 and (r, t) is a C − node

holds q � t.
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3)every T 3SCC is well defined,
4)for every four nodes p,q, r,q1 of Γ such that

• the nodes (p,q1) and (q, r) are C-nodes of the graph Γ2,

• p � q and p � r,

• there exists a node r1 such that (q, r) � (q1, r1) and (p, r1) is a C-node

holds T 3SCC(p,q, r1) = T 3SCC(p, r,q1).
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The algorithm for semigroups is based on the following modification of Beauquier and Pin
((1989) result:

Theorem 2.5 A language L is locally threshold testable if and only if the syntactic semigroup S
of L is aperiodic and for any two idempotents e, f and elements a, u, b of S we have eafuebf =
ebfueaf .

The direct use of this theorem gives us only O(n5) time complexity algorithm, but there exists
a way to reduce the time. So the time complexity of the semigroup algorithm is O(n3) with O(n2)
space complexity (Trahtman 2001).

2.4 Right [Left] Local Testability

Let Σ be an alphabet and let Σ+ denote the free semigroup on Σ. If w ∈ Σ+, let |w| denote the
length of w. Let k be a positive integer. Let ik(w) [tk(w)] denote the prefix [suffix] of w of length
k or w if |w| < k. Let Fk(w) denote the set of factors of w of length k. A language L is called
right [left] k-testable if for all u, v ∈ Σ+, if ik−1(u) = ik−1(v), tk−1(u) = tk−1(v), Fk(u) = Fk(v)
and the order of appearance of these factors in prefixes [suffixes] in the word coincide, then either
both u and v are in L or neither is in L.

An automaton is right [left] k-testable if the automaton accepts a right [left] k-testable language.
A language L [an automaton A] is right [left] locally testable if it is right [left] k-testable for

some k.
Right [left] local testability was introduced and studied by König (1985) and by Garcia and

Ruiz (2000). Algorithms for right local testability, for left local testability for the transition graph
and corresponding algorithm for the transition semigroup of an automaton (Trahtman 2002) used
in the package TESTAS are based on the results of the paper (Garcia Ruiz 2000). The time
complexity of the semigroup algorithm for both left and right local testability is O(ni). The left
and right locally testable semigroups are locally idempotent. The package TESTAS checks also
local idempotency and the time of corresponding simple algorithm is O(ni) (Trahtman 2002).

The situation in the case of the transition graph is more complicated. The algorithms for
right and left local testability for the transition graph are essentially distinct, moreover, the time
complexity of algorithms differs. The left local testability algorithm for the transition graph
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needs the algorithm for local idempotency. Thus the graphs of automata with locally idempotent
transition semigroup (Trahtman 2002) are checked by the package too and the time complexity
of the algorithm is O(|Γ|3g) (Trahtman 2002). The graph algorithm for the left local testability
problem needs in the worst case O(|Γ|3g) time and O(|Γ|3g) space (Trahtman 2002).

The following two theorems illustrate the difference between necessary and sufficient conditions
for right and left local testability in the case of the transition graph.

Theorem 2.6 (Trahtman 2002) Let S be transition semigroup of a deterministic finite automaton
with state transition graph Γ.

Then S is left locally testable iff
1. S is locally idempotent,
2. for any C-node (p,q) of Γ2 such that p � q and for any s ∈ S we have ps � q iff qs � q

and
3. If for arbitrary nodes p,q, r ∈ Γ the node (p,q, r) is C-node of Γ3, (p, r) � (q, r) and

(p,q) � (r,q) in Γ2, then r = q.
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The graph Γ3 is used in the theorem. However, the following theorem for right local testability
does not use it.

Theorem 2.7 (Trahtman 2002) Let S be transition semigroup of deterministic finite automaton
with state transition graph Γ. Then S is right locally testable iff

1. for any C-node (p,q) from Γ2 such that p ∼ q holds p = q.
2. for any C-node (p,q) ∈ Γ2 and s ∈ S from ps � q follows qs � q.

The time complexity of the graph algorithm for the right local testability problem is O(|Γ|2g)
(Trahtman 2002). This algorithm has O(|Γ|2g) space complexity. The last algorithm does not call
the test of local idempotency used only for the left local testability problem.

2.5 Piecewise Testability

Piecewise testable languages introduced by Simon are finite boolean combinations of the languages
of the form A∗a1A

∗a2A
∗...A∗akA∗ where k ≥ 0, ai is a letter from the alphabet A and A∗ is a

free monoid over A (Simon 1975).
An efficient algorithm for piecewise testability implemented in the package is based on the

following theorem:

Theorem 2.8 (Trahtman 2001) Let L be a regular language over the alphabet Σ and let Γ be a
minimal automaton accepting L. The language L is piecewise testable if and only if the following
conditions hold

(i) Γ is a directed acyclic graph;
(ii) for any node p the maximal connected component C of the graph Γ(Σ(p)) such that p ∈ C

has a unique maximal state.

The time complexity of the algorithm is O(|Γ|2g). The space complexity of the algorithm
is O(a). The algorithm used linear test of acyclicity of the graph. The test can be executed
separately. The considered algorithm essentially improves similar algorithm to verify piecewise
testability of DFA of order O(|Γ|5g) described by Stern (1985) and implemented by Caron (1998).
All considered algorithms are based on some modifications of results from the paper (Simon 1975).

Not complicated algorithm for the transition semigroup of an automaton verifies piecewise
testability of the semigroup in O(n2) time and space. The algorithm uses the following theorem
(recall that xω denotes an idempotent power of the element x).
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Theorem 2.9 (Simon 1975) Finite semigroup S is piecewise testable iff S is aperiodic and for
any two elements x, y ∈ S holds

(xy)ωx = y(xy)ω = (xy)ω
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Twente Workshops
on Language Technology

The TWLT workshops are organised by the PARLEVINK project of the University of Twente.
The first workshop was held in Enschede, the Netherlands on March 22, 1991. The workshop
was attended by about 40 participants. The contents of the proceedings are given below.

Proceedings Twente Workshop on Language Technology 1 (TWLT 1)
Tomita’s Algorithm: Extensions and Applications

Eds. R. Heemels, A. Nijholt & K. Sikkel, 103 pages.

Preface and Contents
A. Nijholt (University of Twente, Enschede.) (Generalised) LR Parsing: From Knuth to Tomita.
R. Leermakers (Philips Research Labs, Eindhoven.) Recursive Ascent Parsing.
H. Harkema & M. Tomita (University of Twente, Enschede & Carnegie Mellon University, Pittsburgh)

A Parsing Algorithm for Non-Deterministic Context-Sensitive Languages.
G.J. van der Steen (Vleermuis Software Research, Utrecht) Unrestricted On-Line Parsing and Transduc-

tion with Graph Structured Stacks.
J. Rekers & W. Koorn (CWI, Amsterdam & University of Amsterdam, Amsterdam) Substring Parsing for

Arbitrary Context-Free Grammars.
T. Vosse (NICI, Nijmegen.) Detection and Correction of Morpho-Syntactic Errors in Shift-Reduce Pars-

ing.
R. Heemels (Océ Nederland, Venlo) Tomita’s Algorithm in Practical Applications.
M. Lankhorst (University of Twente, Enschede) An Empirical Comparison of Generalised LR Tables.
K. Sikkel (University of Twente, Enschede) Bottom-Up Parallellization of Tomita’s Algorithm.

The second workshop in the series (TWLT 2) has been held on November 20, 1991. The work-
shop was attended by more than 70 researchers from industry and university. The contents of the
proceedings are given below.

Proceedings Twente Workshop on Language Technology 2 (TWLT 2)
Linguistic Engineering: Tools and Products.

Eds. H.J. op den Akker, A. Nijholt & W. ter Stal, 115 pages.

Preface and Contents
A. Nijholt (University of Twente, Enschede) Linguistic Engineering: A Survey.
B. van Bakel (University of Nijmegen, Nijmegen) Semantic Analysis of Chemical Texts.
G.J. van der Steen & A.J. Dijenborgh (Vleermuis Software Research, Utrecht) Lingware: The Transla-

tion Tools of the Future.
T. Vosse (NICI, Nijmegen) Detecting and Correcting Morpho-syntactic Errors in Real Texts.
C. Barkey (TNO/ITI, Delft) Indexing Large Quantities of Documents Using Computational Linguistics.
A. van Rijn (CIAD/Delft University of Technology, Delft) A Natural Language Interface for a Flexible

Assembly Cell.



J. Honig (Delft University of Technology, Delft) Using Deltra in Natural Language Front-ends.
J. Odijk (Philips Research Labs, Eindhoven) The Automatic Translation System ROSETTA3.
D. van den Akker (IBM Research, Amsterdam) Language Technology at IBM Nederland.
M.-J. Nederhof, C.H.A. Koster, C. Dekkers & A. van Zwol (University of Nijmegen, Nijmegen) The

Grammar Workbench: A First Step Toward Lingware Engineering.

The third workshop in the series (TWLT 3) was held on May 12 and 13, 1992. Contrary to the
previous workshops it had an international character with eighty participants from the U.S.A.,
India, Great Britain, Ireland, Italy, Germany, France, Belgium and the Netherlands. The proceed-
ings were available at the workshop. The contents of the proceedings are given below.

Proceedings Twente Workshop on Language Technology 3 (TWLT 3)
Connectionism and Natural Language Processing.

Eds. M.F.J. Drossaers & A. Nijholt, 142 pages.

Preface and Contents
L.P.J. Veelenturf (University of Twente, Enschede) Representation of Spoken Words in a Self-Organising

Neural Net.
P. Wittenburg & U. H. Frauenfelder (Max-Planck Institute, Nijmegen) Modelling the Human Mental

Lexicon with Self-Organising Feature Maps.
A.J.M.M. Weijters & J. Thole (University of Limburg, Maastricht) Speech Synthesis with Artificial

Neural Networks.
W. Daelemans & A. van den Bosch (Tilburg University, Tilburg) Generalisation Performance of Back

Propagation Learning on a Syllabification Task.
E.-J. van der Linden & W. Kraaij (Tilburg University, Tilburg) Representation of Idioms in Connec-

tionist Models.
J.C. Scholtes (University of Amsterdam, Amsterdam) Neural Data Oriented Parsing.
E.F. Tjong Kim Sang (University of Groningen, Groningen) A connectionist Representation for Phrase

Structures.
M.F.J. Drossaers (University of Twente, Enschede) Hopfield Models as Neural-Network Acceptors.
P. Wyard (British Telecom, Ipswich) A Single Layer Higher Order Neural Net and its Application to

Grammar Recognition.
N.E. Sharkey & A.J.C. Sharkey (University of Exeter, Exeter) A Modular Design for Connectionist

Parsing.
R. Reilly (University College, Dublin) An Exploration of Clause Boundary Effects in SRN Representa-

tions.
S.M. Lucas (University of Essex, Colchester) Syntactic Neural Networks for Natural Language Process-

ing.
R. Miikkulainen (University of Texas, Austin) DISCERN: A Distributed Neural Network Model of Script

Processing and Memory.

The fourth workshop in the series has been held on September 23, 1992. The theme of this
workshop was ”Pragmatics in Language Technology”. Its aim was to bring together the several
approaches to this subject: philosophical, linguistic and logic. The workshop was visited by more



than 50 researchers in these fields, together with several computer scientists. The contents of the
proceedings are given below.

Proceedings Twente Workshop on Language Technology 4 (TWLT 4)
Pragmatics in Language Technology

Eds. D. Nauta, A. Nijholt & J. Schaake, 114 pages.

Preface and Contents
D. Nauta, A. Nijholt & J. Schaake (University of Twente, Enschede) Pragmatics in Language technol-

ogy: Introduction.
Part 1: Pragmatics and Semiotics
J. van der Lubbe & D. Nauta (Delft University of Technology & University of Twente, Enschede) Semi-

otics, Pragmatism, and Expert Systems.
F. Vandamme (Ghent) Semiotics, Epistemology, and Human Action.
H. de Jong & W. Werner (University of Twente, Enschede) Separation of Powers and Semiotic Pro-

cesses.
Part 2: Functional Approach in Linguistics
C. de Groot (University of Amsterdam) Pragmatics in Functional Grammar.
E. Steiner (University of Saarland, Saarbrücken) Systemic Functional Grammar.
R. Bartsch (University of Amsterdam) Concept Formation on the Basis of Utterances in Situations.
Part 3: Logic of Belief, Utterance, and Intention
J. Ginzburg (University of Edinburgh) Enriching Answerhood and Truth: Questions within Situation

Semantics.
J. Schaake (University of Twente, Enschede) The Logic of Peirce’s Existential Graphs.
H. Bunt (Tilburg University) Belief Contexts in Human-Computer Dialogue.

The fifth workshop in the series took place on 3 and 4 June 1993. It was devoted to the topic
”Natural Language Interfaces”. The aim was to provide an international platform for commerce,
technology and science to present the advances and current state of the art in this area of research.

Proceedings Twente Workshop on Language Technology 5 (TWLT 5)
Natural Language Interfaces

Eds. F.M.G. de Jong & A. Nijholt, 124 pages.

Preface and Contents
F.M.G. de Jong & A. Nijholt (University of Twente) Natural Language Interfaces: Introduction.
R. Scha (University of Amsterdam) Understanding Media: Language vs. Graphics.
L. Boves (University of Nijmegen) Spoken Language Interfaces.
J. Nerbonne (University of Groningen) NL Interfaces and the Turing Test.
K. Simons (Digimaster, Amstelveen) ”Natural Language”: A Working System.
P. Horsman (Dutch National Archives, The Hague) Accessibility of Archival Documents.
W. Sijtsma & O. Zweekhorst (ITK, Tilburg) Comparison and Review of Commercial Natural Language

Interfaces.
J. Schaake (University of Twente) The Reactive Dialogue Model: Integration of Syntax, Semantics, and

Pragmatics in a Functional Design.



D. Speelman (University of Leuven) A Natural Language Interface that Uses Generalised Quantifiers.
R.-J. Beun (IPO, Eindhoven) The DENK Program: Modeling Pragmatics in Natural Language Interfaces.
W. Menzel (University of Hamburg) ASL: Architectures for Speech and Language Processing
C. Huls & E. Bos (NICI, Nijmegen) EDWARD: A Multimodal Interface.
G. Neumann (University of Saarbrücken) Design Principles of the DISCO system.
O. Stock & C. Strapparava (IRST, Trento) NL-Based Interaction in a Multimodal Environment.

The sixth workshop in the series took place on 16 and 17 December 1993. It was devoted to
the topic ”Natural Language Parsing”. The aim was to provide an international platform for
technology and science to present the advances and current state of the art in this area of research,
in particular research that aims at analysing real-world text and real-world speech and keyboard
input.

Proceedings Twente Workshop on Language Technology 6 (TWLT 6)
Natural Language Parsing: Methods and Formalisms

Eds. K. Sikkel & A. Nijholt, 190 pages.

Preface and Contents
A. Nijholt (University of Twente) Natural Language Parsing: An Introduction.
V. Manca (University of Pisa) Typology and Logical Structure of Natural Languages.
R. Bod (University of Amsterdam) Data Oriented Parsing as a General Framework for Stochastic Lan-

guage Processing.
M. Stefanova & W. ter Stal (University of Sofia / University of Twente) A Comparison of ALE and

PATR: Practical Experiences.
J.P.M. de Vreught (University of Delft) A Practical Comparison between Parallel Tabular Recognizers.
M. Verlinden (University of Twente) Head-Corner Parsing of Unification Grammars: A Case Study.
M.-J. Nederhof (University of Nijmegen) A Multi-Disciplinary Approach to a Parsing Algorithm.
Th. Stürmer (University of Saarbrücken) Semantic-Oriented Chart Parsing with Defaults.
G. Satta (University of Venice) The Parsing Problem for Tree-Adjoining Grammars.
F. Barthélemy (University of Lisbon) A Single Formalism for a Wide Range of Parsers for DCGs.
E. Csuhaj-Varjú & R. Abo-Alez (Hungarian Academy of Sciences, Budapest) Multi-Agent Systems in

Natural Language Processing.
C. Cremers (University of Leiden) Coordination as a Parsing Problem.
M. Wirén (University of Saarbrücken) Bounded Incremental Parsing.
V. Kubon & M. Platek (Charles University, Prague) Robust Parsing and Grammar Checking of Free

Word Order Languages.
V. Srinivasan (University of Mainz) Punctuation and Parsing of Real-World Texts.
T.G. Vosse (University of Leiden) Robust GLR Parsing for Grammar-Based Spelling Correction.

The seventh workshop in the series took place on 15 and 16 june 1994. It was devoted to the
topic ”Computer-Assisted Language Learning” (CALL). The aim was to present both the state
of the art in CALL and the new perspectives in the research and development of software that
is meant to be used in a language curriculum. By the mix of themes addressed in the papers



and demonstrations, we hoped to bring about the exchange of ideas between people of various
backgrounds.

Proceedings Twente Workshop on Language Technology 7 (TWLT 7)
Computer-Assisted Language Learning

Eds. L. Appelo, F.M.G. de Jong, 133 pages.

Preface and Contents
L.Appelo, F.M.G. de Jong (IPO / University of Twente) Computer-Assisted Language Learning: Prole-

gomena
M. van Bodegom (Eurolinguist Language House, Nijmegen, The Netherlands) Eurolinguist test: An

adaptive testing system.
B. Cartigny (Escape, Tilburg, The Netherlands) Discatex CD-ROM XA.
H.Altay Guvenir, K. Oflazer (Bilkent University, Ankara) Using a Corpus for Teaching Turkish Mor-

phology.
H. Hamburger (GMU, Washington, USA) Viewpoint Abstraction: a Key to Conversational Learning.
J. Jaspers, G. Kanselaar, W. Kok (University of Utrecht, The Netherlands) Learning English with It’s

English.
G. Kempen, A. Dijkstra (University of Leiden, The Netherlands) Towards an integrated system for

spelling, grammar and writing instruction.
F. Kronenberg, A. Krueger, P. Ludewig (University of Osnabruek, Germany) Contextual vocabulary

learning with CAVOL.
S. Lobbe (Rotterdam Polytechnic Informatica Centrum, The Netherlands) Teachers, Students and IT: how

to get teachers to integrate IT into the (language) curriculum.
J. Rous, L. Appelo (Institute for Perception Research, Eindhoven, The Netherlands) APPEAL: Interac-

tive language learning in a multimedia environment.
B. Salverda (SLO, Enschede, The Netherlands) Developing a Multimedia Course for Learning Dutch as

a Second Language.
C. Schwind (Universite de Marseille, France) Error analysis and explanation in knowledge based lan-

guage tutoring.
J. Thompson (CTI, Hull, United Kingdom/EUROCALL) TELL into the mainstream curriculum.
M. Zock (Limsi, Paris, France) Language in action, or learning a language by whatching how it works.

The eighth workshop in the series took place on 1 and 2 December 1994. It was devoted to
speech, the integration of speech and natural language processing, and the application of this
integration in natural language interfaces. The program emphasized research of interest for the
themes in the framework of the Dutch NWO programme on Speech and Natural Language that
started in 1994.

Proceedings Twente Workshop on Language Technology 8 (TWLT 8)
Speech and Language Engineering

Eds. L. Boves & A. Nijholt, 176 pages.

Preface and Contents



Chr. Dugast (Philips, Aachen, Germany) The North American Business News Task: Speaker Indepen-
dent, Unlimited Vocabulary Article Dictation

P. van Alphen, C. in’t Veld & W. Schelvis (PTT Research, Leidschendam, The Netherlands) Analysis
of the Dutch Polyphone Corpus.

H.J.M. Steenken & D.A. van Leeuwen (TNO Human factors Research, Soesterberg, The Netherlands)
Assessment of Speech Recognition Systems.

J.M. McQueen (Max Planck Institute, Nijmegen, The Netherlands) The Role of Prosody in Human
Speech Recognition.

L. ten Bosch (IPO, Eindhoven, the Netherlands) The Potential Role of Prosody in Automatic Speech
Recognition.

P. Baggia, E. Gerbino, E. Giachin & C. Rullent (CSELT, Torino, Italy) Spontaneous Speech Phenom-
ena in Naive-User Interactions.

M.F.J. Drossaers & D. Dokter (University of Twente, Enschede, the Netherlands) Simple Speech
Recognition with Little Linguistic Creatures.

H. Helbig & A. Mertens (FernUniversität Hagen, Germany) Word Agent Based Natural Language Pro-
cessing.

Geunbae Lee et al. (Pohang University, Hyoja-Dong, Pohang, Korea) Phoneme-Level Speech and natu-
ral Language Integration for Agglutinative Languages.

K. van Deemter, J. Landsbergen, R. Leermakers & J. Odijk (IPO, Eindhoven, The Netherlands)
Generation of Spoken Monologues by Means of Templates

D. Carter & M. Rayner (SRI International, Cambridge, UK) The Speech-Language Interface in the
Spoken Language Translator

H. Weber (University of Erlangen, Germany) Time-synchronous Chart Parsing of Speech Integrating
Unification Grammars with Statistics.

G. Veldhuijzen van Zanten & R. op den Akker (University of Twente, Enschede, the Netherlands)
More Efficient Head and Left Corner Parsing of Unification-based Formalisms.

G.F. van der Hoeven et al. (University of Twente, Enschede, the Netherlands) SCHISMA: A natural
Language Accessible Theatre Information and Booking System.

G. van Noord (University of Groningen, the Netherlands) On the Intersection of Finite Staate Automata
and Definite Clause Grammars.

R. Bod & R. Scha (University of Amsterdam, the Netherlands) Prediction and Disambiguation by Means
of Data-Oriented Parsing.

The ninth workshop in the series took place on 9 June 1995. It was devoted to empirical methods
in the analysis of dialogues, and the use of corpora of dialogues in building dialogue systems.
The aim was to discuss the methods of corpus analysis, as well as results of corpus analysis and
the application of such results.

Proceedings Twente Workshop on Language Technology 9 (TWLT 9)
Corpus-based Approaches to Dialogue Modelling

Eds. J.A. Andernach, S.P. van de Burgt & G.F. van der Hoeven, 124 pages.

Preface and Contents
N. Dahlbäck (NLP Laboratory, Linköping, Sweden) Kinds of agents and types of dialogues.



J.H. Connolly, A.A. Clarke, S.W. Garner & H.K. Palmén (Loughborough University of Technology,
UK) Clause-internal structure in spoken dialogue.

J. Carletta, A. Isard, S. Isard, J. Kowtko, G. Doherty-Sneddon & A. Anderson (HCRC, Edinburgh,
UK) The coding of dialogue structure in a corpus.

J. Alexandersson & N. Reithinger (DFKI, Saarbrücken, Germany) Designing the dialogue component
in a speech translation system - a corpus-based approach.

H. Aust & M. Oerder (Philips, Aachen, Germany) Dialogue control in automatic inquiry systems.
M. Rats (ITK, Tilburg, the Netherlands) Referring to topics - a corpus-based study.
H. Dybkjær, L. Dybkjær & N.O. Bernsen (Centre for Cognitive Science, Roskilde, Denmark) Design,

formalization and evaluation of spoken language dialogue.
D.G. Novick & B. Hansen (Oregon Graduate Institute of Science and Technology, Portland, USA) Mu-

tuality strategies for reference in task-oriented dialogue.
N. Fraser (Vocalis Ltd, Cambridge, UK) Messy data, what can we learn from it?
J.A. Andernach (University of Twente, Enschede, the Netherlands) Predicting and interpreting speech

acts in a theatre information and booking system.

The tenth workshop in the series took place on 6-8 December 1995. This workshop was organized
in the framework provided by the Algebraic Methodology and Software Technology movement
(AMAST). It focussed on algebraic methods in formal languages, programming langauges and
natural languages. Its aim was to bring together those researchers on formal language theory,
programming language theory and natural language description theory, that have a common in-
terest in the use of algebraic methods to describe syntactic, semantic and pragmatic properties of
language.

Proceedings Twente Workshop on Language Technology 10 (TWLT 10)
Algebraic Methods in Language Processing

Eds. A. Nijholt, G. Scollo & R. Steetskamp, 263 pages.

Preface and Contents
Teodor Rus (Iowa City, USA) Algebraic Processing of Programming Languages.
Eelco Visser (Amsterdam, NL) Polymorphic Syntax Definition.
J.C. Ramalho, J.J. Almeida & P.R. Henriques (Braga, P) Algebraic Specification of Documents.
Teodor Rus & James, S. Jones (Iowa City, USA) Multi-layered Pipeline Parsing from Multi-axiom

Grammars.
Klaas Sikkel (Sankt Augustin, D) Parsing Schemata and Correctness of Parsing Algorithms.
François Barthélemy (Paris, F) A Generic Tabular Scheme for Parsing.
Frederic Tendeau (INRIA, F) Parsing Algebraic Power Series Using Dymanic Programming.
Michael Moortgat (Utrecht, NL) Mutimodal Linguistic Inference.
R.C. Berwick (MIT, USA) Computational Minimalism: The Convergence of the Minimalistic Syntactic

Program and Categorial Grammar.
Annius V. Groenink (Amsterdam, NL) A Simple Uniform Semantics for Concatenation-Based Grammar.
Grzegorz Rozenberg (Leiden, NL) Theory of Texts (abstract only).
Jan Rekers (Leiden, NL) & A Schürr (Aachen, D) A Graph Grammar Approach to Graphical Parsing.
Sándor Horvath (Debrecen, H) Strong Interchangeability and Nonlinearity of Primitive Words.
Wojciech Buszkowski (Poznan, P) Algebraic Methods in Categorial Grammar.



Vladimir A. Fomichov (Moscow, R) A Variant of a Universal Metagrammar of Conceptual Structures.
Algebraic Systems of Conceptual Syntax.

Theo M.V. Jansen (Amsterdam, NL) The Method of ROSETTA, Natural Language Translation Using
Algebras.

C.M. Martı́n-Vide, J. Miquel-Verges & Gh. Paun (Tarragona, E) Contextual Grammars with Depth-
First Derivation.

Pál Dömösi & Jürgen Duske (Kussuth University H, University of Hannover, G) Subword Membership
Problem for Linear Indexed Languages.

C. Rico Perez & J.S. Granda (Madrid, E) Algebraic Methods for Anaphora Resolution.
Vincenzo Manca (Pisa, I) A Logical Formalism for Intergrammatical Representation.

The eleventh workshop in the series took place on 19-21 June 1996. It focussed on the task of di-
alogue management in natural-language processing systems. The aim was to discuss advances in
dialogue management strategies and design methods. During the workshop, there was a separate
session concerned with evalutation methods.

Proceedings Twente Workshop on Language Technology 11 (TWLT 11)
Dialogue Management in Natural Language Systems

Eds. S. LuperFoy, A. Nijholt and G. Veldhuijzen van Zanten, 228 pages.

Preface and Contents
David R. Traum (Université de Genève, CH) Conversational Agency: The TRAINS-93 Dialogue Man-

ager.
Scott McGlashan (SICS, SW) Towards Multimodal Dialogue Management.
Pierre Nugues, Christophe Godéreaux, Pierre-Olivier and Frédéric Revolta (GREYC, F) A Conver-

sational Agent to Navigate in Virtual Worlds.
Anne Vilnat (LIMSI-CNRS, F) Which Processes to Manage Human-Machine Dialogue?
Susann LuperFoy (MITRE, USA) Tutoring versus Training: A Mediating Dialogue Manager for Spoken

Language Systems.
David G. Novick & Stephen Sutton (Portland, USA) Building on Experience: Managing Spoken Inter-

action through Library Subdialogues.
Latifa Taleb (INRIA, F) Communicational Deviation in Finalized InformativeDialogue Management.
Robbert-Jan Beun (IPO, NL) Speech Act Generation in Cooperative Dialogue.
Gert Veldhuijzen van Zanten (IPO, NL) Pragmatic Interpretation and Dialogue Management in

Spoken-Language Systems.
Joris Hulstijn, René Steetskamp, Hugo ter Doest, Anton Nijholt & Stan van de Burgt (University

of Twente, NL & KPN Research, NL) Topics in SCHISMA Dialogues.
Gavin Churcher, Clive Souter & Eric S. Atwell (Leeds University, UK) Dialogues in Air Traffic Con-

trol
Elisabeth Maier (DFKI, D) Context Construction as Subtask of Dialogue Processing – the VERBMO-

BIL Case.
Anders Baekgaard (CPK, DK) Dialogue Management in a Generic Dialogue System.
Wayne Ward (Carnegie Mellon University, USA) Dialog Management in the CMU Spoken Language

Systems Toolkit.



Wieland Eckert (University of Erlangen, D) Understanding of Spontaneous Utterances in Human-
Machine-Dialog.

Jan Alexandersson (DFKI, D) Some Ideas for the Automatic Acquisition of Dialogue Structure.
Kristiina Jokinen (Nara Institute of Science and Technology, JP) Cooperative Response Planning in

CDM: Reasoning about Communicative Strategies.
Elizabeth Hinkelman (Kurzweil Applied Science, USA) Dialogue Grounding for Speech Recognition

Systems.
Jennifer Chu-Carroll (University of Delaware, USA) Response Generation in Collaborative Dialogue

Interactions.
Harry Bunt (Tilburg University, NL) Interaction Management Functions and Context Representation Re-

quirements.
Peter Wyard & Sandra Williams (BT, GB) Dialogue Management in a Mixed-Initiative, Cooperative,

Spoken Language System.
Rolf Carlson (KTH, SW) The Dialog Component in the Waxholm System.
Laila Dybkjær, Niels Ole Bernsen & Hans Dybkjaer (Roskilde University, DK) Evaluation of Spoken

Dialogue Systems.
Vincenzo Manca (Pisa, I) A Logical Formalism for Intergrammatical Representation.

TWLT 12 took place on 11-14 September 1996. It focussed on ’computational humor’ and in
particular on verbal humor. TWLT12 consisted of a symposium (Marvin Minsky, Douglas Hofs-
tadter, John Allen Paulos, Hugo Brandt Corstius, Oliviero Stock and Gerrit Krol as main speak-
ers), an essay contest for computer science students, two panels, a seminar organized by Salva-
tore Attardo and Wladyslaw Chlopicki and a two-day workshop (Automatic interpretation and
Generation of Verbal Humor) with a mix of invited papers and papers obtained from a Call for
Papers.

Proceedings Twente Workshop on Language Technology 12 (TWLT 12)
Computational Humor: Automatic Interpretation and Generation of Verbal Humor

Eds. J. Hulstijn and A. Nijholt, 208 pages.

Preface and Contents
Oliviero Stock ’Password Swordfish’: Verbal Humor in the Interface.
Victor Raskin Computer Implementation of the General Theory of Verbal Humor.
Akira Ito & Osamu Takizawa Why do People use Irony? - The Pragmatics of Irony Usage.
Akira Utsumi. Implicit Display Theory of Verbal Irony: Towards a Computational Model of Irony.
Osamu Takizawa, Masuzo Yanagida, Akira Ito & Hitoshi Isahara On Computational Processing of

Rhetorical Expressions - Puns, Ironies and Tautologies.
Carmen Curcó Relevance Theory and Humorous Interpretations.
Ephraim Nissan From ALIBI to COLOMBUS. The Long March to Self-aware Computational Models

of Humor.
Salvatore Attardo Humor Theory beyond Jokes: The Treatment of Humorous Texts at Large.
Bruce Katz A Neural Invariant of Humour.
E. Judith Weiner Why is a Riddle not Like a Metaphor?
Tone Veale No Laughing Matter: The Cognitive Structure of Humour, Metaphor and Creativity.



Tony Veale & Mark Keane Bad Vibes Catastrophes of Goal Activation in the Appreciation of Dispar-
agement Humour and General Poor Taste.

Kim Binsted & Graeme Ritchie Speculations on Story Pun.
Dan Loehr An Integration of a Pun Generator with a Natural Language Robot.
Cameron Shelley, Toby Donaldson & Kim Parsons Humorous Analogy: Modeling ’The Devils Dic-

tionary’.
Michal Ephratt More on Humor Act: What Sort of Speech Act is the Joke?

TWLT 13 took place on 13-15 May 1998. It was the follow-up of the Mundial workshop, that
took place in München in 1997. Both the Mundial workshop as TWLT13 focussed on the formal
semantics and pragmatics of dialogues. In addition to the three-day workshop in Twente, with
invited and accepted papers, on 18 May a workshop titled ’Communication and Attitudes’ was
organized at ILLC/University of Amsterdam.

Proceedings Twente Workshop on Language Technology 13 (TWLT 13)
Formal Semantics and Pragmatics of Dialogue (Twendial’98)

Eds. J. Hulstijn and A. Nijholt, 274 pages.

Preface and Contents
Nicholas Asher Varieties of Discourse Structure in Dialogue
Jonathan Ginzburg Clarifying Utterances
Steve Pulman The TRINDI Project: Some Preliminary Themes
Henk Zeevat Contracts in the Common Ground
John Barnden Uncertain Reasoning About Agents’ Beliefs and Reasoning, with special attention to

Metaphorical Mental State Reports
Thomas Clermont, Marc Pomplun, Elke Prestin and Hannes Rieser Eye-movement Research and

the Investigation of Dialogue Structure
Robin Cooper Mixing Situation Theory and Type Theory to Formalize Information States in Dialogue
Jean-louis Dessalles The Interplay of Desire and Necessity in Dialogue
Wieland Eckert Automatic Evaluation of Dialogue Systems
Jelle Gerbrandy Some Remarks on Distributed Knowledge
Jeroen Groenendijk Questions in Update Semantics
Wolfgang Heydrich Theory of Mutuality (Syntactic Skeleton)
Wolfgang Heydrich, Peter Kühnlein and Hannes Rieser A DRT-style Modelling of Agents’ Mental

States in Discourse
Staffan Larsson Questions Under Discussion and Dialogue Moves
Ian Lewin Formal Design, Verification and Simulation of Multi-Modal Dialogues
Nicolas Maudet & Fabrice Evrard A Generic framework for Dialogue Game Implementation
Soo-Jun Park, Keon-Hoe Cha, Won-Kyung Sung, Do Gyu Song, Hyun-A Lee, Jay Duke Park,

Dong-In Park & Jörg Höhle MALBOT: An Intelligent Dialogue Model using User Modeling
Massimo Poesio & David Traum Towards an Axiomatization of Dialogue Acts
Mieke Rats Making DRT Suitable for the Description of Information Exchange in a Dialogue
Robert van Rooy Modal subordination in Questions
Adam Zachary Wyner A Discourse Theory of Manner and Factive Adverbial Modification
Marc Blasband A Simple Semantic Model



TWLT14 was held on 7-8 December 1998. It focussed on the role of human language technology
in the indexing and accessing of written and spoken documents, video material and/or images,
and on the role of language technology for cross-language retrieval and information extraction.
The workshop consisted of a series of accepted papers.

Proceedings Twente Workshop on Language Technology 14 (TWLT 14)
Language Technology in Multimedia Information Retrieval

Eds. D. Hiemstra, F.M.G. de Jong and K. Netter, 194 pages.

Preface and Contents
Hans Uszkoreit (DFKI, Saarbrücken) Cross-language information retrieval: from naive concepts to re-

alistic applications
Paul Buitelaar, Klaus Netter & Feiyu Xu (DFKI, Saarbrücken) Integrating Different Strategies for

Cross-Language Retrieval in the MIETTA Project
Djoerd Hiemstra & Franciska de Jong (University of Twente) Cross-language Retrieval in Twenty-

One: using one, some or all possible translations?
David A. Hull (Xerox Research Center Europe) Information Extraction from Bilingual Corpora and its

application to Machine-aided Translation
Arjen P. de Vries (University of Twente) Mirror: Multimedia Query Processing in Extensible Databases
Douglas E. Appelt (SRI International) An Overview of Information Extraction Technology and its Ap-

plication to Information Retrieval
Paul E. van der Vet & Bas van Bakel (University of Twente) Combining Linguistic and Knowledge-

based Engineering for Information Retrieval and Information Extraction
Karen Sparck Jones (Cambridge University) Information retrieval: how far will really simple methods

take you?
Raymond Flournoy, Hiroshi Masuichi & Stanley Peters (Stanford University and Fuji Xerox Co. Ltd.)

Cross-Language Information Retrieval: Some Methods and Tools
Andrew Salway & Khurshid Ahmad (University of Surrey) Talking Pictures: Indexing and Represent-

ing Video with Collateral Texts
Wim van Bruxvoort (VDA informatiebeheersing) Pop-Eye: Using Language Technology in Video Re-

trieval
Istar Buscher (Südwestrundfunk, Baden Baden) Going digital at SWR TV-archives: New dimensions of

information management professional and public demands
Arnold W.M. Smeulders, Theo Gevers & Martin L. Kersten (University of Amsterdam) Computer vi-

sion and image search engines
Kees van Deemter (University of Brighton) Retrieving Pictures for Document Generation
Steve Renals & Dave Abberly (University of Sheffield) The THISL Spoken Document Retrieval System
Wessel Kraaij, Joop van Gent, Rudie Ekkelenkamp & David van Leeuwen (TNO-TPD Delft and

TNO-HFRI Soesterberg) Phoneme Based Spoken Document Retrieval
Jade Goldstein & Jaime Carbonell (Carnegie Mellon University) The use of MMR, diversity-based

reranking in document reranking and summarization
Michael P. Oakes, Chris D. Paice (Lancaster University) Evaluation of an automatic abstractic system
Danny H. Lie (Carp Technologies, The Netherlands) Sumatra: A system for Automatic Summary Gen-

eration



Marten den Uyl, Ed S. Tan, Heimo Müller & Peter Uray (SMR Amsterdam, Vrije Universiteit Ams-
terdam, Joanneum Research) Towards Automatic Indexing and Retrieval of Video Content: the
VICAR system

Anton Nijholt (University of Twente) Access, Exploration and Visualization of Interest Communities:
The VMC Case Study (in Progress)

Joanne Capstick, Abdel Kader Diagne, Gregor Erbach & Hans Uszkoreit (DFKI, Saarbrücken)
MULINEX: Multilingual Web Search and Navigation

Klaus Netter & Franciska de Jong (DFKI, Saarbrücken and University of Twente) OLIVE: speech
based video retrieval

Franciska de Jong (University of Twente) Twenty-One: a baseline for multilingual multimedia

TWLT15 was held on 19-21 May 1999. It focussed on the interactions in Virtual World. Contri-
butions were invited on theoretical, empirical, computational, experimental, anthropological or
philosophical approaches to VR environments. Invited talks were given by Russell Eames (Mi-
crosoft), Lewis Johnson (USC), James Lester (North Carolina State University), Pierre Nugues
(ISMRA-Caen) and Stephan Matsuba (VRML Dream Company)

Proceedings Twente Workshop on Language Technology 15 (TWLT 15)
Interactions in Virtual Worlds

Eds. Anton Nijholt, Olaf Donk and Betsy van Dijk, 240 pages.

Preface and Contents
Riccardo Antonini (University of Rome) Let’s-Improvise-Together
Philip Brey (Twente University) Design and the Social Ontology of Virtual Worlds
Dimitrios Charitos, Alan H. Bridges amd Drakoulis Martakos (University of Athens & University of

Strathclyde) Investigating Navigation and Orientation within Virtual Worlds
M. Cibelli, G. Costagliola, G. Polese & G. Tortora (University of Salerno) VR-Spider for (non) Im-

mersive WWW navigation
Bruce Damer, Stuart Gold, Jan A.W. de Bruin & Dirk-Jan G. de Bruin (The Contact Consortium &

Tilburg University) Steps toward Learning in Virtual World Cyberspace: TheU Virtual University
and BOWorld

Russell Eames (Microsoft Research, Seattle) Virtual Worlds Applications
Hauke Ernst, Kai Schafer & Willi Bruns (University of Bremen) Creating Virtual Worlds with a Gras-

pable User Interface
Denis Gracanin & Kecia E. Wright (University of Southwestern Louisiana) Virtual Reality Interface

for the World Wide Web
Geert de Haan (IPO, Eindhoven University of Technology) The Usability of Interacting with the Virtual

and the Real in COMRIS
G. M. P. O’Hare, A. J. Murphy, T. Delahunty & K. Sewell (University College Dublin) ECHOES: A

Collaborative Virtual Training Environment
Mikael Jakobsson (Ume University) Why Bill was killed – understanding social interaction in virtual

worlds
W. Lewis Johnson (Marina del Rey) Natural Interaction with Pedagogical Agents in Virtual Worlds
Kulwinder Kaur Deol, Alistair Sutcliffe & Neil Maiden (City University London) Modelling Interac-

tion to Inform Information Requirements in Virtual Environments



Rainer Kuhn & Sigrun Gujonsdottir (University of Karlsruhe) Virtual Campus Project – A Framework
for a 3D Multimedia Educational Environment

James C. Lester (North Carolina State University) Natural Language Generation in Multimodal Learn-
ing Environments

Stephen N. Matsuba (The VRML Dream Company, Vancouver) Lifelike Agents and 3D Animated Ex-
planation Generation Speaking Spaces: Virtual Reality, Artificial Intelligence and the Construction
of Meaning

Pierre Nugues (ISMRA-Caen) Verbal and Written Interaction in Virtual Worlds – Some application ex-
amples

Anton Nijholt (University of Twente) The Twente Virtual Theatre Environment: Agents and Interactions
Sandy Ressler, Brian Antonishek, Qiming Wang, Afzal Godil & Keith Stouffer (National Institute

of Standards and Technology) When Worlds Collide –Interactions between the Virtual and the
Real

Lakshmi Sastry & D. R. S. Boyd (Rutherford Appleton Laboratory) EISCAT Virtual Reality Training
Simulation: A Study on Usability and Effectiveness

Frank Schaap (University of Amsterdam) ”Males say ’blue,’ females say ’aqua,’ ’sapphire,’ and ’dark
navy’” The Importance of Gender in Computer-Mediated Communication

Boris van Schooten, Olaf Donk & Job Zwiers (University of Twente) Modelling Interaction in Virtual
Environments using Process Algebra

Martijn J. Schuemie & Charles A. P. G. van der Mast (Delft University of Technology) Presence: In-
teracting in Virtual Reality?

Jarke J. van Wijk, Bauke de Vries & Cornelius W. A. M. van Overveld (Eindhoven University of
Technology) Towards an Understanding 3D Virtual Reality Architectural Design System

Peter J. Wyard & Gavin E. Churcher (BT Laboratories, Ipswich, Suffolk) Spoken Language Interac-
tion with a Virtual World in the MUeSLI Multimodal 3D Retail System

J. M. Zheng, K. W. Chan & I. Gibson (University of Hong Kong) Real Time Gesture Based 3D Graph-
ics User Interface for CAD Modelling System

TWLT16/AMiLP 2000 is the second AMAST workshop on Algebraic Methods in Language
Processing. Like its predecessor, organized in 1995 at the University of Twente in the TWLT
series, papers were presented on formal language theory, programming language theory and nat-
ural language theory. A common theme in these papers was the use of mathematics, in particular
the use of an algebraic approach. AMiLP 2000 was held in Iowa City, Iowa, USA, from May
20–22 2000, just before the AMAST 2000 conference.

Proceedings Twente Workshop on Language Technology 16 (TWLT 16)
Algebraic Methods in Language Processing (AMiLP2000)

Eds. D. Heylen, A. Nijholt, and G. Scollo, 274 pages.

Preface and Contents
Peter R.J. Asveld (University of Twente) Algebraic Aspects of Families of Fuzzy Languages
P. Boullier (INRIA-Rocquencourt) ‘Counting’ with Range Concatenation Grammars
D. Cantone, A. Formisano, E.G. Omodreo & C.G. Zarbu (University of Catania,

University L’Aiquila & University of Perugia) Compiling Dyadic First-Order Specifications into
Map Algebra



Denys Duchier (Universität des Saarlandes) A Model Eliminative Treatment of Quantifier-Free Tree
Descriptions

Theo M.V. Janssen (University of Amsterdam) An Algebraic Approach to Grammatical Theories for Nat-
ural Languages

Aravind K. Joshi (University of Pennsylvania) Strong Generative Power of Formal Systems
Jozef Kelemen, Alica Kelemenov & Carlos Martin-Vide (Silesian University & Rovira I Virgili Uni-

versity) On the Emergence of Infinite Languages from Finite Ones
Stephan Kepser (University of Tübingen) A Coalgebraic Modelling of Head-Driven Phrase Structure

Grammar
Hubert Dubois & Hélène Kirchner (LORIA-UHP & CNRS) Objects, Rules and Strategies in ELAN
Jens Michaelis & Uwe Mönnich & Frank Morawietz (Universität Tübingen) Algebraic Description of

Derivational Minimalism
Rani Nelken & Nissim Francez (Dept. of Compute Science, Technion, Israel) A Calculus for Interrog-

atives Based on Their Algebraic Semantics
Gheorghe Păun (Institute of Mathematics of the Romanian Academy) Molecular Computing and Formal

Languages: A Mutually Beneficial Cooperation
G. Reggio, M. Cerioli & E. Astesiano (University of Genova) An Algebraic Semantics of UML Sup-

porting its Multiview Approach
James Rogers (University of Central Florida) wMSO Theories as Grammar Formalisms.
Teodor Rus (University of Iowa) Algebraic Definition of Programming Languages.
Karl-Michael Schneider (University of Passau) Tabular Parsing and Algebraic Transformations
Edward Stabler & Ed Keenan (University of California) Structural Similarity
Thomas L. Cornell (Cymfony Net, Inc.) Parsing and Grammar Engineering with Tree Automata.

TWLT 17, Interacting Agents, was co-organised with the Centre for Evolutionary Language En-
gineering (CELE) and as such is also the first workshop in the CELE Workshops on Evolution-
ary Language Engineering (CEvoLE) series. Together with TWLT18/CEvoLE2 these workshops
are jointly titled “Learning to Behave”. The workshops investigate human-agent interaction and
knowledge both on the level of agents communicating with the external environment and on the
level of the internal agent processes that guide the modelling and understanding of the external
sensory input in the brain.
TWLT 17 focussed on the interaction of an agent with the environment. This covers many topics
such as the use of conversational strategies, natural language and non-verbal communication,
turn-taking, protocols, cross-media references, the effect of context, affect and emotion in agents.
A special session is devoted to theatre applications. TWLT 17 was held in Enschede from October
18–20 2000.

Proceedings Twente Workshop on Language Technology 17 (TWLT 17)
Learning to Behave, Workshop I: Interacting Agents

Eds. A. Nijholt, D. Heylen and K. Jokinen, 205 pages.

Preface and Contents
Nadia Magnenat-Thalmann, Sumedha Kshirsagar (MIRALab, CUI, University of Geneva) Commu-

nication with Autonomous Virtual Humans



Sabine S. Geldof (AI-Lab, Vrije Universiteit Brussel) Co-habited Mixed Reality and Context
Zsófia Ruttkay, Jeroen Hendrix, Paul ten Hagen, Alban Lelièvre, Han Noot & Behr de Ruiter

(Centre for Mathematics and Computer Science, Amsterdam) A Facial Repertoire for Avatars
Kristina Höök (SICS, Kista, Sweden) Evaluating Interactive Characters – going beyond body language
Frédéric Kaplan (Sony Computer Science Laboratory, Paris) Talking AIBO : First Experimentation of

Verbal Interactions with an Autonomous Four-legged Robot
Jan-Thorsten Milde (Universität Bielefeld) The Instructable Agent Lokutor
Patrizia Paggio & Bart Jongejan (Center for Sprogteknologi, Copenhagen) Unification-Based Multi-

modal Analysis in a 3D Virtual World: the Staging Project
Boris van Schooten (Parlevink Group, University of Twente, Enschede) A Specification Technique for

Building Interface Agents in a Web Environment
Bernard Spanlang, Tzvetomir I Vassilev (Department of Computer Science, University College,

London) Efficient Cloth Model for Dressing Animated Virtual People
Luc van Tichelen and Alex Schoenmakers (Lernout & Hauspie Speech Products, Ieper) A Conversa-

tional Agent for a Multi-Modal Information Kiosk
Job Zwiers, Betsy van Dijk, Anton Nijholt & Rieks op den Akker (Parlevink/CTIT, University of

Twente, Enschede) Design Issues for Intelligent Navigation and Assistance Agents in Virtual
Environment

Marc Cavazza (University of Teesside) Mapping Dialogue Acts to Narrative Functions for Interactive
Storytelling

Ricardo Imbert & Angélica de Antonio (Universidad Politénica de Madrid) The Bunny Dilemma:
Stepping Between Agents and Avatars

Patrizia Palamidese (CNR-CNUCE, Pisa) Composing and Editing Structured 3D Stories
Rachel Price, Chraig Douther, Mervyn A. Jack (Center for CIR, University of Edinburgh) Using

Choreographed Electronic Motion to Create Mood in Virtual Environments
Nikitas M. Sgouros (University of Piraeus) Empowering the Audience in Virtual Performances
Elisabeth André (DFKI, Germany) Adding Lifelike Synthetic Charaters to the Web
Roel Vertegaal (Queens University, Kingston) Agents as Attention-based Interfaces

TWLT 18, Internalising Knowledge, was co-organised with the Centre for Evolutionary Lan-
guage Engineering (CELE) and as such is also the second workshop in the CELE Workshops on
Evolutionary Language Engineering (CEvoLE) series. Together with TWLT17/CEvoLE1 these
workshops are jointly titled “Learning to Behave”. The workshops investigate human-agent inter-
action and knowledge both on the level of agents communicating with the external environment
and on the level of the internal agent processes that guide the modelling and understanding of
the external sensory input in the brain.
TWLT 18 focussed on internal aspects of learning and interaction: computation in brain-like
systens. The goal is to investigate cognitive models for information processing and coordination,
especially how symbolic processing, conceptualising and language learning take place in neural
models.
TWLT 18 was held in Ieper (Belgium) from November 22-24 2000.

Proceedings Twente Workshop on Language Technology 18 (TWLT 18)
Learning to Behave, Workshop II: Internalising Knowledge



Eds. K. Jokinen, D. Heylen and A. Nijholt, 221 pages.

Preface and Contents
Joseph Bruce and Risto Miikulainen (University of Texas at Austin, Austin) Evolving Populations of

Expert Neural Networks
Charlotte K. Hemelrijk (University of Zürich) Social Phenomena Emerging by Self-organisation in a

Competitive, Virtual World (“Domworld”)
Marc Leman (IPEM – Dept. Of Musicology, Ghent University) Spatio-temporal Processing of Musical

Texture, Pitch/Tonality and Rhythm
Erik Robert (AZ MM Gent, Belgium; KaHoG, Gent/Foundation ”Brain and Behaviour” Erasmus Uni-

versity, Rotterdam) Psycholinguistic Assessments of Language Processing in Aphasia
Luc Berthouze and Nadia Bianchi–Berthouze (Electrotechnical Laboratory, Tsukuba & Aizu Univer-

sity, Aizu-Wakamatsu) Dynamics of Sensorimotor Categorization and Language Formation: A Co-
evolution?

L. Andrew Coward (Murdoch University, Perth) Modeling Cognitive Processes with the Recommenda-
tion Architecture

A. Dhunay, C.J.Hinde & J.H.Connolly (Loughborough University, UK) Induction of a Second Lan-
guage by Transformation and Augmentation

Thomas Liebscher (University of Potsdam) Modelling Reaction Times with Neural Networks using
Leaky Integrator Units

Jaime J. Dávila (School of Cognitive Science, Amherst) Genetic Algorithms and the Evolution of Neural
Networks for Language Processing

Yvan Saeys & Herwig Van Marck (Sail Port Western Europe, Centre for Evolutionary Language En-
gineering (CELE), Ieper) A Study and Improvement of the Genetic Algorithm in the CAM-Brain
Machine

Peter beim Graben, Thomas Liebscher & Douglas Saddy (University of Potsdam) Parsing Ambigu-
ous Context-Free Languages by Dynamical Systems: Disambiguation and Phase Transitions in
Neural Networks with Evidence from Event-Related Brain Potentials

Aard-Jan van Kesteren, Rieks op den Akker, Mannes Poel & Anton Nijholt (University of Twente)
Simulation of Emotions of Agents in Virtual Environments using Neural Networks

Régine Kolinksky, Vincent Goetry, Monique Radeau and José Morais (Unité de Université Libre de
Bruxelles, Fonds National de la Recherche Scientifique) Human Cognitive Processes in Speech
Perception and World Recognition

Mehdi Dastani, Bipin Indurkhya and Remko Scha (Vrije Universiteit Amsterdam and Tokyo Univer-
sity of Agriculture and Technology) Modelling Analogical Projection based on Pattern Perception

Marc Leman & Bart Verbeke (Ghent University) The Concept of Minimal ’Energy’ Change (MEC) in
Relation to Fourier Transform, Auto-Correlation, Wavelets, AMDF and Brain-like Timing Net-
works – Application to the Recognition of Reptitive Rhythmical Patterns in Acoustical Musical
Signals

Jakub Zavrel, Sven Degroeve, Anne Kool, Walter Daelemans & Kristiina Jokinen (University of
Antwerp & CELE, Ieper) Diverse Classifiers for NLP Disambiguation Tasks. Comparison,
Optimization, Combination and Evolution

TWLT 19, Information Extraction in Molecular Biology, was organised in the context of the Sci-
entific Programme on Integrated Approaches for Functional Genomics funded by the European



Science Foundation (ESF). In TWLT19, Information Extraction for Molecular Biology, the fo-
cus is on the published literature. Authors of journal articles identify relations between genes,
regulators and proteins, and each such relation is a piece of the puzzle. We do not know most
pathways, but we do know that more systematic perusal of the available literature will no doubt
uncover many more pieces of the puzzle. It is therefore in order to bring together workers in rele-
vant disciplines to exchange ideas, views and approaches. The main goal of TWLT19 is to further
informal and formal collaborations between different disciplines in order to promote better use
of existing literature.
TWLT 19 was held in Enschede from November 11-14 2001.

Proceedings Twente Workshop on Language Technology 19 (TWLT 19)
Information Extraction in Molecular Biology

Eds. P. van der Vet, G. van Ommen, A. Nijholt and A. Valencia, 78 pages.
Preface and Contents
Pieter Adriaans (University of Amsterdam) Sematic Induction with Emile, Opportunities in Bioinfor-

matics
Sophia Ananiadou, Goran Nenadić & Hideki Mima (University of Salford, UK & University of Tokyo,

Japan) A Terminology Management Workbench for Molecular Biology
Christian Blaschke, Juan Carlos Oliveros, Alfonso Valencia & & Luis Cornide (Universidad Au-

tonoma, Madrid, Spain & ALMA Bioinformatica, Tres Cantos, Spain) Biological Function and
DNA Expression Arrays

Udo Hahn, Stefan Schulz & Martin Romacker (Freiburg University, Freiburg, Germany & Freiburg
University Hospital, Freiburg, Germany) ‘Deep’ Information Extraction From Biomedical Docu-
ments in the MEDSYNDIKATE System

Jerry R. Hobbs (Artificial Intelligence Center, SRI International, California) Information Extraction
from Biomedical Text

U. Reyle & J. Šarić (University of Stuttgart, Germany & European Media Laboratory, Heidelberg, Ger-
many) Ontology Driven Information Extraction

B.J. Stapley, L.A. Kelley & M.J.E. Sternberg (Imperial Cancer Research Fund, London, UK) Protein
Functional Classification by Text Data-Mining

TWLT 20, The April Fools’ Day Workshop on Computational Humour, was an initiative of
HAHAcronym (European Project IST-2000-30039). The aims of TWLT20, the April Fools’ Day
Workshop on Computational Humour were bringing together research results in the area of com-
putational humour, with an emphasis on the computational interpretation and generation of verbal
humour.
TWLT 20 was held in Trento from April 15-16 2002.

Proceedings Twente Workshop on Language Technology 20 (TWLT 20)
The April Fools’ Day Workshop on Computational Humour

Eds. O. Stock, C. Strapparava, A. Nijholt, 169 pages.
Preface and Contents
Salvatore Attardo (Youngstown University, USA) Formalizing Humor Theory



Rachel Giora (Tel Aviv University, Israel) Optimal Innovation and Pleasure
Douglas Hofstadter (Indiana University, USA) Frame Blends, Analogies, and Humor
Victor Raskin (Purdue University, USA) Computational Humor and Ontological Semantics
Graeme Ritchie (Edinburgh, Scotland) The Structure of Forced Reinterpretation Jokes
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