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Abstract
This paper presents an overview of a real-time network protocol, meant to be used on fully-connected local area networks

with a broadcast capability. The intended use of this protocol is an in-home digital network, with support for on-the-fly

addition and removal of network nodes, for resource-lavish and resource-lean devices, and for multimedia, command and

control and regular data traffic. Both the design and the operation are presented, together with results from measurements

on a prototype of the protocol on top of Ethernet.

1. Introduction

Digital networks are gradually being introduced into our homes. Already we use networks to connect our home computers

to the Internet. Advanced climate control systems use a network to gather information from the various sensors in the house

and adjust the in-house climate to the inhabitants’ wishes. Currently these networks operate independently. In the, not very

far, future these networks will be integrated into one. This single network will cater for the various multimedia, data, and

control needs of all devices, and their users, in the house.
To be able to mix all these kinds of traffic on one network, it needs to be possible to provide Quality of Service (QoS)

guarantees. Applications need to be able to reserve a portion of the available bandwidth to transmit multimedia data. At the

same time it must allow for best-effort to use as much bandwidth as is available.
In this paper we will present an overview of the protocol we propose for use on such in-home digital networks. We will

describe the goals of the protocol, the design, the operation, and some measurements from the current prototype.

2. Related work

Broadcast networks are typically set up as a shared-bus network, where any node can talk directly to any other node or

all other nodes. The best-known example of such a network is Ethernet, which is widely being used in the world today.

Current Ethernet networks operate at a speed of10 Mbit/s or 100 Mbit/s and can typically be found in home and office

environments. Ethernet networks which operate at1000 Mbit/sare beginning to be used in data and network centres. There

have been and there still are people working on creating deterministic Ethernet networks, enabling it to be used for real-time

purposes [1].
The most simple approach to have some guarantees on a bus network is by using a TDMA (Time Division Multiple

Access) approach. Providing some guarantees on bandwidth on a network can also be achieved by putting contraints on

the traffic generated by the nodes. There are three classes of methods to do this, without making changes to the Ethernet

protocols: traffic smoothing, virtual time protocols, and window protocols.
The traffic smoothing approach [2,3] uses a statistical method to bound the medium access time by limiting the packet

arrival rate at the Medium Access Control (MAC) layer. Thus non-real-time traffic bursts are smoothed, they are spread out

over a longer time period, to allow real-time traffic on the network as it arrives.
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Virtual time protocols implement a packet release delay mechanism. First proposed by Molle and Kleinrock [4], Zhao

and Ramamritham [5] describe several virtual time CSMA (Carrier Sense Multiple Access) protocols, in which the virtual

clocks differ. Recently Salian et al. [6] improved on the minimum-deadline-first variant to support both hard real-time and

soft real-time messages. El-Derini and El-Sakka [7] proposed a virtual time CSMA variant which uses two priority classes,

where higher-priority messages will be given precedence when sending. Molle [8] improved the original protocol, allowing

for a certain number of priority classes. His simulation results indicate the performance of this prioritized virtual time

CSMA protocol compares very favourably to other prioritized CSMA protocols [9,10,11].

Gallager [12] first proposed a window protocol, in which the enabled set of stations are those that have messages in the

queue which were generated during some interval, or window. The traditional window protocol, as proposed by Gallager,

has been modified to allow implementation of Minimum Laxity First (MLF) or other policies, in order to make it suitable for

real-time applications. Zhao et al. [13] based the window on the latest time to send a message to make it meet its deadline.

Znati [14] built a simulation of a window protocol which implements the MLF strategy. Collisions, resulting from messages

with equal laxity, are resolved using a MLF policy preserving contention-parameter selection, based on a node’s latest time

to send and this node’s position in the logical ring, in which all nodes have been placed for this protocol.

The real-time network RETHER [15,16,17], developed at the State University of New York at Stony Brook, is based on

Ethernet. It uses a token-based technique to regulate access of all the nodes to the network. This circumvents the danger

of collisions inherent to the CSMA/CD (Carrier Sense Multiple Access with Collision Detection) protocol employed on

Ethernet networks.

Many solutions exist to create a real-time network from an existing non-real-time, fully-connected, broadcast capable

network. However, they all lack in one or more of the goals we consider necessary for a real-time network to be used in an

in-home environment.

3. Goals of the protocol

In this section we list the requirements and constraints of our network:

Based on existing hardware and protocols:one of the goals is to use cheap existing hardware and software whenever pos-

sible. This requires that the network used should at least be based on existing hardware. Customized hardware would

drive up the price of devices considerably and take up a lot of time to design and implement.

QoS guarantees:when the network is used for recording for example audio, sending an audio frame late is intolerable,

because then the buffer at the sender may be full, causing the sound device to drop audio, resulting in an incomplete

recording. To prevent this the network should guarantee that messages are delivered before their deadlines. This is a

hard real-time constraint. Thus a scheduling technique is required to assure that messages are sent before their deadlines

expire. In order to give such guarantees, a feasibility analysis is required before admitting a new real-time stream to the

network. So no streams are admitted which cause other streams to start missing their deadlines.

Non-real-time traffic:besides periodic real-time traffic our network protocol should allow for best-effort traffic, which may

not affect the transmission of real-time packets. The only constraint is that the network reserves a certain percentage of

the available bandwidth for non-real-time traffic.

Fault tolerance: the physical layer of a network generally does not provide faultless delivery of all packets. Our network

protocol should recover from network faults during token transmissions, but deadlines misses are impossible to rule out

when network faults occur.

Plug-and-play: when a new node is added to the network it should be recognized by the network protocol and automatically

added to the schedule. When a node goes off-line the network should also remove the node from its internal data

structures and update the schedule.



4. Design of the protocol

This section describes our real-time token network protocol. Its specification meets the design requirements given in

section3 and is partly inspired by the RETHER protocol from C. Venkatramani and T. Chiueh [15,16,17].

4.1. Overview

Our current prototype of our protocol is based on the CSMA/CD1 [18] protocol, but our protocol can be implemented on

any network standard which provides a fully-connected network with broadcast capability. We selected Ethernet because it

is readily available and cheap.

The CSMA/CD protocol is always implemented in hardware, including its exponential back-off algorithm to resolve

collisions. This algorithm is not deterministic, so in order to build a real-time network protocol we will have to enforce

non-determinism by using our own algorithms to avoid collisions.

We use a token to achieve this, just like the RETHER protocol. The main difference between our protocol and RETHER

is the way the token is distributed to the nodes in the course of time. RETHER uses a simple static round-robin method,

while our network uses the pre-emptive Earliest Deadline First (EDF) [19] algorithm, which distributes the token according

to bandwidth demands. We also use a feasibility analysis whenever a new stream wants to be added to the network, to check

if all streams can still meet all deadlines.

A fully-connected network is needed because any node needs to be able to forward the token to any other node. The

broadcast capability of our network is needed to handle efficient addition of new nodes.

Our protocol also provides a mechanism to deal with token loss, token duplication or deadline misses due to network

faults. This is done by introducing amonitornode, that keeps an eye on the current token holder. The monitor keeps a copy

of the token, and can send it to the correct node when the token holder fails to do so. However, in case of faulty behaviour

it cannot be guaranteed that all deadlines are met.

4.2. The token

The idea of using a token comes from the timed-token MAC protocol [20,21]. A large amount of research regarding the

token protocol has been done and still almost all real-time network protocols use some sort of token algorithm to provide

QoS guarantees. The main advantage of using a token is collision prevention. It means that only one node can transmit

messages across the network at any given time, because it is the only one holding the token. Secondly, by letting each node

hold the token for a pre-designated time and using a deterministic algorithm to select the next node that is eligible for the

token, QoS guarantees can be given.

When a node holds a token, it may transmit messages across the network. This can be real-time or non-real-time traffic.

The traffic type depends on the schedule. The time a node may transmit messages is called the Token-Holding Time (THT).

Unlike the original timed-token MAC protocol, which uses a static, fixed THT for every node, the THT in our protocol is

determined by the network schedule. The network schedule is calculated using normal real-time scheduling algorithms that

are used to determine the execution order of real-time tasks on a processor. These algorithms are mapped to the network

and determine the transmission order of real-time streams. Each node uses the same scheduling algorithm.

When the THT has expired the network scheduler determines the next node that may transmit and calculates its THT.

This is possible, because all network state that is required for this calculation is kept in the token. The monitor, which is the

previous token holder, is notified of token progress and the token is forwarded. The old monitor stops monitoring and the

now previous token holder becomes monitor.

This process of sending messages and forwarding the token continues forever. The token holder is primarily responsible

for forwarding the token and the monitor is its backup. Both the token holder and monitor role circulate among the nodes.

1This paper will use the term Ethernet throughout for networks adhering to the IEEE 802.3 standard.



Each node becomes monitor after it was token holder. The token holder and monitor role may be fulfilled by one and the

same node only when either the network consists of only one node or the network was just initialized and the initializing

node decides it needs the token first because it has the most urgent message to send.

4.3. The network scheduler

We use a real-time scheduling strategy to determine which node may get the token and thus may transmit messages

across the network. There is a wide range of schedulers available for managing processes on a CPU. Most of them can

also be used to schedule traffic on a real-time network. Our current prototype uses pre-emptive EDF, which has a simple

scheduling algorithm and an even more simple feasibility analysis, but is still able to utilize the network up to100%. An

alternative would be non-pre-emptive or mixed-pre-emptive EDF scheduling, which would enable the use of passive nodes

on the network. However, this needs a more complex feasibility analysis, which increases the overhead from the protocol.

In contrast to an EDF scheduler which deals with processes on a CPU, our scheduler is distributed on all nodes on the

network. Every node has to be able to calculate a schedule and to update the schedule when streams are added or removed.

So all scheduling information has to travel along the network as well. We use the token as a container for all necessary

scheduling information to enable all nodes to make the correct scheduling decisions, like which node the token goes to

when the current node is finished transmitting.

To use this kind of scheduling on a network, the network needs QoS definitions. A single segment full connectivity

network is used as the underlying layer. Thus all network nodes can reach all other nodes directly and the maximum time

for a packet to travel across the network from nodeA to nodeB is fixed and known.

A network contains a set of nodes, between which real-time traffic is generated. The real-time traffic can be split into

separate streams. Each stream is a channel between two nodes through which messages can be sent. Only one message can

be sent at a time. A message contains real-time data and is usually composed of several network packets, because in general

the size of a network packet is small compared to the size of a real-time message. Every stream has a transmitting node and

a receiving node associated with it, and messages are only sent from the transmitting node to the receiving node.

At any given time at most one real-time stream can be active, thus other streams will have to wait. To select which stream

may transmit and when, a scheduler can be used. Basically a stream that wants to transmit on the network is analogous to

a task that wants to execute on a CPU. In this way known scheduling algorithms, like First-In First-Out (FIFO), Deadline

Monotonic [22] and EDF can be used. Their behaviours and restrictions still apply when used on a network, however.

A stream has different schedule parameters from a task:

Bandwidth: the bandwidth parameter replaces the computation time parameter of a task. The required bandwidth of a

stream is the minimum number of bytes that the network should be able to transmit in a time of1 second. The original

computation time is derivable from the bandwidth using the formulas described later.

Period: the period of a stream is the time difference between two successive messages. This means that when each period

has elapsed a new message is ready to be transmitted over the network. Also, the previous message should be received

completely before the period expires. In other words, the deadline of a message is the same as its period.

Maximum message size:the maximum message size can be directly derived from the bandwidth and period of a stream. A

message may never exceed this size otherwise no real-time guarantees can be given. The maximum message size can be

calculated with:

maximum message size= bandwidth× period

4.3.1. Feasibility analysis. Whenever a new stream is introduced to the network, a feasibility analysis should be per-

formed. The same parameters for task scheduling, like execution time and period, used in these feasibility analyses can be

retrieved from the network streams. An interesting parameter is the utilizationUi of a streami:

Ui =
Bi

B
=

Ci

Ti
(1)



whereBi is the network bandwidth of streami andB is the maximum bandwidth available on the network (usually 10 or

100 Mbit/s for Ethernet). We consider a stream on the network analogous to a task executing on a processor using a

worst-case execution timeCi and a period of executionTi .

For pre-emptive EDF withDi = Ti the following equation gives a necessary and sufficient way of determining the

feasibility of a set of tasks [19]:
n∑

i=1

Ci

Ti
≤ 1 (2)

Combining equations1 and2 yields the following equation to determine the feasibility of a set of real-time streams on

our network, using pre-emptive EDF as the scheduler:

n∑
i=1

Bi

B
≤ 1 (3)

So, to check if adding a new stream is feasible, it is only necessary to calculate the total utilization of all streams,

including the new stream. If this total utilization is lower than or equal to1, the system remains feasible and the new stream

can be added. Otherwise, the new stream is rejected, and the application requesting the new stream may try again using

lower QoS parameters.

Because our network also needs to reserve bandwidth for non-real-time traffic, the maximum utilization of all real-time

streams is set to a value lower than1. For example, a maximum utilization of0.8 allows 20% of the available network

bandwidth to be used for non-real-time traffic.

Streams may pre-empt each other. When streami pre-empts streamj this means that streami has a later release time

and an earlier deadline than streamj. The node that schedules streamj already knows when the pre-emption will occur,

and compute a THT that will allow streamj to use the network until streami is released. The node from which streamj

originates will then compute a THT for streami and forward the token to the source of streami. When streami is finished,

the token will return to the source of streamj, provided there is no other streamk that would also pre-empt streamj.

Streams are assumed to be independent and pre-emptable. Therefore streams cannot block each other, because streams

do not have mutually-exclusive resources to be claimed. The only resource that is shared among streams is the network, but

this resource cannot be claimed for exclusive use between invocations of the same stream. Compare this to the processor,

which can also not be claimed for exclusive use between invocations of the same task.

4.3.2. Token and Ethernet overhead.In the feasibility analysis in equation3 only the bandwidth of the real-time stream

is considered. But sending the token costs network bandwidth, as well as the overhead of each Ethernet packet header. To

account for this overhead, the utilization calculation of a real-time stream has to be refined.

First we account for Ethernet overhead. Assuming maximum-sized Ethernet packets are used for real-time packets the

actual bandwidth used by a real-time stream can be calculated using this:

B′i = Bi
1538
1500

(4)

where1538is the size of an Ethernet packet including the18 byte header and20 byte interframe gap2, and1500is the size

of the actual payload of an Ethernet packet.

This corrected bandwidthB′i is used as the actual stream bandwidth for the scheduling algorithm and feasibility analysis.

Every time a stream becomes ready it “requests” the token. Thus before a stream can start transmitting, time is needed

to send the token from the previous node holding the token to the node “requesting” the token. When a stream has finished

transmitting a message the token has to be forwarded to the next node. But this token transmission can be accounted for in

the stream running from that node.

2The interframe gap does not contain20actual bytes, but it takes as much time as is needed to transmit20bytes.



When a stream pre-empts another stream, an additional token transmission is needed, because the token has to be routed

back to the node which was pre-empted. This accounts for one additional token transmission per pre-emption. So, in the

worst case, where every stream invocation pre-empts another stream invocation, every message has an overhead of sending

the token twice.

Before a token is sent to the next host, a confirmation message is sent to the monitoring node, which is also some

additional overhead. Overall this makes the token bandwidth overhead equal to twice the token size plus the monitor

confirmation packet size, divided by the period of the real-time stream. The corrected bandwidth for a stream can thus be

calculated using the following formula:

BCorrected
i = B′i + 2Btoken= B′i + 2

S
Ti

(5)

whereBtoken is the token bandwidth overhead andS is the size of the token packet plus the size of a monitor confirmation

packet, including Ethernet headers.

The feasibility analysis algorithm should use this corrected bandwidth to compute the feasibility of a set of real-time

network streams.

4.3.3. Deadline misses.A deadline miss will occur when a node receives the token late, because of some network fault,

and consequently cannot complete its transmission before its deadline. When a node detects this, it does not transmit or

finish transmitting the current message, but it informs the sending application what happened3 and passes the token off to the

next node, so the token at least arrives there on time. The application owning the real-time stream can then take appropriate

action to account for the message that went wrong.

4.3.4. Non-real-time traffic. The network also has to handle non-real-time traffic. In order to do this, non-real-time traffic

is permitted when no real-time streams want to transmit something. The token goes around the network in a round-robin

fashion to permit all nodes to send non-real-time messages. Of course, as soon as a real-time stream becomes ready, the

token should go to the corresponding node, so real-time traffic may commence. The last node visited for non-real-time

traffic should be remembered, so the next round of non-real-time messages can start off at that node.

5. How the protocol operates

Every node in the system executes a state machine. This state machine is shown in figure1. Most error-induced transitions

are left out to keep the state machine understandable. It is assumed that all nodes in the network collaborate in their real-time

scheduling policy.

First we will describe the network as it operates normally, this includes the function in theIdle state, theDispatchstate,

theTransmitstate, and theMonitor state. Then we will describe the on-line addition and removal of nodes, which includes

the function in theOff-line state and theAnnouncementstate. Finally we will describe how the protocol handles in case of

faults, including the function of thePoll state, and give a short description of the clock synchronization.

5.1. Normal operation

The protocol works in rounds. Whenever the token travels to a new node, a new round is started.

It is obvious that the most important, and central, state is theDispatchstate. In theDispatchstate the decision is made

which stream is next to access the network. The scheduler thus lives inside this state. Depending on the stream that is next,

several things may happen. TheDispatchstate is unstable, which means that the protocol is not allowed to remain in this

state for a time longer than is necessary to make the required calculations.

3The application may be sent an exception with details regarding which part of a real-time stream has not been sent correctly.
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If the next stream originates from another noden, the token has to be forwarded to that node. The THT for only the next

stream is computed and put inside the token. The old monitor is told to stop monitoring, then the token is forwarded to

noden, which becomes the token holder. Then the node moves into theMonitor state, and becomes the monitor.

If the next stream originates from the same node, the token remains in that node and is not forwarded. The monitoring

node is told to keep monitoring for the new THT, as it was only monitoring for the next stream. The node moves into the

Transmitstate, where it stays as long as needed to transmit the amount of data for the current stream. When the THT expires

or there is no more data to be sent for the current period, the node returns to theDispatchstate.

If the next stream is the announcement or synchronization stream, a special phase is entered. These are described

respectively in sections5.2and5.4.

The monitoring node moves into theIdle state when it receives a message to stop monitoring.

At the receipt of a token in theIdle state or theMonitor state, the node moves to theDispatchstate. Clearly one of its

streams is up for transmission.

Streams may only be added or removed when a node has the token. A feasibility analysis is carried out before a stream

may be added. The network is configured not to allow more than80% of real-time traffic, to make sure there is some

bandwidth available for non-real-time data. To make sure every node regularly receives the token, a special stream is

allocated for every node with a period of3 sand a bandwidth of one Ethernet frame per period.

5.2. Node addition and removal

At initialization time every node starts in theOff-line state. It then waits for an amount of time equal to two times the

announcement periodPannounce(Pannounce= 2 s). If during that time a special invitation messagenet?announce, asking for new

participants in an already running RTnet, is received, the node replies that it would like to join that RTnet. It then moves

into theIdle state.

When no invitation is received, apparently no RTnet is currently active. The initializing node, whose invitation timeout

expires first, creates a new token, containing only itself. Directly before creating the token, it broadcasts a specialnewtoken

message, indicating a token is about to be created; all other off-line nodes respond to this by restarting the wait for invitation

messages. The node then broadcasts an invitation for others to join, and moves into theAnnouncementstate. It waits a short

time (10 ms) for replies, adding replying nodes to the token, and then enters theDispatchstate, which will figure out where

the token has to go next.

On an already running network, a special stream is present for handling the addition of new nodes. When this announce-

ment stream is up for network usage, the node broadcasts an invitation message and moves into theAnnouncementstate.

It then again waits a short time (10 ms) for replies, adding replying nodes to the token, and then enters theDispatchstate,

which will figure out where the token has to go next.

The announcement stream is currently bound to the node that first started the network. Currently there is no mechanism

in place to replace the announcement stream when this node leaves the network. We want to detach this stream from the

first node, so that any node may execute the announcement phase.

A node may only remove itself when it has the token. It needs to remove its own streams from the token, remove itself

from the token, and forward the token to the next node. But it has to play monitor for one more round before it may actually

disconnect. Only then the node may move from theMonitor state to theOff-line state. This transition is not included in

figure1 because it would induce too much clutter.

5.3. Fault handling

The network is able to recover from the most important faults. The monitor is responsible for handling these situations.

The fault situations and the protocol’s handling of them covered by the current design will be described next.

Token loss is detected by the monitor. When the monitor is not told to stop monitoring in time, determined byT HT +

δmonitor, it will then send apoll message to the token holder and move into thePoll state. When the token holder is still alive,



it will respond with a message to the monitor, telling it to keep monitoring. The most likely cause for this scenario is the

loss of the message telling the monitor to stop monitoring.

When the token holder is no longer alive, the monitor will notice this after a timeoutδmonitor= 50 ms. It will then enter

theDispatchstate. It will remove the, now dead, token holder from the token, along with any streams originating from that

node. Then the next stream will be selected for transmission and the protocol will continue operating normally. If a token is

received in the meantime, then it is concluded that nothing is wrong and the node moves into theDispatchstate to continue

normal operations.

When the token holder replies that it never received a token, the token itself was lost in transmission. The monitor then

moves into theDispatchstate, to determine the stream which may now use the network. This is not necessarily the same

stream as computed earlier, this is determined by the scheduling algorithm and the policy about missed deadlines.

When a token is received when the node is not in either theIdle state, theMonitor state, or thePoll state, something is

wrong: there are two tokens in the network. This happens when both the message from the token holder to the monitor to

stop monitoring and the reply from the token holder to the monitor’s poll are lost. Both the token holder and the monitor

then forward the token. When the token holder has not added or removed some streams, the scheduler in both nodes will

select the same stream, and thus the same node to forward the token to. This node will then receive two tokens. This error

condition is not shown in figure1. In this case the monitor mentioned in this extraneous token is told to stop monitoring,

essentially killing all state present in that token.

When a message to stop monitoring is lost, the old monitor will eventually send apoll message to the current monitor.

This will then again tell the old monitor to stop monitoring.

When a node receives an invitation to join a new network when it is not in theOff-linestate, this is an indication that two

separate networks have been joined, e.g. by connecting two hubs. Currently this is not handled well. In this case the node

tells the current monitor to stop monitoring, kills the token and moves into theOff-line state. Next it immediately reacts on

the invitation message by joining the other network and moving into theIdle state. Effectively one of the two networks is

killed immediately. This behaviour is not satisfactory for the network’s users, and we are searching for a better solution.

Similar behaviour occurs when synchronization related messages are received when a node is not in theIdle state or in

theMonitor state. It then also kills off its token, tells the monitor to stop, and moves to theOff-line state, waiting for a new

invitation message. This error condition is also not depicted in figure1.

5.4. Clock synchronization

As our protocol uses a distributed scheduling algorithm, where each node may take scheduling decisions, it is necessary

that every node has the same view on time in the system. The synchronization algorithm [23] will not be presented in detail,

as it is outside the scope of this paper, only the highlights will be given.

When the special synchronization stream is up for network usage, the currently active node will enter theSynchronization

state. The synchronization algorithm first gathers the different times from all the other nodes. It computes a weighed average,

and broadcasts the new time to the rest of the network.

Currently the scheduler uses a granularity of10 ms. The synchronization algorithm is accurate enough with respect to

this granularity. The node’s clocks are running close enough for the scheduling algorithm to make the same decisions on

every node.

6. Measurements

The prototype is implemented in normal Linux, an implementation for a real-time Linux variant is on the way. The fol-

lowing experiments were carried out using a prototype implemented on top of Linux, kernel version 2.4.20. This prototype

did not yet have the clock synchronization algorithm built in. The setup consisted of a simple network of two RTnet-enabled

nodes running a single UDP stream. The stream was set up using periods of0.1 s, 0.5 s, 1.0 s, and2.0 s, and the bandwidths



Table 1. Actual transfer rate and efficiency of one stream

Requested Period Transfer rate Efficiency

bandwidth (s) Mean Std. dev. (%)

100 000 B/s 0.1 95.57 3.54·10−5 98.5

≈ 0.5 95.54 3.48·10−2 98.5

97.66 kB/s 1.0 96.69 3.97·10−2 99.7

2.0 96.94 6.36·10−4 99.9

200 000 B/s 0.1 191.13 4.75·10−4 98.0

≈ 0.5 193.35 5.50·10−2 99.2

195.31 kB/s 1.0 193.87 7.20·10−3 99.4

2.0 193.29 4.61·10−2 99.1

500 000 B/s 0.5 486.00 4.34·10−2 99.6

≈ 1.0 486.50 6.94·10−2 99.7

488.28 kB/s 2.0 477.81 6.04·10−1 97.9

1 000 000 B/s 0.5 973.12 9.80·10−2 99.7

≈ 1.0 957.30 4.14 98.1

976.56 kB/s 2.0 943.30 3.65 96.6

requested were100 000 B/s, 200 000 B/s, 500 000 B/s, and1 000 000 B/s. The two higher bandwidth requests were not

feasible in combination with a period of0.1 s.

Figures2 and3 show the actual data transfer for a single stream as seen by the receiving node, in steps of10 kB. The

graphs clearly show the periodic arrival of data with the requested period. In figure2(b) (transfer of200,000 B/s with a

period of0.5 s) and figure3(d)(transfer of1,000,000 B/swith a period of1.0 s) the data transfer occurs not as regular as in

the other graphs. The behaviour in figure2(b) is most probably caused by other streams on the network needing bandwidth:

the announcement stream mentioned in section5.2 and the streams ensuring the regular arrival of the token at every node

mentioned in section5.1.

The behaviour in figure3(d) is most probably caused by rounding errors. All computations in the protocol are carried

out using integers. The results of the computations are rounded such that the allocated bandwidth is at least as much as

the bandwidth in the request. The consequence is that in certain invocations there is much less data to transmit than in

most invocations. The applications naturally need to account for this behaviour by implementing sufficiently large buffers.

However, no deadlines were missed and data was transmitted at the requested rate.

Table1 shows the mean data transfer rate that was achieved during repeated executions of the experiments. The efficiency

shown is the efficiency of UDP and IP, when used on top of our protocol. The worst-case overhead of the token protocol

itself, set out against requested bandwidth and period, is shown in figure4. It is very clear that the worst-case overhead

is very bad in combination with small periods. Also the overhead is relatively much worse with small bandwidths in

combination with small periods than with large bandwidths in combination with small periods. This is due to the fact that

the monitor continuously needs to be informed that the token is validly staying at the current token holder. However, the

overhead decreases rapidly when the period is lengthened.

7. Conclusions and future work

This paper has shown the requirements we consider necessary for an in-home digital network. The RTnet protocol’s de-

sign adheres to these requirements. Subsequently the protocol’s operation was described, and some results from a prototype

implementation using Linux and10 Mbit/s Ethernet were presented.

The results are very good when streams with periods larger than100 msare used on10 Mbit/s Ethernet. However, the
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Figure 2. Prototype data transfer with period of 0.5 s
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Figure 3. Prototype data transfer with period of 1.0 s
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Figure 4. Worst-case overhead of token protocol

protocol needs improvement for the use of shorter periods, especially in combination with small bandwidth requirements.

The protocol does live up to its task, streams that are admitted do receive the amount of bandwidth requested. UDP/IP

functions very well when used on top of our protocol.

Furthermore we will create a formal model of the protocol. Using this model we will create proofs that the protocol

works as advertized and how the protocol needs to be adapted to handle situations that the current protocol does not well.

These include the joining of two networks, where currently one of both networks, with all running real-time streams, is

effectively killed, and the destruction of a central link, which effectively creates two or more separate networks, where only

one will certainly have an active and valid token, or at most two will have a valid token.
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