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Abstract
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1 Introduction

In recent years local search heuristics have become popular methods for solving
discrete optimization problems. Roughly speaking, these methods start with some
solution and iteratively replace the current solution by some solution in a neighbor-
hood of this solution. (For an overview on recent developments in this area see e.g.
Osman & Kelly [1996] or Aarts & Lenstra [1997].) The choice of the neighborhood
structure has an important influence on the efficiency of local search heuristics.
It determines the way we navigate through the solution space and it also deter-
mines the computation time of one iteration if we want to find the best neighbor
or an improving neighbor (e.g. for iterative improvement and tabu search). For a
good navigation in the solution space a large neighborhood gives more possibilities
to change the current solution and, therefore, increases the possibility of reaching
high quality solutions. However, since the computational time for finding the best
neighbor or an improving neighbor is proportional to the size of the neighborhood,
large neighborhoods will increase the computational time for one iteration of itera-
tive improvement and tabu search. Thus, a good compromise between quality and
computation time has to be found.

One possible way to find such a compromise is to develop for a given neighborhood
efficient methods to find the best neighbored solution or to develop neighborhoods
where this problem can be solved efficiently. In this context neighborhoods of ex-
ponential size which may be evaluated in polynomial time have been developed in
the literature. Most of the results are on the TSP. Carlier & Villon [1990] were
the first to consider a neighborhood of an exponential number of pyramidal tours
which could be searched in polynomial time. In recent years several other papers
dealing with the evaluation of exponential neighborhoods for the TSP came up (for
an overview see Gutin [1997]). Besides the concrete application of such neighbor-
hoods (see, e.g. Balas & Simonetti [1996], Carlier & Villon [1990], Potts & van de
Velde [1996]) the question of finding neighborhoods with highest cardinality which
are polynomial searchable or searchable with a specified complexity is considered
(see, e.g. Burkhard et al. [1996], Gutin [1997]).

In this paper we will develop an exponential neighborhood for a one-machine batch-
ing problem and investigate the practical use of this neighborhood. The one-machine
batching problem is stated as follows: A set of jobs is given which have to be pro-
cessed on a batching machine minimizing the sum of weighted completion times of
the jobs. For processing, the jobs have to be grouped into batches. All jobs of a
batch enter and leave the machine jointly and the processing time of the batch is
equal to the sum of processing times of its jobs plus an additional set-up time (see,
e.g. Albers & Brucker [1993]). Thus, the problem considered is a combination of a
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sequencing problem and a partitioning problem.

In the literature different types of batching models are considered. In Webster &
Baker [1995] an overview of algorithms and complexity results can be found. Besides
this model in which the processing time of the batch is equal to the sum of processing
times of its jobs plus an additional set-up time they consider a model in which the
processing time of a batch is given by the longest processing time for one of its jobs
(see also Lee et al. [1992] and Brucker et al. [1997]) and a model in which the
processing time of a batch is a constant (see also Ahmadi et al. [1992]). For all
three models different objective criteria and further constraints are treated.

Since the one-machine batching problem we consider is a combination of a sequencing
and a partitioning problem, one possible way of tackling the problem is to treat only
the sequencing part of the problem as solution space and to include the partitioning
part in the objective values of the sequences (see Brucker & Hurink [1996] or Hurink
[1998]). In this approach the objective value of a given sequence is defined as the
objective value of the best possible partition of this sequence into batches. This value
can be calculated in linear time by a method of Albers & Brucker [1993]. Based on
this approach local search can be applied to the problem by defining neighborhoods
on the set of all feasible sequences.

The presented exponential neighborhood will be based on the adjacent pair inter-
change (API) neighborhood. The API neighborhood allows only the interchange of
adjacent elements in a sequence and is of linear size. The steps in the new neigh-
borhood correspond to a sequence of steps in the API neighborhood. We will show
that the best neighbor concerning this neighborhood of exponential size can be cal-
culated in quadratic time using shortest path calculations. This result is similar to
a result of Potts & van de Velde [1996], who show that for the traveling salesman
problem a best neighbor with respect to a neighborhood, which consists of arbitrary
combinations of independent 2-opt moves, can be calculated in O(n2) time.

The paper is organized as follows. In Section 2 we will give a formal definition of
the one-machine batching problem and show how this problem can be formulated as
a sequencing problem. In Section 3 we will present the new neighborhood and show
how a best neighbor in this neighborhood can be calculated. In a computational
study presented in Section 4 the exponential neighborhood will be compared with
the underlying API neighborhood and a reduced shift neighborhood. The paper
ends with some concluding remarks.
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2 Formulation of the problem

The considered one-machine batching problem is defined as follows: n jobs 1, . . . , n
with processing times p1, . . . , pn and weights w1, . . . , wn have to be scheduled on
a batching machine. The jobs are processed in batches and the processing time of
a batch of jobs i1, . . . , ik is given by

∑k
j=1 pij plus a constant set-up time s which

is independent of the sequence of the batches and the number of jobs in a batch.
The goal is to minimize the sum of weighted flow times

∑n
i=1wiCi where the flow

time Ci of a job i coincides with the completion time of the last scheduled job in
its batch, i.e. all jobs in a batch have the same finishing time. In Albers & Brucker
[1993] it is shown that this problem is NP-hard in the strong sense.

Since the one-machine batching problem is a combination of a sequencing problem
and a partitioning problem one way of tackling this problem is to consider only
sequences as solutions and to incorporate the partitioning part into the objective
values of the sequences, i.e. the objective value of a sequence will be the value which
is achieved by the best possible partition of this sequence into batches. Obviously,
this approach may only work if the problem of finding the best possible partition of
a given sequence of the jobs can be solved efficiently. Thus, let us consider a fixed
permutation π of the jobs 1, . . . , n. A partition of this job sequence into batches
has the form

π(i1), . . . , pi(i2 − 1) | π(i2), . . . , pi(i3 − 1) | . . . | π(ik−1), . . . , π(ik − 1).

It can be described by a sequence 1 = i1 < i2 < . . . ik = n + 1. The corresponding
weighted sum of flow times can be written in the form

k−1∑
ν=1

cπiν iν+1
(2.1)

where

cπij = W π
i (s+ P π

i − P π
j ) (2.2)

with W π
l :=

n∑
h=l

wπ(h) and P π
l := s +

n∑
h=l

pπ(h); (l = 1, . . . , n + 1). The value cij

represents the contribution of batch π(i), . . . , π(j − 1) to the weighted sum of flow
times. Using this formulation of the objective value, an optimal partition of a fixed
sequence π into batches can be calculated by solving a shortest path problem in
a network Nπ = (V,A, cπ). The network corresponding to this permutation has
vertices 1, . . . , n + 1, where n + 1 is a dummy vertex and vertex i corresponds to
job π(i), i = 1, . . . , n. The arc set A is given by

A = {(i, j) | i, j ∈ {1, . . . , n+ 1}, i < j}
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Figure 1: Network Nπ for n = 4

(see Figure 1), and the length of an arc (i, j) is cπij . The objective value OPT (π) of
the best partition of π is equal to the length of the shortest path from 1 to n+ 1 in
this network Nπ. Due to the special structure of the network and the arc lengths,
this shortest path problem can be solved in O(n) time (see Albers & Brucker [1993]).

Based on the sequencing formulation of the one-machine batching problem local
search may be applied by using neighborhoods on the set of all possible sequences.
In the following section we will present a neighborhood of exponential size for which
the best solution in the neighborhood of a solution can be calculated in O(n2) time.
The neighborhood will be based on the adjacent pair interchange neighborhood.

3 A Neighborhood of Exponential Size

Local search methods like iterative improvement or tabu search will choose in each
step the best possible allowed neighbor. However, in general there is no guarantee
that this best neighbor is a good starting point for the further examination of the
solution space (other not so good neighbors may give much better possibilities to
achieve good solutions within the next steps). Thus, one may look at sequences of
consecutive steps and choose the sequence which results in the best solution. This
concept was already introduced more than 30 years ago. Simple interchange neigh-
borhoods are replaced by so-called k-interchange neighborhoods. A k-interchange
consists of k simple interchanges which are independent of each other (the meaning
of independent is problem specific and will become more clear in connection with
the batching problem later on). Thus one step in the k-interchange neighborhood
consists of k steps in the simple interchange neighborhood. Examples of such neigh-
borhoods are the k-interchange neighborhoods of Kernighan & Lin [1970] & Lin
[1965] for the uniform graph partitioning problem and the traveling salesman prob-
lem, respectively. The advantage of these neighborhoods is that they focus not only
on one simple step but try to find a good series of simple moves which together lead
to a good result. With an increasing number of k this advantage will grow but the
computational effort to evaluate the complete k-interchange neighborhood will also
increase. Thus again, a trade-off between quality and computational effort arises.
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Kernighan & Lin [1970] have introduced a method to deal with this conflict. The
main idea of their variable depth search algorithm is to calculate iteratively in a
greedy way one k-interchange, whereby k is not specified in advance, and not to
evaluate a complete k-interchange neighborhood for a fixed value k. In the first
step, the best possible simple interchange is calculated and applied to the current
solution. To this solution, the best interchange which is independent of the previous
interchange is applied. This procedure is repeated until no interchange independent
of all the interchanges applied by that point exists. The best (and not necessarily
the last) solution achieved in the iterative procedure is chosen as the starting point
of the next application of the variable depth search algorithm. Thus the operator
used is that k-interchange operator which led to this best solution. Note that the
value of k has not been prespecified and may vary. Kernighan and Lin have applied
this variable depth search algorithm with success to the uniform graph partitioning
problem (see Kernighan & Lin [1970]) and the traveling salesman problem (see Lin
& Kernighan [1973]).

Based on the above considerations, we will derive a new neighborhood MULTI-
API for the one-machine batching problem. The basis of the new neighborhood
is given by the adjacent pair interchange neighborhood API defined by adjacent
pair interchange operators apii which interchange elements at positions i and i +
1 of a given sequence (i = 1, . . . , n − 1). The new neighborhood MULTI-API
contains all possible k-adjacent pair interchange operators (k-api operators), 1 ≤
k ≤ bn−1

2 c}. To give a formal definition of the neighborhood we first have to define
when adjacent pair interchange operators are independent. We call two operators
apii and apij of the neighborhood API independent if |i − j| ≥ 2. Thus, if we
apply two independent operators apii and apij to a sequence π, different jobs will be
interchanged and, therefore, the same solution is obtained independent of the order
in which the two operators are applied.

A k-api operator now consists of a set of k pairwise independent interchange op-
erators, i.e. the operators op of the new neighborhood MULTI-API are defined
by

op = {apii1 , . . . , apiik}, (3.1)

where ij ∈ {1, . . . , n − 1}, j = 1, . . . , k; |ij − il| ≥ 2, j, l = 1, . . . , k, j 6= l; k ∈
{1, . . . , bn−1

2 c.

The application of an operator (3.1) to a sequence π is defined as the successive
application of the operators apii1 , . . . , apiik to π:

op(π) := apii1(apii2(. . . (apiik(π)) . . . )). (3.2)
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Since the interchange operators are pairwise independent, the result of (3.2) is inde-
pendent of the ordering of the indices i1, . . . , ik. The neighborhood MULTI-API is
defined by the operator set OP which contains all possible operators of type (3.1)

OP = { {apii1 , . . . , apiik} | ij ∈ {1, . . . , n− 1}, j = 1, . . . , k;
ij ≥ ij−1 + 2, j = 2, . . . , k;
k ∈ {1, . . . , bn−1

2 c} },

and the neighborhood of a solution π is given by

N(π) = {op(π) | op ∈ OP}.

Theorem 3.1 For the neighborhood MULTI-API the size of the neighborhood N(π)
of a solution π is given by

|N(π)| =
bn−1

2 c∑
k=1

(
n− k
k

)
,

and, thus, is exponential in n.

Proof: The number of neighbors of a solution is given by the number of operators in
OP . For fixed k the number nk of operators op ∈ OP with k interchange operators
is given by the number of different subsets S ⊂ {1, . . . , n − 1} of cardinality k
which contain no adjacent numbers. Between these subsets S and the subsets S ⊂
{1, . . . , n − k} of cardinality k there exists a one-to-one correspondence. Thus,
nk =

(
n−k
k

)
and the result of the theorem follows. 2

Summarizing, the main characteristics of the neighborhood MULTI-API are:

• One step in the neighborhood corresponds to a sequence of steps in the adja-
cent pair interchange neighborhood API.

• The size of the neighborhood of one solution is exponential in the number of
jobs.

The variable depth search algorithm of Kernighan and Lin can now be seen as a
greedy heuristic which calculates bn−1

2 c elements in the neighborhoodN(π) of a given
solution π and chooses the best as the next solution, i.e. the variable depth search
algorithm reduces the exponential size of N(π) to bn−1

2 c. The effort to achieve this
reduction is small since only 1-api operators are considered during the algorithm.
However, no estimates on the quality of the neighbors in the reduced set are known.
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In the following we will show that for the one-machine batching problem we do not
need the variable depth search algorithm to deal with the exponential neighborhood
MULTI-API. We will develop a method which calculates the best neighbor of a
solution with respect to MULTI-API in O(n2) time. We will derive this result by
reformulating the problem as a shortest path problem.

Let π = (1, . . . , n) be a fixed but arbitrary sequence of the jobs. We have to calculate

OPTMULTI(π) = min{OPT (π′) | π′ ∈ N(π)}.

The base for the following considerations is the similarity between the shortest path
problems belonnging to two sequences π and π′, where π′ is achieved from π by
applying a k-api operator.

Lemma 3.2 Let π′ := op(π), where op = {apii1 , . . . , apiik} ∈ OP . For the length
of an arc (r, l); r, l = 1, . . . , n; r < l in the network Nπ′ we have:

cπ
′
rl =



cπrl if r /∈ {i1 + 1, . . . , ik + 1}
and l /∈ {i1 + 1, . . . , ik + 1}

cπr,l −W π
r (pl−1 − pl) if l ∈ {i1 + 1, . . . , ik + 1} and

r /∈ {i1 + 1, . . . , ik + 1}

cπr,l − (wr−1 − wr)P π
l +W π

r (pr−1 − pr) if r ∈ {i1 + 1, . . . , ik + 1}
+(wr−1 − wr)(s+ P π

r + pr−1 − pr) and l /∈ {i1 + 1, . . . , ik + 1}

cπr,l − (wr−1 − wr)P π
l +W π

r (pr−1 − pr) if r ∈ {i1 + 1, . . . , ik + 1}
+(wr−1 − wr)(s+ P π

r + pr−1 − pr) and l ∈ {i1 + 1, . . . , ik + 1}
+(W π

r + wr−1 − wr)(pl − pl−1).

Proof: The proof of the lemma is straightforward and follows directly from (2.2).
2

The above lemma shows that an application of a k-api operator {apii1 , . . . , apiik}
only changes the length of arcs containing at least one vertex from {i1+1, . . . , ik+1}
as one of its terminal vertices.
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If we now consider all networks Nπ′ of all neighbored sequences of a given solution
w.r.t. the neighborhood MULTI-API, we may conclude that only a limited number of
different arc lengths occur. More precisely, the following network NMULTI = (V,A, c)
contains all possible arcs which may occur in the networks Nπ′ corresponding to
neighbored sequences π′:

V = {1, . . . , n+ 1, 2, . . . , n},

and

A =
n+1⋃
i=1

Ai

where
A1 = {(i, j)|i, j ∈ {1, . . . , n+ 1}, i < j}

Aj = {(i, j)|i = 1, . . . , j − 1} ∪ {(j, i)|i = j + 1, . . . , n+ 1}, j = 2, . . . , n

An+1 = {(i, j) | i = 2, . . . , n− 2; j = i+ 2, . . . , n}.

The vertices 1, . . . , n+ 1 correspond to the vertices of the original network Nπ and
the vertices j; j ∈ {2, . . . , n} correspond to vertices j of networks which belong to
neighbored sequences where the operator apij−1 has been applied. Consequently,
the arc set A1 contains the arc set of the network Nπ (first case in the formula of
Lemma 3.2), the arc sets A2, . . . , An contain arcs where one of the terminal vertices
belongs the set {i1 + 1, . . . , ik + 1} (second and third cases in the formula of Lemma
3.2), and the arc set An+1 contains arcs where both terminal vertices belong to that
set (last case in the formula of Lemma 3.2). The lengths cij of the arcs are defined
according to Lemma 3.2. (In Figure 2 the structure of network NMULTI is given for
n = 4).

The next theorem gives a relation between the network NMULTI and the value
OPTMULTI(π).

Theorem 3.3 Each path from 1 to n + 1 in NMULTI which contains at least one
vertex from {2, . . . , n} corresponds to a partition of a neighbored sequence of π where
the interchanged jobs are separated into different batches and vice versa.

Proof:

1. Let p = (p1 → p2 → . . . → pl) be a path from 1 to n + 1 in NMULTI with at
least one vertex from {2, . . . , n}.
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Figure 2: Network NMULTI for n = 4

If path p contains a vertex j, we will interpret this as an interchange of the
jobs πj−1 and πj in the sequence π. Thus, if we define

M = {j | j + 1 ∈ {p2, . . . , pl−1}}

and
op = {apij | j ∈M},

we will associate with path p the neighbor π′ = op(π). Since p contains at
least one vertex from {2, . . . , n}, we have π′ 6= π.

The corresponding partition of π′ into batches is given by the sequence j1, . . . , jl,
where jr is defined by

jr = k if pr = k or pr = k.

It is easy to see that this partition of π′ corresponds to path p, that the length
of p is equal to the objective value of π′ with this partition, and that all
interchanged jobs are separated into different batches.

2. Consider a neighbored sequence π′ = {apii1 , . . . , apiik}(π) of π and a partition
of π′ defined by the sequence 1 = j1 < j2 < . . . < jl = n + 1, where all
interchanged jobs are separated into different batches (i.e. {i1+1, . . . , ik+1} ⊂
{j2, . . . , jl−1}).
If we define

pr =
{
jr jr ∈ {i1 + 1, . . . , ik + 1}
jr otherwise,
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it follows immediately that the path p = (p1 → p2 → . . . → pl) in NMULTI

corresponds to the partition j1, . . . , jl of π′, that the length of π′ is equal to
the objective value of the solution corresponding to this partition of π′, and
that p contains at least one vertex from {2, . . . , n}.

2

Thus, if we calculate the length d of a shortest path p from 1 to n+1 inNMULTI which
contains at least one vertex from {2, . . . , n} we get the value of the best partition of
all possible neighbored sequences, w.r.t. the neighborhood MULTI-API, where the
interchanged jobs are separated into different batches. On the other hand, if we look
at a partition of a neighbored sequence where only some of the interchanged jobs are
separated, we can reproduce the objective value if we partition the sequence which
is achieved by applying only the adjacent pair interchange operators belonging to
the separated jobs. Thus, the value d represents the value of the best partition of
all possible neighbored sequences, w.r.t. the neighborhood MULTI-API, where at
least one pair of interchanged jobs is separated into different batches. If this value d
is smaller or equal to OPT (π), the solution corresponding to p is the best neighbor.

Otherwise, if d > OPT (π) we have to distinguish two cases. If an optimal partition
of π exists which contains a batch of cardinality greater than or equal to 2, we may
interchange two adjacent jobs in such a batch. The resulting sequence has again
objective value OPT (π) and is a best neighbor of π. On the other hand, if all optimal
partitions of π only contain batches of cardinality one, we have to calculate the
second best partition of π into batches and to compare the corresponding objective
value with d. A more detailed description of this last case and a linear time method
for solving this problem can be found in Hurink [1998].

Summarizing, we can calculate the best neighbor with respect to MULTI-API in
O(n2) time since the dominating procedure is the shortest path calculation in the
networkNMULTI .

4 Computational Results

In this section we will report on computational experiences testing the efficiency
of the new neighborhood. We used the API neighborhood and a reduced shift
neighborhood (only shifts where the difference between the old and the new position
of the shifted job is bounded by some given constant - we will choose 5 - are allowed)
as competitors. The first of these two is chosen to get some insight in the difference
between the ’basis’ neighborhood and the ’combined’ neighborhood and the second
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has proven to be a good neighborhood for the one-machine batching problem (see
Ruhe [1996] or Hurink [1998]). To test the neighborhoods we used the local search
methods iterative improvement and tabu search (simulated annealing is not a proper
choice to test exponential neighborhoods).

Before presenting the computational results, we shortly will mention how the tabu
search method was realized and how the test instances were generated. For tabu
search in principle a fixed length of the tabu list equal to the number of jobs of the
instance was used. However, one principle of the dynamic tabu list organization (see,
e.g. Dell’Amico and Trubian [1993]) has been incorporated: If a global improvement
is achieved, the tabu list is emptied completely. The tabu search method will stop if
all neighbors are tabu (which almost never happens) or if the best found solution has
not been improved for the last kmax iterations. kmax will be linearly dependent on
the number of jobs, however, with different constant factors. The concrete choice
was made after some preliminary testing and will be mentioned in context with the
presented results.

For the computational tests we used implementations which were made by Doris
Spinger in connection with her diploma thesis (see Spinger [1998]). The algorithms
are coded in C and the computational tests were obtained using a SUN/Sparc 20/801
workstation with operating system Solaris 2.5 and 64 MB general storage (80 MHz +
1MB SC). For the neighborhood API an efficient linear time method to calculate the
best neighbor presented in Hurink [1998] was used. This method leads approximately
to a speed up of n/6 for this neighborhood. As test instances to compare the different
presented approaches and neighborhoods we have generated instances with 20, 50,
100, 150, and 200 jobs, set-up times s equal to 2, 5, 10, and 20, and processing times
and weights of the jobs chosen randomly. Three combinations were considered for
the weights and processing times:

wi ∈ {1, . . . , 15}; pi ∈ {1, . . . , 20}
wi ∈ {1, . . . , 15}; pi ∈ {1, . . . , 50}
wi ∈ {1, . . . , 30}; pi ∈ {1, . . . , 50}.

The test set consists of two instances for each combination of job number n, set-up
time s, and weight-processing time combination.

In a first series of runs we applied iterative improvement and tabu search in combi-
nation with all three neighborhoods (API, MULTI-API, SHIFT) using a randomly
generated initial solution to our test set. We restrict the number of iterations with-
out improvement of the best found solution to up to twice the number of jobs, i.e.
kmax = 2n. The results achieved are reported in Table 1. The table contains the
following information:

11



n=20 n=50 n=100 n=150 n=200
Method Imp Iter Imp Iter Imp Iter Imp Iter Imp Iter
II-API 15.61 32.9 6.54 72.1 2.63 97.2 1.16 82.9 0.73 87.6
II-MULTI 17.67 11.2 10.87 20.7 4.89 25.4 2.18 21.7 1.20 20.5
II-SHIFT 32.22 20.5 35.63 110.3 31.11 351.6 22.52 539.5 21.73 926.4
TS-API 22.30 114.0 13.67 593.9 7.65 2180.5 5.39 5728.8 3.20 7263.7
TS-MULTI 26.92 110.9 15.17 337.0 7.61 1157.9 4.19 2322.3 3.00 4081.7
TS-SHIFT 32.29 59.5 36.74 247.7 32.24 664.5 24.40 1087.8 22.19 1684.5

Table 1: Improvement of a random initial solution in %

• Imp: Average percentage improvement of the initial solution.

• Iter: Average number of iterations executed.

As may be expected, the quality of the results for the neighborhood SHIFT is much
better than that for the neighborhood API. However, the quality of the results for
the neighborhood MULTI-API - which is of exponential size - is only close to that of
API and thus, far behind that of SHIFT. In comparison with API the neighborhood
MULTI-API gets better results using approximately only 1/4 of the iterations. The
results achieved with iterative improvement indicate that the possibility of shifting
jobs by up to 5 positions gives us sufficient possibilities to change solutions (e.g. for
n = 200 on average almost 1 000 consecutive steps always lead to an improvement
of the current solution). In contrast to this, the possibility of shifting jobs only by
one position (which is the basis of API and MULTI-API) is not strong enough to
achieve good results. Even the neighborhood MULTI-API, which gives an enormous
number of possible changes of a solution, does not lead to results near that of the
much smaller shift neighborhood.

This situation does not change much if we switch to tabu search. The gap between
SHIFT and the other two neighborhoods is reduced somewhat, but especially for
large job numbers this gap is still very large. Surprisingly, the order between the
neighborhoods API and MULTI-API changes. Whereas for iterative improvement
for each value of n and s the neighborhood MULTI-API gives on average better
results, now for larger values of n (n ≥ 100) the neighborhood API is slightly better.
From the three neighborhoods, API profits most from the additional navigation tabu
search allows.

To compare the neighborhoods according to their efficiency, the computation times
are also important. Although in connection with tabu search the average num-
ber of iterations is much bigger for API than for SHIFT and also bigger than for
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Method n=20 n=50 n=100 n=150 n=200
II-API 15.6 6.5 2.6 1.2 0.7
II-MULTI 16.0 9.2 3.4 1.3 0.8
II-SHIFT 12.3 5.4 1.9 1.4 1.2
TS-API 22.3 13.7 7.6 5.4 3.2
TS-MULTI 18.8 10.8 5.0 2.2 1.2
TS-SHIFT 19.9 11.4 6.4 5.4 3.5

Table 2: Time limited by neighborhood API, improvement in %

MULTI-API, the resulting computation times are much shorter (for the large in-
stances approximately 1/50 of SHIFT and 1/20 of MULTI-API). To compare the
neighborhoods using the same computation times, we present in Table 2 results
which where achieved by using for all three neighborhoods only the time which the
neighborhood API uses (for II with SHIFT the computation times were larger since
one iteration already takes much more time than the complete run with API).

Surprisingly, for small instances in connection with iterative improvement the neigh-
borhood MULTI-API gives the best results followed by API. Only for larger instances
is the shift neighborhood superior. In connection with tabu search the situation dif-
fers slightly. As before, the shift neighborhood achieves the best results for larger
instances, however, for small instances API is now the best. Furthermore, MULTI-
API leads to the worst results.

In a next step we used a heuristically calculated initial solution. We simply sorted
the jobs by non-decreasing pi/wi-values (Smith ratio-rule) and calculated for this
job sequence the best batch partition. The quality of these solutions is much better
than that of the ’long runs’ of tabu search using the shift neighborhood (up to 20%
for large instances). Using this good initial solution we applied tabu search with
different values for kmax to our test set. The corresponding results are presented
in Table 3. The table contains the following information:

• Neigh: Denotes the used neighborhood.

• kmax
n

: Denotes the factor by which kmax depends on the number of jobs n.

• Imp: Average absolute improvement for the 24 instances.

• CPU: Average used CPU time in seconds.

For the shift neighborhood a reduction of the factor kmax
n

from 2 to 0.2 or an in-
crease to 5 only influences the computation times but not the quality of the solutions
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n=20 n=50 n=100 n=150 n=200
Neigh kmax

n Imp CPU Imp CPU Imp CPU Imp CPU Imp CPU
API 20 13.2 0.2 41.7 1.8 88.7 9.4 100.0 22.6 173.3 54.6
API 100 13.2 1.4 42.3 13.1 91.0 42.5 101.1 104.9 173.6 243.2
API 200 13.2 1.7 42.3 17.1 91.8 81.3 101.7 204.4 173.6 445.2
API 500 13.2 4.2 42.3 42.4 91.8 196.0 102.2 543.0 175.1 1091.7
MULTI 1 13.2 0.0 40.3 0.8 87.4 6.9 97.5 24.8 170.0 68.6
MULTI 2 13.2 0.0 41.5 2.2 91.2 19.6 100.5 73.6 172.8 209.2
MULTI 10 13.2 0.3 41.7 7.6 94.0 75.6 102.6 245.7 175.7 608.5
MULTI 20 13.2 0.7 42.3 15.1 94.1 135.0 103.2 467.2 176.3 1139.0
SHIFT 0.2 13.2 0.0 41.4 0.9 96.4 7.4 99.8 25.5 171.6 62.6
SHIFT 2 13.2 0.6 41.4 10.4 96.4 84.2 99.8 286.1 171.5 680.5
SHIFT 5 13.2 0.8 41.4 19.5 96.4 161.0 99.8 546.0 171.6 1357.5

Table 3: Absolute improvement with tabu search using different parameters

achieved. For the two neighborhoods based on the interchange of neighbored ele-
ments the situation is quite different. Here all the increases of the factor kmax

n
lead

to an increase of the average quality of the solutions.

If we compare the quality of the results achieved with the different neighborhoods,
we can state that the neighborhoods API and MULTI-API outperform the shift
neighborhood. For n = 100 the shift neighborhood is better on average, but a closer
look at the results for the individual instances shows that only two instances are
responsible for this. For these two instances the shift neighborhood find solutions,
which are much better than the solutions which are achieved by the other neighbor-
hoods, relative quickly. For the remaining 22 instances with n = 100 the tendency
is similar to that for the instances with other values of n. Using only short com-
putation times (first row for each neighborhood) the neighborhood API is superior
(neglecting the two instances already mentioned with n = 100) to the other two
neighborhoods. The short computation times for one iteration of API (based on
the efficient calculation of the best neighbor) may explain these results. For most
instances the shift neighborhood is not able to reach the quality of API even with
much more computational effort. If more computation time is spent, the neighbor-
hood MULTI-API takes over the first position from API and both neighborhoods
are clearly better than the shift neighborhood. For these long runs the fast execution
of one iteration of API can no longer make up for the poorer navigation of API in
comparison with MULTI-API.

The presented results show that the different neighborhoods have different abilities.
The shift neighborhood guides the search to good solutions within relatively few
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iterations. Even if a randomly generated initial solution is used, it allows this
solution to be changed such that relatively good solutions are achieved. However,
after finding the good solutions it has difficulties in getting further improvements
of these solutions even if a large number of further iterations is allowed. Thus, the
shift neighborhood seems to be a good neighborhood to diversify the search.

The other two neighborhoods behave differently. They search intensively around
the initial solution and even after many iterations they are often able to get fur-
ther improvements of the current best solution. This may explain why these two
neighborhoods are rather dependent on the quality of the initial solution. For ran-
domly generated initial solutions with a bad quality these neighborhoods are not
able to change the initial solutions enough to get high-quality solutions. These ob-
servations indicate that the neighborhoods API and MULTI-API may be good for
intensification phases of the search process.

Surprisingly, the two neighborhoods API and MULTI-API do not differ a lot, al-
though their cardinalities are totally different. It seems that besides the size also
the structure of the operators determines the potentiality of a neighborhood.

5 Conclusion

In this paper we presented an exponential neighborhood for the one-machine batch-
ing problem which is efficiently searchable. The operators defining this neighborhood
consist of all possible combinations of API operators which do not affect each other.
This results in a neighborhood which still uses only a small number of ’basic’ oper-
ations (n− 1) but which has an exponential number of neighbors since the number
of possible combinations of the basic operators is exponential. It is shown that the
best neighbor due to this exponential neighborhood can be calculated by shortest
path calculations in O(n2) time.

Results of a similar type were independently derived by Potts & van de Velde
[1995,1996] for the TSP and some one-machine scheduling problems. For instance
for the TSP they consider independent combinations of k-opt operators (k = 2, 3)
and show that the best neighbor with respect to the neighborhood containing all
independent combinations can be solved in polynomial time by dynamic program-
ming. A difference between their approaches and the approach presented in this
paper is given by the objective values of neighbored solutions. For the problems
of Potts & van de Velde the change of the objective value resulting from a ’basic’
operation can be calculated in constant time and the change of the objective value
resulting from a combined operator is additive, i.e. the change of a combined oper-
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ator is equal to the sum of the changes of the underlying operators. In contrast to
this, for the one-machine batching problem the changes of one ’basic’ operation can
only be obtained by a new shortest path calculation and furthermore, the changes
of the combined operators are not additive.

The presumption that large neighborhoods always allow a good navigation through
the search space gets disproved by the computational tests using a randomly gen-
erated initial solution. The results achieved with the neighborhood MULTI-API in
connection with tabu search are only comparable with those of the small neighbor-
hood API and much worse than those of the reduced shift neighborhood. Thus,
not only the size of the neighborhood but also the structure of the operators are
of importance. This gets confirmed by the computational tests using a heuristic
initial solution. Here the neighborhood MULTI-API again shows a similar behavior
to the underlying ’basic’ neighborhood API. For the runs which use slightly more
computational time, MULTI-API outperforms the reduced shift neighborhood and
for the long runs the results are the best of all three neighborhoods. Summarizing,
we can state that the neighborhood MULTI-API has the same weakness as the un-
derlying ’basic’ neighborhood API (problems in covering larger ’distances’ between
solutions) but also the same advantages (good exploration of regions around promis-
ing solutions). Although one iteration of tabu search with MULTI-API takes much
longer than one of tabu search with API (due to the efficient calculation of the best
neighbor for the latter), for long runs the enormous number of possibilities of chang-
ing solutions offered by MULTI-API pays off if good regions have to be explored
intensively.

For the practical application of exponential neighborhoods a lot of work still has to
be done. The applications mentioned in the introduction and also the computational
results in this paper indicate that exponential neighborhoods have the potential to
be very useful for local search applications. However, the development of such
neighborhoods is not straightforward. Our computational results give rise to the
assumption that not the size but also the structure of a neighborhood is important
for success in a local search method. Furthermore, the different behavior of the
neighborhoods depending on the quality of the initial solution, shows that a unique
judgment of a neighborhood may not be possible. References
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