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Abstract — Two orchestrated processes interacting with each 
other have to maintain their own states. Messages are used to 
synchronize states between orchestrated processes. Server 
crash and network failure may result in loss of messages and 
therefore result in a state change performed by only one party. 
Thus, the states of the parties are no longer synchronized, 
resulting in state inconsistencies and in worst case deadlocks. 
In this paper, we propose a mechanism for guaranteed state 
synchronization of orchestrated processes with system and 
network failures. Our mechanism is based on interaction 
patterns and process transformations. The basic idea is to 
redesign the original processes into their state synchronization-
enabled counterparts via process transformations that can be 
automated. The transformation mechanism is formalized 
based on Colored Petri Nets. We present the formal proof of 
the correctness of our mechanism and give the overhead 
analysis to illustrate its practicability. 

Keywords-Orchestrated Processes; State Synchronzation; 
Service Interaction Patterns 

I.  INTRODUCTION 
Electronic data interchange has grown significantly in the 

last decade. Often data interchange is based on processes 
designed from a business point of view, which exchange 
messages in order to interact. In particular, two orchestrated 
processes interact with each other to maintain their states 
synchronized. In particular, if a process changes state, and 
this new state is relevant to the other process, it sends a 
message to the other process to inform it about the state 
change. However, server crashes and network failures may 
result in loss of messages and therefore a state change 
performed by one process may remain unnoticed by the other 
process. In this case the states of the two processes are no 
longer synchronized, resulting in state inconsistencies and 
possibly deadlocks. 

Message exchange is often realized at the technical level 
using standard communication protocols like HTTP. 
However, HTTP does not provide reliable messaging, and 
since the processes are defined from a business point of view, 
the process design may not cope with the possible 
unreliability of the data transport protocols. 

Reliable messaging protocols [1] solve the problem by 
introducing a middle layer, which increases the complexity 
of the required infrastructure. We assume that server crashes 
and network failures are rare events, and therefore extending 
the infrastructure introduces too much overhead. Further 
adding a middle layer could turn out to be a problem in case 
of cloud computing deployment if this additional layer is not 
supported by the infrastructure provider, because the 
infrastructure is out of the control of the user. Instead we 

propose to extend the original processes into 
synchronization-enabled counterparts via process 
transformations. The transformation is done in such a way 
that in the resulting processes possible state inconsistencies 
are recognized and compensated by retrying failed 
interactions. 

In previous work [2], the transformation of a WS-BPEL 
process into a process with state synchronization guarantees 
has been presented. In this paper, we present a formal proof 
that our approach actually provides the state synchronization 
guarantees. In particular, a formal model is introduced to 
represent the sequences of state synchronization between 
orchestrated processes given in WS-BPEL using CPN 
(Colored Petri Nets) [3]. Based on this model, correctness 
criteria are defined and a correctness proof for our 
mechanism is presented. Further, we analyze the overhead of 
the proposed approach, namely the increase in response time 
and in model complexity per interaction type. 

The basic assumption of the approach is that in case of 
server crashes or network failures, the state of each process 
instance persists. Thus, the values of the process variables 
can be restored when the process restarts. This is a 
reasonable assumption, since most available business process 
engines, such as Apache ODE [4], support this behavior. Our 
mechanism has been applied to WS-BPEL business 
processes, but it is general enough to be applicable to other 
process languages. 

This paper is further structured as follows. Section II 
formalizes orchestrated processes and possible types of state 
inconsistency caused by system and network failures. 
Section III discusses the state synchronization mechanisms 
applied to each state inconsistency type. Section IV proves 
the correctness of our state synchronization mechanism. 
Section V analyzes the overhead of our mechanism. Section 
VI discusses related work. Finally, Section VII gives our 
conclusions. 

II. FORMALIZATION OF ORCHESTRATED PROCESSES 
WITH SYSTEM AND NETWORK FAILURE 

A. Business Processes 
We choose WS-BPEL [5] as process specification 

language in our work. A WS-BPEL process is a container 
where relationships to external partners, process data and 
handlers for various purposes and, most importantly, the 
activities to be executed are declared. As an OASIS standard, 
it is widely used by enterprises. We use CPN (Colored Petri 
Nets) [3] to describe the underlying semantics of WS-BPEL 
and use them as a basis for our formal evaluation. Several 
approaches to formalize WS-BPEL using Petri Nets have 
been reported in the literature, however, each approach has 
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its particular focus and none of them fits our needs. For 
example, [6] focuses on the control flow modeling thus state 
information is implicit. [7,8] address activity stops and 
correlation errors, which are not relevant for our work and 
therefore this approach would have unnecessarily 
complicated our formalism. Thus, we propose a simplified 
Petri Net formalism based on [8]. Activities that we currently 
model belong to the following two categories: 

1) Basic Activities: activities that describe elementary 
steps of the process behavior, like invoke (invoking web 
service operations), receive and reply (providing web service 
operations), assign (updating variables and partner links), 
throw (signaling internal faults), wait (delaying execution), 
empty (doing nothing), extension activity (adding new activity 
types), exit (immediately ending a process) and rethrow 
(propagating faults). The CPN model of a receive activity is 
shown in Fig. 1. A receive transition is placed in the middle 
and represents the execution of the receive activity. The two 
places channel and var represent the input communication 
channel and the variable that the activity reads from and 
writes to. Control dependency is shown as the places begin 
and end. The reply activity mirrors the receive activity. It 
reads a value from variables, and then writes the value to 
outgoing messages. The assign activity is similar to the 
receive activity, in that for each copy element in an assign 
activity, it reads values and writes them to variables. 

 

 
Figure 1 CPN Model of receive Activity. 

2) Structured Activities: activities that encode control-
flow logic, and therefore can contain other basic and/or 
structured activities recursively, like sequence (sequential 
processing), if (conditional behavior), while (repetitive 
execution), repeatUntil (repetitive execution), pick (selective 
event processing), flow (parallel and control dependencies 
processing) and forEach (processing multiple brahches). 
Below we discuss the CPN model of the structured activities 
if and while. The CPN representation of an if activity is shown 
as Fig. 2. The truePart and falsePart transitions represents true 
or false branches. Both transitions can be replaced by any 
complex subnet structure. Control dependency is 
represented as the places begin and end. This activity has no 
direct relation to variables and channels. Variables are 
potentially involved when evaluating the condition. 

Fig. 3 shows the CPN representation of the pick activity. 
Transitions onMsg1, onMsg2, onMsgN represent the onMessage 
sub-elements. The control flow enforces that there is only 
one token in the begin place, thus only one transition of 
onMsg1, onMsg2 or onMsgN can be fired. The transitions 

ProcessMsg1 ProcessMsg2 and ProcessMsgN can be replaced by 
a CPN subnet. 

B. Process Synchronization Failure Model 
In order to investigate synchronization issues in case of 

system crashes or network failures, we considered the 
service interaction patterns defined in [9]. From these 
patterns we initially considered the send/receive pattern, 
since it may result in state inconsistencies. The failure 
analysis of the send and receive patterns are not further 
elaborated here, since the observable state synchronization 
errors are also contained in the send/receive pattern. More 
interaction patterns will be investigated in future work. 

 

 
Figure 2 CPN Model of the if Activity. 

 

Figure 3 CPN Model of the pick Activity. 

The send/receive interaction pattern can result in a state 
synchronization error if a message is sent which cannot be 
received, or the sender or the receiver crashes after the 
message has been sent. The interaction pattern for the 
synchronous case is depicted in Fig. 4, while Fig. 5 shows an 
asynchronous interaction consisting of two one-way message 
exchanges. 
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Figure 4 Synchronization Failure Analysis: Send/Receive Pattern, Case I. 

 

Figure 5 Synchronization Failure Analysis: Send/Receive Pattern, Case II. 

Three failure types are possible: (1) a pending request 
synchronization failure in the case of a synchronous 
exchange in which the initiator crashes, (2) a service 
unavailability failure in the case of an exchange that has been 
initiated but one participant is unavailable, and (3) a pending 
response failure in the case of a synchronous exchange in 
which the responder crashes during the processing of the 
request or a response message gets lost due to a network 
failure. The modeling of these failures is described below. 

In the synchronous case (modeled in Fig. 4), the initiator 
may fail after the request message is sent (transition 
ServerCrash4 fires). Since the failure happens after the request 
is sent, we name this situation pending request 
synchronization failure (depicted as place REQ). If the 
responder fails before a request message is received 
(transition ServerCrash1 fires) or the response message is lost 

because of a network failure (transition NetworkFailure1 or 
NetworkFailure2 fires), a failure occurs that we name service 
unavailable failure (depicted as places SU_NF and SU_SC).  

If the responder fails before the response message is sent 
(transition ServerCrash2 or ServerCrash3 fires), or the response 
message is lost because of a network failure (transition 
NetworkFailure3 or NetworkFailure4 fires), a failure occurs that 
we name pending response failure (depicted as places RESP1 
and RESP2). 

In the asynchronous case (modeled as Fig. 5), the 
processes may fail before receiving the notification message 
(transition ServerCrash1 or ServerCrash2 fires) or one of these 
messages is lost because of a network failure. This 
corresponds to the Service unavailable failure identified 
before (depicted as places SU_NF and SU_SC). 
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III. STATE SYNCHRONIZATION MECHANISMS 
Based on the failures identified before, the proposed state 

synchronization mechanisms are discussed. 

A. Pending Request Synchronization Failure 
The pending request synchronization failure happens 

during a synchronous exchange with an initiator server crash. 
The basic idea of our synchronization mechanism for 
pending request failure is based on message resending. The 
initiator process should resend the request once it recovers. If 
the responder process receives the same synchronous request 
message multiple times, it should send the response for each 
request. One problem behind this idea is that if the initiator 
process fails after sending the request (transition ServerCrash4 
in Fig. 4), the responder process may still send the response 
and continue its execution (transition t5 occurs in Fig. 4). If 
this synchronous exchange is the final interaction between 
the two processes, the responder process may terminate its 
instance after the synchronous exchange. Therefore, our 
synchronization mechanism works based on the assumption 
that there will be an additional interaction between the 
initiator and the responder, represented as SendM3 and 
ReceiveM3 in Fig. 6. 

The CPN model of the transformed process for pending 
request synchronization failure is presented in Fig. 6. 
Divided by the channel transitions channelC1, channelC2 and 
channelC3, the left side corresponds to the CPN model of the 
initiator process and the right side corresponds to the 
responder process. Places AC1 to AC4 represent the control 
dependencies of the initiator process. Process variables are 
represented by places inputVarA1, outputVarA1 and inputVarA2. 
Sent and received messages are represented by outputMsgA1, 
inputMsgA1, outputMsgA2. After the initiator process has sent 
the request message (transition sendM1 fires) but has not 
received yet the response message (a token in place AC2), 
firing the transition ServerCrash introduces a token in place 
REQ_M1, representing a pending request synchronization 
failure observable by the initiator process. 

The control dependency of the responder process is 
represented by the places BC1 to BC9. Places inputVarB1, 
outputVarB1, outputVarB6 and PR are process variables. The 
places inputMsgB1, outputMsgB1 and inputMsgB2 represent the 
messages. The transition receiveM1, ConsumeM1, sendM2 
represent the receiving, processing and replying of the 
synchronous interaction. The transformed responder process 
model is specified as follows. The process variable PR is 
initialized to 1 by default. The conditions of the following 
while iteration are represented as whileTrueB3 and whileFalseB3. 
The pick branches end with a token put into place BC8. If the 
synchronous request message is sent by the initiator multiple 
times (transition receiveM1_1 fires), the responder process 
sends a reply message without processing the message 
(occurrence of transition sendM2_1). If the responder process 
receives a message for further interaction (transition 
receiveM3 fires), the assignment activity assignPR changes 
condition variable PR in order to end the iteration. 

B. Pending Response Synchronization Failure 
The responder process receives a request (transition t3 in 

Fig. 4), processes it using some nested activities (transition t4 
in Fig. 4) and then sends a response (transition t5 in Fig. 4). 
A system crash or a network failure before sending the 
response would halt the execution of the responder process 
and the established connection would be lost. In order to 
avoid the design of nested activity between synchronous 
request and response, we split one synchronous interaction 
into two, so that no nested task remains between the 
synchronous request and response. The first synchronous 
interaction is to send the request parameters. The second 
synchronous interaction is to reply the result to the initiator 
process. An adapter service is used to keep the original 
process interface. The adapter service receives the request 
from the initiator, interacts with responder and sends 
response back to initiator. Since the responder process server 
may crash, the adapter service should be deployed together 
with the initiator. 

The CPN model of the transformed process is presented 
in Fig. 7. The model is divided into three sections: the 
section depicted to the left of channel1 and channel6 
corresponds to the initiator process, the section between 
channel1 and channel6 and channel2 to channel5 corresponds to 
the adapter service, and the section to the right of channel2 to 
channel5 corresponds to the transformed responder. 

C. Service Unavailable Synchronization Failure 
A service unavailability failure is an initiated exchange 

with a missing partner. The invoke activity is transformed 
such that inside a while iteration we introduce a scope activity 
with a fault handler. When the target process service 
becomes unavailable, the fault handler delays the execution 
of the process and the outside iteration resends the request. 
However, one implementation issue is that by default the 
process engine does not propagate the message delivery fault 
to the process as an exception, so the process may not be 
aware of this fault. Some engineering effort has been 
necessary to propagate the fault as an exception to the 
process behavior. 

The CPN model of the transformed process for the state 
synchronization of service unavailable inconsistency type is 
shown as Fig. 8. In the initial marking, we put a token in 
both places p1 and p5 to represent that the beginning of the 
control flow of the processes. We put a token in each of the 
places of v1 and p6 to represent that the process variables are 
initialized. 

If the target process is available, transitions t1 to t3 occur. 
If the target service is not available, transitions 
NetworkFailure1, NetworkFailure2 or ServerCrash1 fire. A token 
is put into place SU_NF or SU_SC. Transitions reSend and 
reStart fire to reset the marking of the CPN model to the 
initial marking, and the recovery work is finished. 
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Figure 6 State Synchronization Mechanism for Pending Request Inconsistency Type. 

IV. CORRECTNESS PROOF 
The correctness proof shows that the mechanisms 

introduced in Section III provide state synchronization for 
the failures discussed and modeled in Section II. The core of 
the proof is to define state synchronization criteria for 
asynchronous and synchronous interactions and represent 
them such that they can be automatically evaluated. The 
basic idea is that state changes are synchronized by 
exchanging messages. Therefore, two processes are in 
synchronized states if they have successfully exchanged 
messages. Thus, we have to check whether it is possible that 
one orchestrated process can apply further state changes 
before the message exchange has been completed. The 

indication for an additional state change is exchanging 
additional (different) messages. State synchronization can be 
verified by comparing the states of the processes involved 
for all possible executions.  

The states of a CPN are all possible markings, and the 
transitions between them. An occurrence graph represents all 
possible states and state changes derived from a CPN. 
Therefore, we first briefly introduce occurrence graphs and 
then present the correctness criteria, before elaborating the 
proof mechanism for the pending request synchronization 
failure. Due to lack of space we cannot elaborate on the other 
failures, but the line of reasoning to validate them is the 
same. 
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Figure 7 State Synchronization Mechanism for Pending Response Inconsistency Type. 

 

Figure 8 State Synchronization Mechanism for Service Unavailable Inconsistency Type. 
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Figure 9 Correct Criteria for State Synchronization between Orchestrated Processes. 

 

A. Notion of State 
In a CPN the state of an orchestrated process is modeled 

as the distribution of tokens over all places. An occurrence 
graph can be used to represent all possible states and 
transitions of a CPN. Formally, an occurrence graph is an 
automaton �Q, �, �, q0, F�, where q0 is the initial state; Q is the 
set of all states reachable from q0; F is the set of final states; � 
is the set of CPN transition labels; � is the automaton 
transition function: Q × � � Q representing the occurrence of 
a CPN transition from an input state to an output state 
labeled with the CPN transition responsible for this state 
change. 

B. Correctness Criteria for State Synchronization 
We considered two correctness criteria: the correctness 

criterion related to sending or receiving a single message in 
the context of a synchronous or asynchronous message 
exchange, and a correctness criterion for synchronous 
request and response messages. 

1) Single Message: The successfully sending and 
receiving of a single message synchronizes the state of the 
sending and receiving processes if and only if the message 
is sent multiple times and finally received.  

This criterion can be represented as an automaton and is 
depicted in Fig. 9(a): sending message M1 from state 0 
results in a transition to state 1. A transition from state 1 to 
itself represents that the message may be sent multiple times, 
until message M1 is received, resulting in a transition from 
state 1 to state 2. A transition from state 2 to state 1 
represents that in the original process definition, the message 
could be sent multiple times, e.g., in a while iteration. 

After message M1 has been sent for the first time, no 
interaction is allowed between the sender and receiver 
processes until the message is finally received. This principle 
is reflected in Fig. 9(a), such that in state 1 the only outgoing 
transitions are either sending message M1 again or receiving 
message M1. 

2) Synchronous Request and Response Messages: In 
this case, the basic idea is that no message is allowed 
between the moment the synchronous request message M1 is 
received, until the response message M2 is sent. This idea is 
reflected in Fig. 9(b), because at state 2 the only allowed 
transition is to send the response message (sendM2). In case 
there is an error during the sending or receiving of message 
M2, the request message M1 may have to be resent to enable 
the resending of the response message M2. Thus, Fig. 9(b) 
shows a transition labeled as sendM1 from state 3 to state 1. 

The transition from state 4 to state 1 represents that the 
synchronous request message can be sent multiple times , 
e.g., in a while iteration.  

C. Correctness proof for State Synchronization Mechanism 
of Pending Request Inconsistency Type 
The aim of the proof is to show that the correctness 

criteria defined before are always guaranteed by our 
proposed approach. Therefore, we investigate asynchronous 
as well as synchronous interactions. 

To perform the proof, we use the CPN model of the 
transformed process as the basis for obtaining an occurrence 
graph described as an automaton and we extend the criteria 
automaton with messages from this occurrence graph to 
make it complete. Then we perform the correctness criteria 
check by inspecting whether the occurrence graph automaton 
of the transformed process is subsumed by the criterion 
automaton, which verifies whether the specified criterion is 
guaranteed by the occurrence graph, and consequently by the 
transformed process. 

The first step is to transform the CPN model of our 
synchronization mechanism in Fig. 6 into an occurrence 
graph. The resulting occurrence graph (automaton model) 
has 46 states and 70 transitions. We then simplify the 
automaton, by replacing transition labels not related to 
interactions by empty transitions (epsilon transitions) and 
minimize the automaton. The resulting automaton is depicted 
in Fig. 10. 

 

 
Figure 10 Occurrence Graph of the Pending Request Failure 

Synchronization Mechanism. 

The following properties must hold to prove correctness: 
• For each message M1, M2 and M3, the sequence of 

sending and receiving of the message meets the 
criterion proposed in Section IV.B.1.  

• The sequences of sending and receiving of the 
synchronous request and response messages M1 and 
M2 meet the criterion proposed in Section IV.B.2 . 

1) Single Message Sending and Receiving for State 
Synchronization: The proof for the three messages M1, M2 
and M3 is similar, thus in this paper we only present the 

 
 

(b) Criterion for Synchronous Request and Response Messages.

 
 

(a) Criterion for a Single Message Sending and Receiving.
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proof for message M1. The first step is to extend the 
criterion automaton of Fig. 9(a) with messages contained in 
the occurrence automaton of Fig. 10. These are additional 
transition labels sendM2, receiveM2, sendM3, and receiveM3. 
Further, an error state is added to the criterion automaton, 
since the original criteria automaton only contains the 
correct message sequences. To complete the automaton, the 
following transitions are added: 

• Transition from state 0 to state 0 labeled {sendM2, 
receiveM2, sendM3, receiveM3}, representing that in 
the initial state, the sending and receiving of other 
messages does not affect the state of sending and 
receiving message M1.  

• Transition from state 0 to state 3 labeled receiveM1, 
representing that in the initial state, receiving an M1 
that has not been sent before is an error.  

• Transition from state 1 to state 3 labeled {sendM2, 
receiveM2, sendM3, receiveM3}, representing that once 
message M1 is sent, any other interaction is an error. 

• Transition from state 2 to itself labeled {sendM2, 
receiveM2, sendM3, receiveM3}, representing that once 
message M1 is received, no other interaction affects 
the state of sending and receiving of message M1.  

• Transition from state 2 to state 3 labeled receiveM1, 
representing that receiving message M1 multiple 
times is an error.  

• Transition from state 3 to itself labeled with all 
messages, representing that an error cannot be 
compensated. 

Fig. 11 shows the criterion automaton obtained with 
these extensions. 

 

 
Figure 11 The Extended Criterion Automaton. 

The next step is to test whether the occurrence automaton 
of Fig. 10 is subsumed by the extended criterion automaton. 
This can be asserted by inspection, based on the subsumption 
definition in [10]. Therefore, the criterion is fulfilled for all 
possible executions contained in the occurrence graph. 

The correctness of the sending and receiving of messages 
M2 and M3 can be proven in a similar way. 

2) Synchronous Message Sending and Receiving: Since 
messages M1 and M2 are the request and response of a 
synchronous message exchange, the correctness criterion for 
synchronous messages proposed in Section IV.B.2 must 
also hold. As in the previous case, the criterion automaton 
must be extended by the messages contained only in the 
occurrence automaton, that is, sendM3 and receiveM3. The 

extension consists of an error state and the following 
transitions: 

• Transition from state 0 to state 5 labeled {receiveM1, 
sendM2, receiveM2}, representing that in the initial 
state, the receiving of the reply message and the 
sending and receiving of the response message are 
errors. 

• Transition from state 0 to itself labeled {sendM3, 
receiveM3}, representing  that in the initial state, the 
sending and receiving of message M3 does affect the 
state of the synchronous request and response.  

• Transition from state 1 to state 5 labeled {sendM2, 
receiveM2, sendM3, receiveM3}, representing that in 
state 1, the synchronous message is sent once or 
multiple times but has not been received yet. 
According to the principle proposed in Section 
IV.B.1, the synchronous request message has to be 
accepted before any other message exchange, thus 
any other interaction is an error.  

• Transition from state 2 to itself labeled {sendM3, 
receiveM3}, representing that under the condition that 
the synchronous request message has been received, 
the sending and receiving of the message M3 does 
not affect the sending and receiving of the 
synchronous message.  

• Transition from state 2 to state 5 labeled {sendM1, 
receiveM1, receiveM2}, representing that under the 
condition that the synchronous message M1 has been 
accepted, send or receive M1 again is an error. 
Meanwhile, under the condition that the synchronous 
response message has not been sent, receiving the 
response message is an error.  

• Transition from state 3 to state 5 labeled {receiveM1, 
sendM2, sendM3, receiveM3}, representing that after 
the synchronous response message has been sent but 
before it has been received, the initiator process may 
have received the response message (receiveM2) or 
resent the request message, and a possible process 
crash or network error caused the loss of the 
response message (sendM1). All other transitions are 
erroneous in this case.  

• Transition from state 4 to itself labeled {sendM3, 
receiveM3}, representing that in the final state, no 
further interactions (sending and receiving of 
message M3) affect the synchronous interaction 

• Transition from state 4 to state 5 labeled {receiveM1, 
sendM2, reciveM2}, representing that as the 
synchronous interaction is finished, receiving the 
request message, sending the response message or 
receiving the response message is an error.  

• Transition from state 5 to itself labeled with the 
complete character set. 

Similarly to Section IV.C.1, the correctness criterion is 
fulfilled if the transformed criterion automaton subsumes the 
occurrence automaton, which can be asserted by inspection. 
This proves that the sequences of sending and receiving of 
synchronous request and response messages M1 and M2 are 
correct. 
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V. OVERHEAD OF THE MECHANISMS 
We can observe in Fig. 6 that the process transformation 

increases the complexity of the process specification. 
Therefore in this section the focus is on the overhead 
analysis of our proposed state synchronization mechanism. 
In particular, the process specification overhead is 
investigated with respect to the number of lines of code (LoC) 
of the process specification. Further, the runtime 
performance overhead is analyzed based on the response 
time behavior of the service.  

A. Analysis of the Pending Request Failure Mechanism 
We consider below the synchronization responder side 

and the proposed mechanism for the pending request failure 
to illustrate the introduced measures. The synchronization 
responder side of the CPN model in Fig. 4 can be defined as 
in the following abstract WS-BPEL process snippet: 
 
<receive name=“receive1” .../> // transition t1 
    <!-- <nestedActivities/> --> // transition t4 
<reply name=“reply1” .../>  // synchronize response, 
    //   transition t7 
<receive name=“receive1” ...>  // further interaction 
 

By contrast, the CPN model in Fig. 6, which corresponds 
to the transformed responder process with synchronization 
capabilities for pending request failure, can be defined as in 
the following abstract WS-BPEL process snippet: 
 
<receive name=“receive1” .../>  //transition receiveM1 
  <!-- <nestedActivities/> --> //transition ConsumeM1 
<reply name=“reply1” .../> //transition SendM2 
<while>   //transition whileTrueB3 
   //   and whileFalseB3 
  <condition>$PR=1</condition> //PR is initialized to 1 
    <pick> 
      <onMessage name=“receive1” ... >  
    //transition receiveM1_1 
        <reply name=“reply1” .../>   
    //transition sendM2_1 
      </onMessage> 
      <onMessage ... >  //transition receiveM3 
        <assign …/>  //assign 0 to variable PR 

    //   transition assignPR 
      </onMessage> 
    </pick> 
</while>    //transition whileEnd 
 

The original BPEL process definition is composed by 
message sending and receiving activities while the 
transformed process contains assignments and structured 
activities: a while iteration activity and a pick activity with 
two branches. This redesign corresponds to replacing the 
original 3 LoC by about 13 LoC.  

Table I summarizes the lines of source code before and 
after the process transformation for the initiator or responder 
of an interaction per failure type.  

TABLE I COMPLEXITY ANALYSIS FOR THE BUSINESS PROCESS 
TRANSFORMATIONS 

Synchronization 
Failure Type 

LoC 
Before Transformation 

LoC After 
Transformation 

Pending Request 3 (responder’s side) 13 (responder’s side) 
Pending Response 2 (responder’s side) 4 (responders side) 
Service Unavailable 1 (initiator’s side) 23 (initiator’s side) 

 
Table I shows that the proposed transformation has 

increased considerably the complexity of the process 
specification. Since the transformation has been 
systematically defined, in future work we intend to build a 
process specification transformation tool to automate the 
transformation. The tool should get a process as input, 
analyze possible interaction patterns, and transform the 
process automatically. Therefore, we believe that the 
increased complexity should not have big implications on the 
applicability of the proposed approach. 

B. Performance Overhead Analysis 
Below we investigate the effect of the increased 

complexity on the performance of the orchestrations. We 
implemented the initial process without synchronization 
mechanism and the transformed processes with mechanisms 
for pending request failure, pending response failure and 
service unavailable failure. We assume that the interaction 
pattern of the initiator side is send/receive. As further 
interaction is required on pending request failure, the 
send/receive synchronous interaction is followed by one 
asynchronous interaction. The response time of the 
synchronous and the asynchronous interaction is separated. 
We evaluated the performance overhead by comparing the 
response time of the original process and the transformed 
ones. 

We have performed two groups of tests in order to show 
the performance overhead under different workloads, with 
synchronization times between initiator and responder 
complying with a Poisson distribution with mean arrival rate 
� = 5 and � = 10. Each group of tests has been performed for 
1 hour, but only the response times of the 30 minutes in the 
middle of this interval have been considered. Table II shows 
the performance results, in which TransReq, TransResp and 
TransSU refer to pending request failure, pending response 
failure and service unavailable failure, respectively. 

TABLE II PERFORMANCE OVERHEAD ANALYSIS 

 
Average Response 

Time with � = 5 
Average Response 
Time with � = 10 

Syn Asyn Syn Asyn 
Original Process 307 125 309 152 
TransReq 321 154 322 158 
TransResp 536 144 522 159 
TransSU 365 143 355 152 

 
Looking at synchronous interactions with an arrival rate � 

= 10, Table II indicates that the performance overhead is 13 
ms for TransReq, 46 ms for TransSU and 213 ms for 
TransResp. The big overhead of TransResp is due to splitting 
one synchronous interaction into two synchronous 
interactions and introduceing an adapter service. This 
confirms the generally accepted idea that handling 
synchronous interactions requires a lot of effort and therefore 
should be avoided if possible during the process design. In 
particular, the overhead for asynchronous interactions is very 
small.  
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VI. RELATED WORK 
Fault handling approaches, such as [11,12], require that 

the process designers are aware of possible failures and their 
recovery strategies. Alternatively (automated) process 
transformations can be defined to add generic state 
synchronization behaviors to orchestrations. Recovery 
mechanisms implemented as plug-ins for a WS-BPEL 
engine, such as [13,14,15], strongly depend on a specific 
WS-BPEL engine. The approach to recovery presented in 
[16,17] consists of substituting a service with another one 
dynamically if a synchronization error occurs. In [18,19,20], 
the QoS aspects of dynamic service substitution are 
considered while our approach sticks to the same partner 
process. Transaction-based process recovery approaches, 
such as in [21,22], require a central coordinator, in contrast 
with our approach, which is based on process 
transformations. In [1,23], business process requires the use 
of a specific transport layer in order to achieve message 
transfer reliability. [23] works on HTTP, and [1] requires 
SOAP as messaging protocol. However, our approach is 
independent of a particular protocol. Just like WS-BPEL 
offers correlation sets to support transport layer independent 
stateful protocols, we address synchronization problems in a 
transport layer-independent way by transforming WS-BPEL 
specifications. 

VII. CONCLUSIONS 
In this paper, we have proposed a state synchronization 

mechanism for orchestrated processes to cope with system 
crashes and network failures. The synchronization 
mechanism is based on process transformations. We have 
presented a formal proof of the correctness of our 
synchronization mechanism. The overhead analysis reported 
in this paper shows that the low performance overhead of our 
mechanism should not hamper its practicability. 

Since the transformation is defined systematically, in 
future work we intend to build a process specification 
transformation tool to automate process transformation. We 
will extend our investigation to more complex scenarios of 
state synchronization. We also intend to investigate more 
complex interaction patterns, such as, e.g., many-to-one and 
one-to-many interactions in different processes. 
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