
Fine-Grained Provenance Inference for a Large

Processing Chain with Non-materialized
Intermediate Views

Mohammad Rezwanul Huq, Peter M.G. Apers, and Andreas Wombacher

University of Twente, 7500AE, Enschede, The Netherlands
{m.r.huq,p.m.g.apers,a.wombacher}@utwente.nl

Abstract. Many applications facilitate a data processing chain, i.e. a
workflow, to process data. Results of intermediate processing steps may
not be persistent since reproducing these results are not costly and these
are hardly re-usable. However, in stream data processing where data
arrives continuously, documenting fine-grained provenance explicitly for
a processing chain to reproduce results is not a feasible solution since
the provenance data may become a multiple of the actual sensor data.
In this paper, we propose the multi-step provenance inference technique
that infers provenance data for the entire workflow with non-materialized
intermediate views. Our solution provides high quality provenance graph.

1 Introduction

Stream data processing involves a large number of sensors and a massive amount
of sensor data. To apply a transformation process over this infinite data stream,
a window is defined considering a subset of tuples. The process is executed
continuously over the window and output tuples are produced. Applications
take decisions as well as control operations using these output tuples. In case
of any wrong decision, it is important to reproduce the outcome for validation.
Reproducibility refers to the ability of producing the same output after having
applied the same operation on the same set of input data, irrespective of the
operation execution time. To reproduce results, we need to store provenance
data, a kind of metadata relevant to the process and associated input/output
dataset.

Data provenance refers to the derivation history of data from its original
sources [1]. It can be defined either at the tuple-level or at the relation-level
[2] also known as fine-grained and coarse-grained data provenance respectively.
Fine-grained data provenance can achieve reproducibility because it documents
the used set of input tuples for each output tuple and the transformation pro-
cess as well. On the other hand, coarse-grained data provenance cannot achieve
reproducibility because of the updates and delayed arrival of tuples. However,
maintaining fine-grained data provenance in stream data processing is challeng-
ing. If a window is large and subsequent windows overlap significantly, the size of
provenance data becomes a multiple of the actual sensor data. Since provenance
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data is ’just’ metadata and less often used by the end users, this approach seems
to be infeasible and too expensive [3].

In addition, researchers often facilitate scientific workflows consisting of mul-
tiple processing elements to produce results. Some of these processing elements
are intermediary steps and produce intermediate results. The source and output
tuples are stored persistently since they are the basis for the processing and
the result used for the analysis. However, the intermediate results may not be
persistent due to the lack of their reuse. It is possible to document provenance
information explicitly for these intermediate processing steps. However, explicit
documentation is expensive in terms of storage requirements and it can be sig-
nificantly reduced by inferring provenance data. Since intermediate results are
transient, provenance inference in presence of non-materialized views is different
than what has been proposed in [4].

In this paper, we propose the multi-step provenance inference technique which
can infer provenance for an entire processing chain with non-materialized in-
termediate views. To accomplish this, we facilitate coarse-grained provenance
information about the processing elements as well as reproducible states of the
database enabled by a temporal data model. Moreover, the multi-step inference
technique only needs to observe the processing delay distribution of all pro-
cessing elements as a basis of inference, unlike the work reported in [5], which
requires to observe more specific distributions. The multi-step algorithm provides
an inferred provenance graph showing all the contributing tuples as vertices and
the relationship between tuples as edges. This provenance graph is useful to
researchers for analyzing the results and validating their models.

2 Motivating Scenario

RECORD1 is one of the projects in the context of the Swiss Experiment2, which
is a platform to enable real-time environmental experiments. Some sensors mea-
sure electric conductivity of water which refers to the level of salt in the water.
Controlling the operation of a nearby drinking water well by using the available
sensor data is the goal.

Fig. 1 shows the workflow. This workflow is used to visualize the fluctuation
of electric conductivity in the selected region of the river. Three sensors are
deployed, known as: Sensor#1, Sensor#2 and Sensor#3. For each sensor, there
is a corresponding source processing element named PE1, PE2 and PE3 which
provides data tuples in persistent views S1, S2 and S3 respectively. Views hold
data tuples and processing elements are executed over views. S1, S2 and S3 are
the input for the Union processing element which produces a view V1 as output.
Each data tuple in the view V1 is attached with an explicit timestamp referring
to the point in time when it is inserted into the database, i.e. transaction time.
Next, V1 is fed to the processing element P1 which calculates the average value
per window and then generates a new view V2. V2 is not materialized since

1 http://www.swiss-experiment.ch/index.php/Record:Home
2 http://www.swiss-experiment.ch/

http://www.swiss-experiment.ch/index.php/Record:Home
http://www.swiss-experiment.ch/
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Fig. 1. Example workflow

it holds the intermediate results which are not interesting to the researchers
as well as the results are easy to reproduce. The task of P2 is to calculate
the maximum and minimum value per input window of view V2 and store the
aggregated value in view V3 which is not persistent. Next, V3 is used by the
processing element P3, calculating the difference between the maximum and
minimum electric conductivity. The view V4 holds these output data tuples and
gives significant information about the fluctuation of electric conductivity over
the region. Since this view holds the output of the processing chain which will be
used by users to evaluate and interpret different actions, view V4 is materialized.
Later, Visualization processing element facilitates V4 to produce a contour map
of the fluctuation of the electric conductivity. If the map shows any abnormality,
researchers may want to reproduce results to validate their model. We consider
the shaded part in Fig. 1 to explain and evaluate our solution later in this paper.

3 Proposed Multi-step Provenance Inference

3.1 Overview of the Algorithm

At first, we document coarse-grained provenance information of all processing
elements which is a one-time action. Next, we observe the processing delay dis-
tributions δ of all processing elements which allow us to to make an initial tuple
boundary on the materialized input view. This phase is known as backward com-
putation. Then, for each processing step, processing windows are reconstructed,
i.e. inferred windows, and we compute the probability of existence of an inter-
mediate output tuple at a particular timestamp based on the δ distributions and
other windowing constructs documented as coarse-grained provenance. Our al-
gorithm associates the output tuple with the set of contributing input tuples and
this process is continued till we reach the chosen tuple for which provenance in-
formation is requested. This phase is known as forward computation. It provides
an inferred provenance graph for the chosen tuple. To explain these phases, we
consider the shaded processing chain in Fig. 1 and focus on time-based windows.

3.2 Documenting Coarse-Grained Provenance

The stored provenance information is quite similar to process provenance re-
ported in [7]. Inspired from this, we keep the following information of a process-
ing element specification based on [8] as coarse-grained data provenance.
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– Number of input views: indicates the total number of input views.
– View names: a set of input view names.
– Window types: a set of window types; one element for each input view. The

value can be either tuple or time.
– Window Size: a set of window size; one element for each input view. The

value actually represents the size of the window.
– Trigger type: specifies how the processing element will be triggered for exe-

cution (e.g. tuple or time based)
– Trigger rate: specifies when a processing element will be triggered.

3.3 Backward Computation: Calculating Initial Tuple Boundary

We apply a temporal data model on streaming data to retrieve appropriate
tuples based on a given timestamp. The temporal attributes are: i) valid time
or application timestamp represents the point in time when a tuple is created and
ii) transaction time or system timestamp represents the point in time when a
tuple is entered into the database. A view Vi contains tuples tk

i where k indicates
the transaction time. We define a window wj

i based on tuples’ transaction time
over the view Vi which is an input view of processing element Pj . The window
size of wj

i is referred to as WSj
i. The processing element Pj is triggered after

every TRj time units defined as trigger rate. The processing delay distribution
of Pj is referred to as δj distribution.

To calculate the initial tuple boundary, δj distributions of all processing ele-
ments and window size of all input views are considered assuming that the view
Vj is the input of Pj . Fig. 2 shows a snapshot of all the associated views during
the execution. It also shows the original provenance information represented by
solid edges for a chosen output tuple t46

4. It means that the chosen tuple is in
view V4 and the transaction time is 46 which is our reference point. To calcu-
late the upper bound of the initial tuple boundary, the minimum delays of all
processing elements are subtracted from the reference point. The lower bound is
calculated by subtracting the maximum delays of all processing elements along
with the associated window sizes from the reference point. Thus:

upperBound = reference point −
n∑

j=1

(min(δj)) (4.1)

lowerBound = reference point −
n∑

j=1

(max(δj))−
n∑

j=1

(WSj
j) (4.2)

where n = total number of processing elements. In the formula, the upper bound
is always exclusive and the lower bound is inclusive.

For the chosen tuple t46
4, according to Eq. 4.1 and Eq. 4.2, upperBound =

46− 3 = 43 and lowerBound = 46− 6− 24 = 16 respectively based on the given
parameters mentioned in Fig. 2. Therefore, the initial tuple boundary is [16, 43).
This boundary may contain some non-contributing input tuples to the chosen
output tuple which will be removed during the next phase of inference.
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Fig. 2. Snapshot of views during the execution

3.4 Forward Computation: Building Provenance Graph

In this phase, the algorithm builds the inferred provenance graph for the chosen
tuple. Our proposed algorithm starts from the materialized input view V1. Since
V1 is materialized, all the tuples in V1 with transaction time k have been assigned
with probability, P (tk

1) = 1. Fig. 2 shows that V1 has 5 different triggering points
in it’s initial tuple boundary which are at time 20, 25, 30, 35 and 40 based on
the trigger rate of P1. Since the output view of P1, V2 is not materialized, the
exact transaction time of the output tuple of each of these 5 executions is not
known. Therefore, we calculate the probability of getting an output tuple at a
specified transaction time k based on the δ1 distribution. We call these output
tuples as prospective tuples. Assume that, for all Pj , P (δ(wj

j) = 1) = 0.665 and
P (δ(wj

j) = 2) = 0.335. For all the triggering points at l of P1, the probability of
getting a prospective tuple at k in V2 can be calculated based on the following
formula.

P (tk
j) = P (δ(wj−1

j−1) = k − l) [j = 2] (4.3)

Therefore, based on Eq. 4.3 the probability of getting an output tuple at time
26 and at time 27 for the triggering at time 25 is 0.665 and 0.335 respectively.
For the triggering point at 40, the output tuple could be observed either at 41
or 42. Since both of these timestamps fall outside the last triggering point of P2,
these tuples are not considered in the provenance graph. The same pruning rule
also applies to the output tuple observed due to the triggering at time 20. In this
case, the output tuple falls outside the window of the last processing element
P3. The associations among these pruned tuples are shown as dotted edges in
Fig. 2.

Next, we move to view V2 which is the input view of intermediate processing
element P2. In an intermediate processing step, the input tuples are produced
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Fig. 3. The inferred provenance graph for both options

by different triggering points of the previous processing element and they might
fall within the same window of the current processing element. In P2, there is a
triggering point at 32 and the window contains tuples within the range [24, 31)
which are the output tuples produced by triggering points at 25 and 30 of P1.
We define this as contributing points, cp and here cp = 2. Moreover, the possible
timestamps to have the output tuple due to a particular triggering point might
fall in two different input windows which results into different choice of paths to
construct the provenance graph. Suppose, for the triggering point at 32 of P2,
there are two options: i) inclusion of t31

2 and ii) exclusion of t31
2. Fig. 3 shows

provenance graph for both options. The probability of the existence of a tuple
at transaction time k produced by a triggering point at time l of Pj where j > 2
can be calculated as:

P (tk
j) =

cp∏

x=1

(
∑

P (prospective tuples))× P (δ(Wj−1
j−1) = k − l) [j > 2]

(4.4)

Assuming aforesaid option i), the probability of getting an output tuple at time
33 due to the triggering at time 32 is:

P (t33
3) = [{P (t26

2) + P (t27
2)} × {P (t31

2)}]× P (δ(W2
2) = 1) = 0.442

where as in option ii) which excludes t31
2:

P (t33
3) = [{P (t26

2) + P (t27
2)}]× P (δ(W2

2) = 1) = 1× 0.665 = 0.665

Eq. 4.4 is slightly modified while calculating the probability of the chosen tu-
ple. Since this output view is materialized, the existence of the chosen tuple at
reference point is certain. Therefore, δj distribution does not play a role in the
formula. Assuming option i) which indicates the inclusion of t31

2, the probability
of getting an output tuple at time 46 for the execution at time 44 is:

P (t46
4) = [{P (t33

3) + P (t34
3)} × {P (t41

3) + P (t42
3)}]× 1

= [{0.442 + 0.223} × {0.665 + 0.335}]× 1 = 0.665
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Assuming option ii), P (t46
4) is 0.335. Fig. 3 shows the inferred provenance graph

for both options. The probability of each tuple is shown by the value within paren-
thesis. Since the provenance graph using option i) provides maximum probability
for the chosen tuple, our algorithm returns the corresponding provenance graph.
Comparing it with the original provenance graph shown in Fig. 2 by solid edges,
we conclude that the inferred provenance graph provides accurate provenance.

4 Evaluation

4.1 Evaluating Criteria and Test cases

We evaluate our proposed multi-step provenance inference algorithm using i) ac-
curacy and ii) precision and recall. The accuracy compares the inferredmulti-step
fine-grained data provenance with explicit fine-grained provenance information,
that is used as a ground truth. The precision and recall assess the quality of
the provenance graph. The simulation is executed for 10000 time units for the
entire processing chain. Based on queuing theory, we assume that tuples arrive
into the system following Poisson distribution. The processing delay δ for each
processing element also follows Poisson distribution. The δ-column for each pro-
cessing element in Table 1 represents avg(δj) and max(δj). The test cases are
chosen carefully based on the different types of window (e.g. overlapping/non-
overlapping, sliding/tumbling) and varying processing delay. Specially, test case
2 involves longer processing delay than the others.

4.2 Accuracy

Accuracy of the proposed technique is measured by comparing the inferred prove-
nance graph with the original provenance graph constructed from explicitly doc-
umented provenance information. For a particular output tuple, if these two
graphs match exactly with each other then the accuracy of inferred provenance
information for that output tuple is 1 otherwise, it is 0. We calculate the aver-
age of the accuracy for all output tuples produced by a given test case, called
as average accuracy which can be expressed by the formula: Average accuracy

= (
∑n

i=1 acci
n × 100)% where n = number of output tuples.

Table 1 shows the average and expected accuracy for different test cases. The
avg. accuracy of test case 1 is 81%. The 100% average accuracy has been achieved

Table 1. Different test cases used for evaluation and Evaluation Results

Test P1 P2 P3 Exp. Avg. Avg. Avg.
case WS TR δ WS TR δ WS TR δ Accuracy Accuracy Precision Recall

1 5 5 (1,2) 8 8 (1,2) 11 11 (1,2) 83% 81% 87% 98%
2 5 5 (2,3) 8 8 (2,3) 11 11 (2,3) 75% 61% 78% 89%
3 10 5 (1,2) 15 10 (1,2) 20 15 (1,2) 100% 100% 100% 100%
4 5 10 (1,2) 10 15 (1,2) 15 20 (1,2) 100% 100% 100% 100%
5 7 5 (1,2) 13 11 (1,2) 23 17 (1,2) 91% 90% 94% 97%
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for test cases 3 and 4. However, for test case 2, we achieve only 61% accuracy
due to the longer processing delay. If the processing delay is longer and new
tuples arrive before finish the processing, it increases the chance of failure of the
inference method.

Expected accuracy is calculated by taking the average of the probability of
being accurate of an inferred provenance graph generated for all output tuples.

It can be expressed as: Expected accuracy = (
∑n

i=1 P (acci=1)

n × 100)%. For the
given test case 1 and 5, expected and average accuracy are similar. For test case
3 and 4, they are the same. However, we see a notable difference in test case 2
where average accuracy is smaller than the expected one.

4.3 Precision and Recall

To calculate precision and recall of an inferred provenance graph, we consider
the edges between the vertices which represent the association between input
and output tuples, i.e. provenance information and then we compare the set of
edges between the inferred and original graph. Assume that, I is the set of edges
in the inferred graph and O is the set of edges in the original graph. Therefore,

precision = (
|I ∩O|
|I| × 100)% recall = (

|I ∩O|
|O| × 100)%

We calculate precision and recall for each output tuple and then compute the
average precision and average recall. In most of the cases, recall is higher than
precision. It means that the inferred provenance graph may contain some extra
edges which are not present in the original one. However, high values of both
precision and recall in all test cases suggest that the probability of an inferred
provenance graph to be meaningful to a user is high.

5 Related Work

In [10], authors described a data model to compute provenance on both relation
and tuple level. However, it does not address the way of handling streaming
data and associated overlapping windows. In [11], authors have presented an
algorithm for lineage tracing in a data warehouse environment. They have pro-
vided data provenance on tuple level. LIVE [12] is an offshoot of this approach
which supports streaming data. It is a complete DBMS which preserves explic-
itly the lineage of derived data items in form of boolean algebra. Since LIVE
explicitly stores provenance information, it incurs extra storage overhead.

In sensornet republishing [13], the system documents the transformation of
online sensor data to allow users to understand how processed results are derived
and support to detect and correct anomalies. They used an annotation-based
approach to represent data provenance explicitly. However, our proposed method
does not store fine-grained provenance data rather infer provenance data.

A layered model to represent workflow provenance is introduced in [14]. The
layers presented in the model are responsible to satisfy different types of prove-
nance queries including queries about a specific activity in the workflow.
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A relational DBMS has been used to store captured provenance data. The au-
thors have not introduced any inference mechanism for provenance data.

6 Conclusion and Future Work

The multi-step provenance inference technique provides highly accurate prove-
nance information for an entire processing chain, if the processing delay is not
longer than the sampling time of input tuples. Our evaluation shows that in
most cases, it achieves more than 80% accuracy. Our solution also provides an
inferred provenance graph with high precision and recall. In future, we will try
to extend this technique to estimate the accuracy beforehand.
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