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Abstract. In the Sensitive Artificial Listener project research is performed with 
the aim to design an embodied agent that not only generates the appropriate 
nonverbal behaviors that accompany speech, but that also displays verbal and 
nonverbal behaviors during the production of speech by its conversational 
partner. Apart from many applications for embodied agents where natural 
interaction between agent and human partner also require this behavior, the 
results of this project are also meant to play a role in research on emotional 
behavior during conversations. In this paper, our research and implementation 
efforts in this project are discussed and illustrated with examples of 
experiments, research approaches and interfaces in development. 

1   Introduction 

Most of the work on the generation of communicative behaviors of embodied 
conversational agents has been concerned with generating the appropriate non-verbal 
behaviors that accompany the speech of the embodied agent: the brows, the gestures, 
or the lip movements. The generation of the verbal and non-verbal behaviors to 
display when someone else is speaking, that is the behavior of a listening agent, has 
received less attention. A major reason for this neglect is the inability of the 
interpretation modules to construct representations of meaning incrementally and in 
real-time that is contingent on the production of the speech of the interlocutor. As 
many conversational analysts and other researchers of face-to-face interaction have 
shown, the behaviors displayed by auditors are an essential determinant of the way  
in which conversations proceed. By showing displays of attention, interest, 
understanding, compassion, or the reverse, the auditor/listener, determines to an 
important extent the flow of conversation, providing feedback on several levels.  

In this paper we survey our work on listening behavior as it will be implemented in 
semi-autonomous embodied chat-bots that will be part of the Sensitive Artificial 
Listener (SAL) system. This system, developed in collaboration with Queens 
University, Belfast and used in the Humaine project (see http://www.emotion-
net.research/), is used to elicit emotions and accompanying behaviors that occur in 
conversations. In the original system, a person is sitting in front of a camera and hears 
the voice of one of the “characters”. The utterances by the characters are selected by 
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an operator who can choose from a collection of pre-recorded phrases. They are 
indexed by the character they belong to, a pair of emotion dimension labels 
(positive/negative and active/passive) and by content category. They consist of 
general moves such as greetings, questions that prompt the persons interacting with 
SAL to continue speaking, and all kinds of reactions to what the persons are saying. 

The scripts for each of the characters were developed, tested and refined in an 
iterative way. Each character has a number of different types of scripts depending on 
the emotional state of the user. So, for example, character Poppy has a script for the 
user in each of four emotional states - a positive active state, a negative active state, a 
positive passive state, a negative passive state. There are also script types relevant to 
the part of the conversation (beginning, main part) or structural state of the 
conversation (repair script). Each script type has within it a range of statements and 
questions. They cannot be context specific as there is no ‘intelligence’ involved. 
Many are clichés such as ‘Always look on the bright side of things’ (Poppy) or fillers 
such as ‘Really’ or prompts to keep the conversation going ‘Tell me more’. 

In the current system the operator chooses the particular utterances in accordance 
with the stage of the dialogue and the emotional state of the person. Each character 
has a different personality expressed through what they are saying and the way they 
say it and will try to bring the person in a particular emotional state by their 
comments; cheerful or gloomy, for instance. Our aim is to develop an agent version in 
which the voices are replaced by talking heads and the behaviors are partly decided 
upon automatically. 

In this paper some modest steps that bring us closer to this goal are discussed. We 
describe the general contours of the project, the way we approach the subject, the set-
up of experiments and some important implementation issues. In section 2 we provide 
some background on listening behavior research. Section 3 introduces the data that we 
are using and we give examples of research we perform on this data. This includes the 
annotation and analysis of listening behavior data and setting up of experiments based 
on observations of the data. After this, in section 4, we turn to the issue of designing a 
model of a semi-autonomous listening agent. Clearly, as may then have become clear 
from previous sections, no computational model showing all subtleties of listening 
behavior is available. Hence, in these general observations on possible architectural 
designs we have reserved a role for a human operator. Our research aims at making 
this operator superfluous. Some current implementation work that will make the 
operator-supported listening system more useful for experiments is explained in 
section 5. 

2   Background on Listening Behavior for Embodied Agents 

Listeners in face-to-face interactions are not only attending to the communicative 
signals being emitted by the speakers, but are sending out signals themselves in the 
various modalities that are available to them: facial expressions, gestures, head 
movements and speech. These communicative signals, operating in the so-called 
back-channel, mostly function as feedback on the actions of the speaker; providing 
information on the reception of the signals; propelling the interaction forward, 
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marking understanding, or providing insight into the attitudes and emotions that the 
speech gives rise to. 

Responses to talk by recipients can take many forms. They can take the form of a 
subsequent move in the next turn, but most of the behaviors of the non-talking 
participant in the conversation displayed during the turn of the speaker can count as 
some kind of “response”, providing the speaker with feedback on perception, 
attention, understanding and the way in which the message is received in general: the 
change in the beliefs, attitudes and affective state of the recipient. These cues and 
signals enable the synchronization of the communicative actions (for instance turn-
taking), grounding and the building of rapport. 

There are several aspects to take into account that have been studied in the 
literature. The main studies of nonverbal behavior that paid attention to forms and 
functions of listening behavior on which we are basing our research are the following. 

Synchronization of listener and speaker behaviour, signalling the degree of 
understanding, agreement or support, has been studied in, among others, [10]. More 
detailed studies have looked at the form and function of head movements in feedback, 
e.g. [6] and [11], and form and function of facial expressions, e.g., [3]. Finally, in [1] 
feedback requirements for establishing grounding in conversations are distinguished. 

In order to be able to generate appropriate behaviors for a conversational agent in 
response to the speech of a human interlocutor we need a better understanding of the 
kinds of behaviors mentioned above, their timing, determinants, and their effects. As 
we stated before, most of the work on the generation of communicative behaviors of 
embodied conversational agents has been concerned with generating the appropriate 
nonverbal behaviors that accompany the speech of the embodied agent whereas the 
generation of the verbal and non-verbal behaviors to display during the production of 
speech by another actor, has been ignored in general. Besides the fact that most work 
on embodied conversational agents has focused on speaking behaviors, it also appears 
that not all expressive behaviors have received the same amount of attention. 
Language, facial expressions, gestures and gaze are the main kinds of expressive 
behaviors that have been studied so far. Posture and head movements, another group 
of nonverbal behaviors that are very informative about the intentions, attitudes, 
emotions and the mental state of interlocutors, in particular, “auditors”, have been less 
widely studied. 

Summarizing, the various feedback behaviours that our Sensitive Artificial 
Listener should display are not only varied in their form but also in their function. The 
timing of them is essential, as several forms occur in parallel with the utterance of the 
speaker (synchronous interaction). This poses a big challenge for constructing 
embodied agents that need to react instantly on the speech produced by speakers. 
Most of the work on reactive agents has based these reactions on superficial cues that 
are easy to detect. The listening agent developed at ICT [5], [13] produces feedback 
on the basis of head movements of the speaker and a few acoustic features [18]. 
Similar kind of input will be used in our SAL system in progress. Research on 
multimodal feedback signals in the context of the SAL project is also reported in [2], 
[7] and [8]. 
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3   Data Collection and Analysis in AMI and Humaine 

In order to learn more about the form, the distribution and the functions of feedback 
behaviors we look at the corpus collected in the AMI project 
(http://www.amiproject.org/) and the collection of interactions with the Wizard of Oz 
version of SAL (see http://www.emotion-research.net/). With two examples we 
illustrate the role these data collections have in our research. 

3.1   Annotation of Listening Behavior 

The first example illustrates our work on the analysis of head movements and their 
backchannel functions. The screenshot shown below (Fig. 1) shows some of the 
annotations that have been made for this reason on the AMI data. In this case, the 
annotations covered head movements, gaze position, facial expressions, a 
characterization of the function of the head movements and the transcripts. The 
characterization of the functions was based on the determinants listed in [7]. 

 

 

Fig. 1. Annotation tool for listening behavior in the AMI data 

The following list provides the major functions that were used for head movements 
and back-channels. 

 

• Cognitive determinants: thinking, remembering, hesitation, correction 
• Interaction management: turn-regulation, addressing 
• Discourse and information functions: deixis, rhetorical functions, question 

marker, emphasis  
• Affect and Attitude: epistemic markers (belief, skepticism), surprise, 

etcetera. 
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Besides such hand-made annotations, we are using automatic procedures to extract 
features from the speech and head movements to be able to list in more detail the 
distribution of verbal and nonverbal backchannels. With an analysis of hundreds of 
fragments of listening behavior we hope to get a better picture of the association 
between head movements’ properties and their functions, where the head movements 
can be quite tiny and the functions more refined than in most analyses currently 
available in the literature. 

3.2   Impression Management 

The personality of the four characters used in SAL comes out mainly in the kinds of 
things they say. The character Poppy, for instance, is cheerful and optimistic and will 
try to cheer up the interlocutors when they are in a negative state and be happy for 
them when they are in a positive state. Obadiah, on the other hand, is gloomy and 
passive and will say things with the opposite effect. The voices, created by (amateur) 
actors are also quite expressive. 

When we are going to introduce talking heads in the SAL interface the choice of 
talking head should match these personalities, as should their nonverbal behaviors. An 
important question with respect to evaluation in this case is what impression the 
designed and animated characters generate. So far, we haven't put animators to work 
on creating particular animations, but we have carried out some experiments varying 
the gaze behavior and the head movements of a character and having participants in 
the experiment judge these behaviors. Our experiments were based on earlier 
experiments carried out by Fukayama [4] for gaze and Mignault and Chauduri [14] 
for head movements, and complemented by many other works on gaze, including our 
own work in [9]. Details of the experiments and their results can be found in [16]. In 
the experiments we made use of the Rutgers University Talking Head RUTH and we 
tried to model the behaviors for a happy, friendly, unobtrusive, extrovert agent (A) 
and for an unhappy, unfriendly and rather dominant agent (B). For this we 
experimented with head tilt, amount of gaze, mean gaze duration, gaze aversion and 
movement size. Participants in the experiments were asked to fill out questionnaires 
in order to provide us with scores in various affective dimensions. Although we were 
able to generate behaviors that generated impressions we had the agents designed for, 
the experiments also gave rise to new questions concerning the use and combination 
of the various impression variables. An issue that we are exploring in several studies 
(see also [2]) is the question of how complex expressions should be indexed by 
multiple functional variables at the same time. 

4   Design of a Listening Behavior Model 

In this section we report on the progress towards finding a uniform way to describe a 
model of a listening agent. The description is rather high-level, but it allows for 
various implementations, that is, different kinds of behavior models, depending on the 
kinds of experiments we want to carry out in the context of our SAL research. The 
description is done in terms of entity relation diagrams. 
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A listening agent receives sensor input from its environment and performs action 
output to the environment. Based on sensor input the agent decides which action to 
take. This is done in the following way: 

 

1. The SENSOR INPUT is evaluated and MEANINGFUL EVENTS are detected; 
2. MEANINGFUL EVENTS can be combined to form a new MEANINGFUL 

EVENT; 
3. MEANINGFUL EVENTS may trigger a reaction from the agent, in other words, 

some MEANINGFUL EVENTS will cause the agent to act. A MEANINGFUL 
EVENT can be mapped to an ACTION PRIMITIVE; 

4. The internal MENTAL STATE of the agent influences the action selection 
process of the agent. Depending on the state certain ACTION PRIMITIVES may 
or may not be selected when a MEANINGFUL EVENT occurs. 

 

For the SAL project an operator (the Wizard) must be able to influence the agent’s 
behavior, this makes the agent less autonomous, but gives more freedom in 
experimental settings. 

In Fig. 2 we illustrate the choices in a diagram for the agent selection mechanism 
(read from left to right). 

 

Fig. 2. Agent action selection mechanism 

This is a simplified model that ignores some relations that will not be considered 
here. For example, a more realistic model lets the MENTAL STATE influence the 
SENSOR INPUT. Some other possibilities are OPERATOR INPUT directly 
triggering actions, etc. 

Based on some exercises we are currently adapting this model. In these exercises 
we look at the current literature on responsive behavior and try to incorporate rules 
and algorithms into our framework. For example, we looked at the algorithms 
presented in [15] where measures of attention and interest based on gaze are used to 
decide if the speaker should continue the conversation. We also considered Maatman 
[12], who introduced rules such as “if the speech contains a relatively long period of 
low pitch then perform a head nod”, or “if the human partner performs a head shake 
then mirror this head shake, etc., and we looked at rules presented by Thórisson [17], 
e.g., “look puzzled during an awkward pause”. Attempts to incorporate these and 
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similar rules into our framework necessarily led to refinements and extensions, for 
example, the addition of time and value attributes, the possibility to plan actions, the 
possibility to choose between contesting actions, etcetera. 

We assume that ultimately this research line will allow us to implement a SAL 
system where the listening agent is equipped with a fixed set of action primitives 
(repertoire) and rules will be defined that decide if and when these actions should be 
performed. 

5   A Remote Sensitive Artificial Listening System 

While in section 3 and 4 of this paper we surveyed our research efforts to model 
listening behavior in a (semi-autonomous) listener agent, in this section we report 
about efforts to build an operator (Wizard) interface, where we can incrementally 
embed more knowledge about listening behavior, that is, elements of the model 
described in section 4, in order to reduce the task of the human operator. Hence, 
incrementally we want to automate the tasks of the operator by providing him with an 
interface and tools that slowly take over his tasks. 

We realized a distributed version of the SAL system based on the client-server 
paradigm (see Fig. 3). Hence, the operator is no longer in the same room as the person 
interacting with SAL. This creates a true ‘Wizard of Oz’ system. 

 

Fig. 3. Global setup for the remote SAL system 

The distributed version of SAL consists of three components (Fig. 4): a central 
SAL server, a client at the respondent side and a client at the operator side. The 
system has an interface at both the operator and the respondent site. The current 
operator interface is depicted in Fig. 5. 

 
Operator Interface. In the left pane the operator can see the status of the connection. 
The right pane called Interaction is for controlling the interaction. First there are four 
buttons for classifying the emotional state of the respondent into four categories; 
negative active (-ve act), positive active (+ve act), negative passive (-vi pass) and 
pragmatic (prag). Also there are buttons to select one of the four SAL characters; 
Poppy, Prudence, Obadiah and Spike. Under the buttons the operator can see the 
webcam recording of the respondent (not shown in the figure). The right part of the 
Interaction pane is dedicated to selecting one of the speaker scripts (WAV files) 
which is played at the respondent side. Speaker scripts of each speaker are divided 
into four ranges of replies that correspond to the four possible emotional states that 
the respondent can be classified into, which we name state scripts. The state scripts 
have some or all of the following three response categories of replies: 1. statement, 2. 
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Fig. 4. The client-server architecture for the remote SAL system. The server is not depicted but 
arranges the connections between the operator and the respondent client. 

 

Fig. 5. The operator interface 

question/request, and 3. change speaker dialogue. In addition there are start-up scripts, 
which appear at the start of the interaction with a character, and repair scripts. 

Respondent Interface. To whom should the respondent address his or her speech and 
attention? Ultimately, the interface will show the (semi-)autonomous listening agent. 
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Presently, an important requirement is that it should have abstract visuals that catch 
the attention and the focus of the respondent and supports the mood and personality of 
the SAL speakers (see Figure 6). The visual image on the screen in the respondent 
interface changes as the SAL speakers change, and it should display the emotion in 
the voice of the SAL speaker on the simplest possible way. We can use or implement 
one or more basic algorithms for visuals that move and change color according to 
some parameters that can be extracted by speech recognition algorithms from the wav 
format of speaker scripts. Implementation of the visual display of the emotion in the 
SAL speaker’s voice will take place after the implementation of more crucial parts of 
the remote SAL system. The above described design of the remote version of SAL 
has been implemented in Java using the Java Media Framework. The system supports 
plug-ins that can process interaction-related data, including recorded media, and 
enhance the interface with visualizations or extra operator options. 

 

 

Fig. 6. The current respondent interface 

6   Conclusions 

In this paper we have surveyed our research and implementation efforts in the 
Sensitive Artificial Listening agent project. The system, developed in collaboration 
with Queens University, Belfast and used in the Humaine project, is used to elicit 
emotions and accompanying behaviors that occur in conversations. In the original 
system, a person is sitting in front of a camera and hears the voice of one of four 
possible characters. Goal of the research and implementation efforts is to replace the 
original system by a system where the voices are replaced by talking heads or 
embodied agents that not only generate the appropriate nonverbal behaviors that 
accompany speech, but that also display verbal and nonverbal behaviors during the 
production of speech by their conversational partner. 
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We discussed our settings for experiments and for data collection, annotation and 
analysis. Examples of experiments and the design issues for a listening behavior 
model were presented. Moreover, we introduced our current architecture of the 
system that can be used for experiments and in which results of research and 
experiments can incrementally be embedded. 
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