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Abstract—This paper presents a new approach to check integrity 
of cargo trains based on a distributed wireless sensor network 
(WSN). The WSN is autonomous and gathers information about 
the composition of the train without outside help or intervention. 
If the WSN infers from its data that an unexpected change in 
composition has occurred, it raises an alarm. While moving, a 
change in composition usually means an undesirable and 
hazardous loss of carriages. Train composition is determined by 
two components of the WSN. The communication protocol 
produces possible sequences of carriages. Sequences may yield 
carriages from multiple trains. Acceleration sensors distinguish 
carriages from different trains by correlating movements from 
individual carriages. Tests with real cargo trains show that the 
presented approach is feasible. Existing solutions to check train 
integrity are almost without exception based on trackside 
systems, while our solution exclusively depends on the train-
based WSN. 

I. INTRODUCTION 
Most, if not all railways deploy safety systems, mainly to 

prevent trains from crashing into each other. At the 
implementation level such a safety system is based on the 
principle that trains cannot collide if they are not permitted to 
occupy the same section of track at the same time. So the 
railway lines are divided into blocks where a detection system 
detects the presence of a train and sets signals at the entrance 
of the block accordingly. Detecting a train in a segment is 
done by measuring the current flowing from one rail through 
the train’s axles to the other rail (the train effectively short-
circuits the rails), or by counting the number of axles driving 
into and out of the segment. To prevent a train from entering 
an occupied segment, the system provides means to control 
the movement of the train. It is able to stop or slow down a 
train when it is about to pass over a red signal. Control 
information is transmitted to the train by antennae on the track 
or by signals sent through the rails. The current situation has 
many drawbacks. The most obvious one is that there is no 
standardization throughout Europe. Trains crossing borders 
must be equipped with all applicable systems. The Thalys for 
instance has five different systems on board because it travels 
through France, Belgium (two systems), the Netherlands and 
Germany. Train safety is infrastructure based and, because of 
the amount of trackside equipment, maintenance is labor 

intensive and expensive. Under normal conditions only one 
train is allowed in a segment. Because the length of a segment 
is fixed (one to several kilometers) the gap between trains is 
often much wider than needed, resulting in poor track 
utilization. Tracks could be used much more efficiently if the 
distance between trains would be flexible and based on length, 
weight and speed of the trains. A new system is under 
development, the European Rail Track Management System 
(ERTMS). It is the generic term for the train protection system 
ETCS (European Train Control System), the GSM-R 
communication system and the rail management system 
ETML (European Traffic Management Layer). ERTMS treats 
each train differently, depending on its weight, length and 
braking distance. There are three levels of ERTMS: the first 
level uses train detection and signaling on track, and 
communication with the locomotive is done via "eurobalises" 
(antennae placed between de rails at regular intervals). 
ERTMS level 2 is more advanced because signal information 
is moved from the track to the locomotive. Signal information 
is exchanged wirelessly over GSM-R. The train reads its 
position from the eurobalises and the actual position is 
interpolated using speed sensors. This information is 
transmitted to a traffic control centre where it is used to 
calculate the necessary safe distance to the next train. On top 
of this, trackside train detection is still used in this level. In 
level three, the old-fashioned train detection system using 
segments is removed from the track, and replaced by a so-
called “moving block” around the train that is dynamically 
determined. The train reports its location via GSM-R to the 
traffic control centre where the required safe distance to the 
next train is calculated. Because this level of ERTMS lacks 
trackside train detection, the whole system’s safety depends 
on the location trains pass on to the traffic control centre. 
ERMTS level 3 introduces one problem that did not exist 
previously. Sometimes a carriage is accidently decoupled from 
the train. The train must be checked to see whether all 
carriages are still present. In the old system, this was done in 
the trackside system by counting axels. Now, the train 
autonomously has to perform this check. For passenger trains 
this is not very difficult to realize as there are many 
mechanical and electrical connections between the carriages. 
In contrast to passenger trains, carriages in cargo trains are 
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only mechanically connected with chains and hooks, and 
compressed air lines for the brakes [Fig. 1]. An integrity safety 
system should meet a number of requirements. 

A. Functional requirements 
• Coupling and uncoupling with integrity system must 

not take more time or involve more actions than 
without integrity system. 

• The integrity system must require human intervention 
as little as possible, reducing the risk of human errors. 

• The engine driver must be presented a clear state of 
the train's integrity. 

B. Harware and software requirements 
• Wireless is preferred over wired. Connecting and 

disconnecting wires takes time and is error prone in 
the railway environment. 

• The integrity system must not require radical changes 
to the design of cargo carriages. It must be a simple 
add-on that is installed once on existing carriages. 

• There must be no operational degradation. The system 
may not wear out over time. 

• Hardware must be well suited for the harsh railway 
environment. It must be robust, shock and vandalism 
proof. 

• The integrity system must be as energy efficient as 
possible. A cargo train does not energize its carriages. 
A safety system therefore must provide its own energy 
by means of batteries or energy harvesting. As 
maintenance is on a yearly basis, batteries must at 
least last as long.  

This set of requirements leads to an approach where each 
carriage is equipped with one or more wireless sensor nodes 
that together form a wireless sensor network (WSN). WSN 
based solutions tend to be cheap (per node) and power 
consumption can be minimized at a very low level.  A wireless 
sensor node consists of a small microcontroller, a radio 
module with a range that can vary from centimeters up till tens 
of meters, and a number of sensors suitable for the task at 
hand. The sensor nodes are used for initially detecting a train's 
composition and checking its integrity. To be able to do so the 
nodes in the WSN must provide a reliable way to 
communicate. A description of a reliable wireless 
communication protocol can be found in [1].  

The detection of a train's composition and checking its 

integrity are discussed in the following sections. 

II. TRAIN INTEGRITY CHECKING 
Checking integrity involves two main steps. Firstly, the 

actual composition of the train needs to be determined and 
checked against a manifesto the engine driver has. This is the 
initialization phase. The second step is the operation phase. 
Once the composition is known, periodically the train has to 
be checked whether all carriages are still present and none has 
been lost. This can be optimized by only checking the last 
carriages as described in [1]. 

A. Train composition 
A train's WSN is able to build a topology map of its sensor 

nodes by analyzing the communication paths between nodes. 
When the topology is known, the composition of the train is 
also known. A problem arises when carriages other than the 
train's own are in communication range. This will happen with 
high probability at stations and switchyards, or when other 
trains are passing. This results in a topology map that includes 
"foreign" carriages from other trains as illustrated in [Fig. 2].  
The train consisting of C4, C5 and C6 computes two possible 
compositions: {C4, C5, C6, C7} and {C4, C5, C7, C6}. It 
wrongly assumes C7 is part of the train. To distinguish 
carriages from different trains several techniques can be 
adopted. The most interesting are localization and dynamic 
group awareness. 

1) Localization 
Localization can be used to determine the relative 

positions of sensor nodes in a WSN. The simplest way would 
be to have sensor nodes equipped with a GPS module. 
However this drains the batteries too fast, and the operational 
lifetime would be far less than required. A more energy 
efficient way is to calculate a node's location based on one or 
more nodes with known positions (beacons or anchor nodes) 
and estimated distances between nodes and anchor nodes. 
Well-known methods to estimate distance use signal strength 
(RSSI) [3], [2], message round trip times and other time based 
methods [3], and angle of arrival. Once the distances are 
known, trilateration, triangulation or multilateration is used to 
find the positions of the nodes. This type of localization 
doesn't work without difficulties. Reasons for this are 
multifold. RF strength is inaccurate and RF range is 
inconsistent. According to the above references errors over 50 
percent are not uncommon. In addition, the specific topology 

 
Figure 1. Carriage coupling 

 

Figure 2. Train composition graph 
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of the train prohibits accurate trilateration, triangulation or 
multilateration. To use these methods nodes should be spread 
in two dimensions and not in one long string. In conclusion, 
localization is not very well suited for the discovery of the 
composition of a train. 

2) Dynamic group awareness 
Dynamic group awareness is based on the principle that 

sensor nodes sharing a common context will show high 
correlation in selected sensor data. In contrast to grouping 
nodes based on their position, this approach provides the 
freedom to use any type of sensor data that can be measured 
with a sensor node, provided it measures something unique for 
the group. E.g. articles in a refrigerator show a high 
correlation in their individual temperatures, which are lower 
than the temperature of objects outside the fridge. Similar 
results are obtained when measuring movement and 
acceleration of objects moving together as shown in [4] en [5]. 
The dynamic group awareness method seems appropriate for 
determining the composition of a train.  

B. States and transitions 
For the purpose of checking integrity, a train can be in one 

of three states: standing still, moving and in transition from 
standing still to moving.  The corresponding integrity 
checking phases are shown in [Fig. 3]. When the train is 
standing still it is in the "Idle" phase. In this state the WSN is 
able to determine all possible configurations of the train. But 
as no movement information is available from the sensors no 
group awareness exists. Found configurations may include 
carriages from other trains. Only when the train starts moving 
this information becomes available and the WSN can 
determine the group of carriages belonging to the train. This is 
the "Initialisation" phase. In the rare case two or more trains 
start moving at the same time, differences in de movement 
data will distinguish the different trains. The "Initialisation" 
phase makes a transition to the "Operation" phase when the 
train's composition is known. Now, only the presence of 
known carriages needs to be checked. This can be optimized 
by pinging the last carriage. The "Operation" phase could use 
the same algorithm as the "Initialisation" phase, but this 
consumes too much energy and drains the batteries. The 
sensors only need to check periodically whether the train is 
still moving. There is no need to run expensive correlation 
algorithms on each node, thus saving energy. If the train stops 
and doesn't move for some time during the "Initialisation" or 
"Operation" phase, the integrity check returns to the "Idle" 

phase. Energy consumption can be optimized in the "Idle" 
phase by only checking once and going into standby mode 
after that. If any change is made in the once determined 
possible configurations, one or more carriages will move and 
force the system into the "Initialisation" phase. 

III. DYNAMIC GROUP AWARENESS EXPERIMENTS 
To see whether our approach works for trains tests with 

real cargo trains are executed. The implementation and tests 
for the WSN communication protocol are described in [1]. 
This paper focuses on experiments to test dynamic group 
awareness based on movement.  

During two days tests are performed on a rail track 
approximately 600 meters in length. At the end of the track is 
a small switchyard. On day one three runs are made to collect 
sample data. In the first run a locomotive is coupled to four 
carriages. This is done twice, the first time roughly, a second 
time more smoothly. In the second run this train moves 
backwards towards another set of four carriages. These 
carriages are coupled at the end of the train. The whole train 
then moves to the switchyard. The locomotive is in front of 
the train and pulls the carriages. In run three the locomotive 
pushes eight carriages back from the switchyard to the 
beginning of the track. On day two the runs are similar, but 
other sensor configurations are used. On both days the 
movement data is sampled and logged using three sensor 
nodes attached to three carriages. Analysis of the sampled data 
is done offline. 

A. The datalogger 
To sample and log movement data a sensor node is 

designed and build ([Fig. 4]). It is equipped with two types of 
movement sensor: accelerometer (analogue and digital) and 
vibration switch. The accelerometer measures movement on 
three axes and has a range of -2g to +2g. The vibration switch 
is a simple ball switch that outputs a pulse when it is tilted. 
The number of pulses is a rough estimate for the extent of 
movements made. The heart of the sensor node is a 
microcontroller, the RCM3400 RabbitCore module [8]. The 
radio is a MaxStream’s XBee module [8] with IEEE 802.15.4 

 
Figure 3 Integrity checking phases 

 
Figure 4. The sensor node 
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firmware. 

B. Collecting the data 
1) Day one experiments 

Day one is used to detect events that cause the transition 
from the "Idle" to the "Initialisation" phase. The transition 
takes place when movement is detected. This happens when 
the train starts moving or when carriages are coupled. [Fig. 6] 
shows the data from the accelerometer and the vibration 
switch for three sensor nodes that are attached to the loc and 
two carriages. For each node the accelerometer is shown on 
the top, followed by the vibration switch. The vibration switch 
has two graphs, the lower one shows the raw data, while the 
top one shows the integrated data. The figure in the middle 
depicts the data for the whole first run. The effects measured 
by all sensors of the loc coupling with the first four carriages 
are visible. Coupling happens twice, the first one roughly, the 
second one smoothly. The left and right figures zoom in on 
these events. As can be seen, both couplings are clearly 
detected in all three sensor nodes. Not shown in a graph here, 
but when this train, consisting of one loc and four carriages, 
couples with four more carriages, the effects again are clearly 
detected. This is remarkable because the sensor nodes are 
attached to the carriages closest to the loc and the coupling 
takes place further down the train.  The vibration sensor data 

from a train starting to move are shown in [Fig. 5]. The sensor 
nodes are attached to three separate carriages in the same train. 
Although the three carriages are identical, the output from the 
sensors is clearly dissimilar, but all start detecting movement 
within a time frame of 350 ms. 

2) Day two experiments 
During the "Initialisation" phase the train determines its 

composition through dynamic group awareness based on 
corresponding movements of carriages in the same train. 
Experiments on day one already confirmed that data from the 
vibration switches are not suitable for this (Fig. 5]), so the day 
two experiments concentrate on the accelerometers. To log 
high frequency vibrations as well as speed variations a sensor 
sampling rate of 500 Hz is used. To find the speed variations 
the raw data is filtered. Filtering is done at different cut-off 
frequencies to find an optimum. High sampling rates mean 
more active sampling time, more data to analyze and less time 
to go in standby mode. So for a real dynamic group awareness 
system it is important to have a sampling rate as low as 
possible to extend the lifetime of the batteries.  The output 
from one of the accelerometers filtered at 1 Hz is presented in 
[Fig. 7] and shows the acceleration on the three axes (the axes 
are shifted vertically for better visibility). On this scale 1 g is 
represented by 1000, and it is clear that acceleration hardly 
exceeds 0.1g. The top graph represents acceleration sideways, 

 
Figure 6. Sensor data coupling train @ 50 Samples/sec 

 
Figure 5. Vibration switch data starting train @ 500 Samples/sec 

  
Figure 7. Accelerometer data @ 500 Samples/sec, filtered @ 1 Hz 
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the middle one acceleration on the axis towards earth, and the 
bottom one acceleration in the driving direction. The ride 
presented in the graph starts with 20 seconds of acceleration, 
followed by a period of 40 seconds in which the speed is 
constant. At the end the train starts braking, eventually coming 
to a standstill.  Note that the top graph shows the curve in the 
track nicely. It appears that train characteristics are best 
represented by speed variations (acceleration in the driving 
direction) shown in the bottom graph, while track 
characteristics, like curves and switches, are best represented 
by the top graph (sideways acceleration). The middle graph is 
not useful for our purpose, though in future it might be used 
for measuring the level of desired track and train maintenance. 

C. Results 
The data obtained in two days of experiments are collected 

and analyzed offline using MatLab. For the dynamic group 
awareness to work, movements of carriages in the same train 
must be very similar as represented by a high correlation 
coefficient. On the other hand, correlation between different 
trains must be low. Four combinations of movements are 
investigated. 

1) Two carriages on the same train 
The result for this situation is shown in [Fig. 8]. The 

window that is used for the calculation of the correlation 
coefficient is varied between 0.5 seconds and 10 seconds. A 
longer window yields better results, but needs more buffer 
space if the calculation is performed on the sensor node. The 
correlation coefficient lies between 0.6 and 1, except for the 
moment the loc starts to brake. The decrease in speed is not 
instantaneous for all carriages, but "ripples" through the train, 
causing the front carriage to brake a short time earlier than the 
following carriage. Once all carriages brake the change in 
speed is again the same for all, resulting in a correlation 
coefficient of nearly 1. 

2) Two carriages on different trains, leaving at the same 
moment 

This situation is shown in [Fig. 9]. In reality two runs at 
different times of the same train are used. The engine driver 
tries to copy the first run during the second one as best as 
possible. As in the first case, short windows tend to lead to 
unpredictable correlation coefficient. When a window size of 
10 seconds is used, the correlation coefficient stabilizes at 
significantly lower values than case 1. Because the same train 
is used twice, the characteristics of both "virtual" trains are the 
same. This results in equal acceleration and brake values at the 
start and at the end with a corresponding correlation 
coefficient well above 0. When two really different trains are 
used, we expect the correlation coefficient to stabilize at lower 
levels. Increasing the filter cut-off frequency from 1 Hz to 2.5 
Hz did help, but is not further verified. Increasing the filter 
frequency to 5 Hz introduces too many carriage specific 
components in the samples and isn't useful at all. 

3) Two carriages on different trains, leaving at different 
moments 

Again two "virtual" trains are used. The correlation 
coefficient is low, except for the period both trains brake. See 
case 2 for the explanation. 

4) Two carriages on different trains, one moving, the 
other standing still 

As expected the correlation coefficient is close to 0 all the 
time. 

IV. CONCLUSION AND FUTURE WORK 
The introduction of ERMTS level 3 in future European 

railways requires trains to check integrity autonomously. This 
isn't a problem for passenger trains as all carriages are 
connected mechanically and electrically. Solutions ranging 
from break circuits to GPS modules on every carriage are 

 
Figure 8. Two carriages on the same train 

 
Figure 9. Two carriages on different trains 
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readily available. In contrast, carriages in cargo trains are only 
mechanically coupled. Except for the loc, no power source is 
available and any solution must provide its own energy, e.g. 
battery. The power source of choice should last at least as long 
as the maintenance cycle of the carriages, which is between 6 
to 12 months. This precludes solutions like wireless modules 
equipped with GPS. Our solution is based on dynamic group 
awareness using movement as common factor, and 
implemented by means of a wireless sensor network. 
Movement is captured with two types of sensor: vibration 
switch and accelerometer. The vibration switch is not very 
well suited in general for our purpose, but can be used to 
detect the transition from standstill to moving. Better suited is 
the accelerometer that is able to detect both train and track 
specific movement. Movement sampling rates are 50 Hz and 
500 Hz, but data are filtered to remove movement components 
above 1 Hz. Filtering at this cutoff frequency removes all non-
train specific movement. Varying the length of the block for 
which the correlation coefficient is calculated shows that a 
length between 5 and 10 seconds produces the best results. In 
our experiments dynamic group awareness is able to 
distinguish carriages in the same train from carriages in other 
trains. The method is still far from ideal. First of all, we only 
calculated correlation coefficients for pairs of carriages. In 
reality this must be done for all carriages in the train. 
Secondly, analysis of the data is executed offline with MatLab 
using far more CPU power than is available in wireless sensor 
nodes. The analysis needs to be distributed over the nodes and 
must be scaled down, so they fit the node's processor 
capabilities. Lastly, the method must be far more robust, 
reliable and safe to use in this extreme safety aware 

environment. However, dynamic group awareness is very 
promising and seems applicable in many more areas. 
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