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Abstract—In this paper, we present a transformation that
takes a cyclo-static dataflow (CSDF) graph and produces an
equivalent multi-rate synchronous dataflow (MRSDF) graph.
This fills a gap in existing analysis techniques for synchronous
dataflow graphs; transformations into equivalent homogeneous
synchronous dataflow (HSDF) graphs exist, but these suffer
from an exponential increase in the graph’s size. The pre-
sented transformation allows the rich set of existing analysis
techniques for MRSDF graphs to be applied to CSDF graphs. We
show the applicability of this transformation by demonstrating
its effectiveness on the problem of optimising buffer sizes under
a throughput constraint.

I. INTRODUCTION

Synchronous dataflow (SDF) [1] is a popular model
of computation, used to conservatively model stream-
processing applications. The model is attractive, because
it allows for analysis of the modelled application’s tim-
ing behaviour. Such analyses allow for the derivation of
static schedules, computation of throughput, verification of
latency constraints, and optimisation of buffer sizes under a
throughput constraint. Because worst-case execution times
are assumed, analyses provide guarantees with respect to
performance. This makes these models particularly suitable
in the domain of real-time embedded systems.

There exist many varieties of SDF such as homogeneous
SDF (HSDF) [1], multi-rate SDF (MRSDF, or simply SDF) [1]
and cyclo-static SDF (CSDF) [2]. These models differ in their
expressiveness, where (of these three) HSDF is the least,
and CSDF the most expressive. In an HSDF graph, all tasks
are modelled to produce data at the same rate, whereas
in MRSDF these rates may vary per task and per channel.
The CSDF model is a generalisation of MRSDF, and allows
for actors with periodically varying behaviour. As a result,
CSDF models can capture streaming applications with greater
accuracy than MRSDF graphs can, which leads to a reduction
of the resource usage of implementations following this
model [3].

Efficient analysis techniques for HSDF graphs exist; a
graph’s throughput and the associated static schedule may be
computed in polynomial time [4]. These techniques can not
be applied directly to MRSDF and CSDF graphs, however; for
these graphs, a transformation into an equivalent HSDF graph
is required. This equivalent HSDF graph has a size that may,

in the worst case, be exponential in the size of the original
graph, which makes analyses that involve the construction
of these equivalent HSDF graphs very expensive in terms of
computation time and memory.

To cope with this, a rich variety of methods has been
developed. For example, a common approach to throughput
analysis of MRSDF graphs is to explore the state-space
of a self-timed execution for its periodic regime [5], [6],
or to derive compact descriptions of MRSDF graphs [7].
Furthermore, techniques that transform an MRSDF graph into
single-rate approximations exist, and these may be used to
derive bounds on the performance of the MRSDF graph, in
polynomial time [8].

Similar state-space exploration techniques for CSDF do
exist, but these suffer from computational complexity that
is increased over those for MRSDF graphs [9]. Approximate
analyses aimed at CSDF graphs suffer from decreased ac-
curacy with respect to MRSDF graphs [10]. To simplify the
analysis of CSDF graphs, a number of tools transform a CSDF
graph into a so-called lumped MRSDF graph, to simplify the
analysis at the expense of a loss in accuracy [11]–[13].

In this paper, we demonstrate how a CSDF graph may
be transformed into an equivalent MRSDF graph: analysis
results such as static schedules and achievable throughput,
collected for the MRSDF graph, can consistently and trivially
be translated to the CSDF graph. Such a transformation does,
to our knowledge, currently not exist, and makes existing
tools and techniques for the analysis of MRSDF graphs
applicable to CSDF graphs.

Because the CSDF model is more expressive than the
MRSDF model, the equivalent MRSDF graph is larger than
the CSDF graph, but much smaller than an equivalent HSDF
graph: each CSDF actor is unfolded a number of times (at
most) equal to its number of phases, which is typically small.
The equivalent MRSDF graph typically has a larger density
than the CSDF graph: each CSDF channel is transformed into
a set of MRSDF channels; the size of this set is equal to the
product of the lengths of the production and consumption
rate vectors associated with the channel. The details of the
transformation are described in Sections IV and V.

A very useful property of the presented transformation is
that the number of initial tokens on a CSDF channel may
be left variable and will result in multiple MRSDF channels
with initial tokens expressed symbolically in that variable.
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We illustrate the usefulness of this property in approximating
the buffer sizes required to attain a minimum throughput in
Section VI.

II. RELATED WORK

Literature on synchronous dataflow can be categorised
into exact and approximate methods. Exact analysis of
(MRSDF and) CSDF graphs exploit the fact that the (self-
timed) schedule of a consistent SDF graph, after an initial
transient phase, follows a repetitive pattern, which is com-
posed of several so-called iterations [14]. Such an iteration
may be explicitly represented by transforming the CSDF
graph into an equivalent HSDF graph, which has a single
actor for each individual firing in the iteration [15]. For these
HSDF graphs, efficient analysis techniques are available [4],
[16]. However, as the length of a single iteration, in the worst
case, grows exponentially in the size of the CSDF graph,
approaches that rely on the construction of an equivalent
HSDF graph are often considered too costly for practical
use [5], [9].

As an efficient alternative, approaches that explore the
state-space of a self-timed execution for its periodic regime
have become the common approach to analysing SDF graphs.
Although in the worst case, these approaches suffer from the
same problem that prohibits methods based on equivalent
HSDF graphs, experiments suggest that they run much faster,
primarily because they avoid the costly MRSDF-to-HSDF
transformation [5], [9].

Rather than performing an exact analysis, an approximate
model of the SDF graph may be constructed and analysed
with much less effort [8], [17]. Such an approximate model
gives a conservative estimation of the graph’s performance;
the actual performance is never worse than the performance
computed from the model. This perfectly suits the typical
aim of dataflow analysis, which is to give guarantees on the
properties of a real-time system. However, the error made
by such an approximation may be considerable, and lead to
a costly overdimensioning of the system at hand. Methods
to estimate this error are only known for MRSDF, but not for
CSDF [8]. The transformation presented in this paper allows
MRSDF analysis techniques that compute both a lower and
upper bound on performance, to be applied to CSDF graphs.

In [18], minimum buffer sizes for a CSDF graph, such
that a minimum throughput is attained, are approximated
by explicitly taking into account the different phases of
an actor. This improves the accuracy of the derived buffer
capacities over less detailed analyses such as [10]. The
approach outlined in [18] involves capturing the schedules
of actors and phases of actors into a so-called min-max
linear program, which may be solved in polynomial time.
Our approach may be regarded as a decomposition of their
method into an exact and an approximate step: constructing
the equivalent MRSDF graph is an exact step that represents
each phase of an actor individually. This exact step may then

be followed by a second step, using known, approximate
MRSDF analysis techniques, applied to the equivalent MRSDF
graph.

A straightforward transformation of a CSDF graph into an
MRSDF graph is described in [11], [12] and [13]. This trans-
formation, however, is an approximation; it does not give
an equivalent MRSDF graph. The transformation involves
replacing each phase vector by the sum of its elements.
The resulting MRSDF graph is referred to as a “lumped”
MRSDF representation. The properties of the lumped MRSDF
representation with respect to the original CSDF graph is not
discussed in detail in [11] or [12], other than that it may
introduce deadlock in the MRSDF graph.

A transformation of a CSDF graph into an equivalent
MRSDF graph, as presented in this paper, does, to the
best of our knowledge, not exist. As we demonstrate in
Section VI, it provides a bridge between the exact and
approximate methods mentioned above: by performing an
exact transformation into an MRSDF graph, the accuracy of
the analysis is improved over when it is applied directly onto
the CSDF graph.

III. CYCLO-STATIC DATAFLOW GRAPHS

A cyclo-static dataflow (CSDF) graph is a directed graph,
where the vertices are called actors and the edges are
called channels. Actors model tasks, channels model data
dependencies between tasks. Actors may fire, which models
the execution of the task represented by that actor. Execution
of a task requires data to be available on incoming channels,
and produces data on outgoing channels. This data is mod-
elled by tokens. In a synchronous dataflow graph, the number
of tokens produced onto and consumed from channels is
specified by rates.

In a CSDF graph, actors have cyclically varying behaviour:
each actor cycles through a fixed number of phases. The
number of tokens produced onto or consumed from a
channel, as well as the execution time of the actor, depends
on the current phase of the actor. We use the term period
to refer to the number of phases of an actor, and denote
the period of actor v by ϕv . The phase of the actor can
be derived from the actor’s firing index in a straightforward
way: the behaviour of the actor during its kth firing is given
by its (k mod1 ϕv)

th phase1.
Each actor v has an associated execution time vector,

which we denote by Tv = [t1, . . . , tϕv ] ∈ Nϕv . At the
start of an execution, an actor consumes data from its
incoming channels. The completion of the kth execution
occurs tk mod1 ϕv

time units after the execution started,
and involves the production of tokens onto its outgoing
channels. For the sake of brevity, we write τv(k) to denote
the execution time of the kth firing of actor v.

1We write k mod1 n as a shorthand notation for (k − 1) mod n + 1,
with the mod operator defined conventionally as: a mod b = a− b

⌊
a
b

⌋
.



Each channel vw has an initial, integer number of tokens,
denoted δvw. Furthermore, with each channel vw, two vec-
tors are associated. These vectors are the channel’s produc-
tion rate vector, denoted P+

vw = [p+
1 , . . . , p

+
ϕv

] ∈ Nϕv , and
consumption rate vector, denoted P−vw = [p−1 , . . . , p

−
ϕw

] ∈
Nϕw . The kth firing of actor v produces p+

k mod1 ϕv
tokens

onto the channel, whereas the kth firing of actor w consumes
p−k mod1 ϕw

tokens from the channel. We shall write ρ+
vw(k)

and ρ−vw(k) as respective shorthand notations for p+
k mod1 ϕv

and p−k mod1 ϕw
. If the number of tokens on each of an actor’s

incoming channels is at least the channel’s consumption rate,
the actor may start an execution and is said to be enabled.

We often need to refer to the total number of tokens pro-
duced or consumed by an actor in one period. We therefore
denote the number of tokens produced onto channel vw in
one period of v by PΣ+

vw =
∑ϕv

i=1 ρ
+
vw(i), and the number

of tokens consumed, in one period of w, from channel vw
as PΣ−

vw =
∑ϕw

i=1 ρ
−
vw(i).

A. Phases and Auto-concurrency

The original semantics of CSDF, as presented in [2],
implicitly assume that each actor has a self-loop, i.e., a
channel with rates set to one, and a single initial token. Such
a self-loop prevents the actor to start multiple, concurrent,
executions. This so-called auto-concurrency is commonly
available to MRSDF and HSDF actors. The motivation for re-
stricting auto-concurrency in CSDF is that successive phases
of an actor should not overlap, as phases imply the presence
of internal state, which, in dataflow semantics, gives a
sequential execution. Assuming implicit self-loops for every
actor (including those with a single “phase”) in the graph,
however, unnecessarily limits the expressiveness of CSDF
graphs. We therefore relax the original CSDF restriction, by
assuming an implicit self-loop only for those actors that have
more than one phase, as has been suggested by other authors
[10], [11].

B. Periodicity and Throughput

The firing times of actors in a consistent CSDF graph
follow a repetitive pattern [2]. The transformation that we
present in this paper does not require the CSDF graph to
be consistent; consistency is however a requirement when
transforming a CSDF graph into an HSDF graph.

For a consistent CSDF graph, the repetitive pattern con-
sists of multiple iterations [14]. A consistent graph has a
finite throughput, which is the average number of iterations
completed per time unit. When transforming a CSDF or
MRSDF graph into an equivalent HSDF graph, each actor
is represented as many times as it fires in a single such
iteration.

C. Multi-Rate and Homogeneous SDF

An MRSDF graph is a special case of a CSDF graph
(under the assumption from III-A), where the dimensionality

of all (execution time and rate) vectors is one, such that
they may be replaced by scalars. Because, for MRSDF
graphs, execution times, production and consumption rates
are independent of actor firing indices, we simply omit
the argument to the functions ρ+, ρ− and τ. Finally, a
homogeneous SDF (HSDF) graph is again a special case of
an MRSDF graph, and has ρ− = ρ+ = 1, for all channels.

IV. DATAFLOW AND DISCRETE EVENT SYSTEMS

A CSDF graph is an example of a discrete event sys-
tem [19]. In such a system, the firing times of actors are
interdependent; an actor can not start a firing before the
actors it depends on have fired (at least) a given number of
times. In synchronous dataflow, these dependencies are given
by the graph’s channels, and the details of a dependency
between two actors can be determined from the annotations
(rates and tokens) on the channel that connects the two
actors.

These dependencies may be elegantly described by a
set of recurrent equations. If we write tv(k) to denote
the completion time of the kth firing of actor v, then the
earliest time at which this firing may occur depends on
the completion time of connected upstream actors, in the
following way:

tw(k) ≥ max
vw
{tv(k − γ(k))}+ τw(k). (1)

That is, w starts its kth firing as soon as each predecessor
v has completed (k − γ(k)) firings. Actor w needs an
additional τw(k) time units to complete this execution. Note
that we take the maximum over all incoming channels
of w in the graph, and omit the quantification of vw in
the equation, for convenience. Furthermore, in performance
analysis it is commonly assumed that an actor fires as soon
as it can. This is called a self-timed execution. A self-timed
execution is obtained by replacing the inequality sign in (1)
by an equals sign. Throughout the remainder of the paper,
we assume a self-timed execution.

Equation (1) is commonly named a dater equation [16],
as it defines the times at which actors fire. Function γ(k) is
called the shift function [19]. If γ(k) is constant, then (1) is
a so-called shift-invariant system. For shift-invariant discrete
event systems, many analysis techniques are available [4],
[16].

Circular dependencies in (1) limit the rate at which an
actor may complete firings. Discrete event systems have
a throughput (or the inverse, cycle time) that gives the
maximum (average) rate at which actors can fire. For a
shift-invariant system, this rate can be computed from the
maximum cycle ratio [16], [20].

For dataflow systems, the shift function that is associated
with a channel vw captures the fact that a certain, minimal
number of tokens must have been produced by a producing
actor, before the consuming actor can start its next execution.



We therefore rewrite (1) into the following, slighly more
convenient form:

tw(k) = max
vw
{tv (πvw(k))}+ τw(k), (2)

where πvw(k) is the predecessor function, which gives the
number of firings predecessor v must have completed, such
that enough tokens are available to let actor w start its
kth firing. Note that πvw must be non-decreasing to obey
the semantics of a dataflow graph: dataflow channels repre-
sent unbounded FIFO buffers, and to guarantee functional
correctness, tokens may not “overtake” each other [21].
The predecessor function must thus be such that the order
in which tokens are consumed does not violate the order
in which tokens are produced. In terms of actor firing
times, this means that an actor may not finish a firing
before all firings that have started earlier, have finished. This
is stated formally by the following principle of temporal
monotonicity:

tv

(
max
i
ai

)
= max

i
tv(ai). (3)

Note that (3) holds for CSDF actors, under the assumption
(see Section III-A) that whenever an actor has more than
one phase, it has an implicit self-loop. As we shall see in
Section V, this principle is necessary for the transformation
from CSDF into MRSDF.

Consider the following function ∆vw, which gives the
number of tokens on a channel vw, as a function of the
number of firings of the actors connected by that channel:

∆vw(i, j) = δvw +

i∑
l=1

ρ+
vw(l)−

j∑
l=1

ρ−vw(l). (4)

The general form of the predecessor function associated
with a channel in a homogeneous, multi-rate or cyclo-static
dataflow graph, may be expressed in terms of (4), in the
following way:

πvw(k) = min {m|∆vw (m, k) ≥ 0} , (5)

which says that the minimal number of firings of actor v
that must precede the kth firing of actor w is such that a
minimum, non-negative number of tokens is available on
channel vw.

An alternative formulation that is semantically equivalent
is:

πvw(k) = max {m|∆vw (m, k) < 0}+ 1, (6)

which says that the required number of firings of actor v is
the first firing after its latest firing that does not enable the
kth firing of actor w.

The graph of a (periodic) predecessor function of a
synchronous dataflow channel is periodic and follows a
staircase-like pattern. Figure 1 gives an example of the
predecessor function for different kinds of dataflow chan-
nels. From this figure it can be observed that CSDF graphs
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Figure 1. Three kinds of dataflow channels, and the graphs of their
predecessor functions.

can express more irregularity. Thus, a CSDF graph is more
expressive than an MRSDF graph; in general, the predecessor
function associated with a CSDF channel can not be captured
exactly by a single MRSDF channel (see Figure 2 for an
exception). However, as we demonstrate in the following
section, any CSDF channel may be represented by a set
of MRSDF channels, which collectively give an equivalent
predecessor function.

The graph of the predecessor function is strongly related
to an equivalent HSDF graph, in which every actor is
represented as many times as it fires in a single iteration of
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Figure 2. A CSDF channel that can be represented exactly by a single
MRSDF channel.

the graph [14]. In an equivalent HSDF graph, several periods
of each channel’s predecessor function are represented by
HSDF channels connecting the domain and codomain of
the predecessor function [8]. Figure 3 gives an illustrative
example of this relationship.

V. TRANSFORMING CSDF INTO MRSDF

The approach that we take to transforming CSDF into
MRSDF is similar to the transformation from MRSDF into
HSDF, where several firings of an MRSDF actor are each
represented by a single HSDF actor, as is outlined in [8].
The difference is that when transforming a CSDF graph,
each CSDF actor is represented, in the equivalent MRSDF
graph, by as many MRSDF actors as it has phases. The
annotations of the equivalent MRSDF graph’s channels are
obtained by rewriting the CSDF predecessor function in such
a way, that we may substitute the CSDF dater equations,
expressed in terms of the more general predecessor function,
into a set of dater equations that are expressed in terms of
a simpler, MRSDF-specific predecessor function. This set of
dater equations collectively implements the dater equation
of the CSDF channel.

A. CSDF and MRSDF Predecessor Functions

In this section, we derive specialised predecessor func-
tion formulations for MRSDF and CSDF, from the general
functions given by (2) and (6).

In CSDF, the number of tokens produced in a single period
of actor v onto channel vw is constant, as is the number of
tokens consumed by w in one period of w. This allows us
to rewrite (4) into:

∆vw(i, j) = ∆vw (i mod ϕv, j mod ϕw)

+

⌊
i

ϕv

⌋
PΣ+
vw +

⌊
j

ϕw

⌋
PΣ−
vw ,

and the predecessor function (6) for a CSDF channel may
subsequently be rewritten as:

πvw(k) = 1+

max

{
m

∣∣∣∣ ⌊mϕv
⌋
PΣ+
vw + ∆vw (m mod ϕv, k) < 0

}
= max
i<ϕv

max

{
m

∣∣∣∣⌊mϕv
⌋
PΣ+
vw + ∆vw (i, k) < 0

}
+ 1.

(7)

Similarly, we derive a (simpler) specialised formulation
of (4) for MRSDF:

∆vw(i, j) = δvw + iρ+
vw + jρ−vw. (8)
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Figure 3. An example CSDF channel, a graphical representation of its
predecessor function, and equivalent HSDF graph representations.



The MRSDF predecessor function has been formulated,
by several authors, in terms of the ceiling function, dxe. We
obtain such a formulation by combining (2) and (8) using
the following equality for the ceiling function over fractions:⌈ n

m

⌉
= min

{
k

∣∣∣∣ km ≥ n} . (9)

The predecessor function of an MRSDF channel may then be
written in the following way:

πvw(k) =

⌈
kρ−vw − δvw

ρ+
vw

⌉
, (10)

whereas for a predecessor function of a CSDF channel,
this is not generally possible. This gives a characterisation
of the differences between CSDF and MRSDF in terms of
their predecessor functions. The following section discusses
the translation of a system of CSDF predecessor functions,
formulated in terms of (7), into a system of MRSDF func-
tions. Besides the ceiling function, the translation uses the
following relation for the floor function, bxc:⌊ n

m

⌋
= max

{
k

∣∣∣∣ km ≤ n} , (11)

and the following relation to interchange the floor and ceiling
function, where n,m ∈ Z and m is positive [22]:⌊ n

m

⌋
=

⌈
n−m+ 1

m

⌉
=

⌈
n+ 1

m

⌉
− 1. (12)

B. A Change of Variables

When transforming CSDF into MRSDF, each individual
phase of an CSDF actor is represented by a single MRSDF
actor. Actors in the dataflow graph correspond to variables
in the associated dater equations; transforming CSDF into
MRSDF thus involves rewriting dater equation (2):

tw(k) = max
vw
{tv (πvw(k))}+ τw(k),

where v and w correspond to CSDF actors, into:

twj (k) = max
viwj

{
tvi
(
πviwj (k)

)}
+ τw(j), (13)

where variables vi and wj correspond to the MRSDF actors
that respectively represent the ith and jth phases of CSDF
actors v and w.

The relationship between CSDF and MRSDF variables, v
and vj , is captured by the following dater expression (note
that the clumsy subtraction of 1 is necessary to give tvj (1) =
tv(j)):

tvj (k) = tv (j + (k − 1)ϕv) , 1 ≤ j ≤ ϕv. (14)

To obtain a transformation from CSDF into MRSDF, the
CSDF variables (i.e., one variable per actor) now need to
be replaced by MRSDF ones.

We rewrite (7) into a set of MRSDF predecessor functions
in two steps. First, we rewrite (7) into an expression that

involves the ceiling function, using (11) and (12). Substitut-
ing m by m′ϕv + i, with m′ =

⌊
m
ϕv

⌋
and i = m mod ϕv ,

gives:

πvw(k)

= max
i<ϕv

{
max

{
m′
∣∣∣∣m′PΣ+

vw + ∆vw (i, k) < 0

}
ϕv + i

}
+1

(11)
= max

i<ϕv

{⌊
−1−∆vw (i, k)

PΣ+
vw

⌋
ϕv + i+ 1

}
= max

1≤i≤ϕv

{⌊
−1−∆vw (i− 1, k)

PΣ+
vw

⌋
ϕv + i

}
(12)
= max

1≤i≤ϕv

{(⌈
−∆vw (i− 1, k)

PΣ+
vw

⌉
− 1

)
ϕv + i

}
.

Temporal monotonicity (3) now allows us to write the
CSDF dater equation, where the max-expression is pushed
out of the predecessor function, in the following way:

tw(k)− τw(k)

= max
vw

tv

(
max

1≤i≤ϕv

{(⌈
−∆vw (i− 1, k)

PΣ+
vw

⌉
− 1

)
ϕv + i

})
(3)
= max

vw
max

1≤i≤ϕv

tv

((⌈
−∆vw (i− 1, k)

PΣ+
vw

⌉
− 1

)
ϕv + i

)
.

We may now, using (14), substitute the variable that
represents (producing) CSDF actor v by a set of variables
vi, with 1 ≤ i ≤ ϕv:

tw(k) = max
viw

tvi

(⌈
−∆vw (i− 1, k)

PΣ+
vw

⌉)
+ τw(k).

Finally, we substitute (MRSDF) variables wj for the con-
suming actor, w, obtaining a set of ϕvϕw dater equations:

twj
(k)− τw(j)

= max
viwj

tvi

(⌈
−∆vw (i− 1, j + (k − 1)ϕw)

PΣ+
vw

⌉)
= max

viwj

tvi

(⌈
kPΣ−

vw −
(
∆vw (i− 1, j) + PΣ−

vw

)
PΣ+
vw

⌉)
.

This dater equation relates the completion times of the jth

phase of actor w to those of individual phases of upstream
actors. It is equivalent to the dater equation associated with
an MRSDF channel that has a production rate of PΣ+

vw , a
consumption rate of PΣ−

vw and ∆vw (i− 1, j) + PΣ−
vw initial

tokens. The MRSDF channel viwj connects the two MRSDF
actors that respectively represent phase i of CSDF actor v,
and phase j of CSDF actor w.

Any CSDF graph may thus be transformed into a (larger)
MRSDF graph, where each CSDF actor v is represented by
ϕv MRSDF actors. The density of the resulting graph is
typically higher than the density of the CSDF graph, as a
single CSDF channel vw is transformed into ϕvϕw channels.
In the following section we demonstrate that in some cases,
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Figure 4. A CSDF graph and its equivalent MRSDF graph. The equivalent
MRSDF graph has been unrolled such that all channels point from left to
right, and implicit self-loops have been omitted for the sake of clarity.

the number of channels in the equivalent MRSDF graph may
be reduced.

As an example, Figure 4 depicts a CSDF graph and its
equivalent MRSDF graph, obtained by applying the transfor-
mation outlined in this section.

C. Channel Pruning

Transforming a CSDF channel into a multi-rate equivalent
results in a bipartite MRSDF graph. The number of channels
in this MRSDF graph is equal to the product of the periods of
the actors connected by the CSDF channel. These channels
impose constraints on the firing times of the MRSDF actors.
In some cases, certain constraints may be identified as non-
binding. This may occur when the sums of production and
consumption rates are not relatively prime, i.e., when their
greatest common divisor is greater than one.

Because for positive n, with n,m ∈ Z, the following
holds [22]: ⌈

m− x
n

⌉
=

⌈
m− bxc

n

⌉
, (15)

we may write (10) as:

πvw(k) =


kρ−vw −

⌊
δvw

gcd(ρ+vw,ρ
−
vw)

⌋
ρ+
vw

 . (16)

Let wj be an actor in the equivalent MRSDF graph. This
actor represents phase j of actor w in the original CSDF
graph. The firing times of actor wj depend on several phases
of another actor, v. If the (MRSDF) channels that represent
these dependencies have the same number of initial tokens,
then the dependency with the later phase is always binding,
as by (3), the later phase does not finish before the earlier
phase does; the other dependency may thus be pruned. An
example of such a situation is given in Figure 5.
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Figure 5. In some cases, channels in (parts of) the equivalent MRSDF
graph may be pruned because they can be identified as non-binding.
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Figure 6. A Cyclo-Static dataflow graph model of an MP3 playback
application. The capacities of the buffers between the tasks are captured by
(integer) variables d1 and d2.

VI. CASE STUDY

In this section, we take a simple CSDF model and trans-
form it into an equivalent MRSDF graph, after which we can
apply analysis techniques designed for MRSDF graphs. We
compare the results obtained from this equivalent MRSDF
graph with analysis results computed directly for the CSDF
graph using a CSDF-specific algorithm. The analysis we
perform is the determination of sufficient buffer sizes in
order to reach a given minimum throughput.

We use a model of an MP3 playback application, which
has been used as a case study in several other studies [10],
[23]. The application consists of three tasks, each of which
is modelled by a single CSDF actor: the MP3 decoder
(modelled by the actor labelled MP3) processes a 48 kHz
variable bitrate MP3 file, and the sample rate converter
(modelled by actor SRC) converts this to a 44.1 kHz stream
to match the frequency of the digital-to-analog-converter,
which is modelled by the actor labelled DAC. Communi-
cation channels between the tasks are FIFO buffers with a
finite capacity, whereas channels in a synchronous dataflow
graph have unbounded capacity. A common trick to model
a buffer’s capacity is to add a reversed channel to the graph,
with a number of initial tokens equal to the buffer’s capacity.
To leave these buffer capacities unspecified, the number of
tokens on these reversed channels are captured by variables.
The model is depicted in Figure 6.



The worst-case execution time of the ten different phases
of the sample rate converter task are (in order): 136577,
133824, 133760, 133750, 133748, 133863, 133844, 133955,
133882, and 133862 clock cycles. The MP3 decoder task
has a worst-case execution of 1603621 clock cycles, and
the digital-to-analog-converter samples its input every 5000
clock cycles. The latter gives a minimal required throughput;
in order not to stall the digital-to-analog-converter, data
should arrive in time.

The throughput of the graph is dependent on the capcity
of the two buffers between the three tasks, i.e., the variables
d1 and d2. If we approximate these buffer sizes required
to reach the required throughput, using the techniques
from [10], we find that d1 must be at least 1536 and d2

must be at least 90. Note that this algorithm is applied at
the CSDF graph, and does not require a transformation of
the graph into an equivalent MRSDF graph.

Transforming the CSDF graph into an equivalent MRSDF
graph “unfolds” the sample-rate converter into ten actors,
each representing one of the ten phases of the CSDF actor.
Because the other two actors in the CSDF graph are basically
MRSDF actors, they do not need to be unfolded. The equiva-
lent MRSDF graph is not easily represented in a compact way.
We have therefore unfolded the cycles of the graph, such
that all channels point from left to right. Furthermore, we
omitted the self-loops and the production and consumption
rates of the MP3 actor (which are 1152) and the DAC actor
(which produces and consumes data with a rate of one). The
resulting MRSDF graph is depicted in Figure 7.

If we analyse the equivalent MRSDF graph, using the
techniques described in [8], for the minimum buffer sizes
(i.e., d1 and d2), the results are the following: For the size
of the buffer between the MP3 decoder and the sample rate
converter, we find d1 = 1440. This is an improvement over
the buffer size found by the CSDF-specific algorithm by
6.7%. For the size of the buffer between the sample rate
converter and the digital-to-audio converter we find d2 = 73,
which is an improvement of 18.9%.

If we transform the CSDF graph into its “lumped” MRSDF
representation, by aggregating the 10 phases of actor SRC
into a single phase, we obtain values for d1 and d2 that
are significantly higher: we find that d1 = 2112 and d2 =
710 are sufficient buffer sizes. These values are respectively
46.7% and 873% higher than the values found from the
equivalent MRSDF graph.

VII. CONCLUSIONS AND FUTURE WORK

In this paper, we have presented a method to transform
a Cyclo-Static Dataflow graph into an equivalent Multi-
Rate Dataflow graph. This transformation fills a gap in the
dataflow literature, where the only exact transformations
currently known are from MRSDF or CSDF into HSDF. The
presented transformation is comparable to the well-known
transformation from MRSDF into HSDF, but the increase in

graph size is polynomial in the CSDF graph’s size, instead
of exponential. The graphs are equivalent in the sense that
both graphs have the same self-timed schedule.

In case initial token counts are left variable, which is the
case when buffer sizes are optimised under a throughput
constraint, the presented transformation places a number of
initial tokens on the MRSDF channels that differs from the
CSDF variables by a constant. When approximating methods
are used to estimate throughput or required buffer sizes,
the equivalent MRSDF graph improves on the approximation
obtained from the original CSDF graph.

This transformation opens up a wide range of research
directions into methods that combine exact transformations
with approximate performance analysis. First of all, the
presented transformation may be applied to MRSDF graphs,
as a generalisation of the well-known transformation of
MRSDF into HSDF. This requires modelling an MRSDF actor
as a CSDF actor, which can trivially be done by repeating
an actor’s rate several times in a vector of chosen length.
The main advantage of using the presented transformation
is that it allows for a stepwise transformation of an MRSDF
graph into an HSDF graph. An illustrative example is given
in Figure 8, where actor b fires twice in a single graph
iteration. The actor is therefore replaced by a CSDF actor
that has two phases, and the equivalent MRSDF graph thus
distinguishes between even and odd firings of actor b.

The primary research questions in adapting the transfor-
mation presented in this paper to such a stepwise analysis is
to determine which (CSDF or MRSDF) actor to unfold. The
answer to this question may be provided by approximate
analysis techniques. We are convinced that the presented
transformation provides the cornerstone for efficient, in-
cremental performance analysis of synchronous dataflow
graphs.
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