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Abstract

The availability of high-level design entry tooling is cru-
cial for the viability of any reconfigurable SoC architecture.
This paper presents a template generation method to extract
functional equivalent structures, i.e. templates, from a con-
trol data flow graph. By inspecting the graph the algorithm
generates all the possible templates and the corresponding
matches. Using unique serial numbers and circle numbers
the algorithm can find all distinct templates with multiple
outputs. The template selection algorithm shows how this
information can be used in compilers for reconfigurable
systems. The objective of the template selection algorithm
is to find an efficient cover for an application graph with a
minimal number of distinct templates and minimal number
of matches.

1. Introduction

In the CHAMELEON/GECKO1project a heterogeneous
system-on-chip (SoC) for handheld multimedia devices is
being designed [9]. It contains a general-purpose proces-
sor (i.e. an ARM core), a fine-grained reconfigurable part
(consisting out of FPGA tiles) and a course-grained recon-
figurable part. The latter comprises several MONTIUM pro-
cessor tiles. The hardware organization within a tile is
very regular and resembles a very long instruction word
(VLIW) architecture. The five identical arithmetic and logic
units (ALU1· · ·ALU5) in a tile can exploit spatial con-
currency to enhance performance. An ALU has two 16-
bit outputs, which are connected to the interconnect. The
ALU is entirely combinatorial and consequentially there are
no pipeline registers within the ALU. The diagram of the
MONTIUM ALU in Fig. 1 identifies two different levels in
the ALU.

1 This research is supported by PROGram for Research on Embedded
Systems & Software (PROGRESS) of the Dutch organization for Scien-
tific Research NWO, the Dutch Ministry of Economic Affaires and the
technology foundation STW.

Fig. 1. MONTIUM ALU

The availability of high-level design entry tooling is crit-
ical for the viability of any reconfigurable architecture. A
C compiler for the MONTIUM architecture is currently be-
ing implemented. In our toolset the input language C is
first translated into a Control Data Flow Graph (CDFG).
Next, the primitive operations are partitioned into clusters,
such that each cluster can be executed by an MONTIUM-
tile within one clock cycle. After applying graph cluster-
ing, scheduling and allocation transformations on this min-
imized graph, the configurations for the MONTIUM can be
generated.

In this paper, we focus on the template generation al-
gorithm. By analyzing the control data flow graphs, our
algorithm can indicate which clusters of operations are the
most frequently used. This information will guide compil-
ers in selecting suitable configurations. Although, our pri-
mary target architecture is the MONTIUM processor, we be-
lieve that this technique can also be used for designing logic
circuits or field programmable gate arrays (FPGA).

2. Related work

There have been published many related research efforts
in the areas of high-level synthesis and FPGA logic synthe-
sis.
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In [3][5], a template library is assumed to be available
and the template matching is the focus of their work. [1][7]
give some methods to generate templates. The drawback
of [1][7] is that the generated templates are highly depen-
dent on the choice of the initial template. The heuristic
algorithm in [6] generates and maps templates simultane-
ously, but cannot avoid ill-fated decisions. The algorithms
in [2][4] provide all templates of a CDFG. The complete
set of tree templates and single-PO (single principle output)
templates are generated in [4] and all the single-sink tem-
plates are found by the configuration profiling tool in [2].
In this paper, we will present an algorithm that can find the
complete set of templates with multiple outputs.

3. Definitions on CDFGs
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Fig. 2. A small CDFG

A hydragraph G = (NG, PG, AG) consists of two finite
non-empty sets of nodes NG and ports PG and a set AG of
so-called hydra-arcs; a hydra-arc a = (ta, Ha) has one tail
ta ∈ NG ∪ PG and a non-empty set of heads Ha ⊂ NG ∪
PG. In our applications, NG represents the operations of a
CDFG, PG represents the inputs and outputs of the CDFG,
while the hydra-arc (ta, Ha) either reflects that an input is
used by an operation (if ta ∈ PG), or that an output of the
operation represented by ta ∈ NG is input of the operations
represented by Ha, or that this output is just an output of
the CDFG (if Ha contains a port of PG).

See the example in Fig. 2: The operation of each node
is a basic computation such as addition (in this case), multi-
plication, or subtraction. Hydra-arcs are directed from their
tail to their heads. Because an operand might be input for
more than one operation, a hydra-arc is allowed to have
multiple heads although it always has only one tail. The
hydra-arc e7 in Fig. 2, for instance, has two heads, w and
v. The CDFG communicates with external systems through
its ports represented by small grey circles in Fig. 2.

Two distinct nodes u and v from NG are called neigh-
bors if there exists a hydra-arc (t, H) with {u, v} ⊂ H ∪
{t}. These nodes are called connected within a hydra-
graph G if there exists a sequence u0, . . . , uk of nodes from

NG such that u0 = u, uk = v, and ui and ui+1 are neigh-
bors for all i ∈ {0, . . . , k − 1}. If u and v are connected
within G, then the smallest k for which such a sequence
exists is called the distance of u and v within the hydra-
graph G, denoted by Dis(u, v|G); the distance is 0 if u = v.

We call u and v are connected within a subset S ⊂ NG,
if there exists a sequence u0, . . . , uk of nodes from S such
that u0 = u, uk = v, and ui and ui+1 are neighbors for all
i ∈ {0, . . . , k − 1}. Correspondingly, the distance within
a subset S is defined, denoted by Dis(u, v|S).

A subset S of the nodes of a hydragraph is called con-
nected if all pairs of distinct elements from S are connected
within S. A hydragraph is called connected if all pairs of
distinct elements from NG are connected within G, i.e., if
NG is a connected set.

Let S ⊂ NG be a non-empty connected set of nodes
of the hydragraph G. Then S generates a connected
hydragraph in the following natural way:
For every v ∈ S consider the following two types of
hydra-arcs of G related to v:
• (tv, Hv), so hydra-arcs with tail v: if Hv �⊂ S,

we introduce a new port pv and replace (tv, Hv) by
(tv, (Hv ∩ S) ∪ {pv}); otherwise, we keep (tv, Hv)
as it is.

• (tu, Hu) with v ∈ Hu, so hydra-arcs for which v is
one of the heads: if tu �∈ S, we introduce a new port
t′u and replace (tu, Hu) by (t′u, Hu ∩ S); otherwise
we keep (tu, Hu) as it is.

Doing so for all hydra-arcs, e.g. starting from the sources
in S, we obtain a unique hydragraph which we will refer
to as the template generated by S in G. We denote
it by TG[S] and say that S is a match of the template
TG[S]. In the sequel we will only consider connected
templates without always stating this explicitly. Templates
(matches) with i nodes are called i-templates (i-matches).
Correspondingly, a node subset S with i nodes are called
i-node subset.

A template will be mapped onto one MONTIUM ALU
and executed within one clock cycle. The ports of a tem-
plate represent intermediates that need to be stored for a
while during the execution.

For example, in Fig. 3 we see two templates of the
CDFG from Fig. 2: the left one is generated by the set
{x}, the right one by {v, w}. Compared with the original
CDFG from Fig. 2, in the left one, the newly added port
is a head for hydra-arc e5, while in the right one the newly
added port is a tail for hydra-arc e7.

4. A template generation algorithm

Given a CDFG G, the objective of the template gen-
eration algorithm is to find all the i templates with 1 ≤
i ≤maxsize and their corresponding matches from G. The
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Fig. 3. Two templates of the CDFG from Fig. 2

templates generation procedure is:

1 Starting with the 1-node subsets, generate a set of con-
nected i-node subsets by adding a neighbor node to the
(i − 1)-node subsets.

2 For all i-node subsets, consider their generated i-
templates. Choose the set of nonisomorphic i-
templates and list all matches of each of them. Tem-
plates that cannot be executed by one MONTIUM ALU
within one clock cycle are discarded.

3 Repeat the above steps until all templates and matches
up to maxsize nodes have been generated.

An i-node subsets can be obtained by different (i−1)-node
subsets, which will result in unnecessarily many computa-
tions. To avoid this, we use a clever labelling of the nodes
during the generation process:

• Each hydragraph node is given a unique serial number
(see the numbers enclosed in small boxes in Fig. 2).

• A leading node is defined within each node subset S,
which is the one with the smallest serial number.

• Within a subset S, each graph node n ∈ S is given
a circle number, denoted by Cir(n|S), which is the
distance between the leading node and n within S, i.e.,
Cir(n|S)=Dis(S.LeadingNode, n|S).

If a (i − 1)-node subset S and one of its neighbor node Nei
satisfy the following conditions, S′ = S∩ {Nei} will be
considered as a i-node subset, otherwise S′ is thrown away.

1 S.LeadingNode.Serial<Nei.Serial;
2 Dis(S.LeadingNode, Nei|S′) is not smaller than

Cir(n|S) for any n ∈ S;
3 For every n which satisfies n∈S and

Cir(n|S) = Dis(S.LeadingNode,Nei|S′),
n.Serial< Nei.Serial.

Tab. 1. Multiple copies of a match are filtered
out.

1-matches 2-matches 3-matches 4-matches
{x} {x,u} 1
{y} {y,u} 1
{u} {u,w} 1

{u,v} 1
{u,x} {u,x,y} {u,x,y,w} 1

{u,x,y,v} 1
{u,x,w} 1
{u,x,v} 1

{u,y} {u,y,x} 3
{u,y,w} 1
{u,y,v} 1

{v} {v,u} {v,u,x} {v,u,x,y}
{v,u,x,w} 1

{v,u,y} {v,u,y,x} 3
{v,u,y,w} 1

{v,u,w} 1
{v,w} 1

{w} {w,u} {w,u,x} {w,u,x,y}
{w,u,x,v} 2

{w,u,y} {w,u,y,x} 3
{w,u,y,v} 2

{w,u,v} 3
{w,v} {w,v,u} {w,v,u,x}

{w,v,u,y}

In Table 1, the procedure of finding all the i-node subsets
from (i − 1)-node subsets of Fig. 2 is given. The symbols
in bold are the names of the leading nodes and the newly
added nodes are underlined. The node subsets that do not
satisfy the conditions are discarded. The numbers next to
the discarded node subsets indicate which of the above three
conditions is violated.

4.1. A template selection algorithm

Given a CDFG G and a set of templates Ω =
{T1, T2, · · · , Tp}, this template selection algorithm is to
find a cover C(G, Ω) = {S1, S2, · · · , Sn} of G using
m(≤ p) templates, such that the number of distinct tem-
plates m and the total number of subgraphs n are mini-
mized.

Since the generated set of templates and matches can
be quite large, the template and match selection problem
is computational intensive. We adopt a heuristic to do so
[6][7].
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For each template T , an objective function is defined as:

g(T ) = g(w, s).

where, w is the number of nodes of the template, s is the
number of non-overlapped matches for the template.

The heuristic approach at each round selects a template
Ti with the maximum objective function. The matches cor-
responding to the selected templates are selected matches.
The procedure goes until the selected matches can cover the
whole CDFG G.

5. Experiments

We used the template generation and selection algo-
rithms on the CDFG of 4-point FFT shown in Fig. 4. The
objective function is g(T ) = g(w, s) = w1.2 · s. Among all

the templates, 1 2 have the highest weight function and

then 3 . The graph is completely covered by them. This
result is the same as our manual solution. The same tem-
plates are chosen for n-point FFT (n = 2d).
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Fig. 4. The CDFG for 4-bit FFT

6. Conclusion

The central problem for template generation algorithms
is how to generate and count all the subgraphs of a CDFG.
The methods employed in [4] and [2] can only count the
subgraphs of specific shapes (tree shape, single output or
single sink) and as a result, templates with multiple outputs
cannot be generated. In the MONTIUM architecture, each
ALU has three outputs, so these algorithms cannot be used.

The major contributions of this paper are the algorithms
developed to find all possible templates and the correspond-
ing matches. The template generated are not limited by the
shape of templates, i.e. the templates with multiple outputs
or multiple sinks [2]. This algorithm is applicable both to

control data flow graphs and general netlists in circuit de-
sign.

Using the templates and corresponding matches, an effi-
cient cover for the graph can be found, which tries to min-
imize the number of distinct templates that are used while
minimizing the number of instances of each template.
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