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ABSTRACT
Touch behavior is of great importance during social inter-
action. Automatic recognition of social touch is necessary
to transfer the touch modality from interpersonal interac-
tion to other areas such as Human-Robot Interaction (HRI).
This paper describes a PhD research program on the auto-
matic detection, classification and interpretation of touch in
social interaction between humans and artifacts. Progress
thus far includes the recording of a Corpus of Social Touch
(CoST) consisting of pressure sensor data of 14 different
touch gestures and first classification results. Classification
of these 14 gestures resulted in an overall accuracy of 53%
using Bayesian classifiers. Further work includes the en-
hancement of the gesture recognition, building an embodied
system for real-time classification and testing this system in
a possible application scenario.
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1. INTRODUCTION
Researchers have investigated how to make robots or robotic

devices sensitive to human touch in order to simulate inter-
personal touch [1, 2, 3, 5, 6, 7, 8, 9, 10, 11, 13]. The human
sense of touch consists of various physiological inputs: re-
ceptors in the skin register pressure, pain and temperature,
while receptors in the muscles, tendons and joints register
body motion [4]. However, just equipping a robot or inter-
face with touch sensors to mimic the human somatosensory
system is not enough. Automatic recognition of social touch
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is necessary to transfer the tactile modality from interper-
sonal interaction to areas such as Human-Robot Interaction
(HRI) and remote communication [4, 5]. One of the envi-
sioned applications for touch sensitive HRI is robot therapy,
were a robot can be used to provide the known health bene-
fits of a real animal companion without problems regarding
hygiene and allergies [3, 11].

Initial attempts have been made to recognize different sets
of touch gestures performed on specific interfaces (e.g. [5, 6,
7]). However, most sets were small and recognition rates de-
pend on the degree of similarity between the touch gestures.
In order to engage in touch interaction with a robot or an
interface reliable recognition of a wide range of social touch
gestures is needed [2, 5]. Therefore, the goal of this research
is to work towards a robust touch gesture recognition system
for real-time touch interaction.

The remainder of the paper is organized as follows: the
next section discusses related work on the sensing and recog-
nition of social touch; followed by an outline of the research
program describing the current state of the research as well
as future work; the paper ends with the conclusion in the
last section.

2. RELATED WORK

2.1 Sensing touch
The first step towards intelligent touch interaction is sens-

ing touch. Naya et al. used sheets of pressure sensitive
ink to cover a robot [8], while Silvera-Tawil et al. devel-
oped an artificial skin based on the principle of Electrical
Impedance Tomography to measure pressure [9, 10]. Cooney
et al. covered a mock-up of a humanoid robot with two
types of photo-interrupter sensors to detecting perpendicu-
lar movement (i.e. towards and from the body surface) such
as patting and lateral movement (i.e. parallel to the body
surface) such as stroking [2]. A robot head was covered by
a hard plastic hemisphere by Kim et al. [5]. Underneath
the hemisphere, charge-transfer touch sensors measured the
proximity to the robot’s head and an accelerometer mea-
sured the force of the touch based on the head’s vibrations.

Besides humanoid robots, touch sensitive animal robots
were developed such as The Huggable, a teddy bear which is
equipped with thermistors, electric field sensors and Quan-
tum Tunneling Composite sensors [11]. Follow-up work on
the touch sensing capabilities of the teddy bear led to the
development of The Sensate Bear platform which used ca-
pacitive sensors to register proximity and contact area as
well as to distinguish between humans and objects [6]. Hap-
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tic Creature is a lap animal which is covered with force sens-
ing resistors to measure pressure [1, 13]. Further research
on different sensing techniques for the Haptic Creature led
to a zoomorphic creature covered with a layer of piezoresis-
tive fabric, to measure pressure, underneath an outer layer
of conductive fur to measure disruptions of the fur (e.g.
stroking) [3].

Aside from HRI, the sensing and recognition of touch can
also be used for other types of interfaces such as Emoballoon
which is a balloon interface containing a barometric pressure
sensor and a microphone to register touch [7].

2.2 Touch gesture recognition
Recognition of social touch gestures is still in its infancy.

Automatic classification on several sets of touch gestures,
ranging from 4 to 20 different touch gestures, performed
on the above mentioned robots, robot skins and interfaces
yielded mixed results. For example, recognition varied per
gesture [6, 11] and location [1]. Reported accuracies were
mostly > 70% however, direct comparison between studies
based on these accuracies is difficult because of differences
in gesture sets, sensors, and classification protocols. Some
of the reported accuracies were the result of a best-case sce-
nario intended to be a proof of concept [1, 8], while other
studies focused on the location of the touch rather than the
touch gesture, such as distinguishing between a head-pat and
a foot-rub [6] or a handshake and a back-pat [2]. Although,
it could be argued that some touch gestures will be more
suitable for particular body locations. Also, as expected,
within-subjects results outperformed between-subjects clas-
sification [3, 7, 9]. Some studies have even taken the first
steps towards real-time classification [1, 5, 6].

Development of an artificial skin to provide new and cur-
rent robot systems with a sense of touch is beneficial but
comes with additional design requirements such as flexibility
and stretchability to cover curved surfaces and moving joints
[9, 10]. In the short term, the use of a fully embodied robot
covered with individual sensors has the advantage of pro-
viding information about body location which can be used
to recognize touch [2, 6]. However, this can lead to inade-
quate sensor density on curved body parts [1]. Furthermore,
Silvera-Tawil et al. showed that comparable accuracies can
be achieved using partial embodiment in the form of an arm
covered with artificial skin [9, 10].

In summary, from the literature it becomes apparent that
there is still a lot of ground to cover. More research is
needed on how these touch gestures can be recognized and
interpreted into a social context. A robust system for touch
recognition should recognize several different touch gestures,
work in real-time and be generalizable across users. Also, a
central problem is the unavailability of a touch gesture data
set for research and benchmarking. In the next section a re-
search program is outlined to address the need for available
touch data, to enhance classification by exploring features
and methods and to build and test a real-time touch gesture
recognition system.

3. THE RESEARCH PROGRAM
The research program can be divided into four parts from

data recordings to application scenarios:

Table 1: Touch dictionary adapted from Yohanan et
al., 2012.

Gesture label Gesture definition

Grab Grasp or seize the arm suddenly and roughly.

Hit Deliver a forcible blow to the arm with either

a closed fist or the side or back of your hand.

Massage Rub or knead the arm with your hands.

Pat Gently and quickly touch the arm with the flat

of your hand.

Pinch Tightly and sharply grip the arm between your

fingers and thumb.

Poke Jab or prod the arm with your finger.

Press Exert a steady force on the arm with your

flattened fingers or hand.

Rub Move your hand repeatedly back and forth on

the arm with firm pressure.

Scratch Rub the arm with your fingernails.

Slap Quickly and sharply strike the arm with your

open hand.

Squeeze Firmly press the arm between your fingers or

both hands.

Stroke Move your hand with gentle pressure over arm,

often repeatedly.

Tap Strike the arm with a quick light blow or blows

using one or more fingers.

Tickle Touch the arm with light finger movements.

3.1 CoST: Corpus of Social Touch (finished)
To address the need for social touch data sets we recorded

a corpus consisting of pressure sensor data from 31 partic-
ipants, each performing 6 repetitions of 3 variations (nor-
mal, gentle and rough) of 14 different touch gestures. After
segmentation and filtering of unrecorded instances, the data
collection contained 7805 touch gesture instances. This data
set is publicly available1.

3.1.1 Touch gestures
CoST consists of 14 different touch gestures performed on

a sensor grid wrapped around a mannequin arm. The touch
gestures (see Table 1) included in the data collection were
chosen from a touch dictionary composed from literature on
human-human and human-animal interaction by [13]. The
list of gestures was adapted to suit interaction with an arti-
ficial human arm. Instructions on which gesture to perform
were given by showing participants the name of the gesture
and not the definition from [13]. Instead, they were shown
an example video before the start of the data collection in
which each gesture was demonstrated. During the data col-
lection, 14 different touch gestures were performed 6 times
in 3 variations, resulting in 252 gesture instances per par-
ticipant. The order of gestures was pseudo-randomized into
three blocks using the following rule: each instruction was
given two times per block but the same instruction was not
given twice in succession. A single fixed list of gestures was
constructed using this criterion. This list and the reversed
order of the list were used as instructions in a counterbal-
anced design. After each touch gesture, the participant had
to press a key to see the next gesture. The keystrokes were
used for segmentation afterwards.

1Data available on request, contact m.m.jung@utwente.nl
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Figure 1: Set-up showing the pressure sensor (the
black fabric) wrapped around the mannequin arm.

3.1.2 Setup
Touch gestures were performed on an 8 × 8 piezoresis-

tive touch sensor grid (from plug-and-wear2) which was con-
nected to a Teensy 3.0 microcontroller board (by PJRC3).
After A/D conversion, the pressure values of the 64 chan-
nels range from 0 to 1023 (i.e., 10 bits). Sensor data was
sampled at 135 Hz. The sensor was attached to the fore-
arm of a full size rigid mannequin arm consisting of the left
hand and the arm up to the shoulder (see Figure 1). The
mannequin arm was fastened to the table to prevent it from
slipping. Video recordings were made during the data col-
lection as verification of the sensor data and the instructions
given. Instructions were displayed to the participants on a
PC monitor.

3.1.3 Participants
A total of 32 people volunteered to participate in the data

collection. Data of one participant was omitted due to tech-
nical difficulties. The remaining participants, 24 male and 7
female, all studied or worked at the University of Twente in
The Netherlands. The age of the participants ranged from
21 to 62 years (M = 34, SD = 12) and 29 were right-handed.

3.2 Automatic gesture recognition (in progress)

3.2.1 Feature extraction
From the sensor data, 28 features were extracted for every

gesture instance based on the literature:

• Mean pressure was calculated by taking the mean pres-
sure of all channels averaged over time (1).

• Maximum pressure is the maximum channel value of
the gesture (2).

• Pressure variability indicates the differences in pres-
sure applied during the gesture. The variability over
time was calculated as the mean absolute pressure dif-
ferences summed over all channels (3).

2www.plugandwear.com
3www.pjrc.com

• Mean pressure per column of the 8× 8 sensor grid was
calculated over time, resulting in eight feature values
(4-11).

• Mean pressure per row of the 8 × 8 sensor grid was
calculated over time, again resulting in eight feature
values (12-19).

• Contact area was calculated per frame as the percent-
age of sensor area (i.e. the number of channels divided
by the total numbers of channels) that exceed 50% of
the maximum pressure. The size of the contact area
indicates whether the whole hand is used for a touch
gesture, as is expected for grab, or for example only
one finger, as is expected for a poke. Two features were
calculated: the mean of the contact area over time (20)
and the contact area of the frame with the maximum
overall pressure (i.e. the highest summed pressure over
all channels) (21).

• Peak count is the number of positive crossings of the
threshold, which indicates whether a touch gesture
consist of continuous touch contact as is expected for
squeeze or consecutive moments of touch contact al-
ternated by non-contact which can be expected for a
pat. Two ways to calculate the threshold were used,
resulting in two features: one threshold is defined as
50% of the frame with the maximum summed pressure
(22), the other is defined as the mean of the summed
pressure over time (23).

• Displacement indicates whether the area of contact is
static during a gesture or whether the hand moves
across the contact area (i.e. dynamic). Center of
mass is used to calculate the movement on the con-
tact surface in both the x-axis and the y-axis. Four
features were calculated, both the mean over time and
the summed absolute difference of the center of mass
on the x-axis (24-25) and the y-axis (26-27).

• Duration is the time used to perform the gesture (i.e.
duration of contact with the sensor) which is measured
in frames at 135 fps (28).

3.2.2 Classification
The features from the previous section were used for clas-

sification using MATLABR© (release 2013b). Classification
of the touch gestures from the total dataset was based on
the gesture’s class, hereby disregarding the variant. Touch
gesture instances were also classified within each variant,
splitting the data into 3 subsets: normal, gentle, and rough.
Rough gesture variants were expected to have a more fa-
vorable signal-to-noise ratio compared to the softer vari-
ants. The baseline of classifying a sample into the cor-
rect class based on random guessing is 1/14 ≈ 7%. Clas-
sification results were evaluated using leave-one-subject-out
cross-validation.

First, Gaussian Bayesian classifiers were used as baseline
performance for touch gesture recognition. The mean and
covariance for each class were calculated from the training
data. The parameters for the multivariate normal distri-
bution were used to calculate the posterior probability of
the test sample belonging to the given class. Samples were
assigned to the class with the maximum posterior probabil-
ity. Between participants the correct rate over all classes
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Table 2: Confusion matrix of leave-one-subject-out
cross-validation using Bayesian classifiers [Overall
accuracy = 53%]. Legend – classification of touch

gesture instances into a class: ≥ 10% , ≥ 50% .
Actual class

grab hit mass pat pinc poke pres rub scra slap sque stro tap tick

1 2 3 4 5 6 7 8 9 10 11 12 13 14

P
re

d
ic

te
d

cl
a
ss

1 401 0 6 0 6 0 52 3 5 0 206 1 0 0

2 0 296 0 56 1 13 1 1 1 117 0 3 65 2

3 3 1 344 1 10 3 2 52 25 1 17 4 2 19

4 5 16 1 122 4 3 4 14 35 29 1 25 59 15

5 3 9 40 7 358 48 39 13 11 2 78 5 5 7

6 0 31 0 23 75 418 46 0 10 10 6 1 68 12

7 40 18 3 27 46 21 363 30 10 13 47 6 12 1

8 3 2 47 7 0 1 5 179 72 0 0 57 3 44

9 2 0 7 16 0 1 2 56 203 0 0 23 5 71

10 2 114 0 70 3 6 1 1 1 300 0 10 60 0

11 97 4 18 2 43 1 25 4 1 1 201 1 4 0

12 1 0 44 18 1 1 9 159 53 2 0 368 10 40

13 0 63 1 192 7 35 9 6 21 75 0 12 253 40

14 1 4 46 16 4 7 0 39 110 8 1 40 12 306

sum 558 558 557 557 558 558 558 557 558 558 557 556 558 557

for the combined variants ranged from 26% to 74% (M =
53%, SD = 11%). The summed results of the 31-fold cross-
validation of all gesture variations are displayed in the con-
fusion matrix in Table 2.

Second, the more complex Support Vector Machines (SVMs)
were used as comparison. We treated the classification of
touch gestures as a multi-class problem using the one-vs.-
all approach using the linear kernel. No convergence was
reached for the combined data set within the maximum num-
ber of iterations at the default parameter setting (C = 1)
therefore the value was lowered to C = 0.5. Using this ap-
proach, models were trained for every touch gesture versus
all other gestures. A test sample was classified for all models
as either belonging to the gesture class or the other class.
In the case that a test sample was classified as belonging
to only one gesture class the test sample was assigned to
that respective class, while in case of multiple classes or no
class outcome, the example was classified as the most likely
class based on the distance to the hyperplane. Between par-
ticipants the correct rate over all classes for all combined
variants ranged from 22% to 63% (M = 46%, SD = 9%).

Overall accuracies and standard deviations of leave-one-
subject-out cross-validation for both classifiers for both the
whole dataset and the variant subsets are displayed in Ta-
ble 3. The Bayesian classifiers outperformed the SVMs on
every data(sub)set. Gentle variations were the most difficult
to distinguish which could be explained by a higher signal-
to-noise ratio in the sensor data.

The most frequent confusion of touch gestures was be-
tween: grab and squeeze; hit, pat, slap and tap; rub and
stroke; scratch and tickle. Confusion between grab and
squeeze can be explained by the similarity in contact area
(i.e. usage of the whole hand) and the duration of the ges-
ture. Furthermore, it can be argued that a grab is part of
the squeeze gesture. Hit, pat, slap and tap show similarities
in duration and contact area, although higher pressure can
be expected for hit and slap compared to pat and tap. Both
stroke and rub are prolonged gestures in which a back and
forth and movement is expected, although higher pressure
levels can be expected for rub. Scratch and tickle are both
characterized by a frequent change of direction and long du-
ration, although for tickle, pressure levels are expected to be
lower and more variability in direction is expected compared
to the back and forth movement of scratch.

Table 3: Overall accuracies of leave-one-subject-
out cross-validation using Bayesian classifiers and
SVMs. Standard deviations in parenthesis.

Classifier

Bayes SVM

V
a
ri

a
ti

o
n Normal .56 (.11) .48 (.10)

Gentle .47 (.11) .42 (.10)

Rough .54 (.12) .53 (.11)

All .53 (.11) .46 (.09)

The inclusion of touch gesture variants could have in-
creased the difficulty of differentiating between gesture classes
because pressure is one of the main characteristics on which
the classification was based. Instructions to perform the
touch gestures in gentle, normal and rough variations, could
have encouraged subjects to use pressure levels to differen-
tiate between gesture variants (e.g. gentle pat vs. rough
pat) rather than between gesture classes (e.g. pat vs. slap).
However, in natural settings force differences in touch ges-
tures can be expected between subjects based on personal
characteristics such as physical strength but also within sub-
jects based on the social context.

3.2.3 Improving touch gesture recognition
Further work includes an analysis on the distinctiveness

of the current feature set as well as the use of dimension
reduction methods such as principle component analysis.
Moreover, features which describe the temporal aspect of
the gesture will also be taken into consideration. Further-
more, other classification methods such as neural networks,
classification trees and hidden Markov models will be ex-
plored. Another option is to classify based on sequence dis-
tance by comparing the touch gesture intensity of two touch
gesture instances using dynamic time warping to overcome
the problem of different gesture duration [12].

3.3 Real-time gesture recognition (future work)
Real-time classification is needed for natural touch inter-

action to provide real-time response to touch input. The
continuous data stream from the touch sensor(s) can be pro-
cessed using a sliding window based approach [5]. Software
for the gesture recognition system will be developed by a
scientific programmer.

Depending on the application, embodiment of the gesture
recognition system is needed. Recognition of touch gestures
on a full body has the advantage of providing additional
information about the touch interaction [2, 6]. However, re-
lying too much on body location can make the recognition
of touch gestures less robust against gestures that are not
body location specific [6]. Moreover, it could be desirable
to combine the sensing of pressure with other sensing tech-
niques such as electric field sensing to detect proximity and
soft touches [11]. Complexity rises with the expansion of
the system from one touch sensor grid on an arm to a fully
embodied system, possibly including multiple sensor types.
Challenges lie in both the scalability of touch recognition on
different body parts and the technical implementation (e.g.
sampling rate and sensor fusion).
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3.4 Exploration of application scenarios (fu-
ture work)

Possible application scenarios for social touch interaction
will be explored and can be used as a proof of concept for the
real-time touch gesture recognition system. In this situation
social touch behavior needs to be interpreted based on the
classification and the social context. Interpretation could
be in the form of a binary classification as either a positive
or a negative reward [5] or other abstract meanings such as
appreciation or sympathy [2]. Furthermore, to complete the
interaction cycle, the embodied system should be able to
react to touch in a meaningful way for example in form of
visual cues, sound, speech or touch.

4. CONCLUSION
This paper describes a PhD project working towards re-

liable understanding of social touch to make computers be-
have socially intelligent. More knowledge is required about
the characterizing features that distinguish between touch
gestures and how to interpret the use of these gestures in a
social context. Thus far, my contributions are a Corpus of
Social Touch (CoST) to address the lack of available touch
data sets and the insights from a first exploration into the
recognition of these social touch gestures. CoST consists
of the pressure sensor data of 14 different touch gestures
performed in three variations: normal, gentle and rough.
Classification of all the touch gesture variants showed that
14 gesture classes could be classified with an overall accu-
racy of 53% using a Bayesian classifier, which is more than
7 times higher than the accuracy achieved by random guess-
ing (1/14 ≈ 7%). Further work includes the enhancement
of the touch gesture recognition by exploring other features
and classification methods, building a real-time embodied
system and testing this system in an application scenario.
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