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Abstract

Data integration approaches mostly attempt to resolve
semantic uncertainty and conflicts between data sources
during the data integration process. In some application
areas, this is impractical or even prohibitive. We propose a
probabilistic XML approach that allows storage and query-
ing of uncertain data. It requires only minimal user involve-
ment during data integration, because most semantic uncer-
tainty and conflicts can be resolved by exploiting user feed-
back on query results, thus effectively postponing user in-
volvement to query time when a user already interacts with
the system. We show that repeated feedback gradually im-
proves the factual correctness of integrated data.

1 Introduction

A major source of semantic uncertainty and conflicts
during data integration, hence for the need for human in-
volvement, is data overlap. Data overlap occurs when data
sources contain data about the same real world objects
(rwos). Human knowledge is required to decide if two data
items refer to the same rwo and, if so, how to resolve con-
flicts between the two. Most data integration approaches re-
quire resolution of semantic uncertainty and conflicts before
the integrated data can be meaningfully used [DH05]. The
idea behind probabilistic data integration is to remove this
restriction, hence to avoid human involvement during data
integration, by postponing resolution to a moment more nat-
ural to human involvement namely during querying.

An overview of our approach is given in Figure 1. We
view a database as a representation of information about the
real world based on observations. In this view, data integra-
tion is a means to combine observations stored in different
data sources. Since we focus on data overlap, we assume
that the schemas of the data sources are already aligned.
The DBMS becomes uncertain about the state of the real
world when observations conflict or cannot be traced back
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Figure 1. Information Cycle

to rwos with certainty. We have chosen a representation
of uncertain data that compactly represents in one XML
tree all possible states the real world can be in, the possi-
ble worlds. Posing queries to an uncertain database sim-
ply means that an application may receive several possible
answers. In many application areas, this suffices if those
answers can be properly ranked according to likelihood. A
user interacting with an application can provide feedback on
the correctness or plausibility of these answers. This feed-
back can be traced back to possible worlds, hence be used
to remove impossible worlds from the representation in the
database. This incrementally improves the integration of the
data by reducing uncertainty.

Our ideas are consistent with those of the DSSP ap-
proach (DataSpace Support Platform) [HFM06]. Examples
of relational approaches to realizing the vision on manag-
ing uncertain data are Trio[MTdK+07], ORION [CSP05],
and MystiQ [BDM+05]. Other XML-based approaches are
Fuzzy trees [AS06], PXML [HGS03], and ProTDB [NJ02].
Relevance feedback is a well-known technique for giving
feedback on IR query results [BYRN99], but in IR, feed-
back results in changing the query as opposed to the data.

The contribution of this paper is a technique that uses
user feedback on query results for resolving semantic uncer-
tainties and conflicts encountered during data integration.

18th International Workshop on Database and Expert Systems Applications

1529-4188/07 $25.00 © 2007 IEEE
DOI 10.1109/DEXA.2007.97

377



•
•

•���

•
•

���

•

addressbook
person
nm

John

tel

1111
(a) Data source 1

•
•

•���

•
•

���

•

addressbook
person
nm

John

tel

2222
(b) Data source 2

�
◦1

•
�

◦
.7

��������

•
������

◦1

•

�
��

◦
.5
��

•
◦
.5��

•

◦
.3

�����������

•������

���

◦1

•

�
��

◦1

•

•������

���

◦1

•

�
��

◦1

•

addressbook

person person person

nm
John

tel
1111

tel
2222

nm
John

tel
1111

nm
John

tel
2222

(c) Integration result

Figure 2. Integration of two possibly conflict-
ing address books

2 Probabilistic XML Integration

This section gives an introduction to probabilistic XML
integration. More details and formal definitions of the no-
tions presented here can be found in [KKA05] and [KK07].

We illustrate our approach by integrating the data
sources of Figures 2(a) and 2(b). Based on the data items
only, it is uncertain whether both sources refer to the same
person named “John”. If so, then it is still uncertain whether
John’s phone number is “1111”, “2222” or both. We de-
fined a component called “The Oracle” that determines the
likelihood of such semantic uncertainties. If, for example,
the DTD is known to The Oracle and it states that per-
sons can have only one name and phone number, then it
can rule out the ‘one-John-two-phone-numbers’ possibility.
Suppose The Oracle determines that the likelihood of there
being one John is 70% and that both sources have equal
credibility, then the following three possible worlds remain:
• 1 person John with phone 1111 (50%× 70% = 35%),
• 1 person John with phone 2222 (50%× 70% = 35%),
• 2 persons John with respective phone numbers 1111

and 2222 (30%).
To capture uncertainty in the XML data model, we in-

troduce two new node kinds: probability nodes (�) and
possibility nodes (◦). The root of the document is always
a probability node. Children of probability nodes are al-
ways possibility nodes. Each possibility node has an asso-
ciated probability for the existence of its subtree. Sibling
possibility nodes are mutually exclusive, hence probability

nodes indicate choices. Children of possibility nodes are
regular XML nodes (•). Children of regular XML nodes
are probability nodes. More formally, let Tfin be the set of
ordered finite trees representing XML documents. We vary
T over Tfin. Let PT = (T , kind, prob) be a probabilistic
tree where the kind function assigns kinds to nodes and the
prob function assigns probabilities to possibility nodes. A
probabilistic tree is wellformed iff it adheres to the afore-
mentioned restrictions.

This data model defines a layered XML document where
all nodes on the same level are of the same kind. Dependent
and independent possibilities as well as (non-)existence of
elements can be expressed in this way. Figure 2(c) shows
a probabilistic XML tree compactly representing the three
possible worlds of our integration result.

Subtrees under a probability node denote local possi-
bilities. We obtain the set of possible worlds PWSPT by
constructing trees for all combinations of local possibili-
ties. PT 1 and PT 2 are called equivalent iff PWSPT1 =
PWSPT2 . Let P(T | PT ) be the probability of a possi-
ble world T given the probabilistic database PT . It can be
proven that ∑

T∈PWSPT

P(T | PT ) = 1

In the possible worlds approach, the semantics of a query
is defined by the answers to the query in each of the possible
worlds. More formally, let Qq ∈ Tfin → Tfin be a query
engine for a query q mapping a database to a query answer.
Then, the result of a probabilistic query can be defined as
Qq(PT ) = {Qq(T ) | T ∈ PWSPT} irrespective of the
query language used (e.g., XPath or XQuery).

Note that an efficient implementation uses algorithms
that avoid the suggested enumeration of possible worlds.
Furthermore, note that we do not require much knowledge
and intelligence in The Oracle. In the extreme case of a
totally unknowledgeable Oracle, the technique simply falls
back on the safest decisions: anything that may be possible
is stored as a possibility however unlikely it is. As a conse-
quence, uncertainty abounds and the integration result may
explode in size. Simple knowledge rules, however, suffice
to tame this explosion to a manageable size [KKL06].

3 User Feedback

When a query result is returned to the user, he is already
involved with the system and feedback on the validity of the
query result can easily be given. In many cases, the user in-
terface needs to be altered slightly to allow giving feedback
in a natural way. Without these alterations, the whole proba-
bilistic architecture still functions correctly, but the amount
of uncertainty in the database will never decrease.
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3.1 Types of Feedback

Consider the query: Give me phone numbers of persons
named “John”. The answer (see Figure 2(c)) is uncertain:
either ("1111"), ("2222"), or ("1111","2222").
The purpose of this query would ordinarily be that the user
likes to call this person. In this process, he can readily ver-
ify the answers by checking if the person who picks up the
phone is indeed named “John”. After the call he can eas-
ily indicate that some query results were true or false in the
real world. The goal of our feedback technique is to reduce
uncertainty by updating the database according to the feed-
back. We claim that a semantically correct way of doing
this, is by invalidating entire possible worlds that disagree
with the statement on the query result.

We distinguish two types of feedback: positive and nega-
tive feedback. With feedback, the user indicates that one or
more possibilities from the query result (in case of positive
feedback) do or (in case of negative feedback) do not cor-
respond with his knowledge of the real world. Let RWuser

be a user’s knowledge of the real world. For simplicity, we
represent RWuser with an XML tree, i.e. RWuser ∈ Tfin.

Definition 1 Let S ∈ Qq(PT ) be a possible query an-
swer for some query q and probabilistic XML tree PT . In
XQuery and XPath, a query answer is always a sequence,
so we assume S to be a sequence.

Negative feedback is a statement “a is false” for some
a ∈ S . The meaning of this statement is a �∈ Qq(RWuser ).
Analogously, positive feedback is a statement “a is true”
meaning a ∈ Qq(RWuser ).

Qq(PT ) = {(”1111”), (”2222”), (”1111”, ”2222”)}
in our example. The positive feedback that “1111” is a
correct phone number for “John” means that ”1111” ∈
Qq(RWuser ), i.e., the user states that if he would ‘ask his
brain’ for phone numbers of persons named “John”, “1111”
is for certain among the result.

3.2 Effect of Feedback

As stated before, our approach is to invalidate, or rather
eliminate, those possible worlds from the database that do
not correspond with the user’s knowledge of the real world.

Definition 2 Let PT ′ be the result of user feedback “a is
false” or “a is true” for some database PT , query q , and
a ∈ S , where S ∈ Qq(PT ). PT ′ is defined by PWSPT ′ =
{T ∈ PWSPT | a �∈ Qq(T )} or PWSPT ′ = {T ∈
PWSPT | a ∈ Qq(T )}, respectively.

Observe that definition 2 shows that we only need to
eliminate possible worlds from the database. It is never nec-

essary to create a possible world, create or delete a local
possibility, or change or delete a part of a possible world.

We have defined PT ′ by means of its possible worlds.
Any probabilistic tree equivalent with a PT ′ constructed in
this way, preferably the most compact representation, can
be used as resulting database. Actually implementing the
feedback technique this way seems rather inefficient. How-
ever, in this paper we focus on the correctness of the ap-
proach, not on implementation or efficiency. We believe it
is possible to construct an algorithm that applies user feed-
back directly on the compact representation, but this is fu-
ture research.

3.3 Recalculating Probabilities

When possible worlds are removed from the database
as a result of feedback, the probabilities of all remain-
ing possible worlds have to be recalculated. Unfortu-
nately, the databases from which the probabilistic informa-
tion source originated are typically unavailable. Therefore,
re-integrating sources taking feedback into account is not a
viable approach. Below, we argue that the correct way of
recalculation amounts to simple normalization according to
the semantics of the possible world approach.

Our notation P(T | PT ) suggests that we consider the
database PT as the universe. To emphasize this fact, we use
the symbol U for the original database. Eliminating possi-
ble worlds from this universe, means constructing a (new)
database PT ′. Let us first consider the case of a possible
world T that is eliminated. Its probability P(T | PT ′) is,
of course, 0. In the case that T is not eliminated, we calcu-
late the probability of the possible world in the new universe
using the laws of conditional probabilities as follows:

P(T | PT ′) =
P(T ∧ PT ′)

P(PT ′)
=

P(PT ′ | T )P(T )
P(PT ′)

P(PT ′ | T ) = 1, because we are considering the
case that T is a member of the universe, hence the ex-
istence of the new universe given possible world T is
certain. The probability of the occurrence of the new
database, i.e., the new set of possible worlds, is P(PT ′) =∑

T∈PWSPT′ P(T ). Note that P(T ) is the probability of T
given our universe, hence P(T ) = P(T | U ). After substi-
tution we finally derive

P(T | PT ′) =

{
0 if T is eliminated

P(T |U)∑
T∈PWS

PT′ P(T |U) otherwise

3.4 Properties of Feedback

For validation purposes, we observe in this section some
desirable properties of our user feedback technique. This is
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a kind of analytical validation. For experimental validation,
we refer to Section 4. Due to space constraints, we refer to
[KK07] for proofs of the properties.

Property 1 Given an original database PT and a resulting
database PT ′ after user feedback, we observe that

PWSPT ′ ⊆ PWSPT

Property 2 Given an original database PT and a resulting
database PT ′ after user feedback, we observe that

∀T ∈ PWSPT ′ • P(T | PT ′) ≥ P(T | PT )

Property 3 The probabilities in the new database PT ′ are
distributed correctly, i.e.∑

T∈PWSPT′

P(T | PT ′) = 1

3.5 Give Feedback Carefully

As mentioned earlier, a database is a representation of
the real world. But the real world changes, hence the obser-
vation of the real world can be different from the observa-
tion at a later time. Furthermore, knowledge about the real
world is always incomplete.

Due to the possible (non-)overlap between real world
knowledge of the database and the user, feedback in terms
of absolute statements should be given with caution. Feed-
back on facts the database cannot know about may result in
invalidation of all possible worlds. Especially queries using
aggregates can have undesirable effects. For a more detailed
evaluation of mismatch between the actual and intended re-
sult of feedback, we refer to [KK07].

Nevertheless, feedback can be a powerful mechanism in
reducing uncertainty in the database if users (or applica-
tion developers) use feedback with care, i.e., only univer-
sal truths or falsehoods, and only in cases where a database
with incomplete knowledge should have possessed the cor-
rect information.

4 Validation

To validate our claims about the properties of the user
feedback technique, we developed a prototype and carried
out some experiments. Note that this paper focuses on the
properties and impact of the user feedback technique, not
on an efficient implementation. The experiments are de-
signed to study the impact of feedback on the amount of
uncertainty left in the database, which kind of feedback is
more powerful, positive or negative, and how fast conver-
gence can be observed. For this purpose, a rather small data
set suffices. In the following, we discuss in more detail the
feedback process and show results from our experiments.

4.1 Experiments

We carried out two experiments using the integration re-
sult of two address books. The first containing 4 persons.
The second 2 persons that are also in the first document.
Both persons, however, have a slightly different phone num-
ber and one also has a different, although similar, last name.
We use the number of possible worlds as a measure of the
amount of uncertainty in the database. Note that this num-
ber may exaggerate the amount of uncertainty as perceived
by a human. For example, if a database contains three in-
dependent local uncertainties giving two possible values for
the three attributes, then there are eight possible worlds.

In the experiments, we give one feedback statement for
each iteration and measure the uncertainty. As user feed-
back, we confirm the existence of five persons by confirm-
ing the names and refute existence of people with other
names. Note that we only make statements on existence of
names and not about phone or room numbers. Some con-
clusions, such as the number of a person having a certain
name, cannot be deduced from this feedback.

Figures 3(a) and 3(b) show the results of both experi-
ments. Observe that they confirm Property 1, because the
amount of uncertainty decreases monotonously with each
iteration.

Experiment 1 The first experiment uses no world knowl-
edge during data integration, hence the starting point is a
huge document containing 1815 possible worlds. Each pos-
sible world has the same, albeit small, probability.

An immediate observation is that positive feedback is
stronger in reducing uncertainty than negative feedback.
Since no world knowledge is used during data integration,
the database contains a large variety of possibilities that
can best be described as ‘utter nonsense’. Negative feed-
back only eliminates certain nonsense names, while positive
feedback eliminates all incorrect variations related to a real
world person. After 5 iterations of positive feedback, 19
possible worlds remain, which only contain persons really
existing in the real world. Some uncertainty about phone or
room numbers remains.

Experiment 2 As we explained in [KKL06], probabilis-
tic information integration without any world knowledge
during data integration is not realistic in practice. There-
fore, we repeat our experiment for an integrated informa-
tion source for which we used one simple generic knowl-
edge rule during integration to exclude the most nonsen-
sical possibilities. The rule states that person elements can
only refer to the same real world person if at least one of the
attribute values is equal. The initial database for this experi-
ment contains 39 possible worlds. Again, positive feedback
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Figure 3. Effect of user feedback

is stronger. After 2 iterations, there is even no improvement
anymore with negative feedback.

4.2 Evaluation of the results

In both experiments, the number of possible worlds de-
creases and no correct information is deleted. Furthermore,
only a few iterations are needed to arrive at only a few pos-
sible worlds, for which it is obvious that the system could
not get rid of them based on the restricted feedback we
gave. In other words, convergence to the truth may not
happen in certain circumstances, but convergence to a low
amount of uncertainty is quick. The second experiment also
showed that using very simple world knowledge at integra-
tion time, the number of possible worlds decreased drasti-
cally, but user feedback was succesful in reducing it even
further. Note that the order of feedback statements is irrele-
vant. Any order arrives at the same set of possible worlds.

5 Conclusions

The proposed user feedback mechanism combined with
our probabilistic integration approach allows most of the re-
quired user interaction for dealing with the data overlap ob-
stacle to be postponed to query time. This is an important
step towards (largely) unattended data integration requiring
only a few rules to be specified by the user. It quickly allows
sources to be meaningfully used in an integrated way. Fur-
ther user involvement is limited to giving positive and neg-
ative feedback on query results which can be integrated in
the natural interaction of the user with applications. Experi-
ments show that feedback effectively reduces uncertainty by
eliminating possible worlds. We observed (partial) conver-
gence to a correct representation of the real world. Positive
feedback proved more effective than negative.

Future research is both geared towards applicability and
enhancement. We are currently working on a prototype
showing the feasibility of the approach for larger real-life

datasets and applications. In particular, we plan to inves-
tigate the effort needed to adequately tame data explosion
while retaining query result quality [KKL06]. We further-
more work on efficient storage structures, indices and al-
gorithms for integration, querying, updating, and user feed-
back. Possible enhancements of our model of uncertainty
we consider include continuous uncertainty (e.g., to support
uncertain data from sensors) and a notion of ignorance (i.e.,
to support forgetting information while leaving an appro-
priate trace). Regarding user feedback, we plan to research
how to deal with incorrect feedback.
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