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Abstract— In this paper we address the problem of
scheduling algorithms embodied with a mixture of non-
manifest-loops [1], variable-latency and fixed-latency units
[2], [3] for high throughput DSP-applications. Non-
manifest loops are loops where the number of iterations
needed for a calculation is data dependent and hence not
known at compile time. The body of a non-manifest loop
can either have fixed-latency or variable-latency. Variable
latency units are hardware execution units, that will com-
plete a given operation after a variable quantity of clock
cycles. When designing an Application Specific Processor
for high throughput applications, the task is to design the
processor based on prior knowledge of the algorithm to be
implemented. If the algorithm body can be represented as
a directed acyclic graph, a static schedule can be obtained
by assuming the worst case latency of the units. However
such a schedule might be inefficient in terms of latency
and throughput due to the worst case latency assump-
tion. A dynamic hardware scheduler on the other hand
can outperform a static scheduler by gaining those waisted
clock cycles. In this paper we present a self scheduling
hardware execution unit, based on ideas taken from dy-
namic data flow machines. This execution unit is capable
of scheduling an algorithm body that contains a mixture
of non-manifest loops, variable-latency and fixed-latency
units without wasting any extra clock cycles.

Keywords— Non-manifest loop scheduling, variable la-
tency functional units, dynamic hardware scheduling, self
scheduling hardware units.

I. Introduction

HIGH-LEVEL synthesis translates behavioral de-
scriptions written in a high level language (HLL)

such as {C, C++, ...} into hardware network struc-
tures written in {VHDL, or Verilog}. This transla-
tion starts by converting the behavioral description
to a control data flow graph CDFG [4] and then per-
forming a number of optimizations such as dead code
removal, constant propagation, common subexpression
elimination, tree height reduction, code motion, loop
unrolling, inlining and finally scheduling and alloca-

tion onto hardware resources. In digital signal pro-
cessing (DSP) and video signal processing (VSP) ap-
plications, many algorithms have a repetitive and pe-
riodic nature [2] the same computations must be ex-
ecuted on arrival of each new data block. Some loops
within a computation require a constant number of
clock iterations in their loop-body and their num-
ber of iterations is fixed, they thus have a fixed to-
tal execution length. Such loops are called manifest-
loops. Non-manifest data dependent loops, on the
other hand, are loops where the number of iterations
required in order to perform a computation is data
dependent and hence have a variable total execution
length.

When performing a functional unit computation
one can classify two different types of functions and
functional units. Functions which are (1) analytic and
(2) non-analytic or soft functions. Analytic functions
are those that have one exact answer and in order to
calculate that answer a variable number of clock itera-
tions, which is dependent of the input data, is needed.
Non-analytic functions, on the other hand, converge
to the required result in time. The quality of the result
is improved upon in each iteration. Examples of such
functions are the Taylor expansion series, the MPEG
decoding algorithm, and Newton Raphson iteration
algorithms which are commonly used nowadays in the
design of floating point division algorithms [9] due to
their fast conversion rates. When scheduling loops of
non-analytic functions one can statically schedule the
loop by setting its execution to a fixed occuring num-
ber of iterations. The quality of the result in the case
of too few iterations would be sacrificed and in the
case of too many iterations we waste the remaining
valuable clock cycles. This shows that static schedul-
ing of non-manifest or non-analytic functional units is
not without cost. In the case of analytical functional
units a static schedule is only possible if we assume the
maximum latency for each single computation. Due
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to this assumption the algorithm will not perform effi-
ciently (The latency is always the worst case latency).
A dynamic schedule on the other hand might improve
on this result. The latency of the dynamic schedule
will be the actual latency of the critical path during
the execution of the graph. For non-manifest units
and variable latency units, the latency of the critical
path is bounded by the maximum number of itera-
tions in the case of non-manifest functions, and by
the critical path of the graph in the case of the vari-
able latency units [2]. In figure 1 we give a simple
example of an algorithm. The algorithm is presented
as a directed acyclic graph, DAG, with three functions
{A,B,C}, the 〈min,max〉 figures below the functions
indicate the minimum and maximum latency in time
units.
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Fig. 1. The directed acyclic graph of the problem

In figure 1 the critical path of the DAG is the
path presented by the thickened arrows. In this
DAG the critical path of the minimum latency ex-
ecution {B1,B3,A3,C2,C3,C4} has the actual latency
of 2 + 2 + 1 + 2 + 2 + 2 = 11 time units. This is
the same path as the critical path of the maximum
latency1, which is 7 + 7 + 3 + 4 + 4 + 4 = 29 time
units. The functional units A1 upto A4, B1 upto B4,
and C1 upto C4 are identical in functionality so they
could share the same hardware unit during their exe-
cution when they do not have to execute at the same
time. In figure 2 we give a dynamic schedule of the
DAG for the following execution time units {A1=3,
A2=3, A3=2, A4=3}, {B1=5, B2=7, B3=5, B4=7},
and finally {C1=4, C2=4, C3=2, C4=4}.

A static schedule for the same DAG is revealed in
figure 3. In the figure the dark areas, indicating the
minimum latency, of the schedule show that the execu-
tion unit is guaranteed some work. The light gray ar-
eas indicate the execution units might do some work,

1This is an exception in this example and it is not always so
in the general case
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Fig. 2. A dynamic schedule of the graph

as the actual latency is data dependent and hence only
known at run time. The time taken for the dark and
light areas for a schedule is a constant, the maximum
latency of the function, and hence a static schedule
for the example above will have a latency of 29 time
units and gaps were the resources are idle.
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Fig. 3. The static schedule of the graph

The actual latency of the critical path is 5+5+7+
4 + 2 + 4 = 27 time units. So for a static schedule,
which will always have the worst case latency of 29
time units, there are 2 clock cycles wasted. From fig-
ure 2 and 3 we can see that a dynamic schedule can
outperform a static schedule if the functional units
are non-manifest. The actual performance improve-
ment could be read from the mobility chart provided
in figure 4. Using the mobility chart one can estimate
what the minimum latency and maximum latency ex-
ecutions of the DAG might be, since the chart indi-
cates the possible execution ranges of all the DAG
functions in time. By reading the minimum and max-
imum ranges of the last node in the DAG one can
have an indication of the minimum and maximum ex-
ecution of the DAG in time units. Hence in the best
case a dynamic schedule can have an improvement
of 29 − 11 = 18 time units for this example, and in
the worst case it would have the same latency as the
static schedule if there is no overhead. It is the goal of
this paper to show how to develop hardware execution
units for a given DAG specification that is capable of
dynamically scheduling its execution units.

Note: In order to realize an efficient system2we
should ensure that the functional-units on the criti-
cal path should not exceed their maximum latencies
due to possible resource conflicts. The rest of the re-
sources in the DAG are allowed to conflict as long as
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Fig. 4. Mobility chart of the functions indicating all possi-
ble execution time instances for the unconstrained resource
situation

the sum of their sequential execution latencies does
not exceed the execution latency of the critical path.

In this paper we present a possible solution based
on ideas from dynamic data flow machines [5]. In
section II we describe the problem which is considered
in this paper, section III describes similar work which
is done in this area, section IV describes a solution to
the problem and how to design an execution unit for
it, finally sections V and VI provide some conclusions
and a discussion on future work that can be done in
this area.

II. Background and Problem formulation

In this section some of the definitions used in this
paper are given. These definitions relate to the way we
model the stream based computation approach using
the dataflow model used in this paper. The Data flow
model represents a radical alternative to the von Neu-
mann computing model since the execution is driven
only by the availability of operands [5]. It has no pro-
gram counter nor a global update store, two features
which become bottlenecks in exploiting parallelism.
Since a computation unit of a dataflow machine is
triggered by the availability of its operands and not
by some sequence of instructions that are to be exe-
cuted, execution of a stream flow is inherently parallel
and depends only on the availability of the resources
and the data. In the context of this paper we want to
execute an algorithmic specification, in the form of a
DAG onto a dataflow machine. The DAG consists of
nodes and edges which specify the flow of execution.
Formally we give the following definition:

Definition 1: Directed Acyclic Graph (DAG)
The DAG G = 〈N,E〉 where N = {fi|i∈N} , and

2An efficient system is a system which has a minimum number
of resources and does not exceed its execution latency

E = {〈k, l〉|k, l ∈ N}.

N is the set of nodes, functions, of the graph and E
is the set of edges which represent the data commu-
nication between those nodes. Each node within the
DAG represents a certain function which can be of a
non-manifest, manifest or variable latency type. In
the DAG specification the functions are augmented
with their minimum and maximum execution laten-
cies. For manifest functions the minimum and max-
imum latencies are the same of coarse. Communica-
tion between the nodes is operand, data, driven. The
edges within the DAG specify the data dependencies
between the nodes. If the operands of a certain func-
tion are available the function can start performing
its computation. Once the computation is complete
it will produce its output. The output data of a func-
tion forms the operand of the successor node, func-
tion, within the DAG. Finally we say that the graph
does not have any cycles, which implies that the flow
is always in one direction.

Definition 2: computation load (CL)
A function A generates a computation load of CLA(v)
time units depending on the input value v.

Note: For non-manifest and variable latency algo-
rithmic functions, the consumed time units are a prop-
erty of the input data and it is the data which causes
the functions to consume the variable number of time
units during its execution.

Definition 3: computation capacity of a resource
The hardware implementation of a function is called
a hardware resource, functional-unit or resource in
short. A resource R provides Cres computation cy-
cles (or iterations) per unit time.

For the rest of this paper we assume that all re-
sources of the same type have the same computation
capacity, and that one time unit is equivalent to one
computation cycle hence Cres = 1. We also assume
that the input is provided to the system at a known
maximum rate, if not we consider the input to be
NULL and CLA(NULL) = 0 . Furthermore the num-
ber of cycles required by a function f is considered
to be at-least CLminf

, and at most CLmaxf , where in
most cases CLmin = 0, hence

∀v, v ∈ I CLminf
≤ CLf (v) ≤ CLmaxf . (1)

Definition 4: Sliding window workload (WL(t ,m))
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The workload generated over a window of length m
time units starting at time t is denoted by WL(t ,m)
cycles.

WL(t ,m) =
t+m−1∑

j=t

CLf (vj ) ∀t ,m ∈ N (2)

Where vj is the input value at time j.

Definition 5: Execution unit An execution unit EU
is a set of functional units, resources, which collabo-
rate in the calculation of a specific function type. All
resources of the EU are identical and each single re-
source is capable of executing one computation per
input operand. The execution unit is capable of han-
dling multiple computations at the same time.

Definition 6: Data Flow Machine DFM A Data
Flow Machine is a hardware machine which consists
of a set of EU ’s for different function types. The EU ’s
are connected to each other via a dedicated bus or via
some sort of communication network topology.

Note: The actual communication network topology
used within the DFM is a design issue and not part
of the actual model.

In the dataflow design presented later in this paper
each hardware execution unit has to process its input
data-operands. Except for the first node within the
DAG the operands arrive in an asynchronous fash-
ion. For the first node of the DAG, we do not know
what the exact arrival rate is, but we do know the
maximum arrival rate. Based on this maximum ar-
rival rate we can assume that the DFM will perform
its computation on a sliding window of length m, see
[1]. Based on the throughput of the input data and
the amount of workload that has to be performed the
resources of an execution unit will collaborate to ex-
ecute the functionality of the resource within a max-
imum latency. The resources will perform their com-
putation and the produced output data is usually out
of order, since each computation is non-manifest and
hence has its own latency a synchronization problem
can arise for dyadic functions. We use the concept,
of dynamic dataflow machines, which assigns a differ-
ent color, we call it index, to each input operand of
the input function of the DFM . This index remains
with all the operands of that iteration until the out-
put operand has been produced. Dyadic functions of
the DAG can synchronize their operands based on the

index assigned to the input operand of the first func-
tion within the DAG. In order to ensure that operands
which have the same index, from different iterations,
do not overtake each other, the minimum number of
operand indexes must be larger than the maximum
latency of the DAG divided by the input throughput
of the data.

In classical dataflow machines [5] a node which pro-
duces a data-operand might block if a consumer of its
data does not consume the data. Theoretically if the
number of resources, collaborating in the execution of
one single function f , are equivalent to CLmaxf

, and
the input stream arrives in a sequential fashion, then
the execution unit will never block [1]. In our design
the arrival rate for the first node within the DAG is
sequential, but for the internal functions of the DAG
the arrival rate of the data operands is asynchronous
and multiple operands can arrive at the same time to
a certain function type. In order to solve this prob-
lem and maintain the latency of the system we have
to implement the system with sufficient resources for
the execution of the critical path of the DAG. The ex-
act calculation of the number of resources needed in
order to achieve this goal is not covered in this paper
and will be left to future activities in this area.

The problem definition of this paper can then be
formulated as follows: Given an algorithm presented
as a DAG derive a hardware execution unit with
minimum-sufficient number of resources which is ca-
pable of executing an algorithm within its specified
latency range.

III. Related Work

Variable latency components are in a way similar to
non-manifest loops. Both types of components have a
data-dependent latency. In the case of variable la-
tency components, the latency of the loop-body is
data dependent and the number of iterations is a con-
stant. In the case of non-manifest loops, the latency of
the loop-body is a constant and the number of loop it-
erations is variable based on the input data. Of course
a combination of both is also possible, and it does not
make a difference which type of problem we are faced
with. Since the solutions approach we provide works
for both types.

In [10], [11] the Phideo silicon compiler which was
developed by Philips research is described. The com-
piler synthesizes a dedicated hardware architecture
for high-throughput/high-speed applications. The
Phideo applications consist mainly of periodic loops.
Those loops must be manifest. The hart of the com-
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piler is a static scheduler which uses an efficient op-
timization algorithm based on Integer Linear Pro-
gramming, and a target architecture. The Scheduler
will produce a static schedule of the execution units.
This schedule is then used to synthesize the controller
of the architecture. The actual synthesis process of
the dedicated execution units is done by hand. The
Phideo tool set produces very efficient architectures
in terms of resource and memory usage, but unfor-
tunately it only works for manifest loops. The re-
sults/shortcomings of the phideo-tool set formed the
bases for the research and ideas presented in this pa-
per.

Silvia M. Mueller [8] addresses the problem of dy-
namically scheduling the body-part of a variable la-
tency functional-unit. In her work she mentions that
the scheduling of multiple functional units can be
split up into two parts: (a) Global scheduling, this
scheduling governs the interaction between the func-
tional units. Many scheduling algorithms can not
cope with variable latency units as they require prior
knowledge of the latency and the required resources.
However schedulers based on the Tomasulo algorithm
[8] make no prior assumption of the functional units
latency and hence are suited for the global scheduling
problem. (b) Local scheduling, which is the schedul-
ing of resources within a variable latency unit. Due
to multiple paths within the body-part of a variable
latency unit, a situation can exist were instructions
would compete for resources, it is the task of the lo-
cal scheduler to ensure that, within a functional unit,
there are no contentions on the busses, and that no
data is lost. The local scheduler devised, schedules
instructions competing for a resource based on their
age. The oldest instruction in the stream gets the re-
source. This ensures that the latency of the functional
units is never increased as in the case of simple FIFO
queues based schedulers.

IV. System Design

This section shows how to design an execution unit
from a given DAG specification. We use the DAG
provided in figure 1 as an illustrative example. Before
we go into details we outline the strategy used:

Basically the DAG specification is analyzed at com-
pile time, based on this analysis a hardware resource
of each function type is made. We must identify the
maximum data input throughput, this is then used to
calculate the amount of sub resources needed to do
the actual execution. Using more than one resource
we can guarantee that the execution stream will not

block, hence at the level of a resource type we have a
stream execution model. We must mention that the
output order of the data can be out of order due to the
variable latencies of the computations. If it is wishful
to have a synchronous system, we can synchronize the
output data at the output node of the DAG. Figure 5
gives the global architecture of the dataflow machine
for the DAG specification of figure 1. Basically the
functions of type A,B, and C are grouped together
and mapped to the execution resources A,B and C.
Each execution resource has a program table, the ta-
ble mainly indicates what the destination resource for
each function is and whether the operands are avail-
able or not. The destination resource field of the table
mainly contains the multiplexer control value which
will choose the right data bus.

Note: In this design the number of data busses is
equivalent to the number of edges within the DAG.
One of the advantages of such a solution is that com-
munication between resources is not hindered by bus
resource conflicts. The disadvantage is that the bus
wiring increases with the size of the DAG, which is
not an acceptable feature for large and complex de-
signs. One solution is to use a cross bar for the com-
munication between resources. This will obviously in-
troduce some extra communication costs. Hence the
best choice of communication technique will depend
on the size of the DAG.

A

func op dst
A1 C1.r ..
A2 . B4
A3 C2.l
A4 . C4.l

demux

in

out

B

func op dst
B1 b3 ...
B2 c2 . r
B3 a3
B4 c3.l

demux

C

demux

C2 . . C3.r
C3 . . C4.r
C4 . . out

func op.l op.r dst
C1 . . A4

Fig. 5. The hardware architecture

How does the system work? the data of the sys-
tem will arrive at the input in with a fixed rate. A
variable rate is also possible if the maximum input
throughput is bounded. On the arrival of each input
an indexed-token is generated within the instruction
table of each functional unit. Once all tokens within
a row are available the unit will start executing its
operation. Each unit has internally more than one
resource so it can execute more than one operation if
more than one token are available. Once the unit has
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completed an operation it will obtain its destination
address from the instruction table. This destination
address is used to select the correct routing of the
multiplexers. The indexed-token would then be writ-
ten to its destination. The destination of the token
could either be the instruction table of the next unit
or the output of the system. If the destination is an-
other functional unit the token will be written to the
instruction table of that unit and the same procedure
will repeat itself. If the destination is the output, the
node producing the token should make sure that the
output tokens are written to the output in-order with
the input tokens. This is done by ensuring that the
output node will write the output tokens in the same
order the indexes were allocated to the input tokens.
The synchronization of output tokens might cause an
extra delay. In order to ensure that synchronization
is always possible no two tokens with the same index
should be allowed to overtake each other. This can
be achieved by choosing the number of indexes mul-
tiplied by the input throughput to be larger than the
maximum latency of the DAG hence

Numidxs ≥ dLatmax/Inthpute (3)

The program table of an execution resource is
shown in figure 6. In the figure we see an example
of an instruction table with indexed-tokens. The rows
of the table mainly consist of the instructions that are
to be executed.

func destination
op2 Index  nr.

1 2 3 4 5 6 7 8 9 10 11
op1 Index nr.

1 2 3 4 5 6 7 8 9 10 11

A1 1 2 - 4 - - - 8 - -- 11 - - - 4 5 6 - 8 - -- 11 C1.r, B2

A2 - 2 3 4 - 6 - 8 - -- 11 1 2 - 4 5 6 - 8 -  10 - B4

A3 1 2 3 4 - - 7 8 - -- 11 1 2 3 4 5 6 7 - 9 10 -- C2.l

A4 1 2 - 4 - - - 8 9 10 11 - - - 4 5 6 - 8 9 10 11 C4.l

Fig. 6. Indexed token instruction table

Each instruction, one row of the table, is simply a
source node followed by two operand tokens and the
destination nodes. Once two operands of the same in-
dex are available. The execution unit will start with
the data of those two tokens. In this design the ex-
ecution units may have more than one hardware re-
source(s) and hence they can start their execution on
more than one data operand and/or instruction. In
other words the execution unit is capable of comput-
ing multiple instructions at the same time or the same
instruction for different data operands. The later sit-

uation occurs if data from different iterations over-
take each other. Since each execution can have a vari-
able number of clock cycles, which is within the range
CLmin · · ·CLmax the output results of the computa-
tions can be out of order. This is not a problem since
the tokens are synchronized according to their indexes
at the final output node of the DAG.

Figure 7 shows a possible design solution for the ex-
ecution unit of function C in the DAG of figure 1 with
the assumption that the maximum input throughput
is 10 clock cycles and knowing that the maximum la-
tency of the DAG is 29 clock cycles. From equation
(3) we find the required number of indexes to be 3.
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Oldest op. Pointer
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Fig. 7. Architecture of a single resource

The design mainly consists of an instruction table
with memories for each index and their destination ad-
dresses. Each memory bank has an operand counter,
which will count the number of operands of a certain
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index. Further there is an operand selector which de-
termines which operands will enter the ready queue
first. The ready queue stores the operands which
are ready to execute. The operand selector makes
use of an oldest frame pointer, this register points to
the index of the memory holding the oldest operands
in the system. The system also consists of a dis-
patcher/controller which performs the synchroniza-
tion of the whole process, the resources which perform
the actual computations and finally the destination-
address multiplexers and their busses.

The process starts by searching the instruction ta-
ble for operands which are ready to execute (left and
right operands of a same time index which are avail-
able, we call this a match). The operand selector will
select the matched operands based on their age, and
hence the oldest operands are handled first by plac-
ing them first in the ready queue. At the start up of
the system the oldest operand pointer points to the
lowest index value. The operand counters are auto-
matically incremented in a modulo fashion whenever a
new operand match is found. Once the lowest operand
counter overflows the oldest operand pointer will be
incremented also in a modulo fashion. In other words
if the oldest operand pointer points to the time in-
dex 2, and the operand match counter overflows the
oldest operand pointer will point to time index 0. In
this manner the system can keep track of the oldest
operands in the system. The oldest operands that
were written to the ready queue have a higher pri-
ority than other matched operands in the instruction
table and are handled first. In this fashion we can
ensure correct execution of the system and that their
will be no operand starvation, since operands within
the system get older and at one time instance they
will become the oldest operands and hence gain the
highest priority. Operands of the same time index
can enter the ready queue in an arbitrary fashion and
hence there is no priority scheme for operands of the
same age.

The queue has a special flag which indicates
whether it contains ready operands or not. The dis-
patcher scans this flag and the ready-flags of the re-
sources to see whether it can dispatch a new operand
for execution or not. The ready flags of the re-
sources indicate whether they are free or busy with
a computation. The flags are needed as there is no
means of indicating how long a computation of a non-
manifest/variable-latency function will take. Once
there is a free resource and there are ready instruc-
tions to be executed. The operands of that instruction

will be dispatched to the free resource, and at the same
time the dispatcher will write the resource number in
its allocation table. Resources that have finished a
computation will indicate this to the dispatcher using
the same ready flag and at the same time write their
output results to the multiplexers. The dispatcher
will then select the correct destination busses using
the information within the destination field of the in-
struction table and its allocations table. Once the
destination address is known the address is provided
to the multiplexers and the data will be placed on the
bus. This data is either consumed by the instruction
table of the destination resource or the output of the
system. This process continously repeats its self.

One of the main problems in tagged-token dataflow
machines [5], [7] is an efficient implementation of
operand matching as the search process is expensive3.
The Explicit token store approach was developed by
Papodopoulo in 1988 [6] to circumvent this problem.
In order to avoid this problem we choose to check
for operand matches at the moment a new operand
is written to the instruction table. In other words
if the left operand of a dyadic operation arrives at
the instruction table the write action of the operand
will automatically check if the right operand is also
available, if so the operand will be written to the ta-
ble, the matched flag will be risen and the operand
counter incremented. If not the operand will just be
written to the memory. A similar action is performed
for the right operand. Using this scheme we can avoid
searching a large table for matched operands.

A. Flow Control

Up until now we did not mention anything about
the restrictions on resources. If there are sufficient
resources and more than one operand/instruction is
free to execute, the order of allocating operands to
resources does not make any difference. This is not
the case in the situation of constrained resources. If
the system allocates the wrong operand, in a con-
strained resource system, the system might be hin-
dered or even cause starvation to one of the operands.
In our scheduling scheme we would like to have correct
system functionality without starvation or deadlocks.
In order to achieve this goal we choose the following
scheduling scheme for the execution units. In the case
that there are more than one instruction free for ex-
ecution and only one resource is free, the scheduling
scheme will let the resource execute on the instruction

3This is one of major reasons why dataflow machines are not
a success now days
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containing the operands with the oldest time index.
Using this scheduling scheme we can insure that the
system is fair. This technique is similar to the work
done by Mueller in [8], [2].

B. Fine v.s. coarse grain functional units

In the previous sections we saw how the system
works. One of the things which was not mentioned
until now is the mapping from specification to the
hardware. Of coarse we can always map the functions
of the DAG specification directly to the implementa-
tion but this does not directly mean that the system
is efficient. If the DAG specification consists of very
fine-grain, non-manifest, functions the design could be
very large and if the functions are course-grained we
could end up with a hardware implementation for each
single function within the DAG. The correct tradeoff
can give an efficient system. The remaining question
is how do we find the correct trade off and how do
we change the DAG specification in order to obtain
different functions. The later is more the science of de-
sign space transformations, which we will not handle
in this paper but we do want to mention that clus-
tering algorithms can play an important role in this
area.

V. Conclusions

In this paper we have shown how a dynamic-self-
scheduling hardware unit could be designed. The sys-
tem provided was based on ideas derived from classi-
cal data flow machines. In the case of unconstrained
hardware resources the system will make use of the
maximum available parallelism within the DAG in-
put specification. In a real implementation resources
are constrained, and the focus is mainly on achieving
an implementation which makes best use of the chip
area and design performance. The system provided in
this paper will maintain its functionality in the case
of constrained resources at the cost of an increase in
system latency.

VI. Future Work

In this paper we covered issues related to the design
of an execution unit capable of dynamically scheduling
its resources. In the case we have unconstrained re-
sources the system works as expected and we will ob-
tain the specified latencies. Unfortunately in the real
world resources are scarce and we want to have designs
that use a minimum amount of resources. In order to
achieve this we must device analytical methods for
calculating the exact amount of resources needed for

a given application. One of the problems of the DFM
design provided in this paper is that it scales with the
size of the application. This is not a nice feature, and
we must find ways to solve this problem.
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