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Abstract— Reconfigurable systems combine flexibility

with programmability and capitalize on the strengths of

hardware and software. In the Chameleon project we

developed the Montium: a course grain reconfiguration

processing tile with high performance and low power con-

sumption as its characteristic. Low power consumption is

mainly achieved by exploiting locality of reference and high

performance is obtained by exploiting parallelism. This

paper presents a resource allocation method to allocate

variables and arrays to storage places and to schedule data

movements. The presented algorithm allocates memories

as evenly as possible and stores arrays and variables local

to the ALUs which need them. Data movements are sched-

uled such that as few as possible clock cycles are needed.

The resource allocation method exploits locality of refer-

ence of the Montium architecture as well as parallelism.

The focus of this paper is resource allocation for computa-

tional intensive loops.

I. Introduction

In the Chameleon project [9], we develop a coarse
grained reconfigurable processing tile for DSP-like al-
gorithms, the so-called Montium architecture. The
Montium is designed for a hand-held multimedia de-
vice which requires energy-efficiency, flexibility, and
high performance. High performance and low power
consumption are achieved by exploiting parallelism
and locality of reference respectively. To automate
the design process and achieve optimal exploitation
of the architectural features of the Montium, in the
Gecko project we put forward a four-phase com-
piler [6][10]. Parallelism is exploited in three phases,
namely, clustering, scheduling and allocation. The
clustering phase exploits the parallelism of an input
program without considering the number of parallel
resources. The scheduling phase exploits the special
parallelism of ALUs of the target architecture. The
allocation phase exploits the parallelism of data move-
ments, allocation of memory and register, etc. Lo-
cality of reference is mainly exploited in the resource

allocation phase. Traditionally, resource allocation is
focused on memory allocation, register allocation, or
decreasing data movements for a multiprocessor sys-
tem. For the Montium architecture, scheduling data
movements is also an important issue to consider be-
cause data movements might become the bottleneck
for the execution speed of programs.

In this paper, we present a method to implement
resource allocation for control data flow graphs (CD-
FGs) with loops. The resource allocation includes al-
locating variables and arrays to storage places and
scheduling data movements. Variables and arrays are
evenly allocated to memories to maximize the paral-
lelism of data movements and consequently to prevent
the writing/reading bottleneck of memories. Mean-
while variables and arrays are allocated to the mem-
ories which are local to the ALUs which access them.
Data movements are scheduled such that as few as
possible clock cycles are needed to run an application
program.

The rest of this paper is organized as follows. In sec-
tion 2, the target architecture is briefly introduced.
The structure of a compiler for the Montium is de-
scribed in section 3. The resource allocation method
is presented in section 4. In section 5, a simulation and
the result are provided to demonstrate the presented
resource allocation method. The conclusion and re-
lated work are given in section 6 and 7 respectively.

II. The target architecture: Montium

Fig. 1. Montium processor tile
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In this section we give a brief overview of the Mon-
tium architecture. Only the necessary information
needed to understand this paper is given, for more
details we refer to [9]. Fig. 1 depicts a single Mon-
tium processor tile. The hardware organization within
a tile is very regular and resembles a very long in-
struction word (VLIW) architecture. The five iden-
tical arithmetic and logic units (ALU1· · ·ALU5) in a
tile can exploit spatial concurrency to enhance perfor-
mance. This parallelism demands a very high mem-
ory bandwidth, which is obtained by having 10 local
memories (M01· · ·M10) in parallel. The small local
memories are also motivated by the locality of refer-
ence principle. The ALU input registers provide an
even more local level of storage. In contrast to clas-
sical VLIW architectures, e.g. Silicon Hive [12], the
Montium architecture does not have a central shared
register file. In the Montium, the registers are dis-
tributed over the ALU’s. This avoids the complex-
ity, energy and performance bottleneck of central reg-
ister files. Locality of reference is one of the guid-
ing principles applied to obtain energy-efficiency in
the Montium. A vertical segment that contains one
ALU together with its associated input register files,
a part of the interconnect and two local memories,
is called a processing part (PP). The five processing
parts (PP1· · ·PP5) together are called the processing
part array (PPA). A relatively simple sequencer con-
trols the entire PPA. The communication and config-
uration unit (CCU) implements the interface with the
world outside the tile. The Montium has a datapath
width of 16-bits and supports both integer and fixed-
point arithmetic. Each local SRAM is 16-bit wide and
has a depth of 512 positions, which adds up to a stor-
age capacity of 8 Kbit per local memory. A memory
has only a single address port that is used for both
reading and writing. A reconfigurable address gen-
eration unit (AGU) accompanies each memory. The
AGU contains an address register that can be modi-
fied using base and modify registers.

A single ALU has four 16-bit inputs. Each input has
a private input register file that can store up to four
operands. The input register file cannot be bypassed,
i.e., an operand is always read from an input register.
Input registers can be written by various sources via a
flexible interconnect. An ALU has two 16-bit outputs,
which are connected to the interconnect. The ALU is
entirely combinatorial and consequentially there are
no pipeline registers within the ALU. Each Montium
ALU contains two different levels. Level 1 contains
four function units. A function unit implements the

general arithmetic and logic operations that are avail-
able in languages like C (except multiplication and
division). Level 2 contains the MAC unit and is opti-
mized for algorithms such as FFT and FIR. Levels can
be bypassed (in software) when they are not needed.

Neighboring ALUs can also communicate directly
on level 2. The West-output of an ALU connects to
the East-input of the ALU neighboring on the left (the
West-output of the leftmost ALU is not connected and
the East-input of the rightmost ALU is always zero).
With the 32-bit wide East-West connection the ALUs
can accumulate the MAC result of the right neighbor
to the multiplier result (note that this is also a MAC
operation). This is particularly useful for perform-
ing a complex multiplication, or for adding up a large
amount of numbers (up to 20 in one clock cycle). The
East-West connection does not introduce pipeline, as
it is not registered.

III. Structure of Compiler

The overall aim of our research is to execute DSP
programs written in high level languages, such as C,
by one Montium tile in as few clock cycles as pos-
sible. Such a compiler has many related issues: the
limitation of resources; the size of total configuration
space; the ALU structure etc. The main question
is to find an optimal solution under all those con-
straints. We propose to decompose this problem into
a number of phases: Based on the two-phased de-
composition of multiprocessor scheduling introduced
by Sarkar [11], our work is built on a four-phase de-
composition: translation, clustering, scheduling and
resource allocation:

1 Translating the source code to a CDFG, translation
for short: The input C program is first translated into
a CDFG [10]; and then some transformations and sim-
plifications are done on the CDFG. The focus of this
phase is the input program (source code) and is largely
independent of the target architecture. As an exam-
ple, Fig. 2 shows the source code of a FIR5 program.
This program will be our guiding example through-
out this paper. The result of the translation phase
is a CDFG. The CDFG of the loop body is shown in
Fig. 3.
The storage space is modelled as a state space. There
are a few operations defined on the state space e.g.
VST, VFE. In the source code representation, an as-
signment statement ”=” implies a virtual store (VST)
operation, which means a new value for a variable or
an array element is saved to the state space. The pa-
rameters used at the right side of a ”=” imply virtual
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float C1, C2, C3, C4, C5;
float T0 = T1 = T2 = T3 = T4 = 0;
float input[512]; //this is the input array.
float output[512]; //this is the output array.
Fir5(){
for(int i=0; i<512; i++){

T4 = input[i]×C4 + T3;
T3 = input[i]×C3 + T2;
T2 = input[i]×C2 + T1;
T1 = input[i]×C1 + T0;
T0 = input[i]×C0 ;
output[i] = T4;

}
}

Fig. 2. The source code of FIR5 program

fetch (VFE) operations, which means the value of a
variable or an array element has to be taken out of the
state space before using it. On CDFGs triangles rep-
resent VFEs and reversed triangles represent VSTs.

C4 C3 C2 C1 C0

T4' T3' T2' T1'

T0'

T3 T2 T1 T0

Input[i]

Output[i]

Fig. 3. Translation Result

2 Task clustering and ALU data-path mapping, clus-
tering for short: The CDFG is partitioned into clus-
ters such that it can be mapped to an unbounded
number of fully connected ALUs. The ALU struc-
ture is the main concern of this phase and we do
not take the inter-cluster communication into consid-
eration. Goals of clustering are: 1) minimization of
the number of ALUs required; 2) minimization of the
number of distinct ALU configurations; and 3) mini-
mization of the length of the critical path of the graph.
The clustering phase is implemented by a graph-
covering algorithm [7]. The procedure of clustering
is the procedure of finding a cover for a CDFG. The
clustering scheme and result for the loop body of FIR5
are given in Fig. 4.
A cluster on a clustered graph can be presented by
an ALU configuration. In Fig. 4(a), two types of
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(a) Clustering Scheme

(b) Clustering Result
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Fig. 4. Clustering

clusters are found that lead to two distinct config-
urations (Conf1 and Conf2). Conf1 is shown in
Fig. 5, it takes Ra, Rc and Rd as inputs, computes
Ra × Rc + Rd and outputs the result to its Out1.
Clu0 in Fig. 4(a) is an instance of Conf1, where In-
put[i] maps to Ra, C4 maps to Rc, T3 maps to Rd
and the result T4 is Out1. The ALU configuration
can also be represented as a function with 4 parame-
ters: Conf1(Ra, Rb, Rc, Rd).Out1. In this way, Clu0
is written as:

Clu0 : T4 = Conf1(Input[i], ∅, C4, T3).Out1.

The ∅ in the brackets means the second parameter
is not used. We also use Conf(Clu) to represent
the ALU configuration of Clu. Thus Conf(Clu0) =
Conf1. Another ALU configuration Conf2 is defined
as: Out1 = Ra × Rc, and Clu4 is written as:

Clu4 : T0 = Conf2(Input[i], ∅, C0, ∅).Out1.

Or we have

Conf(Clu4) = Conf2.

3 Scheduling: The graph obtained from the cluster-
ing phase is scheduled taking the maximum number
of ALUs (it is 5 in our case) into account. The algo-
rithm tries to find the minimal number of the distinct
configurations of ALUs of a tile. This is important be-
cause in the Montium implementation each ALU has
at most four different configurations. In [6], we pre-
sented some basic principles used in the scheduling
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Out1

Ra Rc Rd

Fig. 5. An ALU Configuration: Conf1

phase. The scheduling phase fixes the relative execu-
tion order of the clusters and fixes the physical ALU
allocation for a cluster. The result of the scheduling
phase is a time-space table which specifies at which
clock cycle and by which ALU a cluster is executed.
In the clustered graph, the loop body of FIR5 only
has five parallel clusters. The scheduling result of this
example is quite simple and needs only one clock cycle
(See Table I).

TABLE I

Scheduling result for FIR5

Clock ALU1 ALU2 ALU3 ALU4 ALU5
k Clu0 Clu1 Clu2 Clu3 Clu4

4 Resource allocation: The scheduled graph is
mapped to the resources where locality of reference
is exploited, which is important for performance and
energy reasons. The main challenge in this phase is
the limitation of the size of register banks and mem-
ories, the number of buses of the crossbar and the
number of reading and writing ports of memories and
register banks. The rest of the paper presents this
phase in detail.

IV. Resource Allocation

After scheduling, each cluster is assigned an ALU
and the relative executing order of clusters has been
determined. The decisions that should be made dur-
ing the allocation phase include choosing proper stor-
age places (memories or registers) for each value and
scheduling data movements under the constraints of
resource limitations (such as reading/writting ports of
memories, number of registers, crossbar, size etc).

A. Allocate external variables or arrays to storage

places

To run an application program on a Montium tile,
external input variables and arrays (except for stream-
ing inputs) should be stored in memories after the

configuration stage and after finishing the program,
external outputs should be saved in memories (except
for streaming outputs). Two aspects need to be taken
into account when choosing a memory for a variable
or an array:

• To have memories occupied evenly;
• To exploit the locality of reference.

The first aspect is due to maximizing the parallelism.
Since only one value can be read from or written to
a memory at each clock cycle, and when too many
values are staying in the same memory, the execution
speed might be reduced due to the reading and writing
bottleneck of the memory.

As introduced in section II, the locality of reference
principle is applied in several levels of the Montium
structure: local memories for each PP, local registers
for each ALU. One input value might be used by ALUs
of different PPs, so it is not always possible to put the
value into a memory that is local to all ALUs which
use it. However, the PP that uses the value most
frequently can be found. When the input is located
in a memory of that found PP, the frequency of using
global buses of the crossbar will be minimized. For a
loop, often a variable only needs to be read from or
written to a memory once and is used by all iterations,
while a different element of array has to be accessed in
every iteration. Accordingly, a bad allocation for an
array will cause more usages of global buses than a bad
allocation for a variable. Therefore the allocation of
an array to a local memory is more important than the
allocation of a variable. For this reason, we allocate
arrays before variables to give arrays more chances for
good allocations.

The algorithm for allocating external variables and
arrays is given in Fig. 6. As explained above, the
algorithm allocates arrays first and then variables.
TimesUsedByALU[i] (1 ≤ i ≤ 5) records how many
times a variable or an array is accessed by ALUi.
For a loop, the times computed for one single iter-
ation should be multiplied by the number of iter-
ations. For the array Input of the example FIR5,
TimesUsedByALU[i] =1 × 512 for all 1 ≤ i ≤ 5. The
factor 512 comes from the iteration times. For each
memory from M1, M2, ..., M10, an evaluation func-
tion f(k) (1 ≤ k ≤ 10) is defined. The definition of
f(k) should satisfy two criterions:

1 f(k) is an increasing function of
TimesUsedByALU[⌈k/2⌉], where ⌈d⌉ represents the
smallest integer larger than d. ⌈k/2⌉ is thus the index
of the PP to which memory Mk belongs.
2 f(k) also increases as the number of empty entries
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AllocateExternalVariablesAndArrays(){
foreach array Arr{

Compute how many times it is used by each
ALU i and put it to TimesUsedByALU[i];

Allocate Arr to the memory which has the
largest value of f(k);

}
foreach variable Var{

Compute how many times it is used by each
ALU i and put it to TimesUsedByALU[i];

Allocate Var to the memory which has the
largest value of f(k);

}
}

Fig. 6. Algorithm for allocating external variables and
arrays

of memory Mk.Empty increases, where Mk.Empty is
the number of empty entries in memory Mk.

An example of f(k) is f(k) =Mk.Empty +
TimesUsedByALU[⌈k⌉]. It is used in our simulations.
The locality of reference principle is embodied in cri-
terion 1 by the factor TimesUsedByALU[⌈k/2⌉]. The
PP that uses a variable more frequently has larger
TimesUsedByALU[⌈k/2⌉], and thus larger f(k) ac-
cording to criterion 1. The second criterion is to have
memories evenly occupied because the memory with
larger Mk.Empty has larger f(k).

Using Fig. 4 and Table I, the computed
TimesUsedByALU[i] for each arrays and variables are
listed in Table II.

TABLE II

Values of TimesUsedByALU[i]

TimesUsedByALU[i]
Name i = 1 i = 2 i = 3 i = 4 i = 5
Input 512 512 512 512 512
Output 512 0 0 0 0
C0 0 0 0 0 512
C1 0 0 0 512 0
C2 0 0 512 0 0
C3 0 512 0 0 0
C4 512 0 0 0 0
T0 0 0 0 512 512
T1 0 0 512 512 0
T2 0 512 512 0 0
T3 512 512 0 0 0
T4 512 0 0 0 0

The allocation procedure starts from the array In-
put, since the f(k) has the same value for every mem-
ory Mk, there is no preference in choosing a particular
memory. The algorithm picks one at random: Input
is allocated in M1. Array Output is only accessed by
ALU1, so the algorithm tries to put Output to a mem-
ory of PP1. Since M1 is occupied, f(2) > f(1), M2 is
the best choice for array Output. Next the variables
are allocated. The allocation is done automatically
and the result is shown in Fig. 7. We can see that
C0, C1, C2, C3, T0, T1, T2 and T3 are allocated
locally to the ALUs which needs them. C4, T4 are
used by ALU1, but they are not put into the memo-
ries of PP11. This is because M1 and M2 are already
occupied.

Clu0

RaRbRcRd

M1 M2

Clu1

RaRbRcRd

M9 M10

Clu2

RaRbRcRd

M3 M4

Clu3

RaRbRcRd

M5 M6
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RaRbRcRd

M7 M8
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v2 v1 v3

Ou[0]
Ou[1]
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T2

C4
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C2 T1 C1 T0 C0 T4 In[0]
 In[1]

v5 v8 v11 v14v4 v7 v10 v13v6 v9 v12

v15
v16

v17 v18 v19 v20

Fig. 7. Allocate Inputs

B. Define data movements

Traditionally allocators do not work with the VFEs
and VSTs, instead they work with the distinct live

ranges in a procedure [1][3]. A single variable can have
several distinct values that ‘live’ in different parts of
the program - each of these values will become a sep-
arate live range. The allocator discovers all the sep-
arate live ranges and allocates them to physical reg-
isters on the target machine. In our Montium struc-
ture, several physical ALUs might use one value at
the same time and an ALU can only use the data
from its local registers. This situation asks n (n > 1)
copies of a same value existing in n physical registers.
We define virtual space-time live ranges (VSTLRs) for
each value. A VSTLR represents a copy of this value
from its producer to one of its consumers. In Fig.
4, the labels enclosed by boxes denote VSTLRs. On
the clustered graph, a VSTLR always has only one
producer and one consumer. Producers of VSTLRs
can be: VFEs, and outputs of clusters. Consumers of

1Note that ALU can generate several simple constants such
as 0, -1, +1. T0, T1,· · ·, T4 initially have a value 0, and instead
of allocating their initial values to memories, we can also define
an ALU configuration to generate 0.
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VSTLRs can be: VSTs, and inputs of clusters. Take
the array element Input[i] in Fig. 4 as an example,
it has five VSTLRs: v2 (VFE ->Clu0), v5 (VFE -
>Clu1), v8 (VFE ->Clu2), v11 (VFE ->Clu3) and
v14 (VFE ->Clu4). A VSTLR is different from a
live range. A live range traditionally extends from
the producer to its last consumer while to every con-
sumer, there exists a VSTLR. For instance, in Fig.
4 the value of Input[i] has five VSTLRs: v2, v5, v8,
v11 and v14 while it is one live range according to the
definitions in [1][3].

For the physical implementation, loading a copy of a
value from a memory to a register is called a fetch (FE)
and saving an output to a memory is called a store

(ST). An output can also be saved to a register, we
call it consignment (CS). A value can also be copied
to from one memory to another memory. We call it
shift (SH). Note that a VFE or a VST is not always
transformed into a FE or a ST.

Data movements can be summarized as following:

1. ALU Output->Register (CS)
2. ALU Output->Memory (ST)
3. Memory->Register (FE)
4. Memory->Memory (SH)

There are two purposes of data movements:

• Arrange the resources (crossbar, address generators,
etc) such that the outputs of the ALUs are saved in
the proper registers and/or memories;
• Arrange the resources such that the inputs of ALUs
are in the proper register for the next cluster that will
execute on that ALU.

Usually, each VSTLR implies a data movement.
Now we are going to define a proper data movement
for every VSTLR in a scheduled graph. We first sup-
pose that the value of a variable is kept in memory
before VFE and saved to memory again after VST.
According to producers and consumers of VSTLRs,
we divide them into groups and treat them in differ-
ent ways, which is shown in the table III.

TABLE III

From VSTLR To Data Movements

Type Prod Cons Move Example
1 VFE VST SH b = a
2 VFE Clu FE T0 = Conf2(Input[i],

∅, C0, ∅).Out1
3 Clu VST ST T4 = Conf1(Input[i],

∅, C4, T3).Out1;
Output[i] = T4

4 Clu Clu CS v = Conf1(∅, ∅, ∅, ∅).Out1;
b = Conf0(v, ∅, ∅, ∅).Out1

a

b

v

b

Clu0

Clu1

(a) VF to VS (b) Clu to Clu

v

Fig. 8. Two VSTLRs

In the Montium architecture, a constant cannot be
loaded from an instruction. Except for several sim-
ple numbers which can be generated by ALUs during
run time (see footnote 1), other constants have to be
stored in a memory and fetched to a register when
needed. In our compiler, we treat a constant as a
variable. The only difference between them is that
there is no ST operation for a constant.

C. Combine data movements

We define the data movements in Table III with the
assumption that each variable or array element is in
a memory before a VFE and will be saved to a mem-
ory after a VST. In many cases especially within the
loop body, some data movements defined by Table III
can be combined. This combination will decrease the
pressure on the crossbar and memory ports. We will
concentrate on loop bodies to discuss the situations of
combinations of movements.

C.0.a Combine FEs:. In a loop body, some variables
are only FEed. Then the value of the VSTLR after
FE is always the same during the entire loop. In Fig.
4, parameters C0, C1, C2, C3 and C4 are such kind
of variables. In this case, instead of defining a FE
movement for every iteration, we can move these FEs
for all iterations to the front of the loop. Thus the FE
movement only has to be done once. The disadvantage
of this combining is that the register which keeps the
value cannot be used by others during the execution
of the whole loop. Thus this combining can only be
done when there is a free register.

C.0.b Combine STs with FEs or SHs:. If on a CDFG
a VSTLR is virtual stored to a variable and then vir-
tual fetched from that variable immediately, then the
consumers of the virtual fetched VSTLR can operate
directly on the first VSTLR. If the first VSTLR is an
output of a cluster, the derived FE or SH according
Table III will be changed to CS or ST. Take T0 in Fig.
4 as an example, T0 saved in the previous iteration
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will be used at the next iteration. The value of T0
can be saved to Rd of ALU4 directly.

C.0.c Combine STs:. In a loop body, if there is a ST
for a variable at every iteration, then only the ST of
the last iteration is needed. For instance, in Fig. 4 we
can use the ST for T0 of last iteration to substitute
the STs for T0 of all iterations.

D. Break a data movement

Every data movement can be broken up into several
movements. A SH of a VSTLR from PP1 memory 1
to PP2 memory 3 can be changed into two steps: first
the VSTLR is moved to, for instance, PP1 memory
2, and then it is moved to PP2 memory 3. Break-
ing movements gives more flexibility to the compiler.
It, however, also adds more pressure to crossbar and
memory/register ports. To decrease the complexity of
the compiler, we do not break other movements except
for STs and for CSs. Since STs and CSs save outputs
of ALUs to memories and registers, the clock cycle to
save an output must be the clock cycle following the
one in which the ALU is executed. At this specific
clock cycle, if the VSTLR corresponding to the CS or
ST cannot be saved, the value will be lost. This case
unfortunately can happen when the reading/writing
ports of destination memories/registers are occupied.
The solution is to save the output to a temporary
memory whose reading/writing port is not busy at
that clock cycle, and then copy it to the correct des-
tination later when its reading/writing port is free.
Thus a CS is broken into a ST and a FE and a ST
is broken into a ST and a SH. A Montium tile has
ten global busses and the maximal number of outputs
produced by ALUs within one clock cycle is also 10.
If we give the crossbar usage for saving outputs pri-
ority over loading inputs, then the crossbar is always
enough for saving outputs. This is shown in section
IV-F. For this reason, the crossbar is not an impor-
tant factor when breaking a movement.

E. Spill VSTLRs

Each register bank in the Montium has four entries.
Registers are supposed to be enough when we define
data movements. If at some moment, the number
of entries of a specific register bank is larger than 4,
one or more VSTLRs should be spilled, i.e., saved at
a memory and fetched to register before being used.
The traditional graph coloring method of choosing the
proper VSTLRs can be found in [2][1]. We do not
address it here again. For the Montium the graph

ScheduleDataMovements(){
foreach CS or ST{
if the port of its destination is free{
Allocate resources (storage places,
reading/writing ports and crossbar) for it;

}
else{
Break the CS to ST and FE or break the ST to
ST and SH according to section IV-D;
Allocate resources for the new ST.

}
}
foreach FE or SH{
if the ports of its destination and source
are free at any clock cycle
before the clock when the VSTLR should be ready{
Allocate resources (storage places,
reading/writing ports and crossbar) for it;

}
else{
Insert a new empty clock cycle before the clock
which use the VSTLR.
Allocate resources at the new inserted clock cycle.

}
}

Fig. 9. Pseudocode for scheduling movements

coloring method has to be used on each register bank
(totally 20). Once a VSTLR representing a movement
CS is chosen to spill, the CS is broken up into a ST
and a FE as shown in section IV-D. And the FE
operation is done just before using it. If a VSTLR of
FE is chosen to be spilled, then we only need to limit
the moment of the FE and let it be done just before
being used.

F. Schedule data movements

Storing an ALU result must be done in the clock
cycle immediately following the clock cycle in which
the output is computed. If an output of a cluster is
not moved to registers or memories immediately after
generated by ALUs, it will be lost. For this reason, in
each clock cycle, storing outputs of the previous clock
cycle takes priority over using the resources. Prepar-
ing an input should be done at least one clock cycle
before it is used. If the inputs are not well prepared
before the execution of an ALU, one or more extra
clock cycles need to be inserted to do so. However,
this will decrease the runtime of the algorithm.

The procedure of data movement scheduling can be
presented by the code in Fig. 9.
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G. Overall structure of resource allocation

The overall structure of the resource allocation
phase summarizes this section:
1 Allocate external variables and arrays;
2 Define data movements;
3 Combine some of the defined movements if possible;
4 Spill some VSTLR whenever it is necessary;
5 Schedule data movements.

V. Simulation and Result

We simulated our the resource allocation algorithm.
External inputs and outputs are allocated as Fig. 7.
The defined movements are listed in Table IV.

TABLE IV

Defined movements for FIR5

Move
Name Prod Cons From To Type

1 v1 VFE Clu.In M4 PP1.Rc FE

2 v2 VFE Clu.In M1 PP.Ra FE

3 v3 VFE Clu.In M4 PP1.Rd FE

4 v4 VFE Clu.In M3 PP2.Rc FE

5 v5 VFE Clu.In M1 PP.Ra FE

6 v6 VFE Clu.In M3 PP2.Rd FE

7 v7 VFE Clu.In M5 PP3.Rc FE

8 v8 VFE Clu.In M1 PP.Ra FE

9 v9 VFE Clu.In M6 PP3.Rd FE

10 v10 VFE Clu.In M7 PP4.Rc FE

11 v11 VFE Clu.In M1 PP.Ra FE

12 v12 VFE Clu.In M8 PP4.Rd FE

13 v13 VFE Clu.In M9 PP5.Rc FE

14 v14 VFE Clu.In M1 PP.Ra FE

15 v15 Clu.Out VST PP1.O1 M2 ST

16 v16 Clu.Out VST PP1.O1 M10 ST

17 v17 Clu.Out VST PP2.O1 M4 ST

18 v18 Clu.Out VST PP3.O1 M3 ST

19 v19 Clu.Out VST PP4.O1 M6 ST

20 v20 Clu.Out VST PP5.O1 M8 ST

Then some movements can be combined.
• For v1, v4, v7, v10 and v13, the FEs of all iterations
can be combined and moved to the end of the loop.
• For v16, the STs of all iteration can be combined
and moved to the end of the loop
• Combine the ST of v17 and FE of v3 to CS from
PP3.O1 to PP2.Rd;
Combine the ST of v18 and FE of v6 to CS from
PP3.O1 to PP2.Rd;
Combine the ST of v19 and FE of v9 to CS from
PP4.O1 to PP3.Rd;
Combine the ST of v20 and FE of v12 to CS from
PP5.O1 to PP4.Rd.
After the combination, the occupation of VSTLRs
to register banks can be summarized as table V. It

can be easily seen that no register bank is needed by
four VSTLRs at the same time. Thus no VSTLR
has to be spilled. The first group of movements that

TABLE V

VSTLRs in registers

PP1 PP2 PP3
Ra Rb Rc Rd Ra Rb Rc Rd Ra Rb
v2 v1 v3/17 v5 v4 v6/18 v8

PP3 PP4 PP5
Rc Rd Ra Rb Rc Rd Ra Rb Rc Rd
v7 v9/19 v11 v10 v12/20 v14 v13

are scheduled are: ST(v15), CS(v3/v17), CS(v6/v18),
CS(v9/v19), CS(v12/v20). These movements are
scheduled within each loop body: i.e., a movement
should be executed once for each iteration. Then oth-
ers are scheduled: FE(v2), FE(v5), FE(v8),FE(v11),
FE(v14) are also scheduled within loop body; FE(v1),
FE(v4), FE(v7), FE(v10) and FE(v13) are done be-
fore the loop; ST(v16) is executed after the loop.

Using our resource allocation, each iteration of the
loop body of FIR5 can be executed within one clock
cycle except the prelude and postlude. This is the
best result we can find given the scheduling of Table
I.

VI. Conclusion

This paper presents a heuristic resource allocation
method to exploit locality of reference as well as pro-
viding high performance. Resource allocation handles
allocating variables and arrays to storage places and
scheduling data movements. Resource allocation for
loops is the focus of this paper. The data movement
part is especially important for Montium tiles. Data
movements are first defined, combined, and then some
VSTLRs are spilled when necessary, then we schedule
those defined data movements. The locality of refer-
ence principle of difference level is embodied: Allocate
external variables or arrays local to the ALUs which
need them; save outputs of ALUs to registers directly
(combine ST and FE to CS); keep constants in proper
registers (Combine FEs and move it to the front of
loop body). Parallelism is materialized by: evenly oc-
cupation of memories, scheduling of data movements.
The simulation results show the effect of the resource
allocation algorithm.

VII. Related work

The storage allocation problem has been studied for
a long time. The first paper on this subject appears
to be Lavrov’s 1961 paper on minimizing memory us-
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age [8]. Ershov solved storage allocation problems by
building an interference graph and using a packing
algorithms on it [5]. Some papers focus on register
allocation. Chaitin et al. first used graph coloring
as a paradigm for register allocation and assignment
in a compiler [1]. Briggs et al. describe a variation of
the coloring heuristic that increases the number of live
ranges that can be colored [2][3]. Chow and Hennessy
describe a priority-based coloring scheme [4].

The goal of storage allocation (including register
allocation) is to minimize the number of loads and
stores that must be executed under the constraints of
the size of a given register file. Due to the distributed
register files, for the Montium, the scheduling of data
movements has a strong influence on the performance
of system. Therefore, the resource allocation for the
Montium should consider not only storage allocation
but also data movements.
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