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ABSTRACT 
 
For simulation and visualization in a 3D collaborative 
environment, an architecture called the Nanyang 
Experimental CollaboraTive ARchitecture (NECTAR) has 
been developed. The objective is to support multi-user 
collaboration in a virtual environment with an emphasis on 
cost-effectiveness and interoperability. The architecture is 
based on the modular decomposition of a virtual 
environment system into three basic components: the 
graphics engine, the user interaction engine, and the 
networking engine. The scene graph-based graphics engine, 
written in Java 3D, takes VRML models loaded through the 
NAnyang Vrml Elementary Loader (NAVEL), as input. For 
multi-user interaction, NECTAR calls for the Core Living 
Worlds (CoreLW) extension of VRML. Coupled with this 
content-level strategy, on the wire level, the Java Shared 
Data Toolkit (JSDT) is employed, to the benefits of 
monitored, multi-threaded, multi-sessioned and multi-
channelled communication. Some thought has also been 
given to optimizing network communication. Lastly, the 
modular, loosely-coupled and layered architecture has been 
found to facilitate flexible incremental, component-wise 
development.  
 
1. INTRODUCTION 
 
Building a virtual environment (VE) is by no means an easy 
task, more so for networked virtual environments (net-VEs), 
as data now has an additional critical path: the network and 
the protocol stack. NECTAR offers a simple approach of 
modularizing the system into three loosely coupled 
components: the graphics engine, the user interaction 
engine and the networking engine. Right now, the targeted 
components are restricted to the graphics engine and the 
networking engine. The motivation behind the design  and 
implementation of the architecture is that VE frameworks 
have traditionally been very expensive, based heavily on 
proprietary libraries and file formats, leading to a source 
base that is hard to maintain, limited upgrade path and 
strong vendor dependency. Also, the intention here is to 
work-around the traditional approach of creating VE 
application through low-level programming, by using file 

formats that provide high-level scripting functionality; in 
other words, a file format-centric approach is taken. The 
NECTAR approach emphasizes component-wise 
development, extensibility, interoperability, cost-
effectiveness and openness.  
 
The philosophy applied here is that  to maintain the 
interaction of two or more independent users working 
together, a solution that adequately solves the problems for 
one person has to be in place first (Shaw et al. 1993). 
(Macedonia and Zyda 1997) outlines the main aspects of the 
problems as bandwidth, latency, reliability and scalability. 
To address these problems, a combination of architectural 
strategy and optimization techniques is utilized.  
 
2. RELATED WORK 
 
There are generally two ways for building a net-VE 
framework. First, mainly for older VEs which are not 
developed with networking in mind, it is customary to first 
build a standalone VE, then retrofit it with networking 
capabilities. Notable examples of this approach are 
demonstrated by MR Toolkit/Peer Package (Shaw et al. 
1993), SVE/RAVEL (Kessler 1997, Kessler et al. 1998), 
WTK/World2World (Rahn 1998, Sense8 Corporation 
1997), Maverik/Deva (Hubbold et al. 1996, Pettifer et al. 
2000), CAVERN/CAVERNsoft (Park et al. 2000). The 
advantage of this approach is that developers can focus on 
the fundamental aspects before working towards the more 
advanced bits, delaying optimization to a later stage. 
Although the graphics engine and the networking engine 
can evolve separately, they are not completely uncoupled, as 
the internal representation of the graphics primitives 
indirectly affects the design decision of the networking 
engine. Such is the case with NECTAR. This is why 
NECTAR adopts a more �universal� representation of the 
graphics primitives, i.e. VRML, so that the networking 
engine is optimized for VRML. This is the biggest 
difference between NECTAR and the above-mentioned 
frameworks. Most of these frameworks maintain a low-level 
API to remain file format independent. The disadvantage is 
that building a VE application becomes a steep effort, 
typically entailing the writing of C/C++ programs.  
 
The second way is with database/persistence and networking 
functionality integrated from the ground-up. Examples are  



 

VEOS (Bricken and Coco 1993), DIVE (Frécon and Stenius 
1998, Hagsand 1996), Open Community/ISTP (Waters et al. 
1996, Waters et al. 1997). This approach minimizes data 
conversion overhead as the graphics objects map readily to  
the distributed objects. However such tight integration also 
minimizes the degree of mutability. A slight change in any 
component might trigger corresponding or higher amount of 
change in the other components. NECTAR occupies the 
standpoint that before any optimization is attainable, it is 
more profitable to adhere to the loose coupling model. It is 
interesting to observe that the first type of (loosely coupled) 
frameworks seems to enjoy more development than the 
latter nowadays. 
 
There is active research in the area of general-purpose 
networking framework. Net-Z (Proksim Software 2001a, 
Proksim Software 2001b) uses abstractions such as 
duplication objects, duplication space, match function, 
publisher and subscriber to improve scalability. In 
NECTAR, similar abstractions that are appropriate for 
VRML are used. InVerse (Singhal et al. 1997) emphasizes 
the fact that different information types are to be handled 
differently, e.g. video stream is handled differently than 
object states. NECTAR endeavours to support the basic 
information types as defined by InVerse. Also, the channel 
abstraction used in InVerse has important influence on the 
design of NECTAR. 
 
3. THE GRAPHICS ENGINE 
 

The discussion of NECTAR starts with the graphics engine. 
The core part of it comprises of the NAnyang Vrml 
Elementary Loader (NAVEL) and Java 3D (Sun 
Microsystems 2000) (Figure 1). Java 3D is a fourth-
generation graphics API by Sun Microsystems. The decision 
to use Java 3D as the graphics API is based on careful 
evaluation of its features. Most notably, it is due to its scene 
graph abstraction and optimization, cross-platform support, 
interoperability with other Java APIs, hardware 
acceleration, VR inclination, and support for various 
advanced features like high-resolution locales and 3D 
sound. 
 
While the heavy lifting of graphics rendering is taken care 
of by Java 3D, NAVEL is responsible for interpreting the 
VRML definition of objects into scene graph components. 
The similarity in scene graph structure between VRML and 
Java 3D adds to the advantage of using Java 3D and 
translates to straightforward and efficient implementation. 
NAVEL is based on the now defunct VRML-Java3D loader 
of the Web3D Consortium. Even though Xj3D 
(http://www.web3d.org/TaskGroups/source/xj3d.html) has 
succeeded the VRML-Java3D loader, NAVEL was started 
earlier than Xj3D to be able to take advantage of it. As a 
result, NAVEL only supports VRML97 instead of the latest 
X3D specification. But NAVEL does not implement the 
whole VRML97 specification either. Nevertheless, 
compared with the original loader, it has the following 
improvements (Law 2001): 
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Figure 1: The Nanyang Experimental Collaborative Architecture (NECTAR) 



 

1. Better support for prototypes (PROTO nodes). 
Among the more important fixes that have been 
incorporated are: 

a. Correct parsing of IS maps in PROTO 
definition. 

b. Correct routing of field values. 
c. Correct resolution of DEF names. 
d. Correct recursive reference of PROTO 

nodes. 
e. Support for nested PROTOs. 
f. Correct instantiation of PROTO nodes. 
g. Sorted storage of field values.  

2. Better and complete implementation of the Java 
scripting API as dictated by the VRML97 
specification (Web3D Consortium 1997). 

3. Full support for ECMAScript using Mozilla�s 
Rhino library (http://www.mozilla.org/rhino). 

 
Universal Media 
(http://www.web3d.org/WorkingGroups/media/) is 
considered an important feature of NAVEL. The benefits of 
Universal Media are substantial. First of all, these media 
building blocks have reusable value, saving content 
developers a bundle of development time. As the media is 
stored locally, download is avoided, and with the quality 
ensured by the Universal Media Working Group, users 
would have better browsing experience. Also, the feature is 
compatible with VRML97. The downside is that the browser 
has to handle URNs differently depending on the platform. 
 
The BrowsEr front-End (BEE) is the GUI front-end for 
NAVEL. The core component of BEE is 
nectar.bee.BeePanel, which when plugged into 
nectar.bee.BeeViewer, nectar.bee.BeePlayer, 
nectar.bee.BeeScreen, nectar.bee.BeeApplet produces a 
static viewer, a fully dynamic browser, a full-screened 
application and an applet respectively. 
 
4. THE NETWORKING ENGINE 
 
NECTAR CoreLW 
 

The networking engine consists of two major components: 
NECTAR CoreLW and NECTAR MUtech (Figure 1). Since 
the graphics engine is specialized in VRML, it becomes a 
natural requirement to be able to bridge the VRML contents 
to the networking engine. The Living Worlds Working 
Group of the Web3D Consortium has once worked on and 
came up with a solution. Even though the effort fizzled out 
at the stage of Draft 2 (Honda 1997), what remains of 
Living Worlds has converged to become Core Living 
Worlds (CoreLW) 
(http://www.web3d.org/WorkingGroups/living-
worlds/CoreLW/spec.html). The purpose of CoreLW is to 
overcome the short-comings of Living Worlds in being 
over-ambitious. By being over-ambitious, Living Worlds is 
monolithic and too complicated. CoreLW is much more 
implementable, offers much more freedom, and since it 
arises out of the discussion among researchers and 
industrial specialists, though being unofficial, it is not one 
that is out of touch with the industry. What CoreLW offers 
is a first step to the multi-user extension of VRML. 
 
Zone, SharedObject, NetworkState and MUtech 
 The essence of CoreLW lies in the concept of Zone, 
SharedObject, NetworkState and MUtech (Figure 2). Zone 
is the basis of area-of-interest filtering, whereby users in one 
Zone are only aware of the activities in that particular Zone. 
A Zone is also a container of SharedObjects. There may be a 
lot of objects in a Zone, but only SharedObjects are shared, 
i.e. whose states are maintained consistently across the 
network, among all the users. A SharedObject is also a 
container of NetworkStates. NetworkStates are the smallest 
units of shared information, e.g. a NetworkState node may 
be a NetworkSFBool, through which a boolean value is 
shared. PrivateZone and PrivateSharedObject are the 
internals of Zone and SharedObject respectively, that 
implements the actual funtionality. They exist on the reason 
of security. 
 
In CoreLW, all the networking details are abstractized in a 
concept called MUtech (�Multi-User technology�). The 
MUtech object carries out all of the network related work. 
Associated with the Zone is a construct called MUtechZone 
(Figure 2). It is responsible for detecting when its associated 

Figure 2: The Architecture of CoreLW 
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PrivateZone becomes active; loading and initializing the 
user�s avatar in the PrivateZone; facilitating the animation 
of the avatar�s navigation; and attaching a 
MUtechSharedObject to every PrivateSharedObject in the 
PrivateZone. 
 
Similarly, the MUtechSharedObject is associated with the 
SharedObject (Figure 2). It is responsible for facilitating 
state sharing between instances of the SharedObject; 
facilitating inter-SharedObject communications; and 
managing the locking of SharedObjects. 
 
It is important to note that MUtechs are not by definition 
interoperable. The reason is well given in (Honda 1997). 
 
Separation of Functionality 
The implementation of CoreLW in NECTAR is called 
NECTAR CoreLW, whereas the implementation of the 
MUtech object and all its associated machinery is called 
NECTAR MUtech. NECTAR MUtech is discussed later. 
 
NECTAR CoreLW implements almost all of the CoreLW 
specification. To separate the functionality between 
NECTAR CoreLW and NECTAR MUtech, a distinct 
interface nectar.mutech.MUtech is created. In fact, 
NECTAR CoreLW does not refer to NECTAR MUtech 
directly. For the MUtechZone to get a handle of the MUtech 
object, the MUtechZone needs to supply an �implementation 
name� to the static method 
nectar.mutech.MUtechFactory.createMUtech(). The 
method constructs the class name of the MUtech object 
from: �nectar.mutech.� + <implementation name> + 
�.MutechImpl�. It then uses the class name to load the class 
of the MUtech object, and instantiates the MUtech object. 
This implementation name is specified by the virtual world 
author. Currently, as NECTAR MUtech is implemented on 
top of JSDT, the only valid implementation name is �jsdt�. 
It can be easily seen that different implementations can be 
swapped in by supplying different implementation names. 
 
Implementation 
As mentioned, MUtechs are not meant to be interoperable, 
this is why the interface declaration of MUtechZone is 
deliberately left out by the specification. In NECTAR 
CoreLW, MUtechZone has the following interface:  
 
EXTERNPROTO MUtechZone [         
    #CoreLW/MUtechZone interface... 
    eventIn SFNode set_privateZone  
 
    eventOut SFString whichTechnology_changed 
 
    eventIn MFNode childrenAddedToZone      
    eventIn MFNode childrenAddedFromNet      
 
    eventIn SFBool set_isActive  
 
    eventIn SFVec3f set_avatarPosition 
    eventIn SFRotation set_avatarOrientation 
 
    eventIn SFNode valueToNet 
 
    #MUtechZone/MUtech interface... 
    field SFString implementation "jsdt" 

    field MFString serverName "" 
    field SFInt32 port 11976     
] 
"urn:web3d:nectar:include/nectar/corelw.wrl#MUtechZ
one" 

 
As EXTERNPROTOs are used for all the CoreLW nodes 
(e.g. Zone, SharedObject etc.), to avoid download overhead, 
the importance of Universal Media is apparent.  
 
NECTAR CoreLW is implemented in a mixture of VRML, 
ECMAScript and Java.  
 
The structure of MUtechZone is shown in Figure 3. Data 
originating from the SharedObject to the network passes 
through the valueToNet field of MUtechZone, whereas data 
originating from the network to the SharedObject passes 
through the Java wrapper class 
nectar.mutech.ObjectWrapper. 
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Figure 3: The Unsymmetrical Path of Values Updated to 
Net and from Net 

 
The two main issues that the NECTAR CoreLW addresses 
are: 
 

1. The dynamic addition of SharedObjects to Zone 
When a SharedObject is added to a Zone, it is 
added to the VRML scene graph and the object 
database. Depending on the type of SharedObject, 
different SharedObjects are added differently. 
External objects are objects that do not readily 
exist in the VRML scene graph. Currently, for 
simplicity and security, all external objects are 
obtained from the MUtech object. The API function 
is nectar.mutech.MUtech.listAddableObjects(). 
The external objects pass through the path in 
Figure 4 in the addition process. Avatar objects are 
a special type of external objects. They pass 
through the avatar eventIn of PrivateZone before 
going through the process in Figure 4. Built-in 
objects are those objects that are already present in 
the VRML file. Even though they are already 
present in the VRML scene graph, they have to be 
added to the object database. Their addition starts 
with the childrenAddedFromNet eventIn of 
MUtechZone, although they are not actually added 
from the net.  

 



 

Every SharedObject is assigned an object ID. 
However the job is relegated to the MUtech object, 
as the MUtech object relies on some networking-
specific features to determine a unique ID. The API 
function is 

nectar.mutech.MUtech.assignObjectID(). 
 

2. The propagation of state updates 
As mentioned, object states are contained in 
NetworkState nodes in the VRML scene graph, and 
the propagation of state changes follow the pattern 
in Figure 3. Object states are transmitted in 
serialized nectar.mutech.ObjectState objects. An 
ObjectState object contains the following 
information:  

a. Object ID: object identification number in 
string.  

b. Counter: a 16-bit sequence number which 
increments by one for every change in the 
object. The counter is managed by the 
class nectar.mutech.CounterManager.
  

c. Owner ID: object�s owner 
identification number in string. This is 
only set during full state updates.  

d. Array of field IDs: list of 8-bit field 
identification numbers corresponding to 
the fields that have changed. A field is 
encapsulated in 
nectar.mutech.ObjectField. The 
method ObjectField.getID() returns the 
field ID. 

e. Array of field vales: list of new values for 
the fields that have changed, ordered 
according to the list of field IDs above. 

f. Array of NetworkState tags: list of 
NetworkState tags in strings 
corresponding to the NetworkState nodes 
that have changed.  

g. Array of NetworkState values: list of 
NetworkState values for the NetworkState 
nodes that have changed, ordered 
according to the list of NetworkState tags 
above.   

Differential state updates are sent using the 
interface method MUtech.sendDiffState(), 

whereas full state updates are sent using 
MUtech.sendFullState(). An example of full state 
updates is when a client first joins a virtual world, 
or when a client introduces a new object into the 
virtual world.  

 
CoreLW provides support for object locking explicitly, 
however the locking mechanism is currently not yet 
implemented. 

 
NECTAR Mutech 
 
As mentioned, the current implementation of NECTAR 
MUtech is based on JSDT. JSDT is an API designed solely 
by Rich Burridge of Sun Microsystems to support highly 
interactive, collaborative applications (Burridge 1999). The 
use of JSDT actually introduces another layer of abstraction 
because JSDT itself is a common interface beneath which a 
wide variety of implementation technologies can be 
employed. For instance, there are three default 
implementations that come with the toolkit, each being 
based on TCP/IP sockets, HTTP and the Light-weight 
Reliable Multicast Protocol (LRMP) (Liao 1998) 
respectively.  
 
Strictly speaking, the current implementation of NECTAR 
MUtech is based on the TCP/IP socket implementation of 
JSDT, and is thus unable to support multicasting. LRMP is 
not used due to the reasons cited in (Waters et al. 1997). In 
either case, there is no perfect solution unless a custom 
implementation of JSDT is written. This is left as a future 
work.  
 
The functionality of the MUtech server is exposed through 
the RMI interface 
nectar.mutech.jsdt.server.MUtechServer (Figure 5). 
 
Zone and Multicasting 
A Zone maps naturally to a multicasting group; in 
NECTAR MUtech, it maps to a channel. However there is 
not necessary only one channel for each Zone. In JSDT, a 
channel is uniquely identified by the host name, the port 
number, the connection type (e.g. �socket�, �http�, �lrmp� 
etc.), the client name, the session name and the channel 
name. In NECTAR, a client name is instead called client 
ID, session name called session ID and channel name called 
channel ID. Client IDs and session IDs are assigned 
incrementally, i.e. the numerical difference two consecutive 
IDs is 1. Channel ID takes the form: <zone ID> �.� <media 
category ID> �.� <channel ID suffix>. A zone ID is the ID 
assigned to a MUtechZone, but since each MUtechZone 
owns a separate MUtech object, a zone ID also uniquely 
corresponds to a MUtech object. Media category is an 
abstraction inspired by InVerse (Singhal et al. 1997). A 
media category can be application-specific data, system-
specific data, object states, byte stream, or text stream, but 
right now only the object states media category is supported. 
Each media category is assigned a unique ID. Under one 
media category, channel ID suffixes are assigned. These 
channel ID suffixes are assigned by the method 
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nectar.mutech.MediaCategory.assignChannelIDSuffix()

. The assignment is again incremental. The whole 
assignment scheme ensures that a channel is zone-unique 
and media category-unique. 
 
Multi-session 
The NECTAR MUtech Server is a multi-sessioned server. 
What this means is that the server can host several sessions 
at a time. When a client connects, the client will be shown a 
list of existing sessions and allowed to either choose among 
the sessions to join, or create a new one. By this, several 
sessions can exist on the same server, virtually creating a 
string of parallel universes. However of course, as there is a 
performance limit as to how many sessions can be optimally 
supported at a time, the maximum number of sessions the 
server is willing to host has to be subject to administrative 
configuration. 
 
A virtual world is uniquely identified by a URL. For a URL, 
there maybe more than one (session name, session ID) pair 
(Figure 6). In the context of NECTAR, session name refers 
to the user-provided, user-friendly name of a session, 
whereas session ID refers to the system-assigned ID of a 
session. The MUtech server maintains a ParallelUniverse 
for each URL. Each ParallelUniverse maintains a hash table 
of (session name, session ID) pair. For each of such pairs, 
there exists a SessionServer for the pair. Under each 
SessionServer, there may exist more than one ZoneServer 
(Figure 5), with each ZoneServer corresponding to a single 
Zone.  

 
Multi-channel 
Media categories target different information types in a 
Zone. Channels target different sub-information types in a 
media category in a Zone. Channels are managed by 
managers; for example, object states are handled by the 
Object State Manager, text chat messages are handled by the 
Text Manager, and finally video and audio streams are 
handled by the Video Manager and Audio Manager 
respectively (Figure 1). Due to the limitation of the �socket� 
implementation of JSDT, it is unfortunate  that video and 
audio streams cannot currently be supported. Currently only 
the Object State Manager is implemented. The beauty of 
JSDT is that, like DirectPlay, it supports reliable 
(guaranteed) or unreliable (unguaranteed), ordered 
(sequential) or unordered (non-sequential) data streams. 
 
The interface method 
nectar.mutech.server.MUtechServer.listSupportedMana

gers() returns the list of supported managers. When the 
MUtech object starts up, it calls this function on the server 
through RMI. This way, the server and the client run the 
same set of managers, and this list has the flexibility to 
change from time to time, from application to application. A 
manager has two parts: one on the client that inherits from 
nectar.mutech.jsdt.ManagerClient, another on the server 
that inherits from 
nectar.mutech.jsdt.server.ManagerServer. 
 
The Object State Manager has a reliable channel, and an 
unreliable channel which is or is not created depending on 
the result of the method decideConfig() of the Connection 
Configuration Manager 
(nectar.mutech.jsdt.ConnectionConfigManager). The 
Connection Configuration Manager runs a 
ClientSocketThread on the client, and a 
ServerSocketThread on the server. Periodically, the 
ClientSocketThread sends out a packet to the 
ServerSocketThread, and from the round-trip time estimates 
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the latency and clock slew, following a methodology similar 
to that of http://www.codewhore.com/howto1.html. If the 
measured latency is higher than the latency threshold 
(returned by 
nectar.mutech.jsdt.MUtechConfig.getLatencyThreshold

(), which is currently hard-coded as 50ms, but this is 
configurable), then the unreliable channel is created and 
designated as the primary channel. The primary channel is 
used for object states transmission. Otherwise, the unreliable 
channel is not created, and the reliable channel is 
designated as the primary channel instead. The rationale is 
that a latency that is higher than the threshold should not be 
worsened by employing TCP. In any case, the reliable 
channel always exists and serves as the channel for periodic 
synchronization, similar to Open Community/ISTP�s 1-to-1 
Connection. 
 
Load-balancing 
Net-Z (Proksim Software 2001a, Proksim Software 2001b) 
is an excellent source of idea on load-balancing. Most 
important is the idea of migrating duplication masters. It is 
easy to support this form of load balancing with CoreLW, 
because the CoreLW�s notion of pilot and drone is 
equivalent to Net-Z's notion of duplication master and 
duplica. Inline with Net-Z�s methodology, NECTAR 
supports the idea of distributing pilots according to a 
predefined set of load criteria. The load criteria currently 
only consists of the frame rate. Load-balancing is a 
responsibility of the Load-balancing Manager but it is 
currently not yet implemented. 
 
Naming Service 
As mentioned, MUtechConfig.listAddableObjects() is 
used to obtain a list of addable objects. The function accepts 
a nectar.mutech.ObjectInfo object which specifies the 
criterion for the objects asked for. The mechanism for 
supporting MUtechConfig.listAddableObjects() is 
provided by the Java Naming and Directory Interface 
(JNDI). JNDI is an industry standard interface to 
heterogeneous naming and directory services (Lee and 
Seligman 2000). There are two user-configurable 
parameters to get the job done: 
jndiInitialContextFactory, the class name of the initial 
context factory; and defaultObjectsProviderURL, the URL 
of the objects provider. First, these two parameters are used 
to obtain the initial context. The initial context is then 
searched recursively, i.e. the initial context yields a list of 
bindings, if any bound object in the list is a context, the 
bound object yields another list of bindings and so on. If any 
context satisfies the particular criterion, then all bound 
objects (non-context) under the context are considered 
addable objects for that particular criterion. Although JNDI 
allows transparent access to naming and directory services, 
currently the only supported service provider is the File 
System Service Provider. 
 
This mechanism is intended to be extended to 
MUtechConfig.listSupportedManagers(), which currently 
is hard-coded to return only the Object States Manager. 
 

Optimization 
Learning from the experience of Open Community, it is 
imperative to minimize the cost of crossing between Zones. 
In CoreLW, it means the cost of Zone 
activation/deactivation has to be minimized. In the current 
implementation, it involves only adding or removing the 
client as a ChannelConsumer to the channel that is already 
created during MutechZone�s initialization. According to 
observation, this operation is relatively lightweight. This 
means however that, resources are always allocated to the 
session and channels created at startup, even if the Zone is 
never activated. This represents a typical resource versus 
overhead trade-off. 
 
Aggregation is performed on all network-going packets. The 
current technique is based on a hybrid timeout-based and 
quorum-based transmission policy (Singhal 1996). The 
timeout value is calculated as follows: 
 
timeout = MUtechConfig.getLatencyThreshold()  

- ConnectionConfigManager.getLatency(); 
if (timeout <= 0) { 

timeout = DEF_TIMEOUT; //DEF_TIMEOUT=10 
} 

 
The quorum value is calculated as follows. Suppose there 
are n shared objects, emitting a state update every frame. If 
each individual update consists only of one translation and 
one rotation (a tuple of 3 floating point numbers and a tuple 
of 4 floating point numbers), then all these updates 
combined would consume n × (3 × 4 + 4 × 4) bytes. 
Although this estimate is crude, it can be quite effective if 
the scene is mainly populated by avatars. As an 
improvement, if the quorum is ever exceeded, the quorum is 
set to the size of the last update packet that exceeds the 
quorum. Furthermore, the fact that there are n shared 
objects does not mean that there are n active shared objects, 
or objects that are actively transmitting state updates. In 
other words, the quorum is now calculated from n active 
shared objects instead of n shared objects.  
 
5. TEST RUN 
 
The graphics engine and the networking engine are not yet 
integrated, mostly because the Browser API functions 
Browser.createVrmlFromString() and 
Browser.createVrmlFromURL() are not yet fully 
implemented. Therefore the graphics engine and 
networking engine are tested separately. For the graphics 
engine, while there is a lot of improvements made, there are 
still many non-conformance issues to be fixed. 
 
For the testing of the networking engine, the graphics 
engine is �borrowed� from ParallelGraphics� Cortona 
VRML browser version 3.1 running on top of Microsoft 
Internet Explorer version 6. The test involves two 
users/clients. Figure 7 and 8 show the different perspectives 
of the users. The testing shows the successful addition of 
external objects and transmission of states, although the 
performance still leaves room for improvements. 
 



 

  
Figure 7: Perspective of the 

First User 
Figure 8: Perspective of the 

Second User 
 
6. CONCLUSION 
 
The initial design of NECTAR is meant to be simple in 
favour of short development time and low startup cost. In 
fact, using open standards and technology, and with very 
limited human resource (one full-time research student), it 
is extremely low-cost, in addition to having minimal 
vendor-dependency. Also, from an ease of maintenance 
point of view, this approach is certainly a big plus. 
Concerning its applications, as a foundation for future 
research in net-VE, it can be used for: 
1. Experimentation with different graphics algorithms and 

simulation models.  
2. Experimentation with sophisticated communication 

techniques, e.g. dead-reckoning, multicasting, locale-
based connectivity etc. 

3. Experimentation with different human-computer 
interaction techniques, e.g. two-handed interaction 
(Hinckley 1998), World in Miniature (WIM) (Stoakley 
1995), See-Through InterfaceTM (Bier et al. 1994) etc. 

4. Generic visualizations, e.g. campus walkthrough, 
geographical information systems etc. 

5. Exploring the application, strengths and weaknesses of 
VRML. 

 
7. FUTURE WORK 
 
Currently there is a lot of work in progress. Apart from 
completing the Browser API functions, there is plan to port 
NAVEL to using Xj3D, implement the entire VRML 
specification as much as possible, and submit to the NIST 
Conformance Suite 
(http://www.web3d.org/TaskGroups/x3d/translation/exampl
es/Conformance/toc.html).  
 
As mentioned, a custom implementation of JSDT is needed. 
The idea is to combine multicast UDP, TCP and RTP in a 
single implementation. Amongst the most important 
features, the Load-balancing Manager and Lock Manager 
are to be implemented. 
 
Lastly, work on the user interaction engine has not started 
yet, but is planned. 
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